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ABSTRACT
Images are now one of the most common forms of digital content shared online in social
network and other web 2.0 applications. With the availability of cheap digital cameras and huge
amounts of storage space, photo publishing on social network application has become very
popular. A portion of the images content that is uploaded onto the web is highly sensitive in
nature, disclosing details of users’ personal life. In this thesis, we present an extensive study
exploring the privacy needs and perspectives of users, when uploading their images. Our study
investigates the importance of visual and textual features of images for privacy classification. One
of the image features that we use in this research is a sentiment based visual representation, which
was never used in the context of image classification till date. We also develop learning models to
estimate privacy settings for newly uploaded images, based on carefully selected image-specific
features. We identify a smallest set of features that by themselves or combined together with
other features can perform well in predicting degree of sensitivity of images. In terms of privacy
policies assigned for an image, we consider the case of binary classification, where an image is
classified as either public or private and also a case where privacy is characterized by multiple
sharing options.
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Chapter 1

Introduction
Images are one of the most widely used and shared forms of digital media. Images are
primarily shared online on social network websites and other web 2.0 applications like Flickr,
Tumblr etc. A user can share his/her images both in his/her own social circle and also
increasingly with people outside the social circle. This intentionally or unintentionally leads to
social discovery, through which other people can learn about the user’s interests, location and
surroundings. For example, Theme parks and Nightclubs regularly upload images of people who
visit their place. Since these places strive for publicity, it can be assumed that these images would
be available for everyone to see. The image content that gets shared can expose a user’s location
or personal habits to everyone without the user’s knowledge.
Sharing of images within social network sites or content-sharing sites may lead to
unwanted disclosure and might result in privacy violations. Malicious users can take advantage of
such leaks of digital information and might launch context-aware attacks or even impersonation
attacks [31].
To this date, studies on online image privacy are still in nascent state as most of the
recent work has focused on protecting users’ textual data online. Very little emphasis has been
placed on the unique privacy challenges that arise with online image sharing. Although, a large
amount of work, which employs the visual content of images for similarity analysis of images
exits [25,26,38,45], only some recent work has started to explore simple classification models for
image privacy [58,92].
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1.1 Problem Definition
The goal of this thesis is to explore the main characteristics of users’ uploaded images
and to utilize them to automatically distinguish the privacy of an image. Our goal is two fold: (1)
we aim to identify a set of features that can be more informative in profiling images for privacy
needs. (2). Among the identified features, we wish to determine the smallest set that by
themselves or combined with others perform well in predicting the privacy policies of users’
images. To meet these goals, we analyze images based on two categories of features: visual
content and image-metadata.
With the increasing popularity of content sharing environments like Flickr, YouTube,
Facebook etc., the volume of private multimedia content that is publicly available on the Internet
has drastically increased. Existing sharing platforms employ complicated and tedious privacy
settings and require a user to make a decision of privacy settings for each resource. In this thesis,
we demonstrate a system, which automatically identifies the privacy decisions of an image using
the visual-content and context of the image. We developed the system to make the privacy
decisions using the smallest set of features to achieve high degree of accuracy, making the system
fast, efficient and practical for a real-world scenario.
A majority of the images found on social networks like Facebook, Flickr etc., are unique.
Though these images are unique, the visual content that they project can be categorized into
groups, which are far less in number. Yu et al. [57] for example, showed how a dataset
comprising of 20000 images could be categorized into 11 groups. This clearly indicates, that
though images are unique, distinctive visual attributes can be found in the images, which are seen
in other images as well. For example, figure 1 shows two images, which show the reflection of
stars in a water body. Though they are visibly different, there are patterns in the images, which
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influence human visual perception to decide that the two images are similar or belong to the same
category.

Figure 1 Two images1 showing reflection of stars in a lake

As we understand how visual patterns can be repeated in different images, questions arise
– “how do we capture these visual patterns?” “What kind of visual patterns can we observe?” A
visual pattern can be the presence of an object, a mixture of colors etc. For example, let us
assume there are two images each showing a car and another image, which has both the cars. A
human can recognize that the last image has both the cars seen in other images, by looking at
each car, comparing color, shape and other distinctive features. So how do we automate the step
of recognition? A common approach to address this issue is to extract different image-based
features from a set of images and map the features with the attributes of the image. Attributes can
be image type, image group, location etc. We can use this knowledge acquired from the set of
images to make a prediction about an attribute of a new image.
In addition to visual-content, we also lay emphasis on image metadata. Image metadata is
used to acquire contextual information about an image. Context plays an important role in
assigning privacy policies. For example, a splash of red color on a white screen can be a painting
on a canvas or blood from a crime scene. Image-metadata can provide details about image origin,
objects in the image, photographer etc., which are seldom captured by visual-content.
In the next chapters, we discuss different image based features and how these features
can help in assigning privacy level for a new image. We also discuss the machine learning based
1
Images take from https://www.flickr.com/photos/lecercle/favorites/with/2159524336/lightbox/ and
http://www.terrastro.com/galleries/lake-tyrrel-star-party/
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approaches we use for making the predictions to assign privacy policies. In the first phase of our
privacy analysis, we assign labels “private” or “public” to an image, based on its visual and
textual content.
As a next step, we extend the notion of privacy to a multi-level scale, consistent to the
popular social network sites and web 2.0 applications. The extension of privacy accounts for a
more complex case of an image to be shared in a social network forum, where a user may have
multiple options to choose from. (i.e. should a friend a view this image? Should family see this
image? Can everyone comment on this image? ). In this scenario a user has multiple options to
choose privacy privileges and various disclosure options.

1.2 Overview of Approach
We carry out an extensive study aimed to explore the main privacy and sharing criteria of
users’ who upload images, by extracting various types of visual and textual features from images
and mapping them to their respective privacy policies. We develop various learning models by
using the features that were extracted. The learning models combine an increasingly large number
of features using both combined and ensemble classification methods.
We initially study the images in the dataset to understand what characteristics make an
image private or public. We explore the presence of consistent patterns in each of the two classes
by analyzing the associated visual-content and metadata. Next, we begin studying the
performance of individual features and combination of features in the context of privacy
prediction of images.
Among the features that we use to capture the visual-content of images, sentiment based
feature representation is a novel approach. To the best of our knowledge, using sentiment for
privacy classification of images has not been studied till date.
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Next, we analyze the privacy needs of images on a multi-scale level, as described in the
problem statement. As of now, social networking sites like Facebook, Flickr etc., employ finegrained privacy policies to protect their users from exposure. In the past, in most social networks
personal information of users was readily available to everyone. Later on users were able to
choose if information related to them can be exposed or not. As the popularity of social networks
grew, the risks of exposure grew too [9] and fine-grained policies, which enable user to enforce
privacy policies at individual level and group level, were introduced. Following this trend, having
analyzed privacy policies of images in terms of “Public” or “Private”, now we adopt a fivelevel privacy model, where image disclosure can range from “open - access” to “owner - only”. In
addition to the multi-level privacy model, we also consider various degrees of disclosure. We
introduce three degrees of disclosure for each image, which are View, Comment and Download.
Using this multi-level, multi-class privacy framework we build models to estimate adequate
privacy settings, using the best combination of features. In this new privacy framework, we also
account for the correlations between 2 degrees of disclosure. For example, an image can be
downloaded only if it can be viewed first. To model such inherent relationships between the
classes, we use Chained Classifier models [42].
In all of our learning models, we need to recognize patterns in the dataset and use them
for classification for any new image and predict the underlying privacy policies for that image. To
achieve that, we use a supervised learning model based on labeled images for each category.
Here, both the training and test sets are represented as multi-dimensional feature vectors. We
wanted to use a learning model, which when trained on the labeled set gives the best prediction
results on the test set. We tested the dataset against multiple classification models like naïve
bayes, Support vector machines, Bagging and Logistic Regression.
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Chapter 2

Image features for privacy analysis
Image privacy is a concept that is influenced by multiple factors such as location at which
the image is taken, objects and persons in the image etc. Content-based features help in
identifying edges, faces, colors and presence of particular objects within an image and therefore
may give some idea about the degree of privacy.
Images can be represented as two-dimensional arrays of color pixels. One might argue
that, instead of extracting a variety of features from the images, why not directly use this twodimensional representation as a feature? Since most images are subject to noise and directly using
the digital content prevents us from capturing patterns, which can be used for identifying degrees
of privacy, we resort to feature extraction. The process Feature extraction is typically used to
make measurements of image-content and in particular, low- level features are extracted in the
form of statistical representation of pixels.
In the following sections, we describe the theoretical reasons as to why the features are
used in practice and the kind of hints they provide for image categorization.

2.1 Scale Invariant Feature Transformation
Image matching is a main aspect of many problems in computer vision. SIFT (Scale
Invariant Feature Transformation) features have many properties which make it suitable and
possible for matching different images for an object. The most interesting property of SIFT is that
its features are invariant to changes in orientation, scaling and illumination [35].
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In the first step of transformation, internal representations of image are created to ensure
scale invariance. Several octaves of original image are generated, where each octave’s size is half
of the previous one. Within the octaves, the image is progressively blurred by convoluting the
image with a Gaussian function [61].
L(x, y, σ) = G(x, y, σ) ∗ I(x, y),2
Where ∗ is the convolution operation in x and y, and
G(x, y, σ) =

1 −( x 2 + y 2 )
e
2πσ 2

2σ 2

Convoluting with Gaussian is the only scale-space kernel under reasonable assumptions
[62,63]. The resulting function L(x, y , σ) is useful for detecting stable keypoint locations in scale
space, which are found using difference of Gaussians. Difference of Gaussian functions provides
a close approximations to the scale normalized Laplacian of Gaussian [64]. Using heat diffusion
equation, we get:

∂G
= σ∇ 2G
∂σ

σ∇ 2G ≈

G(x, y, kσ ) - G(x, y, σ )
kσ - σ

Which gives,

G(x, y, kσ ) - G(x, y, σ ) ≈ (k − 1)σ 2∇ 2G
This proves that difference of Gaussian functions imposes the scale invariant behavior as its
approximation already has a σ 2 term, as seen in RHS. Lindedberg (1994) [62] showed that
normalization of a Laplacian with σ 2 factor is required for true scale invariance. The extra (k-1)
factor multiplies over all scales and does not effect the maxima and minima locations.

2

Equations taken from http://www.aishack.in/2010/05/sift-scale-invariant-feature-transform/2/
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The scale-normalized behavior of the resulting function makes the maxima and minima
point’s stable and such points are ideal candidates for keypoints. The keypoints are located by
picking the extrema points in the difference of Gaussian functions of two nearby scales in an
octave. Each pixel is iterated and checked if it’s a maxima or minima, by comparing its value
with its neighbor’s in the same scale and also in the scales above and below the pixel’s location.
Once the keypoints are located, based on the image around the keypoint decision is made whether
the keypoint is to be filtered or not. Image around the keypoint can be: A flat region, An edge or a
corner. Corners are great keypoints, so the other types of generated keypoints are rejected.
Once we have incorporated the scale invariant behavior to the keypoints, the next step is
to add rotation invariance to the keypoints. This is done by calculating gradient directions and
magnitudes around each keypoint and figuring out most prominent orientations around the
keypoint. This approach was used as it was found to give the most stable results.
At any point (x,y) gradient magnitudes and orientations are calculated using these formulae:

m(x, y) = (L(x, y + 1) − L(x, y − 1))2 + (L(x + 1, y) − L(x − 1, y))2

θ (x, y) = tan −1 ((L(x, y + 1) − L(x, y − 1)) / (L(x + 1, y) − L(x − 1, y))
An orientation histogram is calculated in the regions around each keypoint extracted from
the previous step. In this histogram, the 360 degrees of orientation is broken down into 36 bins
(each of range10 degrees). Lets say the gradient direction at a certain point (in the “orientation
collection region”) is 26.729º, it means that it will go into the 20-29 degree bin. And the
“amount” that is added to the bin is proportional to the magnitude of gradient at that point. Once
all the pixels around the keypoint are covered, the histogram indicates the orientation range,
which is the maximum. The keypoint is assigned this orientation. In addition, if the histogram
projects any orientations which are within 80% of the peak, a new keypoint is created with same
scale and same location, but with a different orientation, which is equal to the other peak.
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The previous operations have assigned image location, scale and orientation to each of
the keypoints. The next step is to compute a numerical descriptor of the regions around the
keypoints, which is highly distinctive and hence making it invariant. Capturing a 16 * 16 pixel
window around each keypoint generates this unique fingerprint for each keypoint. The 16*16
region is broken into sixteen 4*4 regions. Within each such region, gradient orientation and
magnitudes are calculated. These values are put in an 8-bin histogram. Unlike the previous step,
where similar calculations are done on pre-assigned bins for orientation ranges, the amount added
into the bins is depended on distance from the keypoint. So if the gradients are far away from the
keypoint, smaller values are added to the bin.
Doing this for 16 regions, where each region has a 8-bin histogram, results in 16*8 = 128
numbers. Once the numbers are found, they are normalized and they form the unique feature
vector for each keypoint. This feature vector introduces a few complications. They are removed
before finalizing the feature vector.
1. Rotation dependence
The feature vector uses gradient orientations. Clearly, if the image is rotated, everything
changes. To achieve rotation independence, the keypoint’s rotation is subtracted from each
orientation. Thus each gradient orientation is relative to the keypoint’s orientation.
2. Illumination dependence
Illumination independence can be achieved by carefully removing high threshold values
from the vector. So, any number (of the 128) greater than 0.2 is changed to 0.2. This
resultant feature vector is normalized again. Through this procedure illumination
independence is achieved.
The number of keypoints that an image can generate is subjective to the image
and the number of feature vectors cannot be predetermined. In order to create a representation
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that has a standard length in its representation, we use the state of the art model called Bag-ofvisual-words (Bow) [57]. The image Bow vector is obtained by clustering the feature vectors
obtained from keypoints into a pre-decided number of clusters. Each feature vector is mapped
onto one of the cluster centers. Hence, by using this procedure we get a vector of length equal to
the size of the Bag-of-words, where each number represents the number of elements in the
original SIFT keypoints, that were mapped onto the corresponding visual word.

2.2 Edge Direction Coherence Vector
Edges in an image can be a discriminating factor in identifying the type of scene, and
thus could be helpful to identify the degree of privacy. In particular, it has been shown previously
that edges can distinguish an image, if it’s taken indoor or outdoor [53]. Images taken in artificial
environments tend to have more of strong, straight or vertical lines, whilst those of natural
environment tend to contain shorter and weaker edges [50].
Edge Direction Coherence vector internally uses the canny edge detector [65], to extract
edges from an image. Some edge detectors are prone to noise and might use Gaussian blur to
ensure smoothing. Canny edge detector calculates gradient magnitudes and directions at every
point in the image. The magnitude of the gradient is an implicit indicator of an edge. A high
gradient magnitude means that the colors are changing rapidly, hence implying an edge. A low
gradient implies no substantial change in colors. So it might not be an edge. The magnitude of a
gradient is given by m =

Here

G

y

and

G

x

G

2
x

+ G y . The direction of the gradient is given by θ = arctan( G y ) .
2

G

are X and Y derivatives at the point considered in the image.

At each point, once we have the values of gradient magnitude and the direction of the
gradient, we check at each pixel if it is the “maximum”. We call a pixel a maximum, if the

x
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gradient magnitude at its location is greater than the value at its neighbor’s, where the edge falls.
For example, if the direction of the gradient is 45º, it means the pixels on the top right corner and
bottom left fall on the edge. To check if the current pixel falls on the edge, a check if the value of
the gradient is greater than the pixels on the top right corner and bottom left corner. If the check
passes, the pixel is marked as an edge.
The edge direction coherence vector keeps track of the number of coherent edges and
non-coherent edges. A threshold of 0.1% of the image size on every connected component of
edges in a given direction is used to decide if an edge is coherent or not. 72 bins are used to
represent edge direction quantized at 5º intervals. Each bin stores the number of pixels that have
the gradient in the particular 5º interval. Coherent and non-coherent edges are stored separately
in the bins. Which means, including both coherent and non-coherent edges, 144 bins were
maintained.
The values of 144 bins were used as a vector to represent edge direction coherence as a
feature. It was reported that images that correspond to city or landscapes followed a particular
pattern. City images predominantly had coherent edge pixels in vertical direction. This was not
seen in landscape images [50]. This shows that Edge direction coherence vector can be useful for
categorizing images based on visual patterns, which we intended to leverage for privacy
classification.

2.3 Color Histograms
The Color histograms are one of the simplest forms of image feature representation. In
this representation, each pixel in the image is assigned to a bin based on its color. This is different
from SIFT and Edge Direction Coherence measure because color histograms make no attempt to
record how the pixels are spatially arranged in the image. Having said that, color histograms
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intuitively carry an indication for certain types of public and private images. For example,
landscapes have a particular distribution of colors. In addition, color histograms are known to be
able to model skin tones efficiently, hence predicting the presence of people in an image [66].
In order to represent color histograms, we look at the RGB values of each pixel. Every
pixel has some portion of Red, Blue and Green colors and based on the amounts at which these
primary colors are combined, the pixel has its color. Every color has an implicit alpha value of 1.
The alpha value defines the transparency of a color and can be represented by a float value in the
range 0.0 - 1.0 or 0 - 255. An alpha value of 1.0 or 255 means that the color is completely opaque,
whereas an alpha value of 0 or 0.0 means that the color is completely transparent. Once we
extracted the RGB values from each pixel, we use these values to get Hue, Saturation and
Brightness (HSB) at each pixel. Similar to the alpha values of primary colors, HSB values are
also range from 0-255.
In addition to describing the distribution of color, the color histogram values can be an
indication of attractiveness [67]. Metrics such as sharpness and distribution of colors contained in
the image have shown a direct correlation to human perception of attractiveness [68]. Though
attractiveness cannot be a direct measure of privacy, it proves that it can be a measure of
similarity.
To represent the color histograms as a feature, we constructed a 2-dimensional table with
6 rows and 256 columns. In this table, the first three rows represent the RGB values and the last
3 rows represent the HSB values. Before processing, the table is initialized to all zeros. We iterate
over each pixel in the image and calculate the values of RGB and HSB at that particular location.
Once we have the numerical values, we update the table. For example, let the RGB values at a
pixel be (128,128,128) and HSB values at a pixel equal to (120,130,140). Using these values, we
increment the value in the 128th column of 1st, 2nd and 3rd rows. And increment the 120th column
value in the 4th row, 130th column value in the fifth row and 140th column value in the sixth row.
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Once all of the pixels in the image are iterated, we have the table fully populated and it
represents the color spectrum of the image. To represent these values as a feature, we serialize the
table, which results in a feature vector of length 256*6 = 1536. This feature vector represents the
color distribution of an image.
Previous studies have shown that public photos often contain strong discrete colors,
which results in a spiky histogram. In contrary, private photos often contain colors that are
distributed uniformly [58]. In addition to that, color histograms can identify black and white
photos quite well. The properties show that color histograms might be a useful feature for privacy
classification of images.

2.4 Facial Features
Facial features are a high-level feature representation of images. In the previous section
we analyzed some low-level features and how they are important for detecting privacy of images.
So following the same trend, we first understood the implication of detecting faces in images.
Previous study on face detection proves that presence of faces in an image has a direct correlation
with high degree of privacy. Having said that, there are considerable number of images with
faces, which are deemed public. Henceforth, to discriminate the images containing faces as either
public or private, we detect the ratio of the area of faces to that of the image area. This to an
extent can distinguish between a purely public event with people and other images involving
various individuals.
For the purpose of face detection, we use the frontal face detector, which was developed
by Viola and Jones [69]. The Viola-Jones object detection framework minimizes computation
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time and achieves high detection accuracy, and it was motivated by the problem of face detection
and its novel approach
The framework introduces a new image representation called “integral-image” which
facilitates fast feature evaluation. The key feature of integral image is that an integral image can
be calculated from the original image using only few operations per pixel. The integral image at
location (x,y) contains the sum of pixels above and to the left of (x,y) inclusive.

ii(x, y) =

∑

i(x ' , y ' )

x ' ≤x,y ' ≤ y

Here ii(x,y) is the internal image at location (x,y). i(x,y) is the value of pixel at the same
location. Using the internal image representation, rectangular sum of any region in the image can
be calculated using few array references. These rectangle sums can be used as a set of features,
which can be useful for object detection.
To support the goal of picking features in an image to form an effective classifier, a
learning algorithm is designed using a single rectangle feature that can effectively separate
positive and negative examples. A variant of adaboost is used to both to select the features and
train the classifier. Using this technique, a cascade of classifiers is formed, with an intention to
reduce false positive rate and increase efficiency. The complete face detection cascade has 38
stages with more than 6000 features in total.

Figure 2 Successful and unsuccessful face recognition
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In out analysis, we use the face detection algorithm to generate the number of faces that
were detected in an image. In addition to that, we also added an extra attribute to indicate the
relative area of faces in the image. An important point to note in this regard is that, presence of
faces in an image doesn’t necessarily guarantee detection. Due to various factors, though the
faces are clearly visible, they couldn’t be detected. This can be due to factors like bad lighting,
picture taken from an acute angle, or if parts of faces are hidden etc.

2.5 Sentiment driven privacy detection

Sentiment Analysis from visual features of an image has been an active area of research
in the recent years. A novel approach which constructs a Visual Sentiment Ontology (VSO) based
on understanding the visual concepts that are strongly related to sentiment [18]. VSO is build
upon psychological theories and web mining comprising of 3000 sentiment carrying concepts
called ANPs (Adjective Noun Pairs). Cute Dog, Beautiful day, disgusting food are few examples
of ANPs. Each ANP is capable of conveying a strong sentiment.
In our research we used the semantic meaning of sentiment that is extracted from images.
To our best knowledge, there has been no work that has been done along these lines, which link
sentiment analysis to privacy detection. So far, the computation analysis of sentiment was done
by analyzing the textual content and mining knowledge embedded in multiple facets, such as
comments, tags etc and use this information to understand human behavior and predict decision
making [70].
The sentiment analysis is based on psychological principles such as Plutchik’s Wheel of
Emotion [71]. Based on the emotions defined in the theory, a search was made on digital media
sites (like Flickr, Youtube) which group images or videos based on keywords. Using the results
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of the search and collecting other keywords that were tagged with the results from search, a
comprehensive list of 3000 ANPs were created. As a next step, each of the individual detectors is
trained using Flickr images, which are tagged using the ANP and only the ones with reasonable
performance are kept. For the purpose of training each ANP, a set of images are retrieved based
on searching on the given ANP word. Since there are possibilities that the images retrieved might
have some false positives, image sets of few ANPs were randomly selected and each image was
manually checked for the presence of the respective ANP. This detector library finally comprises
of 1200 concept detectors, thus forming a 1200 dimension ANP detector response for an image.
In order to represent the 1200 dimension ANP detector response for an image in the form
of a feature vector, each image in the data set is processed using the described framework. The
framework outputs a series of 1200 decimal numbers in the range of 0-1. Each of these numbers
indicates the presence of the corresponding ANP in the image. We use this semantic
representation of an image as a series of sentiment capturing words, which can be used as a
feature vector to predict degree of privacy.

2.5 Image Keywords
Keywords are a part of Images’ descriptive metadata. Descriptive metadata are pieces of
information that can be useful is searching and retrieving an object that it describes [72].
Keywords are a result of annotations of digital data, which is a common practice especially with
images. Users can tag an image by adding descriptive words, which depict the image context,
location, time and feelings that it evokes.
To understand the importance of tags or keywords associated with an image, we need to
analyze the motivation of tagging. Why do people add tags to images? The incentives of tagging
can be classified into 2 dimensions [13]. The first dimension describes the “sociality” which
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relates to who is the intended benefactor of adding a tag. The second dimension describes the
“function” which relates to a tag’s intended reason of addition. Reasons for adding a tag can be
for search/retrieval, photo pooling, social signaling or adding context to an image etc. After
analyzing the various sets of motivations catering to personal or social reasons, it was
hypothesized that having social incentives is one of the major factors that drive a user to add tags
to an image.
Users can use any term as a tag without exactly knowing or understanding the meaning of
the terms that they choose. Sometimes the term is a slang, which doesn’t have a defined meaning.
For example, users may tag images with slangs like “yolo”, “swag” etc., also users tend to add
abbreviations as tags. The power of having these terms in lies in the fact that they help in
keyword based aggregation. This aids in social serendipity by enabling social search and
navigation using these terms [73]. Keeping this in mind, we do not filter tags based on their
meaning and presence in the dictionary.
For example, each image in Flickr is associated with one or more tags and this facilitates
user to let his image searchable on that particular keyword and also add the uploaded image a part
of the photo pool of the particular tag. Thus adding a keyword means that the user is trying to
communicate the information that the image belongs to a particular context or group. This
information can be useful for classifying an image based on the kind of keywords that it is tagged
with.
In our research, we used the presence of keywords as a feature vector, which can help
predict the degree of privacy of an image. Firstly, we created a dictionary of words from all
images in the training set, removing any duplicates. Once the dictionary is created, each image is
presented as a sparse vector, where each entry corresponds to an index. The index points to the
location of the word in the dictionary, with which the image is tagged. We use sparse
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representation for the vector to remove unnecessary information about keywords that are present
in the dictionary, but absent with the image.
Accordingly, using the procedure described, we try to correlate images by using the
feature vectors to capture usage of tags, which are identical. We observed that most images,
which show similar descriptive patterns, have extensive usage of words that are similar.

Figure 3 Example of a Flickr image and its tags

An example of such tags usage is give as an example in Figure 3. In the image, we can
see that the keywords such as beach, ocean and water have a high degree of similarity. We
observed similar patterns in other images, where tags were extremely useful in conveying the
description.

2.6 Other notable features
In the previous sections we described different features, their usage and the methodology
for image classification, mainly for privacy detection. In this section we discuss few additional
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features, which are used to represent visual-content of images. In addition to visual-content based
features, we also discuss aspects of metadata that were not considered in this analysis.
All of the features that were used in our analysis are popular and have proven to be useful
in classifying images in different contexts [58, 50]. As we are taking a machine learning based
approach to predict privacy policies of images, the feature representation of visual content needs
to be able to convey the specific kind of information in a standard length vector format. In
addition to that, we need the feature extraction from an image to be fast to be efficient.
Image visual-content based query and retrieval has been an active area of research in
recent years. An important component of content-based query is extraction of visual content from
images. The extraction procedure can be associated with different levels of attributes, ranging
from low level signal based features to high-level context based features. For any of these feature
representation, Texture, color and shape are considered the important underlying primitives for
human perception [74].
Classifying images based on texture usually is a very strenuous task [95]. Unlike regular
objects with definite structure, which makes it easy to capture and use the information for
classification, textures have large stochastic variations and are very difficult to model. In addition,
textures undergo changes whenever a given image is subject to variations in illumination or
orientation. Classifying textures present in an image is an active research area [75,76].
In terms of image metadata, we have already described the usage of tags as a feature in
the previous section. In addition to tags, descriptive image metadata comprises other data
providing information about aspects such as timestamp of creation, owner, location, size of the
image, resolution etc. There have been prior studies linking location data to privacy [11].
However, the data set we used for our experiments are hosted on Flickr and addition of location
information is optional on Flickr [77] and images may not be tagged with geographical data. In
addition to location information, we also looked into comments of images as a source of
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metadata. Unfortunately, since all of the images that we have in the dataset are visible to
everyone, the comments on the images had lots of spam and categorizing comments, which are
relevant, was not trivial, making comments not very helpful for capturing the context of the
image.
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Chapter 3

Related Work
The main aim of this research is to propose an automatic mechanism, which can predict
privacy policies or warn users about the image content that they are willing to share. As
mentioned earlier, lapse of judgment in sharing sensitive images can lead to unwanted social
discovery and can lead to invasion of privacy. A number of recent studies have analyzed social
discovery and sharing patterns in content sharing websites like Flickr and tried to capture the
users’ perspective about privacy. Having said that, privacy is a very subjective concept
visualizing and quantizing privacy from individual perspectives became an important aspect.

3.1 Privacy concerns and recommendations
Shehab (2012) [2] proposed and compared groups based and friends based privacy policy setting.
His work also highlights the kind of users present in the demographics of the research. There
mainly existed three types of users, which are unconcerned users, Pragmatists and
Fundamentalists. Unconcerned users have little or no concern about privacy. Pragmatists
examine the relevance and social propriety of social entities to which they share their information
and share their personal information if they see no potential risks in doing so. Fundamentalists see
privacy as an extremely high value and in most cases, simply refuse to give out information they
are asked for. Understanding the implications privacy exposure is abstract and it is difficult to
correctly understand and compare the risk involved is setting different privacy policies. Liu and
Terzi (2009) [3] used a probabilistic model to estimate sensitivity and visibility to quantize
privacy. They identified a list of profile based items for users and assigned sensitivity and
associated visibility using Item Response Theory (IRT) [4] and use them to calculate a privacy
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score for each user, which could be used for comparison with the privacy scores of peers. Using
the privacy scores, the authors achieve privacy setting recommendation and risk monitoring. In
addition to that, these scores can give insight about how different groups of people view privacy
as a concern.
In recent years, a lot of emphasis has been put on developing tools and privacy models to
enforce desired privacy policies. Though popular social networks provide options for users to set
privacy policies as per their requirement, the task is strenuous and time taking. As Bonneau et al.
[17] state, Facebook in 2009 had 61 privacy levels to select in 7 different pages. Linkedin had 52
settings across 18 pages. With time, social networks could add more privacy policies to give users
more flexibility to set their privacy preferences. Unfortunately, these complex policies can
overwhelm a user who intends to set privacy preferences. In addition to the complications of
setting privacy preferences, all users are “opted-in” to features newly introduced by the social
networks even if a strict level of privacy if enforced by a user. [16].
Mazzia et al. [12] developed a privacy tool, which can model and visualize privacy
policies at individual and group level. This tool is comparable to Facebook audience view in
allowing users to perceive data visibility, but their user-study indicates that their tool provides
easier interface to construct accurate mental models with regard to privacy in social groups. This
tool internally uses keyword labels to keep track of social groups and identifies the placement of
users in the corresponding groups based on their profile metadata. Vyas et al. [51] also developed
an automatic privacy management system, which internally uses static and dynamic tagged
content. The system models social groups, users, user relations and interests to predict privacy
policies for any new content that is added by a user. The system accounts for semantic analysis
for tags to understand the type of the content being added and compares it with the users’ and
similar users’ history to find similar privacy policies which are relevant to the content being
added. Along the same lines, Yeung et al. [55] introduced an access control system using tags and
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linked data. The system using OpenID protocol [78] for authentication of users and verify user
profiles based on FOAF (friend of a friend) ontology [79]. The systems enables access control to
users viewing digital content only if the owner “knows” the visitor and can restrict the content the
is exposed to different users and groups of users using tags. Jones et al. [32] analyzed the
problems of pre-defined static groups for privacy control and highlighted the importance of
contextual factors and identities of contacts, which influence privacy sharing decisions. They
developed a logistic regression based model, which used metadata like tags, location, event,
motive etc., coupled with information related to contacts identity like strength of ties and set
criteria used for creating social groups, to provide a mechanism to simplify or reduce the burden
of enforcing intended privacy setting.
Users can protect themselves from unintended social disclosure by careful selection of
privacy policies. Interestingly, He et al. [29] identified the extent to which privacy information
can be inferred via social relations is quite high. This means that information about a user can be
acquired, even though the user has enforced policies to explicitly not expose that piece of
information. In this study, the authors highlight the possibility of privacy exposure, especially
when users’ are connected with strong relationships in a social network. To prove this, the
authors modeled the relations between users as a bayesian network, where a hidden attribute of
the user can be inferred by attributes exposed by his immediate friends.

3.2 Privacy modeling using keywords
Previous research indicates that tags or keywords have an important role in developing
privacy models and understanding the level of privacy a user desires. To understand the relation
between privacy expectation of a user and keywords, Ames et al. [13] analyzed the motivations,
which make users to add tags to their images. They identified that the incentives for tagging can
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be placed along two-dimensions “Sociality” (personal, public use etc.) and “Function” (enhance
search ability, social signaling etc.). The two dimensional nature of motivation is very similar to
taxonomy developed to project reasons for image capture [80]. Tags were found to be associated
with images to convey social and contextual information to the users. Ahern et al. [11] analyzed
the effectiveness of image descriptive metadata like tags and location in shaping the privacy
policies. As per their findings, it is clear that there are clear indications that location and tags have
implications to privacy settings of an image. Based on their studies, they identified that few types
tags like, tags depicting people and tags depicting location are pivotal in affecting image privacy.
Miller and Edwards [37] further confirm the intuition behind tagging with respect to the two
kinds of photographer groups that they identified. They identified that photographers tend to tag
either as a memory aid or to enhance image search ability, which would benefit users who end up
searching on that particular tag. The two types of users (Snaprs and Kodak culture people) further
highlights the importance the interpersonal differences that users might have concerning privacy
preferences and awareness. Klemperer et al. [33] analyzed the importance the tags, which were
primarily added for organizational and searching purposes. They identified that these tags are
affective, even though they were primarily not mean for access control.
Zheng et al. [59] analyzed the different group recommendation systems in Flickr and
identified that tags play an important role in obtaining accurate recommendation in the top 2%
ranks. They also identified that models that incorporate tags outperform other models, which
don’t use tags. Choudhury et al. [24] have described a methodology through which image-content
and user-tags in tandem can be used to make recommendations about photo pools or groups,
which fit the image well. They also identified that social interaction can be a key factor in
identifying the connection between image content and community to which it should be added.
Yu et al. [56] also proposed a group recommendation system, which uses image tags and visual
content to make suggestions. Their method captures the relationship of images in an album or a
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group and shapes the recommendations by leveraging the collection context, instead of treating
each image as a singular entity.
Apart from recommendation systems, a large number of automatic image annotation
systems highlight the role of tags in carrying the context and capturing the features in an image.
Chen et al. [23] developed a system named Sheepdog, which identifies the probabilities that an
image belongs on each of their predefined concepts. This is done by training relevant images for
each of the carefully selected concepts and using the trained statistical model to indicate a degree
of similarity. Similar to many annotation systems, Sheepdog uses visual content to train concepts,
using which tags were recommended to a test image. Mapping the recommended tags with predefined concepts, an assessment is made to suggest groups for the test image. Sawant (2011) [44]
proposed an annotation tool on the same lines, but the annotation system was made more
intelligent to understand the users’ vocabulary based on the collective tagging behavior of the
users’ social network.
Tags are also proved to play a prominent role in information retrieval and resource
discovery, especially to cover dynamic data in the “hidden web”. Plangprasopchok and Lerman
[39] came up with a probabilistic model, which uses tags, to capture resources given text
description of the resource that the user wants to discover.

3.2 Privacy modeling using visual-content
Recently, researchers started exploiting the power of combining user annotations or tags
with visual content of images for different classification models. Yu et al. [57] developed a
system, which analyzes visual content and tags from images and evaluated recommendations for
groups. They indicate that groups in a picture-sharing community are formed based on a common
interest. The interest may be an object or an abstract style found in the images. In order to
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understand the subject from the images; the authors extract visual features from the images.
Though they point out that user-annotations are more insightful compared to visual-features alone
in providing recommendations, their results indicate that integrating user-annotations with visual
features further showed an improvement in recommendations.
Squicciarini et al. [94] developed a tool called A3P, which helps users in composing the
privacy settings for their images. The tool examines social context, visual content of the image,
and image-metadata as possible indicators of privacy. The tool has a multi-level scheme through
which it can identify the privacy policies of an image. When as user uploads an image, the tool
captures the visual patterns in an image and compares the content to image database, where
closest matches are found. The privacy policies for the image are calculated using the policies of
the closest matches.
Zerr et al. [58] developed a tool called Picalert, which could classify an image as public
or private using the visual-content and tags for an image. Picalert was one of the first tools,
which used visual-content of images and metadata in the context of image privacy. They
extracted different visual features from images and used a machine learning based approach to
develop a model to classify images. In addition to the task of privacy classification, they also
developed a privacy-oriented search, where a user can query and retrieve relevant results in
decreasing order of degree of privacy.
Borth et al. developed a framework called Visual Sentiment Ontology (vso) [18], which
can capture different concepts of emotion in an image. They identified 1200 words, which carry a
high value of sentiment and mapped each of the words with visual-patterns of relevant images. To
analyze a new image, the framework compares the visual-content of the image with the visualcontent mapped to each of the 1200 sentiment concepts and a value of similarity is quantified. In
our research, we use the sentiment values as a visual-representation of an image, which forms a
feature vector.
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Chapter 4

Public vs. Private: Empirical Analysis
In order to understand image characteristics, the empirical analysis includes 2 important
steps. First, we analyze the data set, which we use for privacy classification, by means of
clustering methods to identify patterns and main distinctions between public and private images.
Second, we investigate the privacy classification models using the image-based features described
in the chapter 2.

4.1 Dataset
For our analysis, we employ two different datasets. The first dataset is a subset of the
dataset acquired from the research of Picalert [58]. The Picalert dataset comprises of Flickr URLs
of randomly chosen Flickr images on various subjects. We sampled a total of 6000 images from
the original dataset. The dataset was sampled in such a way that the number of public and private
images is kept in balance. The second dataset was sampled from Visual Sentiment Ontology
repository [18] .The repository has a set of Flickr URLs categorized under different topics. A set
of 4000 Flickr URLs was randomly sampled from the dataset, which formed our second dataset.
In order to train the classification models based using the training set, all of the images
corresponding to the URLs had to be labeled as private or public. Some of the privacy labels were
already part of the first dataset. For the rest of the URL’s we employed crowd-sourcing methods
like Amazon Mechanical Turk for labeling the images.
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4.2 Characteristics of private and public images
As a first step towards privacy classification, we wanted to analyze and understand
textual and visual patterns, which make an image public or private. We explored some of the
consistent characteristics in metadata and visual-content present in each of the two classes.

4.2.1 Visual patterns in public and private images
Firstly, we explored grouping mechanisms, which can help define public, and private
images as distinct types based on visual content. We identified an approach, which can group
images classified as public and private by content similarity. The image-based grouping based on
similarity technique was based on Content Based Image Retrieval (CBIR) [21] method, which
clusters a set of images based on similarity.

4.2.1.1 Content Based Image Retrieval
CBIR automatically extracts target images from a data source, according the objective
visual-content of a given image. The CBIR technique [10] used for clustering public and private
images uses a Haar wavelet transformation to decompose images and perform similarity match
using F-norm theory [81].
Wavelets are a set of non-linear and orthogonal basis functions. A basis function is an
entity of a particular basis for a function space [82]. In that function space, any continuous
function can be depicted as a linear combination of basis functions. For example, Euclidean basis
(x,y,z) forms the basis, which are used to describe a point in the Euclidean plane. Unlike families
of linear basis function, which are a static set and are used to represent every input function,
wavelets are a dynamic set of basis functions that represent the input function in the most
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efficient way possible. This efficient representation is the reason why wavelets are popular in
image processing.
Haar Wavelet Transform, given a data set s0 , s1 , s2 ...sN containing N elements, calculates
N/2 averages and N/2 wavelet coefficient values. The Haar equations, which calculate an average

ai and ci coefficient value, are:
ai =

si + si+1
s −s
ci = i i+1
2
2

Using the N/2 averages calculated in this step, recursive iterations continue till a single
average value is calculated. The transform replaces the original dataset of N elements with an
average, followed a sets of coefficients with size of each set increasing in powers of 2.
In the next step, we look at the output of the transform, which has N/2 averages and N/2
wavelet coefficient values. Using this transform, we calculate a new matrix replacing each
column of the original matrix with the transformed values. In the new matrix, we create a feature
vector by using F-norm theory [81], which is used to calculate the similarity measure between
two images or matrices.

4.2.1.2 Observations
Upon running CBIR, our set of images was clustered in few distinct groups. We analyzed
how the images were clustered and observed similarity patterns. Among Public images, we
observed that they mainly belonged to three categories. (1) Women and Children, (2) Symbols
and black & White images (3) Artwork. Among private images, we observed that they most of
the images could be grouped into (1) Women and Children, (2) Personal sketches.
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Figure 4 Clusters of public and private images

We note that not all images with people are private. Our clusters indicate that images that
have women and children can be both public and private. This observation confirms that simply
considering the presence of people in an image, as an indication of privacy may not be sufficient.
To correctly classify images with people other details of the image like, the people in the image,
the location where the image was taken, the time of day etc., need to be known to make a
prediction on the degree of privacy of the image. In that regard, we realized that other features,
which can provide contextual information, are needed.

4.2.2 Keyword patterns in public and private images
Having analyzed the visual content of images to capture patterns, to further our
understanding of images, we analyzed the keywords associated with each image. Since the
dataset that we used for our experiments and analysis are a set of Flickr based image URLs, we
could get the list of tags for each image by mining Flickr. Each image in Flickr has one or more
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user-added tags, which are intended to provide information about the image. Using these
keywords, we intended to identify groups of tag-based topics by clustering public and private
images based on keyword similarity.

4.2.2.1 Hypernym Analysis
To cluster the set of keywords associated with public and private images, we performed
keyword hypernym analysis using Wordnet[83,84] as reference dictionary. Wordnet is a large
lexical repository of English. Nouns, verbs and adjectives are separately grouped into sets of
synonyms. For each keyword ti , we create a metadata vector listing all the hypernyms associated
with it. A hypernym is a word that names a broad category that includes other words [85]. For
example “primate” is a hypernym for “chimpanzee” and “human”. After extracting hypernyms
for each keyword associated with an image, we segregate the hypernyms into nouns, verbs and
adjectives [86]. Each of these categorized sets is represented as a metadata vector. They are
represented as τ noun = {t1 ,t 2 ....ti } , τ verb = {t1 ,t 2 ....t j } and τ adje = {t1 ,t 2 ....t k } , where i,j and k are
the number of nouns, verbs and adjectives respectively.
Using the metadata vector for each part of speech, we identify the representative
hypernym for each vector. For example, consider a metadata vector τ = {“brother”, “childhood”,
and “baby boy”}. We find that “brother” and “baby boy” have a same hypernym called “kid”. We
obtain a hypernym list for the vector and assuming that pick the hypernym with highest frequency
as the representative hypernym, e.g., “kid”. In the case if a vector has multiple hypernyms with
the highest frequency, we consider the hypernym closest to the relevant baseline class. For
example, if we have the hypernym list as η = {(“kid”, 2), (“brother”, 2)}, we select “kid” as the
representative hypernym as it is closes to the baseline.
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Once we have the representative hypernyms for each instance, the next step is to cluster
the instances based on the hypernyms. This is achieved by calculating the edit distance of each
existing cluster center. If the distance is below the threshold, the instance is added to the cluster.
If the distance between any of the existing cluster centers to the instance is not less than the
threshold, we create a new cluster with the given instance as the center. Also, the existing clusters
keep updating their cluster centers as new instances are added to the cluster. A cluster center is
represented by a set of noun, verb and adjective. These are chosen, as they are the words with
highest frequency among the members of the cluster.

4.2.2.2 Observations
Using the hypernym based clustering methodology described above, we clustered about
6000 keywords. The keyword clustering resulted in 4 clusters for private images and 5 clusters
for public images. On average we observed that around 15 hypernyms were part of each cluster.

Figure 5 Prominent keywords in private images (left) and public images (right)

Figure 5 shows the prominent keywords that were seen in clusters obtained by grouping
keywords from private images. Cluster 1 represents adornment patterns and physical features.
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Cluster 2 mainly captures words related to writing and communication. Cluster 3 hints at religion
or a religious event. Keyword grouped in cluster 4 indicates presence of physical structures and
perceivable entities. The final cluster represents children and people at large. If we look closely,
two of the clusters obtained from grouping keyword hypernyms are consistent with the visualcontent based clusters seen in the previous section. Clusters 2 and 5 of keywords are similar to the
image-based clusters related to abstract images and images related to people.
Figure 5 also shows keywords that are prominently see in clusters obtained by grouping
keywords of public images. As shown in the table, Cluster 1 mainly grouped words related to an
time based event that is to happen in the future or that happened in the past. Cluster 2 has words
that describe a phenomenon or an activity related to motion. Cluster 3 has words, which describe
a dressing style or fashion. Cluster 4 describes words related to artwork or objects with visible
patterns. Like the keywords clustered using private images, hypernym clusters of public images
also show consistency to the visual-content based clustering. Artwork based images were
identified by visual-content based clustering as well as keywords based clustering. In addition,
clustering of images based on hypernyms uncovered descriptive patterns that were not observed
through analysis of CBIR.

4.3 Image Classification Models
In this section, we discuss different classification models and the results of our
investigation using those models. The main aim of applying the classification models on different
image-based features can be summarized into three objectives. First, we intend compare how
textual features blend with visual features. Second, we want to compare the performance of
different features that we described and analyze which among them can be more effective in
terms of its ability to distinguish public and private images. Finally, we want to identify the
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smallest combination of features, which can when used leads to highly accurate privacy
classification.
For Image classification, we adopt a supervised learning model. We divide the dataset
into two parts, one being the training data and the other being test data. We extract different types
of image-based features, as described in the previous sections, from the images of each division.
Using these features individually and in combination, we train a model, using which we make
predictions on the test set and acquire overall prediction accuracy by comparing the predictions
with true labels.
To summarize, we have two different questions to answer through our analysis. What
kind of model to use for image classification? Which feature or set of features should we use? We
intend to answer these questions keeping in mind the three objectives discussed above.

4.3.1 Supervised learning models
Supervised learning refers to a machine-learning task of approximating a function based
on labeled training data [87], which can be used for mapping new examples to its labels. There
are a variety of supervised learning models like, linear regression, Support vector machines,
logistic regression, naïve bayes, decision trees etc. Each model works well for a particular
scenario and conditions. Factors like heterogeneity of data, data redundancy, presence of
interactions among features etc. should be considered when choosing and applying a learning
algorithm. Since the features that are produced using image-extraction are independent and
discrete, most of the algorithms mentioned can be a good use case.
We use the standard k-fold cross validation technique [88] to estimate the performance of
a learning algorithm on the dataset. K-fold Cross validation involves breaking up the dataset into
k partitions and performing prediction analysis on one of the partitions, using a model learnt on

35
the (k-1) remaining partitions. This cross validation scheme is repeated k-times, where a new
subsample is used as the validation data. The k results from the folds are averaged to produce a
single estimate value of the model. Also, looking at the variance in the predictions on different
partitions any potential bias in dataset is exposed.
Table 1 shows the results of the k-fold cross validation results on different supervised
learning models. The results from the table are acquired by studying the performance of
individual features on different supervised learning models. The size of the dataset used for this
experiment is 4500 images, where 4000 images are used as a training set and 500 images as
validation set. From the table, we can see that SVM performs very well in predicting image
privacy using different features individually. Based on the observed results, we determined that
SVM is the best fit for a supervised learning algorithm.

Algorithm\Feature

SIFT

Keywords

Facial

Naïve Bayes

49.8

63.9

60.6

Naïve Bayes Multinomial

55.5

76.04

53.5

Logistic Regression

59.6

74

60.3

SVM

59.6

81

62.75

k-nearest neighbours

59

73.75

59.7

Table 1 Privacy classification results using different popular machine learning techniques

Support Vector Machines [20,89] are a class of supervised learning models that analyze
data and recognize patterns, used for classification. A SVM model constructs a hyperplane in the
data space which attempts to divide data points such that points belonging to different class labels
are separated as much as possible. The main idea behind SVM is to separate training data with
minimum or no errors.
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4.3.2 Individual feature analysis
We evaluated the performance of classifiers trained using single type of feature. As
mentioned in the previous section, we maintain the size of the dataset 4500, where 4000 images
are used as training data and 500 images as validation data. Comparing the performance of results
for each classifier from the k-fold cross validation test, we notice that the classifier formed using
keywords has the best performance. This is in agreement to the findings of previous research
topics, which identified keywords play an important part in shaping privacy policies of images.
feature'type
facial
sift
keywords
RGB
edge
senti

Prediction'Accuracy
59.9
70.7
81.15
60.3
67.3
73.6

Table 2 Performance of individual features with training data size of 4000
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Figure 6 Performance of individual classifiers with increasing training data size3

3

sift = Scale Invariant Feature Transform feature
senti = Sentiment based feature
keywords = image metadata based feature
RGB = rgb histogram based feature
Edge = edge direction coherence histogram feature
Facial = facial detection feature.
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The results from Table 2 and Figure 6 show few interesting observations. These results
indicate that visual-features individually when used as a classifier do not appear to be sufficient
for privacy classification. This may be due to the fact that images are heterogeneous and were
randomly sampled from the Flickr repository. Since each of the feature types is useful for
identifying specific type of images, a feature type used for the whole dataset might not produce
accurate results. For example Edge direction coherence is proved to be able to classify landscape
images and city based images [50] very well. On the contrary, edge direction coherence might not
be able to perform well on images with faces. Similarly, Facial features can capture the presence
of faces in an image, but they might not be able to provide any kind of insight into images that do
not contain people or faces.
In short, although visual content is able to provide sufficient insight into statistical
representation of pixels in an image, it fails to identify the context in which the image was taken.
For example, many people might classify a family photograph with beach in the background as a
private image. But a photograph of a celebrity in the same background or a photograph capturing
friends attending an event on the beach will be classified as public by most people. If we compare
the visual content of images in the two scenarios described above, the images are very much
similar. This highlights the importance of image specific context for identifying the privacy
policy of an image.
Based on the above insights, we realized that a sophisticated model formed by using
selected features in combination needs to be carefully designed to classify images with good
prediction accuracy.
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4.3.3 Combination feature models
To understand which features perform the best in learning the images, we investigated
different types of learning models, using the features described in table 3. From the results, we
could observe that individual visual features didn’t perform very well and we were interested to
understand whether the accuracy of image privacy classification improves, by combining multiple
features into a single classifier. The intuition behind this approach is that different types of
features work best in identifying certain kind of images. We intended to test whether combining
the features can compliment one another well and result in better performance when compared to
performance of individual feature involved in combination.
We tested combination models with training data size ranging from 1000 to 3700 to
observe the trend in performance. We kept the size of the test data set constant using 500 images.
To combine different features we linearly combined the vectors of feature representations of
individual features into a single vector. For example given F1 = { s0 , s1 , s2 ...s j } and F2 = {

r0 ,r1 ,r2 ...rk } are two different feature representations of lengths j and k for an image, combining
them linearly results in a new feature vector Fcom = { s0 , s1 , s2 ...s j ,r0 ,r1 ,r2 ...rk } of length = j+k.
Our results of combining two features are reported in table 4.
Best results from combining two different feature types, as seen from Figure 7, show an
overall consistent increase in the accuracy of prediction with increase of training data size. An
observation that can be made from the results is that the classifiers involving facial features peak
when the training set size is between 2500-3000 images. We also observed that any feature type
when combined with TAGS (keywords) results in increase in prediction accuracy. This further
highlights the importance of image metadata as an instrument for privacy detection.
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Figure 7 classifiers combining two feature types

We also tested classifiers, which are formed by combining more than two features. The
results are presented in tables below. In the Figures 8 and 9 we reported the accuracies of best
performing classifiers, whose prediction accuracy peak is at least 65%.
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Figure 8 Best performing classifiers combining three feature types

We observe the same trend that we observed while combining two features, where
classifiers using TAGS outperformed the classifier, which did not use TAGS. Among the
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combination features, we noticed that SIFT+TAGS+RGB+FACIAL outperformed others. Having
said that, accuracy in similar range was observed while combining SIFT and TAGS as a
classifier. This observation from the results made us come to a conclusion that simply adding
features to form a classifier may not be the recipe for increased accuracy. In addition we also
observed that few classifiers performed worse after adding additional features. For example,
TAGS+FACIAL + RGB results were better than TAGS + SIFT + RGB+FACIAL + SENTI.
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Figure 9 Best performing classifiers combining four or more feature types

In the next experiment, we used a different approach using the feature set we possess in
order to improve prediction accuracy. Instead of using combination of feature vectors, we used an
ensemble of classifier, in which two classifiers are individually evaluated and the individual
predictions are used to predict a final outcome for a particular test instance. An ensemble of
classifiers simply put is a collection of classifiers, each trained on a different feature type, e.g.,
SIFT and TAGS. Mathematically, given a new unlabeled image feature vector xtest , each
individual classifier in the ensemble returns a prediction with a certainty = P(yi | xtest ) , where yi
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∈{private, public}. Since we are using two separate classifiers to make predictions, we will be
calculating two such probability values. The probability of Pens (yi | xtest ) is calculated by:

1 2
Pens (yi | xtest ) = ∑ Pj (yi | xtest j )
2 j=1
Here xtest j is the feature vector of the test image, which is being classified by classifier
numbered j. For example, if SIFT and RGB are used as the two features for ensemble
combination, given a test image im1.jpg, the SIFT and RGB feature representations of the image
are extracted using the procedures described in Chapter 2. Using the models, which were trained
on labeled data using SIFT and RGB based feature representations, we individually make
predictions on the respective representations of the test image (SIFT on SIFT feature
representation and RGB on RGB feature representation). We followed the same procedure for all
of the images in the test set. Based on the ensemble probabilities, we made predictions on the
privacy labels of each image in the test data set. Comparing the predicted labels with true labels,
we found out the prediction accuracy of the ensemble combination on the test set.
The advantage of using an ensemble of classifiers lies in the fact that if an image cannot
be classified with good confidence by one classifier, another classifier in the ensemble can help it
if it is more confident in its prediction. We have mentioned previously that, TAGS add contextual
information to an image, as users add the tags. It can be possible that TAGS can act as a
complimentary feature to visual-content based features like SIFT, RGB etc., as this combination
blends statistical information about pixels and user context information.
Performance metrics obtained by using ensemble of Visual-content and TAGS are
reported in Table 3. For the results achieved, we used a dataset size of 4000 images and a test set
size of 500 images. We used the standard k-fold cross validation method to validate our results,
so that each image in the dataset are used as a part of training and validation. The results shown in
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the table confirm our intuition about the ability of TAGS to be able compliment visual-content
based features. We note that among various ensemble combinations, the combination using SIFT
and TAGS proved to be the best performing classifier. SIFT captured all the visual keypoints in
an image, hence capturing prominent points of an image. TAGS on the other hand, give an
indication about the overall context about the image.
Feature'Combination
SIFT%and%TAGS
EDGE%and%TAGS
FACIAL%and%TAGS
SENTI%and%TAGS
RGB%and%TAGS

Prediction'Accuracy
91.5
86.2
82.5
84.6
85.2

Table 3 Performance of visual features in ensemble combination with TAGS

To ensure that the ensemble model of SIFT and TAGS is performing as well as the
prediction results indicate, we analyzed the precision- recall [90] numbers for the model. We
analyzed the graph plotted between precision and recall as given in Figure 10, to get a good
understanding. We captured the Break-Even-Point (BEP), the point where the value of precision
is equal to recall, at 0.89. We compared this result to the resulted reported by Zerr et al. in
Picalert[58], which was the first study of image based privacy and search which used visualcontent and textual information to classify images. Picalert presented a BEP of 0.80. Having a
higher BEP indicated that the ensemble model has fewer errors and reported more relevant
results.

Figure 10 Precision vs. Recall graph plot for ensemble combination of SIFT and TAGS
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To ensure that the models we used were not bound to a specific dataset, we wanted to
cross check the results that we achieved by using a secondary dataset. As described in section 3.2,
this data was sampled from the repository of Visual Sentiment Ontology (VSO) [18]. The
sampling was done by randomly selecting a URL from the complete list of around 45000 images.
Using this dataset, we wanted to check if the results that we acquired are consistent. We tested the
classifier formed using the ensemble combination of SIFT & TAGS and the classifier formed
using TAGS to check the consistency of the results. In the experiment using these classifiers, we
varied the size of the training dataset form 1100 to 2500, to observe the trend of prediction
accuracy of the classifiers being tested, using both the datasets. Our results show that the obtained
accuracy figures in both the datasets are comparable. Figure 11 shows the plot of performance of
the classifiers with varied training set size. This proves that the prediction achieved by the model
is consistent and is not specific to a single dataset.

Figure 11 Comparison between performance for models on Picalert and Visual Sentiment Ontology
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Chapter 5

Public vs. Private: Error Analysis
Thus far, we reported how features are used individually, in linear combination and as an
ensemble combination to form classifiers. We also reported how these features perform in the
task of image classification to determine privacy policies. As a next step, we intend to discover
emerging patterns in the errors of the classifiers and wish to understand if there are any visible
patterns to be seen in them. Similar to the analysis that was done to group public and private
images, in this step we group False Positive and False Negative entities [91] of the results that
were acquired from running few selected classifier models.
For the error analysis we selected two classifiers for comparison. Ensemble combination
of SIFT & TAGS, which gave the best prediction accuracy in our analysis, and TAGS, which by
large was the best individual feature based classifier in terms of accuracy. We intend to compare
these classifiers to understand the effect of involving visual-content in our classifier model and
the kind of errors that were eliminated by using SIFT with TAGS.
Figure 12 shows the results of clustering images that were wrongly classified using the
TAGS. We separated the wrongly classified images into two sets. Public images classified as
private (false positive) and Private images classified as Public (false negative). The image reports
false positives on the top and false negatives at the bottom. False positives were mainly 1.
Artwork, 2.women, 3. Non-living things or objects. False negatives were mainly 1. Images filled
with lot of color, 2. Images with dark background. We observed that the majority of the images
that were misclassified were the ones which have few tags or when the user tagged the images
with unconventional language.
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Figure 12 Examples of False positive and false negative images using TAGS

Figure 13 reports the results of false positives and false negatives after running the image
similarity analysis for the classifier ensemble of SIFT and TAGS features. The results reveal an
interesting pattern. The image patterns that were observed by using TAGS as a classifier were not
observed by using the ensemble classifier. The clustering of images revealed that the most errors
in classifying images using the ensembles classifier were made on unclear and dark images. As
such, the ensemble classifier eliminated few error patterns that were observed while using the
classifier based on TAGS. This means that not only does the ensemble classifier perform accurate
classification, but it also did well better in capturing and understanding visual patterns.

Figure 13 Examples of false positive and false negative images using ensemble of SIFT and TAGS
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Chapter 6

Multi-Option Image Privacy Analysis
Upon finishing the analysis of image privacy using binary classification model (private
vs. public), we wanted to study image privacy at a more granular and practical scale. The main
intuition behind this approach is to gain a better understanding about how a user perceives
privacy policies governing the disclosure of an image. In many online content-sharing sites like
Facebook, Flickr etc., users have the freedom and flexibility to control or restrict the audience
viewing their content. In Facebook users have the freedom to create custom-social groups, and
within these social groups the user can set suitable access privileges. Jones et al. [32] highlighted
the role that social groups play in determining sharing patterns and this led us to investigate
complex multi-label, multi-class classification models. We specifically molded our model to the
options offered to Flickr users, who have the option to distinguish among multiple classes of
users and sharing options (view, comment and download).
Though there has been steady rise in the amount of work that is being done in the field of
image based privacy classification, most of the work focused on classifying images as either
“public” or “private” (some studies also used the “neutral” label) [58, 92]. Through our multioption analysis we intend to create a privacy framework, which is closer to the real world. For
this analysis, we used the Picalert dataset comprising of 6000 Flickr URLs, which was also used
for binary classification model as well. Similar to the binary classification analysis, we used
Amazon Mechanical Turk (AMT) and had workers label privacy policies for images in the
dataset. The quality of labels was carefully monitored, by analyzing the results of a single worker.
We used a quality detection mechanism through which, we rejected labels set by a worker if more
than 80% of his labels are similar. Though this might seem a strict criterion and might end up
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rejecting accurate labels, we used this approach to ensure that workers carefully selected the
labels for each assigned image.

6.1 Image Classification Models
Having used machine learning based approach for image privacy detection using binary
classification model, we approached the current problem along the same lines. Our problem of
multi-class, multi-label classification can be divided into 3 label classifications. Here each label
can be one of the five possible options, ranging from “Only you” to “Everyone”. Precisely, the
five classes are “Only you”, “Family”, “Friends”, “Social Network” and “Everyone”. Each
label classification is indicative of a sharing privilege. Each of these privacy indicative classes are
applies to 3 labels “view”, “comment” and “download”. This increases the degree of image
privacy classification from, which was traditionally one (“public”/”private”), to three. These
three degrees form the access controls for each image.
Similar to the binary classification model, the multi-option image classification model is
based on supervised learning, where the training a test items are represented as multi-dimensional
feature vectors. In order to classify each of the three access control labels of the image into one of
the five classes, we use multiclass SVM [93]. Having determined Supper Vector Machines
(SVM) as a learning algorithm that performed best in our previous analysis, we used a multiclass
variant of SVM for the classification.
A mentioned, we added three privacy labels for each instance representing an image and
each label can be classified into one of the five possible privacy classes. At this juncture, we
made an interesting observation that most of the time the privacy levels set for an image for the
three labels are correlated. For example, if a user wants to make an image downloadable to users
in the community, the user has to make the image viewable first. It makes no sense to make an
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image downloadable, if it cannot be viewed. The traditional Multi-class SVM classifies each label
independent to other labels that are attached to an instance. In order to capture the correlations
between labels, we needed something that can be used on top of multi-class SVM. Capturing
these correlations can possibly result in better prediction accuracy.

6.1.1 Classifier chains model
To account for correlation that exists between privacy labels of an image, we explored
the concept of Classifier chains [42]. The idea of classifier chains was developed to capture label
correlations and model interdependencies between labels in multi-label datasets. The classifier
chains model extends the attribute space after each label prediction by adding the predicted label
into the attribute space; thus the model uses the previous prediction as a part of training the model
for predicting the next label.
For example, let H 0 = {h0 ,h1 ,h2 ,...,h j } be the set of attributes representing a feature or
a feature combination in iteration 0. Let L = {l0 ,l1 ,l2 ,...,lk } be the set of labels to be predicted.
Here j is the number of attributes in the feature vector and k is the number of labels to be
predicted. A training model is learnt using the instances in the training dataset where each
instance is represented as a j dimensional data point. Using this model, a prediction is made on l0
In the next iteration, label l0 is added to the set of attributes for each instance. This makes H 1 =

{h0 ,h1 ,h2 ,...,h j ,l0 } . Similar to iteration 0, a training model is learnt using the new set of
attributes to predict l1 . The attribute space for each model is extended by label relevances of all
previous classifiers; thus forming a classifier chain.
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The chaining process passes the label data between classifiers, allowing chained classifier
model to take into account correlations, and thus overcoming the problem associated with
ignoring this information. Although an average of k

2 attributes are added to the attribute space,

the size of the labels are usually small and in our case it is three, hence making any potential
increase in computational complexity of training a model negligible.

6.1.2 Experimental results
In our experiments, we carried out tests using the image-based features that performed
best in binary classification. From experimental results of binary classification reported in chapter
2, we selected the ensemble combinations of image-based features that performed the best. In
addition to these ensemble combinations, we included TAGS, which was the best performing
single feature based classifier. For the experiments involving these three classifiers, we increased
the size of training data from 2000 to 4000, keeping the size of the test dataset at 500. In this
experiments, in addition to comparing the performance of the classifiers against each other, we
also measure the performance of classifier chains. We compare the performance of classifier
chains against the results obtained from running Multi class SVM individually to make
predictions on each of the privacy labels (“view”, “comment” and “download”).
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Figure 14 Multi-Option Privacy analysis using multiclass SVM
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Figure 15 Multi-Option Privacy analysis using multiclass SVM + Classifier chains
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From figure 14 and 15, we notice that the plot of the three classifiers used in the experiments. We
observe that ensemble combination of SIFT & TAGS and EDGE & TAGS are the best
performing. In addition to that, we also noticed that the ensemble combination of Sentiment and
SIFT showed promising results, reaching up to 88% prediction accuracy. This result is important,
as this is a classifier, which doesn’t involve image metadata and is completely based on visualinformation from images.
We noticed that most of the models project high prediction accuracies reaching up to
90%. In addition to that, we noticed that classifier chains based model clearly out-performs the
baseline model. This proves that as expected, classifier chains were able to capture the correlation
between labels and report higher prediction accuracies.
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Chapter 7

Conclusion
We have investigated the importance of image visual-content and user-applied metadata
in identifying the privacy settings of an image. In this research, we considered, the case of
privacy settings being simple, where an image is classified as either public or private and the case
where the image privacy settings are more granular and complex. Our results show that with
careful selection of features our system could achieve high accuracy in predicting the privacy
policies.
Our research also highlights the importance of tags in shaping the privacy policies of an
image. Among the results of privacy prediction by classifiers modeled on a single image based
feature, we observed that image-metadata had the best performance, hence highlighting the
importance of contextual information in deciding image privacy settings.
In this research, we introduce a new type of image visual-content based feature based on
sentiment ontology. We used this feature to capture the visual patterns in an image, which
attribute to rich sentiment values. Using the captured patterns, we developed a sentiment based
classification model, which could be used for image privacy detection. To our best knowledge,
sentiment based privacy detection has not been studied before.

53
Chapter 8

Summary of Contributions
In this thesis we tried to analyze different image based features and develop new
classification methods in the context of privacy classification of images. The main
accomplishments are as follows:
i.

We categorized the set of images from our dataset based on their privacy labels
(“Public” and “Private”) and clustered the two sets of images based on visual
patterns and metadata. We noticed distinctive patterns in the two categories of
images and understood what patterns result in a generic human perception of a
private image or a public image.

ii.

We analyzed the performance of different types of image related features and
determined which among them are more informative for profiling image privacy
needs. We noticed that keywords based representation is the best performing
single feature in the context of privacy classification.

iii.

We developed a new image visual-content based feature using a sentiment-based
representation (Visual Sentiment Ontology []) for privacy classification. To the
best of our knowledge, a sentiment-based classifier was never studied in the
context of image privacy.

iv.

We developed different classifier models by combining features in linear
combination and ensemble combination and observed the resultant performance.
We identified from the results that ensemble combination of features could
capture the blend of context based information and visual information of images
and resulted in high degree of accuracy in privacy prediction.
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v.

Using the ensemble combination of keywords based classifier and SIFT (Scale
Invariant Feature Transform), we recorded a privacy prediction accuracy
reaching up to 90%. We also plotted the variations in precision and recall using
this method and observed a Break-Even-Point (BEP) at 0.89. Compared to the
results of Picalert(2012) [58], which presented a BEP of 0.80 after combining
textual and a larger number of visual features, the ensemble combination of SIFT
and keywords presented a stronger performance.

vi.

We developed a new privacy model for images, where the degree of privacy was
more granular, compared to the binary model where only two labels were used
(Public and Private). We adopted a five-level privacy model, where image
disclosure could range from open-access to owner-only. In addition to the
increased privacy levels, we also introduced new degrees of disclosure for each
image to model the different ways in which an image can be made available.

Considering the importance of image based privacy in web 2.0, our research provides a
an in-depth analysis of image related features and opens new avenues for research using the
multi-option privacy framework and sentiment-analysis based feature representation.
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Chapter 9

Future Work

In this research, we directly used the tags provided by the user for an image. Though the
tags are proved to have good contextual information about the image as indicated from the high
performance resulted from TAGS, some of the tags are inaccurate and may not represent the
image. In this light, a tagging infrastructure that is more structured and can filter relevant and
important keywords for digital content can be developed.
In terms of visual representation of image, new image related features could be explored
in the context of privacy classification. Similarly, alternative machine learning approaches can
also be explored for privacy detection.
In our research, the notion of privacy is generalized. Techniques, which can account to
individual preferences, can be developed to provide personalized results. The perception of
privacy can be subjective and efforts to utilize user feedback for user-specific privacy
recommendations to uploaded images can be explored.
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