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Abstract
The growth of graph data has encouraged research in graph mining algorithms,
especially subgraph pattern mining from graph databases. Discovered patterns could
help researchers understand inherent properties and characteristics in large and
complex graphs. Frequent subgraph mining has been widely applied successfully in
many applications, such as mining network motifs in a complex network, identifying
malicious behaviors or mining biochemical structures. However, the high frequency
of a subgraph does not always indicate that a subgraph is statistically significant.
In this dissertation, we propose a framework for mining statistically significant
subgraphs. Our framework is based on a new method for measuring the statistical
significance of subgraphs. Given a training set of graphs from two classes (e.g.,
positive and negative graphs), our method utilizes the class labels provided in
the training data to calculate p-values. The p-values reflect how significant the
subgraphs are in one class with respect to a null distribution. Our method can
assign p-values to subgraphs of new graph instances even if those subgraphs have
not appeared before in the training data.
We apply our framework to malware analysis where we extract malicious
behaviors from malware executables and calculate their p-values. We focus on
this problem because malware is still a serious threat to our society. Traditionally,
iii

analysis of malicious software is only a semi-automated process, often requiring a
skilled human analyst. As new malware appears at an increasingly alarming rate,
now over 100,000 new variants each day, there is a need for automated techniques for
identifying suspicious behavior in programs. The contribution of this dissertation
is two-fold. (1) We propose a framework for extracting statistically significant
subgraphs and apply the framework to identify significant behaviors from malware
samples. (2) We develop a methodology for evaluating the quality of significant
malware behaviors. The experimental results showed that our framework was able
to identify behaviors that are both statistically significant and malicious based on
a description by the malware expert. The results also showed that our framework
could possibly able to detect unseen behaviors not previously seen in the training
dataset.
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Chapter 1 |
Introduction
Recently, graphs have been used to model scientific data in various applications.
For example, a malware analyst uses graphs to model malware behaviors. Nodes
in a graph represent system calls invoked by the malware, and edges represent
dependencies among system calls. An edge connects two system calls if there is
a dependency between them. In biology, a biological pathway containing a set of
interactions among molecules that lead to a certain product or cell change [3]can
be modelled as a graph where nodes correspond to molecules and edges correspond
to interactions. Similarly, chemical data can be represented as a graph, where
nodes correspond to atoms and edges correspond to bonds between two atoms.
In the case of online social networks, members and relationships among them are
encoded as nodes and edges respectively. XML data can also be represented as
labeled graphs, though the research in this area is separated from the research in
the graph mining area [4].

1.1 Subgraph Pattern Mining
The wide range of graph applications and the growth of graph data have encouraged
research in graph mining, especially subgraph pattern mining from graph databases.
Discovered patterns could help researchers understand inherent properties and
characteristics in large and complex graphs. For examples, Discovering motifs
in ecosystem food webs shows general feeding relations of the food webs [5] or
discovering active substructures in drug molecules helps scientists find substructures
that may be responsible for the desired activity [6].
Informally, graph patterns are all subgraphs g such that f (g) is greater (or less)
1

than or equal to a threshold, where f is an objective function. If the function
is a frequency, then the graph patterns are frequent subgraphs, subgraphs whose
occurrence frequency in a graph database is no less than a minimum threshold. A
considerable number of works proposed frequent subgraph mining algorithms [7–10]
that were applied successfully in many application areas [11–14],
However, the high frequency of a subgraph does not always indicates that a
subgraph has high statistical significance. For example, in malware detection,
malware may perform many trivial activities (such as creating a process) but
performs only one or a few malicious behaviors (such as sending unauthorized data
over a network). Hence, the frequent subgraphs may not be the best characterization
of the malware; on the other hand, significant subgraphs have the capability to
identify the behaviors that are indeed malicious according to some significance
measure.
Statistical significance is used to test if the extracted subgraph is indeed significant and hence is not due to chance. There are a few subgraph mining algorithms
that mine statistically significant subgraphs [15, 16]. GraphSig [15] finds significant subgraphs in large databases by first converting graphs to feature vectors
and mining for frequent vectors. It then maps the vectors back into graph and
extracts the significant subgraphs. GraphSig is actually a frequent subgraph mining
technique that prunes out the search space by testing the statistical significance of
a subgraph. A subgraph with a support µ is significant if the probability that it
occurs in a random database with a support µ is less than a threshold η (typically
0.05). Leap [16] mines optimal subgraphs that are frequent in the positive dataset
and rare in the negative dataset while maximizing an objective function. The
objective function measures how optimal a subgraph is; it can be a user-defined
function or a function in a group of functions proposed in [17].
In this dissertation, we propose a framework for mining statistically significant
subgraphs. It requires a training set consisting of positive and negative graph
datasets. Here is a brief overview of our framework, which has two phases. In
training phase, a linear classifier is trained to discriminate between positive and
negative graphs. The parameters of the classifier are then used for a statistical test.
In deployment phase, our framework extracts a candidate subgraph from an unseen
graph by using a subgraph mining algorithm. The candidate subgraph is then
assigned a statistical significance score. The main application of the framework is
2

malware behavior analysis.

1.2 Malware Analysis
We apply our framework to malware analysis where we extract malicious behaviors
from malware executables and calculate their p-values. We focus on this problem
because malware is still a serious threat to our society despite a lot of resource
and effort that researchers have spent to analyze and develop new tools to detect
malware. Soon after researchers develop new techniques to detect and prevent
attacks, malware authors also come up with new ways to circumvent the detection
techniques [18]. This seems like a never-ending battle and makes the problem still
challenging.

1.2.1 What is Malware?
This section gives a brief overview of what malware is and the different categories of
malware. Malware, short for malicious software, commonly refers to any computer
software that deliberately fulfills the harmful intent of an attacker [19]. Since there
are many types of malicious software programs exhibiting a wide range of actions, it
is important to classify malware programs to distinguish one malware from another.
Here are some common types of malware classified by F-Secure [20] according to a
program’s potential effects on users’ computers:
• Virus: a malicious program that secretly adds itself into another program
or to data files. A virus cannot run by itself; it will be activated when the
victim program is run. A virus spreads by infecting more files each time the
victim program is run.
• Worm: a malicious program that can run independently. A worm propagates
by copying itself to other computers.
• Rootkit: a program that can hide itself from a computer’s security system.
A rootkit is typically used in conjunction with other malicious programs to
conceal the presence of those programs.
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• Backdoor: malicious code that bypass the security mechanism to secretly let
the attacker connect to the computer and execute commands on the local
systems. A backdoor is also known as bot.
• Trojan: a software that appears to be a legitimate program but performs malicious actions in the background without the user’s knowledge or permission.
• Rogue: a deceptive anti-virus software that frightens users into buying the
software. Once installed, it typically does nothing or spreads malware to the
computer.
• Exploit: a technique that uses vulnerabilities to let an attacker remotely
access or attack a computer or program.

1.2.2 Signature-based vs Behavior-based Malware Detection
Signature-based detection has been a major technique in commercial anti-virus
software. Syntactic signature is a set of patterns that are regular expressions that
specify byte or instruction sequences; these patterns are characteristic of particular
malware types or families. To detect malware, a malware detector inspects the
binary code and search for patterns. If one of the patterns is found, a program is
classified as malware.
The signature-based detection approach has some drawbacks. First, this method
can detect only malware that has already been seen and its signature is in the
database. Moreover, there is a gap between the time when the malware is still in
the wild while its signature being analyzed and the availability of the signature
in the database [21]. Another drawback is that an attacker can employ code
transformation techniques, such as code polymorphism or obfuscation, to evade the
signature-based methods.
Because of the drawbacks of signature-based methods, most of the current works
[22–24] have focused on the behavior-based detection approach. This approach is
more effective against the code transformation techniques because the semantics
of a malware are unlikely to change even after a series of code transformations.
Moreover, it is also difficult to hide the behavior of malware during run-time.

4

1.2.3 Malware Behavior Models
Malware behaviors can be represented in a variety of ways. Some works modeled
malware behaviors based on sequential patterns. For example, Hofmeyr et al. [25]
used short sequences of system calls to detect irregular behavior of privileged
programs that indicate an intrusion. Sato et al. [26] and Asaka et al. [27] proposed
a method for intrusion detection based on frequency of system calls.
As malware evolves, we need more sophisticated behavior representations than
sequential patterns. Static-based approaches [28–30] used control flow graphs,
modelling dependencies among different block of instructions, as a specification of
malicious behavior. Kinder et al. [29] and Holzer et al. [30] use Computation Tree
Predicate Logic (CTPL) formalized from a control-flow graph to represent program
behaviors. Function call dependency graphs are also widely used to represent
malware behaviors. The function calls can be Application Programming Interfaces
(APIs), system calls or Windows Native APIs. Since extracting function calls incur
high overhead, Younghee and Douglas [31] extract a kernel object behavioral graph
(KOBG) instead.
An automaton is another way to model malware behaviors. Jacob [32] described
malware behaviors as Deterministic Finite Automata (DFA) based on sequential
system calls. Bonfante et al. [33] built tree automaton compiled from a collection
of CFGs. Babic et al. [34] expand system call dependency graphs into trees and
construct a tree automaton using a tree automata inference algorithm.

1.2.4 Malware Behavior Extraction Techniques
In general, there are two techniques to extract malware behaviors: dynamic and
static analyses. Static analysis examines the binary code for behavior patterns
without executing it. Control flow graphs or function call graphs are typically
extracted [30, 33, 35] for further analysis. The main advantage of static analysis
is it can reveal how a program would behave under unusual conditions. This
is because it can traverse all possible program paths including the paths that a
program typically does not execute. Hence, static analysis provides more complete
coverage of malware behaviors. Moreover, because static analysis does not execute
the malware binaries, there is a minimum risk that the malware may leak out to the
host. The main disadvantage of static analysis is that it is challenging to accurately
5

disassemble the code due to the packing and code transformation techniques.
Dynamic analysis captures malware behaviors in a sandbox at run time. It
is more effective against code transformations because changes to the malware
code rarely affect the function calls that malware invoked. System calls or API
dependency graphs are constructed and represented as a malware’s behaviors [34,36–
38]. The major drawback of dynamic analysis is that the extracted behaviors can
be incomplete due to the inability of dynamic analysis to explore all possible code
paths in one execution. One way to increase the coverage is to execute the code
multiple times in different environments and date/time settings. Another way is to
employ more sophisticated methods such as multiple execution path analysis [39].
In the paper [39], the authors proposed a technique to explore multiple execution
paths of the code where each explored path is driven by the observation inputs that
cause each part of a program to execute. Another drawback of dynamic analysis
is that it is time and resource consuming, as we can execute one malware binary
at a time and eed to wait long enough to be certain that the malware exhibits all
behaviors.

1.2.5 Significant Malicious Behaviors
Malware may exhibits many behavior at run-time, but not all behaviors are
malicious. Malware authors may add non-relevant activities to make malware
look more benign. One approach to identify malicious behaviors is by comparing
malware behaviors against goodware behaviors. For example, Christodorescu et al.
[40] use contrast subgraph mining to obtain behaviors appearing only in malware
and not in a goodware dataset. Jacob, et al. [41] use frequent subgraph mining
and graph set difference techniques to identify malicious subgraphs that appear
more frequently in the malware dataset.
Our framework uses a linear classifier to learn and discriminate between malware
and goodware system call dependency graphs. After learning, the subgraph mining
algorithm uses weights to identify suspicious behaviors. We then calculate a p-value
to test if the behavior is statistically significant; if is is, this indicates that the
behavior is indeed malicious.

6

1.3 Contributions
The contributions of this work are:
1. We propose a framework for extracting statistically significant subgraphs.
The framework is modular and easy to implement.
2. We apply the framework on malware analysis. Specifically,
• We use the framework to identify statistically significant behaviors from
malware samples. The framework is able to extract behaviors that have
not been seen in the training data. We use p-values to test the statistical
significance of the behaviors.
• We develop a methodology for evaluating the quality of significant
behaviors. We also provide some empirical evidence that our framework
could possibly identify malicious behaviors not seen in the training data.

1.4 Organization
This dissertation is organized as follows: Chapter 2 discusses related works in
malware analysis and significant subgraph mining algorithms. We present our
framework in Chapter 3. Experimental evaluations and results are shown in
Chapter 4. Chapter 5 concludes our work and lays out our future work.
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Chapter 2 |
Related Works
2.1 Malware Specification
Typically, malware specifications are built from execution traces via dynamic
analysis. For example:
Christodorescu, et al. [40] extract system call dependency graphs from execution
traces and use contrast subgraph mining to construct specifications without prior
knowledge. The specification is obtained by comparing and contrasting syscall
dependency graphs of malware samples against goodware samples. As a result,
the specification contains activities in malware only. The specifications extracted
by this method are manually assessed by comparing with specifications described
by an expert. While experimental results showed that this technique is able to
mine specifications with quality equivalent to to those described by an expert, this
technique does not produce statistical significance scores for the specifications.
Younghee and Douglas [31] derive a kernel object behavioral graph (KOBG)
to represent how a program uses kernel objects. For KOBG, each vertex is a
kernel object and each edge indicates a dependency between two kernel objects. A
set of KOBGs within a given family are summarized to derive a supergraph that
represents common behaviors of the malware family. The supergraph is used to
detect new variants of the family. The paper reported high detection rates for the
proposed method. However, in the experiments, the authors split malware samples
in each family into train and test sets. They used the training set of each family
to construct the specification and then use that specification to detect samples
in the test set of the same family. Thus, it is difficult to evaluate how well the
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specification would work on malware samples from different families.
Li, et al. [42] define a behavior pattern as a maximal subsequence of syscalls
from execution traces. The authors extract a set of maximal behavior patterns per
sample, which is different from other studies that build specifications per family.
However, there is no report on false positive rate, so a further evaluation is needed
to show that the method did not produce high false positive rate.
The major drawback of dynamic analysis is that it may return an incomplete
coverage of a program’s behaviors. Moser et al. [43] proposed a system to increase
the number of execution paths explored at runtime. The system executes a binary
multiple times. For each run, it checks for a conditional branch instruction whose
outcome depends on different inputs. If such instruction is found, it make a snapshot
of the current state. When the current run is complete, the system resets the
environment to the saved snapshot and provides different inputs such that the
execution will go to a different path. This method could be used in our framework
to cover most possible behaviors of malware binary. However, this system is costly,
as the number of paths to be executed can increase exponentially for each additional
branch.
Another approach to obtain better behavior coverage is to use static analysis to
analyze behaviors from a program code without executing the program. Macedo
and Touili [44] proposed a method based on static reachability analysis to get
a complete coverage of behaviors. The method models binary programs using
pushdown systems (PDSs), a type of a automaton that employs a stack. PDSs
allow one to define the rigorous behavior of a program and build a multi-automaton,
encoding all the possible states and contents of the stack via the reachability analysis
of PDSs. The authors perform data flow analysis on the automaton to construct a
set of behavior trees. A behavior tree represents one possible behavior of a program.
A frequent subgraph mining algorithm is used to find frequent subtrees from a set
of behavior trees in training data. The frequent subgraphs are stored as a tree
automata that is used to recognize subgraphs of an unknown program.
There are other works [45,46] that also model programs using pushdown systems.
Both works use the Stack Computation Tree Predicate Logic (first proposed in
[45]) to represent program behaviors. The work proposed in [46] can be considered
as an extension of [45], where the authors use an abstraction to reduce the size
of the program model and use more precise SCTPL formulas. These static-based
9

methods rely on a disassembler to produce a correct disassembly. Moreover, they
can be evaded by advanced code obfuscation techniques [43].
Some work combines both static and dynamic analysis to mutually cover the
weakness of each approach. Comparetti, et al. [47] propose a method that combines
dynamic and static analysis to extract behaviors that might not appear during
dynamic analysis. The evaluation is measured by the increasing percentage of
samples matching behaviors found by using the behavior models compared with the
number of samples matching behaviors found by using dynamic analysis only. This
evaluation does not measure how well the method can extract the ‘real’ behaviors.
Our work complements theirs, as our approach can be used to identify statistically
significant behavior specifications.

2.2 Behavior-based Malware Detection
Early works in malware detection rely on syntactic signatures to detect malware.
The syntactic signatures are typically represented by regular expressions that specify
malicious instruction sequences [33]. The detection is performed by searching for a
sequence of instructions in a program code that match the sequence in a signature.
Christodorescu and Jha [48] show in their experiments that signature-based
techniques employed in commercial virus scanners are not resilient to polymorphism
and metamorphism techniques that the malware authors could use to obfuscate
their code. The main reason is that the syntactic signatures do not capture the
semantics of instructions.
Consequently, work in [29, 30, 35, 49] uses semantic-based techniques to tackle
the polymorphism and metamorphism in malware code. Christodorescu et al. [35]
present a detection tool that extracts semantics of instructions to detect malicious
code. The behavioral template is defined based on a control-flow graph (CFG)
of an instruction sequence and def-use relationships. Nodes in a graph represent
instructions, and edges represent either control-flow dependency or def-use dependency between two nodes. Two nodes are def-use related if a value produced
from one node is used by another node. The unknown instance is malicious if its
instruction sequences satisfy one of the behavioral templates. This method requires
a knowledge of malware behavior to construct specifications with good behavior
coverage.
10

Kinder et al. [29] and Holzer et al. [30] use a model checking technique to
detect malicious patterns in malware code. The behavior signature is in a form of
the Computation Tree Predicate Logic (CTPL) formalized from a control-flow graph.
A model checker matches the CTPL against the CFG of an unknown executable. If
the matching is satisfied, the checker reports a malware. The CTPL specifications
are quite complex, so they were written carefully by an expert. Bonfante et al. [33]
also extract CFGs by disassembling the executables, but they use a tree automaton
as a behavior signature. The tree automaton is inferred from a collection of trees
converted from CFGs of malware samples in a training set. To detect an unknown
sample, the tree automaton is run on a tree; if it recognizes the tree, the sample is
flagged as malware. However, the tree automaton will only recognize a tree if it is
one of the trees in the training set.
The main advantage of the static extraction is that it analyzes the code where all
behaviors are actually written in. As a result, it is possible to extract all behaviors
through enumerating all execution paths. However, the static extraction can be
subverted by code obfuscation techniques. Moser et al. [43] show that the malware
detection techniques based on static analysis fail to detect malware developed using
advanced obfuscation techniques. To address the problem, the majority of current
work has applied dynamic analysis into a detection framework. The key concept
of dynamic-based malware detection systems is to capture malware behaviors at
run-time.
Babic et al. [34] propose an algorithm based on a formal method and system call
dependency graphs (SDGs). The SDG was obtained from taint analysis with taint
propagation rules from [36]. The proposed algorithm constructs a tree automaton
from SDGs by using k-testable tree automaton inference. The inference engine
uses a k-testable tree language,which can be inferred directly from graphs (without
expanding a graph to a tree). The inferred automaton is then used as a malicious
signature to detect malicious behaviors. Martignoni et al. [37] manually construct
behavior graphs using AND/OR syscall dependency graphs. To detect malware, a
behavior matcher receives a sequence of syscalls of the unknown sample and matches
the sequence with behavior graphs. Stinson and Mitchell [38] propose a method to
detect bots by monitoring the invocation of syscalls and the flow of data received
or sent over the network. The authors manually created behavior specifications
containing syscalls and detection rules. An unknown program is flagged if its
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syscall invocation satisfies a detection rule. Yin et al. [50] also specify detection
policies obtained by manually analyzing behaviors of malware in the training set.
A graph of an unknown program is checked against policies; a program is malicious
if its graph violates one of the policies. All of these works [37, 38, 50] manually
create behavior specifications that are reliable but time consuming. Moreover,
these specifications are made from knowledge of existing malware behaviors, so
they might be ineffective in detecting unknown behaviors.
Recently, machine learning has been employed in malware detection. Christodorescu et al. [40] use contrast subgraph mining to construct a specification of malicious
behaviors. The specification is obtained by comparing and contrasting system call
dependency graphs of malware to all graphs of benign applications. As a result,
the specification contains behaviors appearing only in malware and not in a set
of benign programs. The authors demonstrated how specifications can be used to
detect malware but they did not test any benign applications. False positive rate is
an important criteria when measuring a malware detector, as we do not want to
flag a legitimate program as malicious.
Rieck et al. [22] extract API function calls, map them into a high-dimensional
vector space and apply support vector machines for classification. One SVM is
built for each family to assign binaries to correct families. A binary will be assigned
to a family whose probability estimate from a corresponding SVM is highest and is
larger than 50%; otherwise a binary will be classified as unknown behavior. This
indicates that the method is unable to recognize behaviors that are not in the
training set. The detection algorithm proposed by Anderson et al. [23] is also
based on support vector machines. However, the algorithm uses a graph kernel to
measure similarity of Markov chain graphs whose vertices are the instructions and
edges are the transition probabilities among the instructions. Since this algorithm
measures similarity based on the whole graphs, it may be susceptible to graph
manipulation by a malware author (e.g., addition of unnecessary or redundant
system calls). Jacob, et al. [41] use frequent subgraph mining and graph set
difference techniques to identify malicious subgraphs that appear more frequently
in the malware dataset. The authors then build a malware template from the
subgraphs to detect bots. This approach needs a goodware dataset that represents
a variety of non-malicious behaviors to reduce false positives.
The work by Fredrikson, et al. [2] is the most related to our method. In
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their work, discriminative behaviors are extracted by LEAP [16] and synthesized
by concept analysis [51] and simulated annealing [52]. The specifications are
used to detect malware. The authors achieve zero false positives and a high
detection rate. The authors evaluate their specifications by manually comparing
with behavior reports from malware experts. Even though LEAP, an optimal
subgraph extraction algorithm, is used, no significance value can be provided to
ensure that the specifications do not occur by chance.

2.3 Significant Subgraph Extraction
There are relatively few algorithms that extract significant subgraphs. LEAP [16]
finds significant subgraphs that are frequent in the positive dataset and rare in the
negative dataset and maximizes a user-defined significance function. For malware
detection, it is used to mine the system call dependency graphs [2]. However, for
our problem, LEAP may not be able to distinguish benign behaviors that it has
never seen before. Our proposed method also mines system call dependency graphs
but is more flexible and so can identify significant behaviors whose corresponding
subgraphs have not appeared in the training data.
Ranu and Singh [15] propose GraphSig, a frequent subgraph mining algorithm,
to find significant subgraphs in large databases. GraphSig prunes out the search
space by testing the significance of a subgraph; the definition of significance is based
on a subgraph’s frequency. GraphSig uses GraphRank [53] to test for statistical
significance. GraphRank transforms subgraphs to feature vectors and calculates
p-values of vectors based on a binomial distribution of subgraphs’ support values.
This work identifies a significant subgraph based on its frequency, but as already
mentioned in Section 1.1, the high frequency of a subgraph does not always indicate
that a subgraph has high statistical significance.
Milo, et al. [54] propose an approach to mine network motifs, which are significant
subgraphs appearing more frequently in a complex network than in random networks.
The authors generate random networks by permuting edges while maintaining
network properties such as degree of nodes and number of edges. P-value of a
subgraph is obtained by counting random networks that contain the subgraph with
a support greater than or equal to the observed support. Unlike our approach, the
p-value computation of this approach does not leverage positive and negative labels.
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Milo’s approach may not scale to very large networks because of the complexity of
subgraph isomorphism.
Scott, et al. [55] developed a method to find significant protein interaction
paths in large scale protein network data. A color coding approach is extended
to find paths between two given nodes with the minimum sum of edge weights.
The authors adopt a randomization approach for statistically significant testing
on discovered paths. For a large network, a number of possible pairs of endpoints
can increase dramatically. Our framework also uses randomization for statistical
testing but we do not compare with random graphs because they may represent
system call dependency graphs that are unlikely to occur (i.e., an edge connecting
two independent system calls).
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Chapter 3 |
The Proposed Framework
This chapter presents our framework for statistically significant subgraph extraction.
An overview of the framework is shown in Figure 3.1. The framework has two
phases: the training phase and the deployment phase. The training phase is where
the properties of a given data are learned; the deployment phase is used to analyze
a new instance and extract significant subgraphs based on its properties. In
the training phase, inputs that are positive and negative data are preprocessed
to transform them into graphs. We train a linear classifier to distinguish between
positive and negative data. The weight vector from the classifier is used to assign
weights to edges in the graphs to construct weighted graphs; the edge weights are
used by the statistical tests (in the Deployment phase).
In the deployment phase, a new instance is preprocessed and transformed to a

(a) Training phase

(b) Deployment phase

Figure 3.1: Framework overview – Statistically significant subgraph extraction
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weighted graph. The candidate subgraphs are extracted by using a subgraph mining
algorithm and assigned significant scores by the statistical tests. A significant score
of a subgraph is based on its edge weights.
The framework is applied to malware analysis for identifying statistically significant malicious behaviors. In the following sections, we will explain each phase in
more detail in a context of malware analysis.
The training phase (Section 3.1) requires samples of goodware and malware
executables. These executables are converted into system call dependency graphs
(SDG) using dynamic analysis (Section 3.1.1). Section 3.1.2 and Section 3.1.3
discuss how we build a linear classifier to distinguish malware from goodware and
avoid the overfitting problem. We then use parameters from a linear classifier to
obtain a function that assigns weights to edges (Section 3.1.4); these weights are
used by our statistical tests.
The deployment phase (Section 3.2) is used to analyze a new executable for
suspicious behavior. The linear classifier from the training phase can be used to
classify it as malware or goodware. To extract suspicious behavior, we first build
the SDG and assign edge weights based on the parameters of the linear classifier.
We then use a subgraph mining algorithm to identify candidate subgraphs (Section
3.2.1); any subgraph mining algorithm for weighted or unweighted graphs can be
used here as a black box. Then our statistical tests (Section 3.2.2) assign significance
scores to the behaviors associated with those subgraphs.

3.1 The Training Phase
In this section, we explain the training phase in our framework. Figure 3.2 shows
the training phase for malware analysis. The input to the training phase is a set
of malware and goodware executables. We use dynamic analysis to analyze the
executables and generate system call dependency graphs (SDG). A linear classifier
is trained to distinguish between goodware and malware; weights from a linear
classifier are used to construct weighted SDGs for statistical tests.
We discuss how we trace a program and generate a system call dependency
graph in Section 3.1.1. Next, we explain how we use a linear classifier to distinguish
between malware and goodware in Section 3.1.2. Section 3.1.3 talks about an
overfitting problem and techniques we can use to avoid the problem.
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Figure 3.2: Training phase

3.1.1 System Call Dependency Graphs (SDGs)
Recent research [56, 57] shows that a program’s behavior can be determined by the
system calls that the program invokes. The outputs from some system calls are
inputs of other system calls. Different input values can trigger different actions.
Hence, it is reasonable to represent a program’s behavior using a syscall dependency
graph (SDG) whose nodes represent system calls and directed edges represent
dependency between pairs of system calls. By using SDGs to represent a program’s
behaviors, we convert the program analysis problem to a graph mining problem
where subgraphs correspond to program behaviors.
Definition 1 (SDG) A system call dependency graph (SDG) is a directed graph
G(E, V ) representing data-flow dependencies among system call invocations, where
V is the set of invoked system calls and E ⊂ V × V is a set of directed edges. The
directed edge, (x, y) ∈ E, going from vertex x to vertex y indicates that the output
of system call invocation x is consumed by system call invocation y.
Figure 3.3 shows a partial representation of a system call dependency graph of
a program. The SDG shows a program executing routine as follows. A program
creates a process and threads to run in the context of the process. It then allocates
memory space, then reads and writes data. It frees memory and closes the section
handle when a job is complete.

3.1.1.1

SDG Extraction

To build an SDG, we first execute a program in a sandbox and record invoked
syscalls with their input and output parameters. The execution traces are parsed
to generate system call dependency graphs (SDGs). The most accurate tracing
method is dynamic taint analysis [36], a technique used to follow data flows in a
program at runtime. The key concept of dynamic taint analysis is to track the
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Figure 3.3: An example of a system call dependency graph of a malware sample.
data flow of tainted variables from sources to sinks according to a taint policy. A
taint policy defines three rules: how new taint is annotated to a program, how taint
is propagated through program execution and how to check taint status during
execution. For our case, sources are output parameters of system calls and taint
sinks are input parameters of system calls.
Since dynamic taint analysis is very computationally expensive, Domagoj [34]
developed a heuristic method to generate SDGs. This method records a sequence
of system calls with their input and output parameters. It assumes that there is a
dependency between two system calls, say x and y, if x returns the same handle
y uses as one of its parameters. Although less precise than taint analysis, our
attempts to reproduce the existing work [34] show that this heuristic method
can work as well as the dynamic taint analysis. Moreover, this heuristic seems
to work well in our experiments, and SDGs can be generated very quickly using
strace-like utilities, while taint analysis is several thousand times slower than the
native execution [34].
Our framework can work with any SDG generator; however, our experiments
used WUSSTrace [58] to generate program execution traces. Wusstrace is a userspace system call tracer for Microsoft Windows. It traces system calls by injecting
a shared library in the address space of the traced process and by hooking the
stubs KiFastSystemCall and KiIntSystemCall in ntdll.dll. Wusstrace supports the
majority of Windows system calls, the majority of argument types, and dumps
faithfully all the supported types.
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We use Pywuss [34] to parse these traces to generate an approximate SDG.
Pywuss creates a directed edge between two system call invocations x and y, if
system call x returns a handle that is used as an input to system call y. An SDG
is created for each executable in the training set.

3.1.2 Linear classification
In a classification problem, given an input vector X = {X1 , .., Xm }, our goal is
to predict the output Y ∈ {1, 2, .., K} based on X where Y is a class variable. A
classifier divides the feature space into regions where each region corresponds to
one class. These region boundaries are called decision boundaries which are are
linear in a feature space.
Our framework uses a linear classifier to learn and discriminate between malware
and goodware system call dependency graphs. Note that any linear classifiers can
be used for this purpose. Let Ŷ = {+1, −1} be a classification output, we predict
the output Ŷ via the linear classifier:
Ŷ = f (W · X)

(3.1)

Where f (.) is an indicator; f (z) = +1 if z < threshold, otherwise f (z) = −1.
X is a feature vector and W is a weight vector. The weight vector W is obtained
by fitting the model to a set of training data, a set of labelled samples. There are
many different methods for determining the weight vector W; any method can be
plugged into our framework.
3.1.2.1

Feature Extraction

SDGs are good representatives for program behaviors, but they cannot be fed
directly to the linear classification algorithms. We need to process SDGs and
transform them into feature vectors from which linear classifiers can learn. A
feature vector is a set of d features, where each feature represents one property of
an SDG. We define the feature space as a set of all ordered pairs of system calls
(x, y). The ordered pair (x, y) can be viewed as a directed edge from a system call
x to a system call y. Our feature vectors can have two types of features as follows.
• Integer feature: the value of a feature is the number of times that the edge
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(x, y) appeared in an SDG.
• Binary feature: the value of a feature is one if the edge (x, y) appears at
least once in an SDG; otherwise the value is zero. The binary feature is more
robust against frequency redundancy, where frequency of an edge can be
manipulated to make an SDG looks more benign.
Here is an example of how an SDG is converted to a feature vector. Let’s assume
that there are ten system calls in a dataset {S1 , S2 , S3 , . . . , S10 }, so a feature vector
has 100 dimensions: < (S1 , S1 ), (S1 , S2 ), (S1 , S3 ), . . . , (S2 , S3 ), (S2 , S4 , ), . . . , (S10 , S10 ) >.
A binary feature vector of an SDG in Figure 3.4 is <0,1,0,. . . ,0,1,1,. . . ,0> where
the values of features (S1 , S2 ), (S2 , S3 ) and (S2 , S4 ) are one, and the values in
other features are zero. Similarly, an integer feature vector of the same SDG is
<0,2,0,. . . ,0,1,1,. . . ,0> where the value of feature (S1 , S2 ) is 2, values of features
(S2 , S3 ) and (S2 , S4 ) are one, and the values of features in other dimensions are
zero.

Figure 3.4: A small SDG for an example of feature extraction
3.1.2.2

Logistic Regression

We have mentioned in Section 3.1.2 that our framework is able to work with any
linear classifiers. However, in the experiments, we used logistic regression. We
discuss logistic regression in this section.
Logistic regression is a type of probabilistic classifiers that models the posterior
p(Y |X) directly. For a binary classification, the posterior p(Y |X) is computed
using a logit function defined below.
p(Y |X) =

1
1+
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e−Y W ·X

(3.2)

The weight vector W is usually estimated by using standard convex optimization
or gradient descent techniques such that the log-likelihood in 3.3 is maximized.
l(W ) = −

n n
X

o

log(1 + e−Yi W ·Xi )

(3.3)

i=1

3.1.3 Overfitting Problem
Overfitting problem occurs when a model fits the training data very well but fail to
predict future data. The problem of overfitting comes when a model is unnecessarily
complex in order to fit the training data very well–for example, when a nonlinear
model is used on a dataset that is just as well fitted on a linear model or when a
model contains too many parameters relative to the number of observations. When
the model fits the training data very well, the error function will be very close to
zero, but it may fail to predict the new instances that it has never seen before. So
we want a model to be able to generalize to new instances not included in training
data. There are a various techniques that we can employ to avoid overfitting. The
following techniques were used in our experiments:
• Feature selection
• Cross-validation
• Regularization
Details of feature selection, cross-validation and regularization are in Section
3.1.3.1, Section 3.1.3.2 and Section 3.1.3.3 respectively.
3.1.3.1

Feature selection

Feature selection is a process of selecting relevant features for training the classifier.
It not only helps alleviate the overfitting problem but also reduce the size of
feature vectors. With fewer features, the classifier can be trained faster and the
classification accuracy is often improved because noise features are filtered out.
In general, there are two feature selection approaches: filter and wrapper. In the
filter approach, variables are ranked based on some scoring metric, and the highest
ranking features are selected. The scoring metric should reflect the discriminative
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power of each feature. This approach is commonly used in many algorithms because
of its efficiency, simplicity and scalability [59].
While a filter approach selects features based on the individual contribution
of each feature, a wrapper approach searches for the optimal subset of features.
Wrapper approach uses a search algorithm to search for all possible feature subsets
and assess each subset based on the performance of a model built from features in
the subset. Wrapper is usually able to find the set of features that performs best
for a particular model, but it is very computationally intensive.
In this work, we derived two methods for feature selection based on feature
ranking due to its simplicity and good empirical success. Both methods select
features based on scores ranked in descending order. Details of each method are as
follows.
1. Frequency-based method: This method assigns a score to each feature
based on its frequency in the dataset.
2. F-score method: This method assigns a score to each feature based on its
f-score. A score of a feature i is defined in 3.4
F (f eaturei ) =

(x̄+ − x̄)2 + (x̄− − x̄)2
M SE + + M SE −

(3.4)

where
• x̄ is an average value of feature i in both malware and goodware datasets
• x̄+ and x̄− are average values of feature i in malware and goodware
datasets respectively
• M SE + and M SE − is a mean squared error of feature i in malware and
goodware dataset respectively. M SE + and M SE − are defined below.
M SE + =
M SE − =

X
1
+ 2
(x+
k,i − x̄ )
−1

(3.5)

X
1
− 2
(x−
k,i − x̄ )
−1

(3.6)

N+
N−

• N + , N − are the number of malware and goodware vectors respectively
−
• x+
k,i , xk,i are values of the f eaturei in the k malware and goodware
vectors respectively
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3.1.3.2

Cross-validation

Cross-validation is one of the model selection methods for evaluating how the
classifier will generalize to unknown data. It serves two purposes: model selection
and model evaluation. In model selection, we estimate the performance of models
with different tuning parameters and select the best one. In model evaluation, we
estimate the performance of the chosen model on unseen data. The prediction error
from model evaluation is the generalization error, which indicates how well the
chosen model will generalize to new data that it has never seen.
The best approach to perform cross validation is to partition the dataset into
three parts: training, model selection and test sets. The training set is used to
train the models; the model selection set is used to select the best model; the
test set is used to evaluate the generalization error of the chosen model. This
approach is preferred when the dataset is large enough that we can afford to set
aside the evaluation set for assessing the performance of the model. When there
is insufficient data to partition into three parts, other methods such as Akaike
information criterion (AIC) or Bayesian information criterion (BIC) can be used.
3.1.3.3

Regularization

Regularization can be used to limit the complexity and increase the generalization
of a linear classifier. Regularization reduces overfitting by adding a penalty term
to the error function in order to shrink the weights towards zero. For logistic
regression, the penalty is added to 3.3 and the log-likelihood to be maximized
becomes
l(W ) =


n 
X
i=1

−log(1 + e−Yi W ·Xi ) − λ



m
X
j=1

|Wj |q




(3.7)



Where λ ≥ 0 is a regularization parameter. In general, the parameter q in the
penalty term is set to 1 or 2. If
• q = 1, we call it L1-Regularization.
• q = 2, we call it L2-Regularization.
L1-regularization encourages the sum of absolute weights to be small, whereas
L2-regularization encourages the sum of the squares of absolute weights to be small.
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L1-regularization tends to shrink many weights to zero while L2-regularization does
not achieve the same level of sparseness [60]. Since L1-regularization makes feature
vectors sparse, it can also be used for feature selection.

3.1.4 Weighted System Call Dependency Graphs
In Section 3.1.2.1, we showed how to convert an SDG to a feature vector, where
each feature corresponds to an ordered pair of system calls (x, y) . We then use
these feature vectors to train a linear classifier, where the linear classifier learns
a weight Wx,y for each pair (x, y). The positive weight Wx,y indicates that x, y
is more associated with malware than goodware. We can view the weight Wx,y
as a malicious contribution of the pair (x, y). We use these weights to construct
weighted SDGs where each edge (x, y) has weight Wx,y . These weights will play a
significant role in subgraph extraction and statistically significant testing.
For example, using the same example as in Section 3.1.3.1, where there are
10 system calls in the database and 100 features, let’s assume that after feature
selection, there are 10 features selected. We train linear classifiers and select the
best classifier whose weight vector is used for constructing weighted SDGs. Figure
3.5 shows how we convert an SDG to a weighted SDG by assigning weights to
corresponding edges. Note that the figure does not show the whole weight vector.
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Figure 3.5: An example of how to convert an SDG to a weighted SDG

3.2 The Deployment Phase
The deployment phase is where a new executable is analyzed to identify its suspicious
behavior. The process starts at tracing the new executable and generating SDG
in the same way as we do in the training phase. We then use weights from the
linear classifier trained in the training phase to construct a weighted SDG. Next, we
extract candidate subgraphs by using a subgraph mining algorithm. After that, we
perform statistical tests on the candidate subgraphs and assign them significance
scores. Figure 3.6 shows an overview of the deployment phase.

Figure 3.6: Deployment phase
We explain subgraph extraction and the subgraph mining algorithm in Section
3.2.1. The subgraph mining algorithm extracts subgraphs based on edge weights; it
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identifies subgraphs that contain many positive edge weights. Section 3.2.2 describes
our statistical tests for the candidate subgraphs extracted by the subgraph mining
algorithm.

3.2.1 Subgraph Extraction
A subgraph of an SDG corresponds to a behavior exhibited by an executable. A
subgraph can be considered malicious if it contains many edges with positive weights,
especially when the concentration of positive weighted edges in the subgraph is
higher than the concentration in the rest of the SDG.
The role of the subgraph mining algorithm in our framework is to identify
subgraphs with high concentrations of positive weighted edges. This corresponds to
the hypothesis that system calls that commonly participate in malicious behavior
should be used together to achieve their purpose. In practice, an SDG typically has
many small connected components, so it is reasonable to return several subgraphs
together.
In our implementation, we developed a subgraph mining algorithm based on
Kruskal’s spanning tree algorithm [61] for finding subgraphs. We use kMine, shown
in Algorithm 2, to extract subgraphs in each connected component based on edge
weights. Initially, each node u in a connected component g is initialized as its own
subgraph Graph(u). (line 2-3). Next, the algorithm considers each edge (u, v) in
g in a descending order by edge weight. Let Edge(u, v) be the union of edges in
Graph(u), Graph(v) and edge (u, v).
Line 7 merges Graph(u), Graph(v) and edge (u, v) if the sum of weights of
edges in Edge(u, v) is greater than or equal to k times the maximum weight in
Edge(u, v) (where 0 < k ≤ 1). This criteria is from our assumption that the
maximum-weighted edge is the most malicious action in a connected component,
so we add other edges whose weights are proportional to the maximum weight.
The condition encourages the algorithm to merge temporary subgraphs instead
of returning many small subgraphs (possibly with just one edge each) and also
prevents the algorithm from adding too many negative-weighted edges.
We use Algorithm 1 to apply kMine to extract subgraphs from each connected
component and collect all returned subgraphs (line 2-3). After that, the algorithm
sorts (line 5) and selects subgraphs in descending order by each subgraph’s average
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edge weights (line 7-13). The selected subgraphs are grouped together, and we
call it a candidate subgraph. The algorithm stops when the total weight after
adding a new subgraph increases less than p% . Our implementation uses k = 0.5
and p = 5%, which were chosen subjectively from a few data samples so that the
returned subgraphs were not too big (i.e., a large fraction of the original graph)
nor too small (a few edges). Note that the candidate subgraph consisting of a set
of disjoint subgraphs reflects the possible set of malicious activities of a malware;
grouping the disjoint subgraphs together is also a common practice in identifying
malware [2].
Algorithm 1 Kruskal-based subgraph extraction
Input: G (a weighted SDG), p, k
Output: B, a candidate subgraph
1: S ← ∅
2: for all connected components g in G do
S
3:
S ← S kMine(g,k)
4: end for
5: Sort components in S by average weight in descending order
6: B ← ∅
7: for each connected component s in S do
8:
if (sum_weight(B,s)
- sum_weight(B))≥ p∗sum_weight(B) then
S
9:
10:
11:
12:
13:

B←B s
else
return B
end if

end for

3.2.2 Significance Testing
In this section, we explain our statistical tests for the candidate subgraph returned
from the subgraph mining algorithm described in Section 3.2.1. The candidate
subgraph is statistically significant if its p-value is less than or equal to a pre-defined
threshold, the significant level.
The p-value is the probability of getting a test statistic from a null distribution
that is at least as extreme as the observed one. Hence, we need to define a test
statistic and null distribution for calculating a p-value. A test statistic is a function
that summarize the characteristic of a candidate subgraph. Since we want to
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Algorithm 2 kMine(g,k)
Input: a connected component g, k
Output: S, a collection of subgraphs
1: S ← ∅
2: for node(u) in g do
S
3:
S ← S Graph(u)
4: end for
5: for each edge, euv , in g, ordered by weights, wuv , do
P
6:
if
wij ≥ k ∗ max {wij |eij ∈ Edge(u, v)} then
eij ∈Edge(u,v)

7:
8:
9:
10:
11:

Graph(u) ← merge(Graph(u), Graph(v))
S ← S\{Graph(v)}
end if
end for
return S

test if the candidate subgraph is indeed malicious, our test statistic is based on
edge weights in the candidate subgraph. We define a test statistic of a candidate
subgraph g 0 as the average edge weight in g 01
We propose three techniques to calculate p-values based on different null distributions: permutation, empirical and resampling techniques. Permutation technique
checks the concentration of positive edges in the candidate subgraph whereas resampling and empirical techniques check how many positive edges there are and
how large the positive weights are relative to goodware and malware populations.
The goodware and malware populations of an empirical technique are the malware
and goodware training data. To use empirical technique, the training data should
be large enough to allow computation of accurate p-values. We propose resampling
technique as an approximation of an empirical technique for small datasets. We
explain each technique in detail in the following sections.
Note that statistical significance is not a property of a subgraph – it is a property
of the procedure that found the subgraph. To see why, consider the following two
types of search strategies. Strategy A ignores edge weights when it returns a
candidate subgraph while Strategy B returns the subgraph with the largest average
edge weight. If the subgraph returned by Strategy A has a high average edge
weight, this is likely to be statistically significant because such an occurrence is
generally unlikely to happen by chance; on the other hand, Strategy B is expected
1

We use average edge weight as a test statistic, but other statistics can be used too.
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return subgraphs with large average edge weights so the bar is higher – the output
returned by B is statistically significant only if its average edge weight is much
higher than what we would normally expect from B.
3.2.2.1

Permutation p-values

The permutation p-value compares the concentration of positive edges in the
candidate subgraph to the concentration of positive edges in subgraphs extracted
from SDGs in a null distribution. The null hypothesis is that the positive edge
weights are not concentrated. We use Algorithm 3 to compute a permutation
p-value of a new SDG, G∗ .
Given a new SDG, G∗ , the algorithm constructs a set of permuted graphs
(p)
(p)
G1 , . . . , Gk by making copies of G∗ and replacing the edge weights of G∗ with
weights sampled from a list of weights, Lweight , without replacement (line 3-7);
Lweight is a list of weights in G∗ (line 2). To compute the p-value, it compares B ∗ ,
(p)
the average weight of the subgraph extracted from G∗ , to Bi , the average weight
(p)
of the subgraphs extracted from the Gi ; i = 1, . . . , k (line 8).
Note that this test only permutes edge weights and does not perform randomization of the structure of the graph. We intentionally avoid randomizing the structure
of the graph because there is no evidence that existing random graph models are
plausible generative models for system call dependency graphs.
Algorithm 3 Permutation p-values
Input: SubgraphMiner (a subgraph mining algorithm)
Input: G∗ (a new SDG to test)
Output: a p-value
1: B ∗ ← average edge weight of SubgraphMiner(G∗ )
2: Lweight ← a list of edge weights from G∗
3: for i = 1, . . . , k do
(p)
4:
Create graph Gi with the same structure as G∗ .
(p)
5:
For each edge in Gi sample a weight from Lweight without replacement
(p)
(p)
6:
Bi ← average edge weight of SubgraphMiner(Gi )
7: end for
P
8: return k1 ki=1 1{B (p) >=B ∗ }
i

Figure 3.7 shows how to construct a set of permuted graphs of an SDG G for
permutation p-values. Each graph in the set is a copy of G and has the same list
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of weights as in G. But those weights are randomly reassigned to different edges.

Figure 3.7: A null distribution of G for computing a permutation p-value

3.2.2.2

Empirical p-values

Empirical p-value compares a subgraph extracted from a given SDG to subgraphs
extracted from SDGs belonging to a reference population. There are two reference
populations that could be used to compute empirical p-values: a set of training
goodware and a set of training malware. The null hypothesis is that the positive
edge weights are not concentrated, and the sampling distribution is the empirical
distribution of the reference population.
Let G1 , . . . , GN be weighted SDGs from a reference population (either from the
set of training goodware or the set of training malware). For each Gi , let Si be the
subgraph extracted from Gi by the subgraph mining algorithm and let Bi be the
average weight of edges in Si . To test a new executable G∗ , let S ∗ be its extracted
subgraph and let B ∗ be the average edge weight of S ∗ . The empirical p-value is the
fraction of the reference population whose subgraphs had equal or higher average
P
edge weight: N1 N
i=1 1{Bi ≥B ∗ } .
Note that the average edge weights of subgraphs extracted from a reference
population can be pre-computed once for future empirical p-value calculations.
Since there are two possible reference populations, we have two types of p-values:
empirical p-values with respect to the goodware population and empirical p-values
with respect to the malware population. The interpretations of p-values are as
follows:
• A low p-value with respect to the malware population is indicative of an
application that is highly suspicious.
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• A moderate p-value with respect to the malware population and a low p-value
with respect to the goodware population indicate typical malware behavior.
• A high p-value with respect to the malware population and a low p-value
with respect to the goodware population indicate a borderline application.
The program performs operations that are unusual for goodware but are not
that malicious relative to previously seen malware behavior in the training
data.
The advantage of empirical p-values is that we compare the candidate subgraphs
to the actual graphs in training set. However, an empirical p-value is accurate
when the training data is large. For smaller data sets, we propose the resampling
p-values explained in the next section.
Figure 3.8 shows how to construct a reference population of an SDG G for
computing an empirical p-value. SGDs in a reference population are either from
the malware or goodware training set.

Figure 3.8: A null distribution of G for computing an empirical p-value
3.2.2.3

Resampling p-values

We propose resampling p-values as an alternative to the empirical p-values when
the training data is small. The null hypothesis is the same as the null hypothesis
of empirical p-values: the positive edge weights are not concentrated, and the
sampling distribution is the empirical distribution of the reference population. We
use Algorithm 4 to compute resampling p-values.
Given a new graph G∗ , the algorithm first creates a set of resampled graphs
(r)
(r)
G1 , . . . , Gk by replacing the edge weights of G∗ with weights sampled from a
distribution Pweight (which we will discuss shortly). To compute the p-value, the
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algorithm compares the average weight of the subgraph extracted from G∗ to the
(r)
average weight of the subgraphs extracted from Gi .
We propose two methods to construct the distribution Pweight ; it can be constructed from the empirical distribution of edge weights from SDGs in the training
goodware, Pweight : goodware, or the empirical distribution of edge weights from
SDGs in the training malware, Pweight : malware. We call resampled graphs
constructed from Pweight : goodware the goodware reference population and call
resampled graphs constructed from Pweight : malware the malware reference population.
Algorithm 4 Resampling p-values
Input: Pweight (a distribution over edge weights),
Input: SubgraphMiner (a subgraph mining algorithm)
Input: G∗ (a new graph to test)
Output: a p-value
1: B ∗ ← average edge weight of SubgraphMiner(G∗ )
2: for i = 1, . . . , k do
(r)
3:
Create graph Gi with the same structure as G∗ .
(r)
4:
For each edge in Gi assign it a weight as a random sample from Pweight
(r)
(r)
5:
Bi ← average edge weight of SubgraphMiner(Gi )
6: end for
P
7: return k1 ki=1 1{B (r) >=B ∗ }
i

Figure 3.9 shows how to construct a reference population of an SDG G for
computing a resampling p-value. Each graph in the population is a copy of G,
whose weights are sampled with replacement from a weight distribution.
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Figure 3.9: A null distribution of G for computing a resampling p-value
The empirical and resampling p-values are affected by the concentration of positive edges (which affects the B ∗ , the average weight, that is returned), the number
of positive edges and the magnitude of their weights. If empirical and resampling
p-values are low, this could be due to two reasons: 1) the high concentration of
positive edges 2) the large weight magnitudes. In order to understand the cause of
low values in empirical and resampling p-values, we designed permutation p-values
to check for concentrations of positive edges. If a permutation p-value is also low,
then the high concentration of positive edges is responsible. But if a permutation
p-value is high, then the large weight magnitude is responsible.
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Chapter 4 |
Experiments
We collected 2393 executables from 50 malware families to produce 2393 system
call dependency graphs. We collected 50 goodware programs (based on the list
used by [2]) and executed the goodware binaries multiple times to generate 434
goodware system call dependency graphs. The lists of malware and goodware are
in Appendix A.
To generate SDGs, malware and goodware binaries were executed and monitored
in a sandbox environment. We used WUSSTrace to generate traces by recording a sequence of invoked system calls with their input and output parameters.
WUSSTrace [58] is a user-space system call tracer that traces system calls by
injecting a shared library in the address space of the traced process. Malware
and goodware binaries were executed for two minutes. Pywuss [34] was used to
parse the execution traces and generate SDGs. Pywuss generates an SDG with an
assumption that there is a dependency between two system calls if the output type
of the first system call is the same as the input type of the second system call.
Another data collected from McAfee [1] is a description of malicious activities
of each malware family. This data is used to validate our extracted subgraphs in
Section 4.3.3. Figure 4.1 shows an example of the partial description of activities
observed from a sample of LdPinch family.

4.1 Experiment 1: Malware Detection
In this experiment, we test if a logistic regression was able to distinguish malware
from goodware. We compare the malware detection rate from our framework
with Holmes [2] and with two commercial anti-virus products, AVG antivirus [62]
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A ctiv ities

R isk Le v e ls

Attempts to write to a memory location of a protected process.
Attempts to write to a memory location of a Windows system
process
Attempts to write to a memory location of a previously loaded
process.
Enumerates many system files and directories.
Adds or modifies Internet Explorer cookies

Figure 4.1: Description of LdPinch Activities [1].
M c A fe e S c a n s

Scan De te ctio ns

McAfee Beta

W32/Areses.gen.a

and
ThreatFire [63] at the 0% false positive rate. Note that in order
to test the
McAfee Supported
W32/Areses.gen.a
performance of the anti-virus products on unseen malware, we used the versions
released on or before the earliest discovered date of malware samples in the dataset.
Also note that the comparison to Holmes is qualitative at best: we could not get the
S ystem Changes
code nor data used by Holmes, so we used the number as reported in [2]. However,
Some path values have been replaced with environment variables as the exact location may vary with different configurations.
e.g. based our dataset on what the authors of Holmes described in [2] to obtain the
we
%WINDIR% = \WINDOWS (Windows 9x/ME/XP/Vista/7), \WINNT (Windows NT/2000)
%PROGRAMFILES% = \Program Files
closest dataset possible. It is also not clear how the authors of Holmes partition
the dataset, as it seems that the goodware training set partially overlapped with
Thegoodware
following files
were analyzed:
the
testing
set.
To train a logistic regression, we randomly partitioned the dataset into 3 sets;
3055b8ba8b9c0379e9499f675bd98407d963781e
training, model selection and test sets. The training, model selection and test sets
The following files have been added to the system:
contain 60%, 20% and 20% of goodware and malware in each dataset respectively.
C:\Archivos
de programa\Shareaza\Internet
9 setup.scr
We split the
datasets
in such a way that Explorer
the instances
from the same family (or
%ALLUSERSPROFILE%\Application Data\Microsoft\Network\Downloader\1001 Sex and more.rtf.exe
program) appear together in the same subset. For example, if an instance A of
C:\Archivos de programa\bearshare\Magix Video Deluxe 5 beta.exe
family B1 is in the training set, all instances of family B1 must be in the training
C:\Archivos de programa\Bearshare\Shared\Osama Bin Laden.jpg.pif
set. This isC:\Archivos
to ensure
that a logistic regression has never seen malware instances in
de programa\Bearshare\Microsoft WinXP Crack full.pif
test set before.
Thedetraining
set was used edition.txt.pif
to train logistic regressions with different
C:\Archivos
programa\Morpheus\Serials
%TEMP%\Message.hta
tuning parameters,
such as regularization parameters. The model selection set was
%PROGRAMFILES%\Bearshare\Star Office 9.scr
used to select the best model, and the test set was used to evaluate the best model.
C:\Archivos de programa\limewire\How to hack new.doc.pif
We repeated
this partitioning five times and averaged the results. We used the
%PROGRAMFILES%\Bearshare\Shared\Eminem full album.mp3.pif
F-score method for feature selection, where the top 50% features were selected.
The feature selection was performed on the original dataset before partitioning.
The results are shown in Table 4.1 show that our framework performed better
than the commercial anti-virus products and is comparable to Holmes. From the
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AVG
58.37

ThreatFire
67.08

Holmes
86.56*

Our Framework
86.77

Table 4.1: Malware detection rates at 0% false positive.
*As reported from [2]

results, we conclude that the linear classifier is good discriminator; it can separate
malware from goodware quite well. So it is reasonable to use its weight vector as a
basis for statistical testing of subgraphs.

4.2 The Silver Standard
This section discusses how we evaluate the quality of the subgraphs extracted by
our framework. One way to do this is to compare the subgraphs against the true
malware behaviors and measure their similarity. This involves matching them to
plain text descriptions of malware behavior. One way to do this is to inspect them
manually [2]. However, there are drawbacks to the manual approach. First, manual
judgments require considerable expertise (and can still be noisy, with high false
positive rates [37]). Second, they can lead to experimenter bias. Thus we seek
a more automated approach with the creation of a test dataset, called the silver
standard, which we describe next.
An ideal dataset would contain annotations of system call dependency graphs
that indicate which subgraphs correspond to malicious activity. Such a “gold
standard” does not exist, so we constructed an approximation to it, called the silver
standard, using the plain-text descriptions obtained from the McAfee website [1]
(see Figure 4.1 for the description of LdPinch activities).
For each malware family, we first convert its plain-text activity into a list of
system calls. For example, the activity ‘Creates registry keys and data values to
persist on OS reboot’ is converted to the list {NtOpenKey, NtSetValueKey}. Note
that there is no unique translation between textual description and system calls,
and so some noise is necessarily introduced in this process. The table that maps
textual descriptions to lists of system calls can be found in Appendix B
Now, we extract a silver standard from each system call dependency graph in
as follows:
1. First, recall that the system call dependency graphs consist of a disjoint
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union of many (usually small) connected components. For each connected
component, we keep it if it contains an edge between any two system calls on
the same list.
2. Next, for each selected component, we remove edges whose vertices are not
in the system call lists.
3. Then, we remove vertices for wait-related system calls and NtClose (whose
presence/absence has no causal effect on malicious behavior). The wait-related
system calls, such as NtWaitForMultipleObjects, are used to wait until a
specified criteria is met or a time-out interval has elapsed. We also remove
repetitive/redundant NtFreeVirtualMemory and NtFlushVirtualMemory invocations y1 , y2 , . . . , yk that have an incoming edge from the same node x and
have no outgoing edges; we only keep y1 , the first of these duplicate calls.
4. Finally, we apply the Kruskal-based algorithm (Algorithm 1) to each component in order to prune more irrelevant edges.
As an example, let an SDG, G, have three connected components, C1,C2 and C3
, as shown in Figure 4.2 and the system call lists are [(NtOpenKey, NtSetValueKey),
(NtCreateFile, NtWriteFile)]. Here is how we construct a silver standard graph of G.
First, we select C1 and C3 because C1 has an edge (NtOpenKey, NtSetValueKey),
hich is in the first system call list, and C3 has an edge (NtCreateFile, NtWriteFile),
which is in the second system call list. Next we remove edge (NtCreateSection,
NtMapViewOfSection) from C3, since both system calls are not in any system call
lists. Then we remove NtClose from both C1 and C3. Figure 4.3 shows connected
components after these steps. Finally, we apply the Kruskal-based algorithm on
those connected components. The returned subgraph from the algorithm is the
silver standard graph of G.
Figure 4.4 shows the connected components of a real silver standard graph
from a sample in the Banbra family. According to Symantec [64], Banbra is a
Trojan horse that attempts to steal financial information from the compromised
computer and send the information to a remote location. Component SS1 was
induced by an attempt to launch an instance of Internet Explorer. Components
SS2 and SS3 resulted from writing stolen information to a file and sending it over
the internet respectively. SS4 resulted from creating a mutex to avoid infecting the
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Figure 4.2: Three connected components of an SDG G

Figure 4.3: Post-processed components of an SDG G before applying the Kruskalbased algorithm
same computer twice. SS5 and SS6 resulted from adding/modifying registry keys.
SS7 was induced by checking a process’s privilege.
Note that the procedure to build the silver standard is noisy because of: 1)
the noise introduced in the translation from a plain text description to a list of
system calls and 2) the automated extraction of silver standards using the Kruskalbased algorithm. Moreover, the procedure always returns the silver standard
graph but malware may not necessarily show malicious behavior every time it is
run. Nevertheless, the manual inspection of extracted subgraphs is also noisy and
subjective.
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Figure 4.4: Components of a silver standard graph of a sample in the Banbra family

4.3 Experiment 2: Evaluation of Extracted Subgraphs
In this section we discuss how we evaluated the subgraphs extracted by our framework using the Kruskal-based algorithm (Algorithm 1). We can measure two
quantities for these subgraphs: their p-values and their similarities to the silver
standard graphs. To measure the similarity between a subgraph S extracted from a
malware sample and the corresponding silver standard graph Sstd for that sample,
we use F1, precision and recall scores defined in the following way:
• Precision is the fraction of distinct edges in S that are also in Sstd .
• Recall is the fraction of distinct edges in Sstd that also appear in S.
• F1 is the harmonic mean of precision and recall.

4.3.1 Experiment 2.1: Correlation between p-values and F1
scores
The silver standard graphs were constructed with the help of textual descriptions
of malware behavior, but the computation of p-values does not have access to this
information. Thus the next set of experiments are designed to measure the level

39

of agreement between the p-value of an extracted subgraph and the F1 similarity
score (between that subgraph and the silver standard graph).
We used a train/model selection/test data partition as described in Section 4.1.
We used the test set for extracting subgraphs and computing p-values. For reference,
the test set contained executables from the malware families Rbot, Downloader,
Mydoom, LdPinch, Gaobot, OnLineGames, Hupigon, Stration and Banbra; it also
contained the goodware openOfficeWriter, 7zip, Bitcomet, SpeedFan installation,
openOfficeDraw, Chrome, mysql, winrar and AVG Antivirus.
For each malware sample, we ran the subgraph mining algorithm. We computed
the p-value of the returned subgraph along with its F1 similarity to that sample’s
silver standard graph. Ideally, the similarity score would be high and the p-value
would be low (to indicate statistical significance). Thus, the p-value of the extracted
subgraph should be negatively correlated with the F1 score.
For example, Figure 4.5 shows scatter plots between similarity scores and pvalues (computed using the permutation method) from malware samples in six
families, which are Downloader, Banbra, Stration, LdPinch, OnlineGames and
Gaobot. The scatter plots depict a negative correlation between p-values and
similarity scores (F1 scores).
For a quantitative assessment, we calculated Pearson correlation between pvalues (using the permutation method) and F1 scores in all malware families in
the evaluation set. The results are shown in Table 4.2. With the exception of the
Hupigon family, all correlations are indeed negative. The reason that Hupigon
samples had a positive correlation was the following: this family is classified by
McAfee [1] as a backdoor. In general, a backdoor will simply provide a hacker with a
convenient access point to a machine to enable future malicious activities. Without
a command from a hacker, we suspected that our backdoor samples will not exhibit
much malicious behavior. To check this, we divided the Hupigon samples into two
groups: the significant samples, from which our framework extracted subgraphs
with low p-values, and the non-significant samples (i.e., the rest of the samples).
There were only 2 significant samples, and their exhibited behaviors consisted of: 1)
checking access tokens of other processes (possibly with an attempt to use memory
of another process), 2) sending data over the network and 3) checking a mutant
(Windows terminology for a mutex) and creating one if it didn’t exist. There were
28 non-significant samples, and 24 of them only exhibited the third behavior, which
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Figure 4.5: Scatter plots of p-values and F1 scores from six malware families.
was part of their extracted subgraphs and which is not necessarily malicious.
We can perform a similar experiment with goodware. From each SDG we
can extract a subgraph and compute its p-value. To compute its F1 score, we
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Malware
Stration
OnLineGames
Rbot
Hupigon
Banbra
Gaobot
Downloader
LdPinch
Mydoom

Correlation
-0.4123
-0.1643
-0.0289
0.5666
-0.6952
-0.3932
-0.5120
-0.2201
-0.2365

Table 4.2: Correlations between p-values and F1 scores of malware samples.
construct a silver standard graph using a description of each malware family. In this
experiment, there are 9 malware families, so each SDG will have 9 silver standard
graphs. We then compute an F1 score with respect to each silver standard graph
and select the best-matching silver standard graph out of all malware families. In
this case, the correlation should not be negative.
The results are shown in Table 4.3. Correlations of Bitcomet, mysql, OpenOfficeDraw and openOfficeWriter are almost zero, while correlations of SpeedFan_install
and 7 zip are positive. Note that we could not calculate correlations of Google
Chrome, winrar and AVG antivirus because each of them has only one execution
trace.
Goodware
7zip
Bitcomet
mysql
SpeedFan_install
openOfficeDraw
openOfficeWriter
Google_Chrome
winrar
AVG_Antivirus

Correlation
0.991969
1.67E-003
7.0357E-15
0.658622
-1.4215E-14
-2.0441E-15
N/A*
N/A*
N/A *

Table 4.3: Correlations between p-values and F1 scores of goodware programs.
* Correlations could not be calculated due to the fact that the number of the sample being one.
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4.3.2 Experiment 2.2: Comparison of p-value computations
Recall that we presented three methods for computing p-values: empirical, resampling and permutation p-values. Empirical p-values with respect to the goodware
reference population have similar interpretations to false-positive rates (i.e., how
many goodware training samples exhibit more suspicious behavior), while empirical
p-values with respect to the malware reference population compare a sample’s
behavior to typical malware behavior. Resampling p-values are an approximation
of empirical p-values, can be computed without storing the training data and can
be preferable when the size of the training data is small. Both empirical and
resampling p-values are affected by how many suspicious edges (i.e., edges more
often associated with malware) there are relative to the reference population and
by how clustered those edges are. On the other hand, permutation p-values only
consider the how clustered those edges are and are essentially designed to measure
whether such edges are grouped together in a manner that is not random (e.g.,
they are chained together for a common purpose).
Table 4.4 shows average p-values of subgraphs from malware and goodware
families using the empirical, resampling and permutation techniques. For the cases
of empirical and resampling techniques, we show p-values with respect to malware
and goodware reference populations.
Since malware does not always exhibit malicious behavior in every execution,
the purpose of this table is not to highlight malicious activity (this will be done
in Section 4.3.3, where we focus specifically on samples that have low p-values).
Instead, the primary purpose of this table is to highlight agreement/disagreement
between these three approaches. For example, we notice that average p-values
with respect to goodware reference populations are lower than with respect to
malware populations (e.g., because behavior that is atypical for goodware is not
necessarily atypical for malware). We also note that the average p-value of malware
samples is generally lower than the average p-values for goodware samples, even
though malware does not always exhibit malicious behavior. There are two malware
families, Hupigon and Gaobot, that have higher p-values than the other malware
families. They are both backdoors [1] with similar behavior. The explanation for
their high p-values is similar to the discussion of Hupigon in Section 4.3.1.
Note that several goodware programs have low permutation p-values: SpeedFan
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Goodware

Malware

Family
Stration
OnLineGames
Rbot
Hupigon
Banbra
Gaobot
Downloader
LdPinch
Mydoom
AVG Antivirus
Bitcomet
SpeedFan installation
mysql
Chrome
7zip
winrar
openOfficeDraw
openOfficeWriter

Kruskal-based subgraph extraction
Empirical
Permutation
Goodware-ref Malware-ref
0.0736
0.4719
0.9286
0.0900
0.4719
0.9286
0.0131
0.0612
0.1939
0.7035
0.4722
0.9550
0.2088
0.1244
0.5134
0.7255
0.5778
0.9087
0.0419
0.3066
0.7355
0.1109
0.2536
0.6897
0.0013
0.1707
0.6386
0.6590
0.8502
0.9992
1.0000
0.8014
0.9907
0.0000
0.5071
0.9684
0.9710
0.4634
0.9831
0.0000
0.2648
0.9022
0.1447
0.2190
0.7572
0.1400
0.2997
0.9511
1.0000
0.9992
1.0000
1.0000
0.9022
1.0000

Resampling
Goodware-ref Malware-ref
0.4977
0.9405
0.5170
0.9525
0.0707
0.1280
0.5103
0.9483
0.2323
0.5192
0.4644
0.9250
0.3640
0.7646
0.2759
0.8263
0.2967
0.8733
0.1800
0.7300
0.7067
1.0000
0.7973
1.0000
0.6900
1.0000
0.5700
0.9022
0.4907
0.9560
0.7667
1.0000
0.9870
1.0000
0.9862
1.0000

Table 4.4: Average p-values of subgraphs extracted by the Kruskal-based algorithm.
Permutation, empirical and resampling p-values are described in Section 3.2.2. Note
that malware samples do not always perform malicious activity in every execution.
installation, Chrome, 7zip and winrar. For SpeedFan installation, 7zip and Chrome,
the p-values are significant. As discussed in Section 3.2.2, the cause is due to
a concentration of positive edges. For example, SpeedFan installation contained
a very large connected component that consisted of positive edges. The system
calls involved various virtual memory and process management functions that are
only slightly more indicative of malware (in our training data) and hence many
edges had small but positive edge weights. The empirical and resampling p-values
were not significant because of these edge magnitudes. Note that both malware
and goodware SDGs contain edges with positive weights and edges with negative
weights. As Figure 4.6 shows, the positive edge magnitudes in SpeedFan installation
are generally smaller than is typical even for goodware.
We further investigated subgraphs of samples from winrar, 7zip, Chrome
and SpeedFan_install that have low p-values. We found that there are 4 common edges among four families. The common edgess are (NtFreeVirtualMemory,
NtMapViewOfSection), (NtCreateKey, NtSetValueKey), (NtCreateMutant, NtReleaseMutant), and (NtOpenFile, NtDeviceIoControlFile). These edges have high
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Figure 4.6: Cumulative distribution function of positive edge weights in SpeedFan
installation and the average cumulative distribution function of positive edge weights
in training goodware. The cumulative distribution function that increases fastest is
the one that has more of the smaller values (i.e., more edges with smaller positive
weights).
positive weights, indicating that they are more common in malware than in goodware. Details of the edges are as follows:
• (NtFreeVirtualMemory, NtMapViewOfSection) could be used to map views
for multithreading. The NtMapViewOfSection was common in all goodware
programs, but NtFreeVirtualMemory was not common in goodware programs.
In general, a typical routine for a goodware program to share a section is
invoking NtCreateSection then NtMapViewOfSection. But Many malware
samples also invoked NtFreeVirtualMemory to make sure that the memory
location was free before they mapped the view to that memory location. And
7Zip also employed the same routine used by malware.
• (NtCreateKey, NtSetValueKey) appeared in SpeedFan_install, winrar and
7zip. SpeedFan_install invoked this pair to create a new registry key for its
application while installing. Whereas winrar and 7zip used a registry key as
a place to save the destination of its temp directory, which it uses as a buffer
45

while compressing/decompressing. It then queries the value so that it can
move the compressed file out to the user’s destination.
• (NtCreateMutant, NtReleaseMutant) appeared in SpeedFan_install and
Google Chrome. SpeedFan_install used mutant to indicate if the program
already exists, while Chrome used mutant to lock resources among multiple
tabs of a browser.
• (NtOpenFile, NtDeviceIoControlFile) appeared in all four families. We are
uncertain why these goodware program invoked this pair of system calls.
Google Chrome could use NtDeviceIoControlFile to send/receive data over
the network. Winrar and 7zip could use NtDeviceIoControlFile as a general
service to read and write data to various device drivers.

4.3.3 Experiment 2.3: Similarity scores of significant subgraphs
Next, we computed similarity scores of significant subgraphs with respect to the
silver standard graphs. The results are shown in Table 4.5. We extracted a subgraph
for each executable in each malware family using the Kruskal-based algorithm. We
kept the subgraphs that were statistically significant (i.e., permutation p-values
≤ 0.05) and computed the similarity of these subgraphs to the silver standard.
Family
Stration
OnLineGames
Rbot
Hupigon
Banbra
Gaobot
Downloader
LdPinch
Mydoom

F1
0.4505
0.3041
0.4075
0.2759
0.4534
0.3884
0.3813
0.3862
0.4362

Precision
0.3836
0.2351
0.5347
0.2667
0.4490
0.4163
0.3869
0.4984
0.5625

Recall
0.7279
0.4977
0.4144
0.2857
0.6212
0.3675
0.4324
0.3198
0.3563

Table 4.5: Average F1, precision and recall scores between the silver standard and
extracted subgraphs with permutation p-values ≤ 0.05
.
As an example of the types of subgraphs returned by the Kruskal-based algorithm, see Figure 4.7, which contains a subgraph from a sample in the Banbra
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family that has a permutation p-value that is below 0.05. This is the same sample
whose silver standard graph is shown in Figure 4.4 in Section 4.2. Note that the
suspicious behavior consists of all of the connected components collectively (not
individually). Connected components sg1, sg2, sg3 and sg4 in Figure 4.7 can
be induced by the actions of sending stolen data over the network, checking its
privilege, adding an entry into the registry and making sure that the memory space
is free before sharing the memory between their processes, respectively.
We matched the extracted subgraph in Figure 4.7 to its silver standard graph
in Figure 4.7. The connected components sg1, sg2 and sg3 were matched with
connected components SS3, SS7 and SS6 in a silver standard graph, respectively,
while a connected component sg4 did not have a match. We analyzed further
why sg4 did not match and why edges in SS1, SS2, SS4 and SS6 were not in the
extracted subgraph.
We first checked weights of edges in the extracted subgraph, and we found
that weights of edges in sg1, sg2, sg3 and sg4 are among the top 10 of largest
positive weights in the weight vector. This indicates that the edges are more
common in malware than goodware, and activities in sg1, sg2 and sg3 were
described as malicious behavior by McAfee (that is why they were matched with its
silver standard graph). However, the pair of system calls (NtFreeVirtualMemory,
NtMapViewOfSection) in sg4 is not in a silver standard graph. We speculate
that malware called NtMapViewOfSection to share dll between their processes and
NtFreeVirtualMemory with the address it wants to map the dll into to ensure a
space of memory is free. So we believe that malware used this pair of system calls
as a utility service to help it archive its malicious purpose, and that is why McAfee
did not list this behavior in the description.
To investigate why edges in SS1, SS2, SS4 and SS6 were not in the extracted
subgraph, we checked weights in those edges and found that the edge in SS1 has a
negative weight, and edges in SS2 and SS5 have negligible positive weights. As
a result, they were not selected by the Kruskal-based algorithm. On the other
hand, the edge in SS6 has non-trivial positive weight, but the edge is in a very
large connected component consisting of many small positive edges. These small
positive edges decrease the average weight of the connected component; hence it is
discarded by the Kruskal-based algorithm.
As a sanity check, we can also analyze goodware under this methodology. In
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Figure 4.7: A significant subgraph of a Banbra sample
our experiments, some of the executions of 7zip, SpeedFan installation and Chrome
produced significant subgraphs (using the permutation method). In Table 4.6, we
show the average precision, recall and F1 scores between the significant goodware
subgraphs and the malware silver standard graphs.

SpeedFan installation
Chrome
7zip

F1
0.3186
0.2703
0.1606

Precision
0.2108
0.2512
0.1736

Recall
0.7899
0.2948
0.1508

Table 4.6: Average similarity scores between malware activities and the significant
subgraphs extracted from 7zip, SpeedFan installation and Chrome

4.4 Experiment 3: Comparison of Graph Mining Algorithms
In this section, we evaluate the subgraph extraction component (Section 3.2.1)
of our framework. We consider the Kruskal-based algorithm (Algorithm 1) and
gSpan [7] (a frequent subgraph mining algorithm) and LEAP [16] (a subgraph
mining algorithm designed to discriminate between two classes and which was
used in [2] as part of a malware detection framework). To use gSpan within our
framework, we modified line 3 in Algorithm 1 to call gSpan to obtain frequent
subgraphs at 5% frequency.
To use LEAP, we simply replaced Algorithm 1 with a call LEAP. The call to
LEAP requires positive samples and negative samples. For the positive samples,
we used graphs from the malware executable being tested; for the negative samples,
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we used the goodware graphs so that LEAP can learn to distinguish between the
malware sample and the goodware. There was an imbalance in size between the
positive and negative samples provided to LEAP, and as a result it produced no
significant subgraphs. Hence, all of our subsequent comparisons are restricted to
the Kruskal-based algorithm and gSpan.
4.4.0.1

Similarity score

The gSpan mining algorithm produced significant subgraphs (p-value below 0.05)
only from samples from the Stration, Banbra and Gaobot families. Table 4.7
shows the average similarity scores of those subgraphs to the corresponding silver
standard graphs. By comparison, Table 4.5 shows the corresponding results for the
Kruskal-based algorithm, which produced higher similarity scores.
Family
Stration
Banbra
Gaobot

F1
0.1304
0.3000
0.3000

Precision
0.1071
0.2143
0.2143

Recall
0.1667
0.5000
0.5000

Table 4.7: Average similarity scores of 95% significant malware subgraphs extracted
by gSpan.
For goodware programs, there are samples from openOffice Draw and openOffice
Writer that have significant subgraphs. Table 4.8 shows the average similarity of
those subgraphs to the corresponding best matched silver standard graphs.
Program
openOfficeDraw
openOfficeWriter

F1
0.2500
0.2500

Precision
0.1667
0.1667

Recall
0.5000
0.5000

Table 4.8: Average similarity scores of 95% significant goodware subgraphs extracted
by gSpan.

4.4.0.2

P-values

The average p-values of subgraphs extracted by gSpan using permutation, empirical
and resampling methods are shown in Table 4.9. From the Table, average p-values
of malware and goodware subgraphs are not that different. Results from Tables
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4.4 and 4.9 show that the Kruskal-based method can extract subgraphs with more
reasonable p-values than gSpan. The reason for the difference is that gSpan does
not consider edge weights (it uses subgraph frequency instead). Thus a comparison
of these two tables shows that frequent behaviors and malicious behaviors are
entirely different concepts.

Goodware

Malware

Family
Stration
OnLineGames
Rbot
Hupigon
Banbra
Gaobot
Downloader
LdPinch
Mydoom
AVG Antivirus
Bitcomet
SpeedFan installation
mysql
Chrome
7zip
winrar
openOfficeDraw
openOfficeWriter

Permutation
0.2633
0.2716
0.3367
0.4040
0.3738
0.2769
0.4322
0.4243
0.3913
0.3140
0.0857
0.2354
0.2462
0.2500
0.2580
0.2600
0.0020
0.0000

gSpan
Empirical
Goodware-ref Malware-ref
0.4455
0.4927
0.3560
0.3894
0.7236
0.8372
0.7414
0.8599
0.6417
0.7308
0.3994
0.4143
0.6272
0.6884
0.6483
0.7149
0.3532
0.3903
0.4153
0.4299
0.1855
0.1861
0.8392
0.9579
0.8377
0.9569
0.8952
0.9875
0.8145
0.9516
0.3669
0.4032
0.3629
0.2830
0.3629
0.2830

Resampling
Goodware-ref Malware-ref
0.6029
0.9976
0.7363
0.9975
0.5727
0.9928
0.7027
0.9993
0.4778
0.9913
0.4013
0.9519
0.6611
0.9976
0.5120
0.9717
0.4793
0.9960
0.1720
0.8480
0.0600
0.4622
0.5887
0.9127
0.1163
0.6188
0.1100
1.0000
0.0907
0.6387
0.0800
0.5100
0.3490
0.7300
0.5023
0.8369

Table 4.9: Average p-values of subgraphs extracted by gSpan. The malware and
goodware p-values are generally similar, showing that those subgraphs are unrelated
to malicious activity.

4.5 Experiment 4: Unseen Behaviors
Template-based malware detection frameworks look for fixed patterns, such as
the presence of pre-specified subgraphs in SDGs of new programs. One of their
disadvantages, therefore, is their limited ability to identify malicious behavior that
has not previously appeared in their training sets. On the other hand, our statistical
testing framework is more flexible because it considers the presence of clusters of
certain types of edges without pre-defined connection patterns between the edges.
As a result, subgraphs that did not appear in the training data can still be flagged
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Figure 4.8: A component with multiple edges of type (S1, S2)
as malicious (furthermore, it is more difficult for malware authors to counter this
approach relative to fixed templates).
In the final set of experiments, we search for an empirical demonstration by
checking our testing set for behavior that did not appear in the SDGs used for
training and model selection. For each malware sample in our testing set, we
extract a subgraph using the Kruskal-based algorithm. We kept only the extracted
subgraphs that were significant (in this case, those that had permutation p-values
below 0.05). Now, each extracted subgraph Si may consist of several disjoint
(1)
(k)
connected components Si , . . . , Si . For each component, we check whether it
is isomorphic to a subgraph of any training malware SDG and only keep those
components that are not subgraph isomorphic to training malware SDGs.
(j)
There were many connected components Si belonging to extracted subgraphs
that survived this pruning. However, we were not satisfied with most of them
(j)
because of the following reason. Many components Si had multiple edges of the
same type (i.e., they connected nodes with the same labels, as in Figure 4.8). In
many cases, we found that we could remove the extra copies of those edges so that
the resulting component was still connected and was also isomorphic to a subgraph
of a training malware SDG.
However, there was one component of an extracted subgraph from the Stration
family that survived even this pruning step. Figure 4.9 shows the part of the SDG
containing the extracted component. Nodes and edges belonging to the extracted
component are marked in bold (the rest of the nodes and edges are shown to give
context to this example). This malware instance was trying to execute its code in
another process’s context. To do so, it first created a process in a suspended process
with the CREATE_SUSPENDED parameter to suspend the target’s main thread.
Next, it queried the base address value of the suspended process. It then read the
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Figure 4.9: Unseen subgraph of a sample from Stration family
code from its process and wrote into the memory space of the suspended process,
starting at the base address. When the copy was done, it resumed the thread with
the instruction pointer of the suspended thread to the location of the copied code.
We note that some malware in our training data also has this high-level behavior.
However, their edges are connected together in a way that is different from Figure
4.9. This reflects multiple ways of achieving the same goal, but with a different
graph structure (something that template-based schemes may have difficulty with).

4.6 Summary and Discussion
4.6.1 Summary
This section summarizes experiments and results we have presented in this chapter.
The result from Experiment 1: Malware Detection in Section 4.1 showed that a
linear classifier is good discriminator, as it can separate malware from goodware
quite well. So it is reasonable to use its weight vector as a basis for statistical
testing of subgraphs. Experiment 2: Evaluation of Extracted Subgraphs in Section
4.3 discussed how we evaluated the subgraphs extracted by our framework using
the Kruskal-based algorithm. We measured two quantities for these subgraphs:
their p-values and their similarities to the silver standard graphs. Results showed
that our framework was able to extract malicious subgraphs and compute sensible
p-values. Moreover, p-values and similarity scores agree with each other.
Experiment 3: Comparison of Graph Mining Algorithms in Section 4.4 evaluated the subgraph extraction component of our framework. We compared the
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performance of the Kruskal-based algorithm and gSpan. The result showed that
the Kruskal-based algorithm, which considers edge weights, was able to extract
subgraphs with more reasonable p-values than gSpan, which considers subgraph
frequency. The result also showed that the frequent behaviors are not necessarily
malicious behaviors. Experiment 4: Unseen Behaviors in Section 4.5 showed that
our framework could possible able to identify malicious behaviors not previously
seen in the training data.

4.6.2 Discussion
As with any empirical evaluation, there are some limitations that should be considered when interpreting the results. First, our goodware dataset contains 50
programs and we do not claim that our goodware dataset is representative of all
benign softwares. However, they are some of the most commonly used softwares
on the Windows operating system. In addition, if we need to add more benign
softwares into the goodware dataset, we can simply do so by extracting features of
the new softwares and retraining the classifier, whose new weight vector will be
used in the deployment phrase.
Second, there is a threat related to the inability of dynamic analysis tools to
extract a complete set of malware behaviors. Our tracer can observe only one
execution path, while there could be some malicious behaviors that will be triggered
under specific conditions. So the unseen behavior we discussed in Section 4.5 is
based on the set of behaviors we could observe, and all experimental results may
not be generalized to all malware types. Nevertheless, deriving a complete set
of behaviors is an open research problem [2]. Moreover, one can plug in more
advanced program analysis tools into our framework when the tools are available
in the future.
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Chapter 5 |
Conclusion
In this dissertation, we propose a framework for mining statistically significant
subgraphs. The framework requires a training set consisting of positive and negative
samples. We train a linear classifier to discriminate between positive and negative
samples; the parameters of this classifier are crucial for our statistical test. To
evaluate a new sample, we use a subgraph mining algorithm and assign p-values
based on the classifier weights obtained from the training phase. We propose
three p-value computation techniques: empirical p-values that can be viewed as
data-driven false positive rates, resampling p-values that are approximations to
empirical p-values and useful when the training data is small and permutation
p-values, which complement the other two. All statistical procedures work for any
subgraph, even if it did not appear in the training data.
We applied our framework to malware analysis where we extract malicious
behaviors from malware executables and calculate their p-values. We used dynamic
program analysis to represent each executable as a graph. We evaluated the quality
of significant subgraphs based on the silver standard and sanity checked that the
matches are due to the signal in the silver standard. The experimental results
showed that our framework was able to identify behaviors that are both statistically significant and malicious based on a description by the expert. The results
also showed that by using edge weights from a linear classifier, we were able to
extract subgraphs with more reasonable p-values. We also demonstrated that our
framework could possible able to detect unseen behaviors not previously seen in
the training dataset.
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The contributions of this dissertation are:
1. We propose a framework for extracting statistically significant subgraphs.
2. We apply the framework on malware analysis for extracting statistically
significant malware behaviors where:
• We use the framework to identify statistically significant behaviors from
malware executables. The framework is able to extract behaviors that
have not been seen in the training data. We use p-values to test the
statistical significance of the behaviors.
• We develop a methodology for evaluating the quality of significant
behaviors. We also show empirical evidence that our framework could
possibly able to find malicious behaviors not seen in the training data.
The framework is simple and highly modular – one can plug in different program
analysis tools (for malware analysis), different linear classifiers and different subgraph mining algorithms to improve performance and to take advantage of progress
in those areas. The statistical resampling test works with all of these options and is
easy to implement. Other information about samples can also be used. For example,
in malware analysis, disassembling and static analysis or statistical analysis of a
binary can provide additional information about a program. One could incorporate
this information into our framework for more comprehensive behavior analysis.
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Appendix A|
Malware and Goodware Lists
A.1 Malware List
A list of malware families by malware type classified by F-Secure Lab [20]
• Virus: Parite-Pate, Virut-Virut, Viking-HLLP, Bactera-VB
• Worm
– Internet worm: Plemood-Pupil, Allaple-RAHack, Bobax-Bobic
– Email worm: Mydoom-Mydoom, Zhelatin-ASH, Stration-Warezov
• Trojan
– Password stealer/Key logger: LdPinch-LDPinch, Bancos-Banker, BankerDelf, Nilage-Lineage, OnLineGames-LegMir, OnLineGames-OnLineGames,
Lmir-LegMir, Banker-Banker, OnLineGames-Mmorpg, Banbra-Banker,
OnLineGames-Delf, Ardamax-Ardamax
– Agent: DNSChanger-DNSChanger, Agent-Small, Agent-Agent, DownloaderAgent
– Downloader: Zlob-Puper, PolyCrypt-Swizzor, Downloader-Delf, VSINService, ABU-Banload, Swizzor-Obfuscated, BDH-Small, DownloaderVB, Small-Downloader, Banload-Banker, Horst-CMQ
– General: Vienna-Vienna
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• Backdoor: Hupigon-AWQ, Ftp-Sdbot, Gaobot-Agobot, Robt-Sdbot, BGMDelf, IRCBot-Sdbotl, DKI-PoisonIvy, SdBot-Sdbot, Prorat-AVW, HupigonARR, Bifrose-CEP, Gobot-Gbot

A.2 Goodware List
A list of goodware programs by application type
• Antivirus software: AVG Antivirus, PC Tools Antivirus, Javacool SpywareBlaster
• Office applications: openOffice Draw, openOffice Writer, openOffice Impress,
openOffice Calc, wordpad, notepad
• Compression/Encryption: 7zip, winrar, TrueCrypt
• Web browser: Google Chrome
• Utilities: Google Desktop, mplay, Windows Media Player, PowerISO
• Installation process: SpeedFan install,Google Chrome install, CDDA install,
clamwin install, SpywareBlaster install, Truecrypt install, Google Desktop
install
• P2P File sharing: Bitcomet,Torrent, Ares Galaxy
• Windows games: paint, freecell, Minesweeper, Solitaire, Heart
• FTP client: Windows FTP client, FileZilla FTP server
• SSH and telnet client: Putty, SSH client
• Windows utilities: Windows tasklist, taskmgr, perfmon, systeminfo, Windows
command prompt, Windows traceroute
• Miscellaneous: binutils, Siber Systems RoboForm, Thunderbird, Acrobat
Reader, WEMCPack, nslookup, mysql
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Appendix B|
Malware activities and sycall lists

Activity

System calls

A protected process attempted to write

NtOpenProcessToken, NtAccessCheck,

to the memory location of another

NtOpenThreadToken,

protected process.
Adds a component to or modifies the

NtAdjustPrivilegesToken, NtOpenProcess
NtOpenKey, NtSetValueKey

network stack.
NtCreateKey, NtSetValueKey
Adds debugger values to the Image file

NtOpenKey, NtSetValueKey

execution options registry keys. Can be
used to prevent the launch of legitimate
program.
Adds or modifies Internet Explorer

NtCreateFile, NtWriteFile

browser helper objects.
NtOpenFile, NtWriteFile
Adds or modifies Internet Explorer

NtCreateFile, NtWriteFile

cookies.
NtOpenFile, NtWriteFile
Adds or modifies Shell Open registry

NtOpenKey, NtSetValueKey

value. Could be used to launch a
program on startup.
NtCreateKey, NtSetValueKey
Adds or modifies a COM object.

NtCreateFile, NtWriteFile
NtOpenFile, NtWriteFile
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Activity

System calls

Adds or modifies a system service.

NtOpenKey, NtSetValueKey
NtCreateKey, NtSetValueKey

Adds or modifies system policies. Could

NtCreateKey, NtSetValueKey

be used to prevent or detour the use of
common system tools.
NtOpenKey, NtSetValueKey
Adds or modifies winlogon shell registry

NtOpenKey, NtSetValueKey

value. Could be used to launch a
program on startup.
NtCreateKey, NtSetValueKey
Alters broadband network settings.

NtOpenKey, NtSetValueKey

Attempts to access kernel memory. This

NtOpenFile, NtMapViewOfSection

could be an attempt to modify memory
to run kernel level code by rootkits.
NtSystemDebugControl,
NtSetSystemInformation
NtCreateKey, NtSetValueKey

Attempts to add an event to the Windows
task scheduler. This could be used to
launch programs at pre-defined intervals.
Attempts to alter a browser’s user agent.

NtOpenKey, NtSetValueKey

Attempts to connect to a high risk

NtRequestPort, NtCreatePort,

domain that may pose a security risk.

NtConnectPort, NtSecureConnectPort,
NtAcceptConnectPort,

Attempts to connect to a medium risk

NtCompleteConnectPort, NtReplyPort
NtRequestPort, NtCreatePort,

domain that may pose a minor security

NtConnectPort, NtSecureConnectPort,

risk.

NtAcceptConnectPort,

Attempts to connect to an IRC server.

NtCompleteConnectPort, NtReplyPort
NtRequestPort, NtCreatePort,

Can be used by bots to get instructions

NtConnectPort, NtSecureConnectPort,

or send data to a remote server.

NtAcceptConnectPort,
NtCompleteConnectPort,
NtReplyWaitReceivePort, NtReplyPort,
NtWriteRequestData
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Activity

System calls

Attempts to create Autorun.inf

NtOpenFile, NtWriteFile

configuration files on accessible drives
that instruct Windows operating systems
to run a file when the disk is connected.
Attempts to download an executable file

NtCreateFile, NtDeviceIoControlFile

from the web.
Attempts to launch an instance of

NtAllocateVirtualMemory,

Internet Explorer.

NtProtectVirtualMemory,
NtCreateEvent, NtSetEvent,
NtOpenEvent, NtWaitForMulipleObjects,
NtCreateMutant, NtReleaseMutant,
NtAddAtom, NtCreateSemaphore,

Attempts to launch an instance of the

NtReleaseSemaphore, NtOpenKey
NtCreateSemaphore,

Windows file system explorer.
Attempts to load and execute remote

NtReleaseSemaphore
NtOpenProcessToken, NtAccessCheck,

code in a previously loaded process.

NtOpenThreadToken,
NtAdjustPrivilegesToken,

Attempts to load and execute remote

NtOpenProcess, NtCreateRemoteThread
NtOpenProcessToken, NtAccessCheck,

code in a system process.

NtOpenThreadToken,
NtAdjustPrivilegesToken,

Attempts to load and execute remote

NtOpenProcess, NtCreateRemoteThread
NtOpenProcessToken, NtAccessCheck,

code in explorer process.

NtOpenThreadToken,
NtAdjustPrivilegesToken,

Attempts to modify Windows Script Host

NtOpenProcess, NtCreateRemoteThread
NtOpenKey, NtSetValueKey

settings.
Attempts to modify the host’s file. This

NtOpenFile, NtWriteFile

could be used to map hostnames different
IP addresses, redirecting traffic to an
alternate location.
Attempts to send data or commands via

NtOpenFile, NtDeviceIoControlFile

HTTP.
Attempts to send data or commands via

NtOpenFile, NtDeviceIoControlFile

IRC.
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Activity

System calls

Attempts to send email messages.

NtRequestPort, NtReplyPort,
NtAllocateVirtualMemory,

Attempts to terminate an instance of

NtProtectVirtualMemory
NtOpenProcessToken, NtAccessCheck,

Internet Explorer.

NtOpenThreadToken,
NtAdjustPrivilegesToken,

Attempts to write file to shared locations.

NtOpenProcess, NtTerminateProcess
NtOpenFile, NtWriteFile

Attempts to write to a memory location

NtOpenProcessToken, NtAccessCheck,

of a Windows system process.

NtOpenThreadToken,
NtAdjustPrivilegesToken, NtOpenProcess
NtOpenProcessToken, NtAccessCheck,
NtOpenThreadToken,

Attempts to write to a memory location

NtAdjustPrivilegesToken, NtOpenProcess
NtOpenProcessToken, NtAccessCheck,

of a previously loaded process.

NtOpenThreadToken,

Attempts to write to a memory location

NtAdjustPrivilegesToken, NtOpenProcess
NtOpenProcessToken, NtAccessCheck,

of a protected process.

NtOpenThreadToken,

Attempts to write to a memory location

NtAdjustPrivilegesToken, NtOpenProcess
NtOpenProcessToken, NtAccessCheck,

of an unknown process.

NtOpenThreadToken,

Attempts to write to a memory location

NtAdjustPrivilegesToken, NtOpenProcess
NtOpenProcessToken, NtAccessCheck,

where winlogon resides.

NtOpenThreadToken,

Creates Registry Keys and Data values

NtAdjustPrivilegesToken, NtOpenProcess
NtCreateKey, NtSetValueKey

persistent on OS Reboot.
Creates an Internet Explorer tool bar.

NtCreateKey, NtSetValueKey

Creates one or more shortcuts (.LNK

NtCreateFile, NtWriteFile

files) to provide user accessible links to
start a program, usually from the desktop
or start menu.
Creates registry keys and data values to

NtCreateKey, NtSetValueKey

persist on OS reboot.
Disables the Windows Task Manager.

NtOpenKey, NtSetValueKey
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Activity

System calls

Displays systray popups.

NtOpenKey, NtSetValueKey

Enumerates many system files and

NtQueryDirectoryFile

directories.
Enumerates process list.

NtEnumProcesses

Enumerates running Processes.

NtQueryInformationProcess

Hides files from the user.

NtOpenFile, NtSetInformationFile

Hijacks an Executables Execution.

NtOpenKey, NtSetValueKey

Lowers Internet Explorer security zone

NtOpenKey, NtSetValueKey

settings.
Modifies memory of other processes.

NtOpenProcessToken, NtAccessCheck,
NtOpenThreadToken,
NtAdjustPrivilegesToken, NtOpenProcess
NtOpenKey, NtSetValueKey

Modifies Windows Explorers
SHELLEXECUTEHOOKS. Could be
used to launch a program on startup.
Modifies Windows control panel settings.

NtOpenKey, NtSetValueKey

Modifies Windows explorer file browsers

NtOpenKey, NtSetValueKey

Advanced settings. Sometimes used by
malware to make executable files look like
documents.
Modifies Windows firewall settings.

NtOpenKey, NtSetValueKey

Modifies Windows folder view settings.

NtOpenKey, NtSetValueKey

Could be used to make executable files
look like documents.
Modifies Windows security center

NtEnumerateKey, NtOpenKey,

settings.
Modifies favourite list in Internet

NtSetValueKey
NtOpenKey, NtSetValueKey

Explorer.
Modifies memory of other processes.

NtOpenProcessToken, NtAccessCheck,
NtOpenThreadToken,

Modifies the Operating System Security

NtAdjustPrivilegesToken, NtOpenProcess
NtOpenKey, NtSetValueKey

Policy.
Modifies winlogon configuration settings

NtOpenKey, NtSetValueKey

in registry.
Prevents the use of the default Windows

NtOpenKey, NtSetValueKey

Registry Editor.

62

Activity

System calls

Process attempts to call itself recursively.

NtCreateProcess, NtOpenProcess,
NtCreateProcessEx, NtCreateThread,

Program often suspends itself.

NtOpenThread, NtTerminateProcess
NtSuspendThread

Registers DLLs.

NtOpenKey, NtSetValueKey

Replaces browser home page.

NtOpenKey, NtSetValueKey

Sends e-mails using SMTP.

NtRequestPort, NtReplyPort,
NtAllocateVirtualMemory,
NtProtectVirtualMemory
NtOpenProcessToken, NtAccessCheck,

Uses shared memory of other processes.

NtOpenThreadToken,
NtAdjustPrivilegesToken, NtOpenProcess
NtCreateSection, NtCreateProces,

Uses the Ipconfig command.

NtAllocateVirtualMemory,
NtCreateThread, NtResumeThread
NtCreateProces,

Uses the ping command.

NtAllocateVirtualMemory,
NtOpenProcess, NtCreateProcessEx,
NtTerminateProcess
NtOpenFile, NtWriteFile

Writes executable in the Windows folder.

Table B.1: Malware behaviors and corresponding system calls

63

Bibliography
[1] (2012), “McAfee Labs Threat Center,” www.mcafee.com/us/mcafee-labs.
aspx/.
URL www.mcafee.com/us/mcafee-labs/
[2] Fredrikson, M., S. Jha, M. Christodorescu, R. Sailer, and X. Yan
(2010) “Synthesizing Near-Optimal Malware Specifications from Suspicious
Behaviors,” in S&P.
[3] “Biological Pathways Fact Sheet,” .
URL \url{http://www.genome.gov/27530687}
[4] Aggarwal, C. C. and H. Wang (2010) “Graph data management and
mining: A survey of algorithms and applications,” in Managing and Mining
Graph Data, Springer, pp. 13–68.
[5] Cohen, J. E., F. Briand, and C. M. Newman (1990) “Community food
webs,” Data and theory.
[6] Yılmaz, B., M. Göktürk, and N. Shvets (2008) “User assisted substructure extraction in molecular data mining,” in Advances in Mass Data
Analysis of Images and Signals in Medicine, Biotechnology, Chemistry and
Food Industry, Springer, pp. 12–26.
[7] Yan, X. and J. Han (2002) “gSpan: Graph-based substructure pattern
mining,” in ICDM.
[8] Kuramochi, M. and G. Karypis (2001) “Frequent subgraph discovery,” in
ICDM.
[9] Vanetik, N., E. Gudes, and S. Shimony (2002) “Computing frequent graph
patterns from semistructured data,” in ICDM.
[10] Yan, X., J. Han, and R. Afshar (2003) “CloSpan: Mining closed sequential
patterns in large datasets,” in Proc. 2003 SIAM IntâĂŹl Conf. Data Mining
(SDMâĂŹ03), pp. 166–177.

64

[11] Borgelt, C. and M. R. Berthold (2002) “Mining molecular fragments:
Finding relevant substructures of molecules,” in Data Mining, 2002. ICDM
2003. Proceedings. 2002 IEEE International Conference on, IEEE, pp. 51–58.
[12] Koyutürk, M., A. Grama, and W. Szpankowski (2004) “An efficient algorithm for detecting frequent subgraphs in biological networks,” Bioinformatics,
20(suppl 1), pp. i200–i207.
[13] You, C. H., L. B. Holder, and D. J. Cook (2006) “Application of graphbased data mining to metabolic pathways,” in Data Mining Workshops, 2006.
ICDM Workshops 2006. Sixth IEEE International Conference on, IEEE, pp.
169–173.
[14] Ma, L., Z. Huang, and Y. Wang (2010) “Automatic discovery of common
design structures in CAD models,” Computers & Graphics, 34(5), pp. 545–555.
[15] Ranu, S. and A. Singh (2009) “Graphsig: A scalable approach to mining
significant subgraphs in large graph databases,” in ICDE.
[16] Yan, X., H. Cheng, J. Han, and P. Yu (2008) “Mining significant graph
patterns by leap search,” in SIGMOD.
[17] Tan, P.-N., V. Kumar, and J. Srivastava (2002) “Selecting the right
interestingness measure for association patterns,” in Proceedings of the eighth
ACM SIGKDD international conference on Knowledge discovery and data
mining, ACM, pp. 32–41.
[18] “Sophos Security Threat Report 2013,” .
URL
\url{http://www.sophos.com/en-us/medialibrary/PDFs/other/
sophossecuritythreatreport2013.pdf}
[19] Moser, A., C. Kruegel, and E. Kirda (2007) “Exploring Multiple Execution Paths for Malware Analysis,” in S&P, pp. 231–245.
[20] “Virus and threat descriptions:F-Secure Labs,” .
URL
\url{http://www.f-secure.com/en/web/labs_global/threats/
descriptions}
[21] Christodorescu, M., S. Jha, C. Wang, D. Song, and D. Maughan
(2006) Malware detection, Springer.
[22] Rieck, K., T. Holz, C. Willems, P. Düssel, and P. Laskov (2008)
“Learning and classification of malware behavior,” in Detection of Intrusions
and Malware, and Vulnerability Assessment, LNCS, Springer, pp. 108–125.

65

[23] Anderson, B., D. Quist, J. Neil, C. Storlie, and T. Lane (2011)
“Graph-based malware detection using dynamic analysis,” J Comput Virol,
7(4), pp. 247–258.
[24] Devesa, J., I. Santos, X. Cantero, Y. Penya, and P. Bringas (2010)
“Automatic Behaviour-based Analysis and Classification System for Malware
Detection,” in ICEIS.
[25] Hofmeyr, S. A., S. Forrest, and A. Somayaji (1998) “Intrusion detection
using sequences of system calls,” Journal of computer security, 6(3), pp. 151–
180.
[26] Okazaki, Y., I. Sato, and S. Goto (2002) “A new intrusion detection method based on process profiling,” in Applications and the Internet,
2002.(SAINT 2002). Proceedings. 2002 Symposium on, IEEE, pp. 82–90.
[27] Asaka, M., T. Onabuta, T. Inoue, and S. Okazawa (2001) “A new
intrusion detection method based on discriminant analysis,” IEICE TRANSACTIONS on Information and Systems, 84(5), pp. 570–577.
[28] Bruschi, D., L. Martignoni, and M. Monga (2006) “Detecting selfmutating malware using control-flow graph matching,” in Detection of Intrusions and Malware & Vulnerability Assessment, Springer, pp. 129–143.
[29] Kinder, J., S. Katzenbeisser, C. Schallhart, and H. Veith (2005)
“Detecting malicious code by model checking,” Springer, pp. 514–515.
[30] Holzer, A., J. Kinder, and H. Veith (2007) “Using verification technology
to specify and detect malware,” Springer, pp. 497–504.
[31] Park, Y. and D. Reeves (2011) “Deriving common malware behavior
through graph clustering,” in Proceedings of the 6th ACM Symposium on
Information, Computer and Communications Security, ACM, pp. 497–502.
[32] Jacob, G., H. Debar, and E. Filiol (2008) “Behavioral detection of
malware: from a survey towards an established taxonomy,” Journal in computer
Virology, 4(3), pp. 251–266.
[33] Bonfante, G., M. Kaczmarek, and J. Marion (2009) “Architecture of a
morphological malware detector,” J Comput Virol, 5(3), pp. 263–270.
[34] Babić, D., D. Reynaud, and D. Song (2011) “Malware analysis with tree
automata inference,” in CAV, Springer.
[35] Christodorescu, M., S. Jha, S. Seshia, D. Song, and R. Bryant (2005)
“Semantics-aware malware detection,” in S&P, pp. 32–46.
66

[36] Newsome, J. and D. Song (2005) “Dynamic Taint Analysis: Automatic Detection, Analysis, and Signature Generation of Exploit Attacks on Commodity
Software,” in NDSS.
[37] Martignoni, L., E. Stinson, M. Fredrikson, S. Jha, and J. Mitchell
(2008) “A layered architecture for detecting malicious behaviors,” in RAID,
Springer.
[38] Stinson, E. and J. Mitchell (2007) “Characterizing bots’ remote control
behavior,” DIMVA.
[39] Moser, A., C. Kruegel, and E. Kirda (2007) “Exploring multiple execution paths for malware analysis,” in Security and Privacy, 2007. SP’07. IEEE
Symposium on, IEEE, pp. 231–245.
[40] Christodorescu, M., S. Jha, and C. Kruegel (2008) “Mining specifications of malicious behavior,” in Proceedings of the 1st India software
engineering conference.
[41] Jacob, G., R. Hund, C. Kruegel, and T. Holz (2011) “Jackstraws:
Picking command and control connections from bot traffic,” in USENIX.
[42] Li, J., N. Zheng, M. Xu, Y. Sun, and J. Lin (2009) “Malware Behavior
Extracting via Maximal Patterns,” in ICISE.
[43] Moser, A., C. Kruegel, and E. Kirda (2007) “Limits of static analysis
for malware detection,” in ACSAC, pp. 421–430.
[44] Macedo, H. D. and T. Touili (2013) “Mining malware specifications
through static reachability analysis,” in Computer Security–ESORICS 2013,
Springer, pp. 517–535.
[45] Song, F. and T. Touili (2012) “Pushdown model checking for malware
detection,” in Tools and Algorithms for the Construction and Analysis of
Systems, Springer, pp. 110–125.
[46] ——— (2012) “Efficient Malware detection using model-checking,” in FM
2012: Formal Methods, Springer, pp. 418–433.
[47] Comparetti, P., G. Salvaneschi, E. Kirda, C. Kolbitsch, C. Kruegel,
and S. Zanero (2010) “Identifying dormant functionality in malware programs,” in S&P.
[48] Christodorescu, M. and S. Jha (2006) “Static analysis of executables to
detect malicious patterns,” .

67

[49] Kruegel, C., W. Robertson, and G. Vigna (2004) “Detecting kernel-level
rootkits through binary analysis,” in ACSAC, pp. 91–100.
[50] Yin, H., D. Song, M. Egele, C. Kruegel, and E. Kirda (2007)
“Panorama: capturing system-wide information flow for malware detection and
analysis,” in CCS.
[51] Wille, R. (2009) “Restructuring lattice theory: an approach based on hierarchies of concepts,” Formal Concept Analysis.
[52] Brémaud, P. (1999) Markov chains: Gibbs fields, Monte Carlo simulation,
and queues, vol. 31, Springer.
[53] He, H. and A. Singh (2006) “Graphrank: Statistical modeling and mining
of significant subgraphs in the feature space,” in ICDM.
[54] Milo, R., S. Shen-Orr, S. Itzkovitz, N. Kashtan, D. Chklovskii,
and U. Alon (2002) “Network motifs: simple building blocks of complex
networks,” Science, 298(5594), p. 824.
[55] Scott, J., T. Ideker, R. Karp, and R. Sharan (2006) “Efficient algorithms
for detecting signaling pathways in protein interaction networks,” J. Comp.
Bio., 13(2), pp. 133–144.
[56] Willems, C., T. Holz, and F. Freiling (2007) “Toward automated dynamic
malware analysis using cwsandbox,” S&P, 5(2).
[57] Bayer, U., I. Habibi, D. Balzarotti, E. Kirda, and C. Kruegel (2009)
“A view on current malware behaviors,” in LEET.
[58] (2012), “Wusstrace,” http://code.google.com/p/wusstrace/.
[59] Guyon, I. and A. Elisseeff (2003) “An introduction to variable and feature
selection,” The Journal of Machine Learning Research, 3, pp. 1157–1182.
[60] Hastie, T., R. Tibshirani, and J. J. H. Friedman (2001) The elements
of statistical learning, vol. 1, Springer New York.
[61] Cormen, T. H., C. E. Leiserson, R. L. Rivest, and C. Stein (2001)
Introduction to Algorithms, 2 ed., The MIT Press.
[62] AVG
Antivirus
7.5.519a
http://www.oldversion.com/
download-AVG-Anti-Virus-7.5.519a.html.
[63] ThreatFire v3.0.0.15 Beta 1 http://www.afterdawn.com/software/
general/download_splash.cfm/threatfire?software_id=1369&version_
id=6190.
68

[64] (2012), “Symantec security research centers,” www.symantec.com/security_
response/.
URL www.symantec.com/security_response/

69

Vita
Sirinda Palahan
Sirinda Palahan received her Bachelor degree in Statistics from Thammasat
Univeristy and Master degree in Information Science from King Mongkut’s Institute
of Technology Ladkrabang, Bangkok, Thailand in 1996 and 2005, respectively. Her
PhD study has been funded by University of the Thai Chamber of Commerce,
Bangkok, Thailand. Her recent publication is
• Sirinda Palahan, Domagoj Babic, Swarat Chaudhuri, Daniel Kifer: Extraction
of statistically significant malware behaviors. ACSAC 2013: 69-78

