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ABSTRACT
The primary focus of this work is to explore and describe a proposed decision
process for use in controlling heating, ventilation, and air conditioning systems in
buildings. The larger problem that houses the decision process is structured as a
multi-agent building control system. This is because multi-agent systems are an
effective way to incorporate new sources of external and sporadic information into
the basic system. In this study, sources of occupant information are used to
demonstrate the decision process.
The decision process begins with agents formulating context specific opinions using
a method that is derived from Bayesian Networks and probabilistic graphical
modeling. From there, agents convey their preferences using conditional game
theory, setting up the group of agents for action. While there are a variety of action
procedures that could be used, the process was developed with Nash equilibriums
in mind. The Nash equilibriums, however, were not yet successfully implemented
due to the early stages of the social influence modeling. Instead, a basic social
welfare function was employed to demonstrate the decision process for a setpoint
decision context.
A three zone, variable air volume simulator was developed in MATLAB to represent
a physical environment and to act as a reference case for typical PI control. The
simulator is then used for exploring and describing the decision process
implementation, which is run in parallel to the basic system simulator. The Bayesian
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Network-based opinion formulation method developed by this work holds promise
and has been found to merit further development. A component of the conditional
game structure, rejectability, was not found to be a natural context for use in the
setpoint decision context, but it may be improved upon. Overall, systems integration
was desired and appears possible by implementing the decision process.
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Concept Glossary
The following are conversational definitions that convey the underlying meaning of
important concepts found throughout this work.
Action procedure: The part of the decision process where the agents evaluate the
preferences of the different agents and make a choice for a specific action.
Action profile: Consists of a single action from each agent involved in the decision
process.
Air-handling unit (AHU): An air handling unit can be comprised of a variety of
components. In general, there is a fan, coils for heating and/or cooling, air filtration,
and possibly humidity control devices. For this study, there is only a fan and a
cooling coil with an air filter being implied.
Agents: Autonomous software and/or hardware device that senses its environment,
reasons, and acts. It has an incomplete perception of its surroundings.
Agent middleware: Generally consisting of foundational multi-agent components
that are generalizable to many different types of multi-agent systems.
Agent-oriented software engineering: Formal methods of development that cater
to the needs and demands created by a multi-agent context.
Ambient intelligence: The body of research and methods that seek to make the
built environment and the components in the built environment more responsive to
human preferences and behavior.
Bayesian Network: DAG that uses Bayesian probability mathematics to create
models spanning many variables.
Bayesianist: Probabilistic representation that indicates the likelihood of a specific
measurable event.
Boldness factor: A weighting factor assigned to rejectability for evaluating the
satisficing condition.
Cardinal utility: Ranking preference with numerical magnitudes to indicate the
degree of preference.
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Causal variables: Variables in the graphical model that are primarily inputs,
without parents, to the DAG.
Child node: A node that has information being directed into it via its parents as
represented by the arrows of the graph.
Conditional game theory: Body of theory that mimics Bayesian networks but in
the context of preference rather than probability.
Conditional probability distribution: A representation of probability for a child
variable that depends on the events of the parent variables.
Considered event: A subset of the possible set of measured events for a
probabilistic node. Used for decision making under computational constraints.
Decentralized system: A system that consists of components that operate
independently and without any active means of communication with other
components of the larger system.
Decision process: A method by which multiple agents interact in order to select
individual actions.
Diagnostic variables: Variables in the graphical model that are on the terminal side
of the DAG.
Directed acyclic graph (DAG): A graph that assigns an order of propagation or
influence without any loops being formed within the structure.
Distributed power generation: Electrical power generation that is composed of a
diverse and of many power generation technologies that act together to serve the
electrical loading demands of a given geographic region.
Distributed system: A system that consists of components that operate
independently but also rely on interactions with other components to operate
effectively.
Dynamic Bayesian networks: a Bayesian network where nodes receive influence
from previous time steps of the model.
Embedded intelligence: Consists of logic and information being placed directly
into operational devices, giving these devices a more human-like understanding of
their surroundings, capabilities, and options for action.
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Energy utilities: Refers to electrical, gas, and other energy providers to building or
site.
Event space: Represents the entire range of possibility for a probabilistic variable.
Expected Utility: Cardinal utility coupled with associated probabilities of outcomes
given a particular action.
Frequentist: Probabilistic representation that indicates how often something
occurs.
Hidden nodes: Variables in a DAG that are not specifically used for any specific
query or utility function but can help strengthen the overall effectiveness of the
model.
Holon: The notion of simultaneously being a part and a whole.
Influence diagram: A structure used to characterize possible decision in a
probabilistic and graphical nature.
Joint satisficing: Paralleling a joint probability distribution, this facilitates a notion
of group rationality.
Low-level controllers: Controllers that are directly associated with the modulation
of actuated devices.
Manufacturer feedback loop: A process by which manufacturers gain access to the
performance data of the equipment that they sell in order to evaluate the equipment
for problems and improvement.
Measureable event: Representation of a point in the event space.
Mixed Nash: Nash equilibriums were at least one agent must assign a probabilistic
weighting to at least two actions and act randomly according to the probabilistic
weighting.
Model predictive control: Using models of a system to anticipate conditions in the
future in order to impact control decisions at the current time step.
Nash Equilibrium: An action profile where no agent can improve its response if all
other agents stay with that action profile.
Normal form game: Generally a matrix-based data structure that indicates the
utilities of each agent for a any possible action profile.
Ontology: Formal semantics and relationships of language.
xiv

Open system: A system that is composed of elements that can come and go from the
system, creating a dynamic set of components that make up the system.
Ordinal utility: Ranking preference without any notion of the magnitude of
preference.
Payoff matrix: A matrix of agent utility sets associated to each possible action
profile.
Possible actions: A discretized set of option from which an agent chooses.
Probabilistic graphical modeling: A body of theory and methods that combine
probabilistic modeling and graph theory.
Pure Nash: Nash equilibriums that are composed of a single action from each agent.
Rejectability: A perspective placed onto possible actions that rank how undesirable
actions are. For this study, it is associated with energy consumption.
Satisficing: The notion of outcomes being sufficiently good, which contrasts ideas of
optimality that try to define the best. i.e.
Satisficing rectangle: A matrix defining action profiles for which each agent’s
action in a specific profile is individually satisficing.
Satisficing set: Is the set where action profiles of the joint satisficing set and the
satisficing rectangle both are determined to meet the satisficing requirement.
Selectability: A perspective placed onto possible actions that rank how preferable
the actions are. For this study, it is associated with achieving comfort.
Setpoint reset: Altering control setpoints in response to current or anticipated
conditions of the controlled system.
Social welfare function: A method of action that all agents in a decision agree to
employ.
Supervisory/enterprise system: Contains logic, relationships, and data that are
used to connect the decentralized components of the system.
System characteristic: A value that relates flow and pressure components in a
mass flow problem.
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Ubiquitous computation: A system in which all or many of the devices in that
system have their own computational capabilities embedded into the physical
device.
Variable air volume (VAV) system: Refers to an air distribution system that
modulates airflow at the fan and at each zone.
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1. Introduction
The world of building heating, ventilation, and air-conditioning (HVAC) control is
steadily changing. Emerging demands will require the systems to become
increasingly responsive to a variety of external inputs. This chapter will offer some
motivation and introduces an example system to ground the discussion and study of
a decision process that may accommodate the changing control environment. After
the example is introduced, the problem is defined, leading up to the thesis
statement.

1.1.

Motivation

Generally speaking, modern building control architecture is hierarchical [1]. A
supervisory or enterprise system is at the top of the hierarchy, network controllers
that primarily manage data streams are in the middle, and low-level controllers are
spread amongst the HVAC equipment at the lowest level. Evolving from supervisory
control and data acquisition (SCADA) systems, control logic and setpoints typically
flow down the architecture and data is passed up [2]. There is not much horizontal
communication within a given level of the control, and the sources of control inputs
are typically predetermined and always available.
This structure has helped HVAC control designers and operators manage the control
of building HVAC systems, particularly while the technology has transitioned from
electronic and pneumatic control into the digital realm. Increased scheduling and
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data monitoring capabilities have particularly benefited the performance and
operations of HVAC systems. Only that as these systems improve, demands on the
system and overall system complexity have increased and will continue increasing.

1.1.1.

Increasing Demands

The control systems for HVAC equipment incorporate a broad range of features and
functionality [3]. A system may be as simple as a single low-level controller, but as
the physical HVAC systems increase in complexity, so does the control
infrastructure [1]. Beyond equipment, there are other factors that push HVAC
control towards more complexity. Two of the factors are of particular note.
One factor deals with personal expectations. As people experience and become
aware of the benefits of increased comfort in an indoor, controlled environment,
those experiences lead to higher expectations [4], and those expectations can
increase the demands on HVAC systems. The challenge is amplified when the
building is not properly designed for passive comfort, and thus the burden is levied
completely upon the active comfort control of HVAC systems, which in turn fuels the
need for more capable and advanced HVAC control systems.
The other factor deals with societal expectations. There are growing calls for
increased reduction of energy consumption, particularly of fossil fuels. Since
buildings are major consumers of energy [5], many efforts are in place to make
buildings more efficient [6], [7]. This drive towards efficiency also tends to drive
system complexity and sophistication.
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1.1.2.

Shifting Technology and Uses

Compounding the challenge brought on by the two factors of section 1.1.1,
technological developments will increase the need for buildings to have the ability
to interact with a variety of external inputs across a network. For example, an
enhanced ability to follow and predict occupant preferences and behavior via smart
personal devices will offer a much clearer picture of how the thermal comfort zones
should be controlled in a building. On the energy side, more dynamic pricing
mechanisms for energy utilities will create the potential for cost savings by having a
more flexible system. If power generation becomes more distributed, there may be
multiple utilities providers involved in a pricing interaction. Both of these examples
influence how the control problem should be decomposed and necessitate a system
that can interact with incoming and outgoing players.
From a different perspective, manufacturers would benefit from communicating to
their products to download performance data, update characterizations, and/or
send out notices to building operators. This could create a manufacturer feedback
loop for improved design and engineering of equipment. To facilitate the shift,
system architecture will likely have to shift significantly.
In a distributed power generation system, buildings may benefit from tighter
coordination with other buildings, helping to balance electrical demand on a larger
scale than the single building. With flatter loading profiles, electrical distribution can
become more cost effective.
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Finally in regards to system complexity, building HVAC systems and their controls
are difficult to generalize in any useful way. Within any given system of moderate
complexity, there will be logic and hardware to manage modes of operation, daily
schedules, weekly schedules, seasonal schedules, control setpoints, equipment
interlocks, equipment sequencing, data logging, user interfaces, equipment alarms,
and the list could go on [3]. Each of these items must be configured and managed,
and most buildings will have a unique control configuration.
As more capabilities and functions are added to HVAC control system, managing the
systems becomes even more difficult, particularly if operating strategies become
more dynamic. Distributed systems may be a more suitable architecture for the
growing computational complexity in buildings and their interactions.

1.1.3.

Computational Infrastructure

It is not appropriate to continue adding complexity at the supervisory level. Some
are looking see the cloud as the place to handle the added complexity, creating an
even more centralized method and structure for many buildings to operate from.
System security is critical for such an approach, since malicious groups could
potentially have centralized access to all of the buildings being served by the system.
A distributed system may end up being more appropriate or desired for building
owners and operators in that many of the physical systems and communications are
within the building. Either way, the added complexity needed to address improved
performance demands will likely become unmanageable for designers and
operators if the current approach does not change.
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Computational costs have also decreased such that distributed devices can have
significant computational power while remaining within the tight budgets for
building HVAC control. Distributing the computational infrastructure can also
increase system robustness and fault tolerance within the network. Lastly creating a
parallel computational environment may ultimately be more economical than a
centralized computer of equal computational power.

1.2.

Multi-Agent Systems for Distributed Control

The distributed control approach decomposes the HVAC control problem into many
localized and autonomous components. Some of the components will likely be in the
cloud, but there are many functions that might be better suited on-site. The
supervisory components found in most HVAC control systems of today can either be
packaged as autonomous services or distributed into each of the low-level
controllers. The low-level controllers become much more autonomous and
computationally active. Communication becomes more conversational because
systems must work together to achieve group objectives rather than simply being
told what to do.
Multi-agent systems are a preferred method of implementing distributed systems.
Generally, multi-agent frameworks provide much of the common infrastructure for
realizing the distributed system, so the array of protocols and system management
structures can be used to develop future HVAC control systems.
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Beyond the underlying infrastructure in a multi-agent system, distributed HVAC
controllers will need to have the capability to make decisions within its intended
functionality, which will rely on more embedded intelligence. Intelligent control
covers a range of topics. In some ways intelligent control mimics structures and
interactions found in nature [8]. Intelligence also implies that the equipment is
embedded with additional information about its operation. This information can be
likened to human understanding of a task.
Multi-agent systems and distributed problem solving will be discussed further in the
literature review, but the follow summarizes the important concepts that influence
the problem definition. The general building control problem is decomposed such
that equipment controllers and non-equipment services are structured as
autonomous units, requiring interactive communication to arrive at a system-wide
solution. Structuring the system in this way can improve modularity, robustness,
and accept a wider range of external inputs without having to alter the entire
system. The growing complexity becomes more manageable, and the system can
promote technological advances that are not possible with current control
architectures.

1.3.

HVAC Control Example

To help drive home the context and direction of this work, the following example
will be introduced. This example is central to the study in that it is used throughout
to develop, evaluate, and demonstrate the work.
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1.3.1.

The Traditional System

The system is a simplified three-zone, variable-air-volume (VAV) cooling system
shown in Figure 1. The primary components include:


Chilled water input modulated by a two-way control valve



Cooling coil



Backward-blade, centrifugal fan with a variable frequency drive to modulate
fan speed



Ductwork



VAV boxes that modulate airflow into the zones



Zones



Return air plenum

A typical operational control strategy is decentralized using proportional plus
integral (PI) controllers. Zone temperatures are controlled by modulating airflow
into the zone with the use of a damper at the VAV box. The fan speed is controlled by
a pressure sensor located about 2/3rds of the way down the duct run. Supply air
temperature is maintained at 13

by modulating the flow of the chilled water

through the cooling coil.
This approach is relatively static in its ability to directly respond to occupant
behavior and preferences, weather, and energy pricing. Setpoint reset strategies for
the fan are expected. The reset strategy can make the system more responsive to
loading, but additional supervisory control layers are typically necessary to attempt
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to address these issues more fully as an integrated system. More can be done to
enhance integrated responsiveness.

Figure 1 System schematic for a three zoned, variable-air-volume system that is used
throughout the study for development and comparative purposes.
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1.3.2.

Accommodating Future Technology

In the future, occupant perceptions of comfort and occupancy levels will be available
for the control system to respond to. The added perspective about the occupants can
be used to alter how the VAV box is controlled. With the VAV boxes taking on new
behaviors to respond to a broader range of perspective, the air-handling unit might
benefit from additional information, altering its supply air output conditions in
response or in anticipation.
A challenge arises due to the air-handling unit also needing to produce an
appropriate output condition of the leaving chilled water and still operate in an
efficient manner. The air handler must balance potentially conflicting output
conditions. To balance these issues, the air handling system might need to convey
some of the predicament to other components in the system.
Touching again on energy efficiency, the thermal comfort zones are not likely to
directly consider the energy performance of the fan in the air-handler. Instead, they
may simply assume that less airflow is always better. The potential subtleties of the
interactions compound the difficulty of meeting the increased demands for comfort,
health, and operating costs. As a result, it would be beneficial to have a standardized
method of propagating information without overloading the system or the
operators who manage it.
Balancing the interplay of all the different equipment-specific objects for an
advanced system will become unwieldy the current centralized hierarchical,
supervisory control system. The programming of equipment becomes entangled in
9

the code. Changing out equipment can result in system failures due to legacy coding
that may be hidden within the system. The distributed system can help isolate the
system components and functionalities, instead relying on more robust
communication and interaction. If a change is made to a distributed component, the
change does not directly impact the internal code of other components. This concept
is important.
In summary, each zone and the air-handler have individual objectives. It is not
reasonable to envision the zones understand everything about the air-handler or for
the air-handler to maintain awareness of all the comings and goings of occupants in
the zones that it serves. Distributed control can refocus the many issues of control,
but a formalized mechanism for group interaction is necessary.

1.4.

Problem Definition

Referring to Figure 1, there are four agents that make up the multi-agent system.
There is an air handling unit agent (AHU agent), and there are three zone agents.
The three zone agents control a variable air volume (VAV) box to modulate
conditioned air entering the zone. The zone agents will modulate their setpoints
based on occupant perceptions of comfort and on occupancy levels. The AHU agent
is responsible for controlling the airflow and the chilled water flow to create an
appropriate supply air conditions. The four agents will be choosing control
setpoints.
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Each agent must act such that its action, in conjunction with the actions of the other
agents, helps create an integrated response that can appropriately respond to the
varied inputs and states that influence the problem. These inputs can include
occupant preference, occupancy, energy prices, weather, and indoor environmental
quality.
A method is needed to accommodate the increasingly dynamic and distributed
sources of input that will be available for use in solving the problem. Since these
sources will come from different parties and equipment vendors, the solution must
be generalizable and accommodate a wide range of contexts.
To arrive at such a decision, the agent-based controllers must characterize what
they would prefer to do, and then there must be some method to propagate
influence throughout the system of agents so that they may appropriately alter their
opinions. Finally, the agents must share information in a way that permits other
agents to account for the range of preferences in a decision and how they impact its
own choices. The final step resembles what occurs in game theory.

1.5.

Constraining Possibilities

There are many variables and viewpoints that can be used to develop systems that
might be appropriate in the distributed context that was just mentioned. To allow
clarity in exploration, it will be useful to constrain the selection of theory and
methods. The following three ideas have been selected to act as the focal points of
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this work and have plaid an important role in what theory is considered for the
study.

1.5.1.

Uncertainty

It should not be difficult to accept the notion that our building stock is rife with
uncertainty. We assert that uncertainty is a leading cause for poor performance of
building mechanical systems, and there are many forms of uncertainty. Table 1
highlights some common forms of error and uncertainty in building control systems.
The reason for mentioning uncertainty is to shift focus towards fixing uncertainty
rather than other perspectives. Then by making uncertainties more explicit, energy
and performance goals might be better reached.
By considering uncertainty, it is intended to find solutions that can accommodate
goals of model predictive control, which is going to be a critical path towards
improved energy performance. The difference is that emphasis will be placed on
methods that can accommodate predictive mechanisms rather than identifying a
specific predictive mechanism. Model predictive control methods should emerge
from the foundation that is being explored.
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Table 1 Several sources of uncertainty and error within building control systems.

Categories of
Uncertainty/Error

Description

Measurement

Poor precision or accuracy with the measurement due to
sensor faults or calibration issues

Model Inadequacy

Characterizing system performance and outputs without
appropriate level of detail that results in improper action

Human Error

Issues with design, installation, and upkeep that cause the
system to perform differently than the intent

Systemic

Issues that extend beyond the mechanical system and its
capabilities. For instance, a porous building takes in a latent
load beyond the capability of the system.

Reasoning

Incorrect applications of logic or thermodynamics within a
system design and operation

Equipment
Malfunctions

Performance not in line with what is anticipated, or is not
installed correctly. For instance a valve is weird as reverseacting when it should be wired as direct-acting

Incomplete/
Ambiguous

Descriptions of the system do not convey necessary
granularity or clarity. This is a frequent problem in the
sequence of operation narratives for building control
systems.

1.5.2.

Broad Operating Conditions

Another challenge for building mechanical systems is that they are expected to
operate under a broad range of conditions, which exacerbates the difficulty of
design and of making optimal control strategies. Going back to the issue of limited
manufacturer information on equipment performance and more broadly on system
interactions, many assumptions and guesses must be made. Modeling the
relationships of multiple pieces of equipment over broad ranging conditions is
generally difficult and may require substantial computational capability, and thus a
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way to parallelize computation and encourage the inclusion of more complete
performance characteristic is desired.

1.5.3.

Intuitive User Interface

Flexible and user-friendly systems in buildings are vital. The burden of addressing
the complexity in buildings should not be placed on the operator. The improvement
of buildings will lag if this is done. The level of training and education of building
operators and occupants varies widely and is frequently deficient, and while they
may possess a wealth of tacit knowledge about how their buildings operate, they
would likely benefit from added a consistent and intuitive representation of the
system. Where industrial process plants can afford to hire a highly skilled expert
who possess a strong understanding of the theoretical underpinnings to manage
and operate their advanced control strategies, building operations generally cannot,
so any solution must have the potential to be intuitive and facilitate the
communication of tacit, expert knowledge.
To recap, the system should explicitly deal with uncertainty, accommodate a wide
range of operating conditions and contexts, and pay attention to how the system
may benefit or detract from user-accessibility.
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1.6.

Overview of the Decision Process Idea

Figure 2 Graphical representation of the decision process. Moving from left-to-right,
agents form opinions, interact, and then take action.

Inspired by the texts of Shoham & Leyton-Brown [9], Stirling [10], and Koller &
Friedman [11], a method has been developed that seeks to integrate system
components in a way that may also address some of the challenges listed above. It
incorporates aspects of game theory, conditional game theory, and probabilistic
graphical modeling. Figure 2 graphically conveys the three general phases that lead
to multi-agent decisions.
Ideas from probabilistic graphical modeling are used to drive agent opinion
formulation. Then with each agent having an opinion about the given context, the
social influence modeling will be achieved through conditional game theory. The
final process is to package the socially influenced opinions into a data structure that
will permit game theoretic solution concepts like Nash Equilibrium.
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1.7.

Thesis Statement

A method using probabilistic graphical modeling and conditional game theory can
drive the distributed control system that allows equipment to adapt to system
changes and be more responsive to occupancy levels, occupant preferences,
weather, and energy and operational costs. At the same time, the method can
accommodate the issues of uncertainty, broad operating conditions, and even user
intuition.

1.8.

Dissertation Organization

In Chapter 2, background literature and theory is introduced and discussed. Chapter
3 details the overarching research methodology. Chapter 4 details the simulator
platform that is used as a reference and as the developmental foundation to the
agent opinion formulation and decision process. Chapter 5 details the probabilistic
graphical modeling approach to opinion formulation, demonstrating the method as
a setpoint reset mechanism for the air-handling unit. Chapter 6 covers the decision
process for a setpoint decision context. Additional perspective about occupancy and
perceived comfort is introduced into the decision problem to demonstrate how the
setpoint decision process functions in during social influence. Chapter7 condenses
the contributions of this work and discusses future work that has emerged from this
work.
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2. Literature Review
The literature review is broken into six components. First an overview of multiagent systems is offered for background into the context that building control is
being framed in. Second, a summary of important multi-agent systems development
tools and techniques is provided to give some insight into the choice for studying
the decision process before other aspects of a multi-agent HVAC control system.
Third, a review of multi-agent building control research is provided and discusses
relevant other work. The final sections cover fundamental elements of the theory
used in making the decision process, acting as a foundation for the research.

2.1.

Overview of Multi-agent Systems

The multi-agent systems (MAS) paradigm offers an intriguing canvas for the
building control setting. MAS were originally conceived in response to distributed
artificial intelligence problems. Many modern problems are endowed with similar
qualities to those distributed artificial intelligence problems. For instance, there is
interest in parallel processing, embedded intelligence, and more natural ways to
decompose complex problems.
Poole & Mackworth summarize the concept of MAS succinctly:
AI is about practical reasoning: reasoning in order to do something. A
coupling of perception, reasoning, and acting comprises an agent. An agent
acts in an environment. An agent’s environment may well include other
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agents. An agent together with its environment is called a world. [12, section
1.3]
Agents are characterized by qualities like: situatedness, autonomy, flexibility,
communication, distribution, and openness [13], [14]. These qualities are perceived
to be necessary in solving distributed artificial intelligence problems. The concepts
also help to corral the necessary capabilities and infrastructure that agents must be
given during development.
Autonomy, distribution, and openness have particularly strong implications towards
altering current architecture of building management systems. These constraints
create distinct boundaries between the parts and functions of the system but also
require them to be in direct communication, which differs from the typical
decentralized hierarchy of supervisory, network, and field level building control
structures. As a result the building control problem might be decomposed to better
match the physical processes, become more intuitive, and ultimately require less
maintenance.
Decomposing a problem for MAS emulates human organizations and interactions. In
[15], it is suggested that these parallels between agents and humans create a more
natural metaphor for problem solving, again an attractive notion when
operator/occupant skill and understanding are not well aligned with building
system and equipment complexity.
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Jennings and Wooldridge [14] highlight flexibility as an important feature of agents,
and list responsiveness, proactivity, and sociability as traits of flexibility. Current
building control systems rarely extend beyond responsiveness. Yet still, with the
constraints applied to agent composition, there are many forms and structures that
agents may take. For example, agents can be reactive, only responding to stimulus,
or proactive, deliberating about future outcomes. Russel and Norvig, [16], generalize
these structures into four categories, which are highlighted in Table 2.
Table 2 Agent types discussed by Russel and Norvig.

Agent Type

Description
Frequently comprised of a basic rule-based structure that

Simple Reflex

matches sensory inputs to an actuator response. Does not contain
any truly proactive features.

Model-based
Reflex

Imparts a more fundamental intuition of environmental impact
while still utilizing some sort of conditional rule base. These
agents also do not contain inherently proactive features.
Modifies the perspective of decision making to facilitate the

Goal-based

notion of a goal. The agent must be capable of perceiving how
different actions might influence outcomes to achieve a desired
task, making goal states and non-goal states.
Ascribe a notion of utility, or perceived value, to any possible

Utility-based

state, allowing a much richer and flexible interaction with the
environment.

An interconnected group of agents create the multi-agent system and expand upon
the notions of a single agent, incorporating a variety of inter-agent communicative
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acts like: requesting, negotiation, bidding, and/or reporting. Sycara [17] lists some
defining characteristics of MAS:
•

An agent’s view of the world is not complete, limiting its contribution to
solving the larger problem—most building control is already limited this way.

•

The autonomy of each agent implies no global control of the system—
deviating from typical building control.

•

Data, in essence, is decentralized—while online control data is relatively
decentralized in buildings, there is value in consolidating data in buildings for
reporting and analysis purposes, and thus it should remain in some form.

•

Processing and computation is asynchronous—which is another rough match
to current building control practices but applied differently.

Jennings & Wooldridge [14] distil the types of problems that the MAS paradigm is
suited into the following:
•

Open

Systems—systems

that

accept

wide-ranging

and

occasional

arrival/creation and departure/termination of agents, features, services, or
capabilities.
•

Complex Problems—problems that are not easily managed due to the volume
of elements, high degrees of uncertainty, nonlinear interactions, and/or
challenging constraints imposed around the problem.
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•

Ubiquitous Environments—environments in which many or most physical
objects or players have an accessible computational capability, requiring
autonomy, proactivity, responsiveness, and adaptation.

Buildings can be open systems regarding when new equipment is installed, if
following occupants, with the advent of smart appliances, sensing and monitoring
equipment, and perhaps one day with grid utilities. An opportunity in an open
system would be to develop commissioning software in the form of agents that
come and go as needed. In general, the system must be very open during design and
installation to permit configuration. Benefits of an open system may extend into
occupancy if Ambient Intelligence [18] work comes to fruition and utility company
interactions from the Smart Grid.
Ambient intelligence refers to making our surrounding more responsive and aware
of the people who interact with it through computational intelligence embedded
into devices. Smart grid, on the other hand, encompasses increased communications
and information technology in producing, transmitting and consuming electrical
energy [19].
A significant source of complexity in the general building HVAC control problem is
due to the number of possible system configurations. Not only is there a wide array
of equipment manufacturers to choose between, each boasting unique performance
characteristics, but also the actual installation of equipment from system ordering
to sensor/actuator layout can vary. As a result, characterizing the general building
HVAC control problem becomes very difficult.
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Ubiquitous computational environments are currently more anticipated than the
norm in buildings, but building equipment and controllers are a natural destination
for this form of technology. Additionally, mechanical systems in buildings utilize one
of a small group of communications protocols [20]–[22]. While the hierarchical,
supervisory HVAC control architecture has been beneficial, it is worth exploring
more embedded intelligence capability, which parallels the growing trend of
ubiquitous computing. The characteristics of MAS listed above, suggest it to be a
suitable platform from which to explore embedded computational intelligence.
In addition to these characteristics, MAS generally contain agent management
structures that facilitate and organize agent communication and agent lifecycles.
Some of these elements are generally organized and formalized into agent
middleware, meant to facilitate problem solving through MAS. These structures will
be addressed in the next section

2.1.1.

Takeaway from MAS Overview

In order to develop MAS with all of its flexibility, autonomy, and communication, it
should be clear that care should be taken when designing agent interaction methods
and protocols.
Implementation of MAS in building control will mean that a wide range of
equipment and/or controller manufacturers will need to agree upon how agents
intermingle; no small feat. An important point of standardization is to develop a
method of agent decision making that is both effective at integrating performance
and protective of individual pieces of equipment.
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2.2.

MAS Development Tools and Methodologies

The development of a multi-agent system can be quite challenging. Tools and
methodologies have been developed to aid in the development of a multi-agent
system. These tools and methodologies also influence what elements of the system
must be clearly defined and when. Three topics will be discussed in this regard. The
topics are:




Agent Middleware
Agent Oriented Software Engineering Methodologies
Ontology development software

2.2.1.

Agent Middleware

There are certain characteristics of MAS that are virtually the same, regardless of
the domain or problem [23]. To achieve agent communication for instance, there is a
non-trivial amount of software infrastructure needed. Agent middleware, also
known as MAS platforms or MAS frameworks, have been developed to supply much
of this infrastructure.
Foundation for Intelligent Physical Agents
To make the communication possible, there must be some way of finding other
agents, sending and receiving messages, and understanding what is in the message.
In the mid-1990’s, the Foundation for Intelligent Physical Agents (FIPA) [24] was
formed with the goal of moving agent related systems forward. A primary result of
FIPA’s efforts has been a set of specification that would facilitate agent operations
between different agent middleware. Some of the key elements that were specified
include:
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Directory Facilitator (DF)
The DF acts as a yellow-page for agents to look up other agents and also observe
their capabilities. This is an important element in that it provides a structure for
agents to enter and leave the environment, while simultaneously allowing existing
agents to observe the changing environment and watch for agents and services that
may be of use.

Agent Communication Language (ACL)
The ACL acts to standardize a fundamental set of communicative tools that carry
specific meaning and protocols between agents. ACL has its origins in first order
logic and KQML. KQML is an early agent communication logic/language used by a
Defense Advanced Research Projects Agency (DARPA) project [25]. ACL provides a
set of performatives that inform agents of the underlying logic associated with a
message.

Agent Management System (AMS)
The AMS is responsible for sending and receiving ACL messages. As well, the AMS is
the only element that is capable of creating and killing agents and containers and
shutting down the platform.

Message Transport Service (MTS)
MTS transports messages between agents and platforms.
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Current State of FIPA
While FIPA standards and protocols have been implemented into many of the more
popular agent middleware systems, it no longer seems to be actively updated and
maintained. Instead, many MAS implementations tend towards being ad hoc
offshoots, not rigidly meeting the standards. Yet still, for initial system modeling and
development, FIPA-based platforms are attractive.
A Selection of Frameworks
ZEUS was developed as a complete development package, including a built in
software engineering methodology. The hope was to facilitate rapid agent software
development. With this, some elements of generality were constrained. ZEUS agents
are cited as being “deliberative, goal-directed and rational” [26], pg. 6). One
unfortunate aspect to ZEUS is that it is no longer actively supported and updated.
Cougaar [25] on the other hand was developed from a DARPA project for military
logistics. It is very robust and meant to be capable of continued operation over a
large number of physically distributed agents. As such, mechanisms like its
blackboard messaging system are highly attractive, but Cougaar is not FIPA
compliant. It, reportedly, is also considerably more challenging to become
operational in. There is a commercial version that has become available in recent
years, which may be worth evaluating if other platforms prove insufficient.
CybelePro [27] is another general purpose MAS middleware that offers some unique
opportunities. They report FIPA compliance. The company primarily focuses on
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R&D projects, and they have expressed interest in developing agent-based building
control applications with their system.
The JADE Framework [23], [28] as a middleware environment that has been in use
for nearly a decade with continued developmental support. There is a strong body of
reference material to compliment this support. While JADE is considered a generalpurpose middleware, agent development is relatively straightforward with a
moderate level of experience programming in Java. The system is FIPA compliant in
regards to cross platform communication, so there is potential for use in
conjunction with other MAS middleware that share FIPA compliance. There are
variants of JADE that carry a small memory footprint, and thus its potential for
embedding into controllers is attractive. On top of these characteristics, the JADE
Framework garners wide support and implementation throughout the research
community and even into industry.

2.2.2.

Agent Oriented Software Engineering

The act of designing MAS is typically not a trivial task, especially given that the
paradigm itself was created to solve problems that are not easily solved due to their
complexity. As a result, the design and creation of MAS should make use of a
formalized methodology. Traditional object-oriented (OO) approaches do not
necessarily address the agent-oriented paradigm, and thus some of the more
prominent

and

established

agent-oriented

software

engineering

(AOSE)

methodologies have been reviewed. [29] provides input on the AOSE paradigm,
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citing at least 75 different methodologies through 2009, many of which can be
considered application specific. For this work, more general methods were
examined. The Gaia Methodology [30] is worthy of initial implementation.
These four AOSE methodologies will guide the discussion of the topic:





Gaia [30], [31]
Tropos [32]
MaSE [33]
MOBMAS [34]

Gaia, Tropos, and MaSE may be the most cited AOSE to date, while MOBMAS has
intrigue given its ontology-centric approach and integration of past methodologies’
strengths. Moraitis [35], [36] provides some work discussing the use of Gaia with
Jade.
Gaia is meant to be a general-purpose methodology that, in its early form, does not
provide methodology for software development and deployment. It does however
focus on some key agent structures that have since made their way into many other
methodologies. The primary products are shown along with the overall workflow in
Figure 3.
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Services Model

Acquaintance
Model

Design

Interactions
Model

Roles Model

Agent Model

Analysis

Requirements
Statement

Figure 3 Key elements and their dependencies for the Gaia Methodology.

Tropos [32] focuses more on the belief, desires, and intentions architecture [37] and
defining how agents create plans and goals. Key activities of this approach include:
Actor Modeling

Plan Modeling

Dependency Modeling

Capability Modeling

Goal Modeling

MaSE [33] focuses on capturing goals, applying use cases, refining roles, developing
agent classes, constructing conversations, assembling agents, and finally system
design. This approach is more of a goal-based approach.
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MOBMAS [34] is a more recent AOSE methodology that reportedly builds off many
of the strengths of other methodologies with the added focus of ontological
development. It is clear that as time progresses there are certain elements, which
have stuck when constructing AOSEs. Figure 4 is found in [60, pg 699], and it
describes the development process.

Analysis

MAS Organization

(5 Activities)

(4 Activities)

Agent Internal Design

Agent Interaction Design

(4 Activities)

(2 Activities)

Architecture Design
(5 Activities)

Figure 4 Primary tasks of the MOBMAS AOSE methodology.

2.2.3.

Ontology Development

Ontology is an explicit specification of the meaning and relationship inherent in a
language [38]. Multi-agent systems benefit from well-defined ontological structure
because of the demand for involved forms of communication between agents. The
challenge lies in creating ontologies that can be accurately linked and coordinated
with the ontologies developed by others.
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The World Wide Web Consortium has been involved with the standardization of
ontology specifications. There are several ontology formats to work from, but none
of them have gained industry-wide acceptance as the answer to ontology
development. The Web Ontology Language (OWL) is one widely used standard that
will be used, initially. The software package, Protégé [39], is an ontology
development tool that appears to reach the largest audience, and thus it will be
utilized as well.
OWL is currently in version 2. The other significant ontological representation
structure is the Resource Description Framework Schema (RDF-S). In addition, the
Rule Interchange Format (RIF) is being developed to convey rules over the web. It is
being developed to utilize both OWL-2 and RDF-S.

2.2.4.

Takeaways from MAS Development Tools Survey

There are many MAS middleware tools available. JADE is a good general-purpose
starting point. Using a FIPA compliant MAS middleware makes sense for the
development of concepts and test systems. It is no longer being actively supported
though, so its value may diminish over time.
Many MAS experts point out the importance of using a formal AOSE method in
developing MAS. This is not a trivial task, and it would be helpful to have a clear
vision of how agents will work together before organizing the system. The decision
process developed in this research seeks to do that for building control.
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Ontology and standards will play a critical role for multi-agent building control. The
industry has many players that may potentially develop agent-based controllers,
and as such there must be a specification that ensures the appropriate meaning is
conveyed during agent interactions. A consistent method of interaction, information
exchange, and action might help constrain the possible range of ontology by limiting
and structuring the types of actions occurring in the system.

2.3.

MAS Relating to Building Control

Multi-agent building control is certainly not a brand new concept. The following is a
survey of some prominent efforts. One observation is that the various efforts tend to
be associated with a few related fields of study: Smart Grid, Ambient Intelligence,
and Sensor Networks. Each has a clear stake in the building control system but
different motives.

2.3.1.

An Early Example

In 1995, Huberman & Clearwater [40] provide an early study of MAS in a building
control system describing energy performance improvements to a variable air
volume (VAV) system in the Xerox Palo Alto Research Center using 13 offices and 2
open areas. Their study employed an auction-based approach where VAV agents bid
on resources, to allocate the conditioned air. The approach, serving different
thermal zones, identified a path towards improved system performance and
importantly demonstrated agent structures in building control. Although in [40]
they found significant improvements in performance with their MAS auction-based

31

approach, Ygge & Akkermans [41] suggest through a simulation study that the
primary driver of the performance gain was the globalization of certain VAV data
used to average system responses, and not any agent-based element. They validated
their claim by simulating a more conventional, non-MAS control system that did
away with the auction but incorporated the same averaged temperature demand
data. Results improved even beyond [40]. This, however, does not diminish the
significance of Huberman & Clearwater’s study, in that they successfully
implemented a mult-iagent VAV control system.
From this exchange, Akkermans, Schreinenmakers, & Kok [42] went on to describe a
generalized microeconomic control theory that uses a market-based approach to
place value on a resource and help prioritize resource distribution. This work was a
foundational element of the PowerMatcher project discussed below. The proposed
theory is particularly suitable for situations where there is competition for a
resource. This scenario could be constructed between zones fed by a single airhandling unit (AHU) or in a water distribution system that serves multiple loads. It
is less clear how this approach may be used when a system is engineered to take on
a more collaborative nature, which for many HVAC systems is desirable. For
instance, many of the systems that might compete for a resource are sending
something back, and the state of that returned resource impacts the performance of
the conditioning device like an AHU or a chiller.
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2.3.2.

Addressing Legacy Systems

To truly impact the current building sector, methods to improve the existing
building stock are necessary. Some efforts have approached the problem of building
control using agents in a fashion that may be suitable for widespread retrofits [43].
The notion of agent wrappers, or agents that envelope legacy systems has been
brought up before in the literature [13], and Spirleanu & Diaconescu describe a
system that, while not explicitly tackling the problem from the wrapper perspective,
provides some hardware foundation for possible agent wrappers in building
control. Even with the hardware, there is still the challenge of accommodating
legacy software, which has not been adequately addressed in building control.
Wang, Yang, & Wang [44] introduce a system that functions from a centralized
control agent that manages various load agents for efficiency and occupant
preference response. The load agents try to respond to setpoints efficiently. To
address the non-linear performance characteristics of systems, fuzzy control
elements are included, but it was not clear to what degree this would be effective.
System-wide performance is an issue that must be addressed, and the presented
load agent structure may not properly address the issue. In 2011, a grey (model)
predictor was added to the system to help address the variable loads caused by
weather, using a particle swarm technique to optimize a rule set [45]. Overall this
sort of structure appears to try and merge many ideas of centralized, supervisory
control systems into the multi-agent paradigm, which might gain acceptance. It is
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not yet clear whether this semi-centralized approach would prevail over a more
inherently distributed problem-solving architecture.

2.3.3.

Architectures for Agent-Based Building Control

The way agents map to the physical world is an important decision and one that has
been explored in a variety of contexts. It informs how the larger system is organized
and what sorts of supplementary systems are necessary. Davidsson & Boman [46]–
[48]propose a system where agents are mapped over devices, zones, and people.
This level of decomposition seems quite reasonable for the building control
problem. Table IV characterizes different studies by how they organize their agent
structures. Broadly speaking, agent architectures discussed in the context of
building control do not follow any single prescribed structure.
Kelly and Bushby [49] present perspective on the challenges faced with
improvement of buildings’ mechanical systems performance in their proof of
concept demonstration of agent-based control. They also map agents to the
equipment level. A key notion is that equipment manufactures need to have a clear
set of communication expectations for multi-agent systems to work in buildings.
This is particularly true because of the quantity of equipment providers and
resistance to standardization within the industry. An agent-based control structure
that maps to equipment would also seem to imply that equipment manufacturers
would become more involved in building system control, including capabilities to
integrate control operations.
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Silva [50] has another perspective for multi-agent building control architecture.
Discussing the system in terms of holons, which can be thought of being both a part
and a whole, they introduce a method of modeling systems for fault tolerance and
response by using petri nets. The holonic structure makes sense for buildings
because of the common array of tasks that individual equipment must do and the
system must do. It would be interesting to see how the petri nets would be created
for more continuous systems, rather than simple open/closed type actions.
From the Ambient Intelligence front, emphasis is placed on predicting human
behavior and dictating setpoints to equipment based on the predicted preference
and occupancy pattern, and thus there is more system architecture created to
facilitate these efforts. Conversely, Smart Grid research tends to try and manage
systems from a building energy loads perspective, with particular emphasis on
utility input to the buildings.
Another important issue related to agent architecture is whether agents should be
purely reactive or more proactive in their interactions with the environment.
Different approaches have been taken to make agents more proactive. Davidsson
and Boman [48] have agents respond to electronic diaries of people. [51], [52] have
agents respond to building schedules and further yet apply a Markov Decision
Process that evaluates energy consumption.

2.3.4.

Ambient Intelligence Perspective

[53]–[57] have been developing and evaluating agent-based techniques for
intelligent environments for the better part of the past decade. They build from
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Brooks’ [58] behavior-based control. The primary system described is purely
reactive with multiple tasks, or behaviors, responding to inputs and employing
autonomous rule generators. They have contributed substantial work towards a
system that employs Fuzzy Logic Sets, Neural Networks, and Genetic Algorithms to
control and learn about the environment. Recent work employs their agent system
in a way that provides a means to adjust agent autonomy.
Another body of work focusing within the Ambient Intelligence umbrella comes
from [59]–[62]. Their approach is designed with the intention of interacting with
wireless sensor networks and then creating operation strategies to feed to a
building controls system. The system has components that are used to house the
various internal beliefs, plans, and preferential ranks of possible plans. It appears
that a significant goal of this work is to develop an efficient system to convey
meaning and needs within an intelligent environment. The agents are structured to
monitor zones, follow occupants, aggregate control needs, and manage the system.
This occurs in conjunction with a wireless sensor network that feeds information to
agents.
The ambient intelligence approach tends to focus more on theoretical and practical
techniques to create intelligence in the environment. Dounis & Caraiscos [63]
provide additional perspective on some of these approaches, with a particular
emphasis on fuzzy-based techniques for agent-based control. Building equipment
interactions are not as strong of a focus. Yet integrating building equipment is an
important driver to achieving intelligent comfort effectively.
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A recent effort [51] has focused on occupant behavior, trying to predict, engage, and
influence it. They employ a build off of multi-objective Markov Decision Process
(MDP) theory, seeking to minimize the maximum regret and thus addressing
uncertainty around occupant behavior and preferences. This work is being applied
in a real building. Key energy savings come from better anticipation of behavior and
in theory, influencing occupant actions towards more efficient behavior. Prominent
agent structures include thermal zone agents and personal preference agents that
would in a device like a phone that the occupant would have on them. One concern
with the MDP-based approaches is that the process is built upon defining states.
Defining physical parameters as a set of possible states would seem to be quite
expansive. It might be more desirable to organize the problem in terms of variables
rather than states.

2.3.5.

Smart Grid Perspective

Research into the Smart Grid is widespread, pulling from a plethora of fields of
study and theory. The following covers research that use agent-based systems and
are directly related to building control systems. As with the ambient intelligence
discussion, the focus is on a few prominent efforts.
The PowerMatcher concept is built on a market-based agent control technology that
allocates the available energy resource to different device agents or subPowerMatcher hubs that negotiate the distribution of utilities. The overall premise
is that devices and groups of devices interact through agents with a PowerMatcher
hub that allocates a value for the energy resource [64]. This work has been deployed
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in a variety of case studies, including a distributed power plant created from the
coordinated work of micro-CHP units with the intention of reducing substation
loads. [65], [66] provide detailed overviews of the system. This sort of approach is a
strong example of how buildings may interact with the Smart Grid, but at the
mechanical systems scale, purely competitive market-based techniques are not a
generally suitable fit for integrated building control.
Another approach towards integrating Smart Grid is to create coordination
mechanisms that impose demand caps over different time intervals. Participating
agents adhere to these caps and alter their controls to fit within them [67]. One
implication is that the agent must have an accurate method of predicting power
consumption, but accurate models to do this have not been realized. This model
inadequacy has plagued many other attempts to optimize building system. Special
resource agents may place and read messages from a stigspace, a web-based
bulletin board for consumption. The approach has many interesting elements, but it
may encounter some of the fundamental problems faced in more traditional
attempts to improve building performance in that accurately predicting power
consumption over the lifecycle of equipment use has not been realistically achieved
and/or applied.
Pipattanasomporn, Feroze, & Rahman [68] introduce an agent-based concept for
load shedding non-critical loads during periods of peak demand. They detail a
control system that is capable of placing the building into an island or grid-tied
mode depending on available on-site energy resource. The island mode draws on
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stored and on-site energy. The grid-tied mode would pull from the larger electrical
distribution grid. They implement distributed energy resource agents and user
agents that are rule-based to carry out most of the real-time operations.

2.3.6.

Sensor Networks Perspective

Sensor networks, in many ways, can be regarded as a facilitator of multi-agent
building control systems. There is a tendency in the literature to expect that agents
will have access to a sensor/actuator network. Traditionally, outfitting a building
with a comprehensive suite of sensors has been cost prohibitive, but the
information is desired for intelligent systems. Sensor networks may be seen as an
organized way to get more sensors into a system. [61] designed their system with
the intent to utilize sensor networks. [69], [70] propose mapping agents down to the
resolution of the sensor network itself as a way to gain access to the needed
information. They note the difficulty of doing so and demonstrate an approach
towards achieving the desired outcome with their tiny agents.
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Table 3 Categorization of agent types used in relevant works for multi-agent building control.
Reference

Central

General

Zone

Device Level

Sensor

Personal

Interface

Coordination

Grid/

Load

Storage

Agents

Control Agents

Level

Agents

Actuator

Agents

Agent

Agents

Resource

Agents

Agents

X

Agents

Level

X
X

Agents

[68]
[59]
[54]

X

X

[43]

X

X

[40]

X

[46]–[48]

X

X

X

X

X

X

X

X

X

X

X

[95]
[44], [45]

X
X

X

[51], [52]
[94]

Agents
X

X

X
X

[96]

X

X

X

[99]

X
X

[100]
[101]
[49]

X
X

X

X

X

X

X

X

X

X

X

X

X

[97]
[98]

X

X

X
X

X

[50]

X

[70], [102]

X
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2.3.7.

Other Useful Multi-agent Surveys and Reviews

There are many additional surveys and reviews that are useful for building
necessary perspective on the building control problem in the context of multi-agent
systems. Below is a list of a few works that contributed to our work.
•

[71] provides a thorough review of themes and trends in distributed
intelligent control.

•

[72] hones in on multi-agent industrial process control speaking on the topic
from the perspective of continuous to discrete control situations and in
regards to the control system layers.

•

[73] provides a survey of multi-agent systems in and for manufacturing.

•

[74] looks at multi-agent systems through the lens of controls engineering

•

[75] cite some implementations of multi-agent systems with case studies

•

[76] is a very helpful paper regarding sensor networks and multi-agent
systems

•

2.3.8.

[77] provide a multi-agent perspective in the traffic and transportation fields.

Takeaway from MAS in Building Controls Survey

There is a gap in detailed discussion of the control of HVAC systems in the multiagent context. However, industrial and manufacturing process control methods
were not prioritized in the review. It would be useful to define a method of HVAC
system integration that can accommodate the work stemming from the Smart Grid,
Ambient Intelligence, and Sensor Network fronts.
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2.4.

Distributed Problem Solving

There are many approaches to distributed problem solving. They can range between
purely collaborative to purely self-interested in structure. Because building HVAC
Systems are typically composed of equipment from multiple manufacturers, there is
an implied self-interest to each piece of equipment in that the companies producing
them have a first priority to protecting their products even though they must work
properly with other manufacturers’ equipment. The self-interested agent provides a
sensible platform from which to build in this equipment environment.
Standardization has also been challenging for the HVAC equipment and controls
industry. The idea is to find a method that accommodates the industry’s preference
for propriety while still creating a standardized method that extends beyond the
basic levels of communications protocols that currently exist in BACnet[20] etc.
There are a variety of techniques that are being explored in the process control
realm. [78] have been developing collaborative, optimization-based distributed
control methods. There are a many of other distributed problem solving methods
that can be incorporated.
In Shoham and Leyton-Brown’s text [9], several techniques towards agent-based
problem solving are offered. Of particular note, is game theory. The underlying
notion of the Nash equilibrium is an attractive concept for self-interested building
control agents that are interacting to create an integrated system-type control
response. This section will very briefly summarize some different approaches to
distributed problem solving and then focus in on the underlying theory of the
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proposed decision process for multi-agent building HVAC control being studied
here.

2.4.1.

Inherently Cooperative Approaches

Cooperative approaches to distributed problems general require a central designer.
The agents must unilaterally accept the centrally driven method in order to solve
the problem [9].
Constraint Satisfaction
Constraint satisfaction seeks to find a solution that is within some set of global
constraints. Agents are responsible for a specific variable in the system, and try to
bring it within its constrained range while other agents do the same for their own
variable. Beyond the central designer issue, constraint satisfaction does not perform
as well as an optimization-based approach. Also, the constraint satisfaction problem
can be done within the current building control architecture, and thus there is little
added value to making it distributed.
Distributed Dynamic Programming
Distributed dynamic programing builds on the widely studied technique of dynamic
programming. Breaking the larger problem into sub problems, the method generally
seeks to only solve each situation one time. Distributed dynamic programming was
not considered for this work.
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Markov Decision Processes
As previously mentioned, Markov Decision Processes decompose the problem into
states, actions, probabilities of new states based on actions [9], and rewards for new
states based on actions. Describing the problem through the possible states that it
may have would require a large definition of states. Decomposing the problem down
to variables seemed more reasonable.

2.4.2.

Inherently Self-Interested Approaches

Auctions
Auctions fit certain scenarios within the building control quite well, and where there
are resource distribution issues the approach may be reasonable. For instance, in a
primary distribution system that sends chilled water out to several campus loads,
the campus loads could bid on the resource. This requires that the various loads are
bound to some form of valuation of the resource though and accept penalties for
over use of their currency.
Game Theory
Game theory is frequently mentioned as an appropriate mechanism for decisionmaking in MAS. Originally created to help understand and predict the decisions and
actions of humans and organizations, game theory has accumulated a strong set of
mathematical theory, which may now be used to drive decisions rather than predict
them. Shoham and Leyton-Brown [9] and Russel and Norvig [16], both cover the
notion of using game theory for decisions in a multi-agent context.
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Coalitional Game Theory
Distributing utility amongst a coalition, which is generally a characterizing feature
of coalitional game theory, was not a desired match for building control. Like
auctions, there are scenarios where it is worth considering, but because the method
did not appear to be the generalizable approach that is desired.

2.5.

Game Theory Foundations

In order to study how people make decisions, it was necessary to have a
mathematical construct by which preferences of an individual or agent could be
conveyed numerically. von Neumann and Morgenstern provided the theory that has
been fundamental to many of the developments of game theory.
Their theorem states:
if a preference relation

satisfies the axioms of completeness, transitivity,

substitiutability, decomposability, monotonicity, and continuity, then there
[

exists a function
( )
([

] with the properties that:
( )
])

∑

( )

[11 pg. 52]
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For this work, cardinal utility is considered. Cardinal utility contains both an
ordering of preference and a comparable magnitude associated to each available
option to a choice. Ordinal utilities are comprised only of the ranking.
One common way to convey a multiplayer game is a utility matrix that expresses a
players’ utility for each combination of possible outcomes in the game. This
structure is identified as a normal form game. A strategy of a game is composed of a
possible combination of actions that the different agents of the game may take.

2.5.1.

Nash Equilibrium

There are many game theoretic solution concepts that define a mechanism or
condition by which agents can choose their action. The Nash equilibrium is the most
influential and most used.
Definition of Nash Equilibrium from [11 pg. 62]:
A strategy profile
response to

(

)

is a Nash Eqilibrium if, for all agents

is a best

.

This an attractive notion for multi-agent building control where equipment is
structured to be more self-interested and not forced to follow any sort of globally
accepted solution concepts. Ideally pure Nash equilibriums could be obtained, but
they are not guaranteed. Mixed Nash equilibriums are guaranteed, assigning a
frequency distribution to multiple options and randomly selecting actions based on
the frequency of that ratio. Pure Nash equilibriums are deterministic, offering only
one option.
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It would thus be useful to identify a method to frame the multi-agent decision into a
normal form game and search for Nash equilibriums. To do this, a method of
automatically defining the game given the state of the environment is necessary.

2.5.2.

Gambit Game Theory Software

Gambit [79] is a software tool that brings together many algorithms that are used to
solve for game theoretic solution concepts like the Nash Equilibrium. Amongst the
solution concepts there are methods to find pure Nash Equilibriums, mixed-strategy
Nash Equilibriums from either normal form or extensive form structures.

2.5.3.

Making a Game

With the algorithms and mathematics established for finding a variety of game
theoretic solution concepts, the problem turns to creating a game that represents
the states of each agent. A recent approach to this has been developed by Stirling
and will be discussed next.

2.6.

Conditional Game Theory

Conditional game theory [10] is an approach to modeling the social relationships of
the agents that comprise a game. The approach mimics that of a Bayesian network
offering a potentially useful method for propagating influence throughout a group of
agents. While the approach is potentially useful, it has not been widely studied,
primarily being championed by its creator, Stirling [80][81][82]. One way to flush
out its value is to implement the ideas into a scenario like building HVAC control.
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In the text, Theory of Conditional Games, Stirling [10] works through the theoretic
foundations of a conditional game. For a detailed explanation of the theory, the
reader is referred to the text. This section will be used to define some of the
concepts that are most prominently discussed in this work. In addition, a few issues
potential will be broached.
To begin, each agent,

, brings a set of possible actions,

into a

decision. An action profile is a set composed of one action from each of the
involved in the decision,

[

]. There are a couple of ways to ascribe utility

in this context. Utility can be mapped to specific action,
mapped to an action profile,

agents

, where

, or utility can be
.

Utility of action profiles is generally used in the text being designated a concordant
utility. The implication is that agents must initially understand the action space of all
the other agents involved in the decision, which is likely not desirable for the
building control context. With that said, agents can possess utility profiles that are
only dependent on a sampling of agents, and then replicate that profile for the
subset of action profiles that do not have any bearing on the agent’s utility.
The structure of the conditional game shares many parallels with Bayesian
Networks. For instance, the inter-agent relationships are conveyed via a directed,
acyclic graph structure. Utility values must also parallel a probability distribution or
density function, namely:
( )
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( )
Stirling describes several solution concepts that can be employed after the
implementation of the conditioning structures of conditional game theory. One
method is to find Nash equilibriums. In fact, a conditional game where each agent is
independent of the others is said to be a traditional game where the utility profiles
must be completely defined for each agent. The implication is that any independent
agent must carry with it full awareness of all the other agents in the game. This is
going to be modified for the building control context because it is undesirable. It will
be important to limit the quantity external knowledge that is necessary for this
approach to be viable in application.

2.6.1.

Satisficing Game Development

In conjunction with introducing the idea of Conditional Game Theory, Stirling also
proposes a game development procedure entitled Satisficing Conditional
Games[83]. The important notions in satisficing conditional games are summarized
below. The idea is similar to cost/benefit analysis, and it, in essence, acts as a filter
and analysis too for the set of agents. In the case of building control, the seemingly
competing perspectives of comfort and energy efficiency are a natural fit for the
satisficing conditional game.
Similar to dichotomy, Selectability utility (S) and Rejectability utility (R) are defined
for a common set of options. For building systems control, it is a natural fit because
a big emphasis is to balance comfort with energy efficiency.
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is most selectable.

is most rejectable. An action is determined to be

satisficing if the following inequality is true

where q is a boldness factor

that can scale R. In case no actions are satisficing, the boldness factor can be reduced
to relax the rejectability influence. Similarly, boldness might increase when energy
is more important.
The game is created by comparing a group-based joint satisficing set, and a product
of individual satisficing actions for each agent, called a satisficing rectangle [83]. The
satisficing rectangle gives each agent a chance to reject actions or action profiles
that it deems unacceptable.
A joint satisficing set is created by obtaining a joint distribution of Selectability
utilities and joint distribution of Rejectability utilities. This is similar to belief
propagation in Bayesian networks.
Individual satisficing sets are created by the individual agents evaluating what
actions or action profiles are deemed individually satisficing (IS), and then they
form a satisficing rectangle (SR) defined as:

This rectangle creates a set of allowable action profiles. The purpose of this step
ensures that no agent has to accept conditions or actions that are highly
undesirable. The joint satisficing set is compared to the satisficing rectangle, and the
action profiles that form intersections between the two sets comprise the game
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states. From this point, agents must provide their utility values for the various
profiles.
It is not strictly defined how to distributed the algorithmic process of the satisficing
game and preference propagation, and so simulated implementations can help
identify useful methods.

2.7.

Probabilistic Graphical Modeling

Probabilistic Graphical Modeling offers a solution to two of the goals of this
research. One it is an explicit way of dealing with uncertainty. Two it provides a
graphical structure and language that has great potential to remain intuitive, even as
complexity accrues in the system.
Koller and Friedman extensively cover the topic in their text Probabilistic Graphical
Models: Principles and Techniques [11]. This text was used while developing the
Decision Process.
The following will introduce some important concepts from probability theory and
probabilistic graphical modeling that key to the decision process. This section
borrows heavily from Koller and Friedman’s text.

2.7.1.

Probability Theory

An event space, , contains a set of measurable events, , which are assigned
probabilities. Each event

is a subset of . A probability distribution must

follow these conditions:
51

( )
( )
(

)

( )

( )
[13, pg. 16]

These items state that the value of all probabilities must be non-negative, the
probability of the entire event space is exactly 1, and that the probability of a one
disjoint item from a subset is equivalent to the sum of the subset’s probabilities.
There are generally considered two primary perspectives on probability. There is
the frequentist view where the probability states that an event,

happens a

percentage of the time. The Bayesian view considers the probability to be a
likelihood of being true. In this work the Bayesian perspective is used.
A marginal distribution is the probability distribution across a random variable X.
The distribution is written as P(X) and can be calculated from a joint distribution. A
joint probability distribution is the probability of a specific set of events that span
across a set of random variables

.

Conditional probability relies heavily on the chain rule and Bayes rule. The chain
rule states that
(

)

( ) ( | )

( ) ( | )
[13, pg. 18]
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This indicates that the probability of a joint set of events is equivalent to the
probability of the one event multiplied by the probability of the other event given
the first event.
Bayes’ rule asserts that

( | )

( | ) ( )
( )
[13, pg. 18]

In other words, the probability of an event
given

given

multiplied by the prior probability

is equal to the probability of

and finally divided by the prior

probability of .
Variables are considered independent if
( ) ( | )

( ) ( )

Said differently,
( | )

( )
[13, pg. 23]

These independencies can be strict or they can be conditional on the evidence that is
input into the larger model.
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2.7.2.

Graphical Modeling

Graphical modeling is a powerful tool for creating a multi-variable model of
conditional probability relationships. This graphical structure is frequently referred
to as a Bayesian Network.
The Bayesian Network is represented using a directed acyclic graph (DAG). The
nodes of the DAG are the random variables that make up the model, and the arrows
represent direct influence between two nodes. The node that is being influenced will
be referred to as the child node and the node providing the influence will be
referred to as the parent node for a given interaction.
If a node has no parents, then the local probability model that it possesses is the
prior, marginal distribution across the possible events of that variable. Nodes that
do have parents must specify a probability distribution of its own events for each
combination of joint assignments that can be created by the parent nodes. This
distribution will be called a conditional probability distribution (CPD).
There are multiple ways to represent the structure of a CPD, but one common
approach is to tabularize the distribution.
Factorization
Let

be a Bayesian Network graph over the variables

the same space Factorizes according to

. A distribution P over

if P can be expressed as a product

54

(

)

∏ ( |

)

[13, pg. 62]
This relates back to the chain rule, and each individual factor ( |

) is a CPD.

Within a model structure, there are random variables that will be observed or
queried. There are also nodes that may not be of any direct interest, but these
hidden variables can improve the model.

2.7.3.

Influence Diagrams

Broadly speaking, decision theory seeks to offer a path to making decisions in light
of uncertainty. Generally the context is framed as an agent versus nature problem
where the agent is choosing its best possible choice based on its perspective of what
nature may dictate.
Stemming from the analysis of decisions, decision trees gave way to influence
diagrams. Influence diagrams give explicit structure to the modeling and study of
decisions. The influence diagram actually pre-dates much of the work on Bayesian
Networks, originally formalized by [84]. The influence diagram representation is
composed of the same DAG structure with arrows conveying direction of influence,
but in this case, there are multiple variable types. There are random variables just as
in a Bayesian Network, and then there are two new variable types. The one variable
spans a set of actions that an agent may take. The third variable encodes a numerical
utility value to the agent’s actions [11].
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Figure 5 Basic Influence Diagram representations. A demonstrates the most basic
form. B implies some additional structure that is permitted.

The utility node is generally a function of a set of expected outcomes and the actions
the agent may take.

2.7.4.

Discrete Versus Continuous

The class of problems that would be addressed in a building HVAC control setting
will contain variables that are most appropriately characterized by being
continuous in nature. For instance, a probability distribution for temperature is
most naturally described as being a continuous probability density function that
spans an entire range of possible states.
There are benefits and limitations for working with continuous variables in a
Bayesian Network, but hybrid models that contain both continuous and discrete
random variables is difficult. The continuous variables can be discretized to make
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the model design simpler and to permit the use of currently available inference
algorithms.
A challenge with discretizing a continuous space is to manage informational quality
and computational burden. For instance, breaking a set of
distributions into
(

continuous Gaussian

values, the quantity of parameters required for the model is

). Whereas the original continuous representation needs (

) parameters

[13, pg. 607].
If the discretized approach to inference for HVAC control is to work with Bayesian
Networks and influence diagrams, there will need to be a way to substantially pare
down the discretized sets, but still enough quality to the information must be
maintained that an appropriate decision may be made. An approach to this issue is
offered in Chapter 5.

2.7.5.

Control Related Applications of Probabilistic Graphical Modeling

There are a few examples of implementing Bayesian networks and influence
diagrams for control.

IRMA

[85] used

Gaussian

distributions

in

their

implementation of an influence diagram.
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3.

Methodology Overview

The purpose of this work is to establish whether the proposed decision process is
generally feasible and to lay a broad foundation for a range of complimentary study.
Efforts are largely exploratory and descriptive. The objective is to forge a path by
implementing the decision process in a simulated HVAC environment.
The decision process must happen amongst a group of agents. In this study, the VAV
system described in Chapter 1 will act as the HVAC system. As mentioned, agents
are mapped onto each zone and onto the air-handling unit. A true multi-agent HVAC
control system will have other capabilities and structures that are not discussed in
this study. The assumption is made that each agent is in a state of active operational
control. Each agent has agreed to enter the decision process every 5 minutes to
assess its setpoint.
To implement the decision process, a series of incremental development steps were
accomplished. The following sections of this chapter will bring together these
incremental elements of the study that culminate in the decision process being run
in a simulated multi-agent environment.

3.1.

Approach

Simulation-based demonstrations were used to implement the components of the
decision process and gauge early feasibility of the proposed multi-agent decision
process for operational HVAC control. The MATLAB environment was selected
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because an accessible set of tools was available for the decision process. Namely,
Bayes Net Toolbox [86] could be used, and then. To explore Nash equilibrium, the
Gambit game theory software [79] was used, which could be invoked through
MATLAB.
The project consisted of three phases. The first phase was to construct a basic
simulator that would act as the physical environment and a reference control case
for the decision process scenario. The second phase implemented the opinion
formulation of the AHU agent. Thirdly, the decision process between the three zone
agents and the AHU agent was implemented by running the simulated agent
preferences in conjunction with the underlying reference case.
There were some basic questions that were considered for each phase of the project
development. For the simulator development, it was important to examine how the
system responded and make sure necessary energy and mass balances were being
achieved. Additionally, it was important to implement operational controls that
were representative of a real building to act as the reference case.
For the opinion formulation phase, it was important to assess whether the model
could track the true parameters of the simulation. It was also an entry point into
exploring Stirling’s ideas for conditional satisficing games. The expected utility
functions were used to drive an individual setpoint reset method for the AHU
agent’s two controllers.
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Finally for the decision process, a few different basic questions were addressed to
help ascertain basic feasibility and to create a path of next steps. Two primary
questions are asked. They are: can the decisions trend in the correct direction, and
what, if anything, should be constructed differently?

3.2.

Setpoint Reset Decision Context

Throughout the study, the emphasis will be placed on modulating PI controller
setpoints. It is important to emphasize that this is only one decision context, and
potentially other decision contexts will prove even more useful. With that said,
setpoint decisions are a good starting point for inquiry.
Integrating setpoint behavior is seen as a minimally intrusive approach to systems
integration of existing HVAC systems. Generally the integration of setpoints is
discussed at a supervisory level, but even in a distributed context they may be
effective. In the least, the method can also be developed for comparative purposes to
supervisory setpoint optimization methods.
With the setpoint decision context in place, the reference control case will only
possess a fan setpoint reset to mimic what is currently required in many building
codes, today. The opinion formulation model will then add setpoint considerations
to the control valve loop. The full decision process between three zone agents and
one AHU agent will permit setpoint modulation across the system, and tries to show
setpoint movement in reasonable directions.
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For reference, other possible contexts include actuator positions, modes of
operation, system shutdown, or even group loading requests/demands. These
various contexts are an anticipated next step in researching the decision process
and multi-agent HVAC control.

3.3.

Simulator Implementation/Reference Case

A simulation framework was desired that could model the operational control
aspects of a building without focusing on matching a specific building or system. It
was also necessary to leave flexibility for a variety of configurations that may be
necessary for simulating distributed control. MATLAB was chosen as the operating
environment because it sufficiently met these needs. It provided the right balance
between flexibility, appropriate libraries, and usability.
The simulator description is detailed in Chapter 4. The configuration matches the
HVAC system configuration described in Chapter 1. The output of Chapter 4 acts to
establish a reference point for the decision process work, but it is not directly
related to the actual decision process. The simulator can run independently of
anything related to the multi-agent decision process.
With that said, it was necessary to establish that the simulator performs adequately.
To do this, energy and mass balances were evaluated for a variety of zone loading
scenarios, altering both latent and sensible loading. In addition to some basic
physical parameters, the PI controllers needed to exhibit a reasonable behavior for
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building HVAC control. The following subsections will describe the method of
evaluation.

3.3.1.

Energy Balance Evaluation

The waterside and airside heat transfer across the coil will be evaluated and
compared to ensure an energy balance is achieved across the coil. Additionally, the
heat transfer of the coil will be compared to the steady state zone loading conditions
to ensure an airside energy balance is maintained throughout the system. Mass
balance compares the air leaving the zones, the air entering the zones, and the air in
the zones to ensure mass transfer is consistent.

3.3.2.

Control Response

Controller actuator response will be demonstrated for visual confirmation of
stability and appropriate response times, given the system assumptions. More
detailed analysis of the system dynamics were not determined for the associated
control responses.

3.4.

AHU Opinion Formulation Implementation

Chapter 5 details a proposed method for opinion formulation from within an agent.
It uses ideas and methods from probabilistic graphical modeling, namely Bayesian
networks and influence diagrams. The opinion formulation method will be run in
parallel to the simulator, receiving necessary sensor information and outputting
setpoint values for the PI controllers of the AHU agent.
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3.4.1.

Why A Probabilistic Graphical Modeling Approach

The choice to develop a probabilistic approach is a result of searching for theory
that natively accommodates uncertainty, providing an explicit mechanism for
addressing it. In addition, the choice was made due to the graphical language that
has been developed to compliment the mathematics and algorithms of probabilistic
modeling.
The exploration of this opinion formulation method does not prohibit other agents
in a system from using other methods. For instance, an agent may employ a simple
rule-based structure as the driver to its opinion formulation. Objective functions
developed for optimization are another source of opinion formulation that could be
useful.

3.4.2.

Feasibility of the Modeling Approach

The model will be implemented by only considering a small selection of the total
range of measurable events. Using this approach can reduce computational burden,
but it is not clear if the system can track the actual performance of the AHU by
implementing evidence into the model. As such, a key observation will be to view
the opinion formulation model’s estimation of parameters that it does not have
direct access to and must estimate. This some basic tracking will indicate necessary
potential to continue exploration of the concept.
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3.4.3.

Expected Utility Function Formulation

Functions developed in this work are intended to explore the use of unconventional
parameters for making setpoint changes. Part of the intent of the probabilistic
modeling approach is that it will provide information about parameters that are
typically not reasonably measured. The intent is to explore how some of these
parameters would be used in the opinion formulation process.
The final expected utility functions used for the study follow the satisficing context,
meaning there is a selectability and rejectability context for each set of considered
actions. The functions are developed through a mixture of analysis and
development-based modifications. The end goal is to produce a set of representative
expected utility functions and show that it is possible to achieve a generally desired
decision. It is not yet the goal to quantify in any specific terms a degree of
improvement.

3.5.

Decision Process Implementation

Lastly, in Chapter 6, the full decision process will be demonstrated. To ensure
correct operation of the graphical modeling algorithms, the system is simulated as a
single entity, but the agent elements only access their allowed sensory information
from the simulator. This means that each simulated agent still has a limited view of
the greater world, but the added agent infrastructure and asynchrony is not present.
This was intended to help maintain focus on the decision process development.
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During the decision process, the agents communicate their considered actions and
the associated preferences to those actions. In the simulated decision process, the
Bayes Net Toolbox is employed to simulate the agent interactions. In a true
distributed, multi-agent setting, the probabilistic algorithm will need to be
constructed for distributed use. This means, for instance, that agents would have
partial roles of the centralized probabilistic inference algorithm used.

3.5.1.

Agent Layout of the Decision Process

There will be an AHU agent and three zone agents. The zone agents want to keep
their assigned zones comfortable for occupants but also understand that it is not
desirable to condition a zone that is unoccupied. It will be assumed that the zones
have access to ambient intelligence technology that informs the agent about
occupant perceptions of comfort and occupancy levels.
The AHU agent is concerned with providing appropriate outputs to both its airside
and its waterside. The primary focus is on the supply air, but the parameters that
define the supply air conditions are separated between the fan controller and the
valve controller. This means the fan is responsible for creating mass flow conditions
and the valve is responsible for creating desired sensible and latent conditions. The
separation is done to parallel the tradition control system configuration, but this
sort of philosophy is up for consideration in future work.
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3.5.2.

Implementing an Action Procedure

The multi-agent system is constructed such that it will create a normal form game of
the decision scenario. This structure will be used to choose an appropriate action
profile for the agents. Nash equilibrium game theoretic solution concepts are the
desired action procedure, but other methods can be used as well. For the
demonstration a simple utilitarian social welfare function was used.

3.5.3.

Observing That Influence Is Propagated

At this point in the early development of the decision process, the primary objective
is to get a feel for how to structure the decision process and to observe that
appropriate influence is shared. To do this, a utilitarian social welfare function is
used as an action procedure for the method, and the resulting setpoint selection
from the AHU and the zones will be observed to determine if the influence and
decisions are trending in the right directions. It is not intended to identify and
quantify the best configuration of agent influence and action at this time.
Three decision cases will be used that match the loading profiles of the reference
simulation outputs and the AHU opinion formulation outputs. Zone perspectives
will be added to the process to influence the AHU.
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4. The Simulator
A simulator is used to demonstrate the multi-agent Decision Process. This chapter
details the simulator. There are four primary sections. First, a general description
and some motivating factors are given. The second section will detail the various
components that are modeled in the system. The details will include a narrative
description of the component models, important equations and algorithmic
descriptions pertinent to the models, and some performance and sizing data. Third,
the simulator algorithm will be discussed, providing an overview on how the
various components interact and how data is stored and accessed. Fourth, a
simulator control case is provided that mimics a conventional operating strategy.
The simulator control cases are meant to build confidence in the simulator. Energy
and mass balances for the system are demonstrated for a steady-state case and for a
dynamic case.

4.1.

General Description and Motivating Factors

The HVAC simulator is a platform that can be used in developing, evaluating, and
demonstrating novel control methods and strategies. It is a significant step above an
abstract problem. The choice of an HVAC simulator considers the intended audience,
and while the multi-agent decision process might be sufficiently demonstrated in
more abstract terms, the aim is to connect with a specific audience.
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4.1.1.

Choice of Platform

There are several reasons for creating the simulator rather than using one of the
currently available tools. EnergyPlus [87], alone, is not capable of enacting the
advanced control strategies that are being evaluated. The buildings library [88] that
is developed for the Modelica language is likely capable of the physical simulation,
but the simulation of the multi-agent interactions complicated the development
enough for other alternatives to be more attractive. MATLAB provided better
accessibility to tools that are used for the Bayesian network elements of the study,
so it is a strong candidate. MLE+ [89] might have been a suitable platform as it is in
Simulink, but we were not aware of it at the time of development. Simulink, also,
does not take advantage of the full capability of MATLAB, and so there are potential
hurdles with a Simulink-based approach. In all, MATLAB was a practical platform for
developing the decision process.
The other option would be to demonstrate the process in a real building, but since
the decision process is in a relatively early development phase, a building test case
is not appropriate. After all, the current focus is to flush out appropriate theory and
methods for a distributed, multi-agent decision process. The current objective is not
to deal with the challenges of implementation, which will need to be addressed in
the future.

4.1.2.

System Summary

The components that were selected are a portion of a real, complex system. They do,
however, encompass some of the subtle complexity of the general building control
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problem and do so in a context that is geared for the HVAC community. Keeping the
system compact and not incorporating additional air-handling units or the chiller
plant is meant to keep the focus on the primary purpose of this work.
The system is a multi-zoned, variable-air-volume system. This means that there are
multiple, independent thermal comfort zones that are each independently
controlled to maintain desired comfort conditions. A chilled water source provides
cooling. A variable frequency drive is used to modulate the speed of a fan that is
used to force air through the cooling coil and into ductwork that feeds the thermal
comfort zones. Outside ventilation air is not considered in this example, as it is
assumed to be on a separate system.
In this example, the air distribution is a single duct system, with electric reheat coils
placed inside of each of the VAV boxes that feeds the zones. It is assumed that
terminal reheat is used to manage over-cooling. As such, there is just a single chilled
water coil in the air-handling unit. The fan is modeled as a well-behaved, backwardblade centrifugal fan. The ventilation air component of the system is excluded, and it
is assumed that ventilation air is on a separate system feeding the zones, placing the
additional loading necessary to condition the outside air to be shifted into the zone
loading profiles. Decoupling the outside air component of the problem was a
simplifying measure and in the future can be added into the simulator.
Actuated devices modulate mass flow of the air and chilled water. Controlling the
mass flow in turn controls the energy transfer across the heat exchanger and the
energy removal from the zones. Each actuated device is on its own unique control
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loop. For HVAC applications, control loop sampling times vary for the different
actuated devices. A valve may sample on the order of every couple of seconds, while
a zone damper may be on the order of 30 seconds to a one-minute. The sampling
rates are can be varied in the simulator.
Time constants for a real system are generally considered to be on the order of
minutes rather than seconds. There are a few significant factors that cause this. One
prominent factor is that there is substantial thermal mass found throughout the
system, which delays the sensible change in the system. Another factor is related to
air mixing in the zone, if mixing is not perfect then the sensor location will impact
the rate at which a reported response occurs.
Both of these issues are substantially simplified in this simulator. By assuming there
is no thermal mass in the ductwork, a real source of thermal lag is removed. In the
zones, one simplifying assumption is that the total loading is temperature
independent, and thus any thermal lag due to mass is absorbed into the predefined
loading profiles. Likewise, it is assumed that air mixing is instantaneous and that
changes in air flow at the fan are instantly felt at the zones. In the future, these
simplifying assumptions can be removed to increase the problem complexity.
One intentional benefit of the simulation approach is that it does not seek to model
any particular piece of equipment. Rather, the goal is to create performance profiles
that are representative and easily modified to simulate different equipment and
configurations. With this approach, the focus is on the control process and not on
matching a specific system. Simulating a specific system will become more
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important as any given control approach, like the Decision Process, is developed and
refined.

Figure 6 VAV AHU System Simulator Schematic
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4.2.

Physical System Component Descriptions

A system schematic is shown in Figure 6 as a foundation to the component
descriptions found in this section. There are six primary calculation processes that
characterize the equipment and system performance. They are:







Water Flow via the Control Valve
Duct characterization
Fan flow and pressure output
Coil heat exchange
Conditioned air distribution to the various zones
Zone Loading

Along with the simulation of the physical conditions, control algorithms are
implemented separately. The inputs for control are physical conditions put into the
context of sensors. The control portion of the simulator will be described in the
Simulator algorithm section.

4.2.1.

Water Flow via the Control Valve Description

The chilled water control valve model is the mechanism that determines the water
mass flow rate through the chilled-water coil. There are three key inputs:




Valve Position;
Pressure drop between the supply and return mains; and
The in-series, loss coefficient of the coil piping and other associated piping
between the supply and return mains, which is held constant.

The valve position is established from either initialization or the controller output.
The pressure drop between the supply and return is pulled from the current timestep. The design pressure drop is 40,000 Pa.
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The waterside loss coefficient, for this study, is held constant at 7000. The
calculation assumes turbulent flow and that the interior surfaces of the water pipe
and tubing are not changing in a way that would alter the loss coefficient. The
output of the two-way control valve model is the mass flow rate of the water in

,

which is needed in the coil model.
Table 4 Inputs and outputs for the calculation of water flow through the control valve.

Inputs

Units
[

Valve Position

(

Outputs

Units

]

)

Control Valve Algorithm
The model first determines a valve flow coefficient,
position as a percentage of fully open, or

, based on the valve

, by using a regression curve based on

manufacturer-type data.
(1
The mass flow calculation then uses the resultant
√

value.
(2

, the specific gravity, is assumed 1, and the pressure-drop across the valve can be
quantified as
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(3

Where

is the loss coefficient of the coil tubing and other piping. After some

algebraic manipulation, the equation becomes
(4
√

4.2.2.

Ductwork Characterization

The ductwork in the system is segregated into distinct segments. There are main
duct and zone branch sections, as shown in Figure 6. The segments are defined by a
loss coefficient, which are held constant. By being constant, it is assumed that there
is fully turbulent flow and that the coefficient is constant in the turbulent flow
regime.
The totalized system characteristic at the fan is needed for the simulator. This
system characteristic can be determined by propagating the duct loss coefficients to
the fan. This is done by starting at the thermal comfort zone and working back to the
fan. There are three primary ways that the localized loss coefficients of the air
distribution system are combined. Segments may be linked in series, they may split
flow, and they may merge flow. For this simulation, only the series and flow split
linkages are used, and it is assumed that there are negligible losses at any junction
point.
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Series loss coefficients are additive. Flow split loss coefficients are handled similarly
to an electrical circuit that is in parallel. In other words:
(5

(

√

√

√

)

(6

Flow splits occur where the branch ductwork feeding individual zones feed off of
the main duct run.
For most of the ductwork no other detail is needed other than the loss coefficient.
The exception is when a sensor is found in a particular stretch of ductwork. In that
case, duct dimensionality is needed to determine the air velocity that is necessary
for calculating the dynamic pressure sensor at the point.
The Main duct segments and the zone branches of ductwork have constant loss
coefficients. The three VAV Box dampers have modulating loss coefficients. Their
minimum value is equated to fully open. These values are given in Table 5. In the
event of a flow merge, perhaps in a return duct, losses may be more substantial at
the junction point and thus more difficult to model. As a result, a return plenum is
currently employed to avoid the complication of flow merging. Figure 7 graphically
conveys the process used in the algorithm.
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Table 5 List of all the loss coefficients for the air distribution system at design
conditions.

Distribution Element
Main Duct 1 and Coil
Main Duct 2
Branch to Zone 1
Branch to Zone 2
Branch to Zone 3
Zone 1 VAV Damper (100% open)
Zone 2 & 3 VAV Damper (100% open)

Loss Coefficient
Value
40
10
224
176
176
54
43

In the event of a flow merge, perhaps in a return duct, losses may be more
substantial at the junction point and thus more difficult to model. As a result, a
return plenum is currently employed to avoid the complication of flow merging.
Figure 7 graphically conveys the process used in the algorithm.

Direction

Zone2

K2

+

+

1
1 2
+
)
𝑘𝑖 √𝑘𝑗

K1

Main Duct
Serving
Zones
2 and 3

Coefficient

+

VAV1

Main Duct
from Air
Handler
Merge

(

VAV2

Zone1

Merge Equation is

Loss

VAV3
Merge

Zone3

K3

of

+

Air
Handling
Unit

Direction of Airflow

Figure 7 A graphical representation of the loss coefficient calculation to determine
the system characteristic at the fan.
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4.2.3.

Fan flow and pressure output

The performance of the fan used in this study resembles a backward blade
centrifugal fan, which is a common choice in a VAV system such as this. The model is
based off of a curve that describes the fan performance at the design condition.
From there, the fan affinity laws are applied to describe the fan performance at
other RPMs. Equation ( 7 culminates the design performance and the affinity laws.
The model currently ignores any performance variation that may occur outside of
using the affinity laws. There is a minimum allowable RPM and flow for the fan to
prevent operation ranges that would result in any instabilities that occur at low
speed or flow. The minimum performance thresholds are 30% maximum flow
and/or 30% maximum RPM. Table 6 lists the inputs and outputs for the fan
component of the simulator.
Table 6 Inputs and outputs for the fan flow and pressure component

Inputs

Units
[

Ratio of

)

(

Units

]

(

( ̇

Outputs

̇

)

̇

)(

)

(7

Design parameters for the fan are listed in Table 7. The fan performance is
characterize by equation ( 7.
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Table 7 Design parameters used for the backward-blade, centrifugal fan

Design Parameter

Value

Speed

3000

Flow

2.83

Pressure

564.21

System Characteristic

70.202

Units

(

)

Flow and Pressure Calculations
To determine the actual flow rate, the maximum real root of the polynomial in ( 8 is
found. This relates the fan curve to the system characteristic,
total pressure,

, to solve for mass flow,

[

by way of the

.

(
̇

,

)
(

)

(

)

(8
]

The total pressure of the fan is then found by plugging the mass flow rate back into
equation ( 9, the system characteristic function.

(9
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Fan Energy
At this point, there is not quantity for energy usage applied to the simulation. The
intent is to make energy efficiency performance mappings that can be assessed for
the fan. The performance mapping can be created after the simulation is complete.
The flow and pressure profile of the fan is logged for the entire simulation and these
values can be used to determine fan power and efficiency for each time step.

4.2.4.

Chilled Water Coil

The chilled water coil model used in the simulator follows the method described by
[90]. In short, the model uses a finite difference method to calculate the input and
output conditions of each row of the cross-counter flow piping and employs some
detailed information about the coil properties to determine thermal properties.
The coil model is fairly detailed, requiring an array of physical parameters, which
include: Number of tubes, tube wall thickness, fin height, fin thickness, face surface
area, fines per row, fin material, tube material.
Table 8 Input and output parameters for the chilled water coil used in the simulator.

Inputs
Temp water in
M dot Water
Temp Return Air
Humidity Ratio Ret
Air

Units

Outputs
T water out

Units

T Air Out
Coil Temperature
profile
Humidity Ratio Air
Sup

M dot Air
Coil Row Temps

79

The model, as it stands, assumes well-mixed air, and calculates for a single tube run
and then expands that value to account for the total number of tubes in the coil.
Using the nomenclature from [90] the primary equations are:
(

)
(
(

̇ (

)
)

(
(

)
)
)
(
(

(
(

)
)

(

)
)
)

( 10

( 11

( 12

( 13
( 14

The coil model will first solve for completely dry conditions. To do so, equations (
10, ( 11, and ( 13 are used to directly solve for conditions of each row of the coil. The
coil rows are then evaluated to determine if the coil temperature is below the air
saturation temperature. Rows that are below are then solved as wet using equations
( 10, ( 12, and ( 14.

4.2.5.

VAV Boxes

The VAV Box model is based on damper authority. Damper authority, for this
simulator, is calculated over the branch duct from the zone back to the closest
junction. The damper authority at design conditions is assumed constant, provided
the ductwork does not change.
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A performance curve is defined for a given damper authority and associates damper
position to percent of design flow, as represented by equation ( 15. It is assumed
that design flow is reached when the damper is at 90% open.
With the relationship between position and percent flow, a second regression curve
relates the associated loss coefficient of the parallel vain damper by determining the
flow based on position at design conditions. With the derived flow profile based on
damper position, loss coefficients may be defined for each position based on the
flow and the branch pressure and using affinity laws. Currently a power curve
model is used until the damper is below 10% open where the flow regime is
assumed to break down.
Damper Data
Below is a reference data source for the percent design flow based on position at a
damper authority of 20% of the branch ductwork. Table 9 demonstrates the basic
data used to construct the regression curve.
Table 9 Raw data used to create damper flow curves for different damper authority
percentages.

damper authority=20%
damper position
(% open)
0
10
30
60
90

Flow
(% max)
0
13
40
76
100
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The regression model provides percent flow based on percent open. In other words,
in equation ( 15 represents percent open and percent flow,

, is the

output.

( 15
Table 10 provides a reference for the design parameters of the two VAV box sizes.
Zone 1 is sized differently than Zone 2 and Zone 3. Also included in Table 10 are the
power curve models used to determine the loss coefficient,

, based on damper

position.

Table 10 VAV box damper details

Variable Description
Zone 1
Loss coefficient per damper
-1.884
225158*pos
position
Zone Design Flow
0.933 kg/sec
Branch Design Pressure
48.782 Pa

4.2.6.

Zones 2 & 3
-1.884

176910*pos
0.933 kg/sec
38.328 Pa

Zones Loading Models

Zone modeling is achieved by creating a zone temperature independent loading
profile. This approach substantially simplifies the zone portion of the system. In the
future, more detailed zone models can be applied to capture more complexity.
The volumes of the zones are all the same at

. Total loading is prescribed in a

table and a sensible heat fraction is used to distinguish sensible and latent loading.
As mentioned, loading is decoupled from any other conditions or system response.
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It is also assumed that temperatures and air columns mix instantly, permitting a
zone-wide mass and energy balance to be sufficient for determining conditions.
Zone Energy and Mass Balances
The primary equations for determining the sensible and latent states of each zone
are described by equation ( 16 and ( 17.
( ̇

̇
(

)
)

(

̇
(

( 16

̇
(

)

)
)

( 17

̇
(

)
(

4.3.

)

System Simulation Description

The simulator is a recursive algorithm that cycles through the components
sequentially, establishing the state of variables at each time step. Figure 8 provides a
flow chart of the simulator. After the initiation, the loop cycles through all of the
components being used in the simulator. First the fan setpoint reset is determined.
The flow characteristics at the cooling coil of both the air and water are established.
After determining the flow regimes, the coil simulator runs and calculates the
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sensible and latent heat transfer. The new air mass conditions are then sent to the
zones where the zone mixing occurs.
Once the physical states are calculated, the controller algorithms are run to
determine the actuator states for the next time step. When the new actuator states
are determined, a final algorithm is called to update any of the state variables that
where not addressed in the component models, getting the system ready for its next
time step. Many of these are psychrometric conversions of similar properties.
The system simulator operates on a 1 second time step. Nearly all of the variables
used in the system simulator are stored in a database each time step, permitting
analysis of the system performance. This approach also permits the application of
post-simulation energy performance analysis when coupled with energy
performance mappings of relevant equipment like the fan motor and variable
frequency drive system.
Data from each of the simulator components is stored in a central database, named
dataStore. The data is logged to the appropriate variable name with each column
representing a specific time in the simulation. Other components access the
necessary information by calling the variable at the necessary time-step. Typically
the accessed data is either from the previous time step, the current time step, or the
next time step.
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Start Simulation

End Simulation

Initialize whole
system
Save Data File

For Time
<
Run Duration

False

True

Update Remaining States

Run Setpoint Trim and Respond
Algorithm

Run Zone Controllers Algorithm

Run Loss Coefficient Propagation
Algorithm

Run Valve Controller Algorithm

Run Water Flow Algorithm

Run VSD Controller Algorithm

Run Fan Algorithm

Run Zone Conditions Algorithm

Run Coil Algorithm

Run Duct Sensors Algorithm

Figure 8 Flowchart of the component-based simulator algorithm that simulates the
basic physical system of the simulator.
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4.3.1.

Proportional plus Integral Controller Algorithm

A PI controller algorithm is used on the different controllers. Since variables are in
the context of SI units and not in the context of voltages and currents the gaincoefficients are scaled differently from what may be typical. Automated Logic’s PI
algorithm from their PI microblock was mimicked. The equations for the
proportional term and integral term are as follows:
(

)
(

( 18
)

( 19
( 20
[66, pg 344]

An anti-integral windup algorithm is also used to limit the integral control signal to
a maximum or minimum value.

4.3.2.

Tuning the PI Controllers

A guess and check approach was used to tune the controllers in part because this is
likely the most frequently employed approach in buildings. Many buildings may not
have even been tuned at all, relying on factory installed gains or conventional
wisdom.
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Table 11 Gain and bias values for the different control loops
VAV Box
Controller
P gain
I gain
bias

4.4.

0.4
0.4/50
0.5

Fan Controller
0.001
0.001/5
0.5

Valve
Controller
0.1
0.1/50
0.5

Simulated Control Cases

Three different simulation cases will be used to demonstrate the simulator outputs.
First two steady-state cases will be used to establish some baselines. In particular,
the output will be evaluated to insure energy and mass balances are maintained
during the simulation. The third, dynamic case will shed some light on the controller
performance and will also be a scenario that is used to demonstrate the multi-agent
decision process in later chapters.

4.4.1.

Steady State Cases

The purpose of the steady state cases are to demonstrate energy and mass balances
and to show the degree of controller stability. Table 12 and Table 13 list the
parameters that are held constant during the simulations. The simulation runtime is
set for 2 hours, so there will be 7200 logged values for each parameter that are used
for the evaluation.
Initial Conditions are that all temperatures are at

and that there is no air or

water flow to start. Relative Humidity throughout the system is at 60%.
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Table 12 Moderate load, steady state case parameters

Parameter
Zone Load
Sensible Heat Fraction

Value
7
0.75

Zone Setpoint
Duct Pressure Setpoint
Supply Air Temperature Setpoint
Chilled Water input Temp
Delta P mains
Controller Sampling Time
Run Duration

23
80
13
7
40,000
1
2

Units
⁄

Table 13 Design load, steady state case parameters

Parameter
Zone Load
Sensible Heat Fraction

Value
10
0.85

Zone Setpoint
Duct Pressure Setpoint
Supply Air Temperature Setpoint
Chilled Water input Temp
Delta P mains
Controller Sampling Time
Run Duration

23
80
13
7
40,000
1
2

Units
⁄

Steady State Case Results
At equilibrium conditions, the average difference between the airside and waterside
heat transfer is approximately 0.1 kW. It took nearly half an hour to reach
equilibrium in the system. Temperature stabilized after about 2000 seconds and
relative humidity took over an hour to stabilize. The sum of mass flow through the
zones matches the airflow leaving the fan for the duration of the simulation.
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Figure 9 displays the broader picture of heat transfer for the airside, waterside, and
totalized zone loads. Figure 10 displays the actuator responses for the valve, fan
speed, and three VAV box dampers for the moderate loading case.
Controllers are assumed accurate to 1% of their total range. When the chilled water
valve controller modulates by 1% difference due to PI tuning, the effect on fluid flow
turns out to cause obvious error. The water flow modulates by 0.03 kg/s due to the
controller fluctuation of the controller, which at an approximate

change in

temperature across the coil causes the nearly 0.7 kW fluctuation in Figure 9.

Figure 9 Comparison of the magnitudes of heat transfer for the waterside and airside
of the heat exchanger and the total across the zones.
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Figure 10 Actuator response profiles for the 7 kW zone load steady state simulation

4.4.2.

Dynamic Case

For the dynamic case, many of the parameters held constant in the steady state case
are made to vary. Each parameter that is now modulated will be discussed below,
followed by a presentation of the system results.
Static Pressure Setpoint Reset
The algorithm is called every 5 minutes of simulated time. The basic approach is
based on damper position. If all dampers are at a position that is less than 90%
open, then drop the static air setpoint by 10 Pa. If any damper is greater than or
equal to 90% open, then the static air setpoint will increase by 10 Pa. Minimum
allowable setpoint is 50 Pa based on stability of the fan performance. The maximum
allowable setpoint is 175 Pa, which is to protect the ductwork and is slightly higher
than the design setpoint of 165 Pa.
90

Zone Loading
The total zone loads are each separately modulated. Since they are independent of
any other system responses or states, they are predefined. Figure 11 presents the
total loads for each zone graphically. Equations ( 21, ( 22, and ( 23 represent the
sensible heat fractions applied to zones 1-3, respectively. It is also shown in Figure
12 to highlight the disparity between Zones 1 and 3 and Zone 2, which impacts
system performance.

Figure 11 Zone load profiles for the dynamic case
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Figure 12 Graphic of the sensible heat fractions applied to each zone.

(

)

( 21

(

)

( 22

(

)

( 23

Chilled Water Input Conditions
The chilled water modulates in both temperature and pressure across the supply
and return mains in the Dynamic Case. The temperature is characterized by
equation ( 24 and ranges between 6.5

and 7.5

. The pressure difference is

defined by equation ( 25 and ranges between 37,000 Pa and 43,000 Pa.
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Dynamic Case Results
Figure 13 displays the temperature profiles for the dynamic simulation. It is clear
that Zone 1 loses control of the temperature. Zones 2 and 3 maintain temperature
relatively well. Adding in the relative humidity picture for the zones, Figure 14,
indicates that Zone 2 becomes humid, which corresponds to the low SHF that is
imposed on it from Figure 12.
Zone 1 loses control due to its early climb in loading that exceeds original design
intent for the zone and because the latent loading on the coil is still substantial due
to the heavy latent load of Zone 2. These factors add to cause the unacceptable
temperature rise. For additional perspective on the situation, the actuation ratios
are displayed in Figure 15. This shows the ratio of actuator state in comparison to
its maximum.
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Figure 13 Zone temperature profiles for the dynamic case simulation.

Figure 14 Relative Humidity in each zone for the dynamic case simulation
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Figure 15 Actuator response profiles throughout the dynamic case simulation
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5. Formulating Opinion and Individual Decisions
In this chapter, an approach is given to modeling HVAC equipment and arrives at
expected utility characterizations. The model was developed using algorithms and
structures from Bayesian Networks, influence diagrams, and general probabilistic
graphical modeling. The intent is to make a single model structure that can be used
for a variety of online control decision contexts in a system and to eventually learn
and adapt to changes in the system.
Chapter 2 introduced the fundamental concepts to the equipment modeling
approach, pulling heavily from Koller and Friedman’s [11] description of the field of
probabilistic graphical modeling. Balancing computational complexity and
informational quality is a focus of the method outlined below. The goal for online
control decisions is to not necessarily represent the system in a truly probabilistic
context, but rather the point is to reasonably package information in a way to help
make an acceptable and desired control action while leveraging tools that emerged
from probability theory.

5.1.

Terminology

Before getting into the description of the method via an example, some key terms
and ideas will be reviewed.
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Relating to control, the term online control is used to describe functions that are
conducted while the system is up and running, as opposed to offline control where
tasks are performed in a less time-sensitive fashion.

5.1.1.

Variables and Node Types

There are several types of variables and nodes that will be mentioned when
discussing Bayesian networks and influence diagrams. Random variables are simply
variables that at any given time can take on any allowable value. That is not to say
that the values are taken on at random though. Action variables are used in the
influence diagram structure and generally define a set of actions by which one may
be chosen. Expected utility nodes contain information that relates a set of actions, a
set of possible outcomes, and the level of desirableness to each outcome given a
particular action. In this example, utility is in the context of Stilring’s satisficing
game. This means there is a selectability and rejectability utility for any decision.
Selectability in the context of HVAC control is concerned with comfort and
environmental quality. Rejectability is concerned with energy efficiency and
equipment performance.
In the probabilistic graphical models, like a Bayesian network, there are nodes that
are not used to supply evidence or to query for probabilities. These nodes are
generally referred to as hidden nodes. Hidden nodes serve a variety of purposes,
from improving the overall model predictions and they can reduce computational
burden in some instances. Also for a Bayesian network or influence diagram, it is
useful to delineate between causes and effects. To do this, causal and diagnostic will
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represent the cause and effect sides, respectively. In a physical sense, causal nodes
represent incoming conditions and the diagnostic nodes represent outgoing
conditions. Dynamic Bayesian networks and nodes rely on previous states of the
model to draw the current structure. When discussing the direction of influence it is
common to call the node receiving the influence a child node. The nodes that provide
information, or the influence, are generally referred to as the parent nodes.

5.1.2.

Probability Distribution Representations

The child nodes will contain a probabilistic representation that relates the
likelihood of its own measured events to those of its parents measured events. In
this work a tabular structure is employed to describe these relationships, and this
structure is referred to as a conditional probability distribution (CPD). These
distributions and variables are all discrete. In reality, it may be more natural to
define physical parameters at continuous probability density function, but for now
and given certain algorithmic restriction, these continuous ranges are broken into
discrete sets of a finite number of values. Deterministic conditions apply a
probability of 1 to a given measured event.

5.1.3.

Considered Events

A considered event is similar to a measured event discussed in Chapter 2, but the
new terminology is used to describe a reduced selection of the possible event space
in order to make a decision. The idea will be discussed further below.
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5.2.

Computational Complexity and Informational Quality

For the current decision process, variables are discretized. This is done despite the
fact that many variables in the building control problem are more appropriately
characterized as continuous. The choice to do so is largely due to constraints
between moving back and forth between discrete and continuous variables within
the algorithms that will be used to propagate information.
There are some issues with dealing with a continuous reality using discretized
information. If the discretization is too sparse, then informational quality becomes
insufficient. With poor informational quality, it is speculated that the system will
likely behave poorly. On the other hand, too many discretized considerations will
become too computationally demanding for the types of equipment that the
software would reside in.

5.2.1.

Dynamic Sets of Considered Events and CPDs

The approach outlined adds a new component to the structures outlined for
Bayesian Networks. In essence, the set of measurable events, , for a random
variable,

, is now dynamic and relabeled as a considered event,

. The considered

event set is determined from a model that evaluates the considered event sets,

,

of its parents. With a dynamic set of considered events, the CPD for each random
variable must also become dynamic, and a simple method is offered to adjust the
CPD based on the current set of considered events for the child and its parents.
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To convey the idea, Figure 16 shows an example of the process. A child node has two
parents and it must determine its range of considered events and it CPD over
and its own set,

. In this example the child represents the random variable,

absolute enthalpy rate, and the two parents represent the random variables of
temperature and mass flow of water.
The enthalpy rate node has a model that relates the flow and temperature of the
liquid to give likely range of enthalpy rate values to comprise its set of considered
events. The Enthalpy Rate CPD is then determined by taking the difference of

and

to the model output for each parent combination of the multi-dimension set of

.

𝐻̇ 𝑝𝑎𝑟𝑒𝑛𝑡𝑠
𝐶𝑝 𝑇
𝐶𝑝
𝑘𝐽 (𝑘𝑔 𝐾)
𝐻̇ 𝑚𝑖𝑛
𝐶𝑝 𝑇𝑚𝑖𝑛
𝐻̇ 𝑚𝑎𝑥
𝐶𝑝 𝑇𝑚𝑎𝑥

T

ṁ

𝑚𝑖𝑛
𝑚𝑎𝑥

Evenly space between max and
min values.
CPD Derivation:

Enthalpy
Rate

𝐻̇ 𝑝𝑎𝑟𝑒𝑛𝑡𝑠 𝑐𝑜𝑚𝑏𝑖𝑛𝑎𝑡𝑖𝑜𝑛𝑠 𝐻̇ 𝑐 𝑖𝑙𝑑 𝑣𝑎𝑙𝑢𝑒𝑠
𝐶 𝑖𝑙𝑑 𝑉𝑎𝑙𝑢𝑒 𝑆𝑝𝑎𝑐𝑖𝑛𝑔 𝑆𝑖𝑧𝑒
Values between 0:1 are assigned
probabilities
between
1:0
respectively

Figure 16 Model-based choice reduction example.

5.2.2.

Propagating CPDs

In creating a set of considered events, the child nodes possess a general function
that is evaluated at the parents’ extremes in order to define the range of values that
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the child will consider. With the range of values, the child node then creates a set of
considered events by equally spacing a predefined number of intervals in between
its extremes. These values that the child creates will not necessarily match the exact
values that a random combination of parent values would produce if they were
evaluated using the general function of the child.
Using the considered events functions, each parent value combination is evaluated
using the general equation. This matrix is compared to the discrete considered
events that compose the child node. If the difference of the parent combination
value matrix and a particular considered event is less than the magnitude of the
node spacing, then that node will have a conditional probability associated to that
parent combination, equivalent to the distance ratio of the considered event and the
parent combination value. For instance, if the two values are identical leading to a
difference of 0, then the probability is set to 1 for that particular combination of the
parent values and the considered event. If the difference is greater than the
magnitude of the considered event spacing then that particular combination of
parents and considered events set to zero.
In general it is not helpful to make any node equal to zero unless because the
mathematic underpinnings would be forced to ignore those possibilities. To deal
with this, a small value of 0.0001 is added to each node, and the whole CPD is
renormalized appropriately.
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5.3.

The Method via an AHU Example

The example described below models the air-handling unit used in the simulator
described in Chapter 3. The model is used to for the online control of two actuated
devices, the two-way control valve and the fan speed via a variable frequency drive.
The method works through the considered events and CPD calculation and then the
Bayes Net Toolbox developed by Murphy [86] to determine joint distributions and
marginal distributions for desired variables. In the model, there are multiple hidden
random variable nodes that are not observed nor are they used to make a control
decision. These hidden nodes exist to reduce computation and potentially aid the
learning and adapting capabilities of the system in the future. The Junction Tree
Engine in the Bayes Net Toolbox [86] is the primary method that is used because of
its acceptance of distribution-based evidence in addition to deterministic evidence.

5.3.1.

Bayesian Model structure

The influence diagram structure is designed to contain a Bayesian network
underlayment with the action and expected utility nodes being inserted without
disrupting the BN flow. Figure 17 is the directed, acyclic graph (DAG) of the
network. The structure is modeled in a causal fashion following the path of mass
flow on either side of the heat exchanger. Sensors on the incoming fluid streams are
considered causal, and sensors on the outgoing fluid streams are considered the
diagnostic variables. The causal variables are modeled to not have parents.
The model takes some cues from the heat exchanger effectiveness approach for
modeling the heat exchange across the coil. The random variable for effectiveness is
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a dynamic Bayesian network node. It relies on the previous time step for its
considered set and distribution.

Figure 17 Bayesian network underlayment of the influence diagram structure. Dotted
lines surrounding two variables indicate that both variables are either sending or
receiving influence, which depends on the direction of the arrow that connects to the
dotted line.

5.3.2.

Variable Node List

Table 14 lists the variables that make up the AHU model. Included are the ID and
units. The IDs will be used throughout this chapter in discussing the method.
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Table 14 A list of the variables included in the AHU ID example

Variable Name

ID

Units

Variable Name
Maximum heat
transfer

Water Temp In
Pressure
difference of
supply and return
water mains
Current Valve
position
Mass flow rate of
water
Incoming Enthalpy
rate of water
Water Capacitance
Rate
Maximum delta
Temperature
between air and
water
System
Characteristic

Estimated Heat
Transfer
Return Air
Temperature
Return Air Relative
Humidity
Return Air
Humidity Ratio

-

̇
̇

(

)

Mass Flow of Air

5.3.3.

Units
̇

Heat transfer
Effectiveness

Fan Speed

Outgoing Water
Enthalpy Rate
Outgoing Water
Temperature
Coil Sensible Heat
Fraction

ID

̇

̇

Return Air Sensible
Enthalpy Rate
̇

Return Air Latent
Enthalpy Rate
Supply Air Sensible
Enthalpy Rate
Supply Air Latent
Enthalpy Rate
Supply Air
Temperature
Supply Air
Humidity Ratio
̇

%

̇
̇

-

Action Node List

In the model, there are two action nodes being considered. They represent a
discrete set of possible setpoints for their respective control variable. Table 15 lists
the variables including the ID which will be used throughout the chapter and units.
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Table 15 Action nodes of the AHU model

Variable Name
Supply Air Setpoint
Static Duct
Setpoint

5.3.4.

ID

Units

Pressure

EU Node List

There are four primary expected utility nodes in this example. Two for each of the
action nodes. Since this example is developed to plug into a satisficing conditional
game, the utilities are classified as selectability and rejectability expected utilities
and are graphically displayed in Figure 18 The action and expected utility nodes
overlaid onto the basic Bayesian Network structure.. It is intended for selectability
nodes to express utility in the context of comfort conditions, and it is intended for
rejectability nodes to express utility in the context of energy. Table 16 lists the
different utility functions and their associated identifiers that will be used in this
work.
Table 16 Expected Utility nodes in the AHU model

Variable Name
Valve Selectability Expected
Utility
Based on
Fan Selectability Expected
Utility
Based on
&

ID

Variable Name and Basis
Valve Rejectability Expected
Utility
Based on

ID

Fan Rejectability Expected
Utility
Based on
&

105

Figure 18 The action and expected utility nodes overlaid onto the basic Bayesian
Network structure.

5.3.5.

Description of Considered Event Models

Each node creates a set of considered events that will be used for each cycle that it is
called. The models and algorithmic structure used to create these sets of considered
events will be called a considered events function.
The values for the model are propagated, starting with the causal sensors. These are
the sensors that measure input conditions to the physical system. The value ranges
for the causal sensors are determined based on the measured value and the
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associated accuracy and precision of the sensor. A suspected sensor fault might be
included into the distribution, in future versions.
The states that the sensors represent influence other variable nodes in the model.
These child nodes quantify their own set of considered values by applying their
parent values to a simple model or rule set. In this study, minimum and maximum
values are calculated and then a set of considered values are established between
the two extremes with equal spacing. A description for each of the variable nodes in
the influence diagram from Figure 17 is given below. Table 17 lists some common
properties that will be assumed constant.
Table 17 Properties of water and air used in various model calculations.

Parameter
Specific Heat Capacity of Air

ID

Value
1.006

Specific Heat Capacity of Water Vapor

1.84

Latent Heat of Vaporization of Water
Vapor
Specific Heat Capacity of Water

2450

Units

4.2

These first variables are all characterized as sensors for this study. Some of which
translate to a true sensor and others are representations of information that the
control would receive from an external source. Table 18 is a summary of the
probability distributions that are used for the different sensors.
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Table 18 Probability distributions supplied for the considered events of the causal
nodes.

Variable ID

)
Probability Distribution (
0.01 0.02 0.02 0.05 0.4 0.4 0.05 0.02 0.01
0.02 0.08 0.2 0.4 0.2 0.08 0.02
0.05 0.2 0.5 0.2 0.05
0.01 0.02 0.05 0.1 0.19 0.28 0.19 0.1 0.05 0.02 0.01
0.02 0.08 0.2 0.4 0.2 0.08 0.02
0.01 0.02 0.04 0.18 0.5 0.18 0.04 0.02 0.01
0.05 0.02 0.5 0.2 0.05

Delta Pressure Between Supply and Return Water Mains (causal sensors)
The pressure difference between the two water mains is treated as a sensor reading.
The considered events function range is between +/- 1% of the reported pressure
difference with Pascal units, and there are 10 discretized intervals of equal spacing.
The probability distribution in Table 18 is used, moving left-to-right from minimum
to maximum.
Fan Speed (causal information)
The fan speed node is treated as a sensor. The considered events functions for the
fan speed takes the reported value from the simulator and applies a +/- 0.5% error
to establish the range being considered. This value in the model is represented as a
ratio of the maximum RPM, and thus it is in the range between 0 and 1, inclusive.
The probability distribution in Table 18 is used, moving left-to-right from minimum
to maximum.
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Return Air Relative Humidity (causal sensors)
The relative humidity of the return air,

, is treated as a sensor, and the range of

the considered event set is +/- 3% from the reading value. There are 5 discrete
considered events in the set and the probability distribution is listed in Table 18.
System Characteristic (causal information)
The system characteristic for the ductwork,

, is treated as a sensor reading,

which is not really viable in reality. In light of this, the values range is +/- 10% of the
reported value, spaced evenly over 11 discrete events. In addition, the probability
distribution in Table 18 is more flat than some of the other sensors.
Return Air Temperature (causal sensors)
The return air temperature,

, is treated as a sensor with +/- 0.5 degree range in

values. The distribution is spread evenly across 7 considered events. The probability
distribution is listed in Table 18.
Incoming Water Temperature (causal sensors)
The incoming water temperature,

, is represented as a sensor with a +/- 0.5

degree error. The range spans 9 equally spaced intervals to make the considered
event set. The probability distribution prescribed to the sensor is listed in Table 18.
Valve Position (causal information)
The valve position,

, is considered a sensor reading and spans a range of +/-

0.5% of the full range. There are 5 evenly spaced events that compose the
considered event set. The probability distribution is listed in Table 18.
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Water Capacitance Rate (hidden node)
The thermal capacitance rate is of the chilled water, entering the cooling coil. The
considered events are derived from the product of the water mass flow rate, ̇
and the specific heat capacity of water,

,

, which is shown in equation ( 26.

The range is directly proportional to the maximum and minimum ̇

values,

and there are 11 discretized intervals of equal spacing.
̇

The CPD for ̇

( 26

̇

is determined using the CPD propagation method outlined

above. In this special case, the distribution aligns with the ̇

values since it is

the only parent variable.
As an aside, it is generally understood that when using the heat exchanger
effectiveness method for modeling a coil that the capacitance rate is taken from the
medium with the lowest thermal capacitance rate. For this case, it is assumed that
water will be the limiting factor given the likelihood of a phase change occurring on
the airside of the heat exchange.
Maximum Temperature Difference Across the Heat Exchanger (hidden node)
The

between the two heat exchanger mediums is equivalent to their incoming

temperatures. The considered events function is
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( 27

The maximum value is derived from

and

, and the minimum value

is derived from the converse. There are 11 discretized intervals of equal spacing.
The CPD for

is determined using the CPD propagation method outlined above.

Supply Air Humidity Ratio (hidden node)
The supply air humidity ratio,

, is determined by evaluating the parent nodes:

supply air latent absolute enthalpy rate, supply air temperature, and air mass flow
rate. The general equation is
̇
̇
The

( 28

(

value is derived from the ̇

)
,

, and ̇

.

uses

the converse of its parent nodes. The considered value set is evenly spaced between
11 intervals, and the CPD is determined using the CPD propagation method outlined
above.
Absolute Enthalpy Rates (hidden nodes)
The enthalpy rate nodes are all considered absolute rather than specific since the
mass flow rates are used to determine their values. These hidden nodes are used to
condense information. The enthalpy rate nodes effectively combine temperature
and mass flow information. Each of the enthalpy rate nodes have 11 equally spaced
considered events. The CPD for all of the absolute enthalpy nodes in this model are
determined using the CPD propagation method outlined above.
111

Sensible and Latent Return Air
The sensible and latent absolute enthalpy rate nodes are taken from the
psychrometric relationship relating specific enthalpy to temperature and the
humidity ratio. For the sensible absolute enthalpy rate of the return air the
considered values are determined from the parent nodes of ̇

and

by the

general equation
̇

( 29

̇

The latent absolute enthalpy rate of the return air has ̇

,

, and

as parent

nodes and is then
̇
̇

(

( 30

)

Sensible and Latent Supply Air
The ̇

is derived from the return air absolute sensible enthalpy rate, ̇

expected heat transfer, ̇

, and the sensible heat fraction,

, the

. The general

equation is
̇

̇

(

̇

is derived from ̇
̇

is from the opposite extremes.

,

̇

, and ̇

)

( 31

, and conversely
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Similarly the latent equation for the supply air is
̇

̇

)

((

̇

( 32

)

Waterside Enthalpy Rates
The incoming waterside absolute enthalpy rate is derived from its parent nodes,
̇

and

. The general equation is
̇

( 33

̇

The outgoing waterside absolute enthalpy rate has ̇

and ̇

as parent

nodes and is determined by
̇

̇
̇

( 34

Air-side Mass Flow Rate
The airside mass flow rate is a relatively involved considered event function in that
maximum real roots of polynomials must be found. The parents to this node are the
fan speed,

, and the predicted system characteristic,

. The node relies on

a regression-based curve that relates the mass flow and total system pressure given
a particular fan speed. The manufacturer could either embed this sort of model or it
could be input based off of available performance data.
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The function then must find the maximum positive root of the polynomial equation
equating the system characteristic and the fan curve. In this case the general
function is to solve for the maximum real root of the following polynomial:
The polynomial terms for the mass flow equation are

̇

[

]

( 35

There are 11 evenly spaced intervals throughout the range of flow rates determined.
The ̇

value corresponds to

and

. The minimum flow

corresponds to the opposite. The CPD is determined using the CPD propagation
method outlined above.
Waterside Mass Flow Rate (hidden node)
The waterside mass flow is has a two-step process to for derivation. The parents are
valve position and

. It is assumed that the loss coefficient of the coil,

, is

relatively static and internally stored. In the long run it will be useful to make the
coil loss coefficient a variable in the model as it is an important indicator of fouling
in the water-side of the coil
The considered events functions first determine the

, based on manufacture

data. For now, the data is the same as that used in the physical simulation, making it
a perfect match.
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( 36

The

is now entered into the following function to obtain the relevant

predictions.
( 37

√

There are 11 evenly spaced intervals throughout the range of flow rates determined.
The CPD is determined using the CPD propagation method outlined above.
Maximum Heat Exchange (hidden node)
The considered events function for the maximum heat exchange, ̇
product of its two parent nodes, water thermal capacitance rate, ̇
maximum temperature difference
̇
̇

, is the
, and the

. The general equation is
̇

is derived from ̇

( 38

and

. The minimum values are

similarly related. There are 11 evenly spaced intervals comprising the set of
considered events. The CPD is determined using the CPD propagation method
outlined above.
Expected Heat Transfer Rate (hidden node)
The considered events function for ̇
exchange, ̇

is the product of the maximum heat

, and the heat exchanger effectiveness, . The general equation is
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̇
The range of ̇

̇

( 39

is determined by evaluating the product of both maximum

parent events and both minimum parent events together. The considered events set
is comprised of 11 equally space values. The CPD is determined using the CPD
propagation method outlined above.
Effectiveness (Dynamic BN node)
The heat exchanger effectiveness node takes on some properties of a dynamic
Bayesian network [86] in that it is considered events and probability distribution
are influenced by the previous time step. To update the variable probability
distribution, a measured

and

value is inserted into the model,

and that evidence affects the current probability distribution, shifting to account for
the evidence. This new distribution and current considered value set are passed on
to the next time step where a new considered value set it derived by evaluating the
mean and the standard deviation of the previous time step. The considered values
are a uniformly spaced set that ranges up to one standard deviation on either side of
the mean value. There are constraints made to the considered events set such that
the range cannot be less than 0.05 and the considered events must stay within the
range of [0:1].
The CPD for the current time step is then made to be uniformly probably across the
new set of considered states until the model is updated with new and relevant
evidence.
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Coil Airside Sensible Heat Ratio (Dynamic BN node)
The coil airside sensible heat ratio,

, is also represented as a dynamic

Bayesian network node. The considered events of the node are centered on the
mean and spaced to the range of one standard deviation from the previous model
instantiation. In addition there is a constraint on the smallest range that the
considered event set can take. For

, the minimum range must be 0.05 or

greater. The considered events are evenly spaced over 25 discrete points. The
probability distribution of the node is updated by adding a value for the
into the model as evidence. The updated probability distribution is then passed into
the next instantiation of the model to dictate the considered event set. The next time
step will then start with the new considered events having equal probability.
Supply Air Temperature (diagnostic node)
The supply air temperature,

, is derived from two parent nodes. The parent

nodes are the sensible supply air absolute enthalpy rate, ̇
rate of the air, ̇
of dry air,

, and the mass flow

. The general equation also uses the noted specific heat capacity

, leading to the following equation
̇

( 40

̇
To find the maximum considered event for the supply air temperature, ̇
̇

and

are used in equation ( 40. The minimum supply air temperature uses the

converse. The range is evenly distributed over 11 discrete event states, and the CPD
is determined using the CPD propagation method outlined above.
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Outgoing Water Temperature (diagnostic node)
The outgoing water temperature,

, considered events are derived from its

parent nodes, which are the absolute enthalpy rate for the outgoing water, ̇
and the water mass flow rate, ̇

,

. The general equation is
̇

( 41

̇
The maximum temperature is found by evaluating ̇

and ̇

. The

opposite is true for finding the minimum temperature. The considered event set is
composed of 11 discrete events spaced evenly between the determined range. The
CPD is determined using the CPD propagation method outlined above.
Return Air Humidity Ratio
The considered events for the return air humidity ratio are derived from the return
air relative humidity,

, and the return air temperature,

. The parent nodes

are first applied to determin a partial pressure of the water vapor using the
Psychrometric function relating relative humidity and temperature to the humidity
ratio [92].
C8 = -5.8002206E+03;
C9 = 1.3914993E+00;
C10 = -4.8640239E-02;
C11 = 4.1764768E-05;
C12 = -1.4452093E-08;
C13 = 6.5459673E+00;
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(

+

+

+

2

+

+

(

))

( 42

( 43

Where

is the return air temperature in Kelvin units. There are 11 evenly

spaced events that compose the considered event set. The CPD is determined using
the CPD propagation method outlined above.

5.3.6.

Action Nodes

There are two action nodes in this example. The first covers a range of possible
setpoints for the supply air temperature, which are necessary for the PI controller of
the 2-way chilled water control valve. The second action node spans the range of
possible setpoints for the static air pressure sensor in the ductwork that is used in
the PI controller that modulates fan speed. Their respective values are listed in
Table 19.
Table 19 The values contained in each of the two action nodes in the example AHU
model.

Node

Values
12.5, 13, 13.5, 14, 14.5, 15, 16, 17, 18
50, 60, 70, 80, 90, 100, 110, 120, 130, 140, 150, 160, 170

119

5.3.7.

Expected Utility Functions

The purpose of the expected utility functions that are used in this demonstration is
to highlight how different and sometimes conflicting objectives within a piece of
equipment may be handled. In this example, the expected utilities are being
established for the satisficing game structure defined by Stirling [10]. As such, there
is a selectability and a rejectability utility node for each action profile.
The AHU demonstration model is responsible for the control of the valve position
and for the fan speed. The expected utility functions will be used to choose the
setpoints for two conventional PI controllers that are responsible for modulating
the actuated devices.
Selectability Expected Utility (SEU) for the Valve Setpoint Decision
The valve setpoint selectability expected utility node is generally uneventful in that
it is designed to hold the supply air humidity ratio at a desired point around
because that value corresponds to a 50% relative humidity at
common controlled zone conditions. In the event that there is an expectation for
dryer air, then the expected utility function is designed to give equal consideration
to the various setpoint options. It is not designed to be decisive though, rather it will
keep its options open and hold at
If considered event for

otherwise.

> 0.00925 then setpoint of 12.5 receives 1.5 utility and

setpoint of 13 receives 1.8. All other setpoints receive 0. If Considered event for
< 0.00925 then all setpoints receive a utility of 1. The associated probabilities to
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the considered events are then applied to each corresponding utility value, and the
total set of utilities is normalized to sum to 1.
Rejectability Expected Utility (REU) for the Valve Setpoint Decision
The rejectability for the valve setpoint is in place to try and reject setpoints that risk
unacceptably high or low

readings. The idea is that information about

desired water temperature ranges have been communicated by another device or
system, perhaps the chilled water plant. This communicated information is used in
the expected utility node.
If the

, then the current setpoint and higher setpoints are

equally rejectable. If the

, then the current setpoint and

lower setpoints are equally rejectable. If the

is within an acceptable, all

setpoints are equally rejectable.
Selectability Expected Utility for the Fan Setpoint Decision
The function driving the Fan SEU, in essence, relates an assumed best setpoint for
the considered event set of the system characteristic variable. A model is used to
relate system characteristic to static pressure setpoints. It is:
( 44

Each of the considered

values are applied to the function and they are

compared to the possible setpoints. The minimum value is given the highest utility
by equation ( 45. The associated probability for the

considered event is then
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plugged into the set of utilities, and the group is summed and normalized to add to
1.
( 45

As an aside, there are instances where the use of a predicted system characteristic
would not be necessary. For instance if flow and/or pressure are measured shortly
after the fan, then a selectability expected utility function could be used instead.
Rejectability Expected Utility for the Fan Setpoint Decision
The Fan Rejectability is concerned with hitting efficient operating points. To do this,
it is assumed that basic performance data regarding the fan efficiency is provided or
identified. This information is generally available from the manufacturer. It is not
assumed that the information is incredibly accurate, but rather that it is a starting
point for other intelligent features to eventually learn upon.
The considered events of, ̇

, and the updated distribution, after evidence are sent

to the Rejectability node. This information is used to determine a guess of the best
fan speed for the given mass flow rate, which in this case is defined by

̇

( 46

The suggested RPM is then evaluated for an associated setpoint value using the
polynomial function in ( 47.
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( 47

The

value is rounded to the integer which corresponds to the

least rejectable setpoint value. Each possible setpoint is associated with a
rejectability distribution. Note that this method relies on a static set of setpoint
values.
The rejectability profiles are listed in Table 20. These utility profiles must then be
normalized to sum to 1 per profile.
Table 20 Fan Rejectability profiles corresponding to each setpoint being least
rejectable.

Setpoint
50
60
70
80
90
100
110
120
130
140
150
160
170

5.4.

Values
.1 2 4 8 10 10 10 10 10 10 8 7 5
2 .1 2 5 8 10 10 10 10 8 8 7 6
4 2 .1 2 4 6 7 8 8 8 8 6 6
2 4 2 .1 2 4 5 6 7 7 7 7 7
1 2 4 2 .1 2 4 5 6 6 6 6 6
1 1 2 4 2 .1 2 4 4 5 5 5 5
1 1 1 2 4 2 .1 2 4 4 4 4 4
1 1 1 1 2 4 2 .1 2 4 4 4 4
1 1 1 1 1 2 4 2 .1 2 4 4 4
1 1 1 1 1 1 2 4 2 .1 2 4 4
1 1 1 1 1 1 1 2 4 2 .1 2 4
1 1 1 1 1 1 1 1 2 4 2 .1 2
1 1 1 1 1 1 1 1 1 2 4 2 .1

Demonstration of the Method

Heading into the model it is assumed that causal sensor readings have been made
and the information about accuracy and precision is known and applied to create a
prior distribution for each sensor. To initiate the considered event creation, the
causal sensors will establish their considered events and local probability
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distributions from the initial reading and processing. From there, the child nodes of
those variables can begin populating their own considered value sets and CPDs. This
process must occur in some form, each time the model is instantiated to accurately
represent the current state of the environment.
When all of the temporary structure is in place, any expected utility control
operations that are not enhanced by additional evidence may commence. Typically,
there will be some added evidence to the model from sensors on the diagnostic side
of the model. In this model, the supply air temperature sensor and an outgoing
water temperature are diagnostic variables. The added evidence will alter the joint
distributions of the variables in the model. In particular, they are necessary to
update both the heat exchanger effectiveness variable and the coil’s sensible heat
fraction variable.
After any evidence is applied, any remaining expected utility functions can be
engaged. For instance, the selectability expected utility of the 2-way valve is invoked
after evidence since the supply air temperature sensor reading enhances the supply
air humidity ratio variable node.
To demonstrate the method, the three zone loading scenarios from Chapter 3 will be
used. First is the case of constant 21 kW load with higher latent loading conveyed by
a 75% sensible heat fraction (SHF). Second, a constant 30 kW load with moderate
latent loading of 85% SHF will be shown, and lastly the dynamic case from Chapter
3 is used to demonstrate the output under varying conditions. In the dynamic case,
the setpoint resets are driven by the expected utility functions in the AHU ID model.
124

5.4.1.

Case 1—21kW Load and 75% SHF

Two figures demonstrate the performance of the Bayesian Network component of
the AHU ID model. Figure 19 shows the airside heat transfer at the coil and the mean
predicted heat transfer output of the model, which is run every 30 seconds after
running more frequently during the first few minutes of simulated time. Figure 20
shows the model output of the average

predicted by the coil model. The

actual SHF for the airside of the coil should match the SHF for the zone loading
which is a constant 0.75.

Figure 19 The actual airside heat transfer compared to the AHU ID model predictions
taken every 30 seconds.
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Figure 20 The predicted sensible heat fraction of the airside heat transfer at the coil.
The actual zone SHF is a constant 0.75.

Overall, the expected heat transfer tracks the actual values but it is relatively noisy.
The

is consistently below the actual SHF for the zones, which means them

model predicts a larger latent load. The reason for this will be made more apparent
in the figures for the dynamic case.

5.4.2.

Case 2—30 kW Load and 85% SHF

Case 2 is used to demonstrate the same parameters from Case 1 to help verify that
the AHU model performance is consistent. As such, Figure 21 demonstrates the
same information as Figure 19, except at the 30 kW load applied in this example.
Figure 22, like Figure 20 tracks below the actual SHF of the zone loading. Both
figures show that the model is not instantaneous at reaching equilibrium.
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Figure 21 The actual airside heat transfer compared to the AHU ID model predictions
taken every 30 seconds.

Figure 22 The predicted sensible heat fraction of the airside heat transfer at the coil.
The actual zone SHF is a constant 0.85.

5.4.3.

Case 3—Dynamic Loading Case

The Dynamic Loading Case is used to demonstrate the model performance in a
dynamic setting, and it is used to demonstrate the expected utility nodes as setpoint
reset mechanisms, comparing their performance to the dynamic case in Chapter 3.
Additionally, data to help explain the over-estimation of latent loading is provided.
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Internal Performance of the Model
Figure 23 and Figure 24 are the loading and SHF profiles for the AHU model
dynamic loading case. The profiles are the same as those for the dynamic case in
Chapter 3. Two items to note are that Zone 1 has a high total load and Zone 2 has a
high latent load throughout much of the simulation.
Figure 25 shows that the AHU model, again, tracks the airside heat transfer but is
considerably noisier. Within the figure it is worth noting that there are instances
where the noise appears to stop and the model’s points follow a very clear path,
only to become noisy again.
Figure 26 demonstrates how the model tracks the SHF of the zone loading. It is not
smooth and still remains below the actual value throughout much of the simulation.
The bias can in part be explained by Figure 27. In this, it is apparent that the AHU
model over-predicts the supply air humidity ratio nearly half of the time. When
evidence is used to update the

probability distribution, errors like the one

shown can limit the overall ability to update.
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Figure 23 The zone total thermal loading profiles used for the dynamic case. These
loads are assumed to be temperature independent.

Figure 24 The Sensible Heat Fractions for each zone in the dynamic case. This is the
fraction of the total load that is purely sensible heat.
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Figure 25 The actual airside heat transfer compared to the AHU model predictions
taken every 30 seconds.

Figure 26 The predicted sensible heat fraction of the airside heat transfer at the coil
is compared to the combined sensible heat fraction of the three zones.
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Figure 27 A comparison of the supply air humidity ratio versus the mean prediction
of the model made every 30 seconds.

Performance of the Model for Setpoint Reset
The setpoint reset strategy in the AHU model differs from the trim and respondbased approach of chapter 4. One difference is that the trim and respond approach
is impacted by a single zone whereas the method in the AHU model’s expected
utility functions lumps the zones together. The impact of these differing methods is
apparent in Figure 28 where the expected utility approach maintains a lower
setpoint, which is a result of two zones not being completely open.
This difference in setpoint results in additional stability in two zones while causing
the Zone 1 to become even hotter, as can be seen in Figure 29. In comparison to
Figure 14 of Chapter 4, Figure 30 shows that relative humidity stability is improved
in each zone as well. Lastly, Figure 31 demonstrates the actuator profiles.
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Figure 28 A comparison of the setpoint reset outputs for the Trim-Respond type
approach of Chapter 3 and the Expected Utility approach from the AHU model. Both
reset methods are invoked every 5 minutes in the simulation.

Figure 29 The zone temperature profiles for the AHU model’s dynamic loading case,
in which the setpoint resets are made by evaluating the expected utility functions
within the AHU model.
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Figure 30 The zone relative humidity profiles for the AHU model’s dynamic loading
case, in which the setpoint resets are made by evaluating the expected utility
functions within the AHU model.

Figure 31 The actuator profiles for the AHU model’s dynamic loading case, in which
the setpoint resets are made by evaluating the expected utility functions within the
AHU model.
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6. Making decisions
In multi-agent systems, it can be challenging to engineer a method of agent
discourse that results in the desired actions. This difficulty is compounded in an
environment where there are potentially many different developers of the agents in
a system. In building control, it is quite common to have several different vendors’
equipment in a single building, and for these systems to cooperate in an integrated
fashion, a clear method must be established for agent interaction and decisions. This
chapter explores a generalizable method to facilitate a broad range of multi-agent
control decisions.
Figure 32 is a graphical representation of the various steps of the decision process.
Some of the key elements are highlighted and indicate a general order of operation.
The process can be categorized into three general phases. The first involves
individual agents characterizing their options in the context of utility. Influence
diagram-like structures are one method used in this work. Second the agents utilize
a graphical network structure that allows them to receive information and
propagate influence in creating a payoff matrix, pulling from the ideas of Stirling
[10]. Thirdly, the payoff matrix is evaluated, identifying appropriate action profiles
to act upon.
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Figure 32 The stages of the decision process.

This chapter focuses on the second and third phases of the process. To facilitate the
discussion, the process will be described by conveying the multi-zone VAV example
from Chapter 3 as a multi-agent system. The agent organizational structure will be
discussed for use in a setpoint decision scenario. The structures that compose that
process are then detailed. Methods for action selection, including the Nash
equilibrium and social welfare, are discussed. Lastly, simulation results from a social
welfare action selection method are used to demonstrate the performance.

6.1.

Process Description

There are a variety of potential methods for initiating the decision process. This
could be a direct request from an agent or time intervals are two methods. When the
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agents involved have agreed to the decision process they will identify from a
memory source what agents they will interact with and how. After the proper
network structure is accessed, the agents will each employ their own, individual
methods to characterize their preference into context specific utility profiles.
Agents will pass their preferences on to the appropriate child nodes (other agents).
The child agents will receive the information, process the information, and update
their preferences. The child nodes then send on their updated preferences to any
nodes that may be waiting to receive the information.
When preferences have passed throughout the network, the agents will assess their
own preference for the satisficing condition. The agents must also communicate
their influenced preferences with the other agents. From here, the method of acting
can be handled in a variety of ways.
One approach could have each agent carry out the rest of the decision process
individually. The other approach could have a single agent carry out the process up
to the point of acting for the whole group, sending the satisficing set of action
profiles to the various agents. With the satisficing set of action profiles in hand, an
agreed upon method for action selection can be employed.

6.2.

The Decision Method via the AHU Example

The example problem is decomposed into four primary agents. The basic idea is that
agents are mapped onto components that are sold as a unit. In this case, the air-
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handling unit is sold as a single assembly that includes the chilled water control
valve, cooling coil, fan, and variable frequency drive. The air-handling unit agent is
responsible for modulating fan speed and the chilled-water control valve. Any
external sensors are linked accordingly to associated equipment. There is one agent
for each of the three zones, which in this example means that the agents control VAV
boxes serving the zones.
The network structure, shown in Figure 33, resembles a load-based control
strategy; meaning conditions in the zones drive other control decisions. The
selectability and rejectability of the zone agents are independent, or myopically
categorical as defined in Stirling’s text [10]. The zones influence both devices in the
air-handling unit agent.
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Figure 33 Praxeic network of the multizone VAV example

The selectability of the zone agents corresponds to the preferred temperature range
of the occupants of that zone, weighting utility across the considered range. The
rejectability for the zones relates to the likelihood that the zone is occupied. Both of
these concepts are of interest within the ambient intelligence community, and as
such, it is assumed that ambient intelligence mechanisms are used to determine the
preferences of the zones.
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The selectability of the valve is influenced by the selectability of the zone agents.
That is to say, the supply air temperature setpoint is influenced by the temperature
preference of the occupants. If the occupants do not prefer cold temperatures, then
the supply air temperature can be influenced to show warmer temperatures as
more preferable.
The selectability of the fan is influenced by the rejectability of the zone agents. In
this case, the goal is to reduce the fan setpoint if it is less likely for occupants to be
present.
The rejectability of the valve is influenced by the fan’s influenced selectability and
by the fan’s rejectability profiles. Since the valve does not have any direct
implications to energy, it is accepting of those notions from the fan agent. If the
chiller plant and primary distribution pumps were involved in the study, then the
valve rejectability would be influenced by their preferences as well.

6.2.1.

Categorical Agent Preference

If the agent is not influenced, then the utility node it is deemed to be categorical.
These nodes do not have any arrows coming into them on the graph. In this
example, the zone agents’ selectability and rejectability are both categorical. The
Fan’s rejectability is also categorical.

6.2.2.

Paths of Influence

The arrows in Figure 33 indicate the direction of influence. They follow the standard
conventions of a directed, acyclic graph (DAG). In other words the arrows are a
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graphical representation of the agent communication channels for the decision
process. They also convey which agent should receive information versus which
agent provides information.

6.2.3.

Encapsulated Influence Node

Figure 34 The elements of the encapsulated influence node that is used to handle
influenced in the praxeic network.

The encapsulated influence node builds upon the ideas in [11]. The standard
implication of this node is that the parents send their information to the receiving
(child) agent, and within the encapsulated structure lies a small, standardized
network structure that includes the independent preference of the child agent, a
conditional utility distribution, and a degree of influence node. The output of the
encapsulated influence node is an updated preference of the child that carries an
identical dimensionality to the child agent’s independent preference profile.
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For this approach, agents must formulate an opinion before receiving influence from
other agents. The structure of the encapsulated influence node provides a formal
structure by which an agent evaluates its own preference in conjunction to those
that influence it. This approach is a tangible method to implementing the influence
that Stirling discusses.
Uninfluenced Utility
The uninfluenced utility is simply the agent’s preference that is developed without
any external influence. The agent may request external information in creating this
preference, but that information is not the preferences of other agents. It could
include external sources like weather data or maybe utility rates.
Conditional Utility Distribution (CUD) Node
The conditional utility distribution node formats the incoming preference
appropriately. In practice, an n-dimensional matrix is formed and acts as the
conditional utility distribution. It has dimensions equivalent to the number of
parents plus the agent itself. This node is marginalized down to the agent’s option
set and the marginalized distribution is sent to the degree of influence node.
In this example, the conditional utility distributions are created by assigning a
deterministic perspective to the possible preferences of the incoming parents. That
is to say, if parent 1 has a selectability utility for being on or being off, the CUD
would evaluate the deterministic preference of on being completely selectable or off
being completely selectable.
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Table 21 Simple example of the CUD highlighting the deterministic perspective
towards parent preference.

On=1
Off=1

Option 1
.25
.66

Option 2
.75
.34

Rejectability is more difficult to classify in terms of extremes. The most rejectable
outcome, in practice, is not up for consideration in the first place. There are
potentially ways to make a more sophisticated CUD that accounts for the shape of
the rejectability profile or even for options that are not rejectable. In this study, the
deterministic approach was used with an assumption that the rejectability profiles
are smooth and that there is only one maximum. In this way, the agent can make
assumptions about rejectability without considering magnitudes in the CUD.
Degree of Influence Node (DoI)
The degree of influence node acts to create a distribution that weights the influence
of the parent agents in regards to the child’s uninfluenced utility. In this case, both of
the incoming profiles are sets that span the range of options being considered by the
child. They are the uninfluenced utility profile and the CUD profile marginalized to
the set of child’s options. Table 22 provides an example of how the DoI Nodes
handled the preference from the Child and the output from the CUD.
Table 22 An example of the DoI Node tabular distribution. In this case the child's
preference is weighted at a ratio of 2:1 when compared to the CUD output.

Weighting 1:2 (CUD:child)
CUD option1, Option 1
CUD option 2, option1
CUD option 1, Option 2
CUD option 2, option 2

Option 1
1
2/3
1/3
0

Option 2
0
1/3
2/3
1
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Influenced Output
The output of the encapsulated influence node will be preference distribution across
the child node’s options that accounts for the parents influence. The output of the
DoI node is the output.

6.2.4.

Zone Setpoints Profiles

Table 23 details the possible setpoints that each of the zones may select. A
temperature of 23

is the design point and is most often the setpoint of choice. The

other setpoints are available to handle a variety of potential conditions while in a
cooling mode of operation.
Table 23 Possible zone setpoints for the decision process being demonstrated.

Name

6.2.5.

Values
22, 22.5, 23, 23.5, 24, 24.5, 25, 25.5, 26

Selectability Expected Utility (SEU) for Individual Zones

As a simplifying measure to this study, the zones are assumed to have ambient
intelligence technology that creates the SEU profile for the Zone. In this example, the
SEU is based on what the occupants are reportedly experiencing. To simplify the
decision parameters the zone SEU profiles are constant for a given simulation. In
other words, the occupants consistently report a specified conditions, regardless of
the conditions in the space. Table 24 demonstrates the utility profiles used in the
various simulation runs.
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Table 24 Predefined Zone Selectability Expected Utility Distributions for three
different occupant preferences.

Condition
No complaints
Too Cold
Too Hot

6.2.6.

Zone SEU Distribution
(lowest SP to Highest SP)
0, 0.3, 0.4, 0.3, 0.00, 0.00, 0.00, 0.00, 0.00
0, .05, 0.1, 0.2, 0.4, 0.2, 0.05, 0.00, 0.00
0.4, 0.3, 0.3, 0.00, 0.00, 0.00, 0.00, 0.00, 0.00

Rejectability Expected Utility for Individual Zones

Zone REU is based on the likelihood that the zone will be occupied. As the likelihood
of occupancy drops, the rejectability of colder zone temperatures increases. This,
like the Zone SEU, is predetermined before the simulation, assuming there is some
ambient intelligence technology driving the predictions of occupancy. Table 25
shows the rejectability profiles used for the different occupancy predictions of the
simulations.
Table 25 Predefined Zone Rejectability Expected Utility distributions for three
different predicted occupancy profiles.

Condition
Possibly Unoccupied
Partially Occupied
Likely Occupied

6.2.7.

Zone REU Distribution
(lowest SP to Highest SP)
1/5 1/5 1/5 1/5 1/5 0 0 0 0
Zn1R = 1/5, 1/5, 1/5, 1/5, 1/5, 0, 0, 0, 0
Zn2R = 1/5, 1/5, 1/5, 1/15, 1/15, 1/15, 1/15, 1/15, 1/15
Zn3R = 0, 0, 0, 0, 1/6, 1/4, 1/4, 1/6, 1/6
0 0 0 0 1/6 1/4 1/4 1/6 1/6

Fan Selectability EIN Details

The fan selectability encapsulated influence node brings in the influence of the three
zone rejectability profiles. The node receives the parent information into the
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conditional utility distribution, and this distribution is then compared to the
uninfluenced preference of the fan to produce an output.
Conditional Utility Distribution
The CUD of this node is a multidimensional matrix that combines is derived from the
possibility of which zone preferences are most rejectable with the assumption that
the specific rejection of a possible setpoint would result in a unique fan preference
ordering. For example, Table 26 demonstrates the influence of a single zone on the
fan’s preference if a specific zone setpoint is completely rejectable. Note that there
are 13 values for each considered setpoint of the zone. This corresponds to the
number of fan setpoints under consideration.
The actual CUD matrix is a normalized product of the zone influence profile of Table
26. The dimensional ordering of the matrix is Zone 1, Zone 2, Zone 3, CUD elements.
The CUD elements correspond to the setpoint values that the fan is considering.
Degree of Influence
The degree of influence node in the Fan’s Selectability EIN has three dimensions
with each dimension containing the number of possible setpoints for the fan. These
elements correspond to the Fan’s uninfluenced selectability, the marginalized CUD,
and the DoI dimensions. The DoI matrix is composed of a comparison of the two
parents, were they to identify a single value as most selectable. The weighting of
elements inside the matrix is taken from a weighted average of the two parents. In
this case the weighting is 1:3 in favor of the uninfluenced Fan Selectability node. A
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distribution is applied, based on one standard deviation of the two parents,
assuming incorporating the weighting factor.
Table 26 The individual influence of a zone if it selects a single setpoint as absolutely
rejectable.

Hypothetically Rejected
Zone Setpoint ( )

Resulting CUD preference ranking
0, 0, 0, 0, 0, 0.2, 0.2, 0.2, 0.2, 0.2, 0, 0, 0

22

0, 0, 0, 0, 0, 0.2, 0.2, 0.2, 0.2, 0.2, 0, 0, 0

22.5

0, 0, 0, 0, 0.2, 0.2, 0.2, 0.2, 0.2, 0, 0, 0, 0

23

0, 0, 0, 0, 0.2, 0.2, 0.2, 0.2, 0.2, 0, 0, 0, 0

23.5

0, 0, 0, 0, 0.2, 0.2, 0.2, 0.2, 0.2, 0, 0, 0, 0

24
24.5
25
25.5
26

6.2.8.

0, 0, 1/30, 1/30, 1/20, 1/20, 1/15, 1/5.2174, 1/5.2174,
1/5.2174, 1/5.2174, 0, 0
0, 0, 0, 1/30, 1/30, 1/20, 1/20, 1/15, 1/5.2174,
1/5.2174, 1/5.2174, 1/5.2174, 0
0, 0, 0, 0, 1/30, 1/30, 1/20, 1/20, 1/15, 1/5.2174,
1/5.2174, 1/5.2174, 1/5.2174
0, 0, 0, 0, 1/30, 1/30, 1/20, 1/20, 1/15, 1/5.2174,
1/5.2174, 1/5.2174, 1/5.2174

Valve Selectability EIN Details

The valve selectability encapsulated influence node is responsible for handling the
influence of the three zone selectability profiles to the valve setpoint considerations.
Conditional Utility Distribution
The CUD of this node has a dimensionality corresponding to the three zones and the
CUD itself, which has the same number of nodes as the uninfluenced valve
selectability. Similarly to the fan selectability CUD, the zone influence profiles are
the same for each zone and are combined to for the CUD matrix. Opposite of the fan
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selectability CUD, the zones are now hypothetically selecting a single setpoint. Table
27 demonstrates the profile of influence provided by a single zone. The ultimate
CUD is a product of this profile applied to each zone and divided by three to
normalize the values correctly.
Table 27 The valve selectability CUD profiles corresponding to a single zone.

Hypothetically selected
Zone Setpoint ( )
22
22.5
23
23.5
24
24.5
25
25.5
26

Resulting CUD preference ranking
0.95, 0.05, 0, 0, 0, 0, 0, 0, 0
0.65, 0.35, 0, 0, 0, 0, 0, 0, 0
0.5, 0.5, 0, 0, 0, 0, 0, 0, 0
0.2, 0.5, 0.3, 0, 0, 0, 0, 0, 0
0.1, 0.4, 0.5, 0, 0, 0, 0, 0, 0
0, 0.3, 0.5, 0.2, 0, 0, 0, 0, 0
0, 0.2, 0.4, 0.3, 0.1, 0, 0, 0, 0
0 0.1, 0.2, 0.3, 0.3, 0.1, 0, 0, 0
0, 0, 0.1, 0.2, 0.3, 0.3, 0.1, 0, 0

Degree of Influence
For the valve selectability degree of influence the ratio of influence is weighted
towards the CUD at a 3:1 ratio. The matrix distribution is, like the fan selectability
DoI, spread across one standard deviation of the weighted average between the CUD
and uninfluenced valve selectability.

6.2.9.

Valve Rejectability EIN Details

The valve rejectability encapsulated influence node draws influence from both
perspectives of the fan; its selectability and rejectability.
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Conditional Utility Distribution
In this case the matrix is a 13X13X9 element matrix. The influence imparted by the
two fan perspectives is a product of their individual influence profiles. These
profiles could be weighted if the designer wanted one perspective to be more
influential than the other.
Degree of Influence
The valve rejectability degree of influence node weights the interaction of the CUD
and the uninfluenced utility 2:1 in favor of the CUD. This gives more weight to the
influence of the fan preferences than to the uninfluenced valve rejectability. Based
off of the mean, a distribution spanning one standard deviation of the weighted
average is created with the mean receiving the most utility.
Table 28 The valve rejectability CUD profiles corresponding to the fan selectability.

Hypothetically Selected
Fan Setpoint (Pa)
50
60
70
80
90
100
110
120
130
140
150
160
170

Resulting CUD preference ranking
1/4 1/4 1/4 1/4 0.00 0.00 0.00 0.00 0.00
1/4 1/4 1/4 1/4 0.00 0.00 0.00 0.00 0.00
1/5 1/5 1/5 1/5 1/5 0.00 0.00 0.00 0.00
1/6 1/6 1/6 1/6 1/6 1/6 0.00 0.00 0.00
1/7 1/7 1/7 1/7 1/7 1/7 1/7 0.00 0.00
1/9 1/9 1/9 1/9 1/9 1/9 1/9 1/9 1/9
1/9 1/9 1/9 1/9 1/9 1/9 1/9 1/9 1/9
1/9 1/9 1/9 1/9 1/9 1/9 1/9 1/9 1/9
0.00 0.00 1/7 1/7 1/7 1/7 1/7 1/7 1/7
0.00 0.00 0.00 1/6 1/6 1/6 1/6 1/6 1/6
0.00 0.00 0.00 0.00 1/5 1/5 1/5 1/5 1/5
0.00 0.00 0.00 0.00 0.00 1/4 1/4 1/4 1/4
0.00 0.00 0.00 0.00 0.00 1/4 1/4 1/4 1/4
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Table 29 The valve rejectability CUD profile corresponding to the fan rejectability.

Hypothetically Rejected
Fan Setpoint (Pa)
50
60
70
80
90
100
110
120
130
140
150
160
170

6.2.10.

Resulting CUD preference ranking
0.00 0.00 0.00 1/6 1/6 1/6 1/6 1/6 1/6
0.00 0.00 0.00 1/6 1/6 1/6 1/6 1/6 1/6
0.00 0.00 0.00 1/6 1/6 1/6 1/6 1/6 1/6
0.00 0.00 0.00 1/6 1/6 1/6 1/6 1/6 1/6
0.00 0.00 1/7 1/7 1/7 1/7 1/7 1/7 1/7
1/9 1/9 1/9 1/9 1/9 1/9 1/9 1/9 1/9
1/9 1/9 1/9 1/9 1/9 1/9 1/9 1/9 1/9
1/8 1/8 1/8 1/8 1/8 1/8 1/8 1/8 0.00
1/7 1/7 1/7 1/7 1/7 1/7 1/7 0.00 0.00
1/6 1/6 1/6 1/6 1/6 1/6 0.00 0.00 0.00
1/6 1/6 1/6 1/6 1/6 1/6 0.00 0.00 0.00
1/6 1/6 1/6 1/6 1/6 1/6 0.00 0.00 0.00
1/6 1/6 1/6 1/6 1/6 1/6 0.00 0.00 0.00

Creating the Satisficing Set

After the agent utility functions have been applied via the inference propagation
algorithm of the BNT Toolbox, the agents can begin evaluating the sets of
preference.
The Joint Satisficing Set
The joint distributions of selectability and of rejectability must be calculated.
Depending on which inference engine is used from the BNT Toolbox joint
distributions can be calculated. For instance, in this example, the variable
elimination inference engine is used. The joint selectability profile is determined by
creating a marginal distribution that spans all of the appropriate selectability nodes.
In other words, the rejectability nodes are factored out of the total joint distribution.
can create a joint distribution of nodes that are dependent upon each other
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The joint selectability and rejectability distributions are then evaluated for the
satisficing requirement with a boldness factor of 1 being applied to the joint
rejectability. As a reminder, the satisficing requirement shown in equation ( 48.
Where

and

are corresponding elements in the multidimensional joint matrices.
( 48

In Stirling’s definition, the inequality is , but it was strengthened in this example.
The comparison results in a Boolean matrix where satisficing elements are true and
non-satisficing elements are false.
The Satisficing Rectangle
To ensure that each agent has a say in its own action, a matrix of individually
satisficing states is also created. Each agent evaluates its own set of options for
being satisficing. In other words, the agents evaluate their personal selectability and
rejectability sets for the stringent satisficing requirement of equation ( 48. Again,
satisficing options assigned a value of 1 and options that do not meet the
requirement are assigned the value of 0. When an agent is influenced, the influenced
utility profile culminating at the Degree of Influence node is evaluated. With each
agent having evaluated its own options, a Cartesian product is taken, combining
each agent’s options to form a matrix of identical dimensionality to the joint
satisficing matrix. Stirling calls this the satisficing rectangle. Any action profile
within this rectangle that is equal to 1 is considered to be individually satisficing.
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The Satisficing Set
To finally arrive at the satisficing set, the Joint Satisficing Set and the Satisficing
Rectangle are compared. The action profile is satisficing if both matrices equal 1 for
the particular action profile.
These satisficing profiles are populated by either the categorical utility distributions
or the influenced utility distributions of the associated agents, which creates a
normal form game structure that may be sparsely populated by non-zero action
profiles. This leads to the final phase of the decision process, which is to choose a
specific action.

6.2.11.

Acting

The original intent of this study was to employ the algorithms used to find Nash
equilibriums to be the final process towards acting. The implications of a Nash
equilibrium are attractive as a social norm that agents may adhere to in their
actions. In the example cases, however, the algorithms did not successfully result in
a useful action mechanism. Possible issues are discussed in the final chapter, and
instead, a simple social welfare-type function was used to isolate a single action
profile from the satisficing set by which the agents would act.
A normal form game structure is still utilized, built from the satisficing set. Utility
values of each agent in the game structure are composed of their individual,
influenced selectability and rejectability utilities evaluated for each setpoint value.
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Having arrived at the point of a satisficing matrix of agent utilities across different
action profiles, the agents still need to select a single profile upon which to act. The
method of action for the demonstration cases is to sum the agent utilities of each
satisficing action profile and to act upon the maximum argument, as defined in
equation ( 49.
( 49

∑ ( )

6.3.

Demonstration Cases

For the example case, the four agents are decide upon their setpoint values every
five minutes using the conditional game structure outlined above. The primary
objective, at this point, is to establish that influence can indeed be propagated using
this method. The three recurring cases built upon to demonstrate the decision
process.
The primary difference in this set of demonstrations is that two new zone-related
concepts are introduced. One concept quantifies the degree of occupant comfort,
and the other concept quantifies the likelihood of occupancy. These added concepts
inform the zone selectability and rejectability profiles respectively. To demonstrate
the different example cases, the setpoint selection profiles will be shown.
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6.3.1.

Case 1—21 kW and 75% SHF

This case is used to observe how the decision process responds at a moderate
loading profile. In this scenario the setpoint decisions are demonstrated for three
scenarios:


Comfortable and Occupied



Comfortable and Half Occupied



Cold and Half Occupied

The pressure across the chilled water mains is a constant 40.000 Pa, and the
incoming chilled water temperature is a constant 7

.

Results
The zone setpoints for the two comfortable scenarios are 23
scenario the setpoints move up to 24

, but for the cold

. The fan setpoints are shown in Figure 35.

The fan setpoint also responds in the correct direction when the load is dropped
down to 12 kW. The valve related supply air temperature setpoints (Figure 36) are
relatively static at 13

, with the setpoint only temporarily increasing for the cold

scenario.
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Figure 35 Fan setpoints for the 21 kW and 75% SHF decision process and for a single
12 kW case.

Figure 36 Supply air temperature setpoints for the 21 kW and 75% SHF decision
process and for a 12 kW scenario.
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6.3.2.

Case 2—30 kW and 85% SHF

Three scenarios are compared at a near-design load on the system. The scenarios
are:


Comfortable and Occupied



Comfortable and Unoccupied



Hot and Occupied

The pressure across the chilled water mains is a constant 40,000 Pa, and the
incoming chilled water temperature is a constant 7

.

Results
The zone setpoints for the two scenarios where the zones are reportedly
comfortable hold at 23

. When the zones are deemed too hot, the zone

temperature setpoints drop down to 22

. The fan setpoints, in Figure 37, are

relatively similar with the average for the unoccupied scenario being lower that the
other two and the average of the hot scenario being higher. A more substantial
result arises from the supply air temperature setpoint in Figure 38. There, the hot
scenario results in a supply air temperature of 12.5

for much of the simulation,

where the zone preferences clearly influence the control valves decision.
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Figure 37 Fan setpoints for the 30 kW and 85% SHF decision process.

Figure 38 Supply air temperature setpoints for the 30 kW and 85% SHF decision
process
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6.3.3.

Case 3—Dynamic Loading Case

Four scenarios are shown for the dynamic loading case. The first three follow the
same theme of the first two cases. The four scenarios are:


Comfortable and Occupied



Comfortable and Unoccupied



Zone1 Hot and Occupied



Comfortable and Occupied with stronger preference towards efficiency

The fourth scenario changes the boldness factor of the satisficing condition for the
fan. The fourth scenario demonstrates how individual agents can prioritize
selectability versus rejectability internally without impacting the shared
information.
Results
For the first two scenarios, the Zone temperature setpoints are a constant 23
the third scenario, the Zone 1 setpoint drops down to 22
at 23

. In

while the others remain

. The fan setpoints, like the 30 kW case, are held relatively close together.

There is an early drop that responds to the lower load early in the simulation. Figure
40 shows that for the case where only one zone is reportedly hot, the supply air
setpoint is still responsive and drops down to 12.5

.
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Figure 39 Fan setpoints for the Dynamic case decision process.

Figure 40 Supply air temperature setpoints for the Dynamic case decision process.
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As previously seen, the Dynamic case loses control of Zone 1 temperatures due to
the loading profiles. Figure 41 demonstrates the Zone 1 temperatures for the first
three scenarios. In general, the third scenario improves upon the results of Chapter
5.

Figure 41 Demonstration of the Zone 1 Temperature for the first three scenarios of
the Dynamic case decision process.

All of the demonstrations have focused on leaving the internal structures of the
agents untouched. There are, however, opportunities to make these internals more
dynamic. For instance, during the satisficing evaluation procedure, the boldness
factor can be modified to increase or decrease the emphasis on energy efficiency.
Figure 42 changes the fan’s boldness factor from q=1 to q=2, and it can be seen that
the fan setpoint actually increases, which in this instance improves thermal comfort
in zone 1 as well.
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Figure 42 Fan Setpoints for the Dynamic case decision process with the fourth
scenario included.
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7. Concluding Discussion
In this work, the foundations of a multi-agent decision process have been explored
and described. The decision process was implemented in simulation as the
culmination of three phases of work. First, a simulation environment was developed
that accommodated a representative multi-agent problem and associated theory to
the decision process. Second, an approach to individual agent opinion formulation
was developed, described, and evaluated for basic feasibility in an operational
control setting. Last, a setpoint decision process between an AHU agent and three
thermal comfort zone agents was implemented to explore and describe the steps
taken to realize this initial simulated implementation.

7.1.

Findings and Contributions

An important contribution of this work rests in its synthesis. The primary point of
inquiry was to explore and describe specific decision process method. The purpose
was to develop the foundation and assess if it is worth developing further. Given
that the overall method was successfully implemented in the simulation
environment and produced outcomes that were responsive to the conditions of the
different simulation scenarios, it is concluded that the decision process and opinion
formulation methods should move forward in their development.
A number of more specific findings and observations precipitated from this study as
well. Each of the three phases of exploration and development resulted in useful
outcomes. These outcomes are described below.
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7.1.1.

Simulator/Reference Case

In the simulator development, the system characteristic propagation approach
outlined in section 4.2.2 simplified the computation required to characterize the
system at a given time step. It is believed that flow merges can be accommodated by
the approach with additional work. The method may be useful for a variety of
simulation settings. For instance, this approach does not require detailed
initialization parameters to solve for the system. This approach removes the
dependence on an algebraic loop.
The valve flow characterization approach in section 4.2.1 is not frequently discussed
when describing system simulation, but it may help with simulated evaluation of
different valve options for a system. This method starts from basic valve
performance information and determines flow as a result. The approach may not be
as useful if the pressure drop between mains is altered significantly by the valve in
question, as it assumes the return pressure is given.
Lastly the overall simulator approach may be appropriate for integrating with
physical controllers for simulated building control research. The actual physical
controller likely limits simulation runtime in this context, and thus simulation
environments can employ slower but simpler computational methods that result in
less simulation issues. That is the approach of this method.
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7.1.2.

Opinion Formulation

The AHU agent simulation has the probabilistic graphical modeling-based opinion
formulation driving its preferences. This method was explored in Chapter 5. In all,
there have been no issues that render the approach useless. Conversely the system
demonstrated value for making setpoint decisions that were influenced by several
variables, some of which are not directly measured.
The probabilistic foundation from which the approach has emerged provides the
opportunity to explicitly and consistently deal with many points of uncertainty in a
building control system. This, of course, was a focal point of inquiry in this work.
The approach was also responsive to a broad range of operating conditions, which
was another focal point.
The considered event approach can be improved to tighten the range of considered
events in the middle of the range while still maintaining information on the
extremes of its possible range. The approach used in this work is not sufficient
without additional refining.
The expected utility functions will be discussed in the next section, but it was found
that Stirling’s concept of rejectability was difficult to work within the context of
energy efficiency in HVAC control. This is because the most egregious conditions of
energy efficiency are general not highly ranked on the selectability side, as such
usefulness of the rejectability term can be difficult to ensure.
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7.1.3.

Decision Process

Foremost, this work has provided an implementation of conditional game theory,
for which there are not many. The perspective is focused on that of usability of the
theory, so choices of its implementation are guided by making the most reasonable
system possible for real world use.
Regardless of what technology is adopted in future HVAC control systems, it will
need to accommodate a wealth of new information from occupant preference, to
utility pricing. The implementation of the decision process provides a framework by
which information like this can be utilized. The approach, in a distributed context,
will permit these new and often sporadic sources of information to be dealt with in
ways that do not require a centralized restructuring of the system.
The action procedure while originally intended to be finding Nash equilibriums has
shown to be flexible enough to also accommodate social welfare approaches. It may
be necessary for agents to agree on an action procedure, and different decision
contexts may have specific action procedures, like Nash equilibriums or social
welfare functions, that are most beneficial.

7.2.

Discussion

The following adds additional insight into some of the experiences and next steps
resulting from this work. It will be organized to discuss the three different phases of
work.

164

7.2.1.

The Simulator

The simulator used to implement and demonstrate the multi-agent decision process
can be developed further to help study a broad range of control strategies and
issues. In its current state, the simulator is not ideally suited for large simulation
times. The two-hour simulations used in this study generally take about five
minutes on a powerful computer.
Next Steps
The following identifies elements of the simulator that are worth implementing
next. There are many other components that can be added, but the first step should
be to make the localized system even more like a real multi-zone, single duct,
variable air volume system.
Adding thermal mass to the ductwork will introduce thermal lag into the system
that should influence the overall performance. The National Institute of Standards
and Technology’s HVACSim+ [93] offers a potential method for implementation.
The zone models in this study had some strong simplifying assumptions that limit
the overall complexity of the simulation. It would be beneficial to add those
dynamics into the simulator. A few elements are of particular note. The zone loading
should be made temperature dependent, thermal mass should be introduced into
the zone model, and a more complex zone mixing strategy should be introduced.
These three elements will increase the realism of the overall simulator and make for
a richer simulation environment.
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A strategy for air movement and mixing in the ductwork should be devised while
keeping the system characteristic propagation method implemented in this work.
One likely approach will be to recall air properties within various duct segments at
different time steps and update the current state based on some form of weighted
averaging. The function should have some dependence on mass flow and/or
pressure differentials as well.
An important obstacle to overcome for the system characteristic propagation
method relates to the flow merge in the duct system. A convention of beginning the
system characteristic propagation routines from the zones and following paths back
to fans will likely be useful. Yet still the characteristics of flow merges will need a
method to combine system characteristics and to address the internal pressure
dynamics that may occur within the merge structure.
Lastly, outside air intake and exhaust should be incorporated. The system
characteristic propagation approach should work if the flow merge issue is
reasonably dealt with, and that will alleviate one of the troubling sources of
algebraic looping for the simulator.

7.2.2.

The Opinion Formation Method

In all, the Bayesian network-based approach to modeling the air-handling unit
continues to show promise. One of the goals in its development was to embed a
singular model structure that could be used for a variety of tasks. The model in this
study established a starting point, showing that unmeasured data could be used to
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make control decisions when no faults are in the system. A next step will be to study
the value of the model structure when faults are embedded into the physical system.
It is hoped that eventually probabilistic learning algorithms can be linked to the
same model to identify and respond to the faults that may arise. This is one reason
that so many hidden nodes are introduced into the model. These nodes are in
anticipation of fault detection and diagnostic functionality.
Balancing computational complexity and informational quality
This study did not try to identify the balance point between computational
complexity and informational quality of the model using the considered event
approach. The exact balance of discrete points or other informational
representations will likely depend on the embedded hardware on the equipment.
With that said, there is no reason to believe that the error stemming from the model
discretization cannot be improved.
On the other hand, the range of considered events ended up being quite large by the
time the last few considered event sets were created, which begs the question of
why not create a static set of considered events and conditional probability
distributions. With the current state of the system, it probably makes more sense to
create this static model, but it is intended to tighten up the considered event
propagation method. It would be useful to tighten the range of each node and make
it more responsive to changing states of the system. The primary benefit is would
come on the computation side of the issue.
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Enhancing CPDs
Model inadequacy may be accounted for within each node by spreading the
distribution in some uniform fashion around the values that are considered or by
shifting the probability if there is a known bias in one direction.
Potential faults may be considered by applying necessary probability to the CPD for
given states that may be occurring in spite of the parent value indications. The CPD
would be renormalized to reflect the value-dependent CPD contribution, any model
inadequacy, and faults.
The following is an example of how a fault might be conveyed in spite of the
reported values from a sensor. Maybe a valve is sticking closed, when it is reported
to be open 10%. The fault possibility could be applied if prior iterations of the model
indicate something is amiss. The valve position node could then attribute a small
percentage of probability to being closed, in spite of the reading suggesting
otherwise. Another possible way of handling this same fault could be done at the
water mass flow node. A value could be added if necessary and a small probability
could be applied to it regardless of the parent conditions. This value would then be
normalized into the overall distribution. Clearly there could be problems if too much
probability is prescribe without proper evidence, but that is outside of the initial
scope of this study.
Rejectability issues
One challenge in the expected utility creation of the model is related to the
satisficing structure. Rejectability identifies which actions are worst. In a control
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context, it may not be as useful to emphasize the worst choices in regards to energy,
because they may very well be actions that have no chance of implementation. For
instance, the supply air setpoint of 18

is, in most instances, clearly the most

rejectable setpoint value because it would result in an outgoing water temperature
that is most unacceptable, but by placing the largest rejectability quantity on this
value emphasizes the wrong end of the spectrum when trying to make a reasonable
decision.
As a result, it is likely necessary to alter the structure of the satisficing game because
altering the rejectability perspective, perhaps assigning 0 to most rejectable options,
would have a trickle effect on the method. Another possibility would be to trim and
renormalize the rejectability profile to only span values that receive a selectability
value. The idea of rejectability is good, and in some contexts it is appropriate. The
implementation simply may not be appropriate for building control-type decisions.
Next Steps
To solidify the approach outlined in this work, it will be necessary to realign the
method with the theory from which it was developed. The objective of this work
was to use the algorithmic structures of Bayesian networks to make control
decisions. To realize the fault detection and diagnostic potential, it will be necessary
to verify if any theoretic issues exist and rectify them if they do. This is because the
learning components will need to lean more heavily on a truly probabilistic framing
of prior states and information.
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Upon completion of this verification, it will be important to more formally study
potential modeling structures for equipment. In this work, causal structures were
prioritized, and they will likely remain the method of choice. With that said, there
are other ways to model the heat transfer across the coil. The effectiveness
approach may not be the most useful, and in that sense, different model structures
should be explored.
Utility in the context of this modeling structure is also an important avenue of study.
There are opportunities to align existing optimization-based findings with the utility
context. Issues relating back to the notions of rejectability are only a portion of the
work needed. The context of the decision will change what utility functions are
evaluated or applied. In this study, only a setpoint decision was considered, but the
model structure could be used to decide on actuator states or modes of operation to
name a few.
Another important line of work towards achieving multi-agent building control is to
begin implementing the modeling structure into a multi-agent framework. Since the
initial work was conducted in MATLAB, may math functions and capabilities must
be ported to the appropriate programming language. There are a wide array of
capable API’s available, but they must be identified and understood.
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7.2.3.

For the Decision Process

Issues Using the Nash Equilibrium Solution Concept
Game theory was developed to help predict and understand human decision
making. Its origins are in economics and politics, but the mathematics that were
developed may be useful in creating a social norm for decision making in an
artificial system, like multi-agent building control systems.
The decision process was meant to leverage the mathematics that was originally
developed in game theory. The goal was to drive action rather than predict what
action might be taken. Using the Gambit game theory engine, a variety of attempts
were made to formulate the decision process into a game so Gambit could then
identify Nash Equilibriums. The attempt was not successful though.
One issue was that none of the algorithms available in Gambit appeared to produce
outputs that would be useful for the control context. Many produce mixed Nash
Equilibriums, which for this project are not as desirable. Only pure Nash equilibrium
or at least approximations of pure were desired. The game structure that resulted
from the conditional game was frequently quite spare and relatively large. As such,
an algorithm that could more efficiently handle a large, yet spare game structure
may be necessary.
Another issue that may have been a byproduct of the simple agent decision being
used in this study may have also made the Nash Equilibrium algorithms
unnecessary. The simplified interaction models created relatively smooth
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preference mappings for each agent in the context of the others, and thus an
approach like the social welfare method used in the demonstrations may be
acceptable for more general problems. This, however, may not hold as the overall
method evolves and grows.
Nash equilibrium, in a way, normalizes individual agents’ utility values with
themselves, and thus agents are less able to dominate a solution like the social
welfare case where the maximum sum of utility values in a given action profile can
be dominated by an individual. As such, the structure is still of interest.

Defining individual utilities from a joint distribution.
Another issue is related to how one might leverage the conditional game structure
to create the normal form game. It is possible to create a joint distribution of all of
the nodes, but this results in an output of a single value for each possible action
profile. As a result, it is not apparent how that number might be applied to each
agent’s own preference to create an interesting game. Marginalizing down to each
agents preferences destroys all of the interesting interaction that would make the
game theory necessary.
The most likely approach is to create multiple joint distributions for the nodes that
terminate at the child and includes all of the parent lineage. The conditional game
structure complicates this matter, because selectability nodes can be influenced by
rejectability nodes. It could be that for rejectability nodes only a joint distribution of
rejectability lineage from the child up through its ancestors would be used, and any
selectability nodes would be factored out. As an example, in Figure 33 the game
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structure may include joint distributions outlined in Table 30 that are applied to an
agent’s own preference. In Figure 33 though, the VlvR node is influenced by the FanS
DoI node, but this information is factored out.
Table 30 List of potential joint distribution influence factors to apply to each node
that creates the game.

Node
Zn1S
Zn2S
Zn3S
FanS
VlvS

Joint Distribution
Zn1 S
Zn2 S
Zn3 S
[Zn1R, Zn2R Zn3R FanS DoI]
[Zn1S, Zn2S, Zn3S, VlvS DoI]

Node
Zn1R
Zn2R
Zn3R
FanR
VlvR

Joint Distribution
Zn1R
Zn2R
Zn3R
FanR
[Zn1R, Zn2R, Zn3R, FanR, VlvR DoI]

Another approach would be to create a game that included both the selectability and
rejectability nodes, essentially doubling the number of players in the game. This
approach was deemed infeasible since it would result in over 7 trillion options. No
matter what the structure, the games must be held in check due to the exponential
nature of finding Nash Equilibriums.

One Big Game
The first method attempted was to make a single, large normal form game of all the
agents where only the satisficing action profiles had utilities greater than zero. This
method created large sparse games for which no algorithm in Gambit proved
appropriate. After trying all of the appropriate algorithms within Gambit, either a
single and somewhat random equilibrium was reported or a large list of reported
equilibriums was produced.
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Child Parent Games
Another idea was to have multiple small games against child nodes and their
parents. This structure made the games manageable but less interesting. The
equilibrium outputs were also not verified.
Next Steps

Distribute the BN algorithms
The work in this study, while aimed at developing a distributed method, is still
centralized in that the BNT toolbox was used for the utility propagation of the
conditional game. An algorithm like the variable elimination algorithm will need to
be decomposed into a distributed structure to truly become distributed.
There will also be necessary decision for choosing how the agents will process the
joint satisficing conditions. They may opt to trust a single agent to process the
information and communicate it, or perhaps each agent would do the same
computation.

Evaluate other influence network configurations
To bring this method into practice, it will be important to conduct more deliberate
studies of the agent network structure. There are many different possibilities of how
influence may pass throughout the system, and it will be important to develop
guidelines and perhaps standards of how these agents should interact for a specific
decision context.
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Revamp satisficing approach
As mention previously, the rejectability context may not be the best approach for
building control, and if this structure changes, some of the criteria of a satisficing
action profile will also need to be evaluated. It is not expected to be a drastic shift
however, and the overall idea of a satisficing set is still quite attractive.
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