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Abstract

With the rise of the computer age, various kinds of information can be easily
accessed in digital format. However, the objects found within this information,
such as people, places, dates, and firms, form a tangled and complex relationship
that is usually challenging to untangle.
In this dissertation, we aim to unravel the relationship among objects to the
finest extent: what are the similarity levels between any pairs of objects. Discovering similar objects can be the foundation of several research problems and
applications. For example, objects can be clustered into several groups by merging
similar objects together. This merging process can be recursively performed such
that a hierarchical structure of these terms is constructed. In addition, the hidden
relationship among objects can be inferred by examining the similar objects that
do not explicitly interact with each other.
This dissertation examines the problem of discovering similar objects in two
different settings: (1) discovering similar objects based on the interaction among
them, and (2) discovering similar objects based on their meta-data. We will mainly
focus on the first setting. The interactions among objects are modeled by a network
structure, in which each node represents one object, and an edge is presented if
the two objects have interacted with each other. In the second setting, we examine
the similarity problem where additional information other than interacting history
is available. In the second setting, we targeted digital library objects, such as
papers, authors, published venues (i.e., the published conference or journal), etc.
The meta-data of these objects could be, for example, the citation counts of the
paper, the affiliation of the author, and the topics of the conference. These metadata are utilized to infer the similar objects, such as similar terms, similar venues,
or relevant authors given a topic.
To validate our proposed models and methodologies, we conducted various
experiments on several different data sets to discover the hidden relationship among
iii

the target objects. This includes (1) the relationship between the authors, papers,
and venues in the given digital library, (2) the actors, actresses, and the movies
in the given movie information, and (3) the diseases and the genes of patients. In
addition, we implemented two live systems based on CiteSeerX digital library to
bring several of these research results into practical products. The first system,
CollabSeer, recommends potential collaborators based on a user’s research interest
and previous coauthoring behaviors. The second one, CSSeer, recommends a list
of experts given a term of interest based on the similarity score between the query
term and the publication and citation history of the authors. Both systems are
highly efficient in handling more than one million papers and over 300 thousand
disambiguated authors.
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1

Introduction
1.1

Motivation

While many scientists put forth effort in discovering the “fundamental principles”
and hope that everything follows these principles, it appears that understanding
the fundamental building blocks and understanding what is built from these fundamental building blocks are two different things [4]. When many (fundamental)
elements interact with each other, the global emergent behaviors may appear, and
thus more is different [5, 6]. To understand how different elements interact and
behave, a commonly applied experimental approach is scientific control: observing
the key variable of interest based on the well-separated experimental group and
control group. As a result, modern science is excellent in explaining the characteristics and behaviors of objects and the local interactions among different objects,
given that these objects are controlled and isolated to some extent.
However, the real world is much more complicated than lab settings. When
different variables are accumulated, the number of possible combinations grows
exponentially. In addition, the interactions among different objects may influence
the characteristic and the behavior of each object in a non-linear fashion. Such
a complex system is almost impossible to be tested based on standard lab experiments. Thus, current science has a hard time in explaining the behaviors and
interactions among objects of large complex systems. The most famous example
is probably the so called “butterfly effect”: Does the flap of a butterfly’s wings in
Brazil set off a tornado in Texas? Though it may appear that these two events

2
are unrelated, the flapping of the butterfly’s wings may trigger other events, and
those events may yet cause other events. This recursive process could, in principle,
somehow indirectly set off a tornado in Texas.
To study complex systems, scientists have proposed several possible theories
and models. A popular way is to model the interacting behavior between elements
or objects by a network structure1 , in which each node2 represents one object,
and the interacting behaviors among objects are modeled by edges3 . By doing so,
scientists may rely on the powerful mathematical tools of graph theory to hopefully
better understand, explain, and uncover the complex interactions among objects,
and even to predict the hidden relationship among objects.
In this dissertation, we study the relation between the objects by asking a
simple yet fundamental question: what is the similarity level between any pairs
of objects? Several researches can be benefited by obtaining the similarity scores
among objects. For example, the object clustering problem can be achieved by
grouping similar objects together. The similarity scores among nodes may influence
the evolution of a network to some extent. The influence propagation path could
be inferred by the intuition that similar nodes are more likely to be influenced by
each other. These research questions can further be applied to various domains
and applications to solve theoretical and practical problems.

1.2

Contribution

We study the object similarity problem in two settings in the dissertation. We
will mostly focus on the first setting, in which we model the object interactions
by a network structure. The similarity scores between objects are inferred by
the structure of the network. Specifically, we propose several methodologies to
measure the similarity scores between nodes based on the topology of the network.
In addition, we study how the age of a link may influence the formation of new
links. We quantify the predictive power of young and old links in terms of future
link formation. Unlike most similarity measures, we show that similarity can be
1

We may use network and graph interchangeably in the dissertation.
We may use node and vertex interchangeably in the dissertation.
3
We may use edge and link interchangeably in the dissertation.
2
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asymmetric as well, i.e., how node a is similar to node b may not the same as
how b is similar to a. The experiments on various types of networks show that
our proposed methodologies are effective in predicting future interaction between
nodes. In addition, the asymmetric property is shown to be potentially useful in
identifying the hierarchical relationship among nodes in a network.
In addition to the first setting, which measures similar objects based on their
previous interacting behavior, we will slightly explore meta-data based similarity
calculation. Here we target a specific set of objects: the digital library objects,
such as authors, documents, and venues4 . The meta-data of the objects can be,
for example, the name of an author, the research interest of an author, the citation
counts of a document, the field of the venue, etc. Thus, we may claim two authors
are similar from several perspectives. For example, two authors could be similar
because they have similar names, or because they share similar research interests.
Unlike the first setting, here the similarity is based on the intrinsic property of
the objects rather than their interacting behaviors. Thus, the main research issues
are: 1) defining a good set of properties, and 2) defining an appropriate similarity
scoring function.
In sum, the dissertation makes the following contributions.
1. By modeling object interactions via a network model, we propose two asymmetric vertex similarity measures based on the network structure, namely
Relation Strength Similarity (RSS) and Asymmetric network Structure COntext Similarity (ASCOS). The RSS measure is shown to better predict future
collaborating behavior than the other commonly used vertex similarity measures. The ASCOS measure is proposed due as a result of our discovery of
potential limitations in SimRank, a popular vertex similarity measure based
on the global structure of the network. ASCOS was shown to output more
reasonable similarity scores than SimRank and several other global structure
similarity measures based on the experimental networks.
2. We show that similarity measures can be asymmetric. Both our proposed
RSS and ASCOS embody the interesting asymmetric property. We show
4

We use the term “venue” to refer to conferences or journals in the dissertation.

4
that such a property is has the potential to discover the hierarchical structure
between nodes without utilizing any other knowledge.
3. We investigate how the age of links may influence the formation of new links,
and we are the first to quantify the relative importance of young and old links
in terms of their ability to predict future link formation. The young links
in some networks were shown to be several hundred times more influential
than the old links to predict new links. Thus, to represent a more up-todate relationship between objects, and to more effectively and efficiently
predict future interacting behaviors among objects, it might be appropriate
to remove sufficiently old links.
4. Targeting digital library objects, we measure the similarity between objects
based on the meta-data of these objects. Using text as the common metadata of different objects in a digital library, several interesting questions may
be answered. For example, which authors are most similar to “support vector
machine”? Which conference is mostly related to a given author? What are
the most relevant fields a given author has been working on?

1.3

Organization

The rest of the thesis is organized as follows. In Chapter 2, we review previous
work related to social network generating models and the topology-based vertex
similarity measures. The calculation, analysis, and example of the relation strength
similarity (RSS) measure are introduced in Chapter 3. Chapter 4 and Chapter 5
discuss the influence of the link’s age on the formation of new links. Chapter 6
proposes the limitation of the famous SimRank measure and introduces the new
ASCOS measure, which is shown to return a more reasonable similarity score than
SimRank and many other global structure based similarity measures. In Chapter 7,
we introduce the attribute based similar object identification on digital libraries.
Finally, the discussion and conclusion are presented in Chapter 8.

Chapter

2

Background and Related Work
In this chapter, we review previous studies on similar objects identification from
several different perspectives. We start by discussing network evolution theory
and network generating models. Intuitively, similar nodes in a network are more
likely to be connected by an edge. Since the network evolution theory and network generating models explain how the nodes join the network and how the links
between nodes are generated, it is possible to employee these theories to identify
similar nodes in the network. Next, we will review various similarity measures
that calculate the similarity scores between nodes based on the topology of the
network. These topology based similarity measures can be categorized into two
categories: global structure based and local structure based. We will introduce
the typical measures in both categories. Finally, we will review the theory and
practical applications of similar object identification in digital libraries.

2.1

Network Evolution and Network Generating
Models

A network is a set of vertices connected by edges. The earliest study of network
can be traced back to Leonhard Euler’s famous Seven Bridges of Königsberg paper
in 18th century. Traditionally, the analysis of network is mainly focus on small
graphs which typically have at most dozens of nodes. Recently, the study goes
from single small graph to large scale networks which have millions to billions of
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nodes, mainly because the availability of computers and computer networks that
allows researchers to gather and analyze large scale data set. While small networks
can be visualized directly, larger networks are difficult to display or describe. As
a result, large networks are typically represented by graph statistics, such as the
number of nodes, number of edges, degree distribution, diameter, etc.
In this section, we review five important network generating models, namely
Erdős-Rényi model (ER model), Watts-Strogatz model (WS model), BarabásiAlbert model (BA model), Community Guided Attachment (CGA), and Forest
Fire model (FF model). Most of these models were proposed to generate networks
that fit some of the network properties or network evolution properties that are
commonly observed in real networks.

2.1.1

Erdős-Rényi (ER) Model

The Erdős-Rényi model [7] is usually referred as the simplest network generating
model. Although the characteristics of the structures of real networks are very
different from the network generated by ER model, the simplicity of ER model
makes it easy to analyze.
Erdős-Rényi network models a random graph G(n, p) with a fixed node number
n, and every node in the network has an equal probability p to connect to every
other node. The expected number of edges e is
 
n
n(n − 1)
p.
e=
p=
2
2

(2.1)

For a node in the network with degree k, k of the remaining n − 1 nodes have
links to this node. Therefore, the probability for a node to have degree k is given
by:


n−1 k
P (k) =
p (1 − p)n−1−k .
k

(2.2)

Equation 2.2 follows binomial distribution. The mean of the degree of a node
is therefore given by E(k) = p(n − 1), and the variance is given by V (k) = (n −
1)p(1 − p).
Since for large n binomial distribution follows Poisson distribution, the degree
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distribution (Equation 2.2) of ER network can be approximated as follows when
n is large:


n−1 k
e−λ λk
P (k) =
p (1 − p)n−1−k ≈
,
k
k!

(2.3)

where λ = (n − 1)p. Hence, ER model is also called Poisson random graph model.
Unlike most of the social network observed in practice, the degree distribution of
ER network does not follow power-law distribution because the degree distribution
decreases faster than an exponential in k.
The clustering coefficient of a vertex measures how likely its two neighbors are
connected by an edge. Let the n nodes in the graph generated by ER model be
v1 , v2 , . . ., vn . For a node vi with degree ki in the network, the possible number of

edges formed between vi ’s neighbors is k2i . Since the existence probability of each

edge is p, the expected number of edges existing between vi ’s neighbors is p k2i .
The expected average clustering coefficient for the network is therefore

n
k
1 X p 2i
 = p.
C̄ =
n i=1 k2i

(2.4)

It is shown that the ER model tends to have a tree like topology with almost
constant node degrees [8]. Therefore, for a vertex v with degree k located near the
center of the graph, the number of v’s direct neighbors ≈ k. Similarly, the number
of v’s neighbors’ neighbors ≈ k 2 . The diameter of graph can be estimated by
1+

r
X

k i ≈ n ⇒ ℓ = 2r ≈

i=1

log n
,
log k

(2.5)

where r and ℓ are the radius and the diameter of the graph respectively.

2.1.2

Watts-Strogatz (WS) Model

Although ER model is simple, several network properties that are commonly observed in many large scale social networks are not preserved in ER model. WattsStrogatz network [1] is designed to address some of these observations. To build
a network with n nodes and mean degree k (k is an even number), the WS network starts from constructing a regular ring lattice of size n. Each node in the
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lattice establishes k links to its neighbors (k/2 links for each side). Next, each link
(vi , vj )(i < j) in the network has a rewiring probability p to replace (ni , nj ) with
(ni , nh )(i 6= h).
regular

small world

random

p=1

p=0
increase randomness

Figure 2.1. The random rewiring procedure of WS model [1].

Figure 2.1 shows the graph evolution from a regular ring to a WS network
to a random network as the rewiring probability p increases. When the rewiring
probability p = 0, the network is a regular ring lattice in which each node has
degree k. When p = 1, the network structure is the same as the graph generated
by the ER model. Thus, the graph generated by the WS model can be regarded
as the interpolation between the lattice and the random graph. By selecting an
appropriate rewiring probability p, the neighbors of a given vertex are likely to
connect to some other neighbors, and the node can reach a distant node by traveling through the “shortcut links”, i.e., the long range links because of rewiring.
Watts and Strogatz [1] did simulation to see how the clustering coefficient and the
diameter change as p increases. As shown in Figure 2.2, the clustering coefficient
is close to the value of a regular ring until p reaches a relatively large value the
clustering coefficient C(p) drops rapidly. In addition, the diameter drops quickly
with a small p. Thus, two of the commonly observed large scale network properties,
1) high clustering coefficient and 2) short diameter, can be generated by selecting a proper p. The two properties are observed in World Wide Web, biological
networks, citation networks, etc.
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Figure 2.2. Characteristics of path length and clustering coefficient of WS model with
different rewiring probability [1].

2.1.3

Barabási-Albert (BA) Model

The ER model and WS model are the “static” random graph models in which
the number of nodes in the graph is “fixed”. However, real networks, such World
Wide Web, social network, and coauthoring network, evolve over time. To deal
with the dynamic behavior, Barabási and Albert [2] proposed a model to simulate
the evolving process. They introduced the preferential attachment technique such
that the degree distribution of BA network follows power law, a commonly observed
property of real world networks.
The BA model starts with a group of m0 nodes connecting to each other at time
0. The new nodes and the new edges join the network in a discrete time manner.
Each new node upon birth establishes m edges (m ≤ m0 ) with the existing nodes
by following “preferential attachment”, i.e., the new node is linked to m different
nodes that are already present in the system with the probability proportional to
the degrees of the existing nodes.
The degree distribution of the network generated by BA model is shown to
follow power-law with the exponent α = 3 [2], as shown in Equation 2.6.
P (k) ∼ 2m2 k −3 ∼ k −3 .

(2.6)

As can be seen, the degree distribution of a node generated by BA model is
independent of the initial group size m0 and the total number of nodes in the
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network. In addition, the degree distribution is time independent.

Figure 2.3. The simulation of BA model by varying m0 and m. (O: m0 = m = 1; :
m0 = m = 3; △: m0 = m = 5; ♦: m0 = m = 7) [2]

Figure 2.3 shows the distribution of the networks simulated by BA model [2].
By fixing the total number of nodes to 300, 000 and varying m0 and m, all the
simulated networks follow a power-law degree distribution. The slope of the dashed
line in Figure 2.3 is 2.9, which is very close to the theoretical value 3.0.
The average path lengths of scale free networks are analyzed in detail in [9]. The
authors showed that the value of the exponent α plays a crucial role in determining
the average path length L. The equation is listed in Equation 2.7.
L=

(

O(log n/ log(z2 /z1 )) if α > 3;
O(log log n)

if 2 < α < 3,

(2.7)

where n is the total number of nodes, z1 = hki, and z2 = hk 2 i/hki (hki is the
expected degree and hk 2 i is the expected degree square).
Although the exponent α = 3 is at a critical point where the average path
length L is not defined in Equation 2.7, the value is no more than O(log n) [9].
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2.1.4

Community Guided Attachment (CGA)

The previously introduced models, the ER model, the WS model, and the BA
model, care about the static properties of a network. Even though the BA model
generates a network based on a dynamic growing process, it aims to build a network
with power-law degree distribution and low average path length, which are two
commonly observed “static” properties of a network. On the other hand, there are
models targeted generating network that fits not only static properties but also
the dynamic properties, such as how the average path length changes over time
when new nodes and new links join the network. This section introduces a network
generating model, Community Guided Attachment (CGA), that captures some of
the static and dynamic properties of a network.
Conventionally, researchers tend to believe that the average degree of a network
is a constant, even when the network is continuous growing. In other words, the
number of edges grows linearly in the number of nodes. However, scientists have
found that real networks usually become denser over time, i.e., the number of
edges grows super-linearly in the number of nodes. Examples of such networks
include Physics citations network, patent citation network, affiliation network, email network, etc [10].
In addition to the network densification observation, researchers also discovered
that the diameter of real world network shrinks over time, i.e., as the network
grows, the distance between nodes slowly decreases. This is very different from the
analytical result of the power-law graphs. As shown in Equation 2.7, the diameters
slowly grow for power-law graphs.
The Community Guided Attachment (CGA) network generating model introduced in this section addresses some of the static properties as well as dynamic
properties. It is based on the intuition that networks usually exhibit “community
within community” pattern. For example, computer networks form tight groups,
which consist of smaller groups recursively. Patents form conceptual groups (e.g.,
computer science), which consist of sub-groups (e.g., database, computer vision,
etc.). Pairs of individuals belonging to a small community form social ties more
easily than pairs of individuals belonging to a larger community.
CGA model represents the recursive communities-within-communities structure by a tree Γ with height H (the root node is height 0). For simplicity, we
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only show a simple and perfectly balanced tree of a constant fan-out parameter b,
i.e., each non-terminal node in the tree has b child nodes. For a network with n
nodes, these n nodes are represented as the leaves in Γ, and the non-terminal nodes
represent the communities the n nodes belong. Let h(vi , vj ) be the tree distance
of two leave nodes vi and vj (i.e., the height of their least common ancestor), CGA
defines the probability that vi and vj form a link as a function f of h(vi , vj ).
The form of f that works best is scale-free for our purposes. That is, f (h)/f (h−
1) should be a level-independent constant. In [10], f (h) is defined by Equation 2.8.
f (h) = c−h ,

(2.8)

where c ≥ 1.
The parameter c is called the difficulty constant, since the cross-community
links become harder to form as c increases.
In [10], the authors show that the expected out-degree k of a network generated
by CGA model is shown by Equation 2.9.

1−logb (c)

if 1 ≤ c < b;

 n
k∝
logb (n) if c = b;


 constant if c > b.

(2.9)

As can be seen, the network follows a densification law when c < b.
Instead of organizing the nodes into a nested community in advance, the authors
also proposed a dynamic community guided attachment (dynamic CGA), in which
nodes join over time, and the nested structure deepens to accommodate them.
In the original CGA setting, the graph nodes can only reside at the leaves of
the tree Γ. In dynamic CGA, a graph node can be any node in Γ. Initially, there
is only one node v0 in the graph, and the tree Γ consists only v0 . To go from a
complete b-ary tree of depth t − 1 to one of depth t, we need to add b new nodes
as the children of each terminal nodes, and therefore bt nodes are added to the
leaf at time t. For any two nodes vi and vj in the tree, the probability that the
two vertices are connected in the graph is given by c−d(vi ,vj )/2 , where c is a given
constant to control the difficulty of forming a link between nodes, and d(vi , vj ) is
the path length from vi to the least common ancestor of vi and vj to the vertex vj .
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Figure 2.4. An example of the dynamic community guided attachment model

Figure 2.4 shows an example of the dynamic community guided attachment
model with b = 3. Based on the tree structure, the probability that node e and
node f on a graph are connected is proportional to P1 = c−d(e,f ) = c−2/2 , because
the path length d(e, f ) from e to e and f ’s nearest common ancestor b to f is 2.
We show two more examples in the Figure for illustration.

2.1.5

Forest Fire (FF) Model

Although the community guided attachment model introduced in last section captures the densification power-law property, it fails to explain the shrinking diameter
property: the diameter shrinks as the network grows. Leskovec et al. proposes the
Fire Forest (FF) model to address this issue [10].
The FF model consists of two parameters: the forward burning parameter
p and the backward burning ratio r. The node joins the network in a discrete
manner. At time t = 0, there is no nodes. At t = 1, the first node joins the
network. Let the network at time t be Gt , and at time t + 1 a node v joins the
network. The node v forms links with nodes in Gt based on the following process.
First, v randomly selects an ambassador node w, and forms a link to w. Next,
two random numbers x and y are generated by geometric distributions with means
p/(1 − p) and rp/(1 − rp) respectively. The node v forms out-links to x of w’s
randomly selected out-neighbors w1 , w2 , . . . , wx and to y of w’s randomly selected
in-neighbors wx+1 , wx+2, . . . , wx+y . Such “burning” process is recursively applied
to each of w1 , w2 , . . . , wx+y . Note that nodes cannot be visited a second time.
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With some constraints on the parameters p and r, the FF model is shown to
capture several network properties, including power-law degree distribution, high
clustering coefficient, densification power-law, shrink diameter, etc.

2.2

Link Prediction and Vertex Similarity Measures

Last section introduces network evolution in the macro level, i.e., observing the
statistical properties that commonly exist in different kinds of networks. On the
other hand, network evolution can also be studied from the micro level, i.e., studying the node-to-node link formation process. This problem can also be regarded
as a link prediction problem: given a snapshot of the network, which edges will be
added into the network in the future?
In this section, we study network evolution in the finest level: how the links are
formed based on the local structure based similarity measures and global structure based similarity measures. We will also briefly introduce previous studies on
supervised link prediction problem.

2.2.1

Local Structure Based Similarity Measure

Sociologists have long studied the question - what influences people to make
friends? Studies have shown that people sharing several mutual friends will be
more likely to become friends in the future [11]. This phenomena, called “triadic
closure” [12], has been observed in several types of networks, such as coauthorship
network [13, 14], social network [15], and information network [16].
Based on this observation, several local structure based vertex similarity measures, such as Jaccard similarity [17], cosine similarity [18], and Adamic-Adar’s
measure [19], have been suggested as an important measure. The principle behind
these methods is that two non-adjacent nodes are more likely to connect if they
share more common neighbors. We call this type of measures as local structure
based similarity measures, because they rely on the local structure, or more specifically, the (normalized) number of common neighbors, to measure the similarity
scores between nodes. Although these methods consider only local information,
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they are computationally efficient.
One typical example is the famous Jaccard similarity [17], as defined in Equation 2.10.
SJaccard (vi , vj ) :=

Γ(mi ∩ mj )
,
Γ(mi ∪ mj )

(2.10)

where mi is the set of neighbors of vertex vi and mj is the set of neighbors of vertex
vj . The Γ() function returns the number of elements in the set.
Another similarity measure, cosine similarity [18], is based on the same idea.
Cosine similarity is defined as follows.
Γ(mi ∩ mj )
Scosine (vi , vj ) := p
.
Γ(mi )Γ(mj )

(2.11)

Topology overlap similarity also uses neighborhood information. It is commonly used in metabolic networks [20]. Topology overlap similarity is defined in
Equation 2.12.
St.o. (vi , vj ) :=

Γ(mi ∩ mj )
.
min (Γ(mi ), Γ(mj ))

(2.12)

Adamic and Adar [19] refined mutual friend based measures by assigning more
weights to the vertices with fewer degrees. Adamic-Adar’s measure is defined in
Equation 2.13.
Sa−a (vi , vj ) :=

1
X

log Γ(mk )

.

(2.13)

vk ∈mi ∩mj

Preferential attachment [2] describes a phenomenon that a high degree node
is more likely to acquire new links. The preferential attachment phenomenon was
observed in several large scale networks, such as World Wide Web [2], citation
network [21], and protein network [22]. Based on such empirical observation, Newman [23] proposed that the probability of a new edge established between two
vertices is proportional to the product of their degree. Although this similarity
measure does not rely on the number of mutual neighbors, it is still based on the
local topology of the two target nodes. Hence, we put it in the local structure
based similarity measure.
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Zhou et al. did a comprehensive empirically study on the local topology based
similarities in [24].

2.2.2

Global Structure Based Similarity Measure

Instead of using local neighborhood information, such as the number of mutual
neighbors, the global network structure can be used for vertex similarity calculation
as well. We introduce several popular global structure based similarity measures
in this section.
Katz similarity is based on the total number of paths between two nodes where
longer paths are assigned lower weights [25]. Formally, Katz similarity is defined
by Equation 2.14.
s(vi , vj ) =

∞
X

cℓ Φ(vi , vj , ℓ),

(2.14)

ℓ=1

where c is a user controlled variable to specify the relative importance between
the direct neighbors and neighbors’ neighbors, the function Φ(vi , vj , ℓ) returns the
number of paths of length ℓ between node vi and node vj . By using matrix form,
Katz similarity can be represented by Equation 2.15
s(vi , vj ) =

∞
X
ℓ=1

 


cℓ Aℓ ij = (I − cA)−1 − I ij ,

(2.15)

where A is the adjacency matrix of the network and I is the identity matrix.
Since the similarity score between a node and itself can usually be ignored,
most previous literature rewrote Equation 2.15 into Equation 2.16.

In practice, however,



s(vi , vj ) = (I − cA)−1 ij ,

P∞

ℓ=1

(2.16)

cℓ Aℓ may not converge when ℓ → ∞. As a result,

naı̈vely utilizing Equation 2.16 without checking the property of A may obtain
an S whose entries contain negative values. Such cases are certainly undesirable,
because it is confusing to interpret the similarity scores between nodes by negative
values. Most previous literature [25, 26] didn’t carefully handle or address this
issue. To ensure the equation converges, all the eigenvalues of A must be less than

17
1 in absolute value. To ensure the convergence, we may rewrite Equation 2.16 in
the following way.
s(vi , vj ) =

"

c
I− A
λ1

−1 #

,

(2.17)

ij

where λ1 is the largest eigenvalue of A.
Compared to two low degree nodes, two nodes with very high degrees are more
likely to have one or several paths of a fixed length ℓ between them. As a result,
high degree nodes tend to be more similar to every other node by Katz measure.
To address the issue, LHN [27] suggested normalizing the number of paths of
length ℓ by the expected number of such paths given the degree of nodes. When
ignoring the similarity between a node and itself, LHN measure can be expressed
by Equation 2.18.
s(vi , vj ) =

2eλ1
Γ(mi )Γ(mj )

"

c
A
λ1

I−

−1 #

ij

"
−1 #
1
c
∝
I− A
,
Γ(mi )Γ(mj )
λ1
ij

(2.18)

where e is total number of edges.
SimRank [28] is probably the most famous global structure based similarity
measure. The SimRank score is recursively defined: the similarity score between
two nodes i and j depends on similarity scores between i’s neighbors and j’s
neighbors. SimRank is formally formulated in Equation 6.1.

s(vi , vj ) =

(

c
Γ(mi )Γ(mj )

1

P

∀k∈Γ(mi )

P

∀ℓ∈Γ(mj )

s(vk , vℓ ) if i 6= j
if i = j,

(2.19)

Several methods are influenced by SimRank. For example, P-Rank [29] extends
SimRank by considering both in-neighbors and out-neighbors. SimFusion [30] supports different intra-node relations and different edge weights. The relationship
between P-Rank, SimRank, and SimFusion is discussed in [31].
Global structure based methods consider the global pattern. However, as one
can imagine, global structure based similarity measure requires heavy computation. Several methods are proposed to approximate these measures. For Katz
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score, a truncated spectral decomposition based method was proposed [32]. For
SimRank, an approximation measure [33] and a parallel computation [34] were
investigated. Yu et al. discussed techniques to prevent divergence issue and faster
computation [35] . Lu and Zhou have a comprehensive survey on both local structure based and global structure based similarity measures in [36].
Actual applications have been developed using vertex similarity measures. For
example, the “Don’t forget Bob!”

1

is a Gmail Lab feature that reminds users

to include a possible receiver to the mail to be sent by measuring the similarity
score between the included receivers and other possible contacts. Since different
contacts might share similar names, Gmail proposed another Lab feature, “Got
the wrong Bob?” to help users identify the right mail receivers by performing a
similar analysis [37].

2.2.3

Supervised Link Prediction

The above introduced measures all utilized unsupervised methods to predict possible future links. As a matter of fact, the link prediction problem can also be
treated as a supervised classification problem in which the labels represent presence (positive instance) or absence (negative instance) of links and the features
can be both topological (such as the shortest distance between a pair of nodes
or the clustering index) and non-topological (such as the intrinsic properties of
the nodes) [38, 39]. It is shown that using a large number of network structure
based features for link prediction is promising [40]. However, the label distribution
is highly imbalanced: the number of negative instances is much larger than the
number of positive instances. To address the imbalanced issue, several techniques
were utilized, such as over-sampling the minor class, under-sampling the majority
class, or class re-weighting.

2.3

Discovering Similar Objects in Digital Libraries

In addition to the topology based measures for similar object identification, similar
objects can be discovered based on the attributes or the properties of the objects as
1

http://gmailblog.blogspot.com/2011/04/dont-forget-bob-and-got-wrong-bob.
html
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well. In the dissertation, when discussing attribute-based similarity measures, we
mainly target similar objects in digital libraries. Specifically, we want to answer the
following questions. First, given a term t of interest, which other terms are most
similar to t? Second, given a term t, which authors are most relevant to t? Third,
given an author a, which set of terms are most relevant to a? Note that the second
and the third questions may look similar, but as we will discussed further later, the
similarity measures are not always symmetric, i.e., whether S(a, b) equals S(b, a)
is in questions. To study the above three questions, we review previous works
related to related term discovery and expert recommendation given a query term.
In addition, we use the keyphrases of each document as the foundation to build
the features. Thus, we will begin by introducing previous studies on keyphrase
extraction.
Automatic extraction of keyphrases to documents has become quite popular.
Traditionally, automatic keyphrase extraction usually consists of two stages: candidate keyphrase selection and keyphrase identification from these candidates [41,
42, 43, 44, 45]. The candidate selection process would include many potential
keyphrases to achieve a higher recall, but naı̈vely increasing the size of candidate keyphrases may lower the precision and hurt analysis efficiency. One popular
method to identify candidate keyphrases is exploiting part-of-speech (POS) taggers
to extract nouns or noun phrases as candidates [46, 43]. Another possible alternative is including high frequency n-grams to the candidate list [47]. However, all
of these methods tend to include many trivial and relatively vague terms, such as
“study”, “method”, “model”, etc. As a result, the performance relies heavily on
the keyphrase identification process, which is usually a supervised learning process that typically relies heavily on lexical and syntactic features, such as term
frequency, document frequency, and term locations [43, 47]. Recently, methods
that utilize features from Wikipedia corpus [48, 49] were shown to select better
keyphrases compared to pure TF-IDF based methods [48]. However, these learning methods require a large number of training samples to learn a representative
model.
To discover semantically related terms, the most popular way is probably using
well-known lexical databases, such as WordNet [50] and FrameNet [51]. However,
they usually have poor coverage for terms in science and engineering fields [52].
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The co-appearance of words or mentions are shown to be a good indicator of
topic relevance in practice [53]. Recently, researchers resorted to Wikipedia for
related term extraction. WikiRelate! [54] employed text distance and category
path distance between pages to define the relevance between words in the page
title. However, WikiRelated! was limited to compare unigrams. Gabrilovich and
Markovitch [55] transformed terms into high dimensional space of concepts derived from Wikipedia. The hyperlink structure of Wikipedia was shown to be an
effective measure of relatedness between terms [56]. Milne and Witten showed the
practicality of identifying key concepts from plain text using Wikipedia [57].
Expert discovery continues to be a problem of interest. In practice, several
issues need to be considered, including name disambiguation, profiling user data
(such as contact information and expertise list), expert ranking function, etc. Microsoft’s Libra project (now renamed Microsoft Academic Search) performed name
disambiguation and user profiling by identifying and extracting information from
every researcher’s homepage [58]. A similar approach was also applied by ArnetMiner [3]. To identify experts, authors were associated with the text or topics of
their publications using probabilistic models [59, 60]. Numerous of studies suggested to associate authors with not only published papers but also conferences
or journals [3]. To infer the quality of academic articles, the citation counts were
shown to be good indicators [61]. In addition to publications, email communication was also utilized to suggest experts within enterprise [62]. Several studies
performed expert finding by utilizing the social network link structure, including
propagation based approaches [63, 64, 65, 66], constraint regularization based approach [67], and PageRank-like approach [68]. Expert finding was also applied on
social media such as forums or community question answering portals to recognize
reliable users and contents [69].

Chapter

3

Identifying Similar Objects by
Relation Strength Similarity Measure
Vertex similarity measure is a useful tool to discover the hidden relationships of
vertices in a complex network. We introduce relation strength similarity (RSS),
a vertex similarity measure that could better capture potential relationships of
real world network structure. RSS is unique in that it is an asymmetric measure
which could be used for a more general purpose social network analysis; allows
users to explicitly specify the relation strength between neighboring vertices for
initialization; and offers a discovery range parameter could be adjusted by users
for extended network degree search. To show the potential of vertex similarity
measures and the superiority of RSS over other measures, we conduct experiments
on two real networks: a biological network and a coauthorship network. Experimental results show that RSS is better in discovering the hidden relationships of
the networks.

3.1

Introduction

A complex network is a graph with non-trivial topological features that occur in
actual real world graphs and in which each vertex acts as a complex object and
each edge corresponds to an interaction between two objects. The nature of the
vertices or relationship between vertices can be inferred by the graph statistics
and measures, such as vertex degree, clustering coefficient, betweenness central-
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ity, and shortest path length [70]. Among all the graph measures, one important
measure is vertex similarity [27], which measures how similar two vertices are.
Vertex similarity measure can be applied in several applications, such as potential
web linking information discovery [71], duplicate object identification [72], coauthoring behavior inference [26], and knowledge capturing using representational
components [73].
Here, we introduce Relation Strength Similarity (RSS), a vertex similarity measure that has the following characteristics. First, it is an asymmetric metric which
allows the measure to be used in more general social network applications. Second, it can be employed on weighted networks, in which the relationship strength
between two nodes can be explicitly expressed using edge weights. Third, we propose a “discovery range” parameter that can be adjusted based on user’s domain
knowledge about the network to explore higher relationships between nodes.
To evaluate and compare RSS with other network topology based vertex similarity measures, we conduct experiments on two real networks: a human disease
network and a coauthorship network of Computer Scientists. The human disease
network is provided by Diseasome1 , which contains 1, 284 different human diseases.
The human disease network experiment demonstrates the power of vertex similarity measures to capture the potential links. The coauthorship network is built by
a subset of CiteSeerX2 data set, which consists of over 1, 300, 000 computer science
related documents and over 300, 000 unique authors. This experiment shows that
the vertex similarity analysis helps predict network evolution. Details of converting
this information into a graph will be addressed later. Experimental results show
that our method outperforms other vertex similarity measures in both networks.

3.2

Relation Strength Similarity Measure

Among all the earlier introduced vertex similarity measures, only part of them
can be used on un-weighted networks. Moreover, none of them is an asymmetric
measure. Our Relation Strength Similarity is an asymmetric measure that can be
applied on a weighted network.
1
2

http://diseasome.eu/
http://citeseerx.ist.psu.edu/
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3.2.1

Relation Strength Similarity Calculation

Algorithm 1: Calculating the RSS score from a start vertex to all other
vertices
Input: N: the target network, a: start vertex; r: discovery range
Output: S(a, ∗): RSS score from a to all the other vertices
1 if a not in N then
2
return ERROR;
3 end
4 valid paths ← GetValidPaths(a,r);
5 foreach p in valid paths do
6
b ← the end vertex of path p;
7
Calculate Rp∗ (a, b) by Equation 3.2;
8
S(a, b) ← S(a, b) + Rp∗ (a, b);
9 end
Relation strength similarity permits users to explicitly assign the weights to
every edge for initialization. If users are unsure about the relative importance of
the edges, they can naı̈vely assign the same weight to all of them. Relation strength
similarity is calculated based on relation strength, a normalized edge weighting
score defining the relative degree of similarity between neighboring vertices. The
relation strength from a vertex A to another vertex B is calculated as follows.

R(A, B) :=


 P

αAB

∀X∈N (A)



αAX

0

if A and B are adjacent
(3.1)
otherwise,

where αAB can be explicitly specified by users based on known conditions or their
best knowledge, and N(A) is the set of A’s neighboring vertices. The value of
relation strength is normalized between 0 and 1.
For any two vertices A and C, if A could reach C through a simple path pm ,
we define the generalized relation strength from A to C through path pm as
Rp∗m (A, C)

:=

K−1
Y

R(Bk , Bk+1),

(3.2)

k=1

where B1 is vertex A, BK is vertex C, path pm is formed by K vertices B1 , B2 ,
. . ., BK−1 , and BK .
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The above equation requires computing all the paths between two vertices.
So far, an exhaustive search is still the only way to solve the problem [74]. To
make the calculation tractable, we propose a new discovery range parameter, r,
to control the maximum degree of separation for an generalized relation strength
calculation, i.e., we only look for paths at most r hops away. Thus, Equation 3.2
becomes
Rp∗m (A, C) :=

( Q
K

k=1 R(Bk , Bk+1 )

0

if K ≤ r.
otherwise.

(3.3)

This way the discovery range for the social network can be based on the domain knowledge of the problem of interest. In our experiments, as discussed in
Section 3.3, we found that even with a small discovery range RSS still outperforms
other vertex similarity measures.
Assuming that there are M distinct simple paths p1 , p2 , . . ., pM from A to C
with path length not larger than discovery range r, the relation strength similarity from a vertex A to another vertex C is defined as the summation of all the
generalized relation strengths, as defined in Equation 3.4.
S(A, C) :=

M
X

Rp∗m (A, C).

(3.4)

m=1

The procedure of calculating the RSS for two given vertices is shown in Algorithm 1. The GetValidPaths(a,b,r) function at line 4 returns all the simple
paths with lengths no longer than r between vertices a and b. In practice, we use
depth-first search to get these paths.

3.2.2

Analysis of Relation Strength Similarity

Here we first show that the value of RSS is always between 0 and 1. Next, we
study and compare several characteristics of RSS with other similarity measures.
We explain why introducing a discovery range parameter is a good idea. Finally,
we finish the section by analyzing the time complexity of RSS.
Although normalization seems to be a straightforward step in defining a new
measure, several vertex similarity measures, such as preferential attachment [23]
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and Katz [25], cannot be normalized because their maximum possible values are
not constants and vary as the network grows. We show that the value of RSS is
always between 0 and 1 by rewriting Equation 3.4 as follows.

S(A, C) :=
=

M
X

Rp∗m (A, C)

m=1
"K−1
M
X
Y
m=1

≤

M
X

(m)

k=1

(m)

(m)

(m)

where B1 , B2 , . . . BK
(2)

(M )

B1 = . . . = B1
(M )

. . . = BK

(m)

(m)

(3.6)

(m)

X

(3.7)

αAX
P

∀X∈N (A)

(3.8)

αAX

(3.9)

(1)
form pm , the mth path between A and C, A = B1 =

since B1

since BK

#

R(A, B2 )

∀X∈N (A)

= 1,

(m)

R(Bk , Bk+1)

m=1

≤

(3.5)

(1)

(2)

is the starting vertex of path pm , C = BK = BK =

is the ending vertex of path pm , and N(A) is the set of

neighboring vertices of A.
Equation 3.7 holds because the generalized relation strength of any two vertices through a simple path pm is less or equal to the relation strength of any
two adjacent vertices along pm by Equation 3.2. If C is a neighboring vertex of
(1)

(2)

(M )

A, Equation 3.8 applies since vertices C, B2 , B2 , . . . , B2 form a subset of
P
P
N(A) and therefore X∈{C,B(1) ,...,B(M ) } R(A, X) ≤ ∀X∈N (A) R(A, X). If C is not
2

2

adjacent to A, R(A, C) becomes 0 by Equation 3.1 and contributes nothing to the
(1)

(2)

(M )

final measure. Equation 3.8 still applies because vertices B2 , B2 , . . . , B2

form

a subset of N(A).
As discussed earlier, most of previous vertex similarity measures [19, 28, 25,
27, 23, 18, 17, 29] are symmetric by nature. Compared to them, a significant
advantage of RSS is its asymmetry, i.e., S(A, B) may not equal S(B, A). This
is because R(A, B), the relation strength from A to B, may not be the same
as R(B, A), the relation strength from B to A, as shown in Equation 3.1. The
asymmetric property is true for several real world scenarios where a social actor
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knows someone but is not known by that actor. We will discuss more about the
interesting asymmetric property in Chapter 6.
In addition, unlike many other similarity methods, RSS can be used on weighted
graphs. Much previous work has treated neighboring vertices equally important
and the edges have only binary values [19, 27, 23, 18, 17] and neglect the fact that
neighboring vertices may have different strengths. Unlike these approaches, the
initial setting of our method allows users to explicitly specify the known relation
strength between objects based on domain knowledge. Consider the coauthorship
network for example where the weights of edges could be used to represent the
number of coauthored papers between two authors. For a gene promoter network,
weighted edges could stand for bp-sharing between promoters.
Users can adjust the discovery range of how complex a relationship between
nodes can be explored to n degrees of separation. Compared with previous work [19,
18, 17], the local topology based measures are too restrictive in the sense that they
only look for vertices with two degrees of separation. The global topology based
measures [28, 25, 27, 29] are not computationally feasible for the large or dynamic
networks. Our algorithm allows a user to control the discovery range to achieve
balance between the two. Although introducing a discovery range parameter disregards the effect of long paths between vertices, the approximation is reasonable
because once the path length is too long, the product form in Equation 3.2 would
∗
make Rpm
very small, and therefore contributes little to the final similarity measure

score (Equation 3.4).
Let’s consider the required time complexity of RSS with discovery range r for
a network with n vertices, e edges, and average degree d. Referring to Algorithm 1, the first three lines are to check whether both the start and end vertices
are in the network. It requires O(n) to examine through all the vertices. The
GetValidPath(a, b, r) function at line 4 is essentially a depth-first search algorithm
with the early termination condition: disregard a path when the length is longer
than r. To get all the valid paths from the starting vertex a requires O(dr ). Line
5 to line 9 calculate the RSS score S(a, ∗) by looping through all the valid paths,
which requires O(ddr ) = O(dr+1) time in average. Thus, the time complexity to
calculate all the RSS scores from a vertex a is O(n) + O(dr ) + O(dr+1) ∼ O(dr+1).
Since there are n vertices in the network, the time complexity to compute the RSS
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between any two vertices in the network is O(ndr+1) ∼ O(n) because in practice
d ≪ n and r ≪ n.

3.3

Experiments

Evaluating similarity measures is difficult because vertex similarity results usually
lack interpretability [75]. We conduct two experiment to compare RSS with other
measures. In the first experiment, we aim to use known topology of the network
to capture the exist but unknown relationship among the vertices. We use Diseasome data set to build a human disease network for this experiment. In the
second experiment, the snapshot of a growing network is utilized to infer how the
network evolves over time. A subset of the CiteSeerX data set is used to build a
coauthorship network for experiments.

3.3.1

Capturing Unknown Relationship of Networks

The human disease network information is built from Diseasome, a bipartite graph
with two disjoint sets of vertices [76]. One set contains all known genetic disorders,
and the other set includes all known disease genes in the human genome. A disorder
and a gene are connected if the mutation of the gene would cause the disorder.
3.3.1.1

Experimental Setup

We use Diseasome to build the human disease network (HDN), which contains
1, 284 vertices and 1, 527 edges. Each vertex represents a human disease. An
edge attaches two vertices if there are one or more genes that are implicated in
both. Edge weights correspond to the number of common genes between the two
disorders.
Instead of conducting the expensive biological experiments to verify the results,
we imitate the supervised learning technique by separating the known information into training and testing data set to show the potential of vertex similarity
measures. Specifically, for the 1, 527 known links in the HDN, each link has a
probability p to be included in the training network and (1 − p) in the testing
network (0 < p < 1). The expected numbers of links in the training network and
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Table 3.1. Statistical measures of the training network for the human disease network.

Statistical Measure
Number of Nodes
Number of Edges
Average Degree
Average Clustering Coefficient
Average Shortest Path Length
Diameter

Value
867
1, 231
2.84
0.37
7.83
19

testing network are 1, 527p and 1, 527(1 − p) respectively. In addition, among the
1, 284 vertices in HDN, 417 of them are singletons, i.e., the vertices have no links
attached to it. The singletons are removed because the similarity score between
a singleton and any other vertices is always zero by vertex similarity measures.
Thus, the training network of HDN contains 867 vertices.
We apply the vertex similarity measures on the training network to get the
similarity scores of each non-neighbor vertex pair. The potential links are predicted
by claiming the top-n most similar pairs should be connected. The correctness of
the prediction is validated by the testing network. The procedure is repeated 20
times independently. Table 3.1 shows the important statistical measures of the
training network for one of the twenty trials.
Unlike the coin flip guessing problem which has 50% precision by a naı̈ve random guessing, link prediction is much harder because the precision of a random
guess is very low. When the training network contains p = 80% of the edges of the
original network, the training network of HDN would have 867 vertices and 1, 222
edges. Randomly picking two vertices and claiming the two should be connected

gives 867
= 375, 411 possible combinations. Since 1, 222 of them are already con2

nected in the training network, there are 375, 411 − 1, 222 = 374, 189 non-neighbor
pairs. Only 1, 527(1 − p) = 305 of them are the correct pairs. Thus, the precision
of a naı̈ve random pick for the HDN is only 305/374, 189 = 0.0815%.
To demonstrate the effectiveness of vertex similarity measures, we show both
the precision and performance ratio for each measure. The performance ratio
P (Sm , n) is defined in Equation 3.10 as:
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P (Sm , n) :=

P rec(Sm, n)
,
P rec(Sr , n)

(3.10)

where Sm is the given vertex similarity measure, Sr is a naı̈ve random select measure, P rec(Sm , n) is the precision of Sm by claiming the top-n similar vertex pairs
should be connected. A larger performance ratio score is preferred.

Random Select
Jaccard
SimRank
RSS (r=2)
RSS (r=3)

1
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0.0815 32.6 65.2 97.8
precision (%)

Experimental Results

performance ratio
400
800 1200

3.3.1.2

top n

Figure 3.1. Average performance ratio and precision of various vertex similarity measures for HDN. (baseline measure: random select)

Figure 3.1 shows the average precision of 20 independent trials for different
vertex similarity, including the baseline method random select, one local topology
based approach Jaccard similarity, one global topology based approach SimRank,
RSS with discovery range 2, and RSS with discovery range 3.
As shown, Jaccard similarity is good when n is smaller than 10. When n is
between 11 and 100, RSS outperforms all other measures for both r = 2 and r = 3.
While SimRank considers the global topology, it seems to have no advantage over
other methods. However, even the worst SimRank measure is more than 300 times
better than random select in most cases. This demonstrates the potential of vertex
similarity measures as the non-expensive indicators for the genetic diseases sharing
common genes.

30
Table 3.2. Statistical measures of the training network for the coauthorship network.
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top n
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top n
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47.958

30000
300

0.48

precision (%)

performance ratio

0.724

precision (%)

300
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72.426

30000

performance ratio

0
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0.002
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Value
26, 082
59, 742
4.58
0.48
10.99
36
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Figure 3.2. The performance ratio of different similarity measures for top-n returns.
(baseline measure: random select similarity)

3.3.2

Network Evolution

Unlike previous experiment, which tries to capture the existing but unknown relationship, here we try to identify future interacting behaviors among different nodes.
To include the time factor, we select an coauthorship network as our experimental
target. We utilize the coauthoring history of the authors before a certain time
point to predict their future coauthoring behavior.
3.3.2.1

Experimental Setup

We retrieve the papers published between 1995 and 1997 from the CiteSeerX data
set and build a training set of a coauthorship network, G0 , from the authors of the
papers. The statistical measures of the training network is shown in Table 3.2.
To generate the testing network, we build a coauthorship network from authors who have publications between 1998 and 2000. The authors who have pub-
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lications in interval [1998, 2000] but not in [1995, 1997] are disregarded since they
are not presented in the training network. We repeat the same procedure to produce two more testing coauthorship networks in interval [2001, 2003] and interval
[2004, 2006]. The three testing coauthorship networks are labeled as G1 , G2 , and
G3 respectively.
We use the number of coauthored papers as the weight of each edge. Therefore,
the relation strength from author A to author B becomes
R(A, B) :=

nAB
,
nA

(3.11)

where nAB is the number of A and B’s coauthored papers, nA is number of A’s
published papers.
We calculate different vertex similarity measures among vertices on the training
network G0 and use the information to infer future collaboration behavior.
Similar to the last experiment, we rank all the node pairs by their similarity
scores from the highest to the lowest and claim the top-n node pairs as the authors
who will collaborate in the future. Compared with the test network of actual
collaborations that occurred, we could calculate each similarity measure’s precision,
which is used as a proxy of the performance of all the similarity measures. In
addition, for this experiment we only care about new collaboration behavior. For
two authors who have publications in the training network, their collaboration
behavior in the testing network is excluded in the performance evaluation.
3.3.2.2

Experimental Results

As shown in Figure 3.2, two RSS results (with discovery range equals 2 and 3
respectively) both outperform the local structure based Jaccard similarity and the
global structure based SimRank. Note that the y-axis is in logarithmic scale for
better visualization.
Figure 3.2(a) shows the link prediction results for the test graph G1 . The
two RSS results are slightly better than Jaccard similarity in general. Even the
worst SimRank is more than 100 times better than random select. This shows the
potential of vertex similarity measures as a powerful tool to predict the network
evolution.
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While G1 is the coauthoring behavior of the near future, G2 and G3 represent
a further future. Thus, the coauthoring behavior in G2 and G3 should be less
predictable. RSS shows the superiority in the sense of the stable performance
from the near future G1 to the further future G2 and G3 . Jaccard similarity
performs well in the near future G1 , but the performance is barely satisfactory in
the further future G2 and G3 . This is because Jaccard similarity can only look
for nodes at most two hops away. Although the new collaborating behavior of
the near future shrink the distance between an author and other non-neighboring
people, the training network G0 cannot be aware of these updates. On the other
hand, the global topology based similarity SimRank performs steady compared to
Jaccard similarity in the further future G2 and G3 because SimRank considers the
global topology of the network.

3.4

Conclusion and Discussion

We introduce relation strength similarity, an asymmetric vertex similarity measure
that can be applied on weighted networks. The performance is measured in terms
of 1) their ability to capture the hidden relationship among vertices, and 2) the
power of predicting network evolution. Conducting experiments on the human
disease networks and the coauthorship networks, we discover the followings. First,
vertex similarity measures has the potential of capturing the network’s missing
links, which are used to represent the hidden or unknown relationship among
objects. Second, RSS is a stable and superior vertex similarity measure compared
to the local topology based Jaccard similarity and global topology based SimRank.
Third, while the local topology based measures are good at predicting the new
established relationship of near future, global topology based measures are better
the further in the time we go.

Chapter

4

Link Prediction When the Existing
Links Decay Over Time
In last chapter, we have shown that graph vertex similarity measures are good
at predicting graph link formation for the near future, but are less effective in
predicting further out. This could imply that recent links can be more important
than older links in link prediction. To see if this is indeed the case, we apply the
relation strength similarity (RSS) measure on a coauthorship network constructed
from a subset of the CiteSeerX dataset to study the power of recency. We choose
RSS because it is one of the few similarity measures designed for weighted networks.
By assigning different weights to the links according to authors coauthoring history,
we show that recency is helpful in predicting the formation of new links.

4.1

Introduction

As introduced earlier, a network is a set of vertices connected by links that formally
modeled the relationship between objects. We have discussed vertex similarity
measures, the methodologies to measure how similar two vertices are. We have
showed that vertex similarity measures can used to predict the missing or future
links of the networks based on the idea that two vertices tend to have a link
connection if they are more similar. In addition, we have observed that vertex
similarity measures are good at predicting the links of the near future, but they
are less effective for the further future link prediction. This implies that recent
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links could be more important indicators than the old links in the link formation
process. However, there has been no systematic study of the effect of the recency
factor for missing or future link prediction. We address this question with an
empirical study and use a subset of the CiteSeerX1 dataset to build a coauthorship
network. Applying the relation strength similarity as the vertex similarity measure
to explore the network, we show that the performance of link prediction can be
improved by assigning more weights to the new links than the old links.

4.2

RSS and Recency Factor

We propose to study the effect of recency on the formation of new edges. To do
this, we assign different weights to different edges based partially on their ages.
The weighted network is used to compute the similarity score between the vertices.
Previous studies showed that in practice triadic closure plays an crucial role in link
formation, i.e., the new links are very likely to appear between nodes that share
mutual neighbors. Thus, local structure based vertex similarity measures seem to
be promising indicators for link prediction. However, most of the local structure
based similarity measures, such as Jaccard similarity, cosine similarity, and Adamic
Adar similarity, consider only the number of mutual friends between two vertices;
thus, the edge weights cannot be integrated into these models. Therefore, we
use relation strength similarity (RSS), a similarity measure that is designed for
weighted networks. The discovery range parameter of RSS can be adjusted so
it becomes a local structure based similarity measure, which is computationally
efficient.
We have introduced the RSS measure in the last chapter. However, to make
this chapter self-content, we introduce some of the key equations of RSS in this
section and then integrate into RSS with a recency factor.
Given a network, RSS is calculated based on the following intuitions: two nonneighboring vertices vi and vj are more similar if 1) the path length (number of
hops) between vi and vj is shorter; 2) the number of distinct paths between vi and
vj is larger; and 3) the relation strength of the neighbor vertices along the paths
from vi to vj is larger.
1

http://citeseerx.ist.psu.edu/
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We construct the coauthorship network as a weighted network as follows. Each
identical author is regarded as a vertex in the graph. Two vertices vi and vj
are connected if the two authors have previously coauthored. The edge weight is
assigned as the number of coauthored papers. The relation strength is defined as
the normalized weight [13] as follows.
R(vi , vj ) :=

nij
,
ni

(4.1)

where nij is the number of vi and vj ’s coauthored papers, and ni is the number of
vi ’s publications.
A researcher’s research interests may vary over time. Most likely, a recent
publication is more representative of a researcher’s latest interests. Thus, new collaborators should be better for inferring a researcher’s future collaboration preferences. Previous work showed that vertex similarity measures are better in predicting coauthoring behavior in the near future [13, 77]. This could imply that the
new collaborators are more important than the old collaborators. To introduce a
recency factor to the graph, we model the edge weights as an exponential decay
function over time with a half life time of Th . Let ni,j (t) denote the number of
coauthored papers between vi and vj at year t. The decay rate λ of the exponential
decay function can be derived by Equation 4.2.
ni,j (t + Th ) = 12 ni,j (t)
⇒ ni,j (t) exp(−λTh ) = 12 ni,j (t)
⇒ λ=

(4.2)

ln 2
.
Th
(1)

(2)

(K)

Let’s assume author vi and vj coauthored ni,j , ni,j , . . . , ni,j papers in year
y1 , y2 , . . . , yK respectively. The edge weight at time tnow is defined as
ni,j (tnow ) =
=

(k)
k=1 ni,j
PK (k)
k=1 ni,j

PK

exp(−λ(tnow − tk ))


exp −Tlnh 2 (tnow − tk ) .

(4.3)

Instead of Equation 4.1, the new relation strength considering both the number of coauthored papers and the recency factor between vi and vj is defined as
Equation 4.4.
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ni,j (tnow )
,
∀k∈N (vi ) ni,k (tnow )

R(vi , vj ) := P

(4.4)

where N(vi ) returns all the neighbors of vi .
RSS uses the relation strength between neighbor vertices as the foundation to
calculate the similarity score between non-neighboring vertices. Assume vi can
arrive vj through path pm , which is formed by vertices vi (= u1 ), u2 , u3, . . ., uK−1,
vj (= uK ). The general relation strength from vi to vj through pm is defined in
Equation 4.5.
Rp∗m (vi , vj ) :=

( Q
K−1
k=1

R(uk , uk+1) if K ≤ r

0

otherwise,

(4.5)

where r is the discovery range parameter controlling the maximum degree of separation for collaborator recommendation. The parameter plays a tradeoff between
the computation efficiency and relation discovery range.
Assuming there are M distinct paths from vi to vj , the relation strength similarity is calculated by Equation 4.6.
S(vi , vj ) :=

M
X

Rp∗m (vi , vj ).

(4.6)

1

4.3

Experiments

To show the power of recency, we use a subset of the CiteSeerX dataset to build
coauthorship networks and study the performance before and after introducing the
recency factor in terms of their ability to predict future collaboration behavior.
To eliminate the author ambiguity problem, random forest learning methods [78]
are used to disambiguate different authors with similar names and authors whose
names have several variations.

4.3.1

Experiment Setup

We retrieve the authors who published at least 5 papers between 1995 and 1997
from CiteSeerX dataset and build a coauthorship network among the authors.
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Table 4.1. Information and statistical measures of training networks G1 , G2 , and G3 .

Year
Number of Vertices
Number of Edges
Average Degree
Average Clustering Coefficient
Average Shortest Path Length
Diameter

G1
1995 − 1997
1, 019
2, 286
4.49
0.55
13.14
37

G2
1999 − 2001
2, 556
5, 308
4.15
0.55
14.44
45

G3
2003 − 2005
2, 198
4, 303
3.92
0.54
14.19
40

Table 4.2. Information and statistical measures of testing networks H1 , H2 , and H3 .

Year
Number of Vertices
Number of Edges
Average Degree
Average Clustering Coefficient

H1
1998
656
1, 255
3.83
0.54

H2
2002
1, 613
2, 991
3.71
0.52

H3
2006
1, 205
2, 034
3.38
0.52

The giant component of the network is called network G1 . The same process is
performed from 1999 to 2001 and from 2003 to 2005 to generate two more networks
G2 and G3 . The networks G1 , G2 , and G3 are the training networks because they
are used to calculate the similarity scores between non-neighboring vertices. The
information and the statistical measures of the training networks are shown in
Table 4.1.
We create a testing network H1 from the coauthorship network of the authors
who have publications in 1998. The authors who have publications in 1998 but not
in interval [1995, 1997] are disregarded since they are not presented in the training
network. The edges that already appeared in [1995, 1997] are also disregarded
because we are only interested in predicting new collaboration behavior. By similar
manner, we created two more testing networks H2 of year 2002 and H3 of year
2006. The information and statistical measures of the testing networks are shown
in Table 4.2. Note that the average shortest path length and the diameter are not
shown because each of H1 , H2 , and H3 is not a connected component.
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Figure 4.1. The accuracy of different half time values

To test the power of recency, we assign different values to the half life time
parameter Th in the calculation. Specifically, we assign Th to be 0.5, 1.0, 1.5,
2.0, and ∞ (years). When Th = ∞, the model considers only the number of
coauthored papers between two authors. We use RSS with discovery parameter
r = 2 to calculate the similarity scores between vertices, and claim the top-n similar
non-neighboring vertices will connect. The vertex similarity scores calculated from
G1 , G2 , and G3 are used to predict the links in H1 , H2 , and H3 respectively.

4.3.2

Experimental Results

Previous studies showed that the precision of link prediction is usually very low [13,
77, 26]. This is because the sparsity of the links makes a naı̈ve random guess very
unlikely to be correct.
As mentioned in last section, we claim the top-n similar non-neighboring vertices to be connected. Different n will cause different precision. To be fair, we
show the precisions of different n (from 1 to 100) in Figure 4.1.
The five different lines in each sub-graph represent Th = ∞ (years), Th = 2.0
(years), Th = 1.5 (years), Th = 1.0 (years), and Th = 0.5 (years) respectively. The
lower the value of the half life parameter Th , the more important the recent edges
are. In general, a smaller half life parameter yields better precision in all three
experiments. This means the recent edges do play a more important role in future
link formation.
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4.4

Conclusion and Discussion

Although the evolution of networks has been well studied, most work only considers
how the network grows. One interesting topic rarely discussed is whether the nodes
or edges degenerate and therefore gradually lose their influence over time. Probably
because most of the available network datasets do not contain such information,
little has been done to explore this question.
In this chapter, we try approach the recency problem by introducing a recency
factor to the edges. We construct the coauthorship network and assign the initial
weight of an edge to be proportional to the number of coauthored papers between
two authors. The weight decays exponentially as time unfolds, and the weight can
be strengthen again if the two authors recently have coauthored new papers. By
integrating the recency factor, we show that future links can be better predicted.
This demonstrates that recent links should be more representative than the older
links for the formation of future links, and implies that the links and nodes may
gradually lose their influence and predictive power over time, i.e. they age.

Chapter

5

Quantifying the Predictive Value of
Young and Old Links in a Social
Network
In last two chapters, we have shown that vertex similarity measures are good at
predicting link formation over the near term, but are less effective in predicting over
the long term. This indicates that, generally, as links age, their degree of influence
diminishes. We also showed that by modeling edge weight as an exponential decay
function over time, RSS measure can better predict future coauthoring behavior
among researchers. However, few papers have systematically studied aging factor.
In this chapter, we apply a supervised learning approach to study age as a factor
for link formation. Experiments on several real-world datasets show that younger
links are more informative than older ones in predicting the formation of new links.
Since older links become less useful, it might be appropriate to remove them when
studying network evolution. Several previously observed network properties and
network evolution phenomena, such as “the number of edges grows super-linearly
in the number of nodes” and “the diameter is decreasing as the network grows”,
may need to be reconsidered under a dynamic network model where old, inactive
links are removed.
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5.1

Introduction

Several interesting statistical properties of networks and network evolution have
been observed in real-world networks. For example, real networks usually have
high clustering coefficients, small average shortest path lengths, and power-law
degree distributions. As a network evolves, i.e., as more nodes join the network
and more links are established, the number of edges usually grows faster than the
number of nodes, with the densification following a power-law pattern. Even more
surprisingly, network diameters often shrink as networks grow. Several network
generating models, which capture networks that follow some of these properties,
have been proposed, as introduced in Chapter 2
These statistical observations and discoveries mostly assume that links will
always exist once they are established. In several real networks, however, this assumption seems to be naı̈ve. For example, a Ph.D. student usually collaborates
with the faculty and other graduate students at the same university. However,
she/he may exclusively work with a different group of scholars after graduating and
moving to another institute. When modeling coauthoring behavior via a coauthorship network, the links between an individual and “old” colleagues could become
less prominent and even gradually die out (become inactive). Most previous studies do not consider link age as a factor influencing network evolution and new link
formation. Thus, conclusions reached by these studies may no longer hold if, to
accurately reflect the current “active” network, old (inactive) links are removed.
In this chapter, we study how link age influences the evolution of a network
at the finest granularity, i.e., the impact of a link’s age on the formation of new
links. Although we are interested in studying the relationship between link age
and new link formation on many different types of networks, most available data
sets have no age information associated with links. This is probably the reason
why there is little previous work systematically studying the age factor. In this
work, we analyze two networks with age values on edges: a coauthorship network
among computer scientists and a co-starring network among actors. We observe
the relationship between the existing links’ ages and the formation of new links,
and quantify the relative influential power of young links and old links via the parameters of a logistic regression classifier learned by gradient ascent on the training
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set data log-likelihood. Although one could apply more sophisticated models, such
as kernel-based support vector machines or ensemble techniques, to achieve higher
link prediction accuracy, these models are not used here because the influence of
individual parameters/features is less easy to infer in such models.
Two main conclusions are highlighted here. First, on the application domains
considered here, the active periods of links are usually short. Second, by modeling
the link prediction problem as a logistic regression classification problem, young
links are shown to be more informative than old links in predicting the formation
of new links.

5.2

Dataset Description

This section describes the two data domains used in our study. The first network,
a coauthorship network among computer scientists, was compiled using the DBLP
Computer Science Bibliography1 . Each node in the coauthorship network represents one author, with two nodes connected if the two authors coauthored at least
one paper. At the time we crawled the data, DBLP had collected more than 2
million papers written by more than 1 million authors. Although the author names
are disambiguated using coauthoring information [79], incorrect attributions still
occur. In this work, we directly used the disambiguated result from DBLP, since
author name disambiguation is outside the scope of this study.
The second network, a co-starring network among actors, was generated using
the IMDB movie database2 . Each node in the network represents an actor, and
two nodes are connected if they co-star in a movie. The dataset we have is a
collection containing movies before and inclusive of year 2007. Nevertheless, it is
still a good example of a social network that evolves over time.
Although a variety of network datasets have been collected and shared34 , we
selected the two networks used in our study because the ages of the links can be
inferred from the interaction history between the nodes.
1

http://www.informatik.uni-trier.de/~ley/db/
http://www.imdb.com/
3
http://snap.stanford.edu/data/
4
http://www-personal.umich.edu/~mejn/netdata/
2
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Figure 5.1. The empirical probability mass function of coauthoring periods (y axis is
on a square root scale).
Table 5.1. Statistical summaries of coauthoring periods in years (Q1, Q2, Q3: the first,
second, and third quantiles).

min-pub-num
1
5

5.3

min
1
1

Q1
1
1

Q2
1
1

mean
1.683
2.458

Q3
1
3

max
38
40

Typical Active Periods of Links

In this section, we study the typical active periods of links. We calculate the
active period of a link by the time difference between the first and last interactions
between two connected nodes.
To study the typical active periods of links in a coauthorship network, we
randomly selected 10, 000 nodes as seeds. For each seed node, we compiled the
active period with all of the seed’s neighbors. The active period of a link is set
as 1 plus the difference between the latest and the initial coauthoring years. The
empirical probability mass function of active periods of links in the coauthorship
network is shown in Figure 5.1(a). Note that the y axis is on a square root scale so
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Figure 5.2. The empirical probability mass function of co-starring periods (y axis is on
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Table 5.2. Statistical summaries of co-starring periods in years (Q1, Q2, Q3: the first,
second, and third quantiles).

min-movie-num
1
5

min
1
1

Q1
1
1

Q2
1
1

mean
1.433
2.056

Q3
1
1

max
44
49

that the small density bars can be seen more clearly. As shown, more than 80% of
the coauthoring relationships end within 3 years. In a similar manner, we set the
active period of a link in the co-starring network as 1 plus the difference between
the latest and earliest release dates of their co-starring movies. The empirical
probability mass function is shown in Figure 5.2(a). The typical active periods for
the co-starring network is even shorter: more than 95% of the co-starring behaviors
end within 3 years. This shows that most of the links age-out relatively quickly.
One might suspect that such a skewed distribution stems from the large number of authors who published only 1 or 2 papers, and from actors who performed
in only 1 or 2 films. To eliminate this confounding factor from the coauthorship
network, we randomly selected 10, 000 authors who published at least 5 papers
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and picked all their coauthors who also published at least 5 papers. The associated empirical probability mass function of the coauthoring period is presented in
Figure 5.1(b) and shows that approximately 80% of the collaboration periods are
still shorter than 3 years. In a similar manner, we randomly selected 10, 000 actors
who performed in at least 5 films and picked all their co-starring actors who also
participated in at least 5 films; the results are shown in Figure 5.2(b). Table 5.1
and Table 5.2 list statistics of the collaboration periods and the co-starring periods, respectively. Thus, even if we intentionally select nodes that are more actively
interacting with others, the typical active periods of links are still short.

5.4

Diminishing Influence of Links

In this section, we further study how a link gradually, over time, loses its influence
in determining which new links will form in the network.

5.4.1

Predictive Model

Motivated by [38], we express this question as a supervised learning problem, where
the labels represent presence or absence of links. We apply a logistic regression
classifier as the model predicting new links for two reasons. First, this model can
be easily updated to take in new data using an online gradient descent method. Although in our experiments the size of the training dataset will be fixed, in practice
the network evolves over time, with newly formed links providing new supervising
information, which can be exploited to online adapt the classifier, making it both
more accurate and more up-to-date. Second, and most significantly for our purposes here, the predictive power of individual features in logistic regression models
can be directly inferred from the magnitude of the learned coefficients. Thus, the
influence of young and old links (and their associated features) is easily quantified.
Although applying ensemble supervised learning classifiers such as bagging, boosting, or kernel-based SVMs [80, 81] may improve link prediction performance [38], it
is difficult to infer the relative importance of individual features in these methods.
Since our main target is to understand the relative importance of young and old
links instead of purely pursuing high prediction accuracy, logistic regression is a
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Table 5.3. A list of networks used for generating training features and labels.

G1
G2
H1
H2

year
2000-2002
2003
1997-1999
2000

purpose
generate training features for DBLP
generate training labels for DBLP
generate training features for IMDB
generate training labels for IMDB

better model choice here.
The conditional probability of the logistic regression model is shown in Equation 5.1:
P (y = 1|θ0 , Θ, X′) =

1
,
1 + exp(−(θ0 + ΘT X′ ))

(5.1)

where y = 1 represents link presence, X′ = [x′1 , x′2 , . . . , x′n ]T are the n re-scaled features, and θ0 and Θ = [θ1 , θ2 , . . . , θn ]T are the coefficients to be learned. A feature
xi with observed values Xi = {v1 , v2 , . . . , vm } is re-scaled to Xi′ by Equation 5.2,
with the range of the new values [0, 1].
Xi′ =

(

v1 − min(Xi )
v2 − min(Xi )
,
,...,
max(Xi ) − min(Xi ) max(Xi ) − min(Xi )
)
vm − min(Xi )
max(Xi ) − min(Xi )

(5.2)

By this re-scaling, quantitative evaluation of the predictive power of individual
features simply reduces to evaluation of the magnitudes of the learned coefficients
in Θ. Specifically, letting odds represents the ratio of the probability that the edge
exists to the probability that the edge does not exist, the learned coefficients represent the change in the log odds of edge existence for a unit change in the feature.
As a result, the relative influential power of two features xi and xj is estimated by
the ratio of the exponential of the learned coefficients exp(θi ) : exp(θj ).

5.4.2

Link Feature Derivation

In this section, we explain in detail the creation of the training network, testing
network, and the selected features for the new link prediction problem in a coau-
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thorship network. The information required for co-starring network link prediction
is created through a similar process, which will be briefly introduced at the end of
the section.
To obtain the training and testing features of the coauthorship network, we
selected from the DBLP dataset publications over three consecutive years y, y +
1, and y + 2 in the following seven conferences: ICDE, ICML, KDD, SIGIR,
SIGMOD, VLDB, and WWW. The authors of these papers and all their coauthors
are compiled to create a coauthorship network G1 . We limited to three consecutive
years to generate the training features because 80% of the coauthoring periods are
no longer than 3 years.
Specifically, six features are generated for each pair of nodes i and j in G1
by considering both local topology structure and the ages of the links. The six
features x1 , x2 , . . . x6 are listed below:
X

x1 =

W eight(i, k, t = y),

(5.3)

X

W eight(i, k, t = y + 1),

(5.4)

X

W eight(i, k, t = y + 2),

(5.5)

W eight(j, k, t = y),

(5.6)

X

W eight(j, k, t = y + 1),

(5.7)

X

W eight(j, k, t = y + 2),

(5.8)

∀k∈M utualN eighbor(i,j)

x2 =

∀k∈M utualN eighbor(i,j)

x3 =

∀k∈M utualN eighbor(i,j)

x4 =

X

∀k∈M utualN eighbor(i,j)

x5 =

∀k∈M utualN eighbor(i,j)

x6 =

∀k∈M utualN eighbor(i,j)

where the MutualNeighbor(i, j) function returns the set of mutual neighbors
(coauthors) of i and j and W eight(i, k, t) returns the number of coauthored papers
between i and k in year t.
Note that we do not include the full coauthoring history of i and j because we
are interested in how link age influences the formation of “new” links, i.e., links
that are not present in G1 .
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We only pick the above six features because they are critical to our main research question: what is the relationship between edges’ ages and the formation of
new links. While it is shown that performance of link prediction can be improved
by introducing a large number of features [40], most of these features have nothing
to do with links’ ages. Introducing many features may improve precision but will
make it difficult to isolate the effect of link age.
To get the training labels, we create a coauthorship network G2 for year y + 3.
Note that the authors who appear in year y + 3 but not in the period [y, y + 2]
are disregarded since their features cannot be obtained from G1 . By setting y
to year 2000, the network G2 (representing the coauthorship network of the year
2003) contains 460 nodes and 610 edges, among which 245 of these edges have
already appeared in G1 (representing the coauthorship network for the period
[2000, 2002]). When training a model to predict the formation of “new” edges,
these 245 edges should be disregarded, i.e., they are neither positive nor negative
instances. Thus, the training examples contain 610 − 245 = 365 positive instances

and 460
− 610 = 104, 960 negative instances. A logistic regression classifier C1 is
2
trained by using the labels derived from G2 and the features derived from G1 .

In addition, we create three other logistic regression classifiers, using different
sets of features, for comparison. The classifiers C2 , C3 , and C4 predict coauthoring
events in year y + 3 using only the features derived from the coauthor network
in year y + 2, y + 1, and y respectively, i.e., C2 uses features x3 and x6 , C3 uses
features x2 and x5 , and C4 uses features x1 and x4 . The learned classifiers will be
compared with C1 .
We select other consecutive 4-year periods to generate the testing data. The
first three years are used to generate the testing features, with the fourth year used
to obtain the testing labels. The testing features are fed to C1 , C2 , C3 , and C4 for
link prediction.
The training data, testing data, and features for the co-starring network are
generated in a similar manner. First, we select 1, 000 actors of the highest degrees
between 1991 and 2007 as set A. Next, we create a co-starring network H1 by the
co-starring behavior among actors in A between 1997 and 1999. Six features, as
listed from Equation 5.3 to Equation 5.8, are generated for each pair of nodes in
H1 , where W eight(i, k, t) returns the number of co-starring movies between i and

49
Table 5.4. Coefficients of the learned logistic regression classifier when using the coauthorship network over the years 2000-2002 to generate training features and the coauthorship network of 2003 to generate the training labels.

i-k
j-k
Average

Year 2000
θ1 = 0.5181
θ4 = 0.9899
0.7540

Year 2001
θ2 = 2.6930
θ5 = 3.3089
3.0010

Year 2002
θ3 = 3.4582
θ6 = 4.5895
4.0239

Table 5.5. Coefficients of the learned logistic regression classifier when using the costar network over the years 1997-1999 to generate training features and the coauthorship
network of 2000 to generate the training labels.

i-k
j-k
Average

Year 1997
θ1 = 0.1193
θ4 = 0.3026
0.2110

Year 1998
θ2 = 1.4216
θ5 = 0.8970
1.1593

Year 1999
θ3 = 6.8277
θ6 = 6.3317
6.5797

k in year t. Again, we use only the co-starring network of three consecutive years
because more than 90% of co-starring behaviors are active for less than 3 years.
The co-starring behaviors among actors in A in the year 2000 are used to generate
the training labels.
Table 5.3 shows networks used for generating the training features and labels
for the coauthorship network and the co-starring network.

5.4.3

Experimental Results

The learned coefficients of the classifier C1 on the coauthorship network are listed
in Table 5.4. As shown, the later coauthoring behaviors (essentially, the younger
links) play a more important predictive role than the earlier coauthoring events
(the older links). We can roughly think of the links of the 1st, 2nd, and 3rd years as
old, mid-age, and young links. From the learned coefficients, the average influential
power of the old, mid-age, and young links to the odds of new link formation are
exp(0.7540) : exp(3.0010) : exp(4.0239). Thus, the young links are almost 3 times
more informative than the mid-age links and 26 times more informative than the
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old links. The influential power of young links in co-starring network is even more
prominent: the young links are 226 times more informative than mid-age links
and 583 times more informative than the old links, as shown in Table 5.5. Since
typical active periods of links in the co-starring network are usually shorter than
links in the coauthorship network, as shown in Figure 5.1 and Figure 5.2, it is not
surprising that the young links in the co-starring network are more influential than
the young links in the coauthorship network.
Next, we show the performance of each classifier on predicting future active
links. Because the two classes (link presence and absence) are highly imbalanced,
successfully predicting a positive instance is very challenging. For example, when
predicting new links in the coauthorship network for year 2004 using features
derived from the period [2001, 2003], the true positive rate of a naı̈ve random
guess is only 0.2406629%. To make the metric more meaningful, we again show
the “relative performance at n” for each classifier. This is defined as the true
positive rate over the first n predictions for a classifier divided by the true positive
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rate from naı̈ve random guessing.
We used each classifier to predict new links of the coauthorship network in
years 2004, 2005, 2006, and 2007. The accuracy measure being compared is the
“relative performance at n”, with n ranging from 1 to 500, since different values
of n affect the performance. As shown in Figure 5.3, the classifiers that consider
the younger links (C1 and C2 ) generally perform better than the one considering
only the older links (C3 and C4 ). Figure 5.4 shows the relative performance at n
for predicting new links of co-starring network in year 2001, 2002, 2003, and 2004.
Again, the classifiers considering younger links generally perform better.

5.5

Conclusion and Discussion

A study on Facebook, the currently most dominant social medium, shows that the
average U.S. user was friends with around 214 other U.S. users in May 2011 [82].
This number is almost 1.5 times larger than the famous Dunbar’s Number, which
suggested that the cognitive limit to the number of individuals with whom any
one person can maintain stable relationships is on average 147.8 [83]. This result implies that, on average, approximately one third of the relationships in an
ego-network of a Facebook user are unstable. Although this does not necessarily
mean the old links are more fragile, it does suggest that a large portion of links
might gradually become inactive and, to stabilize the network, these links could
be removed.
To study the influential power of old links and young links, we separated links
by their age, and studied how the age of a link influences the formation of new
links. Using one coauthorship network and one co-starring network as domains, we
found that younger links are more informative in predicting the formation of new
links. As far as we know, this is the first study to quantify the relative importance
of links of different ages.
Since as links become older their predictive power generally diminishes, it might
be most appropriate to disregard or remove “sufficiently old links”. This leads to
the following research questions that are rarely discussed in previous studies.
First, network evolution theory should consider not only link/node addition,
but also link/node removal as well. Although we quantify the relative importance
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of young, mid-age, and old links, how to appropriately age-out old links (or even
old nodes) is still an open question. We are interested in designing a network
generation model to address this problem.
Second, we are interested in observing the statistical properties of networks and
network evolutions when links/nodes do age-out. As a starting point, we could
assume the age of each link to follow the distribution of observed coauthoring
periods and examine both whether and how these statistical properties change
when these links are removed.
Third, applications based on network structures [84, 85, 86, 87] may be influenced as well. For example, one popular research direction of social network based
viral marketing is to identify the key influencers to advertise to, with the hope that
these influencers can disseminate the information to a larger group of individuals.
The top influencers are usually estimated via degree-based measures [84, 85, 88]
without considering that links could become inactive, i.e., the interaction between
the targeted influencers and others may break. Researchers may need to work on
more generalized models to capture the effect of inactive links.
One caveat on our results is that, while old links appear in general to be less
influential, the aging speed can be link or node dependent. In particular, some old
links may still be powerful determinants. For example, consider researchers A and
B mentored by the same advisor, many years apart. They may start collaborating
at some point in the future, mainly because they are former students of the same
advisor.
We believe one reason that previous studies pay less attention to link/node
removal when studying network evolution is because such events are difficult to
directly observe or to definitively ascertain (e.g., long periods of link inactivity
do not preclude future activity). As a pioneering approach, this study uses the
coauthoring or co-starring period to obtain a proxy for the ages of the links. On
the other hand, we are certainly desirous to obtain networks that do have explicit
link or node removal behavior, as such networks could be used to further validate
our work and its main observations.

Chapter

6

ASCOS: an Asymmetric Network
Structure COntext Similarity
Measure
As we have demonstrated, discovering similar objects in a social network has many
interesting issues. In this chapter, we present ASCOS, an Asymmetric Structure
COntext Similarity measure that captures the similarity scores among any pairs
of nodes in a network. The definition of ASCOS is similar to that of the wellknown SimRank since both define score values recursively. However, we found
the limitation of the famous SimRank measure. Surprisingly, such problem was
rarely discussed, if any, in previous literature. We show that ASCOS outputs a
more complete similarity score than SimRank because SimRank (and several of its
variations, such as P-Rank and SimFusion) on average ignores half paths between
nodes during calculation. To make ASCOS tractable in both computation time
and memory usage, we propose two variations of ASCOS: a low rank approximation based approach and an iterative solver Gauss-Seidel for linear equations.
When the target network is sparse, the run time and the required computing space
of these variations are smaller than computing SimRank and ASCOS directly. In
addition, the iterative solver divides the original network into several independent
sub-systems so that a multi-core server or a distributed computing environment,
such as MapReduce, can efficiently solve the problem. We compare the performance of ASCOS with other global structure based similarity measures, including
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SimRank, Katz, and LHN. The experimental results based on user evaluation
suggest that ASCOS gives better results than other measures. In addition, the
asymmetric property has the potential to identify the hierarchical structure of a
network. Finally, variations of ASCOS (including one distributed variation) can
also reduce computation both in space and time.

6.1

Introduction

We have shown that complex network analysis can be a useful tool to describe the
interaction and relations between pairs of objects. In this chapter, we continue to
discuss the similarity between nodes based on structure context, i.e., the patterns
of the edges. Structure context based similarity measures are attractive because in
many cases the relationship between objects can be inferred without any domain
knowledge. For example, we have shown that genetic diseases caused by common
genes can be inferred from the human disease network without using expensive biological experiments. Future coauthoring behavior among scholars can be inferred
by the coauthorship network without specifying the scholars’ research interests
or their IDs. In addition, it has been found that structurally similar nodes on
a social network are more likely to have similar node attributes and have similar
behavior [89]. Some even suggest that structure based methods better explain user
judgements than attribute-based measures [90].
Among the structure context based similarity measures, SimRank [28] is probably the most influential and popular. Informally, SimRank defines the similarity
score between two nodes i and j by similarity scores between i’s neighbors and
j’s neighbors. This simple recursive definition makes it easy to implement and
indirectly considers the structure of the entire network. Mathematically, SimRank
is shown to be the same as measuring how soon two random surfers from i and j
are expected to meet each other.
However, SimRank and its variations, such as P-Rank and SimFusion, have a
problem, which has surprisingly been neglected - they only measure the similarity
between nodes that can reach each other in an even number of steps. Thus, for
a large social network where two nodes in one connected component can usually
reach each other by different paths, only the paths of even lengths contribute to the

55
final SimRank score. The problem manifests itself in certain types of networks.
Let’s consider a simple network formed by two nodes (i and j) and one edge
between them. Although we don’t yet introduce the SimRank formula, one could
easily understand that the SimRank score between i and j should be zero by the
random surfer model: two random surfers starting at i and j would never meet
each other because when one arrives i, the other must arrive j. Another example is
the bipartite graph formed by two sets of nodes V1 and V2 such that every edge in
the graph joins a vertex in V1 to a vertex in V2 . SimRank scores between neighbor
nodes in the graph would always be zero, even though they should be related as
neighbors. Again, one can easily see this with the random surfer analogy.
Several computational issues make the recursive definition based similarity measures intractable in practice. First, an application may only need to know the
similarity scores of only a few pairs of nodes. However, a recursive based definition needs to compute the scores between all pairs of nodes because the similarity
between any pair of nodes depend on all other pairs of nodes. Second, storing
the similarity scores for all pairs of nodes requires a large amount of memory. To
compute the scores of a mid size network containing 0.1 million nodes, one would
need 100, 000×100, 000×32bit ≈ 40GB main memory to store the similarity scores
(assuming the score between two nodes is floating point of 32 bits).
To deal with these issues, we propose ASCOS, an Asymmetric Structure COntext Similarity measure. Similar to SimRank, ASCOS defines similarity scores
recursively so that the global network structure can be considered. Empirically,
ASCOS is shown to return a better score than SimRank because ASCOS considers
all paths between two target nodes, whereas SimRank considers only the paths
of even lengths. To address the computational issues, ASCOS is reformulated
into a non-recursive form. Two variations of ASCOS scoring and one distributed
algorithm are proposed based on the non-recursive representation.
One interesting property of ASCOS is its asymmetric nature, i.e., similarity
score from node i to node j may not equal the one from node j to node i. Traditionally, similarity measures are geometric: the target objects are projected into
a multi-dimensional coordinate space, and the similarity score is proportional to
the inverse of their geometric distance. Thus, the similarity score behaves like a
distance function that must be symmetric. However, Tversky discovered empirical
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evidence that systematically violates the symmetry assumption of similarity [91]
and observed that the asymmetry appears to be determined, at least in part, by
the relative salience of the objects to be compared. Users tend to select a more
salient object as the referent and the less salient one as the subject. Here are a
few examples that Tversky illustrated: We say “the portrait resembles the person”
rather than “the person resembles the portrait.” We say “the son resembles the
father” rather than “the father resembles the son.”

Thus, the judged similarity

of portrait (son) to person (father) exceeds person (father) to portrait (son). We
will later discuss more about the asymmetric nature and show how we introduce
this salience property into ASCOS.
This chapter makes the following contributions.
1. We show that SimRank and several of its variations suffer from the problem
of considering only paths of even lengths. Therefore, on average half of the
paths are excluded during the calculation.
2. We define a new similarity measure, ASCOS, which recursively considers the
global structure of a network using all paths between nodes.
3. We propose two variations of ASCOS to address computational issues, namely
time and memory limitations. One of the two ASCOS variations can be applied on a distributed or multi-core environment, which is a significant advantage. This is difficult for SimRank and the original ASCOS computation.
4. Among the popular similarity measures, ASCOS is one of the few that has
an asymmetric property that can be useful for certain situations.
5. We introduce a method to incorporate edge weights into the ASCOS framework. Experimental results show that such setting is helpful in predicting
new links in a coauthorship network.
6. We discuss work around solutions to address the limitation of SimRank by
modifying the topology of the graph in a reasonable manner. The good news
is that SimRank reports a reasonable score on the modified graph. However,
the size of the modified graph is much larger than the original one. Thus,
applying SimRank calculation on the new graph is less efficient.
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6.2

Introduction of SimRank

Figure 6.1. The diagram of SimRank by recursive definition

We have briefly introduced SimRank in Chapter 2. However, since our main
comparison target is SimRank and to ensure the chapter is self-content, we discuss
SimRank in more detail in this section.
SimRank [28] is probably the most famous global structure based similarity
measure. By the time we wrote the thesis, SimRank has attracted more than 700
citations (estimated by Google Scholar1 ). It defines the similarity scores between
a pair of nodes recursively. As shown in Figure 6.1, SimRank defines the similarity
score between two nodes i and j by measuring and accumulating the similarity
score between i’s neighbors (i.e., node a and node b) and j’s neighbors (i.e., node
x and node y). The SimRank score can be formally defined by Equation 6.1.
s(vi , vj ) :=

(

c
|Nin (i)||N in(j)|

1

P

∀k∈Nin (i)

P

∀ℓ∈Nin (j)

skℓ if i 6= j
if i = j,

(6.1)

where c is the discounted parameter to control the relative importance between
neighbors and in-direct neighbors, Nin (i) is the set of in-neighbors of node i, and
|˙| returns the length of the given set.
Several methods are influenced by SimRank. For example, P-Rank [29] extends
SimRank by considering both in-neighbors and out-neighbors. SimFusion [30]
1

http://scholar.google.com/citations?view_op=view_citation&hl=en&user=
zdKmnYwAAAAJ&citation_for_view=zdKmnYwAAAAJ:LkGwnXOMwfcC
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supports different intra-node relations and different edge weights. SimRank++
extends SimRank such that the edge weights can be utilized [92]. Some of the
discussions on the relationship between SimRank and its families can be found
in [31].
As one could imagine, SimRank is computationally expensive because it iteratively considers the global structure of the network. Thus, several measures
have been proposed to reduce the computation time. In [33], a non-iterative form
was proposed for SimRank score approximation based on the Kronecker product
and vectorization operators. When a network evolves over time, this method allows incremental updating. In addition, a parallelized computation was proposed
in [34]. They observed that essentially SimRank is the same as a first order Markov
chain. Thus, the iterative aggregation technique for uncoupling Markov chains can
be utilized to compute SimRank scores in parallel. They also showed that such
method can be applied on dynamic graphs as well. Some of the divergence issues
of SimRank and its families were discussed in [93] and [35].

6.2.1

The Scoring Problem of SimRank

The SimRank measure states that two nodes i and j are similar if the in-neighbors
of i and the in-neighbors of j are themselves similar. The recursive definition
employs the entire network topology to calculate the similarity scores. However,
such a definition fails to capture the relationship between nodes that can only reach
others in an odd number of steps, as pointed out in Section 6.1. In an extreme
case, two neighboring nodes can have zero similarity score. This is counter-intuitive
because neighboring nodes should have something in common if directly connected.
By observing the topology of the network presented in Figure 6.2, most people
may say the similarity score between node 1 and node 5 should be larger than
the similarity score between node 4 and node 5, since node 4 must reach node 5
through node 1, which means that the distance from node 1 to node 5 is shorter
than from node 4 to node 5. However, by SimRank the similarity scores between
node 1 and all its neighbors (including node 5) are all zeros. Again, by the random
surfer model one could easily identify this. Thus, the SimRank similarity score
between node 4 and node 5 is larger than the score between node 1 and node 5,
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even though node 1 and node 5 are closer.
Even for a large social network where every node i in the network can almost
surely to reach every other node j in an even number of steps (thus the SimRank
score between i and j is larger than zero), the paths of an odd number of steps
contribute nothing to the final SimRank score. Thus, on average SimRank ignores
half of the available information.

6.3

ASCOS Framework

Here, we introduce the intuition of our proposed ASCOS and a naı̈ve ASCOS
calculation method.

6.3.1

ASCOS Score Introduction
6

4

1

2

3

5

Figure 6.2. A toy network.

Instead of defining the similarity score between nodes by the relationship between both of the nodes’ in-neighbors, ASCOS states that the similarity score from
a node i to a node j is dependent on the similarity score from node i’s in-neighbors
to node j. This statement has two interesting properties. First, the out-neighbors
are not involved. Second, the similarity score is asymmetric because it considers
the in-neighbors of i but not the in-neighbors of j. We justify these settings below.
We consider only the in-neighbors because an object is not defined by how
it describes others but by how others describe it. This idea is very similar to
PageRank since the importance of a page is determined by its incoming pages not
by the ones it points to. However, this definition can be easily extended to consider
both in-neighbors and out-neighbors.
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Traditionally, a similarity measure defines the similarity function to be proportional to the inverse of the distance function, which is usually calculated by
projecting the target objects into an n-dimensional coordinate system and measuring their distance. Thus, the similarity function should be symmetric, i.e.,
sij = sji . By the definition, a statement of “a is like b” and a statement of “b is
like a” should be of equal value. However, studies have shown that dimensional
representations are not appropriate for some objects, like faces, countries, or personalities [91]. People tend to be more positive to “a is like b” than “b is like a”
when b is more salient or general than a [91]. For example, “an ellipse is like a
circle” is more likely to be true psychologically than “a circle is like an ellipse”.
Another way to look at the similarity of nodes in a network is to measure
the tendency to form a link between nodes. As suggested in [14], when modeling
the coauthoring behavior as a coauthorship network, a young researcher is usually
more eager to establish connections with strong researchers than the other way
around. The similarity score, which is a proxy to measure the tendency of link
formation, is apparently asymmetric because a young researcher is more willing to
establish a link to an experienced researcher than vise versa.
To make the asymmetry concept clearer, let’s examine node 1 and node 4 of
Figure 6.2. Node 4 has only one neighbor node 1, but node 1 has four neighbors
node 2, node 4, node 5, and node 6. In such a scenario people tend to be more
positive to “node 4 is similar to node 1” than “node 1 is similar to node 4” because
node 4’s only neighbor is node 1 but node 1 has three other alternative options.

6.3.2

Naı̈ve ASCOS Calculation

We define the similarity value from i to j to be the discounted cumulative similarity
score from all i’s neighbors to j. The ASCOS similarity score from i to j can be
written as follows.
s(vi , vj ) :=

(

c
|Nin (i)|

1

P

∀k∈Nin (i)

s(vk , vj ) if i 6= j
if i = j,

(6.2)

where Nin (i) is the set of in-neighbors of node i.
The relative importance parameter c is between 0 and 1. It controls the relative
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Algorithm 2: Naı̈ve ASCOS calculation
Input: A: an adjacency matrix of size n by n; c: the discounted parameter
Output: S = [sij ]: ASCOS similarity score matrix
1 S ← initial guessing matrix of size n by n;
2 while S not converge do
3
for i ← 1 to n do
4
for j ← 1 to n do
5
Update sij by Equation 6.2;
6
end
7
end
8 end

importance between the direct neighbors and indirect neighbors, i.e., neighbors’
neighbors. The smaller the value, the less important the indirect neighbors are.
Algorithm 2 lists the pseudo code of ASCOS calculation based on the recursive
definition.

6.3.3

Analysis of Naı̈ve ASCOS

Let N̄in denotes the average in-degree of the target network and k represents the
required iteration for S = [sij ] to converge, Algorithm 2 needs O(k N̄in n2 ) ≈ O(n2 )
computation time (assuming k ≪ n, N̄in ≪ n). Although the square computation time is infeasible in real-time, in practice this is a minor problem because
the scores can be pre-computed off-line. The more serious problem is the space
complexity. The recursive definition requires the computer to store all entries of
S during computation, thus O(n2) space is needed. For modern social networks
which usually have tens to hundreds of millions of nodes, allocating the space that
is proportional to the square of the number of nodes can be intractable.

6.4

Efficient ASCOS Calculation

Naı̈ve ASCOS calculation is inefficient in both time and space. To conquer these
problems, two efficient variations, singular value decomposition based low rank
approximation and recursive solver for systems of linear algebraic equations, are
proposed. The later one can further be designed for a multi-core or distributed
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environment. As a result, applying ASCOS on a large-scale social network is
possible.
The root reason of keeping the entire S matrix is that the recursive definition
of ASCOS makes each sij be dependent on every other similarity score. To break
the dependency, we redefine ASCOS as a non-recursive score and then propose two
algorithms to calculate it.

6.4.1

Non-recursive ASCOS Equation

Given a graph G and its adjacency matrix A = [aij ], we calculate P = [pij ] as
P
the column-normalized matrix of A, i.e., pij = aij / ∀k akj . When we iterate
Equation 6.2 to a sufficiently large number of times, it can be re-written as a
matrix form, as shown in Equation 6.3.
S = cPT S + (1 − c)I,

(6.3)

where PT is the transpose of P.
The solution for Equation 6.3 can be computed by
S = (1 − c)(I − cPT )−1 .

(6.4)

Now we turn ASCOS into a non-recursive equation. Note there is a subtle
difference between Equation 6.2 and Equation 6.4 because each diagonal entry of
S in Equation 6.4 is not set to one. However, this problem is trivial because it
only affects the absolute similarity scores but not the relative relationship between
similarity scores, i.e., if by Equation 6.2 we get sij > sik , the relation still holds
when using Equation 6.4 instead.
Although Equation 6.4 is in a non-recursive form and therefore breaks the
dependency limitation, the space complexity is still O(n2 ) and the time complexity
even increases to an intractable O(n3 ) because of the matrix inverse operation. We
now propose two methods to solve these problems.
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Algorithm 3: ASCOS calculation by low rank approximation
Input: A: an adjacency matrix of size n by n; c: the discounted parameter
Output: S = [sij ]: ASCOS similarity score matrix
1 P ← ColumnNormalize(A);
T
2 Q ← I − cP ;
T
3 Do SVD for Q to obtain Ũ, Σ̃, and Ṽ ;
4 Calculate S by Equation 6.5;

6.4.2

Low Rank Approximation

Let Q = I − cPT . Although Equation 6.4 avoids recursive calculation, solving the
inverse of matrix Q is challenging in general. First, Q could be a singular matrix,
i.e., it is non-invertible. Second, calculating the inverse of a matrix requires a
cubic computation time. Third, although Q is usually a sparse matrix, Q−1 is
very likely to be a dense matrix. As we discussed earlier it is impracticable to fit
the entire n-by-n matrix into the memory. In this section, we introduce low-rank
approximation to avoid calculating and storing Q−1 directly.
By Singular Value Decomposition (SVD), the matrix Q is factorized into UΣVT ,
where U and V are orthogonal matrices and Σ is a diagonal matrix. An approximation matrix Q̃ of Q can be derived by ŨΣ̃ṼT , in which Σ̃ is a diagonal matrix
by keeping the largest r singular values in Σ, Ũ is the first r columns of U, and
ṼT is the first r rows of VT . Among all the matrices with rank r, Q̃ is the one
with minimum Frobenius norm difference to Q. The value of Q−1 is approximated
by Q̃−1 = ṼΣ̃−1 ŨT . In practice, we use Lanczos Algorithm [94] to perform SVD
for such a large sparse matrix Q . We can re-write Equation 6.4 to get S.
S ≈ (1 − c)ṼΣ̃−1 ŨT .

(6.5)

Since Σ̃ is a diagonal matrix, Σ̃−1 can be easily calculated by inverting the
diagonal entries from σii to 1/σii .
Low rank approximation solves most of the problems we may face when calculating Q−1 . First, since every matrix can be factorized by SVD, we do not need to
worry about the singular matrix problem. Second, low rank approximation is space
efficient. Assuming r << n, the matrix ṼT and Ũ each needs O(rn) space. The
matrix Σ̃−1 is a diagonal matrix with rank r that needs only O(r) space. Thus,
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overall only O(n) space complexity is required. In addition, the time complexity
is improved from cubic to square [95].
One assumption hidden behind the low rank approximation is the existence of
notable linear correlations in Q. The assumption seems correct because real world
networks tend to have a high clustering coefficient, i.e., similar nodes tend to connect to the same set of nodes. However, this assumption cannot be guaranteed.
Once the linear correlations are not manifest in the matrix, a low rank approximation could be less accurate. In addition, it is not straightforward to decide the
value of the parameter r.

6.4.3

Gauss-Seidel (GS) Approach

While low rank approximation approximates Q−1 efficiently, obtaining Q−1 is not
our final goal. We want Q−1 because it helps obtain S. In this section, we introduce
the approach to get S without calculating Q−1 and without the assumption of
existence of linear correlation in Q.
Let’s split S into n column vectors S = [S1 , S2 , ..., Sn ] and the identity matrix
I into n column vectors I = [I1 , I2 , ..., In ]. Equation 6.3 can be re-written into the
following form.
(I − cPT )Si = (1 − c)Ii ,

(6.6)

where i = 1, 2, ..., n.
This turns the problem into a classic systems of linear algebraic equations, in
which I −cPT , or briefly Q, is a coefficient matrix of dimension n by n; (1 −c)Ii , or
briefly Bi , is a constant column vector of size n; Si is an unknown column vector.
Such transformation allows us to compute the similarity score between two nodes
by only calculating 1/n of the adjacency matrix instead of the entire matrix.
To solve the systems of linear algebraic equations, a standard tool is Gaussian elimination. However, Gauss elimination becomes inefficient and sometimes
inapplicable when the coefficient matrix is sparse and the number of unknowns is
large. Instead, we apply the Gauss-Seidel (GS) method, a recursive algorithm that
repeatedly improves the solution until the unknown Si converges.
Let sj be the j th element of Si , qjk be the (j, k)th entry of matrix Q, and bj be
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Algorithm 4: ASCOS calculation by Gauss-Seidel
Input: A: an adjacency matrix of size n by n; c: the discounted parameter
Output: Si = [s1 , s2 , ..., sn ]T : ASCOS similarity score of node i
1 P ← ColumnNormalize(A);
T
2 Q ← I − cP ;
3 Si ← initial guessing vector of size n;
4 Bi ← (1 − c)Ii ;
5 while Si not converge do
6
for j ← 1 to n do
7
Update sj by Equation 6.8;
8
end
9 end
Algorithm 5: Mapper of ASCOS Gauss-Seidel
Input: A: an adjacency matrix of size n by n; c: the discounted parameter
1 P ← ColumnNormalize(A);
T
2 Q ← I − cP ;
3 for i ← 1 to n do
4
Si ← initial guessing vector of size n;
5
Bi ← (1 − c)Ii ;
6
Emit(i, Q, Si , Bi ) ;
// i: key to Reducer
7 end
the j th element of Bi . Equation 6.6 in scalar notation is written as
n
X

qjk sk = bj ,

(6.7)

k=1

where j = 1, 2, ..., n.

The value of sj in Equation 6.7 is solved by Equation 6.8.
1
sj =
qjj

bj −

X

∀k6=j

qjk sk

!

.

(6.8)

The GS algorithm starts by randomly initializing the vector Si , and then iteratively updates each element of Si by Equation 6.8 until Si converges, as shown in
Algorithm 4.
Note that for GS algorithm, the convergence of Si is guaranteed only if either
the coefficient matrix Q is symmetric positive-definite or Q is diagonally dominant,
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Algorithm 6: Reducer of ASCOS Gauss-Seidel
while Si not converge do
for j ← 1 to n do
Update sj by Equation 6.8;
end
end
Emit(Si );
i.e., the magnitude of the diagonal entry in a row is no less than the sum of the
magnitude of the non-diagonal entries. To show that Q is diagonally dominant,
we re-write Q in the scalar notation.
qij =

(

1

if i = j

−cpji if i 6= j.

(6.9)

The matrix Q is a diagonal dominant matrix because
P

∀j6=i

|qij | =
≤

P

∀j6=i

P

∀j6=i

| − cpji |
| − pji | (∵ 0 < c ≤ 1)

≤ 1 (∵ P is column-normalized)

(6.10)

= qii .
Several properties make the GS method attractive for our problem. First, since
P
Q is usually a sparse matrix, in Equation 6.8 the time complexity for ∀k6=j qjk sk

calculation is sub-linear in n. Second, only the non-zero entries of Q need to be
stored. Therefore, it is possible to store all the variables in main memory even
for a large network with thousands to millions of nodes. In addition, the iterative
procedure can self-correct the round off errors. These advantages allow the GS
method to be applied to large-scale networks.
To obtain the similarity score between one pair of nodes, Algorithm 2 and
Algorithm 3 need to compute the similarity scores between all node pairs in the
network, whereas Algorithm 4 only needs to calculate 1/n of the network. When
an application only requests the similarity scores between few pairs of nodes, the
GS method could be much faster.
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6.4.4

Distributed Gauss-Seidel

Since the original task of calculating S (Equation 6.3) can be split into n independent tasks, as shown by Equation 6.6, the tasks can be assigned to n different machines for parallel computation. We show a MapReduce version of GaussSeidel algorithm that can calculate the similarity scores between all pairs of nodes
with time complexity O(n2 /k) in Algorithm 5 and Algorithm 6 given k machines
(k ≤ n). The algorithm can be applied on a single machine with k-core as well.
In sum, to get the similarity score between a pair of nodes, the time complexity is lowered from O(n2) (Algorithm 2) to O(n) (Algorithm 4). To get the
similarity score between all pairs of nodes, time complexity is lowered to O(n2 /k)
(Algorithm 5 and Algorithm 6). When n machines or n cores are available, the
equations can be fully parallelized such that the computation time can further be
improved to O(n). The space complexity is reduced from O(n2 ) to O(n). Thus, it
is feasible to compute ASCOS for large-scale complex networks.
Since Q is usually sparse, Equation 6.8 can further be parallelized by distributing independent groups of constraints for better efficiency in practice [96].

6.5

Incorporating Edge Weights into ASCOS
a

1

b

a'

10

b'

Figure 6.3. A toy network with edge weights

Figure 6.4. Another toy network with edge weights

68
One disadvantage of ASCOS and SimRank is that the edge weights are not
incorporated into the measures. This apparently ignores valuable information. In
this section, we try to improve ASCOS by considering not only the topology of
the network but also the edge weights as well. We will illustrate two scenarios to
explain the intuition of the new design.
The first scenario is illustrated by Figure 6.3. In the top of the figure, the
weight of the edge between two nodes a and b is 1. The similarity score between
them should be smaller than the case where the weight of the edge is 10, as shown
in the bottom of the graph. However, the similarity scores between a and b and
the similarity score between a′ and b′ would be the same when using ASCOS (and
so do other measures that exclude the edge weights, e.g., SimRank, Jaccard, etc.).
The second scenario is slightly more complicated, as illustrated by Figure 6.4.
Although the weight of the edge e(a, b) and e(a′ , b′ ) are both 1, the fact that the
weight of the edge e(b, c) is 10 but the weight of edge e(b′ , c′ ) is 1 implies that the
importance of a′ to b′ is larger than the importance of a to b, since node b has a
relatively more important neighbor c.
Based on the above two scenarios, we modified the ASCOS similarity score
between two nodes i and j by Equation 6.11.

S(i, j) :=

(

1
c·

if i = j
wik
∀k∈Nin (i) wi∗ (1

P

− exp(−wik ))S(k, j) else,

where wik is the weight of edge e(i, k), and wi∗ =

P

∀k∈Nin (i)

(6.11)

wik .

The second line of Equation 6.11 is defined for the following reasons. First, the
term 1 − exp(−wik ) captures the influence of the absolute value of the edge weight:
when the value of wik is very large (e.g., wik → ∞), the value of 1 − exp(−wik ) is
close to 1, and when the value of wik is very close to zero, the value of 1−exp(−wik )
is close to zero. Second, the term wik /wi∗ captures the relative influence of wik to
other edges connected to node i: when wik is close to wi∗ , the value of wik /wi∗ is
close to 1, and when wik is much smaller than wi∗ , the value of wik /wi∗ is close
to zero. Third, since the values of c, wik /wi∗ , ,1 − exp(−wik ), and S(k, j) are all
between 0 and 1, the product of them is still between 0 and 1.
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N1
N2
N3
N4
N5
N6

N1
0.756
0.681
0.900
0.900
0.900

N2
0.573
0.900
0.516
0.516
0.516

N3
0.347
0.606
0.313
0.313
0.313

N4
0.530
0.401
0.360
0.477
0.477

N5
0.530
0.401
0.360
0.477
0.477

N6
0.530
0.401
0.360
0.477
0.477
-

Table 6.1. The Naı̈ve ASCOS scores of the toy network (the relative importance factor
c is set to 0.9).

N1
N2
N3
N4
N5
N6

N1
N2
N3
N4
N5
N6
0
0.759
0
0
0
0
0
0.792 0.792 0.792
0.759
0
0
0
0
0
0.792
0
0.900 0.900
0
0.792
0
0.900
0.900
0
0.792
0
0.900 0.900
-

Table 6.2. The SimRank scores of the toy network (the relative importance factor c is
set to 0.9).

6.6
6.6.1

Experiments
Comparison of Similarity Scores on Toy Networks

To understand the performance of ASCOS and other measures, we illustrate a
small toy network, as shown in Figure 6.2, so that human can intellectually and
perceptually tell which measure is more reasonable easily.
Given a network like Figure 6.2, the similarity scores of naı̈ve ASCOS, SimRank,
Katz, and LHN between all pairs of nodes are shown in Table 6.1 to Table 6.4. One

N1
N2
N3
N4
N5
N6

N1
2.629
1.140
2.134
2.134
2.134

N2
2.629
1.144
1.140
1.140
1.140

N3
1.140
1.144
0.495
0.495
0.495

N4
2.134
1.140
0.495
0.926
0.926

N5
2.134
1.140
0.495
0.926
0.926

N6
2.134
1.140
0.495
0.926
0.926
-

Table 6.3. The Katz scores of the toy network (the relative importance factor c is set
0.9).
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N1
N2
N3
N4
N5
N6

N1
0.329
0.285
0.533
0.533
0.533

N2
0.329
0.572
0.570
0.570
0.570

N3
0.285
0.572
0.495
0.495
0.495

N4
0.533
0.570
0.495
0.926
0.926

N5
0.533
0.570
0.495
0.926
0.926

N6
0.533
0.570
0.495
0.926
0.926
-

Table 6.4. The LHN scores of the toy network (the relative importance factor c is set
to 0.9)

would expect node 1 should be related to its neighbors (node 2, node 4, node 5,
and node 6) because they are connected. However, as highlighted in Table 6.2, by
SimRank the similarity scores between node 1 and its four neighbors are all zero.
A similar problem also happens between node 2 and node 3. On the contrary, the
similarity score of ASCOS makes more sense because node 1’s similarity scores to
its neighbors (node 2, node 4, node 5, and node 6) are larger than the ones to its
indirect neighbor (node 3). As we discussed earlier, the problem of SimRank comes
from the fact that it captures the similarity score between nodes only if they can
reach each other in an even number of steps. In the toy network, node 1 can only
reach its neighbors in 2k + 1 (k is a non-negative integer) step, and node 2 also
can only reach node 3 in 2k + 1 step. Thus, SimRank will ignore the relationship
between them.
The result of Katz is reasonable because the similarity scores between one node
to its neighbors are usually large. However, the similarity scores returned by Katz
are not normalized between 0 and 1, as highlighted by bold fonts in Table 6.3.
This can be less convenient when one needs to integrate node similarity scores
with other values.
The LHN measure is essentially a variation of Katz score. However, its performance is highly dependent on the degrees of the target nodes. In the toy network,
LHN returns less reasonable scores. As shown in Table 6.4, the similarity score
from node 2 to node 1 is smaller than node 2 to node 4, node 2 to node 5, and
node 2 to node 6, even though node 2 must reach node 4, node 5, and node 6
though node 1. Several counter-intuitive scores are reported in the table with
similar problem.
Another interesting thing to notice is the early discussed asymmetric property
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a
b
a′
b′

a
b
a′
b′
0.5689
0
0
0.5689
0
0
0
0
0.9000
0
0
0.9000
-

Table 6.5. The ASCOS scores of the toy network shown in Figure 6.3 when considering
edge weights.

a
b
c
a′
b′
c′

a
b
c
a′
b′
c′
0.5689 0.4796
0
0
0
0.1959
0.8429
0
0
0
0.1762 0.9000
0
0
0
0
0
0
0.5689 0.1931
0
0
0
0.3394
0.3394
0
0
0
0.1931 0.5689
-

Table 6.6. The ASCOS scores of the toy network shown in Figure 6.4 when considering
edge weights.

of ASCOS. As shown in Table 6.1, the similarity score of node 1 to node 4 is 0.530,
whereas the score of node 4 to node 1 is 0.900. Since node 1 is node 4’s only
neighbor but node 1 has three other neighbors in addition to node 4, node 1 is
more important to node 4 than the other way around. This can also be explained
by Dr. Tversky’s observation [91] that people tend to be positive to “i is similar
to j” than “j is similar to i” when j is more salient than i, because the degree of
node 1 is larger than the degree of node 4 (thus node 1 is more “salient”).
We do not list the similarity scores for other variations of ASCOS because their
rankings are the same as naı̈ve ASCOS.
6.6.1.1

The Influence of Edge Weights

We show the influence of the edge weights on several toy networks in this section.
The first toy network is shown in Figure 6.3. The similarity scores between
all pairs of nodes in the network are shown in Table 6.5. As can be seen, the
similarity score between a′ and b′ is larger than the similarity score between a and
b. This matches our intuition, since the edge weight of e(a′ , b′ ) is larger than the
edge weight of e(a, b).
The second toy network is shown in Figure 6.4. The similarity scores between
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N1
N2
N3
N4
N5
N6

N1
0.3394
0.1931
0.9000
0.5689
0.5689

N2
0.1336
0.5689
0.1202
0.0760
0.0760

N3
0.0395
0.2957
0.0355
0.0224
0.0224

N4
0.7401
0.2512
0.1429
0.4211
0.4211

N5
0.1296
0.0440
0.0250
0.1166
0.0737

N6
0.1296
0.0440
0.0250
0.1166
0.0737
-

Table 6.7. The ASCOS scores of the toy network shown in Figure 6.2 when setting the
weight of the edge e(1, 4) to 10 and all other edge weights to 1.

all pairs of nodes in the network are shown in Table 6.6. Several properties can be
observed here. First, the closer node pairs are always more similar than the node
pairs that are farther away. Second, the absolute magnitude of the edge weight is
positively related to the similarity score between the two nodes connected by the
edge. Thus, in Figure 6.4 the similarity score from node b to node c is larger than
node b to node a. In addition, the similarity score from node b′ to node c′ is smaller
than the similarity score between node b and node c. Third, the relative magnitude
of the edge weight is also positively related to the similarity score between the two
nodes connected by the edge. In the figure, although the weight of the edge e(a, b)
equals the weight of the edge e(a′ , b′ ), Table 6.4 shows that the similarity score
from node b to node a is smaller than node b′ to node a′ . This is because node b
has a much more influential neighbor node c. On the other hand, the similarity
score from node a to node b is the same as node a′ to node b′ , since b (b′ ) is the
only neighbor of a (a′ ) and the weight of edge e(a′ , b′ ) equals the weight of edge
e(a, b).
The topology of the third toy network is the same as Figure 6.2. However,
we set the weight of the edge e(1, 4) to 10, and all the rest edge weights to 1.
Table 6.7 shows the ASCOS scores after adding edge weights to the network. As
can be seen, originally S(1, 2) > S(1, 4) = S(1, 5) = S(1, 6) by ASCOS. In the
new network, since the edge weights indicate that node 1 and node 4 are very
relevant, the new score shows S(1, 4) > S(1, 2) > S(1, 5) = S(1, 6). Compared to
the original results, all other nodes become more relevant to node 4 as well.
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6.6.2

Comparison of Similarity Scores on Les Miserables
Network

Figure 6.5. The Les Misérables social network.

In this section, we examine the social network of the characters in Victor Hugo’s
famous novel Les Misérables. Each node represents a character in the book, and
two nodes are adjacent if they encounter each other [97]. This network is more
complex than a toy network but the relationship between the characters is visually
understandable. Thus, the outputs of different measures are easier to compare.
A snapshot of the Les Misérables social network is shown in Figure 6.5. The red
diamond at the center is Jean Valjean, the main character of Les Misérables. The
top-6 similar nodes returned by ASCOS and SimRank are highlighted: the green
triangles are Valjean’s top-6 similar characters returned by SimRank, and the blue
circles are Valjean’s top-6 similar characters returned by ASCOS. By only observing the network structure, the top similar nodes obtained by ASCOS better fit
our intuition. Valjean’s most similar character calculated by SimRank is Gribier,

1
2
3
4
5
6
Average

Seq

ASCOS
Name
Avg. Pt.
Javert
2.0
Thenardier
1.9
Marius
1.8
Gavroche
1.6
Cosette
2.0
Fantine
2.0
1.883

SimRank
Name
Avg. Pt.
Gribier
0.1
Judge
0.3
Brevet
0.4
Champmathieu
0.2
Cochepaille
0.4
Chenildieu
0.4
0.3
Name
Gavroche
Marius
Enjolras
Javert
Thenardier
Bossuet
-

Katz
Avg. Pt.
2.0
1.6
1.9
1.8
1.0
0.2
1.417

LHN
Name
Avg. Pt.
Gervais
0.4
MmeDeR
0.3
Isabeau
0.1
Labarre
0.2
Scaufflaire
0.2
Marguerite
0.1
0.217

Table 6.8. A comparison of Jean Valjean’s top similar characters calculated by ASCOS, SimRank, Katz, and LHN. The average
of 10 scores’ given points are listed (2: highly relevant; 1: somewhat relevant; 0: minimally relevant). Names and average points
are in bold face if the average values are more than 1.5.
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who does not even directly connect to Valjean. The next five similar characters,
Judge, Brevet, Champmathieu, Cochepaille, and Chenildieu, have the same similarity score to Valjean. These characters are thought to be similar with Valjean
by SimRank mainly because they are connected to one of Valjean’s neighbor Bamatabois, who has only few neighbors except Valjean and the five characters. This
is one typical case where SimRank returns counter-intuitive results: given a target
node t, SimRank usually regards t’s similar nodes as those who can reach t in two
steps and the intermediate nodes have few neighbors. As for ASCOS result, Valjean’s top-6 similarity characters, Javert, Thenardier, Marius, Gavroche, Cosette,
and Fantine, are all directed connected to him. They are also closely connected to
other Valjean’s neighbors.
To quantitatively measure the performance of ASCOS and other similarity
measures, we asked 10 individuals who reported that they know 80% or more of
the story of Les Misérables to score the returned lists for all methods. Out of them
8 are drum corps performers who played musical songs of Les Misérables before,
1 is a graduate student majoring in Comparative Literature, and 1 a graduate
student majoring in Computer Science. The scorers were asked to assign 2 points
to a character if they believe that the character is highly relevant to Valjean, 1
point if they are somewhat relevant, and 0 if they are minimally relevant. The
average points are presented in Table 6.8 where the names and average points
are highlighted in bold face if the average points are more than 1.5. As shown,
SimRank and LHN return characters that are not very relevant to Valjean. Katz
performs better than SimRank and LHN. Our proposed ASCOS performs best
among these measures: all the top-6 returned characters are highly relevant. The
average score of ASCOS is 1.883.

6.6.3

Asymmetric Property of ASCOS

As discussed earlier, the ASCOS score sij from a node i to a node j tends to be
smaller than sji if i is judged more salient or general than j. This asymmetric
nature makes it possible to identify the hierarchical relationship between nodes in
a network. To demonstrate this, we utilized the word association norms of over
10, 000 words to generate a word relationship network, in which two words are
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0.10

sji − sij

0.05

0.00

music
play
band
sound
tool
horn
blunt
brass
drum
guitar
organ
piano
device
tune
flute
bass
compass
harp
saxophone
trumpet
gauge
scalpel
tuba
viola
trombone
bugle
utensil
banjo
violin
fiddle
cello
stethoscope
woodwind
clarinet
orchestra
oboe
symphony

−0.05

word

Figure 6.6. The score differences of neighbor words of “instrument” to itself.

0.15

sji − sij

0.10

0.05

0.00

food
eat
tree
sweet
fly
cake
can
apple
date
pick
cup
bowl
product
orange
vegetables
fresh
punch
basket
vegetable
market
cream
juice
forbidden
tropical
produce
tomato
fiber
nut
grape
spoil
strawberry
yogurt
orange juice
seed
passion
blend
cherry
mixed
cocktail
banana
lemon
zucchini
blackberry
beet
prune
peach
raisin
tangy
peel
plum
fig
raspberry
cobbler
antelope
lime
pear
berry
orchard
blueberry
tangerine
kiwi
citrus

−0.05

word

Figure 6.7. The score differences of neighbor words of “fruit” to itself.

connected if they are relevant, based on a user survey [98]. We illustrate two cases
to show the potential of inferring additional semantics between words without
using any linguistics.
Figure 6.6 shows the first case: the ASCOS value difference sji − sij given node
i is the word “instrument” and node j is one of the 37 neighbor words of the node
i. A positive value difference indicates that the word i is likely to be a superclass of the word j (i.e., word i is more general than word j). As shown, all the
neighbor words representing musical instruments (such as trombone and cello) or
other types of instruments (such as compass and stethoscope) have positive value
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differences. This implies that they are likely to be sub-classes of “instrument”.
Figure 6.7 demonstrates another example where node i is the word “fruit” and
node j is one of its 62 neighbors. All fruits, such as cherry, peach, and kiwi,
are successfully identified as the sub-classes of the word “fruit”. Although there
are a few words that are not sub-classes of node i, (for example, “symphony”
and “orchestra” are not a kind of “instrument”, and “cream” and “vegetable” are
not one type of “fruit”), in general most results are reasonable. Since an ASCOS
calculation involves no semantic information, the results could be further improved
by semantic approaches.

6.6.4

Comparison of Similarity Measures by Link Prediction Performance

Another popular way to evaluate different vertex similarity methods is by measuring their performance on link prediction problem.
In the previous chapters, we evaluated the performance of various vertex similarity measures on the link prediction problem by the precision of claiming the
top n most similar vertex pairs will connect in the test network using different
ns. The threshold value n varies because a reasonable estimation of the threshold
value is not always available. Previously, we only evaluated the precision, but not
other metrics, such as recall (also known as true positive rate) and fall-out (also
known as false positive rate). There are two popular ways to represent a combination of these metrics: 1) the receiver operating characteristic (ROC) curve and
2) precision-recall (PR) curve. The ROC curve shows the relationship between
true positive rate and false positive rate, and the PR curve, as the name suggested, shows the relationship between precision and recall. In this section we use
ROC curve to compare the performance of link prediction on various similarity
measures, because theoretically ROC curves are not affected by the changes in
the class distribution, and the judgment would be consistent even as imbalance
becomes increasingly extreme [99]. In addition, previously we only compared the
performance on the top n predictions, but ROC curves can be employed to measure
the overall performance.
We use the coauthorship network generated from the papers of the following
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six areas on arXiv2 for link prediction, including Condensed Matter (cond-mat),
High Energy Physics Experiment (hep-ex), High Energy Physics Lattice (hep-lat),
High Energy Physics Phenomenology (hep-ph), High Energy Physics Theory (hepth), and Nuclear Experiment (nucl-ex) [100]. Specifically, we use the authors who
published between (1998, 2000) to generate the training network and predict the
new coauthoring behavior in (2001, 2003). The authors who published only in
(2001, 2003) but not in (1998, 2000) are disregarded since their information is
not available in the training network. In addition, since we are only interested in
discovering the “new” links, the links that appear in both (1998, 2000) and (2001,
2003) are excluded from evaluation.
As discussed in previous chapters, triadic closure is still a commonly observed
property on networks, i.e., the new links usually appear between nodes that were
originally two steps away. This is probably also the reason that local structure
based similarity measures seem to perform better than global structure based measures in link prediction. Thus, in this section, we only report the similarity pairs
that were originally two steps away. For example, assuming in the training graph
node a and node b are 3 steps away, and node a and node c are two steps away.
Even if by a certain vertex similarity measure S(a, b) > S(a, c), we will set S(a, b)
to zero after the computation finishes. Note that even for the recursive based
similarity measures, such as SimRank and ASCOS, setting S(a, b) to zero will not
affect the value of S(a, c), because we set S(a, b) to zero after the computation
finishes, not during the computation process.
Figure 6.8 shows the ROC curves of several different vertex similarity measures, including Jaccard, SimRank, Katz, LHN, and ASCOS with and without
edge weight information, RSS with and without edge weight information. The
parameters of these measures are listed in Table 6.9 for reference.
Although previous chapters showed that local structure based similarity measures seem to better capture the coauthoring behaviors of near future, the figure
here shows that, when only report the neighbors of neighbors to the similar pair
list, the performance of SimRank is comparable to Jaccard. In Table 6.9, we show
the AUC (Area Under Curve) of these measures. For each network, we highlight
the measure that outputs the largest AUC value. As can be seen, weighted-ASCOS
2

http://arxiv.org/
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Figure 6.8. The link prediction comparison of different measures.

outperforms other measures in most of these networks. For unknown reason, Katz
measure in general performs poorly here, even though Katz measure outputs reasonable scores in the previous few experiments.

6.6.5

Efficiency Comparison

In this section, we empirically compare the run time and space usage of naı̈ve
ASCOS with its variations.
Using DBLP Computer Science Bibliography dataset, we construct a coauthorship network between authors who published papers in 1998 in the following
conferences: ICDE, ICML, KDD, SIGIR, SIGMOD, VLDB, and WWW. In a similar manner, we construct nine more coauthorship networks for authors who have
publications during 1998-1999, 1998-2000, ..., 1998-2007. Only the giant components of these coauthorship networks are used for analysis.
To empirically compare the efficiency, we measure the run time of naı̈ve ASCOS
and all its variations for these 10 different networks with different sizes. We set
(t)

the run time of naı̈ve ASCOS as the baseline. The relative time efficiency rx of
(t)

a variation x is defined as rx = tx /tn−ASCOS , where tx and tn−ASCOS are the run
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Jaccard
SimRank
(c = .9)
Katz (c =
.9)
LHN (c =
.9)
ASCOS
(c = .9)
weightedASCOS
(c = .9)
RSS (r =
2)
weightedRSS
(r = 2)
Avg

cond-mat
0.5895
0.6014

hep-ex
0.8712
0.8674

hep-lat
0.6569
0.5719

hep-ph
0.7431
0.7032

hep-th
0.4888
0.4841

nucl-ex
0.9441
0.8847

Avg
0.7156
0.6845

0.4401

0.4161

0.5406

0.3000

0.5427

0.7299

0.4949

0.5396

0.8218

0.5654

0.6724

0.4774

0.9100

0.6644

0.6644

0.8923

0.6452

0.7460

0.5332

0.9230

0.7340

0.7089

0.9093

0.6780

0.8052

0.5993

0.9292

0.7717

0.6723

0.9013

0.6714

0.7824

0.5404

0.9435

0.7519

0.6985

0.8839

0.6844

0.7969

0.5691

0.9401

0.7622

0.6985

0.8839

0.6844

0.7969

0.5691

0.9401

Table 6.9. The AUCs of different measures under different networks. Training years:
1998 - 2000, testing years: 2001 - 2003

time of one variation x and the naı̈ve ASCOS respectively. The lower the value,
the more efficient the measure is.
Figure 6.9(a) shows the relative time efficiency of getting the similarity scores
between one pair of node for different network sizes. Note that the y-axis is logarithm scale. Each point on the Figure is the average of 10 independent trials. As
shown, the naı̈ve ASCOS is slower than all its variations. For low rank ASCOS, we
set the rank r to be 1/10 of the total number of nodes. Although r can be set to
a smaller number to get a faster run time, such a small number may decrease the
accuracy of the approximation. The run time of both low rank ASCOS and GS
ASCOS are both around 1/20 of naı̈ve ASCOS, and GS ASCOS is slightly better
than low rank ASCOS consistently.
(s)

In a similar manner we define the relative space efficiency rx of a similarity
(s)

measure x as rx = sx /sn−ASCOS , where sx and sn−ASCOS are the required space
for getting the similarity score between one pair of nodes with similarity measures
x and naı̈ve ASCOS respectively. The result shown in Figure 6.9(b) shows the GS
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Figure 6.9. Efficiency comparison

method is much more memory efficient compared to the rest, especially when the
graph size increases. Although the low rank approximation is not as good as GS
method, it is still better than naı̈ve ASCOS.

Multi-Core/Distributed Computation

relative time efficiency
0.4
0.6

0.8
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6.6.6
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10
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15

Figure 6.10. The relative time efficiency when allocating different number of processes
on an 8-core server.

Here we empirically compare the run time of the Gauss-Seidel method with
and without a distributed computation environment. Specifically, an 8-core server
is used. By varying the requested number of processes from 1 to 16, twice the
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number of cores, we show their relative time efficiency, which is defined as rn =
tn−processes /t1−process , where tn−processes and t1−process are the run time when requesting n processes and 1 process respectively.
Figure 6.10 shows the average of 10 independent experiments with y-axis in
logarithm scale. The relative time performance is roughly the inverse of the number
n of requested processes when n is not larger than the total number of CPUs. This
suggests that the distributed GS method is highly scalable.
When n is larger than the number of available CPUs, the relative time performance still improves slightly as n grows. This is because the original task is
divided into many small sub-tasks such that when a CPU finishes its current job,
it can take an unfinished sub-task from the task pool instead of idling and waiting
for other CPUs to finish their jobs.

6.7

More Discussions on the Limitation of SimRank

As we discussed earlier in this chapter, the main problem of SimRank is that
it ignores the paths of even lengths between two nodes. As a result, SimRank
may report counter-intuitive scores in certain types of networks. In this section,
we propose possible methods to mitigate the problem. After doing so, SimRank
outputs a more reasonable score. However, previous works usually naı̈vely apply
SimRank without further considering its problem or performing such operation
to work around the limitation of SimRank. As a result, their reported results
might be questionable. If future studies need to apply SimRank on their network
of interest, we suggest performing the operations suggested in this section before
applying it.

6.7.1

Adding Self-Loops

When two nodes can only reach each other in an odd number of steps, by SimRank
their similarity score is zero. Is it possible to modify SimRank definition or modify
the network topology in a reasonable manner such that every node in the graph
can reach every other node through paths with even lengths?
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Figure 6.11. The altered toy network with self-loops.

N1
N2
N3
N4
N5
N6

N1
0.5573
0.5280
0.6218
0.6218
0.6218

N2
0.5573
0.6611
0.5621
0.5621
0.5621

N3
N4
0.5280 0.6218
0.6611 0.5621
0.4782
0.4782
0.4782 0.6513
0.4782 0.6513

N5
0.6218
0.5621
0.4782
0.6513
0.6513

N6
0.6218
0.5621
0.4782
0.6513
0.6513
-

Table 6.10. The SimRank scores of the modified toy network with self-loops (the
relative importance factor c is set to 0.9).

One possible way to solve the problem is to alter the original network such that
every node has a self-loop. As an example, the toy network shown in Figure 6.2
will become the one shown in Figure 6.11.
After adding a self-loop to every node, we can ensure that every node in the
network can reach every other node in an even number of steps. Thus, the similarity
scores between any pairs of the nodes in a connected graph will always be larger
than zero.
This seems to solve our earlier discussed problem. However, SimRank still
suffers from the same problem fundamentally. As a result, SimRank may still output counter-intuitive scores. By applying SimRank on the modified graph (Figure 6.11), the similarity scores between all pairs of nodes are shown in Table 6.10.
We highlight the counter-intuitive scores by bold font in Table 6.10. Although
node 2 must reach node 4 through node 1, by SimRank the similarity score between
node 2 and node 4 is larger than the similarity score between node 2 and node
1. As we said earlier, SimRank has shown to be the same as measuring how soon
two random surfers starting from the two target nodes are expected to meet each
other. Here we do not analyze the expected meeting time. Instead, we show
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only the probability that the two random surfers will meet each other in one step.
Readers who are interested in the expected meeting time may obtain these values
by referring [28].
First, let the two random surfers starting at node 2 and node 4. Since node 2
has three neighbors (node 1, node 2, and node 3) and node 4 has two neighbors
(node 1 and node 4), in the next step there are 3 · 2 = 6 possible positions of the
two random surfers. Only when both of them reach node 1 they will meet each
other. Thus, the probability that they will meet each other in one step is 1/6.
When setting the initial positions of the two surfers be node 2 and node 1, there
are 5 · 3 = 15 possible outcomes, and only both arrive node 1 or both of them
arrive node 2 they will meet each other. Thus, the probability is 2/15. This shows
that, even though node 1 and node 2 are neighbors, the probability that they will
meet each other in the next step is smaller than node 2 and node 4.

6.7.2

Expanding to Bipartite Graph

Figure 6.12. The bipartite graph expanded from the toy network

Last section tried to modify the network such that there are paths of even
lengths between every pair of nodes. We have showed that even though adding
self-loop to every node can reach the goal, SimRank still outputs unreasonable
scores because the paths of odd lengths, which might be valuable, are still excluded
in the computation. In this section, we try to modify the network from another
direction: modifying the original network such that all paths between the nodes
in the original network are of even length.
Specifically, for an edge e(va , vb ) that connects node va and node vb , we add
a pseudo node vab and split edge e(va , vb ) into two edges e(va , vab ) and e(vab , vb ).
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N1
N2
N3
N4
N5
N6

N1
0.4967
0.3784
0.6459
0.6459
0.6459

N2
0.4967
0.7119
0.4249
0.4249
0.4249

N3
0.3784
0.7119
0.3299
0.3299
0.3299

N4
0.6459
0.4249
0.3299
0.5819
0.5819

N5
0.6459
0.4249
0.3299
0.5819
0.5819

N6
0.6459
0.4249
0.3299
0.5819
0.5819
-

Table 6.11. The SimRank scores of the bipartite network expanded from the toy
network (the relative importance factor c is set to 0.9).

Thus, the toy network shown in Figure 6.2 becomes the one shown in Figure 6.12.
All the circles in Figure 6.12 correspond to the nodes in Figure 6.2, and the edges
in Figure 6.2 are split by the pseudo nodes represented by squares in Figure 6.12.
As shown, every circle node can only reach other circle nodes in an even number
of steps.
Table 6.11 shows the SimRank similarity score between nodes after expanding
the original graph into a bipartite graph. We show only node 1 to node 6 but not
the pseudo nodes, since the pseudo nodes are out of our interest. As can be seen,
the score looks more reasonable: closer nodes have higher similarity scores. This is
because every node of interest can only reach every other node of interest by paths
of even lengths. Thus, all the paths between the nodes of interest are included in
SimRank calculation.
Although the graph expanding technique discussed in the section is a work
around solution to fix the problem of SimRank, the size of the expanded graph is
much larger than the original graph. Specifically, if the original graph has n nodes
and m edges, the expanded bipartite graph would have n + m nodes and 2m edges.
This will make the computation much less efficient.

6.8

Conclusion and Discussion

We have shown that the popular global structure based similarity measure SimRank and its variations ignore in their calculation the paths of an odd number of
lengths. This can generate counter-intuitive similarity scores, as demonstrated by
several experiments in this chapter. Surprisingly, this problem is rarely discussed,
if any, in previous literature.
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We proposed a new Asymmetric Structure COntext Similarity Measure (ASCOS) to address the problem. Theoretically, ASCOS on average utilizes twice the
number of paths compared to SimRank and its variations. The extra information
can be used in calculating a better similarity score. Empirically, we compared the
similarity scores assigned by ASCOS, SimRank, RSS, Katz, and LHN. The results
by user evaluation showed that our proposed ASCOS yields better performance.
When applying vertex similarity measures on link prediction problem, ASCOS
with edge weight information outperforms other measures in most networks. The
asymmetric feature of ASCOS was shown to have the ability to identify the hierarchical structure of a network. In addition, we proposed several variations of
ASCOS, including one distributed method where similarity scores are more efficiently computed. Empirical experiments on DBLP coauthorship networks of
different sizes demonstrated these variations are computationally efficient in both
time and space. We also discussed possible work around solutions for the original SimRank measure by modifying the network topology in a reasonable manner.
This would make SimRank return scores that are more reasonable. However, the
price is that the computation time is much longer, because the size of the modified
graph is much larger than the original graph.

Chapter

7

Similar Object Identification in
Digital Libraries
While previous chapters identify similar objects based on the interacting history
between objects, this chapter aims to identify similar or relevant objects based on
their properties or attributes. Here we especially target digital library objects, such
as papers, authors of papers, venues, etc. Thus, we may say two researchers are
similar if they share similar research interest; we may claim an author is similar to
a conference if this conference mainly discusses topics relevant to the researcher’s
research interest; we may also say a researcher is very relevant to a term if many
of her previous publications discuss topics relevant to the term.
To study the similarity between objects based on their attributes, two questions
need to be answered. First, which attributes should be included? Second, how to
define the distance function?
In this chapter, we target a couple of concrete scenarios listed below. First,
which set of researchers are most similar to a given term t? Second, which terms
are most similar to a given researcher? Third, which terms are most relevant to
a given term? The first scenario can be interpreted as an expert recommendation
problem: which authors are most relevant or contribute most to the term t? The
second scenario is the same as compiling the list of expertise phrases of a given
author. The third scenario is the related term identification problem. Although we
only show the three scenarios in this chapter, the proposed method can be easily
applied to identify other similar objects (e.g., which venues are most similar to a
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given author) in digital libraries.
We propose ExpertSeer, a generic framework for expert recommendation based
on a digital library. The system integrates the above three scenarios in a unified
framework. Given a query term q, ExpertSeer recommends 1) experts of q by
retrieving authors who published relevant papers determined by related keyphrases
and citations, and 2) a list of relevant terms. On the other hand, given an author
name, ExpertSeer returns her expertise list.
The system is based on a simple yet effective keyphrase extractor and a Bayesian
inference model for expert recommendation. ExpertSeer is domain independent
and can be applied to different disciplines and applications because it is automated
and not tailored to a specific discipline. Digital library providers can employ the
system to enrich their service offerings. Organizations can discover experts of
interest within the organization. To demonstrate the power of ExpertSeer, we
apply the framework to build two expert recommender systems. The first, CSSeer,
is based on CiteSeerX digital library to recommend experts primarily in computer
science. The second, ChemSeer, uses publicly available documents from Royal
Society of Chemistry (RSC) to recommend experts in chemistry. Experiments
were conducted based on CSSeer. Using one thousand computer science terms
as benchmark queries, we compared the top n experts (n = 3, 5, 10) returned
by CSSeer to two other expert recommenders (Microsoft Academic Search and
ArnetMiner). Although all three systems mostly return prestigious researchers who
published several papers related to the query term, different expert recommenders
have moderately different recommendations. To further study their performance,
we obtained a widely used benchmark dataset as the ground truth for comparison.
The results showed that our system outperforms the other two in terms of Precision
at k (P @k) for k = 3, 5, 10. Case studies also show the practicability of the system.

7.1

Introduction

Discovering experts in a particular domain has many uses. For an organization,
finding experts from employees can be helpful in effectively utilizing personnel
and solving certain tasks. For researchers, finding experts can assist in such diverse areas as answering difficult research questions to finding members of com-
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mittees [101].
Early exert recommender systems depended on manually constructed databases
to include the skills of individuals. However, manual methods have scaling problems. In addition, the list could be biased and limited by the compilers’ knowledge
of the topic. As a result, recent research has focused on automated expert finding [59, 61, 64, 102, 65]. However, automated expert discovery is still challenging
for many reasons. First, to effectively collect or generate a meaningful expertise
list for each individual is not straightforward. Second, given a query term q, it is
not straightforward to rank the authors who have the skill q in their expertise list.
Third, integrating experts based on terms q ′ that are synonyms or similar to q is
still an issue.
Here, we propose ExpertSeer1 , an open source keyphrase based recommender
system for expert and related topic discovery. ExpertSeer approaches the above
three challenges in a principled way. Based on a given digital library and Wikipedia
as an accessory resource, ExpertSeer generates keyphrases from the title and the
abstract of each document in the digital library. These keyphrases are further
utilized to infer the authors’ expertise and to relate similar terms. To rank the
experts in a given field, the system relies on a Bayesian inference model to integrate
the relevance and the quality of each author’s publications.
There are a few publicly available expert recommenders, in particular Microsoft
Academic Search2 and ArnetMiner3 . Both use their internal digital library to suggest experts given a query; however, their code and algorithms are not available.
As such, it is not possible to utilize any of these systems to build an expert recommender based on an internal or personal collection of documents. To our knowledge, ExpertSeer is the first open source framework for expert recommendation for
a scholarly digital library.
In order to demonstrate the generality of our framework, ExpertSeer has been
used to build expert recommender systems for computer scientists (CSSeer4 ) and
chemists (ChemSeer5 ). The initial experimental results for CSSeer are promising.
1

http://expertseer.ist.psu.edu/
http://academic.research.microsoft.com/
3
http://arnetminer.org/
4
http://csseer.ist.psu.edu/
5
http://chemseer.ist.psu.edu/
2
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Our system was able to assign high quality keyphrases to more than 95% of the
documents. In addition, the recommended experts are mostly prestigious scholars
in the relevant domain. Based on a widely used expert list, our system outperforms ArnetMiner and Microsoft Academic in terms of Precision at k (k = 3, 5, 10).
Furthermore, the related keyphrase list provided can be used to compile a more
comprehensive list of experts, since state-of-the-art expert recommenders still generate divergent recommendations, as demonstrated in our experiment.
This work makes the following contributions.
1. We design ExpertSeer, an open source general framework for expert recommendation and related keyphrase discovery based on a digital library.
2. We applied the generic framework for two different disciplines, namely computer science and chemistry. The system is highly scalable and efficient in
managing digital libraries with millions of documents and millions of authors.
3. Using CSSeer, we are the first to empirically compare the performance of
state-of-the-art expert recommenders. The result shows that current expert
recommenders still have a moderately divergent suggested list. Based on
a publicly available dataset, our system outperforms the others in terms of
Precision at k (k = 3, 5, 10).
4. We have validated that Wikipedia can be a promising keyphrase candidate
source on keyphrase extraction of academic documents for large size digital
libraries.

7.2

Methodology

We introduce the methodology of keyphrase extraction, expert recommendation
and ranking function, expertise list compilation, and related phrase discovery of
the ExpertSeer framework. We also discuss the scalability and the incremental
updating procedures, which are important but often overlooked issues for growing
or changing digital libraries.
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7.2.1

Keyphrase Extraction

Similar to most state-of-the-art methods, ExpertSeer applies a two-stage keyphrase
extraction approaches, namely candidate keyphrase selection and keyphrase identification from candidates. To effectively collect meaningful academic terms as
candidates, we resort to two sources: Wikipedia pages and documents in the given
digital library.
ExpertSeer employs Wikipedia to effectively collect meaningful academic terms
as candidates. Since the category information and pages within a category on
Wikipedia are compiled manually, they have highly reliable semantic meaning. The
categorization of Wikipedia is utilized to collect terms related to our target domain.
Take CSSeer for example, the crawler started from category “computer science”
and retrieved all pages in the category (depth 0), all the pages in the sub-category
of computer science (depth 1), up to all pages in the depth 3 category. By a
similar manner, all pages under category “statistics” and category “mathematics”
up to depth 2 are extracted, since computer scientists use many statistical and
mathematical techniques. The titles and the hyperlink texts from the introduction
paragraphs of these pages are retrieved as possible keyphrase candidates. Since
the titles and hyperlink texts are edited by users, they are usually with meaningful
semantics. Trivial or vague terms, such as “study”, “method”, “model”, which are
usually selected as keyphrase candidates by previous methods, are unlikely to be
selected. To increase the recall, the bigrams, trigrams, and quadgrams that appear
at least 3 times in the titles of the documents in the digital library are also included
in the candidate list. Compared to [47], which selects high frequency n-grams
as keyphrase candidates, Wikipedia based method is better because semantically
meaningful terms can be naturally included in candidate list. In addition, it is
not straightforward to specify the maximum value of n for n-gram based methods.
A small value excludes longer terms (e.g., “strong law of large numbers”), but a
large value makes the matching process time consuming and may inevitably include
several questionable terms.
To identify keyphrases for each document in the digital library, all the titles
and abstracts are compared with the keyphrase candidates. A trie is constructed
by all the candidates so that the longest-prefix-matching lookup can be efficiently
performed [47]. If a match is found, the matched term is selected as one keyphrase
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of the document. As shown later in Section 7.4, such method works effectively
for more than 95% of the documents in our tested corpus. Compared to supervised learning based keyphrase identification approaches [43, 47], the stemming
and matching method is not dependent on the training data. In addition, it is
very simple and efficient in practice.

7.2.2

Discovering Relevant Authors by Phrases (Expert
Ranking)

ExpertSeer discovers experts of a given term based on a Bayesian inference model.
The model naturally integrates textual relevance and quality of the authors’ published papers in a unified framework.
Below, we start by introducing the case where a query term appears in the
keyphrase candidate (which is compiled in advance, as introduced in Section 7.2.1).
The required information will be calculated offline so that the system can efficiently
report the result. Next, we will show how to approximate the result when the query
term does not appear in the candidate list.
7.2.2.1

The Query Term Appears in the Candidate List

Similar to [59] and [61], we define the problem by a probability model: what is the
conditional probability p(a|q) that an author a is an expert given a query q? By
Bayesian’s theorem, p(a|q) can be written as follows.
p(a|q) =

p(a, q)
∝ p(a, q),
p(q)

(7.1)

where the denominator term p(q) can be disregarded because q is fixed by the time
p(a|q) needs to be determined.
To introduce the set of documents D to the model, Equation 7.1 is rewritten
into the following form.
p(a|q) ∝ p(a, q) =
=
=

P

p(d)p(a, q|d)

P

p(d)p(q|d)p(a|d),

∀d∈D

P

∀d∈D
∀d∈D

p(d)p(q|d)p(a|q, d)

(7.2)
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where the last equality holds since an author a is conditional independent to a
query q given the document d.
Equation 7.2 can be interpreted as follows. The term p(d) represents the probability that document d is an important document. This can be inferred by several
possible metrics, such as the citation counts, the number of downloads, or the reputation of the published conference or journal. ExpertSeer sets the value of p(d)
as the logarithm of the number of citations of d because it is shown to be a better
choice among several possible alternatives [61]. The term p(q|d) is the probability
that q appears in d, which is calculated by empirical density function. The term
p(a|d) accounts for the contribution of an author a given a document d. One possible choice is to divide the contribution equally to the number of authors, as applied
in [61]. Thus, p(a|d) = 1/nd if a is one of the nd number of authors of d and 0
otherwise. One could also suggest other models such as giving more credits to the
first author than the other authors. For simplicity, we use an indicator function
to define the value: p(a|d) = 1 if a is an author of d and p(a|d) = 0 otherwise.
Although Equation 7.2 is similar to the functions used in [59] and [61], these
works used the bag-of-words model that makes a substantial difference between
ExpertSeer and them. When the query term q is an n-gram formed by words
w1 w2 ...wn (n > 1), both [59] and [61] have the independence assumption so that
p(q|d) = p(w1 , w2 , . . . , wn |d) = p(wq |d)p(w2 |d) . . . p(wn |d). In practice, however,
w1 , . . . , wn depends on others and the sequence of w1 , . . . , wn matters. ExpertSeer
cares the word sequence because the keyphrase candidates are selected as n-grams
instead of n separated single words.
7.2.2.2

The Query Term does not appear in the Candidate List

For a term q in the candidate keyphrase list, the expert score p(a|q) can be computed offline, as shown in Equation 7.2. However, users may submit a query term
q ′ that is not included in the candidate list. Calculating p(a|q ′ ) in real time for
all authors is impractical since a digital library usually has hundreds of thousands
to millions of unique authors. One naı̈ve way to solve the problem is to aggregate
all the documents for each author and build an inverted index to map words to
authors. However, the quality of the documents, which is inferred by the citation
counts, is not included in the setting. As a result, the recommender could return
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authors who wrote several mediocre documents on topic q ′ .
To solve the problem, we reformulate Equation 7.2 as the following (assuming
′

q is not in the candidate list).
p(a|q ′ ) ∝
=
≈

P

P

∀d∈D

∀d∈D1

P

+
P

p(d)p(q ′|d)p(a|d)
p(d)p(q ′ |d)p(a|d)

∀d∈D2

∀d∈D1

p(d)p(q ′|d)p(a|d)

(7.3)

p(d)p(q ′ |d)p(a|d),

where D1 ∪ D2 = D, D1 ∩ D2 = ∅, and D1 is composed of n documents with the
highest p(q ′ , d) values in D. In practice, we set n the size of D1 to be 50. Thus,
only the authors of the documents with top 50 p(q ′ , d) scores are integrated and
ranked. The documents with lower p(q ′ , d) scores contribute less to the score of
p(q ′ , d) and are left out. To efficiently discover the n documents with top p(q ′ , d)
values, the Apache Solr6 system is employed to build full text index and perform
function queries.

7.2.3

Discovering Relevant Phrases of an Author (Expertise List Ranking)

When a user queries an author a, the system shows the expertise list of a. This
section introduces the compilation and the ranking function of the expertise list.
Similar to the expert ranking method, we formally define the problem by a
conditional probability distribution: what is the conditional probability p(t|a) that
a term t is one research expertise given the author a? Similar to Equation 7.2, it
can be derived as follows.
p(t|a) ∝ p(t, a) =

X

p(d)p(t|d)p(a|d).

(7.4)

∀d∈D

The term p(d), representing the probability that d is an important document,
is again inferred by the logarithm of the number of citations of d. The term p(a|d)
is set to 1 if a is an author of d and 0 otherwise. The term p(t|d) is set to the
empirical density function of t in d.
6

http://lucene.apache.org/solr/
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7.2.4

Discovering Related Phrases

Different authors may use different terms to describe the same or similar ideas. For
example, “logistic regression” is also known as “logit model”. When searching for
experts of “logistic regression”, authors who usually use “logit model” to refer to
“logistic regression” may not be considered as experts by an expert recommender.
In addition, we may want the system to return experts of relevant areas as well.
For example, when searching for experts of “logistic regression”, we may also be
interested in knowing the experts of “binary classifier”, “odds ratio”, and “multinominal logistic regression” as well.
To include the experts of relevant topics, ExpertSeer provides a list of related
keyphrases of the query term. Thus, users may browse through the experts of the
relevant topics to compile a more comprehensive expert list. To ensure the list
including only meaningful terms, the list is a subset of the keyphrase candidates.
A naı̈ve way to infer the relatedness between two terms is the co-appearance
frequency. However, such method favors the high frequency terms, i.e., the high
frequency terms tend to be related to every other term.
Instead of counting co-appearance frequency, CSSeer exploits Bayesian inference model to discover related phrases. More formally, given a query term t, the
relatedness score of another term s to t is given by p(s|t): the conditional probability that s is relevant to a document given that t is relevant to the document.
The value of p(s|t) is derived by the following equation.
p(s|t) ∝ p(s, t)
P
=
∀d∈D p(d)p(s, t|d)
P
=
∀d∈D p(d)p(t|d)p(s|t, d)
P
=
∀d∈D p(d)p(t|d)p(s|d)

(7.5)

Each term in Equation 7.5 is interpreted as follows. The term p(t|d) is the
probability that t is a relevant term given the document d. We selected the term
frequency-inverse document frequency (TF-IDF) score here, but other textual relevance measures, such as BM25, can be applied too. The term p(d) is the probability
that d is an important document. Thus, it represents the quality or the authority
of document d. A document d is usually more carefully edited if it is more au-

96
thoritative, and thus the wording is usually more precise. Moreover, other authors
are more likely to follow the wording behavior used in d. As a result, two terms
appearing in a more authoritative document infers that they are more likely to be
related, compared to two terms appearing in a less authoritative document. For
simplicity, CSSeer currently assigns p(d) to 1 for all d. However, we could replace
p(d) by other measures, such as the citation counts or the download counts of d,
as suggested in Section 7.2.2.
In practice, a reverse index can be built for each keyphrase candidate for efficient term lookup and TF-IDF calculation [103].

7.2.5

Incremental Updating and Scalability

To support a live digital library that collects new documents over time, incremental updating is very important. For ExpertSeer to import new documents and
perform incremental updating, the meta-data, citation list, and the keyphrases are
extracted when a new document is imported. ExpertSeer updates the following
records according to the extracted information. First, an author may be added to
the author list if identified as a new author. Second, the extracted keyphrases are
used to update the authors’ expertise list and the related keyphrase information.
Finally, the citation counts of the cited papers are increased. ExpertSeer easily accomplishes all these updates because the authors, expertise list, keyphrase
relationship, and paper information are all indexed.
ExpertSeer is highly scalable. CSSeer, one of the expert recommender built
from ExpertSeer, currently handles over 1, 000, 000 documents and over 300, 000
distinct authors efficiently.

7.3

ExpertSeer Framework

To help readers understand not only each component but also the global picture of
the system, we introduce the online and offline processing workflow and the user
interface of the system.
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Figure 7.1. The offline processing flow chart.
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Figure 7.2. The online processing flow chart when the query term is in the keyphrase
candidate list.

7.3.1

Architecture

The ExpertSeer framework has an offline processing sub-system and an online
processing sub-system. Using CSSeer as an example, we introduce each sub-system
below.
7.3.1.1

Offline Processing

Figure 7.1 shows the offline processing flow. Keyphrase Extractor extracts the
keyphrase candidates from two sources: 1) Wikipedia pages and 2) the titles of
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Figure 7.3. The online processing flow chart when the query term is not in the keyphrase
candidate list.
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ing the title and the abstract of each document to the keyphrase candidates, as
discussed in detail in Section 7.2.1.
From corpus, the Meta-data Parser extracts the title, abstract, published conference or journal name, reference list, author names, author emails, and author
affiliations for each document. Specifically, ParsCit, a Conditional Random Field
based parsing package, is used to parse citations from documents [104]. To extract
the other meta-data, a Support Vector Machine based header parser is used [104].
The author names are further disambiguated by Random Forests [78].
To handle the case that a query term does not appear in the keyphrase candidate, as discussed in Section 7.2.2.2, a full text indexing is needed for efficient
expert approximation. In practice, CSSeer utilizes Apache Solr to index the title
and the abstract of each document.
7.3.1.2

Online Processing

When a user submits a query term q, two online processing flows are possible.
The first, as illustrated in Figure 7.2, happens when q is included in the keyphrase
candidate list. The authors who published papers containing q are pre-computed
offline by Equation 7.2. Thus, the expert score p(a|q) can be queried and retrieved
from the database directly. The second scenario happens when the submitted
query term q is not included in the keyphrase candidate list. As illustrated in
Figure 7.3, q is submitted to the Solr index server. The server returns 50 documents
by considering 1) the relevance score between q ′ and the documents, and 2) the
citation counts of the documents. Next, the system queries the database server to
obtain the authors of the top 50 documents. For each author a of these documents,
the expert score p(a|q ′ ) is derived by Equation 7.3.

7.3.2

User Interface

ExpertSeer provides a web based user interface to assist users discovering experts
and related topics of a given domain. Screenshots of CSSeer are shown as examples.
Figure 7.4(a) is a screenshot of querying “information retrieval”. The upper
part of the page is 15 most related keyphrases visualized by tag cloud. The sequence
represents the relatedness level: a keyphrase is placed in an earlier position if it

99

(a) Related keyphrases and experts of “in- (b) W. Bruce Croft’s expertise list and pubformation retrieval”
lication list

Figure 7.4. Screenshots of CSSeer, a system built based on ExpertSeer.

is determined to be more relevant to the given query by Equation 7.5. The font
size shows the frequency: a related keyphrase is in a larger size if it appears more
frequently in the corpus. As discussed earlier, the related keyphrase list is useful
mainly for two reasons. First, users may browse through these related topics
to obtain a more comprehensive expert list. Second, since everyone may have
different wording habits, the keyphrase list is helpful in discovering different terms
that essentially refer to the same or similar ideas. The lower part of the page shows
the experts of “information retrieval” ranked by the probability that the author is
an expert of the given query, as calculated by Equation 7.2. Experts’ affiliations,
if available, are also listed for reference.
When a user clicks any of the related keyphrases, CSSeer uses the clicked term
t as the new query and lists experts and the related keyphrases of t. If a user clicks
any of the listed experts, her information is displayed. As shown in Figure 7.4(b),
the upper part of the page displays the expert’s name, affiliation, and email address,
if available. The middle part shows the expert’s fields of expertise by tag cloud.
Similar to the earlier introduced related keyphrase list, the sequence and the font
size refer to the relatedness of the term to the author (calculated by Equation 7.4)
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Table 7.1. The top 10 experts of “data mining” returned by CSSeer, ArnetMiner, and
Microsoft Academic Search (MAS). Scholars appearing in the top 3 by at least two of
them are highlighted by †; scholars appearing in the top 5 by at least two of them are
highlighted by ‡; scholars appearing in the top 10 by at least two of them are highlighted
by ∗. S@n: consensus score for the top n returns.

Rank
1
2
3
4
5
6
7
8
9
10
S@3
S@5
S@10

CSSeer
Jiawei Han †‡∗
Salvatore J. Stolfo
Mohammed J. Zaki †‡∗
Osmar R. Zaiane
Maciej Zakrzewicz
Krzysztof Koperski
Marek Wojciechowski
Christos Faloutsos ∗
Wei Wang
Srinivasan Parthasarathy
2
2
3

ArnetMiner
MAS
Jiawei Han †‡∗
Jiawei Han †‡∗
Philip S. Yu †‡∗
Philip S. Yu †‡∗
Mohammed J. Zaki †‡∗
Tzung-Pei Hong
Christos Faloutsos ∗
Yong Shi
Jian Pei
Shusaku Tsumoto
Heikki Mannila
Alex Alves Freitas
Rakesh Agrawal
Andrew Kusiak
Charu C. Aggarwal
Mohammed Javeed Zaki
Raymond Ng
Vipin Kumar
Usama M. Fayyad
Xin-Dong Wu
3
2
3
2
4
2

and the frequency of a related term in the corpus. Users may browse the expertise
list to know in what domains the author mainly focuses on. The lower part of the
page shows the author’s publications collected offline by the Meta-data Parser.

7.4

Experiments

We conducted extensive experiments on the system from several different aspects.
This includes comparing the consensus of the top-n returned experts from CSSeer
and two other expert recommenders, comparing the precision of the top-n returns
of these systems, and investigating performance of the Wikipedia based keyphrase
extractor.
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Figure 7.5. Consensus scores S@n (n = 3, 5, 10) using 1,000 benchmark queries.

7.4.1

Consensus among Different Expert Recommenders

Evaluating a recommender system usually requires extensive user study. To evaluate an expert recommender system, it is even more difficult because the evaluators
need to have sufficient domain knowledge to identify the experts of a given topic.
Although CSSeer focuses mainly on Computer Science, the sub-domains are still
very diverse, ranging from software engineering, data management, applications,
to compiler, architecture, and system chip design. As a result, it is very difficult to
rely on a small number of individuals to evaluate the expert list in several different
domains.
To evaluate the performance of CSSeer in a large scale, we compared the expert
list returned by CSSeer with two other expert recommender systems, namely ArnetMiner and Microsoft Academic Search (MAS), in terms of their recommending
consensus. Specifically, we compared the overlap of the top n returned experts
of the three systems (n = 3, 5, 10). We measured only the overlap of the returns
instead of position based measurements, such as discounted cumulative gain [105]
and expected reciprocal rank [106], for the following reason. Given a query term,
the top returned names by all the three systems are mostly prestigious researchers.
Asking an evaluator to differentiate who might be more knowledgeable among a
list of reputable researchers is not an easy task and is very likely to be a biased
evaluation.
To quantify the measurement, we define consensus score S@n of one expert recommender system ei to the other systems e1 , . . . , ei−1 , ei+1 , . . . en in Equation 7.6.
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S@n ≡


[  (n)
(n)
ri ∩ rk
,

(7.6)

∀k6=i
(n)

where ri

is the set of the top n returns of the ith recommender ei , and the | · |

function returns the set length.
To make the concept of consensus score clearer, we show S@n(n = 3, 5, 10) for
the three systems using a query term “data mining”. The top 10 names returned
by these systems are shown in Table 7.1. Among the returned names of CSSeer,
3 of them (Jiawei Han, Mohammed J. Zaki, and Christos Faloutsos) appear in at
least one of the other two system’s top 10 list. Thus, S@10 for CSSeer would be
3. By a similar manner, we can calculate S@10 for ArnetMiner and MAS as 4 and
2 respectively. Note that although Christos Faloutsos ranked 4th by ArnetMiner,
he cannot be counted when calculating S@5 for ArnetMiner, because the name
neither appear in the top 5 returned names of ArnetMiner nor MAS.
The consensus score involves no user evaluation and would thus be amenable to
automation of the evaluation process to a large number of queries. However, there
is a problem in practice: different expert recommender systems may record the
same expert with different name variations. For example, Dr. Michael I. Jordan
at the University of California Berkeley is recorded as “Michael I. Jordan” in both
CSSeer and MAS but is “M. I. Jordan” in ArnetMiner. Dr. ChengXiang Zhai
at University of Illinois at Urbana-Champaign is stored as “ChengXiang Zhai”
in both CSSeer and ArnetMiner but is “Cheng-xiang Zhai” in MAS. Therefore,
naı̈vely regarding names as strings and performing string matching could generate
misleading results. To automate the name disambiguation, we normalized each
returned name by keeping only the last name and the first letter of the first name.
Thus, “Michael I. Jordan” and “ChengXiang Zhai’ are normalized as “M Jordan”
and “C Zhai” respectively. Since only the top n returned names are compared,
it is less likely that two experts of the same field share the same last name and
similar first names.
We compared S@n (n = 3, 5, 10) of the three systems for 1,000 benchmark
queries. Although we could use the relevant judgements provided by ArnetMiner
directly7 [107], the number of terms is very small and these terms are mainly of the
7

http://arnetminer.org/lab-datasets/expertfinding/
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Table 7.2. Precision at k (P @k, k = 3, 5, 10) for different expert recommenders and
baseline methods, based on the expert list given in [3]

CSSeer
ArnetMiner
MAS
baseline 1
baseline 2
baseline 3
baseline 4

P @3
0.6667
0.6410
0.6154
0.0513
0.0256
0
0.1538

P @5
0.7077
0.6308
0.6
0.0462
0.0308
0
0.2308

P @10
0.5538
0.5538
0.5308
0.0385
0.0308
0.0231
0.2462

artificial intelligence, data mining, and information retrieval domain. In the hope
of covering diverse sub-domains of Computer Science, we intentionally included
terms of diverse topics, including hardware (such as “VLSI”), low level machine
concepts (such as “compiler” and “virtual machine”), software development (such
as “programming language”, “data structure”, and “software engineering”), statistical techniques (such as “nonparametric statistics” and “markov chain monte
carlo”), data mining techniques (such as “information retrieval” and “support vector machine”), and so on. Thus, the 1,000 benchmark queries of terms are diverse
and contain both broad and narrow topics.
The consensus scores of the benchmark queries on the three systems are shown
in Figure 7.5. As one can see, the average consensus scores S@n (n = 3, 5, 10) are
low for all three expert recommenders. Specifically, on average only 0.653 to 0.793
names out of the top 3 returned of one system are overlapped with at least one of
the other two systems. For the top 5 returns, the numbers of overlapping names
are also small, on average ranging from 1.233 to 1.503. For n = 10, the number of
overlapped names are ranging from 2.733 to 3.207. This suggests that the current
state-of-the-art expert recommender systems still have divergent opinions. Relying
on only one expert recommender system may obtain a biased expert list.
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7.4.2

Precision Comparison of Different Expert Recommenders

The consensus comparison of the systems discussed in last section shows that in
many cases different systems give preference to different experts. However, it is
difficult to compare the quality of different expert recommenders because there
is no base standard for reference. To further investigate their performance, user
evaluation is inevitably needed.
Instead of conducting expensive user study, we obtain the relevant judgements
provided in [3] as the golden standard for expert list comparison. We selected
Precision-at-k (P @k) as the evaluating metric. Although position aware metrics,
such as Discounted Cumulative Gain and Mean Reciprocal Rank, can be applied,
they are not selected because such measures are very likely to be a biased measure
for expert list evaluation, as discussed in Section 7.4.1.
We compared the returned names of the three systems and four baseline approaches. The first and the third baseline approaches always recommend the k
most cited authors returned by ArnetMiner and CSSeer respectively. Since MAS
recommends experts on multiple different disciplines, such as Chemistry, Physics,
and Social Science, the second baseline approach recommends the k most cited
computer scientists instead of most cited authors. These three baseline approaches
essentially consider the authority of the authors, but not the relevance between the
query term and the authors’ research domain. The fourth baseline approach retrieves all authors who published papers related to the query term, and then rank
these authors by citation counts based on the documents collected by CSSeer. This
baseline approach considers both authors’ research interest and authority. However, the ranking function is still only based on authority. As a result, if an author
published many high quality papers in area 1 but only several mediocre papers in
area 2, the author would still ranked very high when the query term is related to
area 2.
Table 7.2 shows the evaluation results of the three systems and the four baseline approaches. As one can see, when recommending experts based solely on
the authority (inferred by total citation counts), as demonstrated by baseline 1,
baseline 2, and baseline 3, the performance is poor. When retrieving experts by
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uments whose titles contain least 4 words
and abstracts contain at least 20 words

Figure 7.6. Empirical probability mass function of number of keyphrases found in title
and abstract for a document in CiteSeerX.
Table 7.3. Statistics of the number of keyphrases found per document in CiteSeerX.

Set ID
A
B

Min
0
0

Q1 Q2
4
7
5
8

Mean
7.409
8.313

Q3 Max.
10
28
11
31

relevancy and rank the result by authority, as baseline 4 does, the performance is
better. All three systems perform reasonably well for the top-3, top-5, and top-10
returns, because the ranking function includes not only authority of the authors
but also the relevance between the query term and the authors’ research domain.
Among the three expert recommenders, our proposed system, CSSeer, on average
performs best. The average scores of P @3, P @5, and P @10 on the benchmark
queries are 0.6667, 0.7077, and 0.5538 respectively.

7.4.3

Coverage of Wikipedia Based Keyphrase Candidate

The Wikipedia based keyphrase candidates are usually highly meaningful terms
because Wikipedia titles and link texts are manually edited. However, the coverage is unknown. Although we intentionally include Wikipedia pages related to
Computer Science, Statistics, and Mathematics, whether these pages are adequate
topics to represent most CiteSeerX documents is still a question.
We study the distribution of number of keyphrases found in a document to

Query
algorithm
security
software engineering
information retrieval
machine learning
database
programming language
data structure
world wide web
social network
compiler
VLSI
computer network
support vector machine
semantic web
nonparametric statistics
markov chain monte carlo
quality of service
virtual machine
intelligent agent

1
Robert Schapire
Ran Canetti
Victor R. Basili
W. Bruce Croft
Andrew Mccallum
David J. Dewitt
Margaret Burnett
Martin Rinard
Mark Crovella
Jennifer Golbeck
Ken Kennedy
Andrew B. Kahng
K. Ramakrishnan
Glenn Fung
Tim Finin
Stefan Schaal
Jeffrey Rosenthal
A. T. Campbell
Mendel Rosenblum
Lin Padgham

2
Dinesh Manocha
D. Pointcheval
M. Wooldridge
Jamie Callan
R. J. Mooney
Jiawei Han
B. C. Pierce
Viktor Kuncak
B. Mobasher
Mitsuru Ishizuka
S. Amarasinghe
Jason Cong
David L. Mills
O. Mangasarian
Steffen Staab
S. Vijayakumar
Simon J. Godsill
D. C. Schmidt
Jay Lepreau
Michael Winikoff

3
4
5
Sebastian Thrun
Yoram Singer
M. Warmuth
Gene Tsudik
Mihir Bellare
David Wagner
N. R. Jennings
M. Zelkowitz Reidar Conradi
Alan F. Smeaton E. Kushilevitz
Yuval Ishai
Peter Stone
R. Michalski
Pat Langley
Serge Abiteboul
L. Bertossi
C. S. Jensen
Frank Pfenning
Peter Sewell
W. Clinger
G. Stølting Brodal
Lars Arge
J. Scott Vitter
Azer Bestavros
Dayne Freitag
Dieter Fensel
Yutaka Matsuo
Peter A. Gloor David Kempe
Alok Choudhary
C.-w. Tseng
W.-m. W. Hwu
Christof Koch
G. Indiveri
Igor L. Markov
Márk Jelasity
Anna Karlin
Karl Levitt
Yi Lin
K. P. Bennett
Grace Wahba
Li Ding
Anupam Joshi
Dieter Fensel
C. G. Atkeson
David M. Blei R. T. Whitaker
G. O. Roberts
A. Doucet
C. P. Robert
Geoff Coulson
Aurel Lazar
K. Nahrstedt
Godmar Back
Mike Hibler
P. Tullmann
M. Wooldridge
Tim Finin
Milind Tambe

Table 7.4. The top 5 experts returned by CSSeer of 20 sample queries.
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answer the question. We randomly select 10, 000 documents as Set A from CiteSeerX. Using only title and abstract, we count the number of keyphrases found for
each document using only keyphrase candidates compiled from Wikipedia.
Figure 7.6(a) demonstrates the empirical distribution of the number of keyphrases
found per document in Set A. As shown, less than 4% of documents do not have any
matched keyphrases. Half of the documents have at least 7 matched keyphrases.
On average, a document has 7.409 matched keyphrases using only title and abstract.
To further study the documents with 0 or few keyphrase match, we randomly
sample 100 documents that have no keyphrase match and examine the contents.
We found 74 out of the 100 documents are parsed incorrectly in the PDF to text
process. A typical mistake is an extremely short title or abstract, or even empty
title and abstract. Other cases include missing spaces between words, and contents
with garbage or unreadable characters. For the rest documents, most of them are
not valid papers, scanned papers, or papers written in foreign languages.
To study the Wikipedia based keyphrase extraction strategy without the influence of extremely short titles or abstracts, we compile Set B as 10, 000 randomly
sampled documents whose titles have at least 4 words and abstracts have at least 20
words. The probability mass function of keyphrases found per document is shown
in Figure 7.6(b). As shown, only 0.4% of sampled documents have no matched
keyphrases. Half of the documents have at least 8 matched keyphrases, and on
average, a document has 8.313 keyphrases. Since the keyphrase extractor can retrieve a decent number of keyphrases using only title and abstract of a document,
Wikipedia is shown to be a promising resource for keyphrase candidate compilation
for scientific literature.
The detail of the number of keyphrases found per document in the two sets is
shown in Table 7.3.

7.5

Case Study

We illustrate sample outputs of expert list, expertise list, and extracted keyphrases
from papers to show the practicality of the system.
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7.5.1

Expert List

Since the main purpose of the system is to discover experts of a given domain, we
start the case study by showing several examples of expert list returned by CSSeer.
As shown in Table 7.4, 20 different terms ranging in several different sub-domains
of computer science are selected as query term. The top 5 returned experts are
reported.
To measure whether the returned names are experts of the given query, we
manually checked each of these researchers’ homepage and their total number of
citations compiled by MAS. If the query term appears in the person’s homepage
and the author’s total number of citations is larger than 500, it is very likely that
the researcher is a good candidate for an expert of the given area.
From the researchers’ homepages, we found only 5 authors whose homepages do
not contain a query term: Stefan Schaal (nonparametric statistics), S. Vijayakumar (nonparametric statistics), C. G. Atkeson (nonparametric statistics), Christof
Koch (VLSI), and Anna Karlin (computer network). After carefully examining
their profile, 4 of these are actually experts in the query area, and the synonyms
or similar terms of the query appear in their homepage. The only possible exception is Dr. Christof Koch, an expert of Biology and Engineering. However, he
co-authored a few of highly cited VLSI papers back in 1990s.
As for number of citations, the only two researchers who have less than 500
citations are Dr. Aurel Lazar (4 citations) and Dr. K. Ramakrishnan (0 citations).
We believe these are MAS’s mistakes, because at the time of writing the paper,
Dr. Lazar has 3, 622 citations and Dr. Ramakrishnan has 3, 440 citations by
ArnetMiner.

7.5.2

Expertise List
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Table 7.5: Top 15 expertise list of 10 selected authors
Author Name
Ian T. Foster

Top-15 Expertise

Note

resource management, distributed comput-

Most cited com-

ing, parallel computer, web service, message

puter

passing, distributed system, quality of ser-

by MAS

scientist

vice, application development, high performance, web services, data management, data
transfer, distributed systems, grid computing, high performance fortran
Ronald L. Rivest

block cipher, public key, encryption key,

2nd most cited

radio frequency, mobile robot, digital sig-

computer scien-

nature, binary relation, secret key, error

tist by MAS

rate, efficient algorithm, advanced encryption standard, initialization vector, hash
function, learning algorithm, probability distribution
Scott J. Shenker

admission control, congestion control, sensor

3rd most cited

network, routing algorithm, degree distribu-

computer scien-

tion, distributed system, network topology,

tist by MAS

routing protocol, hash table, wireless sensor
network, building block, direct product, denial of service, zipf’s law, quality of service
Jeffrey D. Ull-

information sources, data model, query lan-

4th most cited

man

guage, synthetic data, database system,

computer scien-

information retrieval, data mining, object

tist by MAS

model, case study, random sampling, performance analysis, collaborative filtering, efficient algorithm, next generation, association
rules
Continued on next page
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Table 7.5 – continued from previous page
Author Name
Jiawei Han

Top-15 Expertise

Note

data mining, association rule, association

Most

search

rules, knowledge discovery, data stream, effi-

person and 3rd

cient algorithm, clustering algorithm, infor-

highest H-index

mation system, query processing, data ware-

by ArnetMiner

housing, time series, data analysis, database
system, web page, classification accuracy
Pat Langley

machine learning, process model, recommen-

2nd most search

dation system, nearest neighbor, knowledge

person by Arnet-

base, learning algorithm, intelligent system,

Miner

artificial intelligence, reinforcement learning,
mobile robot, domain knowledge, data mining, knowledge discovery, bayesian network,
feature selection
Vladimir Vapnik

support vector, feature selection, time series,

3rd most search

radial basis function, prior knowledge, basis

person by Arnet-

function, feature space, learning algorithm,

Miner

gradient descent, density estimation, pattern
recognition, cost function, dna microarray,
object recognition, model selection
W. Bruce Croft

information retrieval,

natural language,

4th most search

query processing, data management, natu-

person by Arnet-

ral language processing, bayesian inference,

Miner

topic model, network model, search engine, optical character recognition, machine
learning, information system, system performance, dynamic environment, formal model
Continued on next page
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Table 7.5 – continued from previous page
Author Name
Anil K. Jain

Top-15 Expertise

Note

pattern recognition, feature extraction, clus-

Highest H-index

tering algorithm, face recognition, feature

person by Arnet-

selection, performance evaluation, image

Miner

database, computer vision, classification accuracy, error rate, feature vector, similarity measure, statistical learning theory, case
study, image analysis
Hector
Molina

Garcia-

information sources, data model, information

2nd highest H-

retrieval, digital library, query processing,

index person by

data warehousing, information system, query

ArnetMiner

language, change detection, search engine,
index structure, digital document, electronic
commerce, efficient algorithm, web search

The expertise list is very helpful for users to realize an author’s research interest. In this section, we show examples of the expertise list of 10 selected authors.
Specifically, from MAS we selected four most cited computer scientists (Ian T. Foster, Ronald L. Rivest, Scott J. Shenker, and Jeffrey D. Ullman), from ArnetMiner
we selected top four search people (Jiawei Han, Pat Langley, Vladimir Vapnik, and
W. Bruce Croft) and three authors who have the highest H-index (Anil K. Jain,
Hector Garcia-Molina, and Jiawei Han). Note that Dr. Jiawei Han is both the 3rd
highest H-index author and most search people by ArnetMiner. Thus, we ended
up collecting 10 names in total for the case study.
We briefly introduce these authors so that readers may examine the extracted
top 15 terms and check if they truthfully reflect these authors’ expertise. Dr.
Foster is famous for the acceleration of discovery in a networked environment and
contributes a lot in high-performance distributed computing, parallel computing,
grid computing. Dr. Rivest is one of the inventors of the RSA algorithm and many
symmetric key encryption algorithms. Dr. Shenker contributes much to network
research, especially in Internet design and architecture. Dr. Ullman is known for
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database theory and formal language theory and is an author of several textbooks
in these fields. Dr. Han and Dr. Langley are famous for their contribution in
machine learning and data mining fields. Dr. Vapnik developed the theory of
Support Vector Machine. Dr. Croft is well known for contributions to the theory
and practice of information retrieval. Dr. Jain is a contributor to video encoding,
computer vision, and image retrieval. Dr. Garcia-Molina is notable for information
management and digital library.
The selected authors’ top 15 expertise are listed in Table 7.5. As can be seen,
the automatically selected terms on average represent each author’s fields of expertise appropriately. A user, even without knowing these authors in advance, should
be able to tell each of these authors’ research interest by only examining the list
of terms.

7.5.3

Extracted Keyphrases

In this section, we show the top-5 keyphrases extracted from documents using only
the keyphrase candidates compiled from Wikipedia. Specifically, we selected the
best paper award winners of 2012 from several conferences of different domains,
including computer algorithms and theory (SODA), artificial intelligence (AAAI),
machine learning (ICML), data management (KDD and SIGMOD), digital library
(JCDL), operating systems (OSDI), and network systems (NSDI). In addition,
we also selected the most cited paper after 2001 and the most cited paper after
2005. The two papers are published in SIGCOMM and IEEE Transactions on Pattern Analysis and Machine Intelligence, which are premium conference of network
communication and journal of artificial intelligence respectively.
Table 7.6 shows the titles and the extracted keyphrases of these 10 papers. By
carefully reading the title and abstract of each paper, we found that the top 5
selected keyphrases are highly relevant and are representative terms to the papers.
This validates Wikipedia as a reliable source for keyphrase candidate compilation for digital libraries in science domain and our proposed keyphrase extracting
algorithm is very effective.
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7.6

Conclusion and Discussion

We describe ExpertSeer, an open source expert recommender system based on
digital libraries. Based on the framework, we built two systems: CSSeer, an expert
recommender for Computer Science, and ChemSeer, an expert recommender for
Chemistry. The system efficiently handles millions of documents and hundreds of
thousands of authors. Using CSSeer, we compared it with the other two state-ofthe-art expert recommender systems, ArnetMiner and Microsoft Academic Search.
We found that the three systems have moderately diverse opinions on experts
for our benchmark query term set. This does not mean one system is better or
worse than others. In practice, different expert recommender systems may be
biased toward certain topics or certain authors due to difference in collected data,
extraction methods, ranking and other analysis. For a more comprehensive expert
list, users should consider using several systems. Or possibly, a meta-expert list
could be created. In addition, the related keyphrase list provided by ExpertSeer
could be a promising alternative, since integrating both the experts of a given query
and the experts of the related keyphrases is more likely to generate a complete
expert list.
To quantify the performance of different systems, we compared the three systems with four baseline approaches in terms of precision-at-k. We found that all
three systems reported reasonably well results for top 3, top 5, and top 10 returns,
even though the returned name set of each system is moderately different. Our
proposed system has the best performance among these expert recommenders.
Although we only introduces the similarity score between digital library objects
in three scenarios (phrase to author, phrase to phrase, and author to phrase),
the similarity score between other types of objects can be identified by a similar
manner. For example, to identify the similarity score between a venue v and a
query phrase q, one could obtain p(v|q) by the same technique of obtaining p(a|q)
(as shown in Equation 7.2).
So far, ExpertSeer uses only author-to-document authoring relationship and
document-to-document citation relationship for expert recommendation. Other
linguistic techniques and heterogeneous social network mining techniques can also
be investigated. For example, the reputation of the published conferences or jour-
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nals can be integrated into the model naturally by the Bayesian inference model.
One could more thoroughly compare different expert recommenders. In addition
to the number of overlapping top n and precision at k, another possible measure
is to apply position-based metrics. In addition, ExpertSeer could be applied to
other scholarly domains, assuming an appropriate metadata extractor would be
implemented.
Several research questions and applications can be developed based on the
framework. For example, the influence maximization problem on large-scale social
networks is widely studied recently [108]. Since the authors and their expertise lists
are identified, observing and studying how the scholars collaborate and influence
each other can be an interesting research question. In addition, time factor can be
integrated into the system so that the flow of information [109] from one domain
to another domain can be learned and visualized, and hopefully to discover useful
interacting patterns among different research domains. ExpertSeer can also be the
foundation and provide reliable data source for the research of finding teams of
experts in social networks [110].
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Table 7.6. Top 5 keyphrases extracted of 10 selected documents using Wikipedia pages
as keyphrase candidates

Document Title
Computing all maps into a sphere

Learning SVM classifiers with indefinite kernels

Bayesian posterior sampling via
stochastic gradient fisher scoring
Searching and mining trillions of
time series subsequences under
dynamic time warping
High-performance complex event
processing over XML streams

Modeling and exploiting heterogeneous bibliographic networks
for expertise ranking
Spanner:
Google’s globallydistributed database

Top-5
Extracted
Keyphrases
sphere, topological, maps,
homotopy theory, algebraic
topology
support vector machine,
optimization,
principal
component analysis, binary
classification, consistent
posterior distribution, central limit theorem, stochastic, approximation, gradient
time series, data mining,
dataset, bottleneck, industry
complex event processing,
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Conclusion
In this dissertation, we proposed the discovery of similar objects from several
perspectives: one based on the interactions between objects, another based both
on not only the interactions but also when the interactions occur, and yet one more
based on the properties or attributes of the objects.
By modeling the interactions between objects as a network, we present two algorithms to identify similar objects based on the network topology. These are the
Relation Strength Similarity (RSS) measure and the Asymmetric network Structure COntext Similarity (ASCOS) measure. The RSS measure considers the number of paths between objects, the lengths of these paths, and the weights of each
edge in the paths to define the similarity score. The ASCOS score was defined in
a recursive manner, much like the famous SimRank does. However, we showed the
limitations of SimRank and how it was wrongly employed in previous papers. We
showed that ASCOS outputs more reasonable similarity scores than SimRank. In
addition, we showed that the asymmetric property could be utilized to infer the hierarchical structure of networks. We also proposed possible work-around solutions
such that SimRank may output a more reasonable score.
Next, by integrating the age of links into the system, we showed that future
interactions between nodes could be better predicted. In addition, we quantified
the relative predictive power of young links, mid-age links, and old links on several
networks. Experimental results show that the predictive power of young links can
be several hundred times more important than that of the old links in several
networks.
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Lastly, focusing on digital library objects, we discover similar objects based
on their attributes and properties. We built ExpertSeer, an expert recommender
system to demonstrate three types of similarity scores between digital library objects: 1) phrase to author similarity, 2) phrase to phrase similarity, and 3) author
to phrase similarity. Experimental results show that the proposed models are simple yet effective. In addition, the similarity scores between other types of digital
library objects can be calculated based on a similar manner. This system is also
online for public access.
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