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Abstract

Online discussion forums have become popular in recent times. They provide a
platform for people from different parts of the world sharing a common interest to
come together and topics of mutual interest and seek solutions to their problems.
There are hundreds of thousands of internet forums containing tens of millions of
discussion threads and are thus, an important source of human generated information that needs to be efficiently managed. In this dissertation, I focus on following
three specific problems:
1. Searching for relevant discussion threads in an online forum archive. A typical discussion thread is different from a generic web page in its structure,
linking patterns, and creates content contributed by a large number of participating contributors. A probabilistic retrieval model is proposed that takes
into account the structural properties, content properties, and various nontextual relevance indicators such as thread popularity, user expertise, etc.
The proposed retrieval model achieved significant improvements over a standard language model based retrieval model and methods that are typically
used in online forum websites.
2. Offering query suggestions in a forum search engine. Compared to a web
search engine, a typical forum website receives much smaller number of search
requests and hence the query log of a forum search engine is small. A probabilistic query suggestion mechanism is proposed that does not rely on query
logs and can offer suggestions by computing completions from the forum corpus itself. Experimental results on two different datasets have shown that
the proposed approach achieved statistically significant improvements over
two state-of-the-art baseline query suggestion techniques.
3. Identifying the role of each user message in a discussion. Different messages
iii

in a thread serve different purpose in the discussion. I investigated the problem of classifying individual user posts in an online discussion thread and
for post classification, I designed and experimented with a variety of features
derived from the posts content, thread structure, user behavior and sentiment analysis of the posts text. Applications of post classifications are also
demonstrated in forum thread retrieval and discussion summarization tasks.
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Chapter

1

Introduction
Online forums offer an interactive platform for information seeking and have become quite popular as they provide an easily accessible platform to users in different
parts of the world to come together, share information and discuss issues of common interest. They have enabled users to discuss and exchange ideas with one
another without any restriction of geographical boundaries. There are thousands
of online forums devoted to a broad range of topics. Often these forums have
an active community of users helping each other and taking part in discussions.
The content is thus being continuously generated “by the Users, for the Users”.
People use web forums to discuss and ask questions about various topics such as
news, sports, technology, health, etc. As an example, consider the online forum
of Ubuntu – a popular Linux distribution, that boasts a community of more than
1.7 million users and more than 1.85 million threads1 . Suppose a user is facing
trouble installing sound drivers on his desktop. He can post a question in the
forum describing his problem and other users then post solutions to the problem.
The archives of web forums contain millions of such discussion threads and act
as a valuable repository of human generated information that needs to be managed
efficiently.
The major focus of this thesis is to develop techniques for efficient management
of data contained in online forum archives and enabling easier and efficient access
1

http://www.ubuntuforums.org/ as of 6th September, 2012
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to this information for the users. For this, I plan to address following specific
problems as a part of my thesis.
1. Search in online forums: Online forums are distinct from generic web pages
and thus, require special search techniques. One major assumption for generic web
search is that each individual web page is a self-contained document. However, this
assumption does not hold for forum search. When a user starts a topic by posing
a question or initiating a discussion, the replies of other users are arranged in a
thread-like structure. If the discussion is long, a thread may stretch over more than
one webpage and possibly over tens of webpages. Thus, it becomes essential for the
search algorithm to take into account the information contained in all the pages
belonging to a thread. Another important difference between generic web pages
and forum pages is that forums have a unique structure. A forum is composed of
multiple threads and threads have multiple posts. Threads have titles and in some
forums, individual posts can have titles. Posts also have authors associated with
them. Utilizing this structure and associated meta-data can provide a better search
functionality than that enabled by using only the textual content of the forum
threads. In Chapter 2, I describe a probabilistic retrieval model that combines
evidences from different structural units to find threads relevant threads for a
given user query. I also describe various non-textual relevance indicators and how
they can be incorporated in the proposed retrieval model.
2. Query Suggestions in a forum search engine: A majority of modern
day commercial web search engines (e.g., Google, Bing, Yahoo etc.) offer query
suggestions to users. Query suggestions assist end-users by providing a list of
queries that have been proven to be effective in the past [1]. Most existing works
on query suggestion utilize query logs to suggest queries [2, 3, 4, 5, 6, 7, 8, 9, 10].
Such query log based techniques are suitable for systems with a large user base.
For example, web search engines have millions of users and if a user has some
information need, almost always it turns out that some other users have searched
for the same information before. The search engine can then utilize these large
amounts of past usage data to offer possible query suggestions. However, the user
base of an online forum and the search queries received by the forum are much
less when compared to the user base and hence, the query volume as received by
a generic web search engine. As a result, existing techniques for query suggestion

3
that rely on query logs are not useful. In Chapter 3, I describe a query log oblivious
probabilistic query suggestion mechanism. The proposed techniques can be used
for query suggestion in systems where query logs are not easily available.
3. Identifying the purpose of individual user messages in a discussion
thread: A typical discussion thread consists of a sequence of posts posted by
multiple users. Each post in a thread serves a different purpose providing different
types of information (some posts contain questions, some answers, etc.) and thus,
may not be equally useful for all applications. Identifying the purpose and nature
of each post in a discussion thread is thus an interesting research problem as it can
help in improving information extraction and intelligent assistance techniques [11].
In Chapter 4, I describe the problem of classifying a given post as per its purpose in
the discussion thread and employ features based on the post’s content, structure
of the thread, behavior of the participating users and sentiment analysis of the
post’s content for post classification. Next, I discuss two forum specific problems
where post class label information can be useful. First, I describe how the post
class information can help in thread retrieval by incorporating this information
in a state-of-the-art thread retrieval model. Second, I describe the problem of
summarizing an online discussion. Oftentimes, the discussions in a thread involve
multiple users and span multiple pages. A user who interested in the topic of
discussion or having a problem similar to being discussed in the thread may not
want to read all the previous posts but only a selected posts that provide her a
concise summary of the ongoing discussions. I discuss the associated issues with
thread summarization and how post classification can help in this task.

Chapter

2

Thread Structure Based Retrieval
Model For Online Forums
2.1

Introduction

Online forums offer an interactive platform for information seeking and have become quite popular. They have enabled users to discuss and exchange ideas with
one another without any restriction of geographical boundaries. There are thousands of online forums devoted to a broad range of topics. Often these forums have
an active community of users helping each other and taking part in discussions.
The content is thus being continuously generated “by the Users, for the Users”. As
an example, consider the online forum of Ubuntu – a popular Linux distribution,
that boasts a community of more than 1.8 million users and more than 1.95 million
threads1 . Suppose a user is facing trouble installing sound drivers on his desktop.
He can post a question in the forum describing his problem and other users then
post solutions to the problem. Previous work has focused on this aspect of online
forums and leveraged it for question answering purposes [12, 13, 14].
However, online forums are not just limited to factual questions and answers.
Oftentimes, the questions which users ask in a forum do not have a precise answer.
As an example, consider a person who is planning to buy an MP3 player but is
not sure which brand to purchase. He posts his question in a forum related to
1

http://www.ubuntuforums.org/ as of 24th May, 2013
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electronic devices and gets opinions of other users. Contrast this case with the
first example. There was a fixed procedure for installing sound drivers, but there
is no fixed answer to the brand of MP3 players one can purchase. The user here
might have certain requirements and might be looking for certain features. He
seeks other users’ views, opinions and experiences to determine a suitable MP3
player for himself.
The above example illustrates another distinctive feature of online forums –
discussions. In forums, people discuss and share their opinions about various
topics, news, events as well as about pros and cons of various products, movies,
sports etc. Past discussions result in a tremendous volume of data getting stored
in forum archives. In that case, a vertical search engine can help the user search for
past discussions/solutions without having to post his problem and wait for replies
from other users. Such kinds of information needs are hard to satisfy by question
answering systems and motivate the need for developing techniques to efficiently
manage and search the huge amount of information that the online forums provide.
Searching online forums however, requires special techniques. Current search
techniques are not optimized for web forums. One major assumption for generic
web search is that each individual web page is a self-contained document. However,
this assumption does not hold for forum search. When a user starts a topic by
posing a question or initiating a discussion, the replies of other users are arranged
in a thread-like structure. If the discussion is long, a thread may stretch over more
than one webpage and possibly over tens of webpages. As an example, consider a
thread which runs over two pages. The thread starter has asked a question and
different users are posting answers to the question. Suppose the correct answer to
the question is present on the second webpage. If we present only this page to the
user then the whole context of discussion, which might be extremely important,
is lost. Moreover, using only a single page (either first or second) to determine
relevance to a user query fails to utilize the information present in other pages.
Thus for forum search, the appropriate unit to use to compute relevance is the
whole discussion thread.
Another important difference between generic web pages and forum pages is
that forums have a unique structure. A forum is composed of multiple threads and
threads have multiple posts. Threads have titles and in some forums, individual

6
posts can have titles. Posts also have authors associated with them. Utilizing this
structure and associated meta-data can provide a better search functionality than
that enabled by using only the textual content of the forum threads.
Wilkinson [15] has shown that utilizing structure of documents helps improve
retrieval performance. However, as discussed in next section, most of the present
approaches for forum search have ignored this aspect. In addition, forum pages also
have certain unique characteristics that help in indicating the usefulness/relevance
of a given thread. Further, different forums may have different characteristics
and different queries may require different strategies to identify relevant threads.
Identifying how much to weigh each individual piece of information (e.g., title,
authority of poster, etc.) and how to vary the weights for different types of forums
and queries is a challenging problem. In this chapter, I describe a Bayesian Networks based approach for thread retrieval as the formalism of Bayesian Networks
affords a powerful and theoretically sound framework to utilize and combine multiple evidences for document ranking. I employ Inference Networks to efficiently
combine evidences from different structural units of forum threads as well as for
incorporating various prior evidences while computing document relevance probabilities. The proposed model utilizes multiple attributes like the initial post and
the replies, the length of the posts, an authority measure of the posters and the
links between posts in a unified inference network based framework to rank threads
in response to user queries.

2.2

Related Work

As identified by Xu and Ma [16], as much as 75% of the links on a typical forum
page points to noise pages like user profiles, login pages etc. and are not actually
recommendations. Hence, link based algorithms like PageRank and HITS can not
be used effectively. They build topic hierarchies and combine the links induced
by content similarity with the document link graph for ranking of forum pages.
However, it is difficult to categorize the large number of online forums with a
single topic hierarchy. Duan et al. [17] exploit contextual information of a post
for post retrieval. They smooth a post language model with related posts in the
thread thus taking into account the context of the post in retrieval. Chen et

7
al. [18] propose a ranking algorithm called Posting Rank to rank forum posts.
Their approach is based on the assumption that users participating in common
threads tend to share common interests and such threads are topically related to
each other. However, this assumption might not be true in all the cases. It is
fairly common for a single user to have varied interests and participate in threads
on different topics. In both the above works, the unit of retrieval is individual
forum pages. However, discussions in web forums are organized into threads which
usually span many web pages. Hence, retrieval at individual page level ignores the
context of discussions going on in the thread and might not be able to capture
the relevance to user’s information needs completely. Elsas et al. [19] are among
the first to review strategies for thread retrieval on a test collection of 48 <query,
relevant document> pairs. Seo et al., [20] describe how the reply structures in
forum threads can be recovered and utilized for thread and post level retrieval.
The work described in this chapter on the other hand utilizes inference networks
for evidence combination and in addition, also explores the effect of incorporating
various non textual relevance indicators that may help in an improved ranking of
returned results.

2.3

Problem Formulation

I define a post as the smallest unit of communication in online forums that consists
of content posted by a user. Each post has associated meta-data such as user ID of
the user posting the post, time of posting the post etc. InitPost I is the initiating
post of a thread which is the first post in the thread and initiates discussions.
All other posts in a thread are the ReplyPosts posted by users participating in
the discussion started by the initPost I. A thread can now be defined as a triple
T =< t, I, R >, where t is the title of the thread, I is the InitPost and R is
the set of reply posts. Note that R can be empty in case no user has replied
to the InitPost. Given a user query Q, our task is to return a ranked list of
threads L = T1 , T2 , . . . , Tn to the user such that for all 1 ≤ i, j ≤ n and i < j,
rel(Ti , Q) ≥ rel(Tj , Q), where rel(T, Q) is an appropriate measure of relevance of
thread T to query Q. It is also assumed that each thread T deals with a single
topic of discussion.

8

Figure 2.1. Inference Network Model for Forums

2.4

Inference Network for Web Forums

As described by Turtle and Croft [21], the information retrieval problem can be
considered as an inference problem where given the event that a document D is
observed, one infers the probability that the user’s information need is satisfied
by the document. Metzler and Croft [22] have shown how language models and
inference networks can be combined together for information retrieval purposes.
The implementation in this work also uses the INDRI2 toolkit developed by them.
The proposed retrieval model for web forum search is described in Figure 2.1.
The leaf node I is the information need node and represents the event that the user
has the need for information I. The root node T is the thread node and represents
2

http://www.lemurproject.org/indri/
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the event that the thread T has been observed. Note that in the actual network
there is one such thread node for each thread in the collection and only one thread
node is shown for the sake of clarity. We want to estimate the probability P (T |I)
that the thread T satisfies the information need I. Using Bayes rule, we get:
rank

P (T |I) = P (T ).P (I|T )

(2.1)

rank

Here = indicates that the L.H.S and R.H.S have the same rank ordering.
P (T ) is the prior probability that thread T is relevant for the information need I.
The second term represents the probability P (I|T )that the user’s information need
I is satisfied by the thread T . The information need I is represented by the user
in terms of the query Q consisting of n query terms Q1 , Q2 , . . . Qn . This is represented by query term nodes Q1 , Q2 , . . . , Qn in Figure 2.1. Using the independence
assumption for query terms, we get:
rank

P (T |I) = P (T )

n
Y

P (Qi |T )

(2.2)

i=1

Here P (Qi |T ) represents the likelihood that the query term Qi is generated by
the thread T. We use the thread structure in order to utilize these query term likelihoods. After the thread node, we use separate nodes, S1 , S2 , . . . , Sm to represent
each of the m structural components of the thread. As described above, a typical
forum thread consists of three structural elements namely title, InitPost and R,
the set of reply posts and we have a S node for each of these three structural units.
Also note that there might be some reply posts in longer threads that causes the
topic of discussion to change (topic drift). There might also be some noisy posts
that provide redundant or no new information. The S node corresponding to reply
posts can be replaced by three separate nodes representing off topic posts, noisy
posts and posts related to the original topic of discussion. However, in this chapter
it is assumed that each thread deals with a single topic of discussion and the topic
of post level analysis and its application in thread retrieval is discussed later in
Chapter 4.
We estimate P (Qi |T ) in terms of P (Qi |SjT ), i.e., the likelihood that the query
term is generated by the j th structural component SjT of thread T . Using the total
probability rule, above equation yields:
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rank

P (T |I) = P (T )

( m
n
X
Y
i=1

αj P (Qi |SjT )

j=1

where αj determines the weight given to component j and

)

(2.3)

Pm

j=1

αj = 1.

The above equation is used as the ranking function in the proposed model.
Given an information need I represented by a query Q, we compute P (T |I) for
each thread in the collection and rank them in decreasing order of P (T |I) values.
The α parameters control the weight given to each structural component and can
be determined experimentally as explained in Section 4.5.
In order to estimate the likelihoods P (Qi |Sj,T ) we can use the standard language
modeling approach in information retrieval [23] with Dirichlet Smoothing as follows:
fQi ,jC
|j|
|jT | + µ

fQi ,jT + µ
P (Qi |SjT ) =

(2.4)

Here,
fQi ,jT = frequency of term Qi in j th structural component of thread T ,
fQi ,jC = frequency of term Qi in j th structural component of all the threads in the
collection C.
|jT | is the length of j th structural component of thread T ,
|j| is the total length of j th structural component of all the threads in the collection
C,
µ is the Dirichlet smoothing parameter. In this work, µ has been set to be equal
to 2000, a value that has been found to perform well empirically [24].

2.5

Utilizing Prior Evidences

Online forums contain various important indicators of quality or usefulness of a
particular thread which are not captured by the likelihood measures. Most of
such indicators are query independent and hence, provide an a priori estimate of
a thread’s usefulness. In this section, I describe three such measures.
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Figure 2.2. Plot showing user posting behavior

2.5.1

Length of Thread

In general, document length is a useful measure of document content. Likewise,
for a given query we expect longer threads to provide more information to the
user than a smaller thread. I define the length of a thread to be the number of
replies in the thread instead of the number of words as is normally the case when
measuring document lengths. This is because a larger number of posts indicate
more participation as well as more user generated content. Number of replies in
a thread is thus a measure of “popularity” as well as “usefulness” of the thread.
I also note that this observation may not always be true as sometimes, a thread
with only one reply might provide all the relevant information whereas a very long
thread may fail to do so. The effect of such exceptional cases is not considered in
this work. I model the thread prior based on the number of reply posts as follows:
P (T |len) = λlength |R(T )|

(2.5)

where, λlength is a normalizing constant not useful for ranking,
R(T ) is the set of reply posts in thread T .

2.5.2

User Authority

In a web forum, both novice users as well as expert or advanced users participate.
Generally, novice users ask questions and advanced users provide solutions to their
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problems. Similarly, in discussion forums/review forums, views and opinions of
expert users are more important than that of novice users.
As an illustrative example, Figure 2.2 shows the behavior of novice and expert
users as observed from one of the datasets used in this work (dataset details are
in Section 2.6.1). Each user is represented by a point on the scatter plot with
total number of posts by a user on X axis and fraction of those posts which were
initPosts on Y axis. It is clear from the figure that a majority of users has a smaller
number of total posts and a higher fraction of initPosts, a behavior typical of an
information seeker. On the other hand, there is also a small clique of users with a
large number of total posts and almost no initPosts. These are the users that act
as information providers. Hence, postings made by a user are an indication of his
“authority” and as such content provided by such “authoritative” users is more
important.
I define the authority A(u) of user u as:
A(u) = λauth



Np (u) − Nip (u)
1
+
Np
Nu



(2.6)

where,
Np (u) is the total number of posts by user u,
Nip (u) is the total number of initPosts by user u,
Np is the total number of posts in the collection,
Nu is the total number of users and
λauth is a normalizing constant.
In the above equation, the first term inside the bracket measures the contribution of the user to all the replies in the collection. As already explained, information
provider contributes more than an information seeker. The second term acts as
a smoothing parameter and assigns a uniform default authority to each user in
the collection. Using A(u), a simple measure of authority of a thread A(T ) can be
defined as:
|T |

1 X
A(T ) =
A(upT )
|T | p=1

(2.7)

Here, |T | is the number of posts in thread T and A(upT ) is the authority of the

13
user posting the post p in T . This definition measures authority per user in thread
T . Therefore, discussions in which more authoritative or expert users participate
are given a higher weight because we expect content generated by such users to be
of high quality. Once we have A(T), we can use it to model the prior probability
as:
P (T |A(T )) = λauthority A(T )

(2.8)

Again, λauthority is a normalizing constant, not useful for ranking.

2.5.3

Link Information

Oftentimes, users provide links to related threads in an ongoing discussion. Such
links to other threads provide certain evidence that the linked-to thread contains
some useful relevant information with respect to the ongoing discussions or contains
a solution to the problem asked in the current thread. In order to utilize these
link-based evidences, I define the Forum Graph F (T , E) where node set T consists
of all the threads in the collection, each thread being a node in the graph and E is
the edge set consisting of directed edges. An edge (T ′ , T ) exists iff there is a post
p in thread T ′ that links to thread T . The weight of the edge (T ′ , T ) is A(up ),
i.e., the authority of user posting the post p. Thus, recommendations provided by
an expert user are considered more important. This phenomenon is illustrated in
Figure 2.3. By constructing the forum graph in this way, we can compute a simple
Link Score for thread T (which is then used as an estimate of its prior probability)
as follows:
L(T ) =

X

weight(T ′ , T )

(2.9)

T ′ :T ′ →T

which yields

P (T |L(T )) = λlink L(T ),

(2.10)

λlink being the normalizing constant.
Note that the above definition of forum graph allows multiple edges between
T ′ and T in case more than one user in T ′ links to T . However, no such cases were
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found in the datasets used in this work.

user u

wT ′T = Au
T’

T

Figure 2.3. Presence of user provided evidence based links in forum threads.

2.6
2.6.1

Experiments and Results
Data Description

In order to evaluate the proposed models I used threads crawled from the following
two online forums:
1. Ubuntu Forums: Official forum of the Ubuntu Linux distribution3
2. TripAdvisor – NewYork: Popular forum for travel related discussions4 .
For each forum, all the crawled web-pages were pre-processed and all the pages
belonging to the same thread were identified and processed to identify different
structural units and their associated metadata (title, posts, user IDs etc.). Stemming was performed using Porter’s stemmer and stop words were removed using
a general stop word list of 429 words used in the Onix Test Retrieval Toolkit5 .
Table 3.1 summarizes various descriptive statistics of the two datasets.
3

http://ubuntuforums.org
http://www.tripadvisor.com/ShowForum-g28953-i4-New York.html
5
http://www.lextek.com/manuals/onix/stopwords1.html
4
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Ubuntu
Total No. of Threads 113277
Total No. of Users
103280
Total No. of Posts
676777
Average
Thread
Length (in no.
of 5.98
posts)
Total No. of interlinks 2899

TripAdvisor
83072
39454
590021
7.10
4589

Table 2.1. Summary statistics of different datasets used. Interlinks refer to the number
of inter-thread links with in a dataset.

2.6.2

Experimental Protocol

Since the relevance judgments were not available for the two datasets used, I took
help of two human annotators to create relevance judgment pools for the two
collections. The annotators were asked to assign ternary relevance judgments to
each thread for a given query – 0 for totally irrelevant threads, 1 for partially
relevant and 2 for highly relevant threads. The search page of ubuntu forums
provides a list of 70 most searched for terms which were used to generate queries
for the experiments. Similarly, tripadvisor forum provides a list of most frequently
searched for topics. The queries for this dataset were generated by extracting
keywords from the frequently searched for topics. In total, I generated 25 queries
for each dataset. Some example queries for each dataset are listed in Table 3.2.
For each query, all the threads returned by various methods were then assigned
relevance judgments scores. In all, relevance judgments were assigned for 4512
threads in the Ubuntu dataset and 4478 threads in the TripAdvisor dataset.
In order to compare the performance of various retrieval methods, following
evaluation metrics were used:
1. Mean Reciprocal Rank (MRR): Reciprocal rank for a query is the inverse
of the rank of first relevant result. MRR is then the mean over all the
queries [25]
2. Precision @ k: It is the fraction of retrieved documents that are relevant.
We report precision at k=1, 5 and 10.
3. Normalized Discounted Cumulative Gain (NDCG): It is useful for
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Dataset
Ubuntu
TripAdvisor

Example Queries
mount ntfs partition ubuntu
firefox flash no sound
how to get to statue of liberty
safety in manhattan

Table 2.2. Some example queries used in the experiments.

comparing different search algorithms as it penalizes algorithms that return
relevant documents lower in the ranked list [26]. If Rel(d, j) is the relevance
score of document d for query j, then N DCG at rank k for a set of queries
Q is defined as:
|Q|

k

1 X X 2Rel(r,j) − 1
N DCG(Q, k) =
Zk
|Q| j=1
log(1 + r)
r=1

(2.11)

Here Zk is a normalizing constant chosen so that for an ideal ranking N DCG
at each rank equals one.
4. Mean Average Precision (MAP): It is the mean of average precision
values over all the queries and is shown to be a good discriminative and
stable evaluation metric [26]. In mathematical terms, it is defined as:
|Q|
mi
1 X 1 X
M AP (Q) =
P recision(Rij )
|Q| i=1 mi j=1

(2.12)

where: Q is the set of queries, mi is the number of relevant documents for
the ith query, Rij is the set of ranked retrieval results from the top result to
the j th relevant document.

2.6.3

How Structure Helps?

The first set of experiments aims at finding the relative importance of each individual structural component in the retrieval process. I also investigate if utilizing
and combining evidence from different structural components help in improving
retrieval performance.
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Method

MRR P@10 NDCG@10
Ubuntu Dataset
wholeThread
0.6357 0.2920
0.6143
T
0.2000 0.0920
0.2445
I
0.3518 0.1240
0.4088
R
0.5091 0.2480
0.5624
T+I+R (.75,.1,.15) 0.6580 0.3360
0.6308
TripAdvisor Dataset
wholeThread
0.6445 0.4880
0.6457
T
0.2524 0.0720
0.2885
I
0.2687 0.0840
0.3369
R
0.6478 0.3920
0.6655
T+I+R (.6,.2,.2)
0.7351 0.5000
0.6882

MAP
0.5115
0.1683
0.3190
0.4467
0.5397
0.5865
0.2317
0.2630
0.5664
0.6326

Table 2.3. Impact of different structural components and their combinations on retrieval
performance on the two datasets. For the T+I+R model, numbers in brackets denote
the optimal α values for the respective components.

In order to investigate these issues, I first chose a model constructed from the
whole thread as a baseline (wholeThread). This model does not differentiate between different structural components of a thread and is obtained by building a
standard language model for each thread using equation (2.4). Next, I tested retrieval models that utilize information only from one of the structural components
of a forum thread. As described above in section 3, we can assign differential
weights to evidence from different components by choosing suitable values for the
corresponding α parameter of each component. Therefore in order to have a model
based on only one structural unit, we can set the α parameter for that component
equal to 1. α parameters for all other components are set to 0. This gives us three
baseline retrieval models, one each for Title(T ), initPost(I) and replyPosts(R).
Next, in order to have models that combine evidence from different components,
we need to find suitable α values for each component. For this, I varied the weights
given to each structural component in intervals of 0.05 with the constraint of equation (4.3) that the sum of weights is equal to one (α1 + α2 + α3 = 1). Since the
end-users of a search engine want the relevant results in top few documents, the
parameters were selected using five folds cross validations to optimize the Precision
@ 10 metric. The experimental results are summarized in Table 3.5. The results
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reported are averaged over 5 folds.
Comparing the three single structure models (T , I and R), we find that the
model based on the Reply Posts outperforms the other two models across all evaluation metrics for both the datasets. This behavior is expected because the replies
constitute the major portion of a thread. An interesting observation that can
be made is that the performance of title model is worst among the three structural components. Many of the online forums, including the one used in this work
(Ubuntu Dataset), offer facilities to search for threads using title only. The basic
intuition behind such an approach is that one expects the thread starters to give
meaningful titles to their threads in order to get suitable replies from other users.
But as the results show, this strategy is suboptimal. This is because many times
the title fails to capture the complete information about the thread due to its
short length. Also, often the topic of discussion deviates from the original topic
as the thread progresses. I also observed many titles in the datasets used that did
not convey any useful information about the thread (eg. “save me, computer not
working”). These factors collectively result in a comparatively poor performance
of the title as well as the initial post model. The real strength of the proposed
approach is illustrated by the retrieval model with optimized weight parameters
that conclusively outperforms all other models across all the evaluation metrics.
The proposed model achieves higher precision as well as higher MRR and NDCG
values that means that not only we are getting more relevant results, we are getting
them at lower ranks (or higher up in the returned results) which is expected of any
practical information retrieval system. These results support my hypothesis that
utilizing structure of forum threads helps improve the retrieval performance and
maximum gains are achieved when the information from all structural components
is utilized.

2.6.4

Effect of Incorporating Priors

In this section, I describe the effect of incorporating various prior evidences that
indicate the relevance of a thread. I have described three such measures - length
of the thread, user authority and link information. These measures can be incorporated as prior probability P (T ) in equation 4.3. I use the optimized model from
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Method
T+I+R
Length (L)
Authority (A)
Link (Li)
L+A+Li
T+I+R
Length (L)
Authority (A)
Link (Li)
L+A+Li

MRR
P@10 NDCG@10
Ubuntu Dataset
0.6580
0.3360
0.6308
0.7333
0.4560
0.7363
0.6941
0.4560
0.6935
0.7567 0.4680
0.7430
0.6020
0.4200
0.6688
TripAdvisor Dataset
0.7351
0.5000
0.6882
0.7140
0.5240
0.7162
0.7144
0.5520
0.7277
0.8067 0.5840
0.7382
0.6957
0.5240
0.6864

MAP
0.5397
0.6247
0.5931
0.6622
0.5177
0.6326
0.6487
0.6730
0.6877
0.6205

Table 2.4. Effect of incorporating various priors information indicators.

previous section as a baseline and study the effect of adding priors to this model.
The results are summarized in Table 2.4.
One general observation is that by incorporating each of the three priors individually, the resulting models outperform the fine-tuned baseline model across
all the evaluation metrics. Incorporation of length prior results in the inclusion of
documents containing more discussions about a topic and thus has a higher chance
of being relevant. The authority prior assigns higher weights to documents that
contain content posted by experienced users which is generally, of high quality.
Further, the performance of the link prior is best among all the models across all
the evaluation metrics. This is because the link prior captures the intra-forum
relationships and utilizes the evidences provided by the forum users about the
usefulness and relevance of forum threads. Further, evidences provided by expert
users are considered more important than those provided by novice users.
One counter-intuitive result that is obtained is that when we combine all the
three priors, the performance deteriorates. The combined model underperforms
the models that utilize only a single prior. This indicates that for some of the
queries, gains achieved by using a single prior are lost when we add additional prior
information. Thus identifying what priors are useful for what types of queries is
necessary.
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2.7

Summary

In this chapter I discussed how the problem of search in online forums is different
from generic web search and proposed an inference network based retrieval model
to utilize the rich structure of forum threads. Experiments with a baseline retrieval
model showed that utilizing structural information of forum threads can help improve retrieval performance. I also showed that incorporating various non-textual
sources of information helps in boosting the ranking of search results.

Chapter

3

A Query Log Oblivious Probabilistic
Query Suggestion Mechanism
3.1

Introduction

As users start typing a query in search engines’ query boxes, most search engines
assist users by providing a list of queries that have been proven to be effective in
the past [1]. The user can quickly choose one of the suggested completions (in some
cases, alternatives) and thus, does not have to type the whole query herself. Feuer
et al. [27] analyzed more than 1.5 million queries from search logs of a commercial
search engine and found that query suggestions accounted for roughly 30% of all
the queries indicating the important role played by query suggestions in modern
information retrieval systems. Furthermore, Kelly et al. [28] observed that the use
of offered query suggestions is more for difficult topics, i.e., topics about which
users have little knowledge to formulate good queries.
Most existing works on query suggestion utilize query logs to suggest queries [2,
3, 4, 5, 6, 7, 8, 9, 10]. Such query log based techniques are suitable for systems
with a large user base. For example, web search engines have millions of users and
if a user has some information need, almost always it turns out that some other
users have searched for the same information before. The search engine can then
utilize these large amounts of past usage data to offer possible query suggestions.
The scenario, however, is quite different for a forum website search system as
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it has a relatively smaller user base and thus, lacks a large amount of query log
data. Similar issues exist with information retrieval systems that are not on the
web or have a smaller user base. For example, search engines built for customized
applications in the enterprise domain are used by only a few hundreds or thousands of users. An effective query suggestion mechanism is required because the
difference between users not finding some critical information and the users finding
the information with ease may have a very significant business impact for the organization. The query logs of such systems are relatively much smaller, especially
when a system is newly deployed for a small number of users, and even later on,
the log seldom becomes as exhaustive as that of a web search engine. Even if a
system can accumulate a relatively large query log over time, it would take a lot of
time to be mature enough and most often that time is not affordable due to business needs. Furthermore, the data residing in these systems are also so customized
that using a query log from another system is not a valid approach. However, the
effectiveness of such enterprise search systems has significant business implications
and even a small improvement can have a positive impact on the organization’s
business. Similarly, for personal data search systems, such as desktop search or
personal email search, often there is only a single user resulting in very small query
logs. Besides, query logs may not always be accessible in some applications due
to privacy and legal constraints. Furthermore, even in the case of general-purpose
web search engines, end-users sometimes pose queries that are not there in query
logs or are not very frequent. How to offer meaningful query suggestions to users
in such scenarios is thus, an interesting research problem, which I explore in this
chapter.
Effective query suggestion requires inferring a user’s query intent and information needs and then suggesting queries that may help retrieve documents containing
relevant information. Formulating such queries that can help information retrieval
systems discriminate between relevant and irrelevant documents requires predicting
and using words, phrases or their combinations that are present in relevant documents and absent in irrelevant documents, which is an extremely difficult task for
an average end-user [29]. Cui et al. [30] have shown that in the term vector-space,
a large gap exists between the terms used by users to formulate queries and terms
that are present in relevant documents. The aim of a query suggestion mechanism
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then is to iteratively use the partial information about the user’s need in the form
of incomplete queries and to suggest to the end user queries that match the enduser’s information needs and those for which the search engine knows good results.
Inspired by this, I propose a document-centric probabilistic mechanism to generate query suggestions that does not depend on query logs and utilizes only the
co-occurrence of terms in the corpus. The central idea of the proposed approach
is simple and intuitive. As soon as a user starts typing a query, phrases from
the corpus that are highly related to the partial user-entered-query are selected as
possible completions of the partial query and thus completed queries are offered
as query suggestions.
I have evaluated the proposed approach with a variety of datasets and compared the performance of the proposed approach with that of the state-of-the-art
approach [31] and that of one available in a widely used open-source enterprise
search system [32]. The experimental results demonstrate the superiority of the
proposed method in its ability to (i) offer suggestions for a wide variety of queries,
(ii) offer more contextually meaningful suggestions, and (iii) generate suggested
queries with higher retrieval effectiveness when compared to the baselines.
As I discuss in Section 3.2, though there have been some works in the past
that can be adopted for query suggestion without using query logs, but strictly
speaking, to the best of my knowledge, this work is the first to study the problem
of query suggestions in the absence of query logs. The proposed approach is simple
yet effective and powerful, and as discussed later in Section 3.6, it also opens
up several aspects of improvements and future work aligned with the concept of
facilitating user’s search without the aid of query logs.

3.2
3.2.1

Related Work
Relation With Interactive Query Expansion

Query suggestion differs from interactive query expansion (IQE) [33] in a fundamental way. In IQE, the user is offered a list of suggested terms from which she
can select a few to augment the original query. However, users tend to prefer complete query suggestions to individual term suggestions because of the additional
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context provided by the complete query suggestion as opposed to an isolated term
suggestion [28]. The Real Time Query Expansion (RTQE) technique as proposed
by White and Marchionini [34] can also be seen as a means for providing real-time
query expansions where a list of expansion terms is offered in real time that the
user can select and expand the query. However, in addition to offering only single
terms as suggestions, this method is limited by the fact that it requires the user
to type complete query terms and can not offer suggestions for incomplete query
terms as the goal here is to refine the original query so as to improve the retrieval
performance. On the other hand, query suggestion mechanisms try to suggest various possible completions of the (incomplete) query the user is still typing so as
to save time and cover various possible interpretations of the user’s information
needs.

3.2.2

Query Suggestion using Query Logs

Large scale web search engine logs contain real, user issued queries. Initial works
on query suggestion focus on identifying past queries similar to the current user
query. Baeza-Yates et al. [2] cluster queries present in search logs and given an
initial query, similar queries from its cluster are identified based on vector similarity
metrics and are then suggested to the user. Barouni-Ebrahimi and Ghorbani utilize
phrases frequently occurring in queries submitted by past users as suggestions [3].
Gao et al. describe a query suggestion mechanism for cross lingual information
retrieval where for queries issued in one language, queries in other languages can
also be suggested [35].
In addition to user queries, query logs also contain valuable clickthrough data
and session information. Many of the previous works on query suggestion, especially in the web domain, exploit this additional information. By utilizing clickthrough data and session information, Cao et al. propose a context aware query
suggestion approach [5]. In order to deal with the data sparseness problem, they
use concept based query suggestions where a concept is defined as a set of similar
queries mined from the query-URL bi-partite graph. The user’s context is defined
as the sequence of concepts about which the user has issued queries before submitting the current query. Given this context information, queries that are asked
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frequently in a given context are mined from search logs and are suggested to the
user. For a given user query, Ma et al. [8] utilize clickthrough data to identify semantically related queries from query logs. Song and He [10] combine information
from clicked URLs as well as skipped URLs to identify suggestions for rare queries.
In a single search session, a user often modifies her initial query a few times
in order to obtain the relevant information. Jones et al. [7] utilize such modifications made by previous users for suggesting queries to other users. Li et al. [36]
describe a method to compute pairwise similarity scores between queries based on
the hypothesis that queries that co-occur in a search session are related. Given a
user query, most similar queries thus identified are used as suggestions. Cucerzan
and White [6] utilize user landing pages (pages where users finally end up after
post-query navigation) to generate query suggestions. For each landing page of a
user submitted query, they identify queries from query logs that have these landing
pages as one of their top ten results. These queries are then used as suggestions.
Boldi et al. [4] utilize query flow graphs for query suggestions. Nodes in a
query flow graph are past user queries and an edge from qi to qj indicates that
both queries are related to a similar information need. Short random walks on a
query flow graph are then conducted to generate query suggestions. Baraglia et
al. [37] however, note that the models based on query flow graphs suffer from an
ageing effect and suggesting queries using the information extracted from them
may not be possible over time.
Mei et al. [9] propose an algorithm based on hitting time on the Query-URL
bipartite graph derived from search logs. Starting from a given initial query, a
subgraph is extracted from the Query-URL bipartite using depth first search. A
random walk is then conducted on this subgraph and hitting time is computed
for all the query nodes. Queries with the smallest hitting time are then used as
suggestions. Ma et al. [38] show how the hitting time analysis on Query-URL
bipartite graph can be utilized to diversify suggestions.
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3.2.3

Query Suggestion without Query Logs

Among the works where query logs are not used as the primary resource, Feuer et
al. [27] describe a proximity search based system that suggests alternate queries
if the initial query is highly specific (results in very few documents) or too broad
(large number of search results). In case of underspecified queries, most frequent
terms appearing in close proximity of the query terms in the corpus are added to
the query to narrow down the search results. For specific queries, most frequent
subphrases of the query are presented as possible modifications. Their work however is similar in principle to query refinement and is quite different from query
suggestion where the objective is to present different possible queries to the user
as soon as she starts typing in the query box. Furthermore, their approach is not
real time and requires the user to type a complete query first.
Bast and Weber developed the CompleteSearch engine [31, 39], which is an
efficient instant search system that computes and presents search results online
and refreshes the results with each letter typed or modified by the user. It also
offers real-time auto-completion of the last query term being typed by the user.
These completions are extracted from the search results obtained by using the
incomplete query (and the primary goal of their work is to use an efficient index
to find those search results), in the order of decreasing frequency of the term’s
occurrence in the search results. When viewed as a query suggestion system,
CompleteSearch is limited in the sense that it only offers completions of the last
query word instead of suggesting complete queries related to the incomplete query.
Moreover, it requires the user to type at least two characters of the last query
term. Also, using frequency as the only criterion for ranking the completions is
not an optimal choice as the most frequent completions of the last query word
often are not related to the query terms already typed by the user. However,
the auto-completion feature in their system can be viewed as a query suggestion
system, and hence I consider this method as a baseline in our experiments.
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3.3
3.3.1

Proposed Approach
Problem Setup and Solution Overview

Consider a user u who has an information need I. She transforms the information
need into a query Q and starts typing the query in the query box of a search
engine. The user has some information need but is not sure what terms to use
to formulate a query. Since the documents indexed by the search engine are not
visible to the user, often the terms selected by the user to formulate the queries do
not lead to good retrieval performance due to the gap between query-term space
and document-term space [30]. To help the user, information retrieval system can
search the query logs to identify queries similar to the user’s query that have been
successful in the past and can suggest such queries to the user. However, the goal
is to offer query suggestions to the user even in scenarios where query logs are not
available. In the absence of query logs, we adopt a document-centric approach by
utilizing the documents in the corpus itself to generate query suggestions on the
fly. I propose to extract and index phrases from the document corpus and when
the user starts typing a query, these phrases can be utilized to complete the partial
user query. The completed queries are then offered as suggestions to the user. In
the remainder of this section, I first describe the phrase extraction process and
then discuss how these phrases can be used to generate query suggestions.

3.3.2

Phrase Extraction

In order to create a database of phrases that can be used for completing partial user
queries, I extract all N-grams of order 1, 2 and 3 (that is unigrams, bigrams and
trigrams) from the document corpus. One can also extract higher order N-grams
but the number of possible N-grams increases exponentially with the order N [40,
Chapter 4] and hence, is not scalable for any real world corpus. Further, while
extracting N-grams, we need to take special care of the stop words. Consider
the phrase president of usa. Each of the possible bi-grams from this phrase
(president of, of usa) starts or ends with a stop word and is thus, an incomplete phrase. Hence, they are not desired as the resulting query completions. One
possible solution can be to remove all the stop-words from corpus before extract-
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ing N-grams. However, removing stop-words may also lead to loss of semantics
and make the resulting suggestions harder to understand. For example, compare
president usa with president of usa and president in usa. If we remove
the stop-words, the second and third phrase will both reduce to the first phrase
even though they mean different things. In order to avoid such difficulties, I use an
idea similar to skip-grams [40, Chapter 4] from natural language processing. Instead of skipping over and discarding the adjacent words, whenever we encounter
a stop-word we jump over to the next word and retain the stop-word so that the
resulting phrases do not start or end with stop words. Thus, in the above example, we will only have one bi-gram (president of usa). Note that now the order
of an N-gram is not the number of words in the N-gram but the number of non
stop-words.

3.3.3

Probabilistic Model for Query Suggestion

Consider the time instant when the user has typed first k characters of the query,
which we denote by Qk1 . Note that these k characters can contain a space character
and if it does that means the user has typed more than one query term. Let
P = {p1 , p2 , . . . , pn } denote the set of extracted phrases that can be used for
generating query suggestions and let V be the vocabulary of the corpus available
to us. Given the incomplete query Qk1 , V and P we wish to construct a set S ⊂ P
such that each s ∈ S is a possible completion for Qk1 .
Ideally, we want to offer suggestions to the user such that the queries represent
the information need of the user. However, the only information we have about
the user is the incomplete query Qk1 . Further, different users having different information needs can start with same Qk1 . For example, the queries linux interview
questions and linux installation have the same prefix linux in. Thus, for a given partial query Qk1 , our task is to select phrases that
can be used for generating possible query suggestions. To solve this problem, let
us consider the question: Given a partial query Qk1 and a phrase pi ∈ P, what is
the probability P (pi |Qk1 ), i.e., the probability that the user will eventually type pi
after typing Qk1 ? Once we answer the above question, we can order the phrases by
the probability of their being typed after Qk1 and use the top ranked phrases for
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offering suggestions to the user. I now describe how to compute P (pi |Qk1 ).
We start by making the observation that at any given instant of time, Qk1 can
be decomposed as follows:
Qk1 = Qc + Qt

(3.1)

where, Qc denotes the completed portion of the query, i.e., the set of words
that the user has typed completely. Note that |Qc | ≥ 0.
Qt is the last word of Qk1 that the user is still typing. Note that it may be a
complete word or a partial word. Further, |Qt | ∈ {0, 1}.
Using Bayes’ theorem, the probability P (pi |Qk1 ) can be written as:
P (pi |Qk1 )

P (pi ) × P (Qk1 |pi )
=
P (Qk1 )

(3.2)

Further, assuming that the query terms are conditionally independent, P (Qk1 |pi )
can be written as:
P (Qk1 |pi ) = P (Qt |pi ) × P (Qc |pi )

(3.3)

Using equations 3.2 and 3.3, we have:

P (pi |Qk1 ) =

P (pi ) × P (Qt |pi ) × P (Qc |pi )
P (Qk1 )

(3.4)

where, Qt and Qc are as defined in equation (3.1).
By definition of joint probability, we have:
P (pi )P (Qt |pi ) = P (pi , Qt ) = P (Qt )P (pi |Qt ).

(3.5)

Application of equation (3.4) to equation (3.5) yields:
P (pi |Qk1 ) =

P (Qt )P (pi |Qt )P (Qc |pi )
P (Qk1 )

(3.6)

Further, we note that Qk1 and Qt remain the same for all the phrases given
a user submitted partial query. Therefore P (Qt ) and P (Qk1 ) are constants for a
given user query and thus, can be safely ignored since we are interested only in
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Figure 3.1. Graphical depiction of phrase selection process.

the relative ordering of phrases. Taking these observations into account, equation
(3.6) reduces to:
rank

P (pi |Qk1 ) =

P (pi |Qt )
| {z }

phrase selection probability

×

P (Q |p )
| {zc i}

(3.7)

phrase-query correlation

The above equation summarizes the proposed model for query suggestion. The
first component of equation (3.7) measures the probability that phrase pi can be
typed by the user given that he has already typed Qt . The second component
measures the correlation between pi and component Qc of the user query. I now
describe how these two probabilities can be estimated.

3.3.4

Estimating Phrase Selection Probability

Selecting a candidate phrase given a partial word is a two step process. First
find a completion of the partial word and then select a phrase that contains that
completed word. Figure 3.1 illustrates this process in terms of a graphical model
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that can be used to estimate P (pi |Qt ). The root node corresponds to the event
that the user has typed Qt – a partial word. This partial word can be completed in
m different ways where m is the number of words in vocabulary that start with Qt .
Let C = c1 , . . . , cm be the set of m such possible word completions represented by
corresponding nodes in Figure 3.1. Let Pi = pi1 , . . . , p1ni be the set of ni phrases
that contain the completed word ci . Given Qt , each completion ci has a probability
P (ci |Qt ) of being selected. Once ci is selected as a possible word completion, we
select a phrase pij ∈ Pi with the probability P (pij |ci ). In this way, the probability
of selecting a phrase given a partial word is expressed as follows.
P (pij |Qt ) =

P (ci |Qt )
| {z }

term completion probability

×

P (pij |ci )
}
| {z

(3.8)

term to phrase probability

Since we have no other information about user’s information need except for
the partial word Qt , we make a simplifying assumption. We assume that phrases
in the corpus that are more important have a higher chance of being used by
the user for formulating queries than the less important ones. One way to assess
the importance of phrases is by using their occurrence frequencies in the corpus.
However, this naı̈ve approach has two serious shortcomings:
• In the proposed formulation, the first step in phrase selection is to first find
a completion c of the last query word Qt with a probability P (c|Qt ) and then
select all phrases that contain that completion. If we use only raw frequencies
to compute P (c|Qt ), some of the important, but rare, completions will get
suppressed. Hence, while computing P (ci |Qt ), I normalize the frequencies of
different completions by their IDF values as follows.

P (ci |Qt ) =

f req(ci ) × IDF (ci )
m
X
f req(cm ) × IDF (cm )

(3.9)

i=1

• In general, the frequency of unigrams in the corpus is much higher than the
frequency of bigrams and trigrams. For the datasets used in this work, the
average frequency of unigrams was found to be 15–25 times higher than the
average bigram and trigram frequencies. Such large differences in frequency
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values suppresses the selection of bigrams and trigrams as compared to unigrams. Cui et al., [30] also faced similar problems and suggested using a
constant multiplication factor to normalize the frequencies of bigrams and
trigrams. Instead of using a constant factor for all phrases, I employed a normalization factor that normalizes raw frequencies of different order n-grams
using the log ratio of their average frequencies as follows.

f reqnorm (order m n-gram p) =

f req(p)
log(avgF req(m))

(3.10)

where,
avgF req(m) is the average frequency of all n-grams of order m.
Using this formulation, the term to phrase probability can be computed as
follows.
P (pij |ci ) =

f reqnorm (pij )
ni
X

(3.11)

f reqnorm (pki )

k=1

3.3.5

Estimating Phrase-Query Correlation

The phrase selection component of equation (3.7) selects phrases on the basis of the
last query word (Qt ) only. It does not take into account the context in which the
user has typed Qt . For example, consider following two partial queries: bill gate
and india gate. The first query is related to Bill Gates and the second query
is about a historical monument in India. For both these queries, the last word is
same and therefore, we will end up with the same set of phrases for both these
queries even though they represent very different information needs. Clearly, we
require a mechanism to identify whether a given phrase is contextually important
or not.
The second component of equation (3.7) takes into account such a relationship
between a phrase and the user-submitted query. It represents the probability that
the user has typed Qc given that we know that the selected phrase pi represents
the completion of Qc . In other words, given that pi represents the latter half of
the complete query we want to compute the probability that Qc is the first half of
the complete query.
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By using the laws of probability, P (Qc |pi ) can be written as follows:
P (Qc |pi ) =

P (Qc , pi )
P (pi )

(3.12)

Here, P (Qc , pi ) represents the probability of the joint occurrence of Qc and pi
and P (pi ) represents the probability of observing pi alone. Both these probabilities
can be estimated using the corpus as follows:
P (Qc |pi ) =

|DQc ∩ Dpi |
|Dpi |

(3.13)

Here, Dpi and DQc represent the sets of documents that contain phrase pi and
Qc respectively. In order to find the set of documents containing a particular
phrase p, we make a simplifying assumption and approximate Dp as the set of
documents that contain all the constituent words in phrase p. Mathematically,
Dp ≈

\

Dw

(3.14)

w∈p

where Dw is the set of documents containing word w.
This approximation has two important advantages. First, it greatly simplifies
finding the set Dp as all the required sets of documents containing the constituent
words (i.e., Dw ’s in equation 3.14) are already available in the search engine’s
index in the form of postings lists of respective words. Second, it also helps overcome the data-sparseness problem. As an example, consider the following three
search queries: linux install firefox, install firefox linux and firefox
install linux. All these queries represent the same information need and are
represented using the same set of terms. However, the ordering of the constituent
terms is different in all three queries. Thus, it is possible that the phrases present
in the corpus may have a different ordering than what the user has typed and
thus, we will miss such phrases. Further, in the relevant documents these terms
might not always appear together as a phrase. In Section 4.5, I show that the
baseline method (SimSearch) that relies on such exact phrase matches performs
poorly and is not able to offer any suggestions at all for many queries. Decomposing a phrase into its constituent terms avoids the above problems. By such
a formulation, phrases that contain terms that co-occur frequently with the user
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No. of Documents
Avg Document Size (words)
Unigrams
N-Grams Extracted Bigrams
Trigrams

Ubuntu

TREC

109,137
378.02
114,702
1,062,204
888,492

210,158
374.26
191,123
3,020,118
2,677,026

Table 3.1. Different datasets used and their properties. These datasets differ in number
of documents and average document length (measured in number of words). Number of
words in a document was obtained by using the Unix wc command.

query are given a higher weight. It also helps in making sure that the resulting
query suggestions have good retrieval capability as the resulting query suggestions
will consist of terms that frequently co-occur.
To summarize the proposed approach, given a user query, the system first finds
all the possible completions of the last query word. These completions are then
used to identify a set of phrases that can be used for generating possible query
suggestions. All the phrases in this candidate set are then assigned a probability
score using equation 3.7. The top 10 highest scoring phrases are then presented to
the user after appending to the Qc portion of the user query.

3.4

Experimental Protocol

3.4.1

Data Description

I evaluated the proposed query suggestion mechanism using the following two
datasets:
1. TREC: This dataset, available on TREC Disk4, consists of more than
200,000 news articles published in Financial Times between years 1991–1994.
2. Ubuntu: This dataset, used in previous chapter 2.6.1, consists of more
than 100,000 discussion threads crawled from ubuntuforums.org, a set of
25 queries and relevance judgments. The documents contain discussions on
various topics related to Linux and Ubuntu. One motivation for using this
dataset was to test the robustness of the proposed approach as the text here
is much more informal and noisy as compared to the TREC dataset.
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Dataset

Ubuntu

TREC

Original Query
automount
hard
drive partitions
virtualbox keyboard
problem
wine microsoft office
falkland petroleum
exploration
encryption
equipment export
radioactive waste

Type-A Query

Type-B Query

automount

automount
drive part

virtualbox

virtualbox keyb

wine

wine microso

falkland

falkland petro

encryption

encryption equip

radioactive

radioactive was

hard

Table 3.2. Examples of queries used in experiments.

For both the datasets, all the documents were pre-processed to remove punctuations and all the text was converted to lower case. N-Grams (order 1, 2 and
3) were extracted as described in Section 4.4. For extracting n-grams, stop words
used came from a general stop word list of 429 words used in the Onix Test Retrieval Toolkit1 . The number of N-Grams extracted for each dataset along with
some other statistics are summarized in Table 3.1.

3.4.2

Baseline Methods

I compare the proposed approach with the following two baseline methods:
1. Similarity based phrase search (SimSearch): In this method, the phrase
index is searched to find all the phrases that contain the user submitted partial query as a subphrase. The selected phrases are presented to the user
in order of their occurrence frequency. This method is used by the popular
open source enterprise search server Solr2 .
2. CompleteSearch (CompSearch): This method refers to the query suggestion mechanism implemented in CompleteSearch search engine [31, 39]
(as discussed in the section on related work).
1
2

http://www.lextek.com/manuals/onix/stopwords1.html
http://lucene.apache.org/solr/features.html#Query
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3.4.3

Test Queries

In order to compare the proposed approach with the baselines, we need a set
of queries for which the suggestions can be generated. I evaluated the proposed
approach with a set of 40 test queries for each dataset. For the Ubuntu dataset,
queries came from the 70 most searched for topics on ubuntu forums (provided by
ubuntu forums) and for the TREC dataset, queries from TREC topics 351–400
(title field) were used. For each dataset, I removed stop words from each query,
discarded all the single word queries and then randomly selected 20 queries from
the remaining queries. Each such query was then used to generate two different
partial queries as follows, leading to 40 partial test queries for each dataset.
• Type-A Queries: These queries were generated by retaining only the first
keyword of each of the 20 queries.
• Type-B Queries: These queries were generated by retaining the first keyword of the query followed by the first k characters of the remaining query
string (2 ≤ k ≤ length of the remaining query string). The number k was
selected at random for each query. Note that k ≥ 2 is used because the
CompSearch method requires users to type at least two characters as discussed in Section 4.2. The proposed method however, has no such restriction.
For example, the query correspinding to TREC topic 387 is radioactive
waste. The type-A query for this query is radioactive and type-B query is
radioactive was. This example also illustrates the main motivation behind generating two types of queries. Type-A queries are, in general, broader in scope than
their type-B counterparts. For the query radioactive, all of radioactive waste
management, radioactive waste disposal etc. could be valid query suggestions. However for radioactive
was, the query suggestion mechanism should take into account the context in which
the user is typing the last query word and ensure that queries such as radioactive
washington post are not suggested. Some examples of queries used in our experiments are given in Table 3.2.
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3.4.4

User Study

Due to the absence of standard test collections for the query suggestion task, I
conducted a user study to measure the quality of the suggestions generated by
different query suggestion methods. For each test query, I collected the top 10
suggestions generated by the three methods (SimSearch, CompSearch and the
proposed method (Probabilistic)). Evaluation was performed with the help from
12 volunteers who were not associated with the project. All the subjects were
experienced users of search engines and used both web search engines as well as
enterprise search engines on a daily basis. Each assessor was shown a randomly
selected partial user query from the set of test queries and lists of query suggestions
produced by the three methods. The order in which the suggestions produced by
different methods were presented to the assessors was randomized for each query
and the assessors did not know which set of suggestions was generated by which
method. The suggestions produced by a particular method were presented in decreasing order of their respective scores. Each query was evaluated by three unique
assessors and each provided evaluations for an equal number of test queries. For
each query suggestion the subjects were asked to assign one rating from among
the four possible options that are summarized in Table 3.3. The final rating for
a suggestion was decided by a majority vote. By a meaningful (and hence relevant) suggestion for a partial query, we mean a query that represents one possible
prediction of the user’s information need as a valid search query, given the partial
query typed by the user. Also, we do not desire almost duplicate suggestions,
or malformed combination of words (which do not make sense) to appear in the
list of suggestions. By designing the four options for rating each suggestion and
by providing a clear guideline to the assessors, a best possible effort was made to
convey the notion of a suggestion being meaningful to the assessors. In total, there
were 1906 suggestions evaluated by the assessors and a majority decision (two out
of three assessors assigned the same rating) was obtained for 91.45% (1743) of the
suggestions. Further, 1147 suggestions were assigned a Y(meaningful) rating by
the majority vote and out of these 915 suggestions were judged as Y by all the
three assessors. These inter-assessor agreement results strongly indicate that the
notion of suggestions being relevant or meaningful was considered very consistently
among them.
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Rating
Y
N
D
??

Meaning
Yes, a meaningful suggestion
No, not a meaningful suggestion, or
badly formed as a query
An (almost) duplicate suggestion,
conveys no new information
Not sure

Table 3.3. Different rating options available to users and their meanings.

A suggestion for which all the three assessors provided different ratings was
assigned the rating of “Not Sure”. For the purpose of comparing different query
suggestion methods, we considered only suggestions marked as Y to be relevant
and suggestions marked with any of the three remaining ratings were treated as
non-relevant. I use this information to compare success rates, precision etc. for
the different methods in the following sub-sections.

3.4.5

Statistical Significance Tests

In order to assess the statistical significance of the results obtained, I used the
paired two-sample one-tailed t-test. Statistically significant improvements over
the SimSearch and CompSearch methods are indicated by S and C, respectively
for p < 0.01 (99% confidence interval) whereas s and c indicate statistically significant improvements with p < 0.05 (95% confidence interval) over SimSearch and
CompSearch, respectively.

3.5
3.5.1

Results and Discussions
Success Rate of Different Methods

A popular metric to compare the performance of different query suggestion methods is coverage; it has been used previously to compare various query suggestion
mechanisms [5, 7]. Coverage of a query suggestion method is defined as the fraction of queries for which the method is able to offer at least one query suggestion.
However, I believe that coverage is, in general, a relaxed evaluation metric as it
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Ubuntu
Type-A
Type-B
Overall

SimSearch
1.00
0.75
0.875

CompSearch
1.00
1.00s
1.00s

Probabilistic
1.00
1.00s
1.00s

TREC
Type-A
Type-B
Overall

SimSearch
1.00
0.15
0.575

CompSearch
1.00
0.95S
0.975S

Probabilistic
1.00
1.00S
1.00S

Table 3.4. Success Rate of different query suggestion methods for the two datasets.
Superscripts s and S indicate statistically significant improvements over SimSearch with
p < 0.05 and p < 0.01, respectively (one-tailed t-test).

does not take into account the quality of the queries suggested. What if the queries
suggested are not meaningful? As opposed to the query-log based query suggestion
methods that generally offer frequent past user queries as suggestions, the query
log oblivious methods evaluated in this paper generate suggestions by combining
partial user query with terms/phrases derived from the corpus and hence, may
not always generate meaningful queries. Also note that for a given partial query,
in general, there will be multiple possible valid completions. A query suggestion
method should be considered successful for a given partial query if it is able to
generate at least one meaningful suggestion for the partial query. The Success Rate
for a query suggestion method is then defined as the fraction of queries for which
the method was successful.
Table 3.4 summarizes success rates for different query suggestion methods on
both the datasets. I show results separately for type-A queries, type-B queries
and all queries considered together. We observe that the proposed method (Probabilistic) is able to generate at least one meaningful suggestion for all the queries
in all cases. The CompSearch method fails to generate a meaningful suggestion
for one type-B query for the TREC dataset. The SimSearch method on the other
hand, performs worst and is not able to offer any meaningful suggestion for a
large number of type-B queries. The improvements achieved by the Probabilistic and CompSearch methods over SimSearch were significant statistically. This
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is because the SimSearch method relies on finding phrases that contain the usersubmitted partial query as a sub-phrase. However, as discussed in Section 4.4, this
approach suffers from the data sparseness problem. Many times it happens that
the query terms typed by the user are not present in the corpus as a phrase even
though we may have many documents in the corpus containing all the query terms.
CompSearch and Probabilistic methods overcome the problem of data sparseness
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Figure 3.2. Precision achieved by different query suggestion methods at different rank
positions (rank 1 to rank 10) for Ubuntu and TREC datasets. First and second figures
in each row show precision values for type-A and type-B queries respectively. The last
figure in each row shows the precision values for all queries taken together. The proposed
probabilistic method outperforms the two baseline methods in all cases. Also note that
the drop in precision values for the proposed method is much less in comparison with
the two baselines.

41
Query = mount

Query = falkland

SimSearch

CompSearch

Prob

SimSearch

CompSearch
Prob

mount
mounted
mounting
mounts
sudo mount
unable
to
mount

mount
mounted
mounting
mounts
mountpoint

mount
unable to mount
mount point type
sudo mount
able to mount

falklands
falkland
falkland islands
falklands war
falklands conflict

falklands
falklands
falkland
falklands war
falklanders falkland islands
falklands conflict
1982 falklands

mountcifs

mountpoint

1982 falklands

system mount

mountable

try to mount

falkland islands government

file
system
mount

mounter

mount the drive

1982 falklands conflict

falklands war in 1982

mountunmount

mount the partition

falkland arms

1982 falklands war

mountpoints

file system mount

falklanders

invasion of the falklands

mount point
type
system mount
point type

Query = screen resoluti
screen resolution
screen resolutions
preferences
screen resolution
change screen
resolution
screen resolution settings
login
screen
resolution
screen resolution hi
screen resolution issue
changing
screen resolution
screen
resolution preferences

1982 falklands conflict
falkland islands government

Query = encryption equip
encryption
ment

equip-

screen change the
resolution

encryption
equipment

digital

screen resolutionrefresh

screen native resolution

encryption
equipment

office

screen resolutioni

screen set the resolution

encryption electronic
equipment

screen resolutionbut

preferences
resolution

screen

encryption telephone
equipment

screen resolutio

screen correct resolution

encryption
equipment and services

screen resolution1280

screen
resolution
and refresh

encryption
equipment

video

screen resolutionsrefresh

screen low resolution

encryption
equipment

medical

screen resolutionsize

screen monitor resolution

encryption transmission equipment

screen resolutiondisplay

screen comparing
resolution

encryption
equipment

screen resolution

screen resolution

screen resolutions

<No
Suggestions
Produced>

encryption
equipment

original

Table 3.5. Examples of suggestions generated by different query suggestion methods.

3.5.2

Quality of Suggestions

The user study described in a previous sub-section provided us with the information that whether a particular query suggestion was meaningful or not. By utilizing
these relevance judgments, I now compare different query suggestion mechanisms
for their ability to generate meaningful query suggestions. Some examples of sug-
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gestions generated by the different methods for some of the test queries are given
in Table 3.5. The table illustrates some cases where the CompSearch and SimSearch methods failed to produce as many meaningful suggestions as our proposed
approach. While for SimSearch failure to produce suggestions can be attributed
to data sparseness as discussed before, poor performance of CompSearch is due to its limited scope as it only searches for most frequent completions
of the last query word.
For a given query, the precision of a query suggestion method is defined as
the fraction of suggestions generated that are meaningful. Note that since an
exhaustive set of all possible suggestions for a given query is not available, recall
cannot be computed. Also, for the query suggestion task, precision is a much more
important metric than recall as the number of suggestions that can be offered is
limited by the screen space. Hence high precision values at top ranks is favored for
this task. Table 3.6 reports the MAP (mean average precision) values for different
methods. The proposed method outperforms the two baseline methods, achieving
statistically significant improvements in almost all the cases. We also show the
precision values achieved by different methods at different ranks (rank 1 to 10) in
Figure 3.2. We observe that the proposed method outperforms both the baselines
methods in all the cases. The high MAP and precision values indicate that the
proposed method is able to offer a larger number of meaningful suggestions in
comparison to the baselines. Further, consistently high precision values at top
ranks (≈ 80% till rank 3) indicate that in general, meaningful suggestions are
presented at earlier ranks to the user, which is a very desirable characteristic.
Also, the drop in precision values from rank one to last position is much less for
the proposed approach in comparison to the baselines, illustrating the consistency
of our proposed approach. The strengths of the proposed approach are displayed
specifically by the results for type-B queries where it comprehensively outperforms
both the baselines methods. These results assert the superiority of the proposed
method in offering contextually relevant suggestions to the user.
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Ubuntu
Type-A
Type-B
Overall

SimSearch
0.4597
0.2193
0.3395

CompSearch
0.1638
0.2309
0.1974

Probabilistic
0.5022C
0.4746SC
0.4884SC

TREC
Type-A
Type-B
Overall

SimSearch
0.5429
0.0614
0.3022

CompSearch
0.2709
0.2010
0.2359

Probabilistic
0.5697C
0.3975SC
0.4836SC

Table 3.6. Mean Average Precision (MAP) values achieved by different query suggestion
methods for the two datasets. Superscripts S and C indicate statistically significant
improvements over SimSearch and CompSearch methods, respectively (one tailed t-test,
p < 0.01).

3.5.3

Retrieval Effectiveness of Suggested Queries

One of the main motivation for query suggestion is to present users with queries
that can lead to improved retrieval performance. What is the retrieval effectiveness of queries suggested by different methods and how do the different methods
compare with each other? I try to find an answer to this question in this section.
I utilize query clarity score as proposed by Cronen-Townsend et al. [41] to
measure the retrieval performance of suggested queries. Clarity score has been
shown empirically to correlate positively with average precision [41] and is also used
as a measure of ambiguity in a query with respect to a collection of documents [42,
41]. Specifically, clarity score of a query increases if we add terms that reduce query
ambiguity and it decreases on adding terms that make the query more ambiguous.
Since we are generating suggestions by adding phrases to the partial user query, we
expect the method that is able to select phrases related to the user query to have
a higher clarity score. Note that for both the datasets used in this work, relevance
judgments are available only for original queries and not for the suggested queries
that are generated by different query suggestion methods. Once we generate a
partial query from an original topic, the suggested queries for that partial query
can be different from the original topic (in fact diverse suggestions are desired).
Therefore, retrieval effectiveness of the suggested queries cannot be measured by
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Ubuntu
Type-A
Type-B
Overall

SimSearch
3.4308
2.8877
3.1592

CompSearch
3.7779
3.7118
3.7448

Probabilistic
3.5282s
4.0856Sc
3.8069S

TREC
Type-A
Type-B
Overall

SimSearch
4.7781
1.0497
2.9139

CompSearch
4.4922
4.9914
4.7418

Probabilistic
4.8323c
5.5113SC
5.1718SC

Table 3.7. Average clarity scores for queries generated by different query suggestion
methods for the two datasets. Statistically significant improvements over SimSearch and
CompSearch methods are indicated by superscripts S(s) and C(c), respectively using a
one-tailed t-test with p < 0.01 (p < 0.05).

the available relevance judgments. Hence, the need for using a query performance
predictor (clarity score).
Clarity score for a query is computed as the Kullback-Leibler divergence between the query language model and the collection language model. Mathematically, clarity score for a query q with respect to a collection of documents C is
given by
Clarity(q, C) =

X

P (v|q) log2

v∈V

P (v|q)
,
P (w|C)

(3.15)

where V is the vocabulary of the collection.
For computing clarity score, I used the Lemur search engine toolkit3 . The
query language model was computed using the relevance model 1 as described by
Lavrenko and Croft [43]. For each test query, we computed the clarity scores for all
the suggestions generated by a particular query suggestion method and computed
the average clarity value for resulting suggestions for the query. This computation
is repeated for all the test queries and I report the mean average clarity values
achieved by a query suggestion method. The results are summarized in Table 3.7.
From the table we observe that the proposed Probabilistic approach achieves
statistically significant improvements over the baselines in all the cases except for
3

http://www.lemurproject.org/
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CompSearch method with type-A queries for Ubuntu dataset. Here it is important
to note that the SimSearch method failed to generate suggestions for many difficult
queries and both the CompSearch and SimSearch methods generated less than 10
suggestions for many queries. On the other hand, the proposed method generated
10 suggestions for all the queries. Thus, the proposed method is able to offer
suggestions for a variety of queries as well as it is able to generate suggestions
without having an adverse effect on retrieval effectiveness of queries.

3.6

Summary

I have shown that meaningful query suggestions can be made in the absence of
query logs with an unsupervised probabilistic approach using the occurrence of
terms and phrases in a corpus of documents. Experimental results on two different datasets are encouraging and the proposed approach achieved statistically
significant improvements over two state-of-the-art baselines.

Chapter

4

Dialogue Act Classification of User
Messages in Discussion Threads
4.1

Introduction

A typical discussion thread in a web forum consists of a number of individual posts
or messages posted by different participating users. Often, the thread initiator
posts a question to which other users reply, leading to an active discussion. Different participants in the thread may offer possible solutions to the topic initiator’s
problem, ask for details, provide feedback about the proposed solutions, etc. As an
example, consider the thread shown in Figure 4.1 where the thread starter describes
his problem about the missing headphone switch in his Linux installation. In the
third post in the thread, some other user asks about some clarifying details and in
the next post the topic starter provides the requested details that makes the problem clearer. On receiving additional details about the problem, some other user
provides a possible solution to the problem (fifth post). The topic starter tries the
suggested solution and reports his experience in the next post (sixth post). Thus,
we see that each individual post in a discussion thread serves a different purpose in
the discussion and I posit that identifying the purpose of each such post is essential
for intelligent and effective utilization of the information contained in the thread.
Even though there have been efforts to develop customized retrieval models for
searching discussion threads [44, 19, 16] and extracting useful information such as
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Figure 4.1. An example thread illustrating different role played by each post in the
discussion. Different users are indicated by different colors.

question-answer pairs from previous discussion threads [13, 45, 14], etc., to the
best of my knowledge, there has been no work that utilizes the different nature of
individual user posts in a discussion thread.
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4.1.1

Why Identifying the Role of Each Post is Essential?

Identifying the role of each individual post in the discussion thread can be useful
for various applications as we discuss below.
1. Systems for searching web forums can utilize this information for thread ranking. Threads containing solutions to a given problem can be assigned a higher
weight than the threads that do not have a solution post. Likewise, threads that
contain posts providing a positive feedback about the solutions proposed in the
thread can be ranked higher than the threads that have no feedback information
or that contain negative feedback posts.
2. Classifying forum posts according to their role can be utilized for assessing
user roles in the discussions (e.g., finding solution providers or experts, identifying
spammers etc.) . It can also be utilized for improving information extraction and
intelligent assistance techniques [11] as well as for question-answer detection algorithms [46].
3. Knowing the role and importance of different posts in a given thread is also
useful for summarizing a discussion thread. For example, a very concise summary
of the thread can be constructed by using only the posts in which the question is
being asked and the posts in which the solutions are being provided. Zhou and
Hovy [47] discuss challenges in summarizing dynamically created textual information (as is the case with online discussion forums) and argue that identifying text
segments (posts in case of forum threads) belonging to different categories (e.g.
question, answers) is essential for creating effective summaries.
4. Usually, threads in a web forum are displayed to users sorted by the time of
posting of last message in the thread. Instead, an alternative scheme could be to
present threads with unresolved questions first. This scheme can be useful especially for technical forums where people ask a lot of questions. Experienced users
in the forum that generally provide answers to many questions [44] can then easily
find threads with unanswered questions and provide the necessary information.
Further, this information can also be useful for thread recommendation systems
that recommend threads to users for participation [48].
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4.1.2

Contributions

In this chapter, I build upon the forum post classification task introduced in
the Mailing List and Forum (MLAF) track at Forum for Information Retrieval
Evaluation1 (FIRE) and study the problem of classifying individual posts per their
role/purpose in the discussion thread. The major contributions of this work are as
follows:
1. For post classification, I propose features that utilize content of the post,
structure of the discussion thread and properties of participating users. Further, I
also employ features based on sentiment analysis of the post text.
2. I evaluate the effectiveness of proposed features on dataset derived from two real
world forums belonging to different genres and achieve strong classification results
using the proposed feature set. I also study the relative importance of individual
feature types and analyze their performance on different data.
3. The dataset used for experiments in this chapter is being made available for
the research community2 .
4. To demonstrate the utility of identifying roles of user posts, I show how post
class label information can be utilized to improve the performance of thread retrieval methods and forum summarization methods.

4.2
4.2.1

Related Work
Information Extraction from Online Forums

Yang et al. [49] utilize the linkages and relationships between pages in an online
forum site to extract structured metadata like post title, post content, etc. Huang
et al. [50] extract high quality replies in forum threads. They first identify replies
relevant to the initial post (of the thread) using SVM classifier and then rank the
identified replies using ranking SVM. Forums have also been used as a data source
for question answering systems. Cong et al. [13] propose techniques to extract
question answer pairs from online forums. Their question detection algorithm use
sequential pattern features called labeled sequential patterns (LSPs) as features to
1
2

http://www.isical.ac.in/~fire/
http://www.cse.psu.edu/~sub194/datasets/PostWithLabels.tar.gz
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distinguish between question and non-question sentences. Their answer extraction
algorithm ranks the posts in a forum thread based on similarity with questions and
user information to output a ranked list of candidate answers. Building upon this
work and utilizing the same question detection approach, Ding et al. [45] use conditional random fields to identify relationships between different posts in a thread to
extract context and answers of the questions posed in a single thread. The model
was improved by Yang et al. [51] who used a more generalized graphical representation using structural support vector machines to model dependencies between
question, answer and context sentences more effectively. Hong and Davison [14]
describe a classification based approach for detecting whether the first post of a
thread is a question and then finding the potential answer post from the remaining posts in the thread . A translation language model and query likelihood based
retrieval model for question answer archives is proposed by Xue et al. [52]. Wang
et al. [53] used analogical relationships between questions and answers for ranking
answers in community QA. A general ranking framework for factual question answering is discussed by Bian et al. [12]. There also have been works on modelling
forum thread structure to extract useful information such as reply links between
posts, type of reply links, etc. Lin et al. [54] model structural and semtantic relationships between posts to identify reply relationships between posts, junk posts
and expert users in a thread. Wang et al. [55] improved upon the previous work
by simultaneously modeling dependencies between all the posts in a thread using
conditional random fields.

4.2.2

Forum Post Classification

The most similar work to the proposed post classification work is that of dialogue
act classification in natural language processing where the purpose is to classify
different utterances according to their role or purpose in a conversation [56]. Dialogue act classification can be performed for spoken conversation (e.g. work by
Stolke et al. [57] as well as written conversation, the latter being similar in nature
to this research.
Cohen et al. [58] classify email messages according to the purpose of the email
message in a business setting. They identified a set of email verbs (e.g. request,
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deliver, propose, commit etc.) and used text classification methods to detect if
a given email message contains a specific email verb or not. Lampert et al. [59]
propose a well-grounded set of definitions for requests and commitments in email based on manual annotation experiments carried out with the Enron e-mail
corpus. Jeong et al. [60] and Joty et al. [61] utilize supervised and unsupervised
machine learning techniques respectively, to identify twelve types of dialogue acts
in sentences of emails and forum posts. The work on dialogue act tagging for
online forums by Kim et al. [62] online forums is most similar to our work. Their
work focuses on uncovering the thread content structure in the form of post-post
linkages, i.e., identifying the (previous) posts in a thread to which a post responds
to and the type of relationship between the linked posts. On the other hand, focus
of the work presented here is on identifying the role each post plays in the overall
discussion going on in the thread.

4.3

Description of Classes

A given user post in a discussion thread is classified into one of the following eight
classes according to its role in the discussion thread.
1. Question: The poster asks a question which initiates discussion in the
thread. This is usually the first post in the thread but not always. Often, the topic initiator or some other user may ask other related questions in
the thread.
2. Repeat Question: Some user repeats a previously asked question (e.g. Me
too having the same problem.).
3. Clarification: The poster asks clarifying questions in order to gather more
details about the problem/question being asked. For example, Could you
provide more details about the issue you are facing.
4. Further Details: The poster provides more details about the problem as
asked by other fellow posters.
5. Solution: The poster suggests a solution to the problem being discussed in
the thread.
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6. Positive Feedback: Somebody tries the suggested solution and provides a
positive feedback if the solution worked.
7. Negative Feedback: Somebody tries the suggested solution and provides
a negative feedback if the solution did not work.
8. Junk: There is no useful information in the post. For example, someone
justs posts a smiley or some comments that is not useful to topic being
discussed. For example, “bump”, “sigh”, etc., or messages posted by forum
moderators such as this thread is being closed for discussion.
Table 4.1 shows an example thread with each post of the thread labeled with the
appropriate class label. The first seven classes above were described in the MLAF
task at FIRE 3 . I added the eighth class as it was observed that a significant number
of posts in the threads do not contain any useful information and it is essential
to identify such posts. Also note that even though the MLAF task provides a
test dataset, I chose not to use it as it did not have the labels for the junk class.
Further, the dataset provided a random set of user posts from discussion threads
and their respective class labels. I however, wanted to experiment with certain
user level and thread level features (see Section 4.4) and the thread level and user
level information was not available in the provided dataset. Hence, I created a
dataset for experiments in this paper and it is made available for download for
research purposes 4 .

4.4

Feature Description

I use a variety of features for classifying forum messages into the eight classes
as described above. Table 4.2 lists all the features used in this work and in the
following subsections I describe the motivations behind using the said features.

4.4.1

Content Based Features

The content of the post should be a very good indicator of the nature of the
post. For example, we expect the posts that answer the questions/issues raised in
3
4

http://www.isical.ac.in/~fire/
http://www.cse.psu.edu/~sub194/PostsWithLabels.tar.gz
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Class

Post Content

Thread Title

Newly opened windows hide behind the Gnome panel :(

Question

When I open a new window, it
opens at the top left corner. The
top of the window hides behind
the top panel so that I have to
< Alt+lef t > button to move the
window first. I am using CompizFusion in Gutsy. Does anybody
know of a fix for this? Thank you!

Junk

anybody?

Solution

I’m pretty sure in the Compiz
Manager there’s a setting that
changes where windows open on
the screen. Place windows, I believe.

+ve Feedback You’re right! Thank you!!!
Table 4.1. An example thread with class labels for the posts. Note that the first row
contains the thread title which is included to provide the context for the discussion going
on in the thread. Thread title is not one of the target classes.

the initial post to have a relatively higher similarity with the title of the thread
and the initial post. On the other hand, we expect that off-topic posts to have
relatively low similarity scores. Based on these considerations, for each post we
use as features the cosine similarity scores with the thread title, the initial post
of the thread and the whole thread. In addition to content similarity, presence of
question marks and any of the 5W1H question words (what, where, why, when,
who, how) hints that a question is being asked in the post. Likewise, if one of the
previous posts is being quoted in the post5 , it is often the case that the user is
responding to the quoted post.
5
Identified by “Quote” box in the threads used in this work. Different forum software provide
different mechanisms to quote a post.
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4.4.2

User Features

Different users in a forum exhibit different message posting behavior. While some
of the more experienced and knowledgeable users act as information providers and
answer a lot of questions, there are a lot of users that mainly act as information
seekers asking for solutions to their problems. Hence, intuitively the class of a post
should have some dependency on the user. In order to capture this dependency,
for each post I use as features the authority score of the poster (see Chapter 2),
total number of messages posted by the user and if the user is the thread initiator.
As described in Chapter 2, the authority score A(u) of user u is defined as:
A(u) = λauth



1
Np (u) − Nip (u)
+
Np
Nu



(4.1)

where,
Np (u) is the total number of posts by user u,
Nip (u) is the total number of thread starting posts (first post in a thread) by user
u,
Np is the total number of posts in the collection,
Nu is the total number of users and
λauth is a normalizing constant
In the above equation, the first term inside the bracket measures the contribution of the user to all the replies in the collection. The intuition behind this is
that an information provider or an expert asks less questions and answers others’
questions more as compared to an information seeker or a novice user. The second
term acts as a smoothing parameter and assigns a uniform default authority to
each user in the collection.

4.4.3

Structural Features

We expect the location/position of the post in the thread to be an indicator of the
class of the post. For example, ideally the problem being discussed is described in
the first post of the thread and the clarifying questions and details are generally
being discussed in first few posts whereas the posts containing the solutions and
user feedback should be the last few posts of the thread. Hence we use the absolute
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Feature Name

Description

Type

IsQuote
TitleSim
InitSim
ThreadSim
QuestionMark
Duplicate
5W1H

Does the post quote a previous post? 1 if yes, 0 otherwise.
Cosine similarity between the post and thread title.
Cosine similarity between the post and first post of the thread.
Cosine similarity between the post and entire thread.
Does the post contain a question mark.
Does the post contain the keywords same, similar.
Does the post contain a word from {what, where, when, why, who, how}.

AbsPosition
NormPosition

Absolute position of a post in the thread
Normalized position of a post in the thread. Computed as (Absolute
Position/Total number of posts in the thread)
Total number of words in a post after stopwords removal.
Unique number of words in a post after stopwords removal.
Total number of words in a post after stopwords removal and stemming.
Unique number of words in a post after stopwords removal and stemming.

Content Based Features
Binary
Real
Real
Real
Binary
Binary
Binary

Structural Features

PostLength
PostLengthUnique
PostLengthStemmed
PostLengthUniqueStemmed

Numerical
Real
Numerical
Numerical
Numerical
Numerical

User Features
UserPostCount
IsStarter
UserAuth

Total number of messages posted by the poster.
Is the post made by the topic starter? 1 if yes, 0 otherwise.
Authority score [44] of the poster.

Numerical
Binary
Real

Sentiment Based Features
Thank
ExclamationMark
–ve Feedback
SentimentScore

Does the post contain the keyword thank.
Does the post contain an exclamation mark.
Does the post contain the keywords did not, does not.
Sentiment scores of the post as computed by SentiStrength [63]. (4 features, see text for detail).

Binary
Binary
Binary
Numerical

Table 4.2. Description of various features used for the classification task.

and relative position of the post in thread as features. Similarly, we expect the
posts where the problem and the solutions are being discussed to be longer than the
posts where the feedback is provided. Hence, length of the post is also an important
feature and I use four different versions of this feature (ref. Table 4.2). While
computing these features, stemming was performed using Porter’s stemmer [64]
and stop words were removed using a general stop word list of 429 words used in
the Onix Test Retrieval Toolkit6 .

4.4.4

Sentiment Features

These features try to capture the emotion/sentiment of the post. We expect the
posts in which the users describe their problems and the posts where a negative
feedback to a suggested solution is provided to be of a negative tone. Likewise, the
6

http://www.lextek.com/manuals/onix/stopwords1.html
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posts where users suggest a solution to the problem being discussed in the thread
as well as the posts where a positive feedback is provided should have a positive
tone. We compute sentiment strength scores for each post using the SentiStrength
algorithm as described by Thelwall et al. [63]. I use the implementation of the
algorithm as available from http://sentistrength.wlv.ac.uk/. SentiStrength
algorithm is specifically developed for sentiment detection and extracting sentiment
strengths from short informal texts like forum posts, blog comments, etc. The
method takes into account the grammar and spelling conventions (e.g. terms like
LOL, OMG, bcoz, etc.) that are common in cyberspace and computes positive and
negative sentiment strength scores for a given piece of text using a set of rules and
language patterns associated with the sentiment. In a given piece of text, there
can be multiple word patterns/rules indicative of positive or negative sentiment.
The algorithm computes two versions of positive and negative sentiment strength
scores for each piece of text: (i) using the strongest indicative word patterns and
(ii) using all the indicative word patterns and taking their average. Thus, we get
four different sentiment strength scores for each post. In addition to sentiment
strength scores, I also use the presence of emotion indicating punctuations like
exclamation marks and presence of keywords such as “thank”, etc.

4.5
4.5.1

Experiments
Data Description

For the experiments in this chapter, I use the same forum dataset described in
Chapter 2. The dataset consists of threads crawled from two online forums – (i)
official forum of the Ubuntu Linux distribution7 and (ii) discussion forum about
New York city from Trip Advisor forum8 . The dataset consists of crawled threads
from the two forums, a set of 25 queries for each forum and associated relevance
judgments.
For performing classification experiments, I randomly sampled 100 threads from
each of the two forums. There are a total of 556 posts in the 100 threads from
7
8

http://ubuntuforums.org
http://www.tripadvisor.com/ShowForum-g28953-i4-New_York.html
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Ubuntu dataset and 916 posts in 100 threads from NYC dataset. In order to obtain class labels for the post, I recruited three human evaluators. All the three
evaluators were senior year undergraduate students in computer science, native
English speakers and well versed with the Ubuntu operating system. The evaluators were provided with class definitions and were asked to assign the most suitable
class label to each post. The evaluators worked independently of each other and
assigned class labels to each post in the 200 threads (100 each for Ubuntu and
NYC dataset). The final class label of each post was then decided by the majority vote. Out of 556 posts for the Ubuntu dataset, a majority decision was
achieved for 529 (95.14%) posts. The Fleiss’ Kappa statistic [65] used for measuring inter-annotator agreement when more than two annotators are involved was
0.7884 indicating substantial agreement. The remaining 27 posts for which all the
three evaluators assigned different class labels were discarded. For NYC dataset,
a majority decision was achieved for 884 posts out of 916 posts (96.51%) and the
Fleiss’ Kappa statistic was 0.7928, indicating substantial agreement. Table 4.3
summarizes the distribution of different classes in the two datasets. The tagged
dataset is also available for download for research purpose (http://www.cse.psu.
edu/~sub194/datasets/PostsWithLabels.tar.gz).
Class

Number of Instances
Ubuntu
NYC

Question
Repeat Question
Clarification
Further Details
Solution
Negative Feedback
Positive Feedback
Junk

134
17
29
55
207
11
25
51

135
2
61
54
457
7
114
54

Total

529

884

Table 4.3. Distribution of different classes in the two datasets
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4.5.2

Experimental Protocol

For classification experiments, I experimented with a variety of supervised machine
learning algorithms like support vector machine, naive Bayes classifier, decision
trees, multi-layer perceptron and the logit model classifier. The experiments were
performed using the Weka data mining toolkit [66] with default settings. The
performance of all the classifiers was comparable with the logit model achieving
the best classification performance. I used stringent 10 folds cross validation and
the results reported are averaged over the ten folds. For reporting classification
results, I report overall classification accuracy and for a detailed analysis, I use
macro-averaged precision, recall and F-1 measure. For a metric M , macro-average
Mmav is calculated by taking weighted average of M for the different classes for
each fold and then taking mean of the weighted averages across all the folds. For
N -fold cross validation and C class classification, Mmav is mathematically defined
as follows:

Mmav

N P
1 X C
c=1 nci Mci
=
P
C
N i=1
c=1 nci

(4.2)

where nc is the number of instances belonging to class c in the test set in the ith
fold . Mci is the value of metric M for classc in the ith fold . In our case, N = 10
and C = 8.
The performance of proposed classification is compared with following two baseline classification approaches:
1. Rule Based: I build a naive, rule based classifier that marks the first post
in a discussion thread as a question post and labels all the remaining posts
as solutions.
2. Bag of Words: I use a bag of words based Naive Bayes Multinomial classifier that tries to capture lexical properties of the text to be classified. Bag
of Words based classifiers have been frequently used for a variety of text
classification tasks [67, 68, 69, 70].
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Ubuntu
Metric
Classification Accuracy
Precision
Recall
F1-Measure

Rule Based

BoW

Proposed Approach

58.03%
0.442
0.580
0.471

57.66%
0.503
0.577
0.473

72.02%
0.697
0.720
0.700

60.98%
0.596
0.610
0.529

74.09%
0.708
0.741
0.710

NYC
Classification Accuracy
Precision
Recall
F1-Measure

61.88%
0.441
0.619
0.499

Table 4.4. Classification results for the rule based, bag of words BoW and proposed
classification approach.

4.5.3

Results and Discussions

4.5.3.1

Forum Post Classification Results

Table 4.4 reports the results for forum post classification using the logit model
classifier and the two baseline classifiers described above. The proposed classifier
achieved an overall classification accuracy of 72.02% with a precision of 0.697 and
F-1 measure of 0.700 for Ubuntu dataset and accuracy of 74.09%, precision of 0.708
and F-1 measure of 0.71 for NYC dataset. Thus, we see that we obtain very similar
classification results on the two datasets using our proposed feature set. We also
observe that the two baseline classifiers performed poorly when compared with
the proposed approach. In terms of F-1 measure, the rule based classifier could
only achieve 0.471 and 0.499 for Ubuntu and NYC datasets. Likewise, the bag of
words classifier could achieve an F-1 of only 0.473 and 0.529 for the two datasets
respectively. In contrast, the proposed classifier achieved F-1 values of 0.700 and
0.710 for Ubuntu and NYC datasets, respectively.
Table 4.5 summarizes the individual results for each of the eight classes for the
two datasets. We report precision, F-1 measure, true positive and false positive
rates and the area under the ROC curve. We observe that for both the datasets, the
classifier is able to detect posts belonging to question and solution categories with
a very high accuracy. For Ubuntu dataset, F-1 measure for question and solution
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Class

Precision

F-1 Measure

TP Rate

FP Rate

ROC Area

Ubuntu Dataset
Question
Repeat Question
Clarification
Further Details
Solution
Negative Feedback
Positive Feedback
Junk

0.847
0.750
0.308
0.614
0.747
0.500
0.350
0.605

0.856
0.621
0.190
0.625
0.810
0.154
0.311
0.553

0.866
0.529
0.138
0.636
0.884
0.091
0.28
0.510

0.053
0.006
0.018
0.046
0.193
0.002
0.026
0.036

0.959
0.893
0.920
0.918
0.912
0.618
0.895
0.907

Overall

0.697

0.700

0.720

0.099

0.917

NYC Dataset
Question
Repeat Question
Clarification
Further Details
Solution
Negative Feedback
Positive Feedback
Junk

0.899
0
0.459
0.465
0.761
0
0.651
0.4

0.879
0
0.514
0.412
0.833
0
0.627
0.068

0.859
0
0.459
0.37
0.919
0
0.605
0.037

0.017
0
0.024
0.028
0.309
0.001
0.048
0.004

0.981
0.399
0.921
0.933
0.889
0.755
0.889
0.782

Overall

0.708

0.71

0.741

0.172

0.899

Table 4.5. Classification results for each class for Ubuntu and NYC datasets.

classes is 0.856 and 0.810, respectively. For NYC dataset, the F-1 measure for the
two classes is 0.879 and 0.833, respectively. Such high F-1 values for the question
and solution classes is highly desirable as the posts corresponding to these two
classes contain the most important information in the thread – the problem being
discussed and its solution. Identifying such posts with high accuracy is crucial
for applications like forum search, thread summarization, question-answer pair
detection, etc. We also note that the classifier performance for the clarification
and the two feedback classes for Ubuntu dataset is much lower as compared to
the other classes. This low performance can be attributed to the small number of
posts belonging to these classes in the dataset (29, 11 and 25 posts for clarification,
negative and positive feedback classes, respectively) and thus, the inability of the
classifiers to generalize over this small amount of data. The low performance
of repeat question and negative feedback classes in NYC dataset could also be
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Ubuntu Dataset
↓ Class →

1

2

3

4

5

6

7

8

1
2
3
4
5
6
7
8

116
0
1
9
8
1
1
1

0
9
2
0
1
0
0
0

1
1
4
0
7
0
0
0

3
0
0
35
4
3
5
7

9
7
21
3
183
4
5
13

0
0
0
0
0
1
1
0

2
0
0
3
4
0
7
4

3
0
1
5
0
2
6
26

NYC Dataset
↓ Class →

1

2

3

4

5

6

7

8

1
2
3
4
5
6
7
8

116
0
1
7
2
0
3
0

0
0
0
0
0
0
0
0

7
1
28
0
10
0
1
1

3
0
0
20
11
0
8
1

7
1
32
10
420
6
33
43

0
0
0
0
1
0
0
0

2
0
0
17
10
1
69
7

0
0
0
0
3
0
0
2

Table 4.6. Confusion matrix for classification task for both the datasets. Class name
to class number mapping is as follows: 1–Question, 2–Repeat Question, 3–Clarification,
4–Further Details, 5–Solution, 6–Negative Feedback, 7–Positive Feedback, and 8–Junk.

attributed to the small number of posts belonging to these classes in the dataset.
For further error analysis, I report the confusion matrices for the eight classes in
Table 4.6. In the Table, each class is represented by a number and the mapping
is as follows: 1–Question, 2–Repeat Question, 3–Clarification, 4–Further Details,
5–Solution, 6–Negative Feedback, 7–Positive Feedback, and 8–Junk. By looking
at the confusion matrix for the NYC dataset, we note that a majority of posts
belonging to Junk category have been incorrectly classified as Solution posts (43
out of 54). This indicates that even though these posts had characteristics like
solution posts, they did not provide any useful information to the end user, and
hence were marked as Junk by human evaluators. Likewise in Ubuntu dataset, we
note that almost 25%of posts belonging to Junk category were marked as Solution
posts. Another interesting observation to make is that for NYC data, almost half
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Class

Precision

F-1 Measure

TP Rate

FP Rate

ROC Area

Ubuntu Dataset
Question
Solution
Other

0.876
0.783
0.745

0.859
0.722
0.798

0.843
0.670
0.860

0.041
0.103
0.189

0.961
0.868
0.896

Overall

0.791

0.787

0.788

0.121

0.903

NYC Dataset
Question
Solution
Other

0.870
0.728
0.775

0.857
0.638
0.829

0.844
0.568
0.891

0.023
0.105
0.276

0.982
0.830
0.884

Overall

0.774

0.770

0.777

0.181

0.881

Table 4.7. Classification results by considering only three classes – Question, Solution
and Other.

of the posts belonging to Clarification class were incorrectly labeled as solution
class by the classifier. It could be attributed to high content similarity of solution
and clarification posts with the original question post and thus, the error made by
the classifier.
Given the small number of posts belonging to classes other than the Question
and Solution class, I also experimented by combining all the classes other than
the question and solution class into one single class. Thus, the problem now
reduces to a three class problem with three classes as Question, Solution and Other.
Table 4.7 reports the classification results using the logit model and averaged over
10 folds. We note that reducing the number of classes does not help in improving
the performance. For question class, the F-1 values as achieved by the three class
classifier are 0.859 and 0.857 for Ubuntu and NYC datasets, respectively. For the
original eight class classifier, the F-1 values for question class are 0.856 and 0.879
for Ubuntu and NYC datasets, respectively. Likewise, for the solution category,
the values achieved by using only thee classes are lower than when achieved using
all the eight classes.
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Class

Precision

F-1 Measure

Accuracy

Ubuntu Dataset
Content
Structural
User
Sentiment

0.469
0.382
0.392
0.311

0.514
0.432
0.471
0.358

59.36%
50.86%
59.55%
45.94%

All

0.697

0.700

72.02%

NYC Dataset
Content
Structural
User
Sentiment

0.556
0.428
0.431
0.469

0.582
0.464
0.505
0.518

65.27%
57.80%
61.99%
60.97%

All

0.708

0.71

74.09%

Table 4.8. Classification results for Ubuntu dataset obtained using content based,
structural, user based and sentiment features individually.

4.5.3.2

Relative Importance of Different Features

In this subsection, I investigate the effect of different types of features for the post
classification task. I performed the classification experiment using only one type of
feature at a time (classification results reported in Table 4.8) and also by removing
one type of feature at a time ( classification results reported in Table 4.9). I report
precision, F-1 measure and accuracy values. As before, ten folds cross validation
was performed and results reported are averaged over the ten folds. From Table 4.9
we note that for both the datasets, the highest individual performance is achieved
by content based features. We expect the content of a post to be a very strong
indicator of the nature of the post and hence, the high performance of content
based features that take into account relationship of the post content with the
remaining thread. We also note that while the performance of sentiment based
features is worst (in terms of F-1) among the four feature types for Ubuntu dataset,
they are the second best performing feature type for the NYC dataset (in terms
of F-1). This difference could be attributed to the different nature of the two
forums. A majority of discussions in the Ubuntu dataset are about technical
problems faced by different Ubuntu users. Hence, the problem description and
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Class

Precision

F-1 Measure

Accuracy

Ubuntu Dataset
–Content
–Structural
–User
–Sentiment

0.559
0.665
0.605
0.708

0.579
0.681
0.600
0.685

64.08%
71.08%
63.14%
71.45%

All

0.697

0.700

72.02%

NYC Dataset
–Content
–Structural
–User
–Sentiment

0.650
0.693
0.632
0.695

0.632
0.717
0.671
0.693

68.89%
75.00%
72.74%
72.51%

All

0.708

0.71

74.09%

Table 4.9. Classification results for Ubuntu dataset obtained by removing content
based, structural, user based and sentiment features, one at a time.

Ubuntu

NYC

InitPostSim
AbsPosition
ThreadSim
IsStarter
PostLengthUnique
PostLengthUniqueStemmed
PostLength
UserAuthority
QuestionMark
TitleSim

AbsPosition
InitPostSim
IsStarter
NormPosition
QuestionMark
Thank
UserAuthority
UserPostCount
TitleSim
PostLengthUnique

Table 4.10. Top 10 features for the datasets ranked by chi-square values.

related discussions tend to be more objective in nature. Further, while we expect
the content based, user based and structural features to be helpful in identifying
posts belonging to all the classes, sentiment features are expected to be most useful
in identifying posts belonging to the two feedback classes. In addition, the small
number of posts belonging to the two feedback classes (ref. Table 4.3) may also
be responsible for the low performance of the sentiment based features. On the
other hand, a majority of threads in NYC forums contain discussions about users’
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travel plans and trip and vacation experiences. Hence, the discussions tend to be
more subjective and there are more sentiment based clues for the classifier to learn.
Thus, for NYC dataset, we expect the sentiment features to be useful for classes
other than the two feedback classes also. From Table 4.9 we see that for Ubuntu
dataset, removal of Sentiment features results in a small increase in precision (0.708
from 0.697). However, it is accompanied by a fall in overall F-1 score (0.685 from
0.700). Also, consistent with the results from Table 4.8, we note that for both the
datasets, removal of Content and User based features results in maximum decline
in performance values.
In addition to evaluating the importance of each feature type, I also study the
importance of each individual feature for the post classification task. I evaluate
all the features individually by measuring the chi-squared statistic with respect
to the class label and rank all the features by their chi-square values. Table 4.10
lists the top ten features for the post classification task for the two datasets. We
note that no sentiment based features appear in the list of top ten features for
Ubuntu dataset whereas features belonging to all feature types are present in top
ten features for NYC dataset, in accord with the previous observations.

4.6

Applications of Post Classification

In this section, I describe two important problems related to discussion forums
where classifying user messages per their role in the discussion can be beneficial.
First, I illustrate how incorporating post class label information can help improve
thread retrieval. Next, I describe how post class labels can be useful in summarizing
discussion threads.

4.6.1

Using Post Class Labels For Improving Thread Retrieval

As discussed in Section 4.1, classifying user posts according to their role in the
discussion can be useful in various applications. Here, we describe how the post
class information can be utilized in thread retrieval systems. I use the probabilistic
model for forum thread retrieval described in Chapter 2 as a baseline and incor-
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porate post class label information in the model to see if it helps improve retrieval
performance.
The baseline model, as described before, is a probabilistic model based on
inference networks that utilizes the structural properties of forum threads. Given
a query Q, the model computes P (T |Q), the probability of thread T being relevant
to Q, as follows:
rank

P (T |Q) = P (T )

( m
n
X
Y
i=1

αj P (Qi |SjT )

j=1

)

(4.3)

where:
Qi is the ith term in query Q,
SjT is the j th structural unit in the thread T ,
αj determines the weight given to component j and

Pm

j=1

αj = 1.

Thus, the model computes the overall probability of a thread being relevant
to the query by combining evidences from different structural units of the thread.
Different structural units of the model are defined by the thread title, thread’s
initial post and the follow-up reply posts.
Incorporating Post Class Label Information in the Retrieval Model: The
component P (T ) in equation 4.3 represents the prior probability of a thread being
relevant. I incorporate the post class label information as prior probabilities in
the model. Intuitively, in absence of any other information about the thread’s
content, the threads that have a solution post should have a higher probability of
successfully satisfying the user’s information need as compared to threads that do
not have any solution post. Likewise, a thread containing positive feedback posts
are more important than the threads containing negative feedback posts as it indicates that in the former case, the solutions provided in the thread were helpful
for previous users whereas in the latter case, the solutions were not that useful.
Motivated by these considerations, I define following three priors:
Solution Prior (S):
P (T ) =

No. of solution posts in the thread + 1
Total no. of solution posts in all threads + NT

(4.4)
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Positive Feedback Prior (P):
P (T ) =

No. of +ve feedback posts in the thread + 1
Total no. of +ve feedback posts in all threads + NT

(4.5)

Negative Feedback Prior (N):
1−
P (T ) =

No. of -ve feedback posts in the thread + 1
Total no. of -ve feedback posts in all threads + NT
NT − 1

(4.6)

The above equations assign a higher weight to threads having a higher number of solution and positive feedback posts. Further, note the different nature of
equation describing negative prior. This is because for negative prior, we want to
assign a lower weight to threads having more negative feedback posts. Further,
note that in above equations, one has been added in the numerator for smoothing
probability values so that a zero probability value is not assigned to threads that
do not have a solution or a feedback post. The denominator is the constant norP
malizing factor such that
P (T ) over all the threads is one. NT in denominator
denotes the total number of threads in the corpus.
4.6.1.1

Retrieval Experiments – Does Post Class Information Help Improve Thread Retreival?

In this section, I describe results of incorporating post class label information in the
baseline retrieval model as discussed in Section 4.6.1. For retrieval experiments,
I used the Indri language modeling toolkit9 . While indexing, stemming was performed using Porter’s stemmer [64] and the same stopword list as described in
Section 4.3. The queries and relevance judgments available with the dataset as
discussed previously were used for retrieval experiments. For the baseline retrieval
model, I used the optimal parameter settings (as described in Chapter 2)). In order
to compare the performance of various retrieval methods, I report Mean Reciprocal
Rank (MRR), Precision @ 5, Precision @ 10, NDCG @10 and Mean Average Precision (MAP). In order to assess statistical significance of obtained results, I use
Wilcoxon’s signed rank test with a confidence interval of 95% (p < 0.05). In order
to obtain the post class labels for indexed threads, I used the classifier trained
9

http://lemurproject.org
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Method

MRR

P@5

P@10

NDCG@10

MAP

0.6788
0.7692†
0.7076
0.6790
0.7612†
0.7692†
0.7074
0.7612†

0.6003
0.7001†
0.6190
0.6003
0.6909†
0.7001†
0.6180
0.6909†

0.7065
0.7348
0.7385
0.7083
0.7344
0.7350
0.7342
0.7348

0.6572
0.7027†
0.6743
0.6575
0.6767
0.7044†
0.6742
0.6774

Ubuntu Dataset
INet
INet+S
INet+P
INet+N
INet+S+P
INet+S+N
INet+P+N
INet+S+P+N

0.7300
0.8533
0.7480
0.7300
0.8200
0.8533
0.7480
0.8200

0.4880
0.5840†
0.5200
0.4880
0.5680
0.5840†
0.5200
0.5680

0.4560
0.4840
0.4880
0.4560
0.5080
0.4840
0.4880
0.5080

NYC Dataset
INet
INet+S
INet+P
INet+N
INet+S+P
INet+S+N
INet+P+N
INet+S+P+N

0.7587
0.7924
0.7847
0.7587
0.8100
0.7924
0.7847
0.8100

0.5520
0.6000
0.6080
0.5520
0.6080
0.6000
0.6080
0.6080

0.5360
0.5440
0.5520
0.5400
0.5680
0.5400
0.5480
0.5680

Table 4.11. Effect of combining various priors with the Inference Network based (INet)
thread retrieval model for Ubuntu and NYC datasets. Symbols S, P and N represent
Solution, Positive Feedback and Negative Feedback priors respectively. Statistically
significant improvements over the baseline model using Wilcoxon’s signed rank test with
95% confidence interval (p value < 0.05) are denoted by †.

on the labeled datasets of 100 threads to classify posts in all the other remaining
threads for Ubuntu and NYC datasets, respectively.
Table 4.11 reports the retrieval results for the two datasets using different
retrieval models. INet in the Table refers to the baseline retrieval model based on
inference networks; S, P and N denote the solution, positive feedback and negative
feedback priors, respectively. I experiment by adding each prior one at a time
and then by adding different prior combinations. From the Table, we note that
for both the datasets, incorporating different priors results in increased retrieval
performance for many settings when compared to the baseline model. We also
observe that incorporating negative feedback prior did not change the performance
much when compared to the baseline model. One reason for this behavior could
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be the low count of negative feedback posts. In the random sample of threads
that were used for post classification, we note that the negative feedback posts
account for less than 2% of all the posts for both the datasets (ref. Table 4.3). We
expect the distribution to be similar in the whole corpus and hence, the inability to
improve retrieval performance. Addition of solution and positive feedback priors
for both the datasets achieves improvements over the baseline methods across all
the metrics. Further, for NYC dataset, the combination of solution and positive
feedback priors performs best in terms of MRR and precision at ranks 5 and 10.
For further analysis, I performed a per-query comparison in terms of average
precision value for each model for both the datasets. For each prior, I compute the
difference in average precision achieved by the model utilizing that prior and the
baseline model. Figure 4.2 summarizes this information and gives an idea of how
many queries benefit from utilizing post class label information. From the figure
we note that by incorporating the additional prior information in the baseline
retrieval model, on an average, the number of queries that gained in terms of
average precision is more than the number of queries for which the average precision
decreased. Further, for queries that gain in average precision, the magnitude of
gain is more than the magnitude of loss for queries that do not gain in average
precision. Thus, we see that on an average, models that incorporate post class
information are able to achieve higher average precision values for a larger number
of queries as compared to the baseline model that does not utilize post class label
information.

4.6.2

Post Class Labels and Discussion Summarization

Oftentimes, the discussions in a thread span multiple pages involving participation
from multiple users and thus, multiple view-points. In such a case, a user may
prefer a concise summary of the ongoing discussion to save time. Further, such
a summary helps the user to understand the background of the whole discussion
as well as providing different view-points. In this subsection, I posit that knowing
the purpose of each user message in a discussion can be useful in creating effective
summaries of discussion threads. Intuitively, the most important messages in a
discussion are the ones that describe the problem being discussed and the solutions
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being proposed to solve the problem. Hence, a concise summary of the thread can
be constructed by selecting the Question and Solution posts of the discussion.
In the subsequent subsections, I first provide empirical evidence supporting my
hypothesis and describe a basic extractive summarization algorithm illustrating
the utility of post class labels in summarizing a discussion.
4.6.2.1

Data Preparation

For experiments for the summarization task, I used the same set of 100 threads for
Ubuntu and NYC datasets as used in the post classification task (Section 4.5.1).
Two independent human evaluators (H1 and H2) were recruited to create summaries of the discussion threads in the two datasets. For each thread, the evaluators were asked to read the whole discussion and write a summary of the discussion
in their own words. The annotators were requested to keep the length of summaries
roughly between 10% and 25% of the original text length. Thus for each thread,
we obtain two human written summaries.
These hand-written summaries were then used to identify most relevant posts
in a discussion thread in a manner similar to one used by Rambow et al. [71].
We compute cosine similarity scores for each post in the thread with the corresponding thread summary and the top k ranked posts are then selected to be part
of the summary of the thread. The number k is determined by the compression
factor used for creating summaries. For the experiments in this work, I choose
a compression factor of 20%. The top k ranked posts, thus constitute the gold
summary of each thread. Note that we obtain two gold summaries for each thread
– one corresponding to each evaluator. The Jaccard’s coefficient between the sets
of summaries created is 0.66 for the Ubuntu dataset and 0.49 for the NYC dataset.
The Cohen’s Kappa statistic is 0.55 and 0.45 for Ubuntu and NYC datasets, respectively.
Next, in order to provide empirical support for my hypothesis that the information about the role of individual messages in a discussion can help create effective
summaries, in Table 4.12 I provide class distribution of posts that have been selected to create gold summaries as described above. From the table we observe
that a majority of the selected posts correspond to two post classes – question and
solution. It is also important to compare Table 4.12 with Table 4.3 in order to
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Post Class

Ubuntu Dataset
H1
H2

NYC Dataset
H1
H2

Question
Ditto
Clarification
Further Details
Solution
+ve Feedback
-ve Feedback
Junk

80
3
6
11
53
0
2
1

70
0
9
5
118
1
10
3

65
2
9
7
65
2
3
3

75
1
6
5
108
2
16
3

Table 4.12. Distribution of different post classes in gold summaries. H1 and H2 correspond to the two human evaluators respectively.

get a better understanding of the class distribution statistics in gold summaries.
As we observe from Table 4.3, the percentage of posts belonging to Question and
Solution categories is roughly 64% for Ubuntu dataset and 67% for NYC dataset.
However, the fraction of Question and Solution posts is roughly 85% in posts selected as belonging to gold summaries. These observations strongly support the
intuition that user messages belonging to these two classes are most essential for
creating effective summaries of an online discussion. Another important factor to
note is that a naive summarization algorithm can be constructed just be selecting question and solution posts. However, as is evident from Table 4.3, there are
multiple solution posts in a thread (on an average 2 in Ubuntu and 4.5 in NYC).
Hence, it is crucial to select a subset of the solution posts from the thread in order
to create a precise and useful summary.
4.6.2.2

Thread Summarization Using Post Class Labels

In general, text summarization techniques can be classified in two categories,
namely Extractive Summarization, and Abstractive Summarization [72].
Extractive summarization involves extracting salient units of text (e.g., sentences)
from the document and then concatenating them to form a shorter version of the
document. Abstractive summarization, on the other hand, involves generating new
sentences by utilizing the information extracted from the document corpus [73],
and often involves advanced natural language processing tools such as parsers, lex-
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icons and grammars, and domain-specific knowledge bases [72]. Owing to their
simplicity and good performance, extractive summarization techniques are often
the preferred tools of choice for various summarization tasks [74] and I also adopt
an extractive approach for discussion summarization in this work.
Before we can perform extractive summarization on discussion threads, we need
to define an appropriate text unit that will be used to construct the desired summaries. For typical summarization tasks, a sentence is usually treated as a unit of
text and summaries are constructed by extracting most relevant sentences from a
document. However, a typical discussion thread is different from a generic document in that the text of a discussion thread is created by multiple authors (users
participating in the thread). Further, the text of a discussion can be divided
into individual user messages, each message serving a specific role in the whole
discussion. In that sense, summarizing a discussion thread is similar to the task
of multi-document summarization where content of multiple documents that are
topically related is summarized simultaneously to construct an inclusive, coherent
summary. However, we also note that an individual user message in a discussion is
much smaller than a stand-alone document (compare 3 ∼ 4 sentences in a message
to a few dozen sentences in a document). Thus, the sentences in a message are
much more coherent and contextually related to each other than in a stand-alone
document. Hence, selecting just a few sentences from a message may lead to loss
of context and make the resulting summaries hard to comprehend. Therefore, in
this work, I choose each individual message as a text unit and thus, the thread
summaries are created by extracting most relevant posts from a discussion. Altantawy et al. [75] have also made a similar choice and create thread summaries
by filtering non-relevant posts.
Thread Summarization as Post Classification:
I consider the problem of extracting relevant posts from a discussion thread as
a binary classification problem where the task is to classify a given post as either belonging to the summary or not. I perform classification in a supervised
fashion using the gold summaries as described previously for training data. Traditionally, for extractive summarization features derived from position of text units
(sentences) in the document, content similarity of text units along with domainspecific features have been used. For the specific problem of thread summarization,
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I experiment with the following features.
1. Similarity with Title (TitleSim): This feature is computed as the cosine
similarity score between the post and the title of the thread.
2. Length of Post (Length): The number of unique words in th post.
3. Post Position (Position): The normalized position of the post in the
discussion thread. It is defined as follows:
Position of post in the thread
Total # of posts in the thread

(4.7)

4. Poster Authority (Auth): The authority score of the message poster as
computed by equation 2.6.
5. Centroid Similarity (Centroid): This feature is obtained by computing
the cosine similarity score between the post document vector and the vector
obtained as the centroid of all the post vectors of the thread. Similarity with
centroid measures the relatedness of each post with the underlying discussion
topic. A post with a higher similarity score with the thread centroid vector
indicates that the post better represents the basic ideas of the thread.
6. Post Cohesion (Cohesion): This feature is computed by taking the mean
of the post’s cosine similarity scores with all the other posts in the thread.
A post with a high cohesion score indicates a post with high cohesion and a
post that contains content related to the topics under discussion.
7. Class Label (Class): This is a set of binary features indicating the class
label of the post. We have one binary feature corresponding to each class.
Summarization Experiments:
I used Logistic Regression classifier as implemented in the Weka machine learning
toolkit [66] for classification experiments. The results reported are averaged over
10 folds cross validation. Table 4.13 reports the classification results using (i) features 1–6 only, and (ii) using all the features (class label features in addition to
the six features). Comparing the two results reveals the improvements achieved by
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Ubuntu
Precision
F-1

NYC
Precision
F-1

Evaluator

Method

H1

Without Class Information
With Class Information
Gain

0.649
0.694
+6.93%

0.494
0.602
+21.86%

0.670
0.664
-0.89%

0.419
0.466
+11.22%

H2

Without Class Information
With Class Information
Gain

0.576
0.640
+11.11%

0.339
0.496
+46.31%

0.594
0.641
+7.91%

0.387
0.471
+21.71%

Table 4.13. Results of post classification for summarization task. Results are averaged over ten folds. H1 and H2 correspond to the two human evaluators. Percentage
improvements obtained by addition of post class label information is also reported.

incorporating post class label features. We note that using post class information
helps improve classification performance by significant amounts. Especially for
evaluator H2 and Ubuntu dataset, the improvements in F-1 measure are as high as
46.31%. The strong performance improvements achieved for the two datasets corroborate the proposed hypothesis that knowing the role of each individual message
in an online discussion can help create effective summaries of discussion threads.

4.7

Summary

In this chapter, I investigated the problem of classifying individual user posts in
an online discussion thread. For post classification, I experimented with a variety
of features derived from the post’s content, thread structure, user behavior and
sentiment analysis of the post’s text. I experimented with two different datasets
and achieved strong classification accuracy on both. Then to illustrate the use
of post class information in various forum specific applications, I described how
post class information cab be used to achieve improved thread retrieval and thread
discussion summarization performance.
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Figure 4.2. Bar plots showing per query comparison between average precision values.
Each bar represents the difference in average precision value achieved by the method
using post class label information and the baseline method. S, P and N correspond to
solution, positive feedback and negative feedback priors, respectively.
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Conclusions and Future Work
The major goal of this dissertation research was to make the information available
in millions of online discussion forums easily accessible to end-users. For that,
I focused on three different aspects of a discussion search system – (i) the core
search algorithm, (ii) query completion/suggestion to assist the end-user, and (iii)
identification of role o individual messages in an discussion and how it can help in
various forum data management tasks and applications. The specific contributions
towards solving these problems are summarized below.
1. A Probabilistic Retrieval Model for Discussion Thread Retrieval:
A typical discussion thread is different from a generic web page in its structure, linking patterns, and creates content contributed by a large number of
participating contributors. I proposed a probabilistic retrieval model that
takes into account the structural properties, content properties, and expertise level of participating users. Further, the model allows for easy inclusion
of various non-textual relevance indicators such as thread popularity, user
expertise, etc. while computing the overall relevance of a discussion thread
for a user query. The proposed retrieval model achieved significant improvements over a standard language model based retrieval model and methods
that are typically used in online forum websites.
2. A Query Log Oblivious Query Suggestion Model: Compared to a
web search engine, a typical forum website receives much smaller number of
search requests and hence the query log of a forum search engine is small.
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Majority of query suggestion algorithms assume a query log with sufficient
volume of past query data and hence, can not be easily applied to a forum
search setting where the past data may not be available or may be too small.
I proposed a probabilistic query suggestion mechanism that does not rely
on query logs and can offer suggestions by computing completions from the
forum corpus itself. Experimental results on two different datasets have
shown that meaningful query suggestions can be made in the absence of query
logs with an unsupervised probabilistic approach using the occurrence of
terms and phrases in a corpus of documents. The proposed approach achieved
statistically significant improvements over two state-of-the-art baseline query
suggestion techniques.
3. Identification of Dialog Acts of Messages in a Discussion: Different
messages in a thread serve different purpose in the discussion and I studied
the different possible classes (or dialog acts) an individual message can belong
to in a discussion. I investigated the problem of classifying individual user
posts in an online discussion thread and for post classification, I designed
and experimented with a variety of features derived from the posts content,
thread structure, user behavior and sentiment analysis of the posts text. I
experimented with two different datasets and achieved strong classification
accuracy on both. The dataset developed for this research has been made
publicly available. Next, I incorporated the post class information in the
thread retrieval model (described earlier) and achieved statistically significant improvements in retrieval performance. The utility of post classification
was further demonstrated in discussion summarization where incorporating
class label information helped improve summarization performance by as
much as 7% to 46%.

5.1

Future Work

The research described in this dissertation opens up various avenues of future
research and provides interesting directions for further research.
1. The retrieval model developed in Chapter 2 assumes that a discussion thread
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is about a single topic. However, it is common for users to drift from the
original topic of discussion and start discussing some other topic that may
or may not be related to the original topic. How to detect such topic drifts
in discussions is a challenging, but crucial task.
2. The query suggestion model developed in Chapter 3 suggests query completions based on their relevance to original incomplete query. A systematic
approach towards diversifying the suggested queries needs to be developed
such that not only does the search engine suggest meaningful queries but
it also suggests queries that cover a diverse range of concepts and thereby
meets the information needs of a broad range of users. Further, it will be
interesting to study how the proposed approach can be combined with query
suggestion techniques that utilize query logs.
3. The message classification scheme used in this research is primarily focused
towards discussion forums where people seek solutions to their problems. It
will be interesting to study what fraction of discussion forums fall under this
category and what other possible classes could be for forums that do not
belong to problem-solution type of discussion forums. Further, it will be required to design appropriate features for such forums and develop customized
classification models for such forums.
4. In recent times, a number of other social media platforms have become quite
popular (such as Facebook, Twitter, etc.). These social networks have very
different characteristics from discussion forums and thus, it is of interest to
study how relevant discussions and conversations from these other platforms
can be made easily accessible and searchable.
5. The huge volume of human generated knowledge in the form of questions
and answers as contained in the discussion forums can be used to create
comprehensive knowledge bases for various applications. For example, a
knowledge base created from discussions about a mobile phone operator can
be used by the operator’s customer care agents to help other users’ problems.
How to accurately construct such knowledge bases is an interesting area of
further research.
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