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ABSTRACT
Organizations in all sectors of business have become highly dependent upon information
systems for the conduct of business operations. Of necessity, these information systems are
designed with many points of ingress, points of exposure that can be leveraged by a motivated
attacker seeking to compromise the confidentiality, integrity or availability of an organization’s
information assets. To protect its assets, an organization needs to implement information security
controls that mitigate the risks associated with these techniques. One of the key controls available
to an organization today is the intrusion detection system (IDS), which is used to detect specific
events associated with unauthorized or suspicious activity. Traditional IDS systems have two
limitations that this research addresses. First, most IDS systems are tuned to detect specific
attacks, but do not attempt to automatically reason across multiple attacks. Such emphasis on
“single-step” attacks, as opposed to “multi-step” attacks puts the entire burden of reasoning
across multiple steps of a potential attack on the security analyst. Second, traditional IDS systems
do not explicitly consider uncertainty, which limits the analyst’s ability to model situations in
which uncertainty might be a significant factor.
This research examines the issue of multi-step attack detection in the presence of
uncertainty in order to provide guidance to practitioners regarding the design and implementation
of intrusion detection systems. First, we consider the bounding of uncertainty in a linear Bayesian
model of multi-step attacks. In this work we outline a tradeoff between uncertainty and latency in
the multi-step case: low inference uncertainty can be achieved but only at the price of latency in
terms of the attack stage at which uncertainty levels become small. Next, we consider the
problem of detection in a general attack topology. In this work, we show how to formulate
queries for general definitions of intrusion and how to propagate parameter uncertainty through
the model to a query result. In the case of zero parameter uncertainty, we provide an efficient
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algorithm to enumerate useful operating points within the 2-dimensional design space of
detection rate x false positive rate. For the uncertain parameter case, we show how operating
points become 2-dimensional operating boxes and show that the general problem of operating
box enumeration is highly computationally complex, necessitating heuristic solutions. Next, we
return our focus to the linear attack topology and theoretically show specific cases under which
model parameter uncertainty cannot produce output uncertainty. Finally, we conduct experiments
evaluating two heuristic solutions to the general detection problem under uncertainty, heuristics
based on our theoretical results. We show that a heuristic solution based on our operating point
enumeration algorithm provides results very close to those of full enumeration. Additionally, our
experimental results show the significance of uncertainty in the multi-step attack detection cases
considered, illustrating the importance of considering uncertainty when designing detection
systems in the multi-step case.
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Chapter 1
Introduction
1.1.

Research Problem
Organizations in all sectors of business have become highly dependent upon information

systems for the conduct of business operations. Of necessity, these information systems are
designed with many points of ingress, points of exposure that can be leveraged by a motivated
attacker seeking to compromise the confidentiality, integrity or availability of an organization’s
information assets. The vulnerability of information systems was first demonstrated on a large
scale in 1988 with the Morris Worm attack [1] which infected Sun Microsystems Sun 3 and VAX
hosts running version of 4 BSD UNIX by exploiting a variety of software flaws. Following the
Morris Worm, the Code Red [2] worm in 2001 infected 359,000 hosts in less than 14 hours and
the Slammer [3] worm in 2003 infected 90% of vulnerable hosts within 10 minutes,
demonstrating the incredible scale of the risks involved with operating vulnerable systems.
Recent cyber attacks include the Stuxnet worm attack against Iran which is believed to have been
engineered by a collaboration of nation states as an alternative to a conventional military attack
[4], “Operation Payback” by the hacker group Anonymous which launched distributed denial of
service (DDoS) attacks against several financial companies for ideological reasons [5] and a
variety of attacks against social networking sites, such as the 2012 attack against LinkedIn [6] in
which millions of passwords were stolen and then shared in the hacker underground.
Cyber attacks are perpetrated through a wide variety of technical techniques in addition
to non-technical means, such as social engineering approaches that target the human element of
the information system. To protect its information assets, an organization needs to implement
information security controls that mitigate the risks associated with these techniques. One of the
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key controls available to an organization today is the intrusion detection system (IDS), which is
used to detect specific events associated with unauthorized or suspicious activity and issue an
alert to an analyst who then has the responsibility for interpreting the alert and deciding how to
respond.
Traditional IDS systems have two limitations that this research addresses. First, most IDS
systems are tuned to detect specific attacks, such as a buffer overflow attack against a web server,
but do not attempt to automatically reason across multiple attacks. Such emphasis on “singlestep” attacks, as opposed to “multi-step” attacks puts the entire burden of reasoning across
multiple steps of a potential attack on the security analyst. Second, traditional IDS systems do not
explicitly consider uncertainty, which limits the analyst’s ability to model situations in which
uncertainty might be a significant factor.
The goal of this research is to address these limitations by assisting the analyst in
detecting multi-step attacks in the presence of uncertainty. To accomplish this goal, we provide
the analyst with new tools. These include: a general attack modeling approach which incorporates
uncertainty in system and environmental parameters and which can propagate uncertainty through
to an inference result, a systematic approach to detection in the face of uncertainty incorporating a
heuristic solution and guidance regarding expected results in various situations based on
experimental findings.
The conceptual approach to multi-step detection is presented in Figure 1.1-1. This
diagram shows three elements: enterprise observables, a set of N sensors and an alert processing
node. The enterprise observables and N sensors represent the traditional elements of intrusion
detection. The former includes all of the various observable events within an enterprise for which
a sensor might be designed to detect an intrusion event, such as a sequence of system calls in the
execution of a particular process on a particular host, or the payload contents of a network packet.
Traditional IDS systems include these two elements and a management console which may
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aggregate alerts and provide visualization assistance to the analyst but which does not typically
provide explicit analyst support for interpreting alerts in the context of multi-step attacks.
S1
alert1

Enterprise
Observables

S2

alert2

Alert
Processing

System-level alert

alertN

SN

Figure 1.1-1. Conceptual Detection Process

The design of the alert processing node of Figure 1.1-1 is the subject of this thesis. It
processes the output of sensors (i.e. individual alerts) and issues system-level alerts, a process
referred to here as system-level detection. The alert processing node issues system-level alerts
according to the logic illustrated in Figure 1.1-2. Based on a domain model and an intrusion
definition, a detection set is determined. This detection set defines the set of sensor output vectors
(observables) that will trigger a system-level alert, i.e. if the set of N sensor outputs matches a
member of the detection set, then a system-level alert is issued. Note that the scope of this thesis
only includes algorithm design aspects of the alert processing node, i.e. the algorithms necessary
for its function; the alert processing node itself was not implemented as part of this thesis.
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{alert1, alert2,…, alertN}

O

OD

Domain
Model

Detection
Set

Intrusion
Definition

D

Figure 1.1-2. Alert Processing Node

The alert processing approach described above considers the impact of model parameter
uncertainty, as will be explained in detail in subsequent chapters. To illustrate the potential
benefits of this approach, consider the following hypothetical example. Suppose an organization
analyzes its costs of responding versus not responding to a particular intrusion and obtains the
following cost function:

Attack
Response?

YES
NO

Intrusion Has Occurred?
YES
NO
C1
C2
C3
C4

The expected costs under such a cost function depend on the system-level true positive
rate, the system-level false positive rate and the prior probability of attack. Figure 1.1-3 shows the
resulting (normalized) costs in the 2-dimensional parameter space of system-level true positive
rate x system-level false positive rate. In this figure, costs are represented as a color map with
white representing minimum cost, black representing maximum cost and shades of gray
representing intermediate costs. In this example, the following values were used: C1=5, C2=10;
C3=100 and C4=4 along with a probability of intrusion of 0.01. These costs were chosen to
reflect a hypothetical scenario in which the cost of a missed detection was very high. The
analyst's goal in this scenario is to minimize overall operating costs. Suppose a security analyst
models the intrusion scenario and determines a set of potential system operating configurations,
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two of which are shown in Figure 1.1-3. Because point E1 resides in a lower cost region of Figure
1.1-3, the analyst will choose operating configuration 1 for system operation. If the analyst's
estimates are accurate, this will be the optimum choice.

E2

E1

Figure 1.1-3. Estimated Operating Points

Suppose, however, that the analyst's estimates are inaccurate because uncertainty in the
intrusion scenario was not modeled. In this case, the location of the true operating points
associated with operating configurations 1 and 2 might differ significantly from the estimates.
Using the approach presented in this thesis, the analyst instead would have been able to obtain
imprecise estimates of system operating points, represented as boxes as shown in Figure 1.1-4.
These boxes contain the (unknown) true points associated with the system operating
configurations. Suppose, hypothetically that the true points associated with operating
configurations 1 and 2 are T1 and T2, respectively, as shown in the figure. If these true points
were known to the analyst, operating configuration 2, instead of 1 would be selected by the
analyst. Presumably, for the analyst who does not model uncertainty, this discrepancy will
eventually be discovered once the system has been operational for a significant amount of time
and the observed true/false detection rates are found to disagree from the expected rates.
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T2

E1

E2

B2
T1

B1

Figure 1.1-4. Operating Boxes

Benefits of the Proposed Approach
Using the approach proposed in this thesis, however, the analyst can achieve benefits
over the conventional approach described above. First, the boxes resulting from the uncertainty
modeling immediately alert the analyst to the significant ambiguity in the choice between
operating configurations 1 and 2. This knowledge may motivate the analyst to employ uncertainty
reduction efforts, such as imposing more stringent requirements during the sensor acquisition or
design phase of system development with the result that the boxes will shrink as uncertainty is
removed, eventually being reduced down to points corresponding to the true points T1 and T2.
The resulting benefit is that the analyst will have selected operating configuration 2 at the outset,
rather than adopting it much later. Of course, to realize this benefit, the organization must employ
uncertainty reduction efforts which themselves will impose a cost. Rather than accept the costs of
uncertainty reduction, however, the organization has a second option regarding the handling of
the ambiguity between operating configurations 1 and 2: the analyst can choose to operate the
system in a hybrid configuration, alternating between configuration 1 and 2 in various
proportions. This is an option that would not have been considered under the conventional
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approach because the conventional approach claims no ambiguity exists in the decision. By
operating in this hybrid manner, the organization may achieve lower overall operating costs than
if operating configuration 1 had been chosen (although not as low as if operating configuration 2
had been chosen).

1.2.

Problems Addressed in this Study

1.2.1. Multi-Step Attacks: Uncertainty Bounding
This chapter which also appears in [7] addresses two fundamental IDS issues, confidence
in an inference drawn from IDS output and the low base rate problem. Both issues are examined
in the context of attack inference in a Bayesian network. With regard to the first issue, we show
that high confidence Bayesian inference is infeasible under typical conditions of uncertain model
parameters. We argue that model parameters cannot be confidently estimated with arbitrarily high
confidence and hence IDS inference uncertainty is an issue to be addressed. The second issue
plagues IDS systems in the form of reducing predictive value to very low levels.
We examine both issues and show that neither is fatal because many real-world attacks
involve multiple chained exploits. We refer to probabilistic inference in such cases as multi-step
inference. The traditional case of inferring the occurrence of an exploit via observation of an alert
associated with that one exploit is referred to here as single-step inference. Our analysis shows
that the two issues of inference confidence and predictive value, which can be so acute in the
single-step case, are alleviated in the multi-step case, given our assumptions.
Regarding the conceptual detection process of Figure 1.1-1, this chapter's work concerns
one very specific configuration of the alert processing node. This configuration corresponds to a
detection set consisting of the intersection of all sensor alerts, i.e. the detection condition under
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which each sensor has been observed to issue an alert. More comprehensive analysis is
undertaken in the following chapter.

1.2.2. System-Level Detection
In this chapter, the design of the alert processing node of Figure 1.1-1 is considered.
Specifically, with regard to Figure 1.1-2, we consider the construction of the domain model,
intrusion definitions and algorithms for enumeration of detection sets. To accomplish this, we
adopt a rational practitioner perspective and systematically examine the issue of attack detection
in the presence of uncertainty in the context of multi-step attacks. As a result, we present several
contributions. First, we comprehensively address intrusion detection in the multi-step case via a
Bayesian approach and show how uncertainty can be incorporated into the model. Through the
incorporation of dummy detection and query nodes, we show that our model is very flexible in
terms of the variety of intrusion definitions under which it could be used by an analyst for
detection. For the point probability case, we present our Enumerate Operating Points algorithm
which yields the full set of useful detection sets in a given detection scenario. For the uncertain
case, we define the concept of the operating box, the uncertain analog of the traditional operating
point, and show that enumeration of operating boxes is a highly computationally complex
problem, necessitating heuristic approaches. Our contributions in this chapter thus provide the
analyst with new tools for not only performing detection over multiple attack steps in a general
manner, but also for incorporating uncertainty into the detector itself, capabilities that given the
analyst new options for reasoning about potential attacks against the systems they defend.

1.2.3. Analytic Study of the Linear Attack Model
This chapter considers the linear attack chain model and defines two categories of
intrusion under this model. Through analysis, analytical expressions for system parameter values
are obtained for each intrusion type. Using these analytical results, we have identified cases
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where model parameter uncertainty cannot produce corresponding uncertainty in the system-level
detection parameters. These results constitute guidance to practitioners seeking to design a multistep linear detection system because they provide a basis for a practitioner to prioritize
uncertainty reduction efforts.

1.2.4. Experiments
This chapter revisits the linear attack topology considered in Chapters 3 and 5 and
experimentally evaluates heuristics for enumerating operating boxes under this topology. Two
heuristic approaches are defined and the results of each are compared with full enumeration
results against a small attack chain instance under a set of intrusion types. Experimental results
show that both heuristics perform very well with the heuristic based on the Enumerate Operating
Points algorithm providing marginally better results. Additionally, the experimental results of this
chapter show that uncertainty in system detection parameters can vary significantly under the
conditions studied, suggesting the importance of considering the effects of uncertainty in a multistep detection system.
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Chapter 2
Overview of Previous Research
2.1.

Inference in Uncertain Bayesian Networks
Bayesian networks are typically formulated with precise, point estimate of model

parameters, despite the fact that rarely are precise estimates available. This practice of leaving
uncertainty out of Bayesian models has been termed the Bayesian Dogma of Precision [8]. An
alternative formulation involving credal networks (CN) can represent uncertainty in the form of
intervals, as is done in this thesis; however, inference in such networks can be computationally
expensive. For example, Campos and Cozman have shown that belief updating in CNs is NP-hard
[9].
Given the complexity of inference in general credal networks, previous work has focused
on exact approaches in simplified networks and approximate approaches in more general
networks. Fagiuoli and Zaffalon [10] present 2U, an exact inference algorithm for binary
polytrees. This algorithm's time complexity is linear in network size for a fixed number of
parents. A modified version of this algorithm called Loopy 2U was developed by Ide and Cozman
[11] which addresses multiply-connected binary CNs; however, inferences in this algorithm are
approximate. The Loopy 2U algorithm is discussed in more detail in Chapter 4. A fully general
version of this algorithm was developed by Antonucci, Campos and Zafflon called Generalized
Loopy 2U (GL2U) [12]. This generalized algorithm is also approximate but can handle any
network topology and any number of states per variable. GL2U is based on the result that any CN
can be formulated as one with binary variables.
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2.2.

Multi-Step and Uncertainty-Based Intrusion Analysis
In this section we review literature related to security analysis under multi-step attacks or

uncertainty in general.
The combination of Bayesian networks and attack graphs for modeling multi-step
network attacks is discussed in [13]. These researchers emphasize the importance of faithfully
representing uncertainty that must be discovered through a systematic process. While this
approach does not explicitly represent uncertainty in the model, the effects of uncertainty are
examined through the use of sensitivity analysis. Almgren et al. [14] also use the Bayesian
formalism to reason about alerts from different sensors. Their approach improves attack detection
using multiple sensors but does not consider multi-step attacks. Modelo-Howard et al. [15]
propose the use of Bayesian networks for attack detection and present a heuristic for optimizing
the placement of multiple sensors under cost constraints.
Frigault et al. [16] consider the derivation of a Bayesian network from an attack graph
and note the lack of consideration for temporal factors in current approaches. Specifically, they
call attention to the importance of capturing the evolving nature of vulnerabilities in the model
and propose a dynamic Bayesian network approach for modeling this ever-changing security
aspect of networks.
An approach to integrate system monitoring tools and IDS output is proposed in [17]. In
this approach, the Bayesian formalism is used to model observables from these two
complementary data sources. Through the interdependency between attack and system
information, inferences about uncertain alerts are made based on additional observations of
system states.
An approach to emulating human reasoning about uncertain intrusion events is presented
in [18]. This approach uses a logical language augmented with uncertainty tags to infer the
implications of low-level observations. Uncertainty is modeled in a qualitative manner using
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three confidence levels, “possible”, “likely” and “certain” which were found to empirically match
the confidence levels used by security analysts. Using a Prolog reasoning process, highconfidence attack traces were experimentally found from many possible interpretations of lowlevel observational data.

2.3.

Attack Graphs
Global network security models in a graph formulation called attack graphs have been

proposed to model the security state of an enterprise. Such graphs relate the vulnerabilities in
individual network elements, such as individual hosts, to the network interconnections between
those elements to help security administrators understand the potential ways an attacker could
compromise the enterprise’s assets. A given path in an attack graph represents a series of exploits
which, if successfully executed, would lead to an undesirable state. Attack graphs are typically
constructed through knowledge of enterprise vulnerabilities obtained through a systematic selfauditing process conducted by a security administrator using automated scanning tools such as
the commercial vulnerability assessment product Nessus [19]. Once a network is modeled as an
attack graph, a variety of analysis can be conducted such as determining shortest paths to
potential attacker goals, analysis that can facilitate deployment of countermeasures and detection
systems.
Attack graph generation through model checking was proposed by Sheyner et al. [20] and
Richey and Ammann [21]. Model checkers use a formal model of a system to determine whether
a system satisfies a particular property. By checking whether a security property is FALSE, a
model checker can be used to build an attack graph. In Richey and Ammann’s approach, a single
counter-example is enumerated for a given security property, allowing the graph to represent one
attack for a given undesirable property. Sheyner’s approach, in contrast, enumerates all possible
attacks corresponding to a given undesirable property.
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These model checking approaches suffer from scalability problems which have been
addressed by various researchers. Amman et al. [22] proposeda more scalable representation
based on a monotonicity principle which states that the precondition of a given exploit is never
invalidated by the successful execution of another exploit, an assumption which reduces model
complexity from exponential to polynomial. Ammann’s algorithm was incorporated into the
Topological Vulnerability Analysis framework (TVA) [23] which provides a basis for network
hardening and intrusion detection sensor placement. TVA’s exploit model required some level of
manual construction, a limitation addressed by the MulVAL [24] approach which automatically
extracts the vulnerability model from an off-the-shelf vulnerability database. Leveraging the
MulVAL tool, Ou et al. [25] present an approach to building scalable attack graphs based on
logical attack graphs which always have polynomial size in the network being analyzed. Saha
[26] extended the MulVAL framework to improve scalability and practicality by including more
complex security policies and incorporating negation in the logical characterization. An approach
to scalability through relaxing the requirement for completeness is proposed in [27]. In this
approach, a minimum-cost SAT solver is used to find only the k most critical paths in the attack
graph.
The utility of attack graphs lies in their ability to provide a means to optimize security
measures. Noel et al. [28] present a technique for determining sets of hardening measures that
guarantee the safety of critical resources. Also, given costs associated with the hardening
measures, their approach can minimize overall cost. Analysis of attack graphs through adjacency
matrices was proposed by Noel and Jajodia [29]. This approach allows for the determination of
attacker reachability of a given resource in a given number of steps. This permits reasoning about
potential impacts and responses for a given number of attack steps and the determination of the
impact of network configuration changes on the attack graph. Integration of attack graph and IDS
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systems is proposed in [30]. In this approach, system and vulnerability information is used to
prioritize incoming alerts.
The potentially large sizes of attack graphs complicate visual analysis and administrator
comprehension. In [31], visualization techniques to address these challenges are discussed. These
techniques include clustering to reduce clutter and make attack flows easier to understand. An
interactive visualization framework is presented in [32]. This approach provides hierarchical
aggregation of non-overlapping subgraphs of the attack graph and avoids expensive clique
detection through a priori knowledge of the network configuration. A visualization tool called
Network Asset Visualization: Graphs, ATacks, Operational Recommendations (NAVIGATOR) is
presented in [33]. This tool supports future planning by allowing the user to view hypothetical
future states of the network through varying the attacker model. The real-time attack visualization
environment (RAVEN) tool for attack graph visualization is presented in [34]. This tool attempts
to specifically address issues of cognitive scalability and complexity management through
pruning, exploit grouping and the use of a collaborative multi-touch environment.

2.4.

Alert Correlation
Alert correlation techniques attempt to transcend the limitations of traditional IDS

systems that focus on individual alerts which may nonetheless be logically connected. Correlation
can be accomplished in several general ways. One approach is to correlate based on a prior
knowledge of attack semantics using an attack description language such as ADeLe [35], STATL
[36] or LAMBDA [37]. Other approaches associate alerts based on features of the alerts
themselves or on the causal relationship between alerts. Correlation can be performed for various
reasons, including reasoning about potential attacks, improving detection rates and detecting
redundant alerts resulting from the use of multiple IDS systems [38].
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In [39], a framework for alert correlation based on prerequisites and consequences of
intrusions is presented. In this technique, alerts are partially matched based on the consequences
of earlier alerts and the prerequisites of later alerts. Correlation via rules is discussed in [40]. In
this approach, an offline process analyzes a set of attack descriptions and automatically generates
a set of correlation rules. An online correlation process then applies these rules to alerts raised by
an IDS to recognize attack scenarios. A system-level approach to correlation is presented in [41]
where a general model of correlation is described involving a variety of components for specific
functions in the correlation process. These include alert normalization, pre-processing, fusion and
verification. Analysis against intrusion datasets of each component’s performance revealed that a
variety of factors outside of the correlation system itself (e.g. network topology, attack
characteristics, etc.) influence the results and hence components cannot be easily ranked in terms
of their effectiveness.
A technique to correlate alerts from different IDS systems is proposed in [42]. This
approach is motivated by the observation that different IDS systems may have different levels of
trustworthiness and should thus not be treated equally. Dempster-Shafer theory is used as a basis
for assigning differing levels of belief to alerts from different IDSs and Dempster’s combination
rule is used to combine alert evidence an infer whether an attack is taking place.
A technique to discover attack strategies from a series of intrusion alerts is presented in
[43]. This approach constructs a graph from an alert sequence and measures attack strategy
similarity through error-tolerant graph isomorphism techniques. A correlation approach to
identify attacker intentions and predict potential attacks is presented in [44]. This approach
generates causal (Bayesian) networks from attack trees, aggregates and correlates alerts and then
determines the probability of goals and subgoals in the causal network using probabilistic
inference. The use of attack graphs for alert correlation is proposed in [45] which correlates
events by using distances between the associated nodes in the attack graph. Attack scenarios are
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then constructed using these correlated events. Low-pass filtering of the event correlation
sequences was shown to improve results in the presence of false detections.
A distributed approach to alert correlation is presented in [46]. These researchers identify
data storage and processing algorithms to be the most important factors influencing correlation
performance. They address these issues by proposing in-memory alert storage and a columnoriented database in an extensible IDS correlation platform. Another distributed approach is
proposed in [47] which uses a two-stage correlation architecture. The first stage clusters alerts
locally at each IDS and only significant alert patterns are reported to the second, global
correlation stage. A two-stage correlation approach is also proposed in [48] which addresses the
issue of correlation in high-volume network backbone segments.
A method of aggregation and correlation of intrusion alerts is proposed in [49]. This
approach is based on a unified alert data model and a set of rules for alert processing. Using
explicit rules or rules derived from configuration information, relationships are inferred between
alerts and the relationships, not the raw alerts are exposed to the operator. Alert correlation based
on a data fusion paradigm is presented in [50]. In this approach, fields in alert reports are treated
as features in a multivariate matching algorithm. A similarity function defined for each feature
allows the computation of a weighted similarity over overlapping features across alerts. Each new
alert is compared on a similarity basis to existing meta-alerts and the alert is merged or not,
depending on the matching score.

2.5.

Conclusion
In this section we have reviewed literature related to intrusion detection in probabilistic

settings, attack modeling over multiple steps and alert correlation. While a variety of approaches
have been proposed, none of these approaches fully address the goals of this thesis. We note that
there is no modeling approach for multi-step attacks that incorporates model parameter
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uncertainty and propagates uncertainty through to inference results. Additionally, we note that no
systematic approach to detection based on analysis of sensor output in the presence of uncertainty
has been proposed in the literature, both of which are addressed in this thesis.
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Chapter 3
Multi-Step Attacks: Uncertainty Bounding
3.1.

Introduction
In 1987, Denning [51] introduced the concept of a general-purpose intrusion detection

model designed to detect intrusions based on deviations from an existing model of normal system
use. This approach inspired much subsequent research in the area of anomaly detection and the
development of various anomaly-based intrusion detection systems (IDSs). An example of an
early IDS implementation is SRI’s prototype rule-based expert system known as Intrusion
Detection Expert System [52] (IDES) which was later developed into Next-Generation Intrusion
Detection Expert System (NIDES) [53]. Anomaly detection systems like these construct profiles
of normal behavior using machine learning techniques where a training phase incorporating
attack-free data is used to train the anomaly detection algorithms. Following completion of the
training phase, the system operates in the detection phase in which alarms are raised for events
that deviate significantly from the normal profile. Complementary to this approach, another
variety of anomaly detector uses some form of specification of normality to construct the normal
profile. Various types of specification approaches have been proposed, including specification of
application behavior [54] and specification of network protocol behavior [55].
The motivation of this chapter is to address two fundamental IDS issues. The first
underlies all of the disparate forms of intrusion detection based on a probabilistic model, the
problem of confidence in an inference drawn from an IDS sensor’s output. A given probabilistic
model used by an IDS, e.g. Bayesian, can be used to draw a quantitative inference over some
observation, such as whether an exploit has occurred given a sensor has produced an alert, but

19
what confidence can be assigned to such inferences? The answer depends on the confidence in
the model parameters (e.g. false positive rate). We show that high confidence Bayesian inference
is infeasible under typical conditions of uncertain model parameters. We argue that model
parameters cannot be confidently estimated with arbitrarily high confidence and hence IDS
inference uncertainty is an issue to be addressed. Such uncertainty can arise in several ways. First,
in a machine learning context, uncertainty can arise due to size limitations in a training sample.
For example, in a standard N-fold cross validation approach, N estimates of true positive and
false positive rates are obtained from a labeled (truthed) training set. From these N estimates, we
can obtain a mean and variance that can be used to estimate our parameter and parameter
uncertainty values. Note that the variance between folds in our cross validation process will be a
function of training sample size, with potentially significant variance present if limited training
data is used. Such uncertainty can, in principle, be reduced through additional training data but
this is not always practical and thus it may be necessary to operate under uncertainty. Secondly,
uncertainty can arise via imperfect domain adaptation, i.e. a sensor designed to operate effectively
in one domain must be adapted to operate in a different domain (i.e., under different operation
conditions) and such domain adaptation may be technically challenging, resulting in residual
uncertainty regarding the true operating parameters in the target domain.
Secondly, we consider the issues related to a low base rate of intrusion. These issues
include low predictive value and the need for sensors with very low false positive rates when the
base rate of intrusion is low (i.e. false positive rates on the order of the base rate). The issue of
low base rate differs from that of the issue of uncertainty in that the base rate is a parameter at
least partly under the control of the attacker. One the one hand, a low base rate of intrusion is a
benefit for obvious reasons, but it is also a detriment in that it places stringent requirements on a
detection system, as will be seen below.
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We examine both issues and show that neither is fatal because many real-world attacks
involve multiple chained exploits. We refer to probabilistic inference in such cases as multi-step
inference. The traditional case of inferring the occurrence of an exploit via observation of an alert
associated with that one exploit is referred to here as single-step inference. Our analysis shows
that the two issues of inference confidence and predictive value, which can be so acute in the
single-step case, are alleviated in the multi-step case, given our assumptions. To the best of our
knowledge, this is the first work to analyze these issues in the multi-step case.
The biggest limitation of current (profile or specification based) IDS systems is probably
that high false alarm rates necessarily result in a lack of trust in IDS output. In fact, this
limitation is the primary reason for the reality that very few profile/specification based IDS
systems are being seriously used in the field. The significance of our findings lies in the fact that
they suggest a new option for security administrators to "evade" this limitation, one allowing for a
tradeoff in which trust can be prioritized. In multi-step attacks, trust in IDS output can be gained
at the cost of reduced detection speed. The theoretical results demonstrated in this paper enable
this tradeoff by characterizing the conditions under which trust can be gained. The practical
contribution made in this paper is to take a first step toward characterizing this tradeoff in the
context of a linear exploit chain.
The rest of this chapter is organized as follows. Section 3.2 examines the case of singlestep Bayesian inference where it is shown that high confidence, highly predictive inference is
infeasible. In section 3.3 we present an overview of our approach. In section 3.4, the multi-step
case is analyzed and it is shown that issues plaguing the single-step can be alleviated under multistep inference. Section 3.5 presents a study of a particular multi-step case. In section 3.6 we
discuss our results and argue for the tradeoff described above.
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3.2.

The Single-Step Case: Inference Uncertainty and Base Rate Issues
In this section we review a fundamental problem with single-step Bayesian inference, a

problem associated with low base rates of intrusion. Additionally, we show the effect of
parameter uncertainty in this context. Overall, it is clear that the combination of these two effects
renders single-step probabilistic inference infeasible.
Intrusion detection systems (IDSs) are characterized by receiver operating characteristic
(ROC) [57] curves which plot detection, or true positive (TP) rate versus false alarm, or false
positive (FP) rate. In general, detection rate monotonically increases with false alarm rate thus
high detection rates often only can be achieved at the expense of high false alarm rates. Since a
given IDS system can be tuned to operate at any point along its characteristic ROC curve, a
question concerning IDS operation arises: at what point on the ROC curve should the IDS be
operated? One approach is to operate at a point dictated by operational needs [56], such as
choosing a tolerable false alarm rate based on the administrative resources available to investigate
alarms [53]. Another approach is proposed in [58] where costs of alarm responses are modeled
and an operating point is chosen based on minimizing an objective function measuring response
cost.
Regardless of how an operational point is chosen, the values of the system parameters
represented by the point are likely to have a degree of uncertainty for the reasons discussed in the
introduction. For example if a sensor's operational environment differs from that of the test
environment, the inevitable result is uncertainty in the results of detection [59]. If one considers
IDS parameters in an operational setting to be the true parameters, then the parameters derived
under test conditions must be viewed as estimated parameters. These estimates can in principle
vary significantly from the true parameters, depending upon the level of accord between the test
and operational conditions. Given that bias and variance may exist in parameter estimates, it is
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reasonable to consider the consequence of such parameter uncertainty on inferences drawn from a
probabilistic model. Below we consider this question in the single-step case.

3.2.1. The Problem of Low Base Rate
P(E)
θ

E
E

P(A|E)

P(¬A|E)

True

β

1-β

False

α

1- α

A
Figure 3.2.1-1. Single-step Bayesian model

A fundamental limiting factor for the performance of an intrusion detection system is the
false alarm rate. As noted in [56], the posterior probability of an intrusion given an observed alert
can be much lower than the true positive rate when the unconditional probability of intrusion
(base rate) is small. To understand why this can occur, consider the simple, single-step Bayesian
network shown in Figure 3.2.1-1. This simple belief network consists of a single exploit, E, and a
single alert, A. The network is defined by three parameters, θ, α and β. The unconditional
probability of E is θ, also known as the base rate (BR). The base rate is an environmental
parameter which, for realistic intrusion situations, can be very low, on the order of 10-5 [60]. The
conditional probability of A given that E has occurred (TP rate) is β and the conditional
probability of A given that E has not occurred (FP rate) is α. Two quantities of interest can be
derived from this model, the probability that an exploit has occurred given that an alert has been
raised and the probability that no exploit has occurred given that no alert has been raised.
Following [60], we denote these quantities as positive predictive value (PPV) and negative
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predictive value (NPV), respectively. The rules of Bayesian inference dictate the following
expressions for these quantities:

PPV 

p E , A 
p A

3.2.1.a



NPV 


   1   
p E , A
p A

3.2.1.b


1   1   
1     1   

Examination of the derivatives of these expressions with respect to α and β provides
insight into the relationship between each posterior and these sensor parameters. These
derivatives are as follows:

 ( PPV )
 1   


 1      2

 ( PPV )
 1   


 1      2
 ( NPV )
 1   1   


1     1   2
 ( NPV )
 1   1   


1     1   2
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We note the following regarding the above derivatives. First, the derivatives of both PPV
and NPV with respect to β are both non-negative for 0    1 and 0    1 . Thus, both PPV
and NPV are both increasing in β. Second, the derivatives of both PPV and NPV with respect to α
are both non-positive for 0    1 and 0    1 . Thus, both PPV and NPV are both
decreasing in α. These results conform to our intuition: improved true detection (i.e. increasing β)
results in improved predictive value whereas degraded false detection (i.e. increasing α) results in
reduced predictive value.
To understand how PPV and NPV relate to the environmental parameter BR and system
parameters FP and TP, we show contours of PPV for BR=0.1 (Figure 3.2.1-2a) and BR=0.01
(Figure 3.2.1-2b) and NPV for BR=0.1 (Figure 3.2.1-2c) and BR=0.01 (Figure 3.2.1-2d). In these
diagrams, higher values of PPV and NPV are represented with regions of lighter colored shading.
Four regions are shown in the diagrams separated by contours with values 0.85, 0.90, and 0.95.
From these contour diagrams, we note the following. First, high values of PPV can be
achieved only for very restrictive values of TP and FP. This is indicated by the small area
associated with high PPV, area that decreases with decreasing BR. For example, for BR=0.01 and
the highest possible detection rate (TP=1.0), the false positive rate must be less than
approximately 0.001 for PPV > 0.90. For realistic base rates, the trend evident in these diagrams
implies that high a high PPV can only be achieved for impossibly small values of FP. Secondly,
the opposite situation exists for NPV: high values of NPV can be achieved for large ranges of TP
and FP values and these ranges increase for decreasing base rate. These trends between PPV/NPV
and base rate can be understood by considering the limits of PPV and NPV as base rate goes to
zero. From (3.2.1.a) and (3.2.1.b) these limits can be readily determined to be:

Lim PPV  0

 0
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Lim NPV  1

 0

Hence, for small base rates, usefully high values of NPV can be obtained but the same is
not true for PPV. Given that the base rate of intrusion can easily be on the order of 10-5 or
smaller, it follows that very small false positive rates are required for useful Bayesian inference in
single-step scenarios. For example, given a .999 probability of detection (TP) and a 0.001 base
rate, we require a false positive rate on the order of 0.0001 to achieve a 90% PPV. Such
unrealistic levels of false alarm rate constitute a well-known fundamental problem with Bayesian
inference in intrusion detection [56]. This issue stems from the fact that some observables
processed by sensors are produced by both normal and anomalous processes. Consequently such
an observable cannot be classified with zero error into either a normal or malicious category and
hence a non-zero false alarm rate is an inevitable fact of any IDS based on current approaches
[61].
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Figure 3.2.1-2. PPV contours (a,b), NPV contours (c,d)

3.2.2. The Problem of Parameter Uncertainty
Aside from the problem of low PPV in realistic scenarios, there is another problem with
Bayesian inference in an intrusion detection scenario. As observed above, IDS sensor parameters
such as detection rate and false alarm rate are typically tuned based upon performance against a
test data set. Thus IDS parameters in many cases may be only estimated values, estimates that
could deviate from their corresponding true parameter values. Additionally, environmental
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parameters, such as unconditional probability of exploit, are also subject to estimation
uncertainty.
To investigate the effect of parameter uncertainty, we conduct a sensitivity analysis of the
single-step Bayesian model in which the model parameters are treated as random variables and
the probability density of PPV is determined. Under this transformation, PPV becomes a random
variable whose variance constitutes the uncertainty in the posterior inference.
For this analysis, we assume the base rate θ is known. In practice, this environmental
parameter is not known but for present purposes only uncertainty in system parameters TP and FP
is considered. Variation in TP and FP will produce variation in the inference PPV. This variation
in PPV constitutes the uncertainty in the inference drawn from the Bayesian model. We define
uncertainty U as the range in PPV values, i.e. the difference between the maximum and minimum
possible values of PPV.
This uncertainty in PPV results from uncertainty in parameter values. In this chapter,
parameters are assumed to be uniformly distributed over an interval centered on their estimated
value. Let the estimated value of parameter v be vest and vw be the length of the uncertainty
interval for v. Then the distribution of values of parameter v is given by

f V (v ) 

1
, vest  v w  vest  vest  v w
2v w

Figures 3.2.2-1a-d show the PPV density and resulting uncertainty for three base rate
values: 0.1, 0.01 and 0.001 and several values of parameter uncertainty. These plots were
obtained via simulation by uniformly selecting random values of TP and FP and computing PPV
according to (3.2.1).

28

a

b

c

d

FP=0.05±0.05
TP=0.95±0.05

FP=0.05±0.05
TP=0.95±0

FP=0.05±0.01
TP=0.95±0.05

FP=0.01±0.01
TP=0.95±0.05

Figure 3.2.2-1 PPV distributions

From these diagrams, we note the following. First, the PPV densities are uni-modal with
peaks at decreasing values of p for decreasing values of BR. This trend reflects the base rate
effect described above; the expected PPV decreases with BR. Secondly, note that PPV
uncertainty can be very large when FP can approach zero. This is evident in Figures 3.2.2-1a,b,d
which exhibit long tails in the PPV distribution. In Figure 3.2.2-1c, these long tails are not present
because the FP distribution does not approach zero. This result underscores the extreme
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sensitivity of PPV uncertainty to FP; low values of FP are highly desirable but unless the
uncertainty in FP is very small, a large uncertainty in PPV can result.

3.3.

Overview of Approach
In the previous section, we demonstrated two issues in the single-step case. First, we

reviewed the well-known result that for realistic base rates, high PPV can only be achieved for
very low false positive rates. Secondly, we showed that high PPV uncertainty can result from
small parameter uncertainty.
Our observations in the previous section motivate us to understand the issues surrounding
low base rate and inference uncertainty in the multi-step case. Our goal in this work is to show
that these issues can be mitigated in the multi-step case and to identify the conditions under which
useful levels of PPV and PPV uncertainty can be achieved. To accomplish these goals, we present
a general linear multi-step model in and analyze that model via simulation. As in the single-step
case, simulation is performed using uniform random values of the TP and FP model parameters.
Uncertainty is obtained in accordance with the definition above by determining the range of PPV
values.

3.4.

Probabilistic Model for Uncertainty-Bounding Multi-Step Analysis

3.4.1. General Linear Model
In this section we extend the simple model given in Figure 3.2.1-1 to a general linear
multi-step exploit chain shown in Figure 3.4.1-1. Our linear exploit chain models a multi-step
attack scenario where a linear sequence of N exploits is executed to accomplish a specific
attacker goal. At each step in the chain, the current exploit Ej can only be attempted if the prior
exploit Ej-1 was successful. Such a linear dependency between exploits is a particular instance of a
more general dependency relation among exploits that can be expressed via an attack graph [12].
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Figure 3.4.1-1. Linear exploit chain model

In the linear exploit chain model, it is assumed that an IDS sensor exists for each exploit
Ej. For each sensor, there is a corresponding false alarm rate αj and detection rate βj associated
with the sensor’s output Aj. Because an exploit Ek+1 cannot be attempted until the prior exploit Ek
is successful, the conditional probability P(Ek+1|¬Ek) is zero. We assume that an attacker is free to
choose whether to attempt exploit Ek+1 after successfully executing exploit Ek. Thus we consider
P(Ek+1|Ek) to be another model parameter γ which is assumed constant for all stages of the attack.
Of course we expect that γ will be very high for real-world attacks, perhaps 1 in most cases since
an attacker motivated enough to initiate a multi-step attack sequence is presumably sufficiently
motivated to pursue the attack until the attack goal is realized. For all analysis in this paper, γ is
assumed to be 0.99. Note, however, that attacker motivation is a necessary but not sufficient
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condition for successful exploitation. The attacker must additionally execute the proper attack for
the given vulnerability.
Note that in this section we analyze PPV = P(E0=1|A0=1,A1=1…AN-1=1) for an N-step
model. In other words, we analyze the event corresponding to the intersection of all the individual
alert events (i.e. the event in which all sensors issue an alert). Consider that an N-sensor detection
system can exist in an of 2N states at a given time, the state corresponding to the 2N possible
sensor output patterns. An analyst monitoring the outputs of the N sensors could, in principle,
choose any one of these output patterns, or combination thereof, as a detection condition, i.e. the
N

analyst could choose any subset of these patterns. Given that there are 2 2 subsets, the analyst
clearly has a large number of choices, only one of which is the single output pattern
corresponding to the intersection of all alerts that we analyze in this chapter. More comprehensive
analysis is conducted in later chapters in which detection across all possible sensor output
combinations is considered.

3.4.2. Multi-Step Attack Example
To illustrate our Bayesian model, consider the following example taken from [24]. In this
scenario, a web server resides in a DMZ network exposed to the Internet through a firewall. A
second firewall segregates the DMZ from the internal LAN which contains a file server and a
workstation. The workstation mounts an NFS file share from the file server, a file share
containing binary executables. This configuration is shown in Figure 3.4.2-1.
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Figure 3.4.2-1. LAN configuration, adapted from [24]

In this example, the attacker’s goal is to execute code on the workstation with root privilege.
To accomplish this goal, the attacker needs to exploit vulnerabilities in the web server and file
server. The sequence of steps executed by the attacker is as follows:
1. The attacker exploits a vulnerability on the web server and gains execute privilege on the
web server.
2. Access controls in the firewall separating the DMZ from the internal LAN permit access
to the file server from the web server. The attacker uses execute privilege on the web
server to exploit a vulnerability on the file server and gain root access on the file server.
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3. The attacker uses file server access to modify arbitrary executable files on the file server
which are later executed on the workstation.
We can represent this attack in the form of a 3-step model as shown in Figure 3.4.2-2.
This model includes three exploit variables, E0, E1 and E2, corresponding to the three steps
described above. For each exploit we assume the existence of an associated IDS sensor with a
detection rate of βj and false alarm rate αj. For step 1 in which a web server is compromised
remotely, a signature-based IDS sensor programmed to detect buffer overflows is a likely choice.
Such a sensor is likely to have a very high detection rate and a very low false positive rate. For
steps 2 and 3 we might use anomaly-based sensors having lower detection rates and higher false
positive rates than the signature-based sensor 1. Regardless of the sensors used, in principle we
can conceptualize them as parameterized by TP and FP rates that can be estimated. Given an
estimate of the base rate of attack (θ), and estimates of TP (βj) and FP (αj), we can draw
inferences from this model given the observations of alerts from the sensors.
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Figure 3.4.2-2. 3-step model

3.5.

Linear Model Analysis
In this section we analyze the linear model in presented above. In section 3.5.1 we

examine the effect of varying base rate on PPV with zero parameter uncertainty. In section 3.5.2
we examine the effect of parameter uncertainty on PPV.

3.5.1. Effect of Base Rate on PPV Under Zero Parameter Uncertainty
Imagine an IDS that outputs alerts along with an associated probability of the associated
exploit. From the perspective of a security administrator interpreting this IDS output, the
probability represented by the inference must be high; otherwise it will not motivate one to take
action. In the single-step case, it was shown that for low base rates, low PPV will result unless the
sensors false positive rate is very low. Our hypothetical IDS will produce low PPV values and
thus fail to provide the administrator with useful information.
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Figure 3.5.1-1. PPV vs. BR

In Figure 3.5.1-1 we present curves of PPV as a function of BR for four different false
alarm rates. Note that PPV is highly sensitive to BR, as in the single-step case. For low false
positive rates (FP < 0.01), high (> 0.9) PPV values can be achieved for all model sizes of at least
2 steps if the base rate is no lower than 10-5. For higher FP rates, it can take many steps to achieve
a high PPV. Consider for example a sensor with a false positive rate of 0.0001 and a base rate of
10-5. As Figure 3.5.1-1a shows, such a sensor only has a PPV of about 0.10 if operated by itself
(single-step). However, a pair of such sensors can provide a PPV of almost 1.0 at the same base
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rate. However, for a false positive rate of 0.001, the PPV for a pair sensors is only 0.90 but a PPV
of nearly 1.0 can be achieved by three sensors (Figure 3.5.1-1b).

3.5.2. Effect of Parameter Uncertainty on PPV Uncertainty
Our analysis has examined the uncertainty in PPV for the linear model for model lengths
up to five. In the single-step case, low uncertainty can only be obtained under conditions of very
low base rate or very low parameter uncertainty. Since low base rate in the single step case
implies low PPV, it is only under conditions of very low parameter uncertainty that low PPV
uncertainty can be obtained in the single-step case. Clearly, high-confidence (i.e. low uncertainty)
inference is infeasible in the single-step case.
The results of the multi-step case, however, are not equally hopeless. This is due to the
relationship between PPV uncertainty and model size shown in Figure 3.5.2-1 which shows
results obtained by simulation. This figure plots the maximum FP parameter uncertainty under
which a given PPV uncertainty can be obtained as a function of FP. Results for four base rates are
shown: 10-6, 10-5, 10-4, and 10-3 in Figures 3.5.2-1a-d, respectively. In each figure, three curves
are shown for each of three model sizes, 3-step, 4-step and 5-step. The three curves shown for
each model correspond to three different PPV uncertainty values: 0.01 (shown in red), 0.05
(shown in green) and 0.10 (shown in blue).
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BR=10-5
FP Uncertainty

FP Uncertainty

BR=10-6

BR=10-3
FP Uncertainty

FP Uncertainty

BR=10-4

a
c

b
d

PPV Uncertainty:

0.01 (Red)
0.05 (Green)
0.10 (Blue)

5-Step
4-Step
3-Step

Figure 3.5.2-1. Max parameter uncertainty

The relationships identified in Figure 3.5.2-1 facilitate IDS design by defining system
parameter requirements needed to support a desired PPV confidence level. For example, in the 5step case for a base rate of 10-5, if a PPV uncertainty of 0.01 is desired, and the FP rate is
estimated to be 0.03, the red 5-step curve indicates that the maximum FP uncertainty under which
this PPV uncertainty can be achieved is 0.01. In other words, the true FP rate must lie in the
interval 0.03±0.01 to achieve a PPV within a tolerance of 0.01. If our PPV uncertainty tolerance
increases to 0.05, the tolerable FP range increases to approximately 0.03±0.025. For a PPV
uncertainty of 0.10, the tolerable FP range becomes approximately 0.03±0.035. Note that the
uncertainty in PPV as defined above is the difference between maximum and minimum PPV
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values. This is driven by the extreme values of FP. Thus when our uncertainty in FP is low, we
can tolerate a higher estimated FP for a given PPV uncertainty. Conversely, when uncertainty in
FP is high, the estimated FP must be low.
Note the deleterious effect of small base rate evident in Figure 3.5.2-1. As BR decreases,
the maximum FP at which a given PPV uncertainty bound can be achieved decreases. This is the
same fundamental base rate issue discussed in the single-step case; it has not disappeared in the
multi-step case but instead is mitigated.

3.5.3. 3-Step Example Under Heterogeneous Configurations
The above analysis assumed homogeneous configurations where each sensor had
parameter characteristics that were identical with all of the other sensors in the model. Of course
in real-world situations sensors can have very different characteristics and heterogeneous
configurations may be common where some sensors have signature detection characteristics (i.e.
low FP, high TP) and some may have anomaly detection characteristics (i.e. higher FP, possibly
low TP). In this section we analyze a specific heterogeneous 3-step example.
Table 3.5.3-1. Model Parameters

Parameter
TP
FP

Sensor
1
2
3
1
2
3

Estimate
Varied between 0.7 and 0.99
0.99
Varied between 0.7 and 0.99
Varied between 0.001 and 0.1
0.001
Varied between 0.001 and 0.1

Uncertainty
±0.1
0
±0.1
±0.01
0
±0.01

This example consists of a 3-step model with parameters as shown in Table 3.5.3-1 for
base rates of 10-4 and 10-5. Sensor 2 is modeled as a high detection rate, low false positive rate
sensor, i.e. a sensor with signature detection characteristics. Also, sensor 2 is assumed to have
zero-uncertainty parameter estimates. Sensors 1 and 3 are modeled as anomaly style sensors with
variable TP and FP rates and non-zero parameter uncertainty.
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To analyze this heterogeneous configuration, simulation was performed over a 2dimensional analysis space consisting of the estimated FP and TP parameter values. Sensor 1 and
sensor 3 were each modeled as having an estimated FP and TP value in the range shown in the
table above. Next, an N=100 random sample was uniformly drawn based on the parameter
uncertainty indicated in the table and applied to the estimated parameter values to obtain the
actual parameter values. For each point in the 2-dimensional analysis space, the uncertainty in
PPV resulting from the N=100 random sample based on the uniform distribution centered on the
estimated parameter values was obtained.
The results of simulation analysis of this model are presented in Figure 3.5.3-1 which
presents PPV uncertainty over the 2-dimensional analysis space of estimated FP and estimated TP
for two base rates, 10-4 and 10-5. Figures 3.5.3-1a and 3.5.3-1b show the same result for BR=10-5
from two different viewing angles and 3.5.3-1c and 3.5.3-1d show the same result for BR=10-4.
Note that PPV uncertainty is much less sensitive to detection rate (TP) than false positive rate
(FP) in this case. As Figure 3.5.3-1 shows, higher tolerance for parameter uncertainty can be
assumed in this heterogeneous 3-step case than that shown in Figure 3.5.2-1 which reflects the
homogeneous 3-step case. At a base rate of 10-5, for example, Figure 3.5.3-1b shows that an FP
rate of approximately 0.01±0.01 can be tolerated while still providing a PPV uncertainty of
approximately 0.05. In contrast, Figure 3.5.2-1b shows that for the 3-step case and a maximum
PPV uncertainty of 0.05, the maximum FP uncertainty that can be tolerated for an estimated FP of
0.01 is much less than 0.01.
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a b
c d
Figure 3.5.3-1. PPV uncertainty in Heterogeneous Case

3.6.

Normative Implications: a Speed/Accuracy Tradeoff
The results discussed above represent the basis for flexibility in IDS administration.

Specifically, they define a relationship between speed and accuracy. Speed in this context
depends on the number of sensors whose output is used for inference, i.e. the model size. During
an attack, we must wait for the attack to progress to observe alerts from the various sensors. This
latency represents a loss of detection speed and response agility; however this latency, on the
other hand, also enables an increase in PPV inference confidence due to the relationship between
posterior uncertainty and model size.
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We argue that trading speed for confidence can make sense in situations where the
reduced timeliness of detection is still adequate to prevent the attacker’s goal. To illustrate this
point, consider the 5-step attack represented in Figure 3.6-1. Responses to alerts generated by
exploit E0 are, by definition, timely because such alerts represent the earliest evidence of attack.
However, such alerts might give little confidence that exploit E0 has actually occurred due to
factors contributing to low PPV and high PPV uncertainty in the single-step case. Given that the
attacker’s goal cannot be realized until exploit E4 has been accomplished, it is reasonable to
consider decision latencies l1, l2, and l3 as shown in Figure 3.6-1. Delaying a decision until one of
these latencies has elapsed still leaves a non-zero interval for response prior to the execution of
the final exploit and achievement of the attacker’s goal. Whether such latencies should in fact be
accepted of course depends upon the timing characteristics and risk/exposure of a particular
situation. In some cases, the risk associated with increased delays may simply be unacceptable.

E0

E1

E2

E3

l1

E4
Attacker’s
Goal

l2
l3
Figure 3.6-1. 5-step attack

The optimal choice of delay depends on PPV and associated uncertainty for each choice
of delay. For a particular delay one or both of these quantities may have a value that is not useful,
necessitating increased delay for an optimal decision. The right choice of delay for a given
situation can in principle be determined by an objective function incorporating latency costs and
expected utility of predictive value, an analysis that is outside the scope of this chapter.
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3.7.

Limitations
There are several limitations to our work. First, our linear model itself is limited. Clearly,

there may be multi-step attacks which follow different model topologies. Also, we make
restrictive assumptions regarding model parameters. Specifically, the analysis in section 3.5.1
focused on the homogeneous case where all sensors had identical characteristics. Also, we
assume a constant, zero-uncertainty base rate. We expect that real-world situations include
sensors with very different characteristics as well as an uncertain base rate. Additionally, our
model assumes conditional independence between different exploits and their corresponding
alerts, i.e. exploit j can only produce alert j, not alert i. In general, this may not be the case since
similarities between different exploits may lead to the same alert. Also, as noted above, we only
analyzed one of the 2N possible alert sets that can be generated by an N-step model. Although we
have examined the most likely set, we note that a comprehensive analysis should cover all
possible sets. Consideration of attack detection under these other sets is considered in subsequent
chapters of this thesis.
Our analysis simplistically assumes alerts can be reliably associated with the appropriate
attack stage. Such knowledge must be first obtained via other means, such as alert correlation
methods [62]. Such methods are limited when alerts are missed but missed attacks can be
addressed through the fusion of complementary alert correlation methods [63]. To further address
this limitation, attack graph analysis techniques [20, 25, 64] can be used which can result in a
comprehensive set of multi-step attacks through vulnerability analysis. These attack
specifications define the sequence of steps belonging to the same multi-step attack. Such
specifications can be used together with alert correlation tools to avoid mistakes in correlating
alerts and identifying missing alerts.
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3.8.

Conclusions and Future Work
We have shown that parameter uncertainty in the single-step case renders low uncertainty

inference infeasible. We have shown that high PPV and low PPV uncertainty can be achieved in
the multi-step case. Thus the inference problems inherent in the single-step case can be mitigated
in the multi-step case. This necessarily comes at a price. High PPV confidence can only be
achieved at the cost of latency which results from the need to wait for observation of alerts
associated with exploits further downstream in the attack chain. Fundamentally this relationship
suggests a tradeoff for security administrators. Speed in detection can be traded for accuracy in
inference. This tradeoff in our opinion can be warranted in situations where confidence in alerts is
sufficiently low that alerts are left ignored. Essentially we assert that a high-confidence decision
that is delayed can be preferable to a timely low-confidence decision.
This work represents a first step toward understanding inference uncertainty in multi-step
attacks. While this work does give insight into the basic problem, much work remains. We plan to
survey multi-step attacks to understand the space of relevant model topologies and to analyze
uncertainty in higher dimensions to remove our restrictive parameter assumptions. Also, we plan
to extend the analysis to alert sequences not examined here for a more comprehensive treatment.
Additionally, further work is required to model the costs of latency to enable an optimized choice
of detection latency.
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Chapter 4
System-Level Detection via Operating Boxes
Abstract
In this chapter we adopt a rational practitioner perspective and systematically examine
the issue of attack detection in the presence of uncertainty in the context of multi-step attacks. As
a result, we present several contributions. First, we comprehensively address intrusion detection
in the multi-step case via a Bayesian approach and show how uncertainty can be incorporated into
the model. Through the incorporation of dummy detection and query nodes, we show that our
model is very flexible in terms of the variety of intrusion definitions under which it could be used
by an analyst for detection. For the point probability case, we present our Enumerate Operating
Points algorithm which yields the full set of useful detection sets in a given detection scenario.
For the uncertain case, we define the concept of the operating box, the uncertain analog of the
traditional operating point, and show that enumeration of operating boxes is a highly
computationally complex problem, necessitating heuristic approaches. Our contributions in this
chapter thus provide the analyst with new tools for not only performing detection over multiple
attack steps in a general manner, but also for incorporating uncertainty into the detector itself,
capabilities that given the analyst new options for reasoning about potential attacks against the
systems they defend.

4.1. Introduction
Current approaches to detection focus on single events and do not explicitly represent
detector uncertainty in their design. Tools that would allow an analyst to comprehensively detect
attacks across multiple events under uncertainty would benefit the analyst by providing additional
options for reasoning about attacks. In this chapter we consider the design of a general detector
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incorporating uncertainty in the context of multi-step attacks. We assume that an attacker has a
focused goal requiring the successful execution of a particular set of exploits, culminating in the
compromise of a critical enterprise asset or set of assets. Our present concern lies with detecting
intrusion events occurring along the sequence of exploits that lead toward the attacker's goal, i.e.
we seek to detect events on the attack path, which Jajodia [65] defines as follows:
That is, some security condition agoal is designated as the goal of the
attack. An attack path is then the sequence of exploits s j1 , s j2 ,  , s jl that leads to
agoal becoming true (p. 3).
Note that we are not restricting our analysis in this chapter to a linear sequence of attack steps, as
in the previous chapter. Instead, the sequence of exploits may relate to one another in an arbitrary
manner.
The sequence of exploits attempted by the attacker can be dictated by simple necessity, or
by choice of the attacker. In the former case, the attacker may have no other choice but to attempt
a particular sequence of exploits because the conditions surrounding goal attainment can only be
achieved incrementally, via a constrained set of actions. In the latter case, the attacker may
choose to execute multiple attack steps when fewer (or even a single) steps are necessary for goal
attainment out of a desire for covertness, i.e. a desire to conceal the attacker's origin [66].
In this chapter we analyze IDS performance under uncertainty at the system-level within a
Bayesian probabilistic context. By this we mean that we define system-level true positive (TP)
and false positive (FP) rates for an IDS consisting of multiple sensors. For such a system, we
assume that a set of binary sensors exists, sensors which provide evidence for the occurrence of
some event of concern to the system analyst. Each sensor is tuned to detect a particular event or
set of events, such as the transit of data containing a possible buffer overflow attack in the case of
a network-based sensor, or the occurrence of an anomalous sequence of system calls in the case

46
of a host-based sensor. Detection, for a sensor, entails issuing an alert to some recipient, such as a
management console manned by analyst whose responsibility it is to reason about and respond to
alerts. While alerts can be analyzed and reasoned about in isolation, purely within the context of
the particular exploit they are designed to detect, they can also in principle be analyzed within a
larger context, the context of multi-step attacks. Within this context, it is not only the output of a
single sensor that may concern an analyst, but an ensemble of sensor outputs, corresponding to a
set of sensors deployed in such a way as to capture an evolving attack.
A pressing issue that can, in principle, arise when one reasons over an ensemble of sensor
outputs is the issue of inference quality when the sensors comprising the detection system
themselves are of imperfect quality. By imperfect sensor quality, we mean that the specifications
assumed for the sensor, i.e. the sensor’s true positive and false positive rate, are not precisely
known but are imprecisely estimated. Such imprecision may be an inherent aspect of the sensor
itself, resulting, for example, from insufficient training data, or it may result from external
factors, such as operating the sensor in an environment whose characteristics differ from those
assumed during the sensor’s design. We address this issue by proposing a multi-sensor detection
approach that accounts for sensor quality by quantitatively modeling uncertainty in sensor
parameters and propagating this uncertainty through the inference process to provide a
quantitative measure of output uncertainty.
The present chapter complements the work of Chapter 3 but differs from it in several
ways. First, the analysis of Chapter 3 concerned only a single detection configuration of our
multi-step IDS, the configuration corresponding to detection under the event of all N sensors
having issued an alert, i.e. the intersection of all N alerts. Under this single-configuration, the
analysis of Chapter 3 focused on the predictive quantity PPV (and NPV) and examined how
predictive value was affected by the length of the attack chain, base rate and model parameter
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uncertainty. In the present chapter, however, we do not consider only one detection configuration,
i.e. we no longer only consider the case of the intersection of all alerts but rather all possible
detection configurations. Secondly, the present chapter considers additional posterior
probabilities than PPV and NPV to support analysis of multiple detection configurations. These
posteriors are system-level true positive and false positive rate, which, as will be shown below,
form the basis under which a practitioner can choose between several potential system detection
configurations.

4.2.

Theoretical Preliminaries: Interval Propagation in Bayesian Networks
The approach proposed in this chapter leverages prior work in interval propagation

through Bayesian networks. In this section we first review the standard message passing approach
to distributed inference in Bayesian networks followed by the interval-based variant which forms
the basis of our uncertainty modeling approach.
Note that a brute-force alternative to interval propagation is available for determining the
upper and lower limits (uncertainty) of a Bayesian posterior. This is based on the fact that these
extrema must lie on vertices of the constraint region (see Appendix for a proof of this).
Consequently, a search-based solution is possible, although such a solution would scale very
poorly with network size which is why the interval propagation approach reviewed below was
proposed.

4.2.1. Message Passing for Point Probabilities
Pearl [67] presents algorithms for causal trees and causal polytrees (singly-connected
networks). These algorithms operate according to a process of belief propagation, in which a
node’s posterior probability given the available evidence is propagated through the network via
messages that trigger receiving nodes to update their own belief and send out new messages to
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their immediate neighbors. By following a set of propagation rules, the belief of all the nodes in
the network can be computed in this distributed manner.
Following

Pearl’s

notation,

let

X

denote

a

node

under

consideration,

Let U  U 1 ,  , U n  represent the set of X’s parents and Y  Y1 ,  , Ym  represent the set of X’s
children. e denotes the set of available evidence with e  e X  e X where e X represents the
evidence in the network below X (i.e. connected to X through its children Y) and e X represents
the evidence in the network above X (i.e. connected to X through its parents U). BEL(x) is the
belief that node X has value x, i.e.

BEL( x)  P( X  x)
By virtue of the network separation between X’s parents and children, Pearl notes that BEL(x)
can be expressed as the following product:

BEL( x)  P(e X | x) P( x | e X )
  ( x) ( x)
where  is a normalizing constant.

(4-1)
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Figure 4.2.1-1 Polytree Fragment, adapted from [67]

Separating the parents and children of node X as shown in Figure 4.2.1-1, Pearl decomposes the
two evidence subsets as follows:


 e

e X  e XY1 ,, e XYm
e X


U1 X




,, eU n X

where e XY j represents the evidence in the subnetwork below child node Yj and eU i X represents
the evidence in the subnetwork above parent node Ui. Leveraging the semantics of Bayesian
networks, Pearl then can express the quantities  and  as follows:

 ( x)  P(e X | x)
(4-2)

m

  Y j ( x)
j 1

 ( x)  P( x | e X )
n

  P( x | u )  X (ui )
i 1

u

where Y j (x) and  X (u i ) are given by

Y ( x)  P(e XY | x)
j

j

(4-3)
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 X (u i )  P(u i | eU X )
i

Given the above quantities, node X can compute its belief as:
n
 m


BEL( x)    Y j ( x)  P( x | u )  X (u i )
i 1

 j 1
 u

The quantities Y j (x ) and  X (u i ) needed by node X to compute the above computation
are provided by child and parent nodes, and are referred to as  and  messages, respectively.
Each node will send  messages to its parents and  messages to its children, based upon a
propagation scheme defined by Pearl. These messages are defined by Pearl as:

 X (u i )     ( x)  P( x | u1 ,, u n )  X (u k )
u k :k  i

x





 Y ( x)    Y ( x)
j



k j

k





u1 ,,u n

(4-4)

k i

P ( x | u1 , , u n )  X (u i )

(4-5)

i

Having established the quantities above, Pearl then defines the following procedure for
inference in polytrees:
Step 1 – Belief Updating: When node X receives a  message from its child or a

 message from its parent, it updates its belief according to (4-1).
Step 2 – Bottom-Up Propagation: Node X computes new  messages to send to its
parents according to (4-4).
Step 3 – Top-Down Propagation: Node X computes new  messages to send to its
children according to (4-5).
Through the above procedure, messages are passed through the network and the impact
of new evidence becomes globally distributed. Equilibrium is reached when no new messages are
generated (note that an activated node does not send a new message out along the incoming link
which conveyed the message resulting in node activation).
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4.2.2. Interval Propagation in Polytrees
The previous section reviewed Pearl’s belief updating scheme for polytrees but this
scheme is limited in that it is only defined for point probabilities. Consequently, it cannot be used
to compute uncertainty in belief given uncertainty in network parameter values. This limitation
was addressed in [10] where an extension to Pearl’s scheme for interval-based probabilities is
presented. In this approach, called 2U, interval model parameters for a binary belief network are
propagated through the same message passing paradigm as Pearl, with message intervals taking
the place of point-valued messages and new optimizations being conducted to obtain the message
extrema. These modifications are summarized below.
The presence of the normalizing constant in (4-1) prevents straightforward computation
of the extremes of belief. Thus, the starting point for 2U is the representation of belief in a
modified form, viz:

P ( x | e) 



P ( x | e)
P ( x | e ) P ( x | e )

 ( x) ( x)
 ( x) ( x)   ( x ) ( x )

  1
 1
 1  
 1 X
   ( x)  






(4-6)

1

where X   ( x) /  ( x ) is a new quantity defined for 2U.
Under 2U, quantities analogous to (4-2) through (4-5) are defined with modifications resulting
from the new term X . These are as follows:
n

 ( x)   P ( x | u )  X (u i )
u

i 1
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X   XY j
j


  1
 1
 Y j ( x)  1  
 1
X
   ( x)    Yk
k j








1

 ( x | u i )  X  1

1



Ui
Xj



 ( x | u i )  X  1

1

where

 (x | U i ) 



U k U i

P ( x | U )  x (U k )
k i

The above expressions represent normalization constant free equivalents of their
counterparts in Pearl’s scheme (note that  (x) in 2U is identical to that of Pearl). Computation of
belief extremes, however, requires an optimization process over (4-6). This necessitates the
definition of max and min versions of the above quantities which are given in [10] as:

 ( x) 
 ( x) 

  1
 1
 1 X
P( x | e)  1  
   ( x)  






1

  1
 1
 1 X
P( x | e)  1  

   ( x)  






1

min

 P( x | U ) 

x

(U i )

 P( x | U ) 

x

(U i )

j{1,, n}
U
 X ( u j ){ X ( u j ), X ( u j )}

min

k i

j{1,, n}
U
 X ( u j ){ X ( u j ), X ( u j )}

k i

   Yj
X

X

j

   Yj
X

X

j
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  1
 1
 1
 Y j ( x)  1  
X
   ( x)    Yk
k j








1


 
 1
1
 1
 Y j ( x)  1  
X
   ( x) 

Yk


k j









1

 Xi 
U


ˆ U i (X ) 

 max
X
X
j{1,, n}
X {  X ,  }


 X ( u j ){ ( u j ), X ( u j )}
min
X

Ui

X 

U

ˆ Xi (X ) 

 max
X
j{1,, n}
 X { X , }

 X ( u j ){ ( u j ), X ( u j )}

min
X

Ui

ˆ (X ) and 
ˆ X (X ) are computed according to a table provided in [10].
where 
X
Ui

4.3.

Bayesian Model
As in the previous chapter, we use the Bayesian formalism to represent our intrusion

model. Our model consists of exploit and sensor nodes with conditional probability tables
containing the parameters of the model. Unlike the previous chapter, we do not assume any
particular network topology in the present chapter. The algorithms developed in this chapter are
not dependent upon any particular topology assumptions. New elements of the model in the
present chapter include additional nodes that are required to perform the detection and query
functions required for system-level detection, as described below.
To reason across sensor output in a multi-step attack context, we assume that an analyst
has a concern which is translated into a query against our model. For example, an analyst may
want to know whether evidence exists that a multi-step attack is in-progress. We consider systemlevel alerts, or their absence, to constitute answers to such queries, answers that arise from a
detection process operating at a level of abstraction above that of the individual sensor. Groups of
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sensors are analyzed under our approach perform detection of the occurrence of a query event.
This query event can be anything expressible as the value of a variable that can be instantiated
within the Bayesian IDS model we use, a variable we refer to as the query node. For example, the
exploit nodes in the linear model of the previous chapter can be treated as query nodes; in this
case, the query event would be that the exploit node under consideration has assumed the value of
TRUE in that binary Bayesian model, indicating that an exploit of that node had successfully
occurred. However, we are not limited to query events consisting of single node defined in the
model. We are free to define more complex events consisting of functions of node variables, such
as a Boolean function through the use of dummy nodes that we define for analytic purposes, as
explained below.
At the level of an individual sensor, the TP and FP parameters refer to the probability of
the sensor issuing an alert given that the attack for which the sensor is designed has occurred or
not occurred, respectively. At the system level, where multiple sensors are used to determine
whether to issue an alert, we define true positive and false positive rates in an analogous manner
and denote these as S_TP and S_FP, respectively. The observables at this level are not the host or
network level observables processed by sensors but rather the sensor outputs themselves. In other
words, the sensors represent a lower level of processing, the output of which comprise the input
to the final level of processing at which system-level alerts are issued.
Let Q represent the binary query node that represents the analyst's event of concern. Let
A represent the binary detection node that represents whether or not a system-level alert is issued
based on the observed set of sensor states. We define S_TP and S_FP as follows:

S _ TP  P( A  TRUE | Q  TRUE )

(4-1a)

S _ FP  P( A  TRUE | Q  FALSE )

(4-1b)
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Note that the event A=TRUE in Chapter 3 was defined in very restrictive terms, specifically that
N all sensors issued an alert. In the present chapter, the flexibility introduced through the use of
the dummy node A permits arbitrary definitions of system-level alerts and thus we no longer
consider only the intersection of the N sensor alert events.
Because we are concerned with the effects of model parameter uncertainty on the
resulting system parameters, S_TP and S_FP, we additionally define upper and lower posterior
values as follows:

P( A | Q) 
P( A | Q) 

min

P( A | Q)

(4-2a)

max

P( A | Q)

(4-2b)

model parameters

model parameters

Using this notation we define the minimum and maximum system-level true positive and false
positive rates as follows:

S _ TP  P( A  TRUE | Q  TRUE )

(4-3a)

S _ TP  P( A  TRUE | Q  TRUE )

(4-3b)

S _ FP  P( A  TRUE | Q  FALSE )

(4-3c)

S _ FP  P( A  TRUE | Q  FALSE )

(4-3d)

The optimization required for (4-2) is performed by the interval propagation scheme
described above. This scheme processes interval-based model parameters which represent the
minimum and maximum possible values obtainable by that parameter. We assume these limits are
available as confidence estimates obtained during the design process in the case of sensor
parameters or as estimates elicited from experts in the case of exploit parameters. Alternatively,
sensor parameters could also be obtained directly from experts using their judgment regarding the
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performance to be expected from a particular sensor functioning in a particular operating
environment. Figure 4.3-1 presents a network fragment consisting of one exploit node, its child
sensor node and the associated CPT. For sensors, we use α to represent the false positive rate
parameter and β to represent the true positive rate parameter.

Ej Parent
Network

Sensor Sj Interval CPT
Ej=T

Ej

Sj

Sj=T
Sj=F



j

,

j

Ej=F





j

, j



1   ,1    1   ,1   
j

j

j

j

Ej Child
Network

Figure 4.3-1 Exploit-Sensor Pair with CPT

The state of the alert node A is determined by the analyst as a function of the states of the
contributing sensors. Consequently, the analyst has freedom in defining the detection conditions,
freedom which results in potentially many different values of S_TP and S_FP under which the
detection process can operate. Under the conventional approach to defining the set of detection
conditions, a systematic relationship between false positive and true positive rate results, a
relationship denoted the receiver operating characteristic (ROC) curve. In later sections, we show
how to compute a ROC in the case of certainty and uncertainty.
Incorporation of the alerting node A and the query node Q into our Bayesian model
results in an augmented model, as shown in Figure 4.3-2. In this figure, the model is partitioned
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into two subsets, one consisting of exploit nodes only and one consisting of sensor nodes only.
Because our query is a function of exploit node states only, it is not dependent on the state of
sensor nodes. Also, because a detection (alerting) event is a function of sensor node states only,

…

Exploit Nodes

Q

…

the state of the A node is not dependent on the state of the exploit nodes.

A

…
Sensor Nodes

Figure 4.3-2 Augmented Model

The Bayesian formalism provides flexibility to represent a variety of queries through
appropriate conditional probability table entries. Consider, for example, a generic model with
three exploit nodes, E1, E2 and E3. An analyst might have various concepts of intrusion that could
apply in this model. For example, if the semantics of the model imply an ordering to the sequence
in which an attacker must compromise the exploit nodes, an analyst might want to detect (i.e.
query for) the condition where the earliest node is compromised and the later ones are not yet
compromised to support the detection of an attack in-progress. Alternatively, an analyst might be
less concerned with detecting an in-progress event and more concerned with simply knowing
whether a given exploit node is compromised, regardless of the state of the other exploit nodes.
Perhaps an analyst desires to know whether a majority of exploit nodes are compromised,
regardless of which specific nodes are affected. All of these various possible intrusion definitions
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are defined in the model through the CPT entries for node A which determine which exploit node
states trigger a system-level alert.
To illustrate the representation of intrusions via CPT entries, two examples are shown in
the following tables. Table 4.3-1 represents a three-node “Any Node Compromised” case which
defines a system-level alert for any set of exploit node values where at least one node is
compromised. Table 4.3-2 illustrates the more complicated “Majority Compromised” case in
which a system-level alert is generated when all exploit nodes or any two exploit nodes are
compromised. Note that these CPTs contain point values and not intervals. This is a consequence
of the precise nature of query definition. We do not assume imprecision in the analyst’s notion of
an intrusion. While an analyst may have different definitions of intrusion and may want to
perform detection against these multiple definitions, we assume that a given definition is precise.
Table 4.3-1 “Any Node Compromised” Query CPT

E1
F
F
F
F
T
T
T
T

E2
F
F
T
T
F
F
T
T

E3
F
T
F
T
F
T
F
T

P(Q=T|E1,E2,E3)
0
1
1
1
1
1
1
1

P(Q=F|E1,E2,E3)
1
0
0
0
0
0
0
0

Table 4.3-2 “Majority Compromised” Query CPT

E1
F
F
F
F
T
T
T
T

E2
F
F
T
T
F
F
T
T

E3
F
T
F
T
F
T
F
T

P(Q=T|E1,E2,E3)
0
0
0
1
0
1
1
1

P(Q=F|E1,E2,E3)
1
1
1
0
1
0
0
0
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4.4.

Loopy Inference
To compute the quantities (4-3), we leverage the 2U [10] algorithm, as described above.

However, the 2U algorithm, as a straightforward extension of Pearl’s message passing algorithm
for singly-connected networks cannot be directly applied because our topology of necessity is
multiply-connected. This is an inevitable consequence of the augmentation of the network by the
addition of the query node Q and alerting node A. Referring to Figure 4.3-2, it is evident that for a
network with more than one sensor, node A will have more than one parent. Thus, more than one
link will connect A to the sensor node sub-network, creating the possibility of loops in the
augmented topology. A similar result occurs with the query node Q when that node has more than
one exploit node parent.
A straightforward way to handle networks with loops is to operate the standard messagepassing inference algorithm on the loopy network and monitor node beliefs for convergence.
Such an approach was taken in [12] where the 2U algorithm was extended into a generalized,
loopy version called GL2U. Evaluation in [11] found that the approximate results of GL2U
agreed very closely (within 2 percent) of the exact result. Murphy [68] examined whether loopy
propagation is an effective approximate inference technique in a general sense. This study found
that loopy propagation often results in convergence and when it does, it gives a good
approximation to the correct marginal.
Based on the observed suitability of loopy inference in prior work, we apply it to our
augmented network noting the caveat that exactness is not guaranteed. Consequently, our
detection approach in this chapter is based on approximate, rather than exact results.

4.5.

System-Level Detection Algorithm
In this section we derive a detection algorithm for the interval Bayesian model described

above. Our algorithm leverages the loopy 2U interval propagation algorithm as a building block.
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Using this building block, we show how to compute S_FP and S_TP in the presence of
uncertainty. We accomplish this in two steps, considering the point probability case first and the
interval (uncertain) probability case second.

4.5.1. Point Probability Case
Before considering the effect of uncertainty, we first consider the problem of systemlevel detection in the absence of uncertainty. Having established the basic principles of systemlevel analysis in the certain case, we then extend the analysis to the uncertain case. We begin our
consideration of system-level detection design with the observation that a model with N binary
sensors presents a set of 2N possible observables, i.e. 2N different input combinations of sensor
values. Denote this set by S:



S  si : 1  i  2 N



Because S represents the set of all possible sensor output vectors, at any given time the
observable state of systems sensors must correspond to exactly one member of S. Nevertheless,
we can design a detector to issue an alert if any one of several combinations of sensor outputs is
observed. Thus, we can equate detection at the system level with selecting a subset of S that
corresponds to the set of observables against which we issue an alert. Call the chosen subset D ,
for the detection subset corresponding to the operational configuration of the system (one of
potentially many). Because D is any subset of S, D is a member of the power set of S:

D (S )
Each choice of D represents a different system configuration with varying detection
performance. In the limiting cases, we can select D   or D  S . In the former case, we detect
against the null set which means that no system-level alert is ever issued. In such a case, we
detect zero intrusions and never issue a false alert. Consequently, S_FP=0 and S_TP=0 in this
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case. In the latter limiting case, we detect against the full set of observables itself. In such a case,
any observable exists within the detection set and thus we always issue an alert, no matter what is
transpiring in the system. Every intrusion will be detected but every non-intrusion will also result
in an alert. Consequently, S_FP=1 and S_TP=1 in this case.
The two limiting cases discussed above apply to every system. For any other choice
of D , the resulting S_FP and S_TP values are determined by the parameter values of the
individual sensors and the topology of the intrusion model in which they are deployed. System
design consists of identifying the usable choices of D , determining their S_FP and S_TP values
and then choosing the desired detection set under which the system should be operated. The
various choices of detection sets thus correspond to system operating points because each one
corresponds to a potentially distinct (S_FP, S_TP) pair. The choice of operating point is left to the
analyst or system operator because the choice is fundamentally one of organizational preference.
This is because true positive and false positive rates may have different priorities and costs under
different organizations. In this chapter we detail the design process of a system-level detector of
multi-step attacks but we note that the final step of this process exists outside of the scope of this
work. Our goal is to guide the practitioner in the process of enumerating the useful system
operating points and leave it to the practitioner to apply organizational priorities to the selection
of the actual system operating point. Here, we simply note that the practitioner has options
regarding the selection of operating point. Within a Bayesian framework, the practitioner can
assign a prior to an intrusion event and compute expected operating costs under different
operating points, selecting the point of minimum overall costs. Alternatively, the practitioner can
use the Neyman-Pearson decision criterion under which the operating point with the minimum
probability of false alarm is selected subject to the constraint that the missed detection rate (1S_TP) is less than a threshold, i.e.:
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min{S _ FP}
subject to the constraint:

1  S_FP  
Operating points exist within a 2-dimensional space spanned by the parameters S_FP and
S_TP. Each different configuration of the system (i.e. each difference choice of D ) potentially
results in a different value of S_FP or S_TP. Because the number of possible operating points is
equal to the cardinality of the power set of S, large networks can have many potential operating
points. As an example of a set of operating points resulting from a simple 2-sensor network,
consider Figure 4.5.1-1 which shows 12 operating points (the remaining 4 operating points are
not visible at the resolution of this chart). An analyst considering operating a detection system
over these operating points has to consider the tradeoff between true positive and false positive
rates. Obviously, the more operating points an analyst has to choose from, the greater the
likelihood that the analyst will find a point deemed satisfactory from the perspective of the
organizational priorities brought to bear on the selection process.
Operating Points
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Figure 4.5.1-1 Operating Points for 2-Sensor Network
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A system analyst or operator can choose to operate the system at any operating point but
some points should never be chosen by virtue of being dominated by other operating points. To
understand why this is the case, consider the points shown in Figure 4.5.1.-1. Note that S_FP
increases to the right and S_TP increases upward. In other words, system "goodness" increases in
the upward and leftward direction. Thus, any point below and to the right of another operating
point in this space is dominated by the other point, i.e. it represents a choice an analyst concerned
with S_TP and S_FP would never rationally make because a alternative choice with better true
positive and false positive values exists. This observation suggests the concept of operating point
dominance which we define as follows:
Definition: Operating Point Dominance
Point P1 dominates P2 if and only if exactly one of the following two conditions
applies:
Condition 1: P1 has a false positive rate equal to or less than that of P2 and P1
has a true positive rate greater than that of P2.
Condition 2: P1 has a false positive rate less than that of P2 and P1 has a true
positive rate greater than or equal to that of P2.
The above conditions in the definition of operating point dominance are written in this manner to
exclude the case where P1 and P2 have identical true positive and false positive rates. In this case,
we say that neither dominates the other.
The dominance relation is specifically illustrated in Figure 4.5.1-2 which shows an
operating point labeled P and the region it dominates. Note that this one point dominates several
other points, points that can consequently be removed from consideration.
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Operating Points
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Figure 4.5.1-2 Locus of Dominated Operating Points

Conceptually, the detection system design process entails pruning all dominated
operating points. Having performed this pruning, the residue of remaining operating points
represent all of the points at which an operator or analyst might choose to operate the detection
system, i.e. what remains are the useful operating points because each represents a combination of
true positive and false positive rate that might, under some set of organizational costs, represent a
preferred operating point for an organization.
Traditionally, operating points are visualized as lying on a line connecting them through
the parameter space. The relationship embodied by this line is termed the receiver operating
characteristic (ROC) curve, a curve through the 2-dimensional space of S_FP and S_TP. In
addition to its utility for visualization, the ROC can be used as a basis for comparing different
detectors by computing the area under each ROC curve (AUC). In general, a higher AUC value
implies better detection because area is driven by point coordinates low on the x (false positive)
axis and high on the y (true positive) axis.
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Figure 4.5.1-3 presents the ROC resulting from the removal of dominated operating
points in the above example.
System-Level ROC
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Figure 4.5.1-3 System-Level ROC Example

A ROC presents a system operator with a set of points at which the system can be
operated. However, due to the antagonistic relationship between S_FP and S_TP implied by the
ROC, an operator can only choose to improve one system parameter at the cost of another; i.e. a
tradeoff must be performed when choosing an operating point. Typically, an optimum operating
point is selected through the use of a cost function specifying the benefits or costs of detections
versus missed detections.
Discrete detection systems have ROCs which only define a finite number of distinct
operating points. For these systems, the use of the word "curve" is somewhat misleading since
this word implies a continuous relationship between the system parameters when only a finite set
relationship exists. For the sake of clarity, lines are typically displayed between the finite set of
operating points in discrete ROCs (as in Figure 4.5.1.-3) but it should be understood that
operating points are not defined along these lines (although operation at intermediate points along
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a line connecting two operating points is possible in a hybrid operational configuration, as
discussed below). Figure 4.5.1-3 is an example of an ROC for a discrete detection system.
Continuous detection systems, in contrast, permit selection of any operating point along the ROC.
This thesis only examines discrete ROCs.
ROC Construction
The above considerations suggest that a simple brute-force approach could be applied:
simply enumerate all possible detection sets, compute posteriors according to (4-3) and prune all
dominated operating points. While this naive approach can be applied, we note that it is
computationally expensive due to the need to compute posteriors for the power set of S. For an Nsensor detection system, the cardinality of S is 2N and hence the number of inferences necessary
N

is O ( 2 2 ) . Given that our inference process entails loopy message passing over our Bayesian
model which itself is not an inexpensive process, the overall cost of a brute-force approach can be
very high indeed.
A more efficient approach is made possible by the observation that members of S are
disjoint events and that the probability of a union of disjoint events can be computed by summing
the individual probabilities. Suppose the set of sensors outputs the observed pattern s. S_TP and
S_FP values under the choice of detection set D are then given by the following expressions.
Below, we use the shorthand TD and FD to refer to the S_TP and S_FP under detection set D,
respectively.

TD  P ( s  D | Q  TRUE )
FD  P ( s  D | Q  FALSE )
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The above expression is an adaptation of (4-1) based on the recognition that the event A=TRUE
(a system-level alert is issued) corresponds to the event that the observed sensor output pattern s
is a member of the detection set D .
Let the members of detection set D be indexed by j. Since these members are disjoint
(exactly one sensor output combination can be observed at a time), the above expressions can be
written:

TD   P( s  d j | Q  TRUE )

(4-4a)

FD   P( s  d j | Q  FALSE )

(4-4b)

j

j

Note that since D is a subset of S, any member of D is also a member of S. Thus, if we
compute the posterior probability of each member of S, given Q is TRUE and the posterior
probability of each member of S given that Q is FALSE, we exhaustively cover the needed
inference computations. The required number of inference computations becomes O(2 N ) instead
N

of O (2 2 ) . Having computed and stored these posteriors, we can compute any result according to
(4-4) through a lookup process. This efficiency, however, only reduces the number of inferences
N

needed. The total number of S_TP and S_FP computations required is still O ( 2 2 ) which is
exponential in the number of sensor output combinations. A further efficiency is clearly needed.
The efficiency we exploit is the fact that useful detection does not require enumeration of
all dominant operating points. Instead, detection can be performed using the convex hull of the
set of operating points. Note that the convex hull consists of a subset of the dominant operating
points. To illustrate this point, consider Figure 4.5.1-4 which shows three hypothetical dominant
operating points in ROC space, A, B and C. While all of these points are valid operating points in
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the sense described above, we can eliminate point B without any loss of detection capability. This
is because B does not lie on the convex hull of this hypothetical set of operating points, as
indicated by its position below the line connecting point A to point C. A practitioner who desires
to operate the detection system at an intermediate point between A and C can accomplish this by
operating the system variably under operating point A or C in differing proportions and
effectively achieve detection at any point along the line connecting A and C [69]. Such a hybrid
detection approach actually provides the practitioner with a better option than operating at point B
in a long-run statistical sense because it gives the practitioner more operating point options, some
of which actually dominate point B. Note that while efficient algorithms exist for determining the
convex hull of a set of points [70], we provide a direct method below.

C

A

B

Figure 4.5.1-4. Removed Dominant Point

Having established the goal of detection under the subset of dominant operating points,
our task is reduced from that of enumerating all dominant operating points to enumerating only
the subset corresponding to the convex hull. This we accomplish via the following Operating
Point Enumeration Theorem.
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Operating Point Enumeration Theorem.
Consider an N-sensor network with n=2N sensor output vectors. Let S  si : 1  i  n represent
the set of detection sets with cardinality one indexed such that ri  r j ,  j i where ri 

ti
is
fi

the ratio of true positive rate to false positive rate achieved under detection set si .
Then, the convex hull of operating points for this sensor network is given by the n operating
points corresponding to the following n detection sets:

s1 , s1 , s 2 ,, s1 , s 2 ,, s n 
Proof
We present a geometric argument to prove the Operating Point Enumeration Theorem.
We begin by noting a property of the convex hull which is illustrated in Figure 4.5.1.-5.

Figure 4.5.1-5. Vector-Based View of Convex Hull

Figure 4.5.1-5 illustrates the non-increasing nature of the angles formed by the sequence
of operating points along the convex hull. In this diagram, angle  i is the angle between vector
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 i and the horizontal where  i  f i , t i , the vector formed by taking the false positive rate and
true positive rate of detection set si as components. Under this vector representation of our
detection sets, every operating point is a vector formed by vector addition of the vectors
associated with singleton detection sets. This equivalence is due to relationship 4-4 which
establishes that the true/false positive rate of a union of detection sets is given by the sum of the
contributing true/false positive rates, sums which correspond to vector addition. Note that the
following must hold for any convex hull:

 i   j ,  j i

(4.5)

The above property is necessary because for any  j greater than some  i , the vector

 i   j forms an edge containing the point Pj which is disallowed if Pj is a member of the
convex hull. Thus, the convex hull is formed by selecting vectors corresponding to the singleton
detection sets in a particular order, the order dictated by relationship (4-5). This order exactly
corresponds to the order dictated by ri  r j ,  j i . This is due to the following relationship
between  i and ri :

 ti
 fi

 i  arctan





Note that the arctangent function is monotonically increasing over the domain 0,  which is
the domain of r since t and f are non-negative. Thus, ordering the singleton detection sets
according to ri  r j ,  j i is equivalent to ordering the sets according to (4-5). Consequently,
the points in the convex hull are selected in descending order of r, yielding the sequence

s1 , s1 , s 2 ,, s1 , s 2 ,, s n  . ■
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Based on the Operating Point Enumeration Theorem, we define the Enumerate Operating
Points algorithm, defined below.
Algorithm: Enumerate Operating Points
Inputs: S  si : 1  i  2 N , the set of sensor output combinations
Q, query node defining the intrusion under consideration
I, the intrusion definition under consideration
Output: O  oi , the set of useful system operating points (subsets of power set of S)





1. O  
2. FOR i = 1 .. 2N
3.
t i  getTP(Q, I , si )
4.
5.

f i  getFP(Q, I , si )
t
ri  i
fi

6. END FOR
7. t , f , r   sortPointst, f, r 
8.
9.
10.
11.
12.

o0  
FOR i = 1 .. 2N

oi  si  oi 1
END FOR
RETURN O
Figure 4.5.1-6. Enumerate Operating Points algorithm

4.5.2. Interval Probability Case
Having established algorithm Enumerate Operating Points Theorem for system-level
detection in the certain (point probability) case, we now consider detection in the uncertain
(interval probability) case.
We adopt the interval propagation scheme discussed above to address the problem of
inference uncertainty in our model. This scheme guarantees to find the extrema of the posterior
represented as an interval by propagating intervals of the model parameters through an adaptation
of Pearl's message passing algorithm. Instead of point values S_FP and STP, we obtain lower and
upper values of these quantities which we denote using over and under bars. Thus, in the case of
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uncertainty, our system parameters become intervals defined by the upper and lower limits of (43). Instead of operating points, these intervals over S_TP and S_FP define a box region in our
parameter space, as shown in Figure 4.5.2-1.

( S _ FP, S _ TP )
S _ TP

Operating
Box
S _ TP

( S _ FP, S _ TP )

S _ FP

S _ FP

Figure 4.5.2-1 Operating Box

The "operating box" that we obtain through the loopy interval propagation inference
represents the locus of points at which the system might operate if detection were performed
under the chosen detection set. Note that our inference methodology reveals no information
regarding the distribution of operating points within the operating box. We can only say that the
true operating point, whatever it may be, must lie within this box and that it can lie at any point
within the box. Two special points within an operating box can be defined:
Definition: Best Point
An operating Box's Best Point is the point that dominates all others in the box.
This corresponds to the upper-left vertex, at the point of lowest false positive rate and
greatest true positive rate.
Definition: Worst Point
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An operating Box's Worst Point is the point that is dominated by all others in the
box. This corresponds to the lower-right vertex at the point of highest false positive rate
and lowest true positive rate.
Operating Super Boxes for N=2 Exploit Network
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Figure 4.5.2-2 Operating Super Boxes Example

Considering the full set of detection sets, we obtain a collection of operating boxes,
analogously to the collection of operating points we obtain in the certain case, an example of
which is shown in Figure 4.5.2-2. (Note: this figure includes operating boxes and super boxes,
which are discussed below.)
As in the certain case, we consider a dominance relation between operating boxes
because some boxes define regions of operating points that no system administrator should
consider. The situation is more complex than the point case, however, because boxes can relate to
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one another in more ways than points. We note the following list exhaustively covers the manner
in which two boxes can relate in our 2-dimensional parameter space.


R0 Neither box has a vertex contained within the other box (i.e., the boxes have no points
in common)



R1 One box has exactly one vertex within the other box



R2 One box has exactly two vertexes within the other box



R4: One box has all four vertexes within the other box (i.e., one box is entirely contained
within the other)
We assume that an analyst considering boxes accepts that if a particular operating box is

chosen (i.e., the analyst chooses to configure the system under the configuration that corresponds
to the chosen box), the system could operate under parameters corresponding to any point within
the box. Thus, the concept of dominance in the uncertain case is related to how an analyst
attempts to resolve the ambiguity implied by the boxes. We note that a variety of analyst attitudes
are possible, such as:


Optimistic: The optimistic analyst assumes a system will operate at, or near the Best
Point in a particular box.



Pessimistic: The pessimistic analyst assumes a system will operate at, or near the Worst
Point in a particular box.



Uncommitted: The uncommitted analyst makes no assumptions regarding at which point
a system will operate. This analyst assumes a system will operate at any point in a box
with equal probability.
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Different analyst attitudes imply different notions of operating box dominance. A
pessimistic analyst can be expected to treat operating boxes as single points defined by their
Worst Point coordinates. For such an analyst, we expect that box dominance will reduce to point
dominance evaluated at the Worst Point in each box. Similarly, we expect an optimistic analyst to
treat operating boxes as single points defined by their Best Point coordinates. For such an analyst,
we expect that box dominance will reduce to point dominance evaluated at the Best Point in each
box. Finally, an uncommitted analyst allows that any point within an operating box might
correspond to system operation. For such an analyst, we expect that the Worst point of one box
must dominate the Best point of another box for the analyst to assert dominance. In such a strict
version of dominance, no overlap between boxes is permitted.
The above considerations assume that an analyst will, at some point, treat an operating
box as a single point, perhaps the Best Point, perhaps the Worst Point, or some other point,
depending on the analyst's attitude. This is reasonable because resolution of an operating box to a
single point may be necessary for an analyst to make decisions regarding operating a detection
system under a given detection set. However, we note that some choices may produce the
problematic result of a point that lies below the TP=FP line. Such a result is problematic because
in a practical sense, we should never have to consider using any detector which operates at a point
below the TP=FP line. The reason is that if any real-world detector had such an operating point,
we could use it to create a modified detector with an operating point above the TP=FP line by
simply inverting its output. Thus, an operating box that intersects the TP=FP line represents a
potentially significant dilemma. While we do not attempt to offer any guidance here regarding the
resolution of this dilemma, we suggest that such a box may be an indication that too much
uncertainty is present in the model, suggesting the need for a practitioner to re-examine their
attack model and look for opportunities to reduce uncertainty.
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Based on these observations, we define optimistic, pessimistic and strict versions of
operating box dominance as follows:
Definition: Pessimistic Operating Box Dominance
Operating Box B1 pessimistically dominates B2 if and only if the Worst Point in
B1 dominates the Worst Point in B2.
Definition: Optimistic Operating Box Dominance
Operating Box B1 optimistically dominates B2 if and only if the Best Point in B1
dominates the Best Point in B2.
Definition: Strict Operating Box Dominance
Operating Box B1 strictly dominates B2 if and only if the Worst Point in B1
dominates the Best Point in B2.
We emphasize that the analyst attitudes and dominance definitions above are not intended
to be comprehensive. For example, one can envision a form of box dominance in which box
centroids are compared, or one in which a cost function is applied over the points in the boxes to
determine a point under which to apply point dominance.
As one would expect, these various views of dominance will produce different results,
depending on the relationship exhibited between the boxes. Figure 4.5.2-3 illustrates one example
each of relationship type R0, R1, R2 and R4 and the pessimistic, optimistic and strict dominance
result. Note that this figure does present a comprehensive illustration of relationships, but only a
single example of each category to illustrate some of the variation that results from the differing
analyst attitudes and box relationships.
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Figure 4.5.2-3 Example Box Relationships and Dominance Results

Having defined system-level false positive and true positive rates, we now consider the
question of computing these quantities. In the certain case, we were able to leverage (4-4) to
economize the computation of posteriors concerning sets of sensor output combinations. To
consider whether a similar relationship can be exploited in the certain case, we start by
considering the meaning of the upper and lower probabilities returned by our interval propagation
approach.
Consider a function f of vector x which is equal to the sum of two functions f1 and f2:

f ( x)  f1 ( x)  f 2 ( x)
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Assume x is constrained to region R. The minimum and maximum values of f1 over R are
expressed as:

f1 ( x)  max f1 ( x)
xR

f1 ( x)  min f1 ( x)
xR

Define the points where these extrema occur as follows:
u

x1  arg max f 1 ( x)
xR

l

x1  arg min f1 ( x)
xR

Similarly, we define points associated with f2 and f:
u

x 2  arg max f 2 ( x)
xR

l

x 2  arg min f 2 ( x)
xR

u

x  arg max f ( x)
xR

x  arg min f ( x)
l

xR

Now, consider the function f evaluated at the points where its extrema occur:
u

u

u

l

l

l

f ( x )  f1 ( x )  f 2 ( x )
f ( x )  f1 ( x )  f 2 ( x )
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l

l

l

u

Since there is no guarantee that point x will be the same point as x 1 or x 2 , or that point x will
u

u

be the same point as x1 or x 2 , the following inequalities hold:
l

l

f1 ( x 1 )  f1 ( x )
l

l

u

u

u

u

f2 (x2 )  f2 (x )
f1 ( x 1 )  f1 ( x )
f2 (x2 )  f2 (x )
Consequently, the following inequalities hold between the functions evaluated at their
respective extreme arguments:
l

l

u

u

l

f1 ( x1l )  f 2 ( x2l )  f1 ( x )  f 2 ( x )  f ( x )
u

f 1 ( x1u )  f 2 ( x 2u )  f 1 ( x )  f 2 ( x )  f ( x )

In other words, sub-additivity holds in the case of the minimum value of a function over a
constraint region and super-additivity holds in the case of the maximum. The above result can be
easily generalized to sums of more than two functions. Based on this result, we can now define
the uncertainty-based relationships equivalent to (4-4):

TD   P( s  d j | Q  TRUE )

(4-5a)

TD   P( s  d j | Q  TRUE )

(4-5b)

FD   P( s  d j | Q  FALSE )

(4-5c)

j

j

j
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FD   P( s  d j | Q  FALSE )

(4-5d)

j

The implication of super-additivity and sub-additivity in (4-5) is that operating boxes
computed in the same manner as operating points will be “inflated”, i.e. the computed lower
posteriors will be less than or equal to the actual lower posteriors and the computed upper
posteriors will be greater than or equal to the actual upper posteriors. An operating box obtained
in this way is therefore a “super box” in the sense that it fully contains the true operating box.
Result (4.5) implies that the true operating box can exist anywhere within the super-box;
however tighter bounds can be obtained in the case of the union of two detection sets, as we show
next.
l

Consider function f evaluated at the minimum point of f1, x 1 :
l

l

l

f ( x1 )  f1 ( x1 )  f 2 ( x1 )
l

Since function f evaluated at its minimum x is less than or equal to the value of f
l

evaluated at x 1 , and function f2 evaluated at its maximum is greater than or equal to the value of
l

f2 evaluated at x 1 , we have the following:
l

l

l

l

l

u

f ( x )  f ( x1 )  f1 ( x1 )  f 2 ( x1 )  f1 ( x1 )  f 2 ( x 2 )
and thus:
l

l

u

f ( x )  f1 ( x1 )  f 2 ( x 2 )
This result establishes an upper bound on a minimum posterior probability. By similar
reasoning, the following holds:
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u

u

u

u

l

u

f ( x )  f ( x 2 )  f1 ( x 2 )  f 2 ( x 2 )  f1 ( x1 )  f 2 ( x 2 )
l

u

and thus f1 ( x1 )  f 2 ( x 2 ) also represents a lower bound on the maximum posterior probability.
u

l

u

f ( x )  f1 ( x1 )  f 2 ( x 2 )
u

l

Note that f1 ( x 1 )  f 2 ( x 2 ) also represents a bound in each case.
This result, in conjunction with results (4.5) allows us to express the bounds on the true
positive and false positive rates corresponding to a pair of detection sets as follows:

Ta  Tb  Ta b  Ta  Tb  Ta b  Ta  Tb

(4-6a)

Fa  Fb  Fa b  Fa  Fb  Fa b  Fa  Fb

(4-6b)

Due to (4.6), when the bounds on system parameters are known for two detection sets,
the bounds on system parameters resulting from the union of the two sets cannot be known
precisely. Thus, it will more difficult than in the certain case to determine dominance between
detection sets resulting from combinations of smaller sets whose parameters are known. Next, we
attempt to assess how much more difficult this may be.
We begin considering the question of dominance under combination of detection sets by
first considering the case of combining sets under strict dominance. Assume that detection set a
strictly dominates detection set c and detection set b strictly dominates detection set d. By (4.6),
we have

Ta  Tb  Ta b
Fa b  Fa  Fb
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Tc  d  Tc  Td
Fc  d  Fc  Fd
By definition of strict dominance, Ta  Tc , Fa  Fc , Tb  Td and Fb  Fd . Given
these relationships, we have:

Tc d  Tc  Td  Ta  Tb  Ta b
Fa b  Fa  Fb  Fc  Fd  Fc  d
Thus detection set a  b strictly dominates detection set c  d . This is a very special
case, however, in which each member of a detection set is strictly dominated by a different
member of another detection set. Next, we consider a less ideal case in which strict dominance
across each pair of detection sets does not hold.
Figure 4.5.2-4 presents an analysis of the result of combining pairs of detection sets
where there is a member common to both pairs (c). To simplify the analysis, only bounds in one
dimension are considered. A compact shorthand is used in Figure 4.5.2-4 where a refers to the
parameter value in that dimension, i.e. a is shorthand for either the true positive rate under
detection set a or the false positive rate. Note that since a  c and a  c are both bounds on

a  c and a  c under (4.6), it is necessary to order them to perform a complete analysis. The
order of these bounds depends on the width of a and c in the dimension under examination. When

a  a  c  c , for example, the relationship between bounds is a  c  a  c . Thus, there are
two cases to consider for a given pair of detection sets. Since we are considering the comparison
of two pairs of detection sets, a total of four cases must be considered. Note that to conclude
dominance in this analysis, it is necessary to prove a particular form of dominance is guaranteed
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in each case. Note that even this is not an exhaustive set of cases because the values of the limits
of a and b are not compared, although this affects the result, as we show next.
Assume that detection set a strictly dominates detection set b and consider whether it is
possible that set a  c can strictly dominate set b  c . Clearly, this result is possible. To see this,
consider Case 1 in Figure 4.5.2-4. The maximum possible value of a  c is a  c , a value
greater than the minimum possible value of b  c which is b  c . Now, consider whether

b  c can strictly dominate a  c . Clearly, this result is also possible. To see this, note that the
maximum possible value of b  c is b  c , a value which can be greater than the minimum
possible value of a  c which is a  c . This result is possible if b  a  c  c . However, we
note that this only establishes the possibility of b  c strictly dominating a  c in Case 1, not
the necessity because this maximum value of b  c cannot exceed the maximum possible value
of a  c , which is a  c in Case 1.

84

Case 1: a wider than c, b wider than c : a  c  a  c , b  c  b  c
a c
set1  set 2 upper bound
ac

bc
bc

set1  set 2 lower bound

ac

bc

set1  set 2 upper bound

ac

bc

set1  set 2 lower bound

ac

bc

Case 2: a wider than c, b narrower than c : a  c  a  c , b  c  b  c
a c
set1  set 2 upper bound
ac

bc
bc

set1  set 2 lower bound
set1  set 2 upper bound

ac

bc

ac

bc

set1  set 2 lower bound

ac

bc

Case 3: a narrower than c, b wider than c : a  c  a  c , b  c  b  c
a c

bc

set1  set 2 upper bound

ac

bc

set1  set 2 lower bound

ac

bc

set1  set 2 upper bound

ac

bc

set1  set 2 lower bound

ac

bc

Case 4: a wider than c, b wider than c : a  c  a  c , b  c  b  c
a c
set1  set 2 upper bound
ac

bc
bc

set1  set 2 lower bound

ac

bc

set1  set 2 upper bound

ac

bc

set1  set 2 lower bound

ac

bc

Figure 4.5.2-4. Set Combination Analysis

The analysis above shows that the bounds provided in (4.6) greatly limit our ability to
predict dominance relationships between combinations of sets, given knowledge of the parameter
values of the contributing sets. Thus, significant ambiguity exists in the relationship between
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super boxes. This ambiguity requires us to resolve the ambiguity by performing inference on the
affected detection set, inference that is not necessary in the point probability case. Consider that
the results above imply that if we have two super boxes under relationship R2, we cannot draw
any conclusion regarding the relationship between the true underlying boxes. Indeed, any
relationship R0, R1, R2 or R4 could exist between the unknown, true boxes. The only informative
case is that when relationship R0 entails between two super boxes. In this case, no ambiguity
arises because there is no intersection between the super boxes and hence no intersection can
exist between the true boxes.
It is unfortunate that even in the seemingly straightforward case of comparing pairs of
detection sets with a common member, it is very difficult to draw any conclusions regarding the
dominance relationship between the pairs. Clearly, the case of comparing pairs of sets with no
common member or cases of non-strict dominance is more problematic yet. Thus, we conclude
that inference will be necessary to resolve relationships between boxes in the majority of cases
and given that the number of operating boxes that would need to be evaluated via inference is a
factorial function of the number of sensors, we conclude that no exact algorithm for enumeration
of operating boxes is feasible.

4.6.

Discussion
The previous section presented an algorithm for enumerating operating points and

established the infeasibility of finding a similar algorithm for the enumeration of operating boxes.
Based on this infeasibility, we conclude that a heuristic solution is required for the enumeration of
operating boxes. We defer consideration of heuristic solutions until Chapter 6 in the context of
the linear multi-step attack model.
The sets of operating points returned by the Operating Point Enumeration algorithm
provides the practitioner with options regarding the operation of the system-level IDS detector in
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the multi-step attack context addressed by this work. To give the practitioner assurance that this
algorithm provides a complete and correct set of results, we consider the question of the
algorithm's soundness and completeness below. Next, we consider complexity.
Computational Complexity
It should be clear that our enumeration algorithm is computationally expensive overall
due to the fact that it relies on loopy inference process as a basic step, a process which itself can
be complex. The complexity of the loopy 2U variant of Ide and Cozman is analyzed in [11] and
found to be O(k 2

2nmax

) in the worst case where nmax is the maximum number of parents a node

can have and k is the number of iterations.
For an N-sensor multi-step attack model, we require O(2 N ) loopy inference computations
to obtain the system parameter values for each sensor output combination (i.e. to compute the
parameters for the detection sets of size 1). No further inferences are required for the Enumerate
Operating Points algorithm because superset parameters are additive functions of subset
parameters under (4-4).
Examination of the Enumerate Operating Points algorithm presented in Figure 4.5.1-6
reveals that the loop covering steps 2-6 can be accomplished in O(n) time where n  2 N . The
same is true of the second loop covering steps 9-11. The sorting required in step 7 depends on the
specific sorting algorithm used and typical sorting performance is O(nlog(n)). Thus, the overall
complexity of the algorithm is O(nlog(n)) when taking the loopy inference as a basic step;
however we note that steps 2-6 will dominate computation time due to the expense of the loopy
interval-based inference process.
Soundness and Completeness
In the context of the present chapter, soundness implies that only valid, or true, operating
points are returned and completeness implies that all valid operating points are returned. True in

87
this case must be defined from the practitioner perspective and the perspective we have adopted
in this thesis is that of a practitioner who is rational. By rational, we mean that the practitioner
adheres to our definition of operating point dominance since deviation from that definition and
consideration of dominated operating points is always against the best interest of any practitioner.
This is because there is no real-world cost function under which a dominated operating point
would be preferred over the operating point that dominates it. Additionally, we assume the
rational practitioner will disregard dominant operating points that do not lie on the convex hull
since these can be outperformed by hybrid operating conditions, as discussed above.
Based on the rational practitioner perspective, the soundness and completeness of our
algorithms is guaranteed by the soundness of the 2U algorithm and the completeness implied by
the Operating Point Enumeration Theorem. By definition, the convex hull represents the complete
set of useful operating points to the practitioner and this is guaranteed by the theorem. The 2U
algorithm's soundness is assured through the validity of the optimization process it employs to
compute inferences: the upper and lower limits it computes are the true upper and lower limits of
the inference.

4.7.

Limitations and Conclusions
In this chapter we have considered the research problem of detection using an ensemble

of individual IDS sensors in a Bayesian context. Using such an ensemble provides significant
flexibility in terms of how intrusions can be defined. Given a particular intrusion definition, we
have shown how loopy interval propagation inference can be used to obtain interval-based
system-level true positive and false positive parameter values. Further, in the point probability
case, we have shown how to enumerate the useful set of operating points in a given detection
scenario via our Enumerate Operating Points algorithm. For the interval probability case, we have

88
shown that efficient enumeration of operating boxes is infeasible, necessitating heuristic
approaches.
The chief limitation of our approach to enumerating operating points is its potentially
high computational complexity, due to its reliance on the 2U interval propagation algorithm in
loopy form. A second limitation of our approach is that it produces approximate results due to its
reliance on an underlying approximate inference algorithm, necessitated by the absence of an
exact inference algorithm for the topologies we examine.
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Chapter 5
Analysis of the Linear Attack Topology
5.1. Introduction
The previous chapter considered the problem of enumerating operating boxes and points
in a Bayesian network in which a query node and detection node were defined. These operating
boxes represent regions in which the system-level true positive rate or false positive rate
parameters are uncertain. This potential for uncertainty at the system level is a result of
uncertainty at the level of parameters in the Bayesian model. This fact implies a need for
guidance regarding situations under which uncertainty in a given model parameter does or does
not produce uncertainty in the posteriors associated with system operating boxes. Our research
goal in this chapter is to identify cases where uncertainty in a system operating point may or may
not be present due to each model parameter. Identification of such cases provides guidance to
practitioners regarding locations in the detection system where uncertainty reductions efforts
should be prioritized.
We note that the answers to these questions will potentially depend on the specific
topology in question as well as the definition of intrusion under consideration. Consequently, to
address these questions, we must narrow the analysis to specific choices of topology and intrusion
types. We choose the linear topology examined in Chapter 3 for the analysis in this chapter along
with a set of intrusion definitions discussed below. Our analysis approach in this chapter is very
simple and straightforward: we obtain analytical expressions for our system-level parameters of
interest under different intrusion types and inspect the expressions to determine if particular
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model parameters are not present in which case we conclude that the result is not sensitive to the
particular parameter and hence inference uncertainty cannot result.

5.2.

The Linear Multi-Step Attack Model
In this chapter we consider the same linear multi-step attack model we considered in

Chapter 3. While the model remains the same, our focus in this chapter is very different. While
the analysis of that chapter was concerned with a particular sensor output combination, and how
the posterior probability of intrusion given that output combination related to sensor count
(latency) and base rate, the analysis in this chapter is focused at the system level. By this we mean
that we consider S_FP and S_TP as defined in Chapter 4, for any set of sensor outputs.
Additionally, in this chapter we extend the analysis beyond consideration of the posterior
probability of attack of a single node to consider a broader conception of intrusion, the same
broader concept that was considered in Chapter 4.
To accomplish this more extensive analysis, as discussed in the previous chapter, we
extend the basic linear model to include two additional nodes: Q and A. Node Q represents our
query, corresponding to questions a security analyst might ask concerning the status of the
network. This node has parents consisting of potentially all the exploit nodes in our model.
Consequently, any condition of the exploit nodes expressible in the Bayesian formalism can be
considered by the security analyst. Node A corresponds to system-level alerting (detection). This
node has parents consisting of all of the sensors in the network. Consequently, any condition of
the sensor nodes expressible in the Bayesian formalism can be defined as a detection event by the
security analyst. Like the exploit and sensor nodes, the query and detection modes are binary, i.e.
the condition described in the query has either happened or not and the detection node has either
issued an alert or not.
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Figure 5.2-1 Augmented Linear Model

Our linear attack model is illustrated in Figure 5.3-1. This model has a total of 4N+1
parameters: the base rate, the exploit node parameters (2 per node) and the sensor node
parameters (2 per node), as described below.
Base Rate Parameter
The base rate (BR) parameter is the prior probability of exploit for the first node in the
chain, i.e. BR  P ( E1  TRUE ) which we denote as  .
Exploit Node Parameters
Each downstream exploit node has only one parent. Consequently, our model needs
parameters for the true positive rate, P ( E j  TRUE | E j 1  TRUE ) , which we denote as  and
the false positive rate P ( E j  TRUE | E j 1  FALSE ) , which we denote as  . However, the
semantics of our attack chain imply that the latter quantity must be zero without uncertainty
because we assume that an attacker cannot exploit a given node without having successfully
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exploited the preceding node in the chain. Thus, in this chapter, we only analyze the effect of
uncertainty in exploit true positive rate.
Sensor Node Parameters
Each sensor has exactly one exploit node parent and thus has an associated true positive
rate and false positive rate which we denote as  and  , respectively.
Parameters Associated with Query and Alert Nodes
The parameters associated with the Q and A nodes all assume either the point value zero
or the point value one and hence are not a subject of this chapter’s analysis. They assume these
point values because these are dummy nodes which, by design, assume their values with
certainty. Refer to Table 5.3-1 for a summary of our model parameters.
Table 5.2-1 Model Parameter Summary

Parameter

Definition

Symbol

Values

Base Rate

P( E0  T )



Exploit TP

P ( E j  T | E j 1  T )

j

 ,  

Exploit FP

P( E j  T | E j 1  F )

j

0,0

Sensor TP

P( S j  T | E j  T )

j

Sensor FP

P( S j  T | E j  F )

j

 , 
j

j

 ,  
 , 
j

j

j

j

In addition to model topology and parameters, we must identify the categories of
intrusion to analyze because these affect the CPT of the query node and hence will affect S_TP
and S_FP. For our linear model, we have identified the following two categories of intrusion that
we feel will be of interest to a security analyst in a linear attack model.
Definition: Single Node Intrusion at node k
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A Single Node Intrusion event at node k has occurred if node k has been exploited.
Definition: Intermediate Intrusion at node k
An intermediate Intrusion event at node k has occurred if node k and all prior nodes have
been exploited and all nodes downstream from k have not yet been exploited.
We do not claim that the above two intrusion definitions comprehensively cover all cases
of interest to an analyst, simply that these represent representative categories of interest to an
analyst. One can imagine special cases that may interest a particular analyst, such as the condition
where a particular pair of nodes are exploited.

5.3.

Analysis of System-Level Parameters
In this section we derive analytic expressions for our system-level parameters of interest,

S_TP and S_FP to address our research questions which seek to identify cases where system-level
uncertainty is zero. To accomplish this, we consider each relevant model parameter separately to
determine whether uncertainty in that model parameter can produce uncertainty in the systemlevel parameters. Because our system parameters are functions of the query node, they depend on
the definition of intrusion. We consider the two categories of intrusion defined above: single-node
exploit and intermediate-node exploit intrusions.
Our motivation for obtaining the analytical expressions in this section is to support the
analysis of the next section which examines the expressions to determine conditions under which
various parameters do not contribute to uncertainty.

5.3.1. S_TP
In this section we derive a closed form expression for the system true positive rate, S_TP,
first for the single node intrusion case and next for the intermediate node intrusion case. In this
section and below we use the following shorthand. Capital letters refer to nodes or the event of a
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node being TRUE, depending on context. For example, E1 can refer either to that node or the
event that node E1 assumes the value TRUE (i.e. that node is exploited), and lower case letters
refer to unspecified node values, e.g. e1 indicates that node E1 can be either TRUE or FALSE.
The event that a node assumes the value FALSE is specified using the negation operator,  , e.g.

E1

5.3.1.1.

Single Node Intrusion Case

Consider a single-node intrusion at node k. Let Ω denote the set of all possible
combinations of sensor values and  D denote the subset corresponding to the operational
detection set. By definition, S_TP is given by:

S _ TP  P ( A | Q)
which, in the case of a single-node intrusion at node k is equivalent to:

S _ TP  P( A | E k )
Let O represent the observed sensor output pattern. We can write the above expression as:

S _ TP  P(O   D | E k )
Since the members of the detection set represent disjoint events, the above posterior can be
written as a disjunction over the members of the detection set and, equivalently, a summation
over the set:

S _ TP 

 P( | E

 D

k

)
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Noting that intermediate node Ek taking value 1 implies that all prior nodes must take this value
(because we assert that the exploit false positive rate is zero). Consequently, the above can be
expressed as:

S _ TP 

 P( | E ,, E
1

 D

k

)

Leveraging the semantics of our linear model and summing over the values of the N-k hidden
exploit nodes, the above expression can be written as

S _ TP 

   P(

ek 1 ,,e N  D 1 j  k

j

| E j )P (e k 1 | E k ) P ( k 1 | e k 1 )

 P (e

l

| el 1 ) P ( l | el )

k 1 l  N

where   1 ,  ,  N  .
Substituting parameter values where possible, we obtain our final expression:

S _ TP 

 

ek 1 ,, e N  D

5.3.1.2.

P (1 | E1 )   j P ( j | E j )P (ek 1 | E k ) P ( k 1 | ek 1 )
0 j  k

 P (e

l

| el 1 ) P( l | el )

k 1 l  N

Intermediate Node Intrusion Case

Derivation of S_TP in the intermediate exploit case follows a similar logic to that of the
single-node case. We begin with the definition of the intermediate exploit at node k:

S _ TP  P(O   D | E1 , , E k , E k 1 , , E N )
Summing over the disjoint members of the detection set, this expression becomes:

S _ TP 

 P( ,,

 D

1

N

| E1 ,  , E k , E k 1 ,  , E N )

Given the semantics of our model, this becomes:
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S _ TP 

  P(

 D 1i  k

i

| Ei )

 P(

j

| E j )

k 1 j  N

Note that because all exploit node values are specified, the above expression is not a summation
across hidden exploit node values, as in the single-node case.

5.3.2. S_FP
In this section we derive a closed form expression for the system false positive rate,
S_FP, first for the single node intrusion case and next for the intermediate node intrusion case.

5.3.2.1.

Single Node Intrusion Case

Consider a single-node intrusion at node k. Let Ω denote the set of all possible
combinations of sensor values and  D denote the subset corresponding to the operational
detection set. By definition, S_FP is given by:

S _ FP  P( A | Q)
which, in the case of a single-node intrusion at node k is equivalent to:

S _ FP  P( A | E k )
Let O represent the observed sensor output pattern. We can write the above expression as:

S _ FP  P(O   D | E k )
Since the members of the detection set represent disjoint events, the above posterior can be
written as a disjunction over the members of the detection set and, equivalently, a summation
over the set:

S _ FP   P( | E k )
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Summing over the values of the hidden exploit nodes and leveraging the semantics of our linear
model, the above expression becomes:

S _ FP  

 P(e ) P(

 ei ,i  k

1

1

| e1 )  P (ei | ei 1 ) P( i | ei )  P( i | Ei )
1i  k

k i  N

We note that in the special case of the k=1 single node intrusion, the above expression is greatly
simplified because the event E1 implies that all exploit node values are fixed at the value
FALSE. In this case, S_FP becomes:

S _ FP  

 P(

 1 j  N

5.3.2.2.

j

| E j ), k  1

Intermediate Node Intrusion Case

Derivation of S_FP in the intermediate exploit case is more complicated than the cases
considered so far. We begin with the definition of the intermediate exploit:

S _ FP  P(O   D | E1 , , E k , E k 1 ,  , E N )
The above expression is conditioned on the negation of a specific set of exploit node





values. Let    i : 0  i  2 N where N is the number of exploit nodes represent the set of all
possible exploit node combinations. Also, index the members of this set such that the index value
i corresponds to an N-digit binary number with bit j assuming the value zero or one depending on
whether exploit node j assumes the value FALSE or TRUE, respectively. Under this indexing
scheme, the set of exploit node values corresponding to the intermediate intrusion at node k has
an index given by the binary number having bits k+1 through N equal to zero (i.e. the most
significant N-k bits) and the rest of the bits equal to one. In decimal form, this index is equal to

2 k  1 . Denote this index value by k  . We now have:
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 k   E1 , , E k , E k 1 ,, E N 
We can now express S_FP as follows:

S _ FP  P(O   D |  k  )
Because the events in  are exhaustive and disjoint, we can express the event  k as follows:

 k    i
ik

Consequently, S_FP can be given by:

S _ FP  P(O   D |  0     k 1   k 1     2 N 1 )
Equivalently, by Baye's Rule:

S _ FP 

P(O   D   0     k 1   k 1     2 N 1 )
1  P ( k  )

Recalling the definition of event k , we express the above as:

S _ FP 

P(O   D   1     k 1   k 1     2 N )
1  P ( E1 , , E k , E k 1 , , E N )

which, according to the semantics of our Bayesian network can be written as:

S _ FP 

P(O   D   0     k 1   k 1     2 N 1 )
1  P( E1 ) P(E k 1 | E k )  P( E j | E j 1 )
1 j  k

Due to the disjoint nature of the events in  , the numerator in the above expression can be
written as a summation:
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S _ FP 

  P(  

 D i  k 

i

)

1  P( E1 ) P(E k 1 | E k )  P( E j | E j 1 )
1 j  k

Substituting parameter values, we obtain:

S _ FP 

  P(  

 D i  k 

i

)

1   (1   k 1 )   j
1 j  k

5.4.

Model Parameter Analysis
In this section we examine the impact of uncertainty in each model parameter on

uncertainty in our system parameters S_FP and S_TP. We begin by summarizing the results of
the previous section.
Table 5.4-1 S_TP Result Summary

Intrusion
Type
Single
Node at k
Intermediate at
node k

S_TP

   P(

ek 1 ,, e N  D 1 j  k

j

| E j )P(e k 1 | E k ) P( k 1 | e k 1 )

 P (e

l

| el 1 ) P( l | el ) (5.4.1)

k 1 l  N

  P(

 D 1i  k

i

| Ei )

 P(

k 1 j  N

j

| E j )

(5.4.2)
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Table 5.4-2 S_FP Result Summary

Intrusion
Type

S_FP

S _ FP 
Single
Node at k

  P ( j | E j ), k  1
  1 j  N
(5.4.3)

  P (e1 ) P (1 | e1 )  P (ei | ei 1 ) P ( i | ei )  P ( i | E i ), k  1
  ei ,i  k
1 i  k
k i  N

Intermediate at
node k

  P(  

 D i  k 

i

)

1   (1   k 1 )   j

(5.4.4)

1 j  k

5.4.1. Base Rate
The base rate parameter,  , is the prior probability of the first exploit in the chain.
Consequently, it will affect the result in all cases where the value of the first exploit node is
unspecified (i.e. when E1 is a hidden variable) or when the prior is an explicit variable in the
posterior probability. Examination of (5.4.1) reveals that E1 is never a hidden variable in the
single node exploit case for S_TP. This is because all single node exploit cases are conditioned on
a set of circumstances that includes the fist exploit node having value TRUE. Consequently,
S_TP is not a function of  and hence uncertainty in S_TP cannot be affected by uncertainty in
base rate for the single node intrusion case. Inspection of (5.4.2) reveals that the same result
applies in the intermediate node exploit case for S_TP and for the same reason: all intermediate
node exploit cases are conditioned on a set of circumstances that includes the fist exploit node
having value TRUE.
For S_FP, base rate appears explicitly in (5.4.4) and implicitly in (5.4.3) via the
summation over values of the hidden node E1 for the k>1 case. Only in the k=1 single node
intrusion case for S_FP is the base rate term absent due to conditioning on the first exploit node
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having value TRUE. Consequently, S_FP is not a function of  in the single node intrusion k=1
case, but is a function of  in all other cases. Thus, uncertainty in S_FP cannot be affected by
uncertainty in  in the k=1 single node intrusion case. For other cases, we conclude that
uncertainty in S_FP may be affected by uncertainty in  .

5.4.2. Sensor False Positive Rate
The sensor false positive rate parameter  will affect the posterior in any case where the
relevant exploit node can assume the value FALSE and the detection set includes an observation
for the relevant sensor where an alert is issued. For our analysis of this parameter, and the sensor
true positive rate, we assume the detection set includes an observation under which both
conditions are realized for a given sensor (i.e. both that an alert is issued and that it is not issued).
While this may not be the case under a particular choice of detection set, in this section we seek
to identify cases where the relevant parameter is guaranteed to not affect the results. Thus, we
make the assumption that both alerting conditions are realized for each sensor and only look for
cases in which the relevant node can assume the value FALSE.
Examination of (5.4.1) and (5.4.2) reveals that exploit node values are fixed at TRUE for
all nodes through node k in both the single node intrusion case and the intermediate node
intrusion case. Thus S_TP is not a function of  i and hence uncertainty in  i does not affect
posterior uncertainty for 1  i  k . For other cases, uncertainty in  i may affect uncertainty in
S_TP. We note that in the special case of a single node intrusion at node N, all exploit nodes are
fixed at the value TRUE and hence none of the sensor false positive rate parameters contribute to
posterior uncertainty.
Examination of (5.4.3) reveals that all exploit nodes are either fixed at value FALSE or
are hidden nodes which are summed over both Boolean variables. Thus, S_FP is a function of  i
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for all values of i and thus uncertainty in uncertainty in  i may affect S_FP uncertainty in all
cases. Examination of (5.4.4) reveals that all but one exploit sequence are present in the
summation, the specific sequence corresponding to the intermediate intrusion at node k. Two
exploit node sequences that are included in this summation are the all-TRUE sequence and the
all-FALSE sequence. Thus, S_FP is a function of  i for all values of i in the intermediate node
intrusion case. Thus, uncertainty in  i may affect S_FP uncertainty in all intermediate node
intrusion cases.

5.4.3. Sensor True Positive Rate
Examination of (5.4.1) reveals that all exploit nodes are either fixed at value TRUE or are
hidden nodes which are summed over both Boolean variables. Thus, in the single node intrusion
case, S_TP is a function of the sensor TP parameter  i and thus  i may affect uncertainty in
S_TP for all values of i. In the intermediate node intrusion case for S_TP, examination of (5.4.2)
reveals that exploit node values are fixed at TRUE for the first k stages and FALSE for all
subsequent stages. Thus, in the intermediate node intrusion case, S_TP is a function of  i for

k  i  N and thus in these cases,  i may affect uncertainty in S_TP.
Examination of (5.4.3) reveals that all exploit nodes are fixed at value FALSE for stage k
and later and are hidden nodes which are summed over both Boolean variables for other values of
k. Thus, in the single node intrusion case, S_FP is not a function of  i for i  k and thus in these
cases, uncertainty in  i cannot affect uncertainty in S_FP. In other single node intrusion cases,
uncertainty in  i may affect uncertainty in S_FP. Examination of (5.4.4) reveals that all but one
exploit sequence are present in the summation, the specific sequence corresponding to the
intermediate intrusion at node k. Two exploit node sequences that are included in this summation
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are the all-TRUE sequence and the all-FALSE sequence. Thus, S_FP is a function of  i for all
values of i in the intermediate node intrusion case. Thus, uncertainty in  i may affect S_FP
uncertainty in all intermediate node intrusion cases.

5.4.4. Exploit True Positive Rate
Analysis of (5.4.1) reveals that exploit node values are fixed at TRUE for all stages prior
to k. For subsequent stages, summation over hidden exploit node values occurs. Consequently, in
the single node intrusion case , S_TP is a function of  i only for i  k . In these cases, uncertainty
in  i may affect uncertainty in S_TP; in other cases it cannot. In the intermediate node case of
S_TP governed by (5.4.2), all node values are fixed and thus the exploit true positive rate
parameter does not appear. Thus, S_TP is not a function of  i for any i and consequently
uncertainty in  i does not affect uncertainty in the S_TP for any case of intermediate node
intrusion.
Examination of 5.4.3 reveals that exploit node values are fixed for stage k and later stages
but summation over node values for prior stages occurs. Thus, in the single node intrusion case,
S_FP is not a function of  i for i  k and consequently uncertainty  i cannot affect uncertainty
in S_FP in these cases. Examination of (5.4.4) reveals that  i is an explicit variable for

1  i  k  1 and is not otherwise an implicit variable. Thus, in the intermediate node intrusion
case, S_FP is not a function of  i for i  k  1 and thus uncertainty in  i cannot affect
uncertainty in S_FP in these cases but may affect it for 1  i  k  1 .

5.4.5. Summary
The results of the analysis in the preceding section are summarized in tables 5.4.5-1 and
5.4.5-2, below. Note that a "NO" entry signifies that uncertainty cannot be present in the relevant
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system-level parameter (FP or TP) due to the presence of uncertainty in the model parameter
under consideration. However, a "YES" entry only signifies that uncertainty may be present.
Table 5.4.5-1 Summary of Variables Affecting S_TP Uncertainty

Base Rate

Intrusion Type



Single
Node at k

NO

Intermediate
Exploit at k

NO

Sensor FP

i

NO: 1  i  k
YES: Other
NO: 1  i  k
YES: Other

Sensor TP

Exploit TP

YES: all i

NO: 1  i  k
YES: other

i

NO: 1  i  k
YES: other

i

NO: all i

Table 5.4.5-2 Summary of Variables Affecting S_FP Uncertainty

Base Rate

Sensor FP

Sensor TP

Exploit TP



i

Single
Node at k

NO: k=1
YES: Other

YES: all i

NO: i  k
YES: other

Intermediate
Exploit at k

YES

YES: all i

YES: all i

NO: i  k
YES: other
NO: i  k  1
YES: other

Intrusion Type

i

i

5.4.6. Limitations
The analysis of this chapter is limited to a very specific topology and set of intrusion
definitions. Thus, our results are not general but only applicable to these specific situations.
Additionally, our results only indicate situations in which uncertainty in a given model parameter
is guaranteed to not affect uncertainty in the relevant system-level parameter across all possible
operating boxes because we place no restrictions on the detection sets considered. Consequently,
in some cases where our analysis concludes that model parameter uncertainty may affect system
parameter uncertainty, it will be the case that that model parameter uncertainty does not affect
system parameter uncertainty due to the specific choice of detection set.
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5.4.7. Conclusion
In this chapter we have considered the linear attack chain model and derived analytical
expressions for system parameter values. Using these analytical results, we have identified cases
where model parameter uncertainty cannot produce corresponding uncertainty in the system-level
detection parameters. These results constitute guidance to practitioners seeking to design a multistep linear detection system because they provide a basis for a practitioner to prioritize
uncertainty reduction efforts.
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Chapter 6
Experimental Analysis of the Linear Attack Model

6.1. Introduction
A previous chapter considered the problem of intrusion detection in the general case of a
network with N sensors under user-defined notions of intrusion. This was modeled using an
uncertain Bayesian network in which inference bounds were computed using an interval
propagation approach based on an optimization-based adaptation of Pearl's message passing
algorithm. Analysis showed the computational difficulty of this general problem: added to the
computational complexity of interval propagation itself is the computational complexity of
enumerating operating boxes. It was shown that enumeration of operating boxes is sufficiently
complex to require the use of a heuristic approach.
In this chapter we consider specific heuristic approaches to solve the operating box
enumeration problem. We address three research questions: First, how do heuristic solutions
quantitatively compare with solutions obtained by full enumeration? Next, how much processing
time is required to obtain the heuristic solutions for various topology sizes and intrusion types?
Finally, how much system-level parameter uncertainty is obtained under the heuristic solution for
various topology sizes and intrusion types? We address these questions via an experimental plan
based on the same linear topology and intrusion definitions of the previous chapter.
The rest of this chapter is organized as follows. First we define two heuristic approaches
followed by a discussion of our approach to heuristic evaluation. Next, we present our
experimental plan which includes the specification of attack topology, model parameters and
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intrusion definitions under examination. Next, we present our experimental results followed by
our discussion and conclusions.

6.2.

Detection Heuristic
We consider two heuristic solutions in this chapter, one based on a theorem we prove in

this section and another based on Operating Point Accumulation Theorem from Chapter 4.
Below, we refer to the former as Heuristic 1 and the latter as Heuristic 2. The rationale for
Heuristic 1 is explained below. The rationale for Heuristic 2 is based on the intuition that the
principle underlying the Operating Point Accumulation Theorem is may also be applicable in the
operating box case, suitably modified. Modification is necessary since the ratio metric used in
that theorem does not translate directly to the operating box case.
In this section we present a detection heuristic based on a theoretical result applicable to
the point probability case. While the present chapter is concerned with the uncertain probability
case, we propose this heuristic as potentially useful in the uncertain case. Our theoretical result is
presented below as the Point Detection Set Dominance Theorem.

6.2.1. Point Detection Set Dominance Theorem
In this section we present and prove our Point Detection Set Dominance Theorem which
forms the basis of our first heuristic, H1, defined later.
Point Detection Set Dominance Theorem
Let X represent any detection set, including the null set. Then, the detection set
cannot

dominate

the

detection

 p j  P(Q  TRUE | s  s j )

set

X , si 

if

X , s 
j

pi  P (Q  TRUE | s  si )
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Proof:





We prove this theorem by contradiction. Assume that X , s j dominates X , si  . Below
we use the shorthand Q to indicate the event where node Q assumes the value TRUE and Q to
indicate the event where node Q assumes the value FALSE. Let s represent the observed sensor
output vector. Then, by definition of point dominance, the following hold:

P s  X , s j | Q   Ps  X , si  | Q 
Ps  X , s j | Q   Ps  X , si  | Q 
By Bayes, Theorem, the above inequalities can be expressed as follows:

P s  X , s j  Q   Ps  X , si   Q 
P s  X , s j  Q   Ps  X , si   Q 
Since the detection sets represent disjoint events, the above can be written as follows:

Ps  X  Q   P s  s j  Q   Ps  X  Q   Ps  si  Q 
Ps  X  Q   P s  s j  Q   Ps  X  Q   Ps  si  Q 
and hence

P s  s j  Q   Ps  si  Q 
P s  s j  Q   Ps  si  Q 





In other words, if the set X , s j dominates X , si  , then the set s j dominates the set si . Now,
applying Baye’s Theorem again, we obtain the following relationships:

PQ | s  s j P s  s j   PQ | s  si Ps  si 
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P Q | s  s j P s  s j   PQ | s  si Ps  si 
Using this result, the ratio of the set priors can be expressed as:

P s  s j 
P s  s i 

P s  s j 
Ps  s i 





PQ | s  s i 
P Q | s  s j 
PQ | s  si 
PQ | s  s j 

and thus

PQ | s  s i  PQ | s  si 

P Q | s  s j  PQ | s  s j 
Since P Q   1  PQ  , the above can be expressed as:

PQ | s  s i  1  PQ | s  si 

P Q | s  s j  1  PQ | s  s j 
Notice that under our assumption that P (Q | s  si )  P (Q | s  s j ) the quantity on the
left side of the above inequality must be greater than or equal to 1. Additionally, under this
assumption, the quantity on the right side must be less than or equal to 1. Thus we reach a
contradiction and conclude that detection set

X , s  cannot dominate the detection set X , s  .
j

■

6.2.2. Heuristic Definition
In this section we define our two heuristic solutions, H1 and H2.
H1: Heuristic 1

i
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The theoretical result of the previous section establishes cases where one detection set
cannot dominate another detection set for the point probability (certain) case. While this result
does not establish that one detection set dominates another, it does allow us to rank certain sets of
a given size by how many other sets cannot dominate them which is an intuitively appealing
metric of detection performance. Based on this intuitive notion, we can construct a set of
promising detection sets in the following manner:
1. Sort the singleton detection sets in descending order of lower posterior intrusion
probability.
Consider a multi-step attack model with N sensors. This model has n  2 N sensor output
vectors. For each vector s, compute the posterior probability of intrusion, P (Q  TRUE | s ) .
Denote the n vectors s j , 1  j  n such that

P (Q  TRUE | s j )  P(Q  TRUE | si ) i  j
In other words, s j are sorted in decreasing order of posterior probability of intrusion.
The heuristic solution consists of exactly n detection sets, each having a different
cardinality from 1..n. Denote these sets as H j , 1  j  n . H j is defined as follows:

H j  H j 1  s j
where

H0  
H2: Heuristic 2
The Operating Point Enumeration Theorem suggests a second potential heuristic based
on the angle between an operating box and the horizontal. To compute this angle, we must
resolve the operating box to a point which can be used to compute a ratio as required by our
Enumerate Operating Points algorithm. We adopt a Best Point convention for this resolution as
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this provides the maximum possible angle. Based on this definition, we define our second
heuristic as the output of a modified version of the Enumerate Operating Points algorithm, the
only modification being that ratio ri is defined in the following alternate manner:

ri 

ti
fi

6.2.3. Heuristic Evaluation
In this section we consider the question of heuristic evaluation and identify our preferred
approach. Our considerations in this section are guided by our practitioner focus: we adopt the
approach that we feel provides the most utility to a practitioner who needs practical guidance in
the design of a multi-step uncertain IDS.
Evaluation of a heuristic solution is not straightforward because there is no clear distance
metric to use when comparing a heuristic result with an optimal result. In the present case, an
optimal result consists of the set of non-dominated operating boxes over all possible detection
sets. Given such an optimal set, how can such a set be compared with an alternative solution? To
address this question, we note that a practitioner’s concern will primarily be with determination
of potential operating points based on the information provided by the solution set and the
practitioner’s specific organizational costs regarding true positives and false positives. Such a
practitioner will, at some point, likely be forced to resolve the ambiguity inherent in an operating
box by making a commitment to a particular point in the box and subsequently operating the IDS
under the assumption of detection at that operating point. Consequently, in this section, we adopt
a point perspective on evaluation: we resolve operating boxes to operating points and evaluate our
heuristic solution as a set of operating points compared with an optimal set of points. Note that
the process of resolving operating boxes to operating points could produce dominated points
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since there is no guarantee that a point resulting from a given box resolution will not be
dominated. Consequently, a pruning process may be required following the conversion of a set of
boxes to a set of points.
As discussed in Chapter 4, a variety of ways to resolve an operating box to a point can be
defined, such as resolution to the Best Point, Worst Point, or some intermediate point which may
vary depending on the operating box location. Guidance for this task we defer to future work. For
the purposes of this chapter, we resolve operating boxes to their Best Point and Worst Point and
present results for each case.
Having resolved our solution to a set of operating points from their constituent boxes, we
adopt an ROC perspective to conduct the evaluation: our goodness metric is area-under-curve
(AUC) for the ROC resulting from a given set of operating points. The ROC itself is a natural
representation of our set of operating points that is useful in situations of unequal error costs [71]
as expected in real-world security situations. Our ROC could be obtained simply by accepting all
points in a given solution and pruning any dominated points. However, we note that the preferred
approach to ROC construction is to obtain the ROC by taking the convex hull of the set of
operating points [69]. Note that efficient algorithms are available for computing convex hulls
[70].
Having defined AUC as our measure of heuristic effectiveness, we now consider how
AUC quality should be assessed. Rardin and Uzoy [72] discuss approaches to assessing the
quality of a heuristic solution. These include:


Exact solution of small instances: assess performance in small instances where
optimal results can be obtained and assume the results will carry over into larger
cases.



Bounds on optimal values: establish some provable upper bound on the deviation
from optimality of a heuristic solution.
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Built-in optimal solutions: construct test cases in such a manner that the optimal
solution is known.



Statistical estimation: use a sample of solutions to predict where the true
optimum may lie.



Best-known solution: compare performance to the best known solution.

As we are not aware of prior work attempting to enumerate operating boxes under
uncertain Bayesian inference, we cannot employ the best-known solution approach. We are not
aware of any technique in which an attack network can be constructed with a known set of
dominant operating boxes; thus we are unable to employ the built-in optimal solution approach.
Moreover, we do not have access to a sample of solutions with which to employ the estimation
approach. Consequently, we consider bounds on optimal values and exact solution of small
instances to be the only viable approaches for the present study. Regarding the former, we note
that given a subset of optimal operating points, an upper bound on ROC AUC can in principle be
established by considering regions of TP-FP space where missing operating points cannot lie
(otherwise they would dominate the known dominant points). The remaining, permissible,
regions of TP-FP space define the locus of possible remaining operating points and it may be
possible to bound AUC by considering this locus. Such bounding would require a provable
method of enumerating a subset of operating points, a problem we defer to future work. Thus, for
the present analysis we rely on exact solution of small instances. In these instances, we obtain the
AUC for the full enumeration result and compare it with each heuristic result. We expect that a
given heuristic solution will have an AUC that is less than or equal to that of the full enumeration
AUC. The closer the heuristic solution is to that of the full enumeration result, the less difference
we expect to observe between the heuristic AUC and the full enumeration AUC. Thus, we seek to
identify the heuristic solution with the smallest AUC delta from the full enumeration result.
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6.3.

Experimental Plan
In this chapter we consider linear attack models from size N=4 through N=7. For each

size model, we define a set of experimental groups designed to cover a set of intrusion and
parameter uncertainty cases. We consider the two forms of intrusion definition defined in the
previous chapter: the single node intrusion and the intermediate node intrusion. Recall that a
single node intrusion at node k has occurred when node k is compromised (independently of the
states of the other exploit nodes) and an intermediate node intrusion at node k has occurred when
node k is compromised and node k+1 is not compromised. Thus, there are N single node intrusion
events and N-1 intermediate node intrusion events that can be considered for a size N linear
attack topology. Rather than attempt to cover all cases, we instead select a subset of three of these
2N-1 cases that are expected to be representative. These three cases are: (1) single node intrusion
at node 1, (2) single node intrusion at node N and (3) an intermediate node intrusion. Regarding
the third case, we choose an intermediate node close to the middle of the attack chain;
consequently the choice of intermediate index k is dependent on attack chain length, N.
Experimentally we need to consider 5 parameters, as shown in Table 6.3-1. For each
parameter, we define a point and interval experimental value. The values shown in Table 6.3-1
are not estimates based on any particular attack; instead they are values that we judge to be
representative of real-world situations. The very small value for Base Rate is based on our
judgment that many attacks of interest are very infrequent and thus base rates for some attacks
can approach this level [60]. Our estimates for the sensor parameters are based on the observation
that typical sensors have relatively high (over 0.9) detection rates but that sensor false positive
rates are typically insufficiently low to make false positives sufficiently rare events. The most
difficult parameter for which to provide an estimate is the exploit true positive rate. We note that
this rate depends on a variety of factors including the attacker’s motivation and resources as well
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as the opportunity for attacker success in the form of available vulnerabilities. Consequently,
there are a variety of reasons why a successful exploit of node j might not be followed by a
successful exploit of node j+1. Thus, we do not expect the exploit true positive rate to be 1, and
note that it may in practice be much less than 1. However, we adopt a conservative stance in this
work and assume that this parameter is relatively high. Note that we assume the exploit false
positive rate is exactly zero. This is a consequence of the definition of sequential exploit: if an
exploit has not occurred, then no downstream exploit can have occurred.

Table 6.3-1. Experimental Point and Interval Values

Parameter
Base Rate
Exploit TP

Point Value
10-5
0.9

Range Values
[10-6, 10-4]
[0.85, 0.95]

Exploit FP

0

[0,0]

Sensor TP

0.95

[0.9, 0.99]

Sensor FP

0.01

[0.001, 0.1]

As discussed above, we select three intrusion cases for a given set of parameter values.
Denoting the set of three cases as an experimental group, we identify a total of 20 experimental
groups, as shown in Table 6.3-2, five groups each for attack chain sizes four through seven. The
five groups associated with a given attack chain size correspond to five parameter cases: four
cases in which a given parameter varies over its range while the rest assume point values and one
case where all parameters vary over their ranges. The N=4 linear model is small enough to
compute brute force results but results for larger N are not practical.
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Table 6.3-2 Experimental Groups

Experiment
Group

Topology

Intrusion
Type

Base
Rate

Sensor
FP

Sensor
TP

Exploit
FP

Exploit
TP

Algorithm

1

Linear 4

SE (1-4),
IE (1-3)

Range

Point

Point

Point

Point

Brute Force,
Heuristic

2

Linear 4

SE (1-4),
IE (1-3)

Point

Range

Point

Point

Point

Brute Force,
Heuristic

3

Linear 4

SE (1-4),
IE (1-3)

Point

Point

Range

Point

Point

Brute Force,
Heuristic

4

Linear 4

SE (1-4),
IE (1-3)

Point

Point

Point

Point

Range

Brute Force,
Heuristic

5

Linear 4

Range

Range

Range

Point

Range

Brute Force,
Heuristic

6

Linear 5

Range

Point

Point

Point

Point

Heuristic

7

Linear 5

Point

Range

Point

Point

Point

Heuristic

8

Linear 5

Point

Point

Range

Point

Point

Heuristic

9

Linear 5

Point

Point

Point

Point

Range

Heuristic

10

Linear 5

Range

Range

Range

Point

Range

Heuristic

11

Linear 6

Range

Point

Point

Point

Point

Heuristic

12

Linear 6

Point

Range

Point

Point

Point

Heuristic

13

Linear 6

Point

Point

Range

Point

Point

Heuristic

14

Linear 6

Point

Point

Point

Point

Range

Heuristic

15

Linear 6

Range

Range

Range

Point

Range

Heuristic

16

Linear 7

Range

Point

Point

Point

Point

Heuristic

17

Linear 7

Point

Range

Point

Point

Point

Heuristic

18

Linear 7

Point

Point

Range

Point

Point

Heuristic

19

Linear 7

Point

Point

Point

Point

Range

Heuristic

20

Linear 7

Range

Range

Range

Point

Range

Heuristic

6.4.

SE (1-4),
IE (1-3)
SE (1,5),
IE (3)
SE (1,5),
IE (3)
SE (1,5),
IE (3)
SE (1,5),
IE (3)
SE (1,5),
IE (3)
SE (1,6),
IE (3)
SE (1,6),
IE (3)
SE (1,6),
IE (3)
SE (1,6),
IE (3)
SE (1,6),
IE (3)
SE (1,7),
IE (4)
SE (1,7),
IE (4)
SE (1,7),
IE (4)
SE (1,7),
IE (4)
SE (1,7),
IE (4)

Results
In this section we present our experimental results in the following categories: full

enumeration results, heuristic results, execution times and uncertainty results. Full enumeration
results are presented in the form of ROC curves for each intrusion type in the experimental plan
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along with AUC measurements. We present heuristic results AUC measurements and comparison
with full enumeration results under Best Point and Worst point operating box resolution.
Execution times are presented as total time elapsed to produce the heuristic result set on our
experimental equipment. Uncertainty results are presented as summary statistics for uncertainty in
S_FP and S_TP.
Full Enumeration Results
Experiment groups 1 through 5 include brute force full enumeration of all 64K detection
sets for the N=4 linear multi-step attack chain. Using these results, we obtain ROCs based on
operating box Best Point and Worst Point. These ROCs are shown in Figures 6.4.1 through 6.4.7
below. Each graph shows a selected region of the ROC space with five curves, one for each of the
four parameters that assumed an uncertain value and a fifth curve under which all four parameters
were uncertain. (Note the scale varies across these figures on both axes. This was done to
facilitate visualization of regions of the ROCs where the curves differed.) Additionally, the AUC
results for these cases are shown in Table 6.4-1.
Table 6.4-1. Full Enumeration AUC Results

Base Rate
Sensor FP
Worst
Sensor TP
Point
Exploit TP
All
Base Rate
Sensor FP
Best Point Sensor TP
Exploit TP
All

SE(1)
0.999538
0.994712
0.998631
0.989999
0.984593
0.999358
0.999784
0.999908
0.999852
0.999995

SE(2)
0.999892
0.99783
0.999516
0.999824
0.993226
0.999892
0.999959
0.999991
0.999946
1

SE(3)
0.999965
0.998856
0.999779
0.999957
0.996288
0.999965
0.99999
0.999999
0.9999974
1

SE(4)
0.999983
0.999156
0.999861
0.999983
0.997271
0.999983
0.999996
1
0.999983
1

IE(1)
0.91
0.925
0.945
0.97
0.9
0.97
0.986279
0.99
0.97
0.997041

IE(2)
0.99773
0.9845
0.99306
0.9973
0.971999
0.9973
0.999109
0.999702
0.99773
0.999953

IE(3)
0.999808
0.996464
0.999043
0.99808
0.991439
0.999808
0.999994
0.99999
0.999808
0.999999
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Figure 6.4-1a. SE(1) Full Enumeration Worst Point ROC

Figure 6.4-1b. SE(1) Full Enumeration Best Point ROC
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Figure 6.4-2a. SE(2) Full Enumeration Worst Point ROC

Figure 6.4-2b. SE(2) Full Enumeration Best Point ROC
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Figure 6.4-3a. Group 3 Full Enumeration Worst Point ROC

Figure 6.4-3b. Group 3 Full Enumeration Best Point ROC
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Figure 6.4-4a. SE(4) Full Enumeration Worst Point ROC

Figure 6.4-4b. Group 4 Full Enumeration Best Point ROC
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Figure 6.4-5a. IE(1) Full Enumeration Worst Point ROC

Figure 6.4-5b. IE(1) Full Enumeration Best Point ROC
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Figure 6.4-6a. IE(2) Full Enumeration Worst Point ROC

Figure 6.4-6b. IE(2) Full Enumeration Best Point ROC
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Figure 6.4-7a. IE(3) Full Enumeration Worst Point ROC

Figure 6.4-7b. IE(3) Full Enumeration Best Point ROC
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Heuristic Results
As discussed above, we evaluate the two candidate heuristic approaches via the AUC
metric. In Table 6.4-2, we present the Best Point and Worst Point AUC values for each
experimental case along with two other metrics, ∆1 and ∆2. The former represents the difference
between the AUC resulting from the full enumeration ROC and the AUC resulting from the
Heuristic 1 AUC while the latter reflects the difference under Heuristic 2.
Table 6.4-2. Heuristic Evaluation Results

Best Point
Worst Point
AUC
∆1
∆2
AUC
∆1
∆2
Group Intrusion
1
SE(1) 0.9995380 0.0000010 0.0000000 0.9995380 0.0000010 0.0000000
1
SE(2) 0.9998920 0.0000000 0.0000000 0.9998920 0.0000000 0.0000000
1
SE(3) 0.9999650 0.0000000 0.0000000 0.9999650 0.0000000 0.0000000
1
SE(4) 0.9999830 0.0000000 0.0000000 0.9999830 0.0000000 0.0000000
1
IE(1) 0.9700000 0.0001380 0.0000000 0.9700000 0.0001380 0.0000000
1
IE(2) 0.9977300 0.0000050 0.0000000 0.9977300 0.0000050 0.0000000
1
IE(3) 0.9998080 0.0000000 0.0000000 0.9998080 0.0000000 0.0000000
2
SE(1) 0.9997840 0.0000000 0.0000000 0.9947120 0.0000480 0.0000000
2
SE(2) 0.9999590 0.0000000 0.0000000 0.9978300 0.0000000 0.0000000
2
SE(3) 0.9999900 0.0000000 0.0000000 0.9988560 0.0000000 0.0000000
2
SE(4) 0.9999960 0.0000000 0.0000000 0.9991560 0.0000000 0.0000000
2
IE(1) 0.9862790 0.0049570 0.0049560 0.9250000 0.0126000 0.0004500
2
IE(2) 0.9991090 0.0002040 0.0002040 0.9845000 0.0012930 0.0000000
2
IE(3) 0.9999400 0.0000070 0.0000070 0.9964640 0.0003390 0.0000000
3
SE(1) 0.9999080 0.0000010 0.0000000 0.9986310 0.0000000 0.0000000
3
SE(2) 0.9999910 0.0000000 0.0000000 0.9995160 0.0000000 0.0000000
3
SE(3) 0.9999990 0.0000000 0.0000000 0.9997790 0.0000000 0.0000000
3
SE(4) 1.0000000 0.0000000 0.0000000 0.9998610 0.0000000 0.0000000
3
IE(1) 0.9900000 0.0001440 0.0000000 0.9450000 0.0001300 0.0000000
3
IE(2) 0.9997020 0.0000020 0.0000000 0.9930600 0.0000090 0.0000000
3
IE(3) 0.9999900 0.0000000 0.0000000 0.9990430 0.0000000 0.0000000
4
SE(1) 0.9998520 0.0000000 0.0000000 0.9989990 0.0000010 0.0000000
4
SE(2) 0.9999460 0.0000000 0.0000000 0.9998240 0.0000000 0.0000000
4
SE(3) 0.9999740 0.0000000 0.0000000 0.9999570 0.0000000 0.0000000
4
SE(4) 0.9999830 0.0000000 0.0000000 0.9999830 0.0000000 0.0000000
4
IE(1) 0.9700000 0.0001380 0.0000000 0.9700000 0.0001380 0.0000000
4
IE(2) 0.9977300 0.0000050 0.0000000 0.9977300 0.0000050 0.0000000
4
IE(3) 0.9998080 0.0000000 0.0000000 0.9998080 0.0000000 0.0000000
5
SE(1) 0.9999950 0.0000000 0.0000000 0.9845930 0.0000750 0.0000000
5
SE(2) 1.0000000 0.0000000 0.0000000 0.9932260 0.0000710 0.0000000
5
SE(3) 1.0000000 0.0000000 0.0000000 0.9962880 0.0002460 0.0000000
5
SE(4) 1.0000000 0.0000000 0.0000000 0.9972710 0.0000000 0.0000000
5
IE(1) 0.9970410 0.0010700 0.0010690 0.9000000 0.0126000 0.0004500
5
IE(2) 0.9999530 0.0000110 0.0000110 0.9719990 0.0016610 0.0000010
5
IE(3) 0.9999990 0.0000000 0.0000000 0.9914390 0.0023580 0.0000000
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The table above presents the full heuristic results in terms of AUC, however it is difficult
to visualize how these results compare to the full enumeration result under this single metric. To
visually compare these results, the Best Point and Worst Point ROCs from Group 5 are shown
below for both heuristics and the full enumeration result across three intrusion types. Note the
high correspondence between the ROCs in these figures with the curves fully overlapping in
many cases over the regions shown.

Figure 6.4-8. Heuristic and Full Enumeration N=4 IE(2) Group 5 Best Point ROC
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Figure 6.4-9. Heuristic and Full Enumeration N=4 IE(2) Group 5 Worst Point ROC

Figure 6.4-10. Heuristic and Full Enumeration N=4 SE(1) Group 5 Best Point ROC

128

Figure 6.4-11. Heuristic and Full Enumeration N=4 SE(1) Group 5 Worst Point ROC

Figure 6.4-12. Heuristic and Full Enumeration N=4 SE(4) Group 5 Best Point ROC
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Figure 6.4-13. Heuristic and Full Enumeration N=4 SE(4) Group 5 Worst Point ROC

Execution Times
Although the algorithms to produce our heuristic solutions are not expensive in terms of numbers
of basic steps executed, one of the basic steps involves performing loopy 2U inference, a process
that can potentially be expensive. Consequently, we measure the time required to obtain the
Heuristic 1 and 2 solutions and report the results in Figure 6.4-6. These results were obtained
under the following experimental conditions using experiment code executed in Matlab version
7.8.0 (release 2009A). Execution times were obtained using Matlab's 'tic' and 'toc' commands.


Execution Platform: Intel Core i5 CPU @ 3 GHz, 8 GB RAM



Operating System: Microsoft Windows 7 Home Premium, 64 bit
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N=4
Group Intrusion T1(sec) T2(sec)
1
SE(1)
6
9
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SE(1)
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9
4
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9
4
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SE(1)
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5
SE(4)
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9
5
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6
9

N=5
Group Intrusion T1(sec) T2(sec)
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SE(1)
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SE(5)
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75
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IE(3)
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77
2
SE(5)
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3
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75
4
SE(1)
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4
SE(5)
53
76
4
IE(3)
51
75
5
SE(1)
53
77
5
SE(5)
54
80
5
IE(3)
55
81

N=6
Group Intrusion T1(sec) T2(sec)
1
SE(1)
534
784
1
SE(6)
566
784
1
IE(3)
521
698
2
SE(1)
554
806
2
SE(6)
578
804
2
IE(3)
527
726
3
SE(1)
553
788
3
SE(6)
564
787
3
IE(3)
520
697
4
SE(1)
562
782
4
SE(6)
567
782
4
IE(3)
518
697
5
SE(1)
563
803
5
SE(6)
574
807
5
IE(3)
552
772

N=7
Group Intrusion T1(sec) T2(sec)
1
SE(1)
5626
8119
1
SE(7)
5648
8050
1
IE(4)
5210
7467
2
SE(1)
5736
8622
2
SE(7)
5763
8447
2
IE(4)
5245
7744
3
SE(1)
5644
8564
3
SE(7)
5670
8321
3
IE(4)
5267
7516
4
SE(1)
5618
8537
4
SE(7)
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8123
4
IE(4)
5273
7401
5
SE(1)
5772
8584
5
SE(7)
5780
8218
5
IE(4)
5517
7806

Figure 6.4-14. Heuristic Execution Times

Uncertainty Results
Each set of heuristic results consists of a set of operating boxes, each of which has a
corresponding width (uncertainty) in FP and TP. For each experimental condition, we obtain the
summary statistics min, mean and max for the uncertainty in each parameter across both
heuristics and present the results in Figures 6.4.7 and 6.4.8
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Figure 6.4-15. Heuristic FP Uncertainty
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N Group Intrusion
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Figure 6.4-16. Heuristic TP Uncertainty
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6.5.

Discussion
The full enumeration results reveal several general findings. First, as one would expect,

the Worst Point ROCs exhibit degraded performance compared with the Best Point ROCs in
many (but not all) cases, and in some cases, the differences are very significant. For example,
there is no difference in AUC for any of the curves corresponding to varying base rate in Figures
6.4-1 through 6.4-7. This is because Base Rate uncertainty did not affect the S_FP or S_TP
uncertainty in these cases. In contrast, the difference is substantial for cases in which all model
parameters are uncertain. Thus, we observe that model parameter uncertainty does affect system
parameter uncertainty and hence the difference between Best Point and Worst Point ROCs, a
result that is made more explicit below when we specifically examine summary statistics for
S_TP and S_FP across the experimental cases.
A second general finding evident from the full enumeration results is a within-intrusion
type trend: for a given intrusion type, the further downstream the query node lies, the better the
detection performance, as measured by AUC. This is evident by inspection of Table 6.4-1 which
shows that the SE(2) AUC values are greater than those of SE(1) for all experimental cases.
Similarly the SE(3) AUC values exceed those of SE(2) in all cases as do the SE(4) values over
those of SE(3). In a similar manner, the AUC values for IE(3) are greater than those of IE(2)
which in turn are greater than those of IE(1) in all cases. This interesting result seems consistent
with the findings of Chapter 3 in that latency is related with improved performance. In the present
case, an intrusion definition with a focus exploit node further downstream implies latency in the
sense that the intrusion is defined to have progressed further.
The heuristic solution execution time results indicate an unfortunate, but not unexpected
trend: computation time increases very rapidly with network size. To investigate this relationship
quantitatively, we performed linear regression using the base 10 logarithm of execution time
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versus network size and found a highly linear relationship with slope very close to 1 (see Figure
6.5-1). Consequently, we conclude that heuristic execution time is an exponential function of
network size N:

t  10 N
Given the exponential relationship between number of sensor output vectors and sensor count, an
exponential relationship between processing time and network size is expected in the present case
where there is exactly one sensor per attack step. Clearly, processing costs can potentially be
much higher in configurations were more than one sensor per attack step are used.
Note that the constant offset between the curves in Figure 6.5-1 is the result of a nearly
constant multiplicative factor between the time to compute the H1 versus H2 solutions: the H2
times are consistently about 1.5x those of H1. Note that H2 requires more inference steps than H1
because the initial step of obtaining the sorted list of N singleton detection steps requires 2 loopy
inference steps per detection set for H1 but only 1 for H1 (because H2 requires determination of
S_TP and S_FP for each detection set whereas H1 only requires determination of the posterior
probability of intrusion). Following construction of the sorted list, both approaches require the
same number of inference steps because both compute S_TP and S_FP for each of the N
detection sets in the constructed solution. Thus H2 requires (4/3)X = 1.33X the number of
inference steps as H1. The fact that we observe 1.5X the execution time implies that
determination of the posterior probability of intrusion is more computationally expensive, on
average, than determination of S_TP and S_FP.
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Slope=0.990
R2=1.0

H2

H1
Slope=0.998
R2=1.0

Figure 6.5-1. Execution Time Regression

The heuristic evaluation results indicate that both heuristic approaches produce AUC
values very close to the full enumeration result. The results for Heuristic 2 are slightly better than
Heuristic 1 in each case, although we note that these results are very limited in that an attack
chain of only size 4 was considered. Full enumeration results for larger chains were simply
impossible to obtain.
To better understand the difference between the heuristic and full enumeration results, we
examine ROCs for one test case: Linear 4, Group 5 IE(2). We plot the Best Point ROCs for full
enumeration, H1 and H2 in Figure 6.4-6 and the Worst Point ROCs for full enumeration, H1 and
H2 in Figure 6.4-7, above. In each Figure, the axis limits were chosen to isolate regions of the
ROCs where differences between curves was greatest. In the case of the Best Point results, the H1
and H2 curves appear to fully overlap (in agreement with the results in Table 6.4-2) but fail to
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match the full enumeration result due to the absence of a point in the vicinity of (1.62, 0.99). In
fact, the full enumeration result set in this test case contained 20 points whereas the H1 solution
contained only 13 points and the H2 solution 14 points.
In the case of the Worst Point ROCs, we see a similar result in Figure 6.4-7. Here, H2
closely matches the full enumeration result but H1 fails to match this result due to the absence of
a point in the vicinity of (0.19, 0.99). In this case also, the heuristic results contained fewer points
than the full enumeration result, 3 each for H1 and H2 versus 4 for full enumeration. Note that the
number of points in the Worst Point solution is much less than that of the Best Point solution. We
expect this to be true in general and below, we discuss an explanation for this phenomenon.
The uncertainty results indicate that uncertainty in S_FP and S_TP in the heuristic vary
between experimental groups, as one would expect. In many cases, zero uncertainty is observed.
We note that the theoretical results of Chapter 5 predict zero uncertainty in several cases which
we observe here. First, Table 5.4.5-1 predicts no uncertainty in S_TP is expected for any intrusion
type in the Group 1 case and this is exactly what we observe in Figure 6.4-8. Next, Table 5.4.5-1
predicts zero S_TP uncertainty across all Group 4 (exploit TP) cases for intermediate node
exploits and this is also reflected in Figure 6.4-8. Table 5.4.5-2 predicts zero uncertainty in for the
k=1 single node intrusion type for group 1 (base rate) and this result is reflected in Figure 6.4-7.
Other comparisons between these results and the predictions of Chapter 5 are less straightforward
because the results of the present chapter are obtained under conditions of homogeneous sensors,
i.e. all sensors have the same uncertainty characteristic and thus only predictions in Chapter 5 that
can be generalized to the homogeneous case can be readily compared to the present results.
The heuristic FP and TP uncertainty results indicate that the maximum uncertainty can
grow quite large in some cases. Given this, it may seem surprising that the Best Point and Worst
Point AUC results can be as close as observed. The explanation for this is that in general, large
amounts of uncertainty typically only occur in one dimension, i.e. either in FP or TP but not both.
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This is because operating boxes that are wide in both dimensions tend to be eliminated by the
convex hull pruning process. As an example, consider Figure 6.5-2 which shows operating boxes
for the N=4 intermediate intrusion at node 2 case. In this figure, squares denote the best points of
operating boxes that survived Best Point convex hull pruning and circles denote the worst points
of operating boxes that survived Worst Point convex hull pruning. Note the region near the top of
the graph which contains several operating boxes (indicated by the pair of squares on the left) that
are much more uncertain in FP than TP and thus illustrate this phenomenon of large uncertainty
in only one dimension. Note that many of the boxes below these operating boxes are not members
of the Worst Point ROC (as indicated by their lack of circles in the lower-right vertex) because
they are pruned by the convex hull edge connecting the Worst Point of the operating box near the
bottom of the figure with that of the box near the top of the figure, thereby reducing the potential
difference between AUCs resulting from Best Point and Worst Point reductions.

Operating Boxes for N=4, Group 2, IE(2) Intrusion
Best Point: square, Worst point: circle
1
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0.97

S_TP

0.96
0.95
0.94
0.93
0.92
0.91
0.9
0

0.02

0.04

0.06

0.08
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0.16
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Figure 6.5-2
Figure 6.5-3. Operating Boxes for N=4 IE(2) Intrusion Case
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6.6.

Limitations and Conclusions
We draw several conclusions from the results of the present chapter. First, both heuristic

approaches perform very well with the H2 solution that is based on the Enumerate Operating
Points algorithm exhibiting the best overall results. Given the limited sample size of our
comparison we suggest that further investigation is needed to conclusively judge H2 superior to
H1. Secondly, we conclude that the full enumeration results reveal an interesting within-intrusion
type trend: detection improves the further downstream the query node resides. This result is
consistent with that of Chapter 3 in which increased latency was found to be associated with
improved performance. Finally, we conclude based on our heuristic results across all cases, that
uncertainty in S_FP and S_TP is highly variable and can be very large in some cases, reinforcing
the conclusion in Chapter 3 that uncertainty is a relevant phenomenon in multi-step intrusion
detection, one that should be considered by security practitioners. The contributions of this
chapter and others in this thesis will assist the practitioner in this task.
Several limitations apply to the present chapter. First, we only consider the case of
homogeneous model parameters, i.e. the sensors and exploits in the model are assumed to have
identical point and interval values. While such homogeneous configurations may exist, we expect
that variation will be present in many real-world situations. Also, our heuristic evaluation was
limited to small (N=4) network sizes. We assume the results for these sizes apply for larger cases,
although we cannot prove this. Finally, we note that our results are limited by the inexact nature
of the loopy inference process we use to propagate uncertainty through our model. While the
overall results presented in this chapter are consistent with the theoretical predictions of Chapter
5, it is possible that some inexact results are present. Although the underlying inference algorithm
is exact, guarantees of exactness are removed when the algorithm is implemented in a loopy
manner. We note that a case was observed during testing in which results predicted differed from
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those obtained in a specific inference involving a size 1 detection set. It is not known to what
extent other cases like this may occur.
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Chapter 7
Conclusions and Future Work

7.1. Conclusions
This thesis has examined several research issues related to intrusion detection under
uncertainty in multi-step attacks, both theoretically and experimentally.
Our theoretical results reveal several important conclusions regarding detection in multistep attacks. First, we identify an efficient algorithm for enumerating operating points in the
general detection model we consider in Chapter 4. Next, we show the infeasibility of similarly
enumerating operating boxes when uncertainty is present. Based on this result, we argue for the
need for a heuristic solution. Finally, we theoretically examine the linear multi-step attack model
and identify cases where uncertainty in the system-level detection parameters is guaranteed to be
zero.
Our experimental results show that parameter uncertainty renders low-uncertainty
inference infeasible in single-step cases but that predictive confidence can be traded off for
detection latency under the conditions examined in Chapter 3. Our experimental results in
Chapter 6 reveal that uncertainty can reach large values across a range of intrusion conditions,
further reinforcing the message of Chapter 3 that uncertainty is a phenomenon that security
practitioners should consider when designing multi-step detection systems. Our experimental
heuristic evaluation reveals that our heuristic solution based on our Enumerate Operating Points
algorithm provides results very close to those of full enumeration in the cases analyzed.
Unfortunately, timing measurements reveal an exponential relationship between the number of
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attack stages and the time required to compute the heuristic solution, suggesting the need for
further investigation into efficient heuristic solutions.

7.2.

Future Work
Based on the limitations of the present work as well as the potential suggested by our

results, we identify the following opportunities for future work.
Resolving Operating Boxes to Points
As discussed in Chapter 4, it is reasonable to assume that practitioners may feel the need
to resolve operating boxes to points in order to make decisions regarding the choice of detection
set. Given the limited information provided by an operating box, it may be difficult for a
practitioner to consider any points other than Best or Worst, or perhaps the box center under an
assumption of uniform operating point distribution within a box. Future research could provide a
basis for additional guidance to practitioners by providing more information than only posterior
ranges through the inference result. For example, uncertain numbers [73] represented through Pboxes [74] provide a basis for representing arbitrary distributions. An uncertain model in which
P-boxes can be propagated could provide quantile information which could provide a basis for
further practitioner guidance in resolving boxes to points.
Further Heuristic Development
As discussed in Chapter 6, a set of known dominant points can potentially provide a basis
for bounding the difference between the AUC of the optimal solution versus the AUC of a
heuristic solution. Future theoretical work addressing the identification of the largest possible set
of provable dominant operating boxes could enable the bounding of heuristic errors. Also, the
results of Chapter 6 experimentally show the highly expensive nature of computing heuristic sets
(exponential in the number of attack steps). This result suggests the importance of reducing the
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size of the heuristic set for large attack chains. Ways to reduce the size of the heuristic set in an
error-bounded manner is a potentially important future contribution to the practicality of handling
large multi-step attacks.
Reverse Uncertainty Propagation
In the present work we assume that a practitioner has access to estimates of uncertainty in
attack model parameters and using that we provide a methodology for determining the
uncertainty in detector operating boxes. However, it would also be potentially useful to a
practitioner to be able to specify a maximum parameter uncertainty (i.e. operating box
width/height) and determine the maximum uncertainty in a given parameter that can exist in an
attack model without exceeding the specified bounds. Such a result would be possible if a
methodology of "reverse" propagation were available. We note that such a problem is difficult
even in principle because there may be many input uncertainty configurations that correspond to a
given output uncertainty. Nevertheless, it may be possible to solve this problem in very restrictive
cases that may be of interest to an analyst, such as the case where only one input parameter is
uncertain which may arise when quality issues apply to only a single sensor.
Additional Topologies
Much of the present work is concerned with the linear multi-step attack topology. While
this is an important topology given that many real-world multi-step attacks are sequential in
nature, many other topologies are possible, topologies with multiple attack goals and/or exploits
with no exploit preconditions. One potential approach to identify a set of additional attack
topologies is through the construction of attack graphs in a variety of real-world enterprises. We
note however, that access sufficient to conduct such a study is expected to be highly difficult to
obtain in operational environments due to the highly sensitive nature of the data collected by the
vulnerability scanning process used during attack graph construction.
Sensor Placement Optimization
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While there is prior work in sensor placement optimization, to our knowledge no prior
work has systematically examined this problem in the presence of parameter uncertainty. Future
work addressing this issue could potentially provide guidance regarding the sensor deployment
configuration best suited to a given intrusion definition or category of intrusion definition.
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Appendix
Proof that the global maximum and minimum of a Bayesian posterior exist at vertices of
the constraint region.

Let f( x ) represent an inference p drawn from a Bayesian net with n parameters, p:
   . Let the n-dimensional vector x represent the estimated parameter
values, x  x1, x2 ,, xK . Assume the true value of each parameter lies within a known
interval xi min  x i  x i max .
K

The vectors x max and x min defined by:
f ( xmax )  f ( x )

f ( xmin )  f ( x )



x

subject to the constraint
xi min  xi  xi max , 1  i  K

are members of the set V of vertices of the constraint region
x max  {v j }, x min  {v j }
v j  v j,1 , v j,2 ,, v j,K 
v j,i  {xi min , xi max }




K
 1 j  2 , 1 i  K



We begin the proof by establishing Lemma 1, that any Bayesian inference result is
equivalent to a ration of polynomials.
Lemma 1
Let p represent any inference drawn from a K-parameter, N-node Bayesian net with
node set {Yi } , 1≤j≤N where node Yj can assume binary values. Let X  {xi }, 1  i  K
represent the set of K parameters of this network and let X \ k  {xi }, i  k represent the set
of parameters excluding parameter xk. For any parameter x k , p can be expressed as follows:
p

g(X )
h( X )



g0 ( X

\k

)  xk g1 ( X )
\k

h0 ( X

\k

)  xk h1 ( X )
\k

where g0, g1, h0 and h1 are
polynomial functions in the model
parameters
that
do
not
include
parameter x k .
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Proof of Lemma 1:
Consider a query variable q  {qi } and a set e of evidence variables in a Bayesian net. The
posterior probability of q being equal to qi given evidence e can be expressed as:

p ( qi | e) 

p ( q i , e)
p (e)



p ( qi , e)
 p (e | q j ) p ( q j )
j



p ( q i , e)
 p ( q j , e)
j

Marginalizing the terms in the above expression over the remaining (hidden) set of
variables h we get:
 p( qi , e, h )
p( qi | e)  h
  p( q j , e, h )
h j

(5.2.1)

Note that each of the terms in (5.2.1) represents an entry in the full joint distribution over
the n nodes in the network. In general, an entry in the joint distribution is given by
n
p ( y1,  , yn )   p ( yi | parents (Yi ))
i 1

(5.2.2)

where Yi represents a particular node instantiated with value yi .
The posterior term in (5.2.2) represents an entry in the conditional probability table
between node Yi and its parents (when a node has no parents, the term represents the
unconditional, prior, probability). Let ci Ci represent a member of the set of parameters Ci in the
CPT between node Yi and its parents. We can express (5.2.2) as
n
p( y1 ,, y n )   ci
i 1

(5.2.3)

Thus each joint probability term in (5.2.1) is a polynomial function of the model
parameters and (5.2.1) itself is a ratio of polynomials in the model parameters. Because each CPT
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represents a set of parameters disjoint from the sets of other CPT parameters, the following
condition holds:
Ci  C j   i, j,i  j

(5.2.4)

Condition (5.2.4) guarantees that a given parameter can appear at most once in each term of
(5.2.1). Consequently, the polynomials forming (5.2.1) are of degree zero or one in each
parameter. Thus, for any parameter xk, we can express (5.2.1) as:
p ( qi | e) 

g 0  x g1
k

h0  x h1
k

■
Having established Lemma 1, we now complete the overall proof. We being by noting
that an optimum value of a function can exist only under three conditions [75]:


In the constraint region interior at a stationary point where all first derivatives are zero



In the constraint region interior at a discontinuity of one or more first derivatives



On the constraint region boundary
The strategy of this proof is as follows. First, we show that the second condition does not

hold. Next, we show that for any line segment parallel to a parameter axis, the first condition does
not hold and thus the optimum must exist at an endpoint of the line. Finally, by considering the
union of all such lines, it follows that the optimum must lie on a vertex of the constraint region.
Proof that the optimum does not exist at an interior discontinuity
By Lemma 1, any Bayesian posterior p is equivalent to a ratio of polynomials. Suppose a
particular posterior p is given by the ratio g/h. Then the partial derivative of p with respect to
some parameter k is
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g
p
x

k



x

h

k
h

2

h
x

g

k

(5.2.6)

Since the derivative of and square of a polynomial is a polynomial and the difference
between polynomials is also a polynomial, expression (5.2.6) is also a ratio of polynomials. Also,
since polynomials have the property of being continuous, the ratio (5.2.6) will be continuous
wherever the denominator h2 ≠ 0 which is equivalent to the condition h ≠ 0. As h is a polynomial
with non-negative terms representing a joint probability, h can only equal zero when each of its
terms is zero. Since a given term is a product of parameters, it can only be zero if one or more of
its constituent parameters is zero which cannot happen in the interior of the constraint region.
Thus the second condition above cannot hold for any interior point and an interior optimum, if it
exists, must satisfy the first condition
Proof that the optimum does not exist at an interior stationary point
Consider the optimization of f along a line parallel to the k axis. In addition to the
original constraint set, this constitutes an additional set of n-1 constraint equations for the n-1
parameters other than parameter xk:
gi : xi  i  0,

ik

where  i is a constant  i   i   i . In other words, each of the other variables (parameters other
than x k ) in our objective function is held constant.
To optimize p under this constraint set, we use the method of constrained variations.
Under this method, a set of m constraint equations g1,, gm , m  K are used to express variations
of m variables in terms of the remaining n-m independent variables. The necessary condition for
an extremum of p to exist under these constraints is
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f

f

x l x1

 f , g1  , g m
J
 x , x , , xm
 l 1

g

g



f
x m
g

1
1
1


  x x
x m
1
l

 

 0,

l  m  1, m  2,  , K

(5.2.7)

g m g m
g m

x l x1
x m

provided that the following condition holds:

 g , g m
J 1
 x ,, x
m
 1


0



(5.2.8)

To analyze conditions (5.2.7) and (5.2.8) under p with the constraint set, first note the
following:

1, i  k

x k
0, i  k
g i

where x k is any of the n components of x and x1, …, xm, m=n-1 are the remaining n-1
components.
Expression (5.2.8) is satisfied because:
1

 g , g m
J 1
 x ,, x
m
 1



0

 0 1  0

 I 1
 

0

The necessary condition (5.2.7) becomes:

0

0

 1
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f

 f , g1  , g m
J
 x , x , , xm
 k 1

f

f

x k x1 x 2






0



f
x m

1

0



0

0

0

 1




0

f
x k

0

(5.2.9)

Thus we see that the necessary condition for an extremum along a line parallel to the k
axis is the partial derivative of f with respect to k must be zero. Note that this is equivalent to the
directional derivative in the k direction being equal to zero:
p  k  0

By Lemma 1, we can express the posterior as follows:
x g ( x ,, x n )  g 2 ( x1 ,, x n )
f ( x k , x1 ,, x n )  k 1 1
x k h1 ( x1 ,, x n )  h2 ( x1 ,, x n )

The partial derivative of this posterior with respect to x k becomes:
g ( x k h1  h2 )  h1 ( x k g 1  g 2 )
 1
2
x k
( x k h1  h2 )
f

which simplifies to:
f
x k



g1h2  h1 g 2
2
( x k h1  h2 )

Thus (5.2.9) becomes
g1h2  h1 g 2  0

(5.2.10)

Note that because (5.2.10) is not a function of x k condition (5.2.9) is either satisfied at no
point on the line or at every point. If (5.2.9) is not satisfied at any point on the line, then no
extremum exists along the interior of the line in which case the maximum or minimum value of f
must lie at one of the endpoints of the line. Similarly, if (5.2.9) is satisfied at all points on the line,
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then f is a constant over all points on the line in which case the maximum and minimum values
are equal to each other and the values of the endpoints.
Let the set of points within the constraint region be denoted by S:
S  { x1 ,  , x n },

x i min  x i  x i max

We can construct S from the union of all lines parallel to the k axis by varying the
remaining K-1 variables over all possible values within the constraint region:
S   l j , l j  { x1 ,, x k , x n }, xi min  xi  xi max , i  k

Above it was shown that for any line lj parallel to the k axis, the maximum or minimum
of p along lj is an endpoint of l. Thus the maximum and minimum of f over S lie within the
hyperplanes defined by x k  { x k min , x k max } .
Because this result applies to any dimension x k within the n-dimensional space of x , it
follows that the maximum or minimum of f over S lies within the intersection of the n pairs of
hyperplanes
x 1  { x 1 min , x 1 max }  x 2  { x 2 min , x 2 max }    x n  { x N min , x N max }

.
This intersection corresponds to the set of vertices of the constraint region:
v j  v j ,1, v j ,2 ,  , v j , n 
v j ,k  {x

■

k min

,x

k max

}


n
 1 j  2 , 1 k  K
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