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ABSTRACT
The best computer vision systems are not able to match the performance of the
mammalian vision system. Machines struggle to quickly process and make real time decisions
based on image data. A fundamental design decision that holds significant implications to the
vision system’s operation, efficiency, performance, and overall quality is the image representation
strategy within the system. In the mammalian visual pathway, the simple cells in the V1 stage of
the primary visual cortex respond strongly to oriented edges to transform image information from
light intensity values to a feature based representation. A bank of Gabor filters is widely used to
model the receptive field profile of the simple cells as filter responses closely resemble the
receptive field response. The resulting Gabor feature space is a biologically inspired form of
feature based image representation that has proven to be extremely rich and effective for a wide
variety of computer vision algorithms.
However, Gabor feature extraction is a computationally intensive task. Yet, most of the
applications that utilize the Gabor feature space require real time performance. Poor performance
resulting from the large quantity of computations involved have hindered systems from achieving
real time performance. Often, the feature set is reduced to achieve acceptable performance.
The massively parallel network of neurons in the brain are well suited to perform the
enormous amount of independent computations required for Gabor feature extraction while
instruction based serial processing principles of the general purpose computer are not. Therefore,
a different platform customized for the task and massively parallel in architecture is necessary.
Field Programmable Gate Arrays (FPGA) have emerged as the preferred hardware
platform for a wide range of computationally intensive vision tasks. Customizability,
parallelization capabilities, and low risk high performance are some of the main merits that have
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popularized FPGA’s for this domain over other platforms such as General Purpose Graphics
Processing Units (GPGPU) and Digital Signal Processors (DSP).
The focus of this dissertation is to accelerate bio-inspired cortical processing in vision
systems for streaming high resolution images. More specifically, it explores hardware
architecture and design aspects of accelerating the computationally intensive, yet widely
prevalent Gabor feature extraction stage of a vision system. Further, this dissertation contributes
hardware accelerator designs, optimizations, and architectures for Gabor feature extraction for
varying application requirements and circumstances.
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Chapter 1

Introduction
The mammalian vision system is able to effortlessly perform sophisticated visual tasks
such as object recognition, depth perception, and motion detection. It outperforms the best
machine vision systems by almost any measure. Thus, bio-inspired vision is a growing field that
aims to emulate the functionality and performance of the mammalian vision system based on
models and algorithms from biology and neuroscience. Developments in neuroscience research
have produced computational models of various vision related brain functions. Such models
provide valuable insight to the mammalian visual pathway. Furthermore, these bio-inspired
models have consistently proven to be competitive if not superior to the best existing
conventional computer vision systems at achieving vision tasks. For example, Serre et. al [1][2]
reported that utilizing a bio-inspired model of feature extraction for object recognition
outperformed several state of the art methods (i.e. SIFT [3] ) in terms of classification error rate.
Such superior performance has resulted in the use of bio-inspired vision in numerous
applications. Object recognition[1][2][4], finger print recognition [5], face
recognition[6][7][8][9][10][11][12][13], palm print recognition[14][15], object tracking for
surveillance[16][17], texture classification[18][19], road detection[20][21] , medical ultrasound
image enhancement[22], are just a few examples.
However, despite the impressive capabilities of the bio-inspired models in performing
vision tasks, the computational structures of the algorithms are naturally well suited to the
massively parallel neural network of the brain, not computers. Modern general purpose computers
are instruction based and sequential in nature. The resulting computational load is extremely
heavy, inevitably resulting in poor speed performance. Yet, many applications have real-time
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constraints where operational deadlines from trigger event to system response are enforced. For
example, the vision system in a robot loses its value if it is not able to react quickly based on
input images. In computer vision, 30 frames per second is generally accepted as real time
performance. Aggravating the performance insufficiencies are developments with image capture
and network technologies that have made large high resolution videos the norm. Processing larger
images naturally requires more computations.
When accelerating a system, the highest overall speed performance gains can be achieved
by improving the part of the system that dominates the execution time. Bio-inspired computer
vision systems generally share a common computation structure composed of image acquisition,
image enhancement, feature extraction, a non-linear operation (quantization, winner take all,
sparsification, normalization, etc.) and finally a pooling operation (max, average, histogramming).
[23] The feature extraction stage corresponding to the primary visual cortex of the brain in the
visual pathway is the most computationally intensive stage that presents a bottleneck to prevent
better performance and thus, is the focus of this dissertation.

Gabor Feature Extraction
The mammalian visual pathway starts with a grid of sampled light intensities sensed by
the retina of the eye. As this information reaches the brain, it is immediately transformed into a
more useful representation. Neurological experiments have shown that some of the very first
visual processing taking place in the brain is feature extraction by the simple cell cortical neurons
of the primary visual cortex (V1). All subsequent higher level visual tasks originate from V1 [24],
[25]. Feature extraction is the process of transforming an image into a representation based on a
set of relevant and useful features. This representation eliminates the image of irrelevant
information such as noise, background, etc. The Gabor feature space is the most widely accepted
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feature space for bio-inspired vision systems primarily because the output closely resembles the
responses of simple cell receptive fields in V1[26]. As the human vision system is able to
interpret features at different orientations, sizes, and locations, the feature space employed by bioinspired vision systems are composed of Gabor features at different orientations and sizes to
achieve orientation and scale invariance and selectivity. Extracting Gabor features at different
orientations and scales from image pixels requires applying a bank of Gabor filters to the image.
The bank of Gabor filters is composed of multiple Gabor filters with varying parameters (i.e.
orientation) to achieve orientation and scale invariance.
The size and number of filters to be applied depend on the filter bank design. Design of
Gabor filter banks vary between applications and involves a tradeoff between computational
complexity and the richness of the feature space. Commonly used filter banks employ 6 to 8
orientations at 4 to 6 image scales.
Applying Gabor filters at varying orientations and scales requires convolving each filter
in the filter bank to the input image. A 2D convolution for each filter in the filter bank for large
image sizes is computationally heavy. The Gabor filter is not orthogonal and therefore is not
separable at orientations that are not horizontal or vertical. Interpolation methods that steer or
rotate the kernel exist to mitigate the computational load for non-orthogonal orientations;
however, these methods sacrifice precision. Optimizations in hardware accelerator design custom
to the Gabor filter and optimized for FPGA resources can be utilized to reduce the resource
utilization of the FPGA. Minimizing resource utilization allows for increased resources for other
system modules or improved system performance by increasing parallel instances of a design.
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Hardware Acceleration Platform
A typical Gabor filter bank consists of 8 orientations, with 11x11 kernel size for 5 image
scales. Applying the filter bank to a standard high definition image frame of 1080 × 1920 pixels
requires approximately 250 million multiplication operations and 20 billion addition operations.
The sheer number of computations required per frame makes V1 feature extraction a
computational bottleneck. Assuming one computation per cycle, the top of the line general
purpose processor at the time of publication (Intel Xeon E5-2687W with 8 cores operating at
3.1GHz frequency) will take 0.8 seconds to process one frame to achieve a frame rate of just 1.25
frames per second.
Traditional general purpose processors with Von Neumann architectures such as the
aforementioned Intel Xeon E5-2687W as well as DSPs (Digital Signal Processors, specialized
microprocessors optimized for high speed digital signal processing) operate in a serial nature and
are not well suited for the massive amount of computation required. Instead, hardware platforms
that are able to perform a large number of independent computations in parallel such as the FPGA
(Field Programmable Gate Arrays), GPGPU (General Purpose Graphics Processing Unit), or
ASIC (Application Specific Integrated Circuit) are better suited to handle the computational load.
An FPGA is an integrated circuit device composed of programmable logic whose
functionality can be configured and reconfigured by a customer or designer after manufacture.
FPGAs have emerged as an attractive platform for implementing real time signal processing
systems as they possess qualities that make it favorable for computationally intensive, yet time
critical systems. Circuit programmability in FPGAs allows for high degrees of parallelization and
customization to support control intensive designs, custom bit precision operations, and diverse
system interface protocols. Customized pipelines of dedicated processing logic without operating
system overhead and fine grain arbitration for computing resources allow for high performance
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implementations at modest cost and efficient power consumption. Moreover, modern FPGA’s are
heterogeneous in composition; in addition to the traditional configurable logic slice fabric, they
also have specialized components such as high speed DSP computation units, internal memory,
etc. embedded in its fabric The emergence of heterogeneous FPGA architectures as well as
advances in CMOS process technology have improved computational and power efficiency to
surpass microprocessors and be comparable to ASICs. [27], [28]
Although FPGA development cost is far less compared to ASIC, it still requires
implementation expertise and careful architecture design. GPGPU’s on the other hand, use
mainstream programming languages such as C++ and are much easier to program. They also are
able to do massive parallelization of computations. However, performance of programs run on
GPGPU are often hindered by the fact that they must conform to a strict programming abstraction
principles, operation flows, and I/O protocols that were developed for graphics processing on
general purpose computers. Moreover, customization of hardware on FPGA has shown to be
much more power efficient than GPGPU.

Dissertation Organization
The focus of this dissertation is to accelerate bio-inspired cortical processing for
neuromorphic vision systems on high resolution image frames. More specifically, it aims to
accelerate Gabor feature extraction, one of the initial stages common to bio-inspired vision
systems that is a computational bottleneck due to its computational intensity.
The organization of the dissertation is as follows. Chapter 2 provides background
information regarding feature extraction in the primary visual cortex, the Gabor function, and the
Gabor filter bank. Chapter 3 focuses on methods and architectures to accelerate the Gabor
function on FPGA. Chapter 4 presents a novel architecture for accelerating multi-resolution
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feature extraction with a Gaussian image pyramid for high resolution streaming image frames.
Chapter 5 presents a novel coarse to fine grain methodology and architecture for reducing the
number of computations required for applications with demanding orientation selectivity
resolution. Chapter 6 presents details about the system implementations that were completed.
Chapter 7 concludes the dissertation and describes future work.
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Chapter 2

Background
The visual cortex, located in the occipital lobe near the back of the brain, is the part of the
cerebral cortex dedicated exclusively for processing visual information. It is divided into
anatomically and functionally distinct cortical areas (V1, V2, … and so on) and evidenced to
have a hierarchical structure with parallel connections between lower and higher levels. Cortical
area V1, also known as the primary visual cortex, is the lowest of these levels which receives
visual information from the lateral geniculate nucleus (LGN) and performs the first neural visual
processing in the visual pathway. The primary visual cortex serves an essential role in the visual
system by providing the foundations for higher level visual tasks (e.g. Object recognition, motion
detection, depth, attention etc.) that occur in higher cortical areas [29].

Figure 2.1: Location of the Primary Visual Cortex
Source: http://scien.stanford.edu/pages/labsite/2006/psych221/projects/06/cukur/intro.html
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Simple and Complex Cells
First insights to the Primary Visual Cortex in the mammalian visual system were
provided by Hubel and Wiesel in the 1960’s when it was reported that two types of cells, named
simple and complex, are present in this region [30]. Patches of receptors called receptive fields
that are localized to a spatial neighborhood transmit signals to a neuron. Hubel and Wiesel’s
experiments showed that the receptive fields of simple cells consisted of excitatory and inhibitory
regions that were orientation selective in that they fired off stronger impulse responses to edges or
lines approaching a particular orientation as shown with a vertically oriented receptive field in
Figure 2.2.

Figure 2.2: Behavior of individual V1 cells with varying input orientation.
*Adopted from [31]

Impulse responses from individual simple cells alone can be ambiguous unless it is put in
context. Subsequent stages in the visual pathway achieve this by relating all responses from each
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image patch to the entire scene. Complex cells receive signals from multiple simple cells tuned to
the same orientation but at different locations and perform a pooling operation. [32]

Cell Organization
A mapping of the cells in V1 shows a very consistent and structured organization. Hubel
and Wiesel discovered that neurons in the striate cortex are organized in what they referred to as
hypercolumns shown in Figure 2.3. Each hypercolumn has receptive fields (hyperfields), to a
spatial patch of the retinal image. Within the hypercolumn are clusters of cortical columns made
up of a collection of simple cells tuned to varying orientations, but increasing in spatial frequency
(scale) the deeper they are in the column. Across the surface of the cortex is a retinotopic layout
of the retinal image represented in a spatial fashion. [32]

Figure 2.3: Diagram of a hypercolumn
*Adopted from [31]
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Gabor Function
The Gabor function is the widely accepted method of modeling individual V1 simple
cells [26] as they have been shown to closely resemble the receptive profiles of the simple cells
[33].
Gabor filters are modulation products of Gaussian and sinusoidal signals. The 2D Gabor
function is defined as a 2D Gaussian function of modulated by a complex sinusoidal wave (1),
where θ is the filter orientation, f0 is the spatial frequency of the sinusoidal wave, σx and σy are the
standard deviations of the Gaussian envelope in x and y respectively.
(, ) = ( ,  ) ∙

 

(1)

where

π
g ( x ', y ') = exp  −
 σx


  x '  2  y ' 2  
   +   
  σ x   σ y   



(2)
and
( x ', y ') = ( x sin θ + y cos θ, x cos θ − y sin θ)

(3)
From (1), the general forms of even (real part) and odd (imaginary part) symmetric
spatial Gabor functions in two dimensions are derived as (4) and (5) respectively.
(, ) = (′ , ′ ) ∙ cos 20 ′)

(, ) = (′ , ′ ) ∙ sin 20 ′)


Figure 2.4 is a visualization of the even and odd 2D Gabor filter in the spatial domain.

(4)
(5)
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Figure 2.4: 2D Even (top) and Odd Gabor filters in the spatial domain [34]

The prevalent use of Gabor filters for feature extraction can be attributed to desirable
properties in the following aspects:
-

Biological: close matching to V1 simple cells [35]

-

Mathematical: Optimal joint resolution in spatial and spatial frequency domain [35]

-

Flexibility and Information richness: Highly tunable parameters for orientation and
spatial frequency selectivity and invariance
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-

Empirical: distortion tolerant feature space effective for various tasks (i.e. face
recognition, fingerprint enhancement, etc.)

Gabor Feature Extraction vs. Edge Detection
Information representation in any vision system is a fundamental, yet critical issue. The
representation strategy has a significant impact on the operation and performance of the vision
system. In the mammalian visual pathway, image information is formed with a grid of sampled
light intensities sensed by the retina of the eye. As this information reaches the brain, it is
immediately transformed into a more concise representation. The first stage of visual processing
taking place in the brain is feature extraction by the simple cell cortical neurons of the primary
visual cortex (V1). All subsequent stages perform higher level vision tasks based on this
abstracted data [29] .
A feature in the context of image processing is defined as some event or occurrence in the
image. Feature extraction is a means of efficiently representing “what is where” in an image by
making abstractions in terms of relevant features to reduce the dimensionality of data. The
process transforms the representation of the image to one based on a chosen feature space. The
quality of the feature space is determined by how efficiently and accurately information necessary
for subsequent processes are extracted while discarding unnecessary data. An ideal feature set
should provides a rich description of the image efficiently and explicitly containing information
that is relevant for subsequent tasks.
In the context of computer vision, the goal is to perform visual tasks to replicate vision
understanding capabilities of the brain. The brain is able to detect objects in a scene and objects
occur in the form of edges.
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Edge detection is the task of finding sharp changes in image brightness which are
assumed to correspond to physical discontinuities in the image. Popular edge detection methods
that are computationally lighter than the Gabor filter such as Canny, Sobel, Prewitt, etc. share
common stages to detect the existence of an edge at a certain pixel location. The first stage is a
differentiation operation via linear filtering to detect brightness discontinuities with either the
maxima of some first order derivative operation (e.g. Maxima of the gradient), or by zero
crossings of a second order derivative operation. The second stage is a smoothing operation to
increase stability against noise as well as to specify the resolution of the kernel. The last stage is a
thresholding operation to determine which pixel locations contain significant edges.
The fundamental shortcoming of edge detection algorithms as feature extractors for
computer vision systems is the fact that the feature space only contains information of whether an
edge exists at a given location. Moreover, none of these edge detection algorithms have been
devised which successfully determines every variation of an edge (orientation, gradient). Higher
level tasks such as object recognition are translation invariant; objects should be recognized at
varying orientations, sizes, and locations. However, altering kernels of the linear filters in the
edge detection algorithms to achieve orientation selectivity and invariance isn’t feasible as the
filters lack ‘shiftability’[36]; they are not stable with translation. Filters cannot be generated for
non-orthogonal orientations as this introduces aliasing. In the biological context, experiments in
human psychology have suggested that the brain matches rotated and scaled shapes by rotating
and scaling one of the shapes into the orientation and size of the other to test for a match. [37–40]
With merely edge information and the absence of orientation and scale selectivity,
classification algorithms must train for every possible angle, size, and viewing direction of a
feature in terms of edges to recognize all appearance variations. However, with richer information
such as orientation and scale, classifiers can be trained for objects in terms of combinations,
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translations, and size variations of the feature to achieve translation invariant recognition with a
much more manageable training load for each object.
It is possible to estimate orientation by comparing the vertical and horizontal responses of
the separated linear filter of an edge detection kernel (i.e. arc tan) but this method performs
poorly for regions that consist of multiple edges with different orientations. In addition to a lack
of information, edge detection algorithms are unstable in the presence of noise and small
variations in the image environment (lighting, color, background, size) can produce an unreliable
projection of physical discontinuities. Because of these shortcomings, traditional edge detection
algorithms do not provide the ideal feature space for computer vision tasks.
An ideal feature space should be rich with useful information. The most effective ones
consist of features that are selective and tunable to different parameters including orientations,
and spatial frequencies. The Gabor function is a 2D function of space and spatial frequency
possessing desirable minimal joint resolution properties to achieve selectivity and invariance.
Daugman showed that the Gabor function has frequency, location, and orientation selective
properties and optimal joint resolution in both spatial and frequency domains [35]. Gabor filters
are maximally localized in space and in spatial frequency to provide the minimum of a particular
choice of spatial and spatial frequency uncertainties. Also, Gabor filters can be rotated to any
orientation by appropriately setting the orientation variable θ. A main reason for the prevalent use
of Gabor filters for a wide variety of applications is that its parameters are highly tunable in
selectivity, resolution, and range for orientation and scale. Features can be extracted along with
their relative size, orientation, and location information. Moreover, Gabor filters have shown to
be robust to photometric disturbances such as variations in illumination, image noise, and natural
image variations such as background.
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The Gabor feature space consists of features selective to spatial location, spatial
frequency, and orientation. The properties of the desired feature space determine the parameters
of the filters in a filter bank. The resulting features that are extracted contain the necessary
orientation and spatial frequency (scale) information that subsequent vision stages process.
Performing feature extraction with a bank of Gabor filters designed to be orientation and scale
selective and invariant resembles the orientation and scale selectivity of the simple cells and the
invariance achieved by the hypercolumn organization of the primary visual cortex.

Gabor Filter Bank Design
Transforming an image from pixel representation into the Gabor feature space requires
filtering the image with a bank of Gabor filters. The bank consists of multiple filters tuned to be
selective to different orientations and scales. The parameters of the filters that compose a filter
bank must be carefully selected and is depending on the application. The filter bank should be
designed so that it captures all frequencies and orientations important to the application while
minimizing redundancy. Typical configurations of the Gabor filter are 8 orientations 4 scales. The
number of filters in the filter bank is commonly scaled down due to the computational load.
Filter bank design involves balancing the computation quantity with various properties
including the selectivity and resolution of orientation and scale while maintaining invariance to
cover the entire range of expected variation of the features. For example, increasing orientation
selectivity of the Gabor filters results in a richer feature space but increases resolution which
decreases the range of orientations covered by each filter. The decrease in range results in more
filters in the filter bank required to cover the full spectrum (0-360 degrees). More filters in the
filter bank means more computations are required for feature extraction using that bank. In [41],
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parameters for an idealized biologically inspired Gabor filter bank are suggested to be between 1
and 1.5 octaves for the half magnitude frequency bandwidth, and 40 degrees for the half
magnitude orientation bandwidth. Filter bank design is an ongoing topic of research where the
goal is to find the ideal balance between computational load and the richness of the feature set for
a given application. It is highly dependent on application and computation power available. The
design of filter banks for popular vision applications such as face recognition [42][7–9],
fingerprint enhancement [5], texture classification [18], [19], [43], [44], etc. have been widely
studied.
Figure 2.5 shows 2 banks of Gabor filters at four orientations and five scales in the
frequency domain (from [45]). The circular regions in the frequency domain are half-peak
contours of each Gabor filter. Only the upper half of the 180° spectrum is shown because the
responses on the lower half are complex conjugates. Redundancy is minimized by making sure
the ranges of the filters in the frequency domain don’t overlap. The bank on the left has a value
for the Gaussian envelope parameter that results in some angles to not be detected by the filter
bank. The bank on the right is the bank after adjusting the parameter to be selective to a wider
range of orientations in order to cover the entire range of orientations. [45])
Other applications such as fingerprint recognition require a larger filter bank for finer
grain selectivity in orientation. A spatial visualization of a bank of 32 Gabor even filters designed
for face detection with 4 scales and 8 orientations are shown in Figure 2.6.
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Fig. 2.5: Two Gabor filter banks in frequency domain (from [45])

Fig. 2.6: Gabor even filters at 5 scales and 8 orientations

Modeling the V1 Structure
As mentioned in the previous section, neurons in the primary visual cortex are organized
in cortical columns and hypercolumns. Each hypercolumn covers a small spatial patch in the
image. Depth within the cortical column determines the spatial frequency (scale) of the neuron.
Spatial frequency invariance is modeled by multi-resolution filtering. Two common methods of

18

achieving multi-resolution are: a hierarchical model using a Gaussian pyramid of scaled images,
and a flat scale space model with varying kernel sizes and constant image size.

Hierarchical V1 (Gaussian Pyramid)
A Gaussian pyramid of images is commonly employed for multi-resolution image
processing. It consists of a sequence of images at multiple levels where each level is a low-pass
filtered, subsampled version of the previous level with the lowest level being the original image.
(Figure 2.7) A typical Gaussian pyramid employs a 5x5 Gaussian kernel to apply the low pass
filter and subsamples the image to half the previous scale’s image height and width.

Figure 2.7: Gaussian Image Pyramid for multi-resolution processing
Figure 2.8 illustrates a multi-resolution feature extraction scheme with a multi-orientation
Gaussian pyramid of Gabor filters. Input to each image scale level is a Gaussian low pass filtered
and subsampled version of the previous level’s input to form a pyramid structure. The filter bank
consists of orientation tuned Gabor filters of constant kernel size. They are applied to the
Gaussian image pyramid to extract Gabor features at different scales. The constant kernel size
allows for the re-use of filtering cores for any orientation or scale. A typical architecture
implementing a Gaussian pyramid based feature extraction is to iterate over scales by serially
processing each scale one after the other. The down-sampled image for the next image scale is
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produced concurrent to the feature extraction for that scale [46].

Figure 2.8: Hierarchical V1 with Gaussian Image Pyramid

Flat V1 (Scale Space)
Multi-resolution can be achieved by changing the size of the kernels instead of scaling
the image. This is called the scale space method for multi-resolution image processing. Figure 2.9
shows a flat scale space V1 feature extraction model. Having a different kernel size for each
spatial frequency restricts the re-use of convolution cores; therefore, iterating over scales like
HV1 is not as straightforward for this flat scale space method. However, the convolution core for
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the biggest kernel size can be used to perform all smaller kernel convolutions by padding the
smaller kernels with zeros.

Figure 2.9: Flat (Scale Space) Model

Information Flow
Hubel and Wiesel discovered that the primary visual cortex is organized as a bottom up
feed forward stage where processing is driven by the input from LGN, processed in V1, and
transmitted to higher level cortical areas. However, recent research has shown evidence of
feedback influence on the functionality of V1 from higher level cortical areas. Experiments show
that attention and expectation alone without any visual stimulus produces brain activation in the
visual cortex. Directing subjects to different locations in a scene resulted in enhanced activation
in focused locations while inhibiting activations in uninterested areas. Also, biological
experiments show that subjects exposed to a training phase prior to a scene exhibited significantly
different activation patterns compared to subjects seeing an unexpected scene for the first time.
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[47] An explanation of this proposed by [48]is that if we analyze orientation frequencies in
images from our everyday lives, there is a predominance of vertical and horizontal edges. An
orientation map of an urban scene compared with that of a natural setting (e.g. A forest) shows a
discrepancy in the distribution of orientations. Therefore, some believe preference for vertical and
horizontal edges may be a result of some self-calibration. An experiment that strongly supports
this claim is the Blakemore and Cooper experiment [49]where kittens were raised inside of a
drum with only vertical lines drawn on the inside of the drum. Kittens showed a loss of
horizontally tuned cells. Such evidence has led to the belief that the simple cells of V1 are not
hard coded edge based feature extractors, but template matching cells that have been trained and
calibrated via a top-down influence to have a preference for edges at particular orientations and
scales.
Taking into account such top-down influences, significant effort has been made to make
designs parameterizable. Instantiations of computational modules are easily controlled using
compile time and run time parameters. For example, parameters such as kernel size and pixel bitwidth can be set at compile time while kernel values can be both loaded and configured at run
time. The flexibility provided by these parameters for reconfiguring logic provides a means to
model feedback from higher levels.

FPGA Implementation Environment
All described designs in the following sections were built on the VORTEX platform [50].
The VORTEX platform is an infrastructure providing basic system utility functions as well as
advanced functionalities that are common in image processing computation. It provides a
powerful, flexible, and reliable platform for creating a large system. Designs were implemented
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with 16 bit fixed point pixels and kernel values. The Xilinx ISE Design Suite 13.2 was used to
synthesize the HDL code and implement on chip. ModelSim was used to simulate designs for
verification and Verilog was used to code the designs.
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Chapter 3

Accelerating the Gabor function
This chapter highlights several methods, architectures, and applicable optimizations
involved with implementing the Gabor function for feature extraction and modeling of V1 simple
cells. Design decisions are recognized and optimizations available for varying application
environments are presented depending on resource availability, error tolerance, and performance
requirements. Interpolation algorithms for the Gabor function are described that reduce
computational load while sacrificing precision. FPGA architectures for the described algorithms
are presented and the performance and accuracy results are reported, discussed, and compared to
a recently reported GPU implementation.

General 2D Convolution
The conventional method of applying any 2D filter is by 2D convolution. Convolution
can be performed either in the spatial domain or in the frequency domain. Convolution in the
frequency domain requires that the image is transformed into the frequency domain via Fourier
transform, and the results transformed back to the spatial domain. Although the total number of
calculations involved with the convolution may decrease, the overhead of transforming to the
frequency domain and back to the spatial domain is substantial. In addition, convolving in the
frequency domain for large image sizes is inherently not suited for a streaming environment as
pixels cannot be processed as they arrive and large memory accesses are required. Moreover, the
hypercolumn structure of V1 simple cells shows a spatial approach is used in the brain.
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2D convolution in the spatial domain with a kernel size k and the current reference pixel
centered to the kernel patch can be defined as a weighted sum of neighboring pixels described by
Eq. 7 where w is the kernel weight, g is the output pixel, and f is the input pixel.
(, ) = (, ) ∗ (, ) =

$/

$/

)'($/ &'($/

(!, ")( − !,  − ")
(7)

In terms of mathematical operations, general 2D convolution consists of a series of
multiplications and additions to produce the weighted sum of a neighborhood of pixels around the
reference pixel. The kernel is centered at each pixel position of the image and kernel values are
multiplied with the corresponding pixels covered by the kernel patch. The products are
accumulated to a single value for the current pixel location. The general 2D convolution require
*((+  ) ∙ (, × .)) arithmetic computations where , and m are the image width and height

respectively, and + is the kernel size.

2D image convolution core designs for FPGA’s have been extensively researched. Older

designs were designed for homogeneous architectures that do not fully utilize the benefits
provided by today’s heterogeneous FPGA composition. Other efforts were focused on
algorithmic shortcuts to utilize separability and/or some form of approximation to improve
performance or reduce utilization at the expense of precision. [51][52][53] They assumed the
application was tolerant of some error and often required some restricting conditions (separable
kernels). However, for many applications, the use of non-separable 2D filters has been found
more suitable especially for image and video coding applications. Constraining systems to
separable kernels limits the freedom of filter design and can reduce the quality of filters [54].
Indeed, the non-orthogonality of Gabor filters prevents them from being separable without some
form of interpolation.
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Kernel Symmetry Optimized Convolution
Gabor kernels exhibit symmetry. For a symmetric kernel, two symmetric pixels of a
window that are to be multiplied to the same kernel coefficient value can be pre-added (or presubtracted for anti-symmetric kernels) prior to multiplying the pixel with the coefficient to
produce the same output. This factoring is beneficial when using the embedded DSP computation
cores in the FPGA because they possess an embedded pre-adder before the multiplier. Preaddition is beneficial in reducing the number of multiplication operations. This optimization
reduces the number of multiplications from k2 to (k2+1)/2 for a given window and allows for
reduced utilization of DSP cores.

Separability of the Gabor Function
The Gabor functions at orientations θ = k(π/2), k = 0,1,2… can be separated into two 1D
filters out of band-pass and low-pass filters, shown with (4) becoming (8) for the filter orientation
at θ = π/2. With separable filters, convolution can be performed separately with two 1D kernels
for the band-pass and low-pass filters. This reduces the total computational cost of performing 2D
Gabor convolution on an image from O(k2·m·n) to O(2k·m·n), where k is the Gabor kernel width,
m and n are the input image width and height respectively.
(, )) |0 = 12 () ∙ 32 ()


(8)
where

 π  x 2 
GBP ( x) = exp  −    cos(2πf 0 x)
 2  σ 2  
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(9)
and
 π y
GLP ( y) = exp  − 
 2  σ y
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(10)

Approximating the Gabor Function
The following alternative methods of implementing the Gabor function are explored in
our implementations to tradeoff resource utilization, with accuracy.

Steerable Gabor
A Gabor function is steerable with respect to rotation if it is represented or approximated
by computing the weighted sum of a set of basis filters as following [55].
n

Gθ ( x, y) = ∑ ki (θ)ϕi ( x, y)
i =1

(11)
where n is the number of basis functions, ki(θ) is the weight, and φi(x,y) is the basis function. An
output of a steerable Gabor function can be obtained by summing the modulated basis function
outputs.
The error of the steerable Gabor approximation depends on the number of basis filters. In
general, by increasing the number of basis functions, the error can be reduced, but the required
hardware implementation resources increases. Singular Value Decomposition (SVD) [56] can be
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used to compute the minimum number of basis functions required to achieve a given error
tolerance. SVD decomposes the Gabor kernel matrix into a product of three matrices:
Gabor = [G (θ1 )G (θ2 )...G (θn ) ] = USV T = UW

(12)
where G(θ) is a concatenated Gabor kernel into column vector with oriented angle θ, UTU=I,
VTV=I and S is a diagonal matrix of non-negative singular values in decreasing order of
magnitude. The first n columns of U represent the n optimal basis functions, and the first n rows
of the matrix W give the weights of the linear combination needed to steer a Gabor filter.
If the 2D basis function is not separable, it can still be represented as a sum of a small set
of separable kernels[57]. The number of separable kernels representing a basis function depends
on its rank.

Rotated Separable Gabor
A non-separable 2D Gabor filter at orientation θ can be approximated by applying
separable 1D Gabor kernels rotated by θ; performing convolutions along the image pixel lines at
θ orientation, then θ+90° orientation for the 1D band-pass and 1D low-pass Gabor filters
respectively [58].However, image pixels along the 1D filter sampling lines at an orientation may
not be defined. Consequently an image interpolation method is required to alleviate aliasing and
estimate missing pixels along the lines. [53] Figure. 3.1 illustrates sampling locations of the
kernel for two of the simplest interpolation methods as examples; nearest-neighbor and linear
(weighted average for the two nearest neighbor pixels) interpolation methods. Note, however, that
the interpolation and convolution can be performed at once by integrating the interpolation

ϴ

ϴ

ϴ

ϴ

ϴ
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ϴ

ϴ

function into the convolution kernel. The number of computations required is at least as much it

ϴ

is for separable convolution. It will be dependent on the interpolation method used.

Figure 3.1: Rotated Separable visualization
Top- Rotated 1D Gabor filters for various orientations (‘o’s are image pixel locations, ‘x’s are 1D
Gabor filters sampling locations.)
Bottom – Examples of integrated kernels for two interpolation methods at orientation 60°.
Bottom left – Nearest neighborhood interpolation
Bottom right – Linear interpolation method.
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Leveraging Accuracy for Performance
A key design challenge is to find the best match between the architectural choice to
perform the massive amount of computations and the available resources of the target FPGA
platform to meet real time performance requirements. All modern FPGAs have support for such
fast multiplication operations through dedicated DSP slices (i.e. DSP48E1 from Xilinx, DSP IP
from Altera). However, since these hardware resources are limited, it is critical to optimize their
usage in implementing the Gabor function.
The performance of the V1 feature extraction implemented on FPGA is directly related to
the available DSP slices as this determines the level of parallelism that the FPGA can
accommodate. Ideally, performance is maximized if Gabor filtering for all scales and orientations
can be done in parallel. This, however, is not always feasible since DSP slices are limited and
use of fabric logic is often not sufficient from a performance perspective. If sufficient DSP slices
are available, multiple added levels of parallelism, either across orientations or image scales, will
improve performance. If not, modules have to be iterated over image scale or orientation to
produce all outputs.
The majority of DSP utilization is consumed by the convolution operation when applying
the Gabor function. Because performance is largely dependent on the degree of parallel
computations, the chapter focuses on optimizations and alternative methods of applying the
Gabor function while consuming less DSP slices.

Accelerator Module Design and Mapping to FPGA Resources
In the previous sections, we showed the computations required to perform Gabor feature
extraction. To execute these computations, a library of necessary modules optimized for FPGA
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resources were designed. To exploit the reconfigurability of FPGAs, each module was designed
to be highly flexible in both run time and compile time parameters. Run time reconfigurability of
various parameters such as kernel values, image size, rate of input and output were incorporated
into the designs. Parameters for each module are specified in the following sections.
FPGA’s have evolved to become heterogeneous in composition consisting of general
programmable logic blocks (PLB) consisting of a lookup tables (LUT), registers, multiplexers as
well as more specialized modules such as dedicated DSP blocks, clock management units, etc.
Both Xilinx and Altera, the two leading FPGA companies with the majority of the market share,
sell different composition of FPGAs to appeal to different applications. For example, the Virtex 6
family of FPGAs is divided into three sub-families: LXT, SXT, and HXT. The SXT sub-family is
geared towards signal processing applications, thus consisting of a relatively high number of DSP
slices and Block RAM compared to the other two sub-families. To reap the benefits of the
dedicated hardware, it is important to carefully map desired functionality onto the available
hardware as efficiently as possible. Modules need to be designed and coded to target a desired
mapping as not doing so typically will yield results below the potential of what is achievable. The
following library of sub-modules were designed and implemented in such a manner for the Virtex
6 SXT475 target device.

The next section briefly describes the DSP48E1 as this is the main DSP computational
processing element used on Xilinx FPGAs. The Altera DSP block has much of the same
functionality.
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DSP48E1
The Xilinx Virtex 6 SX475T FPGA comes embedded with 2016 DSP48E1, which are the
dedicated hardware blocks within the FPGA fabric specifically for digital signal processing.
Figure 3.2 shows a diagram of the internal architecture of the DSP48E1 .

Figure 3.2: Internal architecture block diagram of the DSP48E1Slice [59]

An instance of the DSP48E1 can be inferred or instantiated from the HDL code.
Although it may be more convenient to infer the DSP48E1 slice from HDL synthesis, explicit
instantiation of the DSP48E1 slice provides better control of exact internal configuration. By
instantiating using the HDL macro, precise functionality of the DSP48E1 slice can be configured
by setting the desired parameters and control signals. A variety of computations can be achieved
by appropriately controlling the signals and parameters to achieve the desired output. Main
computational elements in the block are: Pre-adder of the A and D ports, Multiplier of B port and
D or A+D port, and a general purpose ALU that performs basic arithmetic operations including
addition and subtraction. Dual input port registers allow for pipelining inputs for maximal
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throughput via pipelining. The DSP48E1 slice is theoretically capable of running at an impressive
600MHz [59]. It is important to carefully design and code for optimal utilization of the DSP48E1
slice otherwise, a system will fail to fully utilize the performance and functionality benefits.
Internal configuration of DSP48E1 will be described for each of the modules that utilize them in
the following sections. Often, the availability of the DSP48E1 will be a constraining factor in the
degree of parallelization. Therefore, for each design, we formulate the number of DSP48E1 that
will be consumed.

Sliding Window Effect: Window Buffer
2D convolution in the spatial domain is a window based operation. The term “window”
refers to the neighborhood of pixels in the input image covered by the kernel when it is centered
at the current pixel being processed. Typically this is implemented as a sliding window where
windows are processed sequentially by shifting it either vertically or horizontally by one pixel to
process the next pixel. Pixels are input in raster scan fashion as a stream supplied by the
VORTEX router [50].

For a kernel size of k by k pixels and image size of n by m pixels, a +2 subset of pixels

centered around the reference pixel defines the current window being processed.

Figure 3.3 shows an architecture to facilitate the above mentioned window functions for a

kernel size (+) of 5. + Rows of k horizontally cascaded registers hold the pixel values of the

current window. The horizontal cascade of registers provides the sliding window effect as each

pixel value is passed on to the next register in the cascade. Once a pixel reaches the end of a row
of cascaded registers, it is stored into a FIFO for use in later windows. The depth of the FIFO

must be set to hold at least , − + pixels. Rows (registers + FIFO) are cascaded with subsequent
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rows so pixels in a row are propagated to the next row. Pixels are discarded as they exit the last
row of cascaded registers as they are no longer needed for future windows.

Input Pixel 1

FWFT FIFO

Input Pixel 2

FWFT FIFO
FWFT FIFO
FWFT FIFO
FWFT FIFO
FWFT FIFO

Discarded Pixel
Discarded Pixel

Window 1

Window 2

= Regiser

Figure 3.3: Window Buffer Design

Counters keep track of the row and column of the current input pixel to control the

window valid signals. The first window valid signal occurs when the +th row and +th column

pixels have been input to fill the first window with valid pixels. Afterwards, the row and column
counts help synchronize the image edge functions. Special edge of image functions are required
because once the sliding window passes the edge of the window, it no longer has a full window of
valid pixels. Three common ways to handle this are valid-only, zero-padding, and reflective.
Valid-only outputs .(

$(5
)


× ,(

$(5
)


pixels for an image size of . × ,. Zero-padding pads the

valid-only output to match the size of the input image. Reflective mode reflects

$(5


pixels of the

input image at the edges to produce an output size equal to the input image size. The window
buffer is capable of consuming multiple pixels per cycle in which case. Figure 3.3 shows the
configuration of the register array in the window buffer to be able to handle 2 pixels per cycle and
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supply 2 windows per cycle. In an effort to conserve resources, window buffers can be shared
between multiple convolution units of set to different orientations. However, with larger kernel
sizes and/or excessive sharing of window buffers, the increased congestion makes
implementation difficult. Table 3.1 shows the various run time and compile time parameters of
the window buffer.

Parameter
Run/Compile Time
Range
image_width
Run Time
Kernel size ~ 2048 pixels
image_height
Run Time
Kernel size ~ 2048 pixels
kernel_size
Compile Time
5x5, 7x7, 9x7, 11x11, 13x13, 17x17, 19x19 pixels
pixel_bitwidth
Compile Time
8, 16 bits
kernel_bitwidth
Compile Time
8, 16 bits
Table 3.1: Window Buffer Parameters

Sliding Window Effect: Cascading DSP’s
After congestion issues with the window buffer hampered an implementation with larger
kernel size (21x21 kernel size for AIM implementation in Chapter 6), a different method of
creating the sliding window effect was implemented for the next implementation (HV1
implementation in Chapter 6) Instead of an array of registers propagating pixels of a row to the
next register as describe before, the cascading features of adjacent DSP48’s were used to
propagate pixels that are within the same row of a given window. (Figure. 3.4) The DSP
configuration utilizes the cascaded A and B input registers across adjacent DSP’s via the ACOUT
and BCOUT signals in Figure 3.4. The cascading of DSP48E1 input registers organized as shown
in Figure 3.4 provides a sliding window effect exactly like the register array of the window
buffer. Taking full advantage of the features offered by the DSP, this embedded the window
buffer functionality to within the DSP slice to significantly reducing congestion. This is highly
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beneficial for bigger kernel sizes that would otherwise experience high congestion with a register
array in the window buffer. However, the disadvantage of this implementation is that the
optimization of pre-adding pixels for symmetric kernel values is not possible anymore. When
kernel sizes are not large and congestion is not an issue, the register array is beneficial in reducing
the utilization of DSP’s with pre-adding as was the case for the Flat V1 implementation in
Chapter 6 where kernel sizes did not exceed 13x13 pixels, were symmetric, and reduced resource
utilization was needed to increase the number of parallel cores.

Figure 3.4: Window Buffer with Cascaded DSP48E1
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General 2D Convolution
Stage 1: Multiply + Add Neighbor
Convolving the input image with a kernel requires each pixel of the window to be
multiplied with a coefficient value in the kernel with a row/column position that corresponds to
the pixel’s row/column position in the window. The products of the window are then accumulated
to produce a single term that represents the resulting value for the window’s reference pixel
position.
Fig. 3.5 shows the architecture for the computation module to process a single window
where k is the kernel size. Pixel values in the register array of the window buffer provide inputs
to the DSP slices. The design uses the cascading feature of DSP slices to add products from
adjacent DSP slices. This utilizes the existing post-multiplication adder in the same DSP slice that
performed the multiplication to reduce the size of the subsequent accumulation tree without
consuming additional DSP slices.
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Figure 3.5: General 2D Convolution with window buffer and accumulation tree

The design is fully pipelined using DSP48E1 internal registers in the path. The input
pixel and coefficient enter through input ports, propagate through input registers, and get
multiplied by the multiplier. The product then goes through the M register (Fig. 3.2, Fig. 3.5).
The X mux is set to select the output of the M register to enter the ALU. The Z mux (Fig. 3.2) is
set to select the second input to the ALU as PCIN from the adjacent DSP48E1 and the ALU is set
to perform addition. The sum then goes through register P to get output. The neighboring
DSP48E1 supplying the PCIN input does not need to utilize the ALU and uses 1 less register to
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match the number of stages to its neighboring DSP. Table 3.2 shows the various run time and
compile time parameters of the convolution core.

Parameter
Run/Compile Time
Range/ Comment
image_width
Run Time
Kernel size ~ 2048 pixels
image_height
Run Time
Kernel size ~ 2048 pixels
kernel_size
Compile Time
5x5, 7x7, 9x7, 11x11, 13x13, 17x17, 19x19 pixels
pixel_bitwidth
Compile Time
8, 16 bits
kernel_bitwidth
Compile Time
8, 16 bits
kernel_values
Run time
Can configure during run time
Table 3.2: Mult_add parameters

Stage 2: Accumulation Tree
The Accumulation tree utilizes log  , levels of DSP48E1 as two input adders to

accumulate a given number of elements. Input enters in from A and B ports and goes through the
input registers. The multiplier is bypassed and muxes are selected to input A and B to the ALU.
The ALU is configured to do an addition operation and outputs the sum to register P. , − 1.

number of DSP48E1are needed to accumulate , elements.

Figure 3.6: Accumulation Tree
Table 3.3 shows the various run time and compile time parameters of the accumulator.
Parameter
Run/Compile Time Range
pixel_bitwidth
Compile Time
8, 16 bits
no_elements
Compile Time
Table 3.3: Accumulation Tree Parameters
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The DSP Usage of the 2D General Convolution for each convolution with kernel size of k is
shown in Eq. 13.
:; = +  + =

+
>−1
2

Gabor Optimized Convolution

Figure 3.7: Gabor Optimized Convolution

(13)

40

By exploiting the kernel symmetry present in Gabor kernels, and removing zero value
coefficients, the general 2D convolution architecture can be optimized for the Gabor kernel. For a
symmetric kernel, two symmetric pixels of a window that are to be multiplied to the same kernel
coefficient value can be pre-added (or pre-subtracted for anti-symmetric kernels) prior to
multiplying with the coefficient to produce the same results [16]. This factoring can be mapped
efficiently to current FPGA architectures on both the Xilinx and Altera DSP slices as shown in
Fig. 3.7. The optimization reduces the number of multiplications from k2 to (k2+1)/2. Moreover,
the quantity of DSP slices that are dedicated to producing the products can be reduced by not
inferring or initializing a DSP slice for positions in the window where coefficient values are
always zero. The amount of zero values depends on parameters used for Gabor kernel generation.
Equation (14) expresses the DSP slice usage of the Gabor optimized 2D convolution unit in
equation form.
:;? = =

+  − ,@
+
>+= >−1
2
2

(14)

Where nz is the number of zero kernel values and U2dG is the total number of DSP slices
used for the Gabor optimized 2D convolution engine and k is the kernel size.

Separable Convolution
The separable convolution module performs convolution of an image with two 1D
kernels (horizontal projection and vertical projection) that were derived from a separable 2D
kernel. To convolve an image with the separated kernels, we convolve each row in the image
with the horizontal projection, resulting in an intermediate image. This image is stored in a
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window buffer similar to Fig. 3.3 except the window is 1×k instead of k×k. Subsequently each
column of this intermediate image is convolved with the vertical projection as shown in Fig. 3.8.

Figure 3.8: a) Separable Convolution Data Flow,
b) 1D Row/Column Convolution Module

Exploiting the symmetry in the kernel coefficients, we once again can take advantage of
the pre-adders in the DSP slices (Figure. 3.8b) to reduce the number multiplications by almost
half and thus also reducing the number of elements to accumulate by almost half. After
multiplication, products are accumulated to produce the intermediate image. Similar to the 2D
convolution, DSP slices can further be conserved by utilizing the ALU as a post-multiplication
adder (Figure 3.8b) to add adjacent products via DSP cascading within the same DSP slice that
performs the pre-addition and multiplication. This reduces the size of the subsequent
accumulation tree by almost half again ((k-1)/2)+1 to ((k-1)/4)+1) assuming 2 input additions for
each DSP slice in the accumulation tree. Total DSP usage of the separable convolution module
can be expressed as:

+−1
+−1
+1+E
GH
:ABC = 2 D
2
4

(15)
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Steerable Gabor Convolution Engine
For the steerable Gabor method, the number of basis functions (nbf) is dependent on error
tolerance. The basis functions can be separated into a sum of separable convolutions where the
number of separable convolutions is dependent on the rank of the basis function (Ri). Each
orientation requires a weighted sum of the results of the convolutions of the basis functions with
the image. The weighted sum module is a simple multiply and add DSP slice as shown in Fig. 3.9
for a steerable Gabor filter with four separable basis function convolutions.

Figure 3.9: Steerable Gabor Module with Weighted Sum

The DSP usage for a single instance of steerable Gabor method can be expressed as the
following.
+−1
+−1
:A& = IJ2 D
+1+E
GH ∗
2
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Where ,P is the number of orientations and k is the kernel size.

,P
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2
(16)
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Rotated Separable Gabor Convolution Engine
For the Rotated Separable Gabor method, DSP slice usage depends on the interpolation
method used to handle aliasing of non-orthogonal orientations. For the nearest neighbor
interpolation method, the value of the pixel nearest to the filter sampling location is chosen and
therefore does not need any additional resources in addition to separable convolution. For the
linear interpolation method, the kernel consists of a weighted average interpolation of the two
closest pixels for each location of the kernel except the middle if pixel sampling location of the
filter is not placed on image pixels for orientations that aren’t multiples of π/4. The pre-addition
can be utilized because the 1D kernels are symmetric and the ALU can be used as a post
multiplication adder as before to reduce input elements to the subsequent accumulation tree. The
convolution operation is essentially the same as a 1D separable convolution except a 2D window
buffer is required before each convolution (Fig. 3.10). Depending on the interpolation method,
the number of active and unused pixels in the 2D window buffer will vary as well as the number
of DSP slices used. Fig. 3.10 shows the modified front end of the separable convolution module
for the original kernel size of 11×11.
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Figure 3.10: Rotated separable with modified window buffer

For the rotated separable method using linear interpolation, DSP usage for a single
instance can be expressed by (3) for orientations that are multiples of θ=k(π/2), k=0,1,2,… and
(5) for other orientations.
:TABC3L0 = 2 D+ + E

+−1
GH
2

(5)
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Results
Our experiments are based on our target FPGA which is the Xilinx Virtex-6 SX475T equipped
with 2016 DSP48E1 slices using fixed point number representation. For comparison purposes, we
use a reference model of V1 with parameters shown in Table 3.4. Fig. 3.11 shows the DSP slice
usage against various kernel sizes when implementing all orientations of one image scale in
parallel, totaling 18 Gabor kernels per scale for our reference V1 model. The general 2D
convolution consumes the most DSP slices while the Gabor optimized 2D convolution consumes
about half as much, which can be attributed to the pre-adding of pixels based on the symmetry of
the Gabor kernel. DSP usage increases exponentially as kernel size increases because both are 2D
convolutions. With general 2D convolution, one image scale level can be mapped in parallel onto
the target FPGA for kernel sizes up to 7 pixels, while the Gabor optimized 2D convolution can
map up to kernel size 11. The rotated separable method using nearest neighbor interpolation
consumes the least amount of DSP slices as it simply performs separable convolution on all
orientations with no interpolation overhead. The rotated separable method using linear
interpolation also performs separable convolution but incurs some overhead from interpolating
from 2 neighboring pixels for non-separable orientations. Steerable with 3 and 4 basis functions
require more DSP slices than the rotated separable method but less than the 2D methods. Both
steerable and rotated separable methods utilize separable convolution and therefore are not as
affected as the 2D methods by larger kernel sizes with DSP consumption increasing linearly
relative to the kernel size. Hence, an image scale level with Gabor kernel sizes of up to 19 and
beyond can be mapped in parallel on the target FPGA.
Color Channels
Orientation Channels per color channel
Image Scale Levels
Kernel Coefficient Bitwidth
Pixel Bitwidth
Target FPGA

3
6
6
16 bits
16 bits
Xilinx Virtex 6 SX475

Table 3.4. Reference Model Parameters
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# Orientations

4

Method

Steerable 2

K =25 (σ=11.2, freq=0.071)

Steerable 3

RL

RN

Avg

Max

Avg

Max

Avg

Max

Avg

Max

0.379

0.656

0.225

0.503

0.243

0.752

0.243

0.752

0.260

0.461

0.156

0.354

0.180

0.555

0.180

0.555

K =15 (σ=6.2, freq=0.128)

0.190

0.362

0.116

0.362

0.135

0.405

0.135

0.405

K =11 (σ=4.47, freq=0.179)

0.130

0.261

0.078

0.236

0.093

0.279

0.093

0.279

K =7 (σ=2.8, freq=0.285)

0.077

0.195

0.045

0.166

0.059

0.224

0.059

0.224

K =19 (σ=8.13, freq=0.98)

# Orientations

6

Method

Steerable 3

Steerable 4

Steerable 5

RL

RN

Avg

Max

Avg

Max

Avg

Max

Avg

Max

Avg

Max

K =25 (σ=11.2, freq=0.071)

0.404

1.10

0.317

0.5 05

0.187

0.472

0.337

0.855

0.34

0.86

K =19 (σ=8.13, freq=0.98)

0.276

0.503

0.229

0.357

0.136

0.333

0.233

0.572

0.24

0.58

K =15 (σ=6.2, freq=0.128)

0.203

0.366

0.174

0.305

0.108

0.3 05

0.169

0.400

0.17

0.41

K =11 (σ=4.47, freq=0.179)

0.144

0.374

0.126

0.239

0.078

0.209

0.113

0.260

0.1

0.27

K =7 (σ=2.8, freq=0.285)

0.088

0.262

0.006

0.178

0.035

0.174

0.078

.173

0.08

0.23

# Orientations

8

Method

Steerable 3

Steerable 4

Steerable 5

RL

RN

Avg

Max

Avg

Max

Avg

Max

Avg

Max

Avg

Max

K =25

0.360

0.78

0.261

0.415

0.185

0.415

0.327

0.752

0.326

0.752

K =19

0.245

0.702

0.182

0.293

0.134

0.293

0.226

0.555

0.226

0.555

K =15

0.174

0.364

0.134

0.239

0.100

0.239

0.163

0.405

0.163

0.405

K =11

0.117

0.303

0.093

0.168

0.068

0.168

0.109

0.279

0.112

0.279

K =7

0.071

0.249

0.056

0.131

0.042

0.131

0.067

0.224

0.070

0.224

# Orientations
Method

12
Steerable 3

Steerable 4

Steerable 5

RL

RN

Avg

Max

Avg

Max

Avg

Max

Avg

Max

Avg

Max

K =25

0.369

1.00

0.261

0.548

0.190

0.459

0.358

0.855

0.360

0.856

K =19

0.244

0.342

0.183

0.251

0.135

0.179

0.246

0.347

0.250

0.356

K =15

0.179

0.300

0.137

0.207

0.103

0.147

0.178

0.259

0.184

0.278

K =11

0.122

0.239

0.095

0.173

0.074

0.139

0.120

0.191

0.124

0.208

K =7

0.073

0.173

0.058

0.135

0.028

0.061

0.076

0.151

0.090

0.192

Table 3.5. Error Rate of Steerable Gabor and Rotated Separable Gabor using Linear and nearest
neighbor interpolation

Steerable Gabor and rotated separable Gabor methods consume fewer resources but
exhibit error when compared to results from the normal 2D convolution using a Gabor kernel. A
set of 10 randomly chosen images from the Caltech 101 dataset [60] were used as test images
and error was averaged for all color channels of the 10 images. Table 3.5 shows the average and
max RMS error in the output for all 10 images with the given settings (# of orientations, # of
basis functions) with both the rotated separable and steerable Gabor methods in each color space
(RGB). With more basis functions for the steerable Gabor method, average error tends to be
lower. The linear and nearest neighbor interpolation for the rotated separable method exhibited
very similar average error rates that are comparable to the Steerable with 3 basis functions.
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# Orientations
Steerable 2
Steerable 3
Steerable 4
Steerable 5

4
4,4
4,4,4
n/a
n/a

6
n/a
4,4,4
4,4,4,4
4,4,4,4,5

8
n/a
5,5,5
5,5,5,5
4,5,5,5,5

12
n/a
4,4,4
4,4,4,4
4,4,4,4,5

Table 3.6. Basis Function Ranks for Steerable Gabor (k = 11)

Fig. 3.12 shows DSP slice usage with varying number of orientations with Gabor kernel
size of 11. The graph shows a relatively steep slope for DSP slice usage in the 2D methods as the
number of orientations increase while the rotated separable method increases more gradually.
More interesting is that the benefits of the Steerable Gabor increases as more orientations are
needed for given image scale as multiple orientations are obtained from modulating a set of basis
functions that are separable kernels. Each steerable Gabor function is configured to use a
minimum set of basis functions that satisfies the given error bound where the error bound refers
to the root mean square (RMS) error bound in approximating the Gabor functions. Table 3.6
shows the ranks of each basis function used for Steerable Gabor with kernel size 11. Note that in
Fig. 3.12, the reduced number of DSP usage for the 12 Gabor orientations compared to the 8 and
10 Gabor orientations for the same number of basis functions (more orientations but less
resources) is due to differences in ranks of the basis functions (see Table 3.6).
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Figure 3.13 Throughput vs Kernel Size

Fig. 3.13 shows a comparison of throughput performance between the described methods
of Gabor function implementation on our target FPGA (Virtex6 SX475T) running at a clock
frequency of 200MHz as well as GPU performance results reported by [61].In [61], the authors
evaluated their GPU Gabor engine executing on an NVIDIA GTX285 device performing 24
Gabor filtering with varying kernel sizes for a fixed image size of 640x480. With kernel sizes 7
and 11, all 24 Gabor kernels for the methods discussed can be operating in parallel on the FPGA
resulting in the maximum throughput of 200MP/s. Throughput above 200MP/s is possible with
increased parallelism however, we assumed that after parallelizing all 24 Gabor functions, no
further parallelization is necessary for this evaluation setup. The rotated separable methods and
steerable Gabor with 3 basis functions were able to parallelize all 24 Gabor functions for varying
kernel sizes up to 25 and therefore performed at a maximum throughput of 200MP/s (all merged
at 200MP.s on Fig. 3.13). The general 2D convolution, Gabor optimized 2D convolution, and
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steerable Gabor with 4 basis functions also achieved throughput of 200MP/s for kernel sizes 15
and below, but were iterated for larger kernel sizes thus resulting in decreased throughput. All
methods outperformed the GPU performance from [61].

General 2D
2d Gabor
Rotated Nearest
Rotated Linear
Steer 3
Steer 4

16.67 MP/s
33.33 MP/s
200 MP/s
100 MP/s
200 MP/s
100 MP/s

Table 3.7. Throughput for Reference Model on Virtex 6 SX475

Table 3.7 shows the throughput of our reference V1 model implementation (Table 3.4)
using the different approaches of implementing the Gabor function. All 6 orientations for all 3
color channels (Total 18 Gabor functions with kernel size 11) of an image scale were parallelized
for each method. The rotated separable with nearest neighbor interpolation and steerable Gabor
with 3 basis functions were able process 6 image scale levels in parallel on the target FPGA
achieving the maximum throughput of 200MP/s while the other architectures were iterated over
image scale levels as resource constraints limited the number of parallel image scales. Figure 3.13
shows output images of the different methods to visualize the decrease in accuracy.
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Figure 3.13. Error Visualization
Gabor function at 30°, 11x11 pixel kernel, 12 orientations
a)
b)
c)
d)
e)
f)
g)

Original Image
Gabor Function Output
Steerable 3
Steerable 4
Steerable5
Rotated Separable using Nearest Neighborhood
Rotated Separable using Linear Interpolation

(error = 7.45E-2)
(error = 7.2E-2)
(error = 6.64E-2)
(error = 0.126)
(error – 0.127)

Conclusion
In this chapter, we have presented design options for efficiently implementing the Gabor
feature extraction for modeling V1 simple cells on FPGA with optimizations focused on
minimizing resource usage to maximize performance by parallelizing more Gabor functions on
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FPGA. General 2D convolution on FPGA to apply the Gabor function is resource (DSP slice)
demanding. The Gabor optimized convolution engine is shown to reduce DSP slice consumption
by almost half compared to general 2D convolution. FPGA architectures for the steerable and
rotated separable Gabor function method can further reduce DSP slice usage at the cost of
accuracy of approximating Gabor functions.
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Chapter 4

Streaming Multi-resolution Feature Extraction Architecture
In this chapter, we present an FPGA architecture to accelerate multi-resolution Gabor
feature extraction on a Gaussian image pyramid to yield real time performance for high resolution
image frames. A configurable architecture and implementation details of the streaming, single
pass design that is capable of processing Gabor filters at multiple scales and orientations in
parallel while minimizing resource conspution is presented. The Gaussian image pyramid
structure, commonly employed for multi-resolution image processing is used. High performance
with minimum FPGA resource utilization is achieved through careful mapping to FPGA
resources and extensive time multiplexed resource sharing of the Gabor filter cores at 1) the
orientation and scale level by exploiting the reduced input rate of the image pixels for each
increasing image scale to switch multiplex between kernel values (orientations) and pixel
windows (scale) and 2) the pixel level by overclocking DSP processing elements (PE) in the
FPGA to process multiple pixel locations per system clock cycle. An optimized mapping of the
overclocked filtering core is presented that is custom optimized to the Gabor kernel and
efficiently mapped to modern FPGA composition of heterogeneous resources to yield better
performance and resource utilization than other reported implementations. The resulting
minimized resource utilization increases the level of possible parallel instantiations of filtering
cores that can be mapped to available resources resulting in better performance.
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Gaussian Pyramid Architecture
A typical Gaussian pyramid has a subsampling rate of half the image height and width.
The kernel size of the Gabor filter stays the same while image inputs (and outputs) to each
subsequent level in the pyramid are reduced with a Gaussian low pass and subsampling. To
implement multiple scales and orientation of the Gabor filter on a Gaussian pyramid of images, it
must be filtered scale × orientation times with each scale processing a down-sampled version of
the original image (except first scale). Best performance can be achieved when parallelism is
maximized across scales and orientations.

Pyramid Generation
A 5x5 separable convolution with a Gaussian kernel followed by a sub-sampler module is
used to create the input image for a subsequent scale. Both the separable convolution and sub
sampler modules are streaming units that can handle at least 1 input pixel per cycle with relatively
negligible device utilization and complexity. Table 4.1 shows the resource utilization of the
separable convolution and subsampling module for generating a single scale in the image
pyramid.

Table 4.1. FPGA Resource Utilization for Image Pyramid Generation
Separable Convolution + Subsampler
Used

Available

Utilization

Slice Registers

4496

595200

0.7 %

Slice LUTs

3213

297600

1.0 %

BRAM/FIFO

29

1064

2.7 %

DSP48E1

19

2016

0.9 %
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One image scale is produced from the previous image scale and therefore, a data
dependency exists between consecutive image scales.
For non-integer subsampling rates (e.g.√2), the subsampling module may require some
interpolation that requires additional logic. For our purposes, we assume the common
subsampling rate of half the image width and height.
Using a window buffer, a Gabor filtering core, a separable convolution module for the
low pass Gaussian 5x5 kernel, and a sub sampler module, we can construct a bank (multiple
orientations) of Gabor filtering cores for an image scale of the Gaussian pyramid as shown in Fig.
4.1.

Figure 4.1. Block diagram of a Gabor bank for an image scale with down-sampling

Similar to the Gabor optimized architecture in Chapter 3, a window buffer supplies the
necessary neighborhood of pixels of the current pixel to the Gabor filter core.

Baseline Architectures
The straightforward architecture for best performance is a design that parallelizes all
scales and orientations to achieve maximum throughput for s number of scales and o number of
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orientations. This can be achieved by with s instantiations of Figure 4.1, each with o Gabor filter
cores. We refer to this as the baseline parallel architecture. However, such an architecture
requires a large quantity of resources making it not practical and seldom explored as an option.
A more common resource efficient architecture can be implemented with 1 instantiation
of Figure 4.1 being instantiated and iterated over i cycles for i image scales. Downsampled
images must be stored into memory and fed into the pipeline for the next iteration to produce the
next image scale. We refer to this as the baseline scale iterative architecture. This iterative
architecture consumes fewer resources at the expense of throughput compared to the fully parallel
architecture. The image pyramid generation has data dependencies to adjacent frames requiring
scales to be produced one after the other in multiple iterations. Therefore, the baseline scale
iterated architecture is more efficient than processing the image pyramid after the entire image
pyramid has been generated as it inherently pipelines the sequential image scale generation with
the processing for that scale. Similar architectures have been reported in literature [46]. For the
fully parallel architecture, this data dependency is inherently observed by cascading the streaming
image pyramid generation modules (separable convolution +sub-sampler). However, each
subsequent image scale observes a lower input rate because of the reduced image size.
For the typical parameters of 5 scales and 8 orientations, the full parallel architecture
requires 40 Gabor filtering modules and 4 image pyramid scale generation modules to yield a
streaming single pass design while the baseline scale iterative method requires just 8 Gabor
filtering modules and 1 image pyramid scale generation modules but requires 5 iterations for each
image scale. Ideally, we want the performance of the baseline full parallel architecture with
resource consumption close to that of the baseline scale iterative architecture.
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Configurable Multiresolution Architecture
For the typical Gaussian image pyramid construction of halving the image height and
width for each subsequent level, the subsampling module samples pixels in every other row and
column.
The resulting average output rate of the subsampling module over the entire image is ¼
of the input rate. For the baseline full parallel architecture, the reduction of input rate for each
subsequent scale means the Gabor filtering cores are idle for un-sampled pixels and this idle time
increases as more image scales are produced.
For a horizontal raster scan pixel input, the output rate of the subsampling module for
adjacent rows alternates between ½ of the input rate for an image row and 0 for the next row.
Pixels that are output from the subsampling module feed a row buffer of half the image width
depth (may increase depending on subsampling rate). The row buffer effectively stabilizes the
inconsistent output rate of the subsampling module to allow for more efficient time multiplexing
in the receiving image scale at a regular pixel rate.
Gabor filter cores in every scale except the first will be idle for some system clock cycles.
For example, cores in scale 2 will only be active every 4th cycle, cores in scale 3 will be active for
every 16th cycle, and so on. The input rates of all scales above scale 1 will less than 1 pixel per
cycle, therefore, the Gabor filter cores can be time multiplexed between orientations and scales.

Time Multiplexing orientations and image scales
When the average pixel sample rate for a given image scale window is above 1 (e.g. 4
when 1 pixel is output for every 4 input pixels), and not greater than the required number of
orientations for the scale, we can share the Gabor filter core between orientations by switching
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between sets of kernel values. The number of cores needed for that scale is given by the number
of orientations per scale divided by the sampling rate. (rounded up for non-integer subsampling
rate)
When the sampling rate of an image scale is greater than the number of required
orientations in the scale, the convolution core can be shared to time multiplex over all orientations
in that scale and still be idle for some cycle(s) before the next available window is available from
that scale window buffer. Therefore, the filtering core can also be shared between image scales by
switching inputs to the Gabor filter cores between window buffers as in scale 3, 4 and 5 of Fig.
4.2. All subsequent scales are sampled at a fraction of the previous scale and therefore, one core
can now handle all subsequent scales.
Switching for time multiplexing between scales and orientations requires multiplexers to
switch between inputs. Logic to control the select signal of the multiplexers that switch between
windows and kernel sets are configurable at run time between frames. Cycle counts that
determine how many cycles each input of the mux should be selected are held in registers.
Counters keep track of the number of cycles that each input is selected and the control increments
the select signal once the count is reached for that input. For time multiplexing over orientations
(e.g. Scale 2 in Fig 4.2) the multiplexer increments every cycle to switch orientations every cycle.
For time multiplexing over orientations and image scale windows (e.g. Scale 3,4,5 in Fig. 4.2),
cycle counts for each input of the image scale window multiplexer should be set to follow a
priority based scheduling where window scales with the higher input rates are selected first
whenever they are available.
The resulting architecture minimizes the idle time of each core by efficient time
multiplexed resource sharing between orientations (kernel values), and between scales (window).
Further time multiplexing occurs in each Gabor filter core between pixel locations that will be
described in the next section.
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Fig. 4.2: Resource Shared Architecture for Gaussian Pyramid of Gabor filters
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Overclocked Gabor Filter Core
In this section, we describe an optimized and overclocked Gabor filter module to be
employed in the multiresolution architecture that allows for time multiplexed resource sharing of
the filtering core. We focus on accelerating the Gabor filtering computation by optimized
mapping and efficient time multiplexed resource sharing without any loss of accuracy from
interpolation.
As mentioned in Chapter 3, embedded DSP computation hardware is common in today’s
FPGAs. In the Virtex 6 FPGA from Xilinx, the DSP48E1 is the embedded DSP PE (processing
element) as mentioned in the previous chapter. It provides robust functionality for a wide variety
of DSP as well as non DSP functionality. Altera FPGAs also contain a similar DSP PE that
possesses much of the same functionality. The quantity of these PE’s are limited and are often the
limiting factor in the level of parallelism achievable.[51] For general 2D convolution, the DSP
PE’s can be used to accelerate the multiply (kernel × pixel window) and accumulate operations.
The next sections describe architectures that utilize overclocking features of the DSP PE’s to
reduce utilization for the Gabor optimized engine from Chapter 3.
The window buffer design described in Chapter 3 is used. The Gabor optimized
convolution from the previous chapter is enhanced here to be overclocked for time multiplexed
resource sharing between pixel locations. The DSP48E1 in a Xilinx Virtex 6 FPGA can
potentially be clocked at up to 600MHz while the DSP block in the Altera Stratix IV and III
FPGAs can be clocked up to 500MHz, both which are significantly higher than a typical system
clock. This allows for overclocking the DSP PE for time multiplexing. Built in clock management
and synchronization features available in modern FPGA’s, are used to provide synchronized
clock signals at different frequencies originating from the same source. Figure 4.3 shows the
Gabor filtering core design for our system.
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Figure 4.3: Gabor filter core

In our implementations, the core is clocked at 400MHz while the rest of the system is
clocked at 100MHz for a time multiplexing factor of 4. The select control of the 4 to 1 mux is
incremented every cycle at 400MHz to select pixel inputs for pre-adding and multiplication of 8
pixel locations in 1 system clock cycle. A post multiplication adder is used as an accumulator to
accumulate the outputs that are then stored in the P register. The P register clears for every new
window or kernel with respect to the core clock. An accumulation tree is employed to accumulate
all outputs of filtering cores. It is also overclocked to time multiplex between outputs of different
filter cores. P registers are read every 4th cycle of the core clock.

DSP PE Utilization
The DSP PE resource utilization can be expressed by the following equation:
#WXY =

+ + 1
+ + 1
+=
>−1
2
4

(6)

where k and f denote the kernel size and time multiplexing factor respectively. Here, we
have time multiplexed the f time slots with different pixel locations within a single window

buffer. The post multiply adder in the DSP48E1 allows the accumulation of 2 (each pixel
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location pre-added with symmetric) pixel locations and therefore reduces the depth and resources
required for the accumulation tree. Table 4.2 shows the resource saving benefits by pre-adding
and time multiplexing for a single filtering core for different kernel sizes with a time multiplexing
factor of 4.
Table 4.2. DSP PE Utilization per Gabor filter core
Preadding

Overclock
(4x)

Preadd +
Overclock (4x)

49

25

8

5

7

97

49

15

8

9

161

81

24

13

11

241

121

35

19

13

337

169

49

25

Kernel Size

2D Convolution

5

Time Multiplexed Gabor Filter Core Sharing
Input pixels and kernel values to the Gabor filter core can be time multiplexed over the
following schemes:

1. kernel values of different orientations for pixels in a window (Figure 4.4.A)
2. particular pixel locations from different window buffers (Figure 4.4.B)
3. combination of the 1 and 2 (Figure. 4.4.C).

Figure 4.4: Time Multiplexed Resource Sharing Schemes
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Figure 4.4 shows the time multiplexing schemes switching between multiple kernel sets
(Figure 4.4.A), two window buffers (Figure 4.4.B), and both of the above (Figure 4.5.C). The
number of kernel sets or window buffers that a core can be switched between can be extended to
more than 2. Kernel values as well as the core time multiplexing factor are run time
reconfigurable parameters while the time multiplexing scheme (Fig. 4.4) is a design time
parameter. For each mux in Figure 4.4, the number of cycles dedicated to each input is also a run
time parameter.
For the resource shared multi-resolution architecture, this additional multiplexing logic
provides the ability to share Gabor filtering cores between orientations and image scales.

Results
A Gaussian pyramid of Gabor filters consisting of 8 orientations (even only) and 5 image
scales was implemented using a core clock of 400MHz and a system clock of 100MHz. A Virtex
6 SX475T FPGA on the DINI group board was used. To compare with our results on the FPGA,
an equivalent spatial convolution using Gabor filters is implemented on the GPU.
Figure 4.5 shows the resource utilization results for the full parallel, baseline scale
iterated, and resource shared architectures previously described. Figure 4.6 shows the throughput
performance for varying image sizes. Both the full parallel and configurable multi-resolution
architectures achieve a throughput of 31.789 fps (100MP/s) for a single channel of an image size
of 2048x1536. The commonly used (i.e. [46]) scale iterated architecture on the other hand
consumes the least amount of resources, but requires 5 iterations for an image for 5 image scales
for a throughput of 23.86 fps (20MP/s). The configurable multi-resolution resource shared
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architecture conserves resources while maintaining the throughput performance of the fully
parallel architecture.

Resource Utilization
(1 channel, 5 scales, 8 orientations)

100%

Full Parallel

90%

Scale Iterate
80%

Resource Shared

FPGA Utilization

70%
60%
50%
40%
30%
20%
10%
0%

DSP48E1

LUT

BRAM

Reg

Resource
Fig. 4.5. Resource Utilization Comparison

The performance benefits of a resource efficient architecture are more evident when
multiple channels are required. Due to high resource utilization, the full parallel architecture
cannot be instantiated multiple times on the target FPGA and therefore must iterate over
channels. On the other hand, multiple instantiations of both the scale iterated and configurable
multi-resolution architectures can be working in parallel on the target FPGA.

65
Throughput
500

GPU
FPGA_Configurable
FPGA_FullParallel

Throughput (fps)

400

FPGA_ScaleIterate

300

200

100

0

512x384

1024x768

2048x1536

Image Size

Figure 4.6 Throughput Comparison

GPU Implementation
The same algorithm was implemented on GPU for comparison purposes. The GPU used
is NVidia’s Tesla M2090. It is based on the Fermi architecture with the device having 16
streaming multiprocessors and a total of 512 CUDA cores. The T20A processor is clocked at 1.3
GHz. CUDA 4.0 is used.
All necessary optimizations for a GPU implementation were applied. Since shared
memory is on chip, access to shared memory is much faster than the global memory and hence
we make use of it efficiently in our implementation. Data is transferred from global to shared
memory and the computing threads read the image and kernel data from shared memory. Thread
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blocks of dimension 16x16 are used. Since pixels in a block share input image data, the sub
image needed for convolution of all pixels in a block as well as kernel values are brought to perblock shared memory using coalesced transfers. Bank conflicts arising out of threads in a warp
accessing the same shared memory bank, are minimized as much as possible during shared
memory accesses. The GPU performance decreases significantly with increasing image size due
to huge amounts of memory transfers.

FPGA vs. GPU
We can see from Fig 4.6 that the FPGA exhibits a higher performance for the input image
sizes tested. The superiority in performance becomes more apparent as the image size increases.
The throughput of the FPGA maintained real time performance at 31.8 fps while the GPU had 5.3
fps for the 2046x1536 image yielding a speedup of about 6x.
Poor performance from the GPU for large image sizes is largely due to the huge number
of computations involved and marginally due to memory transfers. The restrictions imposed by
the GPU computational model limits its ability to process streaming images at a high
performance.
Power consumption for 5 scales and 8 orientations with 2 input channels was 76W for the
FPGA and 146.5W for the GPU. FPGA power measurement included other modules of a larger
system and is therefore an over-estimate, yet FPGA exhibits a power to performance ratio of 0.4
fps/W while the GPU showed 0.036 fps/W.
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Conclusion
We have presented a streaming non-iterative architecture for Gabor bank filtering on a
Gaussian image pyramid for real time scale invariant feature extraction. The Gaussian image
pyramid generation is done in a streaming fashion with time multiplexed resource sharing design
for efficient resource utilization and high throughput for large image sizes. The Gabor filtering
core is optimized to map efficiently to modern FPGA resources and is overclocked for higher
throughput and lower resource utilization compared to any other reported implementation.
Comparison with other common architectures reported in literature as well as a GPU
implementation shows that it outperforms other architectures while consuming less resources and
power.
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Chapter 5

Adaptive Coarse to Fine Grain Feature Extraction Architecture
Gabor feature extraction requires an image to be filtered by a bank of Gabor filters tuned
to different orientations and spatial frequencies (scale). The number of orientations and spatial
frequencies are the two major factors that determine the computational load of the system as the
two parameters determine the number of filters (scale x frequency) that need to be applied to the
image. Chapter 5 focused on the spatial frequency parameter with a novel architecture for
efficient Gaussian image pyramid multi-resolution Gabor feature extraction by exploiting the
decreased data rates resulting from down-sampling the image for coarser resolutions. In this
chapter, the other parameter, the number of orientations, is focused on by utilizing the ability of
the architecture to switch kernel values between clock cycles and exploiting the minimal joint
resolution of Gabor functions.
As mentioned in Chapter 2, filter bank design is an important factor in the effectiveness
of feature extraction for a given application. Good filter bank design requires finding the right
balance in tradeoffs between spatial resolution, orientation selectivity, scale selectivity, the
Gaussian envelope, effective range in frequency domain, and computational load. Filter banks of
different parameters will extract different spatial-spectral information from the image. Eight
orientations and five spatial frequencies (scales) is the most commonly found filter bank
configuration popularized by Lades et al in 1993 [62]. Since then, numerous efforts have been
documented towards the study of filter bank design to determine which configuration is better.
Filter bank design depends heavily on the application and nature of the subsequent algorithm.
This has resulted in several filter bank design methods and parameters proposed for various
applications including strain contour measurement[44], texture classification[18] [43], face
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recognition [8][42], fingerprint enhancement[5], object recognition, road detection [20] [21], etc.
In some cases, a small number of orientations in a well-designed filter bank are adequate for high
quality results. For example, for texture classification as reported by Chen et al [43], 4
orientations and 6 scales achieved the best performance and increasing the number of orientations
produced little to no improvement in the outcome. However, in other applications, the algorithms
require orientation selectivity at a higher resolution and therefore, more orientations are needed to
cover the full spectrum for the filter banks to produce quality results. For example, the Gabor
filter bank to detect vanishing point for road detection as reported by Kong et al. [21] requires 36
orientations at 5 scales while Rasmussen et al. [20] reports that 72 orientations are needed for
road following applications
The number of orientations is often scaled down because of the heavy computational load
involved. A widely used method to reduce computation while achieving high resolution in
orientation selectivity is to estimate the orientation of a pixel first using a differential approach,
then applying a Gabor filter tuned closest to the predicted orientation of that pixel instead of
applying the entire bank of filters that covers all possible orientations. Orientation estimation is
commonly performed with a local computation of the gradient vector among all points of the
image and estimating the orientation by the orthogonal direction to the gradient. Such orientation
estimation widely used in fingerprint enhancement and SIFT (Scale Invariant Feature Transform),
however, a major weakness of this method is that it fails if more than a single orientation appears
in the neighborhood of the given pixel location. The derivative operators’ response will be a nonlinear mixture of the true local orientations.
In most cases, a max operation among the filter responses eliminates all but one of the
responses to be delivered to the next stage. In this chapter, a novel approach for the scale space
multi-resolution method is presented that uses a coarse-to-fine grain method to achieve high
resolution selectivity of the dominant orientation efficiently with minimal resource usage.
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Coarse to Fine Grain Orientation Selective Feature Extraction
For scale space multi-resolution feature extraction, the filter bank consists of (number of
scales × number of orientations) filters where filter sizes differ for each scale. For applications
that require a large number of orientations, the number of filters that need to be applied also
increase. For example, for an application that requires 16 orientations at 5 scales, a fine grain
filter bank similar to Figure 5.2 needs to be applied totaling 80 filters. Yet, for a given pixel, only
the highest response and its corresponding feature are needed. Instead of applying all (number of
scales × number of orientations) filters, a coarse to fine grain approach can be taken to reduce the
number of filters that need to be applied.
As mentioned in chapter 2, four parameters are required to form a Gabor filter: filter
orientation (θ), spatial frequency of the sinusoidal wave ( f0), and the standard deviation of the
Gaussian envelope in x and y (σx, σy ). Daugman derived that for two dimensional Gabor
functions, uncertainty relations limit the joint resolution in the 2D spatial and 2D frequency
domains. [35] Orientation selectivity resolution can be increased by elongating the filter’s
receptive field in the direction parallel to its modulation.
From the parameters of the fine grain filter bank in Figure 5.2, by changing the number of
orientations and decreasing the resolution of orientation selectivity, a coarse grain filter bank can
be constructed as shown in Figure 5.1. In this case, the 16 orientations in the fine grain filter bank
have been reduce by a factor of 4 to produce 4 orientations that cover a wider range of angles
(equivalent to 4 fine grain orientations) in the coarse grain filter bank. The coarse grain filter bank
must cover the entire range of orientations of the fine grain filter bank and the edge of the
orientation ranges must be tangent to the neighboring range to cover all angles but should not
overlap. Applying the coarse grain filter bank to a pixel will yield a response from 20 filters (4
orientations, 5 scales). The maximum response within each scale will be produced by the filter
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tuned closest to the orientation and scale of the feature contained in the pixel neighborhood. The
orientation group of this filter is noted. Next, we apply the 4 filters for that scale in the orientation
group of the fine grain filter bank. The total number of filters is again 20 and the maximum
response within each scale is the dominant feature for that scale. The maximum among all
features of all scales is the dominant feature for that pixel. For the Gaussian pyramid method for
multi-resolution, each image scale has a different image and output size, and therefore a dominant
feature is found for each scale instead of for all scales. For the scale space method where multiresolution is achieved by changing the kernel size while image size is kept the same for all scales,
a dominant feature among all scales and orientations can be found by finding the max response
among every orientation and scale. However, since kernel sizes are different, smaller kernels need
to buffer outputs to find the max response for that pixel. If k1 is the smaller kernel and k2 is the
larger one, a k2-k1 ×image width deep buffer is needed to sync with the later outputs of the larger
kernel k2 filter. The orientation selective fine grain filter selection reduces the number of filters to
be applied from 80 to 40. By constructing a coarse grain filter bank with reduced number of
orientations that are less selective but have wider range, the angular range of the feature was
found and only orientations within this angular range in the fine grain filter bank are applied.
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Figure 5.1: Coarse Grain Gabor Filter Bank in frequency domain

Orientation
Group 3
Orientation
Group 4

Orientation
Group 2

Orientation
Group 1

Figure 5.2: Fine Grain Gabor Filter Bank in frequency domain
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The Reduction factor refers to the degree of reduction of filter bank from fine to coarse
grain and is specified by the number of orientation groups in the coarse grain filter bank. For a
fine grain filter bank with Of orientations and S scales, and a reduction factor of R, the coarse
grain filter bank will consist of the following:
*Z[ ,"\"[,! [, ]\Z!

Z\[, [^" Z _\,+ = * =

#`[^" Z! = * × X =

*
×X
K

*
K

# *Z[ ,"\"[, Zab! = K

It is convenient to choose R such that R2 = Oc if possible. If c* is not an integer, this

may not be possible in which case, one orientation group will be smaller than the others.

Coarse to Fine Grain Architecture
The architecture for coarse to fine grain feature extraction requires two stages of Gabor
filtering, one for coarse grain and one for fine grain. The output response of the coarse grain filter
bank determines the kernel selected for the fine grain filter depending on the orientation group of
the highest response filter handled by the control logic handles this communication.
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Figure 5.3: Coarse to Fine Grain Feature Extraction Block Diagram

A modified window buffer is necessary that provides a window for coarse and fine grain
filter banks. The register array, show in Fig. 5.4, is extended and the window to the fine grain
core is shifted to the right to account for the latency from the coarse grain filtering and control
logic to determine the fine grain filter kernel.

Figure 5.4: Modified Window Buffer for Coarse to Fine Grain Feature Extraction
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Figure 5.5: Gabor Filter Core for Coarse Grain Feature Extraction

The overclocked Gabor filter core from Chapter 5 is adopted for both the coarse and fine
grain. The cores are overclocked and time-multiplexed among pixels within the window. For the
coarse grain filtering core, registers with kernel values of each pixel location the core handles are
cycled appropriately to match the current pixel.
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Figure 5.6: Gabor Filter Core for Fine Grain Feature Extraction
For fine grain, the Gabor filter core has registers with kernel values for the pixel locations
in the window for each of the orientation groups. The kernels to be loaded are selected by the
control logic. The control logic determines which orientation group kernel to load by evaluating
the response of the coarse grain core for that pixel.

Results
The adaptive coarse to fine grain method and architecture allows for Gabor feature
extraction with higher resolution in orientation selectivity with less filters. 4 filtering cores would
normally process 4 orientations. The coarse to fine grain method require a dividing the number of
filtering cores into coarse grain filtering cores and fine grain filtering cores. Assuming we keep
the number of coarse and fine grain cores as equal as possible, with a total of 4 cores, 2 cores will
be for coarse grain filtering cores and the other 2 for fine grain. Assuming only the dominant

77
response is required, the effective resolution of orientation selectivity would be equal to the
resolution if we did (number of fine grain cores × the number of coarse grain cores) in the normal
way. Effectively, while only consuming (number of fine grain cores + number of coarse grain
cores), the same orientation selectivity resolution of the feature space is achieved when a
straightforward method is used that consumes (number of fine grain cores × the number of coarse
grain cores) filtering cores.
As we increase the number of filtering cores available, the difference of the effective
orientation selectivity resolution between the coarse to fine grain method and straightforward
method increases as shown in Figure 5.7. Effectively, it is producing the dominant features
produced by applying x number of orientation filters while only a fraction of them are actually
performed. The cost of the coarse to fine grain method is more sophisticated control, as well as a
negligible increase in latency.
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Figure 5.7: Orientation selectivity resolution improvements of coarse to fine grain
method and architecture.
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For comparison purposes, suppose an application requires 6 image scales with the
following kernel sizes for each scale: 5×5, 7×7, 9×9, 11×11, 13×13, 15×15. Assume an input rate
of 1 pixel per cycle with the system clock running at 100MHz. Table 5.1 shows the DSP48E1
required for each kernel size using the Gabor optimized design overclocked to 4 times the system
clock.
Image Scale

Kernel Size

DSP48E1

1

5

5

2

7

8

3

9

14

4

11

19

5

13

26

6

15

34

Table 5.1: DSP Utilization per Gabor filter core

Figure 5.8 and Table 5.2 shows the DSP48E1 utilization and throughput respectively for
the following architectures:
•

Full Parallel: All Orientations are processed in parallel

•

Coarse to Fine: Coarse and Fine Grain are separate stages in the pipeline with
hardware dedicated for each stage.

•

9 Orientations: 9 filtering cores instantiated and iterations are required if number
of orientations exceed the number of available filtering cores (9).

The red dotted line shows the number of available DSP48E1 in a Xilinx Virtex 6 SXT475
FPGA.
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Figure 5.8: DSP48E1 Utilization vs. No. of Orientations
We can see that the Full Parallel architecture requires the most resources but has the
highest throughput because all orientations are processed by its own filtering core as shown in
Figure 5.8 and Table 5.2. The 9 Orientations architecture always utilizes the same number of
filtering cores because this architecture only utilizes 9 filter cores to perform 9 orientations per
cycle as shown in Figure 5.8. However, when more orientations are required, multiple cycles are
required per pixel to iterate over the remaining orientations resulting in poorer performance as the
number of orientations increase as shown in Table 5.2. We can observe that both the Full Parallel
and Coarse to Fine architectures achieve the optimal throughput of 100MP/s, yet the Coarse to
Fine architecture utilizes far less resources compared to the Full Parallel. Figure 5.7 shows that
with the Full Parallel architecture, up to 36 parallel orientations are possible with the resources
available in the Virtex 6 SXT475 while the Coarse to Fine Grain architecture can supply up to 64
parallel orientations.
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Full Parallel
Coarse to Fine
9 Orientations

9

16

100 MP/s
100 MP/s
100 MP/s

100 MP/s
100 MP/s
50 MP/s

No. of Orientations
25
36
100 MP/s
100 MP/s
33.3 MP/s

100 MP/s
100 MP/s
25 MP/s

49

64

100 MP/s
100 MP/s
16.67 MP/s

100 MP/s
100 MP/s
12.5 MP/s

Table 5.2: Throughput vs. No. of Orientations

Conclusion
In this chapter, a novel coarse to fine grain method for applications that require high
orientation selectivity resolution was presented along with the hardware architecture that affords
it. The tunability of the Gabor filter and its minimal joint resolution in its 4 parameters allows for
creation of a coarse grain filter bank with Gabor filters that cover a wide range of orientations at
the expense of orientation selectivity. Responses of the coarse grain filter bank determine which
range of orientations the fine grain filter banks should be applied to. This way, only a fraction of
the Gabor filters in the filter bank are actually applied and therefore the number of convolution
cores utilized is greatly lowered. For applications that require a large number of orientations to be
applied[20], [21], this method will conserve the amount t of resources utilized to achieve the
orientation selective resolution required.
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Chapter 6

Implementation Details and Results
This Chapter presents implementation details and results of full systems that were
completed and demonstrated.
All V1 implementations were done as an SOP within the VORTEX framework [50].
Figure 6.1 shows the major functional units within an SOP for V1.

Figure 6.1: Functional Blocks of V1 SOP
The operational flow of the SOP is shown in Figure. 6.2. The first stage is the
configuration stage where necessary information is fed to the SOP such as kernel values and
opcode settings. Opcode settings include the image size as well as the start and end address for
which the desired kernel values are stored in local SOP block memory. Configuration can take
place at any time but should not happen in the middle of a frame as the values in the
configuration registers are being used for the current frame. Changing these values would change
the kernel values mid-frame. When an opcode request is detected, it signals the start of a frame
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and image size and kernels are set according to the opcode value. The kernel coefficients are then
fed into the DSP registers and window filling begins once pixels start streaming in. Counters keep
track of the number of pixels that have entered and start the zero padding and output calculation
at the appropriate times.

Reset

Configure

Coefficient

Accept
Opcode

Insertion

Pixel Insertion
Window
Filling

Zero
Padding

Zero
Padding

Output

Figure 6.2: Operational Flow

AIM v1
AIM (Attention by Information Maximization) is an algorithm to model attention via
saliency with statistical methods. More information about the algorithm can be found in [24]. The
algorithm requires feature extraction using kernels from Independent Component Analysis (ICA)
of a wide variety of natural images. The kernel size was 21x21 pixels and the output of the
convolution was used as perform an attention based ROI selection using saliency maps from the
AIM algorithm. The images were encoded in RGB format and each color channel had its own
window buffer. The architecture shown in Figure 6.3 shows the architecture used to time
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multiplex the feature extraction cores between the 3 window buffers for each color channel. All
components shown in the figure are described in Chapter 3. The general 2D convolution design
was used as the kernels were results from ICA and were not symmetric. The DSP’s were
overclocked by 3 times the system clock and time multiplexed between the 3 color channels. The
design was implemented on an ML605 evaluation board with a Virtex 6 LX240 FPGA. It
processed a 320x240 image size at 13 frames per second. System clock was set to 50MHz and the
convolution core was overclocked to 150MHz.

Figure 6.3: AIM Feature Extraction

84
Hierarchical V1
The Hierarchical V1 implementation of Gabor feature extraction on a Gaussian image
pyramid is shown in Figure 6.4. 6 orientations and 6 scales with a kernel size of 11x11 pixels for
an input image of 1024*1024 of 4 color channels was demonstrated on a Xilinx Virtex 6 SX475T
FPGA running at 100 MHz. Similar to the scale iterated method described in Chapter 5, 1 scale
was implemented and iterated 6 times to complete all image scales. The cascaded DSP48E1
design for the sliding window effect in Chapter 3 was used. The symmetry optimized 2D
convolution mentioned in Chapter 4 was used as the convolution core. A frame rate of 20 frames
per second was achieved. Figure. 6.4 is a diagram of the convolution core.

Fig. 6.4: Scale Processor for HV1
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Flat V1 with Log Gabor filter

Figure 6.5: FV1 Block Diagram

A flat V1 Architecture with a Log Gabor kernel was implemented as a part of a larger
system that consisted of Retina and LGN processing before V1, and channel and orientation
fusion for visualization of an output image after V1. The system occupied 4 FPGAs in total as
shown in Figure 5.6. FPGA C received an input feed from an external host via the PCIe interface
in YCbCr format that 16 bits wide. The Retinal LGN module performed various image
enhancement tasks and produced an output image of 4 channels. This image is streamed to the
Frame Duplication module on FPGA C to duplicate the image stream producing an image stream
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for each Flat V1 module. Each Flat V1 module contains two banks of Gabor optimized
convolution modules, one per channel, overclocked at 400 MHz which is 4 times the system
clock of 100MHz. Orientations and channels are fused within the Flat V1 module and the two
output streams from the Flat V1 modules get fused in the Fusion block on FPGA E. Figure 6.7
shows the image transformation as it propagates through the pipeline. Figure 6.8 shows a screen
capture of a high definition streaming video running through the system. The system was able to
achieve real time performance for high resolution image frames of up to 2K × 2K pixels.

Figure 6.6: System Organization
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Fig 6.7: Image Transformation through FV1 System
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Input

Output

Figure 6.8: Video Screen Capture of FV1
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Chapter 7

Conclusion
The mammalian vision system outperforms all machine vision systems by any measure.
Developments in neuroscience have continuously increased our knowledge of the mammalian
visual pathway. There has been an ongoing effort to use bio-inspired vision algorithms to
accomplish visual tasks. A wide variety of applications exist that utilize such bio-inspired
methods as they have shown to often outperform other algorithms. However, models developed
by neuroscientists often have a computation structure that matches the massively parallel neural
architecture of the brain. Implemented with software on general purpose computers, they often
exhibit poor speed performance because of the heavy computational load. As most applications
require real time performance, custom accelerators on FPGA is explored.
The method of information representation in a vision system is critical to its efficiency,
effectiveness, and performance. Image data that either does not contain necessary information
(edge detection features) or that have a lot of irrelevant information (pixel light intensity) will
undoubtedly hinder a system’s ability to produce quality results efficiently. Gabor features are
widely used by vision systems to represent the image in a more concise and efficient way. Gabor
Feature extraction at multiple scales and orientations closely resemble to the cortical processing
and organization of simple cells in V1. Hence, it is a common stage in the majority of bioinspired algorithms. However, it is also the bottleneck to achieve real time performance as it
requires a massive amount of calculations. The focus of the research was to accelerate Gabor
feature extraction to achieve real time performance for high resolution video streams.
Chapter 3 presented methods of performing the Gabor filtering required for feature
extraction. The hardware architecture for general 2D convolution as well as a Gabor kernel
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custom optimized core were presented. Interpolation methods that leverage accuracy for
resources were described as well as hardware architectures for each of them. The tradeoff
between precision and resource utilization and performance was discussed for each of the
architectures.
In Chapter 4, a novel architecture to accomplish a streaming single iteration multiresolution Gabor feature extraction with minimal resources was presented. The design utilized
multiple levels of time multiplexed resource sharing. Convolution cores were shared between
orientations and scales. The subsampling that occurs for the Gaussian image pyramid generation
results in a slower pixel rate. This was exploited to share Gabor filter cores with other scales and
orientations. Results showed that the design achieves real time performance while being resource
efficient. Comparison with an optimized GPU implementation to carry out the same task showed
that the architecture was superior in performance and power consumption.
In Chapter 5, a novel methodology and architecture to reduce the number of resources
required for applications that require a high resolution for orientation selectivity was presented.
For an application that requires orientation selectivity discretized to a high resolution, a Gabor
filter bank containing only a small number of filters that span a wide angular range was used to
narrow down the range of orientation of the feature contained for that input pixel. Only filters in
the fine grain filter bank that are within that range are applied to the image to find the dominant
feature orientation in that pixel. The method utilized the ability of the Gabor filter to be highly
parameterizable in order to vary the orientation range and resolution of filter banks. The
architectures utilized a fraction of resources compared to the straightforward method of filtering
at every fine grain orientation.
Chapter 6 provided details about the implementation projects that were demonstrated
during the research. System details as well as performance results are reported for each system
implemented. The AIM implementation demonstrated the effectiveness of Gabor features for
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vision algorithms. Both V1 implementations exhibited real time performance for large high
definition image sizes. The V1 implementations were modules of larger vision systems that were
successfully demonstrated.
The research explored Gabor feature extraction that closely resembles the cortical
processing done by simple cells in the primary visual cortex. The theme of the research was to
enable real time performance for this fundamental, yet computationally heavy stage of
neuromorphic vision algorithms. Several design options and methods of accelerating Gabor
feature extraction to enable real time performance for bio-inspired vision systems were explored.

Future Work
Congestion will emerge as an obstacle because of the complexity of the design and the
limited resources on the FPGA. Automated solutions to the congestion problem to achieve
optimal placing and routing with floorplanning tools will be researched. The placement and
routing tools have shown to operate without knowledge of higher level structure and organization
of modules. As the engineers that know the structure of the design, floorplanning provides a way
to guide the tools with area constraints for placement that is more suited to the structure of the
design. This not only cuts down the running time of the tool dramatically, but also improves
routing and congestion resulting in better performance.
Another aspect closely related to congestion is that of window buffer sharing. It may be
beneficial for filters of the same size in a filter bank to share windows in order to conserve
resources. However, as more modules are connected to a window buffer, congestion will grow
eventually degrading performance. Future work will involve finding a formulation for the
tradeoff between the conservation of resources achieved by window buffer sharing and the
congestion that results.
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With the cumulative results of the above research, it will be possible to formulate the
design of the cortical processing stages for neuromorphic vision systems in varying application
environments. As shown in Figure 7.1, given the parameters of an application as well as desired
performance and accuracy, a design decision can be formulated. The appropriate design is
selected for the given constraints in the design phase. With the given design and the target
platform constraints, a hardware architecture, and viable floorplan options are produced for
implementation.

Figure 7.1. Flow diagram for neuromorphic cortical processing
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