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Abstract

This work examines electromagnetic band gap (EBG) structures and several methods of modifying the basic properties of them. Specifically, a method is presented
that allows for the design of aperiodic electromagnetic bandgap structures, which
can target a wide range of objectives. This aperiodicity is achieved by adding
capacitive loading to the original underlying structure. To propererly select the
appropriate loading needed, the covariance matrix adaptation evolutionary strategy (CMAES) is employed to search for the best set of capacitive loads. In order
to make this a practical solution, the optimization is aided by a fast port reduction strategy. This method replaces time consuming full-wave simulations with a
fast quasi-analytic solution that is extremely accurate. Several examples of this
method in practice are also presented, which include several test environments and
design goals. Furthermore, methods to implement additional capacitive loading,
when lumped elements are not an option, are also considered. The final result is a
systematic design methodology for creating a diverse set of EBG structures for a
wide range of target applications.
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Chapter

1

Introduction
Planar electromagnetic bandgap (EBG) structures have been an area of research interest for over a decade because of their numerous potential applications in wireless
communications. These structures typically consist of periodic sections of metal
and dielectric that act to stop the propagation of surface waves on the structure.
This often means EBGs are considered when improved isolation between two or
more antenna elements is necessary. A good example of where this would be beneficial is when transmitters and receivers are placed on the same ground plane in
close proximity. If power from the transmitter reaches the receiver many problems
can be caused. By using an EBG structure instead of a traditional ground plane,
this problem can be reduced drastically. EBGs can also improve performance when
only a single antenna is present. In these cases, traditional dielectric-coated ground
planes will allow surface waves to propagate to their edges and radiate, leading to
a degraded pattern; whereas a ground plane that has a bandgap will reflect the
energy immediately.
The basic behavior can be most easily understood from the simple circuit model
of an inductor in parallel with a capacitor. The way these circuit elements are re-
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(a)

(b)

Figure 1.1. (a) A simplified drawing of a mushroom-like structure compared with (b)
its circuit equivalent.

alized varies depending on the design, but all share similar properties. In Sievenpiper’s mushroom-like design, the capacitor represents the separation between adjacent patches and the inductor represents the loop created between unit cells by
the vias [1]. A simplified side view of this type of structure can be seen in Fig. 1.1(a)
along with the equivalent circuit model in Fig. 1.1(b). In another design, the ultracompact photonic bandgap structure discussed in [2], the capacitance was created
by the gap between adjacent pads and the inductance was created by the strip connecting adjacent unit cells. Once reduced to a circuit approximation, the device
performance can be understood from the behavior of the circuit in a straightforward manner. The primary feature of interest is the impedance resonance, which
results in a very large input impedance. The approximate resonant frequency, ω0 ,
is given by,
1
ω0 = √
LC

(1.1)

where L and C can be estimated based on the geometry. In the case of both the
circuit and the surface, this resonance leads to current not being able to flow freely.
Like the case of the inductor and capacitor in parallel, these structures operate
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at a single, relatively-narrow frequency range. The bandwidth, ∆ω, of this circuit
can also be approximated with,
r
∆ω =

L
C

(1.2)

The narrow width of the band can pose a problem for certain applications because
the surface wave suppression may be necessary over a wider bandwidth, or at several unique frequencies; this cannot be achieved with the originally proposed EBGs.
In order to remedy these problems, many previous works have cascaded sections
with different properties together. For instance, in [3] the authors cascaded two
mushroom-like unit cells together. Each of these two distinct sections targeted
a different frequency range. In order to achieve broader bandwidth, the two frequency ranges overlapped allowing for the overall structure to cover the combined
frequency range. Using the same technique, multiple separated frequency ranges
could also be targeted. The drawback to this technique is that the structure’s
physical size grows drastically as more frequency ranges are targeted. This can often be problematic if there is a limited amount of space between the two elements
that are to be isolated.
Another method that has been used to achieve a similar effect is to add lumped
elements to the structure instead of using different sized unit cells [4]. This method
has several advantages. First, the underlying structure is completely periodic and
capacitors are used to modify the natural capacitance of the surface and thereby
alter the resonant frequency. The second advantage to this method is that, like
in the circuit model, the resonant frequency will be reduced by the addition of
capacitors. This allows for the structure to be effectively more compact when
compared to wavelength.

4
Although inductors might also be used to achieve this effect, and from (1.2)
may seem promising, several considerations discourage this. The main reason for
this is that it is difficult to modify the natural inductance of the structure because
a lumped element cannot always be easily placed in series with the natural inductance of the structure. This is further complicated because the natural inductance
of the structure is relatively large compared with many commercial lumped element inductors. An alternative would be to use magnetic materials to increase
the inductance [5], but this is often considered impractical due to the loss in many
magnetic materials as well as the increased cost. Furthermore, additional capacitance usually introduces enough flexibility to achieve the desired goals; therefore
the additional degrees of freedom that could be introduced by inductance are not
necessary.
Similar to the capacitively-loaded multi-section EBG mentioned above, our
method also modifies the structure by adding additional capacitance to the unit
cells. However, instead of discrete sections, we allow for the possibility of additional
capacitive-loading at every unit cell and the value of the capacitance may also vary
from cell to cell. By doing this, the advantage of size reduction mentioned above
can be further exploited, because now every patch can have additional capacitive
loading instead of just a fraction of them. An equivalent circuit of this concept,
similar to that for the mushroom-like structure, can be seen in Fig. 1.2. Due to the
increased degrees of freedom provided by these capacitors, this method introduces
a great level of flexibility in controlling the possible transmission properties.
With this method in mind, the challenge then becomes deciding what values of
capacitance are needed to meet the desired goals of the system. If broad bandwidth
is the primary goal, a balance between the bandwidth of the individual inductorcapacitor branches and lowering the resonant frequency must be achieved to reach
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Figure 1.2. The circuit model for the EBG structure with additional capacitance placed
in the gap between patches.

optimal overall bandwidth. As can be seen from (1.1) and (1.2), larger capacitance
values will lead to lower resonant frequencies, but they will also have narrower
bandwidth. Intuitively there is a balanced solution, but it is not simple to find;
the difficulty arises because there are infinite possible combinations of continuous
valued capacitances or an extraordinarily large number of combinations if a fixed
set of values are used. This same problem arises for other desired transmission
properties as well because it is difficult to take into account all of the coupling
effects between the unit cells. In order to solve this problem a global optimization
technique was employed. However, if this is done using full-wave simulations,
a result could take months or years to achieve because each function evaluation
takes on the order of hours. To overcome this obstacle, we have implemented a
quasi-analytic, port reduction method to speed the calculation of the scattering
parameters that result when a given set of capacitors is added to an underlying
structure. In the past, port reduction has been a term used to describe techniques
that minimized the number of ports necessary to measure an N-port network [6, 7].
In our case we are working in the opposite direction, we have an N-port network
and want to know the properties of a subset of those ports assuming the rest are
terminated in known loads. This method is outlined in the following chapter.

Chapter

2

Port Substitution Method
The need for fast and accurate modeling of the structures with lumped elements,
which arises with the desire for optimization, rules out the possibility of full-wave
simulations due to the large amount of time needed for each simulation. The
method used to overcome this problem involves reducing an N-port network to
a network with a smaller, desired number of ports. This method can be derived
from the definitions of scattering matrices and knowledge of the circuit that is to
be substituted [8]. For our problems, we have an N-port network and we want
to know the scattering parameters of two of the ports assuming we have placed a
known set of capacitors in the remaining N-2 ports. The first two ports could be
the waveguide ports in a parallel plate waveguide, the coaxial probes of adjacent
antennas, or any other pair of ports. In the following sections, this method will
first be derived and then the accuracy will be confirmed.
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2.1

Theory

Starting with an N-port network, the fields leaving any port, bi , can be calculated
based on the scattering parameters, Sij , of the network and the fields going into
each of the ports, aj . This is given as follows,

b = Sa

(2.1a)

bi = Si1 a1 + Si2 a2 + . . . + SiN aN

(2.1b)

or, for i = 1 . . . N ,

From this it is apparent that any element of the scattering matrix can be calculated
using,
Sij =

bi
aj

(2.2)
am =0,m6=j

However, when one of the ports is replaced by a known load, an additional term
must be included. The change arises because even when energy is not being supplied to some port, k, the system will have fields coming in to this port, ak , based
on the fields leaving, bk . This is given by ak = Γk bk , where Γk is the reflection
coefficient of the load placed at the kth port. This means that an element of this
(k)

new, reduced, scattering matrix, Sij , is given by,
(k)

Sij =

Sik Γk bk
Sij aj + Sik Γk bk
= Sij +
aj
aj

(2.3)

The additional term remains because ak can no longer be set to 0 as it would for
the normal calculation of the scattering elements. The unknown, bk /aj , can be
calculated using the kth equation in the scattering matrix, assuming am = 0 for
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all m 6= j , k. This equation is,

bk = Skj aj + Skk Γk bk

(2.4)

bk
Skj
=
aj
1 − Skk Γk

(2.5)

Rearranging (2.4) leads to,

Plugging (2.5) into (2.3) yields,
(k)

Sij = Sij +

Sik Skj Γk
1 − Skk Γk

(2.6)

Using (2.6) on every element of an N -1×N -1 subset of the original N ×N scattering
matrix leads to a reduced matrix. This reduced matrix represents an (N-1)-port
network where the kth port has been replaced with a load with known reflection
coefficient, Γk . If this procedure is repeated, the matrix can be recursively reduced
to a desired number of ports.

2.2

Verification

In order to test the results derived in the previous section, port substitution will be
compared to a traditional full-wave simulation with lumped elements. To do this,
one full-wave simulation of the structure with N-ports must first be calculated.
Following this, any two port network with known scattering parameters could be
substituted into the N-2 ports within the structure in order to reduce it to the
desired two ports. For the reasons outlined previously, our examples will focus
on the simple case where the loading element substituted in is a capacitor, but
this method could be extended to any sub-circuit that can be placed within the
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Figure 2.1. Validation of the accuracy of the port substitution method using an EBG
structure consisting of 6 underlying unit cells with additional capacitive loading.

EBG structure. Another simplification that will be used for the remainder of this
work is the underlying structure that will be used. We will focus only on the
mushroom-like structures because they are an intuitively simple example, which
will help demonstrate the method that we are presenting.
With the scattering parameters from a full N-port network simulated, the next
step is to recursively reduce the number of ports to the appropriate value by
substitution of capacitors using (2.6). In this case, Γk is the reflection coefficient
from a capacitor after its output port has been shorted. Doing this allows for
solutions, after the lengthy initial full-wave simulation, to be calculated in fractions
of a second as opposed to full-wave simulations, which take on the order of hours.
Now, to verify the accuracy of this method, we have simulated an EBG structure
placed in a parallel plate waveguide. This method of probing these structures
has been discussed previously in the literature [3, 9]. The results obtained using
this method were compared with full-wave simulations of the same structure with
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lumped elements of the corresponding values connecting each of the adjacent plates.
The outcome of one such simulation is shown in Fig. 2.1. As can be seen, the results
match up very closely for this case, which used arbitrary values of capacitance in
order to compare methods. There are some minor variations caused by increased
numerical dispersion in the full-wave simulation, but these discrepancies are not
significant enough to be a concern for the optimization process. An image of the
structure that is being simulated can also be seen as an inset to Fig. 2.1.

2.3

Time Comparison

With the accuracy of this method confirmed, the remaining question of interest
is how much faster is this method than its predecessor. To answer this, a couple
of situations are of interest. The most obvious situation for the purposes of this
work is how long it takes for a large number of simulations to be completed. This
time is relevant because optimizations generally involve thousands, or even tens of
thousands, of function evaluations. In these cases, port substitution is extremely
helpful in reducing the amount of time needed. For situations where only a single
simulation is ever needed, port substitution will not be beneficial because a fullwave simulation is still needed to start the process.
In table 2.1, an exemplary time has been provided for both the case of a single
solution and an optimization. The corresponding simulation for all of these times
is the one used in the previous section, which involved 6 patches connected with
lumped elements. All of these simulations were performed on a quad-core processor
clocked at 3 GHz. The single simulation using port substitution refers to the time
that it takes to reduce the scattering matrix after the initial full-wave simulation
has already been completed. For the times calculated for an optimization, the
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Table 2.1. Time Comparison

Single Simulation
Full Optimization

Full-Wave
35 min
243 days

Port Substitution
0.15 sec
1 day

number of function evaluations was assumed to be 10,000; this value was chosen
because several of the optimizations later in this work took approximately this
long. To calculate the optimization times using the full-wave solutions, topt
f w , and
port substitution, topt
ps , the following equations were used.
topt
f w = N tf w

(2.7a)

topt
ps = tf w + N tps

(2.7b)

where tf w and tps are the times it takes to obtain a single solution using fullwave solvers and port substitution respectively and N is the number of function
evaluations needed for the optimization. From this it is clear that because the
full-wave simulation with either lumped ports or lumped elements takes the same
amount of time, any situation where more than one solution is required will benefit
from the use the port substitution method.

Chapter

3

Designs within a TEM Waveguide
To demonstrate the power of this method, we have developed several examples.
As a starting point, we will use the same structure mentioned previously, a parallel
plate waveguide, to probe the designs. This allows for fast and simple simulation
as well as a straightforward test environment. The simulation size is reduced
by considering only one row of the structure and assuming periodic boundary
conditions. Using only a single row repeated periodically is a valid simulation
when the only concern is for energy traveling in a single direction across the surface.
The structure we have chosen for these examples was 12 unit cells with additional
capacitive loading between every element. The number of unit cells was chosen so
as to draw a better comparison between previous works, which chose 6 unit cells
per section in a cascaded structure [3, 4, 9]. The unit cells used as the underlying
structure in this simulation have a periodicity of 7 mm, a separation between
plates of 0.5 mm, a via radius of 12 mil, and the substrate is 1.52 mm thick Rogers
RO3203, which has a permittivity of 3.02. After the initial full-wave simulation
of the 13-port network is completed, the scattering matrix is extracted, which can
then be used for the optimization of any desired goal. We have used the covariance
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Figure 3.1. Comparison of the transmission across a 12-unit cell structure with and
without capacitors placed between the unit cells. The capacitors in this case were chosen
to maximize bandwidth.

matrix adaptation evolutionary strategy (CMAES) [10, 11], which was recently
introduced in the electromagnetic community [12] for all of our optimizations.
This method uses real-valued parameters and has proven effective at solving a
wide range of problems with minimal user input. Next, using this optimization
technique, several possible goals of such an optimization will be explored.

3.1

Broadband EBG Structure

The first example we will consider targets the largest possible bandwidth of the
previously mentioned 12 unit cell structure. The bandwidth for the purposes of
this optimization is defined as a continuous frequency range with less than -20 dB
of transmission. One further limitation that has been placed on this optimization is
the allowed capacitance values. In order to make this easily manufacturable, only
capacitance values that can be readily purchased from commercial vendors have
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been used. The range of possible values used for this optimization spans from no
capacitor at all to 1.2 pF. This value was chosen because it leads to a reasonably
shifted response and many capacitor brands have large gaps in available values
beyond this point.
With these considerations in mind the results shown in Fig. 3.1 were obtained.
The optimizer created a structure that had transmission below -20 dB from approximately 2.4 GHz to 7.15 GHz, which is approximately 3:1 bandwidth. The
capacitance values used to attain this response are shown in the lower right of
Fig. 3.1. The value of 0.001 pF, shown in the figure, allows the structure to behave
as if there were no capacitor and therefore no capacitor is needed in these positions
when the structure is manufactured. The original structure, without capacitors,
has a stop band from around 4.8 GHz to 7.15 GHz. The trade-off of bandwidth for
degree of isolation is an inevitable consequence of breaking the periodicity of the
basic structure because the underlying structure consists of a single unit cascaded
repeatedly. This creates a high order band-stop filter, which is characterized with
deep stop-band with very sharp edges. Although the depth of the band has been
reduced in the aperiodic case, -20 dB corresponds to a high level of isolation and is
reasonable for many applications. Furthermore, because the frequency range has
been extended to longer wavelengths, the structure corresponds to a much smaller
length relative to wavelength at these frequencies.
As mentioned before, this method is largely possible due to the increased simulation speed made possible by port substitution. In this case each simulation using
the port substitution method took approximately 0.7 seconds and the full-wave
simulation takes approximately 45 minutes. Simulations with more ports will take
slightly longer with this method, but the time scaling will not be as drastic as in
the case of the full-wave simulation. This means that any simulation that can be
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run with a full-wave solver once can be optimized in a relatively small amount of
time.

3.2

Multi-Band Structure

The next example we will show uses the same structure, but instead will target
three distinct frequency ranges. This type of design is interesting because wireless communications continue to demand higher speeds in compact environments,
which can lead to a need for multi-band antennas in close proximity. A multiband EBG structure can help reduce mutual coupling between these antennas,
and thereby minimize the associated, negative effects. By using the same structure as in the previous section, another full-wave simulation is not needed and
therefore the initial time investment is not required. The cost function in this
case is chosen to minimize the transmission at the 2.4, 3.6, and 5 GHz WLAN

Figure 3.2. Optimized results of a structure designed to reduce transmission at three
predefined WLAN bands, which are highlighted here.
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bands. To ensure that the full band is covered each of these bands was extended
by 0.1 GHz at the top and bottom ends. In this case, a wider range of allowed
capacitance values were used, but they were still limited to intervals of 0.1 pF, as
can be seen in Fig. 3.2. This optimization resulted in the highest transmission in
any of these extended bands being below -22 dB. In Fig. 3.2, the targeted bands
have been highlighted to make the optimization goals more apparent.

(a)

(b)

(c)

Figure 3.3. Images of the manufactured (a) mushroom-like structure, (b) the
capacitively-loaded structure, and (c) the parallel plate waveguide setup used for testing.
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3.3

Measurement of Broadband Structure

In order to confirm that this method works in practice as well, we have built the
broadband structure as described in Section 3.1. The final structure can be seen
in Fig. 3.3(b); as mentioned above, there are two capacitors that can be omitted
from the structure without change in performance. A structure without additional
capacitive loading was also built in order to draw a direct comparison, this is
shown in Fig. 3.3(a). To measure the transmission properties, we have placed
another grounded dielectric against the structures, which allows the parallel plate
spacing to be similar to that in the simulations. As can be seen in Fig. 3.3(c),
energy was coupled into the waveguide with small monopole probe feeds. In order
to mitigate the negative effects due to the finite size in the transverse direction,
absorbing material was placed at the edges of the structure. Fig. 3.4 shows the
comparison of the simulated and measured transmission for both the original and

Figure 3.4. Comparison of the simulation and measurement of 12 unit cells with and
without additional capacitive loading.
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Figure 3.5. One cell of the circuit equivalent of the mushroom-like structure with
additional, non-ideal, capacitive loading.

optimized mushroom-like structures. The measured results have been normalized
to the measurements when no structure is present. Overall, the measurements and
simulations match very closely for both structures.

3.4

Effects of Series Inductance

The only appreciable difference between the simulation and measurement in the
previous section is present in the middle of the stop band for the optimized case;
there is a small peak at that point. After several additional measurements and
simulations, we believe that this minor discrepancy is caused by a non-ideal series
inductance present in all capacitors. That is, as the self-resonance is approached
for this sub-circuit, the capacitor no longer behaves ideally. The inclusion of this
inductance in the circuit model can be seen in Fig. 3.5. As mentioned before, the
circuit being substituted into each of the ports does not necessarily have to be
only a capacitor and in this case it is possible to add the inductor to the capacitor
to achieve a more accurate model. The inductance associated with each capacitor
can be approximated from the self-resonant frequency information provided in the
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Figure 3.6. The simulated effects of adding inductance, based on the manufacturer’s
data sheet, compared to the previously optimized set of capacitors and measurements.

manufacturer’s data sheet. By incorporating this data into the simulations, the
previously optimized results show a sizable peak in the middle of the band. A
comparison of the simulations with and without the inductance can be seen in
Fig. 3.6.
With this additional consideration in mind, the optimization can be redone
with the inductance included. The results of this second optimization can be seen
in Fig. 3.7, and they have been compared to the results obtained earlier with ideal
capacitors. As would be expected, the best performance attainable with these
capacitors is more limited than it was before, but the performance degradation is
negligible.
In order to confirm these result, this structure was also fabricated. The results
can be seen in Fig. 3.8, along with the optimized capacitor values. The bandwidth
of the measured structure matches very closely with that of the simulation and
only a few small bumps reach above -20 dB.
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Figure 3.7. A re-optimized set of capacitors with series inductance compared to the
previously optimized results with ideal capacitors.

Figure 3.8. Measurements of the re-optimized structure compared with simulation.
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Figure 3.9. Image of the structure to be optimized to achieve angularly invariant stop
band. The capacitive loading has been color coded to label elements that are the same
value in the optimization.

3.5

Omnidirectional EBG Structure

All previous examples have shown the performance of EBG structures for a single
direction, but often isolation in all directions is necessary. In order to accomplish
this, capacitors must be placed on multiple sides of a unit cell. In order to run the
initial full-wave simulation on an aperiodic structure with 10 square unit cells in
each direction becomes an extremely large problem. To minimize this, hexagonal
unit cells were used, this allows for less unit cells in the direction perpendicular
to the length of the structure and the angle between directions of high symmetry
is also reduced. Both of these make the design and simulation of this structure a
smaller problem.
The structure used for this optimization is shown in Fig. 3.9, the dielectric
constant of the substrate is 3.02 with a thickness of 1.52 mm. The unit cells are 9
mm across, the patches are 7.25 mm, and the vias have a radius of 12 mil. Because
of the large number of capacitors being substituted in this problem, a pattern was
chosen to minimize the number of optimization parameters. In Fig. 3.9, all of
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Figure 3.10. The transmission properties in two directions of high symmetry for the
optimized, capacitively-loaded, hexagonal EBG structure.

the capacitors are colored; each of these colors corresponds to a single capacitance
value. This reduces the 80 independent capacitors shown to 8 unique parameters.
This capacitor configuration was chosen because it allows for the surface to have
approximately the same set of capacitors whether the energy is traveling straight
across the surface or 60 degrees from this axis. The only difference is that energy
going straight across the surface will only see the full set of capacitors once, whereas
energy traveling 60 degrees from this direction will see the full set of capacitors
twice. This means that if similar performance in every direction is desired, only two
angles need to be considered. The direction straight across is important because it
is the worst case direction that is parallel to the capacitors. The other important
angle is 30 degrees because this is the largest angle from parallel to one of the
capacitor sets.
Following the full-wave simulation, an optimization was carried out that targeted the broadest bandwidth for the 0 degree direction while at the same time
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minimizing transmission for the 30 degree angle. Using capacitance values ranging
from 0.1 to 1 pF, the results shown in Fig. 3.10 were obtained. This structure
without additional capacitive loading has a band gap between 4.8 and 6.1 GHz.
Again transmission below -20 dB was used to define the bandwidth in this case
and the final stop band for this structure with capacitive loading was between 3.25
GHz and 5.95 GHz. In this structure, notably fewer capacitors were used in the
direction of transmission than in the previous optimizations, which means that the
bandwidth enhancement is not as large. This could easily be overcome if several
more patches were added.
Another limitation of this setup is the symmetry imposed by reducing this
problem to 8 unique capacitor values. If this is removed it is will no longer be
possible to only simulate in the two direction listed here, but it would also allow
for the surface properties in different directions to be tuned individually. The
downside, of course, is that this would greatly increase optimization time because
five or more simulations would have to be considered.

Chapter

4

Distributed Elements
The previous chapter demonstrated several examples of capacitively-loaded EBG
structures using lumped element capacitors. Unfortunately, lumped elements are
not always capable of achieving the necessary goals of an optimized system. The
primary reason for this is often that, as discussed in the last chapter, the self resonance of the lumped element capacitor prohibits its use above a certain frequency.
This frequency does not often greatly exceed 10 GHz, for high frequency capacitors. Another limitation of lumped element capacitors is that they do not allow
for a continuous range of values, which can sometimes impede the system’s performance. To overcome both of these concerns, distributed element capacitors must
be implemented. The two examples of such a structure that will be discussed in
this chapter are interdigitated capacitors and metallic plates used to create parallel
plate capacitance with the underlying structure.
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4.1

Interdigitated Capacitors

Interdigitated capacitors consist of thin traces of metal separated by small distances. The idea is the increase the length of the parallel path and thereby increase
the capacitance. To demonstrate the potential of adding interdigitated fingers in
place of lumped element capacitors, this first example will attempt to reduce the
transmission over a set frequency range. The frequency range of interest is 7.5
GHz to 15 GHz and the test setup will be like that used in the previous chapter, a
parallel plate waveguide. The underlying structure in this case is made of 10 square
unit cells, 3 mm on each side, with 0.5 mm gaps between patches. The substrate
has a dielectric constant of 3.02 and a thickness of 1.52 mm and the vias have a
radius of 10 mil. Smaller unit cells were necessary to target the desired frequency
range. The smaller unit cells also lead to an example where lumped elements can
no longer be used. In this case, lumped elements would not work because the
frequency range is above the self resonance of many commercially available capacitors. The stop band for the underlying structure with no capacitive loading stops
just over 15 GHz. This is ideal for a design targeting an upper frequency of 15
GHz because the capacitors will lower the resonant frequency, but the underlying
structure will still have a notable effect on the transmission. The transmission for
the underlying structure can be seen in Fig. 4.1.
In order to optimize this structure the most important piece of information
needed beforehand is the range of possible capacitance values. In the previous
chapter, this was attained from a manufacturer’s data sheet, but now the only way
to determine this is by simulating interdigitated capacitors in full-wave simulations.
The upper limit on the possible capacitance comes from the fabrication constraints,
in our case we will limit the smallest feature size to being greater than 5 mil.
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This is chosen because it is a rough bound on printed circuit board fabrication.
Using this number, an interdigitated capacitor that pushes this limit in every
dimension is simulated. By matching these results with port substitution using
various capacitance values, the upper capacitance limit can be approximated. In
this case it is approximately 0.35 pF. Clearly, this value is much lower than the
values needed in previous optimizations, but because the frequency is notably
higher this can have enough of an effect to achieve the desired results.
At this point an optimization can be run. For our case, we want to minimize
transmission over the full, 7.5 to 15 GHz, bandwidth. The results of this optimization are shown in Fig. 4.1. With the optimized capacitance values, which
can be seen in the lower right of Fig. 4.1, the next hurdle is to implement the
capacitors. This process can be extremely time consuming due to the limitations
on size and the nonlinear way that capacitance relates to the fingers. Furthermore, there are quite a few parameters that can be modified including the finger

Figure 4.1. Comparison of the underlying structure, an optimized structure, and the
same optimized structure implemented with interdigitated capacitors.
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Figure 4.2. Images of the interdigitated capacitors used to achieve the results in Fig. 4.1.

length, width, number of fingers, etc. Due to the precision needed in estimating
the capacitance created by these structures, analytic solutions are not useful for
this process. After many iterations, the final set of results shown in Fig. 4.1 were
obtained. Besides a few minor discrepancies, these result match closely with those
from the optimization. The structure that was used to obtain these results can be
seen in Fig. 4.2.

4.2

Superstrate Capacitors

In this section, the distributed element we will use is a small metallic patch held
above the original structure by a thin dielectric layer. These structures resemble
and act very similar to two parallel plate capacitors in series. To take into account
the effect of the thin superstrate, the original full-wave simulation with lumped
ports will also have this addition. The benefit of this capacitance implementation
is that it is much easier to design than the previously mentioned interdigitated
capacitors because there are very few parameters to tune. Furthermore, the struc-
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Figure 4.3. The approximate capacitance of several superstate capacitors versus the
area they overlap the underlying structure.

ture’s capacitance follows a roughly linear trend with respect to the overlapping
area, similar to a parallel plate capacitor.
Just like the case for the interdigitated capacitor design, they must first be
simulated in a full-wave simulation in order to estimate their capacitance. Using
these structures, analytic solutions can be made relatively accurate, but it is still
difficult to estimate the effects and degree of fringing fields. Following this, the
full-wave results can be compared with port substitution results using different
capacitance values until the two match closely. This has been done for several
superstrate capacitor configurations and presented in Fig. 4.3. In this case, all of
the patches on the superstrate were fixed at 1 mm wide and the length was varied.
The overlap area refers to how much of the patch on the superstrate overlaps one
of the patches in the baseline structure. As mentioned before, these values fall
very nicely along a line, which can then be used to interpolate the patch length for
other capacitance values. This means that only a handful of full-wave simulations
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Figure 4.4. A comparison of the results obtained from the optimization and those
obtained from a full-wave simulation of the implemented superstrate capacitors.

Figure 4.5. Images of the implemented capacitors used to achieve the results in Fig. 4.4.

are needed to create the appropriate capacitive loading as opposed to dozens for
the case of interdigitated capacitors. For smaller capacitance values this linear
relationship will not hold, but these capacitance values can be figured out using
several additional simulations.
With the limitations imposed by this implementation in mind, an optimization
was done on the same structure from the previous section to obtain the largest
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possible bandwidth. The only difference with this structure, is that there is now a
thin superstrate added. The superstrate that is added for the capacitive plates to
sit on has a dielectric constant of 2.9 and a thickness of 50 um. Figure 4.4 shows
the results of the optimization with a dashed line, the corresponding capacitance
values are shown in the lower right. As before, the value of 0.001 pF replicates
the structure without additional capacitance and therefore no additional loading is
needed in these locations. Using the results shown in Fig. 4.3 the necessary length
of the additional loading can be estimated. From this the results represented by
the solid line in Fig. 4.4 were obtained. These are in close agreement with the
optimized results with some discrepancies due to minor capacitance differences.
The final structure designed for these results is shown in Fig. 4.5.

Chapter

5

Designs for Structures in Free Space
Although the results in the previous chapters have showcased the possibilities and
accuracy of this method, they are not the most applicable for many practical
applications. This is because many situations require the isolation to be enhanced
between two antennas, which cannot be enclosed within a waveguide. To consider
a more practical testing environment, we will consider the transmission across a
structure with an open top boundary in this chapter.

5.1

Simulation Setup

In this chapter, we will continue to use the same unit cell dimensions as we did
in chapter 3. The only difference will be in the test setup. This difference is that
the additional layer, needed to form a parallel-plate waveguide, has been removed.
This entire finite structure could be simulated; however, this would be overly slow
and contain unnecessary information. Ideally, the simulation used to represent this
test setup will only use a single row of cells. This is important because it allows
for accelerated speeds in both the simulation and the optimization. In order to
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(a)

(b)

Figure 5.1. (a) The simplified simulation setup used to model the structure with a free
space boundary and (b) comparison of the transmission across a mushroom-like structure
compared to measurements.

accurately replicate the test setup with only a single row of cells, measured results
of the mushroom-like surface in the open-boundary configuration were compared
with several potential simulation configurations. One such configuration consisted
of small monopoles, like those from the measurements, placed near the edge of one
row of unit cells with infinite periodicity. This method did not work because the
monopoles were too close to the walls, which were perfect magnetic conductors,
and therefore did not have the desired performance. The best results were obtained
using a setup like that shown in Fig. 5.1(a). The setup consisted of TEM waveports
at the edges of one row of the structure in free space with infinite periodicity in
the transverse directions. The normalized transmission across this surface is shown
in Fig. 5.1(b) compared with the measurement of the EBG. Very close agreement
is found, therefore the simulation setup that we used for the remainder of the
examples is like that shown in Fig. 5.1(a).
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Figure 5.2. The results of an optimization of an EBG with an open-boundary designed
to target the broadest possible bandwidth.

5.2

Optimizations

Using this test setup, a structure with 25 unit cells was simulated with ports between each of the patches. This results in 24 positions where additional capacitive
loading could be implemented. The structure was extended from 12 cells to 25
because the probes in this test environment are more difficult to isolate. This is
primarily due to the fact that energy is less tightly bound to the surface in this configuration. Based on the results discussed in chapter 3, the additional inductance
associated with these capacitors is also included in all subsequent optimizations.
Using this structure, three separate optimizations were completed. The first was
the enhancement of the bandwidth, the second lowered the transmission at two
WLAN frequency bands, and the third targeted these same two frequency bands,
but instead used tunable capacitors. The results from these three optimizations
can be seen in Figs. 5.2, and 5.3.
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5.2.1

Broadband Design

In Fig. 5.2, a comparison of the transmission with the mushroom-like structure in
place compared with two optimized structures is shown. All of these values have
been normalized to the probe-to-probe transmission when the EBG structure is
not present. The difference between the two optimized structures is the allowed
capacitor values. In the discrete case, the capacitors were rounded to 0.1 pF values
to ensure that they could be readily purchased. The continuous capacitor case
corresponds to the structure when no such limit is imposed on the capacitor values.
It is not surprising that the case with continuous-valued capacitors performs better
than the discrete-valued case, but the improvement is minimal which implies that
using real capacitors does not drastically limit the performance in this case. It
should also be noted that the depth of the band in this case corresponds to -10
dB. As mentioned above, this is because the surface wave is not as tightly bound
to the surface in this test environment, so even the unoptimized structure does
not exhibit extremely large isolation in this test environment. Using different test
environments, and materials, will change all of the properties and therefore should
be optimized accordingly.

5.2.2

Multi-Band Designs

The next two examples both attempt to reduce the transmission between the
two monopoles in the 3.6 and 5 GHz WLAN bands. The first of these examples
attempts to isolate the two probes at both frequencies simultaneously, whereas
the second uses variable capacitors in order to target the upper and lower bands
with two separate states. The results from the dual-band optimization, shown
in Fig. 5.3(a), show improved isolation at each of the respective bands. As can
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(a)

(b)

Figure 5.3. The results of an optimization designed to isolate two of the WLAN band
with (a) a single set of capacitors and (b) a set of tunable varactor diodes.

be seen in Fig. 5.3(a), above the upper band there is still some isolation that is
a consequence of the underlying structure. In the future, these results could be
further improved if the response of the underlying structure were designed to align
more closely with the upper frequency band.
By using varactor diodes, which can change effective capacitance continuously
from 1.1 pF to 0.14 pF when a voltage from 0 V to 10 V is supplied, the results
shown in Fig. 5.3(b) are possible with this same underlying structure. Because
every capacitor in the structure is focused on a single narrow band in each of the
states, the isolation is greatly improved over the previous dual-band optimization.

Chapter

6

Conclusions
Using aperiodic capacitively-loaded EBG structures to control surface wave properties has been shown to be a very versatile technique. Using this method multiple
design goals have been achieved in two unique test environments. Although several
scenarios have been considered, this is in no way representative of all the possible
situations that this method can address. In order to make this method possible, a
quasi-analytic port substitution method was employed. This is necessary because
full-wave simulations would lead to optimizations that took months or years. Using
port substitution, the time scale for a design is brought down to hours or days.
The general design procedure can be broken down into several general steps,
this process is also outlined in Fig. 6.1. The first step is to use the design goals to
design the underlying structure. This involves selecting the appropriate dimensions
for the structure’s design as well as any additional considerations that must be
taken into account. One of these additional considerations would be if the final
goal is to use metallic patches on a superstrate as the capacitive load. In this case,
an additional layer was needed in the underlying structure’s simulation. Once the
structure has be designed, a full-wave simulation of the structure with ports where
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Figure 6.1. A visualization of the flow of a general design process using this method.

every capacitor can go must be run. This leads to the N-port network that will
be reduced to two ports for each iteration of the optimization. At this point the
optimization can be initiated.
The first step is that the cost function must be selected to target whatever the
specific design goals of the structure are. The range of available capacitance values
is also needed as a limit to the optimization. The final consideration that must be
made is any other applicable effects, such as parasitic inductance in the capacitors,
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that must be included for accurate results. The optimization can then run until
an acceptable solution has been reached.
Following the optimization, all of the additional capacitive loading has been
determined. All that is left is to implement the capacitors as you would during
fabrication. If the implementation method is lumped elements, then this requires
no additional work. In the case that distributed elements are used, this does require
a bit of additional work. The two methods of implementing distributed elements
outlined in this work are not the only available, but they can be used to cover a
wide range of design goals that lumped elements are unable to achieve.
The results of this method have been shown to be in very good agreement with
both full-wave simulations and measurements. This method represents a new tool
in the design of EBG structures, which allows for a wide range of transmission
properties.
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