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Abstract:
One of the recent innovations in providing third-party support for processing needs is
cloud computing. These clouds provide scalable hardware and software resources on demand in
exchange for a fee. However, this reliance on third party hardware and software does come with
increased security challenges. The vulnerability we chose to analyze was whether the shared
physical resources would allow memory remnants to be passed between virtual machine tenants.
We analyzed two possible ways for these memory remnants to be transferred to an attacker,
through a virtual machine closing and through one losing memory because the hypervisor
ordered it to shrink. We examined whether memory would be leaked and how often we could
discover memory remnants with different sized tenants. In both cases, we discovered that tenants
on a shared physical machine were able to discover valuable data about programs that had closed
recently. With this data, an attacker could easily determine what other users on the cloud were
doing. Based on our discovery, we determined that in both cases, there was significant risk of
memory being leaked cross-tenant when using a hypervisor. We also analyzed different defenses
to remove the possibility of remnants, and came up with a proposed defense to ensure that the
problem wouldn’t persist.
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1. Introduction
1.1 Background and Motivation
One of the fastest growing technology industries is cloud storage and computation. As the
average numbers of devices a person owns increases, more and more users are changing from
storing information on personal computers to networked storage, such as cloud storage. This
makes it easier for users to share files across multiple devices without needing to use portable
storage to transfer files. In addition, cloud storage helps prevent multiple copies of a file, as well
as simplifying organization. This has become more critical since the average household has more
internet capable devices than people living there. Services like Google Docs or Dropbox are
becoming more and more popular for personal and professional usage. For example, students at
the University of Delaware developed UD Dropbox [1], which was designed to work as a FTP
server without the user needing to know the configuration details. In addition to personal usage,
several companies are changing to cloud computing to reduce email traffic and increasing file
security. In addition, as cloud computing resources such as the Amazon EC2 cloud become
available, more and more startup and growing companies are taking advantage of the ability to
rent computing power instead of making the more expensive investment of buying hardware and
the necessary storage space. By reducing the risk and initial investment requirements, more
companies can be started. In addition, if the company needs specialized computing power for a
limited time period, renting is significantly cheaper and safer, as the cloud administrators handle
the security of the new hardware. For example, if someone needed to develop an iOS application,
they could rent space to run a Mac Operating System (operating system) instead of purchasing
hardware that would only be used for a few weeks.
One of the major downsides of using a third-party provider of software and hardware is
the need to trust a third party system to have properly configured and secured the network and
individual machines that the virtual machines are running on. Given that these networks can be
spread across national borders, and the customer has no way to determine where their data is
being stored and their computations done, this can pose significant risks for espionage and
sabotage[2]. In addition, most clouds come with no guarantee that the same physical machine
isn't being used to run virtual machines for several different competing organizations. This

creates a potential vulnerability where if the physical machine is compromised, the attacker gains
the ability to control, spy, and sabotage any user who was assigned to that system.
We chose to analyze whether a hypervisor could potentially leak memory remnants crosstenant, which would leave guest virtual machines vulnerable to espionage. This would make
clouds that provide virtual machine rental vulnerable to spying, and mean that an attacker could
easily exploit the cloud to gain information and then control of other users. This kind of attack is
easy to pull off with a virtual machine, since they have easy access to the physical resources and
can run at a operating system level.

1.2 Goal of this Research
For this experiment, the goal is to attack memory leakage that is caused by data that
persists in dynamic random access memory after the virtual machine that previously owned it
loses ownership. If this memory is not erased after usage, and another virtual machine takes
control over the same physical memory, the second virtual machine would be able to harvest
sensitive user data from the previous session. In addition, on shutdown, encryption systems leave
encryption keys and passwords in memory. With this data, an attacker could passively gain data
or actively take control over another user's software and data. Our goal is to prove whether or not
such an attack is possible on a live victim session, a victim that was closed, and a victim that had
its memory limited.
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Balloon

Figure 1.1 Ballooning example

1.3 Problem Formulation
The problem could be broken down into two different scenarios where the memory is
released and left vulnerable. The first scenario is when the victim virtual machine is shutdown
and its resources are released into the cloud for usage by another client. In this case, the
information is partially overwritten by Ubuntu running shutdown, although the overwritten data
includes login information. This data is less useful for commercial espionage, although would
allow an attacker to gain control of the victim. The second scenario is when the owner of the
cloud used the KVM balloon driver to shrink the memory available for the victim virtual
machine. This memory can then be passed to an attacker, who can steal valuable data from
programs that were being run. The limit of this vulnerability is that the victim has to be running
the libvrt balloon process. When the hypervisor wants to decrease the available memory to a
virtual machine, it does so by increasing the size of the balloon, as shown in Figure 1.1. The
guest virtual machine no longer sees the memory that is being used by the balloon, and the
system can free it up for other tasks. The advantage of getting memory freed by ballooning is
that the memory isn't filled with system processes that are activated upon closing. In addition,
this memory is more useful for espionage.

3

1.4 Overview of our Approach
In order to test for memory security, we planned a set of experiments to be run on live
and closed guest virtual machines. For live data, we plan to test by continuously having the
attacker make a copy of the memory available to it, and then scanning that memory for remnants
from the victim. The other attack on a live victim is where the victim has memory partitioned
out, where we have the attacker make a copy of the memory immediately on startup. Finally,
when the victim is closed, we have the attacker launch and make a copy of the memory
immediately upon startup. Our approaches are designed to mimic normal system activity, which
makes them significantly harder to detect and defend against.

1.5 Contributions
In this research, our contributions are summarized below:
1. We examined the existing attacks that have taken advantage of weaknesses in cloud
computing.
2. We define the methodology of attack and what our expected results are for each attack
3. We detail the attack environment and explain how our attack will utilize this
environment.
4. We analyze the results of our attack and whether there is a significant threat of a memory
remnant based attack stealing significant amounts of data from a victim virtual machine.
5. We analyze solutions that ensure memory remnants are not passed to other virtual
machines
6. We discuss future expansions of these results

1.6 Thesis Organization
The remainder of the thesis is organized as follows. Chapter 2 goes over cloud computing
and hypervisors, as well as a review of similar research that has been done in cloud. Chapter 3
shows our initial testing and discusses our plan for testing. Chapter 4 discusses the results of our
tests attacking a victim operating system that has been shut down before the attacker was run
Chapter 5 discusses the result of our tests attacking a victim operating system that lost memory
4

due to ballooning. Chapter 6 discusses the potential defenses to protect against this vulnerability.
Chapter 7 discusses the implications of our results and the future works that can be derived from
this research.
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2. Background and Related Works
In this chapter, we discuss cloud computing, virtual machine management, and the
security challenges that come with a cloud computation model. We first discuss cloud
computing, advantages from using a cloud, the different cloud models, and how the Eucalypts
cloud, which we chose for research, is configured. The second section covers hypervisors, which
are a key part in allowing clouds to provide virtual machines for rent. Finally, we discuss the key
security challenges involved in cloud computing, as well as potential solutions to solve them.

2.1 Cloud Computing
Cloud computing has been developed to make it easier to deliver storage and computing
power as needed to customers. For example a cloud can be effective as a web-filter provider,
since it can produce a black list that is spread around multiple servers that are designed to
balance work as necessary [3]. Although clouds can be used for both computation and storage,
we chose to focus on clouds designed to handle computational needs, as those involve the user
running programs on a host machine. Cloud computing can be defined by two major
components, what type of service provided and who has access [4]. The cloud we chose to focus
on was Eucalyptus, which is a simple cloud designed to allow users to run their own virtual
machines.
2.1.1 Advantages of Cloud Computing
Cloud computing provides the advantages of simplified network configurations, allowing
dynamic resource selection, and creating homogeneous computing resources [5]. The first aspect,
simplified network connections, comes from the fact that clouds are designed to handle
distributing work across their nodes automatically, instead of requiring human administration or
custom scripts handle this distribution. This makes it easier to reliably scale up a network to meet
increased demand without having to redo the scripts. The second aspect, dynamic resource
selection, comes from the cloud having control over several different machines of different size
and hardware configurations, as well as the ability to have different programs and virtual
6

machine run on the cloud. If a user needs to request more resources, the cloud handles this by
selecting a node with the available resources and partitioning them as necessary. This can be
done for both hardware and software, which can help developers who want to test a system
before they invest. For example, if a developer is considering switching to a Linux distributions
for their host environment, they can rent space on a cloud that offers the new distribution before
making a permanent transition. The cloud manager would handle making sure that the software it
provided was up to date and properly configured to run. In addition, if a company is maintaining
a private cloud with different work environments, workers can select the one that is best for them
without having to go through a lengthy reconfiguration. For example, if a user needed to develop
in Linux and Windows, they could launch virtual machines when needed, and close them when
they wanted to change environments. Finally, clouds offer homogeneous computing resources.
Before cloud computing, users who tried to get large amounts of computing resources or
different hardware might have to work through numerous different resource providers. For
example, they could have to go to one provider for their Linux development environment and
another for their Windows development environment.

Figure 2.1 Models of cloud computing
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2.1.2 Cloud Computing Models
There are three service models, Infrastructure as a Service (IaaS), Platform as a Service
(PaaS), and Software as a Service (SaaS), as shown in figure 2.1 IaaS is where the cloud provider
handles the physical resources and underlying virtualization software such as storage,
hypervisors, and the network. Some IaaS clouds provide and maintain the images, while others
allow users to upload customized operating systems which the user would have to maintain. This
model is designed for users who want to build and test systems in their own native environments.
Some of the providers of IaaS clouds are Amazon Cloudformation (which includes the Amazon
EC2 cloud) and RightScales. PaaS is where the cloud provider also provides the hardware and
the computing platform, such as the operating system or web server. The cloud user handles
installing and running their software on this platform, and is only responsible for managing the
software. This configuration is designed for users who want to develop programs to run on
known environments, such as Ubuntu or iOS. Some examples of a PaaS cloud are the Google
App Engine and Microsoft Azure. SaaS is where the hardware, computing platform, and
application software is handled by the cloud provider. The cloud user can freely access the
software from any location without having to worry about making sure that it has been updated
and configured. This is different from normal methods of server-based software by the fact that
the number of applications being run can dynamically scale to meet customer needs. SaaS clouds
are useful for people who want to run known software with better hardware, such as an advanced
modeling simulator. In addition, it can be used to rent software, which saves money when the
software is only needed for a limited time. Examples of a SaaS cloud are Google Apps and
Quickbooks Online.
2.1.3 Cloud Access Models
The second component is whether the cloud access is private, public, community, or a
hybrid. In a private cloud, the cloud infrastructure is operated for a single organization, and is
owned by the company or a third party system. This protects resources from being vulnerable to
outsiders, but doesn’t distribute the cost of administration and maintenance. In a public cloud,
the service provider sells or rents hardware and software to any member of the public who
wishes to use it. This makes users’ activity and data potentially vulnerable, but spreads out the
8

cost of administration. For a community cloud, the costs are spread out across several
organizations in a community with similar concerns. This helps to distribute the costs of a cloud
and provide reasonable security from outside threats. For example, several government
organizations that needed to do classified work could have a community cloud to spread the cost
of the purchase and maintenance of hardware. A hybrid cloud is where two or more separate
private, public, or community clouds are designed so that their services are interchangeable. A
user on one of the clouds can move their work to the other cloud without needing any
reconfiguration, making load balancing and portability easier.
2.1.5 Eucalyptus
Eucalyptus was developed as a way to provide IaaS private and hybrid clouds for both
individuals and companies [6]. It was developed as a research cloud, but has since grown to be
an open-source partner to Amazon. At the time of development, Eucalyptus was divided into an
open-core model for businesses and an open-source model for research. We selected the opensource Eucalyptus that was developed for cloud research, as it allowed us to completely control
the configuration of the cloud. Eucalyptus is designed around five major components, as shown
in figure 2.2. The first component is the cloud controller, which is responsible for the application
programming interfaces. There are two interfaces developed, and users can develop their own
additional interfaces based on a standardized template. The first interface is designed to fit the
industry standard API that is used by Amazon EC2. The second interface is a web-based one that
can be accessed using most web browsers. The second component is Walrus, which handles the
persistent storage and access control for virtual machine images and data. The last three
components combine into the different clusters, which are composed of one cluster controller,
one storage controller, and any number of node controllers. The cluster controller manages the
balance of virtual machines between nodes in a cluster, as well as their interactions with the
users. The storage controllers handle the block-level networked storage that can be dynamically
attached and removed from virtual machines, and implements the Amazon Elastic Block Storage
semantics for portability. Finally, there are multiple node controllers which handle virtual
machine management activities such as inspecting, launching, and closing virtual machine
instances. The default hypervisor installed on node controllers is KVM, since KVM is designed
to take advantage of many of the features of Linux. In addition, Eucalyptus has drivers to handle
9

running the XEN virtual machine, and an interface that allows for expansion to other virtual
machines.

Figure 2.2 Components of an Eucalyptus cloud

2.2 Virtual Machine Management
Virtual Machine Managers, or hypervisors, are designed to make it possible to create,
edit, manage, and launch virtual machines, which are commonly known as guests. These guest
operating systems are run on a physical machine referred to as the host. This makes it easier for
users to run multiple concurrent operating systems, as well as testing operating systems before
making permanent installations. They are also designed to limit what guest operating system can
do, ensuring a higher level of security. The hypervisor can run either directly on hardware or
through a conventional operating system. The hypervisor we chose to test for flaws was the
Kernel-Based Virtual Machine. Hypervisors are essential to IaaS clouds, as they allow the cloud
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owner to handle distribution of physical resources, including isolation.

Figure 2.3 Native and hosted hypervisors

2.2.1 Types of Hypervisors
There are two major types of hypervisors, which are native and hosted, shown in figure
2.3 [7]. Native hypervisors are designed to run directly on the host hardware, and manage the
guest on a guest level. The hypervisor functions without needing to use the host operating system
for hardware access. This reduction of magnitude allows for an order of magnitude faster
performance than hosted hypervisors [8]. Some examples of a native hypervisor are KVM,
XenServer, and VMware ESX. A hosted hypervisor is run on a normal operating system, and the
hypervisor functions at a level between the host and guest operating system. The hypervisor
relies on the host operating system to handle some of the hardware management. This can help
ensure better distribution of physical resources between the host and the guest operating systems.
Some examples of a hosted hypervisor are VMware Workstation and VirtualBox.
2.2.2 Virtualization Hardware Extensions
In order to make it easier to handle virtualization on hosts running the x86 architecture,
some hypervisors, such as KVM, rely on virtualization hardware extensions to allow a guest
operating system to handle more activities without requiring sending them to the host [9]. The
three key features of these extensions are a guest operating mode, hardware stack switching, and
exit reason reporting. Guest operating mode enables the host machine to explicitly tell the
11

processor which guest operations to run normally and which to trap and transfer to the host
machine for security reasons. This decreases the number of switches between guest and host
access to the CPU, making computations more efficient. Hardware stack switching enables the
control registers to be changed as the mode is switched between regular and guest mode. This
helps provide increase efficiency by storing the guest state for when the guest is running again.
Finally, exit reason reporting ensures that the hardware reports why the guest mode was exited,
so the host system can handle it properly. This makes it easier for the host to interpret and
resolve trapped commands. Both AMD and Intel implemented a framework for extending the
x86 architecture to simplify virtualization, but they are incompatible with each other.
2.2.3 Kernel-Based Virtual Machine
The Kernel-Based Virtual Machine is a virtualization infrastructure developed to take
advantage of features built into the Linux and Illumos Kernels [10]. KVM provides native
virtualization for processors that have the hardware virtualization extensions. KVM works on
x86, x86-64, and is being expanded to work with ARM[11]. It supports both the AMD and Intel
hardware virtualization by having overloaded functions that handle trapping differently based on
the architecture detected. It is designed to work like a Linux driver assigned to manage a
subsection of the host hardware. KVM is designed to handle running a variety of guests,
including Linux, Windows, AROS Research Operating Systems, and modified versions of Mac
OS X. With KVM, virtual machines have control over their own memory, but there is no virtual
CPU scheduling. CPU scheduling is done by cycling between guest mode for virtual machines
and running as normal for typical processes such as updates and checking resources.

2.3 Cloud Security
The cloud environment comes with three major categories of security challenges that a
cloud provider needs to ensure to provide a secure cloud; confidentiality, integrity, and
availability [12]. Confidentiality means that user data and activities are protected against other
users spying. Integrity means that data provided to the cloud comes back without being corrupted
on transit or during processing. Availability means that the cloud resources are available with
near perfect reliability.
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2.3.1 Ensuring Cloud Confidentiality
The first major category that cloud providers need to handle is ensuring that data and
activities are kept protected from other users’ espionage attempts. If the data isn't protected from
espionage, attackers can easily gain valuable information, which can be leveraged into theft of
corporate secrets or gaining access to the users’ systems. In addition, if someone can determine
how other users are using the cloud resources, they can potentially determine what the user is
utilizing the cloud for. There are a number of different methods to ensure data confidentiality,
including CloudVisor, fingerprint-based detection, HomeAlone, and encrypted memory.
Data Confidentiality Risks
To ensure data protection, the cloud has to ensure that any hardware that stores data
doesn’t allow an attacker to see memory that was modified by another user. This challenge
comes from the fact that memory can persist for a long time after being, especially as in dynamic
random access memory. In 2008, a group of researchers discovered that dynamic random access
memory persists for several minutes even after power is lost and the memory is physically
removed from the motherboard [13]. This persistent memory could be transferred and keep an
almost perfect copy of the content for hours as long as they were kept consistently cold. When
another machine made a copy of the transferred memory, it kept a significant amount of usable
data. The researchers were able to get information such as the login passwords, encryption
algorithms, and encryption keys, which was left in DRAM as part of the shutdown process. If
memory can persist after the power is lost, it is even more vulnerable if memory has power to
keep its contents ensured. A second vulnerability comes from hard drives, which need to be
encrypted with different keys for each user [14]. If the hard drive isn't properly encrypted, an
attacker who gains access to storage space or to the physical hard drive would be able to copy the
hard drive and steal data from multiple users at the same time. In addition, there are a number of
peripheral devices that have memory buffers that need to be protected, such as printers and
Ethernet cards. These challenges become even more important when users are accessing a cloud
that can have servers located in multiple countries around the world [15]. For example, if the
United States government wanted to run on a cloud, having data being passed to another country
would pose a significant security risk. In addition, this confidentiality can be called into question
13

if there is a criminal investigation, given that the country having jurisdiction over data that is
being sent around the world can be challenging. [16].
Activity Confidentiality Risks
Ensuring activity protection is a harder challenge, since it means that users have to have
the same access time to hardware regardless of if another user is using it. One of the easiest
methods of gaining information about other users’ activities is through side-channel attacks [17],
or using the latency on shared hardware to determine what other users are doing. For example,
the time it takes the machine to process an attacker’s networking request would indicate whether
other users are handling the hardware. One of the proven attacks on the Amazon cloud was
designed to be the configuration needed to launch a side-channel-attack [18]. The researchers’
goal was to discover the network cartography of the Amazon cloud without having any
knowledge about how it functions or about the underlying network details. Their success
discovering the cartography meant that attackers could gain access to victims without any prior
knowledge about how the Amazon cloud was configured. After running several tests using a
basic account on the servers, they were able to map out a significant portion of the cartography
of the cloud. In addition, they were able to target the placement of their virtual machines to a
particular physical machine that was being utilized with 40% accuracy. We chose to use their
methodology to handle ensuring that our attacking virtual machine was collocated with the
victim virtual machine.
HomeAlone
HomeAlone was developed as a way for users to run side-channel attacks to determine if
their virtual machines were on the same host machine as virtual machines from other users [19].
This is done by having all of the virtual machines that are located on the same host stop
accessing a section of the L2 memory cache, then have one machine run a series of probes on the
timing of requests to determine if other users are accessing that section of the cache. If a request
to the L2 cache started taking longer between probes, this would be an indicator of co residency
with a potentially undesirable virtual machine. The advantage of this method is that it only
requires modifying the guest virtual machines, rather than having to modify the host XEN
hypervisor. In addition, since only a small section of the L2 cache is reserved for testing, there is
14

only a small performance hit. This attack was able to detect both active attackers and even users
who had launched a virtual machine, but were not currently using. If the other user is running
unmodified Windows, there was a 70% chance of detecting that it was located on a machine with
the defender, even when that user wasn’t running non-system programs.
Fingerprint-based Defense
The second form of defense was fingerprint-based security, where the hypervisor makes
fingerprints based on the interrupts passed to the host machine to determine which operating
system is running[20]. If an operating system image starts sending in different patterns of
interrupts, it would indicate that it could have been compromised by an attacker. They found that
even with different patches, it is possible to uniquely identify normal operating systems and
compromised ones. The weakness of this approach is that KVM doesn’t need to have the virtual
machines trap for memory usage, since memory management is already under the direct control
of the virtual machines. In addition, if someone was using cloud resources to develop a
customized operating system, it would be impossible to make a solid fingerprint for comparison.
CloudVisor
The third approach we analyzed was CloudVisor, which works by creating a trusted
layer below the hypervisor to ensure that the hypervisor cannot be corrupted to allow information
to be passed [21]. It doesn’t protect against side-channel attacks, but it does handle encrypting
CPU data to prevent direct espionage and other attacks. It also protects the memory from being
accessed by the host, at least when the memory belongs to the guest virtual machine. In addition,
it can be used to detect when a corrupted VM has been activated, and return that VM to it’s clean
state.
MECU Memory Extensions
The fourth approach to prevent attacks was though adding MECU extensions that would
make sure that the CPU encrypted data before it transferred it back to memory [22]. This defense
ensures that the memory at rest is secured from harm, and that at any point, it cannot be found by
spying on the ram or the CPU. This is because at any given time, the CPU only has a tiny amount
of information about what is going on, and the memory is encrypted. In addition, this approach
15

doesn't have a significant increase in computation time, but it does require changes to the
underlying architecture of the system.
2.3.2 Ensuring Cloud Integrity
The second major challenge is ensuring that data isn't modified between being sent to the
cloud, run on the cloud, and returned. This threat comes from either data corruption in transit or
corruption while running on the physical machine. One of the easiest ways to corrupt a cloud is
uploading a corrupted virtual machine that appears to be legitimate [23]. The best defense
against this is using protections that prevent data corruption in transit and ensuring that the
system wasn't vulnerable to cross-site scripting attacks [24].
Attacks on Data in Transit
The first threat to data integrity is if an attacker corrupted data in transit to and from the
cloud. For example, if an attacker used a man-in-the-middle attack to change the data in a packet
sent to a SaaS cloud, this could be used to have the victim pay for the attacker's processing work.
In addition, if the user can't verify that the data came from the cloud, the attacker could send
corrupted or malformed data to the user, which would enable them to take over the system.
Attacks on Data on Cloud
The second threat to data integrity comes from an attacker managing to corrupt files
while they're on the cloud. If an attacker manages to compromise the software being provided by
the cloud, they can have it feed bad data to other users or simply not return data. In both cases,
the data can no longer be trusted, and work has to be done on a different system. One such attack
is called SubVirt, where the attacker compromises the hypervisor and uses it to spy and corrupt
all virtual machines running on the host [25]. This has the advantage of being invisible to the
guest virtual machines, which never see the hypervisor level of control. In addition, since the
hypervisor is designed to not pass information to and from the host, a corrupted hypervisor can
easily remain concealed from the host detection software. A surface based attack against cloud
integrity would be performing a cross-site script attack on shared public information. In this
attack, the attacker would trick the user into clicking on their link which would misdirect them or
launch a program on their computer to take control.
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Defending Against Attacks on Integrity in Transit
In order to ensure that data cannot be corrupted in transit, the messages passed between
cloud and user have to be encrypted and have a hash, checksum, or other form of signature that
enables the receiving party to detect when the message sent doesn’t match the message received.
For example, if an attacker changed a few bits in the message to run their process, the signature
sent with the message would be invalid. The most basic solution to doing this is through
HMAC, which is where data is encrypted with a key and hashed to make a message to check
against [26]. This has the added advantage of increasing confidentiality, since even if data is
intercepted in transit, it's encrypted and hashed. Another strategy to handle ensuring integrity is
through Venus, which has the cloud provide a verifier to ensure that data is consistent [27]. For a
read operation, the user verifies that the cloud is up to date and isn’t corrupted.
Cloud Integrity Defenses
The only way to defend against cloud integrity is to ensure that there are no
vulnerabilities that would allow an attacker to compromise the system or post corrupt influences.
Defenses against compromise include up-to-date patching and ensuring that control of individual
systems remain with the cloud. The best defense against cross-site scripting or corrupt data is
having both the server and clients check to confirm that data isn’t corrupted before running or
using it. [28]. Typically, defense against cloud integrity is based on the assumption that the host
system and virtual machine start out as trusted, and the virtual machine needs to be checked
repeatedly for integrity. [29]
2.3.3 Ensuring Cloud Availability
The third major challenge is ensuring that data and services are available with a near
perfect reliability. Although it is impossible to ensure 100% availability, the goal is to have a
cloud that is available as close to every second of every day to every place with network access.
Attacks on cloud availability are devised to cause temporary or permanent gaps in availability.
Most of the defenses against availability attacks can be against temporary attacks.
Temporary Attacks on Availability
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The first type of attack is temporarily removing user's access to the cloud, which can
damage cloud provider's reputation and disrupt other customer's activities. For example, with a
distributed denial of service attack, the attacker would remove the user's ability to connect to the
cloud [30]. In addition, if an attacker runs virtual machines that are shaped to take up a majority
of the CPUs or memory on each node, it limits the potential max size to other customers. For
example, if there are 4 quad core nodes, and a user runs four programs with 3-core requirements,
other users can only run single-core virtual machines.
Permanent Attacks on Availability
The second type of attack is permanently destroying hardware or users’ ability to access
it. For example, if an attacker was able to destroy hard drives or disabling the machines that the
users are running on. Researchers have found a few ways to inject faults via software that would
cause hardware faults, which can require costly repairs and possibly permanently disable hard
drives [31]. One such attack, the Chernobyl and similar viruses was effective at deleting the bios
of the motherboard, which would make a server unable to start again if power was [32]. Attacks
such as this can be particularly devastating on clouds that attempt to transfer user programs
between nodes on crash. When this happens, an attacker’s code can end up transferring from
node to node, crippling them and moving on until the entire network is disabled. In addition, if
someone removes the cloud’s access to the network users are running on, the data can become
permanently unavailable. Sometimes such disruptions can be from legitimate sources, such as
when the Megaupload storage cloud was closed due to piracy complaints [33]. After the
government closed Megaupload, thousands of users lost their ability to access data, much of
which was legitimately owned by private owners.
Defenses against Temporary Threats
Defending against temporary attacks means ensuring that nobody gains access to more
resources than they should, and attackers that attempt to block lines of communication are
detected and neutralized. For example, if an attacker gains the ability to access to another user
group, they can launch virtual machines to fill both spaces, which mean even less computing
power is available to other users. This can be especially devastating if the cloud provider offers
more potential cloud space than actual cloud space, since people would be unable to use services
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they paid for. If an attacker manages to disrupt traffic to and from the cloud, such as flooding the
network via a distributed denial of service attack, it would make the cloud useless even when
running at full hardware capacity. Defending against distributed denial of service attacks
involves detecting, isolating, and neutralizing such attacks. There are a number of effective
strategies that solve this, which can be broken down by how detection occurs and where
detection occurs. Attacks can be detected by finding anomalies or patterns that don’t fit with
normal traffic. By finding anomalous attacks, or patterns of requests that are designed to restrict
cloud resource availability, the cloud can block future requests from malicious users and remain
available for legitimate traffic. Attacks can also be detected either on the network or by an
intermediate network. With direct detection, the cloud provider is primarily responsible for
noticing if there are patterns of traffic that indicate an attack is in place to reduce resource
availability. With intermediate networks, multiple networks share traffic information to detect
when anomalies are happening against any user, and every network becomes secured against
those attacks. One such defense is called DefCOM, where nodes autonomously detect when they
are being overwhelmed, and send this information out to the other nodes as a warning [34].
Another strategy is encouraging users to send more information, since attackers are already
maximizing their bandwidth to run the attacks [35]. In this strategy, the network can detect who
was able to increase network traffic, and legitimate users get a higher percentage of the
resources, as they are making more requests. The downside of this is that it does increase
network demands on the user, who may only have a limited upload bandwidth to deal with.
Defenses Against Permanent Attack
Permanent attacks are rarer, and depend on attacks against the physical. Ensuring that
hardware isn’t vulnerable is largely a matter of ensuring proper updates and having appropriate
controls over the physical location of servers. Depending on the clients and how service is
provided, preventing users from accessing the cloud for illegal uses may be necessary. For
example, if a company is allowing users to load private data onto the cloud, having
administrators checking for pirated material would be an invasion of privacy. However, if the
purpose of the site was sharing data, such as with Megaupload, ensuring that piracy was limited
or at least not incentivized would protect against permanent closure via legal action. In addition,
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the user bears the responsibility to have a backup, or to ensure that if the cloud provider closes,
they would be able to retrieve their data in a usable format [36].
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3. Overview of Proposed Research
When we began to analyze the Eucalyptus cloud, we analyzed individual components for
potential vulnerabilities. The area we chose to focus on was KVM, which handled the virtual
machine requests. Initially, we observed that there were flaws within KVM that allowed memory
remnants to be viewed from the host. We tested to see how many memory remnants remained
available to the host. We came up with a pair of scenarios that the memory leaks we observed
could make into a major security threat. Finally, we discuss the general configurations that are
shared between our tests.

3.1 Observations
Initially, we noticed that there memory remnants which were left behind on the host
machine after the virtual machine had closed. We decided to test three possible scenarios, and
determine the probability that memory remnants were left on the host system. The three possible
scenarios were that a live virtual machine would leave remnants as it was shifted in memory, a
virtual machine would leave memory remnants when it was closed and released its memory, and
a virtual machine would leave memory remnants when KVM requested it was shrank using
ballooning. If memory remnants were left behind after any scenario, this could mean that another
virtual machine which gained control over that memory might be able to see and steal data.
We developed a set of simple test to discover how much memory remnants were left over
after running a virtual machine. The targeted virtual machine would run a program that would
continuously write an 8 character string into memory, filling the virtual machine’s memory with
that string, and then closing. After the program has finished, we tested what happened if the
virtual machine kept running, if the virtual machine had closed, and if the virtual machine lost
memory to ballooning. After this event, the host machine ran a program that made a simple copy
of the current memory. In order to ensure that there wasn’t our tests didn't have false positives by
finding previous strings, the 8 character string was random and was a different string for each
test. We ran twenty tests for each scenario, and defined a success as the host finding at least one
copy of the string after the test was run.

21

The operating system we chose to run on the virtual machine was Ubuntu Desktop 11.04,
which was the current stable version of Ubuntu available. The node was a quad-core server with
2.5 GB of memory to distribute between virtual machines. We ensured that was patched with all
security patches before we began testing, and none of the drivers were modified or customized.
After we installed the memory writing program on the virtual machine, we created an image that
we launched on an Eucalyptus cloud.
3.1.2 Leaks From a Live Virtual Machine

Figure 3.1 Potential memory vulnerability during a live virtual machine sessions

The most basic scenario we tested was attempting to retrieve memory remnants from a
virtual machine that was still running. As shown in Figure 3.1, the memory remnants would be
left behind when a virtual machine was shifted in memory. In order to run this test, we sent the
virtual machine a signal to terminate the program, and then made a copy of memory available to
the host. having the host machine making a copy of memory each minute while a victim was
running, and then scanning it for leaks. After we ran the tests, we found that there were no
remnants available to the host, as shown in Table 3.1. This was the behavior we expected to
encounter, since KVM passes memory to victim virtual machines and keeps that memory from
being used by other system processes.
Live Victim
Size
Success
0.5 GB
1 GB
1.5 GB
2 GB

0%
0%
0%
0%

Table 3.1 Memory remnants from a live virtual machine
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3.1.3 Closed Victim

Figure 3.2 Potential memory vulnerability after a virtual machine closes

Our second set of attacks was on a closed victim. Immediately after closing the memory
filling program, we closed the virtual machine by signaling it with “shutdown –h now.”
Although Eucalyptus allows the administrator to manually shut down the virtual machine, we
chose to examine a normal closing operating. If a system left remnants after it went through
normal cleanup, it would likely leave even more remnants if it was forced to close.
The first major finding from this test was that we were able to retrieve a decent amount of
data from the closed virtual machine. When the test was 0.5 GB, it had a low rate of success of
about 30%. This makes sense, as most of that memory is necessary for shutdown processes,
which overwrite the memory that we were using as indicators of success. However, this data
would still be useful, as it contains both login and encryption data. After we increased the size to
1 GB, the success rate increased to 80%, which was significantly reliable. At 1.5 GB, the success
rate was only increased to 85%. However, at 2 GB of memory, we had a 95% reliability in
getting data. After we examined the data we retrieved from the virtual machine, we discovered
that the main challenge to 100% success was that KVM and Eucalyptus ran a few processes on
cleanup, which overwrote the data we wanted. We were also using the less reliable method of
grabbing memory using malloc instead of making a direct copy.
The other major pattern we found was when we found memory remnants; they came in
clusters around blocks of memory. This is important, as it shows that the host machine got the
memory from the virtual machine in blocks that had the same shape. That makes attacks more
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efficient, as an attacker can skim for any hits. After they find one bit of data, the block that it's
located in is likely to be memory remnants from a previous virtual machine.

Closed Victim
Size
Success
0.5 GB
5%
1 GB
80%
1.5 GB
85%
2 GB
95%
Table 3.2 Memory remnants from a closed virtual machine

3.1.4 Ballooned Victim

Figure 3.3 Potential memory vulnerability after a virtual machine is ballooned

Finally, we tested our experiment on a ballooned victim, as shown in Figure 3.3. We
started with the victim virtual machine having 2.5 GB of memory, and shrank between 0.5 GB
and 2.0 GB of memory. This didn’t initially have success when the program was still running, as
that memory was simply shifted. However, when we ran our balloons after the program was
closed, we achieved a significant amount of success.
After running our tests, we were able to succeed even with a minor reduction from a
balloon, as shown in Table 3.3. Even when a victim was shrank by 0.5 GB, it still had a 85%
success rate. At both 1 GB and 1.5 GB, the host system was able to see the memory with a 90%
success rate. Finally, at 2 GB, the copy had a 98% success rate.
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This test was significant more likely to produce success than testing on a closed
machines, since there were no shut down processes to overwrite user data. When the balloon is
run, the victim merely shrank the memory footprint, without cleaning or overwriting the
remnants that were in the balloon. Under normal usage, transferring memory to other programs
doesn’t require cleaning, as the memory is on a machine controlled by the same user and doesn't
need to be protected. Given the fact that memory cleaning can add extra time without benefit,
this feature wasn't implemented in KVM, leaving it vulnerable when used on a server shared
between multiple groups.
Ballooned Victim
Size
Success
0.5 GB
85%
1 GB
90%
1.5 GB
90%
2 GB
95%
Table 3.3 Memory remnants from a ballooned virtual machine

3.2 Potential Vulnerabilities as a Result of Memory Remnants
As a result of our research, we felt that there were two potential vulnerabilities that could
be exploited to allow other virtual machines to steal data from other virtual machines that were
run on a shared cloud. The first potential vulnerability was that a virtual machine was started
after the targeted virtual machine was closed down. The second potential vulnerability was that a
virtual machine was started after the targeted virtual machine lost memory due to ballooning. In
both cases, the transferred memory would enable an attacker to steal information about other
users activities.
The first potential vulnerability came from the memory remnants that were caused by a
virtual machine closing down. We already showed in section 3.1.3 that when a virtual machine
closed down, it left valuable remnants that could be exploited by the host machine. In addition,
we know that live machines don’t pick up new memory, so the attacking virtual machine would
have to be launched after the memory remnants were available on the host machine. However,
given that memory is transferred without cleaning to a new machine, a new virtual machine
should be able to pick up remnants of the previous virtual machine's data. In this vulnerability,
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an attacker with knowledge of a virtual machine closing would be able to steal data from other
users.
The second potential vulnerability came from the memory remnants that were caused by
a virtual machine that lost memory to a balloon. In section 3.1.4, we showed that when a virtual
machine lost memory to a balloon, it left memory remnants that could be exploited. In addition,
we know from section 3.1.2 that live machines don’t transfer memory, so we have to launched
the attacking virtual machine after the memory remnants are released to the host. We should be
able to retrieve remnants that are freed from a ballooned virtual machine with a launched
attacker.

3.3 Research Goals
The goal of this research is to determine whether there are memory remnants that can be
transferred cross-tenant, as well as how likely remnants can be detected based on the amount of
memory available to the victim and attacker. By determining this for both a closed virtual
machine and a ballooned virtual machine, we hope to prove whether this is a problem that needs
to be addressed in order to make cloud computing secure.
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4. System Model
There were two systems developed for testing of the flaws within KVM that could cause
memory leakage. The first one was a basic Eucalyptus cloud deployed on two computers. The
second was run on a laptop with a standard Ubuntu install. The victim virtual machine was a
standard version of Ubuntu 11.04 with all patches installed. The attacker virtual machine was a
modified version of the same Ubuntu 11.04 that allowed us easier memory access.

Figure 4.1 Our Eucalyptus configuration

4.1 Test Bed for Closed Virtual Machine Experiments
The cloud system was configured using the recommended settings for a two computer
micro-cloud, as shown in Figure 4.1. The first machine contains the cloud controller, cluster
controller, Walrus, and storage controller and cluster controllers. The second machine only needs
to run the node controller to complete our Eucalyptus cloud. We selected this design to avoid
having to ensure that our attacker was positioned on the same physical machine as the victim.
We decided to skip the targeting aspect of the attacks, as there is already proof that you can
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target on clouds. In addition, this simplified creation and ensuring the cloud was fully updated,
without affecting our experiments. We selected KVM as our hypervisor, since it was the default
option. The node controller had the Intel Virtualization Technology that allows KVM to run
guest operating systems, which is the only specialized hardware requirement for our experiment.
To simplify the test, we ran on a node controller that had 3 GB of memory. Since Eucalyptus
defaults to guaranteeing 0.5 GB to system processes by the Eucalyptus, this means that we had
2.5 GB to distribute amongst our virtual machines. The node controller had a quad core, but we
only utilized two of them for user testing.

4.2 Test bed for Ballooned Virtual Machine Experiments
For our ballooning testing, we ran the experiment on Ubuntu Desktop 11.04. We had test
ballooning on a regular Ubuntu installation, instead of on our cloud, because the feature wasn’t
implemented in Eucalyptus at the time of testing. However, given that ballooning allows easier
dynamic memory scaling, it is a strong candidate for implementation in future releases of
Eucalyptus, since it allows for more cloud elasticity. We made sure that we were running the
same version of KVM that we installed the version of KVM used for Eucalyptus on Ubuntu
desktop. In addition, we ran on a Compaq laptop that had 4 GB of memory and had a dual-core
AMD CPU, which meant we could provide more memory to our virtual machines. We utilized
this to start with a balloon of 2.5 GB and shrink it, so we could run with an attacker of up to 2
GB and victim's end size of 2 GB. This did mean that we couldn't test as large of a size balloon,
since the victim virtual machine has to keep running with at least 0.5 GB of memory. The only
major hardware difference was that since the laptop was running with an AMD core, which
utilizes AMD-V support to handle virtualization instead of the Intel VT support for our cloud.
When we checked against the source code, these drivers both change the CPU support, instead of
making any changes to the memory we were testing. We needed a laptop with at least two cores
to handle running the attacker and victim virtual machines together for our ballooning attacks. In
addition, we needed to design a virtual machine that could make a copy of the data effectively.
The attacker virtual machine has to be discrete and make a copy of memory before it could be
corrupted by startup processes.
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4.3 Design of Victim Virtual Machine Image
The first virtual machine image we had to develop was configured to fill memory with a
set string that is the target of our detection efforts. We utilized the same virtual machine we used
to test if there were remnants left behind on the host machine for this test. We kept the same
method of having the program run until memory was filled, then either closing the system or
creating a balloon.

4.4 Design of Attacker Virtual Machine
The second virtual machine was designated the attacker virtual machine, which we
designed to steal data was based on a slightly modified version of the Ubuntu desktop operating
system. We modified it to allow the root user to access /dev/mem, which is where Ubuntu stores
information about the contents of physical memory. Normally direct memory access is disabled
for security reasons. Since our attacker needs access to the memory, and the attacker wouldn’t
access the internet and leave itself vulnerable to malware, we decided that this change improved
reliability and didn’t pose a risk of sabotaging the experiment. On startup, the attacker operating
system launches a direct copy of the memory into a file on the hard drive. This is handled by
using dd, which makes a fast copy without significant memory overhead. Since our goal is to
copy as much memory as possible, we made the copy upon launch and using a program that
would have a smaller memory footprint. After this copy, it continues on with its normal boot
process, which the attacker can convert into a readable file to process for different information.
For our experiment, we scanned the file to see if the string flooding memory was added to the
attacker’s memory. The script to scan converted the file from binary to readable text, and then
looked for the string that we were using for that test. We made an image of the operating system
with our modification, and ran copies on both our cloud and laptop test beds.

29

5. Attacks on Shutdown Victim

Figure 5.1 Memory fragments after a victim shut down

5.1 Overview of Attack
An attack on the shutdown victim involved attempting to get data from the victim after
the victim had been shut down, as shown in Figure 5.1. The victim operating system was copy of
Ubuntu 11.04, with a victim program that was closed immediately before the victim went
through a normal shutdown. There was no way for the victim and attacker to communicate
directly to give information about memory. The attacker was a customized version of the Ubuntu
that copies the memory to a file immediately on launch. We had only one physical machine, so
we didn’t have to deal with the details of ensuring that the attacker and victim were on the same
physical machine. We based this attack on our observations in section 3.1.3, where we found that
a virtual machine left memory fragments after it closed.

5.2 Design of Attack
In order to test whether memory remnants existed after a virtual machine closed, we set
up a cloud that consisted of a controlling computer and a node computer. We had to analyze how
to target a virtual machine, when to make a copy of the memory, and how much modification
should be made to the attacking virtual machine.
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The first decision was how to handle targeting a particular virtual machine for attacking.
If the attack wasn’t targeted, it could end up on a different machine from the victim, which
would guarantee an attack would fail. The three strategies that we investigated were creating
numerous smaller virtual machines, attempting to determine network topography, and targeting
by shaping our attacker to fit the target machine. The first strategy involved launching numerous
smaller virtual machines and running the same program on all of them, which increases the odds
of at least one of them ending up on the same machine. This has the advantage of not needing
any knowledge of the underlying network. However, it doesn’t have a high probability of
success, especially with a larger network with a large number of nodes. The second strategy
involves probing the network topography, and using that to learn how to target. The attack in
Section 2 showed that it’s possible to map out the Amazon EC2 cloud and use that to target a
particular node. This is easy to do with Eucalyptus, which shows the user what nodes are
available and how much computing power each node has available. The final strategy is to target
the virtual machine to have an exact fit with the space available on the machine the victim is
running on. This method can be as simple as launching a virtual machine with requirements that
can only fit on one node, or as complex as launching one that’s small enough that the node with
the least traffic would run it in order to keep the work distributed. Our recommendation is to
launch a series of mid-sized virtual machines, since they have reasonable odds of detecting
remnants. Even if only one lands on the correct machine, the other would be able to steal data
from a different user or system.
The second decision is when to make a copy of the memory. The memory could be
copied either when the user can directly connect or as part of an automated startup. The
advantage of having the user run a program to make a copy of memory is that it doesn’t require
any changes to the underlying operating system. However, it is harder for a user to make a direct
copy of memories, and some data would be overwritten by the launch process. The other method
is to develop a script that makes a copy of memory, and have it configured to launch with the
normal startup processes that are part of the guest operating system. This has the advantage of
getting direct access to the root memory and accessing memory before other system processes
get a chance to overwrite it. However, this has the disadvantage of making modifications to the
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operating system, which isn’t always an available option, and can cause cloud administrators to
ask questions. Our recommendation is to make a copy of the memory on startup, which limits the
amount of information that gets lost.
The third decision is figuring out how many modifications to make to the attacker
operating system. Modifying the base operating system makes it easier to gain access to memory.
For example, enabling access to /dev/mem on Ubuntu, which is what we did for our testing,
means the attacker can make a direct copy of the system’s DRAM. However, if cloud provider
only allows certain images, or checks the properties of the operating systems being loaded on
their cloud, it can cause problems. Our recommendation is to make a few modifications, but keep
it close to a normal Ubuntu installation. This can mimic customization that users make to make
their Ubuntu more effective for them.
Our configuration involved reducing the cloud size to only one node, to guarantee
placement. We elected not to deal with targeting, as this has already been addressed in a number
of papers. We also made two changes to our copy of Ubuntu, allowing access to /dev/mem and
having a startup script which would make a copy of the contents of /dev/mem. This gave us the
cleanest copy of memory remnants before other processes touched them. When we checked the
pattern of trapping and memory usage, it was similar to a normal system and would be hard to
detect without analyzing the source code.

5.3 Results of Attack on Shutdown Victim
Attacker turned on after Victim was shutdown
0.5 GB 1 GB
1.5 GB 2.0 GB 2.5 GB
0.5 GB
0.00% 0.00% 0.00% 0.00% 0.00%
1 GB
0.00% 5.00% 30.00% 45.00% 52.00%
1.5 GB
0.00% 15.00% 40.00% 55.00% 64.00%
2 GB
0.00% 22.00% 66.00% 71.00% 90.00%
2.5 GB
0.00% 37.00% 86.00% 90.00% 95.00%
Attacker

Victim

Table 5.1 Attack Success on a Shutdown Victim

Our experiment had two variables, the size of the victim machine that was set up and
closed and the size of the attacker that was started up, as shown in Table 5.1. When we ran the
experiment, we found that when the victim was allotted 0.5 GB of memory, there were no
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remnants regardless of the size of attacker. This fits with the pattern we saw from insider attacks,
where there were very few remnants left after a small virtual machine was closed. The fact that
the success rate decreased to 0% was most likely caused by the fact that there were only a few
remnants, which were overwritten either by system processes or on the necessary processes to
handle startup. In addition, we noticed that an attacker with 0.5 GB of memory was never able to
successfully find a copy of previous data. Part of this comes from the fact that Linux typically
needs 1 GB of data to function efficiently. The attacker has to launch a few processes before it’s
able to create a memory copy, and with 0.5 GB of space to work with, the previous data
consistently got overwritten. Once we increased the victim size to 1 GB, we had a chance of
finding usable data. For this size, an attacker of 2 GB or more had at least a 20% success rate,
which is reasonable given that the system could place the attacker anywhere. When we increased
the victim size to 1.5 GB, the attacker needed to be at least 1 GB in size to have a 30% chance of
success. For a victim of 2 GB or 2.5 GB, we needed an attacker of size 1 GB to have at least a
45% success rate. However, when the attacker was between 1.5 GB and 2.5 GB, there was at
least a 30% success rate for a 1 GB victim.
The most interesting pattern we discovered was that when we found data, it was often in
clusters. We first thought this was an artifact of the way that we were searching for data.
However, when we went to the appropriate sections of the file, we found that the same clusters
existed in the file. These clusters are probably remnants from when the operating system
organized memory into different clusters based on location for efficient access. The fact that the
memory was released and then claimed without losing this cluster pattern makes it significantly
easier for an attacker to skim data. If they determine what the average cluster size is, scanning
once or twice in each cluster would have a high probability of detecting clusters of data that
contain valuable information. This makes it possible to run the scan of memory quicker, which
can be useful to determine whether a virtual machine is successful or to attempt the attack again
on another machine.

5.4 How could this attack be detected?
The advantage of attacking shutdown machines was that there were few ways to detect
the difference between attacker behavior and normal behavior. This is because the attacker’s
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pattern of attack was launching as soon as the victim closes down. A typical user would also
detect that more resources had become available, and launch a new virtual machine as a result,
especially if most of the cloud was already in use. In addition, there is no different in resource
usage between an attacker virtual machine launching and a normal Ubuntu launch in terms of
how memory is used over time. Initially, we noticed that our attacker was causing a rapid spike
in memory usage, but later testing showed that a non-attacker version of Ubuntu had the exact
same behavior. There was also no pattern of trapping as we thought was initially possible, since
memory is directly controlled by the virtual machine. Effectively, there is no way to determine
whether a person is trying to attack a victim by targeting the same machine for shutdown, which
makes this a near-perfect attack.

5.5 Ability to Target Shutdown Virtual Machines
Eucalyptus is designed to allow users to see which machines in their security group are
available, as well as how much computing power each machine has. This offers three
advantages: it’s easy to determine where the attacker was launched, it’s easy to determine where
and when a victim was closed, and it’s easy to confirm that an attacker is located on the same
machine as the victim that has closed recently. First, this makes the process of detecting where
the attacker is physically located easier, as the machine that lost resources that are equal to the
amount of resources the attacker requested for their virtual machine is the physical location of
the attacker. This can show whether the attacker is on the same machine as the victim that
closed, or if it ended up on another machine. With this knowledge, an attacker can try different
strategies to create more accurate targeting that takes advantage of how the individual cloud is
configured for balancing workloads across nodes. Second, it is easy to detect where a potential
victim was located, since shutdown is simple to detect. When a node has an increase in available
CPUs and memory, the attacker can assume that a victim virtual machine has been closed on that
machine. Third, an attacker can easily launch attacks that target physical machines by having
memory and CPU requirements that match that of the machine. For example, if only one
machine had 3 cores available, launching the attacking image with a requirement of 3 cores
would ensure that it was located on the same machine. This can make targeting near perfectly
accurate if none of the other nodes can fit the request because they don't have enough physical
resources.. In this case, it would be guaranteed that the node targeted would launch our attacker.
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On the other hand, the attacker can limit how much memory they requested to ensure that the
memory needs are not higher than the cloud can provide. As we showed, the more memory the
attacker requests, the higher the odds become that it will be able to steal memory from any
victim.
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6. Attacks on Memory Shrunk Victim

Figure 6.1 Memory fragments after a victim is ballooned

6.1 Overview of Attack
An attack on the ballooned victim involved detecting when a victim ballooned, and then
launching an attacker to steal memory that the victim had just released, as shown in Figure 6.1.
The attacker starts up, has the startup script to handle copying memory into a file, and then the
attacker can test to see what data was retrieved. The victim always started out with a size of 2.5
GB of memory, and was shrunk between 0.5 and 2 GB of memory. The attacker would then be
launched with a size between 0.5 and 2.0 GB. In both cases, the increment between sizes was 0.5
GB. We based this attack on the observed memory remnants after ballooning in section 3.1.3

6.2 Design of Attack on Ballooned Victim
In order to attack a cloud, we had to test on a desktop environment that was running
KVM. We had to analyze how to target a virtual machine, when to make a copy of the memory,
and how much modification should be made to the attacking virtual machine image. Balloons are
harder to target, as balloons reduce the amount of memory without freeing up CPUs.
The first decision was how to handle targeting a particular virtual machine for attacking. If the
attack wasn’t targeted, it could end up on a different machine from the victim, which would
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guarantee an attack would fail. The three strategies that we investigated were creating numerous
smaller virtual machines, attempting to determine network topography, and targeting by shaping
our attacker to fit the target machine. The first strategy involved launching numerous smaller
virtual machines and running the same program on all of them, which increases the odds of at
least one of them ending up on the same machine. This has the advantage of not needing any
knowledge of the underlying network. However, this is less effective than attempts to target,
since the balloon only releases memory. That means that the machine has more utilization than
the machine we targeted in section 4, which released both memory and CPUs. The second
strategy involves probing the network topography, and using that to learn how to target. The
attack in Section 2 showed that it’s possible to map out the Amazon EC2 cloud and use that to
target a particular node. This is easy to do with Eucalyptus, and is just as effective for targeting
balloons as for targeting a closed machine. The final strategy is to target the virtual machine to
have an exact fit with the space available on the machine the victim is running on. This method
can be as simple as launching a virtual machine with requirements that can only fit on one node,
or as complex as launching one that’s small enough that the node with the least traffic would run
it in order to keep the work distributed. This is the most effective attack, as it takes advantage of
knowing the largest virtual machine that can be launched on the same space as the victim. This is
important as we found that the more memory we could copy, the more effective we were at
finding user data.
The second decision is when to make a copy of the memory. The memory could be
copied either when the user can directly connect or as part of an automated startup. The
advantage of having the user run a program to make a copy of memory is that it doesn’t require
any changes to the underlying operating system. However, it is harder for a user to make a direct
copy of memories, and some data would be overwritten by the launch process. The other method
is to develop a script that makes a copy of memory, and have it configured to launch with the
normal startup processes that are part of the guest operating system. This has the advantage of
getting direct access to the root memory and accessing memory before other system processes
get a chance to overwrite it. However, this has the disadvantage of making modifications to the
operating system, which isn’t always an available option, and can cause cloud administrators to
ask questions. Our recommendation is to make a copy of the memory on startup, which limits the
amount of information that gets lost.
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The third decision is figuring out how many modifications to make to the attacker
operating system. Modifying the base operating system makes it easier to gain access to memory.
For example, enabling access to /dev/mem on Ubuntu, which is what we did for our testing,
means the attacker can make a direct copy of the system’s DRAM. However, if cloud provider
only allows certain images, or checks the properties of the operating systems being loaded on
their cloud, it can cause problems. Our recommendation is to make a few modifications, but keep
it close to a normal Ubuntu installation. This can mimic customization that users make to make
their Ubuntu more effective for them.
Our configuration involved running on a reducing the cloud size to only one node, to
guarantee placement. We elected not to deal with targeting, as this has already been addressed in
a number of papers. We also made two changes to our copy of Ubuntu, allowing access to
/dev/mem and having a startup script which would make a copy of the contents of /dev/mem.
This gave us the cleanest copy of memory remnants before other processes touched them. When
we checked the pattern of trapping and memory usage, it was similar to a normal system and
would be hard to detect without analyzing the source code.

6.3 Results of Attack on Ballooned Victim
Attacker turned on after Victim was shrunk
0.5 GB 1 GB
1.5 GB Victim
0.5 GB
0.00% 0.00% 0.00%
1 GB
50.00% 52.00% 59.00%
1.5 GB 65.00% 72.00% 80.00%
2 GB
85.00% 90.00% 95.00%
Attacker
Table 6.1 Success in detecting memory fragments from a ballooned victim

We ran our attack and were successful when the attacker had at least 1 GB of memory, as
shown in Table 6.1. This is because of the same startup processes that caused the attacks to fail
on a 0.5 GB, which ended up overwriting the memory that was needed for espionage. However,
when we ran the test on a larger memory, we had at least a 50% chance of achieving success.
When there was a shrink of 1.5 GB and the attacker had a 2 GB memory footprint, the attack had
a 95% success rate. The remaining misses were most likely caused by having system processes
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overwrite data, as well as the loss of information caused by overwriting when the attacker started
up. Regardless, this attack was successful the majority of times, which makes it very effective.

6.4 Can This Attack be Detected?
This attack would be slightly harder to hide than the attack on a shutdown machine, as
the most effective method of attack is targeting the machine where a balloon occured. If an
administrator kept records of when new virtual machines were launched, and correlated them
with the resources available on machines that had balloons, they might be able to find a pattern
of attacks. However, this could potentially block user traffic, since legitimate users would shape
their requests to take advantage of the resources that are available for their specific needs. In
addition, the startup looks the same as a standard Ubuntu operating system, so there is no way to
detect the attack based on startup behavior. This is made even easier by the fact that KVM passes
the handling of memory to the virtual machine, so there is no pattern of trapping that the host
sees that would indicate an attacker.

6.5 Ability to Target Ballooned Shutdown Machines
The weakness of ballooning based attacks was that it relied on accurate detection of when a
balloon had been inflated on a victim. The Eucalyptus cloud is designed to show users what
resources are available. We can use this information to determine where a balloon was created,
as the memory on that machine would increase without an increase in other resources such as
CPUs. In addition, we can use this knowledge of system resources to determine where our
attacker landed, which determines if it was successful in stage one. If after the attacker was
launched, the machine where a victim was ballooned had fewer resources, the attack was
successfully collated and has a high chance of success. Finally, we can target our victim machine
by having the hardware requirements of our attacker match the available resources of the
victim’s old node. For example, if only the victim node has 1.5 GB memory slots available,
launching a VM with 1.5 GB of memory would ensure that our attacker was on the same system.
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6.6 Limitations of Ballooning attacks
There is a major limitation to our attack, in that it cannot target all possible ballooned
victims. For example, if a victim was utilizing all of the cores on a node, even with the released
memory, the node couldn’t be targeted. There are no cores available for usage, so new virtual
machines wouldn’t be launched on the same machine.
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7. Analysis of Possible Defenses
7.1 Overview of Defenses
After finding the flaws with memory leaks, we established that there were five potential
ways to prevent memory from leaking, which have different levels of effectiveness. The first
method is to dedicate a physical machine to each different company or user group. The second
method is through virtual machines that clean their memory on close, which can be provided by
either the guest or the cloud provider. The third method is to clean the memory when a virtual
machine is finished running. The fourth method is to clean the memory before a new virtual
machine starts up. The last method is to keep a certain amount of memory clean and ready to be
used to start new machines. We analyzed our solutions for effectiveness based on the following
categories:
1. Protect user data- The minimum for an effective defense, ensuring that cloud users aren't
vulnerable to theft by other users.
2. Protect system data- Ensures that the attacker can't gain system data which could be used
to compromise the node, which would leave the system vulnerable.
3. Protects against insider threat-Ensures that other users who can access the host node are
not able to spy on cloud users
4. Startup speed-How fast a new virtual machine can be launched once the old one is
finished running, compared to a baseline of normal operations.
5. Complexity-How challenging the changes are to implement, as highly complex defenses
can end up causing more problems
6. Efficiency-How much the defense increases the usage of cloud resources such as memory
and power.
After analysis, we found that there were few defenses that could successfully protect
against insider threat. However, every defense we found was able to protect user data from
outside threats, which were the primary focus of our research. In addition, we found that even the
slowest protection method was able to work within ten seconds for a large virtual machine. We
show the results of our analysis in Table 7.1.
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Physical Secured
Isolation VM

Clean on
Close

Clean
Pool

Clean on
startup

Protects User data
Protects System
Memory
Secure from Insider
Threat

Yes

Yes

Yes

Yes

Yes

No

No

No

Yes

Yes

No

Yes/Maybe Maybe

No

No

Startup speed

Fast

Fast

Fast

Medium

Slow

Complexity

Low

Medium

Low

High

Low

Efficient

No

Yes

Yes

No

Yes

Table 7.1 Advantages and disadvantages of memory protection defenses

7.2 Physical Isolation
The most basic way to ensure data security was by configuring the security groups so that
two user groups could never access the same physical machine. This method does prevent user
data from being stolen by other groups, but it fails to protect system memory from espionage. In
addition, it offers no protection against insiders from spying on users. There is a speed increase
for this method, as the data never needs to be cleaned. Software wise, this is a low complexity
defense, as the code is already there to support groups. However, there is a significant increase in
work for cloud administrators, who would need to dynamically change groups and clean memory
to meet specialized needs. For example, if one user group was only allocated 32-bit machines,
and they needed to work on 64-bit machines, the administrator would have to change ownership
of a 64-bit machine, and then ensure that the memory was cleaned. Finally, the method is
completely inefficient, as resources are highly likely to be underutilized. For example, when one
user group is on a physical machine, no other user group can use that machine. If one user is only
taking up 5% of the available resources, the other 95% are unavailable for other users. Although
this could be okay with a network of smaller machines, most modern servers have large amounts
of computing resources. This method ends up significantly removing the elasticity from the
Eucalyptus cloud, and is not recommended for all but the most careful of users.
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7.3 Secured Virtual Machines
The second defense that didn’t involve changing the underlying cloud was creating
secured virtual machines. In this method, either the cloud provider or the user is responsible for
ensuring that memory is completely cleaned as part of the virtual machine’s close. If the user is
responsible, they have to modify the operating system they want hosted to ensure that it cannot
leak memory. If the cloud provider is ensuring secured virtual machines, it is their responsibility
to ensure that none of the images can leak memory. As long as a virtual machine is closed
correctly, it is safe from other users spying. However, if a user has to force the virtual machine
closed, the memory wouldn’t be cleaned and the system would be vulnerable. In addition, this
method doesn’t protect system data, since the cleanup occurs on the user’s system, not on the
host system. As long as the guest provides the virtual machine, and checks against the checksum
for unexpected modification, this method is the only one to successfully protect against insider
espionage. However, if the cloud administrator is responsible for providing the virtual machine,
the trusted insider can simply switch a standard operating system for the one with secured
memory, leaving users vulnerable to attack. For the cloud provider, this method is the fastest, as
it uses resources owned and paid for by the user. The major downside of this method is that it
does rely on being able to modify the operating system correctly, which can be challenging or
impossible depending on how open-source the system is. For the cloud provider, this is the most
efficient method, as resources utilized are charged to the user. However, given that this method
cannot guarantee success if a virtual machine doesn’t close correctly, and it doesn’t work for all
operating systems, this method has major flaws.

43

7.4 Cleaning Memory on Release

Figure 7.1 Cleaning memory when virtual machines close

The first programming-based model we chose to analyze was having the memory cleaned
as soon as the virtual machine closed down or memory was freed using ballooning, as shown in
Figure 7.1. This model protects user data from being accessed, although it fails to protect system
data. Of the models we examined, it is the only one which is possible safeguarded against insider
threat. The problem with this assumption is that the administrator can change the code without
notifying the user, so this is not guaranteed. In addition, this model was the second fastest
startup. Since the memory is cleaned immediately upon closing, there are no delays associated
with starting a virtual machine from available memory.. The complexity of cleaning the memory
was changes to a few lines using realloc and free for closing. For the balloon, it means ensuring
that the balloon cleans the section of memory that it claims from the virtual machine. This
method was highly efficient, as it only took a slight increase in computation to ensure that there
was no leakage. This method would be recommended if the user wanted guarantees that a
computer which was being used for non-cloud purposes was safe from insider threat. In addition,
if the system processes are non-critical or encrypted, this defense is also effective.
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7.5 Clean Pool

Figure 7.2 Maintaining a clean pool of memory

The second programming-based model was to create a pool of reserved memory that
would function similarly to the virtual machine balloon driver, as shown in Figure 7.2. When
memory was available, it would be put into reserved space that couldn't be used until KVM
requested memory for a new virtual machine. When KVM requested memory, it would be
transferred from the pool into the new machine using realloc. This method protected both the
user and system memory from being attacked, as the pool was separated from system processes
and erased. It wasn't protected from insider threat, as an insider could have the memory copied
before it entered the pool. This method is reasonably fast, as dedicating memory to a pool takes
longer than simply cleaning it, but then the memory is available for quick transfer. The
complexity of such a defense is high, as it takes a great deal of coding with knowledge of
running at different privilege levels to ensure the pool wouldn't be pre-empted. This could
somewhat be mitigated by using a modified version of the balloon driver that was being used on
guest machines, as this has already been tested for defects. In addition, this method is highly
inefficient in terms of system utilization. As long as the pool is active, the memory cannot be
used for other system processes, which can slow administrative tasks. In addition, since the
memory is being continuously accessed, there is an increased power usage over a system where
unused memory is left [37]. This means that the cost to maintain the cloud is increased, and the
users would end up paying more as a result.
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7.6 Clean on Startup

Figure 7.3 Cleaning memory when virtual machine is launched

The third programming-based model we chose to analyze would be cleaning the memory
right before the virtual machine started up, as shown in Figure 7. This ensures that both user and
system data are protected, since the memory is erased before other virtual machines see it.
However, this doesn't protect the users from insider threats, since the memory is still left intact
on the system before being cleaned on transfer. However, this has the slowest startup speed,
since the memory cleaning occurs as part of the startup process, instead of being handled during
shutdown or as a normal system process. However, this is the simplest of the programming
defenses, as it only requires that the developer reconfigure the existing malloc call into calloc,
which automatically cleans out memory before assigning it. This solves the problem for both the
balloon and the close attack. This is safe to use on a dedicated and multiple usage machine, as
both system and virtual machine memory would be cleaned before usage by potential attackers.

7.7 Recommendation
Our recommendation is that the best defense for most Eucalyptus cloud users is that they
implement the clean on start method of data protection. This method ensured that both user and
system memory was protected from being stolen. The second category is important on an
Eucalyptus cluster, since they're designed to be used as part of research. Since the underlying
servers may be used for multiple teams, having people able to access the system data could lead
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to teams spying on eachother. In addition, we tested to determine how much of a time difference
there was between malloc and calloc. We ran 10 tests to malloc and calloc different amounts of
data. We ran between 0.5 GB and 2.5 GB, with the same increment of 2.5 we used in our
experiment. Even for a 2.5 GB test, the time difference was 8.66 seconds, as shown in Table 7.2.
In addition, we tested to determine how long it took to launch virtual machines of different sizes,
and the results are shown in Table 7.3. We launched a basic image of Ubuntu with between 0.5
GB to 2.5 GB of memory, an increment of 10 tests, and one core. We found that the average time
came out to be about 60 seconds, and that there wasn’t any significant difference between
allocating different amount of memory. Given that we knew that malloc takes about the same
time for any size of memory, the delay was caused by communication between the node
controller and host about the different sizes of virtual machines. With this information, an
additional few seconds wouldn’t be a major problem, as it represents a 15% increase in time to
guarantee security.

Size
0.5 GB
1 GB
1.5 GB
2 GB
2.5 GB

Malloc

Calloc
0

1.67

0

3

0

4.5

0

6.33

0

8.66

Table 7.2 Average time to allocate memory with malloc and calloc

Size
0.5 GB
1 GB
1.5 GB
2 GB
2.5 GB

Launch Time
58
59
60
60
60

Table 7.3 Average time to launch instances in Eucalyptus
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As a result of this research, we plan to propose a change to KVM that uses calloc instead
of malloc to handle memory utilization. The only downside to implementing this change is that it
would negatively affect the significant number of users who utilize KVM for individual usage,
instead of on a cloud environment. For those users, this change represents a significant increase
in the time to launch a new virtual machine. When we ran tests on launching KVM in a desktop
environment, we found that it took only around 30 seconds. In this scenario, 8.66 seconds would
double the time to launch, without providing any tangible security benefit. Users already have
access to their own data, so they have little motivation to spy on themselves. One of the
potential solutions is to have two versions of KVM available for installation. One would be for
individual users, who would prefer efficiency over the unnecessary security additions. The
second would be releasing a version that was safe for servers, which protects users from
espionage. This wouldn't pose a significant challenge, as there is only one line that needs to be
changed between the two versions of KVM.
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8. Conclusions and Future Work
The three major challenges of ensuring cloud security are confidentiality, integrity, and
availability. We chose to focus on discovering whether the use of KVM to provide hypervisor
support would compromise the confidentiality requirement of the Eucalyptus cloud. We did this
by testing to determine if memory was leaked to the host machine when a virtual machine was
running, when it closed, or when it was ballooned. Based on this, we devised a series of tests that
would allow a virtual machine to steal memory.
From our initial testing, we found that memory was released to the host in two possible
scenarios. The first case was where the victim virtual machine closed, and then a new attacker
virtual machine was launched on the same machine. The second case was where the victim
virtual machine had decreased memory from ballooning, then a new attacker started on the same
machine. In both cases, when the attacker had 1 GB or more of memory, it was able to gain
valuable information from the victim, including what data was running. This meant that it is
possible for a smaller virtual machine to gain information, without needing to significantly invest
in resource space.
We also analyzed several ways to target our attacker to be undetected and reliably located
on the same machine as the virtual machine we wanted to target. In order to reduce the odds of
detection, we only made minimal changes to our attacking virtual machine, which were that it
allowed access to /dev/mem and that it would make a copy of memory on startup. Since KVM
allows the guest virtual machine to handle memory, this wouldn't be detected by the hypervisor
or host machine. In addition, we modified a version of Ubuntu to handle this task, since many
users create their own customized versions. Effectively, the only way to detect our attacker
virtual machine would be to do a source code analysis. In addition, we found that reliably
targeting nodes varied based on which form of memory release happened. In the scenario where
the victim closed, the attacker would be more successful in launching several mid-sized virtual
machine instances, as this would spread them out and get information from different nodes. In
the scenario where the victim lost memory to ballooning, shaping the virtual machine to fit
perfectly on the same node as the victim would be more effective. This is because on such a
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machine, the node has an increased amount of memory, but not necessarily an increased amount
of CPUs or other resources.
After we found a number of flaws, we found five potential defenses that could solve the
problem. These were isolation based on security groups, user-based cleaning, cleaning memory
on close, cleaning it before a virtual machine started up, and keeping a pool of cleaned memory
available. In the first defense, the administrator ensures that no set of competing users can be on
the same physical machine, but it causes cloud resources to be significantly underutilized.
Having the user ensure that memory was cleaned before close was free for the cloud, but it was
unreliable and not all operating systems would handle this cleanup. Cleaning memory on close
has the advantage of being fastest to make the memory available, but it has the issue of leaving
the host system's information vulnerable.. Keeping a pool of cleaned memory was able to meet
the requirements, but it decreased the usability of the server and increased power consumption.
We selected cleaning memory on startup because it offered complete protection without
increasing power cost or limiting the system's ability to do other work.
One of the potential ways to expand on this research is to test and see if this same flaw
could be expanded to XEN, VMware, or other hypervisors. I chose to test this on KVM, since it
was developed specifically to work with Ubuntu systems, which is what the Ubuntu Eucalyptus
Cloud was developed to work on. In addition, Eucalyptus is set to use KVM by default, so the
majority of users would end up relying on KVM for the hypervisor aspect of their cloud.
A second experiment that leverages the success of this experiment is testing to determine
how much memory remains behind and how much of a half-life it has. This data would be
crucial for developing a more advanced defensive strategy that would only clear data if there was
a high threat of memory being retained. For example, if after an hour or two, the DRAM was
almost always by normal system processes, there would be no need to clear the DRAM before
starting up a new virtual machine.
A third experiment would be testing to see how much data was left for different operating
systems. For example, what would happen if the shutdown attack was run on Tiny Core Linux or
another system that has a smaller memory footprint? In addition, if the attack would work on
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Windows or Mac, the vulnerability is a major flaw that might be worth fixing for both server and
desktop version of KVM.
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