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Abstract
Context is a difficult concept to define, model, and represent. Geography and history
offer unique perspectives on the notion of context, a context defined in this research as
geo-historical context, or GHC. GHC creates a contextual setting based on the
interconnectedness of phenomena, events, and place across multiple spatial and temporal
scales that allow situations to be reasoned with, often through visual representations such
as maps. Although GHC is important for understanding the circumstances of situations,
three main challenges exist to modeling and producing GHC. First, no formal approach
for modeling or reasoning with GHC exists. Second, in an application domain such as
crisis management, GHC for a given situation does not exist in an isolated state. Rather,
GHC is tightly coupled to and shaped by the tasks and goals of collaborative actors that
need to contextualize a situation from a geo-historical perspective. Third, information
that can potentially contextualize situations from geographical and historical perspectives
is vast and heterogeneous.
These challenges are explored in this research. Specifically, the research presents
(a) a model of GHC, (b) a proof-of-concept visual analytics system applied to geographic
information (geovisual analytics) designed to represent and produce GHC in
collaborative crisis management situations, and (c) computational evaluations and user
studies on the effectiveness of the GHC model and the proof-of-concept geovisual
analytic system.
User studies for this research were conducted with experts from Penn State’s
Geographic Visualization Science, Technology, and Applications Center (GeoVISTA)
and the United Nations (UN) ReliefWeb office. Results of this research show the
theoretical viability of GHC for informing the development of tools and tasks designed to
aid situational reasoning through the production of GHC. Additionally, evaluations of the
geovisual analytic system demonstrate that the system is a viable proof-of-concept for
producing GHC in social settings and with further research and development, a system
that can specifically be applied for use in the humanitarian information management
domain.
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CHAPTER 1- Introduction 1
1.1 Introduction
1.1.1 Executive Summary
Context is an important concept for understanding the world. For example, when a
situation such as a crisis occurs, a common question is “what is the context,” such as
where the crisis is occurring and what events have transpired. Although a ubiquitous
concept, context is a difficult term to define and operationalize. Typically, it is thought of
as a type of setting that gives meaning and describes the situation and circumstances of
an entity (Dey, 2001). Geographical and historical inquiry offer unique and implicit
perspective on context through the study of the interconnectedness of phenomena, events,
and place across multiple spatial and temporal scales through which the circumstances of
situations can be understood. This dissertation examines a fusion of these two
epistemological perspectives, defined by this dissertation as Geo-historical context
(hereafter GHC). In order to operationalize GHC, it must represented and produced –
aspects of GHC examined in this dissertation. Finally, given the importance of GHC for
understanding the world, this dissertation evaluates the practical use of GHC in crisis
management tasks with a focus on humanitarian crises.
1.1.2 Research Overview
The following is an overview of the research presented in this dissertation that examines
the aspects of GHC discussed in section 1.1.1. This dissertation proposes a model of
GHC. The general term “model” is used this research in the sense that the term is used in
the information science domain where models are used to represent semantics, concepts,
and data structures and relationships (Longley et al., 2005). For this research, concepts
related to the idea of GHC are modeled to represent GHC. The GHC model serves two
purposes. First, it provides a formalized representation of human geographic and
historical contextual reasoning processes that filter and constrain information and create
1
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relevant geo-historical meaning for a situation. Second, the GHC model provides a
framework to support human analytical reasoning through: (1) visual interfaces to nonvisual data retrieval processes, and (2) automated reasoning that utilizes (a) stored
knowledge and (b) computational processes to structure information that may be of
relevance for producing GHC.
The approach developed here for producing GHC is divided into two stages. The
first stage is a computational stage where information that can potentially represent GHC
is retrieved and rated on relevancy to the situation at hand. The second stage is a human
stage where computationally acquired and pre-processed information is then reasoned
with by a human to contextualize a situation of interest. For example, when a question
about the context of a crisis is asked, the GHC for the crisis may be produced by
retrieving maps and news articles about the crisis using a search engine and then rating
relevancy of the information obtained.
GHC information structured by the model is represented through visual artifacts
and interfaces within a collaborative Geovisual Analytic system and serves two roles to
help users. The first is that GHC information is used to understand and reason about a
situation of interest utilizing broader information relevant to a situation (e.g., an analyst
examining maps and text documents about a crisis situation). Second, it provides a
geographic-social context within which collaborators operate (e.g., decision makers
reviewing the contents of shared map to in order to make a funding decision). A problem
domain of context analysis in humanitarian crisis management activities is used to
develop a test case for validating the model and the practicality of the proposed
collaborative Geovisual Analytic system for use in real-world settings.
1.1.3 Problem Domain
Disasters such as Hurricane Katrina, the 2008 Sichuan earthquake, and the ongoing
humanitarian crisis in the Darfur region of the Sudan demonstrate how crisis management
is becoming a complex process involving situation assessment and asynchronous
collaboration through teams composed of organizationally heterogeneous, geographically
dispersed individuals operating through shared, online workspaces. Crisis management is
interpreted here to include activity related to all phases of the disaster cycle, thus to
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include preparation, response, recovery, and mitigation (Federal Emergency Management
Agency (FEMA), 2006). Situation assessment is relevant to all stages of a crisis. GHC
plays an important role in situation assessment tasks by structuring collaborative actors
reasoning with present situations through the geographical and historical perspectives of
past situations. Furthermore, comparing anticipated future situations with precedent
geographical and historical situations can aid in predicting potential future states of
situations.
Information to produce GHC that can support crisis management tasks often relies
on human abilities to reason about the contextual relevancy of information derived over
long time spans. Often, knowledge and awareness of past associations are critical to how
situations in the present are understood (Cole and Engeström, 1993). Thus, developing
information that can contextualize situations from geographical and historical
perspectives depends upon recognizing links across information fragments derived over
long time spans.
Lack of effective geo-historical context derived from sources such as news
reports, geographic maps, group and team activity information, and time series records of
activities and events is a recurring problem in crisis management (see Waterman (2005)
and Committee On Homeland Security And Governmental Affairs (2006) for examples
of how lack of context affected the response to hurricane Katrina in 2005). In particular,
little research has been done on how text-based, open-source information channels, such
as online news media, can be used to contextualize crisis situations from
geographical/historical perspectives (see Mubareka et al. (2005) for an example from
Iraq). In time sensitive crisis management situations, contextual awareness needs to be
automatic - “no one has time to read newspapers, they need the full context surrounding
that situation in an integrated process” (Turoff et al., 2004:7).
The following sub-sections provide background details on the research that was
conducted, the specific research goals and objectives, and an overview of the application
case study that was utilized for this research.
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1.1.4 Modeling Context
The complex nature of GHC requires formalization in order to impose structure on the
seemingly limitless and interconnected parameters to make practical use of GHC. This
dissertation presents an information model of GHC. An information model is “a
representation of concepts, relationships, constraints, rules, and operations to specify data
semantics for a chosen domain of discourse” (Lee, 1999:1). Conceptually, the GHC
model matches this definition in practical terms, as (a) the GHC model is used to
structure and operate on specific information artifacts (maps, documents etc.) that are (b)
assembled, processed, related to one another and interpreted in order to produce and
represent GHC, which in turn, (c) allows situations to be understood and reasoned with
by humans.
In terms of relating the GHC model to the ideas of conceptual, logical, and
implementation models used in the computer science database research and development
domain, the GHC model is closest to the idea of a conceptual model. The reason for this
is that the GHC model is based on three high-level concepts (or sub-models) that are
related to one another- conceptual, historical, and geographic. Relationships between
concepts within each sub-model and across sub-models are formally represented.
Syntactically, the GHC model is formally represented in OWL-DL. The GHC
model is theoretically motivated by perspectives of context from the knowledge
representation and reasoning literature where context is situated as a reasoning and
interpretation mechanism through the constraining and filtering of data, information, or
knowledge being considered in an activity (Brezillon, 1999a, Giunchiglia and Bouquet,
1997).
1.1.5 Context Information
Information that can be used to produce GHC is vast and heterogeneous. Traditionally,
within the discipline of Geography, geographic maps (both modern and historical) and
databases have been used to contextualize situations from geo-historical perspectives
(Knowles, 2002). Non-traditional information sources that range from email and text
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messages to camera-enabled cell phone pictures and online news reports may also be
potentially relevant information sources to produce GHC. Therefore, the problem with
producing geo-historical context is not a lack information, but rather, how potential
contextual information is deemed relevant and made available, presented, and accepted
by those who need it to meet the task at hand (Tomaszewski et al., 2007a).
Geographic information inputs for producing GHC can be generalized into two
categories that are equally important for producing GHC– explicit (coordinate-based) and
implicit (non-coordinate-based). Any comprehensive approach to producing GHC must
start with explicit geographic information such as pre-existing maps and others forms of
geographic information such as satellite imagery.
The use of explicit geographic information to provide the context for situation
assessment and decision making has been addressed in several application domains, most
notably to this dissertation, crisis management. There has been a large body of research
on geographic information fusion and related work on interoperability that is making it
increasingly possible to integrate explicit geographic information from many sources
(Cestnik and Rocha, 2004, Careem et al., 2007).
“Context” has not been discussed directly by most authors in these domains. The
focus in these domains has been on the fusion of explicit geographic information which
has resulted in methods and tools that support integrating diverse forms of explicit
geographic information to provide a base for both individual and group work.
For example, Nourbakhsh et. al. (2006) discuss the fusion of various forms of satellite
imagery over time to support situation assessment tasks during the response to Hurricane
Katrina in 2005. Pezanowski et. al. (2007) discuss the fusion of Web Map Services
(WMS) Layers with Google Earth to provide geo-analysis functionality for situation
assessment tasks as a means to support emergency response tasks. The VISTA system
developed by the US State Department’s Humanitarian Information Unit (HIU) combines
explicit geographic, temporal, and numeric information in order to obtain a “vista” or
view of a given humanitarian crisis (King, 2006). Furthermore, there is a series of
international conferences devoted to examining information fusion and GIS (Popovich et
al., 2007). Work that has explicitly considered context and explicit information fusion for
crisis management has focused on incorporating domain knowledge from ontologies and
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geographic information to support decision making (Smirnov et al., 2006, Smirnov et al.,
2007).
At a technical level, the use of explicit geographic information to produce a
(geographic) context has been referred to specifically as “context” in the Open Geospatial
Consortium’s (OGC) Web Map Context Document Specification. The Web Map Context
Document Specification “states how a specific grouping of one or more maps from one or
more map servers can be described in a portable, platform-independent format for storage
in a repository or for transmission between clients. This description is known as a "Web
Map Context Document," or simply a "Context."” (Open Geospatial Consortium,
2005:viii). Thus “context”, as described by the OGC, is produced from an aggregation of
various technological resources such as map layers, descriptions of those layers, and the
servers where the map layers come from. An OGC context is represented using the Web
Map Context Document, which is an XML-based structure that describes the
aggregations, and is self-contained and portable across map clients. An OGC context is
complementary to the idea of GHC promoted in this research as both use interconnected
parameters to represent context. An OGC context is a single, snap-shot configuration of
context parameters, whereas GHC is a more flexible structure designed to support
multiple perspectives on context through context parameters.
In contrast to the substantial efforts to address the challenges of integrating
explicit geographic information, much less attention has been paid to use the use of
implicit geographic information for the production of GHC. Implicit geographic
information refers to references to place in datasets, documents, and other artifacts that
are not coordinate-based or directly linked to coordinate systems; implicit geographic
information comes in many forms such as place names and street addresses (Leidner,
2006).
Text documents provide one primary source of implicit geographic information
that can be used to produce geo-historical context. Extracting geographic references from
text, however, is particularly challenging and is itself the focus of considerable research
cf. (Jones et al., 2002). Examples of implicit geographic and thematic references that can
be extracted (potentially) from text documents are keywords and references to locations
of towns, cities, or countries; these can be combined with the largely numerical and
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structured information found in geospatial databases in order to interpret the implicit
information (Purves and Jones, 2006).
This dissertation focuses on the production of GHC from implicit geographic
information (i.e. not readily accessible or viewable on a map, or location references in
text format). In particular, this dissertation examines how GHC could be produced from
these sources via computationally-based geographic information retrieval (GIR) and
automated reasoning methods that combine implicit geographical information from past
and present text documents with explicit geographic information contained in existing
maps, geographic databases and formal knowledge structures in order to aid human
interpretation and reasoning about the contextual relevancy of implicit information.
The purpose for utilizing implicit information for producing GHC is two-fold.
First, a large portion of geographic information relevant to GHC is available only in text
sources. For example, FEMA situation reports 2 typically contain few or no maps but
make references to numerous locations. Second, explicit geographic information
contained in maps and databases emphasize the what, where, and sometimes when about
a situation but not necessarily how and why. Implicit geographical information can
contextualize situations in terms of which locations were involved over time and how
locations may have been interconnected when situation maps are not available, or when
existing explicit geographic sources provide only part of the story and need to be
supplemented with extracted information. Ideally, a fusion of explicit and implicit
information sources can lead to a comprehensive approach for producing GHC.
1.1.6 Producing GHC
Geovisual Analytics offers a new scientific framework for utilizing implicit geospatial
references as a means to produce geo-historical context. In a Geovisual Analytics
framework, human analytical reasoning is meant to be supported by combining human
vision and cognition with computer-based visualization and computational tools and
interfaces that support flexible connections to relevant data and supporting knowledge
(Thomas and Cook, 2005). Therefore, the goal of systems designed within the Geovisual
Analytics paradigm is to aid user analytical reasoning processes that explain evidence and
2
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are used to make evidence-based decisions, particularly when potentially relevant
evidence is unstructured and scattered across differing data formats.
In this dissertation, Geovisual Analytics approaches are used to support the
production of GHC to help users explain and understand heterogeneous information that
may be contextually relevant. The process of producing GHC in turn, also served as an
input to the use of Geovisual Analytics in support of a range of applied activities such as
humanitarian crisis management.
As a point of term clarification before proceeding, context analysis and situation
assessment are used in the literature by different disciplines to mean essentially the same
thing, and are utilized interchangeably in this dissertation. In general, this dissertation
uses both terms to refer to a process of acquiring information on the state of the
environment such that a state of knowledge is obtained that may in turn be applied to
decision or sense making. Context analysis is the label used most commonly in business
domains where the context in which a business is operating is analyzed in order to
develop strategic action plans for a business (Ward and Griffiths, 1996). Context analysis
is also a term used in the crisis management domain when referring to the issue of how to
finance mitigation and recovery from a crisis, as will be discussed in section 1.2.4.
Situation assessment is often discussed in crisis management and military literature as a
precursor to situation awareness, or a state of understanding of the environment (Endsley,
1995).
1.1.7 GHC and Social Context
GHC for a given situation does not exist in an isolated state. Rather, GHC and the
information used to represent it are tightly aligned with and shaped by the tasks and goals
of collaborative actors who need to make decisions and solve problems. Conceptually,
the decision making processes that utilize GHC in the current research are based on the
ideas of the rational planning model (RPM) (Luzzi, 2001). The RPM models the process
by which the situation of a problem is defined, scoped and assessed, solutions generated
and analyzed, and alternatives evaluated, selected and implemented. Figure 1 graphically
illustrates the work flow, from a users perspective, in which a problem is contextualized
as part of a broader decision making process.
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Figure 1: The user’s work flow of contextualizing problems.

GHC, as investigated in the dissertation, is related to the problem situation assessment
stage of RPM. Understanding the situation, scope and nature of a problem is important
component of the use of GHC by users in the application domain investigated in this
research. More specifically, this research translates RPM ideas into an applied use of
GHC; this instantiation of the model in support of GHC is demonstrated through an
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application within the first stage of decision making processes that are part of the
Consolidate Appeals Process (discussed in section 1.2.4) and called “context analysis.”
Related to the use of context information to facilitate decision making processes,
this research situates computationally derived and other GHC information within a
broader information framework that provides the geographic context in which
collaborators operate; an idea based on MacEachren’s (2005) third use of visual artifacts
and interfaces to support group work. For this research, the geographic context is the
basis for situation assessment tasks. Situation assessment is a process where information
on the state of the environment is reasoned with in order to achieve a level of situation
awareness such that informed decision making can occur (Endsley, 1995). As the process
of making decisions is situated in this dissertation as a collaborative effort, this
dissertation also partly examines how the production and use of GHC as a means to
understand situations also provides the geographic-social context that facilitates
geocollaboration – or collaborative processes that are conducted and mediated through
geospatial information and knowledge (MacEachren et al., 2005). A particular emphasis
is placed on how the production of GHC provides the geographic-social context within
and in support of different time, different place (or asynchronous) geocollaborative work
activity.
Figure 2 is a high-level model of the entire process of how GHC is produced
within a geographic-social context.
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Figure 2: The overall process by which GHC is produced.

In Figure 2, the outer most portion of the diagram represents goals and tasks that
collaborative actors need to address to assess the situation of a problem as per the first
step of the RPM. The process of addressing tasks and goals creates the geographic-social
context (the 1st ring in Figure 2) in which actors collaborate. The actors use visual
artifacts and interfaces (the 2nd ring in Figure 2) within the geographic-social context to
keep aware of each others’ activities, real world events, and use various tools and
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processes with various information sources to produce GHC. GHC, in turn is structured
based on the GHC model (the 3rd and inner most ring in Figure 2).
1.2 Research Goals, Objectives, Methods, and Significance
1.2.1 Research Goals and Objectives
This work examines how GHC can be modeled, produced from heterogeneous
information through geovisual analytic strategies, and used to support situation
assessment in geocollaborative crisis management situations. The goals to advance this
work were three-fold:

1) Develop a model of GHC that accounts for geographical, historical, and conceptual
dimensions of GHC.
Two objectives are addressed in relation to this goal:
(1a) Context in general acts as a filter to human reasoning processes by providing the
constraints on meaning and interpretations for a given task, and ultimately is used to
present the essential and minimal information needed for tasks through constraint of
relevant information (Brezillon, 1999a). The model must meet the objective of supporting
automated and human reasoning in order to determine the contextual relevancy of
information.
(1b) As discussed in sections 1.1.1 and 1.1.4, the geographical, historical, and conceptual
intersections of past events and places inherently shape our actions, understanding and
reasoning with present situations. The model must therefore support the use of
geographical, historical, and conceptual information to support these processes.

2) Implement a proof-of-concept, online, geocollaborative, geovisual analytic
environment that is designed to support the production of geographical and historical
context, as developed conceptually and modeled by goal 1 activity, from implicit
sources for use in context analysis and situation assessment activities in
humanitarian crisis management.
Two measurable objectives are addressed in relation to this goal:
12

(2a) Enable production of GHC to support answering strategic level questions. In
complex humanitarian crises, information needs can be categorized as (1) situational, or
the conditions on the ground, (2) operational, or information needed to implement
programs, (3) background, including, but not limited to, information on the unique
history or geography of an affected country, and (4) analysis, or the interpretation of
information in context and related to thematic information to evaluate items such as
future policy recommendations (King, 2005). Developing a system to meet all of these
information needs is well beyond the scope of a single dissertation. This dissertation
therefore examines select information needs from select categories. The information
needs focused on were closely related to the notion of GHC defined in goal one and can
exploit the geovisual analytical capabilities developed by this dissertation to overcome
information gaps, overload and incompleteness. More specifically, the geovisual analytic
environment developed through goal two need to be capable of contextualizing situations
to support a problem scoping, definition, and assessment, as per the first stage of the
decision making model discussed in section 1.1.7.
(2b) Provide visual representation of the geographic-social context of
asynchronous group work. Information compiled to produce geo-historical context also
provides a geographic-social context within which situation assessment occurs as part of
the first stage of a decision making process relative to a given problem or task at hand
(MacEachren, 2005). The geocollaborative capabilities of the geovisual analytic
environment developed through goal two should provide visual representation of the
geographic-social context.
3) Evaluate the proof-of-concept system developed under goal two with user studies and
computational evaluations to generate input for moving the proof-of-concept system
toward a potential deployable system.
Evaluation of the proof-of-concept system will emphasize the potential of the approach to
support humanitarian situation assessment and context analysis.
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1.2.2 Methodology
Methods to achieve goal one start with the development of a general theory to explain the
nature and conceptual structure of context in general, and GHC specifically. As shown in
Figure 2, the GHC model is composed of three sub-models – a geographic, historic, and
concept model. The sub-model approach is motivated, in part, by the ideas of local model
semantics, or the modeling of contextual reasoning based on local yet compatible
perspectives that account for different descriptions of the world with different details
(Bouquet et al., 2001, Ghidini and Giunchiglia, 2001). From a GIScience perspective, the
GHC model is also influenced by space, time, object models such as the triad model
(Peuquet, 1994) and the pyramid model (Mennis et al., 2000). It is the combination and
sum of relationships of specific data instances within and between each of the sub-models
that ultimately produces a GHC that can support a given task.
The GHC model is encoded in OWL-DL 3 syntax which allows the GHC model to
use automated reasoning procedures which are discussed in Chapter two.
Methods to achieve goal two center on the implementation of computational and
visual interface components in a proof-of-concept geovisual analytic environment. The
environment is implemented using open source and publicly available geospatial
technologies.
In particular, computational components developed to meet objective 2a focus on
geographic information retrieval (GIR) and automated reasoning methods and procedures
for obtaining implicit geo-historical information that is conceptually structured by the
GHC model and related to stored knowledge within the model. Visual interface
components include specific tools and visual representations designed to support human
analytical reasoning (e.g., maps, timelines, and concept graphs).
Geocollaborative components developed to meet objective 2b were based on
established synchronous, geocollaborative tools such as shared map views and
annotations developed in systems designed to support community planning and public
participation GIS (PPGIS) (Schafer et al., 2007, Jankowski and Nyerges, 2001). Little
work has been done on tools that support asynchronous gecollaboration. For exceptions,

3
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see (Rinner, 2001, Tomaszewski and MacEachren, 2006). Thus, objective 2b also
examined how standard asynchronous technologies, email in particular, can serve as
metaphors for developing new asynchronous, geocollaborative tools. Email was chosen
as a metaphor as it is a widely used and commonly understood form of asynchronous
technology.
Methods to achieve goal three were based on two major complementary
evaluation components. The first component was evaluating the usability and utility of
the proof-of-concept Geovisual Analytic system. This component had a two-step
evaluation task. The first step was a usability assessment of the proof-of-concept system.
The goal of usability assessment was to identify and correct flaws and errors within the
proof-of-concept system that could affect the utility of the system to produce GHC.
Methods to conduct the usability study include observations of test participants using the
proof-of-concept system, soliciting feedback about the usability of the proof-of-concept
system though confidential evaluation forms and a focus group. Focus groups were used
as they are an effective means to quickly generate feedback on usability issues with a
given system (Harrower et al., 2000). The second step was an evaluation to determine the
utility of the proof-of-concept system for creating GHC. System utility was determined
based on the results of expert participants carrying out a hypothetical (but realistic)
humanitarian information management analytical scenario that involved completing a
series of tasks with the proof-of-concept system. The goal of the scenario exercise was
the creation, by the participants, of an executive summary report of their finding about
the context of humanitarian relief project. The reports were analyzed in terms of how
well the participants were able to contextualize relief projects using the proof-of-concept
system based on the insight and depth of analysis of the reports. In addition to creating
the reports, participants also provided anonymous evaluations and participated in a focus
group discussion on the proof-of-concept system’s utility. Feedback obtained through the
usability and utility evaluations was used to make modifications to the computational
methods developed for this research, which were then evaluated.
The second major evaluation component was directed toward evaluating the
computational methods. This component had two evaluation tasks. The first task focused
on the GIR capabilities of the proof-of-concept system and involved assessing the ability
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of the computational tools to extract geographic references from various forms of text.
This assessment involved calculation and application of the computational F-measure. Fmeasures are used to evaluate the effectiveness of information retrieval systems in terms
of precision and recall. The second task focused on statistical and manual inspection of
the automated reasoning process’ document rankings. The statistical component involved
a comparison of documents ranked by a human with those ranked by the automated
reasoning processes to see if the automated reasoning process’ rankings were equivalent
to rankings done by a human. In addition, a manual examination similar to that carried
out by Freifeld et al. (2008) was used to complement the computational assessment. The
manual examination focused particularly on determining if relevant documents were
being returned and ranked highly in search results. Systematic, manual examinations of
document classifications were also done to ensure that document classifications did not
need correction and to improve the computational methods that classified the documents.
Furthermore, the automated reasoning process’ document rankings procedure was
evaluated numerically using average precision and discounted cumulative gain – two
common information retrieval evaluation methods.
1.2.3 Application Case Study
Asynchronous, geocollaborative context analysis activities within the domain of
humanitarian crisis management were used as the underlying motivation for (a) GHC
model development (i.e how to conceptualize GHC) and (b) for examining how context
information structured by the model can be used to produce GHC. In particular, visual
representations of context information contained in formats such as geographic maps,
timelines, and concept maps was the approach used for producing context. For those
involved in crisis management, production of GHC to contextualize situations from
geographical and historical perspectives for real world situations is difficult due, in part,
to changing situation circumstances that affect general information relevance (for
example, a field report or news story becomes outdated), language barriers, lack of ability
to reason with information to determine its contextual relevance, and impediments to
communication and cognitive processes among individuals and teams operating across
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multiple spatial and temporal scales within the fragmentary nature of asynchronous
collaboration (Gutwin and Greenberg, 2004, Pankoke-Babatz et al., 2004).
1.2.4 Humanitarian Context Analysis – Overview
Placing crisis situations in a GHC plays an important role in humanitarian relief work.
The events, activities, and interactions that transpire within long term humanitarian crisis
situations create layers of past experiences and knowledge that can be drawn upon to
produce GHC for a situation. Some humanitarian crises, unfortunately, will never end as
long as conditions such as poverty, illiteracy, political instability, natural disasters, and
environmental degradation persist. The numerous actors that operate in long term,
complex humanitarian crisis situations from across multiple organizations, locations, and
levels of commitment create a vast amount of data, information, and knowledge that can
be drawn upon to contextualize situations.
Projects that address humanitarian issues such as building schools, hospitals, and
sanitation facilities often seek funding from aid agencies such as the World Bank, the
European Union, or governments of specific countries. International funding efforts are
organized through the Consolidated Appeals Process (CAP) (Office for the Coordination
of Humanitarian Affairs (OCHA), 2007b). This process documents project details such as
the motivation behind the project, work that will be conducted, and the amounts
requested to complete the project. Context analysis is the starting point in the CAP
(Figure 3).
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Figure 3: The Consolidated Appeals Process (CAP) Cycle, figure based on (Office for the
Coordination of Humanitarian Affairs (OCHA), 2007a).

Context analysis in relation to the CAP cycle is meant to “outline the root cause of the
crisis and its evolution, including any regional or historical dimensions” (Office for the
Coordination of Humanitarian Affairs (OCHA), 2007c:3).
GHC is an important component to context analysis. GHC defines key geographic
and historical parameters underlying a crisis that allow the crisis to be understood. Once
the context of a crisis is understood, the process of developing a formal appeal plan and
tracking a plan once developed can properly begin as the plan developers, ideally, will
understand the scope, extent, and dimensions (i.e the context) of the crisis in which they
are operating. During development of the appeal report, context may implicitly frame
report generation activities by filtering and constraining information that is under
consideration, or by being considered explicitly. Explicit or implicit context information
can aid in answering specific questions that may arise during generation of the report
such as:
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o

What are the locations that have been affected by the crisis over a given time period?
For example, knowing how locations dealt with similar or different crisis in the past
can potentially inform response activities and priorities.

o

How do locations relate to events and thematic/conceptual aspects of the mission or
focus of a group developing a CAP? For example, an NGO that focuses on women’s
rights and security issues may examine where instances of rape have occurred over
time.

1.2.5 Evaluation Scenario
The following is a verbal description of the hypothetical, yet realistic strategic-level (i.e
headquarters) humanitarian information management scenario that was used for this
research. This scenario was used to motivate the utility evaluation of the proof-of-concept
system.
Contextualizing CAP Projects and the Global Food Security Crisis – the Sudan
OCHA financial decision makers want an executive summary report on the evolving
context of a select CAP project in the Sudan. They want to know how food security at
local, regional, and international scales is playing out in the Sudan and how this may or
may not relate to the efforts of the CAP project since the project was first published at the
beginning of the year. 4
The criteria for selecting this scenario included the following considerations: (a)
contextualizing CAP data is an activity in which the United Nations is interested 5 (b)
visual tools can help create additional advocacy for CAP projects (i.e funds are needed
ASAP due to worsening conditions being reported, which countries are giving donations
and where, where gaps in donations are) and (3) CAP projects are complex situations of
the kind that visual analytic methods and tools that enable GHC construction are
expected to be able to support.
1.2.6 Significance to Geovisual Analytics Research
This dissertation directly addresses the challenge of how visual interfaces and other
software components can be used to maximize human analytical reasoning capabilities, a
4

http://www.reliefweb.int/rw/fts.nsf/doc105?OpenForm&rc=1&cc=sdn (Last retrieved 06 June 2008)
I did consulting work for the United Nations ReliefWeb office in Spring of 2008 that involved creating
visual representations of basic CAP data.
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primary goal of the overall Visual Analytics research agenda (Thomas and Cook, 2005).
In particular, this work addresses this broad challenge through the development of the
GHC model and a software environment that instantiates it. By formalizing GHC into a
model, Geovisual Analytic software environments can use the model as a theoretical
basis and motivation for the design of visual artifacts and interfaces that aid
computational procedures for retrieving potentially relevant contextual information and
human reasoning about the contextual relevancy of information. The geovisual analytic
software environment presented in this dissertation presents a first proof-of-concept
implementation of the model that can serve as a basis for future usability testing.
1.2.7 Significance to Geocollaboration Research
Little research has been done on the role of maps, geovisualization, or more generally
visual interfaces in support of coordinated activity, particularly in the domain of crisis
management (MacEachren, 2005). More specifically, little to no research has been
conducted into how geo-historical context can be collaboratively produced to support
situation assessment by both groups and individuals, and how visual representations and
interfaces can support this production and be used to represent the geographic-social
context of collaborations. The research presented in this dissertation can be applied to
real coordination and collaboration challenges facing the world today in crisis
management, and will make significant theoretical and conceptual advances for
Geocollaboration.
1.2.8 Significance to GIScience Research
The interdisciplinary approach taken by this dissertation research parallels fundamental
GIScience research questions that seek to understand how geographic technologies and
representation forms can be used to communicate and represent important information in
novel ways (Montello, 2005). This dissertation complements three specific research areas
that lie within or intersect the broader field of GIScience.
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Significance to Knowledge Representation and Reasoning
The GHC model, methods for visually representing information structured by the GHC
model, and attention to how groups can use and produce GHC within a social context
mediated through visual artifacts within shared, online workspaces can compliment
research on representing and reasoning with other forms of critical geospatial information
and phenomena such as uncertainty, scale, and temporal information, as each of these
phenomena can affect and are affected by context. Further understanding of the nature
and meaning of, and reasoning with, GHC can compliment work on the social
construction of knowledge (Brodaric, 2007, Gahegan and Pike, 2006). Additionally, the
GHC model developed by this research provides the first formalization of the abstract
notion of GHC. The model can thus be incorporated into and complement knowledge
representation and reasoning systems being developed to consider geographic and
historic knowledge (Ohlbach and Lorenz, 2005). Finally, the GHC model can
compliment existing research on representing space-time knowledge (Peuquet, 2001,
Peuquet, 1994).

Significance to Geographic Information Retrieval
The capture, mining, and visualization of geographic information from free-text and other
implicit geographic information sources to geographically contextualize situations is
becoming an area of interest in GIScience (Purves and Jones, 2006, Jones et al., 2002) 6 .
This dissertation compliments these efforts by presenting new methods for extracting
geographies from RSS feeds in particular, and explicit consideration of cartographic
design approaches for representing extracted information.

Significance to Geographic Information Fusion
As discussed in section 1.1.5, substantial work has been done on the fusion of explicit
geographic information to support situation assessment. The focus of this dissertation on
6

http://www.nga.mil/NGASiteContent/StaticFiles/OCR/nga0707.pdf (Last retrieved 19 December 2008)
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implicit geographic information to produce GHC can therefore complement these efforts
by investigating information sources not currently under consideration. Furthermore, this
dissertation can complement work on other automated assessment systems such as the
Global Disaster Alert and Coordination System (GDACS) (Groeve et al., 2007) and
HealthMap (Freifeld et al., 2008) by providing more in-depth methods, tools, and
approaches for understanding geographical dimensions of situations investigated by these
systems.
1.2.9 Significance to Humanitarian Information Management
Substantial advances are being made in the use of “traditional” desktop GIS tools such as
ArcView 7 by humanitarian information management practitioners (Verjee, 2005). Little
research has been done on how Geovisual Analytic approaches can be applied to
humanitarian information management. In general, visualization has been acknowledged
as critical to representing complex humanitarian crisis situation information –
“Visualization is an effective strategic information technique for representing complex
data and information, displaying patterns, trends and relationships, and depicting a
common situational awareness. In this regard, satellite-imagery-derived analysis and
GIS are valuable tools to support humanitarian action.” (OCHA, 2008)
This dissertation presents new scientific and technological advances and innovations in
the use of visual strategies and methods for acquiring, processing, analyzing and
transforming non-spatio-temporal humanitarian information into spatio-temporal formats
based on widely available, yet heterogeneous and unstructured data formats such as RSS
feeds.
In practical terms, the system developed by this dissertation can be used to create
advocacy for humanitarian projects that are in need of funding and attention from the
international community. The OWL-DL implementation of the GHC model that was
developed for the dissertation case study is a small, but important first step to the
development of robust strategic-level ontologies that can be used in the humanitarian
information domain. In addition to its use within the broader humanitarian information
domain, the strategic-level ontology developed for this research, with further
7

http://www.esri.com/software/arcview/ (Last Retrieved 26 May 2008)
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development, can eventually complement existing robust tactical-level humanitarian
ontologies (Smart et al., 2007).
1.3 Dissertation Products
1.3.1 Geo-historical Context Information Model
The GHC information model developed as a result of this research is a key outcome. The
OWL-DL version of the model is available for download from the GeoVISTA website. It
is anticipated that the model of GHC can serve to theoretically inform and guide design
principles of collaborative geographic information retrieval and knowledge representation
and reasoning systems used for situation assessment by providing a formal, logicgrounded description of the model.
1.3.2 Software
A significant outcome of this dissertation is the development of new geovisual analytic
tools that support geographic information retrieval and geocollaboration. As an opensource software approach is being used, technology developed as a result of this research
will be broadly accessible to a wide range of interested parties. The benefits to society of
this research are that tools developed in the geocollaborative geovisual analytic
environment have the potential to be re-purposed for practical applications by multiscale, blended crisis management practitioners who need to contextualize precedent
activity to facilitate collaboration, and need supplemental information to support group
decision making and review processes.
1.4 Dissertation Outline
This dissertation is presented in seven chapters. The current chapter has discussed the
research problem of GHC and the application domain that was addressed for making
practical use of GHC. Chapter two presents background information on context and
contextual reasoning to theoretically situate the model of Geo-historical Context that is
also presented in that chapter. Chapter three presents a theoretical framework for visually
supporting human analytical reasoning within asynchronous group work as means to
produce GHC (as defined and modeled in Chapter two) that underlies the proof-of23

concept system developed for this research. Chapter four discusses The Context
Discovery Application (CDA) – the proof-of-concept geovisual analytic system that was
developed for this research to graphically present GHC information, as
modeled/discussed in chapter two, and produced based on theory presented in Chapter
three. Chapter five presents the application domain that the CDA was developed to
support and the evaluation case study that was used to develop usability and utility
evaluation scenarios for the CDA. Chapter six provides detailed descriptions of the
formal evaluations of the CDA that were conducted and results of those evaluations.
Chapter seven provides a research summary, key-findings and conclusions of the
research, limitations of the research, and opportunities for future work.
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CHAPTER 2 –Modeling of and Reasoning with Geo-historical Context 8
2.1 Overview
The purpose of this chapter is three-fold. First, I discuss the theoretical foundations of the
GHC model. This discussion includes an investigation into how context is defined, how
the meaning and usage of context varies across research domains, and the use of context
as a reasoning mechanism. Second, the conceptual structure of the GHC is presented
through relevant discussions on each of the three sub-models that comprise the GHC
model. Lastly, I present the approach used for implementing the GHC model in Web
Ontology Language (OWL).
2.2 Theoretical foundations of the GHC model
2.2.1 Context - Definitions and Limitations
As previously stated in Chapter one, context is a difficult concept to define. Typically, it
is thought of as “the set of circumstances or facts that surround a particular event,
situation etc.” 9 This general definition provides a starting point for the development of an
effective operational definition of what context is (or is not) and clarifies how the notion
of “context” relates with other terms such as “situation.” Clarification of these terms was
essential to the design of the Geovisual Analytics system developed for this research in
terms of (a) theoretically situating the types and representations of information in the
system and (b) how visual interfaces to what was being represented could aid in
analytical reasoning about the contextual relevancy of information.
In the following sections, a review is presented of how the concept of context has
been treated in the artificial intelligence and ubiquitous computing literature. The
majority of research on both the computational operationalization of and philosophical
inquiry into the notion of context is found in these fields. Literature from GIScience and
Human Geography is also drawn upon, but use of literature from these domains is limited
8

Portions of this chapter have been previously published in Tomaszewski, B. (2008) 'Producing Geohistorical Context from Implicit Sources: A Geovisual Analytics Approach', The Cartographic Journal,
45, pp. 165-181.
9
http://dictionary.reference.com/browse/context (Last retrieved 8 November 2007)
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as the explicit study of context has not been a major area of study in these domains, the
exceptions being Cai (2007) and Janowicz (2008).
2.2.2 Operationalizing the Concept of Context
The concept of context has very different meaning and usages across different domains.
This fact leads to the circular nature of context – or that context cannot be discussed or
isolated out of its use (or context of use) (Brezillon, 1999b). Thus, contexts are often
categorized based upon their usage. For example – an archeological context may be the
soil that gives relative spatial positions and relationships to excavated artifacts so that
meaning and interpretation of those artifacts can be made. For ubiquitous computing
researchers, an operational context may be digital and computational information relative
to a physical environment and/or actions taken by the computer users, such that a
computer is “context aware.” These examples show how the concept of context is often
seen metaphorically as a type of “box”, where context creates a boundary or limit that is
drawn between that which is in or out of the context box (Giunchiglia and Bouquet,
1997). A comparison of the concept of context with the similar concept of situation can
aid in understanding the concept of context by providing a theoretical contrast that can
distinguish each uniquely.
2.2.3 Context and Situation
“Situation” and “Context” are concepts whose definitions as nouns, usages as verbs (such
as “to situate” or “to contextualize”), and usages as adjectives (such as “situated” and
“contextualized”) can be easily intermixed. In some domains, most notably information
visualization, the ideas behind the two terms (although not necessarily the terms
themselves) are used in conjunction with each other to distinguish between that which is
the focus of attention coupled with the background that constrains the attention
(Whigbam, 1993). For example, an interactive, exploratory map, such as the type found
in the GeoVISTA Studio system 10 , may have an explicit encoding of multiple levels of

10

http://www.geovistastudio.psu.edu/jsp/index.jsp (Last retrieved 23 November 2008)
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focus and background in the form of figure/ground visual relationships 11 created by a
cartographer.
This dissertation differentiates the concepts of situation and context with the
following definitions that are used to theoretically structure how the concepts are applied
to the challenge of producing geo-historical context from implicit information.
•

Situation is the complete set of geographic, historic, and other factors that can
potentially provide information and act upon and influence (or focus) the actions
of a human agent or agent(s) working towards a goal (Brezillon, 1999b) 12 .

•

Context, or the circumstances that surround an event, or situation 13 , then acts as a
filter (or constraint) to a human agent’s reasoning within the situation factors,
providing the correct meaning and interpretations to situational factors for a given
task, and ultimately presents the essential and minimal information needed for
tasks through constraint of situation factors (Brezillon, 1999a).

As stated in Chapter one, the constraint and filtering capabilities of a context are
presented through context information, or specific information that is used to represent
the context such as specific layers on a map, or a particular map scale. Furthermore, an
important distinction to make is between two descriptive categories of a given state of
context information - Contextual and Contextualized information. The ideas of contextual
and contextualized information are based on ideas from Brezillon (1999a). The main
difference between how the ideas are used in this dissertation and those of Brezillon
(1999a) is that Brezillon categorizes these two descriptive categories as forms of context
knowledge and does not refer to the categories as forms of context information. To clarify
the distinction between the how the general terms information and knowledge are used in
this research, the following definitions are provided.
•

Information is data (i.e. raw observations such as temperature readings) that are
contextualized to have meaning (Peuquet, 2002). For example, using temperature
reading data to create a weather forecast.

11

In an Information Visualization context, visual focus/background relationships are called “Focus and
Context” - see http://www.usabilityfirst.com/glossary/term_361.txl (Last retrieved 1 October 2008)
12
A dictionary definition of situation is: “the way in which something is placed in relation to its
surroundings” http://dictionary.reference.com/browse/situation, (Last retrieved 23 November 2008).
13

http://dictionary.reference.com/browse/context (Last retrieved 8 November 2007)
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•

Knowledge is a cumulative understanding of information based on generalized
rules that pertain to a phenomena (Peuquet, 2002), For example, knowing how a
climate system works based on acquired information about weather patterns and
other environmental systems.

Brezillon’s categories of context knowledge are adopted, modified and applied to
ideas of context information discussed in this dissertation as context information
allows for knowledge, but is not knowledge unto itself. The modified categories,
based on Brezillon (1999a:20), are distinguished as:
• Contextual information is information that creates, represents and provides
context and thus implicitly intervenes in a given task such as problem solving,
most often in the form of constraints.
• Contextualized information is information that is the focus of attention (on the
background of contextual information), and is explicitly considered in a given
task such as problem solving.
The particular category of context information that a given piece of information may be
assigned to (as per the categories previously defined) can shift quickly based on how the
information is used. For example, when visiting a new city, a map may serve a contextual
role as one learns about, interacts and navigates in an unfamiliar environment. Over time
though, information from the map can serve to contextualize information for a task such
as visiting a specific street address where a map is used to explicitly interpret location
and direction within the “context” of the relevant part of the city and the elements of the
environment relevant to the task of navigating to the desired location.
Brezillon’s (1999a) notion of contextualized knowledge can also be labeled as
situation (or situated) in terms of: (a) various situation factors being combined, (b) placed
in a context, and (c) becoming the focus of attention in order to achieve a goal, thus
showing how the terms can be interchanged. For example, Pike (2005) describes situation
as a selection of concepts (or in Brezillon’s terms, knowledge explicitly considered),
based on contexts, that are combined and manipulated in order to achieve some goal (or
in Brezillon’s terms, problem solving). For clarification, contextualized knowledge will
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be the term used in this work for knowledge/information that is explicitly considered in a
task.
2.2.4 Context: Static or Dynamic (or both)?
Given the shift that can occur between information being contextual and contextualized,
it is important to distinguish between (a) context as a static group of information
categories that can be used like a cookie-cutter for constraining situational factors, and
(b) context as ephemeral and evolving, with parameters and properties that change
dynamically. Understanding the static and dynamic aspects of context is critical for
accounting for these distinctions within models of context and determining how these
distinctions offer limits and opportunities for visual representation of context
information. Again, this inquiry is best answered based on the context of use.
Static, pre-described categories or classes of information that can be used to
represent context are often used in artificial intelligence work and, more specifically,
information integration and knowledge representation and reasoning systems. For
example, the Context-Web Ontology Language (C-OWL), which is an extension to
descriptive capabilities of the Web Ontology Language (OWL), is designed to formally
capture concept contexts within a single ontology in order to aid in machine-based
matching of concepts with other ontologies (Bouquet et al., 2003). Gahegan and Pike
(2006), in work focusing on capturing, modeling, and representing how concepts are
socially constructed in scientific processes, emphasize the static component of context, as
a fixed set of concept properties that essentially serve as basic concept metadata (i.e.,
who created a concept and when, and how the concept was created). Static contextual
information has also been used for schema matching and query matching in
heterogeneous geospatial database integration (Souza et al., 2006) and in semantic
similarity matching procedures (Janowicz, 2008) . The CYC project 14 , which is the
world’s largest knowledge base and common-sense reasoning engine, heavily
incorporates the notion of context using pre-described categories. The CYC project
incorporates twelve “mostly-independent dimensions along which contexts vary
(Absolute Time, Type of Time, Absolute Place, Type of Place, Culture,
14

http://www.cyc.com/ (Last retrieved 23 November 2008)
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Sophistication/Security, Granularity, Epistemology, Argument-Preference, Topic,
Justification, and Anthropacity)” (Lenat, 1998).
A dynamic, shifting view of context is more prevalent in ubiquitous computing
and distributed/situated cognition research where the research focus is on
human/machine/artifact interactions. In this use of context, context and content are not
separable entities, instead, context arises and is produced by activity (Dourish, 2004).
More specifically, context can be interpreted as emerging from activity and the
combinations of the tools, settings, goals, artifacts imbued with history (Cole and
Engeström, 1993).
A dynamic perspective of context creates great challenges to modeling context or
formally representing context information (either visually, in a database or ontology) in
that it is difficult, if not impossible, to imagine all possible contextual states, information
needed to convey those states, and appropriate action within a given state (Greenberg,
2001, Barkhuus, 2003).
Whether a conceptualization of context is based on a static set of pre-determined
descriptive categories used for processing or integrating information, or as a dynamic
state formulated from a complex series of interactions of (in part) artifacts, social
interactions, and environmental conditions, or a mix of the two, it is the case that static or
dynamic contexts provide a mechanism for reasoning (both human and computer) with
situational factors. A particular emphasis is made by this research on understanding how
the notion of context functions as a reasoning mechanism. Reasoning (human reasoning
in particular), is critical to situation assessment/contextualization tasks such determining
the geographical and historical extent of problem space for accomplishing a given task or
goal through the use of relevant information. The following section discusses theories of
contextual reasoning. Subsequent chapters will discuss how other form of human
reasoning can be visually supported.
2.2.5 Theories of Contextual Reasoning
Formalization of context into logical theories for use as reasoning mechanisms has been
an active area of inquiry within the artificial intelligence and knowledge representation
and reasoning communities since the 1980s. The general motivation behind formalizing
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context has been to represent human reasoning capabilities that can process and utilize
the effects of context on ascribing knowledge used for understanding situational factors
within automated, machine-based reasoning systems.
The basic problem to be tackled in these efforts is the problem of generality, or
that assertions that are true in one context can be “lifted” to another context and falsified,
or a context becomes too general to be of value (McCarthy, 1987, Bouquet et al., 2001).
The generality problem thus makes it difficult (if not impossible or desirable) to conceive
of a universal knowledge representation and reasoning language based on a homogenous
world (Giunchiglia, 1993). An approach to deal with the generality problem is the use of
contexts to localize knowledge and to then to find compatibility between localized
contexts. Localized and compatible perspectives on the concept of context as a reasoning
mechanism are the core premises underlying local model semantics and multicontext
systems, which are discussed in the following section and used as a theoretical principle
underlying the GHC model presented in this work.
2.2.6 Local Model Semantics and Multicontext Systems
A multi-context system begins with the premise that context, as a formal structure for
reasoning, is based on a subset of (also referred to as “local”) facts derived from a global
knowledge base and is used for reasoning about a given goal (Giunchiglia and Bouquet,
1997). Giunchiglia and Bouquet (1997) argue that a local context of reasoning is based
on a cognitive context, or an individual’s cognitive representation of the world, as
opposed to a pragmatic context, or the external structure of the world. For example, in a
conversation between two people, the pragmatic context might be composed of the
speakers themselves, the time the conversation is taking place, and the location of the
conversation. Reasoning with information that depends on the pragmatic context is
accounted for only as much as the information is represented in a given state of the
cognitive context, which is a pre-requirement for any reasoning task (Giunchiglia and
Bouquet, 1997).
The utility of situating reasoning from a cognitive perspective (or cognitive
context) is that it accounts for different and/or conflicting perspectives within an agent’s
cognitive view of the world, rather than the world itself (Giunchiglia and Bouquet, 1997).
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Contextual parameters can be used to describe a part of a domain, but this domain can
also be described with varying levels of detail by different agents, often depending on
what is implicitly assumed (Bouquet et al., 2001). For example, the statement “Brian’s
second comps question is on April 25th” could also be true if expressed as a “Today is
Brian’s second comp question” with an implicit assumption that today is April 25th.
Despite potentially differing local reasoning contexts for describing a given
domain, compatibility and overlap can and does exist between different local reasoning
contexts. From the local model semantics perspective, compatibility between local
reasoning contexts refers to mutually influential relationships between local reasoning
contexts where similar perspectives and reasoning contexts can describe the same piece
of the world, but with different details (Bouquet et al., 2001). In other words, the idea of
compatibility can be thought of as how multiple “viewpoints” on the world have
overlapping, yet distinct perspectives. For example, two people looking at a globe may
both see the Atlantic Ocean, but one person can only see North America (from his/her
viewpoint), and the other can only see Europe. Thus, compatibility emerges from the fact
that their reasoning is related (they are both seeing the ocean), but distinct as they are
looking at different landmasses.
Local model semantics can thus be summarized by two basic principles. Ghidini
and Giunchiglia (2001:229) outline these two principles as:
Principle 1 (of Locality). Reasoning uses only part of what is potentially available (e.g.,
what is known, the available inference procedures). The part being used while reasoning
is what (is called) context (of reasoning);
Principle 2 (of Compatibility). There is compatibility among the kinds of reasoning
performed in different contexts.
The following brief hypothetical scenario is used to illustrate a geographic extension to
the ideas of local model semantics. Two officials from adjoining jurisdictions are
examining county-level relief efforts in response to a hurricane disaster. In local model
semantics terms, since both collaborators share a common geographic area (the counties
share a common border), they will have compatibility in their reasoning, but each will
have different locality due to any number of factors such as being from different
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jurisdictions, having different job roles, or being in counties with different levels of
damage.
To summarize, local reasoning contexts which are (a) derived from subsets of
global knowledge and then (b) paired into compatibility relationships with other local
reasoning contexts, are the essence of local model semantics and multi-context systems.
This perspective is the theoretical core of the GHC model presented in section 2.6.
2.2.7 Challenges and Theoretical Summary
Context is nebulous in terms of both its definition and usage. In particular, context is the
set of circumstances that implicitly intervene in a task, often acting as a constraint
(Brezillon, 1999a). Contextual information is specific information used to describe the
circumstances that create a context. Information that is contextualized explicitly
intervenes in a task. Describing information as contextual or contextualized is a
modification of the ideas of contextual and contextualized knowledge based on
(Brezillon, 1999a). Information can and does quickly switch between contextual and
contextualized based on a context of use, or how information is specifically being used
for a task. Situation is the range of potential factors that are constrained by context.
From an information integration perspective, static, descriptive categories that
describe context are used for integrating and relating heterogeneous information. From a
ubiquitous computing and distributed/situated cognition perspective, context is seen as
emerging from a complex mix of tools, artifacts, beliefs, intentions imbued with history
and within a social context of use where context is dynamic (subsumes static categories
of context).
Both static and dynamic contexts provide a mechanism for reasoning with
situational factors. A context of reasoning is a localized, cognitive view of the world
based on a subset of facts that retains unique characteristics of a perspective.
Compatibility needs to exist for cross perspectives of local reasoning.
From this theoretical framework, the challenges, limits, and opportunities for
developing a conceptual model and visual representation of GHC information can be
defined. The first challenge stems from the acknowledgement that the sheer limitlessness
of geography, the past, and other situational factors makes complete computational
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representation of geo-historical (or for that matter, any other form of context (Dey,
2001)) unachievable. Thus, it is necessary to establish static contextual categories for
developing a model of geo- historical context that can implicitly intervene in a task,
create a constraint effect, and explicitly contextualize information when needed. The
second challenge stems from the fact that although geographic or historical information
can be used to formulate a context, these, and other information elements are not context
unto themselves, but rather, become parts of a broader dynamic social context held in an
ephemeral state as the context of use dictates. Conceptual models and visual
representation of and interfaces to GHC information must be able to find a balance in
meeting these two challenges. Static contextual categories must be able to operate within
dynamic social contexts from which relevant GHC contexts emerge and are used to
provide geo-historical meaning for supporting tasks and goals.
2.3 The GHC Model
In the following sections, I discuss application of the static notion of context to
modeling the intersections of geographical, historical, and thematic information. This sets
the stage for presenting the model of GHC that is used as the underlying conceptual and
technological basis for the proof-of-concept Geovisual Analytic system discussed in
Chapter four. The notion of dynamic context is revisited in Chapter three as part of the
discussion on the geographic-social context.
As stated in Chapter one, geographical inquiry implicitly offers a unique
perspective on the concept of context. It does so through study of the interconnectedness
of phenomena, events, and place across multiple spatial and temporal scales. Historical
inquiry also implicitly offers a unique perspective on the notion of context through
examination of past events and how past events provide meaning, circumstances and
understanding to the present. Together, these two epistemological perspectives on
context, defined in this research as Geo-historical Context (GHC), are used to develop a
formal model of GHC.
The GHC model serves two purposes. First, it provides a formal structure to the
theoretical and conceptual components of GHC; these components include (a) events,
places, and concepts as well as (b) relationships and constraints among these components
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such as scale, and spatial and temporal topological relationships. Second, the model can
then be used as a theoretical template for structuring and representing specific
information instances that are retrieved, compiled, developed, and ultimately used as part
of decision making processes of users. Context information can then be applied to fulfill
a task or achieve a goal requiring geographical, historical, and thematic interpretations of
situational factors. The GHC model is represented formally through a computational
ontology structure. A computational ontology structure is effective at representing,
capturing and describing aspects of real-world contextual information in computer
readable formats (Strang and Linnhoff-Popien, 2004). Furthermore, the particular
“flavor” of computational ontological representation that is used (OWL-DL) is
specifically designed for use with automated reasoning services. An alternative, C-OWL,
was not used as C-OWL is designed to capture context around concepts, but not
necessarily designed to model context itself. Furthermore, C-OWL is an experimental
form of OWL that does not have robust support like OWL-DL.
The GHC model is used to model contexts that are beyond the realm of direct
experience. GHC, as defined in this work, cannot be directly experienced because its
scale of analysis goes well beyond perceptual, multi-scale interconnections between
geographical entities, abstract thematic concepts, and events that have happened in the
past and cannot be re-experienced again (Lowenthal, 1985, Peuquet, 2002). These
distinctions differentiate the GHC conceptual model presented here from models of
context developed for context-aware computing environments that tend to focus on
contexts within an immediate, directly experienced environment to support the automatic
adjustment of devices to queries based on an estimate of immediate context of use (Cai,
2007, Gartner et al., 2007).
In the following section, the Geo-historical Context model is presented. A
discussion is first made of the conceptual structure of the model and is then followed with
a discussion on how the conceptual model was implemented in OWL-DL.
2.3.1 The GHC Model – Conceptual Overview
The GHC model is composed of three sub-models – geographic, historic, and concept.
The natural separation of the GHC model into these categories begins with the intuition
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that space and time can be viewed as separate, yet interconnected, phenomena that from
various geographical, philosophical, scientific, and psychological perspectives, provide a
partial basis for general understanding the world (Peuquet, 2002). Geo-historical
understanding of the world is also based on concepts, themes and perspectives that shape
how space and time are interpreted and ascribe the level of knowledge needed to
understand a situation (DeRose, 1992). Furthermore, space and time, respectively, can
shape the concepts, themes and perspectives used to understand a situation, primarily
through scale. From a representation perspective, a sub-model/separated approach is
natural in that it allows each sub-model to be handled dynamically in relation to
representation (Yuan, 1997). Furthermore, a practical goal of the GHC model is to help
simplify reasoning about the complexities of GHC. Using separate sub-models based on
the intuitive categories of space, time, and theme ideally can help with simplifying
reasoning by providing a common-sense structure of information (i.e., comparable to the
classic “what, when, where” structure of news reporting).
2.3.2 The GHC Model in Relation to other Spatiotemporal models
Space/time/concept (or more accurately object) models have been used as a conceptual
basis for various spatiotemporal data models in GIScience (cf. (Yuan, 1997, Perry et al.,
2006). None of these approaches, however, have specifically addressed the modeling of
GHC. For example, the well-known Triad model of Peuquet (1994) is a conceptual
framework for structuring spatial-temporal queries and patterns expressed through
combinations of relationships and referential bases between locations, times, and objects
in a database. The Triad model supports a spatiotemporal query language that answers
space/time/object queries through combinations such as (1) when + where Æ what (2)
when + what Æ where (3) where + what Æ when. The GHC model and the Triad model
are similar to each other in that they both use sub-model referential bases and
interconnections between those sub-models for understanding the phenomena they
investigate from different perspectives.
The main difference between the GHC model and the Triad model is that the
GHC model does not explicitly adopt objects as a sub-model. The GHC concept submodel, instead of an object model, is meant to store concepts, themes and perspectives
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that interrelate with time (events) and space (locations) and may not necessarily be
represented as database-storable objects (such as an abstract concept like human rights
abuse), or rely solely on intrinsic object attributes (Perry et al., 2007).
Furthermore, the GHC model is not a data model, but rather, is an information
model. Production and subsequent representation of GHC does not come from raw
observational data. Rather, it comes from derived information or knowledge by virtue of
the fact that context in general creates meaning/understanding based on the filtering and
constraining of information that observational data alone cannot create. Thus, the GHC
model is theoretically more related to the Pyramid model, which is an expansion of the
Triad approach where observational data are stored in a data component and information
and knowledge derived from the data component are stored in a knowledge component in
order to facilitate deeper understanding of observational data (Mennis et al., 2000).
Finally, and perhaps the most significant difference between the GHC model and
other spatio-temporal models, is that the GHC model it is meant to model contexts of
reasoning as per the local model semantics perspective discussed in section 2.4.1. By
using separate sub-models, subsets of (or local) information based on the conceptual
structure of each sub-model can be derived from global knowledge bases (such as all
possible geographic locations or historical events that may be contextually relevant) and
can be distinguished, described and locally reasoned with for a given goal (Ghidini and
Giunchiglia, 2001). Visual interfaces for context information instances based on each
sub-model can be developed and related to one another to support contextual reasoning.
For example, a geographic map for geographic information, a time line for historical
information, and a concept graph for conceptual information. Compatibility relations
existing between each sub-model can also be defined.
It is the combinations and sum of relationships of specific data instances within
and between each of the sub-models that ultimately produces a GHC that can support a
given task. The next section presents the conceptual structure of each sub-model.
2.3.3 The GHC Model Sub-models
Sections below introduce each of the GHC sub-models. Before describing each submodel, however, it must be acknowledged that creating representations like a context
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model or ontological representation of the world is an incredibly difficult undertaking.
This difficulty stems from the basic fact that no clear conceptual boundaries or clear
solutions to finding those boundaries exist as to where to place and structure concepts
within a given model (Mark Gahegen, personal communication, 1 July 2008). The submodels presented in the following sections, in essence, represent a point of view about
how context can be described and not a universally applicable description of context.
2.3.4 Geographic Sub-Model
The geographic sub-model is based on the idea of a parsimonious spatial data model as
outlined in Jones et al. (2001). The basic idea behind a parsimonious spatial data model is
that minimal, coordinate-based representations are used to represent place, thus making a
parsimonious spatial data model more closely related to geographical gazetteer models
than traditional GIS models. From a computational and visual representation perspective,
an advantage of using a parsimonious spatial data model, and by extension, geographical
gazetteers, is that geographical gazetteers are a key component in geocoding tasks,
provide simple representations of geographic locations that can be easily reasoned with
by an analyst, and provide a starting point for developing deeper geographical meaning
through combinations of geographical information with historical and conceptual
information.
2.3.5 Historical Sub-Model
The theoretical basis of the historical sub-model is the idea of the space of experience.
Developed by Koselleck (1985), the idea of the space of experience is where past things
are present or can be remembered. Koselleck saw the utility of the space of experience in
its empirical ability to structure and control the complexities of historical time (Zammito,
2004). The space of experience idea is extended in the GHC model in that past events
that may not have been directly experienced are nonetheless contained within a space of
experience as they may be drawn upon and/or be relevant to producing a context. The
space of experience provides a formal structuring of past events in an “arrayed past for a
given present” (Zammito, 2004:129). Within this array are events which are seen as novel
items that justify their recording or memory in the present.
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Events within the historic sub-model are theoretically based on the ideas of
occurrents, or processes, activities and events that exist in successive temporal parts and
phases with discrete beginnings and ends (Grenon and Smith, 2004). From a visual
representation perspective, like the parsimonious spatial data model, occurrents can be
represented using simple visual interfaces such a 2D linear time line that is easily
understood and reasoned with by analysts (Aigner et al., 2007).
2.3.6 Concept Sub-Model
Concepts, as a sub-model, capture non-spatiotemporal aspects of a GHC. The concept
sub-model ultimately serves a filtering or sub-contextualization role within the overall
GHC model. This sub-contextualization effect comes from non-spatiotemporal concepts
providing themes, perspectives, and viewpoints on the historical and geographic submodels through compatibility relationships between the sub-models, such as spatial
properties of theme entities not explicitly recorded, or thematic relationships that
indirectly provide spatial properties (Perry et al., 2006).

2.3.7 Compatibility Relationships
As stated previously, GHC emerges from the combinations of the relationships between
sub-models. Thus, no one sub-model alone can be used to describe GHC, and the submodels exist in relative relationships to one another. Contexts created through relative
relationships of local models provide a powerful geo-historical interpretation and
reasoning mechanism. From a human geography perspective, relative relationships of
events and places in time-space, and the subsequent contexts they create, embrace the
richness, diversity, complexity, and interrelationships found within an “ecology of place”
(Thrift, 1999). Understanding of place emerges from the interlacing of these relationships
that are retained and critical to interpretation. Universal, preset descriptive categories and
essentialist approaches are rejected since they see the world in an objective, conformist
manner (Barnes and Curry, 1983, Thrift, 1999).
When visually represented in the geovisual analytic system discussed in Chapter
four, the GHC model supports simple one-to-one relationships between specific
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information instances in each model such as a specific event at a specific location, or a
specific concept associated with a specific event and/or location. Conceptually,
compatibility relations between the sub-models are generally based on scale, topological,
and subsumption relationships. The GHC model components and their compatibility
relationships are visually summarized in Figure 4, and use information instances from
Sudan as examples. Note that categories in the concept model are not necessarily
discrete. They are shown this way in Figure 4 for illustrative purposes.

Figure 4: Conceptual view of the GHC model. Sub-models use data instance examples from Sudan.
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Table 1 outlines seven compatibility relationships between the three sub-models shown in
Figure 4. This table presents just a selection of possible relationships picked precisely
because they are relevant to the case study to be reported later. Note that in most cases
the relationships provide constraint in the form of spatial topologies, or the effect of
spatial, temporal, and conceptual/attribute scale.
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Table 1: GHC Model Compatibility Relationships.
Sub-model
Interactions
Geographic Concept

Compatibility
Relationship Name
Conceptually Contained
In

Conceptually In Part

ConceptHistorical

Temporally Contained In

Societal/Institutional
Memory

Expectations

Comments

Example

Concepts/locations have
explicit connections (or space is
a property of concept) by virtue
of scale, and/or topology

Concept: Human Rights Abuse

Specific concepts subsume
locations at scale thresholds
because of broad or implicit
scale dimensions

Concept: Internally Displaced
Persons (IDPs)

Discrete beginning/end of
events within the scope of a
concept

Concept: Rule of Law

Concepts do not match to
particular discrete events,
interpretation/memory of events
contestable

Concepts and events combined
create expectations for the
future

Geospatial:
Rapes near Nyala, Sudan

Geospatial:
Darfur region

Historical: Comprehensive
Peace Agreement signed, 09
Jan 2005
Concept: Social Resistance
Historical: Southern Sudan
Conflict
Contested Interpretation:
Sudan People's Liberation
Army – revolutionaries or
terrorists?
Concept:
Drought
Historical:
Sudan Droughts of the 1980s

HistoricalGeospatial

Happened At

Specific event(s) at specific
location(s)

Expectation: Future droughts
will create famine/social
upheaval, refugee situation
Historical: Aid workers
attacked (March 2008)
Geospatial:
Julud, Southern Sudan

The conceptual components of the GHC model were translated into a computational
implementation using OWL–DL.
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2.4 Implementing the Model – An OWL-DL approach 15
This section discusses the implementation strategy that was used for the GHC model as
theoretically and conceptually defined in this chapter and put to practical use within the
geovisual analytic environment discussed in Chapter four. First, background is given on
the “species” of OWL that was used and why. This is followed by a technical discussion
of the specific items that were used to build the model in OWL–DL.
Note that a discussion on the specific instances from the humanitarian information
domain that were included in the ontology is not included in this section but can be found
in Chapter five. In semantic web terminology, this means that this section discusses the
upper ontology aspects of the GHC model, or the common objects that can be applied to
domain-specific ontologies which in turn, describe a part of the world. This separation is
used to demonstrate how the non-domain specific aspects of the GHC model discussed in
this chapter provide a proof-of-concept that can be instantiated to support a specific
domain.
2.4.1 What is OWL–DL?
OWL comes in three “species” – OWL Lite, OWL–DL, and OWL Full. Each language
extends its predecessor with greater knowledge expressiveness. OWL Lite is used for
simple classification hierarchies, OWL–DL for maximum knowledge expressiveness that
doesn’t compromise computational completeness (i.e., logical entailments will compute)
and decidability in reasoning systems (i.e., all computations will finish in finite time) and
OWL Full for maximum knowledge expressiveness and the syntactic freedom of RDF
but with no computational guarantees (i.e., a reasoning system will not be able to support
every feature of OWL Full) (Bechhofer et al., 2004).
OWL–DL was chosen as the “species” within which to implement the GHC
model, primarily because OWL–DL is based on Description Logics (the DL part in OWL

15

Note – this section assumes the reader is familiar with OWL terminology. If necessary, the reader is
advised to review Horridge, M., Jupp, S., Moulton, G., Rector, A., Stevens, R. and Wroe, C. (2007) 'A
Practical Guide To Building OWL Ontologies Using The Protégé 4 and CO-ODE Tools' in The University
of Manchester Technical Reports. for an easy to understand overview of OWL terminology and concepts

43

DL). Description logics 16 (DL) are a family of knowledge representation languages that
are used to represent knowledge from a given domain in a formal, well structured way.
This means that descriptions of concepts and relationships between concepts can be
described with formal (i.e logic-based) semantics (Baader et al., 2007). DL systems
typically are composed of a knowledge base (KB) that works with reasoning services.
The KB consists of two components – the T box and the A box. The T box contains the
terminology/vocabulary that is used to describe a given domain. For example, if
describing basic geographical concepts and relationships, the T box would describe
concepts such as political entity, state, and country. The A box then describes how the
terms are used in concrete situations (a.k.a. assertions). Using the basic geographical
example again, the concept Pennsylvania (an assertion) would be constructed by combing
the concepts (or terminology) political entity AND state. The basic ideas behind A-boxes
and T-boxes can be extended to create complex concepts and roles/relationships for the
knowledge domain being represented. These basic theoretical constructs of DL systems
are encapsulated into and syntactically implemented in OWL–DL, which allows for the
modeling of knowledge to utilize the theory behind DL but not utilize the syntactical
complexities of a given DL.
As stated previously, DL systems typically work with reasoning services that
allow explicitly represented knowledge to be deduced from implicit knowledge (Rector et
al., 2004). This aspect of DL, and more specifically OWL–DL, was a primary motivation
behind using OWL–DL as the OWL “species” for implementing the GHC model. The
following section discusses the types of reasoning supported by OWL-DL that were
utilized for this research.
2.4.2 OWL-DL Reasoning
The close connection between DL and OWL–DL allows OWL–DL to take advantage of
DL reasoning procedures that are used to fulfill important logical requirements such as
class subsumption and instance realization (Wang et al., 2004). Class subsumption is the
16

Detailed discussion of the many facets of Descriptions Logics is well beyond the scope of this
dissertation. For in-depth discussion of DL, the reader is advised to consult Baader, F., Calvanese, D.,
McGuinness, D., Nardi, D. and Patel-Schneider, P. (2003) The description logic handbook: theory,
implementation, and applications, Cambridge University Press New York.
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determination of sub/super concept relationships, and is in essence, used to compute class
hierarchies (Turhan et al., 2006). For example, dogs are subconcepts of animals and all
instances of dogs (i.e poodles, Labrador retrievers) are also animals. As a geographic
example, US states are subconcepts of political entities and all instances of states (i.e.,
New York, Pennsylvania) are also political entities. When all subsumption relationships
have been computed, an ontology is said to be classified. Classification is important as
other reasoning services, such as instance realization, generally can not be conducted
until the whole ontology is classified. Instance realization determines which concept an
instance is most closely related to (Baader et al., 2003).
Both of these reasoning services can be incorporated into automated systems that
make inferences on a knowledge base using situational descriptions or other forms of
input. For example, Turhan et al. (2006) used subsumption and realization in an
automated application that produces contexts from a knowledge base derived from sensor
inputs in order to reason about home security situations such as known people and
strangers entering a house. Of somewhat more direct relevance to this research, Smart et
al. (2007) used automated reasoning to assist in finding relevant information to support
situation awareness during humanitarian intervention operations. Subsumption and
realization were used in this dissertation as a means to expand queries and assist in
document relevance ranking for information retrieval tasks. Details on these procedures
are discussed in Chapter four as part of the broader discussion of the geovisual analytic
system that was implemented as part of this dissertation.
The following section discusses the upper ontology of the GHC model, as
implemented using OWL–DL. As a brief side point of discussion, the term “upper
ontology” is used in the following discussions in a very liberal sense. This dissertation
does not claim that the structure presented in the following sections is universally
applicable. The term “upper ontology” is used as a convenience term for describing
portions of the GHC model that are non-domain specific.
2.4.3 GHC model Upper Ontology
The GHC model Upper Ontology (and the rest of the GHC model ontology described in
Chapter five) was built using the Protégé Ontology Editor and Knowledge Acquisition
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System (hereafter Protégé ) 17 . Protégé was used because it is a well known, mature,
documented, stable application specifically designed for building OWL–DL-based
knowledge representations (Knublauch et al., 2004). Furthermore, Protégé provides direct
support for OWL–DL reasoners that act as plugins to the environment for providing the
reasoning services described above. The significance of this point is that Protégé was
able to use the Pellet Open source OWL-DL reasoner tool (hereafter Pellet) 18 . Like
Protégé, Pellet was selected because it is a well known, stable, mature OWL-DL
reasoning tool. Plus, as an open-source tool, Pellet was very easy to incorporate into the
geovisual analytic application discussed in Chapter four.
Figure 5 shows the basic, highest level classes in GHC model Upper Ontology as
displayed in the Protégé class tree view (left) and in the OWLViz view (right).

Figure 5: High level classes of the GHC model upper ontology.

As can be seen in Figure 5, at its highest level, the GHC model is quite simple. The three
main sub-models (concepts, geographic, and historical) of the GHC conceptual model
17
18

http://protege.stanford.edu/ (Last retrieved 28 August 2008)
http://pellet.owldl.com/ (Last retrieved 28 August 2008)
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begin as sub-classes of the supreme OWL Thing class, a class that is automatically added
when an the ontology is created and of which all user created classes are a members
(Bechhofer et al., 2004).
The specific upper-level structures of each respective sub-model were defined
using existing, established ontological definitions wherever possible. The purpose for
doing this was two-fold. First, given the massive amounts of research done already in the
semantic web and related domains and the time needed to develop ontologies to represent
various upper level ontology structures such as geography or time, there was no need to
“reinvent the wheel” when it came to developing upper level ontology structures for this
research. Second, by using established ontological structures, the ontology created for
this research can be incorporated into systems that also use these existing structures. In
particular, the GHC model upper level ontology uses two existing ontologies as a starting
point for dealing with space and time, respectively. The Geonames Ontology 19 (hereafter
GO) is used for representing discrete, coordinate-based geographic entities as per the
conceptual structure of the geographic sub-model of the overall GHC model. The OWL
Time Ontology (hereafter TO) (Hobbs and Pan, 2006) is used for representing discrete
instances of historical events in linear time as per the conceptual structure of the
historical sub-model of the overall GHC model. Figure 6 shows the GO and TO as
utilized in GHC model Upper Ontology and displayed in the Protégé class tree view (left)
and in the OWLViz view (right). The Concept sub-model classes are not shown as it is
composed of domain-specific classes as will be discussed in Chapter five.

19

http://www.geonames.org/ontology/ (Last retrieved 28 August 2008)
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Figure 6: The GO and TO with the GHC upper ontology. The classes provided by GO (SpatialThing,
Country etc.) are all subclasses of the Geographic class. The classes provided by TO (TimeZone,
DatetimeDescription etc.) are all subclasses of the Time class.

The GO and TO were both incorporated into the GHC upper ontology using OWL
import statements. This allowed each of these ontologies to remain physically separate
from the GHC model ontology, but still be able to be used by the GHC upper ontology.
Furthermore, by referencing these ontologies using import statements and not physically
adding them the GHC model ontology, potential changes made to the structure of the GO
and TO will automatically be reflected in the GHC model ontology. The following subsections are discussions on the particularities and usage of each ontological structure as
they were utilized as sub-models within the overall GHC model.
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The Geonames Ontology (GO)
The GO was developed in order to use the Geonames 20 toponym database (hereafter
Geonames) within semantic web applications. Geonames has become one of the largest,
open source, toponym databases in the world, through the incorporation of other public
toponym databases such as the National Geospatial-Intelligence Agency’s (NGA)
Geographic Names database 21 and the Geographic Names Information System 22 .
Furthermore, Geonames allows for public editing, correction and addition of location
information to its database and can thus draw on a wide variety of people interested in
working with Geonames content.
The GO incorporates the over 6.2 million toponyms stored in Geonames and
provides a unique URL to each toponym for use in semantic web applications
(GeoNames, 2007). The GHC model imports the GO structure 23 that is used to define
each of the 6.2 million toponym references, but does NOT actually import all 6.2 million
toponyms! Figure 7 shows the full GO structure (top) with an example of a toponym
instance rendered in Resource Description Format (RDF) (bottom).

20

http://www.geonames.org/ (Last Retrieved 29 August 2008)
http://www1.nga.mil/ProductsServices/GeographicNames/Pages/default.aspx/html/ (Last Retrieved 29
August 2008)
22
http://geonames.usgs.gov/redirect.html (Last Retrieved 29 August 2008)
23
http://www.geonames.org/ontology/ontology_v2.0_Full.rdf (Last Retrieved 29 August 2008)
21
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Figure 7: The GO (top) and a toponym instance example (bottom).

As can be seen in the top of Figure 7, the GO provides classes that allow for both basic
spatial definition of a location and for referencing supplemental materials that describe a
location. Classes that spatially define a location instance (i.e establish its lat/long
coordinates, feature class, feature code) use the Feature class that is a subclass of
SpatialThing. Classes that describe a location (i.e references to wikipedia articles and
basic reference maps) use the WikipediaArticle, Map, and RDFData classes that are
subclasses of the document class.
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As can be seen in the bottom of Figure 7, a specific toponym (State College in the
example) is defined as an instance of the Feature class. The toponym instance uses a
series of object properties that define specific spatial attributes of the toponym instance,
such as its feature class and feature code and reference attributes, such as wikipedia
articles about the location. Specific toponym instances that were utilized by the GHC
ontology model for use in information retrieval and ranking procedures were instantiated
under the Feature class of the GO. This allowed specific locations that were of interest to
the model (in terms of the case study presented in Chapter five) to be kept in one location
and referenced to other information instances such events and themes.
The OWL Time Ontology (TO)
The TO was developed to “provide(s) a vocabulary for expressing facts about
topological relations among instants and intervals, together with information about
durations, and about datetime information” (Hobbs and Pan, 2006). Figure 8 shows a
detail view of the classes provided by the TO.

Figure 8: The classes of the TO.

The TO provides a series of classes that are intuitive for representing temporal entities as
cycles and discrete events in linear time, such as instants intervals and durations, the

51

latter a characteristic that is quite beneficial for the historic sub-model of the GHC model
Furthermore, the TO also provides classes that describe representations of temporal
entities such as duration descriptions and combined date/time descriptions. The TO also
provides a rich set of object properties for establishing temporal topological relationships
(i.e overlap, meet, start, end) between class instances and data properties for defining
precise attributes of temporal instances such a seconds, minutes, hours, day, and year.
Only one class from the TO was used within the geovisual analytic system
discussed in Chapter four, the TO Instant class that represents discrete event instances.
As discussed above, the goal of this dissertation was not to build a comprehensive
implementation of the GHC conceptual model, but to create a proof-of-concept
implementation and demonstrate its potential applicability to a specific problem in
humanitarian crisis management. Thus, a simple view of time as composed of discrete
events was adopted here. Adopting the TO ontology makes it possible to extend the
approach in the future to include other aspects of time. As can been seen in the bottom
right of Figure 8, the TO Instant class was used as a template to create the Security_Event
class as part of the creation of the humanitarian domain ontology, which is discussed
further in Chapter five.

The Concept Sub-model Ontological Structure
The ontological structure of the concept sub-model is a straightforward use of basic OWL
modeling concepts. All sub-classes within the concept sub-model are sub-classes of the
Concept class. There are no upper level type subclasses of the Concept class. Thus, the
concept sub-model is in essence a domain ontology. The reason for not modeling more
foundations classes within the concept sub-model was that the modeling of
abstract/foundation classes, as a means to provide universal foundation descriptions of
entities across the many sub-domains of the humanitarian information field, was well
beyond the scope the of this dissertation. The AKTiveSA ontology (Smart, n.d.) was
consulted for ideas on building a conceptual structure for the concept sub-model as it is a
robust ontology that has been developed for tactical humanitarian field operations. A
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casual perusal of the top level 24 and other classes of the AKTiveSA ontology reveals the
numerous references to specific military and security related concepts (e.g., classes such
as MilitaryRelatedThing, AntisubmarineWarfareMessage, BattlefieldPlanningService,
ChemicalWeapon), hazards (e.g., classes such as HazardousBacterialOrganism,
BiologicalHazard, GeologicalHazard) , and geophysical concepts (e.g. CloudFormType,
LithosphereLayer), and others. The AKTiveSA also includes classes related to
geographic information (the GeographyRelatedThing class), temporal information (the
TemporalThing class), and a humanitarian aid sector class (which is part of the
HumanitarianRelatedThing class). Thus, aspects of the AKTiveSA are related to the
GHC model, but in general proved to be of limited use for this research.
Since AKTiveSA is the most comprehensive ontology developed thus far for
humanitarian domains, a more detailed explanation of why AKTiveSA was not
considered specifically relevant to this research is useful. Rhere are five reasons. First,
the emphasis of the AKTiveSA ontology is to model humanitarian relief operations in the
context of an ongoing military conflict and thus contains numerous classes irrelevant to
this research. Second, the geographic and temporal classes are proprietary to the
AKTiveSA ontology, and not based on externally developed and well-established
ontology’s like the GO and TO. Third, the humanitarian aid sector class 25 of the
AKTiveSA ontology models aid sectors as instances (as opposed to classes) and does not
model specific aspects of activities related to those sectors. This item was an important
area investigated in this research and is discussed in Chapter five. Fourth, it was outside
the project scope of this research and infeasible to systematically investigate and evaluate
the usefulness of all 2953 classes 26 of the AKTiveSA for incorporation into the GHC
model, a task that could be a whole dissertation unto itself. Fifth, a strict use of the
AKTiveSA ontology would have limited the flexibility of this research in terms of
exploring configurations of ontology classes and instances as will be discussed in Chapter
six.

24

https://www.edefence.org/~ps/aktivesa/OntoWeb/Thing.htm (Last retrieved 23 November 2008)
https://www.edefence.org/~ps/aktivesa/OntoWeb/HumanitarianAidSector.htm (Last retrieved 23
November 2008)
25

26

https://www.edefence.org/~ps/aktivesa/OntoWeb/classes.htm (Last retrieved 1 October 2008)
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The implications of not using parts of the AKTiveSA ontology is that the
humanitarian domain aspects of the GHC ontology could be considered irrelevant to the
humanitarian domain. However, as will be discussed in Chapter five, humanitarian
domain aspects of the GHC ontology were based on established, practitioner literature
from the humanitarian domain. Furthermore, domain aspects of the GHC ontology are
modest in scope as their purpose is to support proofs-of-concept in the geovisual analytic
system discussed in Chapter four, and not to be robust ontological representations of the
entire humanitarian information domain applicable to real world use like the AKTiveSA
ontology.
Compatibility Relationships
The compatibility relationships defined in Table 1 were all implemented in the GHC
model. Figure 9 shows the compatibility relationships conceptuallyContainedIn in
Protégé using an example of how instances from the concept sub-model (refugee,
returnee, seed_bank) have an explicit relationship with geographic entities (Abeyi and
Darfur).

Figure 9: An example of the conceptuallyContainedIn compatibility relationship.
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The compatibility relations were implemented as object properties. By using
object properties, explicit relationships between class instances could be established. The
benefit of using explicit relationships was that it ensured class instances were related to
each other during query expansion operations in information retrieval tasks. The
drawback of using explicit relationships is that it “hardcoded” class instances to one
another – potentially affecting the flexibility of the definition of relationships between
class instances. Although flexibility between class instances was not an issue for this
research, it could potentially become an important issue for supporting decision making
in rapidly evolving situations. For example, flexibility in relationships could be needed
when perspectives on a situation are rapidly changing or are influenced by factors such as
rapid expansion of the geographic scope of a disaster, or time sensitivity in making
decisions.
One additional relationship not defined in Table 1 (where relationships between
the GHC sub-models are defined) was implemented for and utilized by the GHC model
as an object property. This object property was used to define instance-to-instance
relations within the concept sub-model. The object property is effectedBy and was used to
model cause/effect relationships between non-spatiotemporal entities - for example,
Refugees effectedBy Livelihood. This relationship proved to be quite useful, both
computationally for the query expansion function of the geovisual analytic system
discussed in Chapter four and for richer modeling of the humanitarian domain discussed
in Chapter five.
2.5 Summary
Three discussions on relevant topics related to context were presented in this chapter.
First, I discussed how the concept of “context” has been treated in the GIScience,
artificial intelligence and ubiquitous computing literature was presented to (a)
operationalize the notion of context for use in the Geovisual Analytic system discussed in
Chapter four, (b) make distinctions between context and closely related (and often
confusing) terms such as “situation” and (c) make distinctions between the static and
dynamic aspects of context in relation to developing a model of GHC. Second, I
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discussed the theories of contextual reasoning (locality and compatibility) that motivated
the design and implementation of the GHC. Third, I presented the conceptual structure of
the GHC model and its implementation in OWL-DL was presented. As alluded to in
these sections, both the conceptual and implemented aspects of the GHC model were
important components to the geovisual analytic system discussed in Chapter four and the
humanitarian information case study discussed in Chapter five.
The next chapter presents a theoretical framework that underlies the geovisual
analytic system developed for this dissertation to visually represent the model discussed
in this chapter and methods utilized to produce information structured by the model in a
geographic-social context.
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Chapter 3 – Theoretical Framework for Visually Supporting Human
Analytical Reasoning within Asynchronous Group Work 27
3.1 Overview
The purpose of this chapter is to present a theoretical framework that underlies the
Geovisual Analytic system developed for this research. That system visually represents
the GHC model discussed in Chapter two and produces GHC from implicit sources
within a social setting to support decision making by users. The theoretical framework
incorporates perspectives from GIScience, Information Visualization, Information
Science, Computer Supported Collaborative Work (CSCW), and Cognitive Science
literature and can be classified into two major categories. They are:
-

Visually supporting human analytical reasoning to produce GHC

-

Supporting asynchronous geocollaboration through visual interfaces and artifacts

The theoretical framework discussed in this chapter sets the stage for the application that
is discussed in Chapter four, applied to the case study discussed in Chapter five; then,
results of its evaluation are presented in Chapter six. In the following sections, the two
major categories of the theoretical framework and sub-topics within them are discussed.
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3.2 Visually Supporting Human Analytical Reasoning to Produce GHC
This section presents topics of relevance for understanding how analytical reasoning can
be visually supported in producing GHC. The section first provides a background on the
broader topic of analytical reasoning and how analytical reasoning with geographic
information in particular can be supported. Next is a discussion of Geovisual Analytics,
which is a relatively new perspective on the incorporation of analytical reasoning
processes with geographic information. This section ends with a technical discussion of
cartographic design approaches that were developed to support reasoning with implicit
information used to produce GHC and utilized by the geovisual analytic application
discussed in Chapter four.
3.2.1 Analytical Reasoning
Generally speaking, human reasoning is a cognitive process by which facts and
information from the external world are processed to form judgments and arrive at
conclusions. In many cases, human reasoning is a critical component of sense making
and decision making. The sense making and decision making aspects of human reasoning
were of particular relevance to this dissertation as supporting human sense making and
decision making about the relevancy of information to contextualize situations was a
primary goal of this research.
Analytical reasoning can be computationally supported to assist humans in
making sense of and decisions about information relevancy. Analytical reasoning is the
process by which human judgment is used to reach conclusions based on a range of
evidence within a set of assumptions (Cox, 1999, Cox, 1996). Analytical reasoning, and
reasoning in general, are often supported visually. Examples range from counting on
one’s fingers for simple mathematical problems such as addition and subtraction, to
sketching diagrams to help in problem conceptualization, to complex visualization
systems designed to deal with multiple, ill-defined variables in application domains such
as intelligence analysis, crisis management, and environmental science (Larkin and
Simon, 1987, Zhang, 1997, Zhang and Norman, 1994). The discussion that follows
focuses on that topic and how that reasoning geographic information can be supported
visually.
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3.2.2 Reasoning with Geographical Information
Geographic information and the underlying phenomena represented by it is a critical
component of human geospatial reasoning tasks (National Research Council, 2006).
Geospatial reasoning is the process by which geographical-scale spatial relationships are
understood, interpolated and/or extrapolated and through which spatial problems are
solved (National Research Council, 2006). Examples of geospatial reasoning include
thinking about distances in terms such as “how the crow flies” vs. street grid distances,
estimating a hillside slope based on contour lines from a map, or rerouting a travel pattern
due to a detour (National Research Council, 2006). Geographic phenomena are reasoned
about with the aid of computational and visual environments such as a GIS or even a
simple geographic map (Egenhofer and Golledge, 1998).
Maps have a long tradition as a medium for visually supporting human analytical
reasoning with geographic information by making spatial contexts visible and engaging
human information processing capabilities associated with vision (MacEachren, 1995).
This support aspect of maps is derived, in part, from the capability of a map to visually
represent complex phenomena, and graphically constrain and model a given state of the
environment (such as terrain, roads, positions of people, location of events, etc.) (Forbus
et al., 2003, Scaife and Rogers, 1996). Representing and constraining complex
geographic phenomena through the use of a map can also aid analytical reasoning about
spatial relationships or aid spatial problem solving by (a) reducing the amount of
information needed to be contained and processed internally (i.e in one’s head) and (b)
externally representing a geographic phenomena via a map so it can be understood in
different ways. For example, the process of determining detour routes due to a snow
emergency would be very difficult without the use of a map to visually represent the
situation.
From the perspective of producing geo-historical context from implicit sources,
interactive visual interfaces can be used to filter, assemble, and manipulate large volumes
of information gathered from heterogeneous sources that can represent and graphically
constrain complex geographic phenomena. Geographical information not readily
available for graphical display can be retrieved, geo-coded and visually anchored to a
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map, allowing the user to reason with the information across multiple geographic scales
and make determinations of contextual relevancy (Chen et al., 2007).
Supporting human analytical reasoning with geographic information derived from
heterogeneous sources through visual representations and interfaces is the major goal of
Geovisual Analytics.
3.2.3 Geovisual Analytics
Before discussing the specifics of Geovisual Analytics, I situate the development of
Geovisual Analytics within the broader “picture” of cartographic research. Kraak (2008)
positions Geovisual Analytics as new trend in cartographic research, emerging from a
mix of (a) interest in public “geo” technologies such as Google Earth and Maps and
public creation of geo-information and (b) the needs of scientists (and others) to deal with
large volumes of data with varied spatio-temporal resolutions, quality and completeness.
Figure 10 is Kraak’s (2008) view of where Geovisual Analytics fits within the broader
context of cartographic research over the past forty years.
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Figure 10: Development of Cartographic Research, from Kraak (2008). Note how Geovisual
Analytics is positioned as a new, distinct research area, as opposed to a progression of an existing
research area such as Geovisualization.

Geovisual Analytics is a sub-paradigm within the broader visual analytics paradigm.
Visual Analytics is concerned with how visual interfaces and other software components
can be used to maximize human analytical reasoning capabilities (Thomas and Cook,
2005). Geovisual Analytics in particular “help(s) identify relevant geospatial information,
data, and knowledge by supporting analytical processes that meld innate human abilities
of vision and cognition with computer-based visual interfaces that provide flexible
connections to relevant data and supporting knowledge, and that are specifically designed
to provide support for analytical reasoning” (Tomaszewski et al., 2007b:174). The goal of
systems designed within the Geovisual Analytics paradigm is to aid user reasoning
processes directed to explaining evidence and to making evidence-based decisions,
especially when potentially relevant evidence is scattered across unstructured and
differing data formats. This extends beyond geovisualization approaches that are meant to
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find patterns and relationships in well structured data through exploration and
interactivity, but have not focused (primarily) on supporting human reasoning that
explains and interprets those patterns and relationships (MacEachren, 2007).
Key computational processing, system architecture and interface design
challenges in Geovisual Analytics research are centered on how relevant geospatial
information and knowledge can be derived from huge volumes of data, much of which is
distributed both physically (i.e across networks) and techno-conceptually (i.e different
data models, formats, structures). Although maps are effective visual tools for exploring
and deriving relevant geographic information from large data sets, they can quickly
become cluttered, causing geographic meaning to be lost and analytical reasoning with
geographical information to be impeded. This in turn has the potential to cause the
analyst to become bogged down in distracting data management tasks irrelevant to their
work (Keim et al., 2005).
3.2.4 The Analytical Reasoning Process
The analytical reasoning process consists of various stages where evidence is gathered,
reasoned with, and conclusions drawn. The intelligence analysis domain provides a good
example of the analytical reasoning process in practice. Pirolli and Card (2005) identified
several “leverage points” within the analytical reasoning process. These leverage points
serve as a useful guide to understanding the iterative processes of cognitive abilities
applied to reasoning, and are defined in various “loops” such as the foraging loop (where
data is first collected and organized), and the sense making loop (where hypothesis are
generated, tested, and presented). Figure 11 is Pirolli and Card’s (2005) graphical
representation of the foraging and sensemaking loops, and their overall view of the
analytical reasoning process from an intelligence analysis perspective.
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Figure 11: The analytical reasoning processes (Pirolli and Card, 2005). Process and data are
positioned respectively by degree of effort (x-axis) and degree of information structure (y-axis).

A key visual analytics objective of any system designed to support analytical reasoning
processes is to identify and use visual support to exploit leverage points; thus quickening
the pace and accuracy of foraging/sensemaking activities. The geovisual analytic system
development for this research sought to enhance human analytic reasoning capabilities
for each of the loops. For example, computational agents were used to capture implicit
and explicit geographic information from the web as part of the foraging loop and
knowledge bases that aided non-subject matter experts in reasoning with concepts they
are unfamiliar with were incorporated into the sense making loop.
3.2.5 Cartographic Design Approaches
As stated previously, a major goal of this dissertation is the development of a geovisual
analytic system that can produce geo-historical context from implicit information
(geographic information from text in particular) to help users make decisions. Thus, it is
necessary to discuss cartographic design approaches to representing geographies that are
computationally derived from text. Furthermore, effective representation of geographies

63

extracted from text is an important component to supporting human analytical reasoning
directed to determination of contextual relevancy of information.
Discussion in the literature of cartographic design for text-derived geographic
information is limited (see Purves et al. (2005) for a discussion of visually representing
and exploring document footprints derived from spatial information retrieval procedures).
Both representation and computational extraction procedures, in general, tend to focus on
generating point-based representations of phenomena due to current lack of sophistication
of geographic entity extraction methods and difficulty in determining areal focus and
document footprints (Leidner, 2007) (see Turton and MacEachren (2008) for preliminary
work generating line features from text).
Maps created from implicit sources through text extraction procedures have the
challenge of displaying multiple scales of administrative units found in text and imprecise
regions (such as “northeast” or “north of”) (Tomaszewski et al., 2007b). For example, in
this text:
The National Weather Service is warning about possible flooding on the North Fork of
the Elkhorn River in Pierce County. The service also has extended a flood warning for
Cedar County in northeast Nebraska until 10:30 Sunday morning. The sheriff's
department says there is lowland flooding in rural parts of the county, mostly north of
Hartington. Floodwater has closed several Cedar County roads.
geographical entities at multiple scales can be found (towns, counties, and states,
underlined and shown in bold). The challenge of displaying multiple scales of
administrative units found in text is compounded when the locations returned from the
procedures are rapidly shown to the user at an initial, fixed viewing scale, and/or large
volumes of data must be examined.
Visual representation of multi-scale interconnections among places, such as
conceptual connections between the origin point of a document based on a summary
description of the document and the locations mentioned in the document, can aid in
producing GHC. Visually representing such connections has the potential to reveal
relationships among places that may not be readily apparent when the place references
are text-based and contained within web documents from different sources.
Information categories also have a variety of attributes, most notably temporal
attributes such as when a data source was created. Visually representing temporal
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attributes is important for indicating the relevance of a given piece of information in
relation to understanding the present context of a situation or how a situation has evolved
over time (Kapler and Wright., 2004).
Non-spatiotemporal concepts found in text can be visually indicated to the user in
order to impose structure on thematic dimensions of potential interest within an
information space (Gahegan and Pike, 2006). Concepts found can be anchored to a
cartographic display in order to visually represent a concept’s relationship to the
underlying geography (MacEachren, 2007).
Effective information display design (i.e., mapping data to the visual variables of
the display in logical ways) can aid the user in making relevancy assessments of
harvested information by helping the user quickly distinguish features or attributes of
information that may or may not be contextually relevant (Keim et al., 2005). Table 2
specifies how visual variables apply to GHC sub-models to represent point, line, and area
features. Figure 12 shows how some of these design principles have been applied using
the geovisual analytic environment discussed in Chapter four to create geovisual outputs
from a text extraction process. Chapter four provides further discussion of how select
design principles from Table 2 were successfully applied.
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Table 2: Design matrix for implicit information derived from computational and representational
procedures. Items in italics are proposed design ideas and not shown in Figure 12.
GHC Sub-Models
Symbol Type
Point

28

Geographic
Size – Variation in size base
on administrative scale
(visual hierarchy); variation
in size based on place
frequency reference
(graduated symbol)

Historic
Transparency – Can be
used to show temporal
decay of a data source (for
example, the older a
document is, it will appear
to be fading away)

Shape – Variation in shape
based on administrative
scale, useful for when data
is first presented to the user
at one display scale

Hue- Can be used to show
temporal decay of a data
source. For example, a
newer or “hot” document
might be shown in red.
This can be useful when
the temporal scale of data
sources is short, such as
breaking news story for a
situation coming out every
hour.

Hue – Can make objects of
potential interest more
discernable, especially in
cluttered displays (Kroft
and Wickens, 2003)

Linear

Connections between
places Size- Can be used to show
frequency of connections
between places

Concept
Perspective/Height –
Can be used to anchor
non-spatial concepts
above related locations,
height can signify
importance of concept
such as frequency of
mention in a data
source or for concepts
derived from graphbased ontologies,
number of connections
the concept has, thus
indicating potential
importance (see Figure
8)
Shape – Variation in
shape based on type of
concept

Hue (shape and texture)Can be used to distinguish
between different data
29
sources
… or time differences
between when documents
were published

Size- Can be used to
show frequency of
concept occurrences
between documents

Shape – can be used to
show temporal sequences.
For example, a circle
showing how an extracted
event fits within a broader
sequence of events.

Shape – Can be used to
aggregate concepts
within concept
hierarchies. For
example. a large shape
for a top level, general
concept, a smaller
shape a specific
concept

Spacing – Can be used to
show certainty of
connections Example dashed line to show
uncertainty in a relationship
Areal

Shape and Hue– Can be
used to generalize patterns
such as point

28

A or P Feature Class Entities (first-order administrative division, populated places etc), feature codes
and classes are based on the GeoNames.org Feature Code list at
http://www.geonames.org/export/codes.html (Last Retrieved 9 January 2008)
29
Colors were selected using the ColorBrewer tool
http://www.personal.psu.edu/cab38/ColorBrewer/ColorBrewer.html (Last Retrieved 9 September 2008)
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Figure 12: Visual examples of select Table 2 design matrix principles.

3.3 Supporting Asynchronous Geocollaboration through Visual Interfaces and
Artifacts
As discussed in section 1.1.7, production of GHC also provides a geographic social
context for geocollaboration that, in turn, is part of a broader decision making process for
users. The decision making process model utilized in this research is the rational planning
model (RPM) (Luzzi, 2001). The basic idea behind the RPM is that the situation of a
problem is defined, scoped, assessed, solutions generated and analyzed, and alternatives
evaluated, selected and implemented. The RPM broadly complements the Pirolli and
Card (2005) analytical reasoning processes model shown in Figure 11 in that both models
examine the processes by which evidence is gathered and decisions made. The two
models differ in the specific objectives of their outcomes. The end goal of the RPM
model is to make a decision, whereas the end goal of the Pirolli and Card (2005)
analytical reasoning processes model is to present evidence that supports the decision
making process but does not necessarily lead to an actual decision.
This dissertation focuses on asynchronous geocollaboration within the first phase
of decision making in the RPM. In this first phase (when the scope of problem is assessed
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and contextualized), a geographic-social context is formulated through asynchronous
geocollaboration to facilitate scoping, assessing, and contextualizing a problem. This
dissertation focused on asynchronous geocollaboration, as a process to support the first
stages of decision making, as it is common to the application domain discussed in
Chapter five. Furthermore, analytical reasoning end products, such as situation reports for
decision makers, are rarely created by individual analysts.
In the following sections, the conceptual notion of a geographic-social context is
theoretically grounded in the perspective of distributed cognition. Distributed cognition
provides an effective perspective to theoretically situate the rationale, design, and
development of specific asynchronous geocollaboration tools. I then discuss perspectives
from CSCW and existing GIScience research on gecollaboration to theoretically situate
the conceptual foundations of the asynchronous geocollaboration tools that were
developed as part of the geovisual analytic environment discussed in Chapter four.
3.3.1 Geographic-social Context
As noted above, this dissertation situates the notion of geographic-social context within
the theoretical perspective of distributed cognition. Distributed cognition is a theoretical
perspective where the creation, transmission and interaction with cognitive processes is
examined outside of internal, individual cognitive process (Hutchins, 1995). Rather than
the individual, the unit of analysis in distributed cognition is based on a holistic
perspective of the socio-technical systems in which cognitive processes operate and are
distributed across actors and interactions between actors, artifacts that may contain or
shape cognitive processes, the external environment through which actors and artifacts
interact, and the effects of this environment on shaping cognitive process.
Distributed cognition’s theoretical utility derives from the investigation of the
socio-technical-cultural situatedness of a given system as a whole, rather than its
individual parts. (Halverson, 2002). In essence then, distributed cognition examines a
given system in holistic “context.”
From the distributed cognition perspective, context can be interpreted as emerging
from task-oriented, activity processes that combine tools, settings, and goals, artifacts
imbued with history (Cole and Engeström, 1993). The distributed cognition perspective
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that context is a process-based phenomena parallels the idea of dynamic context that was
presented in section 2.2.4. Context, as viewed from the distributed cognition perspective,
can thus be theoretically extended to define the notion of geographic-social context
utilized in this dissertation.
Geographic-social context, as defined by this research, is the social and
collaborative setting in which GHC is produced through an emergence of geographically
oriented tools, settings, goals, and artifacts utilized to conduct tasks. For example, a
geographic-social context could be formulated from something as simple as two people
emailing maps to each other to discuss a given situation. However, it can also extend to
the use of complex collaborative geovisual analytic tools. An important component (to
this dissertation at least) that distinguishes geographic-social context from a more generic
social context (like a party) is the emphasis on visual artifacts of and interfaces to
geographic information, which serve as mediums for facilitating task-oriented social
interactions and collaborations.
Visual artifacts and interfaces within socio-technical, geocollaborative systems
have been recognized in the GIScience literature as critical for addressing “the cognitive
and social aspects of both local and remote collaboration mediated through display
objects in a geospatial context” (MacEachren and Brewer, 2004:27). The following
section presents a discussion of geocollaboration, asynchronous geocollaboration, and the
relation between asynchronous geocollaboration, visual artifacts and interfaces and
geographic-social context.

3.3.2 Asynchronous Geocollaboration
This sub-section provides an overview of geocollaboration research. This is followed by
a discussion of the particular elements within the geocollaboration research domain that
were utilized in this dissertation.
What is Geocollaboration?
Geocollaboration is collaboration that is geographical in terms of place-based subjects
and is facilitated with and through geographic information and technologies (MacEachren
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and Brewer, 2004). Geocollaboration is a field of study that is multidisciplinary by
nature, incorporating theory and methods from human computer interaction (HCI),
computer science, and psychology. Within Geography, research on geocollaboration is
generally situated within the realm of Geographic Information Science (GIScience).
Geocollaboration overarches or overlaps other fields of study in GIScience that focus on
spatially-oriented collaborative processes. These include spatial decision support which
overlaps geocollaboration (as spatial decision support can focus on a single person as
well as groups) and collaborative GIS, of which geocollaboration is the overarching
domain. These fields can be distinguished within geocollaboration in that they are more
particular in research focus. Research on geocollaboration is generally broader than either
of these related domains, examining a wide range of issues related to group work with
geographic information and technologies, whereas spatial decision support systems and
collaborative GIS center on studying, structuring and supporting group interactions in
spatial decision making problems (Balram and Dragicevic, 2006). In particular, research
in spatial decision support systems and collaborative GIS focus on spatial analysis and
decision making models for decision support on topics such as natural resource
management and habitat restoration site selection (Jankowski et al., 2006, Jankowski and
Nyerges, 2001). Geocollaboration is a topic of relevance to many sub-domains of
Geography as a whole, due to the emphasis that can be placed on either the technological
aspects of geocollaboration, or the relationship between geocollaboration and social
mediation and/or organizational collaboration.
From the technological perspective, the development of systems to support
geocollaboration primarily falls under the broader category of computer supported
collaborative work (CSCW), or the study of how people collaborate through computer
technologies and the development of computer-based systems that enable people to
collaborate (in order to achieve common goals and/or make decisions), sometimes
referred to as “groupware.” CSCW systems are often developed based on the use of a
given system in terms collaborator locations (co-located or remote) and time dimensions
of the collaborative work being undertaken (real-time, or asynchronously). Figure 13
shows the place/time dimensions of geocollaboration in matrix form and provides brief
examples of each dimension.
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Figure 13: Geocollaboration Time/Place matrix. Figure based on Ellis, C. A., S. J. Gibbs and G. L.
Reln. (1991). Groupware: Some issues and experiences. Communications of the ACM 34: 39-58.
Ideas first brought to Geography/GIScience in Armstrong (1994).

The research perspective of geocollaboration as social mediation, and/or as an
organizational collaborative process, de-emphasizes the specific role of information
technology as a mediator for collaboration and looks at the broader social contexts in
which collaborative processes occur. Social contexts are examined to identify barriers to
collaboration such as trust, privacy, and the effects of organizational culture and
jurisdictional scale (Cai and Tomaszewski, 2008). Using an example from crisis
management, collaboration activities across federal, state, and local officials can be
examined in order to understand whether or not officials collaborated effectively across
jurisdictional and geographical scales in response to a national disaster.
Another research perspective on organizational geocollaboration activity looks at
how geographic information portals on the internet can potentially encourage
organizations to share geographic information resources, with the objective of facilitating
better collaboration. A primary example of this can be seen in the development of spatial
data infrastructures (SDIs). SDIs provide administrative infrastructures such as data
sharing policies, documentation, and procedures, and technological infrastructures such
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as data interoperability, discovery, and retrieval, that together, ultimately allow for the
dissemination of geographic information between organizations (Maguire, 2005).
One of the newest research perspectives of geocollaboration as social mediation
focuses on examining the integration of geographic information into so called “Web 2.0”
technologies (O’Reilly, 2005). Succinctly, “Web 2.0” is the notion of de-centralized,
user-generated content on the Internet that can be easily shared among people. Examples
of “Web 2.0” technologies are blogs, wikis, and geotaging of information such as
photographs. Geocollaboration from the “Web 2.0 “ perspective thus entails forms of
collaboration that do not necessarily have a direct objective such as decision making, but
rather, are de-centralized collaborative processes that work towards broader goals that
may be of benefit to society (or simply to the individuals involved). For example, the
OpenStreetMap project was developed to create “a free editable map of the whole
world…” where people can “view, edit and use geographical data in a collaborative way
from anywhere on Earth” (OpenStreetMap Project, n.d.). In addition to calling this type
of activity “geocollaboration”, the term “Volunteered Geographic Information”, or VGI,
has also emerged to describe the development of geographic information by individuals
(Goodchild, 2007).
Another aspect of geocollaboration as social mediator is the use of mapping
“mashups” to facilitate collaboration. A “mashup” is a web-based application that is
composed of several heterogeneous components to create a new application. A common
example is the use of Google Maps as a base map that is combined with other
information that is of prime relevance to the application, such as using Google Maps to
track bird locations in Central Park 30 . From the geocollaboration perspective, mapping
mashups are powerful collaborative mediums that can be quickly generated by nongeographic technology experts to fulfill gaps in social needs. For example, during the
Hurricane Katrina disaster of 2005, the scipionus.com website was a grassroots effort
developed to provide location-based information about areas affected by Hurricane
Katrina. Using an online mapping mashup, visitors to the website were able to enter
status information about areas affected by the hurricane. Use of the site grew rapidly as

30

http://www.birdsofcentralpark.com/map.htm (Last retrieved 01 December 2008)
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the general public sought location-based information on the disaster area that was not
available through regular sources such as the media (Palen et al., 2007).
Using Visual Artifacts and Interfaces to Support Asynchronous Group Work
As seen in the previous section, geocollaboration is a very broad research domain. Thus,
the geovisual analytic system implemented for this dissertation incorporates proof-ofconcept asynchronous collaboration support tools, theoretically grounded in one
particular area of geocollaboration research – the use of visual artifacts and interfaces to
support asynchronous group work. This particular area was incorporated into this
research as it was directly applicable to one of the goals of the system discussed in
Chapter four, namely, formulating a geographic-social context in which GHC is
produced. In the following section, the role of visual artifacts and interfaces in supporting
asynchronous group work and the formation of a geographic-social context is discussed.
MacEachren (2005) has defined three ways that visual interfaces and artifacts can
support group work. Figure 14 gives a listing of each item with a pictorial example.
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1. The object of collaboration,
where a map can serve as the
common ground through which
group works occur

Pointing to areas on a map during a shared
discussion about neighborhood planning
2. Providing support for human
dialogue, information sharing,
negotiation, discussions

Annotating a map with post-it notes for
representing ideas about specific areas for
urban planning
3. Support

for

coordinated

activity where visual interfaces
can provide the geographic
context

within

which

collaboration occurs and can
help to collaborators maintain
awareness of each others’ Large screen map displays in a command center
showing real-time situation status of ships in a
activities and real-world events
busy shipping port.
Figure 14: MacEachren’s (2005) three ways that visual interfaces and artifacts can support group
work.

Each item from MacEachren’s list is relevant in various degrees to the
geographic-social context goals of this research. Item one is relevant as maps, in part, are
used as the common ground through which people collaborate in the system discussed in
Chapter four. Item two is relevant as basic map-annotation tools are provided in the
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system to allow collaborators to express ideas and draw attention to locations. Parts of
item three are relevant in terms of collaborators being aware of each others’ activities and
group interaction that forms social-geographic context
Group interaction is a highly dynamic process. Maps, when used in an exploratory
mode, such as reasoning about the contextual relevancy of information, are critical to
finding and exploiting information that is important to overall group performance. Users
need to be able to take knowledge acquired through exploration of a map, preserve it
through a snapshot of system state, and then share this information with other users so
that the next person viewing the information is aware of and can understand the ideas and
perspective of the previous person (Denisovich, 2004). To achieve this, the tracking of
annotations to a map and of who made what changes and when was an important design
consideration for the development of the asynchronous geocollaboration tools developed
for this research.
Figure 15 sketches a mixed conceptual and processes model of how map
annotations can be used for maintaining awareness in asynchronous geocollaborative
group interactions. Support for this process was implemented in the system discussed in
Chapter four.

Figure 15: A conceptual model of the use of map annotations for fostering a geographic-social
context. Figure based on (Tomaszewski and MacEachren, 2006).
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The following is a hypothetical use scenario to help explain Figure 15. In Figure 15, two
hypothetical users (A and B) are collaborating asynchronously in order to make a
decision about allocating humanitarian funding resources. To help make this decision,
they are both reviewing news articles from different sources about a given humanitarian
situation in order to assess and contextualize the situation. The application they
collaborate through allows users to record system snap-shots of where a user has moved
in map space by storing the user’s map extents in a database. In the fourth space-time
level from the bottom, user B draws a map annotation so that other people in the group
are alerted to an area where a bombing has occurred. User A gains awareness of a new
development in the geographic-social context (i.e the actions of his collaboration) by
viewing this annotation and acts accordingly by making a decision to allocate funds for
medical resources in the area and notes his decision to others using an annotation.
Although a simple example, Figure 15 summarizes the ideas put forth in this section in
two ways. First, it demonstrates how the basic theoretical perspectives of distributed
cognition (the interaction of actors (user A and B), artifacts (maps, annotation tools), and
environment (where the actors are working, their task and goals)) can be used as the basis
for the notion of geographic-social context promoted in this research. Second, it shows
that visual interfaces and artifacts can be used to foster geographic-social context as per
MacEachren’s (2005) perspectives that visual interfaces and artifacts can (a) serve as
objects of collaboration, (b) providing support for dialogs, and (c) provide support for
coordinated activity.
3.4 Summary
The chapter has presented a theoretical framework that underlies the geovisual analytic
system developed for this research. This framework visually represents the GHC model
discussed in Chapter two and is used to produce GHC. The framework is divided into two
major categories - (1) visually supporting human analytical reasoning to produce GHC
and (2) supporting asynchronous geocollaboration through visual interfaces and artifacts.
In the following chapter, the specific components from the theoretical framework
presented in this chapter and conceptual ideas from the GHC model discussed in Chapter
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two are applied to the discussion on the creation of the proof-of-concept geovisual
analytic system developed for this research.
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Chapter 4 – From Theory to Practice – The Context Discovery
Application 31
4.1 Introduction
This chapter presents the proof-of-concept geovisual analytic system that was developed
for this research called the “Context Discovery Application” or CDA (Tomaszewski,
2008). As a point of clarification and reference, for the rest of the dissertation, when the
acronym CDA is used, it refers to the system that is presented in this chapter. The CDA
is intended to support users in the production of geographical and historical context from
implicit and other information sources for use in asynchronous geocollaborative context
analysis and situation assessment activities in humanitarian crisis management. The
notion of the “discovery” of context implies that users will be able to find information
that produces geographical and historical context dimensions previously unknown to
them through visually supported human and computational analytical reasoning
processes.
The CDA was developed to meet goal two of this dissertation, summarized from
Chapter one as “implement a proof-of-concept, geovisual analytic environment to support
the production of geographical and historical context”. The scientific purpose of the
CDA is to produce and present GHC information utilized by users that is based on the
GHC model discussed in Chapter two and is represented and reasoned with in a
geographic-social context based on theoretical framework presented in Chapter three.
The chapter will start with a general overview of the CDA’s system architecture.
Next will be a discussion of the visual interface components and user functionality the
CDA utilizes to produce and represent GHC information. This section also includes a
discussion of the CDA’s asynchronous geocollaboration tools. The CDA’s
computational components will then be discussed. In particular, this discussion will
include the CDA’s geocoding algorithms and automated reasoning procedures that were

31

*Note – Portions of this chapter have been previously published in Tomaszewski, B. (2008) 'Producing
Geo-historical Context from Implicit Sources: A Geovisual Analytics Approach', The Cartographic
Journal, 45, pp. 165-181.
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developed for query expansion in information retrieval tasks. In subsequent chapters,
human and computational evaluations of the CDA are presented.
4.2 The CDA System Architecture
The CDA uses a client-server architecture and is implemented using Java™, Google™
and Flex™ technologies. The client tier uses both an online interface and a desktop client
in the form of Google™ Earth (GE). The server tier hosts a gazetteer database, provides
automated reasoning services, supports connections to outside web services for
specialized text processing, provides geographic information retrieval, extraction,
geocoding, and GeoRSS web services, and constructs and serves the output visualization
that is rendered in the GE client. Figure 16 shows the general architectural components of
the CDA.

Figure 16: CDA architecture overview.
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The CDA was built using as much stable, open-source web technology as possible and
was designed using a web “mashup” approach. A web mashup refers to loosely coupled
software components and data combined into a unified interface to create a unique
application 32 . The CDA web client can therefore easily swap visual components such as
map interfaces, time lines and concept graphs in and out as new components are
developed and can work across technological formats and programming languages.
Adobe Flex™ (hereafter referred to as “Flex”) was chosen to develop the client
component for four reasons. First, Flex was designed from the ground up to support webservice integration, which is critical to many CDA data retrieval, processing, and
information presentation functions. Second, the Flex development environment is a Free
Open Source Software (FOSS) environment 33 , and thus Flex application code can be
made available to the open source community, and ideally, developed further. Third, web
interfaces developed in Flex can be run using the AdobeFlash Player which is free and
used by 98% percent of Internet enabled desktops 34 . The Adobe Flash Player can also be
used to run Shockwave files off-line. Finally, Flex’s ability to allow Flex components to
interact with non-Flex components through web service and cross language integration
works very well for the web “mashup” approach used by the CDA web client.
Disadvantages of using Flex are that despite the widespread presence of the Flash Player
plugin, a web browser plugin is nonetheless still required to run the web client. Also,
although a free compiler exists for generating Flex components, it is difficult for the nonexpert to use. The alternative is an easy to use, but relatively expensive development
environment called Flex Builder.
4.2.1 Mapping Clients
The open-source Open Layers 35 mapping client was used as the 2D mapping client in the
CDA due to the fact that its map interaction is very similar to the map interaction of
Google Maps, a widely used (but proprietary) mapping tool that is familiar to many users.

32

http://en.wikipedia.org/wiki/Mashup_(web_application_hybrid) (Last Retrieved 23 March 2008)
http://labs.adobe.com/wiki/index.php/Flex:Open_Source (Last Retrieved 23 March 2008)
34
http://www.adobe.com/products/player_census/flashplayer/ (Last Retrieved 23 March 2008)
35
http://www.openlayers.org/ (Last Retrieved 23 March 2008)
33
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Open Layers can easily incorporate Open Geospatial Consortium (OGC) 36 -compliant
data, commercial base-maps like Google Maps or Microsoft Virtual Earth, and is a purejavascript library, making it possible to integrate into the mashup approach used by the
CDA. Limits of Open Layers are that it does not include robust geographic data editing,
and lacks navigation features to which desktop GIS users may be accustomed to 37 . Other
open-source 2D map clients exist that also could be viable candidates for use as the 2D
mapping client in the CDA, but these other alternate options were not explored as Open
Layers was deemed sufficient in terms of functionality and scalability for the CDA.
Google Earth (GE) is used to present CDA search results in a virtual globe
environment as it is a tool that is highly interactive and relatively easy to learn through
exploration of the interface, characteristics that are important for Geovisual Analytics
tools (Allendoerfer et al., 2005). GE was also used because its scripting environment
offers flexible visual encoding and data processing (Wood et al., 2007). The CDA creates
custom views and renderings and integrates custom functionality through the Keyhole
Markup Language (KML), an XML-based structure used to define customizations in GE.
KML was also used as it is an Open Geospatial Consortium (OGC) standard, and thus has
potential to provide greater interoperability between web mapping systems (Open
Geospatial Consortium, 2007). Disadvantages of GE is that it a closed, proprietary
system. NASA’s World Wind system 38 is an open source, alternative virtual globe. Select
aspects of the CDA were tested in the NASA’s World Wind system, thus demonstrating
the viability of the component-oriented architecture of the CDA. Google Earth was
ultimately used due its support for complex KML.
4.2.2 Gazetteer Database
An important component of the CDA is the gazetteer database that is used for geocoding
tasks. The CDA used a “dump” (i.e downloaded and added to a local database) of the
Geonames 39 database which is available online for download. For an overview of the
Geonames database and the reasons why it was chosen for this research, refer back to
36

http://www.opengeospatial.org/standards (Last Retrieved 30 March 2008)
http://viswaug.wordpress.com/2007/11/30/comparing-openlayers-and-mapbuilder/ (Last Retrieved 23
March 2008)
38
http://worldwind.arc.nasa.gov/ (Last Retrieved 23 March 2008)
39
http://www.geonames.org (Last retrieved 28 August 2008)
37
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section 2.4.3 where in the Geonames database is discussed in the context of the use of
Geonames ontology within the GHC geographic-sub model.
The entire Geonames database was not incorporated into the gazetteer database
that was used by the CDA. Rather, only toponyms of feature code 40 type A
(administrative areas) and P (populated areas) were used. The reason for using only these
two was that the geocoding procedures that were developed as part of this research set
out to achieve the modest (yet still very challenging goal) of identifying discrete political
entities such as countries, states, cities, and towns. Although geocoding other types of
entities such as natural features (lakes, rivers, desserts etc), regions, and continents is
important, development of robust geocoding algorithms that could account for all types
of entities from all types of feature codes was well beyond the scope of this dissertation.
Furthermore, using a subset of the overall Geonames database allowed for increased
performance for database operations such as queries.
Even with a subset of the overall database, the Geonames database is very robust
in terms of its global coverage of toponyms designated with the A or P feature code.
However, the Geonames database was quickly found to have coverage limitations in nonUS or non-European countries at scales below administrative levels such as counties.
This became an issue for this research as the study area for the case study described in
Chapter five was the Sudan and text documents processed typically referred to a range of
place entities within that country. Therefore, the Geonames database “dump” was
supplemented with additional toponomic data from the Sudan. In particular, additional
place name data was added from the following sources - (a) the Darfur region of the
Sudan was acquired from the Humanitarian Information Centre (HIC) for Darfur 41 , (b)
the South Sudan region of the Sudan from the United Nations Joint Logistics Council
(UNJLC) Map Centre 42 , and (c) Admin_5 level (i.e counties in the context of the Sudan)
data that was extracted from a GIS layer provided by the Data Exchange Platform for the
Horn of Africa (DEPHA) 43 as Geonames does not include data at the Admin_5 scale.
These sources were used because they were freely available and published online by
40

For a complete listing of feature codes available in the Geonames database, see
http://www.geonames.org/export/codes.html (Last retrieved 04 September 2008)
41
http://www.humanitarianinfo.org/darfur/infocentre/pcodes/download.asp (Last retrieved 21 July 2008)
42
http://www.unjlc.org/sudan/maps/ (Last retrieved 21 July 2008)
43
http://www.depha.org/maps/sudan/default.asp (Last retrieved 21 July 2008)
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reputable organizations associated with the United Nations. In total, these supplements
added over 4,000 extra place names for the Sudan to the gazetteer database that was used
by the CDA, thus bringing the total number of place names for the Sudan in the gazetteer
database to 10,497.
Before leaving the discussion on the gazetteer database that was used by the
CDA, brief mention must be made of one special aspect of the Geonames database
schema 44 and the benefits this provided for this research. The Geonames database schema
contains a field titled alternatenames that is a comma-separated string of alternate
spelling in various languages of a given place name. This simple feature proved to be
incredibly useful for geocoding tasks as place names often have many derivative
spellings. Figure 17 demonstrates this point.

Figure 17: Screen shot of place names from the Sudan showing the alternate names field (far right
column).

In Figure 17, three place names from the Sudan are shown as examples. The main item to
note is how the official name of a place (as represented by the name and asciiname fields)
can vary greatly from the several alternate names or non-Latin alphabet versions that can
be used for a place. The geocoding functions of the CDA utilize the name, asciiname, and
alternatenames field in order to have a wider range of possibilities for making matches
that resolving identified locations to a coordinate. Furthermore, the simple commaseparated structure of the alternatenames field made it easy to add new variations of a
place name.
4.3 CDA Visual Interface Components and User Functionality
4.3.1 Overview
The CDA web client has four categories of visual interface. The first is the master flex
“shell” that is used to as a container that holds the other visual interface components
44

Documentation of the geonames database schema can be found at
http://download.geonames.org/export/dump/readme.txt (Last retrieved 04 September 2008)
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together and contains interface controls such as buttons, combo boxes, text fields and
others that provide users with a visual interface to the CDAs computational
functionalities such as retrieving RSS feeds. The second is the search results interface
that was developed to allow users to quickly review information found from searches in
order to determine contextual relevancy. The third is the space/time/concept interface
(STCi). The STCi is composed of three separate sub-components - an interactive concept
map that utilizes a touch graph algorithm, a 2D timelime and the 2D map client
previously discussed. The fourth visual interface component is the asynchronous
geocollaboration interface. The CDA also incorporates some of the “out-of-the-box”
functionality of Google Earth. One particular user function, the geographic sandbox,
combines visual components from the CDA web client with Google Earth functionality.
In the following sections, each of these components is discussed.
4.3.2 The Master Flex Shell
During its development, the CDA went through numerous interface changes resulting in
three distinctly different versions of the application. Screen shots of all three versions of
the CDA are presented in Chapter six as part of the discussion on modifications that were
made to the CDA during usability testing. Figure 18 is a screen shot of version two of the
CDA.
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Figure 18: The CDA Flex Master Shell.

This particular version of the CDA is presented here as it effectively demonstrates the
basic points about the Master Flex Shell. As can be seen in Figure 18, the CDA Master
Flex shell is divided into sub-views, four sub-views in the case of Figure 18. Each subview contains visual components for accessing CDA functionality and/or visual
interfaces designed to support reasoning with information contained in the view. For
example, the sub-view in the top left of Figure 18 contains controls that allow users to
run queries that are processed by the CDA’s computational components. The sub-view on
the bottom left, in turn, contains other sub-views that can be selected using tabs and that
provide access to the CDAs visual interface components such as the results window
(shown in Figure 18), concept view, and geocollaboration tools (not shown in Figure 18).
In general, Flex proved to be a very effective development environment for
building the CDA given the ease in which interface components could be modified. In
Chapter six, section 6.5.3, I discuss and provide examples to illustrate how the
components within the master flex shell of the CDA were modified over the relatively
short span of two weeks based on the results of usability testing. In the following subsections, screen shots from only the relevant portion of the CDA master flex shell are
shown as they relate to the component being discussed in that section.
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4.3.3 The Search Results Interface and Functionality
The Search Results Interface of the CDA is shown in Figure 19.

Figure 19: The search results interface.

The primary purpose of the search result interface is to provide quick overviews of the
contents of documents that are retrieved by CDA queries. The left side of the search
interface demonstrates this point. On the top left side, documents are shown ranked by
their relevance to a given query as per the automated reasoning ranking function of the
CDA that is discussed in section 4.6.1. Overviews of individual documents are designed
to look similar to Google search results. Thus, an individual document is visually
represented using three components – the title of the document in bold, a two to three line
summary of the beginning of the document, and the link to the original document in
green. The reason for using this design was to follow general interface design strategies
that dictate that in order to produce an effective interface, each visual component of an
interface should match existing, familiar interface conventions (Plaisant, 2005). By using
this approach, it was anticipated that users with no experience using the CDA could
quickly learn how the use the CDA.
The title component of an individual document provides two interactive
components for the user to find more information about the document. The first is a
simple click function. When the user clicks on the document title the document’s original
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web page is loaded in the right side of the search results interface (which is a web
browser), allowing the user to view the web page in its original context. As seen in Figure
19, the user has clicked on a document about floods in the Sudan and this document has
been loaded into the web browser on the right.
The second interactive component of an individual document is a mouse-over
feature used for accessing document contents in visual formats. When the user mouses
over the title of document, the name entity view (located on the bottom left) for that
document appears. The scientific purpose of the name entity view is two-fold. First, it
provides users with a visual interface to the essential information of a given document’s
content by reducing the amount of the information the users needs to view (Keim et al.,
2005). Second, it provides visual artifacts designed to aid a user’s reasoning about the
potential relevancy of the document by highlighting potentially important terms that can
motivate further investigation of a document, or a “drill-down” type approach that has
been used in other text-visualization systems (Thomas et al., 2001).
The named entity view was implemented using two display levels of information
about the document. The first level is the raw text of the document that was extracted
when the document was retrieved by the CDA. The raw text is the text that the CDA
determined to be the most relevant of the document. Thus, extraneous items such as text
from navigation bars, ads, etc. are ignored. Technical details on the determination process
are discussed in section 4.5.1. The second level of information contains the named
entities that were identified in the raw text. The term “named entities” refers to people,
places, and organizations that were identified using natural language processing functions
of GATE (refer back to Figure 16 to see where GATE fits into the overall architecture of
the CDA).
Once a named entity was initially identified using GATE, a color coding scheme
was applied. This was done to highlight the entity in the raw text in order to assist the
user with making quick scans of the named entities. The color coding scheme used is as
follows - people were highlighted in blue, organizations in red, and places in green.
These colors were chosen to provide the most visual contrast between named entities. A
check box is provided that allows the users to turn off the colored named entities in the
raw text.
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In addition, the named entity view also lists the concepts that were found in the
document. Concepts, in this context, refer to query terms and instances from the GHC
ontology model (discussed in Chapter two) that were found in document. Concepts found
in a given document are visually displayed in the space/time/concept interface, which is
discussed in the next section.
4.3.4 The Space/Time/Concept interface (STCi) and Functionality
The Space/Time/Concept Interface (STCi) is a tool to support human reasoning for
producing GHC and it provides the visual interface to the three sub-models of GHC
outlined in Chapter two. The intent of the STCi is to enable reasoning about local
information through visual representations of information structured by each of the GHC
sub-models, and through compatibly relationships between the sub-models. The STCi is
shown in Figure 20.

Figure 20: The Space/Time/Concept Interface (STCi).

As can been seen in Figure 20, the STCi is composed of three visual interface
components. The first component is the concept view (seen in the top left in Figure 20).
The concept view is used to support concept map integration in order to help an analyst
find potentially relevant non-spatial dimensions within retrieved information. Concept
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maps can help to conceptually structure information found in searches (which is usually
loosely structured) and by making concepts of a given domain accessible to a non-expert
user by highlighting those concepts when they are found in the search and thus indicating
which terms may be of relevance to the user (Tergan, 2005). Concepts are visually
represented in STCi using a node-link graph interface. Nodes and links are generated
from GHC ontology discussed in Chapter two. The second component is the time view
(seen in the bottom left in Figure 20). The time view is used to visually represent
occurrents of the historical sub-model using the SIMILE timeline interface (SIMILE
project, n.d.). The time view supports the representation of single events (i.e an event
with a specific date/time) and durations (i.e events that span over a given time range with
specific starting and end dates). As seen in Figure 20, the SIMILE timeline interface
supports the addition of descriptive balloons for adding additional information to events.
Users can review potentially relevant historical information in the time view by panning
the time view at either the year scale (top part of the time view shown in Figure 20) or
month scale (bottom part of the time view shown in Figure 20). Users can then click on a
single event or duration icon to review information contained in the historical sub-model.
The third component of the STCi is the 2D map client that was discussed in section 4.2.1.
In its role within the STCi, the 2D map client view is adjusted based on interactive
functions of the concept and time views of the STCi. The following is a hypothetical use
case of the STCi that outlines interactive functions of the STCi. Figure 21a-c uses Figure
20 to illustrate the steps of using the STCi.
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a – Selecting concepts from the concept map

b – Selecting concept moves timeline

c – Selecting event moves map
Figure 21 (a-c): Using the STCi. Interface and/or functionality being used is highlighted with a
dashed-box.
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In this use case scenario, an analyst is cognitively gaining a contextual
understanding of locations related to humanitarian events in the Sudan after doing a
search. Locations involved in a complex crisis situation may have multiple conceptual
and/or temporal dimensions that may be of relevance for producing GHC. Conceptual
and/or temporal dimensions can thus provide filtering capabilities that determine which
locations are relevant based on relationships among concepts, events, and locations.
As seen in Figure 21a, concepts derived from a humanitarian concept map that
were found in and extracted from information contained in an RSS feed from the Sudan
are highlighted in yellow. Highlighting concepts that were found helps the analyst to
understand what conceptual elements are contained within the document space that was
searched and to suggest concepts that the user may not have considered as contextually
relevant (Leake et al., 2003). Furthermore, neighbor concepts to those extracted can be
found to indicate connections between concepts not previously considered.
The analyst clicks on the UNAMID concept found during the search to see if
there are any events related to the concept. The concept is linked to a UNAMID security
event from 2005 and the timeline moves accordingly to this event about women being
raped (Figure 21 (b)). The event on the timeline is linked to the map. The analyst can see
where the event took place by clicking on the link associated with the event, making the
map automatically re-center at the location of the event (Figure 21 (c)). Together, the
linked map, timeline, and concept map tools of the STCi and other information retrieved
by the CDA provide the analyst with the GHC for interpreting events with which
UNAMID has been involved. The overall processes is iterative, and the user can conduct
further searches to find out more about topics learned during the initial search.
4.3.5 The Asynchronous Geocollaboration Interface
The Asynchronous Geocollaboration Interface was developed to provide users with
awareness of real world events and the activities of collaborators within the spatially and
temporally fragmented nature of asynchronous group work as per the discussions in
section 3.3.2. The Asynchronous Geocollaboration Interface from version two of the
CDA is shown in Figure 22.
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Figure 22: The Asynchronous Geocollaboration Interface.

Version three of the Asynchronous Geocollaboration Interface is presented in Chapter six
as part of the usability study discussions. Maintaining awareness of collaborator activities
by preserving system states was supported through the asynchronous collaborator view
(seen on the far left of Figure 22). The asynchronous collaborator view keeps “snapshots”
of user map extents and when the extent was viewed in a database. Map extent snapshots
can then be recalled and viewed from any user, based on the user who generated the
snapshot. Users can click the Set Map to Selected Extent button view (seen on the
bottom, far left of Figure 22) and the CDAs 2D map will move to that extent. For the
utility study however, of the asynchronous collaborator view was removed. This change
was made to reduce the overall amount of tools in the interface needed for the utility
study since many other tools were already being evaluated and time during the utility
study was limited.
Other changes made between versions 1 and 2 of the Asynchronous
Geocollaboration Interface included the removal of prototype real-time geocollaboration
tools that were out of the project scope of the user evaluations. The prototype real-time
geocollaboration tools developed are discussed in Chapter seven.

92

Maintaining awareness of the activities of collaborators in terms of their
analytical insights into producing GHC and by extension real-world events from which
those insights are derived was supported through the idea of the geomessage. The
geomessage uses a standard email message as a metaphor for developing a
spatiotemporally-enabled message for asynchronous geocollaboration. Table 3 outlines
the major components of a geomessage and how email was used as a metaphor for
developing the geomessage idea.
Table 3: The Geomessage/email metaphor.

Message Component

Email

Geomessage

To

Persons email address

Person, Geographic area*

From

Persons email address

Person, Geographic area*

Subject

Subject line (text)

Subject line (text) or location*

Body

Text message,

“Body” based on map extent/scale

embedded objects

level, text note about the area,

Any file-based object

Map annotations (drawing)

Attachments

WMS map layer
*feature not implemented as part of this dissertation research due to time constraints.
As can be seen in Table 3, the To, From, and Subject components of the Geomessage, in
it current form, mirror email. The “geo” parts of the geomessage begin with the body.
Conceptually, the body of a geomessage is a map extent and scale level the sender of a
geomessage wishes the receiver of the geomessage to view, along with a text note like an
email message. The attachment component of the geomessage was designed explicitly to
support geospatial artifacts. In its current form, the geomessage supports attachments of
map annotations and shared WMS layers. Shared WMS layers, in particular, is a
powerful feature in that it allows users to collaboratively create maps through the sharing
of individual and external geospatial resources from OGC-compliant servers. WMS
layers from a given server can be loaded into the CDA by parsing the XML-based results
from a GetCapabilities request made to a server 45 . Users can then select layers available
45

See
http://wms.jpl.nasa.gov/wms.cgi?Service=WMS&amp;Version=1.1.1&amp;Request=GetCapabilities as an
example of a WMS GetCapabilities request from NASA’s Jet Propulsion Laboratory (JPL)
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from a given server and then attach them to a geomessage. The benefits of this approach
are that it (a) allows users to maintain a private view of their own data but allows them to
share if needed (b) provides the users with the flexibility to use multiple spatial data
providers, (c) overcomes technical challenges to data sharing, such as for example, when
a user who is a novice with geospatial technologies needs a layer for decision making
from a geospatial expert, and (d) allows users to support dialogs by matching user
knowledge rendered through drawing annotations with formal geographic data, thus
providing more holistic geographic meaning awareness about in a given situation
(Tomaszewski and MacEachren, 2006).
Figure 23 shows a geomessage being constructed.

Figure 23: Constructing a Geomessage.

As seen in the center of Figure 23, a user (Brian) is sending a message to all of his
collaborators (Everyone). The message has a time-stamp attached to it (which is not
shown in Figure 23). He types in a subject and text note for his message about a security
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situation. Brian has added a WMS layer of Sudan state boundaries 46 to his Google Maps
base map (which does not have Sudan state boundaries) to provide additional geographic
context to his message. Furthermore, he has highlighted the area in question using the
map annotation tool (the blue circle/line on the map). Brian adds the WMS and map
annotations as attachments to his message. When his collaborators open his message,
their map views will zoom to the extent that Brian set his map to for the message and will
draw the Sudan states WMS layer and map annotation Brian created.
4.3.6 Google Earth Functionality Utilized by the CDA
KML is used to render the results found by the CDA’s geographic text extraction and
geocoding process in GE. Using a network link connection, a user of the CDA can easily
download the KML-based output renderings from the CDA server component for
addition into GE. Figure 24 is a screen shot of a CDA rendering of documents based on a
query of the ReliefWeb Sudan RSS feed and formatted as per the cartographic design
guidelines outlined in Chapter three.

Figure 24: CDA Output rendered in Google Earth.

46

Sudan state boundaries from the WMS layer are shown overlaid on the Google base map in Figure 22.
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Each place found in the search is shown as a point symbol and connected to the
established origin point (as determined by examining the title tag of the document in the
RSS feed) using a line. In the present implementation, if an origin point was not
established for the document, connection lines are not created, and locations are rendered
as a graduated symbol based on frequency of occurrence in the document.
As seen in Figure 24, when an origin point is established, the thickness of the line
indicates the number of times a place was referenced in the news story, point symbols
represent the geographic scale of the entity found (town, country etc.). Transparency of
lines and points indicate how old the story is relative to the time when the
geovisualization was created. These approaches are used to give a quick overview of the
information returned before the analyst decides to potentially remove unneeded or
irrelevant information.
Each document processed by the CDA is listed in the Google Earth legend. The
contents and structure of the Google Earth legend are determined by the CDA. Google
Earth legend items contain folders for geographic and non-geographic concepts found.
Structuring information retrieved from the CDA search in this way provides the analyst
with interactivity over geographic scale and concepts and can aid in determining which
items may be of contextual relevance. Furthermore, a simple graphic legend (as seen on
the top left of the map view in Figure 24) that indicates what is being shown on the map
was included in the KML output created by the CDA.
Automated geocoding procedures often make incorrect assignments of terms to
locations. Therefore, it was critical that functionality was provided to review how a given
term was geocoded. Furthermore, concepts identified during the search may be
unfamiliar to the analyst. To address these issues, the CDA provides the user with visual
“snippets” of extracted entities in order to review how extracted locations or concepts
were used in the context of the source document (Figure 25).
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Figure 25: Reviewing extracted entities snippets. Only one story (shown in blue) is displayed for
clarity.

For concepts, a link to a Google search on the term (not shown) is provided to help the
analyst with understanding potentially unfamiliar concepts. Furthermore, concepts are
visually displayed in 3D space to indicate possible importance of the concept. The
number of times a concept is mentioned within a given document will determine the
height the concept is drawn in 3D space (Figure 26).
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Figure 26: Reviewing concepts in 3D space.

Once a given search is complete, an analyst can begin a process of reasoning to determine
which pieces of geographic and conceptual information extracted are relevant to the
context analysis task. In addition to the GE visual encoding strategies previously
discussed, the CDA provides the analyst with two visual interface methods to aid in
reasoning with information returned. One is the STCi discussed in section 4.3.4. The
second, which works closely with Google Earth, is the Geographic Sandbox.

4.3.7 The Geographic Sandbox
Geographic information presentation and synthesis functionality in the CDA is supported
using a “Geographic Sandbox.” The Geographic Sandbox uses tightly coupled map
displays to allow users to simultaneously view geographical locations in a virtual globe
and standard 2D cartographic perspectives for geographical orientation analysis. The
scientific purpose of the linked 2D/3D map display approach is to provide the user with
multiple external geographic views of areas that can enhance users’ working memory and
subsequent reasoning capabilities by increased duration and capacity of stored
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information (Keller and Tergan, 2005). The practical intent of the Geographic Sandbox is
to provide the analyst with a map space into which he/she can place pieces of information
pulled out from GE as deemed contextually relevant. The tool is based on the idea of the
analysts’ Sandbox presented in Wright et al. (2005), a general purpose (concept-oriented
rather than geographic oriented) “space” for organizing fragments of evidence in support
of intelligence analysis.
Another goal of the Geographic Sandbox is to provide the analyst with multiple
views of the geography being investigated. These multiple views come in the form of
linked map representations and overview and zoomed perspectives of geographic and
other data being examined. The CDA accomplishes this goal by using a novel approach
that links the virtual globe views of GE with 2D Web Map Services (WMS) maps
contained within the Open Layers web mapping client software. By using this approach,
an analyst can (a) seamlessly use GE for exploration with a separate, external standard
2D cartographic display that may be better suited to their work, such as incorporating
organizational map symbols or other relevant styling, (b) maintain geographic
orientation, for example having the 2D display indicate where in map space a user is
when in the 3D view of GE, and (c) and manipulate perspectives where the flexible
scaling between GE and Open Layers allows either to easily serve as the overview or
detail view (Figure 27).
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Figure 27: The Geographic Sandbox – Linking GE with a 2D WMS map.

The basic process of using the Geographic Sandbox is as follows. An analyst can send a
location of interest from the GE view into the Geographic Sandbox by clicking on a link
that sends the location’s coordinates and info into a GeoRSS feed. The CDA 2D map
client reads the GeoRSS feed and renders the locations in the 2D WMS map. In the
example above, the locations Nyala and Al Juniah have already been added to the
Geographic Sandbox and the user is in the process of adding the location Tine.
4.3.8 Summary
This section has discussed the various visual interface components and related user
functionality of the CDA. The overarching purposes of these tools are two-fold. First, the
tools help users to reason about the contextual relevancy of information derived from
web queries. Reasoning is primarily supported in the tools using visual representations
and interfaces that represent abstract concepts (such as the STCi), constrain the
representation of complex elements (such as the named entity view), and restructure
problem spaces (such as showing the contents of news articles in a visual/geographic
form in Google Earth as opposed to a text-only view in a web browser); allowing each to
be understood and reasoned with more easily (Larkin and Simon, 1987, Scaife and
Rogers, 1996, Zhang, 1997). Second, the tools support awareness of real world and
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collaborator activities within the geographic-social context that GHC is produced through
asynchronous collaborative work that utilized visual artifacts and interfaces as per the
three uses of visual artifacts and interfaces to support group work outlined in
(MacEachren, 2005). For example, the 2D map serves as an object of collaboration, map
annotation tools and the Geomessage provide support for dialogs, and the overall
Asynchronous Geocollaboraiton interface provides support for coordinated activity.
Computational components that assist in producing GHC and underlie the visual
components of the CDA are discussed next.
4.4 CDA Functionality – Computational Components
The computational components of the CDA center primarily on extracting information
from RSS feeds. RSS feeds were selected as a primary information source since they are
commonly used for publishing web content that is easily accessible due to the XML
structure of an RSS 47 feed (Grossnickle et al., 2005). The disadvantage of RSS is that
their contents are not always representative of the entire content a web site may contain,
and thus may only provide a partial view of content that is available. Public web services
exist that can automatically geocode RSS feeds and convert them into GeoRSS feeds that
can then be geographically visualized 48 . These services are very useful for plotting single
points based on individual items in an RSS feed. They are limited, however, in that they
do not offer any in depth analysis of the contents of web pages referenced from an RSS
feed and were not used for this research. The CDA goes beyond these types of services
by geocoding the contents of web pages referenced by RSS feeds.

4.5 Text Capture and Geocoding Functionality
The following two sections discuss specific functionality used by the CDA for capturing,
extracting and geocoding textual content that may provide potentially relevant context
information.
47

For more information on RSS, see http://en.wikipedia.org/wiki/RSS_(file_format) (Last Retrieved 23
March 2008)
48
See http://www.geonames.org/rss-to-georss-converter.html for an example (Last Retrieved 23 March
2008)
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4.5.1 Capturing Content from RSS Feeds
Upon retrieving an RSS feed, the CDA opens each web page referenced in the RSS feed
and extracts relevant text content from the web page. Figure 28 shows the basic process
of how the CDA extracts relevant text content from a web page referenced from an RSS
feed.

Figure 28: Extracting relevant web page content for text processing.

After the relevant content is extracted from a web page, the contents are then sent to the
CDA’s geocoding process. The CDA performs geocoding using two algorithms that work
in conjunction with each other. The first is the default sense of place algorithm. The basic
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idea behind the default sense of place algorithm is to determine an assumed (or default)
location that a document is about. For example, a document with a title Sudan:
Peacekeepers needed for Darfur would have a default sense of place of the Sudan.
The second is the Geophrase algorithm that uses the Generic Architecture for Text
Engineering (GATE) toolkit for named entity identifcation (Cunningham, 2002).
4.5.2 Geocoding Process - Default Sense of Place Algorithm
The practical purpose of the default sense of place algorithm is two-fold. Its first function
is to support the Geophrase algorithm by adjusting the gazetteers that GATE uses for
annotating locations. Gazetteers are predefined location lists that serve as references
when attempting to determine if a word being examined is in fact a location. The CDA
dynamically adjusts the location gazetteers used by the Geophrase algorithm based upon
the default “sense of place” for a search. For example, if documents that are being
retrieved from an RSS feed are related to the Sudan (as determined by examining the title
tag of the document in the RSS feed), the CDA will automatically update GATE’s
location gazetteers to include place names from the Sudan. When updating the location
gazetteers of GATE, the CDA creates separate gazetteers of place names based on the
various feature classes of the location that determines the default sense of place (i,e., a
country, a US state etc.). Additionally, the CDA also updates the reference list that is
used to connect the gazetteers to the processing rules used by GATE. Figure 29
demonstrates these points.
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Figure 29: Items on the left outlined in red are place name lists from the Sudan classified based on
their various feature codes. Items on the right outlined in red are references to the lists shown on the
left used by the processing rules of GATE. Other entries are shown to provide context.

The reference lists in particular are used to help with geocoding tasks by providing
metadata about a list. For example, note on the right side of Figure 29, the first entry in
the area outlined in red has a value of:
SD_ADM1.lst:location:ADM1
This entry has three components that are separated by colons (:)
1- SD_ADM1.lst – the name of the gazetteer to use
2- location – the type of annotation the list is
3- ADM1 – the feature class of the terms contained in the list
The third item is of particular use as it allows for a reference to the feature class of a
place name to be included in the annotations created by GATE. These feature class
references can then be inspected and used for determining the scale at which a given
place name should be geocoded. Details on this aspect of the CDA geocoding processes
are discussed in section 4.5.3.
As previously mentioned, the CDA can establish a default sense of place for a
document by examining the contents of the RSS feed’s title or description tags, a
determination based on the structure of a given RSS feed. Often, a place reference will be
found in one of these tags. The identification of a specific place reference in a given RSS
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tag is the second purpose of the default sense of place algorithm. If a place reference is
not found in the title tag, broader scale gazetteers such as country names or cities with
populations over 50,000 are used in the search. From the perspective of rendering search
results, the CDA uses specific place references found in a title or description tag to
establish the origin point of a document.
The benefit of using a default sense of place approach is that irrelevant place
names are not included for matching, thus potentially preventing false positives. The
limitation of this approach is that it requires a default or user provided sense of place for
a document in order to adjust the gazetteers, or a sense of place that is reasonably
bounded in scale (such as a state or country). Additionally, the default sense of place
approach can potentially run into place ambiguity issues such as “Georgia” the US state
or “Georgia” the country. Furthermore, the use of title or description tag contents to
determine the place the story is about (referred to in this research as the document origin)
may oversimplify or completely miss what the actual origin of the document is, since it
ignores the contents of the document.
Algorithm 1 provides the pseudo-code of the RSS Default Sense of Place
Algorithm and a sub-procedure it uses for ranking results. Evaluations of this algorithm
are provided in Chapter six.
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Algorithm 1: RSS Default Sense of Place Algorithm (determining country/origin
from title tag)
Key:
Variable – items in italics
CALL – a sub procedure call
[GATE Function] – items in [], sub procedure whose algorithm is not listed
CALL ProcessTerms – items in bold, sub procedure whose algorithm is listed
# comment - a comment about what is happening
1: RSS_titles = CALL (Get every title element from an RSS feed – [CDA RSS retrieval
Function])
2: Default_Scopes = CALL (Get all potential country names and related info – [CDA
database Function])
3: for every title in RSS_titles
4:
master_found_results = collection of all potential places found
5:
country_found_results = collection of countries found within in Default_Scopes
6:
for every country in Default_Scopes
7:
if the current country is found inside title then
8:
add country1 to country_found_results
9:
end if
10:
end for
11:
# see if more detailed information can be found for every country that was found
12:
if country_found_results has more than one country in it then
13:
for every country in country_found_results
14:
add country to master_found_results
15:
SpecificCountry = CALL (get all place names from country)
16:
for every placename in SpecificCountry
17:
if the current placename is found inside title then
18:
add placename2 to master_found_results
19:
end if
20:
end for
21:
end for
22:
# rank items in master_found_results to determine default sense of place
23:
ranked_results = Call RankResults (master_found_results)
24:
top_results = the first element in ranked_results
25:
#the location contained in top_results could be used to define a location
26:
#for a document
27:
#the country that the location contained in top_resultss is in can be used
28:
#to adjust the gazetteers used for geocoding the rest of the document
29:
else
30:
#no default sense of place can be found,
31:
#algorithm could be re-run with different Default_Scopes such as world
32:
#cities, all place names etc.
33:
end if
34: end for
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Sub Procedure: RankResults
Inputs: master_found_results – various places that were found within a given RSS title
Return: ranked_results – the input collection re-ranked based on a numerical weighting,
the first item in ranked_results is the presumed most relevant candidate to use for either a
default sense of place and/or document origin
1: admin_1_values = collection of potential admin_1 values (i.e state names)
2: ranked_scores = collection of the rank scores that are generated
3: # see if any admin_1_values were found, factors into final weighting by to
4: # disambiguate places with the same name
5: for every found_result in master_found_results
6:
if an admin_1_value is in the found_result
7:
add the admin_1_value to admin_1_values
8:
end if
9: end for
10: # inspect the feature codes classes of the input results, these are used to apply weights
11: # for ranking
12: feature_code_type = nothing
13: for every found_result in master_found_results
14:
feature_code_value = numeric weight of feature code3 associated with
15:
found_result
16:
feature_code_type = type of feature code associated with found_result
17:
feature_class_value = numeric weight of feature class3 associated with
18:
found_result
19:
population_value = population associated with found_result
20:
# check if the current found_result has an admin_1 value (example - the VA in
21:
Arlington, VA)
22:
if an admin_1_value is in the found_result
23:
current_admin_1_value = admin_1_value
24:
end if
25:
# see if current_admin_1_value matches any values in admin_1_values found in
26:
# the beginning helps with disambiguating
27:
# ex - if 2 Arlington’s are in master_found_results, and
28:
# the actual location is Arlington, VA, Arlington, TX, although higher in
29:
# population, should not rank higher
30:
for every admin_1_value in admin_1_values
31:
if current_admin_1_value = admin_1_value then
32:
admin_1_value_found = true
33:
end if
34:
end for
35:
# generate a weight value - create a multiplier
36:
multiplier = feature_code_value + feature_class_value
37:
current_score = a number that will be assigned to found_result
38:
max_value = a very large constant value (263-1) to ensure a confirmed admin_1
39:
values ranks highest
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40:
if admin_1_value_found = false then
41:
if multiplier does not equal 0 AND population_value = 0 then
42:
current_score = multiplier
43:
else
44:
current_score = multiplier * population_value
45:
end if
46:
else
47:
current_score = max_value
48:
end if
49:
#position the current score with the other scores to see where it falls in the
50:
#rankings
51:
re_rank_found = true or false as to whether a re_ranking of a score found,
52
initialized as false
53:
for every temp_score in ranked_scores
54:
if the temp_score < current_score then
55:
Add current_score at the index/position of temp_score within
56:
ranked_scores
57:
Add found_result at the index/position of temp_score within
58:
ranked_results
59:
re_rank_found = true
60:
end if
61:
end for
62:
if re_rank_found = false then
63:
Add current_score at the end of ranked_scores
64:
Add found_result at the end of ranked_results
65:
end if
66: end for
67: return ranked_results
Notes:
- country is in fact a tuple containing a country’s name, population and any other information that may be
needed for presentation or processing purposes
2
– placename is in fact a tuple containing a given locations name, population, feature class, feature code
and any other information that may be needed for presentation or processing purposes
3
– see Appendix section 1 for listing of codes and the numeric weights that were used
1

4.5.3 Geocoding Process – The Geophrase Algorithm
The purpose of the Geophrase algorithm is to identify location references within the
contents of documents acquired using the functionality discussed in section 4.5.1. The
algorithm starts by using GATE to perform textual annotation of named-entities (i.e
locations, people, organizations) and parts-of-speech annotation (verbs, nouns) within the
input text. Using the annotations provided by GATE, the CDA then attempts to construct
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“geophrases” that capture near-context word information around location words found,
an approach similar to that discussed in Li et al. (2003). The purpose of this step is to
help with disambiguating locations found. For example, in the sentence:
The flood will affect Springfield County.
The word “Springfield” will be tagged as a location, but given the many possible
Springfield’s that exist (cities, towns, counties, businesses, etc.), it is difficult to
determine which one to geo-code the word to. By identifying the term “County” after the
explicit reference of a location, the geophrase “Springfield County” can be used to guide
the geo-coding as the term “County” provides meta-information about the scale of the
entity that was found. If a document has a default sense of place, this meta-information
can help pinpoint a location within the extent of the default sense of place (i.e a state). If
no default sense of place for a document exists, this information is still of use, but the
location will be more difficult to determine and may need to be compared with other
locations found in a document, such as a city that is potentially in the same state as the
place that is to be geo-coded. Algorithm 2 provides the pseudo-code of the GATE-based
pattern matching algorithm.
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Algorithm 2: GATE-based pattern matching algorithm (geocode locations based on
near word context)
Key:
Variable – items in italics
CALL – a sub procedure call
[GATE Function] – items in [], sub procedure whose algorithm is not listed
CALL ProcessTerms – items in bold, sub procedure whose algorithm is listed
# comment - a comment about what is happening
1: GATE_Annos = CALL (Get document annotations from GATE– [CDA GATE
Function])
2: IllegalPhrases = collection of known phrases that can be tagged as false positives, for
3: example “West Nile Virus”
4: GeoPhraseValues = collection of the components that are used to create and analyse
5: a geo phrase
6: GeoPhrase = the string representation of the phrase as it is constructed
7: correct_value_found = true/false if the end of geophrase has been found
8: location_found = true/false if an explicit location has been found
9: exitCounter = numeric value that determines when checking for phrases should stop
10: for every annotation1 in GATE_Annos
11:
if the type of annotation is a LOOKUP
12:
anno_features = get the features from annotation
13:
if the MAJOR_TYPE value in anno_features = LOCATION_KEY2 then
14:
# the annotation is something of interest, store info about it
15:
in a tuple for processing later
16:
PhraseItemValues = tuple of info derived from the annotation
17:
such as its major type, minor type5, and string value
18:
add PhraseItemValues to GeoPhraseValues
19:
add the string value of annotation to GeoPhrase
20:
get the next annotation
21:
else if the MAJOR_TYPE value in anno_features =
22:
LOCATION_MAJOR_TYPE3 then
23:
# the annotation is something of interest, store info about it
24:
in a tuple for processing later
25:
PhraseItemValues = tuple of info derived from the annotation
26:
such as its major type, minor type, and string value
27:
add PhraseItemValues to GeoPhraseValues
28:
add the string value of annotation to GeoPhrase
29:
get the next annotation
30:
else if the MAJOR_TYPE value in anno_features =
31:
LOCATION_GENERAL_KEY4 then
32:
# the annotation is something of interest, store info about it
33:
in a tuple for processing later
34:
PhraseItemValues = tuple of info derived from the annotation
35:
such as its major type, minor type, and string value
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36:
37:
38:
39:
40:
41:
42:
43:
44:
45:
46:
47:
48:
49:
50:
51:
52:
53:
54:
55:
56:
57:
58:
59:
60:
61:
62:
63:
64:
65:
66:
67:
68:
69:
70:
71:
72:
73:
74:
75:
76:
77:
78:
79:
80:
81:

add to PhraseItemValues to GeoPhraseValues
add the string value of annotation to GeoPhrase
get the next annotation
end if
else if the type of annotation is a TOKEN6
#see what kind of token the annotation is
token_type = get the type of the token
if the token_type is “word” then
# look for connector words, like of as in city/state of New York
if the string value of token_type is “of” then
PhraseItemValues = tuple of info derived from the TOKEN
annotation its string value
add PhraseItemValues to GeoPhraseValues
add the string value of annotation to GeoPhrase
else
increment exitCounter by 1
end if
else if the token_type is “punctuation” then
if the string value of token_type is “.” then
correct_value_found = true
else
#inspect the punctuation only if a location has already
been found to prevent false positives
if location_found = true
#look for commas for phrases like Troy, New York
if the string value of token_type is “,” then
PhraseItemValues = tuple of info derived
from the TOKEN annotation its string value
add PhraseItemValues to GeoPhraseValues
add the string value of annotation to
GeoPhrase
end if
end if
end if
get the next annotation
end if
else if the type of annotation is a LOCATION
anno_features = get the features from annotation
if the rule_value7 in anno_features does NOT = LocPersonAmbig8 then
location_found = true
PhraseItemValues = tuple of info derived from the annotation
such as its location type5 and string value
add PhraseItemValues to GeoPhraseValues
add the string value of annotation to GeoPhrase
end if
get the next annotation
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82:
83:
84:
85:
86:
87:
88:
89:
90:
91:
92:
93:
94:
95:
96:
97:
99:
100:
101:
102:
103:
104:
105:
106:
107:
108:
109:
110:
111:
112:
113:
114:
115:
116:
117:
118:
119:
120:
121:
122:
123:
124:
125:
126:
127:
128:

end if
# determine if a full phrase has been found before inspecting
proceed = true/false value if analysis of the phrase can continue
if correct_value_found = true OR exitCounter less than (<) 39 then
#make sure no illegal phrases come through like West Nile Virus
if GeoPhrase does NOT = any values in IllegalPhrases
proceed = true
end if
end if
#analyze the phrase to determine location to geocode
if proceed = true then
# initialize variables used in the analysis of the phrase
hasValues = collection of feature code string values found in the phrase
TokenValues = collection of location tokens13
hasLocKey = true/false for indicating if a location key was found
if a location key was found, this factors into what scale to geocode at
TaggedAsLocation = true/false if a location was actually found
for every PhraseItemValues in GeoPhraseValues
for every phraseElement11 in PhraseItemValues
if the type of phraseElement is LOCATION_KEY or
LOCATION_GENERAL_KEY then
hasLocKey = true
#translate location key strings to feature codes
if the value of phraseElement is “city” then
add “city’ to hasValues
else if the value of phraseElement is "state" then
add “ADM1’ to hasValues
else if the value of phraseElement is "county" then
add “ADM2’ to hasValues
else if the value of phraseElement is "village" or
“town” then
add “PPL’ to hasValues
end if
else if the type of phraseElement is a MINOR_TYPE4 then
if hasLocKey = true then
add the value of phraseElement to
TokenValues at the feature code associated
with the value of phraseElement that was
determined by the location key
else
add the feature code value of phraseElement
to hasValues
add the value of phraseElement to
TokenValues at the feature code associated
with the value of phraseElement
end if
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129:
130:
131:
132:
133:
134:
135:
136:
137:
138:
139:
140:
141:
142:
143:
144:
145:
146:
147:
148:
149:
150:
151:
152:
153:
154:
155:
156:
157:
158:
159:
160:
161:
162:
163:
164:
165:
166:
167:
168:
169:
170:
171:
172:
173:
174:

else if the type of phraseElement is a LOCATION then12
TaggedAsLocation = true
end if
end for
end for
#once the phrase elements have all been inspected, determine at which
scale to geocode at based on the feature codes
FeatureCodeLookups14 = collection of all the possible feature code values
that can be found
hasPlaceArray = true/false if more than one location at a given scale was
found
resultSet = a database query based on the feature code selected that will
be used to determine the coordinates of the location
value_to_get = the final value from the geophrase that will be queried
placeArrayValues = collection of locations a given scale level that were
found in the phrase, derived from TokenValues
for every feature_code in FeatureCodeLookups
if the value of feature_code = a value in hasValues then
if more than 1 locations_value in TokenValues is found for
this feature code then
hasPlaceArray = true
placeArrayValues = all locations_values in
TokenValues found for this feature code
else
value_to_get = locations_value from TokenValues
found for this feature code
end if
resultSet = [Get Locations for this feature code from
database]
end if
end for
#run a query to get the lat/long coords of the location
loop_size = the size of placeArrayValues or 0 if no place array
do until loop_increment = loop_size
if hasPlaceArray then
value_to_get = the loop_increment element in
placeArrayValues
end if
SearchReturn15 = find value_to_get in resultSet
if the size of SearchReturn is greater than (>) 1 then
ranked_results = Call RankResults16 (SearchReturn)
top_result = the first element in ranked_results
else if the size of SearchReturn = 0 then
#send to external geocoder as last resort, be very cautious
as external geocoder can be very inaccurate
if TaggedAsLocation = true then
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175:
top_result = [send value_to_get to external
176:
geocoder17]
177:
end if
178:
end if
179:
if top_result has something that was found then
180:
[get the snippet from the text for the KML]18
181:
[get the coordinates for creating the KML]18
182:
end if
183:
end do
184: end if
185: end for
Notes:
– an annotation is a tuple in which element of the tuple contains a collection of information about the
annotation such as its sub-type, a list of its features such as the category of the annotation (noun,
punucation etc), string value etc.
2
– location keys are items like “Eastern” or “Northern” that would come before a place name.
3
– location major types are actual place names, occasionally they are tagged by GATE as annotation type
LOOKUP rather than type LOCATION
4
– location general keys are terms like “village” “town” etc that are very useful for determining the scale to
geocode a place name at
5
– minor types (or location types) are values that can be defined in the gazetteer lists and added to an
annotation when it is tagged. These are very useful for adding geographic information to location entities
such as its features class (admin_1, ppl etc). Refer back to section 4.4.5 for details on this
6
– tokens are inspected to find connector words, like “of” as in “town of state college”
7
– GATE stores the rule that was used to determine if an annotation was a location.
8
– LocPersonAmbig = Location/Person ambiguous, a rule that tags a word if it is ambiguous as to whether
or not the word is a location or a persons name as per (Amitay et al., 2004), for example Alexandria
9
– three is an arbitrarily determined number to determine when to stop check for a phrase. Often, many
token are found that do not actually construct geophrases, so this prevents very long, irrelevant phrases
from being constructed
10
– “place arrays” refer to locations that might appear as a single location using the algorithm’s approach of
using commas to determine a location, but in fact are multiple distinct locations. For example, a phrase like
“relief supplies will be delivered to Sudan, Chad, Ethiopia, Kenya, and others..”
11
– individual elements of the tuple
12
– this check is done as sometimes items slip by that are not actual locations
13
– token values store multiple locations that are potentially at a the same scale to account for place arrays
(see note 10) using a key/value structure. For example, a key value of “countries” would have and the
values Sudan, Chad, Ethiopia, Kenya associated with that key
14
– feature codes are listed in a descending scale order (except for cities) – example "country","ADM1",
"ADM2", "ADM3", "ADM4", "ADM5", "PPLA", "PPLL", "PPLQ", "PPLX", "PPL","city". The idea is to
move down the scale of the feature codes until the smallest possible one is found. City is added at the end
so as cities outside the default sense of place are often found.
15
– search return is a collection of candidate locations where each location has various information
associated with it such as its lat, long, name etc.
16
– the sub-procedure that is listed in section 4.5.2, algorithm 1.
17
– the geonames web service was used as the external geocoder
http://www.geonames.org/export/geonames-search.html (Last retrieved 15 September 2008)
18
– As discussed in section 4.3.6.
1
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4.6 Automated Reasoning in Practice – Query Expansion
As discussed in section 2.4.2, the CDA uses automated reasoning (AR) techniques to
determine relevance rankings of documents retrieved from RSS feeds in relation to
queries sent to the documents. The scientific idea behind using AR is that AR supplies
reasoning that is not realistic for a human analyst to do, such as making inferences about
1,000s of documents in a time span of a few seconds in order to find potentially relevant
information. Ideally, by providing AR, human reasoning capabilities can then be saved
for more important reasoning tasks as, for example, understanding spatial relationships of
location revealed from the geocoding of document contents. In essence, AR is used to
“make sense” of what is retrieved in terms of attempting to match the documents
retrieved to the user’s information needs. The specific way in which AR is used to “make
sense” of document relevance is through query expansion. Query expansion is the notion
of taking a base query string and reformulating or adding additional terms to the base
query to increase retrieval performance (Efthimiadis, 1996). Automated reasoning is a
useful device for query expansion as knowledge derived from an ontology through
automated reasoning can be incorporated into a query to fill query knowledge gaps
(Vallet et al., 2005). For example, a search using the term “refugee camp” could be
expanded to include the terms “displaced persons camp”, “tent city”, or “transitional
shelter.” The CDA incorporates the basic idea of query expansion by using AR to select
additional query terms from the GHC ontology discussed in Chapter two. Figure 30
shows the query expansion process within the overall context of the CDA’s document
ranking procedures.
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Figure 30: Query expansion and document ranking process.

As a supplement to Figure 30, the process used by the CDA to create an expanded query
is listed in algorithm three.
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Algorithm 3: Create an expanded query using automated reasoning
Inputs: user_query – the user query run against the document set
Return: expanded_query – user_query with additional terms that were included based on
reasoning with the terms from user_query against the GHC OWL. The expanded query is
broken down into two categories – non-geographic and geographic terms. This distinction
is made so that geographic terms found in the geocoding procedures that are also found in
the GHC OWL can be weighted more heavily in determining document ranks.
Key:
Variable – items in italics
[GATE Function] – items in [], sub procedure whose algorithm is not listed
CALL ProcessTerms – items in bold, sub procedure whose algorithm is listed
# comment - a comment about what is happening
1: query_nouns = user query
2: for every query_term in query_nouns
3:
if the query_term is equal to a class in the GHC OWL then
4:
for every instance of the class associated with query_term3
5:
add instance to expanded_query
6:
add to expanded_query the results of CALL GetGHCRelations
7:
(instance)
8:
end of
9:
else if the query_term is equal to an instance in the GHC OWL then
10:
inst_class = class of the instance determined using realization1
11:
for every instance of inst_class
12:
add instance to expanded_query
13:
add to expanded_query the results of CALL GetGHCRelations
14:
(instance)
15:
end of
16:
end if
17: end for
Sub Procedure: GetGHCRelations
Inputs: instance – an instance to search for specific GHC relationships2
Return: GHCterms – additional terms found in GHC relationships
1:
2:
3:
4:
5:
6:
7:
8:
9:

GHC_relations = a collection of the GHC relations that are encoded in the GHC
ontology
geoterms = a collection of geographic terms location found in a GHC relationship
with instance. These terms are compared with terms found in the geocoding procedure
outlined in section 4.5.3.
for every object_property of instance
for every relation in GHC_relations
if object_property = relation then
related_instance = the instance related to instance through a GHC
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10:
relation
11:
if related_instance is a geographic term then
12:
add related_instance to geoterms
13:
else
14:
add related_instance to GHCterms
15:
end if
16:
end if
17:
end for
18: end for
19: add geoterms to GHCterms
20: return GHCterms
Notes:
– realization was discussed in section 2.4.2
– the GHC relationships were discussed in section 2.3.7
3
– determined using subsumption, which was discussed in section 2.4.2
1
2

After the query has been expanded using the techniques described, documents from the
RSS feed are ranked by relevance to the expanded query. The ranking of documents is
discussed in the next section.
4.6.1 Ranking Documents using Automated Reasoning
The basic idea behind document ranking is to assess how closely related a given
document is to a query posed against a set of documents. The more closely related a
document is to the query, the more relevant the document is considered to be for the
information needs of the person or computational process conducting the search. As
stated previously in this and other chapters, determining the relevancy (contextual
relevancy in particular) of documents was a primary purpose behind the computational
and visual tools developed for this research. This section discusses the procedure that was
used to determine the geo-historical contextual relevancy of documents through
document ranking.
Often, document ranking is determined using a numerical value that is computed
from a weighting of query terms against terms found in a given document. One of the
most common and popular means of facilitating this process is through the use of the
vector-space model (VSM). First presented in Salton, Wong et al. (1975), the VSM
represents terms from documents as dimensions within a vector (Figure 31).
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Figure 31: A vector representation of document space from Salton et al. (1975).

In Figure 31, the dashed lines represent terms found within the overall document space
(for this research, this might be all the documents retrieved from an RSS feed) that define
the dimensions of the document space (three in Figure 31). The straight lines represent
individual documents within the document space whose angles are determined by the
magnitude of terms from the overall document space. Common magnitudes that are used
to determine the angle of a document in the vector space model are term frequency and
inverse document frequency (Manning et al., 2008). Term frequency (tf) refers to the
number of times a term j appears in document i. Inverse document frequency (idf) is the
idea that a term that appears in a only few docs is a better discriminator. There are several
methods to calculate idf. The method that was used in this research is as follows:
n = the number of documents in the document space (corpus)
nj = number of docs where term j occurs
idfj = 1+ log (n/nj + 1)
This particular method of calculating idf was used as it is the method employed by the
search engine tool (Lucene) that was utilized by the CDA.
For determining relevance ranking, the cosine of the angles between vectors in a
document space is calculated. For determining the relevance of a query to a document, a
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query is treated like a document in the overall vector space (i.e vectors of its terms are
calculated). Determination of similarity (and by extension, relevance) is then computed
as follows:
Formula to calculate the similarity between a query and a doc i to achieve relevance
ranking using vector space model 49 :
n

cos (dq, di) =

∑ wqk wik
k=1

| dq| | di |
where:
| dq| | di | = length of term vector for query and document terms, or
|x|2 = j12 + j22 + j12 + ……. + jn2
wqk = tf * idf (for query)
wik = tf * idf (for term)
The CDA utilizes a version of the VSM that is supplied as part of the Lucene 50 open
source search engine. Lucene was selected as it is a stable, easy to use, well documented
search engine. In terms of its interaction with other CDA components, Lucene was used
to make the final rankings of the documents derived from RSS feeds in terms of the query
that was sent against the documents. Before making the final rankings, a custom
procedure was developed to set the indexes, document fields and boost factors for
documents that Lucene factors in when determining document ranks using the VSM.
In Lucence terminology, an “index” refers to a collection of documents that are
stored in an indexed database repository and are analyzed as one unit. Documents within
the index have n number of fields assigned to them. Fields are used to create reference
points within documents for querying. For example, a document from an RSS feed
actually consists of four components – the document’s title, description, date published,
and the document’s body. The contents of each of these components can be added as
separate fields when creating a document in Lucene that is added to a given index. Then,
when queries are run against the index, only certain fields can be included in the query if
needed. By only including certain fields, query performance in terms of processing time
49
50

Taken from Lee Giles, personal communication 1 April 2008
http://lucene.apache.org/ (Last retrieved 17 September 2008)
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may be gained. For example, in an index consisting of 100,000 documents, queries of
common terms can be run against only the title field to save time versus searching
through the actual contents of all the documents.
Boost factors refer to additional numerical weights that can be added to terms
when calculating their rank scores. Boost factors are a feature that Lucene adds to the
classic VSM approach it uses for calculating document/query similarities 51 . The CDA
takes advantage of this powerful feature of Lucene by setting boost values for terms
based on factors such as the scale of geographic terms found in documents, reasoned
query terms versus user defined explicit query terms, and reasoned geographic terms and
geographic terms derived through the geocoding procedures. Algorithm four outlines the
process by which the CDA (a) builds an index of documents for Lucene to process, (b)
establishes fields for each document in the index, (c) applies geographic boost factors, (d)
generates a Lucene query from user explicit and reasoned query terms, and (e) ranks the
documents based on the query and boost factors.

51

For detailed information on the similarity measure used by Lucene, see
http://lucene.apache.org/java/2_3_2/api/org/apache/lucene/search/Similarity.html (Last retrieved 17
September 2008)
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Algorithm 4: Document Ranking Query Construction
Inputs: input_docs – a collection of documents to be ranked
input_query – a collection consisting of the user defined query terms, reasoned
query terms, and reasoned geographic terms
Return: ranked_docs – input_docs re-ordered based on processing through Lucene’s
VSM and configuration of query terms boosts by the CDA
Key:
Variable – items in italics
[GATE Function] – items in [], sub procedure whose algorithm is not listed
CALL ProcessTerms – items in bold, sub procedure whose algorithm is listed
# comment - a comment about what is happening
1: doc_index = the Lucene index created from input_docs
2: GeoFields = the geographic scales that were found in the docs
3: #create a Lucene document from the input docs
4: for every document3 in input_docs
5:
lucene_document = a new, empty Lucene document
6:
add field TITLE to lucene_document using the TITLE value from document
7:
set the boost of field TITLE to 51
8:
add field CONENTS2 to lucene_document using the CONENTS value from
9:
document
10:
GeoCodeInfo = the locations that were found in document along with the scale
11:
they were found at
12:
geoboost = a boost factor that will be applied based on the scale found6
13:
for every geo_scale in GeoCodeInfo
14:
add geo_scale to GeoFields if it has not already been added
15:
if geo_scale = ADMIN_AREAS then
16:
geoboost = 2
17:
else if geo_scale = POPULATED_AREAS then
18:
geoboost = 4
19:
else if geo_scale = WORLD_CITIES then
20:
geoboost = 3
21:
end if
22:
placesnames = all place names from GeoCodeInfo at geo_scale
23:
add field geo_scale to lucene_document of value placesnames
24:
set the boost of field geo_scale to geoboost
25:
end for
26:
add lucene_document to doc_index
27: end for
28: # build the query string
29: BooleanQuery = a new Lucene Boolean Query4
30: explict_terms7 = the explicit query terms stored in input_query
31: for every explict_term in explict_terms
32:
add to BooleanQuery the explict_term for field TITLE with a boost of 5
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33:
34:
35:
36:
37:
38:
39:
40:
41:
42:
43:
44:
45:
46:
47:
48:
49:
50:
51:
52:
53:

add to BooleanQuery the explict_term for field CONTENTS with a boost of 3
end for
reasoned_terms7 = the reasoned query terms5 stored in input_query
for every reasoned_term in reasoned_terms
add to BooleanQuery the reasoned_term for field TITLE with a boost of 3
add to BooleanQuery the reasoned_term for field CONTENTS with a boost of 1.5
end for
reasoned_geography = the reasoned geo-terms5 stored in input_query
for every reasoned_geo in reasoned_geography
add to BooleanQuery the reasoned_geo for field TITLE with a boost of 2
add to BooleanQuery the reasoned_geo for field CONTENTS with a boost of
1.25
# match reasoned geographies to extracted geography fields
for every geo_scale in GeoCodeInfo
if the scale of reasoned_geo = geo_scale then
add to BooleanQuery the reasoned_geo for field geo_scale
end if
end for
end for
# run the query
return ranked_docs = query all the documents in doc_index with BooleanQuery

Notes:
– A boost was used for this field as query terms found in a documents title were found to be a good
discriminator of a documents relevance to a query
2
– Contents are the raw text of the web page that were extracted from the document as per the procedure
outlined in section 4.5
3
– A document is actually a tuple where each element contains various pieces of information about the
document such as its title, contents, locations that were found etc.
4
– A Lucene Boolean query are terms that are joined using logical operators such as AND, OR, NOT etc.
statement. For example, if doing a search for dog toys, a Boolean query might be dog AND pet AND toys
5
– As determined based on the procedure outlined in section 4.6
6
– Weights based on the types of weights used in (Overell et al., 2007) where boost factors based on scale
were for Geographic terms in Lucene
7
– Explicit terms were weighted heavier than reasoned terms based on the idea that terms that were
explicitly used in the query (i.e defined by the user) are better descriptors of document (i.e a document
specifically matches the information needs) versus reasoned terms that are better discriminators of a
document, or that a given document is topically related but not necessarily directly specific to the
information needs of the user (Leake et al., 2004).
1

Documents ranked by the procedure outlined in algorithm 4 are then returned to the CDA
webclient and visually presented to the user using the visual interface discussed in section
4.3.3.
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4.7 Summary
This chapter presented the architectural, visual interface and computational components
of the application that was built to produce GHC. The application, called the Context
Discovery Application (CDA), utilizes the OWL-based implementations of the GHC
model discussed in Chapter two, and provides tools and functionality for representing and
reasoning about the contextual relevancy of information as motivated by the theoretical
framework presented in Chapter three. In the next chapter, the specific application
domain and information needs and challenges within the domain that the CDA has been
built to address are discussed.
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Chapter 5 – Application Domain and Evaluation Case Study
5.1 Introduction
The purpose of this chapter is two-fold. First, the application domain that the CDA was
developed to support as well as the information needs and challenges within that domain
are described. Second, the above description is used to situate an outline of the case study
used to evaluate the CDA. Details about the formal evaluation that was conducted and
results of the evaluation are given in Chapter six.
The structure of this chapter is as follows. First, I discuss the crisis management
domain. This discussion situates a subsequent discussion about the humanitarian
information management (HIM) domain, which is a specific sub-category of crisis
management. HIM is information management that supports the humanitarian assistance
of at-risk and affected people in a timely and reliable manner (Office for the Coordination
of Humanitarian Affairs (OCHA), 2006). Next, I discuss key HIM information needs and
challenges addressed by this dissertation. This is followed by an overview of the
practitioner group from the HIM domain (ReliefWeb) with whom the CDA evaluation
studies were conducted. Finally, I present the HIM-specific case study used for CDA
evaluation. This chapter also includes details on the information sources that were used to
build domain-specific aspects of the GHC model presented in Chapter two.
5.2 Crisis Management and the Disaster Cycle
From a disciplinary perspective, Geography has traditionally focused on aspects of
hazards research, or the potential for catastrophic events to occur and has included topics
such as risk (Kunreuther, 2002), vulnerability (Cutter and Emrich, 2006) and mitigation
(Mileti, 1999). Research on disasters, or the realization of a catastrophic event has tended
to be in the domain of psychology, sociology and more recently, information technology
(ISCRAM, 2006).
Disaster research within Geography has focused on the role of GISystems and
related technologies in the response phase (Kevany, 2003). Calls for incorporating
GISystems into all phases of the disaster cycle (Goodchild, 2006, Cutter, 2003) are an
important first step towards a holistic use of GIS technology in crisis management. Crisis
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management is interpreted here to include activity related to all phases of the disaster
cycle, thus to include preparedness, response, recovery, and mitigation (Federal
Emergency Management Agency (FEMA), 2006). Figure 32 visually demonstrates the
idea of the disaster cycle.

Figure 32: The Disaster Cycle. The actual disaster event occurs between the Preparedness and
Response stages.

Geographic information and technology (GIT) can play active roles in each phase and
across phases of the disaster cycle that are geographic by nature. For example, starting
with preparedness, or actions taken prior to a disaster with the intent of ensuring a better
response to an event, GIT can be incorporated into technological training such as
showing a first responder how to use mobile geospatial technologies such as GPS-based
PDA/s or providing citizens with maps of emergency shelters and evacuation routes. In
response activities, or actions taken immediately before, during, and after an event to
alleviate suffering and prepare for recovery, dissemination of geospatial intelligence
information such as satellite imagery is critical (Nourbakhsh et al., 2006). For recovery
efforts, or the rebuilding or improvement of an area affected by a disaster, GIT can be
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incorporated through the use of maps as the objects of collaboration in community
planning dialogs and rebuilding efforts (MacEachren, 2005). During mitigation activities,
or the improvement of the built and social environment in order to withstand or prevent
catastrophe in the first place, GIT can be incorporated in roles such has the mapping,
visualization and identification of vulnerable populations and at risk populations such as
elderly people.
Regardless of how GIT is utlized, one theme that emerges from any use of GIT
within any phase of the disaster cycle is that GITs serve an information management role
within crisis management activities. Information management can be loosely defined as
the management and collection of information from multiple sources and the
dissemination of that information to multiple audiences (Griffiths, 2006). When crises
happen at international scales (in terms of interactions between political, nongovernmental and international organizational entities), GIT serves in a specific role as
part of Humanitarian Information Management (HIM). The following sections discuss
HIM.
5.3 Humanitarian Information Management
Today’s increasingly interconnected world, coupled with a modern hazard-scape derived
in part from items such as climate change, increased population densities, societal overdependence on computing technology, violent conflicts, and terrorism is creating an
environment where disasters increasingly cross international borders, and responses to
those disasters and long-term commitments to recovery from those disasters are coming
from the global community. Even the United States, a long-time aid giver, requested and
accepted foreign aid for the first time during the Hurricane Katrina disaster of 2005
(Figure 33).
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Figure 33: Mexican sailors positioning a helicopter to assist in the hurricane Katrina response effort
of 2005.
Source - http://images.usatoday.com/news/_photos/2005/09/07/foreign-aid.jpg (Last retrieved 01 December
2008)

In addition to the technical, tactical and cultural challenges faced at all levels within a
single country during a crisis, humanitarian 52 crisis management and response is faced
with unique challenges such as (a) language, cultural and social barriers between foreign
responders and native populations, (b) unfamiliar operational environments for
responders (for example, working in a rural desert area when one is used to working in
Washington, DC), (c) lack of central command and control structures to manage and
coordinate very large scale disasters spanning international boundaries, (d) operation in
countries with unstable political systems, (e) working with unclear operational and
political jurisdictions, (f) problems with effectiveness and relevancy of response
coordination and aid offers from foreign governments, and (g) lack of situation awareness
across large geographic areas of an effected region. Practitioners of HIM are thus faced
with the enormous challenge of collecting and disseminating information to alleviate
human suffering within these and other constraints.

52

Defining a crisis situation as humanitarian is not black and white. Typically, a situation is labeled as
“humanitarian” if the scale and scope is massive, like the Indian Ocean Tsunami of 2005, the situation is
long standing and complex like the AIDS pandemic or various political and military situations exacerbate
problems by creating refugees, internally displaces persons (IDPs) like the situation in the Sudan.
http://ochaonline.un.org/HumanitarianIssues/tabid/1081/Default.aspx (Last retrieved 2 October 2008).
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5.3.1 Humanitarian Information Management Principles
In 2007, members of the humanitarian community from United Nations agencies, donor
organizations, government and non-government agencies, academia and others met at the
Global Symposium +5 in Geneva, Switzerland to endorse HIM principles. Symposium
participants amended and reviewed HIM principles that had been first defined in 2002 53 .
As detailed below, these principles can serve as an effective framework for understanding
how geovisual analytic tools like the CDA can be applied to “real world” HIM usage
contexts. The principles, summarized from (OCHA, 2008:24-25) are as follows:
Accessibility - humanitarian information and data should be widely accessible to all
humanitarian actors through easy-to-use formats, language translations, and online and
offline distribution formats.
Inclusiveness – all information exchange and management should be based on
collaborations and participation between all stakeholders of the information including
governments and effected communities.
Interoperability - data and information should be in formats that can be easily shared,
retrieved, and used by humanitarian actors.
Accountability – information providers are responsible for content they provide to the
consumers of their information.
Verifiability – information should be consistent and accurate, developed through
established methods, externally validated, and analyzed in a relevant contextual
framework.
Relevance – operational needs in support of decision making should motivate the use of
flexible, practical, and relevant information and data.
Impartiality – information should provide balanced and varied perspectives derived from
multiple sources.
Humanity – information should respect the privacy and dignity of victims and never be
used to distort the truth, mislead or cause harm.
Timeliness – information must be collected, analyzed, and disseminated in a timely
manner and kept current.
53

Hence why the 2007 symposium was called Global Symposium +5
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Sustainability – information collected should be archived and retrievable for future use as
lessons learned, analysis and other memory/history type activities.
Reliability – information consumers must be able to confirm the credibility of the
information sources as precursor to verifiably and validity.
Reciprocity – the exchange of information should be a beneficial, two-way process
between humanitarian responders and effected communities and governments.
Confidentiality – any personal data collected should not be collected without explicit,
informed consent and safeguards should be in place to protect personal data.
These principles were published (November 2007) after the initial CDA implementation
but before usability/utility testing of the CDA. As a step in preparation to assess the CDA
in the context of HIM, I identified the specific principles that the CDA supports and
present them here. Table 4 summarizes the relationship between select HIM principles
and relevant features of the CDA.
Table 4: HIM principles and CDA features.

HIM Principle
Accessibility
Interoperability
Impartiality
Sustainability
Reciprocity
Timeliness
Relevance

CDA features
- CDA is web-based and easily accessible
- Can “consume” RSS feeds
- Uses KML and GeoRSS for representing geographies
- Equipped to incorporate multiple forms of data for comparative
review of various information sources
- Stores and can incorporate achieved information during contextual
relevancy analysis
- Geocollaboration capabilities allow exchange of ideas and
perspectives
- CDA provides ways to contextualize information with current
news stories.
- A major purpose of the CDA is to provide relevant information

5.3.2 Context and HIM
The role of context in HIM has been recognized in practitioner communities. For
example, in the redesign of the United Nations ReliefWeb site (http://www.reliefweb.int),
contextualization of information was the primary catalyst driving site redevelopment –
“while the site provided a wealth of information, it failed to provide context. Users were
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unable to find related resources or to see the overall story of an emergency” (Adaptive
Path, 2007). This same notion is also reflected in the VISTA system developed by the US
State Department’s Humanitarian Information Unit (HIU) – “In order to provide
necessary context and sourcing of information, the web-based tool will provide
hyperlinks to documents and background text for more in-depth understanding of the
situation” (King, 2006:3). The term “context” frequently appears when discussing
humanitarian situations (cf. 54
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), as will be discussed in section 5.5.4.

5.4 Information Needs and Challenges in HIM
5.4.1 Situation Assessment
One of the most common information needs in HIM is the use of information for
situation assessment. As stated in Chapter one, situation assessment is the process by
which information on the state of the environment is acquired such that situation
awareness, or the comprehension of the state of the environment within a given
time/space extent, may be achieved (Endsley, 1995). Effective information management,
and by extension the use of information to contextualize situations can factor into
humanitarian situation assessment activities in several ways. For example, a natural
disaster such as a flood, mudslide, tsunami, or earthquake may quickly affect large
numbers of vulnerable populations. Such rapid on-set disasters demand that time-critical
situation assessment activities be conducted for identifying affected populations,
allocating of relief supplies, and other resource-based decision making activities such as
financial aid/donation (Darcy and Hofmann, 2003).
Ongoing, complex humanitarian crisis situations are based on numerous events
and activities within the situation that have happened over time and create layers of past
experiences and knowledge that provide the context for understanding the situation.
Therefore, HIM practices to contextualize complex situations, and information systems
developed to support those practices, face the basic challenge of (a) drawing upon diverse
information from heterogeneous sources that must be relevant and (b) maintaining
adherence to effective HIM principles in order to properly contextualize a situation. In
54
55

http://www.unicef.org/infobycountry/sudan_appeals.html (Last retrieved 2 October 2008).
http://www.actionagainsthunger.org/where-we-work/somalia (Last retrieved 2 October 2008).
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the following section, I present the HIM case study that was developed to evaluate the
effectiveness of the CDA for contextualizing humanitarian situations.
5.5 HIM Case Study
This section discusses the various components of the case study developed to evaluate the
CDA in terms of its applicability to applied use in the HIM domain. In particular, the
following will be discussed - (a) the practitioner organization with which the usability
and utility tests were conducted, (b) the specific application areas within the HIM domain
that were the focus of the evaluation, (c) the geographic study area that was used, and (d)
the usage scenario that was developed for the HIM case study.
5.5.1 ReliefWeb – A Portal to Support International HIM
ReliefWeb 56 is a United Nations (UN) funded organization that is a sub-organization of
the UN’s Office for the Coordination of Humanitarian Affairs (OCHA) 57 . Since it is part
of OCHA, the primary mission of ReliefWeb is to serve an information management
coordination role through the collection, maintenance, and dissemination of humanitarian
information to the humanitarian community. ReliefWeb maintains offices in New York
City; Geneva, Switzerland; and Kobe, Japan; allowing them to keep constant watch on
world events and keep the information posted on the ReliefWeb website timely and
relevant.
5.5.2 Why ReliefWeb?
In October of 2007, I was invited to participate in Global Symposium +5 meeting in
Geneva, Switzerland. My participation in this meeting led to an invitation to develop
tools for ReliefWeb. I thus organized my case study to take advantage of this opportunity.
The significance of the opportunity to work with ReliefWeb is two-fold. First, the
opportunity to conduct academic research with a busy UN organization is difficult to
secure as ReliefWeb staff are very busy dealing with the neverending stream of crises
happening around the world. Second, having access to ReliefWeb staff provided a key
56
57

http://www.reliefweb.int/ (Last retrieved 19 September 2008)
http://ochaonline.un.org/ (Last retrieved 2 October 2008)
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opportunity for examining a practical use of the theoretical perspective of context and
tools to produce context that have been developed for this research. The following quote
reinforces this point:
“ReliefWeb provides a repository for background information, and acts as a historical
research archive: Many view ReliefWeb as a reliable source for less time-sensitive
background information on a situation or a country. It is seen to provide the context
around current situations. Because ReliefWeb retains a large archive of content, it is
viewed also as repository for historic information on humanitarian relief responses.”
(Wolz and Nam-ho Park, 2006:33) (underlined portions added in this chapter)
Having the opportunity to work with ReliefWeb was also invaluable for gaining insight
into a realistic, practical HIM scenario that could be utilized to evaluate the approach
presented in this dissertation and for generating ideas for future enhancements to the
approach. Sections 5.5.3 to 5.5.6 that follow situate the individual components of the
scenario developed for this research in the HIM domain. In section 5.5.7, the actual usage
scenario that was developed based on the individual components is described.
5.5.3 The Consolidated Appeals Process (CAP)
As stated in Chapter one, the Consolidated Appeals Process is a management tool used
by humanitarian aid organizations to plan, monitor, and implement humanitarian appeals
to the international community and donors (Office for the Coordination of Humanitarian
Affairs (OCHA), 2007b). Figure 34, which also appeared Chapter one, graphically
represents the steps in the process for generating an appeal.
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Figure 34: The CAP Process.

As can be seen in Figure 34, the CAP process starts with an analysis of the context in
which a crisis is occurring. This first stage of the CAP process is a practical
implementation of the first stage of the rational planning model (RPM) that was
discussed in Chapters one and three as it is the basis for the geographic-social context in
which geocollaboration occurs. As a reminder, the first stage of the RPM is to define,
scope, assess and contextualize the nature of problem before a decision is made (Luzzi,
2001). Given that the first stage of the CAP process focuses on “analysis” and
“context,” context analysis was chosen as the part of the CAP process on which to focus
on due to its close connection to various subjects of this research and its connection with
the RPM decision making model.
Before proceeding into a discussion of CAP context analysis, it is important to
repeat a term clarification point made in Chapter one. This research uses the terms
situation assessment and context analysis interchangeably. Although these terms may
have different meanings in different application contexts, they are situated in this
research as processes by which a situation is assessed and contextualized.
5.5.4 CAP Context Analysis
Context analysis is meant to “outline the root cause of the crisis and its evolution,
including any regional or historical dimensions” (Office for the Coordination of
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Humanitarian Affairs (OCHA), 2007c:3). The following excerpt from the 2008 Sudan
Workplan illustrates the geo-historical aspects of a context analysis:

Sudan, covering 2.5 million km², is the largest country in Africa. It has a 750 km
coastline along the Red Sea and is bordered to the north by Egypt; to the west by Libya
and Chad; to the south by Central African Republic, Democratic Republic of Congo,
Uganda, Kenya, and to the east by Ethiopia and Eritrea. Khartoum, the economic and
national capital, is located in the North.
The geopolitical context of North East Africa renders borders fluid during times
of conflict and strife. Sudan is often affected by events in neighboring countries. Periods
of conflict in Ethiopia and Eritrea have caused influxes of refugees into Eastern States.
Cross border movement of displaced persons with Chad complicates humanitarian relief
efforts in both countries. Cross border movement may also put Sudan in a mediating
role,as is the case between the Lord’s Resistance Army and the Ugandan government.
As a result of the Comprehensive Peace Agreement (CPA) in January 2005, the
Government of National Unity (GNU) was formed as a power-sharing government, and
the Government of Southern Sudan (GoSS) was formed with jurisdiction over Southern
Sudan. The two main parties are the National Congress Party (NCP) and the Sudan
People's Liberation Movement (SPLM). The NCP is the majority partner. Other parties
involved in the GNU include the National Democratic Alliance (NDA), the Democratic
Union Party (DUP) and Umma Party.
-from (United Nations and Partners, 2007:9)
Examples of instances from each of the three GHC sub-models and compatibility
relationships between them can be seen in this text. Geographical dimensions include
political and social interactions with neighboring countries (a Conceptually Contained In
relationship), historical dimensions include the effects of past peace agreements (an
Expectation relationship), and thematic dimensions include various political actors
operating in various locations of the situation (a Conceptually In Part relationship).
5.5.5 The Humanitarian Situation in the Sudan – Overview
Given the close connection that can be made between the theoretical perspective of GHC
promoted in this research and various humanitarian contexts that can potentially be
analyzed in the Sudan, the Sudan was chosen as the study area for the evaluation of the
CDA. The following section provides a brief overview of select aspects of the
humanitarian situation in the Sudan as they pertain to evaluation of the CDA. Figure 35 is
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an overview map of the Sudan that highlights locations and regions discussed in this
section.

Figure 35: Overview map of the Sudan highlighting the Darfur and Southern Sudan regions of the
country.

The Sudan continues to face ongoing humanitarian crises such as war and famine that are
exacerbated by internal and regional political instability, climate and environmental
issues, and global energy issues. Perhaps the publicly known humanitarian crisis that best
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illustrates the complexities of trying to contextualize the broader humanitarian situation
in the Sudan is the Darfur conflict.
The Darfur conflict can be characterized as an ethnic/tribal war between Arab
tribes and black Africans. The belligerents in the conflict are (a) the Sudanase military
and the Janjaweed, a militia group recruited mostly from nomadic Arab tribes against (b)
multiple rebel groups such as the Sudan Liberation Movement and others that are drawn
from non-Arab, farming tribes 58 . The Darfur conflict begin in 2003 and its roots can be
traced to years of overpopulation, drought and desertification as nomadic Arab tribes
took livestock to southern areas occupied by black African farmers 59 . The conflict began
receiving international press attention, in part, as the number of people killed rose to over
50,000, the internally displaced and refugee numbers grew to over one million and
accusations of numerous human rights violations by the Janjaweed such as rape, mass
killing and other atrocities were reported 60 . The UN and other international aid
organizations continue to take peacekeeping and humanitarian action in the region, but
efforts have been hampered by the Sudanese government and other geopolitical factors. 61
In 2008, the president of the Sudan, Omar al-Bashir, was indicted by the International
Criminal Court (ICC) in the Hauge for crimes against humanity, war crimes and genocide
in Darfur 62 . This was the first time an acting head of state had been indicted by the ICC.
Another humanitarian crisis in the Sudan that was alluded to in section 5.5.4 is the
Southern Sudan conflict. The immediate origins of this conflict stretch back over fifty
years and two civil wars but also can be traced to centuries of resource and
ethic/religious-based conflicts along the Nile River in the Sudan 63 . The lines in this
conflict are drawn primarily on a religious basis – people in the southern portion of the
Sudan are mostly Christian and culturally sub-Saharan, while people in the north are
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mostly Muslims who culturally identify with being Arabic 64 . When the two regions were
forced to integrate politically under British rule in the 1950’s, the south became resentful
of northern rule based out of Khartoum and the conflict soon began. It is estimated that
1.9 million people have died in the conflict, surpassing the death toll of any war since
WWII 65 . In 2005, the Comprehensive Peace Agreement was signed between the
government of the Sudan and the Sudan People's Liberation Movement/Sudan People's
Liberation Army (SPLM/A), the two warring factions. This peace agreement formally
gave Southern Sudan semi-autonomous political control 66 . Although a peace agreement
was signed, as of 2008, conflicts are still happening. A primary catalyst to continued
conflicts is the rich oil fields that exist in south. In 2008 for example, fighting broke out
between the north and the south in the oil rich, disputed town of Abyei; this caused fear
of a renewed civil war. 67 Oil resources in the Sudan have also created international
tensions between China and western governments that have condemned the Sudanese
government’s action in Darfur. As China’s economy booms and thirsts for oil, the Sudan
has becomes China’s largest supplier of oil, and China the largest supplier of arms to the
Sudan; these arms are being used in the Darfur and Southern Sudan conflicts. 68 In 2008,
the global food security crisis emerged as a new global-scale problem facing all types of
long-term complex humanitarian situations, including those in the Sudan.
5.5.6 The Global Food Security Crisis
The causes and contributing factors to the global food security crisis are numerous and
complex. The following quote from the UN Secretary General's High Level Task Force
on the Global Food Security Crisis describes the Global Food Security Crisis situation
succinctly 69 :
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Price spikes are not rare occurrences in agricultural markets. What distinguishes the
current state of agricultural markets is the occurrence of the hike in world prices of
nearly all major food and feed commodities and the possibility that the prices may
continue to remain high over the medium-term.
The crisis has multiple and complex causes, many of which are interconnected. The
drivers include rapidly increasing energy prices, a lack of investments in the agricultural
sector, rapidly rising demand for food arising from economic growth and higher
incomes, trade distorting subsidies, recurrent bad weather and environmental
degradation, subsidized production of bio-fuels that substitute food production, and the
imposition of export restrictions leading to hoarding and panic buying.
The basic humanitarian concern with the Global Food Security crisis is that its effects are
exacerbated in locations that are already suffering from other humanitarian crises, like the
Sudan. This concern was the primary motivation for developing a specific testing
scenario to evaluate the CDA’s utility for contextualizing humanitarian situations.
5.5.7 The Scenario – Contextualizing CAP Projects in the Sudan - Security and the
Global Food Security Crisis
The specific scenario used to evaluate the utility of the CDA was based on a hypothetical,
yet realistic HIM task where the CDA would be used to create an executive summary
report that outlined the context of a CAP project in the Sudan in terms of the global food
security crisis. The following quote from International Committee of the Red Cross
(ICRC) President Jakob Kellenberger, although not mentioning CAP projects or the
Sudan specifically, captures the essence of the problem underlying the scenario –
"There is a potential for food-related violence. In contexts where people are already in a
very bad situation, and we have already seen examples, you could come to food crisisinduced violence” 70
The following descriptive text, which was first presented in Chapter one, was used to
describe the scenario in HIM practitioner language to evaluation subject participants:
OCHA financial decision makers want an executive summary report on the evolving
context of a select CAP project in the Sudan. They want to know how food security at

70

quote from http://www.reuters.com/article/homepageCrisis/idUSL27901586._CH_.2400
http://www.un.org/issues/food/taskforce/background.shtml (Last retrieved 21 September 2008)

139

local, regional, and international scales is playing out in the Sudan and how this may or
may not relate to the efforts of the CAP project.
The reasons for selecting this scenario are three-fold. First, examining CAP project
contexts allowed for an evaluation of the CDA’s utility at producing context that can
potentially aid assessments of a given CAP project’s progress in relation to an existing
report or for relating the report to other information. In its current form, the CDA is not
designed to create full context reports from scratch, as it lacks comprehensive
information integration and robust synthesis tools. Rather, it is better suited for
contextualizing existing reports and information, an approach that was first developed
with Federal Emergency Management Agency (FEMA) documents and discussed in
Tomaszewski et al. (2007a). Second, CAP projects are known issues tied to specific
places. Thus, assessments of the CDA’s contextualization utility could be based on real
issues defined by experts working in the field and not fantasy issues. Third, representing
CAP project information on maps and in other visual formats is an activity in which the
UN is already interested 71 .
Several information sources were utilized and specific datasets built in order to
support the practical needs of building a report as dictated by the scenario. The following
section discusses these components.
5.6 Information Sources Used and Data Sets Built for the Evaluation Case Study
Four components were either constructed for or incorporated into the CDA to support the
evaluation case study. First, I constructed a strategic-level humanitarian ontology.
Second, I added the ability to import RSS feeds from the Sudan published by ReliefWeb.
Third, I incorporated RSS feeds from the Sudan published by the Integrated Regional
Information Network (IRIN). Fourth, I created visual representations of CAP project
information from the Sudan. Other datasets that were built but discussed elsewhere in the
dissertation are (a) the improved place names gazetteer utilized by the CDA for
geocoding (discussed in section 4.2.2) and (b) basic GIS datasets for the Sudan that were
incorporated into the 2D map client of the CDA (discussed in section 4.2.1).
71

As states in Chapter 1, I did consulting work for the United Nations ReliefWeb office in Spring of 2008
that involved creating visual representations of basic CAP data.
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5.6.1 Strategic-level Humanitarian Ontology
The strategic-level humanitarian ontology was first alluded to in section 2.4.3 as part of
the discussion on developing the GHC model in OWL-DL. As a point of clarification, the
strategic-level humanitarian ontology is not physically separate from the GHC model
ontology. Rather, it is a sub-section of the GHC ontology. For clarity here, it is referred to
as if it is a single entity to avoid confusion with the overall GHC model ontology. One of
the main challenges to developing the ontology was that strategic-level humanitarian
ontologies that could have been incorporated or used as an example do not exist.
Tactical-level (i.e field operations) humanitarian ontologies do exist c.f (Smart et al.,
2007). As explained in chapter two, these ontologies, although very useful, did not model
the entity types of interest or were too complex to be of practical use for this research.
Thus, a strategic-level humanitarian ontology was built “from scratch” for this research
and is the concept sub-model that was discussed in chapter two..
Admittedly, the process of selecting classes and data instances to include and
relationships between each in the strategic-level humanitarian ontology was highly
subjective. A comprehensive examination of all knowledge facets that could potentially
be incorporated into a strategic-level humanitarian ontology was beyond the scope of this
prototype implementation. Thus, data instances were selected based on their expected
relevance to the evaluation case study and for their ability to serve as proofs-of-concept
for the CDA’s query expansion and document ranking capabilities. Classes, data,
instances and relationships included were based on an analysis of practitioner literature.
Figure 36 shows the classes that comprise the strategic-level humanitarian ontology.
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Figure 36: Strategic-level humanitarian ontology classes.

In the following sections, sources of the classes, specific data instances,
relationships between them and why they were selected are discussed.
Humanitarian Sectors
As can be seen on the far right of Figure 36, five humanitarian sectors were included in
the ontology. The notion of humanitarian sectors comes from a movement known as
“humanitarian reform.” Humanitarian reform is a conceptualization of “clusters” (or
sectors) under which various humanitarian groups operate. Humanitarian reform was
initiated in order to better coordinate respective relief and crisis response efforts of the
numerous UN, NGO, and other actors that often operate in humanitarian crisis situations
(Office for the Coordination of Humanitarian Affairs (OCHA), 2006). Some or all of the
issues represented by a given sector are usually present or relevant in a humanitarian
situation. For example, agriculture is an important issue for supporting livelihoods of
refugees returning to their homes after a war, and emergency shelter is critical in rapid
crisis situations such as large scale flooding.
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Select sectors that were included in the strategic-level humanitarian ontology
were chosen from the Humanitarian Reform in Action website 72 . This website was used
as it is the main public web interface for information on the humanitarian reform
movement. Of the sectors that were selected, those pertaining to food security issues and
refugees and internally displaced persons (IDPs) were selected as they closely matched
key issues related to CAP projects and global food security in the Sudan. Two particular
sectors – Agriculture and Food were examined in closer detail in terms of sub-class and
data instances as they were the most relevant to the evaluation scenario.
Agriculture and Food Sectors – Specific Items Related to Humanitarian Projects
Data instance information on the Agriculture and Food sectors was obtained from the
2008 Work Plan for Sudan website. 73 This website was used as it is the central repository
of CAP project information in the Sudan. The website contains detailed information on
specific projects such as financial needs, the agency requesting funding for a given
project, and project objectives and activities (Figure 37).
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http://www.humanitarianreform.org/ (Last retrieved 22 September 2008)
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Figure 37: Details of a CAP project from the Sudan retrieved from the 2008 Work Plan for Sudan
74
website.

Multiple CAP projects from the Agriculture and Food sectors were examined to find
common/relevant concepts that could be added to the strategic-level humanitarian
ontology. Figure 38 is a screen shot of the strategic-level humanitarian ontology that
shows specific data instances that were derived from CAP projects from the Sudan and
added as instances to the Food Security class that was modeled as a sub-class of the
Agriculture sector.
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http://workplan.unsudanig.org/2008/index.php (Last retrieved 22 September 2008)
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Figure 38: Instances of the Food_Security class derived from the 2008 Work Plan for Sudan shown
in Protégé.

Instances within the strategic-level humanitarian ontology were related to one another
using the specific GHC model relationships defined in section 2.3.7. This allowed for
locations, events, and concepts to cross reference each other during the automated
reasoning and query expansion procedures discussed in section 4.6. (Figure 39).
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Figure 39: GHC model-defined instance relationships in the strategic-level humanitarian ontology.

The upper right corner of Figure 39 demonstrates how the geographic instance Darfur is
related to particular conceptual instances from the Food_Security (seed_bank,
vaccination) and Refugee_IDP classes (refugee), and event instances such as an attack on
aid workers. In its current form, the ontology does not account for temporal change.
The strategic-level humanitarian ontology was ultimately developed to aid
computational reasoning about the contextual relevancy of documents harvested from
RSS feeds. In the following two sections, the particular RSS feeds that were used in the
evaluation study are discussed.
5.6.2 ReliefWeb Sudan Headlines RSS Feed
A casual perusal of the ReliefWeb site reveals the vast amounts and categories of
information that ReliefWeb provides. In order to better provide timely and relevant
information to members of the humanitarian community, ReliefWeb offers several
categories of information in RSS format. Typically, the information offered is dynamic in
terms of regular updates that are made to the information such as headlines, OCHA
situation updates, job vacancies, map postings, and training. Furthermore, ReliefWeb
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offers country-specific RSS feeds of important news stories from a given country. Figure
40 shows a screen shot of the various RSS feeds that are offered by ReliefWeb and how
an RSS feed for a specific country (in this case, the Sudan) can be selected.

Figure 40: ReliefWeb RSS feeds.

The ReliefWeb Sudan RSS feed 75 was used for this research for the obvious reason that it
contains headlines of stories related to locations in the Sudan. Often, the feed will also
contain global scale stories that may be of relevance to the Sudan. Figure 41 is a
screenshot of the Sudan RSS feed and is presented to illustrate the range of topics that
can be found in a country-based RSS feed like the Sudan.
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http://www.reliefweb.int/RWFeed/Feed?Type=RSS20&ID=02-P&cc=sdn (Last retrieved 22 September
2008)
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Figure 41: The ReliefWeb Sudan RSS feed.

Documents that are included in the Sudan RSS feed are selected by human analysts at
ReliefWeb who monitor approximately 4,000 different sources for content potentially
relevant to the humanitarian community (Loránt Czárán, personal communication, 3
October 2008). This fact was both an advantage and disadvantage of using the ReliefWeb
Sudan RSS feed as part of this research. The advantage is that the human analysts of
ReliefWeb provide a pre-filtering capability that helps with determining the contextual
relevancy of documents. The disadvantage, though, is that this limits the understanding of
how successful the CDA’s computational tools are at picking out relevant documents
from vast stores of information comparable to a Google search or web crawler. However,
given the complexity of the situation being investigated (the humanitarian situation in the
Sudan) and the computational challenges the CDA was designed to address (geocoding
text and automated reasoning and document ranking), this disadvantage was not a “deal
breaker” for using the ReliefWeb Sudan RSS feed. The reason for this is that a
tremendous amount of thematic and geographical variability were found even within
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these humanitarian-related documents from the Sudan, thus creating great challenges for
contextualizing situations.
5.6.3 IRIN Sudan RSS Feed
The second RSS-based information source used for the evaluation case study was the
Integrated Regional Information Network (IRIN) Sudan RSS feed. Unlike ReliefWeb,
which for the most part is an information aggregator 76 , IRIN is an information source.
IRIN is a UN-funded organization that is part of OCHA. The following quote, taken from
their website 77 , describes IRIN’s services:
IRIN's principal role is to provide news and analysis about sub-Saharan Africa, the
Middle East and parts of Asia for the humanitarian community.
The networks target decision-makers in relief agencies, host and donor governments,
human-rights organisations, humanitarian advocacy groups, academic institutions and
the media. At the same time, IRIN strives to ensure that affected communities can also
access reliable information, so they can take informed decisions about their future.
As can be derived from the above quote, IRIN’s “beat” constitutes regions of the world
that are most affected by humanitarian crises. Given this particular emphasis on reporting
humanitarian-specific news stories, IRIN was the logical information source to include in
the evaluation study. Like ReliefWeb, IRIN offers its content in RSS format 78 . Figure 42
shows a sampling of the RSS feeds offered by IRIN.
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http://www.irinnews.org/RSS.aspx (Last retrieved 22 September 2008)

149

Figure 42: IRIN RSS feed.

One item to note about IRIN’s RSS offering is that RSS feeds are organized by theme,
shown in the middle-center of Figure 42. For this research however, only the IRIN Sudan
RSS 79 was used, as its contents were deemed sufficient for the evaluation study. Like the
ReliefWeb Sudan RSS feed, the IRIN Sudan RSS feed contains stories on local, regional,
and global issues related to the Sudan.
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http://www.irinnews.org/RSS/Sudan.xml (Last retrieved 22 September 2008)
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5.6.4 Visual Representation of CAP Projects from the Sudan
Another dataset that was constructed for the evaluation study of this research included
Google Earth-based representations of CAP projects from the Sudan. The representations
were constructed from CAP financial information for the Sudan downloaded from
ReliefWeb 80 . The financial information was contained in spreadsheet form and was
imported into a database to support queries. Figure 43 shows what the CAP data looks
like in spreadsheet form:

Figure 43: CAP financial information.

Locations found in the project titles were geocoded using the geocoding algorithms
discussed in Chapter four. Projects that could not be geocoded were assigned to a default
coordinate based on the region in the Sudan where the project was located. A KML
80

http://www.reliefweb.int/rw/fts.nsf/doc105?OpenForm&rc=1&cc=sdn (Last retrieved 22 September
2008)
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representation was then automatically constructed to show the CAP project information
in Google Earth. Figure 44 shows the CAP project that was used for the evaluation study
in Google Earth.

Figure 44: CAP Project that was used in the case-study.

As can be seen in Figure 44, the KML representation contains basic overview and
financial information about the CAP project. A chart showing the amount of money
requested and the amount received for the project is dynamically created from the
financial information using the Google Charts API.81 The Google Charts API was used as
it allows for chart representations to be dynamically generated using simple web requests
where chart data is encoded in the URL of a request. A table was created listing sources
of donations to the CAP project. Details on the use of this and the other information
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sources in the evaluation study and why this particular CAP project was selected are
presented in Chapter six.

5.7 Summary
This chapter has presented a discussion of the specific application domain that was used
for evaluating the success of this research in terms of it applicability and relevancy to real
world use. Specifically, the general application domain of crisis management was
introduced to situate the specific application domain of humanitarian information
management (HIM) that was the focus of the utility evaluation study. The challenge of
providing information to support situation assessment in HIM was discussed to motivate
the discussion of the HIM practitioner case study that was used for the utility evaluation
study – analyzing CAP project contexts in the Sudan. The sources of information used in
the utility evaluation study and why they were selected then followed.
The next chapter presents the design and results of evaluations conducted to
determine the success, failures, and limitations of this research. In particular, the next
chapter includes both evaluations of the computational measures and results of the
usability and utility studies that were conducted based on the case study presented in this
chapter.

153

Chapter 6 – Evaluating the GHC Model and CDA
6.1 Introduction
This chapter presents the results of multiple evaluations carried out to meet the objectives
of goal three of this dissertation as outlined in Chapter one. The objectives of goal three,
summarized, are to evaluate and solicit expert feedback on the theoretical and
computational approach of the CDA with the intent of moving the CDA, or parts of it, to
a potentially deployable system for use in humanitarian information management.
Additionally, this chapter presents insights into how effective the CDA was at meeting
dissertation goal two; the implementation of proof-of-concept geovisual analytic
environment to produce GHC.
Before proceeding to the evaluations, it is important to acknowledge that
assessing visual analytics tools is known to be a very difficult problem and unanimity on
how to evaluate visual analytics systems does not exist (Grinstein et al., 2007). Given the
lack of agreement on how to evaluate a visual analytics system, a set of complementary
measures have been selected that, individually, are insufficient to assess the conceptual
model and its instantiation in CDA, but together provide a set of linked perspectives that
form a framework for judging the approach/system and for guiding further development.
As discussed in Chapter one, four types of evaluation measures were used to
achieve goal three – (1) computational measures of the CDAs geocoding algorithms, (2)
computational measures of automated reasoning document classification, (3) a software
usability study, and (4) a software utility study based on the case study outlined in
Chapter five. In this chapter, methods used to apply each of these measures and results of
each evaluation measure are provided. Results from the usability and utility studies are
presented first. Results from the computational evaluations are then presented as the
computational evaluations and subsequent software modifications made during the
computational evaluations were motivated by feedback obtained from the usability and
utility studies.
Results of these evaluation measures are used to draw the final conclusions about
this research which are presented in Chapter seven.
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6.2 Usability and Utility Studies – Overview
Usability and utility studies of the CDA were conducted during the summer of 2008. The
goal of the usability study was to identify basic user interface issues that could potentially
interfere with the utility of the CDA (and the test of utility to follow). The usability tests
were conducted at Penn State and the United Nations (UN) office in New York City. The
goal of the utility study was to determine if the tools were effective at offering insight
into situational context and if the CDA, in either its current or a modified form, was in
fact useful to humanitarian information practitioners. Utility tests were conducted only at
the UN office in New York City.
The goals of both studies were met using the following data collection methods –
audio recording of user activity, audio recording of focus group discussions, confidential
evaluations forms based on user tests, and development of hypothetical analyst reports.
The reason these methods were used is three-fold. First, in order to identify
usability or utility problems, questions, and critiques, participants were asked to “talk
aloud” about what they were experiencing during both studies. “Talk aloud” (a type of
verbal protocol analysis) was used as it is an effective method for capturing information
on the behavior that end-users (as opposed to the developer) expect from an application
(Robinson et al., 2005). Audio-recordings were used for capturing this information.
Second, given the limited amount of time that participants at the UN were able to devote
to participation, focus groups were used for the studies as they are a cost-effective
method for acquiring qualitative evidence from a wide range of participants. Lastly,
confidential evaluation forms were used for both studies in order to capture formal,
structured feedback (i.e quantifiable information) on the various topics of interest for
each study that could be compared with the more unstructured results that typically
emerge from focus groups
One other area of investigation in the studies was determining how interface
components and functions of CDA could best be arranged to make tasks easier to do and
the software easy to learn. A method that was considered for making these
determinations was card sorting 82 , or the use of 3x5 cards with interface components and
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functions that are arranged into sensible categories and order by study participants
(Robinson et al., 2005). Card sorting was not used however as a preliminary version of
the CDA had already been developed as a pilot project before the opportunity to partner
with the UN presented itself. Thus, the opportunity to make the determining (and
subsequent modification) of the arrangement of the interface using “live” software was
deemed more beneficial.
The following sections review common design approaches used for capturing
data in both assessments. Similar methods were used to analyze survey form and focus
groups data. Outcomes of the data analysis were directed toward different end goals
based on the type of assessment conducted. Sections 6.3 to 6.7 present the details of each
study.
6.2.1 Confidential Evaluation Form Design
Both the usability and utility studies used confidential evaluation forms (hereafter
referred to as survey forms). For the usability study, the survey solicited feedback on the
usability of various software features of the CDA. For the utility study, feedback on the
utility of the CDA for contextualizing situations was solicited. Questions in the survey
forms were designed to avoid negative, positive and leading statements so as to solicit
opinions on the various topics from a neutral position (Burgess, 2001). Likert scales
typically use 5, 7, or 9 points. Analysis of their use indicates little difference in
characteristics of results obtained (Dawes, 2008). Here, seven point scales were used.
Written response questions were also incorporated into the survey forms of each study
and used to obtain more openended feedback on topics of interest. Expectations of what
could be learned from Likert questions were a common base for comparing quantitative
judgments. Expectations of what could be learned from written responses were the
“discovery” of insights or perspectives on the usability and/or utility of the software
given the open-endness of the questions. Examples of the survey forms used for this
research are in Appendix sections 2 and 3. Responses to specific survey form questions
are listed in section 6.5.1.

156

6.2.2 Focus Group Design
Focus groups are a method for acquiring qualitative insight on a topic of interest from a
small group of people through informal, yet structured discussion where the openendness of questions allows for insights to emerge through discussion (Harrower et al.,
2000).
Focus groups for both the usability and utility studies used a basic approach
where five types of questions were used to structure the focus group sessions and provide
a framework for when specific questions would be asked: (1) opening, (2) introductory,
(3) transition, (4) key, and (5) ending (Krueger et al., 1998). During the focus group
sessions, when key questions were being asked, probe questions were prepared ahead of
time to solicit additional details and/or to prevent one person from dominating the
conversation (Monmonier and Gluck, 1994). In addition to the use of probe questions,
coherence (i.e., how well does a person understand a given item), informativeness (i.e.,
what was a person able to learn/understand from a given item), and good/bad point
questions (i.e., what was good, bad, frustrating with a given item) were also developed as
part of the key question sections of the focus groups. The idea of using coherence,
informativeness, and good/bad point questions was based upon Monmonier and Gluck’s
(1994) work on evaluating graphic scripts and extended for use in prompting evaluators
responses to the information displays and overall utility of the CDA.
In subsequent sections, details on particular questions that were asked in each
focus group for both the usability and utility studies are presented.
6.3 Software Usability Study
6.3.1 Overview
The usability study was the first formal evaluation of any type of CDA. The usability
study conducted for this research is presented as follows. First, methods used for the
study are outlined. After this, the participants and assessment situation of the usability
study is discussed briefly. Discussion on tasks conducted by the study participants then
follows. Then, the data analysis approach are presented. Lastly, results of the usability
study are presented.
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6.4 Methods
As stated previously, the goal of the usability test was to identify usability issues with the
CDA. As Dumas and Redish (1999:113) point out, “any problems that the designers
themselves are worried about…should be candidate concerns for a usability test.” This
common-sense observation was quite applicable to evaluating the CDA as it was of
critical importance that usability issues did not interfere with the utility study that was
conducted at the UN. Specifically, I set a goal of evaluating how well users would be able
to use tools designed to reason about the contextual relevancy of information derived
from the computational procedures and presented in the CDA interface; examples include
the Space/Time/Concept interface (STCi - discussed in section 4.3.4), the Search Results
interface (discussed in section 4.3.3), and other interfaces.
The usability assessment had three components: a task analysis, a survey, and a
focus group with the first two done individually by each participant and the last as a
group. Each participant in the usability study conducted tasks with the basic features of
the CDA representative of achieving the utility the CDA was designed for, such as
extracting text from news articles and viewing the results in a map. Tasks were conducted
in 30 minute sessions. Before the session, participants received instructions on how to use
the basic features of the CDA. During the session, I observed and recorded how well the
participants were able to use the basic features of the tools and provided assistance when
requested.
Qualitative data collected from all stages of the usability studies were assigned to
a category based on the ten usability heuristics defined in Nielson (2005, 1994). Usability
heuristics were used to verify that the specific goals of evaluating the usability of the
CDA had been met as they provide a low-cost means to acquire information about
potential design problems with a user interface that can affect usability (Nielsen, 1994).
The ten usability heuristics used to classify usability study information are listed below.
This list is taken word-for-word from Nielson (2005).
1. Visibility of system status
The system should always keep users informed about what is going on, through
appropriate feedback within reasonable time.
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2. Match between system and the real world
The system should speak the users' language, with words, phrases and concepts familiar
to the user, rather than system-oriented terms. Follow real-world conventions, making
information appear in a natural and logical order.
3. User control and freedom
Users often choose system functions by mistake and will need a clearly marked
"emergency exit" to leave the unwanted state without having to go through an extended
dialogue. Support undo and redo.
4. Consistency and standards
Users should not have to wonder whether different words, situations, or actions mean the
same thing. Follow platform conventions.
5. Error prevention
Even better than good error messages is a careful design which prevents a problem from
occurring in the first place. Either eliminate error-prone conditions or check for them
and present users with a confirmation option before they commit to the action.
6. Recognition rather than recall
Minimize the user's memory load by making objects, actions, and options visible. The
user should not have to remember information from one part of the dialogue to another.
Instructions for use of the system should be visible or easily retrievable whenever
appropriate.
7. Flexibility and efficiency of use
Accelerators -- unseen by the novice user -- may often speed up the interaction for the
expert user such that the system can cater to both inexperienced and experienced users.
Allow users to tailor frequent actions.
8. Aesthetic and minimalist design
Dialogues should not contain information which is irrelevant or rarely needed. Every
extra unit of information in a dialogue competes with the relevant units of information
and diminishes their relative visibility.
9. Help users recognize, diagnose, and recover from errors
Error messages should be expressed in plain language (no codes), precisely indicate the
problem, and constructively suggest a solution.
10. Help and documentation
Even though it is better if the system can be used without documentation, it may be
necessary to provide help and documentation. Any such information should be easy to
search, focused on the user's task, list concrete steps to be carried out, and not be too
large.
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6.4.1 Participants
Participants in the usability study at Penn State consisted of two post-doctoral and three
graduate student researchers from the GeoVISTA Center, Department of Geography. All
of the Penn State study participants were experienced with Geographic Information
System (GIS) technology (a prerequisite to participating in the study) and Geovisual
Analytic technologies. Participants in the usability study at the UN consisted of five
people from groups within OCHA such as ReliefWeb and the Field Information Services
bureau. All of the ReliefWeb personnel and one person from the Field Information
Services bureau of OCHA were experienced with GIS. The person from the Field
Information Services bureau of OCHA was not familiar with desktop GIS packages such
as ArcView, but was familiar with online geospatial technologies such as Google Maps.
None of the UN study participants had previous experience with Geovisual Analytic
technologies.
6.4.2 Tasks Conducted
The following summarizes the tasks that usability study participants were asked to
conduct with the CDA. Task summaries are discussed here to provide context for what
study participants had to do before answering survey questions and participating in the
usability focus group discussions. The tasks as a whole were helpful for assessing user
perceptions of the CDAs computational functionality and for evaluating user interface
capabilities, and thus were useful for uncovering usability problems.
1. Select a CAP project from a list to run a query against the RW Sudan RSS feed
2. Review the Search Results interface (discussed in section 4.3.3) to examine the results
3. Use the STCi (discussed in section 4.3.4) to review concepts, locations, and events that
were potentially contextually relevant
4. Review search results in Google Earth (discussed in section 4.3.6)
5. Use the Geosandbox (discussed in section 4.3.7) to select contextually relevant places
6. Review and Send a Geomessage (discussed in section 4.3.5) using the Geomessage
tools
These particular tasks were selected to develop critical criteria for selecting tasks in
usability testing as they were tasks that could probe for potential usability problems
(Dumas and Redish, 1999). All the tasks contributed to assessing user perceptions of the
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CDAs computational functionality, user interface capabilities, and uncovering general
usability problems.
6.4.3 Data Analysis Approach
The following section outlines how data from the task analysis, confidential surveys, and
focus group discussions of the usability study were analyzed. Comments derived from
each portion were assigned to one of the ten usability categories. Results of the analysis
that utilize these categories are in section 6.5.2.
Audio Recordings – Task Analysis
More than eight hours of audio recordings containing “talk aloud” data were captured
from the task analysis portions of usability tests at Penn State and the UN. Usability test
recordings were systematically reviewed to assess (a) user perceptions of the CDAs
computational functionality such as reactions of the users to CDA’s search results and/or
displays in Google Earth (b) user interface deficiencies such as problems with control
layouts related to the placement of buttons or drop-boxes, and (c) general usability
assessment such as understanding if the interface was helping or hindering the user with
completing tasks. These systematic reviews were done before the utility test in order to
identify major usability flaws that could potentially affect the utility tests. “Talk aloud”
data from the usability user test recordings were also reviewed again after the utility test
to identify usability comments that could be acted upon in future research. Audio
recordings containing “talk aloud” data from the usability user tests at Penn State and the
UN were not fully transcribed since the goal was to identify usability problems rather
than to study issues such as user work practices, cognitive processes, or problem solving
strategies. Additionally, many of the recordings have long gaps of silence and are limited
in discussion.
Audio Recordings – Focus Group
The goal of the Penn State usability focus group discussions was to both identify
usability issues and to exploit the GIScience/Information Visualization expertise of the
participants to generate ideas for improvement. To achieve this goal, audio recordings of
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the usability focus group discussion at Penn State were transcribed. This was done as
these conversations proved to be quite valuable for making improvements to the software
both in the short term for the utility test that followed two weeks after the usability test
and for longer term insight into improving the usability of the software. The transcription
included both what was said and relevant contextual cues such as pauses and emotional
indicators.
Confidential Evaluations Forms
Ten confidential evaluation forms (a.k.a. survey forms) were returned for the usability
test. Likert scale rankings were interpreted using descriptive statistics (mean, medium,
mode) and are presented in section 6.5.1. Written responses were coded into the usability
heuristics categories discussed in the previous section and presented in section 6.5.2.
6.5 Usability Study Results
Results from the usability study are presented as follows. Quantitative data from the
confidential evaluations forms is presented first. After this, classification of survey form
written responses, “talk aloud”, and usability focus group discussions data into usability
heuristic categories is then presented. The final usability results section details software
changes made to the CDA based on usability issues identified.
6.5.1 Survey Form Quantitative Data
Table 5 presents survey form response data from both the Penn State and UN usability
studies. Figure 45 presents the information graphically using box plots, which provide
information on the distribution of responses.
Table 5: Usability Study Confidential Evaluation Form Response Data. The scale of measurement is
1 to 7.

ID
Q1
Q2
Q3

Question
The software interface was easy to understand.
The software responded to actions in expected
ways.
The visual appearance of interface components
is consistent.

Mean
Median Mode
3.6
3.5
2
4.2

4.5

6

4.4

5

5
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Q4
Q5
Q6
Q7

The interface controls work in a consistent way
Visual displays of information were easy to
understand.
System response times were acceptable.
Please rate the overall usability of the software.

4.1

4.5

5

4
5
4.2

4
5.5
4.5

4
6
3

Color key
Negative response
Neutral Response
Positive response

Usability Study Evaluation Form Data
7
6
5
4
3
2
1
Q1

Q2

Q3

Q4

Q5

Q6

Q7

Questions

Figure 45: Usability Study Confidential Evaluation Form Response Question Data box plots. Red
diamond shapes in the center of each box are the average rating for the box.

As can be seen in Table 5 and Figure 45, the range of responses to each question varied
greatly. Most response questions averaged slightly above 4 points on the 7 point scale,
indicating general, overall positive reactions to the usability of the CDA. Participants
were most positive about system response time; in addition, the assessment of the
consistency of interface component appearance was largely positive. However, results
were not all positive; for the first question the central tendency was below the “average
rating” and for the 4th and 5th central tendency was an “average rating.” Responses to the
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first question (“The software interface was easy to understand”) indicate that a majority
of users found the interface less easy to understand than average, thus changes to the
interface and/or improved training were deemed necessary. Responses to question 4 add
to this, with a rating for consistency of interface controls of average. Making the software
interface and the visual displays easier to understand and controls more consistent were
primary tasks undertaken between the usability and utility studies as discussed in section
6.5.3.
6.5.2 Usability Study Written Responses and Focus Group Discussions
As discussed in section 6.4, qualitative data from the task analysis, survey form written
responses, and focus group discussions of the usability study were classified using
Nielsen’s ten usability heuristics (Nielsen, 2005, Nielsen, 1994). Table 6 presents
illustrative quotes from the usability study that pertain to each usability heuristic. The full
set of qualitative data from the task analysis, survey form written responses, and focus
group discussions of the usability study, as classified into the ten usability heuristics is
provided in Appendix section 4.
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Table 6: Usability Issues from usability study with illustrative quotes (shown in italics).

Nielsen (2005)
usability heuristic
Visibility of system
status
Match between
system and the real
world
User control and
freedom
Consistency and
standards

Error prevention

Recognition rather
than recall
Flexibility and
efficiency of use

Aesthetic and
minimalist design
Help users
recognize,
diagnose, and
recover from errors
Help and
documentation

Issue identified from usability
Users asked for better system feedback - that’s why it is even more
important to have those visual cues I think as to give people a sense
of what is happening, so it has to be that when you do that search it
comes back with something right away
Information not appearing in natural order – flow and visual
organization of features is needed to better guide the users
User felt out of control with using the CDA - I don’t feel confident
using the tools, that I know what’s going to happen and what’s linked
to what..I don’t feel in control much
Search results deemed difficult to interpret- too many clicks to review
documents, needs to be more concise like google
Software was considered “inconsistent” (google earth CAP discussion) - consistency is important, sometimes
I click and a get a project note, sometimes I click on something that
looks the same, like the outlines is thicker, and I get an explosion
Users requested fixing geocoding errors – search bug should be a top
priority to fix b/c it will help to get a better idea of what will be
shown
- a lot of room for error in analysis
Users asked for a legend in the Google earth representation - it would
be ideal to add a legend graphic to Google Earth
Participants found concept map hard to navigate - I would like to be
able change the scale of this (the concept map), I have too many
blinders, hard to navigate to get an overview, suppress the instances
to get an overview
Participants commented that the interface needed to be more user
friendly, more simple and attractive
No explicit comments were made on this category, but when
bugs/errors did occur, no feedback was provided to the user. Users
only knew there was a problem from the developer (aka me) being
present and pointing out the problem. This issue was most prevalent
in the geocollaboration tools.
Participants found it hard to understand software - “Without
explanation, it (the software) is difficult to understand:
I felt a bit lost…there were a whole bunch of tools that each one of
which is individually interesting, but it was not clear how they
connect and what I’m supposed to do
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As can be seen in Table 6, the usability study identified system issues related to all ten
usability heuristics. Of the usability issues that were identified, the one category that had
the most comments was error prevention. In particular, geocoding errors were deemed by
study participants to be the main issue that needed to be remedied. The geocoding errors
made some participants feel that the software could not be trusted in terms of the analysis
it was providing. Several participants also commented that software was difficult to
understand in terms of control layout, flow between using tools for the various tasks, and
presentation of the search results. Many comments were also made about the need to add
a legend to the CDA’s Google Earth output. Other minor specific design and
functionality recommendations were made, such as adding better navigation for the
concept view and redesign of the geocollaboration interface.
6.5.3 Software Modifications made based on Usability Study
This section outlines major software modifications that were undertaken between the end
of usability study and beginning of utility study. To supplement description of the
modifications, screen captures of the CDA taken at the end of usability study and before
utility study are provided. Furthermore, to provide broader context, screen shots of the
CDA prior to the usability study are also included to show the full evolution of the CDA
from its pre-usability study, pilot stage to the final version developed for the utility study.
The purpose of presenting this information is to demonstrate how these changes affected
the outcomes of the utility study both positively and negatively. Changes to the software
were made based on the (a) importance/severity of the issue identified in the usability
study and the potential negative impacts of the issue on assessing the utility of the CDA,
or to paraphrase, “local and global problems” with the system (Dumas and Redish, 1999),
and (b) the practicality of making the modifications given the short time frame, and (c)
how relevant the change was in terms of meeting the goals of the utility study. An
example of this last item is that although many users requested a help system, a robust
help system was not developed given that I would be present during the utility sessions
and thus served as a “live” help system.
The changes that were made are summarized below. The first was a
simplification of the overall user interface (Figure 46).
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A - CDA UI version 1 – initial system – pre-usability study. Note the five main frames of the interface,
each with many sub-controls

B - CDA UI version 2 that was used for the first usability study. Changes (in relation to CDA UI, version
1) made to this version of the CDA were prompted based on informal feedback of the CDA having too
many tools, views and other features. Furthermore, it was unfeasible to try and evaluate all features of
CDA version 1, hence the reduction of elements that can be seen in CDA version 2. Note how the
interface has been reduced to four main frames, each with fewer sub-controls then V1.
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C- CDA UI version 3 that was used for utility study. Note how the interface has been reduced to two
main frames, with very minimal amounts of sub-controls in each frame, Note too that the map interface
has fewer tools than V1 and V2.
Figure 46: Versions of the CDA UI.

As can be seen in Figure 46(A), version 1 of the CDA contained five major frames that in
turn, each contained sub-frames and numerous controls. Version 2 (Figure 46(B)) of the
CDA, developed before the usability study, attempted to scale back the number of major
frames and controls. Pre-usability study changes were based on informal feedback of the
CDA derived from colleagues at the GeoVISTA Center who considered the CDA to have
too many views, controls, and functions, and from experiences doing system demos of
the CDA for courses and visitors to the GeoVISTA Center. Based on the results of the
usability study, version 3 (Figure 46(C)) of the CDA was designed. It reduces interface
complexity further meeting a goal derived from usability testing to use the minimal
number of controls and frames in order to meet the goals of the utility study.
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The second change was the modification of the Search Results Interface (Figure 47).

A - CDA Search results interface version
1 – pre usability study

B - CDA Search results interface version
2 that was generated for use in usability
study 1.

C- CDA Search results interface version
3 that was used for utility study
Figure 47: Versions of the CDA search results interface.
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As can be seen in Figure 47(A), version 1 of the CDA search interface used a tree view to
display documents and a simple presentation of selected documents raw text below the
tree view. Version 2 (Figure 47(B)), developed after the Penn State usability test but
before the UN usability test, still used the tree view, but included the named entity view
(i.e the visual control that shows people, places and organizations in a document, first
discussed in section 4.3.3). The final version of the search interface (Figure 47(C)),
which is discussed in section 4.3.3, was developed based on comments derived from the
second usability study at the UN. Version 3 was developed to look more like Google
search results so as to be intuitive to users in terms of interaction as well as to look less
cluttered when compared to versions 1 and 2.
The third major modification after the second usability study was the addition of a
legend to the CDA’s Google Earth output, as seen in Figure 24 in Chapter four. Another
major change between the usability and utility studies was improvements to the
geocoding algorithm. Other minor changes that were made after the second usability
assessment at the UN were tool tips, which were added to the search results interface to
help the user understand the interface (as per the Help and documentation heuristic), and
the addition of simple graphical indicators on the concept view to signify if a concept had
a geography or history associated with it (as per the Flexibility and efficiency of use
heuristic).
Overall, the usability study was very helpful, both for identifying future
improvements that could be made to the CDA (and are discussed in Chapter seven) and
for identifying specific usability issues that could have negatively impacted the outcomes
of the utility study. In the following sections, methods, analysis and results of the utility
study are presented.
6.6 Software Utility Study
6.6.1 Overview
“Utility”, in the context of the utility study conducted for this research, is interpreted as
how well the CDA (or any other visual analytic environment) allows an analyst to
accomplish tasks versus spending time with the tools (Scholtz, 2006). Using this
interpretation of utility, the goal of the utility study was to determine if the CDA was
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effective at supporting the accomplishment of tasks centered on developing insight into
situational context and if the CDA, in either its current or a modified form, was in fact
useful to humanitarian information practitioners.
The utility study conducted for this research is presented as follows. First, the
methods used to facilitate the study are presented. This is followed by a brief discussion
about the participants and the environment in which the study was conducted. Discussion
of the scenario used, procedures followed, and tasks conducted by study participants then
follows. Next, the data analysis approach is made as a prelude to presenting study results.
Finally, the results obtained from the utility study are presented.
6.6.2 Methods
The tasks presented to study participants were based on a humanitarian information
management case-study of contextualizing relief projects in the Sudan as outlined in
Chapter five. In particular, study participants conducted tasks with the CDA to reason
with text-based information that was visualized to produce context for monitoring and
making decisions about humanitarian relief projects.
The task analysis component of the utility study was audio-recorded for
subsequent analysis. During the task analysis sessions, participants were once again
asked to “talk aloud.” At the end of the task analysis sessions, participants were asked to
generate an executive summary report on the results of their analysis CDA as per the
case-study end goal. Participants were then asked to fill out survey forms in order to
obtain more formal feedback on the general utility of the tools. Finally, a focus group
discussion was conducted to solicit qualitative feedback on the utility of the CDA. Focusgroup discussions were also audio-taped for subsequent analysis. The following sections
discuss the particulars of the assessment components.
Datasets Used
Due to the slow response times for live data queries to the CDA that were encountered
during the usability study, it was decided to use pre-complied datasets for the task
analysis sessions. For the task analysis sessions, datasets from the ReliefWeb Sudan RSS
feed and IRIN Sudan RSS feed were captured before the utility tests. Each of these
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datasets contained (a) documents from the feed that were processed by the CDA
automated reasoning document classification and (b) a KML representation of the RSS
feed derived using the CDA’s geocoding algorithms.

6.6.3 Participants and Study Environment
Five subject participants at the UN were scheduled to participate in the utility study. On
the day of the utility study however, one participant had to drop out due to work demands
related to the South Ossetia conflict 83 . All four participants in the utility study had
participated in the usability session at the UN. They included personnel from ReliefWeb
and the Field Information Services Bureau of OCHA. Thus, they were experts in different
aspects of the domain and all had some (limited) experience with the earlier version of
the CDA (prior to final improvements based on the usability assessment in which they
participated). The first part of utility evaluation (task analysis) consisted of 1-hour
sessions at the ReliefWeb office. During the task analysis sessions, I observed the
participants conducting tasks and provided assistance when requested (Figure 48).

83

http://en.wikipedia.org/wiki/2008_South_Ossetia_war (Last retrieved 10 November 2008)
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Figure 48: CDA Utility Study at the UN. Participant’s identity removed to preserve anonymity.

Utility tasks were conducted at the participants’ work station PCs. Although specific
computing environment information was not recorded, a general observation made was
that the environments were very capable computers in terms of computing resources as
all the study participants do work such as graphic design and GIS analysis, which
requires capable computers.
6.6.4 Scenario Task Development
The scenario used to develop tasks for the task analysis portion utility study, which was
first described in section 1.2.5, is repeated here for reference:
OCHA financial decision makers want an executive summary report on the evolving context
of a select CAP project 84 in the Sudan. They want to know how food security at local,
84

The specific CAP project used for the utility study scenario was the same CAP project used for the
document ranking evaluations discussed in section 6.8.6.
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regional, and international scales is playing out in the Sudan and how this may or may not
relate to the efforts of the CAP project.

Utility report generation tasks were selected based on how the tasks related to the
production of GHC, as defined by the GHC model. Tasks were targeted at establishing a
preliminary context of a CAP project, or rephrased, to constrain/shape/contextualize a
CAP project from geographic, historical, and thematic dimensions. In particular, the tasks
were divided in two categories. The first category included tasks targeted at producing
context needed to answer a question such as selecting the map in order to review basic
CAP project information. The second category included tasks targeted at determining the
contextual relevancy of a given piece of information, such as viewing a documents’
geographical dimension in Google Earth. The task categories complemented one another.
For example, once instructed to use a specific tool (as per the first category of tasks), the
steps that discussed what to do with the tool (as per the second category of tasks) helped
guide the user to use the tool in order to make determinations of contextual relevancy.
Classification of tasks into these two general categories was done in order to identify the
viability of specific parts of the CDA.
Specific tasks were developed to assess the GHC model; these tasks incorporated
geographic, thematic/conceptual, and historical components and the interrelations among
them. Distinct tasks were developed to utilize information from each of the GHC sub models (geographic, historical, and thematic/conceptual) in different forms as per the
ideas of locality (different view on the same world), and compatibility (interconnections
exist with varying degrees of detail) presented in Chapter two. The following are
examples of GHC sub-model components related to sub-tasks that were developed to
assess the GHC model in terms of locality:
- Geographic sub-model: View the documents’ geographical dimension in Google
Earth.
- Concept sub-model: Review thematic information of potential relevance to a selected
document that seems potentially useful (concepts and time results tab).
- Historical sub-model: Review historical information of potential relevance to a
selected document (concepts and time results tab) to see what has happened over time.
Refer back to section 4.3.4 and 4.3.6 for details on how tools described in these tasks
work.
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The following are examples of tasks developed to assess the GHC model in terms
compatibility:
Compile/synthesize your findings (a finding is something you think is potentially relevant that
you would record/add to your report).
Repeat (previous steps) as needed be to support your analysis. For example, review several
documents from different sources.
The intent of these tasks, in relation to evaluating compatibility in the GHC model, was to see
how GHC sub-model information could be combined in order to represent the context of the
CAP project. In relation to the asynchronous geocollaboration goals of this research, tasks

were also included to create a geographic-social context in which all of the evaluation
tasks were carried out. Geographic-social context creation tasks focused on the
participants sharing their results with one another using geomessages (discussed in
section 4.3.5).
Before leaving this section, it is important to recognize that what was presented to
participants in the utility study did bias the ability to assess the approach and the
implementation of the CDA in terms of (a) the potential to assess the tools fairly as I was
both the developer and evaluator of the tools and (b) the choice of the scenario. Bias from
me being both the developer and evaluator may have been introduced consciously or
unconsciously to pick tasks the system was good at as these were the tasks I had in mind
when building the system and avoiding tasks the system would not do well at. Bias from
the choice of the scenario may have been introduced from the relatively small data sets I
selected from a narrow range of sources (ReliefWeb and IRIN), the use of experimental
tools that were outside of normal work flows of the study participants, and development
of tools to support tasks I believed to be representative of real world applications.
The main implication for these biases was that (a) the ability to assess the
approach or implementation of the CDA was seen from a technology-centric view as the
tasks and tools were developed based on the designer’s intuition that potentially did not
fit how the users conceptualize the world (McNeese et al., 2005b). Mitigation of the bias
created from me being both developer and evaluator was addressed to some extent by
incorporating tasks that had positive and negative outcomes so as to create a balanced
perspective of the system. For example, documents with blatant geocoding errors were
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included in the utility study datasets as well as documents that were geocoded accurately.
Mitigation of the bias from the choice of the scenario was addressed to some extent based
on informal consultation with an official at the UN on the application case-study that was
used for the assessment. Although not from the CAP office, this official was helpful for
providing general guidance on a relevant humanitarian information management case
study.
6.6.5 Task Analysis Sessions
The procedure for the task analysis sessions was as follows. First, all participants signed
and returned the informed consent form. After this, I helped the participants set up the
testing environment on their computers to make sure relevant software and corresponding
datasets were loaded. Next, the participants were given the task analysis instructions. As
guided by these, participants had the objective of creating an executive summary report
that outlined geographical, historical, and thematic dimensions of the CAP project’s
context. To meet this objective, participants were given a series of specific tasks
(developed as per the previous discussion in section 6.6.4) to conduct with the CDA to
help develop their report. A report template was provided to the participants. The report
template was designed based on types of questions found in practitioner reports (Office
for the Coordination of Humanitarian Affairs (OCHA), 2007c, Office for the
Coordination of Humanitarian Affairs (OCHA), 2007a). The full set of report generation
tasks and the report template are provided in appendix sections 5 and 6. At the end of the
task analysis session, participants transferred their reports to my flash drive. Survey
forms were given to study participants to fill out at the end of the task analysis sessions.
The following section discusses the utility study data analysis approach.
6.6.6 Data Analysis Approach
Audio Recordings
Four hours of “talk aloud” data from the task analysis sessions and one hour of
focus group discussion at the UN were captured as audio recordings. Since the focus at
this stage was on utility of the CDA, portions of the task analysis sessions that focused on
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carrying out the task were transcribed; portions that focused on explanation of how to use
the software were not. The transcribed portions of the task analysis revealed both positive
and negative aspects of the software’s utility and in fact provided additional insight into
the software’s usability and how usability affected utility.
The audio recording of the utility focus group discussion at the UN was
transcribed fully. This recording was the most important piece of qualitative evidence
collected to achieve Objective three of this dissertation (i.e., evaluate and solicit expert
feedback on the CDA in order to gather input on moving the CDA, or parts of it, to a
potentially deployable system for use in humanitarian information management). Focus
group transcriptions recorded pauses in speaking, emotion and other contextual cues that
could be derived to support interpretation of the comments made. The full transcription of
the utility focus group discussion is provided in Appendix section 12.
Comments made in the transcriptions were analyzed using an approach outlined
in Krueger (1998b) which has been utilized by cartographic/Geography researchers such
as Kessler (2000). In this approach, comments made during discussions are analyzed in
terms of (a) frequency (or the number of times an individual or the group raises a specific
comment), (b) extensiveness (which can be indicative of objection or support to a given
topic), (c) intensity (potentially revealing feelings/emotions connected to a topic), and (d)
what was not said (indicating participants did not mention anything about a given issue
and the moderator was not attentive to a follow-up question).
Using an approach outlined by Kessler (2000), comments derived from the audio
transcriptions were then matched to the specific research questions outlined in Chapter
one. Analysis and results derived from the utility focus group transcriptions are in section
6.7.2.
Confidential evaluations forms (a.k.a survey forms)
Due to the utility task taking longer to complete than anticipated, only two of the four
participants completed utility survey forms. Given this low number of forms returned,
quantitative data from the forms was not processed. However, the input was relevant to
supplement the discussion below.
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Utility Reports
Utility reports were evaluated using an evaluation framework based on the idea of a
rubric. A rubric is a useful device for defining clear criteria for evaluating the outcome of
writing tasks in particular, as evidenced by the use of rubrics in education (Montgomery,
2002). However, participants were not shown the evaluation framework ahead of time.
This choice was made primarily due to time constraints of participants, who were only
able to devote one hour to the task; thus, it was deemed best to not overwhelm
participants with yet other piece of information. This proved to be a good decision since,
as previously stated, many of the participants spent a majority of their time re-orienting
themselves to the basic use of the CDA leaving a very short time to carry out the tasks.
Three main criteria were used to assess the utility reports. They are: (1) insight, or
how successful the report was at providing insight into the context of the CAP project
such that decisions could be made based on the report, (2) collaboration, or how well (or
poorly) the report represented the results of a collaborative effort, and (3) information
source representation, or how well the report used the visual information sources (i.e.,
maps, timelines, text of news stories) that were available. These criteria were chosen as
they best represented ways in which “real world” situation reports would be developed
and evaluated by decision makers (Darcy and Hofmann, 2003). A score between 1
(lowest) and 10 (highest) was given to each report based on detailed criteria in the
evaluation framework (4 points maximum for the insight component and 3 points each
for the other two components). The evaluation framework is provided in the appendix.
The assessment of the utility reports based on evaluation framework category
values is discussed in section 6.7.1. This assessment forms a set of evidence separate
from both the utility test confidential evaluation form and focus group analysis. The
reports are considered a separate category of evidence because they reflect the technical
utility of the tools for addressing the case study instructions, but do not necessarily reflect
opinions of the testers about the broader utility of the tools to the humanitarian
community.
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6.7 Utility Study Results
Utility study results are presented as follows. The section starts with a presentation and
discussion of the analyst reports generated by utility study participants. This is followed
by a presentation of written responses obtained from study forms, and more importantly,
the results of the utility study focus group that was conducted to examine goals 2 and 3 of
this dissertation.
6.7.1 Analysts Reports
Analyst reports were not as complete or detailed as anticipated. Given the incredibly busy
work environment of the UN, and the one-hour follow up focus group (discussed below),
utility task analysis sessions were limited to one hour blocks for participants. One hour
proved to be too little time to carry out the complete task since, as previously stated,
many participants used 30-40 minutes of their time re-orienting themselves to the CDA
once they read the utility task instructions. Also, despite all efforts at preventing software
bugs, a bug in the geocollaboration system prevented one user from sending a
geomessage. Despite these shortcomings, the reports do offer insight into the capabilities
of the CDA.
The following are the results of the report writing exercise. Evaluation scores are
all low since most participants focused on only part of the task. Thus, the specific
contents of reports are given more attention below than the scores. Excerpts from
individual reports are shown here to supplement the discussion. The full contents of each
report are provided in appendix sections 1 to 4.
Report 1
The evaluation scores for Report 1 are presented in Table 7.
Table 7: Report 1 evaluation scores.

Criteria
Score
Insight
3
Collaboration*
0
Information Source Representation 3
Total
6
* User did create a geomessage that was lost due to software bug
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Of particular note in Report 1 is the insight the report author found on the multiple
geographic dimensions to the context of the CAP project. Figure 49 shows an excerpt
from Report 1 illustrating this point.

Figure 49: Excerpt from report 1 showing multiple geographic dimensions of the CAP projects
context.

Of particular note in Figure 49 is the comment the report author made about the lack of
clear links between the Darfur regions of the Sudan and South Sudan, where the CAP
project was located. This comment potentially indicates that the participant believes the
missing links between Darfur and South Sudan are real and thus part of the context
within which CAP progress should be assessed.
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Report 2
The evaluation scores for Report 2 are presented in Table 8
Table 8: Report 2 evaluation scores.

Criteria
Insight
Collaboration
Information Source Representation
Total

Score
2
1
2
5

Report 2 was a somewhat thorough report in that most of the report template questions
had answers. However, the author of Report 2 answered many of the report template
questions with additional questions that did not provide insight into the context of the
CAP project. Like Report 1, the author of Report 2 identified some multi-scale
geographic phenomena of potential relevance to the CAP project, as seen in Figure 50.
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Country
receiving
aid
Sudan
location
receiving aid

Figure 50: Excerpt from report 2 showing multiple geographic dimensions of phenomena potentially
relevant to CAP projects. Text in blue above the Google Earth screen shot is written by the report
author.

In Figure 50, participant 2 is viewing a document about global funding for humanitarian
crises. Although difficult to see in Figure 50, the document contains references to
countries receiving humanitarian aid (shown as purple stars) and specific locations in the
Sudan receiving humanitarian aid (shown as purple circles).
Participant 2 did construct a geomessage, but it was not added to the report. Participant 2
constructed an interesting annotation as part of a geomessage (Figure 51).
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Figure 51: Participant 2’s expressive Geomessage annotation; seen on the right panel in the middle
(participant’s identifying information has been removed).

The implications of the expressive geomessage annotation is that the overall geomessage
concept (first discussed in section 4.3.5), although not explicitly intended to do so, has
the potential to support creativity. As can be seen on the right side of Figure 51,
participant 2’s geomessage used a shape designed to look like an explosion to indicate a
bomb exploding. Ideally, tools that can support creativity may enhance the personal
experience of the user and lead to better analytic products or outcomes (Scholtz, 2006).
Details on the incident were added to the message body.
Report 3
The evaluation scores for Report 3 are presented in Table 9.

Table 9: Report 3 evaluation scores.

Criteria
Insight
Collaboration
Information Source Representation
Total

Score
4
0
2
6
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Of particular note in Report 3 was the use of the Named Entity view by the report
participant. Figure 52 shows a screen shot of the Named Entity view that was added by
the Report 3 author in response to the report template question - What places at local,
national, and international scales are potentially relevant to understanding the context of
the CAP project?

Figure 52: The Named Entity view from report 3.

Report 3 was the longest report. The report author was able to find many relevant pieces
of information about the CAP project context. However, the many information artifacts,
which are often shown as screen shots from web pages, were not clearly linked to written
summaries even when written summaries were provided. Hence, it was unclear on how
the visual artifacts used contributed to the context analysis directly.
Report 4
The evaluation scores for Report 4 are presented in Table 10.
Table 10: Report 4 evaluation scores.

Criteria
Insight
Collaboration
Information Source Representation
Total

Score
0
3
0
3

184

The low evaluation score for Report 4 is due the fact that Report 4 is essentially lacking
information about the context of the CAP project. This occurred because the author of
Report 4 spent the majority of the time re-learning CDA use and making what were in
essence usability comments about the CDA. By the time the participant gained sufficient
understanding of the CDA functionality, there was not enough time left to generate the
report. In spite of the limited content, Report 4 is interesting for the participant’s use of
the geocollaboration tool, as seen in Figure 53.

Figure 53: Use of the Geocollaboration tool in report 3.

As can be seen in Figure 53, the author of Report 4 used the geocollaboration tool to
construct a detailed annotation about a refugee situation that had been learned about. This
was an unexpected result as participants were only given instruction in drawing simple
shape-based annotations (i.e circles, polygons etc) for the geocollaboration tasks.
Analysts Report Discussion
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With the exception of Report 3, each of the four reports provided some indication of
geographical, historical, and/or thematic/conceptual dimensions of the CAP projects
contexts. The level of detail and means to represent and describe the GHC dimensions
varied based on the form of information used by the report author. For example,
participants 1 and 2 relied on Google Earth images with minimal accompanying text to
describe contextual information. The author of Report 3 used numerous screen captures
of web pages and the named entity view to describe geographical, historical, and
thematic/conceptual dimensions, but did not include any map, concept, or timeline views.
With the exception of Report 3, all participants used the geocollaboration tool to
share findings. Unfortunately and as previously stated, participant 1’s message was lost
due to a software bug. What was interesting to note was how participants 2 and 4 both
used the geocollaboration tool to develop messages with expressive annotations.
Conclusions that can be drawn from the report writing exercise are discussed in Chapter
seven. The following section discusses the utility study focus group.
6.7.2 Focus Group Discussions
In this section, results of the utility study focus group discussions are presented. The
opening and ending questions are discussed as are responses to the series of questions and
prompts designed to obtain feedback relevant to overall dissertation goals. To situate the
results presented in this section, Table 11 summarizes dissertation research goals and
corresponding key focus group questions that were asked to examine the dissertation
goals.
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Table 11: Dissertation Research and Focus Group Key Questions.

Dissertation Research
Goals (summarized from
Chapter One)
Goal 2a- Enable
production of GHC to
support answering
strategic level questions.

Focus Group Key Question
Do you feel that it is useful to consider context to have
geographic, historical/temporal, and thematic
components?
The system provided potentially relevant news reports,
vacancies, maps etc. Which categories of information did
you find most useful?
Did you feel the software helped put CAP projects in a
context that is sufficient for making key decisions?

Goal 2b- Provide visual
representation of the
geographic-social context
of asynchronous group
work
Goal 3 - system developed
represents a viable,
relevant proof-of-concept
system for use in crisis
management.

What, if anything, were you able to learn from your
collaborators?

Do you think the software helps create advocacy for
projects?
Would the capabilities of the software be of interest to
others in the humanitarian community?

Examining the opening questions
The focus group session started with the four participants 85 describing how long they had
each worked for the UN. Their tenure varied greatly, with participant 1 (P1) being in the
UN system for almost 12 years, participant 2 (P2) for one and half years, participant 3
(P3) for three years, and participant 4 (P4) for eight years. In addition to basic
background information, participants were also asked about their experiences with
humanitarian information management in the Sudan. This question was asked to ascertain
how potential experience with working in the Sudan, in terms of field or field-support
roles, might have been an influential factor during the report generation exercise. The
85

The order of the participants in the focus group discussion is the same as the order they are in the
analysts reports, For example, the author of report 1 is Participant 1 (P1) in the focus group, the author of
report 2 is Participant 2 (P2) in the focus group etc.
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primary experience reported was providing basic geographic data (maps) or database
support for field operations in the Sudan. As a follow up, participants were asked about
their experiences with CAP projects. P2 and P3 had no experience with CAP projects. P1
and P4 had used basic CAP financial information. None of the participants had
experiences working directly with CAP projects in the Sudan.
As a transition into the first set of key questions, participants were asked what the
term “software utility” meant to them. Participants generally responded that to them,
software utility meant what they could get out of a given software system in terms of
completing tasks. This sentiment is reflected in the following quote from P1- “yeah, to
me, if you ask utility, I always think how useful it is to the user, you know, like can I
utilize it for what I want? Or Can I expect to get out of that software what I actually
want.”
Examining Goal 2a - Enable production of GHC to support answering strategic level
questions.
Examination of goal 2a started with a question on what the term “context” meant to the
participants as a prelude to examining GHC specifically. P1 and P2 responded to the
question that context was a series of relationships between information components. P1
even noted an idea discussed in section 2.2.2 about how context acts like a surround –
“it’s also a very complex relationship let’s say, because you’re looking at some info and
how it connects or relates to a ton of other information maybe around that subject, so
that’s, what I, I would consider a context of something.” P4 made a comment that context
was “the environment and situation”, demonstrating how the terms context and situation
can often be intermixed, as per the discussion in section 2.2.3. As a follow up to the basic
question about a general definition of context, a question was then posed to the group
about the notion of “analyzing a context” as per the language of the CAP process and
discussed in section 5.5.4. P1 and P2 said that analyzing the context was in essence
looking at the background to a specific situation. P4 however restated that analyzing the
context was in fact analyzing the situation.
The key question of whether it was useful to consider context to have
geographical, historical, and thematic components was then asked. All of the participants
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agreed that it was useful to consider context (and context for CAP projects in particular)
to have geographical, historical, and thematic components. In agreeing that it is useful to
consider context to have geographical, historical, and thematic components, P4 related
the notions of geographical, historical, and thematic components to humanitarian profile
maps developed by ReliefWeb 86 , as illustrated in the quote – “yes because otherwise we
couldn’t, if we don’t know the situation of one country … provide funding so that’s why
we also decided to put together a profile map. We can provide the situation of country,
therefore they will learn of the situation and then they can provide some funding, so the
situation, . . . the awareness of the situation is very important. It’s key.” Historical and
thematic dimensions of context are implicitly implied in P4’s quote as humanitarian
profile maps contain numerous references to thematic and historical information. Also to
note in the previous quote from P4 is the sentiment that the GHC (although P4 didn’t use
the term context specifically) helps provide a context in which decisions about funding
can be made. P1 and P2 also echoed this sentiment, and P3 agreed.
The next key question was how successfully the CDA represented geography,
history, and thematic components of context. P2, P3, and P4 all responded with
comments that can be summarized as indicating that the complexity of the software
(numerous tools), complexity of the representations, existing usability issues and
difficulty with picking out information from within the tool deterred from the utility of
the CDA at representing geography, history, and thematic components of context. These
sentiments are reflected clearly in this quote from P3 in response to the question – “I
agree with (P2) that uh, when you get the information, you have to literally go through
every little document, to really pick out the information. It’s not clearly usable and in
order to get geography you have to keep moving from your web application to Google
Earth to… and it was a bit time consuming and confusing …”
Given P2, P3, and P4 responses to this question, a spontaneous follow-up
question was asked on how much the participants do work that is more closely related to
intelligence analysis work such as finding “nuggets” of information within huge volumes
of information. This question was asked as some of the answers to the previous question

86

see http://www.reliefweb.int/rw/RWB.NSF/db900SID/CMAS-7CQMJT?OpenDocument for example of
humanitarian profile map from Darfur (Last retrieved 11 November 2008)
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seemed to frame the CDA as if it were expected to produce results equivalent to a
published humanitarian profile map, rather than its real purpose, which is to help analysts
reason about the contextual relevancy of information that would eventually lead to a final
analytic product like a humanitarian profile map. When prompted by the intelligence
analysis comparison question, P1, who had been silent during the previous question,
responded with a long reply, stating that the creation of products like a humanitarian
profile map takes months, and how tools like the CDA have the potential to do analysis
that are broader than what can currently be accomplished. The following is an important
quote on this point– “I mean to use the example of the humanitarian profile map, then it
can be you know months of work behind it, and you can still not look at 1 million
documents, so these kind of tools you are developing, even though there is always room
for more perfection, they are actually enabling us to do the searches and hit 200
thousand or 500 thousand documents and come up with some kind of summary result of
those. And that’s where I like, that’s where I see the significance that also takes us to
your next question because that’s the intelligence analysis, we want to go through
everything you want to sift through everything, rather than what you are humanly
capable of doing in a limited time.” P1 also made an interesting observation that in 10
years time, ReliefWeb will have over 1 million documents and that you can “forget about
building up historical context, or timelines by consulting a million documents. You have
to have some kind of system to aggregate this automatically for you.”
The next question asked was which categories of information the participants
found most useful or least useful. P4 thought that the information provided by the
gecollaboration tools as a means to facilitate collaborative process was “cool.” P4
thought the other tools and forms of information in the CDA were not novel as “I think
there is already area where software is existing or information is existing so its sort of a
duplicating, while this is one (geocollaboration) is new things, very novel” P1 agreed
with P4 assessment of the geocollaboraiton tools being useful, but disagreed with P4
assessment of the gecollaboration tools and information as being the most novel part of
the CDA. Rather, P1 found the Google Earth visualizations, even with acknowledging the
geocoding issues, to be the most compelling category of context information provided by
the CDA, as evidenced by these sub-quotes:
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-“but what I liked more is these links between when you detect those articles..and
then when you establish those links..I know there is a lot of science behind it, and the
geocoding could be improved, and we discussed it last time that those links are not really
there because how the image shows because of geocoding errors or some other issues…
but if that could be perfected/ improved somehow, that would be such a powerful/visual
way of visualizing context”
- “I love the even the concept and the principal..looking at these connection
across countries on issues that are being discussed in those documents..because its
not..those are just conceptual connections other than anything else, its not that I am
flying from this country to that country, its more like…context (surprised tone) well going
back to the word we didn’t define properly.(laughs)”
P1 did acknowledge too that the tools and information representations, in their
current form were “very scientific, very academic and abstract in a way” but did have
potential future benefit for humanitarian information management. P3 commented that
the categorization of concepts by countries in the Google Earth view and the named
entity view was quite useful. As a follow-up question, participants were asked what
information sources they would have included beyond those made available. P2 and P4
responded that easily accessible static background information, like a country profile
page 87 , on the country in question would have been useful.
To keep the discussions moving, the next key question asked for examining goal
2a was - “do you feel the software helped put the CAP project in a context that is
sufficient for making key decisions.” Upon hearing this question, P2 replied that the
connection between CAP projects and context for the exercise was not clear, but rather,
P2 thought the point of the exercise was to examine the background of the Sudan in
general. P1 restated previous sentiments that the CDA was useful for providing context
for funding initiatives, but that the tool is too complex for decision makers, who wouldn’t
have time to use it in the first place, and that it would be better suited for use by a
decision maker’s assistant; P1 then made the point that the CDA is “more useful for
decision making, which is not the same as (usefulness for a) decision maker.” P4

87

See http://www.alertnet.org/db/cp/sudan.htm for an example of a country profile page from the Sudan
(Last retrieved 18 November 2008)

191

indicated that the lack of ability to extract information from the tools and general
difficulty with using the tool made it hard for the tool to put projects in a context. P3
indicated improved search results would have been helpful. P3 also acknowledged that
the type of analysis that was part of the utility exercise was not part of P3’s normal work
and felt that with more time spent with the CDA would have been helpful.
A refinement of the previous questions was then asked – “was there any way the
CAP project was better contextualized or were there any insights that you were able to
gain?” P1 started the discussion by saying that the general process of doing the exercise
made P1 realize how fragmented basic CAP information was on the internet 88 . P1
thought it was “nice to have a tool like this where you visualize in graphics on the left,
maps on the right, you have the list, you can zoom into a geographic area and take a
subset of the project, in that sense it’s, that part I like, so, doing it in a more visual form,
rather than just bunch of 10 mega pdfs that you throw out and nobody ever reads.” When
P4 indicated to P1 that CAP information that was not directly related to the CAP project
was present in the CDA, P1 replied back (correctly) that the first tab of the CDA had
explicit CAP project information that was presented in graphical form. P2 restated an
original comment that P2 wasn’t aware that the exercise was about a CAP project in the
Sudan, but rather, about the Sudan in general, and that P2 could have just read the CAP
project report to find out basic information about the CAP project. P1 however, quickly
pointed out to P2 that the CAP report is 500 pages long. P2 then described how it seemed
that numerous articles had to be read anyway and it was difficult to draw conclusion to
understand the situation in the Sudan. I reminded P2 that the intent of the exercise was to
use the CAP project specifically to guide the searching process for finding information
that could guide decisions on the CAP project. P1 indirectly reinforced this point by
stating that the ability of the CDA to use a CAP project title as a query string for a
document search to as a means to investigate the effects of CAP project funding for a
given areas was a good feature of the CDA. P4 pointed out though that users would be
looking for comparisons between CAP projects.

88

During the utility study task evaluations, P1 spent 15-20 minutes looking for external information about
the CAP project that was used as a case study and was frustrated when the information could not be easily
found on various UN websites.

192

Examining Goal 2b - Provide visual representation of the geographic-social context of
asynchronous group work.
Goal 2b was indirectly addressed during the questioning for goal 2a that asked the
participants which categories of information they found most useful or least useful.
During the questioning and subsequent discussion, P4 had stated that the collaborative
aspects of the CDA were very useful – “the collaborative aspect and if it working since
as it didn’t work, that we would be able to collaborate, so you have the map, and you can
draw top on it, and for example, and say “oh look at that, I received the latest refugee
information”, and you can send and people can see it in a collaborative manner, and this
I found it very well.” As can be seen in P4’s comment, the software bug with the
geocollaboration system did not greatly impact P4’s opinion about the potential of
geocollaboration tools.
Further discussion about geocollaboration was prompted by asking “were you
able to learn anything from your collaborators?” P4 indicated that since there was a bug,
nothing could be learned from others, but that the geocollaboration tools would be useful
as this is the era of Facebook. P2 reinforced this point by stating that CDA’s
geocollaboration tools are like a mySpace page.
Examining Goal 3 - System developed represents a viable, relevant proof-of-concept
system for use in crisis management.
The transition question into addressing goal three was designed to examine the extent to
which the tools led the participants to a way of thinking based on how the system was
designed, but might not have been how they normally work. P1 responded that the tools
were not how they (ReliefWeb) normally work. However, P1 didn’t see this as a negative
thing and stated that the usability and utility studies prompted P1 to think about normal
work processes in new, innovative ways – “..so in that sense it’s quite interesting, it’s the
not the way we work, it’s pretty much something new in terms of the content, that could
lead to good results or interesting functionality if it’s more mainstream.” P2 commented
that the tool prompted many questions of why (as was seen in P2’s report) – “why is the
project underfunded and what is the context, and could you draw a relationship of
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context?” P2 also made a point that the tools were useful as an aid to understanding why
a CAP was in a given state and ReliefWeb’s job is to advocate for the CAP.
P2’s mention of advocacy for CAP created a natural transition into another key
question that was posed for examining goal three – “do you think the software would
help create advocacy for a project?” P2 said that in its current state, the software could
not create advocacy. P1 stated that the software is creating advocacy in some ways
simply by its use of visual representations of CAP information and that P1 would not
likely look at the long CAP project documents. P4 stated that the tool was complex to be
of use for advocacy as advocacy messages need to be clear and simple.
Participants were then asked what capabilities of the software would be of interest
to others in the humanitarian community. P2 responded that the tool would be of most
use to researchers and academics because “for OCHA, everyone’s looking for concrete
numbers and facts, because we can’t make any abstract decisions off abstract, even in
our, all the work we do, we have such a hard time extracting information from news
articles and stuff.” P1 responded to P2’s comment that this was, in P1’s opinion, bad as
the UN should be taking advantage of new technologies that allow for the processing of
greater volumes of information than currently can be done. P1 then recommended that the
CDA be presented to other humanitarian agencies such as World Food Program, FAO,
UNDP as potential clients of certain parts of the CDA in order to get broader opinions of
the tools.
Examining End Questions
Before ending the focus group, the basic question of – “is there anything else? Opinions?
Advice? Topics?” was posed to the group to solicit final comments on any topics not
previously addressed.
P2 and P4 indicated that given the large numbers of tools, it would be best to
focus on one or two areas so to not make users feel lost (as P4 felt during the exercise).
P1 reiterated P4’s point and added that the development and improvement of the CDA
should continue as “it’s kinda the future” and that the research should be expanded
beyond UN and ReliefWeb documents, as in P1’s opinion, these are only a small fraction
of what’s available. P3 gave a positive comment on the overall concept of the tool and
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practical advice for the future development – “I think as a concept it’s a great tool and I
was more very much interested in the technology and the logic that you used, being a
developer myself, in that way I was totally impressed, I really liked the tool. In terms of
usability, that’s the only thing, you need to make it more friendly or more easy for people
to understand, but otherwise it’s a good tool.”
The focus group ended with final participants providing comments on the
scientific value of the CDA. They agreed that the feedback derived from the usability and
utility studies should be used to guide future development of the CDA for more direct
applicability to real world use.
Focus Group Observations
Three observations can be made from the focus group results. The first is that although
the participants couldn’t agree on an exact definition of what context was, they all
generally agreed that it was useful for context to be composed of geographic, historical,
and thematic components for humanitarian information work. The second is that there
was a division of opinions that seemed to surface over various questions related to the
utility of the CDA in terms of information representation and functionality. On one side
was P1, who while acknowledging that the CDA had many technical bugs, generally felt
the functionality and concepts behind the CDA were innovative and represented the
future for humanitarian information management. On the other side were P2 and P4 who
did not see the immediate broader benefits of the CDA, given usability issues such as too
many tools and complex information representation, but who did see value in certain
components such as the geocollaboration tools. A possible explanation for why this
divide occurred is that P1 is in a management role, and thus more engaged in “big
picture,” organizational strategic thinking. P2 and P4 work in technician roles and are
concerned with important issues such as design, layout, and usability in visual products
such as maps, and are thus more engaged in “practical” thinking about making sure tools
work and tasks get done. P3 did not clearly fall on either side. The third observation was
that all the participants, in different ways, saw the future value of the CDA, or more
precisely, specific components of the CDA, for use in humanitarian information
management with further development.
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The next part of this chapter presents the results of evaluating the CDAs
computational procedures using various measures. Furthermore, changes to the
computational procedures based on usability and utility study feedback are presented to
identify longer-term strategies and testable hypothesis for improving the CDAs
computational components for use in a real-world system.
6.8 Computational Measures - Overview
6.8.1 Evaluating GIR
Evaluations of the computational measures developed for this dissertation fall into two
general categories. The first category is determining the accuracy of the geocoding
algorithms that were presented in Chapter four, section 4.5; specifically the measure
applied is whether or not text that was identified as a location is in fact a location and if
the coordinates assigned to that location were correct. The second category is
determining how effective the automated reasoning document classification procedures
presented in Chapter four, section 4.6 were at ranking documents in relation to the query
that was sent to the document repository. The first category of evaluation can be
quantified using the F-measure, the second was evaluated using two measures –Average
precision and discounted cumulative gain. Average precision is a common means of
evaluating the binary relevance of ranked documents in search engines (Manning et al.,
2008). Discounted cumulative gain (DCG) was used as it is a commonly used method for
evaluating levels of document relevance in search engines (Järvelin and Kekäläinen,
2002, Croft et al., 2009). The two measures complement one another in the following
ways. Average precision evaluates how well an IR system returns and ranks relevant
documents but makes no connection between the degrees of relevance for a document (i.e
highly relevant, slightly relevant) and how the document was ranked. DCG evaluates how
well the system returns relevant docs, and calculates the connection between a
document’s rank and the degrees of relevance for a given rank. Discounted Cumulative
Gain, conceptually, extends average precision by generating an evaluation score based on
the position of relevant documents within in the document rankings, with scores
diminished when a document of high relevance falls lower in the document rankings.
Technical details of each measure are described in the following sections.
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6.8.2 F-measure
The F-measure is derived by combining the two most common means of measuring the
effectiveness of information retrieval systems - precision and recall (Manning et al.,
2008). Precision is the fraction of retrieved documents that are relevant. The formula for
calculating precision is:
Precision (P) = # of relevant items retrieved / total # of docs that could be retrieved
Recall is the fraction of relevant docs that are retrieved. The formula for calculating recall
is:
Recall (R) = # of relevant items retrieved / # of existing relevant docs (i.e those that
should have been retrieved)
The F-measure is a weighted harmonic mean derived by trading off precision versus
recall. The following formula, taken from Manning et al. (2008), is what is known as the
default balanced F-measure (or F1 measure) as precision and recall are weighted equally:
F = 2 * (Precision * Recall) / (Precision + Recall)
For details on variations to the F-measure where precision and recall are weighted
differently, refer to Manning et al. (2008).
The F-measure was used to evaluate the computational measures of this research
as it is a well established measure that has been used in evaluating geocoding procedures
(Kimler, 2004, Leidner, 2007).
6.8.3 Average Precision
Average precision 89 (AvgP) uses the concepts of precision and recall for assessing how
effective a system is at ranking documents returned from a search to fit an information
need. In particular, average precision is based on the sum of precision at each relevant
“hit” (i.e item returned in a search) in a “hitlist” (i.e all items returned), divided by the
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For an easy to understand overview of average precision, see
http://www.slideshare.net/lindabeekeeper/calculating-precision-presentation (Last retrieved 24 October
2008)
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total number of relevant documents that were returned (Mahesh, n.d.). The formula that
was used to calculate average precession, taken from Mahesh (n.d.), is as follows:
AvgP = ∑ Nr=1 (P(r) x rel (r))
# of relevant documents

where: r is a rank
N is the number of documents retrieved
rel is a binary value of the relevance of a rank (1 = relevant, 0 = not relevant)
P() is the precision at a given cut-off rank
6.8.4 Discounted Cumulative Gain
DCG 90 works on two assumptions – (1) highly relevant documents are of greater use than
marginally relevant documents and (2) the further down a relevant document is in a
ranked list, the less likely it is to be examined and hence of less use to the user (Croft et
al., 2009). The formula for calculated DCG, taken from Croft et al. (2009) is as follows:
p

DCGp = rel1 +

∑ rel
log i
i

i=2

2

where:
reli = a graded relevance (i.e 3 = very relevant, 2 = somewhat relevant, 1 = slightly
relevant) at a rank i
DCGp scores can be normalized to produce a [0..1] value. The normalized DCGp value,
referred to as NDCGp is calculated by diving real DCGp values by ideal DCGp values, or
DCGp values derived if documents were ranked perfectly by relevance. NDCGp values
are what are presented in this research. For more information on how NDCGp is
calculated, see Croft et al. (2009).
In the followings sections, datasets used to evaluate the geocoding and document
ranking algorithms are discussed.
6.8.5 Geocoding Evaluation Corpus – Building the “Gold Standard”

90

For a brief overview of DCG, see http://en.wikipedia.org/wiki/Discounted_cumulative_gain (Last
retrieved 12 November 2008)
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A standard way of evaluating information retrieval functions is to develop a “gold
standard” collection (or corpus) of documents. The idea behind a “gold standard” is a
corpus of documents where named entities of interest, such as locations, are identified or
“annotated” by a human. The annotated documents in the “gold standard” then serve as a
base-line or “ground truth” of comparison with documents annotated by machine
procedures for determining the precision, recall and F-scores. A “gold standard”
evaluation corpus was developed to evaluate the geocoding methods of this research. The
“gold standard” was built “from scratch” rather than using an existing “gold standard” for
two-reasons. First, no gold standards were found that focus on the Sudan or any other
similar country in conflict, an important aspect of an evaluation dataset needed for of
assessing how well the CDA is for use in the HIM domain, Second, gold standards, with
geographical reference information, are difficult to find, with the main exception being
the work of Leidner (2006).
The procedure used for developing the gold standard was as follows. Thirty
documents were retrieved from the ReliefWeb Sudan RSS feed and twenty-five from the
IRIN Sudan RSS feed using the text capture procedure outlined in Chapter five. Thirty
and twenty-five are the maximum number of documents that can be retrieved from
ReliefWeb and IRIN respectively at one time. Each document was processed through the
geophrase algorithm discussed in the Chapter four. Locations found using the geophrase
algorithm were annotated in the document as locations and the latitude and longitude of
the location was added to the annotation. The machine annotated documents were stored
as XML files for later processing in the F-score calculation tool of GATE (discussed in
section 6.9). Copies of the non-machine annotated documents were also stored as text
files for later processing in the F-score calculation tool. I then annotated the non-machine
annotated documents to identify locations using the graphical annotation tool of GATE
(Figure 54).
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Figure 54: Human annotation of documents in GATE.

This tool was used as it was very easy to use and was flexible in its ability to create
annotations. To annotate a location, I would simply highlight the location in the GATE
text view, and an annotation window would automatically pop up for entering the
annotation information such as the annotation type (location in Figure 54) and its features
(lat/long in Figure 54). When I was annotating documents in GATE, only relevant parts
of a geophrase, as determined by me, were annotated. This was done so that the
evaluation stayed focused on determining if the geophrase geocoding algorithm was
identifying the correct location in a phrase as opposed to all locations referenced in a
document. For example, in a geophrase such as “the northern Darfur village of
Haskinita,” the term “Haskinita” would be annotated and not “Darfur” as Darfur is
context for Haskinita which is the actual place being referenced. If the term “Darfur” was
identified, this would be considered a false positive as per the goals of the geophrase
algorithm. 865 specific (i.e non-context) place name instances were identified within the
evaluation corpus.
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Building the gold standard also served a secondary evaluation purpose. In order to
evaluate the effectiveness of the Default Sense of Place algorithm discussed in Chapter
four, section 4.5.2, when the gold standard documents (or more specifically, the contents
of the documents) were being retrieved, the location determined to be the default location
for the document was annotated in the document title string using the same approach for
annotating locations in geophrases. Since document titles are generally relatively short,
all of the annotated and non-annotated title strings were complied into a single document.
The non-annotated title strings document was then annotated using the graphical
annotation tool of GATE. The two title documents were then processed using the F-score
calculation tool.
6.8.6 Document Ranking Evaluation Dataset
A document ranking evaluation dataset was built for evaluating the automated reasoning
document ranking procedure (ARDR) that was discussed in section 4.6.1. The scientific
objective behind building this dataset was to find similarities and differences between
document rankings done by the ARDR compared to those done by a human reviewing the
same set of documents. By understanding the similarities and differences, it was possible
to develop semi-automated methods for the document searching capabilities of the CDA
that could use the best of the computational methods to handle large data volumes and
save human input for harder reasoning tasks such as query refinements.
The document ranking evaluation dataset was constructed as follows. Using the
release of the CAP mid-year review (16 Jul 2008) as a mid-point, twenty documents from
every other week for two months before and after the mid-point were captured from the
ReliefWeb Sudan 91 web site. A systematic approach of taking the first twenty documents
from the beginning of a selected week was used. The only reason for excluding a
document from the twenty was if it was a non-English language document. Using this
approach, a total of 200 documents from over a four month period were captured. There
were three reasons for using this approach. First, the ReliefWeb Sudan site contains a
large volume of content related to the Sudan compared to other sites such as IRIN.
Second, a systematic sampling approach over a four month period was used to ensure that
91

http://www.reliefweb.int/rw/dbc.nsf/doc104?OpenForm&rc=1&cc=sdn (Last retrieved 24 October 2008)
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the evaluation dataset did not overly represent the situation in the Sudan on any given
day. Third, the CAP mid-year review release date was used in order to assess the
evolving context of the CAP project used as the case study for determining the
information needs for the ARDR evaluation.
The CAP project that was used as an information needs case study and for the
utility study discussed previously in section 6.6.4 was titled “Coordination of the Food
Security and Livelihoods Sector in Southern Sudan“. This project was selected given the
emphasis it made on food security issues (as discussed in section 5.5.6). Furthermore, its
geographical scope (Southern Sudan) made for an interesting information retrieval
challenge as many of the documents in the ranking evaluation dataset were related to the
much better known and publicized Darfur crisis. I ranked the 200 documents in terms of
their relevance to the hypothetical information needs of an analyst who might be
searching for information that was potentially relevant to the CAP project.
The set of criteria used for ranking the documents was based on key pieces of
information derived from the CAP project description 92 that were very useful for
determining document relevancy. For example, the project’s beneficiaries were female
headed and vulnerable (HIV/AIDS) affected households. The project’s geographic area
was very specific to South Sudan. The general objectives of the project were related to
promoting food security and livelihood programs. These criteria, in most cases, made it
easy to determine if a document was relevant to the information needs of the CAP
project. For example, a document with a title Sudan condemns eight Darfur rebels to
death is not likely to be related to the CAP project information needs in contrast to a
document with the title like Women play central role in rebuilding South Sudan, as the
former is very specific to a situation in Darfur. Furthermore, approximately 150 of the
evaluation dataset documents were either (a) very specific to the Darfur situation, (b)
very specific to the 2008 Abyei conflict 93 , or (c) very general in scope, for example, a
document that makes brief mention of the Sudan in the context of a global funding for
peace-keeping troops. When a document’s relevance was not “black and white,” I used
my best judgment based on my knowledge of the Sudan to determine relevance.

92
93

http://workplan.unsudanig.org/db/wp/2008/project.php?id=839 (Last retrieved 24 October 2008)
http://www.crisisgroup.org/home/index.cfm?id=5458 (Last retrieved 27 October 2008)
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My knowledge of the Sudan relates to one point that must be addressed, which is the
potential bias of me having done both the document rankings and developed the ranking
algorithm. The reason I felt justified in doing the ranking was that although it was easy to
determine document relevancy based on the CAP project description, determining
document relevancy still required expertise on the complex humanitarian situations in the
Sudan. During the processes of conducting this research, I developed a base of expertise
on the history, geography, and current humanitarian issues in the Sudan. Such expertise
could not be quickly learned and applied by external assistants within the time frame of
this research. I do acknowledge that some degree of bias may have been introduced by
me doing the ranking. For example, I may have been more likely to rank documents that
had clear geographic references to South Sudan in order to exploit the CDA’s geocoding
capabilities as opposed to documents about broader global policy issues that a person
from the UN might have considered more relevant. However, given the nature of the
documents set (many were clearly not relevant), and my expertise on the Sudan, I believe
any bias would be minimal.
In the following section, results of the computational measures are presented.
6.9 Computational Measures - Results
As mentioned in the previous sections, F-measures were used to evaluate the
effectiveness of the two geocoding algorithms. The first geocoding algorithm is the
Default Sense of Place algorithm first discussed in section 4.5.2. This algorithm was used
to determine the possible location that a document was about by looking for a
geographical reference in the document’s title. The second geocoding algorithm is the
Geophrase algorithm first discussed in section 4.5.3. This algorithm was used to find
geographical references from word blocks (i.e the town of State College) within the
contents of documents. F- measures for two geocoding algorithms were calculated using
the Annotation difference (AnnotationDiff) tool of GATE. (Figure 55).
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Figure 55: The GATE Annotation difference tool. The left side of the tool shows locations annotated
by a human (or the “gold standard”). The right side shows locations that were identified by the
machine (i.e the CDA). The GATE Annotation difference tool automatically compares the two sets of
annotations and calculates F-scores.

The AnnotationDiff tool compares two sets of annotations on a document. For this
research, this meant comparing the machine-annotations created by the CDA with
human-generated annotations of the gold standard corpus. The AnnotationDiff tool
generates figures for precision, recall, F-measure and false positives for the annotation
types being compared (Locations for this research). According to the GATE
documentation, each of the figures can “be calculated according to 3 different criteria strict, lenient and average. The reason for this is to deal with partially correct responses
in different ways.

* The Strict measure considers all partially correct responses as incorrect (spurious).
* The Lenient measure considers all partially correct responses as correct.
* The Average measure allocates a half weight to partially correct responses (i.e. it
takes the average of strict and lenient).” 94
94

http://gate.ac.uk/sale/tao/index.html#sec:gui:annotationdiff (Last retrieved 23 September 2008)
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F- measures derived from the lenient measure are presented in this research. The reason
the lenient measure was used was that partially correct answers still accurately reflected
the correct coordinate to which a location resolved, a much more important part of
geocoding than identifying the full phrase of a location. For example, Figure 55 shows
how the location “Twic” was identified by the machine and resolved to the same
coordinate as “Twic County” that was identified by the human.
6.9.1 Default Sense of Place Algorithm F- measures
The Default Sense of Place Algorithm was run against the single document containing
titles of the documents used to build the “gold standard” that was discussed in section
6.8.5.
F- measures for the Default Sense of Place algorithm are presented in Table 12:
Table 12: Default Sense of Place Algorithm Results.

Human/Machine Annotation Comparison
Scores
Document Correct Partially Missing Entity False
Recall Precision F
Set
Correct
Total* Positives
measure
ReliefWeb 19
0
1
20
1
0.9500 0.9500
0.9500
IRIN
7
0
5
12
5
0.5833 0.5833
0.5833
Totals
26
0
6
32
6
Averages
0.7667 0.7667
0.7667
* Entity total is the total number of identifiable locations that were found across all the documents. Since
the default placename identification algorithm looked only at document titles, entity totals do not reflect the
number of documents that were examined (30 for ReliefWeb and 25 for IRIN) to build the “gold standard”
as several of the documents did not contain specific location information.

As can be seen in Table 12, the default placename identification did very well in
processing ReliefWeb documents with an almost perfect F-score of 0.9500. For the IRIN
documents, the high number of false positives (relative to the total number of entities) led
to the lower score. Identification of locations in IRIN titles suffered from the problem of
determining the difference between when a term is a spatial descriptor and when it is part
of the proper name of a place, for example determining between “North Darfur” (a proper
place) and “north Darfur,” a problem that can easily be fixed by examining the case of a
potential spatial descriptor.
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6.9.2 Geophrase Algorithm F- measures
The Geophrase algorithm was run against the contents of the documents used to build the
“gold standard” that was discussed in section 6.8.5. F- measures were calculated for two
runs of the geophrase algorithm against the gold standard. The goal here was to assess the
base level implementation (that was used for the utility study), use this assessment to
improve the algorithm and place name database, then determine the degree and kinds of
improvement that can be achieved by these adjustments. Furthermore, the geocoding
evaluation corpus was also sent to the MetaCarta GeoTagger API 95 in order to compare
the F- measures of the CDA’s geophrase algorithm to another geocoding system. The
MetaCarta GeoTagger API was particularly useful for this task as MetaCarta is widely
recognized as the premier commercial geocoding software in the geospatial industry 96 .
Given that it is the benchmark of comparison, F-scores for use of the MetaCarta
GeoTagger API against the evaluation corpus are presented first in Table 13:
Table 13: MetaCarta GeoTagger API results.

Human/Machine Annotation Comparison
Scores
Document Correct Partially Missing Entity False
Recall Precision
Set
Correct
Total Positives
ReliefWeb 341
0
87
428
106
0.7940 0.7822
IRIN
357
0
80
437
55
0.8042 0.7972
Totals
698
0
167
856
206
Averages
0.7991 0.7897

F
measure
0.7760
0.7947
0.7854

Of note in Table 13 is the fact that although Metacarta does perform well in all of the
categories, the F-scores for MetaCarta are not outstanding. The results shown in Table 13
indicate how geocoding is a challenging task, even for industry-standard geocoding tools
like MetaCarta.
F- measures for run 1 of the Geophrase algorithm (the version that was used in the
utility study) are presented in Table 14:

95
96

http://ondemand.metacarta.com/?method=GeoTagger (Last Retrieved 26 October 2008)
http://www.metacarta.com/news-and-events-in-the-news.htm (Last Retrieved 26 October 2008)
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Table 14: Geophrase algorithm Run I results.

Document
Set
ReliefWeb
IRIN
Totals
Averages

Human/Machine Annotation Comparison
Scores
Correct Partially Missing Entity False
Recall Precision
Correct
Total Positives
243
8
177
428
49
0.6138 0.7689
204
1
232
437
34
0.4761 0.8472
447
9
409
856
83
0.5449 0.8081

F
measure
0.6735
0.5799
0.6267

As can be seen in Table 14, recall scores for both sub-sets (i.e. ReliefWeb and IRIN) of
the overall document set were relatively low, while precision scores were relatively high.
Conclusions drawn from first run of the geophrase algorithm were that when the
algorithm found a location, it was generally good at making correct identification and
resolution of the location as reflected by the precision score average of 0.8081. However,
the geophrase algorithm did poorly with identifying entities in a document as locations,
as reflected by the recall average score of 0.5449. Based on the precision, recall and Fscores derived from run I of the geophrase algorithm against the evaluation corpus, and
motivated by feedback derived from the usability and utility studies that the geocoding
errors made the CDA seem “untrustworthy”, the following actions were taken to improve
the geophrase algorithm with the primary intent to fix recall issues:
1. Multiple bugs were fixed that were causing the geocoding process to stop before
the entire document was processed.
2. Additional place names were added to the database that the geophrase algorithm
uses for resolving locations to lat/long coordinates.
These two actions proved to be reasonably useful for increasing recall scores, and useful
in general for increasing the overall precision, recall and F- measures. F- measures for
run II of the Geophrase algorithm are presented in Table 15:
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Table 15: Geophrase algorithm Run II results.

Document
Set
ReliefWeb
IRIN
Totals
Averages

Human/Machine Annotation Comparison
Scores
Correct Partially Missing Entity False
Recall Precision
Correct
Total Positives
289
13
126
428
53
0.6995 0.8353
278
1
158
437
55
0.6494 0.8478
447
9
409
856
83
0.6744 0.8416

F
measure
0.7430
0.7233
0.7331

As can be seen in Table 15, the recall average between the two runs increased by 24%,
with the most notable increase (36%) occurring in the IRIN documents. Precision
between the two runs increased by 7% for ReliefWeb documents, with only minuscule
precision changes occurring in IRIN documents for the second run. Overall, the changes
made to the algorithm between the two runs of the algorithm caused a 17% increase in
the F- measures average.
Figure 56 graphically compares the recall, precision, and F-measures of each of
the three geocoding processes that were run against the evaluation corpus.

Recall, Precision, and F-Measure Comaparisons
0.9
0.8
0.7
0.6
0.5

CDA Run I

0.4
0.3

Metacarta

CDA Run II

0.2
0.1
0
Recall

Precision

F-Measure

Figure 56: Comparison of Recall, Precision, and F-measure.

As can be seen in Table 15 and Figure 56, Metacarta slightly out-performed the CDA
geophrase algorithm in terms of overall average F-score. When compared to run II of the
CDA, Metacarta’s recall scores were much higher than the CDA’s recall, most likely
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indicative of the Metacarta’s algorithm being more mature and sophisticated at
identifying locations as the Metacarta API is a commercial-grade geocoding service. In
terms of precision, the CDA did better than Metacarta. Overall, the results of these tests
show that the CDA algorithm for place identification and geocoding is sufficiently good
to support the proof-of-concept implementation and evaluation presented here. In Chapter
seven, conclusions about the ability of these algorithms to produce context from text
documents are presented.
In the following section, results of the evaluation of the automated document
ranking classification system are presented.
6.9.3 Automated Reasoning Document Ranking Procedure Evaluation Overview
As discussed in section 6.8.6, a dataset consisting of 200 documents captured
from the ReliefWeb Sudan website was constructed in order to evaluate the automated
reasoning document ranking procedure of the CDA. Once the documents were captured, I
ranked the documents in terms of their relevance to the CAP project as per the criteria
discussed in section 6.8.6.
Of the 200 documents, 100 were assigned a rank by a human (i.e., me). Of the
100 that were ranked, 30 were considered to be the most relevant to the information
needs of the CAP project. Each of the 30 documents was also assigned a graded
relevance value of highly relevant (3), somewhat relevant (2), or slightly relevant (1) for
calculating NDCGp scores. Table 16 presents the top 30 human ranked documents.
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Table 16: The 30 most relevant out of 200 documents from the document ranking evaluation dataset
as determined by a human. Rows are colored based on graded relevance value. These colors schemes
are used in results graphics shown later in this section.
Rank
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30

Graded relevance
3 – Highly Relevant
3 – Highly Relevant
3 – Highly Relevant
3 – Highly Relevant
2- Somewhat relevant
2- Somewhat relevant
2- Somewhat relevant
2- Somewhat relevant
2- Somewhat relevant
2- Somewhat relevant
2- Somewhat relevant
2- Somewhat relevant
2- Somewhat relevant
2- Somewhat relevant
1- Slightly relevant
1- Slightly relevant
1- Slightly relevant
1- Slightly relevant
1- Slightly relevant
1- Slightly relevant
1- Slightly relevant
1- Slightly relevant
1- Slightly relevant
1- Slightly relevant
1- Slightly relevant
1- Slightly relevant
1- Slightly relevant
1- Slightly relevant
1- Slightly relevant
1- Slightly relevant

Document Title
Women play central role in rebuilding South Sudan
South Sudan: More than 2000 homes submerged by flash floods
Humanitarian action in Southern Sudan weekly bulletin, week 24, 15
- 21 Jun 2008
FEWS South Sudan Food Security Update Aug 2008 - Flooding and
conflict in north and east
Ahead of donor conference, Sudanese women express grave concerns
about women's situation and lack of funding
Southern Sudan: Floods OCHA Situation Report Issue #1 30 Aug - 05
Sep 2008
Humanitarian action in Southern Sudan weekly bulletin, week 33, 17
- 23 Aug 2008
Targeting in complex emergencies: South Sudan country case study
WFP-contracted driver killed after delivering food assistance in South
Sudan
RCA to begin airlifting supplies to South Sudan
Sudan to ask donors for $6 bln at Oslo meeting
Ethiopia: Two camps close after successful repatriation to South
Sudan
Sudan: ACF Nutrition survey - Preliminary results report, Rub Kona
County, Unity State
At least 15 killed in S.Sudan clash over cattle
Eastern Africa HIV Programme (2008-2010) of the Red Cross and
Red Crescent Global Alliance on HIV
Findings of a multi-indicator nutrition, health, watsan and mortality
survey
Female deminers can do it!
Case study: A victim of UXO in Wau
Bush asks Congress to approve $770 million more in food aid
Crop prospects and food situation - No. 3, Jul 2008
Sudan: Acute watery diarrhoea epidemic DREF Operation No
MDRSD005
East Africa regional report on market prices April/May 2008
WFP's Operational Priorities - Aug 2008
Sudan: Center For Early Warning And Emergency
Information(EWEF) - Flood watch update no. 10
Sudan: Center For Early Warning And Emergency
Information(EWEF) - Flood watch update no. 9
Center For Early Warning And Emergency Information (EWEF) Flood watch update no. 11
Sudan: Center For Early Warning And Emergency Information
(EWEF) - Flood watch update no. 18
Center For Early Warning And Emergency Information (EWEF) Flood watch update no. 19
Hundred displaced in Upper Nile due to floods
Olympic spirit helps bring peace to southern Sudan
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Before proceeding further, the following brief review of the automated reasoning document
ranking procedure (hereafter ARDR) is made to clarify the basic computational processes that
were used to generate evaluation results. The evaluation data set is an index containing
documents. The ARDR sends queries to (or “execute queries on”) the index in order to return
documents that match the query. Documents are returned and ranked based on query terms and
how query terms relate or do not relate to terms in the documents in the index. For example, a
query (or query string) consisting of the terms “Food” and “Farming” would return documents
from the index that contain these terms. In the ARDR, additional query terms are included in
query strings based on the terms reasoned out from an ontology (a process discussed in section
4.6.1). Boosts for a term mean that a term is given a greater weight when determining the ranking
of a document in which the term is found. For details on term boosts in the ARDR, refer back to
section 4.6.1.
The ARDR was used to send a query against the evaluation dataset set to evaluate how
successful the ARDR was at returning relevant documents and to identify methods that could be
developed to improve the algorithms.
A total of seven runs of the ARDR were done against the evaluation dataset. Between
each run, a single change was made to either the query sent to the documents or to the underlying
ontology used in ARDR reasoning tasks. This systematic approach was used so as to precisely
identify and isolate the effects of specific changes on the ARDR to fulfill the goal of developing
long-term strategies to improve the ARDR for use in a production system. Table 17 summarizes
the seven runs of the ARDR that were conducted and outlines the changes that were made
between each run, details of which are explained in subsequent sections.
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Table 17: ARDR Run and Modification Summaries.

Modification
Run Grouped External
query
User-defined
Terms2
terms1

NOT
terms3

Boost
title
terms4

Ontology
Modification
Aconcepts5

Ontology
Modification
B–
geographies6

I
II
III
IV
V
VI
VII

No
No
No
Yes
Yes
Yes
Yes

No
No
No
No
Yes
Yes
Yes

No
No
No
No
No
Yes
Yes

No
No
No
No
No
No
Yes

No
Yes
Yes
Yes
Yes
Yes
Yes

No
No
Yes
Yes
Yes
Yes
Yes

1

multiple terms inside the quotes would be processed as one unit by the query engine, for example “food security”
instead of “food” and “security”
2
ad-hoc, user defined query terms added to the query
3
NOT clauses to exclude documents from the rankings when a document contains a given term in its title
4
gives user-defined terms a “boost” greater than the default values used by the ARDR
5
instances and classes from ontology modified so that reasoned terms are included in term expansion
6
locations derived from the CAP project added to ontology to geographically weight documents differently

In addition to the three runs of the ARDR, a query was also sent to the ranking evaluation set
using the ISYS Desktop (here after ISYS) search engine 97 in order to compare the ARDR
algorithm to a commercial-grade search engine. ISYS was used as it was one of the few desktop
search engines found that produced a relevance rank with graded relevance values and supported
complex boolean queries (AND, OR, NOT) 98 . Other desktop search engines such as Google
Desktop, Windows Search, and Yahoo Search were also investigated, but none had the basic
requirements needed for this study.
Average precision (AvgP) and (Normalized) Discounted Cumulative Gain (NDCGp)
scores were calculated using MS Excel.

97

http://www.isys-search.com/products/desktop/index.html (Last retrieved 28 October 2008)
Google desktop does not support the Boolean operators OR and NOT
http://desktop.google.com/support/bin/answer.py?hl=en&answer=43319 (Last retrieved 18 November 2008)
98
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6.9.4 ARDR Runs and Benchmark Results
The following section presents the results of evaluating the ARDR as quantified using
Average precision (AvgP) and (Normalized) Discounted Cumulative Gain (NDCGp) scores
(discussed in section 6.8), and the specific modifications that were made to the query, algorithm
and ontology between each of the seven runs. This section also presents the results of querying
the document ranking evaluation set using ISYS. Observations made on the effects of the
changes between each run are discussed in section 6.9.5.
ISYS
The commercial desktop search engine (ISYS) was used as a benchmark comparison with the
CDA. All 200 documents of the document evaluation dataset were indexed by ISYS. The
following query string was then sent to the ISYS index:
Coordination OR Food Security OR Livelihoods OR Sector OR Southern Sudan OR Food _and
Agriculture Organization OR HIV OR AIDS OR Women OR Floods NOT Darfur NOT Abyei
The query that was sent to ISYS index was constructed using the query syntax of the ISYS
system. The query was formulated so as to closely match the query string of run V of the ARDR
(described below) in order to create a comparison between comparable capabilities of ISYS and
the ARDR. Run V was the last run to make modifications to the query string sent to the
evaluation dataset. After run V, only changes to the ontology were made and the query string
stayed the same. Given that ISYS can not incorporate ontologies, the query developed for run V
was the logical choice on which to base the ISYS query, given that it was the most enhanced
query string used by the ARDR. The query string of run V and ISYS are similar in that (a) both
use grouped terms in the query (“Food Security, "Southern Sudan" "Food and Agriculture
Organization”), a feature added in run II, (b) both use the same external terms ("women", "HIV",
"AIDS". ) that were added to the query in run III, (c) both use the same NOT terms (NOT Darfur
NOT Abyei) that were added to query in run IV (although there was no way with ISYS to use
NOT terms to exclude a document from the ISYS search results based on the NOT term
appearing in the document title; however, all the documents that contained a NOT term in the
title also contained the term in the body so the difference did matter ), and (d) both use the same
title boost term ("women") that was added to the query in run V (although a term boost could not
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be used with ISYS to rank a document within the ISYS search results higher based on the boost
term appearing in the document title; two documents contained the term “women” in their title).
Figure 57 is a join-list graphic showing human ranks on the left matched to ISYS ranks
shown on the right.

Figure 57: Human Ranks and ISYS comparisons. In this Figure, colors show the graded relevance (Highly
relevant - pink, Somewhat relevant - orange, Slightly relevant - yellow) of a document as per the assignment
of graded relevance to the documents by a human shown in Table 16. Documents are ordered based on how
they were ranked by a human (left column) and a machine (right column). Lines between the two columns
indicate the corresponding ranks between a given document in the two columns. For example, the top (i.e. at
position 1) document in the human column (Women play a central role in rebuilding South Sudan) was
ranked at position 17 in the machine column. The not-equal sign (≠) is used to designate when a document
from one column is not present in the other column. Documents in this situation for the machine ranked set
are colored white. The overall graphic approach for Figure 57 is also used for Figures 58-63, 65-66 which
present ARDR run results.
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The AvgP for ISYS was 0.6355 or (64%), with ISYS ranking 13 relevant documents in the top
30. The NDCGp score was 0.5878 (or 59%).
Observations that can be drawn from these measures are that ISYS was somewhat
reasonable at retrieving relevant documents, although suffered in terms of the NDCGp score.
While all four highly relevant documents (i.e. documents with a graded relevance of 3) made the
top 30, several of these appeared at relatively low positions in the ISYS ranking in comparison to
non-relevant somewhat, or slightly relevant documents which appeared at the top of the
rankings. In addition, 7 of 10 documents of moderate importance were left off the list entirely.
The performance of this commercial tool on a relatively small data set indicates the challenge
faced in automated document retrieval and ranking for a complex contextualization task in
humanitarian relief.

Run I
The state of the ARDR for Run I was the state of the CDA as used during the utility study
described above. For run I, the following query string was used:
Coordination of the Food Security and Livelihoods Sector in Southern Sudan Food and
Agriculture Organization
This particular query string was used as it is the title of the CAP project, and thus indicative of
the geographic and thematic scope of the CAP project. Stop words were left in this and all other
runs as they are automatically removed by the Lucene search engine used by the ARDR
(discussed in section 4.6.1). CAP project titles were used as “pre-canned” query strings so users
could save time by not having to manually create a complex query string, and could thus focus
their attention on more important reasoning tasks. This approach was not the only way in which
a query string could have been generated from CAP project information. The approach was used
as it was the easiest to implement and was sufficient for the needs of the ARDR evaluation goals.
In Chapter seven, ideas for other methods to auto-generate query strings from CAP projects are
discussed.
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For runs I to V, the GHC ontology, which was used for term expansion in the ARDR,
was configured as shown in Figure 58:

Figure 58: ARDR run I ontology (shown in Protégé).

The classes shown in Figure 58 are presented because these particular classes were found to have
the most influence on rankings created by the ARDR when developing datasets for the utility
study (discussed in section 5.6).
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Figure 59 is a join-list graphic showing human ranks on the left matched to run I ranks
shown on the right.

Figure 59: Human Ranks and Run I comparisons.

The AvgP after run I was 0.4058 or 41%. The NDCGp score for run I was 0.6722 (or 67%. In
comparison to ISYS, run I performed poorly as only 8 relevant documents were returned in the
top 30 documents. Of the 8 returned from run I, only 1 was a highly relevant document.
Although only 1 highly relevant document (color coded in pink in Figure 59) was returned, run I
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ranked this document better than ISYS did by placing it in rank position 2 when ISYS ranked
this same document at rank position 10.
For run II, the effect of using more precise terms as a means to retrieve relevant documents was
tested. This was done through the following change to the query:
Coordination of the "Food Security" and Livelihoods Sector in "Southern Sudan" "Food and
Agriculture Organization”
The quotes around specific terms indicates that the terms inside the quotes should be processed
as one unit by the query engine, as opposed to being processed as separate, individual terms.
“Food Security”, "Southern Sudan", and "Food and Agriculture Organization” are much more
precise query terms related to the CAP project than when sub-components of the terms are used
individually.
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Figure 60 is a join-list graphic showing human ranks on the left matched to run II ranks
shown on the right.

Figure 60: Human Ranks and Run II comparisons.
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The results show little improvement. The AvgP after run II was 0.4702 or 47%. The NDCGp
score for run II was 0.6720 (or 67%). AvgP and NDCGp scores were minimally affected by the
changes made before run II. While two of the top four documents was found (compared to one
above), only three of the moderately relevant are found here (compared to four above).
For run III, functionality was added to the ARDR by supporting inclusion of user-defined
terms in the query string, a feature that had been requested during the usability study. In
particular, the terms "women", "HIV", "AIDS" were added as ad-hoc terms as they are
representative of very important issues related to the CAP project’s goals.
The resulting query sent to the ARDR for run III was:

Coordination of the "Food Security" and Livelihoods Sector in "Southern Sudan" "Food and
Agriculture Organization” "women", "HIV", "AIDS".
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Figure 61 is a join-list graphic showing human ranks on the left matched to run III ranks
shown on the right.

Figure 61: Human Ranks and Run III comparisons.

The AvgP after run III was 0.5296 or 53%. The NDCGp score for run III was 0.6917 or 69%.
AvgP and NDCGp scores increased slightly after run III, but there was no change in number of
highly or moderately relevant documents found.
For run IV, functionality was added to exclude documents from very well known events
that users would be likely to know about and know to be not relevant before searching. This idea
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was motivated by feedback obtained from the utility study where participants felt it was difficult
to find information in the CDA search results because clearly irrelevant documents were being
retrieved. Another approach to this problem would be a “search within the search results”
function. This idea of excluding documents was implemented in the ARDR by using NOT
clauses that exclude documents from the rankings when a document contains a given term in its
title.
For run IV, this meant excluding documents that included the terms “Darfur” and
“Abyei” in their titles 99 . As was discussed in section 6.8.6, stories with these terms were
numerous in the document ranking evaluation data set given they are related to well publicized,
well known events, and were not considered relevant to the information needs of the CAP
project. The new query containing NOT clauses that was sent to the ARDR for run IV was:

Coordination of the "Food Security" and Livelihoods Sector in "Southern Sudan" "Food
and Agriculture Organization” "women", "HIV", "AIDS" NOT Darfur (in the document title)
NOT Abyei (in the document title)
Figure 62 is a join-list graphic showing human ranks on the left matched to run IV ranks
shown on the right.

99

See section 4.6.1 on how Lucene fields are used to apply terms to various components of a document such as body
or title.
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Figure 62: Human Ranks and Run IV comparisons.

The AvgP after run IV was 0.6946 or 70%. The NDCGp score for run IVwas 0.7664 or 77%.
AvgP and NDCGp scores increased again after run IV and this run retrieved three of the four of
the most highly relevant documents.
For run V, functionality was added to give an extra boost to “nugget” terms, or terms that
do not appear very frequently or are difficult to find, but are of great importance. This idea was
motivated by the basic visual analytics goal of finding relevant information in large volumes of
information (Thomas and Cook, 2005). Furthermore, this idea is very similar to the idea of
inverse document frequency (IDF) for query/document matching where the low frequency of a
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term across a document collection makes the term a better discriminator for a document as
opposed to highly frequent term (Robertson, 2004)
This idea was implemented in the ARDR functionality to give a user-defined term a
“boost” greater than the default values used by the ARDR that were discussed in section 4.6.1. In
particular, this functionality was used to give the term “women” an increased boost as women
are important component of the CAP project while references to women in the document
evaluation dataset were few. With user defined boost terms, the query sent to the ARDR for run
V was:

Coordination of the "Food Security" and Livelihoods Sector in "Southern Sudan" "Food
and Agriculture Organization” "women" (extra boost 100 to documents with the term “women” in
the title), "HIV", "AIDS" NOT Darfur (in the document title) NOT Abyei (in the document title).
Figure 63 is a join-list graphic showing human ranks on the left matched to run V ranks
shown on the right.

100

As discussed in section 4.6.1, terms found in titles are given a boost factor of 5. A boost factor of 15 was used for
the “extra boost” function. 15 was arbitrarily chosen large value as this was a preliminary investigation of the “extra
boost” idea and exploring variations on term boost values for document titles was outside the scope this research.
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Figure 63: Human Ranks and Run V comparisons.

The AvgP after run V was 0.78862 or 79%. The NDCGp score for run V was 0.76887 or 77%.
AvgP and NDCGp scores increased slightly after run V. Run V had the highest AvgP score of
any run. The likely reason for this is the unbroken document “cluster” (i.e no unmatched
documents) from ranks 2 to 11 – the longest, unbroken sequence of matched documents from
any run. This situation caused the AvgP for run V to be very high given that AvgP essentially is
a weighted average, and the relatively long sequence of matched documents cumulatively
increased the weight of each document in the AvgP calculation, and drove the overall AvgP
score up.
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Run V was the last run to make modifications to the query sent to the evaluation set. As
stated in the beginning of this section, the query from run V was the basis for the query that was
used for rankings done by the ISYS system. In section 6.9.5, comparisons between run V and
ISYS are discussed.
For run VI, the class structure of the ontology used by the ARDR was modified. Figure
64 shows the concept class of the GHC ontology that was used for run VI.

Figure 64: ARDR run VI ontology (shown in Protégé).

As can be seen in Figure 64, the main change that was made to the ontology was the
creation of a food security class under the Sectors class, and the sub-classing of food security
related items (Food, Agriculture, etc.) under the food security class. This change was done to
ensure that instances from these classes would be included in term expansions and was based on
how sectors are defined in the Sudan Workplan 101 . Figure 65 is a join-list graphic showing
human ranks on the left matched to run VI ranks shown on the right.

101

http://www.unsudanig.org/workplan/sectors/index.php (Last Retrieved 19 November 2008)
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Figure 65: Human Ranks and Run VI comparisons.

The AvgP after run VI was 0.60544 or 60%. The NDCGp score for run VI was 0.7241 or 72%.
AvgP and NDCGp scores decreased after run VI. Run VI was the first run to include all four
highly relevant documents (shown with a pink color code). Additionally, 10 of the 14 documents
top documents (colors codes pink and orange) were also returned.
For run VII, geographic weighting of documents based on geographic references
reasoned from the ARDR ontology (i.e., references derived from the ontology that were not
explicitly part of the query) was explored. In particular, geographic instances in the ontology
used by the ARDR were modified and new geographic instances added. The geographic instance
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“Darfur” was removed from relationships with other instances as Darfur is very common to
many of the documents in the document evaluation data set and was causing stories related to
Darfur to appear higher in the rankings. The geographic instances of Warrap, Wau, Northern
Barh El Ghazal, Upper Nile, Jonglei, and Eastern Equatoria were added to the ontology and
related to the instance refugees. These changes were made as per the locations mentioned in the
CAP project description. In possible real world use, many of these locations are states of the
Sudan, so would be base geographic-data in the ontology and not necessarily be items the user
would explicitly consider adding to ontology before running queries.
Figure 66 is a join-list graphic showing human ranks on the left matched to run VII ranks
shown on the right.

Figure 66: Human Ranks and Run VII comparisons.
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The AvgP after run VII was 0.75691 or 76%. The NDCGp score for run IV was 0.8886 or
89%. AvgP and NDCGp scores increased after run VII. Run VII performed the best of any run,
with 13 of the 14 documents top documents (colors codes pink and orange) returned.
Furthermore, two highly relevant documents (color code pink) were ranked in the top 4.
In the following section, I compare ARDR results to assess the strengths and weakness of
the ARDR.
6.9.5 Comparing ARDR Evaluation Results
In this section, results from of the seven runs of ARDR are compared to each other and to the
ISYS result. Table 18 is a summary table of the various evaluations scores of the seven runs and
ISYS.
Table 18: Summary of document ranking evaluation scores.

AvgP
NDCGp
HR 301
SR 302
SlR 303
T 304

ISYS
0.6355
0.5878
1.00
0.30
0.40
0.43

Run I
0.4058
0.6722
0.25
0.40
0.20
0.27

Run II
0.4702
0.6720
0.50
0.30
0.27
0.30

Run III
0.5296
0.6917
0.50
0.30
0.33
0.33

Run IV
0.6946
0.7664
0.50
0.40
0.40
0.40

Run V
0.7886
0.7689
0.75
0.40
0.33
0.40

Run VI
0.6054
0.7241
1.00
0.60
0.40
0.50

Run VII
0.7569
0.8886
1.00
0.90
0.47
0.63

1

% of Highly Relevant documents put in the top 30 documents
% of Somewhat Relevant documents put in the top 30 documents
3
% of Slightly Relevant documents put in the top 30 documents
4
% of Top 30 documents put in the top 30 documents
2

Figure 67 is a graphical comparison of the Average Precision scores.
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Average Precision Score Comparisons
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Figure 67: Average Precision Score Comparisons.

As can be seen in Figure 67, changes made between runs I and V clearly demonstrate how
improvements made to the query string and ARDR functionality greatly improved the ARDR’s
ability to retrieve potentially relevant documents. What’s interesting to note is the dip in AvgP
after run VI, and then the increase in AvgP after run VII. A preliminary observation is that
changing the class structure of the ontology (the change made in run VI) caused relevant
documents to no longer consistently rank in an unbroken sequence like they had done in run V,
possibly due to changes in the specificity of the ontology and subsequent changes in terms
extracted from the ontology that were part of the expanded query. Run V had contained a cluster
of 11 documents in a row that were ranked by the machine and were matched to documents
ranked by a human. Given that AvgP is essentially a weighted average, this caused the spike in
the AvgP score for run V. Although run V, in terms of AvgP looks superior to run VI, the
percentages of relevant documents returned in run V were all lower than the percentages of
relevant documents returned in run VI.
ISYS performed approximately equal to run VI of the ARDR in terms of average
precision, with a slightly better AvgP score of 0.6355 (64%) for ISYS compared to 0.6054 (61%)
for run VI. As can be seen in Figure 67, run V of the ARDR, whose query was the basis for the
query string used by ISYS, seemingly outperformed ISYS. However, the situation with the spike
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in AvgP from run V was at work again as the percentages of relevant documents returned from
ISYS were all greater than the percentages of relevant documents returned in run V.
What is interesting to note is that the initial modifications to the ARDR ontology (i.e., run
VI), did give the ARDR an advantage in terms of performance of the system on the evaluation
dataset in terms of percentages of relevant documents returned but not AvgP scores. An
observation that can be drawn from the AvgP numbers is that the ARDR is comparable, if not
better in certain cases, like the complex information needs for contextualizing CAP projects, than
a commercial search engine in terms of returning relevant documents.
Figure 68 shows Normalized Discounted Cumulative Gain Score Comparisons.

Normalized Discounted Cumulative Gain Score
Comparisons
1
0.9
0.8
0.7
0.6
NDCGp

0.5
0.4
0.3
0.2
0.1
0
ISYS

Run I

Run II

Run III

Run IV

Run V

Run VI

Run VII

Figure 68: Normalized Discounted Cumulative Gain Score Comparisons.

As can be seen in Figure 68, NDCGp increased slightly between runs I and V, with a small dip in
NDCGp scores occurring between Runs V and VI like that seen in the AvgP scores. The greatest
increase in NDCGp occurred between runs VI and VII. An observation that can be made is that
the improvements made to the query string and ARDR functionality (a) had a modest impact on
the abilities of the ARDR to provide potentially relevant documents and rank relevant documents
from the evaluation dataset in a useful manner, (b) changes to the class structure of the ARDR
ontology had a slightly negative impact on the abilities of the ARDR to provide potentially
relevant documents and rank relevant documents from the evaluation dataset in a useful manner,
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and (c) changes to the geographic instances in the ARDR ontology has a very positive impact on
the abilities of the ARDR to provide potentially relevant documents and rank relevant documents
from the evaluation dataset in a useful manner. These refinements can be generalized and
incorporated into the ARDR in two-ways. First, users should be given more control over the
formation of the query string after an initial query string is automatically generated. Second, the
ability to allow users to refine the classes and linkages between classes in the ontology should be
provided. Chapter seven discusses a potential user interface for facilitating these processes.
ISYS was out-performed by all seven runs of the ARDR in terms of NDCGp scores, with
the greatest difference between run VII (0.8886) and ISYS (0.5878).
An observation that can be drawn from the NDCGp numbers is that the commercial
search tool was not very successful in matching human ranking in this particular case, which was
intended to be representative of task faced by humanitarian relief workers.
Figures 69-76 shows comparisons of the rankings of the top 30 documents (first
presented in Table 16) between ISYS, each of the seven runs, and the ideal ranking that was
created by a human.
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Figure 69: Human/ISYS rank comparisons.
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Figure 70: Human/Run I rank comparisons.
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Figure 71: Human/Run II rank comparisons.
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Run III Ranks
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Figure 72:Human/Run III rank comparisons.
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Figure 73: Human/Run IV rank comparisons.
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Figure 74: Human/Run V rank comparisons.
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Figure 75: Human/Run VI rank comparisons.
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Run VII Ranks
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Figure 76: Human/Run VII rank comparisons.

In these Figures, the straight black line is the “ideal line”, which shows the one-to-one
relationships between a document’s ID and its rank (i.e doc ID 1 is at rank 1, ID 2 is rank 2 etc.)
as determined by a human (i.e me). When a run has a null value (i.e. a machine process does not
return a document that was ranked by a human) for a given document, the plot for document is
shown as a red X on the X-axis in the Figure. The ideal situation would have been that all the
ranks from ISYS and the seven runs would closely match the shape of the ideal line. Note the
numerous documents from run I (Figures 70) above the human line, and how the ranks of runs II
through VII (Figures 71 to Figures 76) generally move closer to the ideal line and have fewer
null values, with run VII (Figure 76) being closest to the ideal line, indicating that the
refinements made improved the ARDR ranking of documents from the evaluation dataset. Of
note too is that the ISYS ranks (Figure 69) often fall close to the ideal line, but overall, contain
numerous null values as seen by the numerous red X’s on the X-axis.
An observation that can be drawn from the ranking graphs is that the ARDR is superior to
one particular commercial search engine in terms of creating precise ranks of documents as per
the parameters of this study. In particular, the results of run VII show how all of the highly
relevant documents and many of the somewhat relevant documents were returned and ranked
effectively by the ARDR, as reflected in the NDCGp score of 0.8886 (89%) for run VII. Thus,
the ARDR, as reflected in run VII would have put most of the relevant documents on the first
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page of search results if the system was formatted to output search results like Google. For any
search engine, getting relevant documents in the top results is essential 102 .
In Chapter seven, conclusions about the ability of the ARDR to serve as a support
mechanism for contextualizing humanitarian situations based on these evaluations are made.
Additionally, proposals for semi-automated methods that can be incorporated into future versions
of the CDA’s ARDR functionality based on these evaluations are presented.
6.10 Summary
This chapter presented a variety of evidence to fulfill the objectives of goals two and three of this
dissertation. In the next chapter, conclusions that can be drawn on the success, failures,
opportunities, and limitations of this research, as supported by this evidence, are made.

102

A whole industry has emerged called “search engine optimization” with the specific goal of making web pages
turn up in the top ten results of Google. C.f. http://www.googletoptenoptimization.com/ http://www.google-top10.co.uk/ (Last retrieved 29 September 2008)
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Chapter 7 103 - Summary, Conclusions, and Future Work
The research reported in this dissertation examines the idea of Geo-historical Context (or GHC)
in three specific ways. The first is how GHC can be conceptualized, modeled and represented.
The second is how GHC can be produced using non-traditional sources of geographic and other
forms of information using Geovisual Analytic tools in a social setting. The third is evaluating
(a) the viability of GHC as a theoretical concept, (b) tools to produce GHC, and (c) practical use
of GHC concepts and tools in the crisis management domain. Results of this research show that
GHC is a viable theoretical concept that can be applied to the development of tools and tasks
designed to aid situational reasoning. Additionally, evaluations of Geovisual Analytic tools
developed for this research demonstrate how the tools represent viable proofs-of-concepts to
produce GHC in social settings and, with further research and development, can be applied for
use in the humanitarian information management domain.
7.1 Summary
This final chapter of the dissertation presents a summary of the research and its significance,
limitations of the results, ideas for future research, and final conclusions.
Previous to this research, the notion of GHC has never been specifically examined. Ideas
related to the concept of and methods to produce GHC have been scattered across multiple
research domains such as Geographic Information Science, Information Science and
Technology, Artificial Intelligence, and Computer Supported Cooperative Work. Given the
interdisciplinary nature of this research, this dissertation contributes to the existing literature on
context modeling and representation, visual analytics, and information retrieval. Furthermore,
this research is one of the first, if not the first, formal research study on the use of Geovisual
Analytic technologies and concepts with actual practitioners in the humanitarian information
domain. The fact that “real world” users were involved in the evaluation of the concepts and
tools, and that they made key recommendations for future work make this research an important
contribution for both academic researchers and practitioners looking to incorporate visual
103

Portions of this chapter have been previously published in Tomaszewski, B. (2008) 'Producing Geo-historical
Context from Implicit Sources: A Geovisual Analytics Approach', The Cartographic Journal, 45, pp. 165-181.
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analytics technologies into practice. Specific tools, technologies, and datasets developed for this
research are significant. Whether used together or individually, each demonstrates practical use
of the conceptual ideas of GHC that can be applied to various crisis management reasoning tasks
such as context analysis and situations awareness.
Observations on the significance of this research were derived based on an examination of
three specific goals first stated in Chapter one. The three goals were:
1) Develop a formal model of GHC that accounts for geographical, historical, and conceptual
dimensions of GHC.
2) Implement a proof-of-concept, online, geocollaborative, geovisual analytic environment that
is designed to support the production of geographical and historical context, as developed
conceptually and modeled by goal 1 activity, from implicit sources for use in context analysis
and situation assessment activities in humanitarian crisis management.
3) Evaluate the proof-of-concept system developed under goal two with user studies and
computational evaluations to generate input for moving the proof-of-concept system toward a
potential deployable system.
Goal 1 was met by the development of the GHC ontology model that was discussed in Chapter
two. The model was put to practical use in two ways. First, it was an important framework for
the automated reasoning document ranking tool (ARDR) discussed in the section 4.6.1. The
GHC model was an important contributing factor to the ARDR’s ability to outperform a
commercial desktop search engine in tests using the evaluation dataset discussed section 6.9.4.
Second, the model was used to guide development of the Space/Time/Concept interface (STCi section 4.3.4), which was designed to help humans reason about the contextual relevancy of
information. The viability of the use of geographical, historical, and conceptual dimensions as a
basis for the practical use of context was revealed during a focus session with humanitarian
information management practitioners.
From the general perspective of how context can be conceptualized, goal 1 led to the
theoretical insight that context is best used for problem solving when a tight coupling of the dual
nature of context (static or dynamic) is used. Static/computational models of context are
beneficial relative to how well they can adjust to dynamic contexts of their use by users needing
to contextualize a problem.
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Goal 1 also led to a theoretical insight on how the use of place, time, and theme as
components to specifically create context (as opposed to the use of these components to structure
databases for query) can simplify the complexity of a situation or problem that needs to be
understood by users. GHC is a useful overarching conceptual principle for organizing
information, tasks, tools, and computational and human reasoning needed for producing context.
Goal 2 was met through the development of the Context Discovery Application (CDA).
The CDA contains computational tools for extracting geographies and concepts from text,
automated reasoning services for document search result ranking, and various visual tools to aid
users with reasoning about the contextual relevancy of information. Computational evaluations
of the CDA’s geocoding algorithm revealed that while being slightly outperformed by an
industry standard geocoding service, the CDA’s geocoding functionality is a viable proof-ofconcept. Given the open-source status of the CDA, a viable geocoder can be made available to
researchers and humanitarian information practitioners needing a custom geocoder but who do
not have the financial resources to use a commercial service, or who need a flexible, open
gazetteer. As previously stated, the CDA’s ARDR outperformed a commercial desktop search
engine based on tests with a small evaluation dataset and is another viable proof-of-concept. A
finding gained through the ARDR tests is that the incorporation of automated reasoning with
ontologies, such as query term expansion and geographic term weighting, can improved
document ranking.
In general, the CDA was developed to process RSS-based information generally, and
RSS-based information from the humanitarian domain specifically. Thus, the RSS approaches
developed can be used to incorporate other types of RSS-based information into analytical
processes.
The CDA’s asynchronous geocollaboration theoretical approach, software
implementation and positive feedback obtained from user evaluations is among the early
research efforts to specifically examine asynchronous geocollaboration for use in crisis
management. A conceptual insight gained from the collaboration support provided by the CDA
is that the incorporation of iconic symbols would be beneficial as users were inclined to draw
expressive annotations. Iconic symbols could help enhance the expressions of users by adding a
wider range of graphical objects that users could incorporate into annotations. For example, a
symbol representing a refugee camp could be added to a map and then notations drawn around
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the symbol such as the number of refugees or locations of security check points to enhance the
overall message being created.
From the perspective of the humanitarian information domain, the CDA’s specific focus
on the Consolidated Appeals Process (CAP) represents an important contribution to the use of
science and technology for acquiring, representing, and reasoning about CAP-related and CAPspecific information. With the CAP requesting an average of $3.1 billon per year 104 and
involving numerous stakeholders, the CDA could potentially factor as an important decision
making aid that affects the well-being of millions.
Goal 3 was specifically examined through usability and utility studies. The usability
study identified several issues with the CDA such as complex interfaces and unintuitive
information representations that were adjusted before the utility study. The usability study also
highlighted several longer term issues such as the need for a help system, which will be an area
for future development. Outcomes from the usability study can contribute to existing literature
on geographic visualization tool usability studies and rapid prototype development case studies
and also enhance efforts toward metrics for assessing visual analytics environments generally
(McNeese et al., 2005a, Robinson et al., 2005, Scholtz, 2008). A preliminary recommendation,
derived from the usability studies is that users who are not familiar with geocoding tools need to
have the limits of these tools carefully explained before using the tools so as to not develop an
expectation that such tools should be perfect in terms of accuracy. In general, having a
perception that geocoding tools should be 100% accurate (when they rarely ever are) can cause
users to feel a system can not be trusted in general.
The utility study (with four experienced practitioners at the UN) revealed a range of
opinions on moving the CDA forward as a deployable system. One perspective obtained on the
CDA is that it represents “the future” for humanitarian information management as massive
volumes of information will require visual analytic tools such as the CDA for information
management tasks. Insights gained in respect to requirements for a future system were that in its
current form, the CDA is too complex to be of practical use for advocacy and other humanitarian
information management purposes. The user interface of the CDA needs to be simplified and
made easier to learn. Opinions varied as well on the novelty and usefulness of specific CDA
tools. A significant item revealed from the utility study was the uniform acknowledgement of the
104
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study participants that research and development on the CDA and its related concepts for use in
the humanitarian information domain should continue as the study participants foresaw the
longer term benefits of the CDA for analyzing large volumes of information. Furthermore, the
utility study also revealed the uniform opinion that the outcomes of this research should be
disseminated to others within the humanitarian community in order to obtain further opinions
and practical guidance. Select feedback obtained from the usability and utility studies was also
applied to improve the CDA’s computational components which led to increased evaluation
scores of the components. Outcomes from the utility study contribute to existing literature on the
applied use of Geovisual Analytic tools (King, 2006, Kapler and Wright., 2004, Pike et al.,
2008).
7.2 Limitations
The following is a brief discussion on the various limitations of this research. The discussion is
structured based on limitations identified during examination of the specific dissertation research
goals.
The GHC model (defined in this research as an information model) is a subjective view
of how geographical, historical, and conceptual components can be combined to produce context
for a problem domain. Given the basic challenge of defining context, it is not assumed that the
notion of GHC promoted in this research will be universally accepted or applicable so as to be of
practical use in other applied domains. Furthermore, specific components of the model generally
focused on discrete entities such as coordinate-based geographic references and discrete
temporal references in order to be used easily in information retrieval tasks. Additional research
on incorporating different conceptualizations of geographic and temporal entities such as fuzzy
space/time would greatly improve the representation capabilities of the GHC model.
From a technological perspective, the many usability issues of the CDA had a negative
impact on the effort to assess utility of the CDA to produce context from heterogeneous
information. Participants had difficulty at times using the CDA to accomplish tasks, thus the
research component directed to assessing utility of the ideas and tools sometimes resulted in
further input about usability. The tools themselves were limited, most notably by geocoding
errors. Geocoding errors affected the perception of how well the CDA could be trusted in terms
of the analytical outputs it produced.
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The nature and premise of the utility study may have influenced the results of this
research in three ways. First, although the case study selected for the utility study (analyzing the
context of CAP projects in the Sudan) was a viable humanitarian information problem generally
related to the experiences of the study participants, it was not a scenario with which study
participants had extensive previous experience. Thus, feedback obtained from the utility study
was from the perspective of humanitarian information practitioners, but not those with extensive
CAP experience. Second, utility study results were affected by practical issues such lack of time
to complete the analyst reports, bugs in the geocollaboration tool, and the last minute loss of a
study participant, thus reducing the range of opinions that were solicited. Finally, the utility
study was conducted with a relatively small group of humanitarian information practitioners
from one particular branch of the UN (ReliefWeb). Opinions and feedback obtained from the
utility study participants by no means represents universal opinions on the viability of this
research for the broader humanitarian community. Additional research must be conducted with
other groups within the UN, non-governmental organizations (NGOs), relief agencies and others
on the opportunities this research offers for humanitarian and other crisis-related activities.
Computational evaluations were conducted on relatively small-sized datasets and in the
case of the document ranking test, using only one query. Thus, is not possible to say that the
tools tested would find all or most of the relevant documents in a real-world size data set.
Additional comprehensive testing with a representative sample of queries for a representative
sample of tasks, with a representative sample of document sets is needed to produce
generalizable results about the specific algorithms implemented.
7.3 Future Work
The following are areas for future research revealed through the efforts of this research.
7.3.1 Theoretical Work – GHC model
Areas for future theoretical work on the GHC model include the previously mentioned
incorporation of non-discrete geographic and temporal entities such are regions and continuants.
Such efforts can draw upon the work of dynamic spatiotemporal ontologies, historical
ontologies, and other research related to ontologies of dynamic geographic entities and
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space/time representation in general (Grenon and Smith, 2004, Frank, 2003, Ide and Woolner,
2007, Galton, 2003, Smith and Mark, 2003, Mennis et al., 2000, Peuquet, 2001).
The conceptual sub-model of the GHC model can also be further developed by
incorporating classes from established upper-level ontologies such as the DOLCE ontology
(Masolo et al., 2002). The humanitarian-domain specific aspects of the concept sub-model can be
improved to incorporate more abstract classes such as culture, organization, and jurisdiction for
more sophisticated conceptualizations of humanitarian domain entities.
Another area for future theoretical work on the GHC model is incorporating the
‘situatededness’ of concepts within the model. The motivation behind undertaking such efforts is
the premise that the understanding of a concept often requires knowledge of how the concept
was formulated (Brodaric, 2007). Understanding the conditions under which knowledge is
created (the people creating it, resources used, etc.) is especially relevant in practical
circumstances, such the implementation of new policies and procedures. Incorporating the
situatededness of concepts within the GHC model can draw upon numerous studies that have
examined the problem of adding context to concepts in ontologies (Bensilimane et al., 2006,
Bouquet et al., 2003, Gahegan and Pike, 2006).
The ideas behind the compatibility relationships of the GHC model can be expanded to
include more than just one-to-one relationships, or even compatibilities between different
concepts in different ontologies (Ghidini et al., 2007). The previous idea would be useful if the
GHC model evolved to a point where the various sub-models existed as physically separate
entities. Additionally, the incorporation of spatiotemporal reasoning into compatibility
relationships could be incorporated to use basic spatiotemporal reasoning operators (for
example– overlap, contains, touches, etc.) for less explicit relationships and to provide more
relationship flexibility.
Finally, all of the previously mentioned future improvements to the GHC model can also
advance further utilization of the descriptive power of OWL-DL. The GHC model used small
portions of the expressivity of OWL-DL. More can be done to define complex concepts and
relationships that use the full descriptive power of OWL-DL as motivated by the literature on DL
and OWL-DL expressiveness (Hitzler et al., 2005, Baader et al., 2007). For example, classes in
the current GHC ontology did not have any property restrictions (which are ways to restrict how
classes are defined). In future versions of the GHC ontology, property restrictions could be
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enforced using allValuesFrom restrictions 105 . For example, an allValuesFrom restriction could
ensure that a class like humanitarian_donation originates from a
common_humanitarian_funding_pool class and not some other class like unsolicited_donation.
Such a restriction would ensure that donations are traceable and accountable.
7.3.2 CDA System Enhancements
Numerous technological developments can be made to improve the functionality, usability, and
utility of the CDA. The following sections outline areas of future work for a range of CDA
improvements suggested by the evaluation activities reported above.
Expanded gazetteer database
In addition to basic improvements to the CDA geocoding algorithm, which would be measured
in terms of precision and recall, another important enhancement would be to expand and enhance
the CDA’s gazetteer database. In its current form the, CDA gazetteer database is only using
entities designated with A and P feature codes 106 . The database could be updated and expanded
to include all types of feature codes such as natural features. Such improvements would set the
stage for developing more complex geocoding algorithms that could extract entities other than
discrete political entities. Other enhancements would be the further addition of non-latin alphabet
and non-English references for processing texts in Spanish, Russian, French, Arabic and Chinese
- the five other official language of the UN in addition to English and important languages for
any information management in an international context.
Repurposing the Geophrase Algorithm for other types of information
The geophrase algorithm was designed to extract geographically-related phrases. The algorithm
could be repurposed to extract event information (for example, a phrase like “aid workers were
attacked on Monday”), or discrete situational information such as numerical references (for
example a phrase like “100 people were believed to be killed by the flood”) and could draw on
existing IR and related research (Yakushiji et al., 2001, Mozetic and Bojadziev, 2006, Chen,
105

http://www.w3.org/TR/2004/REC-owl-guide-20040210/#allValuesFrom (Last retrieved 01 December 2008)
A or P Feature Class Entities (first-order administrative division, populated places etc), feature codes and
classes are based on the GeoNames.org Feature Code list at http://www.geonames.org/export/codes.html (Last
Retrieved 9 January 2008)

106

245

2006). Practical uses of such efforts could be applied to research on deriving crises situation
information from open-source information (Mubareka et al., 2005, Pan and Mitra, 2007).
Improved Visual Interface Components
Visual representations of time in the CDA should incorporate research that examines visualizing
non-linear views of time, as per the goals of representing other forms of time in the GHC model,
such as the work on time waves, patterns in time, and episodes. (Li and Kraak, 2008, Peuquet
and Kraak, 2002, Kapler and Wright., 2004). The STCi would benefit from some basic
interaction improvements as a means to further support reasoning tasks. In its current form, only
concept and time views move the map and each other. More interaction driven by the map, such
as modifying the contents of the concept and time views based on the extent of the geographic
map would be a first step in this direction.
The asynchronous collaborator view
The asynchronous collaborator view can be expanded to include various visual devices that are
becoming more prevalent and accepted for social networking and for providing awareness of
what information collaborators in a given social network have deemed important or interesting.
Examples of these devices include Folksonomy tags (Golder and Huberman, 2006) or visual
interfaces that allow for the review of information interaction histories (Diamadis and Polyzos,
2004). For tasks the CDA was developed to support, devices such as these could be used to
create tag clouds (i.e Folksonomies) that visually summarize the thematic content of news
articles reviewed by a given person (Stryker et al., 2008), or interaction histories that review
which tools a person has used that can be used for analyst training purposes (Robinson and
Weaver, 2006).
Real-time collaborative map creation
Prototype functionality to support real-time geocollaboration was developed for this research, but
was left out of the formal research process due to time limitations. Figure 77 is a screen shot of
the geocollaboration tool developed to support real-time collaborative map creation.
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Figure 77: Real-time Collaborative Map Creation Mockup.

In Figure 77, the user on the right requests a map layer from the user on the left. Using the
collaborative map creation functions, the user on the left has a buffer layer drawn on the right
user’s map. Note that both users have different base maps (Google Maps and Microsoft Virtual
Earth), thus allowing both users to use their own base geographic data, yet allowing them to
develop shared geographical perspectives and common ground on a situation through shared data
layers. Efforts to further develop real-time gecollaboration tools for geovisual analytic processes
could draw upon literature related to real-time geocollaboration as a means to support
collaborative analytical processes (Hardisty, 2008).
Semi-automated methods to support document searching
As was discussed in section 6.8.6, a purpose of the document evaluation tests was to generate
ideas on how to develop semi-automated methods that could aid users with document searching
tasks. Many of the changes that were made during the various runs of the ARDR were standard
search engine functions such as term grouping and Boolean operators. Non-standard search
functions were automatic query string generation from CAP project titles, term boosts and
modifications to the ontology. One approach to practically supporting these methods would be
the development of a simple interface to guide the user through using (or not using) the methods
and provide the user with access to linked tools and functions. Figure 78 is mockup of such an
interface.
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Figure 78: Mockup of interface to support document searching.

The following is a hypothetical use scenario for how this interface might work. A user is
interested in finding documents related to a CAP project. The user starts by selecting a CAP
project title that is the basis for a query string (step 1 in Figure 78), the same process that was
used in this research. The user could also automatically generate a query string using linked tools
such as a text extraction tool like GATE (discussed in section 4.5.3) that could pick the top 10 or
20 terms from a CAP report or a tool like the Microsoft Word abstract generation tool that could
be used to pick the best summary of the CAP project that was no more than a specified length.
External tools would be accessed using the Q button shown on the top right of Figure 78.
After selecting or creating a base query string, the user then has the option to highlight
groups of terms that would be processed as grouped terms by the CDA (step 2 in Figure 78). As
can be seen in Figure 78, the user is highlighting the terms Food Security so that the individual
terms are processed as one unit by the CDA. Furthermore, the user has the option to enter extra
terms of interest. For example, in Figure 78, under step 2, the user has entered the term “HIV”
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after the end term “Residents.” In step 3, the user has the option to define terms that should be
given an extra boost when determining the rankings. The user can enter the terms manually, or
drag and drop the terms from the text box that was populated with terms in step 2. The user can
use a slider bar (seen to the right of the step 3 label in Figure 78) to set a boost value.
Furthermore, the user can add extra boost terms using the Add Boost Term button. In step 4, the
user has the option to enter terms that will exclude documents from rankings. The user can then
use the same process as step 3 to either enter the terms manually or drag and drop the terms from
the text box that was populated with terms in step 2. Multiple exclude terms can be specified
using a comma-separated string. In step 5, the user can access external tools to generate a support
ontology, or modify an existing support ontology. Support ontologies could be automatically
generated using tools designed to create ontologies from text sources, such as the FactXtractor
system (Pan and Mitra, 2007). Modification of the structure of the search support ontology could
be supported using ontology editing tools such as Protégé 107 or ConceptVISTA 108 . After loading
an ontology, the user would then start the search process and the results would be presented in
the Search Results interface (discussed in section 4.3.3).
7.3.3 Humanitarian Information and Crisis Management Domains
The following are some areas for future work related to further applying this research to practical
use in the humanitarian information and other crisis management related domains.
Applications
The application area of this research was context analysis in the Consolidated Appeals Process
(CAP). The applications areas of the CDA for humanitarian information analysis however are
numerous. One particular area that future CDA research can be applied to is the analysis of slow
onset disasters such as droughts, disease, famine, and conflicts. Analysis of slow onset disasters
can aid decision making processes focused on when (or when not) to intervene in such situations.
In particular, the CDA and related research can aid in understanding and identifying implicit
factors within such situations using automated and human reasoning. For example, the CDA
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could be used to examine how instances of malnutrition may reflect wider situation factors such
as the social environment and public health (Hedlund, 2007).
Improved knowledge engineering for humanitarian domain aspects of the GHC ontology
The humanitarian domain aspects of the GHC ontology captured a very small subset of
knowledge and information related to the humanitarian domain. Further ethnographic work such
as interviews with decision makers and headquarters personnel could help expand the strategiclevel aspects of the humanitarian domain represented in the GHC ontology. Ethnographic work
could be guided by previous research on task and work analysis with crisis management
practitioners (Brewer, 2005).
7.3.4 Evaluation
Basic usability heuristics were used to evaluate the CDA as this research was the first formal
evaluation of the overall system. Future usability and utility evaluations, as guided by feedback
obtained in the research, can examine more specific aspects of the CDA such as the utility of
specific tools and/or the usefulness of specific visual representations. Such evaluations can be
guided by the growing literature on new approaches to usability testing in general and evaluating
visual analytics systems specifically (Lindgaard and Chattratichart, 2007, Grinstein et al., 2007,
Scholtz, 2006, Stryker, 2007).
7.3.5 CDA Outreach
An important area for future work based on this research is the development of the CDA as a
publicly accessible web-based method for geovisual analysis of humanitarian situations.
Developing the CDA into a publicly available tool would allow the ideas of this research to be
disseminated, reviewed and critiqued by potential interested users. An envisioned public webbased version of the CDA could be used to analyze the context in which disasters are happening
and could complement existing online tools focused on areas such as natural disasters (Global
Disaster Alert and Coordination System (GDCAS) 109 ), famine (Famine Early Warning System
(FEWS) 110 ), and infectious diseases (HealthMap 111 ).
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In addition to development of a public version of the CDA, select tools and technologies
from the CDA can also be incorporated into existing humanitarian information management
systems and process. This area of outreach began even before this dissertation was published. In
this regard, Figure 79 is a screen capture of a humanitarian vacancies mapping application I
developed for ReliefWeb 112 .
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Figure 79: Humanitarian Vacancies Mapping Application.

This application automatically creates the symbols shown on the map by geocoding an RSS feed
of humanitarian vacancies published by ReliefWeb. The geocoder used in this application is the
default sense of place algorithm developed for this research and discussed in section 4.5.2.
Applications like the one shown in Figure 79 represent a small, but an important first step toward
the use of Geovisual Analytic concepts and technologies in production systems.
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7.4 Conclusion
Context is a difficult term to define and has many usages and meanings in different research and
application domains. This research has formalized a particular type of context, called Geohistorical context (GHC), through the development of a GHC model based on relevant
theoretical perspectives and computational representation strategies. The GHC model was the
basis for developing a geovisual analytic environment designed to produce GHC from implicit
sources and its application to an applied problem – namely context analysis activities in
humanitarian crisis management. Addressing this problem was as complex as the problem itself.
The efforts of this research to address this problem have shown that (a) GHC is viable concept
for structuring situational reasoning tasks related to the production of GHC and (b) the
computational and visual tools developed to support reasoning about the contextual relevancy of
information are viable proofs-of-concepts for producing GHC. Future research can incorporate
the notion GHC promoted in this research and experiences gained through evaluation of the
CDA to develop more robust Geovisual Analytc tools that are well suited and matched to the real
world needs. Ideally, such efforts can lead to the development of information systems that can
effectively contextualize crisis situations from geographic, historical or any other dimension of
interest. Properly contextualizing crisis situations can lead to improved crisis mitigation,
response, and coordination, and ultimately improve or save lives.
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2. Usability Confidential Evaluation Form
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3. Utility Confidential Evaluation Form
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4. Usability Issues identified from Usability Study – Full Qualitative Data (quotes shown in
italics)
Nielsen (2005)
usability heuristic
Visibility of system
status

Issue identified from usability or utility test
Users asked for legend in Google earth representation
it would be ideal to add a legend graphic to google earth
(Google earth) it would be nice if you clicked on a place to produce all of
the links it was part of..
is there a legend (n Google Earth} that explains things?
Users asked for better system feedback
that’s why it is even more important to have those visual cues I think as
to give people a sense of what is happening, so it has to be that when you
do that search it comes back with something right away
I can’t tell when something has happened
Miscelleneous
(geocollaboration UI) I think this could be easier ..it could be “share
with friend” it could like facebook where it says “Inbox (1)” on the top
Information not appearing in natural order

Match between
system and the real
world
flow and visual organization of features is needed to better guide the
users

if your used to doing things in a simple google-like interface in the times
it takes to do things, so the number of clicks I did, so if it is not the same
or close that, it is going to be a big barrier
It would be nice if there was some sort of ordered hierarchy
need to give people cues about what where the data applies and what is
the presentation

User control and
freedom

there needs to be some flow/hierarchy to what your doing so you
generate the material you need to produce what your trying to get at in
the end
User felt out of control with using the CDA
I don’t feel confident using the tools, that I know what’s going to happen
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Consistency and
standards

and what’s linked to what..I don’t feel in control much
Search results deemed difficult to interpret
Too many clicks to review documents, needs to be more concise like
google
Software was considered “inconsistent”
well, and like conventions… so if your used to doing things in a simple
google-like interface in the times it takes to do things, so the number of
clicks I did, so if it is not the same or close that, it is going to be a big
barrier…
(google earth CAP) - consistency is important, sometimes I click and a
get a project note, sometimes I click on something that looks the same,
like the outlines is thicker, and I get an explosion
I don’t have much confidence I can make something happen that I want
to have happen
how do I reply to a geomessage? Should have a reply button

Error prevention

Users requested fixing geocoding errors
search bug should be a top priority to fix b/c it will help to get a better
idea of what will be shown
a lot of room for error in analysis
the bug, it is bugs. because the bugs can give you misleading ‘hits”..like
there was a connection between Uganda and Finland because they
probably have a southern province there
(geocoding error discussion) you have to be careful because people who
are not understanding…that these errors can happen..and then they say
“we’ll but, this is bad! This is bad! This is big mistakes” they don’t
understand it is very tough to make this automatically happen
the geocoding errors create these links … I’m watching a story in
Egypt,and your tool is trying to show me the connections between,….but
if North Lake Nassar or whatever end up in.. North Las Vegas or
something than those connection do not exist, but they are significant
because they are pointing from Egypt to some other location in Afrcia
but also they are also pointing to Great Lakes and las vegas…so unless
the president of Egypt is playing games in Las Vegas,so why is that link
there? So in that sense it is making me misinterpret the results. I can
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accept the geocoding errors, but something should be done if it takes you
that far away from Africa..
you have to make sure these geocoding errors are not too massive
because it totally misleads the user…

Recognition rather
than recall
Flexibility and
efficiency of use

the large shapes/lines (in Google Earth) are misleading.. it makes me
think there is a hot spot
Users asked for a legend in the Google earth representation - it would be
ideal to add a legend graphic to google earth
Querying system was too slow
To many clicks to review documents, needs to be more concise like
google
concepts should show on overview or give a zoom
I would like to be able change the scale of this (the concept map), I have
too many blinders, hard to navigate to get an overview, suppress the
instances to get an overview
please add zooming for concept map!

Aesthetic and
minimalist design

(concept screen) – I find the window a bit too small..so it is difficult for
me to see a full
Participants commented that the interface needed to be more user
friendly, more simple and attractive
Simplification of search results in Google Earth requested
I think it is more complicated than it needs to be
I don’t think you need this complicated of a moving thing (the STCi)

Help users
recognize,
diagnose, and
recover from
errors
Help and
documentation

No explicit comments were made on this category, but when bugs/errors
did occur, no feedback was provided to the user. Users only knew there
was a problem from the developer (aka me) being present and pointing
out the problem. This issue was most prevalent in the geocollaboration
tools.
Participants found it hard to understand software
Without explanation, it (the software) is difficult to understand:
I felt a bit lost…there were a whole bunch of tools that each one of which
is individually interesting, but it was not clear how they connect and
what I’m supposed to do
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I don’t understand this (the concept view) at all really
I think visually… if I didn’t have you here to explain it, I would have
been completely lost..
if you don’t tell me I have to click here, actually, I am a little lost with the
view
if you don’t explain it to me, I won’t be able to understand it
a little help file would help (with the search results), but it is intuitive so
you know what to do..
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5. Full Utility Test Instructions
Scenario
OCHA financial decision makers want an executive summary report on the evolving context of a
select CAP project in the Sudan. They want to know how food security at local, regional, and
international scales is playing out in the Sudan and how this may or may not relate to the efforts of
the CAP project.
Objective
-

Create an executive summary report that outlines geographical, historical, and thematic
dimensions of the CAP project’s context. A report template is provided.

Tasks to Complete Objective
These tasks are designed to help lead you through the construction of your report and the
examination of information that is potentially relevant to each of the three dimensions.
2. Review the CAP project information (CAP Projects tab) to understand the basic geographic,
thematic, financial dimensions of the project.
- Note project financial information.
- View where the CAP project is located using Google Earth.
3. Select and review an archived document set that resulted from a recent search of documents
that are potentially relevant to the CAP project (search results tab). Your goal with these
steps in to begin finding items of geographic, historical, or thematic information of interest
that you will add to your report.
- Review people/places/organizations in the documents.
- View the documents’ geographical dimension in Google Earth.
- Review job vacancy descriptions in Google Earth that are near locations found in the
documents
- Review thematic information of potential relevance to a selected documents that
seem potentially useful (concepts and time results tab).
- Examine themes found in the document (highlighted in yellow) and other concepts.
- Review historical information of potential relevance to a selected document (concepts
and time results tab) to see what has happened over time.
4. Compile/synthesize your findings (a finding is something you think is potentially relevant
that you would record/add to your report).
- Repeat steps 1 and 2 as needed to support your analysis. For example, review several
documents from different sources.
- Use the Geosandbox to place locations of interest into your map for inclusion into
your report.
- Use the map drawing tools to annotate your map to highlight areas of interest in your
final report.
- Add your findings to the report template.
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5. Share your findings and review the findings of others
- Log into the Geocollaboration tool .
- Review your messages (you should have at least one).
- Generate a GeoMessage to the Everyone to post a "finding" you think it would be
useful for others to know about.
- It is suggested that they you try and make use of one geomessage from someone
else in your own report (for example, to point out agreement, disagreement,
related issues, etc).
6. Finalize and save your report on the test administrators flash drive
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6. Utility Report Template
Utility Executive Summary Report Template
Scenario
OCHA financial decision makers want an executive summary report on the evolving context of a
select CAP project in the Sudan. They want to know how food security at local, regional, and
international scales is playing out in the Sudan and how this may or may not relate to the efforts
of the CAP project.
Please provide an executive summary of your findings. The report is meant to be a
situation assessment that will help support decision making about allocating funds to the
CAP project. To help structure your response, use the following questions and prompts as
a guideline. You can add anything you think is relevant. Use screen shots as relevant to
visually represent your findings.
Geographical Dimensions
What places at local, national, and international scales are potentially relevant to understanding
the context of the CAP project?
Historical Dimensions
What events are potentially relevant to understanding the context of the CAP project?
Thematic Dimensions
What themes such as geopolitical issues or situations, security issues, economic constraints
and/or drivers, health situation and issues, agricultural factors etc. you consider most important
in determining whether the CAP project will be successful?
What are the key sectors and/or organizations at work in the areas around the CAP project?
What, if any, gaps in resources did you find?
Did you find any interesting relationships (geographic, organizational, thematic etc) that would
be of interested to OCHA or the humanitarian community in terms of food security?
Share your finding
What is in issue/idea/hypothesis/piece of information etc. you found most interesting and would
like to further discuss with your teammates?
What, if any information from your team maters did you find that was interesting?
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7. Utility Executive Summary Report Evaluation Framework
Tool Utility Scoring Categories

Collaboration

Insight

Criteria

Excellent

Good

Satisfactory

Poor

3-4 points
The report provides
excellent insight
into the context
based on use of the
tools. This includes
clear indication of
geographical,
thematic and
temporal
dimensions.
Decisions can be
made based on the
reports contents.

2 points
The report provides
good insight into the
context based on use
of the tools. This
includes indication
of geographical,
thematic and
temporal dimensions
of the context but
with some
discrepancy and
ambiguity. With
further analysis,
decisions can be
made based on the
reports contents.

1 point

3 points
The report
demonstrates clear
incorporation of ideas
and/or perspectives of
other collaborators
and/or the willingness
to share ideas.

2 points
The report
demonstrates some
incorporation of ideas
and/or perspectives of
other collaborators
and/or the willingness
to share ideas.

1 point

0 points

The report
demonstrates little
incorporation of ideas
and/or perspectives of
other collaborators
and/or the willingness
to share ideas.

The report
demonstrates no
incorporation of
ideas and/or
perspectives of
other collaborators
and/or the
willingness to
share ideas.

0 points
The report
provides no
The report
insight into the
provides
context. No
satisfactory
indication that
insight into the
the tools helped
context based on
generate the
use of the tools.
report or that the
This includes
tools hindered
some indication of report generation
geographical,
is found.

thematic or
temporal
dimensions of the
context but with
great discrepancy
and ambiguity or
one or more
dimensions
missing perhaps.
Further in-depth
analysis is needed
to make any
decisions.
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Information Source
Representation

3 points
Visual information
sources that were
available are clearly
presented in the report
and effectively used
to supplement any
written material

2 points
Some visual
information sources
that were available are
presented in report
and used to
supplement any
written material,
although the
connections between
the visual information
source and written
material could be
stronger

1 point
Few visual
information sources
that were available are
presented in the report
and used to
supplement any
written discussions,
although the
connections between
the visual information
source and written
material is not clear.

0 points
No visual
information
sources that were
available are
presented in the
report.
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8. Utility Study – Report 1
Utility Executive Summary Report Template
Scenario
OCHA financial decision makers want an executive summary report on the evolving
context of a select CAP project in the Sudan. They want to know how food security at
local, regional, and international scales is playing out in the Sudan and how this may or
may not relate to the efforts of the CAP project.
Please provide an executive summary of your findings. The report is meant to be a
situation assessment that will help support decision making about allocating funds
to the CAP project. To help structure your response, use the following questions and
prompts as a guideline. You can add anything you think is relevant. Use screen
shots as relevant to visually represent your findings.
Geographical Dimensions
South Sudan, 1,5 mil. Requested, 500K funded. Related to food security and
livelihoods, agriculture…
Links to US, W. Europe, donor-related stories, ICC, Southern Sudan agricultural
issues,

Lots of linkages with neighboring countries, similar (food security) problems likely;
most links shown are to donor countries.
Many of the found topics are referring to Darfur.
Lots of sudan (Khartoum) to South Sudan links, bot no clear links between Darfur
and South…
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What places at local, national, and international scales are potentially relevant to
understanding the context of the CAP project?
Khartoum, East Africa and neighbors…
Historical Dimensions
What events are potentially relevant to understanding the context of the CAP project?
ICC indictment or pres. Bashir, , global-scale food crisis, displacement, floods
Thematic Dimensions
What themes such as geopolitical issues or situations, security issues, economic
constraints and/or drivers, health situation and issues, agricultural factors etc. do you
consider most important in determining whether the CAP project will be successful?
What are the key sectors and/or organizations at work in the areas around the CAP
project?
What, if any, gaps in resources did you find?
Did you find any interesting relationships (geographic, organizational, thematic etc) that
would be of interested to OCHA or the humanitarian community in terms of food
security?
Share your finding
What is in issue/idea/hypothesis/piece of information etc. you found most interesting and
would like to further discuss with your teammates?
What, if any information from your team mates did you find that was interesting?
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9. Utility Study – Report 2
Utility Executive Summary Report Template
Scenario
OCHA financial decision makers want an executive summary report on the evolving
context of a select CAP project in the Sudan. They want to know how food security at
local, regional, and international scales is playing out in the Sudan and how this may or
may not relate to the efforts of the CAP project.
Please provide an executive summary of your findings. The report is meant to be a
situation assessment that will help support decision making about allocating funds
to the CAP project. To help structure your response, use the following questions and
prompts as a guideline. You can add anything you think is relevant. Use screen
shots as relevant to visually represent your findings.
Geographical Dimensions
What places at local, national, and international scales are potentially relevant to
understanding the context of the CAP project?
Global trend displaying countries are affected by the trend, and countries contributing to
the humanitarian effort.
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Historical Dimensions
What events are potentially relevant to understanding the context of the CAP project?
Thematic Dimensions
What themes such as geopolitical issues or situations, security issues, economic
constraints and/or drivers, health situation and issues, agricultural factors etc. do you
consider most important in determining whether the CAP project will be successful?
Terrorism present in country affected by the global food crisis. Does this affect the
funding of the CAP?
What are the key sectors and/or organizations at work in the areas around the CAP
project?
UN and NGO organizations working in the fields of development, health and food
security.
What, if any, gaps in resources did you find?
I think if the vacacies were displayed by sector or organization, it would be more
interesting for analysis.
Did you find any interesting relationships (geographic, organizational, thematic etc) that
would be of interested to OCHA or the humanitarian community in terms of food
security?
It would be very interesting to see which donors are giving where in relation to food
security (a global picture) with a gap analysis. This may help OCHA to gain a better
understanding of why some projects are funded fully and some are underfunded.
Share your finding
What is in issue/idea/hypothesis/piece of information etc. you found most interesting and
would like to further discuss with your teammates?
What, if any information from your team mates did you find that was interesting?
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10. Utility Study – Report 3
Utility Executive Summary Report Template
Scenario
OCHA financial decision makers want an executive summary report on the evolving
context of a select CAP project in the Sudan. They want to know how food security at
local, regional, and international scales is playing out in the Sudan and how this may or
may not relate to the efforts of the CAP project.
Please provide an executive summary of your findings. The report is meant to be a
situation assessment that will help support decision making about allocating funds
to the CAP project. To help structure your response, use the following questions and
prompts as a guideline. You can add anything you think is relevant. Use screen
shots as relevant to visually represent your findings.
Geographical Dimensions
What places at local, national, and international scales are potentially relevant to
understanding the context of the CAP project?
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Historical Dimensions
What events are potentially relevant to understanding the context of the CAP project?
G8 Summit on Food Crisis
Food aid on the back burner as WTO talks collapse
Calls to reduce taxes and controls on food aid

Sudan: Hundreds of thousands in Darfur receive agricultural and veterinary
assistance

Thematic Dimensions
What themes such as geopolitical issues or situations, security issues, economic
constraints and/or drivers, health situation and issues, agricultural factors etc. do you
consider most important in determining whether the CAP project will be successful?

G8 summit response to food crisis
Food aid on the back burner as WTO talks collapse
IMF steps into food crisis

What are the key sectors and/or organizations at work in the areas around the CAP
project?
What, if any, gaps in resources did you find?
Did you find any interesting relationships (geographic, organizational, thematic etc) that
would be of interested to OCHA or the humanitarian community in terms of food
security?
Share your finding
What is in issue/idea/hypothesis/piece of information etc. you found most interesting and
would like to further discuss with your teammates?
What, if any information from your team mates did you find that was interesting?
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11. Utility Study – Report 4
Utility Executive Summary Report Template
Scenario
OCHA financial decision makers want an executive summary report on the evolving
context of a select CAP project in the Sudan. They want to know how food security at
local, regional, and international scales is playing out in the Sudan and how this may or
may not relate to the efforts of the CAP project.
Please provide an executive summary of your findings. The report is meant to be a
situation assessment that will help support decision making about allocating funds
to the CAP project. To help structure your response, use the following questions and
prompts as a guideline. You can add anything you think is relevant. Use screen
shots as relevant to visually represent your findings.
Geographical Dimensions
What places at local, national, and international scales are potentially relevant to
understanding the context of the CAP project?
Historical Dimensions
What events are potentially relevant to understanding the context of the CAP project?
Thematic Dimensions
What themes such as geopolitical issues or situations, security issues, economic
constraints and/or drivers, health situation and issues, agricultural factors etc. do you
consider most important in determining whether the CAP project will be successful?
What are the key sectors and/or organizations at work in the areas around the CAP
project?
What, if any, gaps in resources did you find?
Did you find any interesting relationships (geographic, organizational, thematic etc) that
would be of interested to OCHA or the humanitarian community in terms of food
security?
Share your finding
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What is in issue/idea/hypothesis/piece of information etc. you found most interesting and
would like to further discuss with your teammates?
What, if any information from your team mates did you find that was interesting?
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12. Utility Study Focus Group Transcription
* Note – all identifying information on focus group participants, other than Brian
Tomaszewski, has been removed.
BT: The goals of the overall research were to looking tools humanitarian information
practitioners
Stay focused on topics at hand
No right or wrong answers here to explore
Tools are prototypes
Generate expert input on what an ideal system would have
Go around room
Name, how long you’ve worked, what dept, describe job
(P1) – since 96 almost 12 years, presently working in OCHA as …..this is the office for
coordination of humanitarian affairs for the record
(P2) – working in the UN and OCHA for about a year and a half
(P3) – working for OCHA since 2005
(P4) – working for UN world for 8 years and OCHA three years and a half
BT: what are your experiences with humanitarian information management in the Sudan?
It’s an open question
(P2) – whoever wants to start
(P4) – I can start, I did a profile map on Darfur and Sudan crisis so I was in contact with
the information management officer collecting data …..? commerce?
So this was my link to the Sudan.
(P2) – my only link was working with officers in the field and compiling GIS data. Um,
on the Sudan.
(P1) – I was, in a way, following the situation since my, uh, years in the
maps/cartographic section in the peacekeeping department cause we have been looking at
producing large scale maps of the peacekeeping areas in Sudan, so, and then of course
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when I came here to the map center, and relief web, I got more deeply involved with the
situation. We also helped the US Holocaust museum put out a layer on Darfur, that kind
of gave us an insight of what they wanted, what kind of data they look at, and uh, what’s
interesting to the community out there, became more familiar.
(P3) – my experience has only been adding support to the whole relief web database
application ? (inaudiable) ……….
BT: let me just check something, yes, we are recording. Ok, what are your varied
experiences with CAP projects?
(P2): I have no experience
(P1) – Me, I just uh, looking at the tables and the data sometimes, and following the
launches, I went to one of the launch events about a year ago, just curiosity, so I’d say
informal experience.
(P4) – myself I’m using CAP data to produce maps and graphs for different projects
BT: ok, is that something I’ve seen in, it seems like recently there’s been a really nice
graphic came out, sort of a global overview, that kind of stuff?
(P4) – this was, it was actually J who did it, I’m using some of the specific countries,
……
(P3) – no
BT – the whole point of today with me sitting with you is we’re really looking at the
utility of the software – how good is it at doing something? So if I throw the term
software utility at you guys will it what do you think of the terms software utility? Or
maybe what’s a software you use that you think has good utility?
(P4) – generally? Or for you?
BT – in general
(P4) – In general,
BT – yeah
(P4) - what’s the definition of software and utility?
BT – yeah, if I said this product has good software utility, what would that mean to you?
(P4) – to me? Tools
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BT - tools
(P2) – I think of it more like the mechanics of the, it works, it’s powerful
BT – this is probably, for most of this group, would you say that ArcMap has good
utility? Does the job well?
(P1) – not always, right?
(P2) – that would be useability, I guess.
(P1) – yeah, to me, if you ask utility, I always think how useful it is to the user, you
know, like can I utilize it for what I want? Or Can I expect to get out of that software
what I actually want. That’s how I would rate utility, good, bad, or medium utility, or
whatever that is. That’s utility to me.
(P4)- what kind of useful information that I can get easily from the . . .
BT – ok
BT – another part of my dissertation research is the idea of context and you’ve heard that
come up in and it’s been a really challenging question because you say context and you
know, what does that really mean? So I want to put that question out, so when I say
context what does that mean to you?
(P2) – relationship, relating to things that, putting two things in the same relationship,
based on something else. …
BT – o.k. how about you (P1)?
(P1) – for me, I think it’s, uh, I can say I believe it’s what (P2) says but also it’s um, it’s
also a very complex relationship let’s say, because you’re looking at some info and how
it connects or relates to a ton of other information maybe around that subject, so that’s,
what I, I would consider a context of something.
(P4) – so, actually now we are biased because we use so many type context when we are
doing this usability test, but if you didn’t say anything about it and somebody ask you
about context for me I would just say that it’s the environment and the situation.
BT – ok
(P2) – not the text[inaudible] – (laughs)
(P4) – relevance to the [inaudible] subject, or something, so I’d define it that way
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BT – one of my sort of follow up question is I got a lot of motivation from a graphic I
found on the humanitarian appeal process and I showed it to you guys my last time. It
starts with the phrase, it’s the graphic of the appeal process, it’s starts with ‘analyze the
context’ so that’s another, so now to put in the context of the CAP project, I don’t know
if you guys remember that graphic, but analyze the CAP context, what is that, how do
you think that shapes context as a concept?
(P2) – you saw that graphic somewhere online?
BT – we saw today actually, if you go to humanitarian appeal.net or whatever, they often
use it in a lot of the reports, and there’s this graphic that shows the cycle
(P2) – because in a way, they say context in the humanitarian appeal
BT – here’s mne, I rebuilt it, but this is the exact terms
(P2) – oh yeah, that one
(P2) – in the end it’s why, is a specific project, or a specific funding, important for a
specific situation, so that’s maybe, in that sense that’s what the context is
(P1) – the background,
(P2) – yeah, why do you ask for money, why do you ask there, why do you ask for that?
You have to have some kind of
(P4) – the situation, analyzing the situation
(P1) – the background of it
(P2) – so you could almost like done equal between situation and context in this case
BT – oh, ok
(P4) – it would have been much more clear than context
BT – … to penn state, we could have a big long academic discussion about what’s
different between situation vs context, looking ahead, want to go get a real job
(P2) – that’s why you guys are academics
BT – because in my dissertation I had a whole big long chapter on how I at least define,
it’s one of these things there’s really not a clear, when someone says situation vs context
(P2) – is it in the dictionary of humanitarian terms?
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(P4) – yeah, seriously
BT – ok, that’s good. So then some of the key questions I have then, do you guys feel it’s
useful to consider context to have geographical, historical, and thematic components?
(P4) – could you rephrase the question?
BT – I don’t know how clear it came across, but when you were doing your reports and
your analysis, I was asking for geographic, historical, and thematic components and for
CAP projects do you feel that those are important components to consider when putting a
CAP project in a context
(P4) – yes because otherwise we couldn’t, if we don’t know the situation of one country
… provide funding so that’s why we also decided to put together a profile map. We can
provide the situation of country, therefore they will learn of the situation and then they
can provide some funding, so the situation, . . . the awareness of the situation is very
important. It’s key.
(P2) – the history is a lot, in thinking of the future as well, so if it’s a sudden onset,
there’s no
BT – ok. (P1), did you have anything you wanted, any feelings on
(P1) – yeah
BT – what to consider on context for a cap project?
(P1) – probably, well, I wouldn’t change what I said before, in a way. I’d like to, uh, to
understand why is money, why is support required, and uh, what it would be used for,
that’s where I see the context. Because you are referring to the context of a cap project,
right?
BT – right
(P1) – yeah, so, and you know, why not what kind of environment it fits in, as to, repeat
what (P4) said, it’s also the environment, it’s also where the project happens and why, so,
all that.
(P2) – and it could be helpful in understanding why it’s underfunded, the relationships
there
(P1) – yeah (laughs)
BT – (P3) do you have anything?
(P3) – I’m in agreement
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BT – ok
(P1) – everything that was said, right? (laughs)
BT – in the software, did you think that each of those context components, geography,
history, and thematic were represented well, in what you, you know, I had you guys using
google earth and that web tool, did you feel like they had, good representation, beyond, I
know there’s lots and lots of usability and font changes and that kind of stuff, but more
fundamentally, you know, thinking about the utility, did you feel they were well
represented
(P4) – I think if I was looking myself, happened to, to look for one country, about the
CAP and I went to see the situation, if just based on the software, I wouldn’t be able to
because I would prefer to go to the whole relief web to get all the information. … because
it was difficult for me to understand how to get and grab the information from the
software
BT – ok
(P4) – so
BT – so you think usability,
(P4) – yes
BT - usability prevented you from answering questions
(P4) – exactly, and also the weights representing, I don’t think that some of the
information will be much more easy to understand if it’s simple charts. simple thing …
we don’t need to have this google earth application
BT – ok
(P4) – to be able to do this analysis and sometime it can also mislead the information as
we saw, for example when we saw the link extracting all the country name from one
document and then you’re mapping it but it doesn’t reflect the real situation, it’s just
reflecting the technology, advanced technology to use it to extract this information, but
the real… it’s not represented there, so it can mislead the interpretation, what we try not
to do, so
BT –ok
(P2) – I think actually a suggestion, I don’t know if we’re allowed to make suggestions,
if you look at the humanitarian profile map, it’s actually quite good and you have the
historical context, you have the geographical context, and then you have the financial
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context, as well as a little bit of background on the country itself, which is historical but
slightly different, it might just be the population, the demographics, that kind of pull the
whole thing together. And to me, it all has to be right there on one page and spoon-fed to
me. Where as here, I think I spent more time reading the articles, whereas I think the
objective of a tool like this is to channel all of the information onto one page and so I
think the layout and the way the information is pulled out, and as (P4) said its very
important to be careful about what information is represented, what is channeled through,
and highlighted, and it’s all there, because with an automatic rss feed and stuff there’s no
editorial process in how it’s being presented
BT – right, right
(P3) – I agree with (P2) that uh, when you get the information, you have to literally go
through every little document, to really pick out the information. It’s not clearly usable
and in order to get geography you have to keep moving from your web application to
Google Earth to… and it was a bit time consuming and confusing …
BT – this is a spontaneous question that I have then, because a lot of the inspiration
behind this tool comes from intelligence analysis, and there’s something called visual
analytics, and we could talk offline all about that, but that’s motivated by I have like 10
million credit card transactions, I have 5 thousand things, and of all that evidence that’s
been gathered, I’m trying to pick out the nuggets, so do you guys in your work, or people
you know, do that sort of thing, ever? vs producing
(P4) - automatically [inaudible] ??
BT – I don’t know, you know, sifting through, who decides what goes on relief web, is
that, to me that, I’m just guessing, so please correct me if I’m wrong, but it’s seems that’s
more of an analytic process, someone’s got look at information and reason about it, “oh,
this seems like a good one, this should go in,” “oh, this one’s no good, this isn’t going to
go in”
(P1) – yes, that happens, and it’s also part of what I wanted to answer to your previous
question, because it’s, I mean, preparing these products manually is a lot of work. I mean
to use the example of the humanitarian profile map, then it can be you know months of
work behind it, and you can still not look at 1 million documents, so these kind of tools
you are developing, even though there is always room for more perfection, they are
actually enabling us to do the searches and hit 200 thousand or 500 thousand documents
and come up with some kind of summary result of those. And that’s where I like, that’s
where I see the significance that also takes us to your next question because that’s the
intelligence analysis, we want to go through everything you want to sift through
everything, rather than what you are humanly capable of doing in a limited time. Then
also back to your first question, geographically speaking, it’s great I think there’s a lot
you tried to build in to representing geographically and also those links and everything.
On the historical side it could be better. I think the time line and the way you can get to
the timeline and to some of the things you identify in the documents how are they
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mapped in time, that part was maybe not as great as the geography part was. If I have to
establish a preference between the two. Yeah, that’s what answers the question, I guess.
But I like it and I think this kind of stuff should continue, should be refined, developed,
based on input, because, you know, ultimately, in another ten years, we will have a
million documents on relief web, forget about building up historical context, or timelines
by consulting a million documents. You have to have some kind of system to aggregate
this automatically for you.
(P2) – but it’s difficult to compare this to for example, credit card transactions and stuff
like that, because this [phone rings] isn’t that concrete data, these are articles and so
sifting through stuff like that is, I mean, we talk about data standards all the time, when it
comes to articles and job vacancies, there’s no, the difficulty is
BT – that’s part of the overall visual, I’m supposed to stay focused, part of the visual
analytics agenda is looking at non-traditional sources, yeah maybe credit card wasn’t,
those are discrete, but looking at news articles, or video of a street corner, like maybe
geography and time might be the only things that are the commonalities…
[phone call continues]
BT – this is a great discussion
BT: The next question I have is about the categories of information – you were shown
potentially relevant news reports, the vacancies, the maps. Which categories of
information did you find most useful or not useful?
[phone rings]
(P4) – the most useful I found was the last tools – where we can draw! [laughs]
BT: geocollaboration tools?
(P4) – yes, I really found that cool!
BT: let me clarify – the drawing you thought was neat or the collaborative aspect?
(P4) - the collaborative aspect and if it working since as it didn’t work, that we would be
able to collaborate, so you have the map, and you can draw top on it, and for example,
and say “oh look at that, I received the latest refugee information”, and you can send and
people can see it in a collaborative manner, and this I found it very well. For me this is
this the most exciting, where as the other, I think there is already area where software is
existing or information is existing so its sort of a duplicating, while this is one is new
things, very novel
(P1) – we’ll for me actually, I’ve seen also other kind of geospatial collaborative tools in
action, so its not the first one in a way and I agree with (P4) that it is very useful and
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very simple, but what I liked more is these links between when you detect those
articles..and then when you establish those links..I know there is a lot of science behind
it, and the geocoding could be improved, and we discussed it last time that those links are
not really there because how the image shows because of geocoding errors or some other
issues… but it that could be perfected/ improved somehow, that would be such a
powerful/visual way of visualizing context.. me I like that a lot, but of course, you are not
perfect on the spot given than geocoding is a very complex challenge..especially when
going through articles and looking at looking at 1000s and stuff…you know, you take
metacarta, take everybody else, and there is a lot more they have need to fix before things
works, so I am not expecting your tools to be perfect either, but I love the even the
concept and the principal..looking at these connection across countries on issues that are
being discussed in those documents..because its not..those are just conceptual
connections other than anything else, its not that I am flying from this country to that
country, its more like…context (surprised tone) well going back to the word we didn’t
define properly.(laughs) I like that, although of course for many of us, its very scientific,
very academic and abstract in a way, but it could be very beneficial to continue..
(P2) – and for me in an academic sense, for example, you saw my Reuters when I
opened.
BT – I briefly saw that , I didn’t know what that was
(P2) - yeah, they have a Google earth application where they link all their documents to
Google earth..but this is different because its multiple sources, so in academia I think it
could be quite useful to implement with something like JSTOR or lexus nexus or some
sort of earth portal where people when they are doing research they can filter by location
and by sector or by keyword or something and that can help them to discover documents
that are out there.. that could be interesting maybe..umm… an interesting application I
really haven’t seen.
[pause]
BT: (P3) – any comments?
(P3) – yeah, in terms of categorization of information the concept view is really useful
and the google maps (participant was actually referring to google earth) I really liked
when I was doing today’s exercise it was the categorization based countries that are
present or the keywords present, so that really helped me whether I should really go and
look at a document… if there is no food, and its only talking about security in Sudan, I
mean I can at least come back to it later, but I can ignore it for the time being and go and
look for food crisis .. so that part really helped me..
BT - another related followup question - what information sources would you have
included that were not available to you? I’ll speak for (P1), (P1) spent a lot of time
looking for CAP documents because (P1) wanted to know more about that CAP project
and he was googling all over the place trying to find something about CAP. So that’s an
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example of that. Is there anything else you guy can think of or not that you would have
liked to have available but you didn’t?
(P4) – the problem with CAP . . . the financial situation and also the situation of what’s
going on in the Sudan, so we had the list of the documents but to be able to know what’s
going on we had to click, click, click, one by one and read. So [inaudabile – noise in
room] … relief web, so it would be nice to have statistic information about the countries
or population data or anything related to that and to facilitate the framework of the
situation of Sudan because otherwise it’s a lot of analysis for a person to go, to zoom in
on other places, to use the web, so if your aim is to centralize information with your tools
its not really doing that for the moment because you have to click in different places and
try dig into it, so how are you facilitate the navigation and also the statistic information.
… some key website.
BT – so more straightforward background information? There were links but they
weren’t easy to find
(P2) – because the Sudan page on relief web you have the background, the country page,
the emergencies and the maps all organized on one
BT – do you feel the software helped put CAP project in a context that is sufficient for
making key decisions?
(P2) – maybe I’m lost, but I didn’t really connect the CAP to this at all. I connected
more, I was looking at Sudan, and what’s going on in the background of Sudan and there
just happened to be a CAP project there as well. But I didn’t get the connection really.
BT – that you were trying to put a CAP project in context?
(P2) – that I was trying to figure out information behind the CAP project. I think that as I
saw the first graph and then as I got away from that I was more just looking at articles
about the Sudan and it wasn’t clear to me what relationship they had with the CAP.
(P1) – it depends how you look at it of course
(P2) – and what article you happen pull up
(P1) – for me, I think it’s very important to figure out which one of those funding, we call
it a project, but it’s a number of multiple agencies and organizations asking for money to
do something. So it’s not a project, in a way, it’s a humanitarian intervention so you
definitely need to figure out why, and I know that’s what your software’s trying to do, to
send a search string and bring back a lot of context and information about that specific
funding initiative. So in that sense it’s interesting to see the links, the concepts, the
different information that you tried to aggregate thematically. Now, how useful it will be
for decision makers, not so sure and I tell you why, because for decision makers this is
complex for them to deal with for decision maker you could almost ask the question
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would this be useful for the decision makers assistant or secretary is because will
probably have to do the work and then put everything in front of the decision maker.
BT – that was the idea with the report, that that would be your executive summary
(P1) – and maybe that, that somebody does the executive summary for the decision
maker, somebody who knows how to use the tools, and gets the picture too, because
unfortunately decision makers will always say ‘I don’t have time for this’, google earth,
maps, web pages, some decision makers don’t even have a computer on their desk or a
screen in their face, so that’s why it’s useful for decision making if you know how to use
it, so in that sense it could be much improved in terms of usability, with all the feedback
you got from different people and with all the ideas that you also recorded there’s
definitely a lot of room for improvement and a lot more can come out of it but it’s a tool
it’s not necessarily a decision maker’s paradise in terms of how to use it I’m sure.
BT – you would sit (the relief web manager) down to use it..
(P1) – if I will be a decision maker then I would probably use it, but that’s one of the few
that still, it’s more useful for decision making, which is not the same as decision maker
BT –sure
(P1) – so, as you say, somebody can do summary, somebody can study this using this
software, can study a lot of stuff, and then submit some executive summaries to the
decision makers for continued thinking, but, yeah
(P4) – as it is built now, I think it needs improvement because I wasn’t able to extract the
information I wanted for analysis to build a report because actually the question you
asked on the report was very important and very clear so I was trying to see how I could
extract this information from the tool and I couldn’t. you had to help me a lot and even
with your help some of things, it was impossible because you had to go one by one, you
had to switch, it wasn’t easy. So for example right now you had to enter into the report,
for the question you asked for the reporting, you can just use the financial references,
FTS or you can get information without breaking by sectors, by funding, and some where
it would be easier, … extracting without .. where right now we cannot extract information
from your tools
BT – if I say the tool needs better synthesis capabilities?
(P4) – even for extraction function. To be able to search exactly what we want, if we
want any data on something, we can research, or we can export for example, or we can do
something, because right now it’s a little bit of trying to find the way and so, …
(P3) – some way to refine the search, and then to get a full list and within that
BT – search within the results kind of thing?
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(P3) – because maybe when you do this kind of analysis it’s important to get a whole list,
people are really doing the Sudan, who know what to extract, it’s useful, but for me, I’m
not exposed to this environment, where I do this kind of analysis, so I was more … trying
to do analysis and I’ve not been exposed to this kind of application before, so from that
point of view I was a little bit overwhelmed in the beginning but once I got to understand
it, then it became … need a little bit of training or experience to use the tool, at the
management level again [laughter in room]
BT – ok was there any way the CAP project was better contextualized? Where there any
insights that you were able to gain? You hinted at how scanning the documents could
help, but for the CAP project specifically was there anything?
(P1) – I can start by saying that I probably was never looking at those excel files or pdf
files, so if you didn’t bring this tool to our attention maybe I would still not look into
CAP projects and try to figure out what specifically they are about. That’s one of the
reasons I started searching for more information because it’s shocking to see that we have
all these web sites and OCHA here and OCHA there but there is nowhere one point
where you can find everything related to a CAP project, like a description, objective,
nothing, it’s not linked to the financial tracking, it’s all in different pdfs, and in different
formats, so in that sense it’s interesting to see more about these projects, what are people
asking money for, what are they doing, how many agencies are involved in the project, so
it’s nice to have a tool like this where you visualize in graphics on the left, maps on the
right, you have the list, you can zoom into a geographic area and take a subset of the
project, in that sense it’s, that part I like, so, doing it in a more visual form, rather than
just bunch of 10 mega pdfs that you throw out and nobody ever reads
(P4) – but the information that was there, it’s not related to CAP directly, it’s just from
documents that have the same, ah
(P1) – no it is, on the left side you have the CAP project and you have a graphic about
it, funding, everything, it’s there in the visual form and that’s the question
(P2) – to me, it wasn’t about CAP at all, it was about Sudan, and CAP was one
component, Sudan happened to have CAP. It did not give me, I could read the cap report
if I wanted to know the background
(P1) – it’s 500 pages
(P2) – exactly, but I felt I had 500 articles to sort through, almost, and the one article I
happened to pick out was a global article on terrorism, which wasn’t really related, I
mean, it was related to Sudan and humanitarian, maybe some governments aren’t giving
money because of the terrorism in Sudan, or something like that, but that’s me drawing
that assumption on my own, it’s not facts, so I don’t know it’s supposed to be about the
profile of a county, and maybe the CAP is part of it, or if you want it to be the other way.
I think it needs to be restructured completely differently
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BT – my intent was that you have the CAP project and you want to understand different
scales (gives global food example)
(P2) – but can we draw conclusions that that would affect the CAP?
BT – if you found article global in nature, maybe not 100% explicit , that was the intent,
research to see how that played out
(P1) – you only had one project area, it’s your example, but the moment when you have
multiple projects, and you do live searches, when you sent that title of the CAP project as
a search string to determine your articles and all that, that’s when it becomes the
functional, the operational environment, this application’s becoming interesting because
it tries to show you what a project and a certain funding does in a certain corner of the
world and how does that relate to everything else around there. So that’s what I like.
(P4) – but people are looking more for comparison. But right now, the way it is built, we
cannot compare easily, so for example, if we had two CAP projects I would like to be
able to do a search, for example if one CAP project had 20 documents, the other is only
10 documents meaning that there is a difference of interest or things, but right there is no,
… visually, we cannot compare because don’t know, we have to click on top of each icon
to see how many funding, the other one how many funding, but it’s not into one
integrated places, so I think depending on the users needs you have to think about what is
needed and then go back based on the needs.
BT – ok, next question, to what extent did you think the tools led you to a way of
thinking about the problem that the system is designed for, but might not be how you
normally work? (repeats question)
(P1) – that’s very true, this is not how we work. We all just described how we do our
maps and our thought processes are going, but I mean, this could be an innovative way of
thinking or of doing business. It made me look at, I mean when you first showed me this
last year, it was interesting, and attending this focus group and usability testing it made
me actually more curious and interested in what’s behind it, as you can probably figure
out from my questions. So in that sense it’s quite interesting, it’s the not the way we
work, it’s pretty much something new in terms of the content, that could lead to good
results or interesting functionality if it’s more mainstream. So, that’s my opinion, that’s
only me.
BT – anybody else?
(P2) – I think I was looking for more questions of why in this tool? why is the project
underfunded and what is the context, and could you draw a relationship of context? You
know, if you were to compare say, Uganda to Sudan, and one has 80% funding and one
has 20% funding, why? And can I pull out articles and external information to help me to
get some ideas of what could be causing that. Is one more in the news because there’s 50
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articles related to it as opposed to 5, or it one affected by the global food crisis and
ongoing, or something like that? I think that that kind of analysis could help to
understand why the CAP isn’t funded the way it is and how we can advocate, but I don’t
know if there’s anything out there like that.
(P1) – probably not. Do you know, BT, if there’s anything like that?
BT – similar to my tool?
(P2) – your tool, that would be kinda useful to me, to understand why is the CAP in this
state it’s in now? Not necessarily why it was created, because I can read the CAP report,
but why is the funding not there?
BT – yeah, that was the intent..
(P2) – because that’s our job, to advocate for the CAP.
BT – that’s interesting, do you think the software would help create advocacy for a
project?
(P2) – not in its current state
(P3) – are you looking for some analysis, based on the search results?
(P1) – well, it could be also advocacy in the same way that our little visualization
attempts are meant for advocacy and all that. To, again, I me, personally, as a user,
would never look into those 500 pages pdfs to figure out what project is, how, what’s it
doing, or those excel files or whatever we have online on relief web to figure out how
much people paid and why and who didn’t pay and stuff like that. If you have some kind
of very quick easy ways to show this, in a visual form, that’s a big difference. The
majority of users, even decision makers, ministers, others, who give money, they are
simple people like us, they just happened to be elected in those positions, they will
actually be sensitized by those images, ‘oh, I’m not there, I’m not giving, I could do
more, why’ so answering those questions in a way for them to react it’s better to put
something interesting in front of their eyes. This could be something like that, maybe not
necessarily now, or maybe just have to pick elements from it and use those to visualize
all these projects and initiatives better. For me that’s the value, showing what’s going on
in a more visual form, and again, I would never look any of those documents, if you
didn’t bring this to me, I would probably not do it in 2008 either.
BT – other comments?
(P4) – advocacy most of the time, when advocacy is working properly you need just one
sentence, it’s just one keyword, or it’s just one number. This is a campaign, when you
need, advocacy should be very simple, straightforward, so these tools are complex, it’s
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good for a researcher, or people who are used to using technology, but as far as advocacy
tools, I would say no, it’s not. Advocacy tool would be next step.
BT – when you say no in its current form, but does it have potential for advocacy?
(P4) – no ,the software is not something that would be helpful for advocacy
BT – two more questions. Bugs with collaboration tool: were you able to learn anything
from your collaborators?
(P4) – it didn’t work
BT – rephrases question, could you learn from other people?
(P4) – we would like to, this is now the era of facebook
(P2) – it’s like your myspace page
(P4) – this is the most interesting part of the software, the collaborative tool. For me.
(P1) no, because he doesn’t like collaborating (laughs)
(P1) – yes
BT – what capabilities of the software would be of interest to others in the humanitarian
community?
(P2) – I think that this is more useful to researchers, to academia and stuff. For OCHA,
everyone’s looking for concrete numbers and facts, because we can’t make any abstract
decisions off abstract, even in our, all the work we do, we have such a hard time
extracting information from news articles and stuff because…
(P1) – but that’s actually bad because we should be better at that, it’s a very primitive
way of doing business, what we are doing here at the UN, for now, at least, we should be
able to take more of this new technology and sift for more information to get what we
want. That’s my opinion. I think what you need to look at is any other, if you look in the
CAP context again, like any other appealing agency might be interested in results from
this and those are many other humanitarian agencies, World Food Program, FAO,
UNDP, these are all potential elements, or…
BT – clients?
(P1) - clients for maybe parts of something like this, not necessarily all of it, and I’ve
seen also presentations at different conferences, where people were trying to mine for
words in documents and link them up to some kind of processes, so again, what you’re
doing is not, is quite interesting in certain situations, but you also have to find your
clients, in a way, because not everybody will be a client, and often people are just busy
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managing their daily work load and it’s also finding the clients that’s, it’s important to
advertise, at least, once you’re finished, the thesis is finished, to submit it to a mailing
list, to the entire group and then see what they say, see who picks up, see who’s asking
(P2) – is Janes the one that does article mining?
(P1) – yes, Janes Defense, and of course metacarta, geographical, and all these. But the
point is, I think we have to publicize what you did and let others decide if they like it, or
if they want to contact you, could be somebody from WHO, could be somebody from
surveillance, disease, this, that, where people look at words that pop up in articles to
come up with trends, the JRC (joint research council) is doing stuff like that, I showed
you that, so there’s a lot of interest, potential clients I’m sure but you just have to find
them and it will not necessarily be someone in the OCHA office, or somebody sitting in
NY or UN staff member, but you will also have customers in this group, for sure, if, well
once this is finished, let us know, we’ll advertise it, at least, send it around, and then,
anybody can contact you if they want to.
BT – situations where this could be used? Quick decisions, slow decisions?
(P2) – well, if you’re talking about the collaboration, or what’s the tool?
Geocollaboration? If we had our wiki up right, and relief web, and you’re in an
emergency situation, people could have their own, maybe picture of their face where they
saw an article and they could copy and paste it and you could click right to it, or a map
that needs to be posted, just to be able to share different documents, or something,
quickly, or for fun, not for fun, professional, or if you just saw some cool new
application, and they automatically saw it up on the wiki as opposed to in their email
boxes all the time
(P4) – the interesting part is the geo part, because otherwise collaborative tools are
already existing, so it is the geo part, you can draw, you can share, this geographic
information is great.
(P2) – it would be cool if there was a link, so it could link you to exactly where you saw
that information as opposed to typing in ‘I saw there was this here’
BT – is there anything else? Opinions? Advice? Topics?
(P4) – you gave us a lot of tools, it’s probably better to focus in one or two specific areas
and then … you developed a lot of tools which is probably why I was a little bit lost
because there were so many components in the end, I was lost. Not too much tools in the
same thing.
(P1) – yeah, because in the end you are thinking from that academic point of view, you
are working on a Ph.D. but now you are talking to us, these real life users who are just
stuck in their office and trying to look at concrete numbers and just quickly finish their
jobs every day, which is a different kind of user category. What I would say is you didn’t
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only hear positive feedback during this focus group and during these days, but I would
encourage you to continue with what you started and improve certain parts or focus on
certain things like (P4) said because this is still very useful and it’s kinda the future, you
could start, now you did it with UN documents and relief web documents, that’s a very
small fraction of what’s out there. You could plug this into what JRC does with the
press, right, with picking up the 20 thousand articles a day that are floating around the
world, and then figure out context from there, for these projects or funding or whatever,
there is a lot more that you can do, but of course that’s not for one person in a small
Ph.D. project, that’s like, you know, putting it in context again, research context. But I
would totally encourage you to take all this feedback look at it positively and try to
continue and fix it up as you can.
(P3) – I think as a concept it’s a great tool and I was more very much interested in the
technology and the logic that you used, being a developer myself, in that way I was
totally impressed, I really liked the tool. In terms of usability, that’s the only thing, you
need to make it more friendly or more easy for people to understand, but otherwise it’s a
good tool.
BT – that’s it
(P2) – we gave you constructive criticism, don
(P1) – he asked for it
BT – were you biased, want them to be honest
(P4) – it’s like (P1) said, we know that it’s easy to criticize, we said what we didn’t like,
this is a bug, this is a bug, this is a bug, but there are also a lot of positive things we
didn’t mention, because we are more focusing on improvement and things
(P3) – I’m trying to find how we can use it in our work
(P1) – but it’s not only us because we are a small group and we might not be able to
directly use it, these 5 people, or your 10 people in any focus group, that doesn’t mean
there’s not a lot of people out there who might be interested, so you have to finish it,
finalize it, make it known, and then see what the feedback is anyway, plus as much as
you can afford to develop some of the components at least, because I still see this as
future.
(P4) – and also the scientific value is doing this research the keywords and the automatic
things I think scientifically it’s very, very useful, so how to implement the scientific
research which you did is great, to more concrete things in our working environment, yes,
there is a little bit of a gap, but … it will be great
(P2) – it’s good to have a strong emphasis what your objective is, and make sure it
doesn’t cover too many topics, try and focus. It’s good to have our catchy statement and
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it’s good to always go back and read that and say this is why we’re doing this so we don’t
get too out of context.
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