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ABSTRACT
Smart spaces, or smart environments, represent the next evolutionary development in buildings,
banking, homes, hospitals, transportation systems, industries, cities, and government automation. By
riding the tide of sensor and event processing technologies, the smart environment captures and processes
information about its surroundings as well as its internal settings to support context awareness and
intelligent inference. For example, in long term home health monitoring, automatic detection of activity
and health status allows elders to receive continuous care at home, thus reducing health care costs,
improving quality of life, and enabling independence. Moreover, one promising goal of smart spaces,
“collecting and accessing information everywhere anytime”, triggers the needs for efficient yet secured
information sharing among smart spaces. In this dissertation, we explore new approaches to address
challenges on processing high-level events and securing information sharing in the context of semantic
spaces.
We first explore the event processing solutions in smart spaces. We propose an event processing
framework, which includes two sub-processes: stream event processing and semantic event processing.
Stream event processing extracts knowledge from sensor streams for each modality. We present a novel
model to recognize motions of the objects attached with passive RFID tags. The model applies Hidden
Markov Model (HMM) to accurately infer the motion sequence based on the relative variance in a time
series of response rates. The model is augmented with an adaptive model, which can be used to
dynamically adjust to the changing environment based on the change-point detection algorithm.
Moreover, an online Viterbi algorithm is developed to get low output latency.
Then, we turn our attention to inferring high-level semantic events based on the preliminary
semantic events from stream event processing. We propose event ontology to enable semantic indexing
and detecting of machine-processable events and exchanging event data among heterogeneous engines.
Moreover, we develop an event processing framework driven by the event ontology, OntoCEP, to
iii

elaborate event composition and semantic reasoning, which apply event patterns and context reasoning
rules into one coherent system. The event composition engine conducts detection of complex patterns of
events based on the relationships such as causality, and timing relationships. The semantic reasoning
engine integrates context knowledge from which more meaningful events are deduced.
Finally, we investigate how to secure sharing of complex data objects among pervasive
information systems. To address the challenges posed by heterogeneous data sources, complex objects
and context dynamics, we propose an advanced authorization model that supports specifying and
enforcing authorizations in flexible and efficient ways. The model employs semantic web technologies to
conceptualize data and explicitly express the relationships among concepts and instances involved in
information sharing. Authorizations can be specified at different levels of the predefined concept
hierarchies and be propagated to lower-levels. A novel decision propagation model is proposed to enable
fast evaluation and updating of concept-level access decisions. To resolve conflicts among policies, we
model a policy set as a semilattice, upon which a binary operation is defined to adapt to various
requirements. Moreover, enabled by ontology reasoning tools, a flexible specification approach of
authorization, namely rule-based policy generation, is developed to encode context dynamics, making the
authorization enforcement adaptive to contexts.
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Chapter 1
Introduction
Smart spaces, or smart environments, represent the next evolutionary development in buildings,
banking, homes, hospitals, transportation systems, industries, cities, and government automation. Relying
on sensory data from the real world, the smart environment captures information about its surroundings as
well as its internal settings, thus enabling the development of a variety of services for home living,
healthcare and education. For example, in long-term home care, automatically monitoring elder‟s health
status allows them to receive continuous care at home, thus reducing health care costs, improving quality
of life, and enabling independence.
However, the availability of sensing capabilities cannot satisfy the new expectations of smart
spaces accompanied by the new paradigms of information technologies, including information retrieval
and Internet technologies. Rather than monitoring services, smart spaces are expected to do more such as
complex event detection, context-aware notification, statistical analysis and Internet-wide information
sharing. To achieve these goals, many critical research challenges, such as: how to semantically annotate
sensor readings; how to automatically infer high-level events by composing facts and events of different
contents, formats and modalities; and how to securely deliver information and services over Internet, need
to be handled. In this dissertation work, we investigate these challenges in depth, focusing on the
infrastructure and event process systems for smart spaces.

1.1. Scenario and Humanization Process
Let‟s consider a simple motivating scenario: the Greens live in a residence house. The
grandfather, Bob Green, has been retired for several years and has heart disease. From Monday to Friday,
the other family members go to work, whereas Bob Green stays at home. In order to prevent the
1

occurrence of an emergency, the house is installed with various sensors (e.g., temperature, humidity, light
sensor) and converted into an indoor Smart Space. Bob wears an RFID wristband with a temperature and
accelerometer sensor so that his identity, temperature, location and motion status can be captured in time.
The sensory readings from different modalities are integrated and processed by a smart space middleware,
in order to develop comprehensive information about Bob‟s current health status and activities, deliver
notification such as medicine reminder messages and to conduct statistical analysis on Bob‟s daily
activity patterns. At the same time, the other family members can use smart space clients to access
important information about Bob (e.g., healthy status, abnormal activities). For example, when Bob falls
down or his blood pressure exceeds 140/90 mmHg, the smart space can immediately detect it and send
notification to his family members and healthcare professionals.
From this scenario, some unique features of a smart space could be identified. The important one
is that, applications in smart spaces must be “smart” enough so that they can rapidly detect and adapt to
context changes. This motivates us to humanize every monitored object in a smart space. A monitored
object could be a person, an important asset (e.g., bed, computer) or a zone (e.g., bedroom, kitchen).
These objects are required to be able to think, respond and communicate with others. Figure 1.1 shows the
sketch of the humanizing process, which compose the following three sub-processes:


Identifying and sensing. The goal of the identification process is to create a virtual entity in
the cyberspace for every object of the physical space to be monitored. The information about
virtual entities reflects physical reality. Additionally, like the human sensing process, a virtual
entity senses environmental changes and activities of the corresponding physical object
through various sensors.



Detecting and reasoning. To humanize an object, it is necessary and important to have the
corresponding virtual entity computational-intelligent. As we know, human makes decisions
by comprehensively analyzing human sensory information (i.e., changes of environment and
itself) and exiting facts (drawn from knowledge and experience). Similarly, a virtual entity
2

aggregates and correlates various types of sensory events, refers to the knowledge base and
then infers the high-level facts and makes corresponding decisions.


Communicating and presenting. Another key requirement for humanization is to enable the
humanized object to communicate with a human. There are two levels of communication
ability. The first is that the virtual entity can actively “tell” things to those who have interest
and are listening. The second is that the exchange of information is a two-way
communication and based on interactions in various forms (e.g., text message, audio).
Additionally, every virtual entity is required to communicate with others as an independent
communication entity, no matter it is surrogated or not.

Figure 1.1 Sketch of the humanizing process
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1.2. Background and Infrastructure
In this section, we present some background information for this dissertation work. After that, a
SIP (session initiation protocol) based smart space infrastructure will be introduced as the research
platform for the research works in the dissertation.

1.2.1. Smart Spaces and Internet of Things
The smart space technologies, such as near-field communications, real-time localization, and
context intelligence enable entities in a smart space to understand and react to their environment. All
these capabilities are developed on the basis of an efficient infrastructure for smart spaces. Moreover, a
new vision of networked smart spaces, named "Internet of Things" (IoT) (Gershenfeld et al. , 2004),
which integrates smart space services and Internet technologies, raises many interesting research issues
such as network discovery, data and signal processing (Gershenfeld and Krikorian, 2004) in terms of
Internet-scale service infrastructure. In this work, we will cover some challenging research problems for
smart spaces and IoT.
Specifically, for the dissertation, we developed an infrastructure named SENSIP for smart spaces.
This infrastructure helps to integrate modules of data collection, information processing and Internet-scale
information dissemination for entities (people, assets and zones) in smart environments. Therefore, it can
be applied into IoT. We introduce the details of the infrastructure in the next section.

1.2.2. A SIP-based Infrastructure for IoT
SENSIP is a SIP-based infrastructure, designed to facilitate in making use of local smart services
and sharing smart space information over Internet. SENSIP is developed by following the humanization
process we introduced. It implements the data collection functions and employs the information
processing model we will investigate, thus efficiently discovering semantic information about the entities
in a smart space. The entity positioning and mobility management services are fulfilled by the joint effort
of SENSIP middleware and the SIP registrar. The SIP presence protocol is extended to support sharing
4

smart services using both PUSH and PULL modes. Besides the multimedia communication and instance
messaging, a real-time map and attribute table are developed to present smart services.

Figure 1.2 The architecture of SENSIP

The SENSIP infrastructure can be structurally divided into four modules (shown in Figure 1.2),
namely 1) the Sensor devices and entities, 2) the SENSIP middleware, 3) the communication server and
database, and 4) the watchers. The four components are detailed below:


Sensor devices and Entities. A smart space is usually defined as a custom-built condominium
instrumented with a variety of ambient and wearable sensors. Examples of the ambient sensor
include reed switch sensor, temperature and humidity sensor, light sensor, gas sensor, current
flow sensor and water flow sensor. Wearable sensors are attached to people and assets, for
example, 3-axis accelerometer sensors, body temperature sensor and blood pressure sensor
etc. In this work, we believe some special devices such as RFID, microphones and cameras
are important information sources in smart spaces; so we also view them as sensors. Entities
are the people, assets and zones in smart environments. They are attached with various
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sensors and assigned to Uniform Resource Identifiers (URIs) by the system. In the vision of
IoT, they are also indicated as things.


SENSIP middleware. The SENSIP middleware plays a key role in managing devices and
entities, conducting event processing, and connecting a smart space to the SIP network.
SENSIP middleware implements the data capture model, data processing model and
communication manager. The data capture model provides a unified operation interface for
different types of monitoring devices including RFID and sensors, and captures sensory
streams through a set of device drivers provided by vendors. Data processing model
processes sensor events and semantic events in order to obtain meaningful and usable
knowledge such as status information of monitored objects and alarms. This topic will be the
focus of this dissertation. The communication manager manages all the entities in a smart
space and fulfills SIP functions for every entity, including registering entities in the SIP
registrar, controlling multimedia communication sessions, and publishing entities‟
information to the SIP presence server.



Communication server and database. The communication server implements various SIP
services, such as the call router, registration and instant messaging and presence, etc.. This
component provides linkages for all the communication entities interacting with each other
via a standard SIP interface. Disseminating smart space information, the communication
server maintains a database which is updated by information from the SENSIP middleware,
and can respond the query from watchers (PULL mode) or send information to watchers
according to their subscription status (PUSH mode).



Watcher. A watcher is software or a device by which people can obtain information about
monitored objects and access other smart services. Normally, it is a SIP-enabled client, for
example, SENSIP watcher and SIP instance messenger, or a SIP-enabled device such as a
PDA or smartphone. By setting up a gateway, we can enable terminals supporting other
6

protocols to obtain information of monitored objects. For example, a jabber gateway can
translate SIP messages into XMPP (eXtensible Messaging and Presence Protocol) message so
that any XMPP user can receive sensor information from the SENSIP infrastructure.

1.3. Motivation and Research Framework
In this section, we discuss the research issues and identify the research problems in the field of
smart spaces, followed by an overview of our research.

1.3.1. Research Issues
With reference to the humanization process for smart spaces, we can derive a big picture covering
most research issues of smart spaces. Figure 1.3 shows a framework, where research issues are organized
by the life cycle of smart space information processing: data collection, stream event processing, semantic
event processing and information dissemination. Note that we classify issues of event processing into two
classes - stream event processing and semantic event processing - based on the characteristics of the
events (see details later).

7

Figure 1.3 Research issues of smart spaces



Data Collection. Data collection involves the process of using a variety of sensor devices, such as
ambient sensors and biosensors to capture data in smart space. Research issues in this stage
mainly concern the use of sensors and sensor networks, for example, radio range of sensors
should cover objects being monitored in a space, especially for wireless sensors, radio range is
also required to ensure network connectivity (Gao et al., 2006); sensors‟ power consumption
should be minimized since their limited energy resource determines their lifetime (Shnayder et
al., 2004). In a smart space, sensor deployment establishes an association of sensors with specific
entities to be monitored. Basic deployment of sensors in a smart space can be conducted manually
according to a certain plan, for example attaching blood pressure sensor to a human. Some ad-hoc
methods are developed for wireless sensor network, for instance, throwing nodes from an aircraft
into a broad area, or using locomotive sensor nodes to cover an area (Wang et al., 2006b).



Stream Event Processing. Extracting semantic knowledge from raw sensor data is not a trivial
task. First of all, considering the rapid generation of sensor streams, which are usually imprecise
and noisy, data preprocessing steps (see details later) need to be applied. Many approximation
algorithms for sensor data preprocessing have been proposed in recent years (e.g., (Gutierrez8

Osuna and Nagle, 2002, Jeffery et al., 2006b)). Moreover, in many cases, we need to transform
sensor data to other meaningful streams; for example, streams from two accelerometers attached
on a person are combined and annotated with gesture labels. Machine learning techniques have
been widely employed to process sensor data and developed classification models from sensor
data, for example, extracting a online prediction model (Bontempi and Le Borgne, 2005, Cohen
and Oviatt, 1995) and recognizing human activities (Bao and Intille, 2004, Ben-Arie et al., 2002).


Semantic Event Processing. Semantic events encode context dynamics in terms of entities of
interest in smart spaces. Additionally, semantic events are defined independently of sensor
modalities where they originally generated. For example, one semantic event of a person is Fell
Down. A semantic event can be inferred from other semantic events. To the best of our
knowledge, very little works has been done on inferring semantic events in smart spaces. In (Wun
et al., 2007), an integrated system that decouples the process of semantic data fusion from
application logic based on a content-based publish/subscribe techniques is proposed. Context
management and reasoning has been investigated in smart spaces, for example, using Semantic
Web technologies to handle context-aware issues (e.g., explicit representation, information
querying reasoning) in smart spaces (Wang et al., 2004a).



Information Dissemination. Information dissemination concerns the sharing information among
smart space entities. Important issues need to be considered include communication models,
entity discovery, mobility management, and information security. Various communication models
have been investigated by previous works, for example, the Publish/subscribe coordination model
(Xie et al., 2002), the distributed agent system (Coen et al., 1999), and the transport layer
middleware (Okoshi et al., 2001). For entity discovery and mobility management, several
solutions, applied in different infrastructures, have been discussed, for example, Object Naming
Service (ONS) is designed as the standard for object discovery in EPCglobal network (Mealling,
2004), Distributed Hash Table (DHT) is applied to manage RFID resources in peer-to-peer
9

network (Simplot-Ryl), SIP registrar services provide strong support for entity and mobility
management in SIP communication networks (Li et al. , 2008). Securing information is a topic in
smart spaces, for example, context-aware access control issues are investigated in (Al-Muhtadi et
al., 2003, Gupta et al., 2006).
Based upon the above observations, we can summarize the current research issues and status as
follows: i) research on wireless sensor network, including hardware design, sensor deployment and power
management has been popular in academia and was deeply investigated. ii) Although a standard
communication infrastructure has not been specified for smart spaces or IoT, there are many mature
candidates, that have been developed and applied in some application fields (e.g., web service
architecture, Voice on IP infrastructure). They can be directly applied in Smart Spaces without
fundamental research work. iii) There are few research works and software on information processing for
smart spaces and IoT; To the best of our knowledge, automatic “thing”-oriented data processing rather
than sensor and context oriented processing has not been explicitly investigated, let alone an integrated
model to bridge the gap from sensor readings to high-level semantics about things. And iv) Previous
research work on access control models for smart spaces has considered encoding context constraints;
however, other features such as thing-oriented data capture and cross-domain sharing are still not paid
enough attention.
To sum up, as a new field, smart spaces or IoT still have many research challenges, that are not
been well covered by previous research work in related research areas, such as information retrieval and
information security; Thus, a framework which can fully encode the features of smart spaces and provide
thing-oriented information processing and security is highly desired. This motivates us to examine the
following two groups of core research problems for this dissertation work:
Category I: Processing thing-oriented information in smart spaces.


Problem 1: How to automatically and efficiently annotate sensory readings with semantic
meanings?
10



Problem 2: How to effectively infer high-level events of entities in smart spaces?



Problem 3: How to design an event processing framework powered by heterogeneous process
engines?

Category II: Securing the dissemination of information over the Internet.


Problem 4: How to support authorization specification for distributed and heterogeneous
data?



Problem 5: How does the authorization model support fine-grained authorization for complex
data object?



Problem 6: How to capture context dynamics for the authorization model to make appropriate
access control decisions?

These problems are labeled in Figure 1.4. For each problem, we point out the corresponding
solutions and chapters in our work. In the following sections, we detail the two groups of problems and
provide an overview of the solutions.

Figure 1.4 Research problems, solutions and research works
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1.3.2. Event Processing Framework
Sensor networks produce large amounts of data to react to the dynamics of a smart space.
Different functionalities are provided by sensor nodes to measure different attribute information. For
example, a temperature sensor and a humidity sensor can be used to detect temperature and humidity at a
certain place, respectively. However, the sensing tasks, which people hope to develop, are usually at a
high level, such as “reporting an alarm when any object in the house is detected on fire”. To solve these
problems, a comprehensive framework is required to extract high-level semantics from sensory readings.
In practice, implementing an automated information processing system for smart spaces is a very
complicated process. In this work, we envision the involved tasks are either stream-oriented or semanticoriented; therefore we develop an information processing framework (shown in Figure 1.5) which
explicitly includes two sub-processes: stream event processing and semantic event processing.
Stream event processing extracts knowledge from raw sensor streams. The raw data must first
undergo a series of preprocessing steps to convert them into an appropriate format for subsequent
processing. Typically it includes: i) feature extraction, to identify relevant attributes for semantic labeling
using such techniques as change detection and feature selection, and feature transformation like
normalization, and Fourier or wavelet transforms; ii) data cleaning, to detect and correct data quality
issues such as noise, outliers, missing values, and miscalibration errors; iii) data reduction, to improve the
processing time or reduce the variability in data by means of techniques such as statistical sampling and
data aggregation; and iv) dimension reduction, to transform the data in the high-dimensional space to a
space of fewer dimensions with linear (e.g., principal component analysis) and nonlinear dimension
reduction techniques (e.g., locally linear embedding).
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Figure 1.5 Event processing framework

The next step of stream event processing is semantic annotation, which maps the stream data into
a set of atomic semantic events. By these events we mean the current states of objects and environments,
such as moving, lifting up hands, speech, etc., which cannot be decomposed or represented
straightforwardly in terms of other concepts. This process is usually considered as a supervised machine
learning problem in multiple modalities, such as environment measures, audio, body movements, etc. For
each modality, we can apply an appropriate machine learning model to detect events types automatically.
For example, to detect motion status of the object attached with a passive RFID tag, in Chapter 3 we
develop a Hidden Markov Model (HMM) based solution, augmented with an online Viterbi and change
point algorithm.
The results of the semantic annotation process are processed by a semantic adaptor. One job of
the adaptor is to transform the events with heterogeneous structures into a uniform format, for example,
XML. Moreover, by referring to sensor-entity assignments, events in multiple modalities are explicitly
“attached” to a certain entity. For example, the gesture events, sourced from sensor ACC01 and blood
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pressure events sourced from sensor BP007, are related to the entity Alice. Notice that a semantic event
can be related to multiple entities. For instance, the location event can be related to both object and zone.
In the semantic inference step, high-level semantics are inferred from low-level semantic events.
In our framework, an event ontology is developed to enable semantic indexing and detecting of events
machine-processable and exchanging event data between different processes. Moreover, the proposed
OntoCEP system integrates event composition and semantic reasoning engines. The event composition
engine detects complex patterns of events based on the relationships defined in event ontology, such as
causality, and timing relationships. For example, we can define an event pattern for a person as: “if event
SitDown is followed by event TouchBook, a new event Reading is inferred”. The semantic reasoning
engine integrates context knowledge and conditions on which more meaningful events are deduced. For
example, given an event “a person is still in a spot for a while”, if the system identifies the facts that the
person is a ever being heart attack patient and the spot is not an area for sleep, then the system infers an
event implying the patient has lost consciousness in a sudden. It is important to note that, other multimodality fusion models, such as Bayesian network (BN), and support vector machine (SVM) can also be
applied to discover high-level semantic events.

1.3.3. Authorization Model for Smart Spaces
With the development of pervasive information systems, on the one hand, smart services become
more efficiently and ubiquitously accessible; however, on the other hand, new challenges and
expectations of access control have arisen accompanying with the new paradigms of IoT. We can
investigate these challenges from the “thing” aspect and the “Internet” aspect.
The “things”, which are the objects to be protected, are data-centric rather than document-centric,
and usually requires a variety of information. Using a patient‟s information as an example, it may include
her/his profile, medical histories, examination reports, radiology images and even the real-time activity
information. Dealing with complex objects, the access control system needs to provide fine-grained
authorization services, that is, different data records and different portions of the “things” can have
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different protection requirements. For example, some sensitive elements of the medical records, such as
HIV/AIDS diagnosis, should be hid from general information during the sharing process, unless a special
treatment option is indicated. Moreover, the authorization model is required to capture context dynamics
and enforce right authorizations at the right time. For instance, the patient Alice‟s heart rate has drop to 25
and passing out, the doctors nearby, who in normal situations are not allowed to access the patient‟s
electronic health record (EHR) database, can access Alice‟s recent diagnosis.
As the "things" are networked by the "Internet", how to effectively secure information sharing
among multiple data sources in the network becomes a challenging task. First, it is expected that the
Internet-wide integration brings the IoT to a situation where a large volume of data records are made
available to a large number of users. Second, a complex "thing" is likely to be distributed in multiple data
sources. For instance, a good‟s transaction records (e.g., purchase order, invoice, tracking records) are
distributed in different organizations over a supply chain. Moreover, the data from various data sources
are syntactically and schematically heterogeneous. The typical problem is that, different systems create
different schemas and maybe different element names in databases, though some may have the same
meaning. Therefore, there is a need for an access control model that allows authorization policies‟
designers to define policies over heterogeneous systems for various organizations, while simultaneously
ensuring that the size of the policy repository is always under control.
To solve these challenges, we propose a novel authorization model that can addresses them in a
systematical, flexible and efficient way. Relying on semantic web technologies, the model annotates EHR
objects and sub-objects with concepts. By doing this, authorizations can be specified over these
predefined concepts instead of database records and documents, thus, eliminating structural heterogeneity
across data sources and reducing the size of the policy repository. We also propose a decision propagation
algorithm, based upon which decision propagation trees are derived from hierarchies of users and
resources. Comparing with policy propagation, decision propagation can reuse access decisions of other
subject-object pairs, which makes the computing and updating of access decision efficiently. We advocate
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the computing and storing of concept-level access decisions in an offline manner, since they normally are
stable and of small number. Moreover, policy generation rules can be defined to make the specification
process flexible. These rules also can capture context dynamics and condition for the enforcements of
context-aware authorizations. Finally, our system models the decision computing process as a binary
operation over a semilattice (McAlister, 1974). By extending the binary operation, various conflict
resolving solutions can be implemented according to different requirements.

1.3.4. Contributions of this work
The contributions of this dissertation are manifold:


We develop a HMM-enabled solution augmented with an adaptive model for passive
RFID systems. The solution applies online Viterbi algorithm to infer the motion status
sequence based on the relative variance of response rate. Instead of using a dedicated
hardware, the system is developed with passive RFID tags, which cost as low as several
cents. The system can reuse existing infrastructure and billions of RFID devices (especially in
supply chains). Moreover, as a method of non-intrusive monitoring, the possibility of
invading people‟s privacy can be reduced.



We propose to use event ontology to index high-level semantics in smart spaces.
Semantic indexing and detecting of events with respect to certain ontology makes it machineprocessable, allows for exchanging data between different processes, and improves semantic
interoperability for heterogeneous event inference engines. Moreover, indexing semantic
events allows users to subscribe and search and mine by specifying requests in terms of a
limited vocabulary (keywords).



We develop a model named OntoCEP to coordinate various semantic event detectors in
a smart space. As such, different types of concept detectors can interface with others on
shared vocabulary and run in a chaining manner. This model makes implementing a
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universally compliant framework to fit multiple usage environments possible. The current
implementation integrates event composition processes and context inference processes into a
coherent system.


With semantic web technologies, we conceptualize healthcare data; thereby
authorizations can be specified at different levels, and be propagated to lower-level
concepts. Thereby, structural heterogeneity across data sources is eliminated and the size of
the policy repository might be reduced. Moreover, concept-data matching and mapping can
be conducted by local schema designers of data sources, so that policy designers do not need
to get familiar with distributed data sources.



We develop a novel decision propagation model and use lookup table to enable fast
evaluation and updating of authorization decisions. Moreover, the system resolves the
conflict processes as a binary operation over a semilattice, which can be adapted to
various requirements. Comparing with traditionally propagation methods, decision
propagation can reuse access decisions of other subject-object pairs, which makes efficient
the computing and updating of access decision. Moreover, based on different requirements,
various conflict resolving solutions can be adopted by extending the binary operation.



Relying on ontology reasoning tools, we apply a rule-based policy generation
mechanism to specify and enforce appropriate authorization. These policy generation
rules can capture context dynamics and condition to enforce context-aware authorizations.
Moreover, the system can define instance-level policies in a flexible way by using policy
generation rules to encode the restrictions of entities‟ physical relationships.

The rest of the dissertation is organized as follows. In Chapter 2, we review the research that is
related to our work, including background and preliminary technologies that we will adopt in our system
design. In Chapter 3, we present the motion detection solution using passive RFID systems and evaluate
its performance. In Chapter 4, we introduce an ontology-driven event detection infrastructure for smart
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spaces. In Chapter 5, a novel access control model for pervasive healthcare systems is presented to secure
the system. Finally, in Chapter 6, we conclude our work with a summary, and discuss future research
directions.

18

Chapter 2
Related Works
In this chapter, we conduct a literature review of the related research works and issues.

2.1. Motion Detection
Many solution methods and technologies have been applied to detecting object motion or human
activities, including cameras, motion detectors, GPS, wireless devices, pervasive sensors, and RFID
sensors.
Early work has been focused predominately on detecting motion status via image sequences from
a camera. For instance, Nelson (1991) presented two complementary methods to detect moving objects
based on velocity analysis. The first method used a constraint that restricts the projected velocity at any
image point to detect motion inconsistent with rigid world assumption; the second method utilized a
constraint on the time-rate-of-change of projected velocity to detect moving objects whose projected
motion changes rapidly. Polana and Nelson (1997) recognized motion statuses in an image sequence by
aligning the frames with respect to the centroid of an object, so that the object remains stationary in time.
Wireless systems have become popular for inferring the motion status of objects. Patterson et al.
(2003) developed a graph-based Bayes filter model to predict a person‟s motion using the velocity
readings drawn directly from a global positioning system (GPS) stream. Sohn et al. (2006) developed an
accurate inference model to detect a person‟s motion status using global system for mobile
communications (GSM) data collected by cell phones. The motion information is conveyed and used to
develop high-level services such as computer-supported coordinated care and social-mobile applications.
Recently, Wi-Fi is being favorably considered as an important tool for motion detection and asset tracking.
Krumm and Horvitz (2004) developed a Hidden Markov inference model was developed to enhance the
classification of motion data, based on the variance of a temporally short history of signal strength from
the strongest access point. In (Muthukrishnan et al., 2007), a model, named Spectrally Spread Motion
19

Detection (SpecSMD), based on the spectral analysis of WLAN signal strength and its ﬂuctuations, was
proposed to sense an object‟s motion status. The last two models were developed based on a similar idea
that signal strength from access points appear to fluctuate more vigorously when the device is moving as
compared to when it is still. This idea inspired us to analyze the temporal and spatial characteristics of
RFID interrogations and from which to design the inference model.
RFID technology is a promising alternative for activity recognition, due to its low cost and easy
installation. Patterson et al. (2005) employed an RFID technology to infer the ADL by aggregating
abstract object usage. Low cost passive RFID tags were embedded to represent objects of interest. An
RFID glove was designed to detect nearby objects and a probabilistic engine was proposed to infer
activities from detected object-level interactions. This idea is novel, but still has limitations for
widespread deployment. For example, a new RFID reader needs to be developed with the requirement of
being small, and the user has to wear the RFID glove to interact with objects. Fishkin et al. (2004)
developed a long-range unobtrusive RFID detector to detect people‟s interactions with RFID-tagged
objects. This approach is based on the analysis of response rate; however, inferring a tag's move or
rotation based purely on response rate is unreliable because there are many factors that could cause the
response rate to change. To enhance the inference, the authors used multiple tags on an object or multiple
readers placed with proper topology, which is costly and complicated. Instead of using costly solution,
our proposed approach applies statistical techniques to data streams to enhance the inference. Juels (2006)
presented an RFID system that offers both identification function and motion detection ability, to be
corporate with motion sensor of microwave frequency. Buettner et al. (2009)proposed to use RFID sensor
network technology to detect human activities. A special device combining RFID tag and accelerometer
is applied. Stikic et al. (2008) proposed an activity recognition system by integrating data from RFID tag
readers and accelerometers. As we see, the above three solutions are based on additional sensor
components and the users are required to wear sensor devices. Enabled by multiple sensors, these systems
are able to detect more activity information; however, the applicability of these systems may be relatively
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limited because of some disadvantages: i) the RFID devices need to be redesigned (e.g., Juels (2006),
Buettner and Prasad (2009)) or the environments need to be elaborately deployed with additional sensors
(Stikic and Huynh, 2008); ii) the users are required to wear sensor devices (e.g., accelerometers) which
may cause discomfort to users.

2.2. Smart Spaces and Context-ware Services
Before the emergence of the idea of smart space, many researchers have studied to use sensor
network technologies to monitor environment. Lewis (2004) proposed a generic framework that integrates
data acquisition network and data distribution network. A wireless sensor network is built in to meet
different application needs. Arp and Nickerson (2007) developed a user-friendly toolkit for building
sensor network to monitor various environments. With the help of a behavior model, Atallah et al. (2007),
used ambient and wearable sensing for inferring changes in patient behavior patterns. In (Martinez et al.,
2004), a sensor network framework for environmental monitoring is proposed, aiming to identify various
challenges for building such a network, e.g., power management, radio communications, scalability,
remote management, usability, and security. These researches demonstrate the benefits of sensor
networks in environmental monitoring; however, many of them lack the ability to fulfill some important
needs (e.g., context-aware and complex event detection) of a smart space and to evolve as a framework to
solve the above challenges we mentioned.
In recent years, many infrastructures for the concept smart space, smart home, smart environment,
or smart planet are proposed. Coen and Phillips (1999) developed an extension to Java language, namely
Metaglue, to build agent systems for Intelligent Environments. The language aims to address the specific
requirements for interactive, distributed computations. Metaglue has been successfully used in MIT's
Intelligent Room Project. Xie, and Shi (2002) proposed a software infrastructure for Smart Space (SISS)
in the hope to address two major issues existing in other systems: communication performance and user
interfaces. The paper suggested using a featured loose-coupling structure and a “Publish/Subscribe”
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coordination model to smooth communications among components. Apart from other systems, the SISS
paid much emphasis on message exchange in a smart space. Okoshi and Wakayama (2001) proposed a
Smart Space Lab (SSLab) environment, which extended the transport layer of middleware, to enable
communication between heterogeneous networks. However, these frameworks do not provide a
mechanism to process the sensor data and infer high-level information in a smart space.
Some algorithms have been developed to recognize physical activities from data using ubiquitous
sensors. In (Bao and Intille, 2004), different algorithms including decision table, instance-based learning,
C4.5 decision tree, and naive Bayes classifiers are applied to detect activities on mean, energy, entropy,
and correlation features extracted from acceleration data. In (Duong et at., 2005), a two-layered extension
of the hidden semi-Markov model is introduced to represent human activities and their durations, and
detect abnormality without the need for training on abnormal data. However, one of these model can only
detect a certain scope of activities.
Research has been done on using Semantic Web technologies for context inference in a smart
space. In the context infrastructure proposed by Wang and Dong (2004a), ontology-based context model
is employed to handle context-aware issues in a smart space, such as explicit representation and
information querying reasoning. However, this context model does not involve the stream characteristics
of sensor data; moreover, it only considered the facts derived from ontology knowledge, while ignoring
various relationships among data streams and the complex events inferred from low-level events.

2.3. Access Control Models
Access control is an important process for computer and network security. Early authorization
concepts and models that the information system authorized or denied the access request were introduced
in Castano et al. (1995) and Denning (1982). Recent works in (Jajodia et al., 1997, Woo and Lam, 1993)
provided a general framework to support flexible and multiple access control policies such as sub-subject
overrides policy. Role based access control (RBAC) model (Sandhu et al., 1996) is a sophisticated
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security model, which simplifies administration by assigning roles to users and assigning permissions to
those roles.
There have been many research works focusing on securing information sharing across
distributed information systems. Jonscher and Dittrich (1994) discussed some approaches based on
discretionary access control concepts to tackle existing access control problems for heterogeneous
database federations, and moreover, an access control idea named authorization autonomy is proposed to
support decentralized authorizations at the global level. Li et al. (2003) developed a logic-based language,
named as Delegation Logic (DL) to represent credentials, policies and requests for access control in largescale and distributed systems. Attribute-Based Access Control (ABAC) has been investigated to improve
decentralized security for coalition environments. In ABAC, access is granted based on attributes of the
user. An ABAC policy specifies which claims need to be satisfied in order to grant access to an object.
Many important ABAC models including (Bonatti and Samarati, 2000), (Yu et al., 2000), and (Yu et al.,
2003) have been designed in the recent past. These models cannot support specifying authorizations over
abstract concepts and propagating authorization decisions in multi-dim hierarchies. Recently, as XML
becomes the most popular languages to facilitate the sharing of structured or semi-structured data across
information systems, access control mechanisms for XML data sources has been investigated in a number
of studies. Bertino et al. (2000) presented an access control system for XML-based data and some ideas to
deal with authorization priorities and conflict resolution issues. Damiani et al. (2002) proposed an access
control model using XML language to define and enforce access policies directly on the structure and
contents of Web documents. Other notable XML extensions for security and privacy include XrML
(eXtensible right Markup Language) (Wang et al., 2002), APPEL (P3P Preference Exchange Language)
(Cranor et al., 2002), EPAL (Enterprise Privacy Authorization Language) (Ashley et al., 2003), SAML
(Security Assertion Markup Language) (Hughes et al., 2004) and XACML (eXtensible Access Control
Markup Language) (Kim et al., 2007). However, these models are inadequate for the protection of EHR
information. One major reason is that EHR is a complicated object, of which segments are document23

centric and distributed over many data sources; however the access of EHR is usually entity-centric (e.g.,
patient-centric). The models we discussed allow specifying authorizations in terms of document
identifiers (or locations), rather than in terms of entities‟ identifiers and content types of EHR segments.
Some interesting access control models (Adam et al., 2002, Qin and Atluri, 2003, (Pan et al.,
2006)) applying concept-level authorizations were developed. Adam et al. (2002) developed an
authorization system, which models every digital library document as a complex object containing
unstructured information of different media types, and allow specifying access policies based on
qualifications and characteristics of users and content of digital library objects. Pan et al. (2006) proposes
a semantic access control enabler (SACE) to enable semantic access control on the Web. The system
integrates heterogeneity resolution and access control into one process. Although we borrow the idea of
conceptualizing objects and users from their works, our work is substantially different. The differences
come from many aspects. The one is that our model allows specifying two forms of semantic
authorizations, including concept-level authorizations in abstract world and context-aware authorization
in physical world. Another significant one is that our model allows defining concept hierarchies in
multiple dimensions and employs decision propagation algorithms to efficiently compute final views for
requestors.
Semantic web technologies have been recently used for modeling authorizations. In (Finin et al.,
2008), OWL was used to express role-based access control policies. Tonti et al. (2003) compared various
policy languages for distributed agent based systems that define authorization and obligation policies. In
(Atallah and ElHelw, 2007), a semantic access control model was developed based RBAC, where
semantic web technologies are employed to resolve the heterogeneity among databases. In (Carminati et
al., 2009), users and resources in social networks are modeled as semantic web entities and ontology
reasoned are employed to derive security rules. The last two models share the idea of using ontology to
solve heterogeneities and conduct inference; however, their models do not encode the hierarchical
structures of complex objects and provide mechanisms of authorization propagation among concepts.
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Chapter 3
Motion Detection Services Using Passive RFID Technologies
3.1. Introduction
According to a recent report by the Institute of Medicine, the number of adults aged 65 and older
in the United States will almost double from 37 million in year 2005 to over 70 million in 2030; an
increase from 12 percent to almost 20 percent of the population (Benedict et al., 2008). The need for
monitoring the activities of daily life (ADLs) of elderly people is apparent. With the advance of sensing
technologies, sensor-based systems have been adopted to monitor the environment, detect users‟
behaviors and seamlessly react to provide a variety of services. Recognizing activities automatically
would allow many potential applications in health care, smart living, supply chain, and critical
infrastructure protection. For instance, by monitoring and analyzing the ADLs of elderly citizens, we can
assess their health, detect anomalous behavior and inform healthcare providers and family members.
Similarly, by analyzing the data collected from a sensor monitored critical infrastructure, we can
autonomously recognize suspicious activity, alarm, and trigger actions without requiring humans in the
loop.
Several technologies and methods have been used to monitor an object‟s motion status to detect
abnormal situations. Some of these methods are reviewed in section 2. One economic and viable solution
is using radio frequency identification (RFID). RFID is an emerging wireless technology that uses low
cost, tiny IC chips to uniquely identify, capture and transmit information from tagged objects to enterprise
systems via radio waves. With recent advances in microelectronic technology, cost reduction in RFID
devices and mandates by industry giants (e.g., Albertsons, Wal-Mart, and Target) and governmental
agencies (e.g., the Department of Defense, the Food and Drug Administration), RFID has became one of
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the popular technologies being deployed in mass transit, toll collection, and asset tracking in various areas
including manufacturing, logistics, retail, and healthcare. According to scenarios envisioned, virtually
almost every object or person could be equipped with an RFID tag or sensor, whereby they could be
identified and located in real time without human intervention. The dream of creating a self-configuring
wireless network to identify objects anywhere in the world forms a new era of an “Internet of Things”.
In many situations, RFID is simply the extension of bar code technology, removing the need for
active scanning. In recent years, motivated by the vision of “tag everything”, many researchers believe
that RFID technology should not only being used to identify objects, but also to understand the status and
contexts of the objects. For example, referring to the position of RFID readers, we can infer a tags‟
approximate location based on the coverage of readers. Moreover, integrating RFID with sensors to
automatically monitor environmental changes and human behavior has emerged as a major research
theme. Special RFID tags and readers have been tailored to collect status information of the tagged
objects, such as temperature, humidity and motion status. However, these special-purpose devices are
extended from active RFID tags and need the support of a battery. Meanwhile, they are more expensive
and have the disadvantage of being incompatible with the billions of passive RFID hardware devices that
already exist.
In this chapter, we present a novel RFID-enabled solution to provide a living environment
monitoring service. The context cue that we are interested in is the motion status of objects attached with
RFID passive tags. Our approach infers location and motion status of the users based upon existing
passive RFID hardware. The inference model is an extended Hidden Markov Model (HMM), which
annotates the motion status sequence based on the relative variance of RFID response rate. The online
Viterbi algorithm is applied to decode the results in a real-time manner. In addition, change-point
detection (CPD), based upon the Shewhart control chart logic, is proposed to adjust to changing
environments. These algorithms integrate seamlessly to provide a ubiquitous infrastructure for deriving
the state of the user in real time. This approach was implemented on an RFID middleware that manages
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data from various passive RFID devices or on a device with RFID capability without adding additional
hardware. The RFID-enabled monitoring can be applied to a number of applications, including
personalized assistants, smart monitoring and surveillance systems, as well as motion analysis in sports
and the medical domain. In particularly, the motion detection model can be adapted as a value-added
service to existing RFID applications, such as asset management and item scanning (see Supply Chain
Scenario below).

3.2. Scenarios and Motivations
3.2.1. Scenarios
Behavior profiling in general and motion detection in specific have been the focus of research in
many fields, such as business process modeling, consumer behavior, cognitive modeling, artificial
intelligence, and psychology. The following scenarios illustrate how to apply motion detection principles
to three services:
Healthcare. Alice is an attending physician who is in charge of monitoring the health status of
several patients. These patients are living in a big intensive care room and require constant monitoring.
Knowledge about whether a given patient is stationary or in motion can help Alice in a number of ways.
For example, Alice and the nurses may not feel appropriate to visit a patient if s/he is inferred as “still”,
which means s/he is most likely in sleeping. It is also useful to track how much time each patient has been
still in the daytime. If a patient is in „still status‟ for a long time, Alice and the nurses will be alerted. At
night it will be helpful to infer the sleep quality of each patient by knowing her/his moving frequency and
time.
Smart Living. One class of ADLs of utmost concern is personal activities occurring within the
private space such as a bedroom. Bob has such a smart bedroom, which is installed with an intelligent
control solution based on context-aware services. Assume that Bob is staying in the room now. If the
system detects that the motion status of Bob transitioned from „moving‟ to „still‟ and some items on the
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desk (e.g., books, pen or laptop, etc.) start moving, the system infers that Bob is preparing to work and the
desk lamp will be turned on automatically. When the system detects that all the objects are stationary and
Bob has been still for a certain while, the system infers that Bob has fallen to sleep and the intelligent
control system turns the light off and adjusts the room temperature.
Supply Chain. Asset tracking and inventory monitoring are the most prominent RFID applications
in supply chains. Knowing about the motion status of assets can serve a number of purposes. For example,
in an unconstrained work atmosphere, monitoring equipments were installed on a moving conveyor belt
in a factory. By recognizing and tracking parts on the conveyor belt, robots were able to pick up the
correct parts. The ability to have accurate motion detection would help solve some common conveyor belt
problems such as sensing stoppage of the conveyor belt can prevent it to be scraped by manipulators and
provide a fail-safe indication of the condition of the belt. Also, when a part falls off the belt or jams, the
sensing system will detect that the part stops moving and infer that it has either fallen off or jammed, and
an alarm will then be actuated.

3.2.2. Motivation
Motion detection systems, which provide context awareness services to users based on their realtime motion status and human activities collected by various technologies, are expected to be a fast
growing area in the upcoming years. With the assistance of a high-level feature extraction algorithm,
several cutting-edge technologies, such as television camera, accelerometer, Wi-Fi, Bluetooth, and GPS
are standing out as technologies of choice for motion detection. Each technology has its own advantages
and disadvantages and plays a specific role for different usages.
Among which, video monitoring is a common way to gather information regarding human
activities. An intensive care room can be wired with a digital surveillance video cam system and be
constantly monitored by a full-time nurse on a 24-hour, 7-day basis. However, the use of video
surveillance is normally not socially acceptable for the following reasons:
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Privacy concern. Video monitoring is inappropriate to monitor areas where people have a
reasonable expectation of privacy. The privacy is invaded when every move is recorded by a
camera. For example, considering personal hygiene activities occurring in a bathroom, it is
quite common for disabled people or elders to feel uncomfortable if cameras are installed for
monitoring bathroom space. Generally, direct behavioral observations of ADL by clinicians
or even family caregivers are embarrassing and even humiliating.



Economic concern. Although the technology of video surveillance has reached the stage
where developing a solution and deploying cameras to capture video imagery are not
expensive, setting up a system is still costly since running the system can be quite laborintensive. Usually, it is necessary to hire personnel to sit and watch the video monitor
through work hours or even 24 hours; otherwise it would be untimely to know important
events, such as a crime occurring if the investigators have to go back to watch the tapes after
the fact.



Identification problem. A nurse typically needs to continuously watch the screens from a
number of cameras in a video camera-based monitoring system. Nobody can be 100%
attentive all the time, so event detection with a video screen monitoring system cannot be
100% reliable. Moreover, without the assistance of intelligent support systems, it is not easy
to immediately capture what events happen to specific objects. For example, if we want to
know whether a specific patient is leaving the intensive care room, it is required to extract
some information from the camera image to process facial-recognition and boundary crossing
detection. It is difficult to develop intelligent systems operating in real time with high
detection accuracy and low computational load.

Considering the drawbacks of video monitoring systems, researchers have used sensors to
monitor human activities unobtrusively. Existing positioning technologies are first considered to measure
users‟ motion. For example, GPS has been the main navigation system in outdoor environments, which
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provides latitude and longitude information as well as moving maps for automobiles and airplanes.
However, GPS does not work inside a building because the direct path between receiver and satellite will
be obstructed. More recently, specialized sensors and beacons such as accelerometer, pedometer or
motion sensor (Randell and Muller, 2000, Ravi et al., 2005) are considered alternative tools for motion
detection. Dedicated motion detection systems are developed based on these sensors, and typically
provide highly accurate information. However, if significant additional hardware needs to be deployed
and configured, then this becomes expensive and obtrusive for widespread deployments.
With the widely deployed infrastructure, IEEE 802.11 wireless LAN (Wallbaum and Diepolder,
2006) and active RFID technology are seen as promising methods for motion detection. The tracking and
motion detection of these systems are based upon the analysis of received signal strength indication (RSSI)
of a wireless signal and the basic mechanism can briefly be explained as: the radio signal intensity in an
electric field is backscattered to the transmitting antenna from tag; As Fishkin et al. (2004) pointed out,
the signal intensity depends on the distance and angle between the transmitters and the receiver and
follows the inverse-square law for an ideal environment. Therefore, the signal strength changes as the tag
moves and we can easily detect the tag movement by measuring the changes of signal intensity at either
the reader or the tag. This method makes it possible to reuse the existing infrastructure and has been
widely used in radio based motion detection solutions (Muthukrishnan et al., 2007, Smith et al., 2005).
However, every object to be monitored has to be attached with an expensive tag (around $50), which is
supported by batteries. Moreover, comparing with an RFID passive tag, these battery-enabled tags are
larger in size. These two disadvantages make it only suitable for monitoring people and important assets,
rather than the billions of “things” in supply chains and our daily lives.
Based on these observations, we suggest techniques that infer motion status using the RFID
passive devices and infrastructure. RFID-enabled motion detection receives our attention because of the
following advantages:
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We can reuse the existing infrastructure and billions of RFID devices, especially in supply
chains;



It does not require a dedicated hardware; each object to be protected only needs to be
attached with a passive RFID tag, which costs as low as several cents;



We will be able to identify every object and assess each object‟s motion status separately;
their statuses can be analyzed comprehensively to infer high-level context information (see
Smart Living Scenario);



As a method of non-intrusive monitoring, the possibility of invading people‟s privacy can be
reduced.

3.3. Research Methodologies
Figure 3.1 depicts the framework of our proposed motion detection approach. The framework
consists of six basic modules: 1) data acquisition, which collects RFID readings directly from the passive
RFID devices; 2) data representation, in which RFID readings are processed into a time series of response
rates; 3) data pre-processing, which is concerned with the calculation of relative variance of response rate;
4) HMM model development, which includes HMM model design and initiation; 5) pattern recognition,
which focuses on the designing and implementation of online Viterbi algorithms; and 6) CPD model
development, which includes how to detect the change points and adaptively adjust the transition matrix
of the HMM model.

3.3.1. Data Acquisition
The data source of our solution comes from the interrogation process between RFID readers and
tags using radio wave. RFID readers and tags use a defined radio frequency and protocol to transmit and
receive data. Currently, the RFID systems in the market are operated at three different frequency ranges:
low-frequency (30 kHz - 300 kHz), high-frequency (3 MHz – 30 MHz), and ultra-high frequency (300
MHz - 3 GHz). The frequency range has impact on the communication range, the data rates, and the costs.
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Generally, systems operating at higher frequencies achieve longer ranges and faster data rates, but also
suffer from increased acquisition costs and potential interference by the surrounding environment (e.g.,
water, metal, and other RF devices). For our case, we focus on ultra-high frequency, which has a long
detection range (roughly 10-30 feet) and is widely used in asset tracking or people tracking applications.
RFID system can also be categorized as passive or active, depending on the power source and
interrogation protocol. Active tags have storage capabilities and are provided with power sources for
computing and transmitting data; while passive tags instead rely only on RF energy induced by the
electromagnetic waves emitted by the reader.
For our implementation, we need to have a technology that can monitor human activity with
good coverage; therefore, we developed and tested algorithms using UHF RFID systems. We used Alien
RFID to test the performance of our approach. There are a number of ways to read tags. For instance, we
can read tags using commands (e.g., TagList) or using an autonomous mechanism to collect data when
triggered by an external event. During our deployment, we use the command method to collect data so
that we can conveniently adjust the frequency of data acquisition by changing the interval of sending
commands.
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Figure 3.1 The motion detection framework

3.3.2. Data Representation
Data obtained from RFID devices may be presented in different formats. In our case, the data are
encapsulated in either XML or text format. These data include details regarding tag ID, antenna, discover
time, read count, etc. The tag ID is used to identify objects; the antenna and discover time detail the
scenario information (time, location); and the read count is used to compute the response rate.
Since passive RFID does not provide signal strength, the popular RSSI (Received Signal Strength
Indication) method cannot be used to model human behavior. We use response rate, as in Fishkin et al.
(2004). The response rate changes according to a monotonic function in terms of both the distance and the
angle between the tag and reader antennae. Therefore, it is proper for us to use the response rate to
approximate the RF signal strength without measuring the RF signal intensity. For an RFID system, the
interrogation cycles are typically grouped into what we term „epochs‟. We define response rate as follows:
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Response Rate. Suppose an epoch contains X interrogation cycles and Xr represents the number of
responses to the X interrogation cycles. The response rate r is the ratio of the number of received
response from the tag, Xr, to the number of interrogation cycles, X.
(3.1)
Here the number of interrogation cycles, X, is a constant for the entire solution. The response rate
is between the values of 0 and 1. Response rate is a popular method to report “seen/not-seen” for tags in
the detection field. Please note that each reader‟s detection range includes two distinct regions: the major
detection area and the minor detection area (Jeffery et al., 2006). For the major detection area, an RFID
reader can achieve high detection probabilities and the response rate in this area is high and relatively
stable -- if the environment is clean (e.g., no large metal or water barriers). For the minor detection region
that extends from the end of the major detection region to the edge of the electric field, the response rate
value decreases to zero at the end of the detection range.
Since different vendors have different implementation approaches, we follow Alien Technology‟s
implementation, which uses a count table to maintain the read counts of the tags. In this table, a tag‟s
record is created when the tag is perceived to enter the detection area. The record is deleted automatically
when the tag has not appeared for a certain period of time, which is called persist time. Suppose that X is
the number of interrogation cycles of an epoch,
and

prev

curr

denotes the current read count of the current epoch

represents the read count of the previous epoch, then we can calculate the response rate

curr

of

the current epoch by:
–

For convenience, r = (

curr

(3.2)

*X) will be used to replace

curr

as the value of response rate, since X is

a constant for the calculation of every reading. Then we know that r∈ [0, X].
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3.3.3. Data Pre-processing
Detecting an object‟s motion status using a single tag/reader is a complicated process that
requires a good inference model and proper pre-processing. To help understand the data characteristics,
we first collect two sets of data for the case of “moving” and “still”. The reader captures the tag‟s
response rate every 0.25 second. We plot these data in Figure 3.2 and mark out their respective averages.
From the figures we can see that the response rates jump frequently in both cases. For the moving case, it
is understandable because the response rate in a particular position depends largely on the distance
between the tag and reader antenna as well as the display angle (which changed due to tag movement).
For the still case, it is interesting to note that the response rate detected in the major detection area also
varied. This likely happens because the radio interaction is subject to reflection, refraction, diffraction and
absorption by surrounding objects, especially metal or water.

Figure 3.2 Variations over time when (a) Still and (b) Moving

As shown, the variation and average response rate for the moving situation is much greater than
the case of still. According to our experiments, in the still situation more than 70% of the response rates
remain within [avg*0.7, avg*1.3], where avg is the average response rate. But for the moving situation,
only about 30% of response rates are located around the average value of the data set (within [avg*0.7,
avg*1.3]). This is understandable because, due to movement, the response rates are influenced heavily by
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the distance and angle from the antenna to the object. When the object moves, the distance and angle
change causes instability in the response rate. Hence, we propose to use the “variance” value of the data
response rate to express the degree of fluctuation of a data set. By using a short time window, the degree
of variation is captured by calculating the variance of the data sequence in the window and then input into
the inference model as observations to infer the hidden states. To eliminate the influence of the variation
of the average response rate in different positions, we introduce the notion of “relative variance” as
follows:
(3.3)
Where (rk1, rk2, …, rkL) is the time series of response rates during the kth window. The time series
of relative variance data will be used as the input to our proposed extended HMM model.

3.3.4. Hidden Markov Model and Viterbi Algorithm
A Hidden Markov model (HMM) is a statistical model in which the system is modeled as Markov
chains, where the states are not directly observed, but are associated with probability distributions over
the possible outputs. HMM is a powerful tool to infer the values of unobservable state variables from the
imprecise observations that are made about related variables. HMMs have been widely used in a variety
of applications including speech recognition (Renals et al., 1994), bioinformatics (Stanke and Waack,
2003) and fault detection (Ocak and Loparo, 2001).
To apply HMM, the following elements should be determined:


The number of states, N, of the model. We denote the state at time t as st. The states
themselves are not observable.



The number of distinct observations, M, for each state. The individual observations are
denoted as O = {o1, o2, ..., oM}.



The state transition probability distribution, A={aij}, where
(3.4)
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The emission distribution, B = {bi(k)}, of observation ok being emitted by si, where
(3.5)



The initial state distribution, Π = {π i}.
(3.6)

Where P(∙) is the probability function. Thereby, a complete HMM model λ can be defined as 5tuple λ = (N, M, A, B, Π).
The Viterbi algorithm (Viterbi, 1967) is often used in HMM to estimate the maximum likelihood
of the hidden states from the sequence of its outputs, which have been emitted successively by the
independent interference terms. Both the observed events and hidden events correspond to time and the
instance of an observed event corresponds to exactly one instance of a hidden state. Additionally, the
hidden state at a certain point t depends only on the observation at point t and the most likely sequence at
point t-1. The Viterbi algorithm has been used to predict the state sequence S = {s1, s2,..., sT} based on the
observed sequence O = {o1, o2, ..., oT}, where T is the time of the last observation. The optimization
criterion is to find maximal probability of state sequences with a given length. The criterion is called the
rule of Maximum A Posteriori (MAP) and the optimal result can be expressed as:
(3.7)
Suppose δt(i) is the maximal probability of the state sequences of length t that ends in state i and
produces the t first observations for the given model. Then δt(i) = max{s1, s2,..., st-1; o1, o2, ..., ot | st = i)},
is an incremental metric over the process. At every time point, the algorithm examines moving forward to
a new set of states by combining this metric of a possible previous state with the incremental metric of the
current transition and then chooses the best one. The algorithm also keeps track of the arguments that
maximize δt(i) for each state i at time t, storing the best state predecessors in a N by T matrix ψ. This is
called the forward step. After the observation sequence is processed, the algorithm retrieves the optimal
state sequence by conducting a backtracking on the matrix ψ from the end state with the highest maximal
probability. This is called the backtracking step. For a sequence of length T, the amount of computation in
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the algorithm is at the order of N2*T and the memory required is at the order of N*T, where N is the
number of states.

3.3.5. Shewhart Control Chart
The Shewhart chart is a popular statistical process control tool for monitoring and controlling the
quality of manufacturing processes. It has been widely adopted to determine whether a process is in
statistical control or not. The Shewhart algorithm for CDP technique is given in Nelson (1984) and briefly
reviewed here.
We consider a sequence of independent random variables {y1, y2,..., yN} with probability density
Pθ(y). Before the change time t0, the parameter θ is equal to θ0, and after the change it became θ1≠ θ0. We
aim to detect the change in the parameter θ. By computing a decision rule for each sample, we test the
two hypotheses about the parameter θ: H0: θ = θ0 and H1: θ = θ1. As the result of the decision for every
sample, if H0 is chosen, the sampling and testing will continue; otherwise the sampling will be stopped.
Additionally, the algorithm of control chart is based on an important concept, namely the logarithm of the
likelihood ratio, defined by:
(3.8)
The log-likelihood ratio for the observations from yj to yk can be defined as sum of the loglikelihood ratios:
(3.9)
The sum of log-likelihood ratios from y1 to yN is said to be the decision function. That is, for a
sample size N, the optimal decision rule d can be developed based on Neyman-Pearson lemma (Neyman
and Pearson, 1933):
(3.10)
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Where h is a conveniently predefined threshold. The decision function allows simple and quick
detection of events that are indicative of the actual process change. The control chart provides statistically
objective criteria of change and can provide early alert if some events happen to the time series. In this
paper, we extend the Shewhart control chart to an online change-point detection algorithm, which serves
as an adaptive mechanism for the motion detection model.

3.4. Model Development
Unlike video recording, sensor based monitoring solutions use inference models to automatically
infer human activities based on the captured data. These models can be probability based or logic based.
Considering that the sensor data are noisy and human activities are typically performed in a nondeterministic fashion, probabilistic techniques are widely adopted. In (Chen et al., 2005), HMMs are used
for accurate and robust bathroom sound event classifications. In (Du et al., 2006), a probabilistic
generative framework in the form of a Dynamic Bayesian Network is chosen to perform activity
recognition.
In this study, we propose to use (1) a two-state HMM in an attempt to exploit inherent
characteristics of motion status for efficient detection, and (2) a CPD model to find the time point where a
significant change of motion behavior has occurred. The HMM is a generative probabilistic model
consisting of a hidden variable and an observable variable at each time step. The hidden variable can be
either moving or still.

3.4.1. Requirements of a Motion Detection Model
The goal of our design is to develop a feasible and efficient model that can be employed in a
noisy and changing physical environment. In order to achieve this goal, any motion detection model has
to fulfill the following three requirements:


Low error rate. Error rate is the most important performance metric in a motion recognition
solution. For our solution, it is the probability of falsely recognizing motion status for a
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tagged object. To obtain a low error rate, the probability for falsely detecting motion when an
object is actually still, and the probability for falsely reporting immobility, when an object is
actually in motion should be as low as possible.


Low latency. Latency is a critical metric for an online recognition system. For our case, given
an observation, the latency is defined as the time delay between initial input time of the
observation and the output time of the corresponding recognition result.



Behavior pattern independence. For an online behavior recognition system, it is necessary to
be adaptive to changes of behavior patterns. Usually, the behavior patterns of an object
change as the time or the location changes. For example, a person will move more frequently
when she/he is cooking than when watching television. Generally, people in a room will have
a totally different behavior model during the daytime as compared to periods when they are
asleep. On the other hand, more companies are inclined to deploy movable RFID readers
such as forklift-mounted or handheld readers to monitor tags; that is, an RFID system may be
used at different scenarios.

3.4.2. Applying HMM
As we introduced, a complete HMM model λ is defined as 5-tuple λ = (N, M, A, B, Π). In the
context of our system, the N equals to 2 since the two states „still‟ and „moving‟ need to detect. A is the
transition probabilities from a possible state („still‟ or „moving‟) in a time point to any state in the next
time point. On the other hand, the output symbol, which is the relative variance of the response rate, has a
large range of value, so we use the histograms to categorize the data values into bins. Therefore M
depends on how many bins we used and the emission distribution B for a state can be estimated by
probability density function over bins in the histogram of the state. The details of emission distribution
and transition probabilities will be introduced in the next two sections.
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3.4.3. Emission Probabilities
For each state j and possible output, the emission probability is a probability that a particular
output symbol o is observed in that state. In our case, the output symbol is the relative variance of the
response rate, which has a large range of value. In order to know the distribution of these values, we have
collected 5 sets of data for each case of „still‟ and „moving‟, respectively. Each data set has about 15,000
response rates spanning about 4 minutes. The relative variances of the data are calculated based on
equation (3), where the length of the window,

, is 15. We then use the histogram, a data binning

technique, to reduce the effects of minor observation errors by categorizing the data values into bins.
Figure 3.3 shows the histograms for the two motion statuses. For each histogram we specify 7 bins which
cover almost all the windowed variance values. Meanwhile, the area of a histogram is normalized to 1.
Then these histograms can be used in our solution to plot the density of the variance values and to
estimate the emission probabilities. That is, for any histogram, our model simply uses the frequency
distribution of the bins (how many variance values fall in each bin) to estimate emission probability
density in both cases (moving and still).

Figure 3.3 Histograms for emission probabilities
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For example, when an object is still, the probability of the relative variances between 0 and 3 is
about 0.60, whereas it is 0.06 when moving. Moreover, when the variance becomes large (e.g., >9), we
find that the probability density value of the „still‟ state is much smaller than the value of the „moving‟
state. This indicates that the response rates of moving objects are more likely to show high variance than
still objects.
Given the relative variance vk for a data window, we can easily obtain its emission probability
P(vk | still) and P(vk | moving). Here, the relative variance vk is computed as 4.7, and we know the
probability of the bin [3, 6] is 0.28 for the still case and 0.13 for the moving case by referring to the two
histograms. If the relative variance of response rates is in the interval [3, 6], there is a 13% chance that the
object is moving and a 28% chance that the object is still.

3.4.4. Online Adaption to Motion Pattern
We propose an adaptive scheme to address the challenge that an online inference model should be
adjusted according to different scenarios. For our case, the motion pattern is reflected by the transition
probability matrix in the HMM model. Suppose we obtain the data of response rate every p seconds and
the length of the window for the relative variance is

; then our model is fed an observation every p*

seconds. If we have observed that a person, on average, makes q moves during a period of m seconds,
then we can compute that the probability of making a move between two observations is (q*p*

)/m, and

that the transition probability from „still‟ to „moving‟ and the transition probability from „still‟ to „still‟
can be computed as:
(3.11)
(3.11)
On the other hand, each transition from „still‟ to „moving‟ is always accompanied by a transition
from „moving‟ to „still‟, thereby,
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(3.12)
With these equations, we can estimate transition probability matrices for different scenarios based
on the statistical data of motion behavior. For example, assuming the window length is defined as 15 and
the model computes response rate every 0.25 seconds, if a person makes an average of 60 moves every
hour in the living room, then the transition probabilities can be calculated as:
aMS = aSM = (40 * 15 * 0.25) / 3600 = 0.042,
aMM = aSS = 1-aMS = 0.958.
As per the „behavior pattern independence‟ requirement, our online model should be modeled as
an adaptive parametric model, of which the parameters are able to adapt abrupt changes at unknown time
instants. That is, the adaptive estimation algorithm can quickly detect changes of moving frequency with
as few false decisions as possible. To do this, the moving frequency f in a certain period of time is defined
as the number of moves q the tagged object makes in a certain period of time m; that is, f = q/m.
From this point of view, the series of moving frequency can be viewed as a realization of a
random process. Because of this random behavior, fluctuations can occur in the time sequence. On the
other hand, we cannot use decision rule based models to detect the change instantaneously because of the
random fluctuations in the measurements. With this consideration in mind, we employ a statistical
approach to solve this problem. We denote the real-valued time series of moving frequency as ft, t = 1,
2, …, n, where t is a time variable. We assume that this time series can be modeled mathematically and
the model is characterized by a set of parameters. Therefore, the problem of event detection of an object
becomes one of recognizing the significant changes of selected model parameters at unknown times. In
the field of statistics, this is known as the „On-line CPD Problem‟.
CPD systems usually use a metric-based method such as the Bayesian information criterion (BIC)
or the generalized likelihood ratio (GLR) tests based on the comparison of two statistical models.
However, both are too complex and computation intensive in terms of time and memory space, especially
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considering the large volume of RFID data with fast production speed. In order to handle the processing
smoothly, we developed our CPD algorithm, extended from the Shewhart test.

Figure 3.4 Online adaption of the HMM
In our problem, given an RFID tag, we assume that we have a series of moving frequency data
and wish to detect the change point to identify suspect events immediately. Here, the moving frequency
data fi are computed as the number of transitions from „still‟ to „moving‟ over a time window
length

(say,

i

= [(i-1)*

, i*

i

of fixed

). As seen from Figure 3.4, the moving frequency data are computed

based on the inference results of the current HMM model (Step 1). The series of moving frequency is then
input into the CPD model (Step 2) to be processed. The output of CPD includes (Step 3): a) the time point
where the significant change of the moving frequency occurred; b) the updated transition probability
matrix based on the current moving frequency information.
The idea behind finding the change point is to sequentially inspect each moving frequency value
using a decision rule based on the following hypothesis test: for the CPD model, we suppose that the
hypothesis H0 describes the normal situation that the HMM model is steady, whereas the hypothesis H1
indicates an abnormal situation that our HMM model should be adapted according to some changes of the
motion behavior pattern. That is, we wish to test the hypothesis H0 that a new unknown moving frequency
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data conforms to the same distribution as the previous data versus the alternate hypothesis H1 that it does
not (and hence conforms to another distribution):

(3.13)
Where, P(∙) is the actual distribution function of response rates; Pθ (∙) is the distribution under H0
for normal situation; Pθ (∙) is the distribution under H1 for an abnormal situation, which is caused by the
changes of behavior patterns (e.g., from cooking to watching television). We assume that, for every RFID
tag both of the probability distributions of moving frequency before and after change are Gaussian
distributions with the same variance

2

but different mean values. (This assumption is acceptable since the

observation was found that the ratio of standard deviations of time sequences before and after change
always falls in (.707, 1.414) (Wootton et al., 2006)). In the normal situation, the distribution parameters
are

0

and , which can be estimated using training data or the data of the first several substreams when

they are steady. The parameter

1

can be estimated as the mean value of the current substream. Then for

the moving frequency fi, the logarithm of the likelihood ratio can be calculated as:

(3.14)

Additionally, since the time series is a continuous stream of moving frequencies, the model
divides the stream into continuous segments with the fixed length N. Each segment is processed by the
CPD model. For the Kth segment, (fN(K-1)+1, fN(K-1)+2, …, fNK), the sum of log-likelihood ratios from fN(K-1)+1
to fNK can be calculated as:
(3.15)

45

If the threshold h is based on the requirements for sensitivity, speed and control, and we can use
the empirical value. Then the optimal decision rule d can be defined as:
(3.16)
The model tests the decision rule for each segment. Once H1 is chosen, the algorithm starts to
update the transition probability matrix for HMM. Two alternative approaches may be applied: 1) define
different transition probability matrices for different scenarios (e.g., daytime, night, etc.) based on training
data. Once change point is detected, choose the appropriate matrix in accord with the state transition
probability in the current substream; or 2) Calculate the transition probability matrix based on the mean
value of the substream after the change point. With these considerations, we design algorithm 3.1 for
model adaption as follows:

Algorithm 3.1. Model adaption procedure
1:
for K: 1 → ∞;
2:
obtain the next N moving frequencies fN(K-1)+1, fN(K-1)+2, …, fNK;
3:
if
4:
Update the transition probability matrix of HMM
5:
end if
6:
end for

For simplicity, we apply the second approach. For the Kth segment (fN(K-1)+1, fN(K-1)+2, …, fNK), the
model first applies a CPD algorithm to detect whether a significant change has occurred. If a change point
f, N(K-1) ≤

≤ NK, is detected, the model estimates the mean value λ of (f , f +1, …, fNK). It is understood

that, in the new motion behavior model that is formed after , the tagged object makes an average of λ
moves in a time window

(

should be large enough to estimate the motion frequency of the new

scenario). For example, assuming the moving frequency data in current substream are {10, 7, 15, 10, 2, 3,
0, 3, 1} and the change point is detected as the 6th data point „3‟, then the model estimates the average
moving frequency as (3+0+3+1)/4 =1.75. If the length of the time window
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= 180 seconds, then the

tagged object makes an average of 1.75 moves over 180 seconds after the change point. We can then
compute aMS = aSM = (1.75*15*0.25) / 180 = 0.0365 and aMM = aSS = 1-aMS = 0.9635.

3.4.5. Online Recognition Algorithm
Inferring which sequence of the labels best explains a new sequence of observations can be
performed using the Viterbi algorithm, which is the most commonly used algorithm for HMM models.
However, in our setting the input stream is a continuous and very long sequence of windowed variance of
response rate, and we aim to know and react to the motion status of the tags in the RFID detection fields
as soon as possible; thereby, the traditional Viterbi algorithm is unsuitable for our problem. In this paper,
we address this problem by applying an on-line Viterbi algorithm (Bloit and Rodet, 2008, Srámek et al.,
2007) on successive variable length windows. On average, it requires much less memory space and can
annotate continuous streams of data on-line without knowing the complete input sequence.

Figure 3.5 Fusion point and optimal path

We use a two-row structure to describe the back-pointer matrix in the Viterbi algorithm, as
depicted in Figure 3.5. The structure grows from left to right as the Viterbi algorithm progresses. The
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node (t, i) corresponds to the state i at a given time t.

and

stand for moving and still, respectively, and

U means unknown. An arrow in the figure represents a back-pointer from a new state at the next instant of
time. The dashed lines in the figure represent the possible segments of the most probable state path and
the solid lines represent segments of the Viterbi path. Similar to the Viterbi algorithm, the on-line Viterbi
path is defined as the most likely sequence of hidden states that results in a sequence of observed events.
Moreover, if two back-points in the structure point to the same node, we name this node as a fusion node.
Identifying the fusion nodes is the key of our online recognition algorithm as Lemma 1 shows:
Lemma 1: In the two-row structure, once a fusion node FN, (t, i), is found, the portion of the
Viterbi path up to FN can be identified and outputted.
Proof: In the forward step of Viterbi algorithm, the matrix ψ for storing the best state
predecessors is being updated as the structure grows. It is important to note that the matrix ψt, updated at
or before given time t will not be affected by further growing of the structure at t > i. Consequently, in the
backtracking step, all backtracks from the future ending states including the global Viterbi path will
definitely go through all the fusion nodes; that is, all backtracks including the Viterbi path, which reach
FN at time t from right of the node FN, yield the same path portion left of the fusion node FN. Therefore,
when a fusion node is found in the forward step, the left part of the Viterbi path, up to the fusion node,
can be identified, and thereby the inference results up to the time point t can be outputted.
The online recognition process is depicted by Algorithm 5.2. The algorithm first calls the
procedure Initiate to initiate the important data structures: vPath, which stores back-points information in
the two-row structure, and cMatrix, which is a matrix storing the best state predecessors and the
corresponding maximal probability of the state path. When a new data window

k

arrives, the algorithm

computes the relative variance of the window (denoted as relVar) and input it to the procedure
ProcessStep. This procedure includes three steps:
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Forward step. The system generates two back-points from the nodes at current time, {(i, t) |
i∈{

,

}}, to the previous nodes {(j, t-1) | j∈{ ,

}}. That is, for each state i at time t, the

back-point is selected by computing the probability of the most probable state path ending in
state i; that is, δt(i) = maxj{δt(i) ∙ aji ∙ bi(relVar)}, where aji is the transition probability from
state j to state i, and bi(relVar) is the emission probability of observation relVar being emitted
by i. Then, the cMatrix is updated as:

∙
∙

∙
∙
(3.17)



Locate fusion node. After processing sequence position i, two back-pointers can form one of
the configurations shown in Figure 3.6. Whenever one of the configurations (c) or (d) occurs,
a fusion node is identified and the procedure Backtrack is called; whenever one of the
configurations (a) or (b) occurs, the algorithm has to store the two back-pointers into cMatrix
as well as vPath, and wait for a new fusion node. We call such a continuous segment from the
previous fusion node to the newly identified fusion node a run.



Backtracking step. If a fusion node is found, the algorithm retrieves the Viterbi path from the
current fusion node to the previous fusion node. This is implemented in Backtrack. The
procedure Output(i, nowstate) outputs the recognition result nowstate at the time point i.
Moreover, the delay for each recognition result can be estimated as the difference between
the time of the output and the corresponding input-time of the relative variance.

Algorithm 5.2. Online Recognition Algorithm
1:
states = {0, 1}
2:
vPath = new int[states.Length, MAXSTEPS];
3:
cMatrix = new double[states.Length, 2];
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4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:
26:
27:
28:
29:
30:
31:
32:
33:
34:
35:
36:
37:
38:
39:
40:
41:
42:
43:
44:
45:
46:
47:
48:
49:
50:
51:
52:

void RecognitionProcess()
Initiate() ;
for K(window index): 1 → ∞ do
Obtain the next window k = {rN(K-1)+1, rN(K-1)+2, …, rNK};
relVar = getRelativeVariance( k) ;
ProcessStep(relVar) ;
end
end
void Initiate()
for each state in states
vPath[state, 0] = state;
cMatrix[state, 0] = Log(startProbability(state));
cMatrix[state, 1] = state;
end for
end
void ProcessStep(relVar)
U = new double[states.Length, 2];
for each nextstate in states
argMax = 0; valMax = -inf;
for each state in states
v_prob = cMatrix[state, 0];
v_path = cMatrix[state, 1];
if (state == 0) emissionProb = histStill.Prob(relVar);
else emissionProb = histMoving.Prob(relVar); end if
v_prob =Log(emissionProb)
+Log(transitionProbability(state, nextState));
if (v_prob > valMax)
valMax = v_prob; argMax = state;
end if
end for
U[nextState, 0] = valMax;
U[nextState, 1] = argMax;
vPath[nextState, step + 1] = argMax;
end for
cMatrix = U;
if (cMatrix[0, 1] == cMatrix[1, 1])
currfn = step;
currfn_state = vPath[0, step + 1];
Backtrack(prevfn, currfn, currfn_state);
prevfn = currfn;
end if
end
void Backtrack(prevfn, currfn, currfn_state)
nowstate = currfn_state;
for (i = currfn; i > prevfn; i--)
Output(i, nowstate) ;
nowstate = vPath[nowstate, i];
total_delay += currfn - i;
end for
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step = 0 ;
end

Figure 3.6 Four configurations: (a) and (b), no fusion node identified; (c) and (d) fusion node found
This algorithm is efficient in terms of both space and time. For every forward step, the running
time of calculating the back-pointers is O(N2) and the space for storing the back-pointers is O(N), where N
is the number of states. For our case N equals to 2, so it takes short time (can be seen as O(1)) to process
forward steps. Moreover, once a fusion node is detected and a path portion is outputted, the space for
storing the predecessors of fusion node can be discarded. That is, the average memory for storing backpointers HMM is proportional to the average length of runs (ARL) in the recognition process.

3.5. Implementation and Evaluation
In this section, we first discuss the implementation issues and then experimentally evaluate our
RFID-enabled motion detection approach. Our experiments show that the model is effective in detecting
motion status in real time.

3.5.1. Test Bed Configuration
The system platform we adopted is an Alien RFID API for .Net. We used an Alien ALR 9800
RFID reader (Figure 5.7(a)) and ALN-9629 RFID tag for testing. The RFID reader is connected to the
server through the Ethernet or serial port. We adjusted the radio attenuation level of the Alien reader to
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make the detection range of the antennas cover the laboratory. We configured the RFID reader parameters
so that the reader can detect the tag about 10~20 times every 0.25 seconds when in „still‟ status. The
experiments were conducted using an Intel Pentium 3.0GHz system with 3GB of RAM. The motion
detection prototype runs on Microsoft Windows 2003 and .Net framework 2.0. All experiments were
conducted in our RFID laboratory.
The system collects RFID data and then outputs the inference results by updating the curves of
motion statuses; simultaneously, we ask the data collector to record motion statuses of a given RFID tag
by pressing the corresponding buttons in the software graphic interface; thereby, all the logged data will
be labeled as „moving‟ or „still‟ as they are being collected.

(a)
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(b)
Figure 3.7 (a) Alien ALR 9800 RFID Reader; (b) Motion detection software
All data from the RFID antennas are directly into the motion detection system. The system for the
laboratory testing is developed with Visual C# and .Net framework. Figure 3.7(b) shows the graphical
user interface (GUI) of the software. Several functional modules are included: 1) Device configuration
module provides interfaces to tune the parameters of the connected reader, such as IP address and radio
attenuation level; 2) Histogram generator collects data in moving and still status and then generates
histograms for the two statuses respectively; 3) On-line recognition module is the core module for the
detection system, which collects data from RFID reader and puts them into the inference model, then
outputs the inference result to the user interface thread. For evaluation, the system generates buttons for
users to input the real motion statuses and logs the input data for simulation and future analysis; and 4)
Simulation module opens the log files and runs the data in an on-line manner, which makes it possible for
users to repeatedly run data to adjust parameters of the model.

3.5.2. The Experimental Design
We design two experiments to evaluate the relative performance of the proposed approach.
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In the first experiment, we conduct six cases (scenarios) to evaluate the recognition features of the
system. In these scenarios, a person attached with an RFID tag makes moves at different frequencies.
Moreover, we set the window length for relative variance as 3.75 seconds (size = 15) and the window
length for moving frequency as 5 minutes. The threshold for detecting change point is defined as 20. The
results and analysis will be presented in section 3.5.4.
In the second experiment, we analyze how the window size affects the relative performance.
Keeping other variables unchanged, we purposely changed the value of window size from 4 to 20 and test
how the model performs on RFID data streams.

3.5.3. Performance Metrics
We use two categories of criteria -- detection accuracy and latency -- to evaluate performance.
Here, „accuracy‟ (Acc.) is defined as the percent of correctly predicted object statuses (i.e., moving or
still). We further compute the false positive probabilities of recognized moving status (FM) and the false
positive probabilities of recognized still status (FS) for analysis.
The output latency measurement is important for evaluating the online algorithm for motion
detection. For our case, the input is the windowed relative variance and the output is the recognition
decision of motion statuses. As we see from Figure 3.8, the latency of an input is closely related to the
output time of the next fusion node. Obviously, the latency for every fusion node is 0 since it is outputted
immediately after being detected. For the whole observation sequence, the average latency (AL) is
calculated as: AL = total latency for the observations/sequence size.
Suppose that for the sequence (v1, v2,… ,vT), the ith variance data value is vi and its following
fusion node can be denoted as vFN(i), where FN(∙) is a function defined on [1, T] (especially, FN(j)=j, if vj
is a fusion node). Assume that vi is into the HMM at time ti and vFN(i) happens at time tFN(i), then the
latency li of the recognition of vi is computed as (tFN(i) - ti). Therefore, the average latency of the sequence
(v1, v2,… ,vT) can be estimated using the formula
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(3.18)

Figure 3.8 Latency and run lengths

Suppose that the system obtains the data of response rate every p seconds and that the length of
the variance window is

, then we know that ti+1

ti = p*

seconds. Therefore,
(3.19)

With equation (5.19), the average latency can be estimated by recording the sequence numbers of
the fusion points in the recognition process (it becomes easier comparing with recording the output time
of every node).

3.5.4. Analysis of Relative Performance
In this section, we present and analyze the results of the first experiment. Computational results
are summarized in Table 3.1. As shown, Case No.5 lasted more than 2000 seconds, while the other five
cases lasted around 3000 seconds. The moving frequencies in these cases vary significantly. For the first
two cases (No.1, No.2), the moving frequencies (MF) are less than 0.003. This happens in some scenarios
where a tagged object does not move frequently, such as when a person is reading books, watching
television, or being asleep, or a cup sitting on a desktop. For the last four cases, the moving frequency
values are much higher. They can be emulated to some scenarios where the tagged object‟s motion status
changes frequently. A typical example is an assembly line, where RFID tags have been widely used for
product management in assembly shops. Every product needs to be processed at several assembly stations,
so it exhibits many transitions between still and moving statuse.
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Table 3.1 Results of testing
Case#./Time/MF
#1/2940/0.0020
#2/3007/0.0027
#3/3682/0.0065
#4/3142/0.0096
#5/2017/0.0104
#6/3262/0.0135
AVG/2906/0.0074

Acc.
91.3%
98.3%
91.2%
93.1%
94.8%
90.8%
93.3%

FM
19.0%
6.5%
14.5%
5.2%
8.0%
18.5%
12.0%

FS
3.3%
0.0%
3.2%
7.6%
3.6%
5.0%
3.8%

AL
1.01
0.79
1.20
1.35
1.05
1.42
1.14

ARL
1.23
1.22
1.25
1.39
1.17
1.32
1.30

*MF: Moving Frequency; FM; False Positive for Moving; FS: False Positive for Still; AL; Average Latency
(sec); ARL: Average Run Length

For all six cases, the motion detection model achieved more than 90% accuracy. In particular, the
accuracy of Case No.2 is up to 98.3%, which is very high. This result is partly attributed to the
appropriate parameter settings (e.g., the emission probability) and partly attributed to the low moving
frequency, since the recognition errors were usually found to occur around the motion transition points.
In terms of false positive probabilities for recognized moving status (FM) and still status (FS), it
is clear from Figure 3.9(a) that error rates (ER, = 1-accuracy) are not a function of the false positives of
moving and still statuses. On average, false positives of moving are more frequent than false positives for
being still. This can be attributed to the effects of the surrounding noises; that is, even in „still‟ status, the
response rate data occasionally show significant variance caused by other factors such as the fluctuation
of RF energy distribution and mutual coupling effects among RFID tags.
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Figure 3.9 Analysis of Performance (a) Accuracy (Error Rate, FM, FS) and (b) Latency (ARL, AL)

Output latency is important for evaluating the online algorithm for motion detection. Figure 3.9(b)
depicts average latencies for the 6 cases of between 0.5 and 1.5 seconds. Considering that the relative
variance is captured every 3.75 seconds (window length), the model achieves good performance with
regard to delay. For the entire test sequence, the average run length (ARL) can be estimated by ARL =
Data size / the number of runs. Comparing the two curves of AL and ARL in Figure 3.9(b), it is clear that
they show a similar trend in the six tests. This is expected because the output latency of a node is
proportional to the distance to the next fusion node along the sequence, which is closely related to the
length of the run where the node is located. Furthermore, the ARL value is also a key metric for
evaluating the space complexity performance. As shown, the ARL value varies between 1.0 and 1.5,
which indicates a low space complexity of the on-line recognition process.

3.5.5. Effects of Window Size
Setting an appropriate size

for the window for computing relative variance is important for the

performance of the on-line recognition model. We explored the effect of window size on performance.
The results are depicted in Figure 3.10.
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Figure 3.10 Effects of window size (a) Accuracy; (b) Latency

In terms of assessing accuracy, these curves can be categorized into three segments. (1) When
the window size

is set appropriately (in our case,

∈[6, 18], the accuracies are stable at high levels;

(2) When the window size is smaller than a certain threshold (e.g., ≤5), the accuracy declines rapidly as
the window size decreases; and (3) When the window size is greater than a certain threshold (e.g., ≥19),
the accuracy declines gradually as the window size increases. This can be explained, as shown in Figure
3.11, as follows: small window sizes cause the variance features, used to distinguish between „still‟ and
„moving‟, to be lost; that is to say, the data items in a small window may show little variance in „moving‟
status, or show great variance when in „still‟ status, leading to false recognition. On the other hand, using
a large smoothing window risks not accurately detecting the transitions among motion statuses and,
sometimes, even leading to miss a whole stage (of moving or still), if the stage lasts for a very short
period of time within a window.
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Figure 3.11 False results caused by small window and large window

In terms of latency, the curves can also be divided into three segments. When the window size
is set appropriately (in our case,

∈[8, 14]), the system achieves low latency and the average latency

(AL) values for the three cases are always less than 1.4 seconds. When the window length is small (e.g.,
≤8), the AL values increase very quickly. If the window size is greater than a certain value (e.g., ≥14), the
latency value increases gradually as the window size increases. These results are expected because of two
facts: 1) when the window size is too small or too large, it takes a longer time to detect the fusion nodes,
leading to larger ARL values (see Figure 3.11), and, consequently,, a larger delay to output the inference
results; and 2) According to equation (3.19), as the window size

increases, the average latency

increases. Combining these two facts, the results shown in Figure 3.10(b) can be explained.
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Figure 3.12 Effect of window size on ARL

In summary, window size has a significant impact on both the accuracy and the latency
performance of the motion detection process investigated in this study. Adjusting the window size to
achieve low ARL and low error rate depends on many factors, such as the motion behavior of objects
(e.g., how long at least in a certain motion state), the reader capability (i.e., the sampling frequency of the
response rates) and the configurations of emission probabilities and transition probabilities (related to
fusion points and transition edges).

3.6. Conclusion
In this paper we present a novel approach to automatically detect object motion status in a realtime manner using a passive RFID system in noisy environments. The contribution of the paper can be
concluded from several aspects: i) instead of using additional sensor components or RFID devices, the
solution applies the statistical model- Hidden Markov Model to accurately infer the motion status
sequence based on the relative variance in a time series of response rate; ii) The HMM model is
augmented with an adaptive model, which can dynamically adjust to the changing environment based on
the change-point detection algorithm; and iii) the online Viterbi algorithm is developed to get low output
latency. We evaluate the relative performance of the prototype in terms of accuracy and latency under
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diverse conditions. Our study shows that, with appropriate configurations of model parameters, high
average recognition accuracy (more than 90%) and low average latency (around 1.5 seconds) can be
achieved. Though different window sizes can affect the performance of the proposed motion
identification model, the proposed approach can work with existing RFID infrastructures and be adopted
as a value-added application to RFID-enabled applications, including personalized assistance, smart
monitoring and surveillance, and asset management systems.
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Chapter 4
Ontology-Driven Event Detection and Indexing in Smart Spaces
4.1. Introduction
By riding the tide of sensor technologies, a smart space collects data about objects and their
surroundings to support context awareness and intelligent inference. Event logs generated from multiple
sensors of different modalities, such as ambient sensors, biosensors and RFID technologies are fed to
various information viewing and analysis services. Users perform different types of measurements and are
notified of the events that are essential to them. The logs also give a way of keeping track of how the
objects and their surroundings are behaving. However, logs derived directly from sensor readings are
usually at a primitive stage and difficult to be viewed and understood, since they have little meaning for
naive users, who much prefer to identify activities or state changes using high-level semantics or concepts.
For example, a doctor wants to retrieve or be notified of the event that a patient forgets to take medicine
before sleep, rather than the events that the patient is performed as was detected by the RFID reader near
the bed. That is, users always want to get application views about the high-level information in smart
spaces. Motivated by this, much effort has been expended toward more efficient event detection and
indexing technologies. An idea is to partition continuous sensor data streams by detecting the
qualitatively significant changes based on which low-level events are extracted (Guralnik and Srivastava,
1999). However, these change-detection approaches that do not consider the context and causal
relationships among streams have less capability of discovering semantics and, therefore, the detected
events still do not make much sense to human perception. Usually, users would like the monitoring or
retrieving tool to meet these requirements:
 Real-time information on activity and status changes. For example, a doctor wants to get a
real-time view of a patient‟s activities, such as eating, sleep, and health status.
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 Notifications of whether the behavior conforms to certain instructions or regulations. For
example, a doctor wants to be notified whether a patient is leaving her designated area.
 Multiple-level indexes and summarization of activities and status changes for further retrieval
and statistical analysis. For example, it is useful to present a pie graph of the percentage of
different types of activities made by a patient in a day, or a bar graph describing the number of
times the patient has forgot to take medicines in each month of the year.
 Activity Patterns and causal relationships among high-level events to discover the patterns
and the causal relationships among activities and status changes. For example, a doctor may
want to find whether a patient has quality sleep after reading for a long time.
Analyzing event logs from different sensors to detect activities and status changes are of more
semantics and can easily be identified by users. Toward this end, we propose the OntoCEP, an ontologydriven complex event processing framework, as part of the middleware for smart spaces. The framework
aims to extract high-level information about the activities and status changes in a smart space. Much
research has been done on using ontologies for retrieval of textual resources (Handschuh and Staab, 2003),
but applying ontology technologies to process sensor streams is a new research area, which is the focus of
this study. New ideas have included:
First, we develop the event ontology for smart spaces. Several advantages that can be achieved
include: (1) semantic indexing and detecting of events with respect to a certain ontology makes it
machine-processable, allows for exchanging data between different processes, and improves semantic
interoperability for the wide variety of data sources and the heterogeneous event inference engines; (2)
Detecting and indexing semantic events allows users to subscribe, search and mine by specifying a
request in terms of a limited vocabulary (keywords) of semantic concepts and (3) The inference graph of
the event ontology presents the event tree in the causal ancestry of any event. Moreover, by reviewing the
update log of the inference graph, we can conduct a statistical analysis on the causal relations such as that
taking a certain medicine always causes oversleep.
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Second, the OntoCEP framework is developed to maintain and coordinate various event detection
technologies (e.g., event patterns, ontology reasoning rules, and machine-learning algorithms). In this
model, we propose to use Process as the basic processing unit, which encapsulates processing logic and is
explicitly labeled with the input and output event concepts. By doing this, different types of event
inference engines can interface with others on shared vocabulary and run in a chaining manner. The
framework aims to reduce the complexity to generate and execute a series of event inference actions by
selecting the possible processes and engines available in the current context. This model makes possible
implementing a universally compliant framework to fit multiple usage environments.
Finally, we present an implementation of OntoCEP, in which event composition processes based
on Complex Event Processing (Wang et al., 2006) and semantic inference processes based on ontology
reasoning (Wang et al., 2004) are integrated into a coherent system.

4.2. Preliminaries
In this section, we present background knowledge of semantic events and ontology technology.

4.2.1. Ontology Technologies
Ontology explicitly represents knowledge within a domain as a set of concepts and relationships
between those concepts. For software engineering, ontology methodologies are used to provide formal
specifications of shared resources, reusable components, and standard services, to resolve interoperability
problems posed by heterogeneous hardware platforms, programming languages, and network protocols.
The formal knowledge representations are normally defined at three levels: representation language
format, agent communication protocol, and specification of the content of shared knowledge (Gruber,
1991).
One example is to apply ontology technologies to describe semantic web services. Markup
languages such as DAML-S/OWL-S are proposed to “enable software agents to automatically discover,
invoke, compose, and monitor web resources offering services, under specified constraints“(Ankolenkar
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et al, 2001). Ideas about using ontology to describe service interfaces and search process models are
borrowed and adapted by our event processing framework.

4.2.2. Event and Semantic Event
As we discussed, smart-space technologies are enabled by context-aware applications that adapt
to the changes of environment and human activities or statuses. These changes are usually named as
events. For the purpose of processing, an event is represented as a record of an activity in a system
(Luckham, 2002). Here, we categorize an event as a Sensor Event or a Semantic Event.
Definition 4.1. Sensor Event. A sensor event is the atomic record created by one sensor or logical
device. It can be expressed as a 4-tuple, e = (sensorID, sensorType, t, v), where sensorID and sensorType
indicate the ID and type of sensor device that generates the event, t is the timestamp, and v is the current
reading of the device.
Definition 4.2. Semantic Event. A semantic event is the record describing the current activity or
status of an entity. It can be expressed as a 4-tuple, e = (entityID, EventType, t, v), where entityID is the
entity to which the event happened, for example, a person, a room; the EventType indicates what type of
event the event is, for example, motion status, location; t is the timestamp and v is the value describing the
current activity or status change, for example, moving, in the bedroom.
Compared with sensor events, semantic events are human-understandable. Importantly, a sensor
event directly presents the output of a certain sensor device, whereas a semantic event is an
intuitive description of an entity in the real world. A semantic event can be converted from a sensor event
or inferred by other semantic events. These converted from sensor events are referred as primitive
semantic events. One example is the location of an entity (ObjectLocation in Table 4.1). An event of the
type ObjectLocation can be inferred from many types of sensor events, such as RFID detection, infrared
sensing, or even a manual report. High-level semantic events can be deduced by semantic inference
techniques such as pattern-based and machine-learning-based approaches.
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In a smart space, we can employ an event hierarchy as a way of organizing how we view an event
processing system (Luckham, 2002). The hierarchy consists of a sequence of levels of activities and each
level defines a set of event types that have the same degree of abstraction. The event at a higher level is
aggregated and inferred by the events at levels below it.
Table 4.1 shows the hierarchy of three-level semantic events for our smart space scenario. At the
lowest level, there are events signifying the attribute information of objects and environment at different
times. Most of these events are directly generated from the raw data from sensors or other monitoring
devices, such as RFID, cameras, etc. At level 2, the semantic events aggregate events from level 1 or 2
based on the predefined aggregation rules (e.g., CEP patterns, context inference rules) or other algorithms.
Level 3 includes more sophisticated events inferred from other events. For example, the studying event
involves many level 2 events such as TurnOnLight, TouchBooks and StillFor1Min.
Table 4.1 Some semantic events in smart spaces
L
Category
Event Types
Activities
3
Actions
2
Primitive
Semantic
1
Events

Studying, FallSleep, PeopleInEmergency, ForgetMedicine,
HeartAttack, TooCold
OpenDoor, SitDown, TouchBooks, OpenMedicineCabinet,
GoToBed, LieDown, TurnOnLight, StillFor1Min, ShortOfBreath
BloodPressureHigh, ChestDiscomfort
EnvTemp, EnvHumidity, Brightness, AirQuality, BodyTemp,
BloodPressure, ObjectMotion, ObjectLocation, Vibration,
RFScanning, EKG

Events in different levels can be subscribed by users and applications that need to know some
entities‟ context information in real time. These events are referred as Subscribed Events in the remainder
of the chapter.

4.3. Ontology-driven Event Processing Framework
Figure 4.1 presents the major components of OntoCEP and illustrates how the system interacts
with physical space and information applications. We first discuss how to define the sensor cloud over
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physical spaces and how to extract the query cloud from information applications and then we focus on
the work mechanism of OntoCEP.

Figure 4.1 Semantic event processing framework

4.3.1. Sensor Cloud and Query Cloud
A sensor Cloud indicates sensor readings collected from physical spaces using various sensors,
including wired/wireless sensors and RFID devices and so on. These sensor devices work with various
smoothing aggregation processors, which remove noisy readings, gather missing readings, and reduce
redundant data to ensure data quality. Based on temporal and spatial information for time series data,
different algorithms (e.g., sliding window (Jeffery et al., 2006), particle filter (Reznik et al., 2005)) can be
applied to process different types of sensor data. Moreover, the sensor cloud deals with various formats of
sensor readings supplied by different vendors. For example, two types of RFID devices, Xtive SYRD245
and Alien ALR-9800, are both used in our platform to identify assets or people. However, the readings
from Alien reader are normally in XML or text format, whereas the Xtive reader outputs binary readings.
The sensor cloud decodes these readings and translates them into unified event objects, which are then
sent to the semantic adaptor. These event objects are indicated by d1 in Figure 4.1.
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Query Cloud includes a variety of queries from information applications. One major application
in smart spaces is to monitor the activities or state changes of the objects in smart spaces in real-time.
With the Publish-Subscribe messaging paradigm, the framework accepts subscription requests of some
semantic events from applications and pushes back the corresponding event instances if they are detected.
For storage and purpose of off-line analysis, the framework also indexes all semantic events defined in
the event hierarchy and stores them to the database. These subscriptions and indexing requests are
specified in terms of a limited vocabulary of keywords and then pooled into the query cloud. The query
cloud maps the keywords to the concepts defined in the event ontology. The event concepts, also called
subscribed events, can be used as goals when the backward chaining paradigm is applied. All of these
queries in the query cloud are indicated by q1 in Figure 4.1.
Now let us assume that we have two sensor streams 1, 2 in the sensor cloud:
1(blood pressure) = {…,(t1)97/82 mmHg, (t2)99/85 mmHg,…};
2(motion) = {…, (t3)still, (t4)still, …}
Then the subscription 1 in the query cloud should work as:
1(Heart Attack)={(blood pressure>= 140/90mmHg) ⋀ (motion =still for at least 30s)}
As users always query multiple, independent data streams and expect meaningful answers, it is
difficult for a human to capture a heart attack event by viewing the streams 1, 2. Bridging the gap
between what we are given in the sensor cloud and what we expect to see in the query cloud is the major
mission of our ontology driven complex event processing framework.
As shown in Figure 4.1, the major components of OntoCEP include event ontology, semantic
adaptor, event and process registrar, semantic event dispatcher and embedded engines. The details of each
component will be introduced in the following sections.
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4.3.2. Event Ontology
As discussed, smart space services require tools for detecting, indexing, retrieving, and analyzing
semantic events. One possibility is to use the index-by-source approach, in which the system detects and
indexes the events, and users retrieve and analyze events based on the event source or event identifier, for
example, sensor ID or event composition pattern. However, such mechanisms have obvious limitations
since users wish to subscribe or retrieve in terms of semantics or concepts. Automatically detecting and
indexing high-level events bring forth several challenges: i) the events should be machine-understandable;
ii) the events are not private to certain detection techniques, but can be processed through various
processing engines; and iii) constraints and event relationships can be clearly defined. All of these
motivate us to use the event ontology to model various event types signifying activities or state changes in
smart spaces.
As the core component of the system, event ontology formally defines semantic events,
embedded engines and processes, and the relationships among them. Figure 4.2 demonstrates the major
entities and relationships within event ontology. Some entities interact with the context ontology, which
presents the domain knowledge of the applications and other context information (see Section 4.3.2). In
the following two sections, we focus on the definitions in event ontology.

Figure 4.2 Entities and relationships in event ontology
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4.3.3. Event and EventInstance
The event ontology provides definitions of all semantic events. All semantic events are specified
as subclasses of the concept Event. They are referenced by EventInstance, using <Type> properties and
Process using <HasInput> and <HasOutput> properties. Additionally, inference relationships among
these events can be specified explicitly. An example in Table 4.2 shows that the event of type
StillForOneMin can be inferred by the event stream BodyLocationStream and BodyMotionStream, where
BodyLocationStream and BodyMotionStream are instance of concept BodyLocation and BodyLocation
(both of them are subclass of concept Event).
Table 4.2 Event definition in event ontology
Property
<inferredBy>

Range
Event

Example
<StillForOneMin rdf:ID="StillForOneMinStream">
<inferredBy rdf:resource="#BodyLocationStream"/>
<inferredBy rdf:resource="#BodyMotionStream"/>
</StillForOneMin>

Every event concept can have a set of <rdfs:inferredBy> properties pointing to the event concepts
that potentially inferred the event. Placing these causal references in every event concept gives us a
practical way to trace causal relationships among events. Especially, the system can build and maintain an
Inference Graph in memory, where nodes represent the set of event concepts and their related dynamics
including the availability of the corresponding streams and the related processes; the edges represent the
inferredBy relationships among concepts. The inference graph can facilitate chaining the processes in the
event processing framework. Figure 4.3 shows a simplified inference graph.
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Figure 4.3 Inference graph

Another concept in event ontology is EventInstance. This concept defines the intermediate form
of events in the system. Events that need to be posted to heterogeneous engines are converted to OWL
document objects of this intermediate form before being dispatched. Four properties are required for an
OWL document object: <HasValue> presents the value of the event, for example, the URI of location
(defined in context ontology); <OfEntity> property specifies the URI of the entity (defined in context
ontology) to which this event instance happened; <Time> property records when the event happened; and
<Type> property indicates the event type of this event instance. An example of event instance is shown in
Table 4.3.
Table 4.3 Definition of EventInstance in event ontology
Property
< HasValue>

Range
Datatype

<OfEntity>

Entity

<Time>

Long(datetime)

<Type>

Event

Example
<EventInstance rdf:ID="EventInst43743">
<HasValue rdf:datatype="&xsd;string">
String, http://www.sso.org/sso/kitchen</HasValue>
<OfEntity
rdf:resource="http://www.sso.org/sso/Bob"/>
<Time rdf:datatype="&xsd;unsignedLong">
1300062092464</Time>
<Type rdf:resource="#StillForOneMinStream"/>
</EventInstance>
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4.3.4. Processes and Engines
The event ontology also defines a set of processes operating on streams of semantic events. Each
process fulfills one task to infer one or more implicit events from a set of events. These processes, usually
developed by system administrator, are designed to support interoperable process-to-process interaction in
the framework. To fulfill this goal, the specification method is used to present the interface and
capabilities of processes. Table 4.4 shows the major properties of processes.
Table 4.4 Process definition in event ontology
Property
<hasInputs>
<hasOutputs>
<UseEngine>
<hasPL>

Range
Event

Example
<CEPProcess rdf:ID="ProcessCEP004">
<hasInputs rdf:resource="#BodyLocationStream"/>
Event
<hasInputs rdf:resource="#BodyMotionStream"/>
Engine
<hasOutputs
rdf:resource="#StillForOneMinStream"/>
Processing_logic
< hasPL rdf: resource="#CEPPattern17"/>
<UseEngine rdf:resource="#CEPEngine"/>
</CEPProcess>

Each process has an interface describing the input and output event types. They are defined by
<hasInputs> and <hasOutputs> properties. These events must be defined in the ontology, for example,
the BodyLocationStream, BodyMotionStream, and StillForOneMinStream in Table 4.3 are actually
instances of the event type BodyLocation, BodyMotion and StillForOneMin (all are subclasess of concept
Event). Moreover, processes are executed by embedded event processing engines, which are also formally
described in the ontology. The engine of one process is specified by the <UseEngine> property. The
processing logic (or configuration) of the process is stated by the resource that the <hasPL> property
indicates. Because different engines are used, processing logic statements of processes are of different
types. For example, the processing logic of a process using CEP engine includes a pattern rule, whereas
the process using probabilistic inference model (e.g., Hidden Markov Model) has configuration of
probability features (e.g., probability matrix for HMM). Table 4.3 presents the syntax of a process named
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ProcessCEP004, which is executed by the CEP engine with the pattern rule “CEPPattern17”, correlating
the location event stream and body motion stream to generate the composite events “StillForOneMin”:
We can use Figure 4.4 to illustrate relationships among the entities in the event ontology. There
are four processes P1, P2, P3, and P4, and the processing logics are specified in the resources PL1, PL2,
PL3, and PL4. P1 and P4 are executed by Eng1; P2 is executed by Eng3; and P3 is executed by Eng2.
With the primitive events E1, E2, and E3, complex events E4, E5, E6, E7, and E8 are inferred by the four
processes.

Figure 4.4 Events, process and engines

4.3.5. Event & Process Registrar and Event Dispatcher
While the semantic events and processes are defined formally in the event ontology, the real
processing job is completed by the embedded engines. As such, an engine needs to “know” the events it
will deal with and the processing logic it will apply to generate the expected events, before the engine
process these events. This step is conducted by the Event and Process Registrar (EPR) (see r1 in Figure
4.4). The EPR scans the event ontology and registers the events and processes to the embedded engines.
Given a process, the EPR searches the engine that is used by the process. This is done by the following
SPARQL search query:
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SPARQL Q1: SearchProcesses:
SELECT ?engine
WHERE { ProcessInst ontocep:UseEngine ?engine }
Similarly, for any event type, the EPR searches the engines which can process or output the event.
The engines are found by the SPARQL search query:
SPARQL Q2: SearchEngines
SELECT ?engine
WHERE { ?process ontocep:UseEngine ?engine.
?process ontocep:hasInputs EventTypeInst}
Once all events and processes have been registered to the appropriate engines, the processing
logics of these processes are loaded to the engines. For example, for a CEP process, the processing logic
is represented as a query written by The Event Processing Language (EPL). Once the query is registered
in the CEP engine, the streaming query is automatically started.
The major task for OntoCEP is to coordinate various processing engines to process events and
infer high-level events. The events from sensor cloud and embedded engines can be pooled as available
events. Then by referring to the inference graph built in the memory, the OntoCEP can run the predefined
processes in a chaining way. A node in the graph maintains the dynamics about the corresponding event
concept, for example, the availability, when the last time the event was seen, and so on. In our current
system, we implemented an Event Dispatcher (ED) which works in a forward-chaining way.
As a central thread, the event dispatcher maintains a queue buffer for receiving events from
various sources. Before being pushed into the queue, all events are converted into a uniform formatOWL document objects defined by the concept EventInstance. Each embedded engine also maintains a
queue to receive events from ED. The work mechanism is shown in Figure 4.5.
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Figure 4.5 How OntoCEP works

Step 1: Primitive semantic events are extracted from the sensor cloud and formatted to OWL
document objects (see d1 in Figure 4.4). They are pushed into the queue of ED (see d2 in Figure 4.4).
Step 2: the Event dispatcher pick up events from its queue. Given an Event e, if it is indicated as
subscribed event, it will be posted to the information applications (query cloud; see Step 6, also see d5 in
Figure 4.4). Otherwise, the ED finds the processes that can process e and the engines running these
processes. The ED first checks whether it can be answered by a cache system using the Least Recently
Used (LRU) algorithm. If yes, the engines‟ IDs are returned directly from the cache; otherwise, the ED
executes the SPARQL Q2 to search the engines in the event ontology (see r3 in Figure 4.4) and then add
the result (mapping between event class and engines) into the cache system. After that, the ED posts the
event to these engines‟ queues (see d3 in Figure 4.4). This step is described in procedure 4.1.

Procedure 4.1. ED Processing
//the main loop of ED thread
while (!_StopED)
if(EventQueue.QueueSize() != 0)
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owlEvent e = EDQueue.GetItem();
if (QueryCloudManager.search(e)) //search in query cloud
EmitToApps(e);
//find the corresponding Engine
engines = = CacheManager.Search(e.Type); //search in cache
if (engines == null)
engines = OntologyManager.Search(e.Type) //SPARQL search
UpdateCache(engines, e.Type);
foreach engine in engines

eventforEngine = SemanticAdapt(e, engine) ; //adapt event
EngineManager(engine).Send(eventforEngine); //post event to engine

Step 3: Before entering into the queue of an engine, the event is converted to the appropriate
format which is supported by the engine.
Step 4: Embedded engines pick up events from the queue and infer high-level events using the
processing logics registered by the EPR. These new events are posted to the ED‟s queue (see d4 in Figure
4.4).
Step 5: Before entering into the ED queue, the new events are converted to the OWL document
objects.
Step 6: the subscribed events will be converted to appropriate formats that can be processed by
the information applications.

4.3.6. Semantic Adaptor
One task of Semantic Adaptor is to convert events between any formats supported by components,
such as sensor cloud, event dispatcher, and various embedded engines. In Figure 4.4, we can see how the
semantic adaptor functions in different stages of event processing. The OWL document objects defined
by concept EventInstance are used as intermediate objects, which can be converted from and to any
encoding format, as long as the corresponding conversion module is loaded into the system.
Another important function for the semantic adaptor is to convert sensor events to primitive
semantic events based on event ontology and context ontology. For example, two RFID devices, Xtive
SYRD245 and Alien ALR-9800, use different name and format systems for the attributes. Some attributes
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are supposed to have the same semantic meanings. For instance, Alien devices use TagID as the name of
identifiers that conform to the EPCglobal standard, whereas Xtive uses CID that conforms to their own
identifier format. By enabling an agreement on the meaning of specific vocabulary terms, the semantic
adaptor facilitates the correlation and composition across multiple event streams. For example, an Xtive
sensor with ID cid is detected by the reader rid. Processed by the query cloud and the smoothing
aggregation processor, the sensor event, r1 = ((cid, rid), XtiveRFID, t, d) is outputted, where t is the
timestamp, XtiveRFID is the sensor type, and d is the data of the reading, for example, motion=0. The
semantic adaptor executes:
entity1=SearchEntity(condition1), where condition1= (cid, assignedTo, entity1);
zone1=SearchEntity(condition2), where condition2= (rid, assignedTo, zone1).
The function SearchEntity can be implemented by conducting context reasoning over the context
ontology. With the entity1 and zone1 the semantic can generate the primitive semantic event (entity1,
ObjectLocation, t, zone1) and (entity1, ObjectMotion, t, 0).

4.4. Implementation with CEP and Context Inference
In this section, we introduce our current implementation of OntoCEP, which employs two
embedded engines: Complex Event Processing (CEP) and Context Inference Processing (CIP). In this
system, a complex semantic event is inferred by matching one or more events in any special pattern using
a set of event operators such as conjunction and sequence and then assigning context semantics to the
event. The major task of the CEP engine is to identify event patterns that signify the correlations between
events in a huge event cloud using pattern rules and thereby determine corresponding actions. On the
other hand, by linking the context knowledge defined in the smart space context ontology, the CIP can
infer implicit events by combining the context information. Guided by event ontology, CEP and CIP
processes are coordinated by the event dispatcher.
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4.4.1. Implicit Events Based on Event Composition
To compose semantic events from low-level events, complex event processing is adopted in our
system. The CEP includes a set of techniques and tools to help understand and control the event-driven
information system. The major task for the CEP is to derive higher level information using event patterns
that are executed upon all available events. The CEP engine conducts detection of complex patterns of
events, event correlation and abstraction based on the relationships such as causality, membership, and
timing, trying to generating meaningful events.
Our CEP engine uses the event processing languages (EPL) based on event algebras (Schiefer et
al., 2007) to define event streams and event operators that aggregate complex events. Event operators
(shown in Table 4.5) are designed to express the relationship among events and thereby define any event
patterns to detect the context dynamics. We adopt the set of event operators introduced in Wang at el.
(2006a) to express the event patterns.
Table 4.5 Operators for event composition
Operator
AND(⋀)
OR(⋁)
NOT(  )
Every(*)
Occurrence(n)
SEQ (;)
At ()
Within()

Expression
e1 ⋀ e2

Meaning
Conjunction of two events disregarding their occurrence
orders
Disjunction of two events disregarding their occurrence
e1 ⋁ e2
orders
 e1
Negation of an event
e1*
Event occurrence of an event
e1(n)
The event e1 occurs n times
(e1; e1)
Event e1 occurs followed by event e2
At(e1, t)
Event e1 occurs at time t
Within(e1,t),
Event e1 occurs within less than t seconds
Within(e1, t1, Event e1 occurs within interval t1 and t2.
t 2)

As we see, event composition patterns are used to depict timing relationship among events, which
cannot be fulfilled by a general knowledge inference engine. A CEP engine identifies the meaningful
events, analyzes their impact, and then notifies the users or the system to take subsequent action in real
time.
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4.4.2. Implicit Events Based on Context inference
Smart-space services are expected to be context-aware; that is, semantic events must be inferred
by perceiving the current context, and, accordingly, the inference engine adapt its processing behavior to
different context clues, e.g., time, location, subject profile and environmental information. In our
implementation, the CIP model infers the implicit events that cannot be discovered by pattern-based event
composition. The CIP links input events to the expertise and domain knowledge defined in the context
ontology to generate higher level events with more semantic meaning, and thereby supports semantic
interoperability and context-aware services. Especially, the knowledge is defined in the Smart Space
Context Ontology (SSCO). The SSCO describes context entities and properties in smart spaces. Figure
4.6 shows the ontology used in the current implementation. We define Entity, Device and Event as toplevel concepts of a smart space. The concept Entity defines the general features of the monitored objects
in a smart space. Every entity instance is uniquely identified. An entity instance can be a People, or Asset,
or Zone instance. Class People, Asset and Zone can be further divided according to expertise and
requirements.
For example, for indoor applications, Zone can be divided into LivingRoom and BedRoom, which
would include SleepArea and Non-SleepArea. An entity People can be classified into PeopleWithWatcher
and PeopleBeingMonitored according to the roles people plays in the system. Each entity has data
properties. A data property of an entity can be either non-temporal information, e.g., name, gender, salary,
etc., or temporal information, e.g., body temperature, blood pressure, motion status, etc. The temporal
properties can be updated by corresponding event instances. The Device class defines the general features
of a device, which collects or presents information in the system. Two sub-classes are defined: Watcher
and Sensor. A watcher device is used to present Smart Space information. It can be a laptop, PDA or
phone, etc. Sensor is a device which collects sensor data in a smart space, for example, temperature
sensor. Here, any device instance is always assigned to an entity in smart space; that is, given a device d,
(d, assignedTo, et), where et ∈ Entity.
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Figure 4.6 Smart space context ontology

In a semantic web, ontology based reasoning (Wang et al., 2004) can infer implicit information
from explicit data based on class relationships and property characteristics. Inference rules entailed
semantics can be defined by conducting analysis on relationships such as subClassOf, propertyOf,
containedBy, AttachedTo. Guided by these rules, CIP infers implicit events by combining logical
reasoning techniques such as conditional test.
For example, given an event “a person p is lying still in a spot z for a while t”, if the system refers
to the context ontology and identifies the facts that (p, InstanceOf, patient), (z, instanceOf, NotSleepArea)
and (t > 2 mins), then the system infers an semantic event implying the patient has lost consciousness and
fallen suddenly on the ground on sudden; otherwise, if spot z is identified as a bed or sofa then the
systems infers that the patient has fallen asleep.

4.4.3. Illustrative Example
In this section, we use the following example to explain how OntoCEP integrates event
composition with context inference. Explicitly, for CIP processing we use first-order logic with operators
(e.g., AND(⋀), OR(⋁), IMPLY(→), etc.) to represent the inference rules, which can be easily converted to
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OWL-DL statements for implementation. For CEP processing, to define the aggregation rules among
events, we use a simplified event composition language based on the operators in Table 4.4.
What we have in sensor cloud includes sensor readings from the environmental sensors (i.e.,
temperature, humidity sensor, light) as well as the body sensors (i.e., motion, blood pressure). RFID
scanning records can be used to infer the location of objects attached with RFID tags. In the query cloud,
we can extract subscribed events including peopleInEmergency, peopleInSleep, ForgetMedicine from the
subscription from users and applications.
Cleaned and aggregated by the smoothing aggregation processor, sensor events are translated into
primitive semantic events by semantic adaptor, of the form of OWL document objects. For example, the
following two ontology reasoning rules can be applied to obtain the values of properties <OfEntity> and
<HasValue>:
SA Rule1:
(?People, equippedWith, ?RFTag)
⋀ (?RFTag, detectedBy, ?Reader)
⋀ (?Reader, covers, ?Zone)
→ (?People, hasLocation, Zone)

SA Rule2:
(?People,
equippedWith, ?MotionSensor)
⋀(?MotionSensor,detectedAs,?
Motion)
→(?People, hasMotion, Motion)

These primitive events (e.g., ZoneLight, ObjectMotion, ObjectLocation) are sent to the OntoCEP.
By referring to the event ontology, OntoCEP dispatches the ObjectMotion events to the CEP engine,
which can execute the following process to detect the composited event stillFor1Min, representing that
one object in a certain place has been still for one minute.
Process1
Input: objMotion;
Output: stillFor1Min;
UseEngine: CEP_Engine;
HasPL: <String rule>,
Within((objMotion(motion=still) ) (10), 60 seconds)
⋀ objLocation → stillFor1Min
When an event stillFor1Min is posted to the listener of the CEP engine, it is converted to an
OWL document object and sent back to the event dispatcher. By referring to the event ontology, the ED
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sends these events to the CIP engine since the event type stillFor1Min is labeled as an input of the
following process:
Process2:
Input: stillFor1Min;
Output: peopleInSleep, peopleInEmergency
UseEngine: CIP_Engine;
HasPL: <String rule>
(?People,stillForOneMin, ?Zone)
⋀ (?Zone, typeOf, SleepArea)
→ (?People, sleepIn, ?Zone)
(?People, stillStatusOneMin, ?Zone)
⋀ (?Zone, typeOf, NotSleepArea)
→ (?People, EmergencyIn, ?Zone)
The CIP engine executes the processing logic of Process Process2 to infer whether the person is
asleep or in emergency. Based on the inference results, an implicit event, either peopleInSleep or
peopleInEmergency is indexed and outputted back to the queue of the ED. After being adapted, the ED
posts the peopleInSleep event to the CEP engine to execute the Process3. High-level events
forgetMedicine can be generated if the conditions of rule are satisfied:
Process3:
Input: peopleInSleep
Output: forgetMedicine
UseEngine: CEP_Engine;
HasPL: <String rule>
SEQ(  takeMedicine; peopleInSleep)
→ forgetMedicine WHERE timer: within(60 min)

4.5. System Evaluation and Discussion
In this section, we introduce how the system prototype is implemented and evaluated.

4.5.1. Prototype Implementation and Experiment Settings
We programmed the OntoCEP prototype in Java. The Java Virtual Machine used is the Sun JDK
version 1.6.0_21. Jena Semantic Web Framework is employed to generate and access the event ontology.
The CIP engine is implemented based on the Jena 2 Inference API and the context ontology is edited by
Protégé. The CEP engine is implemented based on ESPER (Bernhardt, 2011).
82

The goal of our experiments is to evaluate the efficiency of the major task of OntoCEP, which is i)
receiving and buffering events, ii) picking up and dispatching events based on the search results from
cache system or the SPARQL query over the event ontology; and iii) applying the semantic adaptor and
posting the formatted events to the appropriate engines. We use the average processing time, latency, and
throughput as our performance measures and analyze how they are impacted by input rates, number of
event types, and cache capacity. Formally, we define these parameters as follows:


Input rate, λ: the number of events to OntoCEP per second.



Number of event types, n: there are n types of events processed by OntoCEP.



Processing time, pt: the time taken for OntoCEP to process one single event (dispatches and
adapts it).



Queue time, qt: amount of time an event spends before being processed by OntoCEP.



Latency, l: time delay of en event experienced in OntoCEP including the queue time and
processing time; that is, l = qt + pt ;



Throughput, tp: the average quantity of events that can be dispatched and adapted per time
unit by OntoCEP.



Cache capacity, cc: the number of entries of the cache system.

We design the following experiments to evaluate the efficiency. In these experiments, we develop
an ontology creator to create event types, virtual engines, and processes in the ontology by specifying the
number of event types, the number of engines and the number of processes for each engine. Moreover, an
event simulator is developed to emit primitive events from one or multiple threads simultaneously. For all
these experiments, both the OntoCEP and the simulator run on a computer with an Intel Core 2 Duo
processor with 2.50GHz processor speed and 2.99 GB RAM.
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4.5.2. Latency over OntoCEP
In the first experiment, we are interested in how much time would be taken to dispatch and adapt
a single event. Before being processed, the event needs to wait in the queue of the ED, so the waiting time
(queue time) is also critical when measuring the total latency over the dispatching and adapting service.
The initial idea is observing how the input rate affects the latency and processing time. We experimented
with different input rates each time, observing both the average processing time and average latency. For
each input rate, we obtain the average time when it becomes relatively stable (normally in our tests, when
the number of inputted events exceeds 10000). The input rate is changed by adjusting the emission
frequency of the simulator. Those emitted events are of different types, which have been registered in the
event ontology. Here we create 300 event types, 10 virtual engines and 10 processes for each engine. The
cache capacity was set as 50, 150 and 250 and the results are shown in Figure 4.7 (a), (b) and (c),
respectively. The closer comparisons of average processing time and average latency when setting
different cache capacities are shown in Figure 4.7 (d) and (e).
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Figure 4.7 The effects of input rate on average processing time and average latency

We elicit the following three observations from Figure 4.7: i) given any input rate, the average
processing time is far less than the average latency (see Figure 4.7 (a, b, c)): in any tested case, the
average processing time is less than 2.5 milliseconds, while latency ranges from 8 to 1600 milliseconds;
given any input rate, the queue time constitutes about or above 85 percent of the total latency. ii) as the
input rate increases, the average processing time is stable (see Figure 4.7(d)) while the average latency
grows (see Figure 4.7 (e)). Importantly, the average latency increases drastically when the input rate
exceeds a certain threshold, whereas before the threshold the latency increases in a relatively slow speed;
iii) comparing the results of the same input rate but different cache capacity, we found that, both the
average processing time and the latency decrease as the cache capacity is increased (see Figure (d, e));
moreover, the threshold shifts to the right as the cache capacity increases, and a smaller cache capacity
makes the curve segment after the threshold steeper (see Figure 4.7(e)).
These observations can be explained as follows: i) the queue time is the major contributor to the
latency over OntoCEP, and the processing time is so small and can be neglected in most cases. ii) The
threshold points roughly correspond to the maximum throughput of the event dispatching and adapting
service: when the input rate is overwhelming, the maximum processing speed (λ>tp), the queue of the ED
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will be filled gradually and the queue time will become longer, thereby causing the latency to increase
rapidly. Iii) The cache capacity can impact the average processing time mainly because as the cache
capacity increases the cache hit rate will increase and the number of executions of the SPARQL queries
will be decreased, thereby causing the average processing time to decrease (considering that executing the
SPARQL queries is more time-consuming than searching the cache system).

4.5.3. Throughput
Now we have known that if the input rate exceeds the throughput of the system, the average
latency of events will increase rapidly and easily make the dispatching and adapting service become the
bottleneck of the whole framework. Throughput measures the average quantity of events that can be
processed per time unit. According to Little‟s Law (Gross and Harris, 1988), th ∝ 1/pt, that is, the shorter
the average processing time, the higher the throughput. Recalling that the task of OntoCEP includes
dispatching and adapting events, we can expect that the throughput can be impacted by the time delay on
of the SPARQL execution over the event ontology, the hash search over the cache system, and format
adaptations through semantic adaptor. The SPARQL execution time is related to the ontology size (the
number of events, processes and engines); whereas the average number of adaptation executions per event
is related to the number of engines returned from the SPARQL or cache search. Another important factor
is the probability ratio of doing hash search and SPARQL execution, because SPARQL execution is more
time-consuming than hash search. This ratio is related to how much of a percentage of event types is
cached.
With these considerations, we conduct 4 groups of experiments to explore how the throughput
will change when changing the parameters, including the number of event types, number of engines,
processes per engines, the ratio of cache capacity, and number of event types. For each experiment, we
changed one parameter while keeping the others unchanged and observing the throughput of the OntoCEP.
The parameter is shown in Table 4.6. We get the throughput measurements by injecting 8000 events (a
certain number of event types is mixed and picked up randomly) into the queue of the ED at one time;
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then we measure the total processing time (till the last event in the queue is processed) consumed by the
dispatching and adapting service.
Table 4.6 Parameter settings
Result
(a)

Cache
capacity
0, 100

Number of
event types
200~1200

Number of
engines
10

Processes per
engines
10

(b)

0~400, 0~800

400, 800

10

10

(c)

0

400

5~30

10

(d)

0

400

10

5~30

In the first experiment, we test the impact of the number of event types on the throughput of the
system. We first disable the cache system to make sure that the system needs to access the event ontology
through SPARQL query for processing every single event. 8000 events are injected at one time with a
certain number (200~1200) of event types respectively. Next we enable the cache system with capacity
100 and run the same procedure. The results are shown in Figure 4.8(a). As we see, when the cache
system is disabled, the number of event types has almost no influence on the throughput; that may
indicate that the ontology size (in our tested range) does not have much influence to the SPARQL
execution time. When the cache system is enabled, the throughput is greatly increased when the ratio of
cache capacity to the number of event types is higher than 1/6 (i.e., 100/600); as more event types are
registered in the ontology, the role of a 100-entries cache system is gradually weakened because of the
decreasing ratio.
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Figure 4.8 The effects of the number of event types, cache capacity, number of engines and processes per
engine on throughput
Next we explore how the throughput is impacted by the ratio of cache capacity to the number of
event types. We change the impact of cache capacity while keeping other parameters unchanged. Two
rounds of test are conducted, one for 400 event types and one for 800 event types. The result is shown in
Figure 4.8(b). As we see, in both cases, throughput increases as cache capacity increases. Moreover, when
the ratio of cache capacity to the number of event types is low, the two tests show almost the same
throughput; when ratio gets bigger, the test of 400 event types outperforms the other. These observations
can be explained as: i) the higher the ratio of cache capacity to the number of event types, the higher the
cache hit rate will be and the better the system will perform; ii) it is not necessary that be the same as the
ratio of cache capacity to the number of event types, when the cache system is not fully loaded. The test
of 400 event types will take a shorter time to reach the cache capacity, so it is expected to perform better
than the other one.
In the third and fourth experiments, we analyze how the number of engines and processes per
engine affect the throughput. The results, shown in Figure 4.8 (c) and (d), indicate that, increasing either
of them can decrease the system‟s throughput with a similar trend. This matches our pre-experiment
analysis well: with more engines and processes registered in the ontology, given an event the SPARQL
query or cache search will probably return more processes that can accept the event as input, and more
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engines which execute these processes. More engines included in the query result also means that the
event needs to be adapted into more formats in the semantic adaptor. This obviously will increase the
average processing time and thereby decreasing the throughput.

4.5.4. Discussion
To sum up, in order to avoid OntoCEP becoming a bottleneck because of high latency, the system
needs to make sure λ<tp, that is, the input rate is lower than the system throughput. Two ways can be
explored: i) lowering the input rate by using some data preprocessing strategies, such as data aggregation;
ii) improving the processing efficiency of OntoCEP to increase maximum throughput: control the number
of event types, processes, and embedded engines within an ontology; design an appropriate cache system
(i.e., structure, algorithms) and increase the capacity of the cache system.
Based on the experimented results, we know that, with an appropriate design and configuration,
the OntoCEP running an ordinary computer can handle 800 events per second, of 200 event types, 10
engines and 100 processes. This demonstrates that the system can be potentially applied in many areas
such as smart spaces, network attack, business monitoring, and so on. One application is to employ
OntoCEP in smart spaces as the data processing server to process semantic events in real-time by
providing context awareness and intelligent inference of surroundings. Once high-level semantic events
are detected, the OntoCEP can notify applications or people to further process these semantic data.

4.6. Conclusion
In this chapter we have presented a novel framework, OntoCEP, for semantic indexing and
detecting of events. The framework aims to bridge the gap between what to get from sensors and what the
user hopes to know about the objects and their surroundings in a smart space. The framework mainly
focuses on the processing of semantic events, which is human-understandable and easy to specify for
users to use keywords. Event ontology is developed to enable semantic indexing and detecting of
machine-processable events and exchanging event data between different processes. Driven by the
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ontology, the framework maintains and coordinates various event processes (e.g., event patterns, ontology
reasoning rules, and machine-learning algorithms) for processing semantic events. Moreover, the current
implementation enabled by CEP and CIP is introduced. The system elaborates on event composition and
context inference by combining event composition technology and semantic reasoning into one coherent
system.
We envision some enhancements to the framework. One is to introduce statistical processes to the
framework, since the original events from sensor readings are full of uncertainties even though processed
by a smoothing aggregation processor. We need to assign probabilistic labels to the nodes of the inference
graph and plan to employ machine learning algorithms (e.g., particle filter (Arulampalam et al., 2002),
Hidden Markov Model (Eddy, 1996)) for the time series to join and infer event streams.
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Chapter 5
A Novel Authorization Model for Pervasive Healthcare
5.1. Introduction
The adoption of the Electronic Health Record (EHR) and pervasive healthcare technologies have
been viewed as a major step for the electronic healthcare (e-health) era. The EHR is a complete record
about patient that allows the automation and streamlining of the workflow in healthcare settings. With
EHR, new care-related activities are provided via various applications such as evidence-based decision
support, health information management, and outcomes reporting. In more advanced scenarios, pervasive
devices and healthcare systems are developed to communicate seamlessly and transparently with Health
Information Systems (HIS) and to provide healthcare services, irrespective of their location and time.
Enabled by identification (e.g., barcode or RFID) (Dighe and Lewandrowski, 2005) and wireless
communication technologies (e.g., Wi-Fi, Bluetooth, ZigBee), medical devices can ubiquitously retrieve
and present information from a collection of EHRs and medical literature about the intended patient to
health professionals. One typical example is Point-of-Care (POC) driven environments. With various
forms such as medical computer carts or Mobile Clinical Assistant (MCA), POC devices can help
healthcare professionals obtain EHRs from databases and health monitoring data from medical sensor
networks, based upon which meticulous analysis can be conducted everywhere at any time.
With the development of pervasive healthcare systems, on the one hand, healthcare services
become more efficiently and ubiquitously accessible; on the other hand, new expectations of pervasive
access control have arisen accompanying with new paradigms of pervasive healthcare delivery. The
protection object, healthcare data, is primarily data-centric rather than document-centric, and usually
involves highly sensitive information such as patient medical histories, examination reports, radiology
images, sophisticated equipment‟ usage reports, and blood bags‟ tracking records, etc. The pervasive
healthcare information could be abused by corporations in deciding who should be promoted, by
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insurance companies in refusing coverage for people with poor health, and by spouses and their attorneys
in divorce cases. Therefore, security threats that could expose medical information as well as personal
privacy trigger the need for advanced access control models, which have to satisfy the following
requirements:


Be enforceable over large-scale, distributed and heterogeneous systems, while simultaneously
ensuring that the size of the policy repository is under control. A pervasive healthcare system
allows healthcare organizations to exchange health-related information. It is expected that
national integration would bring the system to a situation where a large volume of data records
are shared and made available to a large number of users (Bilykh et al., 2003). Moreover, data
sources maintained by these organizations are possibly syntactically and schematically
heterogeneous, and user groups in these organizations have different access rights. This leads to
the need for an information mediator to perform application-to-application mappings among EHR
systems.



Be fine-grained over complex data objects. An EHR is a complex object, composed of distributed
sub-objects of different types of content, such as profile data, diagnosis reports, radiology images
and so on. An access control system, dealing with such complex objects in a distributed
environment, must ensure that different data records and different portions of an EHR meet
various protection requirements. This is important because access to sensitive information is
limited to those users who have a legitimate need-to-know and are authorized by the information
owners. For example, a patient's profile could be made available to every staff member of a
hospital, whereas the medical records should be made available only to physicians and family
members. Moreover, some sensitive elements of the medical records, such as HIV/AIDS
diagnosis, should be hidden from general medical information during the sharing process, unless
a special treatment option is indicated (Jin et al., 2009).
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Be able to capture context dynamics and enforce context-aware authorizations. Context, in our
paper, is defined as any information used to characterize the situation of people and data objects.
An entity‟s context usually needs to be understood to make appropriate access decisions.
Examples of context dynamics include: a) any changes of physical relationships, for example, the
patient Alice can be assigned to different doctors in different curing stages; accordingly, some of
Alice‟s clinical data (e.g., highly confidential health information (HCHI) such as HIV diagnosis
reports) may not be available to her previous doctor anymore but available to her current doctor;
b) emergencies, for example, when the patient Alice‟s heart rate has dropped to 25 and she is
passing out, doctors will be allowed to access all of Alice‟s medical data; c) large-scale events,
for instance, research staffs can access patients clinical data only at work or in the hospital.
Obviously, it is impossible to update authorizations manually to respond to context dynamics,
since thousands of people and data resources are involved in a pervasive healthcare system.
Therefore, the advanced authorization model is required to capture context automatically and to
enforce context-aware authorizations efficiently.
The goal of our work is to propose an authorization model that can address the aforementioned

requirements in a systematic, flexible and efficient way. The model is composed of several novel ideas
and can be explained by the semantic authorization stack shown in Figure 5.1, which is a layered
architecture for specifying and enforcing authorizations semantically. As shown, the data and user layer
presents the distributed data resources and organizations. Relying on ontology technology, we
conceptualize data resources and users and develop multiple concept trees according to their semantic
scopes. Additionally, relationships among data and user instances are explicitly expressed. This layer of
concepts and relationships is named as ontology layer. With the ontology, semantic authorizations can be
specified either by authorization policies or by policy generation rules. Specifically, policies are used for
specifying authorizations at the concept level, since concept vocabulary is limited, no matter how large
the scale of distributed data sources is. Rule-based authorizations are able to encode the restrictions of
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relationships among users and data records, and capture context dynamics and conditions for the
enforcement of authorizations. Different processing procedures are applied for concept-level policies and
policy generation rules. For the former, the model considers concepts‟ semantic scopes and to propagate
authorizations from a concept to its sub-concepts. By making use of the hierarchical structures of concept
trees, a novel decision propagation algorithm and an extendable operator system are developed to
compute and update concept-level access decisions efficiently. For policy generation rules, the system
conducts ontology reasoning and infers context-aware authorizations. These authorization policies, rules
and decisions compose the authorization layer. The application layer receives user requests and responds
with authorized data views; that is, when receiving a data request from application layer, the system
locates concept-level decisions and enforces the corresponding context-aware authorizations, based upon
which an authorized view is computed and returned to the application layer.

Figure 5.1 Semantic authorization stack
To sum up, the proposed semantic authorization model, on the one hand, allows specifying,
propagating, and computing authorizations over concept hierarchies in the abstract world, thus achieving
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benefits including: a) structural heterogeneity across data sources is eliminated; b) concept-data mapping
can be conducted by local schema designers of data sources, so that policy designers working on a
mediation server only need to develop authorizations over the ontology layer, rather than knowing
syntactic structures of distributed data sources; and c) the size of policy repository can be greatly reduced.
On the other hand, enabled by ontology inference tools, the model is able to encode the authorization
restrictions posed by the physical world, thus allowing the model to capture context dynamics, and
condition for the enforcements of context-aware authorizations, and define authorizations in a flexible
way.
The rest of the chapter is organized as follows. In section 5.2, a brief description of pervasive
access to medical data is presented. In section 5.3, we introduce how to model pervasive healthcare
entities and relations. In section 5.4, we define the basic elements of the authorization model. In section
5.5, we detail the mechanism of the authorization enforcement procedure. In section 5.6, we introduce the
prototype design and evaluation and present a security analysis of the system. In section 5.7, we conclude
with a summary.

5.2. Pervasive access to medical data
In recent years, pervasive healthcare technologies have been being developed to improve
communications among patients, physicians and other healthcare professionals and thus, enabling the
delivery of accurate medical data anytime anywhere. Some pervasive healthcare solutions (e.g., Fusionfx
healthcare solution suite. http://carefx.com/products.) have been proposed. Figure 5.2 shows a mediatorbased solution, which aims to provide caregivers a unified view of patient information by creating
composite views of data from multiple organizations, such as hospitals, labs, radiology centers,
pharmacies and community clinics.

A schema mediator ensures compliance among data sources.

Importantly, privacy and security are maintained through a centrally managed security system that
verifies identifications and enforces authorizations against access requests.
97

Figure 5.2 Mediator based solution

With the benefits brought by pervasive access, various healthcare applications are developed,
such as emergency response, personalized monitoring, mobile telemedicine, and lifestyle incentive
management. Two scenarios are presented as follows:
Point-of-care Testing (POCT). POCT is the laboratory testing performed by healthcare
professionals (physicians or nurses at or near the site of patient care). All patients living in wards are
assigned an RFID wristband resembling a watch with a passive RFID chip. Professionals use a handheld
computer with an RFID interrogator to read the data encoded on the bracelets. Patients‟ EHR information
can be obtained from a data server over wireless LAN connection. Physicians diagnose patients,
combining patients‟ confidential medical history and treatment records, and make decisions about the
next treatment.
Telemonitoring Device. By integrating the data collected via the EHR information platform and
the telemonitoring devices, patients will be able to communicate information, such as key vital signs,
from the telemonitoring device in their homes to the EHR system. This in turn provides the caregiver with
the most current patient records available for coordinated patient care.
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It is expected that more novel pervasive healthcare applications will be developed and applied in
the future. For example, people could use their mobile devices to view their parents‟ current medical
records, and physicians and nurses could receive health updates and statistical reports of their patients on
time.

5.3. Modeling Pervasive Healthcare Entities and Relations
Access control of an information system is performed against a set of authorizations according to
some security policies specified by administrators or users, namely policy designer in our study. In most
conventional access control model, an authorization <sub, obj, a> specifies that a user or a group of users,
sub, is authorized to exercise some type of action, a (e.g., view, update), on a certain data record, obj. As
we discussed, such an approach is not suitable for distributed information systems (e.g., pervasive
healthcare systems, supply chain information applications, distributed digital libraries), mainly because of
its distributed and heterogeneous data sources and its extraordinarily large collection of users and data
records.
Example 5.1. Assume that in a small town there are two healthcare organizations: medical center
and community clinic. They maintain different databases (MCDS for the medical center, CCDS for
community clinic) and have different role structures of data users. The database schemas and user groups
are shown in Figure 5.3.
Suppose a pervasive healthcare service is being developed to support inter-organizational data
access; that is, a data access request across the two databases is automatically mediated in a way that is
transparent to databases.
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Figure 5.3 Data schemas and user groups

The data in two sources can be accessed through a pervasive healthcare system. If we have a
requirement that “the doctors are allowed to view clinical data”, then under the traditional access control
system we need to define a schema-level policy for each data source, respectively:
(Doctor,/MCDS/DiagnosisFindings,+),(Doctor,/MCDS/PhysicalExam,+),(Doctor,/MCDS/HCDia
gnosis, +)
(Doctor, /CCDS/DiagnosisReport,+)
Obviously, this method of policy specification on heterogeneous data sources adds a burden to
the policy designer, as they have to be familiar with the various database schemas. By applying semantic
web technologies, these shortcomings are precluded by our model. OWL (Horrocks, 2002) can be used to
create and describe ontology and semantics in a specific domain. As shown in Figure 5.4, we can develop
an ontology model, which is composed of a physical plane and multiple concept trees. In the physical
plane, data objects and user are linked by the relations among them (e.g., ownedBy, examinedBy) in the
physical world. A data object or users can be annotated by one or more semantic concepts. Concepts are
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linked by abstract relationships (e.g., subClassOf) and organized as trees. These trees are in the abstract
world.

Figure 5.4 The proposed ontology model

5.3.1. Conceptualizing Data Resources
As we show, access control model for heterogeneous information systems needs to deal with
distributed data records of different database types (e.g., relational vs. XML), schemas (structures and
names, e.g., , the two schemas in Table 1) and even data types (radiology images vs. diagnosis text).
These heterogeneities make the process of policy specification difficult. Moreover, in practice, the
protection objects can be easily perceived and identified by people as notions with semantic meanings
rather than the paths and names of specific data nodes in database. For example, the policy designer may
want to protect all patients‟ clinical data, which obviously includes many records of different types and
distributed in different data sources.
Using concepts to annotate data is a feasible approach to solve syntactical and schematic
heterogeneities over data sources. Concept are defined as the abstractions which have semantic meanings
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and can concisely describe a group of instances. For example, the concept Radiology-Image denotes all
the radiology-images in the system and the concept EHR denotes all the EHR data records. Using
semantic web technology, concepts are defined in Ontology, which is designed as shared
conceptualisation of a domain (Gruber, 1993). Many research works (Beale and Heard, 2007, Wun et al.,
2007) have proposed to use medical domain ontologies to model healthcare information and use ontology
mapping systems to enable effective access to different EHR systems. These solutions can improve the
way patient information is being accessed and shared. For access control systems, by defining policies‟
objects at the conceptual level, a policy designer can specify authorizations without considering the
structures and paths of data sources.
Example 5.2. Suppose we use the concept ClinicalData to annotate:
{/MCDS/DiagnosisFindings,/MCDS/PhysicalExam,/MCDS/HCDiagnosis,/CCDS/DiagnosisRepo
rt},
Then we can specify a concept-level policy to replace the policies in Example 5.1:
(Doctor, Clinical Data, +)
It is important to note that the mappings between concepts and schemas are usually created and
updated either manually by schema designers, or semi-automatically with help from automatic ontology
mapping tools (e.g., XML2OWL (Rodrigues et al., 2006)). This process is called concept definition.
Concepts in terms of instances usually represent data at different semantic scopes. By referring to Atallah
et al. (2007), we formally define semantic scope as:
Definition 5.1. Semantic Scope. The semantic scope SE(ci) of a concept ci is defined as the set of
all instances that satisfy the definition of ci.
For example, we know SE(EHR)⊆SE(Radiology-Image). In semantic web, properties such as
instanceOf, subClassOf and partOf describe relationships among concepts in terms of semantic scope.
These relationships are classified as Abstraction Relationships. With abstraction relationships, hierarchies
can be formed with partial order ≼.
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Definition 5.2. Given two concepts ci and cj, we say ci ≼ cj if and only if SE(ci) ⊆ SE(cj).
For example, given (Radiology-Image, sac:partOf, ClinicalData), we know Radiology-Image ≼
ClinicalData. Especially, we develop Object Concept Trees (OCT) based on certain classification
schemes of data resources. In an OCT, nodes represent object concepts and edges represent abstraction
relationships. It is important to note that, rather than using general hierarchies, the object concepts are
required to be organized as trees, where for every node, the semantic scopes of its child nodes are
designed to be disjoint. For example, node ClinicalData is not allowed to have Radiology-Image and
ImageData as its child nodes. However, we allow conceptualizing data resources in multiple concept trees
based on different classification schemes.
Hence we conceptualize EHR data in two abstract dimensions (concept trees), based on the
classification scheme of data contents and classification scheme of patients respectively. For the former,
we refer to the classification scheme provided by Kallem et al. (2007), which is shown in Figure 5.5. As
we see, EHR is a complicated object containing a wide range of information. For example, a patient‟s
EHR may include demographic records and clinical records. Each category can be further divided into
many levels of subcategories. We denote this object concept tree as EHR-OCT. Using classification
scheme of patients, EHR data can also be classified according to the types of the owners of EHR data.
Accordingly, this tree we denote as Patient-OCT in the remainder of the paper. We can find the simplified
EHR-OCT and Patient-OCT in Figure 5.7.

5.3.2. Conceptualizing Users
Apart from semantic heterogeneity of data sources, there also exists heterogeneity for roles or
user groups in the organization. Different organizations create roles with different names and access
rights for users. If a role in one organization has to be provided with access to data in an information
source stored in another organization, the semantic heterogeneity among role lattices across the two
organizations must be resolved. Similarly, users can themselves be annotated by certain concepts. For
example, the doctors and physicians in medical centers can be annotated by the concept Doctor. Based on
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the abstraction relationships among concepts, a Subject Concept Tree (SCT), independently of
organizational boundaries, can be developed. Figure 5.6 shows an example of SCT with a root node
„Subject’.

Figure 5.5 EHR object concept tree

Figure 5.6 Subject concept tree
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5.3.3. Modeling Relationships
Besides conceptualizing resources and users, ontology explicitly defines a variety of relationships
among concepts and instances within each domain. As we have discussed, abstraction relationships
describe the complex structure or classification schemes of organizations and data objects, which may
require a fine granularity for access control by which authorizations can be specified on specific scope of
users and resources.
However, the above approach is not enough for some cases for two reasons: a) annotating scopes
of users or resources by concepts is not easy, and b) it is required to condition the grant of some
authorizations. For instance, suppose every doctor in a hospital is only allowed to view the clinical data of
patients who are being examined by her/his doctor or a patient‟s clinical data is only allowed to be
accessed by her/his doctors and nurses. In this case, it is difficult to conceptualize every doctor‟s patients
or every patient‟s doctors, let alone to express the conditions of granting a doctor access a patient‟s
clinical data.
To solve this problem, Physical Relationships among users and data entities need to be
considered when designing authorizations. A physical relationship can be one between two user entities,
for instance, (Alice, sac:examinedBy, Bob), or a relationship between a data and user entity, for example,
(RadiologyImage#4395, sac:ownedBy, Alice).

5.3.4. An Illustrative Example
To deal with information heterogeneity in Example 5.1, we develop the ontology shown in Figure
5.7, using the method we discussed in previous sections. The ontology is composed of one subject
concept tree (SCT), two object concept trees (Patient-OCT, EHR-OCT), and one physical plane. In the
SCT, the top concept is MedicalStaff, which has two child concepts Clinician and ResearchStaff. The
class Clinician has two sub-classes, Doctor and Others (e.g., nurses, pharmacist). In Patient-OCT, the
patients‟ data are classified by the types of their owners, dividing into two classes: inpatients‟ and
outpatients‟ EHR data. In both the SCT and Patient-OCT, we use the concept “Others”, so that one
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node‟s semantic scope will be covered by the union of semantic scopes of its children. In EHR-OCT, EHR
includes DemographicData and ClinicalData. The ClinicialData includes two types of data: HCHI and
GeneralClinicalData. The FamilySocialData is part of the DemographicData. For simplicity, in the
following, we also use the codes (e.g., S1, P1, E1) labeled in the above concept trees, instead of using the
concept names.

Figure 5.7 Concepts and instances of the illustration example

In the physical plane, there are two doctors DT1 and DT2, one nurse NR1 and one research
personnel RS1. There is an inpatient named IP1 and an outpatient, OP1. IP1 and OP1 have their own
EHR data. IP1 is examined by the doctor DT1 and OP1 is examined by the doctor DT2. The ontology
will be used in the remainder of the chapter for illustrations.

5.4. Authorization Model
The proposed semantic authorization model (SAM) defines the access right of users to data
records based on the semantics modeled by ontology. Here users and data records can be represented by
instances or concepts in the ontology. For simplicity, we use Subject-Object Pair (sub, obj) to indicate the
access from user to data records.
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Especially, semantic authorizations encode semantics from abstract and physical worlds.
Correspondingly, the SAM allows specifying authorizations in two forms: policy and policy generation
rule. In section 5.4.1 and 5.4.2, we discuss how to explicitly specify and propagate authorization policies
over concept trees in abstract world; in section 5.4.3, we present how to model context dynamics in
physical world as conditions of policy generation rules.

5.4.1. Authorization Policies
The formal definition of a semantic authorization policy is presented as follow:
Definition 5.3. Authorization Policy. An authorization policy on a pair (sub, obj),
defined as a 2-tuple,

. The sub denotes the subject to whom the authorization is applied;

obj is the object defined at the concept level;
negative,

, is

stands for the sign of the policy which may be positive or

∈{+, －} and w is the weight of the policy. Given an authorization policy ap, we define

functions θ(ap) and w(ap) to return its sign and weight.
Details of weight w will be discussed later. An authorization policy can be explicit or implicit. An
explicit policy is specified explicitly to satisfy a certain access control requirement. An implicit
authorization policy is derived from policy propagation procedures, which will be introduced in the next
section.
Example 5.3. For the illustrative example, nine explicit authorization policies are specified. They
are shown in Table 5.1. For example, the authorization policy AP1 is defined on (MedicalStaff, Patient),
to not allow medical staffs to view patients‟ profile information.
Table 5.1 Explicit authorization policies
ID
Pair
AP1 (S1, P1)

Policy
(－,<1, 1, 1>)

AP2
AP3
AP4
AP5
AP6

(+,<1, 2, 1 >)
(+,<1, 2, 2>)
(－,<1, 1, 1>)
(+, <1, 2, 1>)
(+, <1, 3, 1>)

(S3, P1)
(S2, P2)
(S1, E1)
(S3, E1)
(S5, E1)

Explanations
Medical staffs cannot access patients‟
EHR data
Research staffs can access patients‟ data
Clinicians can access inpatients‟ data
Medical staffs cannot access EHRs
Research staffs can access EHRs
Doctors can access EHRs
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AP7 (S1, E5)
AP8 (S4, E2)
AP9 (S4, E4)

Medical staffs cannot access HCHI
Nurse can access demographic data
Nurse cannot access family history

(－,<3, 1, 3>)
(+, <1, 3, 2>)
(－, <1, 3, 3>)

Moreover, an explicit authorization policy applies either at the Concept-level or Instance-level.
Literally, an authorization is a Concept-level Policy if its subject is a concept in SCT and the object is a
concept in OCT. All nine policies in Table I are concept-level policies. An explicit authorization is at
instance-level, if either of its subject or object is not in concept-level. However, instance-level policies are
not explicitly specified since they are trivial and hard to manage in a large-scale information system.
Therefore, we only consider the instance-level policies derived from policy generation rules.

5.4.2. Policy Propagation in Abstract Word
Authorization propagation and overriding are important aspects of many access control models.
Several research works have been done on authorization propagation for various types of databases, such
as Jonscher et al., (1993) for object-oriented databases and Bertino et al., (2000), and Damiani et al.,
(2002) for XML documents. In our model, we detail the idea of policy propagation along concept trees.
Before that, some syntax is introduced.
Given a defined subject tree and object tree, we define function Prt(∙) to return the parent of a
concept, function AncAndSelf(∙) to return ancestors including the current node and function
DescAndSelf (∙) to return descendants including the current node. For simplicity, in formulas we use
∙ instead of AncAndSelf(∙) and use

∙ instead of DescAndSelf(∙):
≼

≼

≼
≼

The policy propagation is defined as follows:
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Definition 5.4. Propagate (⟹). In SCT, a policy
iff

∈

, thereby deriving a new policy

propagated from o to oi, iff

∈

can be propagated from s to si,
; In OCT, a policy

, thereby, deriving a new policy

can be
.

The policy propagation along a hierarchy is reasonable. In SCT, authorizations specified on a
group (annotated by ) of user instances are applicable to any subgroup (say,
are all covered by

) of which the instances

. For example, given policy AP1, medical staffs cannot access patients‟ EHRs,

impling that clinicians cannot access patients‟ EHR data. This also applies in OCT: the authorizations
specified on an object concept (annotated by
semantic scope is covered by one of the

) are applicable to any object (say, ), of which the

. For example, with AP1, we have an implicit policy in Patient-

OCT that medical staffs cannot access all inpatients‟ EHRs, and an implicit policy in EHR-OCT that
medical staffs cannot access all patients‟ demographic data. Moreover, with Definition 5.4, we have a
corollary:
Corollary 5.1: Given a policy,
policy

, if

≼

≼ , we can derive an implicit

.
Obviously, policy propagation not only allows policy designers to easily specify and manage

authorizations, but also greatly reduces the size of the policy repository.

5.4.3. Rule-base Policy Generation
As we have discussed, an access control model for a pervasive environment should enforce
context-aware authorizations. However, authorization policies cannot encode contexts as enforcement
conditions. Therefore, in our model, a new form of authorization, a policy generation rule, is provided to
encode contexts in the physical world and generate context-aware authorization policies.
Context in the physical world can be instance-dependent or instance-independent. If a context
describes the attributes of an instance, such as location, identity, activity, health status and relations with
other entities, we call it an instance-dependent context. Other contexts, which characterize situations of
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the system and independent of any individual instance, are named instance-independent contexts, for
example, season, date, time or large-scale events.
Within the domain of pervasive computing, ontology has been widely adopted to model contexts.
Typically, attribute information of an entity can be modeled as data properties, whereas relationships
among entities are modeled as object properties. Moreover, some semantic tools such as ontology
reasoner can be used to verify context and derive high-level information. With these considerations, we
give the formal definition of a policy generation rule as follows:
Definition 5.5. Policy Generation Rule (PGR). A policy generation rule is defined as a 2-tuple,
(statement, w). The statement is a SWRL (Semantic Web Rule Language), of which the antecedent
encodes contexts and the consequent represents the entailed authorization that the rule generates; w is the
weight.
For our authorization model, we define two object properties for authorization actions:
permitView and denyView.
Example 5.4. The following are three example rules using SWRL for the three examples of
context dynamics we have discussed.
PGR #1

ownedBy(?ehr,?patient)⋀examinedBy(?patient, ?doctor)⟹permitView(?doctor, ?ehr), (3,
Mx, Mx)

PGR #2

inEmergency(?patient)⋀ownedBy(?ehr, ?patient)⟹permitView(Doctor, ?ehr), (3, 3, Mx)

PGR #3

greaterThan(currentDateTime(),18:00:00)⟹denyView(ResearchStaff, EHR), (2, 2, 1)

When the context in the antecedent part of a PGR is activated, an authorization policy will be
generated. The sign of the generated policy depends on the action of the PGR; for example, the sign will
be „+‟ if the PGR‟s action is permitView. The policy‟s weight is the same with the PGR‟s. Concept-level
policies and instance-level policies can be generated according to the consequents of rules. For this case,
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PGR #1 and PGR #2 generate instance-level policies, whereas PGR #3 generates a concept-level policy.
Accordingly, we can classify a PGR as either a concept-level or an instance-level.

5.5. Authorization Enforcement
Our model, therefore, allows specifying policy manually and deriving policies by policy
propagation and policy generation rules automatically. These, on one hand, make the resulting model
flexible; on the other hand, they may make the authorization evaluation complex. In this section, we detail
the authorization enforcement procedure.

5.5.1. Preliminary Idea
Given a request from a user, usr to a data object, dto, the authorization evaluation procedure will
involve at least the following steps:
(1) In the ontology, the system locates the subject concepts of usr (the user is in the semantic
scopes of these concepts) and object concepts of dto;
(2) The system performs a global check over the rule base looking for related policy generation
rules. The generated authorization policies are recorded for later use.
(3) In the policy base, the system collects all related concept-level policies by traversing SCT and
OCT.
(4) The system resolves the conflicts among all these policies and computes the final access
decision.
The set of policies collected in step 2) and 3) is denoted as

, which can be represented

as:

(5.1)
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In formula (5.1), the first item denotes the set of concept-level authorization policies, and the last
three items includes possible instance-level policies derived from PGRs. With Corollary 5.1, each policy
in the first three items of formula (5.1) will map to an implicit policy on the pair (usr, dto). These policies
are possibly of different signs, so the conflicts among them need to be resolved. Dealing with conflicts
requires considering the complex knowledge of the problem domain to decide which authorization
prevails. That is, given two policies, we hope to develop a choosing procedure, to „choose‟ one that
overrides the other.
In our work, we model the conflicting policy set as an algebraic structure, where every element is
of the form ( , w). We also define one binary operation ⊕, namely “choosing”, over the algebraic
structure. The operation table of ⊕ can be defined according to various application requirements. In
section 5.5.3.4, we give two examples of defining ⊕. However, we require that the operation is
idempotent, commutative and associative, so that the „choose‟ process is independent of the appearance
order of the policies in a policy set. Therefore, the algebraic structure becomes an idempotent
commutative monoid (semilattice).
We also define the access decision, whether a subject sub is allowed to access object obj, as a 2tuple ( , w),

. The

is the sign of the winner of the „choose‟ process over

Therefore, access decisions have the same structure with policies and the binary operation ⊕ can work on
a closed set. As such, the access decision of the node (usr, dto) can be computed as:
⊕
The above process is inefficient and makes the model difficult to use. To improve the efficiency,
an efficient authorization enforcement procedure is developed for our proposed model. The basic idea is
dividing the evaluation process into concept-level evaluation and instance-level evaluation, considering
the concept-level authorizations are instance-independent and the evaluation procedure at the concept
level can be conducted before the request is received. In the following sections, the enforcement
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procedure will be detailed from three aspects: concept-level authorization evaluation, enforcement of
PGR, and conflict resolving solutions.

5.5.2. Enforcement of PGRs
The enforcement of PGRs involves the process where the system verifies the PGRs on the
ontology and generates context-aware authorization policies. For our case, a SWRL reasoner can be
applied to process all PGRs. However, for concept-level PGR and instance-level PGR, the enforcement
time and the way to take effect on decision computing are different. They can be detailed as follows:
(1) For a concept-level PGR: because the trigger conditions are independent of any instance, it
can be triggered when instance-independent context changes. The generated concept-level policy on a
pair (S, O) is sent to the policy repository and used to update the old explicit policy on (S, O). As we will
introduce later, the corresponding access decisions on (S, O) and its descendants, in propagation hierarchy,
will be updated accordingly.
(2) For an instance-level PGR, because at least one of its trigger conditions is instance-dependent,
they are verified after the request from a user to an object is received. The generated policies are in
instance-level and will be combined with concept-level access decisions to compute the final view of the
user on the data object.

5.5.3. Enforcement of Concept-level Authorizations
Concept-level policies have some characteristics: a) the policies are independent of any instance
in the physical plane; b) the policies can be propagated along concept tress; and c) the size of the policy
set is limited. Here we discuss how to make use of hierarchy structures and pre-evaluate these policies
before a user request is received.

5.5.3.1. Propagation Hierarchy
First, we would like to discuss the situations where multiple explicit policies are specified on a
subject-object pair. For example, different policies on a subject-object pair are specified by different
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policy designers (Bertino et al., (2002)) (namely granters). Their conflicts are referred to as Internal
Conflicts and can be easily resolved by such methods as comparing grantor priorities, comparing weights
of policies, or applying “denials take precedence”. In this paper we will not further discuss this case and
assume that only one explicit policy for a subject-object pair needs to be considered.
Given a request (usr, dto), the basic idea of enforcement of concept-level authorizations is to
compute the access decision on the pair (S, O), where S is the most specific subject concept of usr, and O
is the most specific object concept of dto. For convenience, we name this pair the most specific concept
pair of (usr, dto). According to Corollary 5.1, all policies in the first item of formula (1) will be
propagated to (S, O). These policies are denoted as

:
≼

≼

We analyze the propagation process using a Propagation Hierarchy (PH), the cartesian product
of the SCT and the OCT. The order of this hierarchy ≼ is defined by Corollary 5.1, which is:
if and only if

≼

≼

≼

. Given SCT and OCT, a propagation hierarchy can be

constructed using the procedure ConstructPH in algorithm 5.1. For the illustrative example, Figure 5.8
presents the propagation hierarchy (indicated as EHR-PH) constructed from SCT and EHR-OCT; Figure
5.9 shows the propagation hierarchy (indicated as Patient-PH) constructed from SCT and Patient-OCT.
In a propagation hierarchy, we can clearly see the policy propagation processes, as links can be
viewed as the paths of policy propagation. In other words, given a subject-object pair, we can collect the
implicit policies of the pair by conducting a traversing along the links from bottom to top until the root is
reached. Either depth-first or breadth-first traversing can be applied. The function CollectPolicies in
algorithm 5.1 illustrates the process of collecting implicit policies and we indicate it as Policy Collecting
Process. For example, in Figure 5.8, to collect the implicit policies on (S5, O3), the system will check the
explicit policies specified on the nodes along the paths of the breadth-first exploration, which are (S5, O1),
(S2, O1), (S1, O1) (S2, O3) and (S1, O3).
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Figure 5.8 Propagation hierarchy for (Subjects, EHR Parts)

Figure 5.9 Propagation hierarchy for (Subjects, Patients‟ Data)
We can compute the access decision of node (S, O) in propagation hierarchy by applying:
⊕

⊕
≼

≼

⊕

(5.2)

For the preliminary idea in section 5.5.1, every time a concept level decision on a PH node is
computed, the system conducts policy collecting using the process CollectPolicies. This PH traversal
method makes the process of authorization evaluation inefficient. To improve that, we propose a new
solution to obtain the concept-level access decision quickly when a request is received. This solution
mainly involves the following two ideas: 1) precompute the access decision of PH nodes using decision
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propagation (this is referred as Early Computation of concept-level access decision); this process is
conducted when authorization is initiated, or concept-level policies are updated; 2) When receiving a
request during the service running stage, locate the related concept-level access decisions quickly by
referring to the lookup tables. The solution is detailed in the following sections.
Algorithm 5.1 Construct PH
Input: subject tree SCT, object tree OCT
Output: the decision propagation tree PH
void ConstructPH(PH, SCT, OCT, LookupTbl)
PH.root = new PHNode(SCT.root, OCT.root, null, null) ;
ComputeDecision(PH.root);
EnQueue(&Q, PH.root);
while(!QueueEmpty(&Q))
phNode = DeQueue(&Q));
foreach subchild in phNode.sub.children()
newNode = AddChild(phNode, subchild, phNode.obj)
If(newNode != null)
EnQueue(&Q, newNode);
foreach objchild in phNode.obj.children()
newNode = AddChild(phNode, phNode.sub, objchild)
if(newNode != null)
EnQueue(&Q, newNode);
if(NeedLookup(phNode)) //selectively add nodes into lookup table.
LookupTbl.add(phNode);
PHNode AddChild(parentNode, subject, object)
child = LocateNode(subject, object);
if (child == null)
child = new PHNode(subject, object, parentNode, null) ;
parentNode.addChild(child) ;
if(IsRoot(subject) || IsRoot(object))
ComputeDecision(child);
return child ;
// if the child is exist, then the two parents are known, start decision
propagation
else
child.rParent = parentNode ;
parentNode.addChild(child) ;
ComputeDecision(child); //two parents are ready.
return null ;
Set CollectPolicies(phNode)
imPolicySet = new Set() ;
//collect ancestor nodes with explicit policies
EnQueue(&Q, phNode);
while(!QueueEmpty(&Q))
node = DeQueue(&Q));
foreach parent in node.parents
EnQueue(&Q, parent);
if ((parent.policy != null && ! imPolicySet.Locate(parent))
imPolicySet.add(parent);
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return imPolicySet;

5.5.3.2. Decision Propagation Model
We first introduce the theory of decision propagation model. Given a subject S and an object O,
we denote the parent of S in SCT as Sp and the parent of O in OCT as Op. We know that:
⊕
∈

⊕
∈

⊕

∈

⊕
∈

⊕

⊕

(5.3)

Considering that the operation is associative, commutative, and idempotent, we know
⊕

⊕

⊕

⊕
∈

∈

⊕

⊕
∈

⊕
∈

∈

⊕
∈

Moreover since
⊕

⊕

⊕
∈

∈

∈

⊕

⊕

⊕
∈

∈

∈

Then,
⊕

⊕

(5.4)

With formula (5.4), the access decision of a subject-object pair (S, O) is dependent on the explicit
policy on (S, O) and access decisions of the two pairs (S, Op) and (Sp, O). That is, we can propagate the
access decisions of (S, Op) and (Sp, O) to (S, O), treating them as conflicting policies on (S, O). This is
the reason why the process is called decision propagation.
117

5.5.3.3. Strategies of the Lookup Table
Inspired by the idea of time-memory tradeoff (Stamp, 2003), we propose to precompute the
access decision of every PH node in the service initiation stage. We can compute the access decisions on
the PH nodes during the PH construction process. Every time a request (usr, dto) is made, the system can
locate the most specific pairs in the propagation hierarchy and obtains the access decisions.
The system can locate a certain PH node by traversing the PH from top to bottom until the node is
reached. However, in practical use of the system, we found it is still not efficient enough. First, the system
has to conduct one or more PH traversals for a single request. Considering the scenario that a doctor is
trying to access an outpatient‟s EHR, the system needs to locate the access decision of the node (S4, P3)
by traversing the Patient-PH and more seriously, the nodes (S4, E1), (S4, E2), (S4, E3), (S4, E4), (S4, E5)
and (S4, E6) by traversing EHR-PH. Secondly, the system may need to traverse almost the whole PH to
fetch a node, for example, locating (S4, P3) using breadth first search. Suppose the size and height of SCT
are Ns and Hs, the size and height of OCT are No and Ho; then the corresponding propagation hierarchy
will have (Ns * No) nodes, with height (Hs + Ho -1). It is unwise to traverse the PH for every single request.
To solve this problem, we attach a lookup table to each propagation hierarchy to support fast search. The
lookup table is designed as a hash map, of which each entry represents a mapping from a key (subject,
object) to a reference of a node in the PH. Moreover, according to the characteristics of a PH, some
strategies can be applied to selectively add node references into its lookup table. Here we consider the
strategies for Patient-PH and EHR-PH.
For Patient-PH, we observe that, given any request, the most specific concept pair, say (S, O), is a
leaf node of Patient-PH, since S is the leaf of SCT, and O is the leaf of Patient-OCT. Using the above
scenario as an example, (S4, P3) is a leaf node in Patient-PH. Therefore, the system only needs to add the
leaf nodes to the lookup table of the Patient-PH, rather than all PH nodes. One example is shown in
Figure 5.9.
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For EHR-PH, given a request from a user to a patient‟s EHR, we need to know the concept-level
access decisions from S to all the concept nodes in the EHR, where S is the most specific concept of the
user instance. Using the above scenario as example, the access decisions of (S4, E1), (S4, E2), (S4, E3),
(S4, E4), (S4, E5) and (S4, E6) need to be obtained. Closer inspection reveals that in the EHR-PH these
PH nodes form a tree in the EHR-PH, of the same structure as the EHR-OCT. Having known the
reference of the root of the tree, we can quickly obtain the other nodes by traversing the tree along the
links in the PH. Therefore the lookup table of the EHR-PH only needs to store those nodes with the
subject concept a leaf of SCT and object is root of EHR-OCT. One example is shown in Figure 5.8.

5.5.3.3. Compute and Update Access Decisions
Access decisions for a propagation hierarchy can be efficiently computed by applying a decision
propagation model. As shown in ConstructPH and AddChild of algorithm 5.1, during the construction
process of PH, the access decision of every generated node can be computed simultaneously. Importantly,
when computing an access decision for a node, we only need obtain the access decisions of its parents (at
most two) along the links between them (see ComputeDecision in algorithm 5.2), instead of backtracking
to all of the node‟s ancestors and locating their policies.
The access decisions on a propagation hierarchy can be quickly updated when an explicit policy
is updated. This is especially important for our model which allows specifying context-aware
authorizations. When a policy on (S, O) is updated by a concept-level PGR, the precomputed access
decisions of (S, O) and its descendants also need to be updated. With a decision propagation model, it can
be efficiently done:
(1) For

, we only need to replace the item

, as the

and

are not changed;

(2) For any children of (S, O), the access decision can be updated by updating

; this process

will continue until it hits the edge of the propagation hierarchy, shown in UpdatePolicy in algorithm 5.2.
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Algorithm 5.2 Compute and Update Access Decisions
Input: subject tree SCT, object tree OCT
Output: the decision propagation tree PH
void ComputeDecision(phNode)
if(phNode.lParent != null) sw_lp = phNode.lParent.decision ;
else sw_lp= new SWPair(0, new Weight(0,0,0)) ;
if(phNode.rParent != null) sw_rp = phNode.rParent.decision ;
else sw_lp= new SWPair(0, new Weight(0,0,0)) ;
myPolicy = LocatePolicy(phNode.sub, phNode.obj);
if(myPolicy != null)
phNode.decision = myPolicy.Plus(sw_lp).Plus(sw_rp) ;
else
phNode.decision = sw_lp.Plus(sw_rp) ;
//update the explicit policy on a phNode
void UpdatePolicy(policy)
phNode = LocateNode(policy.sub, policy.obj);
if (phNode != null)
ComputeDecision(phNode, policy) ;//update decision
EnQueue(&Q, phNode);
while(!QueueEmpty(&Q))
node = DeQueue(&Q));
foreach child in node.children()
EnQueue(&Q, child);
computeDecision(child) ;

5.5.3.4. Resolving Conflicts and Defining Binary Operations
Since our model allows enforcing authorizations in multiple ways, it is highly possible that
multiple policies, possibly of different signs, need to be considered when making an Access Decision of a
subject-object pair. The conflicts among these policies need to be resolved. A variety of conflict
resolution solutions have been proposed in different works, for example, explicit specification of
priorities (Dong et al., 2006), explicit specification of the policy to be applied (Jonscher and Dittrich,
1995), denials-take-precedence (Bertino et al., 1993), most-specific takes precedence (Bertino et al., 2002)
and most-specific together with the concept of strong and weak authorizations (Damiani et al., 2002). But,
rather than proposing a new conflict resolution solution, we introduce an extendable approach, which can
be adapted to suit different requirements.

120

As mentioned, the binary operation „⊕‟ is defined over the policy set on a certain pair, where
every element in the set is represented as ( , w). The weight w must be specified before we define ⊕ We
consider the following two cases.
Simple case: harder policy takes precedence. A simple way to design weight as an integer
variable and its value represents the strength (or priority) of a policy or a PGR. This rule is explained as
“harder policy takes precedence” and has been applied in many access control models such as (Damiani et
al., 2002). For example, suppose the domain of w (indicated as DW) is {1, 2, 3}, then we say the policy
can be soft (w =1), hard (w=2) or hardest (w =3).
Complex case: most-specific together with the concept of strong and weak authorizations. In
many situations, comparing priorities of policies are required to involve the comparison of semantic
scopes of subjects and objects (Bertino and Buccafurri, 2002). Here, we consider the idea “most-specific
together with the concept of strong and weak authorizations” (Jonscher et al., 1993). For an explicit
policy or a concept-level PGR, the weight variable w can be defined as a 3-tuple (st, ds, do), where st is
the strength, ds is the depth of subject concept in SCT, and do as the depth of the object concept in OCT.
For an instance-level PGR and its generated policy, the weight can also be defined as (st, ds, do).
However, if its subject/object is an instance, then we say the depth of subject/object is Mx, a big constant.
Therefore, if the domain of st is still {1, 2, 3}, the height of SCT is M and the height of OCT is N, then the
domain of weight DW is the finite set:
∈

∈

∈

Suppose we apply “harder policy takes precedence”, “most-specific subject takes precedence”,
and “most-specific object takes precedence” in order, then we can define a lexicographical order ≤ on DW
as follows:
Definition 5.6. (st, ds, do) ≤ (st’, ds′, do′) if and only if (st ≤ st′) or (st = st’ and ds ≤ ds′) or (st =
st′ and ds = ds′ and do ≤ do′)).
Note that this weight system is used in the policies in Example 5.3 and the PGRs in Example 5.4.
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For both of the above cases, the domain of weight w is a total ordered set and we can always
compare two weight values. Given two policies with different weights, we can easily choose one as the
result based on the order of weights:
Rule 1: if w(A)<w(B), then A⊕B=B; if w(A)>w(B), then A⊕B =A.
When w(A)=w(B), if θ(A)= θ(B), then we know A=B. In this case, we apply the following rule:
Rule 2: if A=B (w(A)=w(B) and θ(A)=θ(B)), then A⊕B = B, or A⊕B = A.
When w(A)=w(B) and θ(A) != θ(B), we say the conflict of the two policies cannot be solved by
weight systems and need to resort to other semantics in the domain. As (Bertino, Buccafurri, 2002)
introduced, this type of conflict can be solved once the decision whether to use pessimistic assumption or
optimistic assumption is made. For two policies with intrinsic conflicts, say A and B, under optimistic
assumption, the request of O from S is denied only if the two policies are both negative. Under
pessimistic assumption, the request is permitted only if the two policies are both positive. Otherwise it is
denied. Considering that healthcare information is security-sensitive, we make the pessimistic
assumption; that is, “denials take precedence” (Damiani et al., 2002).
Rule 3. if w(A)=w(B), θ(A) != θ(B), then: A⊕B = B when θ(B) = „－‟; A⊕B = A when θ(A) =
„－‟.
Applying Rule 1, Rule 2 and Rule 3, we can get the truth table of „⊕‟, shown in Figure 5.10.

Figure 5.10 Truth table

Importantly, now that the operation „⊕‟ is specified for the above two cases, we need to verify
the following lemma.
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Lemma 1: the operation defined by the truth table in Figure 5.10 is idempotent, commutative and
associative.
Proof: Note that the domain of

({+,－} and domain of w are both totally ordered sets, then we

know the policy set is the Cartesian product of

and w, which is also a totally ordered set. The order is a

lexicographical order defined by Rule 1, Rule 2 and Rule 3: ( , w) ≤ ( ′, w’) if and only if (w ≤ w’) or (w
= w’ and

≤ ′).

This total ordered set (policy set) can also be viewed as a lattice and the operation ⊕ of any two
policies {A, B} is actually the meet of them, A∧B. By referring to lattice theory (McAlister, 1974), we
know that A⊕A=A, A⊕B=B⊕A, A⊕B⊕C=A⊕B⊕C.

5.5.3.5. How the Model Works
Now we discuss the work procedure of the semantic authorization model. This procedure covers
authorization specification and enforcement, which includes an offline phase and an online phase. The
work in the offline phase involves specifying policies and PGRs, and computing, storing and maintaining
concept-level access decisions. In Figure 5.11, these steps are done in an off-line phase:
(1) The policy designer specifies explicit authorizations and policy generation rules.
(2) Applying ConstructPH in algorithm 1, the system constructs the Patient-PH based on SCT
and Patient-OCT and the EHR-PH based on SCT and EHR-OCT. At the same time, the access decisions
of PH nodes are computed and stored.
(3) Explicit policies are updated automatically by a policy generation rule triggered by context
changes.
(4) Once an explicit policy of a PH node is updated, the system applies the UpdatePolicy in
algorithm 1 to update the access decisions on the node and its decedent nodes.
The online phase is triggered by every request (usr, dto). In this phase, the authorization model
combines the concept-level authorizations and instance-dependent context-aware authorizations and
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computes the access decision on (usr, dto). The details about on-line process are shown in step (5-10) in
Figure 5.12.
(5) A user logs in to the pervasive healthcare system and requests a patient‟s EHR information.
(6) The system conducts instance checking in the ontology and returns the most specific subject
concept of the user in SCT.
(7) The system conducts instance checking in the ontology and returns the most specific concept
of the patient in Patient-OCT and the concepts of the requested EHR parts in EHR-OCT.
(8) With the inputs of subject and patient concepts, the Patient-PH returns the access decision
whether the user is allowed to access the patient‟s EHR information; with the concepts of subject and
requested EHR parts, the EHR-PH returns the access decisions as to whether the user is allowed to access
these EHR parts.
(9) The system checks and verifies the policy generation rules related to the user or data instance.
The generated authorization policies would be sent
(10) The system combines the result from (8) and (9), and generates the pruned view for the user.

Figure 5.11 Authorization enforcement procedures
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Let us go back to the illustrative example and see how our authorization model works. In the
offline phase, the system precomputes the access decisions using the decision propagation algorithm (Step
(2)). The decisions for a normal situation are shown in Table 5.2 and Table 5.3 and stored in the PatientPH and EHR-PH.
Table 5.2 Access decision in Patient-PH
Pair
(S1, P1)
(S2, P1)
(S3, P1)
(S1, P2)
(S1, P3)
(S4, P1)
(S5, P1)
(S2, P2)

E-Policy
AP1
AP2

AP3

Decision
(-, <1,1,1>)
(-, <1,1,1>)
(+, <1,2,1>)
(-, <1,1,1>)
(-, <1,1,1>)
(-, <1,1,1>)
(-, <1,1,1>)
(+, <1,2,2>)

Pair
(S2, P3)
(S3, P2)
(S3, P3)
(S4, P2)
(S4, P3)
(S5, P2)
(S5, P3)

E-Policy

Decision
(-, <1,1,1>)
(+, <1,2,1>)
(+, <1,2,1>)
(+, <1,2,2>)
(-, <1,1,1>)
(+, <1,2,2>)
(-, <1,1,1>)

Table 5.3 Access decision in EHR-PH
Pair
(S1, E1)
(S2, E1)
(S3, E1)
(S1, E2)
(S1, E3)
(S4, E1)
(S5, E1)
(S2, E2)
(S2, E3)
(S3, E2)
(S1, E4)
(S3, E3)
(S1, E5)
(S1, E6)
(S4, E2)

E-Policy
AP4
AP5

AP6

AP7
AP8

Decision
(-, <1,1,1>)
(-, <1,1,1>)
(+, <1,2,1>)
(-, <1,1,1>)
(-, <1,1,1>)
(-, <1,1,1>)
(+, <1,3,1>)
(-, <1,1,1>)
(-, <1,1,1>)
(+, <1,2,1>)
(-, <1,1,1>)
(+, <1,2,1>)
(-, <3,1,3>)
(-, <1,1,1>)
(+, <1,3,2>)

Pair
(S4, E3)
(S5, E2)
(S5,E3)
(S2, E5)
(S2, E6)
(S3, E4)
(S2, E4)
(S3, E5)
(S3, E6)
(S4, E4)
(S4, E5)
(S4, E6)
(S5, E4)
(S5, E5)
(S5, E6)

E-Policy

AP9

After work, PGR #3 is triggered and a concept-level policy

Decision
(-, <1,1,1>)
(+,<1,3,1>)
(+, <1,3,1>)
(-, <3,1,3>)
(-, <1,1,1>)
(+, <1,2,1>)
(-, <1,1,1>)
(-, <3,1,3>)
(+, <1,2,1>)
(-, <1,3,3>)
(-, <3,1,3>)
(-, <1,1,1>)
(+, <1,3,1>)
(-, <3,1,3>)
(+, <1,3,1>)

) is generated.

The update process in step (4) is conducted and the access decision on (S3, E1) becomes (-, (2, 2, 1)).
After decision propagations the access decisions of its descendent nodes including (S3, E2), (S3, E3), (S3,
E4), (S3, E6) will be updated to (－, (2, 2, 1)); the accession decision on (S3, E5) remains the same.
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When a user requests a patient‟s EHR, the online authorization evaluation starts. For example, in
the illustrative example, we assume that DT1 is requesting IP1‟s EHR. According to step (6), (7), and (8),
the access decisions on (S5, P2), (S5, E1), (S5, E2), (S5, E3), (S5, E4), (S5, E5) and (S5, E6) will be
returned by Patient-PH and EHR-PH. Moreover, since IP1 is examined by DT1, then PGR #1 will be
triggered and generates the policy

. The system combines these concept-

level access decisions and the policy generated by PGR #1 and gets the final view for the request (DT1,
IP1). Figure 5.12 shows the pruned views after the authorization enforcement procedure.
User

EHR

DT1

IP1

DT2

IP1

NR1

IP1

DT1

OP1

DT2

OP1

NR

OP1

RS1

IP1/OP1

Normal

Emergency

After work

Deny

Deny

Deny

Deny

Deny

Figure 5.12 Pruned views generated by authorization enforcement procedure

126

5.6. Prototype Design and Evaluation
5.6.1. Prototype Design
We programmed the semantic access control prototype in Java. The Java Virtual Machine used is
Sun JDK version 1.6.0_21. The Jena Semantic Web Framework is employed to generate and access the
ontology model. The prototype is implemented as a library, of which the inputs are the user who initiates
a request and the requested data instance, the output is the access decision. We also implemented an
application interface that has input of a requester ID and information-owner ID and output is the pruned
view of the owner‟s complex data object.

5.6.2. Performance Analysis
To evaluate the prototype, three groups of experiments are designed: 1) the impact of the size of
concept trees (SCT, Patient-OCT and EHR-OCT) on system performance including service initiation time
and request response time; 2) verification of the effectiveness of decision propagation model; and 3)
verification of the effectiveness of lookup table strategies.

5.6.2.1. Impact of the size of concept tress
In this section, we analyze how the size of concept tress impacts the time spent on service
initiation and request response. In the service initiation stage, the system loads the policies and PGRs into
the memory, accesses the ontology, and builds the patient and EHR propagation hierarchies and their
corresponding lookup tables. When building a PH, the system runs the concept-level PGRs and generates
access decisions for PH nodes using a decision propagation algorithm. After initiation, the service starts
to receive requests. In this stage, given a request, the system locates the most specific concept pair,
searches the precomputed decision from lookup tables or propagation hierarchies, runs the individuallevel PGRs, computes the final decision for each node in the requested object, and then returns the pruned
view to the requester. The impact of ontology size on request response time is evaluated by sending 100
requests and calculating the sum of response time. For each request, the subject is a randomly picked user
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instance and the request object is the EHR of a randomly picked patient from the system. The system runs
on a computer with an Intel Core 2 Duo processor with 2.50GHz processor speed and 2.99 GB RAM.
Note that the ontology is generated using a simulation: i) specify the sizes and roots (Subject,
Patient and EHR, respectively) of the threes; for each concept, we randomly decide the size of its children
list (from 1 to 5); for each tree the system keeps the count of nodes and stops generating nodes after
reaching the specified size. ii) For SCT and Patient-OCT, the system generates a random size (1~5) of
instance set for each leaf node, and each patient instance will be randomly assigned to a set of doctors.

Figure 5.13 Service initiation time (a, c, e) and request response time (b, d, f)
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In the first group of experiments, we kept the size of Patient-OCT and EHR-OCT unchanged and
increase the size of SCT gradually. The results are shown in the first two pictures in Figure 5.13 (a) and
(b), one for service initiation time and one for request response time. In both pictures, the time spent on
the tasks increases when the size of SCT increases. This is because: i) in the service initiation stage, the
system spends much time on traversing concept trees and constructing propagation hierarchies; the bigger
the SCT, the bigger the Patient-PH and EHR-PH are and the longer the service initiation. ii) in the
running stage (responding requests), the system spends time on locating the most specific concept pairs in
concept trees and searching concept-level decisions in the lookup table; therefore, the bigger the SCT, the
longer the lookup table, and the longer it will take locating the most specific concept pairs and decisions.
Moreover, traversing trees and constructing hierarchies is rather time-consuming compared to identifying
concept pairs in concept trees and locating decisions in lookup tables; therefore, service initiation time is
more sensitive to the SCT size than request response time. This can be proved by observing the
increasing rate in the two pictures.
In the second and third experiment, we gradually change the size of the Patient-OCT and EHROCT, while keeping the other two concept trees unchanged. The results are shown in Figure 5.13 (c), (d),
(e) and (f). For both groups of experiments, we can obtain similar findings with the first experiment: the
time spent on the both tasks increases when the size of Patient-OCT increases; service initiation time is
more sensitive to the Patient-OCT size that request response time. These can be explained using the
theories similar to these we used for the first experiment. However, closer inspection reveals that in the
third experiment the response time depends on the EHR-OCT size linearly. This can be understood as:
given the same SCT size and Patient-OCT size, the system spends same time on locating the most
specific concept pairs in concept trees; moreover, recall that the lookup table of EHR-PH depends only on
SCT size, so the system will spend same time on searching concept-level decisions in the lookup table of
both of the Patient-PH and EHR-PH; the only difference is that the time spent on computing access
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decisions for the concepts in EHR will increase linearly with the size of EHR, which is well proved by the
result in Figure 5.13(f) .
Another observation can be found by comparing the increasing rate between service initiation
time and response time. As we see, in the left three pictures, by doubling the size of a concept tree, the
effect of the service initiation time is significant and in many times the initiation time is even doubled; but
in the right three pictures, the increasing rate of response time is relatively small when the size of one
concept tree is doubled. This is an important feature, because a short response time is required for an
access control service. With a slow increasing rate of response time, we can expect that the system can
easily be extended to large ontology systems.

5.6.2.2. Verification of Algorithms and Models
We now verify the effectiveness of the algorithms and the data structure models we adopted in
the system. As we introduced, the system uses a decision propagation model and a lookup table to
improve the efficiency of initiating service and responding requests.
In the service initiation stage, without decision propagation model, for every PH node the system
needs to traverse the upper-level nodes to collect all related concept-level policies to compute the node‟s
access decision (see formula 1); but when applying a decision propagation model, the system can
compute one node‟s access decision right after the node‟s two parent nodes are found, without traversing
its upper-lever nodes (see algorithm 1). It can be expected that the time spent on building the PH and
computing concept-level decision will be reduced. To verify this, we conduct two groups of experiments,
one using a decision propagation model and one not using it. We recorded the server initiation time for
different cases of different ontology sizes. The result is shown in Figure 5.14. As we can see, for all these
cases, the time spent on server initiation is decreased to varying degrees; moreover, the larger the
ontology size, the greater the degree of reduction. These features clearly demonstrate the effectiveness of
the decision propagation process.
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In the running stage, we also conducted two groups of experiments, one for using a lookup table
and one for not using a lookup table. For the latter case, PH traversal is applied to search the conceptlevel decisions. We changed the size of the ontology and recorded the request response time for different
cases of a different ontology sizes. For each case, we initiated 100 requests and calculated the sum of
response time. The results are shown in Figure 5.15. As we can see, given different ontology size, the
response time can be greatly reduced by using lookup tables (in most cases, the time is less than half of
the counterpart using PH traversal). Additionally, as the size of one concept tree is increased, the response
time of those using PH traversal is increased significantly, whereas the response time of those using
lookup tables does not change much. On the other hand, for each case the number of hash-map entries in
the lookup table is also labeled over the top of the corresponding bar. Obviously, such additional space
complexity is acceptable, especially when considering the achieved time benefit. Till now the
effectiveness of lookup tables is verified.

Figure 5.14 The effectiveness of decision propagation model
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Figure 5.15 The effectiveness of lookup tables

5.6.3. Security Analysis
In this section, we present a security analysis of the proposed model. We conduct the analysis
from two aspects:
Authorization specification. One security issues is about the mappings between data schemas and
ontology concepts. In a scenario for an organization‟s database, the mappings are established and reported
by a person who is familiar with the data schema and trusted by the organization. Moreover, authorization
policies and rules for the ontology are specified by a security expert who is familiar with the ontology and
trusted by the mediator. Importantly, comparing with database schemas, concepts are of more semantics
and easily understood by a human, and therefore, the system can address some usability concerns of
authorization specification and thereby can reduce the vulnerabilities brought by misspecification. To sum
up, if for all authorizations, the mappings conform to the annotation principle and authorization policies
and rules conform to the security requirements posed by all involved organizations, then specifications of
semantic authorizations will be secure.
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Authorization enforcement. Another issue is whether the requests can somehow bypass the
authorization component. We require that a request, say (usr, dto), submitted to the mediator will be sent
to the semantic authorization component and be evaluated against concept-level authorization and
context-aware authorization. For a concept-level authorization, the system returns the access decision on
the most specific concept pair (S, O) of (usr, dto). Note that the most specific pair is identical, since in any
concept tree a node‟s child nodes are disjoint and thereby any two concept pairs of (usr, dto) are
comparable and not equivalent. This precludes the situation when the decision on (S, O) is negative, and
the adversary has chance to apply the access decisions of other concept pairs to bypass the concept-level
authorization. For a context-aware authorization, we need to consider the possibility of the adversary
influencing the context so that some policy generation rules can be triggered. For example, PGR #2 will
be applied if the adversary falsely claims that a patient is in emergency. To avoid this, an approval
process for requests to change context, integrated with a certain trust mechanism, can be used.

5.7. Conclusion
Accompanying the new paradigms of pervasive healthcare delivery, new expectations on access
control have arisen. Access control systems are required to enforce over a large-scale, distributed and
heterogeneous system and support fine-grained authorizations on different data records and portions for
complex objects such as EHRs. Moreover, it is required to encode the context dynamics and enforce
context-aware authorizations. To address these challenges, we propose an advanced ontology-based
authorization model that can support specifying and enforcing authorizations in a flexible and efficient
way. The model employs semantic web technologies to conceptualize healthcare data and explicitly
express the relationships among these concepts and the instances involved in healthcare information
sharing. Enabled by these concept hierarchies, authorizations can be specified at different levels and
propagated to lower-level concepts. A novel decision propagation model is proposed to enable fast
evaluation and updating of authorization decisions. Relying on ontology reasoning tools, our model
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advocates a flexible specification approach of authorization, rule-based policy generation, which can
encode context dynamics and automatically enforce the appropriate authorization to adapt the contexts.
As to conflict resolution, our system models the decision computing process as a binary operation over an
idempotent commutative monoid. Various conflict resolving solutions can be adopted by extending the
binary operation. The service initiation time and request response time increase as the size of concept
trees is increased. With a slow increasing rate of response time, we can expect that the system can easily
be extended to large ontology systems. Moreover, with decision propagation model, the time spent on
server initiation is decreased; with lookup table strategies, the request response time can be decreased
significantly.
Although we couch our authorization model in terms of pervasive healthcare systems, the
proposed model can be easily adapted to other large-scale distributed information systems (e.g., a digital
library, a supply chain information system), where complex organizations and data resources are involved
and fine-grained, context-aware authorizations need to be represented in a common system.
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Chapter 6
Conclusion and Future Work
6.1. Conclusion
In this dissertation, we have explored the research challenges in information processing and
distributed information sharing of smart spaces.
We first explore the event processing solutions in smart spaces. We propose an event processing
framework, which includes two sub-processes: stream event processing and semantic event processing.
Stream event processing extracts knowledge from sensor streams for each modality. We present a novel
model to recognize motions of the objects attached with passive RFID tags. The model extends the
Hidden Markov Model (HMM) to accurately infer the motion sequence based on the relative variance in a
time series of response rates. The model is augmented with an adaptive model, which can be used to
dynamically adjust to the changing environment based on the change-point detection algorithm. Moreover,
an online Viterbi algorithm is applied to get low output latency. The performance of the model was
evaluated using measurements including accuracy and latency under a diverse set of conditions. As
experiment results show, with appropriate configurations, high average recognition accuracy and low
average latency can be achieved.
Then, we turn our attention to inferring high-level semantic events based on the preliminary
semantic events from stream event processing. We have presented a novel framework OntoCEP for
semantic indexing and detecting of events. The framework mainly focuses on processing of semantic
events, which is human-understandable and easy to specify for users to use keywords. Event ontology is
developed to enable semantic indexing and detecting of events machine-processable and exchanging
event data between different processes. Driven by the ontology, the framework maintains and coordinates
various event processes (e.g., event patterns, ontology reasoning rules, and machine-learning algorithms)
for processing semantic events. Moreover, the current implementation enabled by CEP and CIP is
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introduced. The system elaborates on event composition and context inference by combining event
composition technology and semantic reasoning into one coherent system. System latency and throughput
performance are evaluated, and show the OntoCEP system is efficient.
Finally, we investigate how to secure sharing of complex data objects among pervasive healthcare
systems. To address the challenges posed by heterogeneous data sources, complex objects and context
dynamics, an advanced authorization system is developed to support specifying and enforcing
authorizations in flexible and efficient ways. The model uses ontology technologies to conceptualize data
and explicitly express the relationships among concepts and instances. Semantic authorizations can be
specified at different levels of the predefined concept hierarchies and be propagated to lower levels. A
decision propagation model is proposed to enable fast evaluation and updating of concept-level access
decisions. To resolve conflicts among policies, we propose a weight system over the policy set, where the
binary operation can be defined to adapt to different requirements. Moreover, enabled by ontology
reasoning tools, a flexible specification approach of authorization, namely rule-based policy generation, is
developed to encode context dynamics, making the authorization enforcement adaptive to contexts. The
authorization system was evaluated using measurements including service initial time and request
response time. The experiments show that the system can process requests efficiently, and more
importantly, the system is scalable when applying decision propagation model and lookup table strategies.

6.2. Future Work
This dissertation work opens many research issues on large-scale sensor data processing, crossdomain information security, and privacy preserving for Internet of Things. We leave these as the feature
research topics. Specifically, we can extend this work to the following directions:
i) For Internet of Things, the one critical issue for an event processing framework is how to deal
with large-scale sensor data of multiple modalities generated by hundreds of sensor networks. As cloud
computing is widely used to support distributed computing on large data sets of clusters of computers, it
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is possible to apply it to information processing in smart spaces. For example, the MapReduce technology
can be employed for event processing: we can implement the stream event processing in the Map step and
run the semantic event processing in Reduce step. Each Map machine will deal with one or some sensor
modalities, whereas each Reduce machine combines and processes semantic events of a certain set of
related entities. Therefore, we can do stream event processing and semantic event processing in parallel.
ii) Develop semantic annotation models for a specific sensor modality based on machine learning
techniques. One possibility is to apply Conditional Random Field (CRF) (or HCRF, DCRF) to RFID or
accelerometer dataset to recognize people‟s activities. The advantages of CRF include the ability to relax
strong independence assumptions made in those models and the ability to incorporate arbitrary
overlapping features.
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