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Abstract

Mission-oriented wireless sensor networks present an interesting class of applications, such as battlefield monitoring and emergency disaster response scenarios, that are different from conventional wireless sensor network (WSN) applications. These applications often require the network to be operational for relatively
short time periods (i.e., days rather than months), and employ sophisticated, high
data rate sensors (e.g., video, short aperture radar and acoustic sensors). In such
mission-oriented, multi-hop WSN environments, both bandwidth and energy are
critically-constrained resources that must be used judiciously. This necessitates
the use of adequate bandwidth- and energy-management algorithms that optimally control the data flows of multiple applications (called missions in this work)
for ensuring that all missions obtain adequate volumes of sensor data in a timely
and efficient manner. Furthermore, the missions may have different utilities, i.e.,
one mission may be more valuable or important than another. In such scenarios, the resource adaptation process must ensure that the resources dedicated to
a mission’s flows is proportional to its utility. The need for such application-level
discretion, coupled with the unique challenges offered by mission-oriented WSNs
render the existing resource adaptation protocols inadequate.
In this thesis, we address these problems by developing a unified, utilitydriven resource optimization framework that aims to regulate the bandwidth and
energy usage of flows by dynamically adapting flow characteristics such as rate
and degree of compression, in order to meet the real-time data needs of dynamic,
competing missions. We develop resource adaptation algorithms that are capable
of jointly optimizing under several interesting conditions that are important and
unique to mission-oriented WSNs, such as prioritized missions with resource
demands, and temporally-dynamic missions and network conditions. Furthermore,
the algorithms are fully distributed with practically realizable protocols, which
provably improve the performance of the network. As a result, we have a powerful,
iii

extensible framework, along with a suite of adaptation protocols, that is capable
of proactively and comprehensively optimizing the resource usage in a missionoriented WSN, while explicitly factoring in the application-level utility of the
individual missions.
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Chapter

1

Introduction
Wireless Sensor Networks (WSN) have become a topic of immense interest and
research potential in the recent times due to the variety of applications they offer
in the field of autonomous and ubiquitous computing.

A WSN is a wireless

ad hoc network of sensor nodes each of which is typically equipped with one
or more sensors (such as thermometer, video camera, magnetometer, etc.) for
learning about the environmental conditions, a radio transceiver for wireless
communication, a micro-controller for computation and an energy source such as a
battery. Wireless sensor networks support applications ranging from co-operative
monitoring of habitat to military applications such as insurgent tracking, gunfire localization and battle-field monitoring. The small size of the nodes and the
autonomous nature of a WSN make it useful in applications that require unmanned
communication, such as in Unmanned Aerial/Underwater Vehicles, monitoring of
harsh environments, and so on.
Wireless Sensor Networks offer many research challenges that involve not only
identifying novel and useful applications but also making these applications efficient
and secure. One main focus of research in wireless sensor networks has been in
making algorithms and communication protocols in WSNs energy-efficient. This
is required because the sensor nodes have limited energy from a battery source
and many applications require the WSN to operate unattended for a long period
of time.
Unlike the typical WSNs, mission-oriented networks, such as those deployed
for tactical applications (e.g., battlefield gunfire monitoring, vehicular tracking and
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emergency disaster response), present an interesting class of applications that often
require a WSN to be operational for relatively short time periods (i.e., days rather
than months), and employ sophisticated, high data rate sensors (e.g., video, shortaperture radar and acoustic sensors). In such mission-oriented, multi-hop WSN
environments where the sensor data is forwarded over a common wireless network,
bandwidth is also often a critically-constrained resource and the judicious use of
bandwidth is as important as the conservation of energy. This necessitates the
use of adequate congestion and energy control algorithms that regulate the data
rate and other characteristics (such as compression rate) of multiple competing
applications (called missions in this work) for ensuring that all missions obtain
adequate volumes of sensor data in a timely and energy-efficient manner. Hence it
is important to develop a scalable resource-sharing framework that optimizes the
transport of sensor data to a concurrent set of missions.
In this thesis, we develop such a resource optimization framework for
mission-oriented wireless sensor networks that aims to dynamically adapt flow
characteristics to meet the real-time needs of data transfer for competing missions.
This involves several issues including reacting to transient congestion and avoiding
long-term congestion, catering to the needs of temporally-variable missions, and
managing energy to ensure that the nodes last as long as required by missions,
which are addressed in this work. As we will see in Chapter 2, little work has been
done to date on comprehensively optimizing various network and flow properties
in a way that explicitly factors in the application-level quality of information or
utility perceived by individual missions. We address these issues in this thesis
using a utility-driven model, where mission utilities are used as an explicit driver
of the network adaptation process.
Our utility-driven model is based on the Network Utility Maximization (NUM)
model introduced originally in [56, 57]. The NUM model is an attractive approach
for optimal resource allocation because it provides a distributed solution and it
allows an individual user to define its own utility. The NUM problem and its
distributed implementation have been extensively studied as a resource allocation
mechanism for unicast flows in both wireline and ad hoc wireless networks (please
see Chapter 2 for references). However, existing NUM models and corresponding
adaptation algorithms fall short of meeting the challenges that arise from the
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following unique characteristics of mission-oriented WSN:
1. Multiple, heterogeneous sources and receivers: The flows in mission-oriented
WSNs are typically many-to-many in nature, i.e., each mission consumes data
from multiple, heterogeneous sources, and similarly the data from each sensor
node is shared by multiple consumers. The presence of multiple sources for
a mission implies that the mission’s utility is now jointly determined by the
data from all its sources. An algorithm that adapts the resources for the flows
must understand that a mission’s benefit from one sensor is not independent
of the quality of data that it receives from other sensors. For example, an
intrusion-detection application utilizing a combination of video and motion
sensors may be more or less sensitive to the resolution of the video sensors,
depending on the data available from the motion sensors. This also implies
that the lack of information from one source (e.g., video) possibly due to
network congestion may be compensated by providing more information from
another source (e.g., high resolution image) whose route is less congested.
Furthermore, the data feed from a single sensor is often consumed by multiple
missions that may be geographically distributed over the WSN (e.g., tank
commanders in different battle quadrants subscribing to the same video
feed), implying that a particular sensor’s flow is best distributed using a
network-layer multicast forwarding tree to the different subscribing missions.
Moreover, an adaptation algorithm must be aware that each mission can
potentially have different perception of, and sensitivity to, a specific sensor’s
contribution to its utility. Accordingly, the flows must be adjusted such that
each source caters to the needs of its missions proportional to their utilities,
thereby ensuring that a higher utility mission receives more resources.
2. High variability: Mission-oriented WSNs operate in highly dynamic environments in which missions arrive and leave at different times. The duration of
the missions can also vary widely, ranging from a few seconds for the case
of gunfire triangulation to a few days or months for perimeter surveillance.
Moreover, in many cases, missions often arrive closely bunched in time (e.g.,
when tank commanders wish to obtain a video feed for a few minutes immediately following a cannon blast). Accordingly, an adaptation algorithm
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for such networks must take into account the temporally-variable nature of
missions for making decisions. It must also provide fast convergence and
react quickly to changes in the operational parameters.
3. Priorities among missions: Accommodating missions of different priorities is
a very important practical requirement, especially in military and emergency
response scenarios, where some missions are more critical than others.
Furthermore, certain missions may have specific resource demands that have
to be satisfied according to their priorities. A resource adaptation algorithm
for mission-oriented WSNs must be capable of performing such prioritized
and demand-based adaptation, while at the same time enhancing the global
network utility.
4. In-network Processing: One of the distinctive characteristics of WSNs is
that the data from the sensor flows may be processed (aggregated, filtered,
compressed, etc.) by one or more forwarding nodes. This offers several
advantages including savings in bandwidth and battery power. The resource
adaptation algorithms must be able to leverage this additional degree of
freedom and perform intelligent in-network processing in order to enhance
the utility of the network.
5. Lifetime management: For maximum benefit, a mission-oriented WSN must
not only derive high utility, but also do so for significant length of time.
Since the node battery lifetime is a scant resource, it is important to ensure
that the nodes last as long as required by the missions. This is a difficult
problem because of the temporally-dynamic nature of the missions and
network, especially since the exact details of such dynamics may not be
known a priori. An intelligent adaptation algorithm must be able to regulate
the network behavior according to the past, present and expected future
mission and network behaviors. For example, if a high utility mission is
expected in future, the network must reserve sufficient battery to serve the
mission. Similarly, if renewable energy sources are available, then the optimal
adaptation process should depend on the time-varying pattern of energy
renewal of the nodes.
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The models developed in this thesis address these challenges in a systematic
manner, and provide a family of distributed protocols, which dynamically adapt
the flows and network such that utility is maximized. The rest of this thesis is
organized as follows:
Chapter 2 discusses the related work in this area. This includes a brief survey of
congestion control and energy management techniques in WSNs. It also provides
a discussion of various NUM-based models and algorithms for wired, wireless and
wireless sensor networks.
In Chapter 3, we develop a distributed utility maximization model (WSNNUM) to consider the case of bandwidth sharing by multiple competing missions
in a mission-oriented WSN environment. Accordingly, we enhance the basic NUM
model developed by Kelly et al. [56, 57] to incorporate a receiver-centric manyto-many model of communication. We develop techniques to improve the speed
of convergence of the algorithm. We also study the performance of the protocol
based on simulation and implementation on an 802.11b based network.
In Chapter 4, we extend our WSN-NUM model to include prioritized missions
that have pre-defined minimum utility demands that have to be met. Accordingly,
the new protocol maximizes the global utility, while enforcing resource sharing
among a mix of best-effort missions and prioritized missions whose demands are
satisfied. It may not be feasible to satisfy all the demands due to bandwidth
or policy restrictions, and in such situations we present a set of techniques to
determine the optimal set of missions whose demands must be satisfied.
In Chapter 5, we extend the basic WSN-NUM model to provide adaptive innetwork processing, whereby the forwarding nodes can compress data to variable
degrees. The NUM-INP algorithm dynamically determines the optimal processing
levels on different forwarding paths, which permits the network to perform
differential flow control, while balancing the loss of utility of the consuming
missions. The algorithm also determines the optimal locations where two or more
sensor flows may be fused. Furthermore, we provide the performance results of the
protocol based on simulations as well as a real-time implementation with a video
application.
In Chapter 6, we use control-theoretic principles to add a new dimension to the
WSN-NUM-based models by optimizing the utility over the lifetime of the network,

6
rather than instantaneous utility maximization. We show how the previously
developed WSN-NUM protocols can be enhanced to intelligently optimize the
utility under temporally-variable mission dynamics as well as network dynamics
such as nodes with renewable energy sources. These use-cases help illustrate that
our WSN-NUM based models, complemented with the capability to optimize over
a time horizon, results in a powerful framework which can model and optimize
many interesting scenarios, applicable to mission-oriented networks and beyond.
Finally, Chapter 7 presents the conclusions and future directions for this work.

Chapter

2

Related Work
2.1

Introduction

In this chapter, we first provide a summary of some of the earlier works
related to congestion control and energy management in wireless sensor networks.
Subsequently, Section 2.3 outlines the avenues where these protocols are inadequate
and can benefit from the Network Utility Maximization approach, and presents a
brief survey on NUM-based techniques used for optimization in wired, wireless and
wireless sensor networks. Finally, Section 2.4 identifies some of the open problems
and unaddressed challenges that form the basis for this thesis.

2.2

Resource management in WSN

In this section we discuss some of the prior work related to resource management in
the form of congestion control and energy management in wireless sensor networks.

2.2.1

Congestion control

There has been much work done in the area of congestion control in wireless
sensor networks.

In [87], an energy-efficient congestion control scheme called

CODA is developed. CODA consists of three phases: (i) Congestion detection,
(ii) Congestion mitigation using hop-by-hop back-pressure and (iii) multi-source
regulation.

Congestion is detected at a receiver based on the current buffer
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occupancy and also based on the history of channel loading conditions. Once
congestion is detected, a hop-by-hop back-pressure mechanism is used to propagate
the information upstream.

Each node that receives the back-pressure signal

throttles its sending rates based on a local congestion-control policy (such as
packet drop, AIMD, etc), thereby mitigating the congestion. If there is persistent
congestion even after employing back-pressure based rate control schemes, a closedloop regulation mechanism is triggered. During this phase, the source receives
constant (but slow time-scale) feedback from the sink which acts as a clocking
mechanism to regulate the rate of the source.
Fusion [50] combines three different congestion control techniques to enhance
the performance of wireless sensor networks significantly. The first is hop-by-hop
flow control where nodes use back-pressure and local flow control to alleviate local
congestion. But this is often unfair to flows that traverse a large number of hops.
Fairness is improved by using the second technique, rate limiting. In this technique,
each forwarding node employs a token-bucket scheme based on the number of flows
that is routed through that node. This ensures fairness among all the flows through
the node. However, when a node is already congested, it takes a long time for the
congestion-control feedback to propagate to the neighbors. In order to resolve this,
a prioritized MAC-layer is used where the back-off period for medium access in
CSMA depends on the congestion state of a node. A congested node’s back-off
window is smaller, making it more likely to gain access to the medium.
In [28], an end-to-end congestion control mechanism is developed that ensures
that the base station receives approximately the same number of packets from each
node, regardless of whether the sender is only a few hops away or several hops away
from the base station. This protocol does not use any explicit congestion-detection
scheme. Each node simply keeps track of the average rate at which packets can
be sent from that node. This is normalized over the number of children nodes
downstream. The data is then transmitted at either this normalized rate or at the
rate at which it was received, whichever is smaller.
In [88], a priority-based congestion control protocol called PCCP is developed
for wireless sensor networks. In PCCP, congestion is detected based on the ratio of
inter-packet arrival time to packet service time. The congestion notification is sent
implicitly by piggy-backing the information with data packets and allowing nodes

9
to learn about the congestion by overhearing transmissions. The rates are adjusted
to mitigate congestion, such that weighted proportional fairness is ensured, where
the priority index of a node is used as the weighting factor. PCCP guarantees that
a node is allocated bandwidth proportional to its priority index and nodes with
equal priority get equal bandwidth.
Often, in-network aggregation is used as a means of congestion mitigation.
In-network aggregation is one of the distinctive characteristics of wireless sensor
networks where the data collected by sensors can be processed at the forwarding
nodes which gives rise to significant savings in bandwidth, in addition to saving
battery power in terms of transmission cost (although it may incur additional
computational cost) [66, 101]. [41] gives a survey of the recent developments in
in-network aggregation techniques in wireless sensor networks.
There have been other models and algorithms developed for dealing with
rate and congestion control that consider different metrics for fairness and
differentiation and employ congestion-control mechanisms at different layers in
the protocol stack [60, 58, 77]. For instance, in [58] a class of differentiated routing
algorithms is developed, where the route taken by a data packet depends on the
congested zones in the network and the priority of the flow. The Congestion-Aware
Routing (CAR) protocol detects the congested regions in the path of high priority
flows and dedicates these regions only for high priority data. This protocol is
further extended to form high-priority paths on the fly for each burst of the data,
with the help of MAC layer enhancements, in order to accommodate highly mobile
sources. In [77], sink-based congestion control is employed for enhancing event-tosink reliability and also for reducing energy usage.

2.2.2

Energy management

The emergence of wireless sensor networks has resulted in a large number of
research efforts for the design of energy-aware networking.

Algorithms and

protocols across all layers of the network stack are either retrofitted to be more
energy-efficient or replaced with new energy-aware protocols. Since this is a widely
researched area, there is a wealth of information available on this topic.
At the MAC layer, S-MAC [96] was one of the earliest protocols developed for
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energy-aware medium access in wireless sensor networks. S-MAC reduces energy
consumption via the following four means: (i) by putting the radios in sleep state
when idle (ii) by synchronizing and thereby forming virtual clusters among nodes
that are on the same sleep-schedule, in order to coordinate them with low overhead,
(iii) by allowing the nodes to enter sleep-state periodically, when the channel is idle,
and (iv) by employing message-passing, i.e., sending a long message as a burst of
smaller packets, thereby allowing nodes with large data to gain more medium access
time. Although this may be unfair to nodes with only small packets to send, it is
shown that this results in significant energy-savings because of lower contention,
and also does not always result in end-to-end unfairness. [46] provides a survey
of MAC and physical layer protocols for wireless sensor networks. There are also
numerous protocols for energy-aware routing in WSN. [8] provides a comprehensive
survey of these routing protocols.
Many functionalities of WSNs make use of a cluster-based topology to improve
scalability and network lifetime by load balancing and allowing distributed
management by sharing responsibility among base stations and cluster-heads.
Several works focus on making the common operation of selecting a cluster-head
more energy-efficient [48, 100, 10, 31, 15, 4]. For example, in [48] a protocol
called LEACH is developed for energy-efficient clustering. The cluster heads are
determined in a distributed manner using a bidding-like protocol. Furthermore,
the cluster-heads are periodically changed in order to balance the load and energy.
The HEED [100] protocol was developed with the objective of enhancing network
lifetime. Accordingly, the cluster head is selected based on the residual energy of
the nodes and a secondary parameter that reflects the communication cost within
a cluster, such as the cluster density or node degree.
One of the common techniques to make WSNs energy-efficient and thereby
increase their lifetime, is to allow the nodes to alternate between sleep and wake
cycles depending on how busy or idle the network is. Several algorithms have been
developed for devising efficient sleep-wake schedules [91, 25, 94, 53, 54]. In [91],
a near-optimal algorithm for sleep-wake scheduling is developed for a multi-hop
WSN with TDMA that significantly increases the network lifetime. In [25], a sleepwake algorithm called Linear Distance-based Scheduling (LDS) is developed for a
cluster-based WSN, which solves the problem of determining which nodes within a
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cluster must be awake at a given time. The basic premise for the LDS scheme is that
a node that is farther away from the cluster head has higher probability of being
chosen to enter sleep mode. It is shown that this scheme results in energy savings
without reducing the sensing coverage. The protocol in [94] allows the sensors
to decide on their own when to go to sleep, and adjusts the sleep times of the
sensors in a distributed way such that the wake-up rate is constant on an average.
Similarly, several protocols have been developed for energy-efficient sensing and
coverage, where the objective is to obtain maximal coverage with minimal number
of active sensors [97, 89, 20].

2.3

Network Utility Maximization Techniques

It may be observed from Section 2.2 that although a number of efficient and
practical protocols have been developed for bandwidth and energy management in
wireless sensor networks, they do not have one or more of the following desirable
properties that are often necessary for mission-oriented wireless sensor networks:
(i) the definition of an “optimum”, based on understanding what is ‘collectively
good’ for the network and a study of how close the protocols get to the optimal
values. This is especially important in a WSN because each sensor is shared among
among multiple applications; (ii) a fairness guarantee; (iii) differentiated service
based on the importance of applications in addition to that of flows. The Network
Utility Maximization paradigm can help provide these characteristics.
The Network Utility Maximization (NUM) framework was originally developed
in [57, 56, 64] to provide optimal, proportionally fair rate control in wireline
networks. The NUM optimization framework has been extensively studied and
extended to ad hoc wireless networks as well.

One of the main reasons for

the popularity of the NUM framework is its distributed solution, which can be
implemented with minimal co-ordination among nodes. The main focus of this
thesis work is on the novel task of adapting and extending the NUM framework
to wireless sensor networks, in order to meet some of the desired properties listed
in Section 2.2. Therefore, this section provides a brief survey of the NUM-based
techniques developed in wired, wireless and wireless sensor networks.
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2.3.1

Wireline Networks

The optimization-based approach for rate control in communication networks was
first introduced by Kelly et al. in [57]. Since this work is central to most of the
research in this field, it is described in detail. In this model, each source node s is
associated with a concave, non-decreasing utility function Us (xs ), which depends
on the source’s transmission rate xs . The network is modeled as a set of links
and each flow is a collection of links. Under this model, the NUM problem can be
expressed as:
SY ST EM (U, A, C) :
maximize

X

Us (xs )

(2.1)

s∈S

Ax ≤ C

subject to
over x ≥ 0.

where A is a binary routing matrix (with Ajk =1 if source k’s flow uses link j), x
is the vector of source rates and C is the vector of link capacities. The constraint
implies that the aggregate traffic flowing through link j from various sources cannot
exceed its capacity. Strict concavity of the utility functions Us (.) ensures that the
problem SY ST EM (U, A, C) has a unique optimal solution.
Because the utility functions are known only to the sources, this problem is decomposed into two independent optimization problems U SER and N ET W ORK
by introducing a pricing scheme. The problems are defined as:
U SERs (Us , λs ):
maximize

Us ( wλss ) − ws

over

(2.2)

ws > 0.

N ET W ORK(A, C, λ):
maximize
subject to

P

s∈S

ws log(xs )

(2.3)

Ax ≤ C.

According to this model, each user is charged a price by the network, and
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consequently obtains a rate proportional to the amount it pays. Each user s has
its own ‘willingness to pay’ ws and receives a flow rate of xs in return, proportional
to the charge per unit flow, λs = ws /xs . The charge per unit flow for any link j
will depend on the total traffic load on the link. Based on this model, each source
iteratively adjusts its rate according to the differential equation:




d
xs (t) = k ws − xs (t)
dt

X

µj (t) ,

pathof s
X

j∈

where µj (t) = pj (
n:j∈

(2.4)

xn (t)).

path of n

where k is a scalar constant and pj is a cost function for link j which depends on
the total traffic flowing through j. This formulates the gradient ascent method of
solving the optimization problem. We note in Equation 2.4 that only the aggregate
cost of the flow is required by the source node. Each link sums its link price with
the price of the upstream links and sends this information to the downstream
links in the flow. The receiver eventually sends the aggregate price of the flow as
‘congestion feedback’ to the source, which adapts its rate accordingly.
If combined with user adaptation of its ‘willingness to pay’, according to
ws (t) = xs (t)Us0 (xs (t))

(2.5)

it is shown that the system will converge to a unique stable point that maximizes
the following expression, which is a relaxation of the SY ST EM problem:
ϑ(x) =

X
s∈S

Us (xs ) −

XZ
j∈J

P

path of n

n:j∈

xn

pj (y)dy.

0

This is a penalty based approach, where the system stabilizes at a distance from the
global optimum that is proportional to the total link costs or the congestion in the
network. The important insight here is that the centralized optimization problem
in 2.1 can be decomposed into 2N independent optimization problems (N U SER
optimization for the N sources and N rate adaptations as per Equation 2.4), such
that the network no longer needs to known the actual utility functions Us (.).
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The same problem has been solved using a dual approach in [64], where the
Lagrangian dual of the optimization problem in Eq. (2.1) has been solved by
breaking it into two sub-problems, similar to the above approach. Low, et al also
provide an asynchronous algorithm and prove its convergence. Being asynchronous,
the algorithm allows different delays in feedback, and the source and links can
update the rate, willingness to pay and cost parameters at different times with
different frequencies.
Subsequently, there has been substantial research in the use of optimizationbased techniques for not only rate control, but also for other network protocols,
leading to cross-layer optimizations.

[22] gives a detailed survey of these

approaches; [83] gives a survey of distributed congestion control mechanisms that
are based on utility maximization.
From the protocol perspective, Internet congestion control using the same
approach in [57] is addressed in [59] which provides a window-based congestion
control algorithm that does not require explicit feedback from the network. The
queuing delay is taken as an implicit congestion indicator and the price is computed
according to that.
A common assumption in the above works is that the traffic flows are elastic,
i.e.,, the utility functions are concave and continuous and there are no limits or
constraints on the possible rates of a source. But this may not be true in practice.
For example, a video sensor can have only have limited options for adjusting its
resolution. [47] studies the rate control problem for inelastic flows - both for
non-concave and discontinuous utility functions, and provides conditions under
which the standard algorithm introduced in [57] can still converge at the optimal
allocation.
However, these models can not be applied directly to wireless networks because
the bandwidth of a wireless channel is not fixed and depends on the interference
among transmissions. In particular, the inequality Ax ≤ C in Equation 2.1
assumes that each link in the network is independent of all others and is associated
with a well-defined ‘link bandwidth’. In contrast, in a wireless environment, the
capacity available for a particular link between a pair of nodes is dependent on the
channel utilization by other nodes in the contention neighborhood.
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2.3.2

Wireless Networks

More recently, price-based resource allocation and congestion control mechanisms
have been developed for ad hoc wireless networks, which possess two unique
features:
• As transmissions of different neighboring nodes interfere with one another,
the capacity of a wireless channel is not constant, but depends on link-specific
parameters such as transmission power, modulation scheme and the MAC
protocol.
• Due to interference, the capacity of a link between two nodes also depends
on the parameters of other interfering links.
These characteristics give rise to interesting cross-layer challenges.
Cross-layer optimization in wireless networks has been studied in [21, 90, 62, 30,
70, 85, 29, 19, 18, 93, 61] and [78], albeit for unicast flows. In these models, wireless
resources across different layers have been incorporated into a unified optimization
framework.
[21] maximizes the utility of the network by balancing power control in the link
layer and rate control at the transport layer, while maintaining the modularity in
the layers. It provides a distributed power control algorithm that couples with
existing transmission control protocols (TCP) to increase end-to-end throughput
and energy efficiency of the network. [90] provides both primal and dual algorithms
for utility maximization in a random access wireless network, by rate control
involving coordination between transport and link layers. At the transport layer,
the source rates are adjusted such that proportionally fair rates are attained, given
specific link rates. At the link-layer, the link attempt probabilities are adjusted so
that the link rates are changed and the effective capacities of bottleneck links are
increased. This way the network utility is further improved.
In [62] the problem of joint rate control and scheduling is considered. The
effective data rate of a link is taken as a function of the global power assignments
on all links. While this approach provides an accurate model of the impact of
interference on an individual link’s capacity, it fails to consider that different links
might be active at different instants and for different time fractions. The constraint

16

Figure 2.1: (a) Example of an ad hoc wireless network: the flows are numbered; the
flows in boxed region interfere with one another. (b) Conflict Graph corresponding to
the network in (a). [18]
for the utility maximization problem is that the rate vector must belong to the
‘capacity region’, where capacity region is defined as the largest set of rate vectors
that maintain the network stability under any scheduling policy. The capacity
region is determined by the rate-power function and power budget constraint
[86, 70, 24]. Solutions are provided for both when the routes for the flows are
not known or fixed, and when the routes are known. [30, 70, 85] are some of the
other works that provide the rate control algorithms involving implicit congestion
feedback, based on queue lengths.
All the works discussed so far in this section assume that the flow rates can
be changed instantaneously based on the feedback. However, this is not always
possible or desirable. For example, TCP responds only gradually to congestion
feedback. So, in [29], a primal-dual congestion controller is developed that adjusts
the flow rates more gradually, at the same time guaranteeing optimal routing
and MAC stability. The congestion control is distributed while the scheduling is
assumed to be centralized. This assumption on centralized scheduling prevents the
direct applicability of this model in practical wireless environments.
In [18] and [19] the interference among nodes are identified by constructing a
“conflict graph”’ in which the vertices are the links in the network, and there is
an edge between two vertices if the two links interfere. The maximal cliques in
the conflict graph capture the local contention among the flows. Fig. 2.1 gives an
example of a wireless networks with multiple contending and interfering flows and
the corresponding conflict graph. They use the scheduling constraint that no two
transmissions in a clique can transmit simultaneously. [19] studies the problem
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Figure 2.2: (a) Example of an ad hoc wireless network. (b) Link Contention Graph
corresponding to the network in (a). [93]

of joint rate control and scheduling and [18] provides algorithm for joint, optimal
rate control, routing and scheduling.
While the conflict graphs in [18] and [19] consider single-hop flows, in [93],
Xue, et al. use ‘link contention graph’ graphs to identify end-to-end multi-hop
flows that interfere with each other. Fig. 2.2 shows an example of a network and
the corresponding link contention graph. Under this framework, the shadow cost
is associated with cliques, instead of with the link. The price of each subflow is
the sum of the shadow costs of all the cliques to which it belongs.
[78] studies the problem of joint control of bandwidth allocation and scheduling
such that maxmin fairness is ensured. A fair scheduling mechanism is developed
that assigns dynamic weights to the flows, where the weights depend on the
congestion in the network.

The flows that constitute a maximum weighted

matching are matched. In [61], NUM-based distributed algorithms are provided
that consider the trade-off between rate and reliability. This trade-off is captured
by making the utility depend on both transmission rate and signal quality. In
[73], a price-based approach is used to stimulate co-operation among nodes to
obtain globally optimal bandwidth allocation. Each node sets the rate for its
own traffic and the rate for relaying another node’s traffic based on its utility,
the cost of transmitting its own data and the income it gets from relaying
another node’s traffic, thus encouraging the nodes to be co-operative. In [98],
optimal and weighted proportionally fair bandwidth allocation is achieved using
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the hop-by-hop and end-to-end congestion control algorithms. In [52], an optimal
routing algorithm is developed for multi-hop wireless networks, such that for any
given placement of nodes and traffic workload, the network supports maximum
throughput. This work considers both multi-path and single path routing under a
protocol interference model (which is similar to our model explained in Chapter 3)
and a physical interference model. This work also shows that shortest routes do
not necessarily yield maximum throughput. [65] gives a comparative study of
price-based resource allocation algorithms developed for wireless ad hoc networks.
Although the works discussed in this section solve the problem of adapting
NUM-based techniques to ad hoc wireless networks, it is still insufficient for
application in wireless sensor networks, as we will see in Section 2.4. Also, none
of these techniques exploit the broadcast capabilities of wireless transmissions.
Given the power-constrained WSN environment, it is desirable to use broadcast
transmissions for data dissemination because, sensor flows are multicast in nature
and the use of link-layer broadcasts will greatly reduce the number of transmissions
required.

2.3.3

Wireless sensor networks

There is relatively little work on NUM-based optimization techniques in WSN
environments. For a tree-shaped WSN routing tree where all nodes transmit to a
common sink (root node), [82] showed how the NUM problem with max-min fair
rate allocation can be modeled as two linear subproblems - one that determines the
optimal max-min rate allocation and one that maximizes the aggregate rate while
meeting the constraint obtained from the first problem. Similarly, [74] developed
an AIMD algorithm for interference-aware max-min rate control that implicitly
solves the associated NUM problem. However both these works are only for the
special case where there is a single data sink and all data is routed to this sink
over a tree.
Apart from rate allocation, optimization-based techniques have also been
used for other problems in wireless sensor networks.

In [103], a distributed

algorithm is presented for optimal joint allocation of energy between sensing and
communication at each node such that the overall system utility (albeit for unicast
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flows) is maximized. Alternately, [95] presented a distributed, dual-based subgradient algorithm that optimizes the route selection process to ensure maximal
data gathering in energy-constrained wireless sensor networks. We observe that
these techniques are quite orthogonal to the problem that we are interested in.

2.4

Open Problems and Challenges

Some of the open problems and challenges in the area of optimal resource
management in mission-oriented wireless sensor networks, which form the basis
of this thesis, are identified below: 1) In most of the earlier work, utility has been
associated with the source and is a function of its rate. However, in a WSN, it is the
mission that derives a ‘utility’ depending on how much it benefits from the input
data, while the sources (sensors) are only responsible for disseminating the sensed
data. Hence we require a receiver-centric model as opposed to the conventional
source-centric model.
2) Sensor flows in mission-oriented WSNs are inherently many-to-many nature,
i.e., data from a single sensor is consumed by multiple missions, and each mission
subscribes to data from multiple sources. However, most of the work in this
area considers either unicast flows from a single source to a receiver or from
multiple sources to a single receiver. Extending these to a many-to-many model
of communication is, as explained in Chapter 1, not a trivial problem.
3) The NUM framework is an attractive approach because of its distributed
solution. However, very few works (like [52]) provide protocol-level simulation (let
alone implementation) results. None of the previous works study the practical
difficulties in implementing a NUM-based protocol, which presents even more
challenges in the highly dynamic environment of mission-oriented WSNs, as
discussed in Chapter 1.
4) There are several other constraints and features specific to mission-oriented
WSNs, as discussed in Chapter 1, that have so far not be considered in prior
NUM models. For example, we see that the “collective goodness of network”
theme that has been common to NUM models thus far no longer applies to the
scenario where missions may have specific resource demands, which must definitely
be satisfied as long as the required amount of resource is available. Similarly,
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there has been no prior NUM model capable of providing adaptive in-network
processing. Another important aspect is that NUM has so far been used only for
instantaneous optimization, that too, with a “memoryless” setting, i.e., it uses
only the current state of the network. However, as discussed in Chapter 1, it is
important to optimize the resource usage over a time horizon to ensure adequate
network lifetime. Furthermore, incorporating the temporal-variations of missions
over the network lifetime helps estimate future resource requirements, thereby
optimizing the current energy usage even more wisely. Similarly, when nodes are
mobile, taking the future locations of nodes into account will provide more room for
optimization. However, none of the prior NUM-based models have the capability
to support such dynamic use-cases.

Chapter

3

Utility-based Rate Adaptation in
Mission-oriented Ad Hoc Wireless
Sensor Networks
3.1

Introduction

Data feeds from various sensors (e.g., video, acoustic, short-range radar, infra-red,
etc.) are expected to provide critical situational intelligence in a variety of future
battlefield, homeland security, and disaster recovery environments. In many such
applications, the sensor data is transported over a bandwidth-constrained multihop wireless network, for use by receivers (missions) in diverse applications, such as
tracking, gunfire localization and perimeter monitoring. In this chapter, we develop
a distributed utility maximization model (WSN-NUM) for bandwidth sharing
among multiple competing missions in such a mission-oriented WSN environment.
The Network Utility Maximization (NUM) problem and its distributed
implementation have been extensively studied as a resource allocation mechanism
for unicast flows in both wireline [57, 56, 64, 22, 59] and ad hoc wireless networks
[21, 90, 62, 19, 29, 18]. In addition, NUM-based approaches have also been recently
investigated [14] for fair-sharing of multicast sessions in a wireless network. A
NUM-based approach for our mission-centric WSN environment must, however,
consider three new characteristics:
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1. Joint Utility Functions: An individual mission’s (receiver’s) utility is often
derived from multiple sensor sources. Such a joint utility function implies
that it is not possible to articulate a mission’s benefit from a specific sensor
independently of the data rates that it is receiving from other sensors. For
example, if a mission receiving data from audio and video sensors does not
receive sufficient video feed (possibly due to network congestion), it will
greatly benefit if the data rate of the audio stream is increased.
2. Multiple Heterogeneous Consumers of a Sensor Flow: The underlying sensor
infrastructure is often viewed as a shared resource by overlying applications;
accordingly, the data feed from a single sensor is often consumed by
multiple receivers (missions), each with a potentially different perception
of, and sensitivity to, the sensor’s contribution to its individual utility.
Moreover, a particular sensor’s flow is best distributed using a networklayer multicast forwarding tree and link-layer broadcasts to the different
subscribing missions. Prior work on NUM-based techniques for multicast
sessions address only homogeneous receivers (i.e., receivers receiving identical
traffic rates have identical utility values).
3. High Mission Variability: The network conditions, mission durations and
schedules are all highly dynamic in mission-oriented WSNs. Accordingly,
the NUM algorithm must to provide fast convergence, reacting quickly to
changes in the operational parameters, an aspect largely ignored in prior
NUM-based works.
Based on these observations we make the following contributions with the work
in this chapter [37, 39, 35]:
1. We develop the NUM model for the case of a set of receivers with
joint (multi-dimensional) utility functions, subscribing to feeds from a
set of common sensors, with the feeds delivered via link-layer multicast
over a wireless network, and show how a receiver-centric, pricing-based,
decentralized algorithm can ensure optimal and proportionally-fair rate
allocation across the multiple missions, without requiring any coordination
among independent missions or sensors.
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2. We study the influence of different parameters on the performance of the
protocol and demonstrate how appropriate modifications to the gradientascent algorithm for rate adaptation can provide much faster convergence
which is essential in an environment as dynamic as the WSN.
3. We then provide a protocol-level simulation of the optimization technique in
an 802.11 environment to establish the practically-observed overheads and
performance of the theoretical optimization model in a realistic, distributed
WSN environment.
4. We also provide a real-time implementation of the protocol, and compare the
results from the implementation with the simulation results.
The rest of this chapter is organized as follows: Section 3.2 discusses related
work on network utility maximization-based algorithms.

In Section 3.3 we

first formulate the NUM model that captures the characteristics of missionoriented WSNs and derive the resulting distributed optimization algorithm. In
section 3.4, we discuss the techniques for solving several of the practical protocollevel challenges of the generalized NUM technique. Section 3.5 presents a discrete
event simulation of the protocol and its evaluation. Section 3.6 discusses the
influence of protocol- and network-related factors on the performance of the
protocol. Subsequently, Section 3.7 introduces a few techniques for improving
the speed of convergence. Section 3.8 discusses the details, observations and
results from the implementation of the protocol. Finally, Section 3.9 concludes
the chapter.

3.2

Related Work

There is a wealth of literature on optimization-based techniques for rate control in
communication networks, an approach first introduced by Kelly et al. [56, 57] for
the case of wired links. This was discussed in detail in Chapter 2, but is repeated
here again for readability.
In Kelly’s model, each source node s is associated with a concave, nondecreasing utility function Us (xs ), which depends on the source’s transmission
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rate xs . The network is modeled as a set of links and each flow is a collection of
links. Under this model, the NUM problem can be expressed as:
SY ST EM (U, A, C) :
maximize

X

Us (xs ) subject to

Ax ≤ C over x ≥ 0

(3.1)

s∈S

where A is a binary routing matrix (with Ajk =1 if source k’s flow uses link j), x
is the vector of source rates and C is the vector of link capacities. Strict concavity
of the utility functions Us (.) ensures that the problem SY ST EM (U, A, C) has a
unique optimal solution. As shown in [57], the centralized SY ST EM problem
can be decomposed into distinct independent problems by introducing a pricing
scheme. In particular, the decentralized optimization approach behaves as if each
user is charged a price by the network, and consequently obtains a rate proportional
to the amount it pays. Each user s has its own ‘willingness to pay’ ws and receives
a flow rate of xs in return, proportional to the charge per unit flow, λs = ws /xs .
The charge per unit flow on a path is the sum of the per-unit charge on each
constituent link j, with this charge depending on the total traffic load on that
link. In particular, if
• Each source iteratively adjusts its rate according to a gradient-based
differential equation:




d
xs (t) = k ws − xs (t)
µj (t) ,
dt
j∈ path of s


X
where µj (t) = pj 
xn (t)
n:j∈ path of n
X

(3.2)

where k is a scalar constant, pj is a cost function for link j which depends
on the total traffic flowing through j and µj is the ‘price’ charged by link j;
and
• Each source also periodically adjusts its ‘willingness to pay’, according to
ws (t) = xs (t)Us0 (xs (t))

(3.3)
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then, the system will converge to a unique stable point that maximizes a relaxation
of the SY ST EM problem. The same problem has also been solved using a dual
approach in [64], while [59] presents an Internet congestion control-based technique
that solves the NUM problem by using queuing delay as an implicit congestion
indicator.
Subsequently, there has been substantial research in the use of optimizationbased techniques for not only rate control, but also for other problems, such as
power control and scheduling for wired, ad hoc wireless and even wireless sensor
networks. An overview of these was presented in Chapter 2. Our NUM problem
has strong similarities with [14], which extends the ‘wired multicast’ solutions in
[81, 55] to consider both single-rate and multi-rate sessions (where each receiver of
a session may receive different rates). However, unlike [14] where the focus is on
fair sharing among different multicast sessions, we allow for receiver heterogeneity
(different receivers receiving the same data rate may profess different utilities).

3.3

The WSN-NUM Model

We now consider the new environment of mission-based WSNs, where each
mission’s utility is a joint function of the rate from multiple sensors. Let the ith
mission be denoted as mi , let M be the total set of missions, and S the total set
of sensors. Let us denote the utility of a mission m as Um ({xs }s∈sset(m) ), where for
any mission m, sset(m) is the set of sensors that are sources for m (i.e., contribute
to the utility Um (.)). Hence, {xs }s∈sset(m) represents the vector of rates associated
with the set of sensors sset(m). Furthermore, for any sensor s, let mset(s) denote
the set of missions subscribing to this sensor’s data.

3.3.1

Wireless Channel Constraint and NUM Problem

Before expressing the NUM formulation, we first need to modify the constraint
Ax ≤ C (in Eq. (3.1)) to account for the contention-based constraints arising out
of the interference among links sharing a common wireless channel. To exploit
the wireless broadcast advantage (WBA), we assume that a node on a multicast
forwarding tree uses a single link-layer broadcast to reach all its neighboring ‘child’
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nodes. Rates may differ among different broadcast links, but all nodes on a single
broadcast link receive at the same rate. Two transmissions interfere with each other
if the sender or any receiver of one transmission is in the interference range of the
sender or any receiver of the other transmission (referred to as the ‘protocol model’
of interference in [45]). To express these interference constraints, we characterize
a transmission at a node k by the tuple (k, s), where s is the sensor source node
for this flow; a sensor ‘flow’ is thus a series of transmissions by the nodes in the
corresponding multicast forwarding tree.
To capture the resulting constraints, we formulate a transmission-based conflict
graph (CG) (similar to the approach in [79]), where each vertex of the CG refers
to a (k, s) transmission in the network and an edge between two vertices in the
CG implies that the two transmissions interfere with each other. As shown in [23],
P
the number of nodes in such a multicast CG is given by vi ∈V (2∆i − 1) (where
∆i denotes the out-degree of node vi ). Given the practical impossibility of locally
computing independent sets of such a large CG, we instead apply the sufficiency
constraint that, in any maximal clique, the sum of the air-time fractions of all
the transmissions must not exceed unity. In other words, for each maximal clique
q∈Q
X
∀(k,s)∈q

xs
≤ 1,
ck,s

(3.4)

where xs is the flow rate, ck,s is the transmission rate for transmission (k, s) and
Q is the set of all maximal cliques in the CG corresponding to WSN.
The problem of adaptive rate control in such a WSN may then be expressed
by the SEN SOR problem:
SEN SOR(U, L) :
maximize

X

Um ({xs }s∈sset(m) )

(3.5)

m∈M

subject to

X
∀(k,s)∈q

xs
≤ 1, ∀q ∈ Q.
ck,s

Fig. 3.1a shows the connectivity graph of an example network consisting of three
source nodes, 1, 2 and 3 and three sinks, m1 , m2 and m3 , where sset(m1 ) = {1, 2},
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(a)

(b)

(c)

Figure 3.1: (a) Connectivity graph of an example network; (b) Multicast trees and
transmissions used in the example network in (a); (c) Conflict graph corresponding to
(a) and (b).

sset(m2 ) = {1, 2, 3} and sset(m3 ) = {1, 3}. The intermediate nodes do not sense
any data, i.e., they do not generate any traffic and are just relay nodes. Fig. 3.1b
shows the multicast forwarding trees that the flows follow and Fig. 3.1c gives
the corresponding conflict graph. We can see that in this graph, there are three
maximal cliques: {T11 , T22 , T41 , T42 }, {T11 , T33 , T53 , T51 } and {T11 , T41 , T42 , T51 , T53 }.
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3.3.2

Assumptions and Limitations of the basic WSNNUM Model

For the analysis in this chapter, we make the following set of assumptions:
• The utility of each mission m is expressed solely in terms of the transmission
data rates of the sensors in sset(m), i.e., Um (.)

s∈sset(m)

←−

xs . While specific

utilities may be more finely nuanced, it is generally true that a mission’s
utility is enhanced by an increase in the data volume from each sensor.
• Each sensor’s flow is completely elastic. Accordingly, a sensor s is able to
dynamically adjust its transmission rate xs by any arbitrary amount (as long
as xs > 0). The assumption of a completely elastic and infinitesimallytunable sensor flow may not be completely applicable to sensors with a finite
set of discrete settings (e.g., a video sensor may operate at only one of 3
resolutions); we address this in Chapters 4 and 5.
• Data from a source node is disseminated to the sinks along a well-defined
multicast tree pre-computed by some routing protocol. All the sinks receive
identical rates from a specific sensor, i.e., no layered coding is used, nor is
any in-network sensor data aggregation employed (which again is relaxed in
Chapter 5.

3.3.3

Distributed Optimization Technique

We decompose the SEN SOR optimization problem into two subproblems SIN K
and N ET W ORK, by introducing a pricing scheme and show that solving these
two problems independently solves a relaxation of the SEN SOR problem.
Suppose, a sink (mission) m is charged at a rate, λms , for receiving a rate
of xs from sensor s. The sink m pays an amount wms per unit time, where
wms = λms ∗ xs . Thus wms can be interpreted as the ‘willingness to pay’ (this
is not an actual payment, but instead an intermediate variable that reflects the
gradient of the perceived collective utility). Then the utility maximization problem
for a sink m becomes:
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SIN K:
X
w¯m
maximize Um ( ¯ ) − (
wms ) over wms > 0
λm
s∈sset(m)

(3.6)

where w¯m is a vector of wms , λ¯m is a vector of λms and element-wise division of
w¯m by λ¯m is assumed.
Similarly, the N ET W ORK problem becomes:
N ET W ORK :
P

maximize

s∈S

xs
∀(k,s)∈q ck,s

P

subject to

P

m∈M

wms log(xs );

(3.7)

≤ 1, for each clique q ∈ Q,

over xs ≥ 0.
The Lagrangian for the problem N ET W ORK is
L=

X X

wms log(xs ) +

X
∀q

∀s∈S ∀m∈M

X

µq (1 −

∀(k,s)∈q

xs
)
ck,s

where µq is the shadow cost corresponding to the bandwidth constraint in clique
q. Taking derivatives, and using first order necessary conditions for optimal rate
for a sensor s, we get:
∂L
=
∂xs

P

m∈M

wms

xs

−

X

µq ∗

∀q∈clique(s)

X
∀(k,s)∈q

1
ck,s

= 0,

(3.8)

where clique(s) is the set of cliques that contain one or more transmissions of flow
s. Moreover, the gradient ascent algorithm for solving Eq. (3.8) is derived to be:
d
xs (t) = κ(
dt

X

wms (t) − xs (t) ∗

m∈mset(s)

X

µq (t) ∗

∀q∈clique(s)

X
∀(k,s)∈q

1
ck,s

)

(3.9)

where µq (t), the shadow cost for clique q, is given by:
µq (t) = pq (

X xs (t)
X xs (t)
)) = (
− 1 + )+ /γ ,
ck,s
ck,s

∀(k,s)∈q

∀(k,s)∈q

(3.10)
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where  denotes an over-provisioning factor, and γ is a constant that determines the
magnitude of the congestion cost (per bit). In addition, each sink (mission) adapts
its ‘willingness to pay’ for sensor s based on the source rates and its own utility
function Um (.), based on the partial derivative of its own joint utility, according
to the equation:
wms (t) = xs (t)

∂Um
.
∂xs

(3.11)

We can then show that the above system of M + S equations (one for each of
the M SIN K problems, and one for each of the S sensors for optimizing the
N ET W ORK problem) satisfies the following property.
Theorem 1. The strictly concave function given by
ϑ(x) =

X

Um ({xs }s∈sset(m) ) −

XZ
∀q

m∈M

xs
∀(k,s)∈q ck,s

P

pq (y)dy

(3.12)

0

is a Lyapunov function for the system of differential equations in Eq. (3.9). The
unique value x maximizing ϑ(x) is a stable point of the system.
(Proof Sketch). With a proof similar to [56], we can easily verify that
X ∂ϑ d
d
ϑ(x(t)) =
. xs (t)
dt
∂x
s dt
∀s∈S
is strictly positive when x is not the unique maximizing point of ϑ(x) and zero
otherwise. This proves that the function ϑ(x) is a Lyapunov function for the
system given by Eq. (3.9).
As a consequence, it follows that the unique solution to the Equations (3.9)(3.11) provides a decentralized solution to a relaxation of the optimization problem
SEN SOR defined by Eq. (3.5).

3.3.4

Observations on the Decomposition for Joint Utility
Functions

The NUM-based distributed solution for the mission-centric WSN has the following
distinguishing features.

Firstly, the rate adaptation performed by a sensor s
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(according to Eq. (3.9)) depends on the sum of the wms of each individual
subscribing mission m ∈ mset(s); the use of partial-derivative based feedback via
wms effectively decouples each source sensor from the others, even though missions
have joint utility functions.
Secondly, due to the ‘multicast’ nature of the sensor flows, the adaptation of
the wms parameters is now performed by each of the M sinks; accordingly, our
NUM solution is based on a “receiver-centric” optimization model.
Finally, the association of ‘shadow costs’ with each clique (Equations (3.9) and
(3.10)), rather than with individual links, and the use of transmission-based conflict
graphs reflect the use of wireless link-layer broadcasts for sensor data transmission;
this implies that all contending flows observe the same congestion cost for the
shared wireless medium.

3.4

WSN-NUM Protocol Details

While the ‘joint utility’ model may be theoretically solved in a distributed manner
using the Equations (3.9)-(3.11), a protocol-level implementation of this solution
must address several practical challenges.

3.4.1

Computing ‘willingness to pay’

To effectively compute the value of wms for each sensor in sset(m), a mission m
must not only be aware of its utility function Um (.), but also the data rates of all
the relevant sensors (as the partial derivative term in Eq. (3.11) involves current
rates of other sensor nodes, along with the rate of sensor s). Determining the
actual transmission data rate of a source (sensor) is not trivial as a) the sensor
may generate data intermittently or in bursty fashion, and b) packet losses on the
forwarding path can cause a receiver to underestimate the true sending rate of the
source. As a simple modification, we assume that the sender explicitly ‘piggybacks’
its current transmission rate on an appropriate subset of the data packets, so that
each subscribing receiver can be directly aware of the sensor’s current transmission
rate.
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3.4.2

Constructing local conflict graph and
maximal cliques

In order to identify all transmissions that interfere with a node, each node computes
a ‘conflict graph’, whose vertices represent broadcast transmissions. An edge
between two vertices means that the two transmissions interfere with each other.
Maximal cliques in the conflict graph represent sets of contending transmissions.
Each node has to compute its cliques locally and for this, the node requires the
transmission and neighbor information of all nodes that are within its interference
range. A practical approach to determining nodes within the interference range
will be to take into account the ratio between interference range and transmission
range, so that the relationship between the distance and the number of hops can
be realistically approximated. In general, if the interference range is r times the
transmission range, then the transmission-based local conflict graph at that node
can be computed with information from neighbors within r hops (with reasonable
assumptions on the density of the network). Each node can then construct a local
conflict graph by the following method:
1. Each node exchanges its neighborhood and transmission information with its
2-hop neighbors, assuming the interference range is twice the transmission
range.
2. Using the received data, each node constructs its local conflict graph.
3. The local conflict graph of a node changes each time there is a change
in mission configuration or in the topology in its neighborhood region.
When a new transmission is introduced, the transmitting node initiates the
information exchange procedure. When a transmission is removed, it can
simply be ignored because, after a time-out period, its air-time fraction is
taken as 0.
Each node thus constructs a partial view of the global conflict graph, consisting
of only the transmissions that belong to the same clique as its own transmissions.
The cliques in this graph can be computed locally using the corrected Bierstone
algorithm in polynomial time [68].
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3.4.3

Computing and communicating a clique’s shadow
cost

In our WSN environment, the total congestion cost for a specific sensor is defined
as the sum of the congestion cost of all maximal cliques that it traverses. Obtaining
this cost is not trivial for two reasons: (a) the association of multiple child nodes
with a specific forwarding node (in the multicast forwarding tree), and (b) the
occurrence of multiple distinct transmissions (by different forwarding nodes) of
the same flow within a clique.
To observe the first issue, note that the paths of two distinct missions, mi and
mj , belonging to mset(s), will not be disjoint, but most likely have significant
overlap (many common upstream nodes). In such a case, if the sensor s were
to simply combine (additively) the cumulative costs from each separate path,
it would be guilty of over-counting.

This problem of inaccurate cumulative

cost computation can be remedied by modifying how clique ‘shadow’ costs are
communicated. Unlike the unicast approach, where each link (intermediate node)
simply adds its own link cost pj (.) to the upstream ‘cost’ field, each intermediate
node k with Nk distinct children will divide the upstream cost field by Nk before
transmitting this on its ‘logical’ links.

(The term ‘logical’ is used, since the

intermediate node, in practice, performs only a single link-layer broadcast, to the
Nk ‘child’ nodes). This simple approach, called the ‘Split Shadow Cost’ technique,
P
ensures that the source receives an accurate estimate of j pj (.), even with multiple
receiving missions.
The computation of the shadow costs also requires careful consideration. When
two or more nodes of the same multicast forwarding tree belong to the same clique,
it is necessary to ensure that only one member of a particular maximal clique
performs the splitting of the shadow cost. To ensure this, we associate a unique ID
with each clique and piggy-back the IDs of all the cliques whose costs have been
already been appended. A downstream node will thus avoid adding the clique cost
again if the clique ID is already present. (The clique ID is computed locally at
each node, by simply performing a pre-specified hash of all the (k,s) pairs in the
clique).
Finally, the computation of the shadow cost for a clique also poses some
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implementation issues: Eq. (3.10) implies that the calculation of the shadow cost
by a node requires knowledge of the data rates of flows traversing other neighboring
nodes. Accordingly, to compute the clique price, nodes belonging to a particular
maximal clique must periodically exchange the current air-time fractions for the
corresponding transmissions, i.e.,

3.4.4

xs
.
ck,s

Protocol Steps

In summary, the WSN-NUM protocol follows the steps shown below iteratively, as
illustrated in Fig. 3.2:
1. Each source s transmits data at current rate xs (t)
2. Each forwarding node computes the clique cost according to Eq. (3.10) and
transmits the split shadow cost along with the data. Each node belonging
to a distinct clique cumulatively adds its costs to the received value before
forwarding the data, until the mission is reached.
3. Each mission computes its willingness to pay and forwards this along with
the received costs to the corresponding source as feedback.
4. Each source, on receiving this feedback, computes its rate for the next
iteration according to Eq. (3.9).

3.5

Simulation-Based Performance Evaluation

To further study the convergence properties and signaling overheads of our
proposed congestion control framework in a realistic wireless environment, we
simulated our protocol using the Qualnet [1] discrete-event simulator.

The

transmission of data packets is based on the distributed IEEE 802.11b MAC.
Moreover, the computation of the cliques and shadow costs are determined (unless
otherwise stated) using the default rate-range curves for 802.11b in Qualnet.
These simulations use network topologies generated according to a random,
uniform distribution. We believe that such protocol-level simulations of the NUM
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(a)

(b)

(c)

(d)

Figure 3.2: Illustration of the working of WSN-NUM protocol. (a) Example network
with 5 sensor nodes and 3 missions - the connectivity among the nodes is shown by the
black lines; (b) Source 2 broadcasts its data, with additional protocol information, and
node 4 receives it. The local conflict graph constructed at node 2 is also shown; (c) Node
4 forwards data along with updated control fields to missions m1 and m2. The local
conflict graph at node 4 is also shown; (d) Mission m1 and m2 send their feedback to
source 2.

techniques have not been reported earlier, and as such, provide the community a
very useful reference of the issues surrounding its practical implementation.
To locally compute the maximal cliques, nodes use periodic HELLO packets
to exchange the necessary 2-hop neighborhood information. Additionally, each
node locally broadcasts, once every minute, the fractional air-times consumed by
its constituent transmissions. This information is used by each node to locally
update its estimate for the ‘shadow cost’ for each of the maximal cliques to which
it belongs. It should be noted that the computation of clique cost does not
depend entirely on these periodic broadcasts, as each node is continually aware
of the current source rates for all flows that transit through it. Accordingly, each
node can continuously recompute the

xs
ck

values of all its own flows and adjust
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Figure 3.3: Evolution of global utility in a 50-node network.
the corresponding cost µq , instead of performing this adjustment only once every
minute.

3.5.1

Utility Variation with Time

Fig. 3.3 shows the variation in the total network utility with time, for a network
of 50 nodes with 10 sources and 10 missions. The dashed lines indicate the global
optimum computed by solving the centralized NLP formulation using the General
Algebraic Modeling System (GAMS) solver [2]. We observe that within the first
few periodic clique-level exchanges (i.e., within an initial period of 2 minutes),
the network reaches within 95% of the optimal, and eventually converges close to
the optimal value. We also observe that the periodic exchanges do not disturb
the performance of the rate control algorithm, which means that the frequency
of periodic updates can be increased for quicker convergence without imposing
excessive overhead on the network. Note that this convergence is attained even
though the wireless broadcasts have no link-layer reliability. As a consequence,
individual packets may be lost due to both channel errors and collisions, and
individual packet transmissions do not always reach the sink nodes (missions).
Similarly, as our feedback packets (containing the wms and total cost values) are
sent over unreliable UDP, a source may not receive feedback from all the sink nodes.
To account for these practical realities, a sensor performs its rate adaptation when
the number of feedback messages received exceeds a pre-designated threshold value
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Figure 3.4: Signaling overhead vs. network size

Figure 3.5: Average packet delivery ratio (PDR) and latency vs. network size.
(we set it as 0.7 ∗ |M isss |). We have verified this approach still drives the system
close to the optimal, implying that the sink can send its feedback over larger
windows of packets, if needed.
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3.5.2

Observed Overheads and QoS Metrics

Fig. 3.4 shows the signaling overhead involved for different network sizes. The
overhead includes the messages exchanged initially for local conflict graph
construction and the periodic air-time exchanges performed once every minute.
We can see that the additional signaling required in our protocol takes up only
a few bytes per minute at a node. An increase in the network size implies that
the network becomes denser and each node has more neighbors; consequently, the
overhead increases with the network size.
While the WSN-NUM formulation is shown to result in utility quite close to
the optimum, it is equally important to study the actual packet-level QoS metrics
observed by the receiving nodes. We study the following two important metrics:
(i) the average end-to-end latency of all packets (averaged across all receivers) and
(ii) the average packet delivery ratio (averaged across all packets and all receivers).
Fig 3.5 shows the average end-to-end latency and packet delivery ratios, as the
network size is varied.
From the above graphs, it is clear that the WSN-NUM framework, while
somewhat idealized (e.g., it is flow, not packet, based), does indeed drive the
overall system to a stable and useful equilibrium, where the delays and losses
are reasonable. It is perhaps useful to make an observation on the suitability of
the clique-based constraint, specified earlier in Eq. (3.4). As mentioned earlier,
this constraint is inherently pessimistic, as it potentially disallows some otherwisefeasible transmissions. On the other hand, the constraint may also be viewed
as optimistic due to its MAC-agnostic nature: Eq. (3.4) assumes perfect MAC
scheduling and fails to factor in the loss in capacity observed at moderate to high
loads due to MAC-layer overheads and contention delays. The simulation-based
results suggest that, at least for 802.11b environments, the clique-based formulation
provides a reasonable balance between these contending causes of pessimism and
optimism.
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κ=4


Mean Std. dev Convergence time
Utility
(Iteration No.)
0.5 7978.23 0.017
685
0.2 8152.21 0.019
618
0.01 8088.92 337.89
218

κ = 1.5
Mean Std. dev Convergence time
Utility
(Iteration No.)
7977.41 0.014
1827
8151.49 0.010
1498
8272.07 15.09
1333

Table 3.1: Utility values for different values of κ and  for a network with optimal utility
= 8290.33.

3.6

Factors Affecting WSN-NUM Protocol Performance

There are several factors at the protocol-level as well as internal to the framework
that influence the performance of the WSN-NUM protocol. These factors include:
1. Step-size in each iteration at which the rate of the sender is adjusted
2. Congestion-tolerance limit
3. Feedback frequency
4. Clique cost update frequency
In this section, we present the analysis of the impact of these factors on the
WSN-NUM protocol performance.

3.6.1

Step-size and Congestion-tolerance limit

From Equations (3.9) and (3.10), we observe that two parameters, κ (the stepsize at which the sender adjusts its rate) and  (the congestion-tolerance limit)
influence the rate change behavior. The step-size determines the magnitude of
increase or decrease in rate during each iteration and thus influences how soon the
protocol converges. It is known [12] that larger the value of step-size, faster is the
convergence of the protocol. However, if the step-size is too large, it gives rise to
oscillations in the system. Hence it is necessary to set this value such that it neither
slows down convergence nor makes the system unstable. The congestion-tolerance
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Figure 3.6: Effect of congestion-tolerance limit on packet delivery ratio.
limit (0 ≤  ≤ 1) determines how much congestion the network can tolerate, or
in other words, at what operating point the network is perceived to be congested.
This influences how close to the optimal value the system reaches. If  is too big,
the bandwidth will be under-utilized. For instance, if  = 0.6 when the network
capacity is utilized beyond 40%, the network is perceived to be congested. On the
other hand, if  is too low (i.e., does not detect congestion at the right operating
point), the network will experience congestion.
Table. 3.1 shows the mean converged utility for different values of κ and , in
a tree-shaped network with 255 sources and 128 sinks, simulated using MATLAB.
Each leaf-node is connected to a sink and every node in the network is both a
source node (sensor) and a forwarding node. The link rate at a node is taken as 2
P
Mbps and a logarithmic utility function (i.e., Um (X) =
log(xi )) is used. Each
mission (sink) subscribes to data from all sensors on its path to the root. The
global optimum was computed using GAMS and was found to be 8290.33.
We observe from Table. 3.1 that lower values of  give rise to oscillatory behavior
(as indicated by the standard deviation) which can be suppressed by decreasing
the value of κ appropriately. But, as we can see from the table, this delays the
convergence of the protocol.
In addition to these, we also observe the packet delivery ratio in Fig. 3.6 for
different values of  (obtained using Qualnet). A 100-node network with uniformly-
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Figure 3.7: Effect of inter-feedback interval on convergence time.
distributed random topology was simulated on a 1500m x 1500m field. The network
consists of 15 flows and 20 missions. We see that the packet loss is higher for lower
values of , resulting from higher utilization of the bandwidth.
From these effects, we understand that , which is a system parameter, must be
set to carefully to trigger the congestion-detection at the right time. Also, κ must
be selected carefully so that the convergence is neither too slow nor oscillatory. We
shall revisit the issue of κ-selection in Section 3.7, where we propose modifications
to κ for faster convergence.

3.6.2

Feedback Frequency

According to the WSN-NUM protocol, the sources adjust the rates based on the
cost feedback received from the destinations. The frequency at which this feedback
is sent influences the network performance. Clearly, if the feedback is sent in large
intervals, the convergence is going to be slow and the network is likely to operate
in a congestion region for longer times. Conversely, the signaling overhead and
packet losses increase when the frequency of feedback messages increases.
This trade-off can be observed in Figures 3.7 and 3.8, where we see how the
convergence time and packet delivery ratio change, respectively, with different
feedback intervals. We can see from Fig. 3.7 that as the inter-feedback time
increases, the time to converge also increases. From Fig. 3.8, we see that the
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Figure 3.8: Effect of inter-feedback interval on packet delivery ratio.
packet delivery ratio is low for very small feedback update periods because the
feedback messages increase congestion; it increases when this interval increases
because the WSN-NUM protocol regulates the rates to alleviate congestion; but
after a threshold interval, the protocol fails to regulate the rates promptly and the
network remains congested for longer time, resulting in reduced packet delivery
ratio.

3.6.3

Clique-cost Update Frequency

The air-time fractions of all transmissions in a clique must be exchanged
periodically. This communication incurs some overhead and so how often this
exchange occurs impacts the network. However, it is possible to reduce the need
for this exchange by making use of the fact that nodes within transmission ranges
can overhear one another. Every node in a flow is always updated about the
current source rates of that flow, because the data packets it receives contains this
information. All the neighboring nodes that hear the transmission of this packet
can also update their cliques with the information of the current air-time fraction.
Because all nodes within transmission range of a node are updated, reducing the
explicit clique-update frequency does not affect the performance of the protocol.
This is illustrated in Fig. 3.9. Here the utility of the network when clique-cost
exchange takes place every 10 seconds is compared to the case when there is no
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Figure 3.9: Variation in network utility with time, for two cases of clique-update interval.
explicit clique-cost exchange at all. We see that the difference in utility is almost
negligible. The impact of clique-cost update frequency on the packet delivery ratio
and signaling overhead are shown in figures. 3.10a and 3.10b.

3.7

Improving Convergence of WSN-NUM

Dynamicity is one of the most important characteristics of mission-oriented WSNs,
with missions and sensors arriving and departing with varying frequencies. Our
protocol must be robust enough handle this and at the same time, converge to
the optimal rates quickly. Hence the speed of convergence is a critical issue in our
NUM-based protocol.
The basic NUM framework can be modified in several ways to improve the
speed of convergence. For example, alternative decomposition and optimization
techniques, and their effects on the speed of convergence have been studied in
[71, 9]. However, the most simple yet effective way to achieve fast convergence is
to modify the step-size, κ. It can be seen from Eq. (3.9) that the parameter κ
influences magnitude of rate change in each iteration. In this section, we discuss
different methods for adapting κ, the motivation behind the adaptations and their
effects on convergence speed, and we compare them with a constant value of κ.
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(a) Packet delivery ratio vs. Clique-update interval

(b) Signaling overhead vs. Clique-update interval

Figure 3.10: Effect of clique-update interval on (a) packet delivery ratio and (b) signaling
overhead.

3.7.1

Newton’s method

Newton’s method is a popular alternative to the gradient-approach because of its
faster convergence. The applicability of Newton’s method in the NUM-framework
has been studied before in [9]. We tested the performance of the Newton’s method
in our problem. The Hessian matrix which is required for Newton’s method is
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Figure 3.11: Comparison of convergence improvement techniques for a network with
dynamic missions and sources. Initially there are 68 missions and 150 sources; at t = 100
there are 128 missions and 255 sources; at t = 200, 40 missions leave; t = 300, 60 more
missions leave.
derived as:
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We observe that the Hessian contains independent sensor rate terms, and it is
a diagonal matrix, making it easily invertible and distributable. After necessary
simplifications, the rate-change equation becomes:
d
xs
xs (t) = κ ∗ P
(
dt
m∈mset(s) wms (t)
−xs (t) ∗ (

X
∀q∈clique(s)

X

wms (t)

m∈mset(s)

µq (t) ∗

X
∀(k,s)∈q

1
ck,s

))

(3.13)

We can see that this is similar to Eq. (3.9), but with a variable step-size. Fig. 3.11
shows that this method does converge faster than gradient-ascent with constant κ,
but not as good as the other methods.
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3.7.2

Normalized-κ

One key observation regarding the gradient based κ-adaptation is that the step size
at a source depends on the congestion along that sources flow (to all its receivers).
At a conceptual level, the congestion caused by a flow (more accurately, the network
‘resources consumed by the flow) depends on the rate of the source, and also the
number of missions receiving data from that flow (a larger number of missions
implying, in general, that the flow traverses more links). It is desirable to have
a small ‘κ when congestion is high and vice versa. A simple tweak based on this
observation is to use a constant κ at each source, normalized by the current number
of missions consuming its data, i.e., κs (t) =

κ
.
|mset(s)|

This approach implies that

the source rate changes more conservatively for a flow with more consumers; this
is desirable as a rate change for such a flow causes a larger volume of cascading
feedback from the consuming missions. We can see from Fig. 3.11 that this method
converges very quickly.
We also experimented with a step size with exponential decay, of the form
κs (t) =

κ
|mset(s)|

∗ (α−β∗t + γ), such that initially the step-size is very high and it

gradually decays, so that the initial high step-size will sufficiently boost the rates.
However, our results show that this does not do better than the normalized-κ
method. We confirmed that this method performs best when β is zero, which is
equivalent to the normalized-κ method.

3.7.3

AIMD-κ

Next, we took an Additive Increase Multiplicative Decrease-approach to make the
step-size adaptive to the congestion level. Accordingly, the step-size increases
linearly by a constant amount when dxs (t) > 0, and it is halved when dxs (t) < 0
(which indicates congestion). Once dxs (t) stabilizes near zero, the step-size must
be maintained constant. Fig. 3.11 compares the performances of this method
with the rest and we see that this is almost as good as normalized-κ. Different
functions of dxs were used as the increase and decrease factors but none performed
significantly better than constant factors.
Thus, by adapting κ according to the congestion in the network, we can
significantly improve the convergence time of the NUM protocol, even when the
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Figure 3.12: Topology of implemented network.
network is dynamic with frequent change in configuration.

3.8

Implementation of WSN-NUM protocol

In addition to simulation studies, we also implemented the WSN-NUM protocol
on a real-time network, the details of which are presented in this section.

3.8.1

Implementation Details

The WSN-NUM protocol was implemented on a 10-node 802.11b wireless network.
The connectivity graph of the network is shown in Fig. 3.12, where a solid line
between two nodes indicates that they are within the transmission range of each
other, and dashed line indicates the flow route. There are three sources (nodes 1,
2 and 3, sending at rates x1 , x2 and x3 , respectively) and three missions (nodes
8, 9 and 10). Mission 8 receives data flows from 1 and 3, with utility function
log(1 + x1 ) + log(1 + x3 ); mission 9 receives all three flows, with utility function
log(1 + x1 ) + log(1 + x2 ) + log(1 + x3); mission 10 receives only flow 3, with utility
function log(1 + x3 ).
The control and data planes are separated in the implementation: the control
messages (such as congestion-cost, feedback and the messages exchanged during
clique construction and update) are communicated using TCP via a publish-

48

Figure 3.13: Architecture of implementation of WSN-NUM protocol.
subscribe middleware [51], and the data is transmitted via a separate UDP channel.
The implementation consists of four main modules, as follows:
1. Learning about neighborhood: Each node in the wireless ad hoc network
must learn, and keep track, of its neighbors, its transmissions, and changes
in topology. In order to do that, we employ a virtual “publisher” called the
“Neighborhood Sensor” in the pub-sub engine, which periodically publishes
and subscribes to “HELLO” messages. In addition, the neighborhood sensor
is also responsible for periodically transmitting its current set of neighbors
and information about its transmissions.

Each node subscribes to this

information from its first and second hop neighbors, to construct its local
conflict graph.
2. Congestion monitoring:

Each node uses the ”Congestion Sensor” to

announce its contribution to the network congestion and also learn about the
congestion at the other nodes in its vicinity (i.e., interference range), in terms
of the fraction of transmission time used. This information is periodically
published, and it is used for computing the congestion cost at each clique.
3. Transmission of feedback: The control plane is responsible for providing the
feedback channel through which each source receives feedback about the
congestion cost along its flow path and its contribution to the mission utilities
(known as the willingness to pay). This feedback channel proceeds from
each mission to all its sources on a hop-by-hop basis, where at each hop, the
congestion cost at the clique in that region is computed and cumulatively
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added to the total cost before sending the feedback to the next upstream
node.
4. Application-layer source rate adaptation: The application sends data packets
via UDP at a rate that is adapted according to the feedback information on
congestion and willingness to pay received from the control plane.
This architecture is summarized in Fig. 3.13.

3.8.2

Results and Discussion

Fig. 3.14 shows the adaptation of source rates over time in the implementation
and compares it with Qualnet-based simulation of the same network. We see that
the converged source rates of the implementation and simulation are similar, but
there is some difference in the convergence speed. This is because the feedback
incurred greater delay in reaching the sources in the implementation, because of
the TCP-buffering overhead within the pub-sub engine. But the convergence time
can be reduced further by simply increasing the κ value, and hence it is not an
issue of concern.
The most important difference that we observed between the simulation and
implementation is the packet loss encountered. Since the data is forwarded using
broadcast transmissions, there is significant loss due to collision. Table 3.2 lists the
source rate, the packet delivery ratio (PDR) and the net rate, which is source rate
times P DR. The further drop in PDR seen in the implementation is due to the
external interference in the network. The experiments were conducted late in the
night to ensure minimal interference, but there was still some effect of cross traffic,
as evident from the PDR values.
The WSN-NUM protocol can be easily modified to use unicast data transmissions instead of broadcast. This will significantly improve PDR since collisions will
be averted using RTS-CTS messages. If unicast messages are used, there will be
additional overhead for forwarding data to multiple receivers via separate transmissions. This will effectively reduce the maximum capacity achievable for each
flow. We repeated our experiment with unicast transmissions and these observations are evident from Table 3.2, where the optimal rates with unicast transmission
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Parameter
Rate
(Kbps)
PDR (%)
Net
Rate
(Kbps)
Utility

Broadcast
Optimal Simulation
33.33
25.45
16.67
12.68
50.00
46.28
100
83.30
33.33
21.19
16.67
10.56
50.00
38.55
63.01
60.88

Impl.
25.36
12.55
47.08
77.70
19.70
9.75
36.58
60.48

Optimal
23.83
11.42
41.67
100
23.83
11.416
41.67
61.41

Unicast
Simulation
19.19
9.58
35.70
97.22
18.65
9.31
34.7
60.17

Impl.
18.70
9.34
34.14
96.39
18.01
8.99
32.88
59.90

Table 3.2: Comparison of source rates for simulation and implementation using unicast
and broadcast transmissions. The three numbers in the rate fields correspond to the
source rates of nodes 1, 2 and 3, respectively.

are much lower than with broadcast, but the PDR is high, making the net rate
only slightly lower than the broadcast case.
Depending on the network topology and mission flow subscriptions, the unicast
may or may not be better than broadcast, in terms of utility based on the net
received rate. The motivation behind opting for broadcast transmission during
the initial design of the protocol is because in mission-oriented WSNs there
are typically multiple receivers and using broadcast substantially reduces the
number of transmissions, thereby increasing the throughput of the network. If
the missions are loss-tolerant, broadcast transmissions are suitable. Otherwise,
unicast transmission should be considered.
Another possibility is to employ unicast transmissions when the there is a single
receiver, and broadcast only when there are more than one or a certain number of
receivers. This mechanism improved the PDR to 84% in our implementation.

3.9

Conclusions

We have demonstrated a distributed optimization technique for resource sharing
in mission-oriented WSNs, which is characterized by joint-utility functions
and multicast dissemination of sensor data.

Key enhancements include the

receiver-centric computation of utilities, the association of congestion costs with
transmission-specific cliques (instead of links) and the adaptation of rates by each
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(a) Simulation

(b) Implementation

Figure 3.14: Adaptation of source rates over time in (a) simulation (b)
implementation.
sensor based on the sum of feedback parameters. The technique converges to the
optimal cumulative utility if the utility functions are jointly concave, and can be
viewed as a generalization of earlier work for independent utilities.
Protocol-level simulation and real-time implementation over an 802.11b based
WSN provide the first-known practical evidence that the suggested NUM technique
can indeed be implemented with low overhead and can effectively regulate the rate
of the sensor sources and also adapt rapidly to variations in network topologies.
Based on our performance studies, we find the existence of a trade off between
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convergence speed and optimality: in general, smaller values of κ provide solutions
closer to the optimal, but take longer to reach convergence, with the problem being
exacerbated at high loads. Accordingly, we investigated several methods to improve
the speed of convergence and provided empirical evidence of their performance.

Chapter

4

Utility-based Rate Adaptation for
Prioritized Missions with Resource
Demands
4.1

Introduction

This chapter extends the WSN-NUM model developed in Chapter 3 to include
a previously unconsidered scenario where missions of different priorities have
minimum utility requirements that have to be met. Accommodating missions of
differing priorities is a very important practical requirement, especially in military
and emergency response scenarios, where some missions are more critical than
others. The basic WSN-NUM model developed in Chapter 3 focuses only on
maximizing the cumulative utility, i.e., it is permitted to drive the traffic rates for
some missions to zero or very low values, if it contributes to the “collective good”
of the network. This implies that any set of missions is inherently admissible in the
network. However, very often in reality, not all missions are elastic in nature. In
other words, some missions may have a certain minimum utility requirement, and
driving the data rates for those missions below the threshold, thereby violating the
utility requirement, is not permissible. At the same time, because of the limited
bandwidth available in the network, it may not always be possible to collectively
satisfy the demands of all the missions. In such cases, the “best” subset of demands
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to be satisfied must be selected, based on the mission priorities. In this chapter,
we extend the WSN-NUM model to handle these scenarios, and enforce optimal
bandwidth sharing among a mix of high priority and best-effort missions.
In this work [34], the following key contributions are made:
1. We first define high priority missions via a combination of a minimumacceptable utility demand function and a priority order. In general, a mission
subscribing to l sensors is viewed as consisting of separate inelastic and elastic
components, with the inelastic component, which corresponds to the minimal
demand, characterized by a surface in l-dimensional space.
2. We develop a modified WSN-NUM adaptation technique that provides a
unified framework for controlling sensor rates for both priority and regular
(best-effort) missions. Under the assumption that all demands are feasible,
we show that the modified WSN-NUM protocol can meet all minimum
demands and maximize global utility.
3. In more practical scenarios, all the demands may not be feasible together
due to bandwidth constraints or policy rules. In that case, and when all
priority missions are strictly ordered, we provide three distributed protocols
for determining the optimal subset of missions whose demands can be met
and maximizing the utility that can be achieved.
4. We show that solving the problem when multiple missions have equal
priorities is NP-hard, and present and evaluate a set of heuristics that can
be incorporated into the modified WSN-NUM protocol for dealing with this
scenario.
The rest of this chapter is organized as follows: Section 4.2 provides a brief
overview of related work. In Section 4.3 we present the modified mathematical
model of WSN-NUM optimization that incorporates the demands of high priority
missions as specific additional constraints.

In Section 4.4, we describe and

quantitatively evaluate three protocols for selecting the optimal subset of demands,
when not all are feasible due to capacity constraints.

In Section 4.5, we

evaluate heuristics for the case where missions have non-unique priorities. Finally,
Section 4.6 concludes the chapter.
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4.2

Related Work

Past work on priorities in NUM-based optimization (not specifically for WSN
environments) has occurred mostly in the context of admission control and
differentiated services. In [26] and [63], different ‘shapes’ of utility functions are
considered for different classes of flows. A control-theoretic approach for QoS
provisioning in ad hoc wireless networks is specified in [76], where the rates of
the low-priority flows are changed such that the high-priority flow is maintained
at the required rate. Unlike these approaches, we focus on techniques that are
independent of specific choices of utility functions. More importantly, we explicitly
consider the case where the flows are not collectively feasible.
In [71], the NUM framework is used for providing differentiated QoS-based rate
allocation, where each class of user defines a minimum and maximum allowable
rate. These demands are imposed as additional constraints to the NUM model,
similar to our approach in this work. In [47], the NUM model is analyzed for
inelastic and non-concave utility functions. While we explicitly distinguish between
a mission’s priority order and its minimum demand to help arbitrate cases where
all demands cannot be accommodated, prior approaches do not consider explicit
priorities–a user’s importance is simply captured by its demand.
In [17], a game theoretic approach is used for maximizing the utility in a
CDMA system with differentiated services, based on a modified Cobb-Douglas
utility function.

4.3

The Prioritized-NUM Framework (All Demands Assumed Feasible)

In this section we show how the WSN-NUM model in Chapter 3 can be enhanced to
provide differentiated rate control based on the minimum utility demands of high
priority missions. We initially focus on the case where all demands are feasible;
so, we do not yet explicitly consider the priority order of missions.
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4.3.1

Prioritized Flows as Minimum Demand Constraints

When all minimum demands are feasible the missions can be categorized, without
loss of generality, into ‘regular’ and ‘prioritized’. Regular missions do not possess
any minimal demands. In contrast, each prioritized mission m has a minimum
utility requirement (expressed as a function over the rates of each of the sensors
s ∈ sset(m)) that must be met if resources are available. Prioritized missions
are also quasi-elastic and would like to utilize additional bandwidth (i.e., have
more sensors transmit at higher rates) if the WSN is not congested and additional
capacity is available.
The definition of a mission’s utility as a collective function of multiple sensors
implies that its minimum requirement can conceivably be specified as one of
multiple alternative combinations of rates from sset(m). To illustrate, an intrusion
detection mission which receives data from two sensors (say, audio and video
sensors) may indicate that it requires at least a utility of 20, where its utility
function is given as U (x1 , x2 ) = log(1 + x1 ) + log(1 + x2 ). This utility may
be achieved with different combinations of the individual source rates as long as
(1 + x1 )(1 + x2 ) ≥ e20 .
As a generalization, prioritized missions specify their minimal utility requirements as a demand function that can be represented as: fi (Xi ) ≥ Di , where Xi
denotes the vector of rates of sources that are involved in the demand i. This
effectively specifies an l-dimensional surface in the utility space, demarcating the
‘unsatisfied’ region from the satisfied region. (Here, l is the number of sources that
the demand involves, i.e., the length of Xi .) Fig. 4.1 shows an example of such
a surface that demarcates the feasible and infeasible rates. Thus, a source node
that serves a high priority mission has partially-elastic flows, where its rate can be
adjusted as long as it is within the feasible region.

4.3.2

Enhanced WSN-NUM framework with minimal demands

The optimization problem with the demand functions of high priority missions
represented as additional constraints, is:
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Figure 4.1: Surface demarcating feasible and infeasible regions for the minimum utility
demand of a prioritized mission.

SEN SOR − P :
maximize

P

Um ({xs }s∈sset(m) ) over xs ≥ 0

m∈M

xs
∀(k,s)∈clique q ck,s

P

subject to i)

≤ 1, and

fi (Xi ) ≥ Di , ∀i ∈ {1, . . . , H}

ii)

(4.1)

where fi (Xi ) denotes the minimum demand of a prioritized mission mi in terms
of its utility and H is the total number of such ‘prioritized’ missions. This can be
solved by decomposing into independent SIN K and N ET W ORK problems.
SIN K :
X
w¯m
maximize Um ( ¯ ) − (
wms ) over wms > 0
λm
s∈sset(m)

(4.2)

where w¯m is a vector of terms wms , λ¯m is a vector of λms , and element-wise division
of w¯m by λ¯m is assumed. N ET W ORK :
maximize
subject to i)
and ii)

P

s∈S

P

m∈M

xs
∀(k,s)∈q ck,s

P

wms log(xs ) over xs ≥ 0

≤ 1, for each clique q ∈ Q,

fi (Xi ) ≥ Di , ∀i ∈ {1, . . . , H}

(4.3)

58
Using Lagrange multipliers on Eq. (4.3) we get the following unconstrained
problem:
L =

X X

X

wms log(xs ) −

∀s∈S ∀m∈M

∀q∈Q

X
xs
− 1) +
ψi ∗ (fi (Xi ) − Di )
ck,s
∀demand i

X

(

µq ∗

∀(k,s)∈q

where the vectors µq and ψi are shadow costs (penalties) for the congestion and
demand constraints, respectively. Based on the first-order necessary condition
for optimality, a sensor s needs to adapt its transmission rate according to the
differential equation:
∂L
=
∂xs

P

m∈M

wms

X

−

xs

µq ∗

∀q∈clique(s)

X
∀(k,s)∈q

1
ck,s

+

X

(ψi ∗

∀demand i

∂fi (Xi )
) = 0; (4.4)
∂xs

Based on the above observations,
d
xs (t) = κ(
dt

X

wms (t) − xs (t) ∗ (

X

∀q∈clique(s)

m∈mset(s)

µq (t) ∗

X
∀(k,s)∈q

X
∂fi (Xi )
xs (t)(
(ψi ∗
))
∂x
s
i

1
ck,s

)+
(4.5)

where µq is given by eq. (3.10).
The above equation is similar to the basic WSN-NUM rate adaptation
algorithm (Eq. (3.9)), except for the additional terms involving ψi . ψi can be
viewed as the per-bit cost of not adhering to the demand; this term ensures that
the overall ‘willingness to pay’ indicated to a sensor s is higher than the sum of the
marginal utilities of mset(s) by an amount proportional to the distance of the rate
from an appropriate ‘feasible point’ (one that satisfies the demand function) if the
demand is currently unsatisfied. In general, if a demand i is given by fi (Xi ) ≥ Di ,
then the penalty ψi at time t can be given by the following function:
ψi (fi (Xi ))

= [(Di − fi (Xi (t))]/γ if fi (Xi ) < Di ;
= 0 otherwise }

(4.6)

59
where 0 <  < 1 and  is the congestion tolerance limit as in Eq. (3.9); γ is the
exponent of the denominator that determines the magnitude of the cost (per unit
flow) of not adhering to the minimum demand. However, as Theorem 2 below
suggests, it is not guaranteed that its demand will be met.
Theorem 2. The strictly concave function given by
ϑ(x) =

X

Um ({xs }s∈sset(m) ) −

XZ
∀q

m∈M

Z

X

P

xs
∀(k,s)∈q ck,s

µq (y)dy −

0

f (Xi )

ψi (y)dy

∀demandi

0

is a Lyapunov function for the system of differential equations in Eq. (4.5). The
unique value x maximizing ϑ(x) is a stable point of the system.
(Only Sketch provided here). With a proof similar to that in Chapter 3, we can
easily verify that
X ∂ϑ d
d
ϑ(x(t)) =
. xs (t)
dt
∂x
s dt
∀s∈S
is strictly positive when x is not the unique maximizing point of ϑ(x) and zero
otherwise. This proves that the function ϑ(x) is a Lyapunov function for the
system given by Eq. (4.5).
Thus, under the assumption that all demands can be met, the system converges
at the maximum global utility with penalties for both congestion and for not
meeting the minimum demands. It is possible that the global optimum utility of
some missions may offset the cost of not meeting the minimum demand of some
other missions. To avoid this, we must ensure that a) the most ‘happy’ mission can
never overwhelm the least ‘unhappy’ mission, and b) the marginal increase in utility
of all other missions must be lower than the marginal decrease in dissatisfaction
for any single mission with rates below its minimum demand curve.
The first condition is met by ensuring that the maximum slope of the global
utility (due to concavity of utilities, this occurs at the point xs = 0 for elastic
missions) must always be less than the ψ-function. For a tractable solution that
satisfies the second condition, we fix an upper bound, Nmax , on the number of
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missions that the system can admit, and also restrict the maximum slope of any
mission’s utility function to Smax . According to Eq. (4.6), if the current utility
is within a bound of  from the demand curve, i.e., if fi (Xi ) = Di (Xi ) − , then
ψi =

1
.
γ−1

Hence, we can guarantee that if the demands are collectively feasible,

then they will all be met (to within ) provided the following condition holds:
1
γ−1

> Nmax ∗ Smax .

(4.7)

Intuitively, this condition ensures that the marginal cost for a priority flow receiving
utility that is more than  lower than its minimum demand is always greater than
the marginal utility of all other missions. In practice, given Nmax and Smax , we set 
to be equal to

1
Nmax ∗Smax

1
γ−1

, as a higher value of  adversely affects the convergence

time of the system.
From a practical protocol-level perspective, the only change in the WSN-NUM
protocol occurs at a receiver (mission), which now sends an ψ-corrected path cost
to the source, i.e., the new formulation does not incur any additional overhead.

4.3.3

Numerical verification of the formulation

To validate our modified NUM framework, we simulated the distributed NUM
formulation using MATLAB. We consider a 20-node network with random
topology. There are 6 sources and 10 missions of which m1 , m2 , m3 are prioritized.
The utility functions are given by Um1 (x1 , x2 ) = log(1 + x1 ) + log(1 + x2 ),
Um2 (x1 , x3 , x5 ) = log(1 + x1 ) + log(1 + x2 ) + log(1 + x3 ) and Um3 (x3 , x4 ) =
log(1 + x3 ) + log(1 + x4 ). At time t=500, m1 demands a minimum utility of 15;
at t=1000, m2 demands 35; at t=1500, m3 demands 30. The utilities of the three
missions over time is shown in Fig. 4.2. We see that when the demands arrive,
the utilities are adjusted to meet the demands. Moreover, we can see that for
any network configuration, the global utility always approaches the corresponding
optimal utility (shown in black dashed lines).
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Figure 4.2: Utility of three missions in a network, with demands occurring at different
times: at t=500, m1 demands a minimum utility of 15; at t=1000, m2 demands 35; at
t=1500, m3 demands 30.

4.4

Prioritized-NUM With Infeasible Demands
and Strict Priorities

The basic prioritized NUM framework, discussed in the previous section, does
not apply when the utility demands cannot all be satisfied together, possibly
due to capacity constraints. The issue of utility maximization under infeasible
constraints is, in fact, completely absent from prior work on NUM-based rate
control (irrespective of whether flows were considered to be completely elastic or
inelastic). In this section, we consider the case where the different quasi-elastic
missions (defined by the set HP = {all prioritized flows}) have a priority order
(P O) assigned to them. A higher value of P O implies higher priority; furthermore,
missions have a strict priority ordering (no two missions have the same P O).
Given this setting, the problem is to find the “optimal set” of ‘satisfied flows’ SF
(SF ⊂ HP : mi ∈ SF iff fi (Xi ) > Di ), where Di is the demand constraint for
mission mi . If mi ∈
/ SF , it is simply treated as a regular mission (with no minimum
demands) and thus still receives a proportionally-fair data rate.
In this setting, optimality is characterized by the following properties:
• Priority Property: A mission mi with priority pi cannot be in the set SF if
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removing this mission from SF (i.e., reducing its utility below its minimum
demand) enables a higher priority mission (with priority, pj : pj > pi ), not
in set SF , to become a member of SF , and
• Utility Property: Given the set SF , the set of sensor rates chosen, {xs },
maximizes system utility (subject to capacity constraints) and meets the
minimum demand for all mi ∈ SF .
This generic problem cannot be solved using the gradient-based NUM approach
directly; an additional step is required to compute the optimal set SF before using
WSN-NUM to optimize the rates. Intuitively, a lower priority mission is admissible
only if its demand can be met within the “feasible region” defined by higher priority
demands, in the sensor rate space. We describe and evaluate three different fullydistributed protocols: (i) Incremental, (ii) Batch and (iii) Hybrid, that perform
this feasibility evaluation.

4.4.1

Incremental Protocol

In this protocol, we start by ignoring all demand constraints and subsequently add
constraints one after the other in the decreasing order of their P O, i.e., adding
the highest priority demand first. At each iteration, as long as the demands of all
the previously added (higher priority) missions are satisfied, the newest mission
remains in the set SF ; otherwise it is dropped (excluded from SF ). The feasibility
for any given set, SF , of demands is evaluated by running the NUM algorithm
described in Sec. 4.3 and verifying that the network converges at a point where
all demands are met. When a mission m’s demand i is ‘added’ to the system,
the mission sends its sources the feedback term ψi (Eq. (4.6)). If it has not been
included yet, or has been dropped, the mission sends ψi = 0.
This protocol requires missions to identify the highest priority unsatisfied
mission in the network at any instant. This is achieved by extending the basic
protocols, described in 3 and Sec 4.3, by having the nodes maintain and propagate
additional book-keeping information. During the construction of the local conflict
graph, nodes exchange information about the set of flows that they transmit, as well
as the priorities of the receivers(missions) that consume the flows traversing the
node. Thus, at the end of the local conflict graph construction, each node is aware
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(a)

(b)

Figure 4.3: Connectivity and Conflict graphs for a section of a network.
of the highest priority mission in that clique, defined as the one with the highest
P O value among all missions that consume data from a node involved in the clique.
In the WSN-NUM protocol (Chapter 3), the nodes within a clique communicate
periodically to exchange the current air-time fractions (which is used to compute
the clique cost). During these periodic exchanges, the nodes also exchange the
highest-priority information with one another, enabling the identity of the mission
with the lowest P O value in the clique to percolate to all clique members. To
illustrate this, Fig. 4.3a shows a network subgraph where Node A transmits flow
f 2 to B and flow f 3 to C, which are consumed by missions of priorities p2 and
p3, respectively. Similarly, D transmits flow f 1 to a mission with priority p1. The
corresponding conflict graph is shown in Fig. 4.3b. After the local conflict graph
construction, A, B and C know that the highest priority in cliques 1 and 2 is p2;
C and D know that the highest priority in clique 3 is p1 (p1 > p2 > p3). During
the periodic exchanges among clique members, A learns from C that the highest
priority “seen” in clique 2 is p1; subsequently, B learns from A that the highest
priority seen in clique 1 is p1. The propagation of such priority information can
be accelerated by having the nodes overhear ongoing data transmissions, instead
of waiting for the periodic clique-exchange.
When a node transmits data, it also appends the highest priority seen by any
of its cliques. When a node receives the packet, it checks if its own clique is aware
of a higher priority mission; if so, it updates the packet with this information
before forwarding it. By the time the packet reaches its destination, it contains
information about the highest priority mission. The mission checks if it is the
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highest priority mission -if so, it then has the ‘right of way’ to signal its utility
demand. This mission transmits the additional feedback term, ψ as computed by
Eq. (4.6), along with the congestion cost feedback. If the demand is feasible, it is
met, the rates converge and the next highest priority mission can get its turn. If
it is not feasible, then it may either not converge or it may make a higher priority
mission unsatisfied. If this happens, then this mission is “rejected” and must not
reattempt to signal a non-zero ψ value.
To ensure this behavior, each mission maintains a state, corresponding to the
state diagram in Fig. 4.4. The solid lines indicate normal transitions and the
dotted lines indicate transitions that occur due to system dynamics, i.e., if a
mission leaves or enters the network. Initially, a mission is in Candidate state,
when its demand has not yet been tried. When it gets its right of way, its state
changes to Active. After the convergence of the NUM procedure, an Active mission
transitions to either Rejected or Satisfied. A Satisfied mission is Violated if a lower
priority mission’s demand makes it unsatisfied. The current state of a mission is
sent along with its feedback message to the source sensors, which then piggy-back
this information on the data packets transmitted on the forward path. (The state
information of subscribing missions can be represented with concise bit vectors,
and thus imposes very little overhead on the data packets.) As before, the nodes
that overhear these transmissions learn about these states and propagate this
information along all their flows. A node updates the current state of a mission
only if it is a valid transition in the state diagram. This way, each forwarding node
can pick the highest unsatisfied Candidate mission, and the current Active mission
can infer whether its demand has made a higher priority mission unsatisfied (in
which case it moves to the Rejected state). We note that both the selection and
reject decisions are made locally by each mission, without any external arbitration.
Adapting to Dynamics: The protocol must also adapt to the arrival of a new
mission or the departure of an existing mission. The WSN-NUM protocol (without
priorities) can be adapted to such dynamics, as described in 3, by detecting the
arrival or exit of missions and reconstructing the cliques along the path to the
mission. If the priority of the new mission (or exiting mission) is lower than
that of the currently Active mission, then it does not affect the Incremental
protocol; the new mission simply waits for its turn. If the priority of the new
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Figure 4.4: State Transition Diagram for a mission in Incremental Protocol.
mission (or the exiting mission) is higher, then the currently Active mission and
all missions that have priority lower than the new mission (or exiting mission) must
revert back to being Candidate (and reset their ψ to 0); thereby reinitiating the
Incremental protocol from the newly arrived mission (for mission arrival) or the
next lower priority mission (for a mission departure). The arrival of a new mission
is implicitly captured by the protocol, as the cliques must be updated with the new
mission’s information during their reconstruction. However, when a mission exits
the network, and it is not a Candidate, then an explicit “Reset” messages must
be propagated across the network (to trigger the lower priority missions to revert
to the Candidate state); this trigger is initiated by the sensors upon sustained
absence of feedback from a subscribed mission.

4.4.2

Batch Protocol

In contrast to the Incremental protocol, the Batch protocol makes all ‘prioritized’
missions try their demands in parallel. If there is at least one unsatisfied demand
after the rates converge, we remove the demand constraints successively in the
increasing order of priority, i.e., removing the least priority demand first. This
process defines a drop phase and continues until sufficient missions are dropped
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to ensure that the demands of all the remaining higher priority missions are met.
But this alone does not result in an optimal set SF , because some of the lower
priority demands that were dropped may possibly be re-accommodated. Hence,
the protocol has a second restore phase, where the dropped demands are retried
sequentially (similar to the Incremental protocol), in descending order of priorities.
The implementation of this protocol is similar to the Incremental protocol. The
lowest priority missions, during the ‘drop’ phase, and the highest priority dropped
missions, during the ‘restore’ phase, are detected as explained in 4.4.1. The state
diagram of a mission is shown in Fig. 4.5. All missions are initially in the Active
state. If its demand is not met even after the rates converge, its state changes to
Violated. If there is at least one mission in the Violated phase, then the protocol
enters the ‘drop’ phase, during which one or more demands may be rejected. If
there is no Violated mission during the drop phase, the protocol enters the ‘restore’
phase, where the mission being tried enters the Tried state. If the mission being
tried is feasible, it joins the Active pool SF , otherwise it is Rejected.
Adapting to Dynamics: When a new mission of priority P Oi arrives during the
drop-phase, and its priority is lower than the mission dropped previously, then it
is Dropped, otherwise, it remains Active. If it arrives during the ‘restore’ phase
and has P Oi < P Oj (where j is the mission currently being Tried ), it changes
state to Dropped (and waits for its turn to be Tried ). Otherwise, the new mission
and all missions with P O < P Oi enter the Dropped state, implicitly restarting the
‘restore’ phase. If the new mission arrives after existing missions have converged,
then it enters the Active pool, and the protocol proceeds as before (enters dropphase if a mission is Violated, and so on). If a mission leaves during the ‘drop’
phase or a Dropped or Tried mission leaves during the ‘restore’ phase, it does not
alter the behavior of the remaining missions. In all other cases, missions with P O
values lower than the exiting mission are Dropped and ‘restore’ phase is (implicitly)
restarted.

4.4.3

Hybrid Protocol

The Hybrid protocol combines the Incremental and Batch protocols: the Batch
protocol is run with a group of B missions, with the Incremental protocol being
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Figure 4.5: State Transition Diagram for a mission in Batch Protocol.
applied across the groups. For example, with B = 2, we try meeting two demands
at a time, starting with the highest two priorities. If both are feasible, we move on
to the next set of two (i.e., incrementally to the next group). If any entire group of
prioritized missions proves infeasible, the two-phase conflict resolution process of
the Batch protocol is invoked within this group. We can see that the Incremental
and Batch protocols are special cases of this protocol when B = 1 and B = |M |,
respectively.
The working of the Batch protocol is essentially a combination of the previous
two protocols. The local state machine at each mission is the same as that of
Batch Protocol. In addition, each mission also maintains a GroupState, which has
an initial value of groupCandidate, as shown in Fig. 4.6. When a mission receives
a packet and finds itself as one of the highest B missions, its GroupState value is
groupActive and its local state becomes Active, indicating that it is part of the B
missions currently being evaluated. After the batch protocol for this group of B
missions successfully terminates (with a subset of these missions potentially being
Rejected ), all the B missions change their GroupState value to groupProcessed,
indicating that the next batch of B missions can now be evaluated. To support
these transitions at each mission, each intermediate forwarding node has to keep
track of, and propagate the identity of the B highest priority missions with a
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Figure 4.6: Group State Transition Diagram for a mission in Hybrid Protocol.
GroupState value of groupCandidate.
Adapting to Dynamics: This protocol deals with the dynamic arrival or
departure of missions in a simple way. If a new mission arrives and has a priority
P Onew that lies within the priority range of the group G currently being evaluated,
i.e., mini∈G P Oi < P Onew < maxi∈G P Oi , then the set of G missions is reset to
Active and the new batch of B missions (containing the new mission) is reinitiated.
If P Onew > maxi∈G P Oi , then the protocol reinitiates the Batch mode by resetting
to Active all missions that had been previously evaluated and have P O values
lower than P Onew . The protocol is unaffected if P Onew is lower than any of
the priorities currently being evaluated. A similar adaptation occurs whenever
a mission terminates and leaves the network.

4.4.4

Distributed Implementation of the Protocols

In 4.4.1 we described how the highest or lowest priority missions are detected in
a distributed fashion and how the states information are propagated across the
network. In this section, we describe in further detail the protocol behavior at
the source, forwarding node and sink nodes. Figures 4.7, 4.8 and 4.9 provide
the pseudo-code of the algorithm implemented by sensors, forwarding nodes and
sinks, for the Incremental protocol. In both Batch and Hybrid protocols, the
source and forwarding nodes have the same logic as in Incremental protocol,
except that, in Batch, the lowest priority mission in the clique is computed, and in
Hybrid, the highest priority B missions are computed. The sink behavior in both
these protocols are guided by their corresponding state transition diagrams. We
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Input:
(i) For each trx in its Local Conflict Graph(LCG): trx node ID, flow ID,
xs
), (priorities,current state) of sinks of the flow;
airtime fraction ( C
s
(ii) Feedback message={aggregate flow cost, destination state}.
Variable: STATE vector of states of all its missions
RATE - current rate of the source
onReceiveFeedback (destination d) : {
RAT E ← RAT E + computeDx()
∀ trx T ∈ LCGwhere T.destination = d
update destination state.
update(STATE)
}
onSendPacket(void) {
maxP ← computeM axP riority(clique)
cliqueCost ← computeCliqueCost()
Transmit(data,cliqueCost,cliqueID,maxP,STATE)
}
computeDX() : {returns result of Eq. (4.5)}
computeMaxPriority() : {returns highest priority
seen in the clique}
computeCliqueCost() : {returns result of Eq. (3.10)}

Figure 4.7: Distributed Adaptation Algorithm at Sensor (Source).

note that all the three protocols operate in completely decentralized fashion and
converge without any global knowledge, even in the face of transient inconsistencies
that might occur while forwarding nodes exchange information regarding their
downstream missions.

4.4.5

Performance Evaluation of The Three Protocols

To quantitatively evaluate the performance of the three protocols, we simulated
their behavior, using the Qualnet [1] discrete-event simulator, on an 802.11-based
network. The network consists of 100 nodes that are randomly deployed on a 1500m
x 1500m field. There are 15 flows and 10 missions, of which 5 are prioritized and
the rest are regular.
The relative performance of the three protocols depends on a number of factors
- the number and priority order of missions that eventually turn out to be infeasible
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Input: For each trx. in its LCG: {trx. node ID, flow ID, air-time
xs
fraction( C
), (priorities, current states) of all
s
sinks of the flow }
onReceiveData (Flow f, Data data) {
∀ trx. T ∈ LCG such that T.destination ∈ f.destination,
update destination state from data.STATE;
if (nodeId ∈ data.immediateRx) {
//i.e., node is on the flow’s forwarding tree
S
data.maxP = computeM axP riority(data.maxP clique)
update data.STATE from T.destination state
}
Data.cost = data.cost + computeCliqueCost()
}

Figure 4.8: Priority Arbitration Algorithm at Forwarding Node.

determine when one protocol does better than the others. (The performance of
Hybrid protocol also depends on the specific group size B used.)
The evolution of network utility over time for Incremental, Batch, and Hybrid
(with B = 2) is shown in Fig. 4.10. We see that all protocols eventually reach the
same convergence point. Fig. 4.11 shows the network utility for the following case:
Initially network has missions with priorities 1,3,5. At t = 150s, a priority 2 mission
enters; at t = 300s, priority 5 mission leaves; at t = 350s, priority 4 mission enters.
We see that when priority 2 mission enters, Batch approaches the optimal utility
faster: while Batch immediately admits the new mission, the Incremental (and
Hybrid) must reset the states of lower priority missions and process the demands
sequentially (and quasi-sequentially).
Fig. 4.12 shows the mean convergence time taken by Incremental, Batch and
Hybrid (with 3 different group sizes) protocols, for a set of demands with all
possible priority arrangements. The 95% confidence intervals are also shown.
We see that on average, Batch converges faster than Incremental, while the
performance of Hybrid depends on the group size (and the number of infeasible
demands). Incremental takes longer as it has to process each demand sequentially,
but has the advantage of meeting the higher priority demands sooner.
Fig. 4.13 shows the convergence time when the priority of a single, infeasible
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onReceiveData(flow f) {
if (State! = “Candidate00 AN D (data.maxP riority >pri myP riority||
data.exitedM ission.P riority >pri myP riority){
//new mission arrives
State = ‘‘Candidate’’;
} if (State! =00 Satisf ied00 AN D State =00 Rejected00 ) {
/* a decision has not yet been made on this mission*/
If( data.maxPriority = myPriority){
/* this mission has the current highest priority */
ψ ← computeU nsatisf iedCost()
If(00 V iolated00 ∈ data.ST AT E&&isConsistent()) then State = “Rejected00
else if (ψ = 0 && isConsistent()) then State = “Satisf ied00
} Else ψ ← 0
} else if(State = ‘‘Satisfied’’) {
/* this mission has higher priority than the current highest, and its demand
was feasible with its predecessors and hence was admitted to the system */
ψ ← computeU nsatisf iedCost(); //0 if the demand is still met
If(ψ > 0) State = “V iolated00 ;
} else ψ ← 0
/* if demand is not highest priority nor has been rejected, set ψ to 0 */
w = computeWillingnessToPay(); sendFeedback(ψ, State, w, data.cost);
}
computeUnsatisfiedCost() : {returns result of Eq. (4.6)}

Figure 4.9: ψ-Adjustment Algorithm at Sink (Mission).

demand is varied. We see that when the infeasible missions turn out to have lower
priority, Batch converges much faster; Incremental does not depend much on the
priority of the infeasible demand. The Hybrid, once again, depends on the group
size.
This gives rise to the question of determining the optimal batch size B that
consumes the least number of cycles (n), where a cycle is defined as the process of
running the NUM protocol and allowing it to converge, and based on the converged
value, deciding if a mission’s demand has been accepted or not. Our analysis
of the Hybrid protocol [34] showed that the number of cycles required depends
on the conditional probability that the demand of mission i is feasible given the
current network capacity, the batch size and total number of prioritized missions.
Hence, it is not straightforward to compute the optimal batch size, since it requires
knowledge of the conditional probability that a demand will be accepted, which
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Figure 4.10: Evolution of global utility with Incremental, Batch and Hybrid protocols.

Figure 4.11: Adaptation to network dynamics with Incremental, Batch and Hybrid
protocols.

in turn depends on factors such as capacity of the network, presence of other
missions, priority of demands, and so on. Given the unlikelihood of having all
of this knowledge, we turn to finding a reasonable guideline for setting a batch
size that is robust in terms of performance. Accordingly, we plot the batch sizes
that provide the best performance for a variety of probability distributions (for
feasibility of mission demands) in Figures 4.14 and 4.15.
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Figure 4.12: Average convergence times for the protocols.

Figure 4.13: Convergence time when the priority of infeasible demand is varied.
Fig. 4.14 shows the optimal batch sizes in a network with 50 missions (M = 50),
where all of them are prioritized, and all demands have equal probability of being
accepted (i.e., being feasible). For a probability, p <∼ 0.5, batch size of 1 is the
best (Incremental protocol). If p ≈ 1, batch size of M is the best (Batch protocol).
Otherwise, a batch size of 2-3 is good. Interestingly, we observed the same trend
for other values of M too, implying that the best value of B is independent of M .
Sometimes, the demands may all be more or less equal, and the network can
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Figure 4.14: Optimal batch sizes for uniform probability function, with M = 50.

Figure 4.15: Optimal batch sizes for step probability function, with M = 50.
accommodate as many demands as the capacity allows. In such cases, it is likely
that when a demand of a certain priority is rejected, all demands of lower priority
are rejected also. This probability distribution may be modeled as a step-function
where, for instance, the probability of acceptance for the first K missions is p1 = 1
and for the remaining M − K it is p2 = 0. Fig. 4.15 shows optimal batch sizes
when the threshold K is varied, for two cases: (i) p1 = 1, p2 = 0 and (ii) p1 = 0.7,
p2 = 0.3, with M = 50. We see that when more demands are certain to be

75

Figure 4.16: Average convergence time for Incremental, Batch, Hybrid and Binary search
algorithms, as a function of the number of infeasible demands in the system.

accepted, larger batch sizes are optimal; otherwise, smaller batch sizes are better.
Also, when K is greater than and close to the mid-point, a range of batch sizes
are optimal. (Indeed, for case(i), choosing a batch size in the range [d M2 e, M − 1]
always results in 2 + (M − K) cycles, one for each batch, and M − K incremental
attempts for each infeasible mission). However in practice, it is better to choose
the smallest batch size in the range for two reasons: (i) The penalty of selecting
a non-optimal batch size is lower for smaller batch sizes, and (ii) We observed in
our experiments that, as anticipated, the duration of a “cycle” is longer for bigger
batch sizes.
If there is no a priori knowledge of the demands, then it is safe to assume that
the higher priority demands have better chances of being accepted because they are
tried and admitted first. We modeled this as a linear probability function of priority
(e.g., p(i) = (M − i)/M ), and computed the optimal batch size. Interestingly, the
optimal batch size always turns out to be 1, implying that Incremental-mode is
the best for this case.
We thus observe that the optimal batch sizes depend on the conditional
probability distribution. In Fig. 4.16, we plot the convergence time for Hybrid,
Incremental and Batch protocols and a binary search algorithm, varying the
number of infeasible demands, for M = 20, when all missions have the same
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probability of acceptance. (Binary search is an intuitive approach to mission
grouping and is included for comparison). From Fig. 4.14, we select B = 2 as
our best ‘choice’ for the Hybrid protocol. The convergence time is averaged over
all possible priority assignments for the infeasible demands. We see that, in most
cases, when fewer demands are infeasible, Hybrid-2 performs better than the rest
and otherwise, even though it does not perform as well as the Incremental, it
does much better than the other two algorithms. We also observe that Hybrid18 performs much worse than Hybrid-2, implying a large penalty for choosing an
incorrect large batch size.

4.5

Prioritized-NUM With Infeasible Demands
and Non Unique Priorities

In this section, we relax the assumption of Section 4.4 that each mission has a
unique priority (P O). When multiple missions have the same priority, we must be
able to impose a total ordering among them, so that we can determine the “best”
subset of missions that can be satisfied. Sec. 4.5.1 presents some valid objective
functions that may be used to evaluate the ‘goodness’ of a selected set. Since
maximizing these objectives turns out to be hard, we shall develop and evaluate
some heuristics that help establish a strict order among missions in the same
priority-equivalence class.

4.5.1

Defining an objective function for missions of equal
priorities

The optimality of a particular selection or ordering among missions with the same
P O value may be evaluated using several potential metrics:
P
1. Total Utility of Missions ( ∀m∈M Um ): This metric measures the total utility
of all the missions (both normal and prioritized), without consideration of
whether or not mission demands are satisfied. This metric is unsuitable in
this problem, as it does not penalize the inability to satisfy some demands
of high priority missions.
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2. Total Number of Satisfied Missions (I):

This metric measures the ability

of the network to meet the minimum demand of prioritized missions without
regard to their utility. However, this problem of maximizing the number of
satisfied missions is NP-hard, as proven in [34].
P
3. Total Utility of Satisfied Missions ( ∀m∈SF Um ): This metric measures the
total utility of only the satisfied prioritized missions, regardless of the number
of satisfied missions. However, this problem is also NP-hard [34].
4. Weighted Utility of Satisfied Missions (I

P

∀m∈SF

Um ): This metric measures

the total utility of only the satisfied prioritized missions and weighs it with
the total number of satisfied missions. This is represented as:

maximize Im ∗

X

Um ({xs }s∈sset(m) ) over xs ≥ 0

m∈M

X

subject to

∀(k,s)∈q

where Im $

X

xs
≤ 1,
ck,s

I(fi (Xi ) > Di ),

∀i

where I is an indicator function (I(true) = 1; 0 otherwise). This problem
itself is a mixed-integer (MINLP) optimization problem, which is well-known
to be NP-hard.

4.5.2

Heuristics for Solving Prioritized NUM with Missions of Equal Priority

In this section, we describe four heuristics for ordering the demands of missions
with equal priority. We can use these heuristics in one of the protocols discussed
in Section 4.4 for breaking the tie among missions of equal priority.
4.5.2.1

Maximum Utility

A simple heuristic is to order the missions in descending order of their minimally
demanded utility values, giving higher preference to the higher utility demands, so
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that the utility increases greedily. Hence, for demands of the form fi (Xi ) > Di , we
order based on the Di s. From the protocol perspective, we simply use the demand
value as a secondary priority, which is used for computing the highest or lowest
priority (depending on whether Incremental, Batch or Hybrid protocol is used) at
each node, when two missions have the same P O.
4.5.2.2

Minimum Resource

In this heuristic, we give preference to the mission with lower resource requirement,
i.e., the mission whose demand is met at lower source rate. Since this heuristic
conserves the capacity of the network, it should increase the number of missions
with satisfied demands. For a mission with a demand U (x) > D, the rate at which
the demand is met is given by U −1 (x)|D . However, since the utility of a mission
depends on different sources and different numbers of them, we normalize this
quantity to obtain the “Per-source Rate” requirement. For instance, for a demand
log(x) + 2log(y) > D, the value of this heuristic is eD/3 . This heuristic also has no
implementation overhead since the missions only have to make their (normalized)
U −1 (x) values available along with their demands.
4.5.2.3

Maximum Normalized Utility

This heuristic attempts to balance the dual requirements of high utility and low
resource consumption. We order the missions based on their “Utility per-bit”,
preferring the mission with higher value. For a mission with demand U (x) > D,
its utility per bit is given as
4.5.2.4

D
U −1 (x)|D

Virtual Link

This heuristic also attempts to balance the trade-off between high utility and low
resource consumption. Intuitively, this approach uses the concept of ‘virtual links’
introduced in [44] to first estimate the amount of additional bandwidth that is
needed to satisfy all demands, and then eliminates those missions that depend the
most on the ‘virtual flow’ to satisfy their demands. Let us assume an imaginary link
from each source to its destinations, with infinite capacity; any demanded utility is
thus inherently feasible. However, each mission incurs a penalty for receiving data
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on the virtual link. Suppose a mission has a utility function U (xs ) = log(1 + xs )
and it has a demand U (xs ) > Ds . With the introduction of a virtual link, its
demand can now be met if log(1 + xs + x0s ) > D, where x0s is the rate transmitted
through the virtual link from source s. The penalty Y ({x0s }s∈sset(m) ) for using the
virtual link can be any concave function of the virtual rates to the mission. The
objective function of the network is now given by:
X

maximize

Um ({xs }s∈sset(m) ) − Ym ({x0s }s∈sset(m) )

m∈M

X

over xs ≥ 0 subject to i)

∀(k,s)∈q

fi (Xi , Xi0 )

and ii)

xs
≤ 1,
ck,s

≥ Di , ∀i ∈ {1, . . . , H}

(4.8)

Using Lagrangian multipliers, we can show that if the sensor adjusts both its ‘real
rate’ xs and its virtual rate x0s (which it does not actually transmit) according to:
d
xs (t) = κ ∗ xs (t)(
dt

X

d 0
x (t) = κx0s (t)(−
dt s

X

m∈mset(s)

m∈mset(s)

X ∂fi (Xi )
∂Um
+(
ψi
−
∂xs
∂xs
i

X

X

µq (t)

∀q∈clique(s)

∀(k,s)∈q

∂Ym X
∂fi
+
(ψi 0 )
0
∂xs
∂xs
i

1
ck,s

(4.9)

where,
ψi

fi (Xi , Xi0 )) = 0 if fi (Xi , Xi0 ) < Di ;

(

= (Di − fi (Xi (t), Xi0 (t)))+ /γ otherwise
then the network converges to the unique maximum of:
ϑ(X, X 0 ) =

X

Um ({xs }s∈sset(m) ) −

m∈M

∀q

X

Ym ({x0s }s∈sset(m) ) −

m∈M

XZ
0

P

xs
∀(k,s)∈q ck,s

µq (y)dy −

))

XZ
∀Di

f (x+x0 )

ψi (y)dy

0

Each mission computes its dependence on the virtual link for meeting its
demand, i.e., it computes Depi (Xi ) = Di − fi (Xi ). The mission that depends
the most on the virtual link is dropped during the Batch protocol. This virtual
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process is simulated in parallel, along with the actual Batch rate-change protocol.
The simulated rates and clique costs are carried along with the real rates and
costs in the data packet; as a part of the mission’s state, its Depi values are also
maintained. When two or more missions are selected to be dropped, the Depi
value is used to break a tie. Thus we see that while it increases the size of the
packets, this heuristic, like the rest, does not incur any communication overhead.
However, this heuristic works only with the Batch protocol, because this provides
only a partial ordering among missions that is used to decide which mission has
to be eliminated.

4.5.3

Evaluation of the Heuristics

In this section we evaluate the performance of the heuristics. First, we evaluate
how close each heuristic gets to the optimal, for the different metrics of optimality
discussed in Sec. 4.5.1. For this, we simulated a 20-node network of random
topology with 5 sources and 10 missions and tested the heuristics in MATLAB.
We also computed the optimal values of the metrics using GAMS [2].
Fig. 4.17 shows the value of each metric (normalized by the optimal) obtained
by the four heuristics. As expected, the “Minimum Resource” heuristic satisfies
more missions, while the “Maximum Utility” heuristic yields higher utility of
the satisfied missions.

Although “Minimum Resource” increases the number

of missions satisfied, it does not increase the weighted (satisfied) utility of the
network. In contrast, the Virtual Link heuristic not only increases the number of
missions satisfied, but also increases the weighted (satisfied) utility of the network.
P
Normalized Utility also results in about the same value of I ∀m∈SF Um and it
P
yields lower I and higher ∀m∈SF Um compared to Virtual Link.
We also simulated the heuristics with Batch protocol using Qualnet for a set
of 10 missions belonging to three priority classes. As expected, there was no
significant differences in the convergence times for the heuristics.
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Figure 4.17: Performance of the heuristics under different optimality objectives.

4.6

Conclusion

In this chapter we extended the WSN-NUM framework to the case of missions with
differing priorities and minimum utility demands. We show that, when all demands
are feasible, the distributed NUM protocol will result in the optimal allocation of
sensor rates (that satisfies the demands of all missions), as long as each mission
operates independently to indicate an additional ‘congestion reduction price’ that
reflects its degree of dissatisfaction.

More importantly, we consider practical

solutions to the prioritized NUM problem when all demands are not collectively
feasible. For cases where the mission priorities may be uniquely ordered, we
have presented three completely distributed protocols (Incremental, Batch and
Hybrid) that eventually determine both (a) the ‘optimal’ set of missions whose
minimum demands can be met, and (b) the sensor data rates that maximize the
collectively utility. When multiple missions have identical priorities, the problem
of maximizing utility is NP-hard; in this case, we have proposed three heuristics
that help establish a strict order among equivalent missions in the same priorityequivalence class.

Chapter

5

Adaptive In-Network Processing for
Bandwidth and Energy Constrained
Mission-Oriented Wireless Sensor
Networks
5.1

Introduction

So far in the previous chapters, there was only one kind of adaptation taking place,
viz., the rate adaptation performed at the source nodes. In this chapter, we explore
the applicability of utility-based optimization as a means for providing adaptive
in-network processing (such as compression, filtering or feature extraction) in
addition to source rate adaptation in a mission-oriented WSN, thereby enabling
the forwarding nodes also to alter the rates. In other words, we achieve adaptive,
variable quality in-network processing to enhance utility, while taking into account
the resource constraints and the resultant impact on the fidelity or accuracy of the
WSN application. In conventional WSNs, where relatively simple event-processing
operations (such as averaging or finding the maximum of periodic temperature
readings) are employed, communication costs dominate computing costs (i.e., the
cost incurred by such in-network processing operations) [75] and hence in-network
processing (e.g., [84]) always yields significant gains in energy savings. However,
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mission-oriented tactical networks typically involve multimedia data (e.g., satellite
images, surveillance videos, etc.) which are of relatively high data rate and often
stream-oriented. For such applications, several of the implicit assumptions above
do not hold. This is because, the in-network operators for such data typically
comprise more sophisticated DSP-based operations (e.g., MPEG compression or
wavelet coefficient computation), and it has been demonstrated [103] that the
computational energy footprint for these cannot be ignored. Accordingly, the
application of in-network processing to such WSN applications must consider that
the WSN is both bandwidth and energy constrained and that the energy cost consists
of both communication and computing overheads.
In our model, in-network processing may be viewed as a tuning knob, with
higher levels of in-network processing (e.g., higher compression) resulting in higher
information loss for (or lower utility to) the application, but providing the benefit
of reduced network bandwidth consumption. This introduces a non-linear tradeoff in the energy costs, i.e., higher-levels of processing (e.g., more sophisticated
compression techniques) lead to reduced transmission energy overheads, but a
not-necessarily proportional increase ([11]) in the computational energy.
In this chapter [32, 33], we develop a distributed, closed-loop protocol NUMINP that computes the optimal level of compression performed by a forwarding
node on sensor streams, taking into account both energy and bandwidth constraints
and also the effect of compression on the mission utilities. Initially, the physical
location of the stream operators is assumed to be pre-specified. Subsequently, we
relax this assumption and extend the model further to also determine the optimal
location of the operators. We demonstrate the gains achieved by the protocol with
simulation results as well as a real implementation of the protocol on an 802.11b
network with a video streaming application.
The rest of this chapter is organized as follows. In Section 5.2, we discuss
the motivation for variable-quality in-network processing and dynamic operator
placement and some related work. Section 5.3 presents the mathematical models
and corresponding distributed solution and protocol details for the case where the
locations of the stream operators are specified a-priori. Subsequently, Section 5.4
extends the solution to consider the problem of optimal operator placement.
Section 5.5 describes how the base algorithms are modified to incorporate the
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real-life constraints such as availability of only discrete transcoding options.
In Section 5.6, we present the details and results of protocol simulation and
implementation using a video application.

Finally, Section 5.7 concludes the

chapter.

5.2

Motivation and Related Work

To understand the various conflicting objectives and issues with in-network
processing of sensor data streams, consider the scenario depicted in Fig. 5.1,
which involves the use of three sensors (two video and a radar) and three different
missions. The surveillance mission has high utility and is quite intolerant to loss
in the raw sensor data; the detection mission requires only correlation information
from the various sensor feeds to detect an event; the feature extraction mission
requires the video images as input, however it can successfully extract features
even if they are of relatively low resolution. In this scenario, each mission may
be associated with a different operator graph, with the data rates to the ‘sink’
of each operator graph ultimately affecting the mission’s utility. The sink data
rate depends on two separate variables–a) the source data rate from its relevant
sensors, and b) the fractional reduction in data due to the application of individual
in-network operators. To generalize this concept, we classify in-network operators
into two logical types:
Compression: The downstream transmission rate of most stream-oriented
data can be reduced by the application of appropriate compression algorithms,
both lossless and lossy. For example, an MPEG-4 (or higher standards, such
as MPEG-21) video stream can be compressed to varying data rates.

From

a logical standpoint, compression may be viewed as a special class of innetwork operators that can be performed independently at every forwarding node;
moreover, compression changes the quality (rate) of the output data, but not the
data type.
Fusion: In contrast to compression, fusion may be viewed as a process of
either combining or correlating data from multiple separate streams and/or altering
the ‘type’ of a single data stream. An example of ‘type’ alteration involves the
processing of a single audio stream to extract only the ‘talk spurts’ from the signal.
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Figure 5.1: An example network with in-network processing.

The corresponding
operator graph is also shown along with the network nodes that are mapped to the
fusion task in the operator graph.

We note here that even a mission (sink) can perform fusion of streams.
While limited past work has considered the joint optimization of computing and
communication costs (both bandwidth and energy) [92, 103], the behavior of each
individual operator is assumed to be immutable, and there is no consideration of the
possibility of variable-quality compression at intermediate nodes. [103] considered
the computation cost in addition to communication cost, but with respect to
sampling rate of the source, and not in-network processing. Under these models of
fixed processing behavior, the problem of utility-based rate control reduces to the
‘traditional’ problem of source rate control with capacity constraints on individual
links/nodes, with the added complexity due to the non-conservation of flow-rates
at the nodes performing in-network processing. In [102], Yu et al. develop an
algorithm for data-gathering tree construction with tunable compression for energy
efficiency. While we share the same motivation, unlike [102], our utility-based
model incorporates rate control and accounts for bandwidth constraints and impact
on utilities of of multiple competing missions.
A natural extension of this concept is to allow the placement of the fusion
processing operators to be a decision variable as well. Prior work on fusion operator
placement ([99, 66, 13, 7, 84, 72, 6]) treats it as a stand-alone problem, and does not
consider the interaction with variable data compression performed at intermediate
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nodes. For example, in [99], the operators are placed on a minimum-cost path
determined by a distributed process similar to Djikstra’s algorithm. However,
using only local neighbor-level information is not sufficient when variable quality
compression is introduced, because a mission’s utility ultimately depends on the
data rate that it receives, and this is affected by any rate modification performed
at intermediate nodes. As we shall see, the incorporation of variable quality
compression at intermediate nodes complicates the process of fusion operator
placement, as the placement and compression decisions become coupled. Our
work is the first to study the consequences of such variable quality compression.
In particular, compression allows a degree of variability that is usually absent in
a fusion operator; based on the energy constraints of individual nodes, it may be
better to perform fusion at a downstream node and only perform “moderate”
compression at an upstream node (to satisfy the upstream node’s energy or
capacity constraint).
Prior work (such as [103]) also assumes a relatively simple tradeoff between
computational and communication energy overheads, with both being essentially a
scalar multiple of the incoming stream data rate. Variable compression, however,
introduces a more complex, non-linear tradeoff between the computational and
communication costs, that is a function of the incoming data rate and the “quality”
of compression that is performed. In particular, many compression algorithms
(both lossy and lossless) are characterized by a non-linear energy-vs-compressibility
curve, with the energy required for compression increasingly dramatically when
the ratio of output to input data rates falls below a certain threshold [102].
Accordingly, our optimization problem must not only consider the impact of
variable quality compression on the operator placement problem, but also on the
energy constraints at each node.
Based on the above discussion, the key new aspects of our problem formulation
can be summarized as follows:
1. We consider the impact of variable quality compression of sensor streams,
potentially performed by all forwarding nodes, on the capacity constraints
and factor in the non-linear relationship between computational and
communication energy overheads.
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2. We also explicitly factor in the effect of such variable quality compression
on the operator placement problem, and develop a solution that jointly
selects both the location of fusion operators and the degree of compression
at forwarding nodes that maximize cumulative system utility.
To solve this problem, we shall develop a WSN-NUM based optimization
framework and a fully-distributed protocol that seeks to jointly optimize the
following free variables: i) Source Rate, x: the rate at which each sensor source
transmits data, ii) Compression Factor, l: the level of compression, i.e., ratio
of output rate to incoming rate, taking place at each forwarding node, and iii)
Operator placement: the optimal node locations at which fusion operations take
place.

5.3

The Network and Optimization Models

Our NUM-based formulation and solution makes the following assumptions:
• The routes of the various sensor flows are fixed and provided a priori. Each
sensor’s data flows over a multicast tree to its set of subscribing missions.
• A fused stream cannot be subsequently disaggregated; accordingly fusion of
two streams at a node is possible only if all downstream subscribers (for each
of the two sensors) require the same fused information.
• Except at the nodes where fusion is performed, no other nodes can distinguish
between a ‘raw’ or fused data stream.
• Each sensor’s flow is completely elastic, i.e., each node can adjust its
transmission rate xs by any arbitrary amount, as long as xs > 0. However,
we relax this constraint in Section 5.5 to consider scenarios where the quality
of in-network processing may be varied only in discrete steps.
• The computational power required for compression increases with an increase
in the compression factor (i.e., a decrease in the

Outputrate
Inputrate

ratio).
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5.3.1

The Model

As in previous chapters, each mission’s utility is modeled as a joint concave
function of the rates that it receives from multiple sensors. This is denoted as
Um ({xrec
s }s∈sset(m) ), where, for any mission m, sset(m) is the set of flows that are
received by m. The incoming rate of a flow s at m is explicitly expressed as
xrec
since the received rate is now a function of the source rate and the series of
s
in-network processing performed by the forwarding nodes.
The key feature of our WSN operational model is to permit each intermediate
node to perform a ‘variable level of compression’, denoted as lk,s (where 0 <
lk,s ≤ 1), that effectively alters the rate of a flow s at node k. Specifically, lk,s
determines the ratio of the outgoing flow rate to the incoming flow rate for sensor
s at node k, i.e., lk,s =

xout (s,k)
.
xin (s,k)

For example if a flow is compressed at the nodes

between source s and mission m, then the rate received at the mission is given as
Q
xrec
s = xs ∗
∀k∈path(s,m) lk,s , where path(s, m) denotes the set of nodes in the route
from s to m. Similarly, if a flow s is derived by fusing flows s1 and s2 , at node k
according to operation f , then xout (s, k) = lk,s f (xs1 , xs2 ). Although we focus here
on compression, the model can be easily generalized to include decompression, by
allowing lk,s to lie between (0, ∞]. The variable compression ratio, l, effectively
acts as a ‘tuning knob’, allowing an intermediate forwarding node to modify
the outgoing data rate in a manner that balances its competing computational
and communication energies, and satisfies the capacity constraints. Intuitively,
a congested network (with many high rate flows) benefits from more aggressive
compression, as the reduction in the link utilization permits other competing flows
to transport a larger volume of sensor traffic. Conversely, a network operating at
low link utilization should have little need for compression (unless its transmission
energy cost is too high), as higher in-network compression always increases the
computational expense at an intermediate node, although under-utilization of link
capacity will lower the flows’ utility to the receiving mission (as will compression).
The centralized model for this problem of utility maximization with adaptive
in-network processing can be written as:
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NUM-INP(U,C,P):
maximize

X

Um ({xrec
s }s∈sset(m) ) − δ

m∈M

X

k
Ptot
,

(5.1)

∀nodes,k

subject to
i)Capacity Constraint:
X xout (i, k)
≤ 1, ∀q ∈ set of cliques, Q
cki

(5.2)

∀(k,i)∈q

k
k
ii)Energy Constraint: Ptot
≤ Pmax
, ∀nodes, k

(5.3)

k
k
k
k
where Ptot
= Prec
+ Ptrans
+ Pcomp
,

0 ≤ δ ≤ 1 and xi , xout (i, k) ≥ 0 ∀i, k
The objective is to maximize the total utility of all missions, subject to
P
k
, which reflects a secondary objective of
an “energy” penalty δ ∀nodes,k Ptot
minimizing energy. This ensures a unique solution when different inputs yield the
same utility, favoring the solution with least energy consumption (δ determines
the weightage given to power consumption vs. utility). In general, the penalty
k
term can be the sum of any convex functions of Ptot
. The capacity and energy

constraints are explained as follows:
• Capacity Constraint: This constraint is the same as in the basic WSN-NUM
model (Chapter 3), which ensures that the total air-time fractions of all
interfering transmissions (i.e., all transmissions in a maximal clique of the
conflict graph) does not exceed unity.
• Energy Constraint: The energy constraint in Eq. (5.3) states that the total
k
power consumed at a node k due to data reception (Precv
), transmission
k
(Ptrans
) and computation including both compression and fusion (if k is a
k
fusion point) (Pcomp
) must not exceed the maximum power budget at node
k
k (Pmax
). These power terms can be modeled as any valid functions that

relate rate with power consumed. As is common in literature [103, 49, 43], we
assume a linear model, where the power consumed at a node during reception
and transmission are proportional to the incoming rate and outgoing rate,
respectively. Similarly, the power consumed during compression depends on

90
the incoming rate and the compression ratio. These are expressed as follows:
X

k
Precv
= αrk

∀inflows, s
k
Ptrans

=

at

X

αtk

xin (s, k);

(5.4)

xout (s, k);

(5.5)

k

∀outf lowss

at k
If k is not a fusion point:
X
1
k
− 1)
Pcomp
= αck
xin (s, k)(
lk,s
∀outflows, s at k
If k is a fusion point:

X
1
k
Pcomp
= αck 
xin (s, k)(
− 1)+
lk,s
∀outflows, s at k
!
X
xout (f, k)
,
l
k,f
∀f lows,f f used at k

(5.6)

(5.7)

where 0 ≤ lk,s , lk,f ≤ 1
where, αrk , αtk and αck are the energy consumed per bit during reception,
transmission and computation, respectively. We can see from Eq. (5.7) that if
k is a fusion point, then there is an additional computational cost incurred by the
fusion process. Without loss of generality, we assume that this cost is proportional
to the outgoing rate of the fused flow, and that the energy consumed per bit is the
same for compression and fusion.

5.3.2

Distributed Solution to the Optimization Problem

In order to solve this optimization problem in a distributed manner, we derive an
iterative, gradient-based, distributed solution for the model shown in Eq. (5.1)(5.3). We first make the problem unconstrained by using Lagrangian multipliers
as:

maximize

X
m∈M

Um ({xrec
s }s∈sset(m) ) − δ

X
∀nodes,k

k
Ptot
−
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X

µq (

∀cliques q

X
X xout (s, k)
k
k
)
− 1) −
− Pmax
ηk (Ptot
cks
∀nodes,k

∀(k,s)∈q

where µq and ηk are the Lagrangian multipliers (shadow costs) corresponding to
the capacity and energy constraints, respectively. Using the first-order necessary
conditions for the gradients with respect to xs and lk,s , we get the following
equations:

d
xs (t) = κxs (
dt

X

m∈mset(s)

(

X

X ∂xout (s, k)
)−
∂xs Cks

µq

∀q∈clique(s)

∀(k,s)∈q

X
d
lk,i (t) = κ̂lk,i (
dt

m∈mset(i)

(

X

µq

∀q∈clique(i)

X ∂P k
∂Um
tot
−δ
−
∂xs
∂x
s
∀nodes,k
ηk

∀k∈path(s)

k
∂Ptot
)
∂xs

(5.8)

X ∂P v
∂Um
tot
−δ
−
∂lk,i
∂l
k,i
∀nodes,v

X ∂xout (i, v)
)−
∂lk,i Cvi

∀(v,i)∈q

X

X
∀v∈path(i)

ηv

v
∂Ptot
)
∂lk,i

(5.9)

where, path(s) is the set of nodes in the multicast route of flow s; κ and κ̂ are the
step size for rate and compression ratio adjustments, respectively. µq reflects the
congestion penalty and is defined as
µq (t) = pq (

X xout (s, k)
X xout (s, k)
)=(
− 1 + )+ /γ
ck,s
ck,s

∀(k,s)∈q

∀(k,s)∈q

Similarly, ηk is the shadow cost of energy charged at each node k and is given
by
ηk (t) = p̂k (

k
k
Ptot
(t)
Ptot
(t)
)
=
(
− 1 + ˆ)+ /ˆγ̂
k (t)
k (t)
Pmax
Pmax

where γ and γ̂ are constants greater than 0 and 0 ≤ , ˆ ≤ 1.
Eq. (5.8) provides the algorithm by which the source sensors adjust their rates
at each iteration; Eq. (5.9) shows how at each node, the degree of compression
for each flow that the node forwards is varied in each iteration. We observe the
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following:
• Source rate xs depends on the rates at which the downstream nodes forward
either this source’s flow directly (when there is no fusion), or any flow derived
from this source’s flow (when there is fusion). Similarly, it also depends on
the power consumed at all downstream nodes that forward either the source’s
direct flow or a flow derived (via fusion) from this source, in addition to the
mission utilities.
• The compression levels at the forwarding nodes depend on the forwarding
rates and power consumption at all downstream nodes that receive this flow
(either raw or fused), and the mission utilities.
We can show that when the source and forwarding rates are independently adjusted
according to Eq. (5.8) and (5.9), the network converges at the optimal global utility,
with penalties paid for congestion and power consumption.
Theorem 3. The strictly concave function given by
ϑ({xs }∀s , {lk,s }∀k,s )

=
−

P

P R
∀q

m∈M
P

Um ({xrec
s }s∈sset(m) ) − δ

∀(k,s)∈q

0

xout (s,k)
ck,s

P

∀nodes,k

k
Ptot

Pk

pq (y)dy −

tot
P R Pmax
k

∀k

0

p̂k (y)dy

is a Lyapunov function for the system of differential equations in Eq. (5.8), (5.9).
The unique values xs and lk,s maximizing ϑ({xs }∀s , {lk,s }∀k,s ) is a stable point of
the system.
(Proof Sketch). With a proof similar to [56], we can easily verify that
X ∂ϑ d
X
X
d
∂ϑ d
ϑ({xs }∀s , {lk,s }∀k,s ) =
. xs (t) +
. lk,s (t)
dt
∂x
∂l
s dt
k,s dt
∀s∈S
∀nodes, k ∀f lows, s at k
is strictly positive when xs and lk,s are not the unique maximizing points of ϑ and
zero otherwise. This proves that the function ϑ is a Lyapunov function for the
system given by Eq. (5.8), (5.9).
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5.3.3

Protocol Details of NUM-INP

The biggest challenge in building a fully-distributed and localized protocol for this
model arises from the presence of fusion operators at specific intermediate WSN
nodes. The stream that a mission receives is now obtained by fusing one or more
flows from sset(m) according to a series of operators, as defined by the operator
graph. An individual fusion operator f can be viewed as a function that takes
as input the rates of the flows to be fused, and gives as output the rate of the
resulting fused flow.
Hence, the utility of a mission m is a joint function of all xrec
i , where i ∈ set
of f lows received at m, with some of these flows being ‘raw’ flows (potentially
compressed) from the corresponding sensor, with other flows being ‘derived’ at
intermediate nodes (which act as the ‘source’ for the derived flow) through the
application of a fusion operator. While Eq. (5.8) referred only to rate adjustment
at the ‘raw’ sources (i.e., sensors), the flow i in Eq. (5.9) may refer to either a raw
or derived flow. Accordingly, mset(i) now refers to the set of missions that received
data flow of type i (raw or derived); path(i) similarly is the multicast forwarding
path of data from node i (which may be a source or a fusion point). With
these semantics, the distributed formulations in Eq. (5.8) and (5.9) are capable
of deriving the optimal rates for both ‘raw’ and ‘derived’ flows.
From a protocol-perspective, however, the end-to-end feedback mechanism used
in Chapter 3, whereby the sinks simply convey their willingness to pay to the source
sensors, is no longer adequate. The difficulty lies in the inability of a sink to directly
compute its ‘willingness to pay’ for a source that has passed through intermediate
fusion points. For example, if a stream from source s is transformed twice by
operators f and g before reaching a mission m, the mission is unable to compute
the term

∂Um
,
∂xs

because all it knows is the rate of the stream of type “g • f ”, which

contributes to its utility; it is unaware of the source rate of s as well as the details
of the fusion operations f and g (and the subsequent compression operations).
Here g • f refers to the composition function of the form g(f (xs , ...)). The solution
in this case is to use the “chain rule” for partial derivatives and compute
∂Um
∂g(f (xs ,...))rec

∗

∂g(f (xs ,...))
∂f (xs ,...)

∗

∂f (xs ,...)
,
∂xs

∂Um
∂xs

as

where the fusion points for g and f provide the

second and third terms, respectively.
Accordingly, in our NUM-INP protocol, the forward path carries only the
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data, but no meta-data (such as energy and congestion cost information). Nodes
propagate the marginal utility, congestion cost and energy cost as metadata in
signaling messages carried on the reverse forwarding path; each node uses the
feedback messages to compute the compression levels and the source rates for the
next iteration, in addition to updating and propagating them upstream.
For each stream r that a mission m receives, it sends a feedback (periodically),
to the node that forwarded this stream. The feedback message consists of:
1. A marginal utility MU field, where the mission enters its marginal utility
with respect to the received flow rate ( ∂x∂Urec ); this is used for computing the
s

‘willingness-to-pay’ according to the chain rule.
2. A 4-tuple consisting of the following fields:
• flow name: the ID of the ‘flow’,
• Rate Information (RI): The rate at which the mission receives the flow,
• Power Information (PI): The energy cost attributed to this flow, and
• Congestion Information (CI): The normalized congestion cost at all the
cliques that this node belongs to, attributed to this flow.
If an intermediate node was a branching point on the multicast forwarding tree,
it collects the feedback from all its child nodes and combines them into a single
feedback message.
Each node in the reverse path updates the cost fields before forwarding the
feedback message upstream, in order to compute the cumulative cost along the
path. The fusion points make additional modifications to capture the effect of
fusion operation (according to the chain rule). For example, when a forwarding
node A receives a feedback message for flow f from a downstream node, it adds
its own energy cost for f (i.e., the cost corresponding to the energy expended
by A in receiving, forwarding and process this flow f ) to the PI field (i.e.,
A
P I = P I + (ηA + δ)Ptot
(f )) and its own congestion cost for f (i.e., the cost

corresponding to the congestion caused at node A as a result of receiving and
P
(f,A)
transmitting flow f ) to the CI field (i.e., CI = CI + ∀q:(A,f )∈q µq xout
) before
CA,f
passing the feedback message to its upstream neighbor. If A is also the fusion point
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(a)

(b)

(c)

Figure 5.2: (a) Node A fuses input flows r, s and transmits fused flow f . (b) Feedback
messages received and propagated by A. (c) Computation of lA,f at node A according
to Eq. (5.9).
where the fused flow f is generated from s1 and s2 , then all the fields in the tuple
are further multiplied by the term 1
1

lA,f
∂f
∗xin (sj:j∈{1,2} , A)∗ ∂xin (sj:j∈{1,2}
,
xout (f,A)
,A)

before

The term is derived by systematically breaking down the terms in Eq. (5.8) and (5.9) into
per-node chain-rule (and compression factor) factors, such that the value computed at each node
for updating the feedback message can be computed either locally or using the existing metadata
in the feedback message. This makes the protocol fully-distributed.
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propagating the feedback upstream (messages corresponding to s1 and s2 are sent
to the nodes that forwarded the respective flows). Using the fields in the feedback
message, the forwarding nodes and source nodes compute the compression levels
and source rates for the next iteration, according to Eq. (5.8) and (5.9). Fig. 5.2a5.2c illustrate the propagation of feedback and computation of compression level
for a simple example.

5.4

Adaptive Operator Placement

In the previous section, we assumed that the locations of the fusion operators are
fixed and given a priori. In this section, we describe how the NUM-INP framework
can be enhanced to additionally determine the optimal placement of the fusion
operators. In other words, we integrate dynamic operator placement into the NUMINP protocol in parallel with source rate adaptation and adaptive compression
quality (although this can possibly occur at a slower time-scale). Ideally, the
communication cost is lowest if a fusion operation takes place as close to the
sources as possible. However, due to energy constraints, nodes closer to the source
may not be able to perform the fusion operation; in such situations, higher utility
may be obtained by pushing the operator to a node downstream.
With the help of an operator graph, the forwarding trees and the mission
subscription information, the nodes in a network can determine if they are
candidate-locations for a fusion operator. For example, for the simplistic network
shown in Fig. 5.3, where mission M requires the fused flow, f (xs1 , xs2 ), the fusion
can take place at node A or B or C. We assume that each node runs a preliminary
protocol (details of which are beyond the scope of this work) to determine which
fusion operations can potentially be performed at that node. We also assume as
before that the fusion operations can be expressed as functions of the rates of their
input flows.

5.4.1

Model

Our approach to modeling this problem is to allow all candidate locations to
perform fusion on an arbitrary fraction of the input streams, and transmit the
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Figure 5.3: Example network for data fusion.
rest as raw streams. This fraction is a decision variable and is adjusted iteratively
in a NUM-INP based control loop, such that it converges at the optimal value.
Allowing the nodes to perform such partial fusion makes the problem tractable (it
is shown in Section 5.5 that it is NP-hard otherwise), and also permits the joint
optimization of source rates, compression ratio and operator placement within
the NUM-INP model. Let k be a representative candidate node for the fusion
k
operation f (xs1 , xs2 , xs3 , ...xsn ) that fuses flows F = {s1 , s2 , s3 , ..., sn }. Let θf,s
i

(where si ∈ F ) be the fraction of the input flow si that is fused at node k. The
rest of the input flow is passed on downstream as is (or possibly compressed),
where the next candidate node fuses all or a fraction of it, and so on. The mission
sink is always a candidate for all fusion operators, and can absorb any residual
“unfused” stream data.
For the example shown in Fig. 5.3, node A fuses according to the function
A
A
f (θf,s1
xs1 , θf,s2
xs2 ) and forwards input flows s1 , s2 and the fused flow, f A at rates
A
A
A
A
lA,s1 (1 − θf,s
)xs1 , lA,s2 (1 − θf,s
)xs2 and lA,f f (θf,s
x , θf,s
x ), respectively, where
1
2
1 s1
2 s2

lk,s refers to the compression factor for flow s at node k. Subsequently, node B
A
B
forwards the raw flows at rate lB,si lA,s (1−θf,s
)(1−θf,s
)xsi , where i ∈ {1, 2}, along
i
i

with flow f A (i.e., flow fused at A) compressed at lB,f . It also forwards the new
A
B
A
B
‘sub-flow’ f B fused at B at rate lB,f f (lA,s1 (1 − θf,s
)θf,s
x , lA,s2 (1 − θf,s
)θf,s
x );
1
1 s1
2
2 s2

(in order to reduce the number of variables, we assume that node B uses the same
compression ratio lB,f for all flows of type f , regardless of where it was fused).
If the optimal value of θ after convergence is 1 at a node, then that node is the

98
unique optimal location for fusion. It is also possible that the optimal strategy
is for multiple nodes to share the responsibility of fusion (i.e., two or more of the
candidate nodes will have 0 < θ < 1). Such ‘fractional fusion’ can be interpreted as
a process of “time-sharing” the responsibility of fusion across the candidate nodes.
The generic model in Eq. (5.1)-(5.3) holds for this problem too; the source
rates and compression factors continue to be adjusted according to Eq. (5.8)
and Eq. (5.9), respectively. By taking the Lagrangian of the “θ-enhanced” NUM
objective, we derive the θ-adjustment algorithm for a fusion operation op to be:

d k
k
θ
= κθop,s
(
dt op,s

X

m∈mset(s)

−

X

(ηv +

∀v∈path(s)

∂Um
−
k
∂θop,s

∂P v
δ) ktot )
∂θop,s

X
∀q∈clique(s)

µq

X ∂xout (s, v)
k C
∂θop,s
vs

∀(v,s)∈q

(5.10)

We observe from Eq. (5.10) that the θ’s at candidate fusion points depend on
the forwarding rates and power consumption at all downstream nodes that receive
the flows from this node either directly or after fusion, and also on the mission
utilities. It must be noted that in this problem, the values of xin , xout , as well as
the nodes in the sets path(i) must now be computed depending on the values of θ’s.
The numerical verification of this formulation for the sample network in Fig. 5.3 is
shown in Figures 5.4a and 5.4b to help understand it better. When the processing
cost at all the three candidate nodes (A, B and C) are the same, the optimal fusion
A
location is node A, since we can see in Fig. 5.4a that {θf,s
}
converges to 1. If
i i∈{1,2}

the processing cost at A is higher than B or C, the optimal location moves to B, as
shown in Fig. 5.4b. With a proof similar to that of Theorem 3, we can prove that
this distributed joint optimization formulation converges at the optimal solution.

5.4.2

Protocol Details

The introduction of adaptive operator placement requires modifications to the
signaling mechanism along the reverse forwarding path. This is because, a mission
subscribing to a fused flow may now receive multiple ‘sub-flows’, each fused at a
different candidate location, and also the original flows (to be fused directly at
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(a)

(b)

Figure 5.4: Evolution of fusion fraction {θf,si }i∈{1,2} at nodes A, B and C: (a) Processing
cost at A, B and C are equal. (b) Processing cost at A is higher.

the mission). Hence, the feedback message now consists of a table of 4-tuples,
called the Feedback Information Table (FIT), instead of a single 4-tuple. The
fields in the 4-tuple remain the same as described in Section 5.3.3 and there is an
entry (row) in FIT corresponding to each sub-flow received at the mission. The
nodes along the reverse-forwarding path update the cost information for each of
the sub-flows, and the fusion-point for each sub-flow is responsible for augmenting
the meta-data with the chain-rule information. In order to reduce the signaling
overhead, we maintain a special row in FIT, called the cumulative entry for each
original flow (i.e., each input to the fusion operation); at each candidate fusion
point, the meta-data in the row corresponding to its sub-flow is added to the
cumulative entries and the row is removed. Thus the FIT initially has a number of
entries corresponding to the number of candidate fusion points for this operation,
and as the feedback message propagates upwards, the FIT reduces in size, with
all its entries eventually collapsing to the cumulative rows, corresponding to this
operation, saving significant signaling overhead. This is made possible by the
systematic factoring and distribution of terms in Eq. (5.8) - (5.10).
For example, in the network in Fig. 5.3, mission m receives flows fused at
A, B, C and also the raw streams s1 and s2 (if the fusion points do not fuse
all the data). Subsequently, m sends feedback to C with marginal utility as
∂Um
∂(xf A +xf B +xf C +f (xs1 ,xs2 ))

(where xf k refers to the rate of flow of type f that is
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fused at node k), and an empty FIT. When C receives this message, it updates
the FIT as follows before sending it to B, as shown in Table 5.1:
1. Update the RI field with the rates corresponding to flows f A , f B , f C , s1 and
s2 ,
2. Update the CI field with congestion cost corresponding to the transmissions
of f A , f B , f C , s1 and s2 from C,
3. Update the PI field energy cost at C corresponding to flows f A , f B , f C , s1
and s2 ,
4. Add the RI, PI and CI fields for row f C to the corresponding fields in the
cumulative entry and remove row f C (since C is the fusion point for flow
f C ).
Subsequently nodes B and A update the message in a similar fashion, such
that the feedback that arrives at source s1 consists of only two rows in FIT: s1 and
cumulatives1 (and similarly for s2 ), as shown in Tables 5.2 and 5.3. In Tables 5.1k
5.3, Ptot
(s) denotes the total power consumed from receiving, transmitting and

processing a flow s; RIk (r) refers to the RI field in the message from node k
corresponding to flow (row) r (the same definition holds for P I and CI as well).
At branch points of the forwarding tree, a node simply adds the corresponding
values from its child entries and propagates a single feedback message to its
upstream parent. The forwarding nodes use the feedback message to compute
the θ and compression values for the next iteration, and the source nodes compute
the new flow rates. The pseudo-code for the computation of fusion fractions,
compression ratios and source rates is given in Appendix A.

We note that

the distributed algorithms have been devised such that Eq. (5.8, 5.9, 5.10) can
be computed precisely from the transmitted meta-data and locally available
information.

5.5

Addressing Practical Constraints

For mathematical tractability, the NUM-INP model for adaptive compression and
operator placement requires both these processes to be represented as continuous
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Table 5.1: Feedback Information Table in the message from C to B.
RI
xout (s1 , C)

PI
C
(ηC + δ)Ptot
(s1 )

CI
P

s2

xout (s2 , C)

C
(ηC + δ)Ptot
(s2 )

P

fA

xout (f A , C)

C
(ηC + δ)Ptot
(f A )

P

fB

xout (f B , C)

C
(ηC + δ)Ptot
(f B )

P

cums1

(s1 ,C)∗∂f
xout (f C , C) x xCin∗∂x
in (s1 ,C)
f
xout (f C ,C)
Note: xf C = l C
C,f
xin (s2 ,C)∂f
C
xout (f , C) x C ∂xin (s2 ,C)
f

C
(ηC + δ)Ptot
(f C )∗

P

xin (s1 ,C)∂f
xf C ∂xin (s1 ,C)

xin (s1 ,C)∂f
xf C ∂xin (s1 ,C)

C
(ηC + δ)Ptot
(f C )∗

P

s1

cums2

xin (s2 ,C)∂f
xf C ∂xin (s2 ,C)

∀q:(C,s1 )∈q
∀q:(C,s2 )∈q

(s1 ,C)
µq xout
CC,s
1

(s2 ,C)
µq xout
CC,s

∀q:(C,f A )∈q
∀q:(C,f B )∈q

2
A

(f
µq xout
C

µq

,C)

C,f A
xout (f B ,C)

CC,f B
C
,C)

xout (f
∀q:(C,f C )∈q µq
C

C,f C

∀q:(C,f C )∈q
xin (s2 ,C)∂f
xf C ∂xin (s2 ,C)

(f
µq xout
C

C

,C)

C,f C

∗

∗

Table 5.2: Feedback Information Table in the message from B to A.
s1

RI
RIC (s1 )

PI
B
(s1 )
P IC (s1 ) + (ηB + δ)Ptot

RIC (s2 )

B
δ)Ptot
(s2 )

CI
CIC (s1 )+
P

∀q:(B,s1 )∈q

s2
f

A

P IC (s2 ) + (ηB +

A

A

RIC (f )

P IC (f ) + (ηB +

B
(f A )
δ)Ptot

CIC (s2 )+
P
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CIC (f A )+

P
cums1

cums2

RIC (cums1 )+
RIC (f B )∗

P IC (cums1 )+
B
(f B ))∗
(P IC (f B ) + (ηB + δ)Ptot

xin (s1 ,B)∂f
xf B ∂xin (s1 ,B)
RIC (cums2 )+
RIC (f B ) xinx(sB2 ,B) ∗
f
∂f
∂xin (s2 ,B)

xin (s1 ,B)
∂f
xf B
∂xin (s1 ,B)
P IC (cums2 )+
(P IC (f B ) + (ηB +

B
δ)Ptot
(f B ))∗

xin (s2 ,B)
∂f
xf B
∂xin (s2 ,B)

(s1 ,B)
µq xout
CB,s
1

(s2 ,B)
µq xout
CB,s

∀q:(B,f A )∈q
CIC (f B )+

2

(f
µq xout
C

A

,B)

B,f A

xout (f B ,B)
∗
∀q:(B,f B )∈q µq
CB,f B
xin (s1 ,B)
∂f
xf B
∂xin (s1 ,B)
CIC (f B )+
P
xout (f B ,B)
∗
∀q:(B,f B )∈q µq
CB,f B
xin (s2 ,B)
∂f
xf B
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P

Table 5.3: Feedback Information Table in the message from A to sn (n = 1, 2) (A
sends a feedback each to s1 and s2 ).
sn
cumsn

RI
RIB (sn )

PI
A
P IB (sn ) + (ηA + δ)Ptot
(sn )

RIB (cumsn )+
n ,A)
RIB (f A ) xinx(sA
∗

P IB (cumsn )+
A
(P IB (f A ) + (ηA + δ)Ptot
(f A ))∗

∂f
∂xin (sn ,A)

xin (sn ,A)
∂f
xf A
∂xin (sn ,A)

f

CI
CIB (sn )+
P

∀q:(A,sn )∈q
CIB (f A )+

(sn ,A)
µq xout
Ca,s
n

xout (f A ,A)
∗
∀q:(A,f A )∈q µq
CA,f A
xin (sn ,A)
∂f
xf A
∂xin (sn ,A)

P
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variables. However, these assumptions that a flow may be compressed to any ratio,
or fused partially for a given fraction, are likely to be violated in practice. We
now describe how the NUM-INP can be modified to address both these practical
limitations.
Discrete Compression Levels:

Most of the commonly used compression

techniques provide for multiple, but discrete, compression levels (with higher
compression factors requiring higher computational complexity). For instance,
gzip provides 9 levels of compression and JPEG allows a range of 0 to 100 levels.
The discontinuity arising from such integral choices prevents the direct application
of NUM’s gradient search techniques; in fact, we show the problem of determining
the optimal choice of compression levels from a discrete set to be NP-hard in [32].
A simple heuristic handle this scenario is to run the protocols using a continuous
compression model, but simply map the computed lk,s values to a valid discrete
compression level at each iteration for data transmission. This mapping can be
based on different policies, for example, the continuous value can be mapped to the
nearest valid discrete value, or the next lower valid value (conservative scheme),
or to the next higher valid value (greedy scheme), etc.
Solitary Operator Location: Our model assumes that a particular fusion
operator may be “split” (in different fractions) across multiple nodes. In practice,
many operators may not be conducive to such fractional splitting (e.g., intelligent
mixing of audio signals may require each of the audio streams to be mixed at a
common node). However, interpreting ‘fractional fusion’ as a process of “timesharing” the responsibility of fusion across multiple nodes, on a longer-time scale,
makes it applicable to a very large set of operators. For example if the optimal
solution indicates 80% data fusion at node 1 and 20% at node 2, a logically
equivalent workload partitioning may be achieved by having nodes 1 and 2 perform
fusion for 80% and 20% of the time, respectively.
If fractional fusion is, nevertheless prohibited (for whatever reason), one simple
heuristic is to assign the responsibility for fusion to the node with the “largest
θ”. The selection of this single fusion point may be performed at each iteration of
the NUM θ-loop (Eq. (5.10)). To achieve this, the highest θ value of downstream
nodes is also propagated up the reverse forwarding path; the most upstream node
among the fusion candidates can then designate the node with the largest θ as
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the fusion point. However, to ensure rapid convergence, the other terms (in the
Feedback Information Table) carried in the signaling messages are based on the
use of the ‘virtual’ continuous-θ values.
A heuristic-based approach is necessary because the problem of determining
the best single location for a fusion operator is an NP-hard combinatorial problem
as well, as shown by Theorem (4).
Theorem 4. The Solitary Operator Location problem is NP-hard to solve
optimally.
Proof. Let us consider the simple network topology shown in Fig. 5.3, where the
single mission receives data flow fused from two streams from sensors s1 and s2 .
The number of candidate nodes for placement of the fusion operation f (i.e., the
number of nodes in the chain) is n (let these candidate nodes be labeled 1, 2, ..., n
where node 1 is closest to the sources and n is closest to the mission). Let the mth
node in the chain be the optimal fusion location. Determining this node m such
that the utility is maximized is equivalent to solving the following problem:
maximize Um ((

n
Y

i=m+1

m
m
Y
Y
X
k
li,f )f (( li,s1 )xs1 , ( li,s2 )xs2 ) − δ
Ptot
.
i=1

i=1

∀nodes,k

subject to Energy and Capacity constraints
But this belongs to the mixed-integer non-linear programming (MINLP) family of
optimization problems, which is well known to be NP-hard.

5.6

Evaluation

In this section we first evaluate the performance of the NUM-INP protocol based
on a packet-level protocol simulation, in Section 5.6.1. Subsequently, we discuss
the details of the implementation of the protocol using a video application in
Section 5.6.2.
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5.6.1

Simulation Results

The protocol was simulated using the discrete-event simulator Qualnet, on an
802.11-based multi-hop wireless network. The values of αrk , αtk and αck are taken
as 0.75 µJ/bit, 0.6 µJ/bit and 0.54 µJ/bit, based on the data from [11].
(i) Utility Gain Due to In-network Processing: Fig. 5.5 compares the utilities
of a network under three cases: a) with only source rate adaptation (according
to WSN-NUM) but no in-network compression, b) optimal variable quality
compression (according to NUM-INP) with pre-specified fusion locations and c)
with joint optimization of compression and operator placement. The simulated
network consists of 100 nodes of random topology in a 1500m x 1500m field. There
are 25 missions and 25 sources and 15 fusion operations, whose initial locations
are picked randomly from the sets of candidate locations (given by operator task
graph). We can see that with NUM-INP, the global utility of the network is higher
(by about 30%); the joint optimization of the operator locations results in a further
15% gain in system utility.
Fig. 5.6 uses a sample simulated topology to illustrate the utility gains obtained
from adaptive in-network compression. The compression factor and transmitted
rate for each node are shown in the figure. The utility of a mission is of the form
γln(1 + xrec ). For missions A and B, γ = 100; for missions C and D γ = 20; for
missions E and F γ = 1; for missions G and H γ = 0.25. The rates at which
each mission receives data is also shown in the figure. As illustrated, in our model,
missions that have higher utility receive higher data rate. On the contrary, if there
is no in-network compression, then all the missions receive at a uniform rate of
11.57 kbps.
(ii) Protocol Overhead: The signaling overhead in the NUM-INP protocol
depends significantly on the number of candidate nodes for each fusion operation.
Fig. 5.7 shows the contour of the signaling overhead per node per iteration, for
up to 100 nodes, varying the number (levels) of cascaded fusion operators (i.e.,
the diameter of the operator graph), and the number of intermediate forwarding
nodes (i.e., length of the chain in Fig. 5.3 within each fusion level. We can see
that the signaling overhead increases linearly with increase in chain length, i.e.,
increase in the number of potential candidates for that fusion operation, but it is
fairly constant for increase in cascading levels. This is due to the need to have
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Figure 5.5: Comparison of utility with and without adaptive in-network processing.

Figure 5.6: Illustration of adaptive in-network compression with continuous and discrete
levels. Utility of a mission is given as γln(1 + raterec ), where γ = 100 for A and B,
γ = 20 for C and D, γ = 1 for E and F, γ = 0.25 for G and H. The compression
factors, transmission rates and received rate at the missions are shown. The values
within parentheses are when only 4 discrete compression levels are allowed. When there
is no compression, all missions received at rate 11.57kbps.

separate entries for each potential fusion point in the Feedback Information table;
however, across multiple fusion operations, the data is cumulatively accumulated
in the cum field, and hence it does not incur much overhead. Depending on the
feedback frequencies, the overhead per second can be limited.
(iii) Performance Scalability: Fig. 5.8 shows the percentage gain in utility
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Figure 5.7: Signaling overhead in (bytes per node per iteration.)

Figure 5.8: Utility gain when the numbers of missions and sources are varied.
achieved by NUM-INP protocol, compared to simple source rate adaptation (WSNNUM), when the number of missions and sources in the network are varied. We
see that the gain increases with an increase in the number of sources, and even
more so with number of missions, because there is more room for adaptation. We
experimented with different topologies (such as tree, random, etc) and observed
similar trend in all cases.
(iv) NUM-INP under “Realistic Constraints”: To study the impact of discrete
compression levels, we compare the resulting degradation in utility as a function
of the number of discrete compression levels permitted. We map a compression
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Figure 5.9: Impact of discrete compression levels on optimal utility.

Figure 5.10: Impact of solitary node fusion on optimal utility.
factor value to a particular level, depending on how many levels are available.
For example, when 10 levels of compression are allowed, we let level 1 = 0.1,
level 2 = 0.2, and so on. Fig. 5.9 plots the system utility (normalized over
the optimal utility with continuous compressibility). We see that the utility is
close to and above 95% of the optimal for 10 or more number of discrete levels,
but drops rapidly when the number of distinct compression levels is very small.
Fig. 5.6 further illustrates this aspect.

The values shown within parantheses

are the compression factors and rates when only four discrete compression levels
(0.25,0.5,0.75 and 1.0) are allowed. We observe that the rates achieved in this case,
while lower than the continuous-case optimal, are still higher than that achieved
without in-network adaptive compression.
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Figure 5.11: Topology of implemented network. Node 1 is the source; Nodes 5, 6 and 7
correspond to missions M1 , M2 and M3 , respectively.

Fig. 5.10 shows the normalized utility, as a function of the number of fusion
operators, when partial fusion is prohibited and fusion is performed at the
candidate node with the highest θ value. (For each fusion operator, the number of
candidate nodes was randomly chosen to be between 2 and 10.) We see that the
utility remains close to the optimal utility even as the number of fusion operations
in the network is increased, with only at most 5% loss in system utility. By
comparing this result to Figure 5.5, where adaptive operator placement offers an
additional 20% gain in utility, we see that joint optimization of compression and
operator placement is beneficial, even when fractional operator placement is not
permitted.

5.6.2

NUM-INP Implementation

In this section, we present the details and results of the implementation of the
NUM-INP protocol for adaptive compression.
5.6.2.1

Implementation Details

We implemented the NUM-INP protocol on an 802.11b network with topology as
shown in Fig. 5.11 and 2 M bps transmission capacity. The network consisted of
one source (node 1) which streamed a video to three missions (nodes 5, 6 and
7). Out of the three missions, node 5 (M1 ) is of high utility with utility function
20 log(1 + x); node 6 (M2 ) is of medium utility with utility function 10 log(1 + x);
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Figure 5.12: Evolution of compression ratios at forwarding nodes 2, 3 and 4, during the
implementation, in comparison with simulation and optimal values.

node 7 (M3 ) is of low utility with utility function 5 log(1 + x).
The control and data planes were separated in the implementation: the control
messages pertaining to the NUM-INP protocol were sent using TCP sockets, in
parallel with the video, which was streamed via RTP over UDP, using the VideoLan
player VLC as streaming server and client. The bitrate of the video streamed at
the source was determined based on the current source rate according to NUMINP. Similarly, the compression ratios at nodes 2, 3 and 4 were determined by
the NUM-INP protocol. Assuming discrete compression levels, the bit rate of the
video was restricted to three values: 500, 300 and 100 kbps. The video was of AVI
format, and used DIVX 50 codec.
The adjusting of bit rate of video was limited to every 10 seconds, i.e., each
node transmits a 10-second clip of the video at a constant rate, after which the
compression ratio is consulted and the video is transcoded for the next 10-second
duration. The reason for this is that VLC does not have capability to transcode
the media dynamically when it is being streamed. Hence, the video is broken
into chunks of 10-second clip and the adaptation is limited to that granularity.
Since the bitrates are restricted to three specific values, the transmitted rate is
approximated to the nearest lower valid value, as discussed in Section 5.5.
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5.6.2.2

Comparison with Simulation

Fig. 5.12 shows the convergence of the compression ratios at forwarding nodes 2,
3 and 4. The figure also shows the optimal ratios computed by the centralized
solver GAMS and the corresponding evolution obtained from Qualnet simulation.
We see that the implementation and simulation values are more or less equal, and
close to the optimum. However, there is a difference in the convergence times of
implementation and simulation. This may be attributed to the higher packet losses
in the implementation due to cross traffic, and the corresponding retransmissiondelays incurred on the control plane. We also observe that, as expected, the
NUM-INP protocol adapted the compression ratios such that high utility mission
incurs least compression, and the low utility mission incurs the highest level of
compression.
Table 5.4 shows the average rates received after convergence by the three
missions, and the corresponding utilities according to the implementation,
simulation and optimum. The signaling overhead was 75.4 bytes/(node.iteration),
and the feedback messages were sent every 3 seconds, implying an overhead of
25.13 bytes/(node.s). It may be noted that the signaling overhead may be further
reduced by piggybacking the control message with the data, rather than sending
control messages separately.

M1
Rate M2
M3
Tot. Utility

Optimal
641.11
480.83
243.62
218.49

Continuous
(Theoretical)
Simulation Impl
561.013
562.03
443.45
441.71
179.33
178.64
213.87
211.43

Discrete
(Actual)
Simulation Impl
499.51
498.41
300.41
299.22
99.41
99.89
204.13
203.94

Table 5.4: Rates received at the missions, and the corresponding total utilities.
The theoretical rates are used by the NUM-INP algorithm in the control plane,
while the actual rates are obtained by approximating the theoretical value to the
nearest lower valid rate, and are used by the data plane.
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PDR (%)
Power (W )
Video Quality (PSNR)
M1
M2
M3

Without NUM-INP
81.83
38.38

With NUM-INP
93.36
32.45

14.86
15.03
0

98.12
45.86
29.15

Table 5.5: Network performance in terms of packet delivery ratio, power
consumption and received video quality.
5.6.2.3

Network performance evaluation

It can be observed from Table 5.5 that the NUM-INP protocol resulted in
significant and tangible improvements in the overall performance of the network
with respect to:
• Packet loss
• Energy efficiency
• Quality of video received
Without adaptation, with all missions receiving at highest rate (500 kbps), the
average packet delivery ratio was 81.83%. This was also reflected in the quality
of the video received, as shown by the peak signal-to-noise ratio (PSNR) values
in Table 5.5. In fact, the VLC client at M3 was unable to play the video stream
because of too many lost frames, resulting in 0 PSNR, and effectively nil utility
at the mission. Figures 5.13 (a),(c) and (e) show snapshots of the videos received
at M1 , M2 and M3 , respectively. After the adaptation converged, the packet
delivery improved to 93.36%, and the VLC clients were able to play the video
streams properly. Figures 5.13 (b), (d) and (f) show the snapshots of the video
streams received at M1 , M2 and M3 , respectively, after adaptation. We observe
that the distortions present before adaptation are now eliminated. Furthermore,
the difference in the qualities is now proportional to the utility of the missions,
with the high utility mission receiving the best quality. The PSNR values were
computed using the MSU Video Quality Measurement Tool [3]. Interestingly,
there are several works that develop models (both mathematical and empirical)
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for PSNR and distortion as functions of network parameters such as bitrate and
packet loss, which are shown to be concave (e.g., [80, 104, 16]) and hence are
suitable utility functions for our model. This implies that we can use the NUMINP model to directly optimize the quality of the received videos, in terms of PSNR
or distortion. We also observed that the average energy usage without adaptation,
and missions receiving at 500 kbps was at the rate of 38.38 W , and with adaptation
according to NUM-INP, it dropped to 32.45 W , yielding an improvement of 18.28%
in the average node lifetime.

5.7

Conclusion

In this chapter, we developed a utility-based protocol (NUM-INP) for adaptive innetwork processing in WSNs which maximizes the total utility of missions by jointly
optimizing the source data rate, the degree of stream compression and the location
of fusion operators. Experiments demonstrate our protocol’s robustness and show
that it can achieve up to 39% higher utility than pure source-rate adaptation,
with only modest signaling overhead. Moreover, simple heuristical modifications
to the NUM algorithm enable it to provide close-to-optimal utility, even under
more discrete constraints on compression levels or operator placement. We also
implemented the NUM-INP protocol on a real network with a video application and
demonstrated that the adaptive compression of streams resulted in improvement
in the overall network performance in terms of reduction in packet loss, improved
network lifetime and received video.
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(a) At M1 without adaptation

(b) At M1 with adaptation

(c) At M2 without adaptation

(d) At M2 with adaptation

(e) At M3 without adaptation

(f) At M3 with adaptation

Figure 5.13: Snapshot of videos received at the mission M1 [(a), (b)], M2 [(c), (d)], and
M3 [(e), (f)].

Chapter

6

Control-theoretic Utility
Maximization over Network Lifetime
in Mission-oriented Wireless Sensor
Networks
6.1

Introduction

All the models developed so far from Chapters 3 to 5 focus on the instantaneous
distributed optimization of mission-oriented WSNs, i.e., the resources are optimized taking only the current network and mission configurations into account.
However, they do not consider the fact that transmitting at such instantaneouslymaximized rates could cause the network to die prematurely,i.e., even when a
mission still requires data from the sources. The problem of making the network
last adequately long is particularly challenging in mission-oriented WSNs because
of the inherently variable nature of the missions and the network. For example,
different missions may be active over different intervals of time; alternately, the
nodes may have renewable battery sources (such as solar cells), implying that the
available energy may vary over different time intervals. The operational duration
of the missions may sometimes be known deterministically (such as in a general
surveillance mission), but very often, they may not be known deterministically
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(such as in an event-drive mission like intruder tracking), and would have to be
approximated via statistical models.
In this chapter [38, 36], we consider the question of how the link capacity
and node energy may be optimally utilized over a time horizon by proactively
estimating future resource requirements by taking into account the temporal
dynamics of the network and missions, thereby ensuring that when a set of critical
missions arrives later in time, the network has sufficient energy resource to serve
the missions. In other words, our objective is to adapt bandwidth and energy
usage (by controlling the sensor rates) such that:
1. the trade-off between providing high instantaneous data rates and ensuring
an adequately long network lifetime is optimally balanced, and
2. proportional fairness is ensured across time, i.e., the energy resource of a
node is allocated according to the utility of missions, regardless of the arrival
times or schedules of missions.
We develop resource usage strategies based on optimal control theory, under a
rich set of network and mission dynamics. Specifically, we consider the following
mission behaviors: We first assume that all the missions are static and continuously
active over a pre-defined operational network lifetime T .

Subsequently, we

allow the missions to be temporally-variable, i.e., intermittently active for
variable, discrete time periods, that are either known (a) deterministically or
(b) probabilistically, with missions arriving or departing at any time during the
operation of the network based on stochastic arrival and departure rates. To
additionally illustrate the ability of our framework to handle network dynamics,
we also consider rate adaptation when the batteries of the nodes can be replenished
using alternative energy sources such as solar cells, resulting in a predictable (again
in either a deterministic or stochastic sense) temporal variation of a node’s energy
reserves.
While optimal control has been extensively used for determining the optimal
behavior of dynamical systems over time in a variety of engineering and economics
problems (e.g., [42, 67]), we believe we are the first to approach the problem
of resource adaptation in wireless networks from the fundamental perspective of
optimal control. Furthermore, we also demonstrate that these optimal adaptations

116
can be embedded into the WSN-NUM protocol via appropriate modifications,
making it an attractive solution from a practical standpoint. We use simulation
studies, based on both synthetic and real data traces from experiments, to validate
the performance characteristics of the protocols.
The rest of this chapter is organized as follows. Section 6.2 discusses related
prior work in NUM-based lifetime optimization, and also provides a brief overview
of the basic principles of optimal control. Section 6.3 develops and evaluates
the optimal control-based adaptations for a static scenario (with non-renewable
batteries) where all the missions are always active. Subsequently, Section 6.4
extends the approach to dynamic (i.e., temporally-variable) missions and provides
a simulation-based evaluation of the protocols. Section 6.5 then addresses the case
of dynamic network conditions, resulting from the use of renewable energy sources.
Finally, Section 6.6 concludes the chapter.

6.2

Overview of Related Work

In this section we present a summary of prior work on NUM-based lifetime
management in wireless networks, and also provide a brief overview of optimal
control theory.

6.2.1

Prior NUM-based Work

The limited prior work on joint optimization of both mission utility and network
lifetime includes

[69], in which the following linearized objective function is

maximized:
maximize γU (.) − (1 − γ)

X

F (.),

where U (.) is the utility function and F (.) is the lifetime penalty function. γ ∈ [0, 1]
determines the relative weightage given to these two quantities, and the optimal
value of γ that maximizes the objective function, subject to other capacity and
energy constraints is determined.
A more simplified form of joint optimization was solved in [103], where lifetime
constraints were assumed to be implicitly captured by a constant upper bound on
the instantaneous power consumption at any node k. Both of these approaches
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assume a pre-specified set of missions that are always active throughput the
entire operational duration; in contrast, we explicitly factor in the time-dependent
evolution of an individual mission’s activity state.

6.2.2

Overview of Optimal Control

We now present a brief introduction to the optimal control theory, which focuses
on the problem of determining the best adaptive behavior of a system over time.
The general inter-temporal optimization problem can be written as:
Z

T

maximize

f (s(t), c(t), t)dt
t0

subject to

ds
= g(s(t), c(t), t), with s(t0 ) = s0 ; s(T ) = sT
dt

(6.1)

Here s(t) is a state variable and c(t) is a control variable. The constraint in
Eq. (6.1) denotes the rate of change of the state of the system as a function of the
current state, control value and time. By taking Lagrangian and simplifying using
integration by parts, we get
Z

T

L=

[f (s, c, t) + λ(t)g(s, c, t) + s
t0

dλ
]dt − λ(T )s(T ) + λ(t0 )s(t0 )
dt

(6.2)

Here, λ(t) is a Lagrangian multiplier that represents the marginal valuation, i.e.,
the shadow cost, of the state variable. This means that if there is a unit increment
in the state variable, then the increment in the objective value of the optimal
solution will be at rate λ(t) [67]. By differentiating Eq. (6.2), one can show that
the optimal solution satisfies:
∂f
∂g
+λ
=0
∂c
∂c
∂g dλ
∂f
+λ +
)=0
(
∂s
∂s
dt

(6.3)
(6.4)

Transversality Conditions: The initial values of the state variables are usually
fixed in such problems, making ds(t0 ) = 0. If the terminal values are fixed too,
then ds(T ) = 0. However, if the terminal value of the state variable is left free,
i.e., if it can take any value, then the condition that λ(T ) = 0 must be satisfied
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at optimum. In some problems, there may be an endpoint condition of the form
s(T ) ≥ sT , instead of the terminal value being fixed or free. In such cases, the
transversality condition: λ(T )[s(T ) − sT ] = 0 must be satisfied [42].
Pontryagin’s Maximum Principle: The term f (s, c, t)+λ(t)g(s, c, t) in Eq. (6.2)
is referred to as the Hamiltonian H.

According to Pontryagin’s Maximum

Principle, the necessary and sufficient conditions for optimization over time are
given as (rewriting Eq. (6.3), (6.4)):
∂f
∂g
+λ
= 0, and
∂c
∂c
∂f
∂g
dλ
= −Hs = −(
+λ )
(ii)
dt
∂s
∂s
(i)Hc =

where Hc =

6.3

∂H
∂c

and Hs =

(6.5)
(6.6)

∂H
.
∂s

Optimal Control-Based Adaptation for
Static, Always-On Missions

We first apply the principles of optimal control to determine the best allocation of
sensor data rates, and the resultant depletion of energy reserves on forwarding
nodes, for the case where all missions are active continuously, throughout a
specified network lifetime T , i.e., all missions start at time 0 and end at time
T (the routes are assumed to remain unchanged between (0,T)). The general
approach (which is provably optimal, and will be used in all subsequent cases
as well) is to first use optimal control to determine the maximum energy that
must be used per unit time at each node, at a given time, considering the utilities
and schedules of current and future missions. We will then use a slightly modified
WSN-NUM protocol to maximize the instantaneous utility, while adhering to this
instantaneous power consumption constraint.
Before proceeding further, let us define a few mathematical symbols in addition
to the ones specified in Section 6.2.1.

In our problem, the “state variables”

correspond to the residual battery level at each node in the network. Let pk (t),
∀k ∈ K denote the residual battery level of node k at time t, where K denotes
the set of all (source, sink and forwarding) nodes in the network. The “control
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variables” are the source rates of sensors, denoted as xs , ∀s ∈ S. We use an energy
model similar to that in Chapter 5, where the reception of data at a rate x depletes
the receiver k’s battery by αrk x, and the transmission of data at a rate x drains
the transmitter k’s battery by αtk x, where αrk and αtk are the power consumed per
bit of received and transmitted data at node k, respectively.

6.3.1

Utility Optimization Model

The goal of this problem is to maximize the cumulative utility of the network
over its lifetime T . The global network utility is the sum of the utilities of all
active missions. The utility is a concave, non-decreasing function of the source
rate, such as a logarithmic function. Accordingly, the objective function, J, for
this optimization problem is as shown below:
Z
maximize J =
0

T

X

Um ({xs (t)}s∈sset(m) )dt

(6.7)

∀m∈M

subject to
X
dpk
= −(
αrk xi (t)+
dt
∀i∈InF lows(k)
X
αtk xi (t)) = −
αik xi (t), ∀ k ∈ K,

i) Energy Constraint:
X

∀i∈OutF lows(k)

ii) Capacity Constraint:

(6.8)

∀i∈F lows(k)

X xs (t)
≤ 1 ∀t, ∀ q ∈ Q
cks

(6.9)

∀(k,s)∈q

iii) Terminal Constraint: pk (T ) ≥ 0 ∀k ∈ K

(6.10)

The energy constraint in Eq. (6.8) defines the rate of depletion of residual battery
power at each node k as equal to the total energy expended in receiving and
transmitting all the flows that the node forwards. In other words, pk (t + 1) =
P
pk (t) − ∀i∈F lows(k) αik xi (t). If k is the source for flow i, αik = αtk ; if k is a
forwarding node, then αik = (αtk + αrk ). The capacity constraint in Eq. (6.9)
which is the same as in Chapter 3, states that the total air-time fractions of all
interfering transmissions (i.e., all transmissions in a maximal clique of the conflict
graph) must not exceed unity. Eq. (6.10) defines the terminal condition that the
residual energy at each node at the end of network lifetime must be at least 0.
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Since we do not yet assume any renewable-energy model, this constraint ensures
that no node has negative residual energy between time 0 and T . Furthermore, we
use inequality in Eq. (6.10) because in practice, it is likely that the non-bottleneck
nodes will not be fully drained at T .
The Hamiltonian for the system of Equations (6.7)-(6.10) is:
X

H=

Um ({xs }s∈sset(m) ) −

∀m∈M

X

λk

∀k∈K

X
∀q∈Q

X

X

µq

∀(k,s)∈q

(

xs
− 1) −
cks

αik xi (t),

(6.11)

∀i∈F lows(k)

where µq (t) and λk (t) are the Lagrangian multipliers associated with the capacity
and energy constraints, respectively.

The necessary and sufficient conditions

according to the Maximum Principle (Eq. (6.5), (6.6)) are given as:
(i)Hxs =
(ii)

X ∂Um
−
∂x
s
∀m∈M

X

X

µq

∀q∈clique(s)

(k,s)∈q

1
−
cks

X

λk αik = 0 (6.12)

∀k∈path(s)

dλk
= −Hpk = 0
dt

(6.13)

Since we have inequality constraints for terminal values, the condition
λk (T )pk (T ) = 0 must be satisfied as discussed in Section 6.2.2. λk (0) is the
marginal valuation of pk at t = 0, i.e.,

∂J ∗ (0)
∂pk

and is equal to 0, where J ∗ (t) is the

optimal value of J at time t. This, along with Eq. (6.13) implies that λk (t) = 0, ∀k.
Differentiating Eq. (6.12) with respect to time, we get:
X ∂ 2 Um dxs
dHxs
=
∗
−
2
dt
∂x
dt
s
∀m∈M
⇒

X
∀k∈path(s)

dxs
=0
dt

dλk k
α =0
dt s
(6.14)

Using Equations (6.10) and (6.14), the recursive equation in Eq. (6.8) can be
simplified to obtain:
X
∀i∈F lows(k)

αik xi (t) ≤

pk (t)
(T − t)

(6.15)

Taken together, these relationships indicate that the optimal strategy consists
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of the following:
1. From an energy perspective, according to Eq. (6.14), the sensors must
transmit data at a constant rate over the entire duration T that maximizes
Eq. (6.11) while satisfying Eq. (6.15) at each time instance.
2. The maximum amount of energy that is allowed to be consumed at time t
at node k is

pk (t)
,
T −t

i.e, the residual battery at any time is shared evenly over

the remaining time, as expected intuitively and indicated by Eq. (6.15).
3. As the sensor rates must also satisfy the capacity constraints, the sensor data
rates are constrained by both the power and capacity constraints, i.e., at any
instant, the more restrictive of the two constraints will apply.

6.3.2

Protocol Details

It can be observed that Eq. (6.12) is similar to the gradient that is used in the WSNNUM protocol (Chapter 3). Thus, from the protocol perspective, this problem
can be solved by running the WSN-NUM protocol, with the additional constraint
imposed by Eq. (6.15). This yields the following source rate adaptation algorithm:
X
dxs
= κ(
wms − xs (
dt
∀m∈M

X

∀q∈clique(s)

X

µq

(k,s)∈q

1
+
cks

X

ηk αsk )),

(6.16)

∀k∈path(s)

m
where, wms is the willingness-to-pay of mission m for flow s and is given as xs ∂U
.
∂xs

µq is defined as:
X xs (t)
− 1 + )+ /γ
cks

µq (t) = (

(6.17)

∀(k,s)∈q

ηk is the energy cost (Lagrangian multiplier) corresponding to constraint in
Eq. (6.15), and is defined as:
ηk = (

(T − t)

P

∀i∈F lows(k)

pk (t)

αik xi (t)

− 1 + )+ /γ ,

(6.18)

In summary, the STATIC protocol follows the steps shown below iteratively
throughout the lifetime of the network:
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1. Each source s transmits data at current rate xs (t)
2. Each forwarding node computes the clique cost according to Eq. (6.17) and
the energy cost according to Eq. (6.18) and transmits this along with the
data. Each node cumulatively adds its costs to the received value before
forwarding the data, until the mission is reached. Since T may not be known
globally, and is typically known only to the missions and sources, this value
may be piggy-backed along with data initially so that the forwarding nodes
learn the value of T as well.
3. Each mission computes its willingness to pay and forwards this along with
the received costs to the corresponding source as feedback.
4. Each source, on receiving this feedback, computes its rate for the next
iteration according to Eq. (6.16).
Given that the optimal data rates are constant over time, our iterative technique
ensures that the overall total utility is infinitesimally close to the optimal value,
as long as the initial adaptation transient is much smaller compared to the overall
lifetime T . With our techniques for improved speed of convergence (Chapter 3),
the convergence time is in the order of a few seconds for reasonably-sized networks,
and hence is negligible for all practical values of T (as shown by the simulation
results in Section 6.3.3).

6.3.3

Evaluation

In this section, we use Qualnet-based simulations to analyze the performance of
the STATIC protocol over an 802.11-based ad hoc network with 30 uniformly
distributed nodes.

There are 10 sources and 5 missions, with each mission

subscribing to data from one or more sources. The utility of a mission subscribing
P
to flows s1 , s2 , ...sn is given as ni=1 ln(si ). The target lifetime of the network is 2
hours.
In Fig. 6.1a, we compare the global network utilities when the rates are adapted
according to (i) STATIC protocol described in Section 6.3.2, (ii) the linearly
weighted LIN-OPT protocol developed in [69], (iii) the WSN-NUM protocol
(which maximizes instantaneous utility without regard to the network lifetime) and
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(a)

(b)

Figure 6.1: (a) Evolution of network utility, and (b) corresponding depletion of residual
energy in a bottle-neck node, for static missions.

(iv) the numerical optimal value computed using the centralized solver, GAMS.
In the LIN-OPT protocol, the lifetime of the network is optimized by considering
P
P
a linearized objective function of the form γ U (.) − (1 − γ) F (.), where U (.)
denotes the network utility, F (.) denotes the network lifetime and γ ∈ [0, 1] is
a scalar that trades off between these objectives [69]. The goal in [69] was to
determine the optimal value of γ that maximizes the objective function. But since
the network lasts for a predefined time T in our experiment, the corresponding
value of γ had to be determined only by trial-and-error.
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Method
Optimal
STATIC
WSN-NUM
LIN-OPT

Utility
3444.12
3443.65
1014.55
3406.93

Table 6.1: Cumulative utility for static missions.

We observe from Fig. 6.1a that our protocol performs close to the optimal.
Although the instantaneous utilities of WSN-NUM protocol are initially high,
the network dies well before the target lifetime (lasts only for 25% of the target
duration T ) due to greedy utilization of battery resources. The cumulative utility
RT P
over the network lifetime (i.e., 0
m Um (t)dt) for each of these techniques is
listed in Table 6.1. While the LIN-OPT protocol achieves an overall utility value
reasonably close to ours, it provides no scientific way to directly compute γ as
a function of T . Our STATIC protocol, in contrast, embeds T directly inside
the NUM control loop. Fig. 6.1b shows how the battery drains over time at a
bottleneck node in the network. We see that our optimal-control based approach
results in a linear depletion of the residual battery energy, which is optimal, while
the other methods are either too aggressive or tardy; furthermore, the residual
battery in the bottleneck node becomes 0 at time T , implying that there is no
under-utilization of the resource.

6.4

Optimal Control-Based Adaptation for Dynamic Missions

In many operational scenarios, missions are transient in nature. When missions
arrive and leave at different times and last for variable durations, the optimal
strategy would be to expend less energy when fewer or low utility missions are
active, conserving energy for use in those time periods when more or higher
utility missions are active.

Hence, the uniform-rate approach in Section 6.3

is not sufficient to handle the dynamic case. In this section, we develop the
optimal control-based adaptation framework for dynamic missions, using three,
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progressively-complex scenarios to illustrate its benefits:
Case A - Deterministic knowledge of variable duration missions: In this case we
assume that we have perfect a priori knowledge about the dynamics of the mission,
i.e., when each mission starts and terminates. Examples of such a scenario include
a surveillance network that monitors various parts of a campus at specific times.
Case B - Statistical knowledge of missions arrival, with deterministic mission
duration: In this case, we model a scenario where there is no deterministic
knowledge of mission schedules, but the start time of each individual mission is
a random variable and the probability of a mission arriving decreases over time.
There is no explicit target network, but the duration of each individual mission
is known deterministically. A typical example of this might be an emergency
chemical hazard monitoring scenario, where an individual mission, employing
specific sensors to detect specific contaminants, is more likely to be instantiated
closer to t = 0 and deactivated after 2 hours of monitoring.
Case C - Statistical knowledge of mission arrivals and mission lifetimes: In
this case, we model a scenario in which missions may arrive or leave at anytime
during the life of the network, according to some probability distribution. We
assume that we have an expected target lifetime for the network, and we know the
statistics of the event, i.e., the distribution of their arrivals and departures, but
unlike case A, have no advance knowledge of the exact intervals when a mission
is active. Examples of such scenario include event-driven missions such as gunfire
localization and intruder-tracking, in which neither the exact time of occurrence
nor the duration of the event is known, but based on history, the probability of
the event occurring under the given circumstances and time is known.

6.4.1

Case A. Deterministic knowledge of variable duration missions - Model and Protocol

In this case, the network has a target lifetime of T and each mission m is associated
with a set of non-overlapping time intervals {(tsmi , temi )}i=1,2,...,T I(m) , where tsmi and
temi denote the start and end times of mission m, respectively, and T I(m) denotes
the number of time intervals for mission m. Formally, a mission’s active duration
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is represented by Active(m), where
Active(m) = {(tsmi , temi )}; i = 1, 2, . . . , T I(m);
such that temi < tsmi+1 , ∀i = 0, . . . , T I(m) − 1.
6.4.1.1

Utility Optimization Model

To model this scenario, we set the objective function to be:
Z

T

maximize
0

X

fm (t)Um ({xs (t)}s∈sset(m) )dt

∀m∈M

subject to Eq. (6.8), (6.9), (6.10)
Here, fm (t) is a step function which has value 1 if mission m is active, i.e.,
tsmi ≤ t ≤ temi , for any i ∈ [1, T I(m)], and 0 otherwise. If we assume the utility
P
of a mission m to be of the form s∈sset(m) ams ln(xs ), where ams is a scalar1 , the
necessary and sufficient condition simplifies to:
P
xs ∀m∈mset(xs ) dfdtm ∗ ams
dxs
= xs As (t),
= P
dt
∀m∈mset(xs ) ams fm (t)
where As (t) =

P
dfm
ams
P ∀m∈mset(xs ) dt
.
a
f
∀m∈mset(xs ) ms m (t)

(6.19)

While fm (t) is itself a non-continuous, step

function, we achieve analytical tractability by approximating this ‘staggered
Heaviside step function’ using a smooth differentiable function as:
fm (t) ≈

1

X
i=1,2,...

1+

m)
e−2k(t−tsi

−

1
1+

m)
e−2k(t−tei

k→∞

Using Eq. (6.8), (6.10) and (6.19), we obtain the following energy-consumption
constraint that must hold at each node k:
X

αik xi (t)[1 + (1 + Ai (t)) + ... + (1 + Ai (t))...(1 + Ai (T − 1))] ≤ pk (t) (6.20)

∀i∈F lows(k)

It can be noted that since the schedules are known in advance and fm (t) is
1

This particular form of utility function is assumed here only for expositional convenience.
Other utility functions can also be used without loss of generality.
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continuous, the value of Ai (t) can be computed for all values of t. We observe
from Eq. (6.20) that the energy constraint at each node takes into account not
only the current rates, but also future dynamics of missions that affect that node.
6.4.1.2

Protocol Details

The protocol corresponding to this model, DYN-DET, is similar to STATIC and
the rate is adapted according to Eq. (6.16). However, there are two differences:
m
, and
1. The willingness-to-pay is now computed as wms = fm (t)xs (t) ∂U
∂xs

2. ηk is obtained from Eq. (6.20) as:
P
ηk = (

∀i∈F lows(k)

αik xi (t)[1 +

PT −1 Qj
j=t

l=t (1

+ Ai (l))]

pk (t)

− 1 + )+ /γ (6.21)

For the forwarding nodes to compute Ai (t) in a distributed and independent
si

ei

way, we allow each source s to compute the values of {etm , etm } for all its missions
m and transmit this (once, during initial signaling) along with the data to the
forwarding nodes, providing them sufficient information to compute ηk (t). The
actions taken by the source, sink and forwarding nodes in this protocol are listed
in Table 6.2.

6.4.2

Case B. Statistical mission arrivals with deterministic lifetimes - Model and Protocol

In this case, we jettison the need for deterministic knowledge, and perform
adaptation based on statistical information about missions for the case where
the number of active missions is likely to diminish over time (i.e., the network
is most valuable initially). For such scenarios, we want the network to last as
long as possible, but also have the likelihood of utility demanded by a mission
degrade over time. Alternately, the utility itself could degrade over time–e.g.,
an application using a camera to monitor the identities of vehicles arriving at a
meeting might have less utility for the camera feed as the meeting proceeds, as
new vehicle arrivals are less likely.
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6.4.2.1

Utility Optimization Model

For modeling such scenarios, we assume that the probability of a mission arriving
decreases exponentially over time at a rate ρ, and each mission m has a duration
tm , which we assume is a known value (alternative models of decay can also be
accommodated in identical fashion). Accordingly, the probability that a mission
is active at time t is given as e−ρ(t−tm ) − e−ρt . Since we do not know the lifetime
of the network and want the network to last as long as possible, we use an infinite
time horizon. The objective function for this scenario is modeled as:
Z

∞

X

maximize
0

e−ρt (eρtm − 1)Um ({xs (t)}s∈sset(m) )dt

∀m∈M

subject to Eq. (6.8) and (6.9) and pk (∞) ≥ 0 ∀k,
Differentiating the marginal Hamiltonian,

∂H
∂xs

(6.22)

over time and using the necessary

and sufficient conditions given by the Maximum Principle, we get the following, if
P
we assume logarithmic utility of the form s∈sset(m) ams ln(xs ):
dxs
= −xs ρ
dt

(6.23)

Eq. (6.23) implies that, as expected intuitively, the optimal rate control strategy
is to reduce the rate over time proportional to the discount rate. Using Eq. (6.23),
(6.8) and the terminal constraint in Eq. (6.22), we get
X

αik xi (t) ≤ ρpk (t)

(6.24)

∀i∈F lows(k)

6.4.2.2

Protocol Details

The DYN-DECAY protocol can also be obtained by an extension of the base
WSN-NUM protocol, with the source rate adjusted according to Eq. (6.16), where
∂Um
wms = e−ρt (eρtm − 1)xs (t)
,
∂xs
P
k
∀i∈F lows(k) αi xi (t)
ηk = [
− 1 + ]+ /γ (from Eq. (6.24))
ρpk (t)

(6.25)
(6.26)
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We see from Eq. (6.25) that the willingness to pay of a mission is high initially,
and decreases exponentially over time. We also see from Eq. (6.26) that the energy
cost for a given load and time is lower for higher decay rates. This indicates that
there is higher ‘resistance’ when the network is required to last longer even though
the willingness to pay is high. Conversely, when the decay rate is high, there
is lower ‘resistance’ in providing the maximum resource available to the missions
initially, when the network is most valuable. The steps involved in this protocol
are listed in Table 6.2. For smooth distribution, the sources propagate the values
of ρ to the forwarding nodes during the initial data transmissions.

6.4.3

Case C. Statistical knowledge of mission arrivals and
mission lifetimes - Model and Protocol

We now consider a more sophisticated and interesting scenario in which we have
an expected target lifetime for a sensor network, but both the arrival time and
duration of individual missions are known only probabilistically, i.e., we know the
distribution parameters in advance.
6.4.3.1

Utility Optimization Model

In this model, missions can enter or leave the network at any time: we refer to
this change in mission configuration as an ‘event’. This event may result in an
increase or a decrease in the number of missions. Let ζ be the probability that
this event occurs over an unit interval of time. ζ is assumed to be conditionally
independent of past events, implying that the arrival and departures of missions
follows a Poisson process [42]. If |M | represents the total number of possible
missions (|M | can be countably infinite), the group of active missions at any time,
g, will be one of the 2|M | possible subsets. Let φ(g) be the probability (according to
any arbitrary distribution on |M |) that group g is active–this will typically depend
on the probability of each individual mission in the group being active.
The objective of this problem is to maximize the expected utility over time:
Z
maximize E[
0

T

X
∀m∈M

Um ({xs (t)}s∈sset(m) )dt]
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subject to Eq. (6.8), (6.9), (6.10)
The necessary and sufficient conditions are given as:
(i)Hxs =

X
∀m∈M

E[

∂Um
]−
∂xs

X

µq

∀q∈clique(s)

X
(k,s)∈q

1
−
cks

X

λk αsk = 0, and

∀k∈path(s)

(6.27)
(ii)

dλk
= −Hpk = 0
dt

(6.28)

Differentiating Eq. (6.27) w.r.t time must obey the Generalized Ito’s Lemma
for stochastic calculus [67, 42]. Accordingly, we get:
|M |

2
X ∂Um
X
X
dHxs
Et [dHxs ]
φ(g) ∗ [
=
+τ
−
dt
dt
∂xs
g=0
∀m∈g

∀m∈gc (t)

∂Um
],
∂xs

where gc (t) is the group of missions currently active. If we assume logarithmic
utility and simplify the above equation, we get:
P
dxs
Et [ ams ]
= xs τ ( P
− 1) and,
dt
∀m∈gc (t) ams

(6.29)

|M |

2
X
X
X
ams ,
φ(g)
Et [
ams ] =
g=0

(6.30)

∀m∈g

where Et is conditional on the information available at t. Equations (6.29), (6.10)
and (6.8) give rise to the following energy usage condition at each node k:
X

αik xi (t)[1 + Ai (t) + ... + Ai (t)...Ai (T − 1)] ≤ pk (t)

(6.31)

∀i∈F lows(k)

where Ai (t) = 1 + τ (t + 1)( PEt [

P

ami ]
ami

∀m∈gc (t)

− 1). At any instance of time, Ai (t) has to

be computed for all values of t from the current time to T − 1. This is possible
since τ and the (possibly time-varying) probability of each mission being active
P
are known a priori, and the unknown quantity, ∀m∈gc (t) ami (weight of missions
P
active at time t) can be substituted with the expected value, i.e., Et−1 [ ami ]
(Eq. (6.30)). Please note that this does not require any bound or deterministic
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knowledge about the number of missions in the network nor their utilities, as we
will see in Section 6.4.4.
6.4.3.2

Protocol Details

For this protocol DYN-RANDOM, the basic rate adaptation algorithm remains
the same as in Eq. (6.16). However the willingness to pay and energy cost (based
on Eq. (6.31)) are computed differently, as shown as below:
∂Um
wms = xs (t)
and,
∂xs
PT −1
P
k
j=t Aj ]
∀i∈F lows(k) αi xi (t)[1 +
ηk = [
− 1 + ]+ /γ
pk (t)

(6.32)

The actions taken by the source nodes, missions and the forwarding nodes for
this protocol are shown in Table 6.2.
Node
Source
Node, s

STATIC
(i) Performs rate adaptation
as:xs (t + 1) = xs (t)+
κ(T otalW illT oP ay(t)−
xs (t)(T otalCliqueCost(t)+
T otalEnergyCost(t)))
(ii) Transmits T (once) and
data at current rate.

Fwding
Node, k

(i) Computes CliqueCostk
for cliques whose costs
have not yet been
computed.
(ii) Computes EnergyCostk
according to Eq.(6.18).
(iii) Forwards data, total
split cost and list of
cliques whose costs
have been computed.
(i) Computes W illT oP ay =
m
xs (t) ∂U
∂xs
(ii) Echoes back total cost,
W illT oP ay to each source
source.

Sink
Node

DYN-DET
(i) Performs rate
adaptation as
in STATIC.
(ii) Transmits
si
ei
{e2ktm , e2ktm }, ∀i
and T (once),
and data at
current rate.
Same as in
STATIC,
except that
EnergyCostk
is computed
according to
Eq. (6.21)

DYN-DECAY )
(i) Performs rate
adaptation as
in STATIC.
(ii) Transmits ρ
(once)and data
at current rate.

DYN-RANDOM
(i) Performs rate
adaptation as
in STATIC.
(ii) Transmits T ,
E[n](once)
and data at
current rate.

Same as in
STATIC,
except that
EnergyCostk
is computed
according to
Eq. (6.26)

Same as in
STATIC,
except that
EnergyCostk
is computed
according to
Eq. (6.33)

(i) Computes
W illT oP ay =
m
xs (t)fm (t) ∂U
∂xs
(ii) Echoes back
total cost,
W illT oP ay
to each source

(i) Computes
W illT oP ay =
xs (t)e−ρt ∗
m
(eρtm − 1) ∂U
∂xs
(ii) Echoes back
total cost,
W illT oP ay
to each source

(i) Computes
W illT oP ay =
m
xs (t) ∂U
∂xs
(ii) Echoes back
total cost,
W illT oP ay
to each source

Table 6.2: The steps taken by source, forwarding and sink nodes during distributed rate
adaptation for all four protocols.
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(a)

(b)

Figure 6.2: (a) Utility adaptation and (b) the corresponding energy adaptation in
bottleneck node, for dynamic missions with deterministic knowledge (case A).

6.4.4

Evaluation

We use the same simulation set-up as in Section 6.3.3.
(i) DYN-DET protocol for Case A:
For Case A, we simulate the scenario where there are 4 active missions initially,
with 6 more missions becoming active at time t = 50 min, followed by the
‘departure’ of 2 missions at t = 110 min. The network lifetime is 2 hours and
there are 10 sources.
The resulting network utility is shown in Fig. 6.2a for (i) DYN-DET protocol,
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(ii) STATIC protocol and (iii) the numerical optimal obtained from GAMS. We see
that the protocol developed exclusively for handling dynamics is more conservative
initially, in anticipation of higher utility at later time, as is the optimal strategy.
Fig. 6.2b shows the depletion of energy at a bottleneck node. We see that the
STATIC protocol results in a linear depletion, while the DYN-DET protocol
follows the trend of the optimal strategy.
(ii) DYN-DECAY protocol for Case B:
For testing Case B, we simulated the following scenario: There are 20 missions,
with each mission lasting (once activated) for a duration tm = 10 mins. The
probability of a mission starting at t is exponentially distributed with decay rate
ρ = 0.01. The resulting utility (for a single simulation run) is shown in Fig. 6.3a.
The optimal utility becomes zero around t = 16 min, by which time all missions
leave the network and the battery level in the bottleneck node becomes zero
(Fig. 6.3b). We see that our protocol also regulates the network such that the
maximum utility is achieved before t = 16 min.
To evaluate how well the DYN-DECAY protocol performs with respect to
Case A in which perfect knowledge is available, we recorded the mission dynamics
from the simulation and used this trace as input to the DYN-DET protocol. The
results show us the utility we could receive if we had perfect knowledge of the
arrival times of each of the missions (Case A). The results are shown in Fig. 6.3a.
We see that with perfect knowledge, we achieve only slightly higher utility than
using the DYN-DECAY protocol without a priori knowledge. We simulated this
scenario 50 times with different random seeds and found that the mean deviation
of DYN-DECAY from the optimal is 4.1%, and from DYN-DET (which operates
with perfect knowledge) is 3.9%. Thus, the cost in terms of utility for not having
perfect knowledge is small. We do not compare with ST AT IC since the network
lifetime T is not known in this scenario.
(iii) DYN-RANDOM protocol for Case C:
In order to evaluate the DYN-RANDOM protocol, we simulated a scenario
where the expected network lifetime is 2 hours. The number of missions in the
network is a Poisson random variable, with a mean of 2. The missions in the
network are of either low utility, with am = 1 or high utility with am = 10. The
probability of a mission having low utility is 0.9 in the first hour and 0.1 in the
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(a)

(b)

Figure 6.3: (a) Utility adaptation and (b) the corresponding energy adaptation in
bottleneck node, for dynamic missions with exponentially decaying activity likelihood
(Case B).

second (conversely, its probability of having high utility=0.1 in the first hour and
0.9 in the second). We note here that since we do not know the maximum number
of missions |M |, we compute the expectation Et [ams ] (as defined in Eq. (6.30)) over
all possible 2-mission subsets since the mean number of missions in the network is
taken to be 2. The probability φ(g) (in Eq. (6.30)) is computed based the current
time and the probabilities of high and low utility missions being active at that
time. To evaluate how well the DYN-RANDOM protocol operates compared to
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the case of perfect knowledge, we recorded the mission dynamics of of one of the
simulated runs and used them as input to the DYN-DET protocol. We also ran
the scenario with the STATIC protocol.
Fig. 6.4a shows the evolution of network utility over time for this scenario
for STATIC, DYN-DET and DYN-RANDOM protocols, along with the optimal
utility. We see that while the utility is obviously closest to the optimal when
we have deterministic information, DYN-RANDOM performs close to the optimal
even with stochastic knowledge. The STATIC protocol performs the worst due to
lack of any information about the missions. Fig. 6.4b shows the natural logarithm
of the rate (i.e., ln(rate)) of one source that is common to all the missions, along
with the number of high utility missions in the network. This further illustrates
the difference in the rate adaptation strategies of the protocols. The energyconsumption for these protocols are shown in Fig. 6.4c. We observe that DYNRANDOM follows the optimal policy of conserving the energy until the higher
utility missions are more probable.
We simulated 100 different dynamic scenarios (corresponding to both Cases B
and C), with different random seeds and compared the performances of STATIC,
DYN-DET, DYN-DECAY and DYN-RANDOM protocols with the corresponding
optimal values. The average % deviation from optimal, and the 95% confidence
intervals for each of these protocols are shown in Fig. 6.5. We note that only case
B scenarios were included for computing the mean for DYN-DECAY ; similarly,
only case C scenarios were included for DYN-RANDOM ; all simulated scenarios
were included for DYN-DET and all except case B scenarios were included for
STATIC (since lifetime T is unknown). We see that, as expected, STATIC is
the least accurate strategy for dynamic scenarios, and DYN-DET is the closest
to the optimal (∼ 2%). Despite imperfect knowledge, DYN-DECAY and DYNRANDOM are 4.8% and 5.2% within the optimal, respectively.
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(a)

(b)

(c)

Figure 6.4: (a) Utility adaptation (b) Rate adaptation and (c) Energy adaptation at
a bottleneck node, for the dynamic case where missions arrive and depart according to
Poisson distribution (Case C).
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Figure 6.5: Percentage deviation from optimal for STATIC, DYN-DET, DYN-DECAY
and DYN-RANDOM protocols.

6.5

Lifetime utility maximization with Network
Dynamics (Renewable energy)

In this section, we discuss the applicability of the optimal control-based NUM
approach to rate control under time-varying network constraints. In particular,
we tackle the problem of smart network adaptation when nodes are equipped with
renewable energy sources (e.g., solar cells) and examine the complications that arise
from the use of such energy harvesting approaches. Energy harvesting has been
increasingly viewed as a key mechanism to address the severe energy limitations of
many wireless environments. For example, [54] developed algorithms for energy
harvesting-aware adaptive duty cycling and rate control in wireless sensor networks.
To make a network last as long as desired and to simultaneously maximize
overall mission utility, we modify the WSN-NUM based protocols developed in
the previous sections (and chapters) to account for the time-varying availability of
renewable energy at individual nodes.
We first show how the the optimal control-based models developed in
Sections 6.3 and 6.4 can be enhanced to incorporate renewable energy based
constraints, under assumptions of both infinite and finite battery capacity.
Subsequently, we quantitatively evaluate the corresponding protocols, using
two simplistic energy models and also the solar energy-harvesting data from
experiments conducted by Kansal, et al. in [54].
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6.5.1

Static Missions with infinite battery capacity:

We start with the simplified assumption (as in Section 6.3) that all missions are
static and synchronous, lasting until time T and each node has infinite battery
capacity, and develop the model and protocol for this case.
6.5.1.1

Model and Protocol

Let ek (t) denote the renewable energy function, which gives the amount of power
harvested at node k as a function of time. Accordingly, the rate of change of
residual energy at each node changes from Eq. (6.8) to:
Energy Depletion Constraint:
dpk
=−
dt

X

αik xi (t) + ek (t), ∀ k ∈ K.

(6.33)

∀i∈F lows(k)

Moreover, instead of Eq. (6.10), we now require that, at all time instants τ ∈ (0, T ),
the total energy consumed must be less than the energy harvested plus the initial
capacity [54], leading to:
Energy Conservation Constraint:
Z

τ

0

X

αik xi (t)dt

Z

τ

ek (t)dt, ∀ k ∈ K.

≤ Ek (0) +

(6.34)

0

∀i∈F lows(k)

The objective function and the capacity constraint are the same as in Section 6.3
and are given by Equations (6.7) and (6.9). The Hamiltonian for the system of
Equations (6.7), (6.9), (6.33), (6.34) is:
H=

X

Um ({xs }s∈sset(m) ) −

∀m∈M

X
∀k∈K

X
∀k∈K

X

µq

∀q∈Q

λk (

X

(

∀(k,s)∈q

xs
− 1) −
cks

αik xi (t) − ek (t)) −

∀i∈F lows(k)
Z τ
X

δk ∗ (

0

X

∀i∈F lows(k)

αik xi (t)dt

Z
−

τ

ek (t)dt),

(6.35)

0

where µq , λk and δk are the Lagrangian multipliers associated with the capacity,
energy depletion and energy conservation constraints, respectively. µq is as defined
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Figure 6.6: Solar energy-harvesting measurement data collected from experimental
deployment. Source: [54].

in Eq. (6.17). We take the shadow cost δk to be 0 when Eq. (6.34) is satisfied (so
that the utility is maximized), and ∞ otherwise (due to violation of Eq. (6.34)
is simply not feasible). The necessary and sufficient conditions based on the
Maximum Principle are given as:
(i)Hxs =

X ∂Um
−
∂x
s
∀m∈M

X

X

µq

∀q∈clique(s)

(k,s)∈q

1
−
cks

X

λk αsk +

∀k∈path(s)

X

δk tαsk = 0 and

∀k∈path(s)

(6.36)
dλk
(ii)
= −Hpk = 0
dt

(6.37)

Differentiating Eq. (6.36) with respect to time, we get:
X ∂ 2 Um dxs
dHxs
=
∗
−
2
dt
∂x
dt
s
∀m∈M
⇒

dxs
1
= − ∂ 2 Um ∗
dt
∂x2
s

X

X
∀k∈path(s)

δk αsk

dλk k
α +
dt s

X

δk αsk = 0

∀k∈path(s)

(6.38)

∀k∈path(s)

We observe from Eq. (6.38) that as long as the constraint in Eq. (6.34) is
satisfied,

dxs
dt

= 0. In other words, the optimal strategy is to achieve uniform rate

as long as possible until the energy conservation constraint can no longer be met,
in which case the rates must revised. Taking this into account and simplifying the
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recursive equations from Equations (6.33), (6.38) and (6.10), we obtain the amount
of communication energy that can be consumed per unit time at each node k:
X

αik xi (t)

∀i∈F lows(k)

where τ ∗ (= arg minτ ∈(t,T )

pk (t)+

R τ∗
pk (t) + t ek (x)dx
=
,
τ∗ − t

Rτ

t ek (x)dx
)
τ −t

(6.39)

is the earliest time at which the RHS

term is minimized. The restrictive ‘min’ operator ensures that the constraint of
Eq. (6.34) is maintained at all instants. As an example, suppose our goal is to
optimize the utility over a 20 min time horizon, under a renewable energy model
where the battery recharges at the rate 1mJ/min for the first 10 mins, and at
the rate 10mJ/min for the next 10 minutes. It is then easy to see that while
apparently, a steady drainage rate of 5.5mJ/min would be optimal (the battery
would be drained out completely at t = 20), such a policy would cause violation
of Eq. (6.34) for the first 10 minutes! On the other hand, suppose our goal is to
optimize the utility over a 20 min time horizon, under a renewable energy model
where the battery recharges at the rate 10mJ/min for the first 10 mins, and at
the rate 1mJ/min for the next 10 minutes, then the ‘min’ operator ensures that a
steady drainage rate of 5.5mJ/min (which is optimal) is achieved. In general, the
optimal adaptation policy would thus be to compute τ ∗ at each time instant t and
then apply the STATIC protocol defined in Section 6.3, except that Eq. (6.18) is
modified as:
ηk (t) = (

(τ ∗ − t)

k
∀i∈F lows(k) αi xi (t)
R τ∗
+ t ek (x)dx

P

pk (t)

− 1 + )+ /γ .

(6.40)

The computational overhead of re-computing τ ∗ at each iteration can be
significantly lowered by observing that τ ∗ = T if

dek (x)
dx

< 0 ∀t < x < T , i.e.,

if ek (t) is a non-increasing function of t.
6.5.1.2

Evaluation

To illustrate and evaluate the model, we simulated the protocol in an 802.11b
network as explained in Section 6.3.3, under the following three different energyharvesting functions:
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(a)

(b)

Figure 6.7: (a) Source rate adaptation, and (b) the corresponding residual energy
adaptation in a bottleneck node, achieved by STATIC protocol with energy-harvesting
model E1 and E2 (the residual energy for E1 is scaled down by a factor of 10).

• E1 : Energy is harvested for 24 hours at the rate of 200 mJ/min for the
first 12 hours and there is no harvesting after that, i.e., ek (t) = 200 for
t <= 720 minutes and ek (t) = 0 for t > 720 minutes.
• E2 : Over a period of 24 hours, no energy is harvested for the first 12 hours,
and energy is harvested at the rate of 200 mJ/min per minute after that,
i.e., ek (t) = 0 for t <= 720 minutes and ek (t) = 200 for t > 720 minutes.

142

(a)

(b)

Figure 6.8: (a) Source rate adaptation, and (b) the corresponding residual energy
adaptation in a bottleneck node, achieved by STATIC protocol with energy-harvesting
model E3 and infinite battery capacity.

• E3 : Energy is harvested for 48 hours, using solar cells deployed in Los
Angeles, California, over a period of two typical summer days. We use the
traces of energy harvested per minute collected from experiments collected
by Kansal et al. [54] and illustrated in Fig. 6.6.
The initial battery level of all the nodes is assumed to be 0 for the scenarios E1
and E3 and 5000mJ for the scenario E2 .
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For the renewal pattern E1 and target lifetime of 24 hours, the optimal strategy,
as computed by GAMS, is to evenly spread the energy harvested during the first
12 hours over the period of 24 hours. Fig. 6.7a shows the rate at which each
source transmits, and Fig. 6.7b shows the residual energy over time accumulated
in a bottleneck node. We observe that our protocol achieves the optimal rates and
power adaptation.
Next, energy is harvested according to E2 and the target lifetime is taken as 24
hours. The nodes start with an initial battery level of 5000 mJ, which is the only
source of power for the first 12 hours, and subsequently the harvested energy is
utilized. The optimal strategy is to utilize the initial capacity to the fullest within
first 12 hours, and then make use of the alternate energy source. Figures 6.7a and
6.7b illustrate that our protocol results in optimal rate and power adaptation.
Finally, we use the harvest scenario in E3 and set the network lifetime to
48 hours. Figures 6.8a and 6.8b show the source rate and power adaptation
achieved by the protocol. We see that they are in good agreement with the
optimal strategy, which consists of (i) using the initial energy uniformly to last
until energy-harvesting begins, i.e., for the first ∼ 10 hours, (ii) make use of the
energy harvested during the day to last until the end of the night, during which
there is no charging (which is why we see the constant rates between ∼ 10 and
∼ 34 hours, and (iii) make use of the energy harvested during rest of the time to
last until the target lifetime, which is why the uniform rates after ∼ 34 hours is
higher.

6.5.2

Static missions with finite battery capacity

Next, we relax the assumption of infinite battery capacity, and enhance the model
to handle the more practical case of nodes with finite battery capacity (and static
missions).
6.5.2.1

Model

We now relax the simplifying assumption of infinite battery capacity (made in
Section 6.5.1) and demonstrate how the constraint of finite, fixed battery capacity
can be accommodated. We assume an ideal battery with perfect charging efficiency
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and no energy loss through leakage. Let Bk be the maximum amount of energy
that can be stored at node k. This implies that at any point in time t, ∀k, the
following constraint must hold:
pk (t) ≤ Bk .

(6.41)

Since we still assume that the missions are static, it is easy to show that
using piece-wise uniform rates is still the optimal strategy by following a similar
derivation as in Section 6.5.1. However, the length of time over which the rates are
piecewise constant now depends not only on the energy conservation constraint,
but also on the buffering capacity of the battery B. In other words, at any point
in time, τ in Eq. (6.39) must satisfy both constraints Eq. (6.34) and Eq. (6.41), so
that both underflow and overflow of energy are prevented. The main observation
to be made is that, under a finite battery capacity regime, a strategy of using
lower rates (more conservative energy drainage) at present, in the hope of using
this energy for future transmissions does not make sense if it causes the generated
energy to be wasted, i.e., if the battery level reaches and stays at maximum (B)
for a duration where the rate of energy regeneration is larger than the energy
consumption rate.
Thus, the optimal bound for the maximum amount of energy that can be
consumed at any time t at each node k is given by:
X

αik xi (t) ≤ pkopt ,

(6.42)

∀i∈F lows(k)

where pkopt is computed by invoking the recursive procedure described in Algorithm 1, with initial parameters tcurrent = t, tend = T and Bend = 0. The algorithm
computes the piece-wise constant, optimal rates from the current time until time
T , such that there is no underflow or overflow of energy. The parameter Bend
denotes the residual battery at the end of the stretch of time after which the previous constant-rate can no longer be supported, due to overflow or underflow of
energy. The optimal strategy is to find constant rates such that Bend = B when
overflow occurs, i.e., at t = tover , and Bend = 0 when underflow occurs, i.e., at
t = tunder . Algorithms 2 and 3 compute the time at which overflow and under-
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flow occur, respectively, for a given rate by evaluating the progressive evolution
of residual battery from t = tcurr to t = tend and checking if the residual battery
exceeds B (for overflow) or becomes negative (for underflow) within this window.
It is proven in Appendix B that this algorithm results in the optimal solution.
Algorithm 1 RateAdapt FB(tcurrent , tend , Bend )
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:

p (t

)+

R tend

e (t)dt−B

k
end
0
;
bestRate = k current
(tend −tcurrent )
if ((tover = OverF low(bestRate, tcurrent , tend )) != -1) /*-1 indicates no
overflow*/ then
bestRate = RateAdapt F B(tcurrent , tover , B);
/*finds the constant rate that causes the residual battery to be exactly B at
tover */
tend = tover ;
end if
if ((tunder = U nderF low(bestRate, tcurrent , tend )) != -1) /*-1 indicates no
underflow*/ then
return RateAdapt F B(tcurrent , tunder , 0);
/*finds the constant rate that causes the battery to drain out exactly at
tunder */
else
return bestRate
end if

Algorithm 2 OverF low(rate, tcurrent , tend )
Bresidual = pk (tcurrent );
for (i=tcurrent ; i < tend ; i++) do
R i+1
Bresidual = Bresidual + i ek (t)dt;
if Bresidual > B then
return i+1
//indicates overflow
end if
P
Bresidual = Bresidual − ∀j∈F lows(k) αjk ∗ rate;
end for
return -1;
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Algorithm 3 U nderF low(rate, tcurrent , tend )
Bresidual = pk (tcurrent );
for (i=tcurrent ; i < tend ; i++) do
R i+1
Bresidual = Bresidual + i ek (t)dt;
if Bresidual < 0 then
//indicates overflow
return i+1
end if
P
Bresidual = Bresidual − ∀j∈F lows(k) αjk ∗ rate;
end for
return -1;
6.5.2.2

Evaluation

We first use E1 and set the network lifetime to 24 hours and the battery capacity
to 1000 mJ. We see from Figures 6.9a and 6.9b that the protocol achieves near
optimal rate and power adaptation, respectively. Due to the finite buffer capacity,
the sources cannot achieve uniform rates as in Fig. 6.7a. However, we observe that
the corresponding power adaptation is still piece-wise linear (similar to the trend
shown in Fig. 6.7b) but the peak value of the residual energy is now limited to
1000 mJ (as opposed to 35,000mJ in Fig. 6.7b).
Next, we use E3 and set the maximum battery capacity of a node to 10,000 mJ
and T , and the target lifetime to 48 hours. The corresponding rate adaptation and
power adaptation achieved by the protocol are shown in Figures 6.10a and 6.10b,
respectively. We see that the adaptation is in agreement with the optimal values.
We also observe that there is significant difference in the adaptation strategy
compared to the infinite battery case shown in Section 6.5.1.2 (Figures 6.8a and
6.8b).

6.5.3

Dynamic missions

Finally, we show how the above models for static missions can be extended to
dynamic missions, and evaluate the corresponding protocol.
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(a)

(b)

Figure 6.9: (a) Source rate adaptation, and (b) the corresponding residual energy
adaptation in a bottleneck node, achieved by STATIC protocol with energy-harvesting
model E1 and finite battery capacity.

6.5.3.1

Model

The dynamic mission scenarios discussed in Section 6.4 can be extended in
a straight-forward manner to the renewable energy case, for both finite and
infinite buffer cases. For instance, for the case where missions are dynamic with
deterministic known schedules (Case A), the optimal rate control strategy as shown
in Section 6.4.1 takes into account the future missions’ schedules and utilities,
rather than use a uniform rate as in the static case. In order to optimize energy
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(a)

(b)

Figure 6.10: (a) Source rate adaptation, and (b) the corresponding residual energy
adaptation in a bottleneck node achieved, by STATIC protocol with energy-harvesting
model E3 and finite battery capacity.

usage with renewable but finite battery for dynamic missions with deterministic
schedules, pkopt in Eq. (6.42) is computed by modifying line 1 in Algorithm 1, to:
Rt
pk (tcurrent ) + 0 end ek (t)dt − Bend
bestRate =
P Q
[1 + τj=t jl=t (1 + Ai (l))]
where As (t) =

P
dfm
ams
P ∀m∈mset(xs ) dt
.
a
f
ms
m (t)
∀m∈mset(xs )

(6.43)

As in Section 6.4.1, this ensures that the

schedules and utilities of the future missions are taken into account, rather than
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(a)

(b)

Figure 6.11: Source rate adaptation achieved by DYN-DET protocol using the energyharvesting model in E1 with (a) infinite battery (b) finite battery capacity of 30J.

equally sharing residual energy over the remaining time as in the static mission
case. Similarly, the stochastic mission cases in Sections 6.4.2 and 6.4.3 can also be
directly optimized under a renewable energy model, by modifying Eq. (6.40) for
the infinite capacity case, or the definition of bestRate in Algorithm 1 for the finite
capacity case analogous to the models developed in Section 6.4.
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(a)

(b)

Figure 6.12: Source rate adaptation achieved by DYN-DET protocol using the energyharvesting model in E3 with (a) infinite battery (b) finite battery capacity of 10J.

6.5.3.2

Evaluation

We first evaluate the dynamic mission case with energy model E1 and set network
lifetime to 24 hours. The network initially contains four active missions and after
15 hours, six more high utility missions enter the network. Fig. 6.11a shows the
rate adaptation achieved by the dynamic protocol and the optimal values under
infinite buffer assumption. If the missions were static, it would have resulted in
uniform rate as discussed in Section 6.5.1.2. In the dynamic scenario, since it is
known deterministically that high utility missions arrive later in time, we see that
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the rates are low initially to conserve energy and provide better rates for the high
utility missions. Fig. 6.11b shows the rate adaptation when the battery capacity
is limited to 30J. We can see that this limits the room for adjustment: the high
utility missions do not get as high rate as in Fig. 6.11a, but some energy is still
conserved by employing very low rates between 12 and 15 hours, which is used for
providing higher rates for the high utility missions that arrive after 15 hours.
Fig. 6.12a shows the rate adaptation with energy model E3 , network lifetime
of 48 hours, and the six high utility missions arrive after 24 hours. We see that
before 24 hours, the rates are very low and all the conserved energy is used for the
providing high rates for the high utility missions. We see in Fig. 6.12b that if the
nodes have limited battery, there is not much room for adjustment, and although
the high utility missions (after 24 hours) receive higher rates than in the static,
limited battery case in Fig. 6.10a, the gain is not as significant as in Fig. 6.12a. We
also note that in all cases, the DYN-DET protocol results in near optimal utilities.

6.6

Conclusion

In this chapter, we developed a flexible framework for optimally adapting the
resource usage in a wireless network according to the network dynamics and
the lifetimes associated with the applications (missions) that receive data over
the network. We developed different optimal control-based NUM protocols for
both static missions and dynamic mission scenarios. We show via quantitative
evaluation that our protocols perform close to the optimal values. We also show
that the framework is capable of handling various forms of dynamics such as when
nodes have renewable batteries (with finite or infinite capacity).

Chapter

7

Conclusions and Future Work
In this chapter, we summarize the conclusions of this work (Section 7.1), and
discuss some future directions (Section 7.2).

7.1

Conclusions

In this thesis, we progressively developed a utility maximization framework for
resource optimization in mission-oriented wireless sensor networks.

We first

defined a distributed bandwidth optimization model that captures two of the
key characteristics of mission-oriented WSNs, viz., many-to-many flows and
receiver-centricity. We show via simulation and implementation that a pricebased distributed protocol, WSN-NUM, based on this model ensures optimal,
proportionally fair bandwidth allocation among missions. We also studied the
effect of different parameters internal to the model and at the protocol-level, on
the performance of the protocol. We developed a set of techniques for improving
the speed of convergence of the WSN-NUM protocol.
Next, we incorporated another feature of mission-oriented WSNs, i.e., prioritized missions with inflexible resource requirements. We showed that, when all
demands are feasible, a modified WSN-NUM protocol results in the optimal allocation of sensor rates that satisfies the minimal demand of each mission. More
importantly, we provided practical solutions to the prioritized NUM problem when
all demands are not collectively feasible, both for unique priorities and the hard
problem of non-unique priorities.
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Subsequently, we extended the framework to model adaptive in-network
processing, and developed the NUM-INP protocol which determines the optimal
compression ratios and fusion locations, in addition to source rates, such that the
total utility is maximized. We showed via simulations that providing adaptive
in-network processing via NUM-INP achieved up to 39% higher utility than pure
source-rate adaptation, with only modest signaling overhead. We also implemented
the protocol on a real network with video application and demonstrated that the
adaptive compression of streams improved the overall network performance in
terms of reduction in packet loss, improved network lifetime and received video
quality.
Next, we enhanced the framework to provide optimal resource usage over the
lifetime of the network, so that the network lasts as long as required by the missions.
We showed how an optimal-control based technique can help model temporally
variable mission and network dynamics, deterministically and probabilistically,
to obtain future energy requirement estimates which helps optimize the current
energy usage more wisely. We considered a rich set of complex mission dynamics
and network dynamics such nodes with renewable batteries, and showed that our
protocol is robust enough to handle them.
In conclusion, this work has resulted in a comprehensive, unified framework that
effectively adapts the network resources under all the unique challenges of missionoriented WSNs discussed in Chapter 1 (while the prior work was inadequate to
deal with the challenges, even individually). Also, as discussed in Section 7.2, the
framework serves as a powerful building block, making future extensions (such as
incorporating node mobility or adaptive routing) straightforward. Furthermore,
because of its utility-driven and distributed approach, it is a valuable tool even for
other types of network (e.g., cellular), as discussed in Section 7.2.

7.2

Future Directions

The WSN-NUM framework developed in this thesis can be further extended by
including additional degrees of freedom pertaining to mission-oriented WSNs.
For instance, parameters such as routes, link layer schedules and transmission
power can be jointly optimized along with what we do already. More interesting
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possibilities arise when the nodes are mobile.

For instance, incorporating

information about the potential future locations of nodes can result in wiser
optimization of the network, with respect to selection of relay nodes, energy
balancing and coverage improvement.

Furthermore, if the mobility can be

controlled, then strategic and optimal control on the movement of nodes can help
optimize the performance for the network, in terms of disruption-free operation,
faster delivery, increased coverage, etc.
It is important to note that the WSN-NUM framework with its current
capabilities serves as a powerful building block, making these extensions almost
trivial. For instance incorporating mobility would simply involve making use of
the optimal-control-enhanced model developed in Chapter 6. The mobility pattern
must be modeled similar to other temporally-dynamic aspects such as missions
and renewable battery-powered nodes.

Similarly, joint optimization of routes

and schedules would involve incorporating more shadow costs, in addition the
congestion and energy costs.
Another interesting direction for this work is research towards utility functions.
The models developed in this work make use of utility as a function of rates.
However, a mission’s utility may depend on one or more parameters such as rates,
packet loss, delay, quality, etc. Our framework can be applied as long as the utility
function is concave, which is not an unrealistic assumption in general as discussed
in Chapter 5 (Section 5.6.2). Hence, developing realistic, mission-oriented utility
models, such as in [40], for other combinations of parameters (either theoretically
or empirically) and corresponding concave approximations for the utility functions
is a useful effort.
Another promising direction for this work is to extend the framework beyond
the WSN domain. Emerging wireless networking paradigms such as cognitive
networks, cooperative networks, hybrid networks and self-organizing cellular
networks [5, 27] can benefit immensely from our intelligent, user-driven resource
optimization framework. For example, the spatial diversity in cooperative networks
can be further enhanced by dynamically and optimally selecting the transmission
powers, directions of antennae and the relay strategies. Similarly, our framework
can help determine the optimal placements of femtocells, or perform proactive
hand-overs in cellular networks, or provide optimal bandwidth allocation among
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hybrid networks. Although we set out targeting mission-oriented WSN networks,
this work has made valuable contributions across domains in the form of a
utility-driven approach and distributed, implementable adaptation protocols.
Furthermore, the features considered for mission-oriented WSNs can be mapped to
analogous characteristics in other networks. For example, the temporally-variable
statistical models used for dynamic missions in Chapter 6 can also correspond to
spatially-variable mobile networks. Furthermore, lifetime-aware rate adaptation
developed in the same chapter is applicable to cellular networks as well. Similarly,
our application utility-based framework can be used to adapt data rates in cellular
networks depending on the user’s interests or device capabilities (for e.g., if the
device has a monochrome display, the video stream can be transcoded to gray
scale, thereby saving significant bandwidth). As discussed in Chapter 5, we can
also use our models to adapt the quality of received video streams. These examples
show that our utility-based resource adaptation framework can be applied to other
types of network with modest effort.

Appendix

A

Pseudo-code for NUM-INP
algorithms
The algorithms for computing the source rate, compression ratio and fusion fraction
at each iteration using the feedback messages in the NUM-INP protocol are
presented here. Please note that F B k refers to the feedback received at k (if
k is a branch-point for a flow, F B k is the combined feedback from all its child
nodes); F B k (r, c) refers to row r and column c in the information table of the
feedback message received at k.
Algorithm 4 Computing source rate, xs for each iteration
COMPUTE d xdts :
if isEmpty(F B s .Inf oT able) then
W illT oP ay = xout (s, s) ∗ F B s .M U
else
W illT oP ay = (F B s (s, RI) + F B s (cums , RI)) ∗ F B s .M U
end if
∂P s

powCost = F B s (cums , P I) + F B s (s, P I) + (ηs + δ)xs ∂xtot
s
P
(s,s)
)
congCost = F B s (cums , CI) + F B s (s, CI) + q:(s,s)∈q ( cµssq xs ∂xout
∂xs
d xdts = κ (W illT oP ay − powCost − congCost)
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Algorithm 5 Computing compression factor, lks for each iteration
ks
:
COMPUTE d ldt
if isEmpty(F B k .Inf oT able) then
W illT oP ay = xout (s, k) ∗ F B k .M U
else
if s is not an input for the fusion operation at k OR isEmpty(F B k .cums )
then
W illT oP ay = F B k (s, RI) ∗ F B k .M U
else
W illT oP ay = F B k (cums , RI) ∗ F B k .M U
end if
end if
∂P k

tot
powCost = F B k (cums , P I) + F B k (s, P I) + (ηk + δ)lks ∂lks
P
(s,k)
)
congCost = F B k (cums , CI) + F B k (s, CI) + q:(k,s)∈q ( cµksq lks ∂xout
∂lks
ks
d ldt
= κ1 (W illT oP ay − powCost − congCost)

Algorithm 6 Computing fusion fraction, θ for each iteration
COMPUTE d

k
θf,i
:
dt

if isEmpty(F B k .Inf oT able) then
W illT oP ay = lk,f ∗ xin (i, k) ∂xin∂f(i,k) ∗ F B k .M U
else
W illT oP ay = −1 ∗ (F B k (cumi , RI) +

F B k (f,RI)
xin (i, k) ∂xin∂f(i,k) )
xf k

∗

k
θf,i
k )
(1−θf,i

∗

F B k .M U
end if
powCost = −1 ∗ (F B k (cumi , P I) + F B k (i, P I) + F B k (f, P I)xin (i, k) ∂xin∂f(i,k) +
(ηk + δ)

k (i)
∂Ptot
)
k
∂θf,i

∗

k
θf,i
k )
(1−θf,i
k

k
+ (ηk + δ)θf,i

k (f k )
∂Ptot
k
∂θf,i
k

congCost = −1 ∗ (F B (cumi , CI) + F B (i, CI) + F B k (f, CI)xin (i, k) ∂xin∂f(i,k) +
k
P
P
θf,i
µq k ∂xout (f,k)
µq ∂xout (i,k)
))
∗
+
)
k
k
q:(k,i)∈q ( cki
q:(k,f k )∈q ( ckf θf,i
∂θ
(1−θ )
∂θk
f,i

k
θf,i
d dt

f,i

= κ2 (W illT oP ay − powCost − congCost)

f,i

Appendix

B

Proof of Optimality for
RateAdapt FB Algorithm
Here we prove that the RateAdapt FB algorithm in Chapter 6 is optimal, with the
help of the following lemmas:
Lemma 1. Any strategy that is less aggressive than the strategy of uniformly
draining the battery to exactly 0 at the time of underflow, (i.e., selecting constant
rate such that Bend = 0 at t = tunder as in RateAdapt FB) can do no better than
the latter.
Proof. The Strategy O, computed by RateAdapt FB, has a residual energy of 0
after t1 units, when underflow occurs. Let E1 and E2 be the energy accumulated
from t = 0 to t1 and from t = t1 to any time t1 + t2 , respectively. Let x1 and x2
be the constant rates in Strategy O from t = 0 to t1 and from t = t1 to t1 + t2 ,
respectively. Please note that the amount of energy harvested between t1 and
R t +t
t1 + t2 , i.e., t11 2 e(τ )dτ (and hence x2 ) does not necessarily have to be non-zero.
Let A be another strategy which is less aggressive. This implies that at t1 , the
node will have δ > 0 amount of residual energy under strategy A. Let y1 and y2
be the constant rate of Strategy A from t = 0 to t1 and from t = t1 to t1 + t2 ,
respectively. These are illustrated in Figures. B.1 (a) and (b).
Hence the rates and energy are related as follows:
x1 =

E1
αt1

;

x2 =

E2
,
αt2

(B.1)
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y1 =

E1 − δ
αt1

;

y2 =

E2 + δ
,
αt2

(B.2)

where α is the energy consumed per bit. Furthermore,
x1 < x2 ,

(B.3)

because otherwise, it implies that there exists a rate x, such that x1 ≥ x ≥ x2 and
there is no underflow at t1 , i.e., a uniform rate x from t = 0 to t1 + t2 is feasible.
But if such a rate exists, it will be determined by RateAdapt FB (by virtue of its
programming logic), which violates our assumption.
Let us assume that the total utility of strategy O from t = 0 to t1 + t2 is lesser
than that of strategy A, i.e.,
t1 U (x1 ) + t2 U (x2 ) < t1 U (y1 ) + t2 U (y2 )
⇒ (from Eq. (B.1) and (B.2)),
E1
E2
E1 − δ
E2 + δ
t1 U (
) + t2 U (
) < t1 U (
) + t2 U (
)
αt1
αt2
αt1
αt2

(a)

(B.4)

(b)

Figure B.1: Comparison of the strategy for underflow as in RateAdapt FB (Strategy
O) and a less aggressive strategy (Strategy A) in terms of (a) Residual Energy, and (b)
Source Rate

160

(a)

(b)

Figure B.2: Comparison of the strategy for underflow in RateAdapt FB (Strategy O)
and a more aggressive strategy (Strategy A) in terms of (a) Residual Energy, and (b)
Source Rate

By applying Mean Value Theorem to Eq. (B.4), we get:
t1 U 0 (

E1
δ
E2
δ
E1
E2
) ∗ < t2 U 0 (
) ∗ ⇒ U 0(
) < U 0(
)
αt1
t1
αt2
t2
αt1
αt2

(B.5)

However, given U is a concave function, Eq. (B.5) is false, based on Eq. (B.3)
and the property that a concave function has non-increasing slope. Hence, by
contradiction, we prove that the utility of strategy A is no better than that of strategy
O, i.e.,
t1 U (x1 ) + t2 U (x2 ) ≥ t1 U (y1 ) + t2 U (y2 )

Lemma 2. Any strategy that is more aggressive than the strategy of uniformly
draining the battery to exactly 0 at the time of underflow, (i.e., selecting constant
rate such that Bend = 0 at t = tunder as in RateAdapt FB) can do no better than
the latter.
Proof. The Strategy O, computed by RateAdapt FB, has a residual energy of 0
after t units, when underflow occurs. Let x be the constant rate from time 0 to
t. Let A be another strategy which is more aggressive. This implies that strategy
A drives the residual energy at a node to 0 at some time βt, where β < 1. Let y
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and z be the constant rates in Strategy A from time 0 to βt and from time βt to
t, respectively. These are illustrated in Figures. B.2 (a) and (b).
The rates x, y and z are given as follows:
y =

R
p0 + 0βt e(τ )dτ
αβt
Rt

z
x

=
=

βt e(τ )dτ
α(1−β)t

R
p0 + 0t e(τ )dτ
αt

E1
αβt
E2
=
,
α(1 − β)t
E1 + E2
=
,
αt
=

(B.6)
(B.7)
(B.8)

where α is the energy consumed per bit.
Since U is a concave function,
E2
βE1 (1 − β)E2
E1
) + (1 − β)U (
) ≤ U(
+
)
αβt
α(1 − β)t
αβt
α(1 − β)t
⇒ (from Eq. (B.8), (B.6) and (B.7)),

βU (

βtU (y) + (1 − β)tU (z) ≤ tU (x)

(B.9)

⇒ the utility of strategy A is no better than that of strategy O.
Lemma 3. Any strategy that is more aggressive than the strategy of uniformly
increasing residual energy to exactly B at the time of overflow, (i.e., selecting
constant rate such that Bend = B at t = tover as in RateAdapt FB) can do no
better than the latter.
Proof. The Strategy O, computed by RateAdapt FB, has a residual energy of B
after t1 units, when overflow occurs. Let E1 and E2 be the energy accumulated
from time 0 to t1 and from t1 to any time t1 + t2 , respectively. Let x1 and x2 be the
constant rates in Strategy O from time 0 to t1 and from t1 to t1 + t2 , respectively.
Let A be another strategy which is more aggressive. This implies that at t1 , the
node will have B − δ > 0 amount of residual energy under strategy A. Let y1 and
y2 be the constant rate of Strategy A from time 0 to t1 and from t1 to t1 + t2 ,
respectively. These are illustrated in Figures. B.3 (a) and (b).
Hence the rates and energy are related as follows:
x1 =

E1
αt1

;

x2 =

E2
,
αt2

(B.10)
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(a)

(b)

Figure B.3: Comparison of the strategy for overflow in RateAdapt FB (Strategy O) and
a more aggressive strategy (Strategy A) in terms of (a) Residual Energy, and (b) Source
Rate

y1 =

E1 + δ
αt1

;

y2 =

E2 − δ
,
αt2

(B.11)

where α is the energy consumed per bit.
x1 > x2 ,

(B.12)

because otherwise, it implies that there exists a rate x, such that x1 ≤ x ≤ x2 and
there is no overflow at t1 , i.e., a uniform rate x from t = 0 to t1 + t2 is feasible.
But if such a rate exists, it will be determined by RateAdapt FB (by virtue of its
programming logic), which violates our assumption.
Let us assume that the total utility of strategy O from time 0 to t1 + t2 is lesser
than that of strategy A, i.e.,
t1 U (x1 ) + t2 U (x2 ) < t1 U (y1 ) + t2 U (y2 )
⇒ (from Eq. (B.10) and (B.11)),
E1
E2
E1 + δ
E2 − δ
t1 U (
) + t2 U (
) < t1 U (
) + t2 U (
)
αt1
αt2
αt1
αt2

(B.13)
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(a)

(b)

Figure B.4: Comparison of the strategy for overflow in RateAdapt FB (Strategy O) and
a less aggressive strategy (Strategy A) in terms of (a) Residual Energy, and (b) Source
Rate

By applying Mean Value Theorem to Eq. (B.13), we get:
t1 U 0 (

E1
−δ
E2
δ
E1
E2
)∗
< −t2 U 0 (
) ∗ ⇒ U 0(
) > U 0(
)
αt1
t1
αt2
t2
αt1
αt2

(B.14)

However, given U is a concave function, Eq. (B.14) is false, based on Eq. (B.12)
and the property that a concave function has non-increasing slope. Hence, we prove
by contradiction that the utility of strategy A is no better than that of strategy O,
i.e.,
t1 U (x1 ) + t2 U (x2 ) ≥ t1 U (y1 ) + t2 U (y2 )

Lemma 4. Any strategy that is less aggressive than the strategy of uniformly
increasing residual energy to exactly B at the time of overflow, (i.e., selecting
constant rate such that Bend = B at t = tover in RateAdapt FB) can do no better
than the latter.
Proof. The Strategy O, computed by RateAdapt FB, has a residual energy of B
after t units, when overflow occurs. Let x be the constant rate from time 0 to t.
Let A be another strategy which is less aggressive. This implies that strategy A
drives the residual energy to B at some time βt, where β < 1. Let y and z be
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the constant rates in Strategy A from time 0 to βt and from βt to t, respectively.
These are illustrated in Figures. B.4 (a) and (b).
The rates x, y and z are given as follows:
x =
y
z

p0 +

=
=

Rt
0

p0 +

e(τ )dτ −B
αt

=

R βt
0

e(τ )dτ −B
αβt

Rt
e(τ )dτ −B
B+ βt
α(1−β)t

E1 +E2 −B
αt

(B.15)

E1 −B
αβt

(B.16)

E2
,
α(1−β)t

(B.17)

=

=

(B.18)
where α is the energy consumed per bit.
Since U is a concave function,
E2
E1 + E2 − B
E1 − B
) + (1 − β)U (
) ≤ U(
)
αβt
α(1 − β)t
αt
⇒ (from Eq. (B.15), (B.16) and (B.17)),

βU (

βtU (y) + (1 − β)tU (z) ≤ tU (x)

(B.19)

⇒ the utility of strategy A is no better than that of strategy O.

Theorem 5. The strategy of uniformly draining the battery to exactly 0 at the
time of underflow, (i.e., selecting constant rate such that Bend = 0 at t = tunder in
RateAdapt FB) is optimal.
Proof. Follows trivially from Lemma 1 and 2.

Theorem 6. The strategy of uniformly increasing residual energy to exactly B at
the time of overflow, (i.e., selecting constant rate such that Bend = B at t = tover
in RateAdapt FB) is optimal.
Proof. Follows trivially from Lemma 3 and 4.
Theorem 7. The set of piecewise constant rates {xi }i=1
durations {ti−1 to ti }i=1

to n ,

to n ,

corresponding to

computed by RateAdapt FB is the optimal set of rates,

resulting in the global maximum utility over the duration t0 to tn .
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Proof. The rate xi for each duration ti−1 to ti is optimal according to Theorem 5
and 6. By induction, the rates are optimal for the entire duration from t0 to tn .
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24(3):250–291, August 2006.

Energy-aware lossless data compression.

167
[12] D.P. Bertsekas. Non-linear Programming.
September 1999.

Athena Scientific, 2 edition,

[13] B. Bonfils and P. Bonnet. Adaptive and decentralized operator placement
for in-network query processing. In Proc. of IEEE IPSN, 2003.
[14] L. Bui, R. Srikant, and A.L. Stoylar. Optimal resource allocation for
multicast flows in multihop wireless networks. In Proc. 46th IEEE Conf.
Decision and Control, 2007.
[15] Levente Buttyan and Peter Schaffer. Panel: Position-based aggregator node
election in wireless sensor networks. In Proc. of the 4th IEEE International
Conference on Mobile Ad-Hoc and Sensor Systems, PisaItaly, 2007.
[16] C. W. Chan, S. Wee, and J. Apostolopoulos. Multiple distortion measures
for packetized scalable media. IEEE Trans. Multimedia, 10.
[17] M. Chatterjee, H. Lin, S.K. Das, and K. Basu. A game theoretic approach
for utility maximization in cdma systems. In Proc. IEEE International Conf.
Communications, 2003.
[18] L. Chen, S.H. Low, M. Chiang, and J.C. Doyle. Cross-layer congestion
control, routing and scheduling design in ad hoc wireless networks. In Proc.
IEEE INFOCOM, 2006.
[19] L. Chen, S.H. Low, and J.C. Doyle. Joint congestion control and media access
control design for ad hoc wireless networks. In Proc. IEEE INFOCOM, 2005.
[20] Xi Chen, Qianchuan Zhao, and Xiaohong Guan. Energy-efficient sensing
coverage and communication for wireless sensor networks. 20(2):225–234,
2007.
[21] M. Chiang. Balancing transport and physical layers in wireless multihop
networks: Jointly optimal congestion control and power control. IEEE Journ.
Selected Areas in Communications, 23(1):104–116, January 2005.
[22] M. Chiang, S.H. Low, A.R. Calderbank, and J.C. Doyle. Layering as optimization decomposition: A mathematical theory of network architectures.
Proc. IEEE, 95(1):255–312, January 2007.
[23] C.T. Chou, B.H. Liu, and A. Misra. Maximizing broadcast and multicast
traffic load through link-rate diversity in wireless mesh networks. In
Proc. IEEE International Symp. World of Wireless Mobile and Multimedia
Networks (WoWMoM), 2008.

168
[24] R.L. Cruz and A.V. Santhanam. Optimal routing, link scheduling and power
control in multi-hop wireless networks. In Proc. IEEE INFOCOM, 2003.
[25] Jing Deng, Yunghsiang S. Han, Wendi B. Heinzelman, and Pramod K.
Varshney. Scheduling sleeping nodes in high density cluster-based sensor
networks. Mob. Netw. Appl., 10(6):825–835, 2005.
[26] P. Dharwadkar, H.J. Siegel, and E.K.P. Chong. A heuristic for dynamic
bandwidth allocation with preemption and degradation for prioritized
requests. In Proc. 21st International Conf. Distributed Computing Systems,
2001.
[27] Next Generation Mobile Networks Requirement Document. Ngmn recommendations on son and oam requirements. December.
[28] C.T. Ee and R. Bajcsy. Congestion control and fairness for many-to-one
routing in sensor networks. In Proc. Second ACM Conf. Embedded Networked
Sensor Systems (SenSys), 2004.
[29] A. Eryilmaz and R. Srikant. Fair resource allocation in wireless networks
using queue-length based scheduling and congestion control. In Proc. IEEE
INFOCOM, 2005.
[30] A. Eryilmaz and R. Srikant. Joint congestion control, routing and mac for
stability and fairness in wireless networks. IEEE Journ. Selected Areas in
Communications, 24(8):1514–1524, August 2006.
[31] Deborah Estrin, Ramesh Govindan, John Heidemann, and Satish Kumar.
Next century challenges: scalable coordination in sensor networks. In
MobiCom ’99: Proceedings of the 5th annual ACM/IEEE international
conference on Mobile computing and networking, pages 263–270, 1999.
[32] S. Eswaran, M. P. Johnson, A. Misra, and T. F. La Porta. Adaptive innetwork processing for bandwidth and energy constrained wireless sensor
networks. In Proceedings of IEEE/ACM DCOSS, 2009.
[33] S. Eswaran, M. P. Johnson, A. Misra, and T. F. La Porta. Distributed
adaptive in-network processing for resource-constrained mission-oriented
wireless sensor networks. To be submitted to ACM Transactions on Sensor
Networks, 2010.
[34] S. Eswaran, M.P. Johnson, A. Misra, and T. La Porta. Distributed
utility-based rate adaptation protocols for prioritized, quasi-elastic flows.
ACM SIGMOBILE Mobile Computing and Communications Review, 13(1),
January 2009.

169
[35] S. Eswaran, A. Misra, F. Bergamaschi, and T. La Porta.
Utilitybased bandwidth adaptation in mission-oriented wireless sensor networks.
Submitted to ACM Transactions on Sensor Networks.
[36] S. Eswaran, A. Misra, and T. La Porta. Control-theoretic utility maximization in multi-hop wireless networks under mission dynamics. Submitted to
IEEE/ACM Transactions on Networks.
[37] S. Eswaran, A. Misra, and T. La Porta. Utility-based adaptation in missionoriented wireless sensor networks. In Proc. Fifth IEEE Communications
Society Conf. Sensor, Mesh and Ad Hoc communications and Networks
(SECON), 2008.
[38] S. Eswaran, A. Misra, and T. La Porta. Control-theoretic optimization
of utility over mission lifetimes in multi-hop wireless networks. In Proc.
Sixth IEEE Communications Society Conf. Sensor, Mesh and Ad Hoc
communications and Networks (SECON), 2009.
[39] S. Eswaran, A. Misra, T. La Porta, and K. Leung. Addressing practical
challenges in utility optimization of mobile wireless sensor networks. In Proc.
SPIE Defense and Security Symposium, 2008.
[40] S. Eswaran, D. Shur, S. Samtani, and A. Staikos. Information utility in
mission-oriented networks. In Telcordia Internal Report, November 2009.
[41] E. Fasolo, M. Rossi, J. Widmer, and M. Zorzi. In-network aggregation
techniques for wireless sensor networks: A survey.
IEEE Wireless
Communications, 14(2):70–87, April 2007.
[42] B.C. Ferguson and G.C. Lim. Introduction of Dynamic Economic Models.
Manchester University Press, 1998.
[43] L.M. Freeney and M. Nilsson. Investigating the energy consumption of a
wireless network interface in an ad hoc networking environment. In Proc. of
IEEE INFOCOM, 2001.
[44] R. Gallager and S.J. Golestaani. Flow control and routing algorithms for
data networks. In Proc. Fifth International Conf. Computer Communication,
1980.
[45] P. Gupta and P.R. Kumar. The capacity of wireless networks. IEEE Trans.
Information Theory, 46(2):388–404, March 2000.
[46] G. P. Halkes, T. van Dam, and K. G. Langendoen. Comparing energy-saving
mac protocols for wireless sensor networks. Mob. Netw. Appl., 10(5):783–791,
2005.

170
[47] P. Hande, S. Zhang, and M. Chiang. Distributed rate allocation for inelastic
flows. IEEE Trans. Networking, 15(6):1240–1253, December 2007.
[48] Wendi Heinzelman, Anantha Chandrakasan, and Hari Balakrishnan. Energyefficient communication protocol for wireless microsensor networks. In HICSS
’00: Proceedings of the 33rd Hawaii International Conference on System
Sciences-Volume 8, page 8020, 2000.
[49] Y.T. Hou, Y. Shi, and H.D. Sherali. Rate allocation in wireless sensor
networks with network lifetime requirement. In Proc. of ACM MobiHoc,
May 2004.
[50] B. Hull, K. Jamieson, and H. Balakrishnan. Mitigating congestion in wireless
sensor networks. In Proc. Second ACM Conf. Embedded Networked Sensor
Systems (SenSys), 2004.
[51] F. Bergamaschi K. Marcus T. Pham R. Pressley G. Verma J. Wright,
C. Gibson. Ita sensor fabric. In Proceedings of SPIE DSS, 2009.
[52] K. Jain, J. Padhye, V.N. Padmanabhan, and L. Qiu. Impact of interference
on multi-hop wireless network performance. In Proc. Ninth International
Conf. Mobile Computing and Networking (MobiCom), 2003.
[53] Bo Jiang, Binoy Ravindran, and Hyeonjoong Cho. Energy efficient sleep
scheduling in sensor networks for multiple target tracking. In Proceedings of
the 4th IEEE international conference on Distributed Computing in Sensor
Systems, pages 498–509, 2008.
[54] A. Kansal, J. Hsu, S. Zahedi, and M.B. Srivastava. Power management in
energy harvesting sensor networks.
[55] K. Kar, S. Sarkar, and L. Tassiulas. A scalable, low-overhead rate
control for multirate multicast sessions. IEEE Journ. Selected Areas in
Communications, 20(8):1541–1557, October 2002.
[56] F.P. Kelly. Charging and rate control for elastic traffic. European Trans.
Telecommunications, 8:33–37, 1997.
[57] F.P. Kelly, A.K. Maulloo, and D.K.H. Tan. Rate control for communication
networks: Shadow prices, proportional fairness and stability. Journ.
Operational Research Society, 49(3):237–252, March 1998.
[58] R. Kumar, R. Crepaldi, H. Rowaihy, A.F. Harris III, G. Cao, M. Zorzi,
and T.F. La Porta. Mitigating performance degradation in congested sensor
networks. IEEE Trans. Mobile Computing, 7(6):1536–1233, June 2008.

171
[59] R.J. La and V. Anantharam. Utility-based rate control in the internet for
elastic traffic. IEEE Trans. Networking, 10(2):272–286, April 2002.
[60] C.-G. Lee, E. Ekici, and E. Felemban. Mmspeed: Multipath multi-speed
protocol for qos guarantee of reliability and timeliness in wireless sensor
networks. IEEE Trans. Mobile Computing, 5(6):738–754, June 2006.
[61] J.-W. Lee, M. Chiang, and A.R. Calderbank. Price-based distributed
algorithms for rate-reliability tradeoff in network utility maximization. IEEE
Journ. Selected Areas in Communications, 24(5):962–976, May 2006.
[62] X. Lin and N.B. Shroff. Joint rate control and scheduling in multihop wireless
networks. In Proc. 43rd IEEE Conf. Decision and Control, 2004.
[63] C. Liu, L. Shi, and B. Liu. Utility-based bandwidth allocation for triple-play
services. In Proc. Fourth European Conf. Universal Multiservice Networks
(ECUMN), 2007.
[64] S.H. Low and D.E. Lapsley. Optimization flow control,i: Basic algorithm
and convergence. IEEE Trans. Networking, 7(6):861–874, December 1999.
[65] M. Luthi, S. Nadjim-Tehrani, and C. Curescu. Comparative study of pricebased resource allocation algorithms for ad hoc networks. In Proc. 20th
International Parallel and Distributed Processing Symposium (IPDPS), 2006.
[66] S. Madden, M. Franklin, J. Hellerstein, and W. Hong. Tag: A tiny
aggregation service for ad hoc sensor networks. In Proc. Fifth Symp.
Operating System Design and Implementation (OSDI), 2002.
[67] M.I.Kamien and N.L.Schwartz. Dynamic Optimization:The calculus of
variations and optimal control in Economics and Management. Elsevier
Science, 1991.
[68] G.D. Mulligan and D.G. Corneil. Corrections to bierstone’s algorithm for
generating cliques. Journal of the ACM, 19(2):244–247, April 1972.
[69] H. Nama, M. Chiang, and N Mandayam. Utility lifetime tradeoff in self
regulating wireless sensor networks: A cross-layer design approach. In
Proceedings of IEEE ICC, 2006.
[70] M.J. Neely, E. Modiano, and C.E. Rohrs. Dynamic power allocation and
routing for time varying wireless networks. In Proc. IEEE INFOCOM, 2003.
[71] D. Palomar and M. Chiang. Alternative distributed algorithms for network
utility maximization: Framework and applications. IEEE Trans. Automatic
Control, 52(12):2254–2269, December 2007.

172
[72] P. Pietzuch, J. Ledlie, J. Shneidman, M. Roussopoulos, M. Welsh, and
M. Seltzer.
Network-aware operator placement for stream-processing
systems.
[73] Y. Qiu and P. Marcbach. Bandwidth allocation in ad hoc networks: A pricebased approach. In Proc. IEEE INFOCOM, 2003.
[74] S. Rangwala, R. Gummadi, R. Govindan, and K. Psounis. Interference-aware
fair rate control in wireless sensor networks. In Proc. ACM SIGCOMM, 2006.
[75] C. M. Sadler and M. Martonosi. Data compression algorithms for energyconstrained devices in delay tolerant networks. pages 265–278, 2006.
[76] D. Saha, S. Roy, S. Bandyopadhyay, T. Ueda, and S. Tanaka. A distributed
feedback control mechanism for priority-based flow-rate control to support
qos provisioning in ad hoc wireless networks with directional antenna. In
Proc. IEEE International Conf. Communications, 2004.
[77] Y. Sankarasubramaniam, O.B. Akan, and I.F. Akyildiz. Esrt: Event-tosink reliable transport in wireless sensor networks. In Proc. Fourth ACM
International Symp. Mobile Ad Hoc Networking and Computing (MobiHoc),
2003.
[78] S. Sarkar and L. Tassiulas. End-to-end bandwidth guarantees through fair
local spectrum share in wireless ad hoc networks. IEEE Trans. Automatic
Control, 50(9):1246–1259, September 2005.
[79] S. Sengupta, S. Rayanchu, and S. Banerjee. An analysis of wireless network
coding for unicast sessions: The case for coding-aware routing. In Proc.
IEEE INFOCOM, 2007.
[80] E. Setton and B. Girod. Peer-to-Peer Video Streaming. Springer, 2007.
[81] J. Shapiro, D. Towsley, and J. Kurose. Optimization-based congestion control
for multicast communications. IEEE Communications Magazine, 40(9):90–
95, September 2002.
[82] A. Sridharan and B. Krishnamachari. Maximizing network utilization
with max-min fairness in wireless sensor networks. In Proc. International
Symp. Modeling and Optimization in Mobile, Ad Hoc and Wireless Networks
(WiOPT), 2007.
[83] R. Srikant. The mathematics of Internet Congestion Control. Birkhauser,
2004.

173
[84] U. Srivastava, K. Munagala, and J. Widom. Operator placement for innetwork stream query processing. In Proc. 24th ACM Symp. Principles of
Database Systems (PODS), 2005.
[85] A. Stoylar. Maximizing queueing network utility subject to stability: Greedy
primal-dual algorithm. Queueing Systems, 50(4):401–457, August 2005.
[86] S. Toumpis and A.J. Goldsmith. Capacity regions for wireless ad hoc
networks. IEEE Trans. Wireless Communications, 2(2):736–748, July 2003.
[87] C.-Y. Wan, S.B. Eisenman, and A.T. Campbell. Coda: Congestion detection
and avoidance in sensor networks. In Proc. First ACM Conf. Embdedded
Networked Sensor Systems (SenSys), pages 266–279, 2003.
[88] C. Wang, B. Li, K. Sohraby, M. Daneshmand, and Y. Hu. Upstream congestion control in wireless sensor networks through cross-layer optimization.
IEEE Journ. Selected Areas in Communications, 25(4):786 – 795, May 2007.
[89] Wei Wang, Vikram Srinivasan, Kee-Chaing Chua, and Bang Wang. Energyefficient coverage for target detection in wireless sensor networks. In
Proceedings of the 6th international conference on Information processing
in sensor networks, pages 313–322, 2007.
[90] X. Wang and K. Kar. Cross-layer rate optimization for proportional fairness
in multi-hop wireless networks with random access. IEEE Journ. Selected
Areas in Communications, 24(8):1548–1559, August 2006.
[91] Yan Wu, Sonia Fahmy, and Ness B. Shroff. Energy efficient sleep/wake
scheduling for multi-hop sensor networks: Non-convexity and approximation
algorithm. In Proc. IEEE of INFOCOM, 2007.
[92] C. Xia, D. Towsley, and C. Zhang. Distributed resource management and
admission control of stream processing systems with max utility. In Proc.
27th International Conf. Distributed Computing Systems (ICDCS), 2007.
[93] Y. Xue, B. Li, and K. Nahrstedt. Optimal resource allocation in wireless
ad hoc networks: A price-based approach. IEEE Trans. Mobile Computing,
5(4):347–364, April 2006.
[94] Fan Ye, Gary Zhong, Jesse Cheng, Songwu Lu, and Lixia Zhang. Peas:
A robust energy conserving protocol for long-lived sensor networks. In
ICDCS ’03: Proceedings of the 23rd International Conference on Distributed
Computing Systems, page 28, 2003.

174
[95] W. Ye and F. Ordonez. A sub-gradient algorithm for maximal data extraction
in energy-limited wireless sensor networks. In Proc. International Conf.
Wireless networks, communications and mobile computing, 2005.
[96] Wei Ye, John Heidemann, and Deborah Estrin. An energy-efficient mac
protocol for wireless sensor networks. In Proceedings of the IEEE Infocom,
2002.
[97] B. Yener, M. Magdon-Ismail, and F. Sivrikaya. Joint problem of power
optimal connectivity and coverage in wireless sensor networks. Wirel. Netw.,
13(4):537–550, 2007.
[98] Y. Yi and S. Shakkottai. Hop-by-hop congestion control over a wireless
multi-hop network. IEEE Trans. Networking, 15(1):133–144, February 2007.
[99] L. Ying, Z. Liu, D. Towsley, and C. Xia. Distributed operator placement
and data caching in large-scale sensor networks. In Proc. IEEE INFOCOM,
2008.
[100] Ossama Younis and Sonia Fahmy. Heed: A hybrid, energy-efficient, distributed clustering approach for ad hoc sensor networks. IEEE Transactions
on Mobile Computing, 3(4):366–379, 2004.
[101] Y. Yu, B. Krishnamachari, and V. Prasanna. Energy-latency tradeoffs for
data gathering in wireless sensor networks. In Proc. IEEE INFOCOM, 2004.
[102] Y. Yu, B. Krishnamachari, and V. K. Prasanna. Data gathering with tunable
compression in sensor networks. 19(2):276–287, February 2008.
[103] C. Zhang, J. Kurose, Y. Liu, D. Towsley, and M. Zink. A distributed
algorithm for joint sensing and routing in wireless networks with nonsteerable directional antennas. In Proc. IEEE ICNP, 2006.
[104] X. Zhu, E. Setton, and B. Girod. Congestion-distortion optimized video
transmission over ad hoc networks. EURASIP Signal Processing: Image
Communication, 20(8):773–783, 2005.

Vita
Sharanya Eswaran
Sharanya Eswaran earned her Bachelor of Engineering degree in Computer Science
and Engineering from the College of Engineering Guindy, Anna University, India
in 2004. She started her graduate studies at the University of Virginia, where
she obtained her Master of Engineering degree in Computer Engineering in 2006.
In August 2006, she joined the graduate program in Computer Science and
Engineering at the Pennsylvania State University, and graduated with a Ph.D.
in Summer 2010.

