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Abstract
There is an increasing need to design protective structures that can withstand or mitigate
the impulsive loading due to the impact of a blast or a shock wave. A preliminary step
in designing such structures is the prediction of the pressure loading on the structure.
This is called the “load definition.” This thesis is focused on a numerical approach to
predict the load definition on arbitrary geometries for a given strength of the incident
blast/shock wave. A particle approach, namely the Direct Simulation Monte Carlo
(DSMC) method, is used as the numerical model. A three-dimensional, time-accurate
DSMC flow solver is developed as a part of this study. Embedded surfaces, modeled as
triangulations, are used to represent arbitrary-shaped structures. Several techniques to
improve the computational efficiency of the algorithm of particle-structure interaction
are presented. The code is designed using the Object Oriented Programming (OOP)
paradigm. Domain decomposition with message passing is used to solve large problems
in parallel. The solver is extensively validated against analytical results and against
experiments. Two kinds of geometries, a box and an I-shaped beam are investigated for
blast impact. These simulations are performed in both two- and three-dimensions.
A major portion of the thesis is dedicated to studying the uncoupled fluid dynamics
problem where the structure is assumed to remain stationary and intact during the
simulation. A coupled, fluid-structure dynamics problem is solved in one spatial
dimension using a simple, spring-mass-damper system to model the dynamics of the
structure. A parameteric study, by varying the mass, spring constant, and the damping
coefficient, to study their effect on the loading and the displacement of the structure
is also performed. Finally, the parallel performance of the solver is reported for three
sample-size problems on two Beowulf clusters.
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Chapter 1

Introduction
1.1

Motivation

The protection of civilians and military personnel from an attack by another country
or by terrorists is of primary importance for a nation. In recent times of heightened
terrorist activities and alarming threats of future attacks, it has become of the utmost
importance to develop safe housing and barracks respectively for innocent civilians and
military personnel. This problem is referred to as a blast-impact problem.
The blast-impact problem may be divided into two parts: the first part involves
assessing the damage that a structure will suffer when it is hit by a blast wave of a
specific strength, the second part deals with the design and testing of structures that
are capable to withstand or mitigate the strength of the blast wave. Such ‘protective’
structures find applications in high-security buildings, barracks for military, and aircraft
luggage containers. One of the biggest challenges in this area is the lack of knowledge of
the amount and the location of the explosive, especially in the case of a terrorist attack.
The need to design structures to protect against blast impact arose with the development
of high-energy explosives, but recent tragedies such as the attacks on the World Trade
Center and the USS Cole have brought the blast-impact problem to the foreground.
The assessment of the damage to a structure due to a blast impact is required before
any kind of ‘protective’ design for the structure can be prepared. Research in this area
has been ongoing for several years but has been focused primarily on open-air, field blasts.
Such experiments involve the detonation of real explosives and the investigation of the
impact of the explosion on nearby structures constructed specifically for this purpose.
These experiments are both hazardous and expensive, and are not always feasible. Also,
such large-scale experiments involving substantial amounts of explosives can only be
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performed by the military because of federal regulations.
A different approach to the problem is to use computers to simulate the impact of a
blast wave with solid structures. This approach is more feasible for universities and other
private research groups and is free of hazards associated with the handling of explosives.
However, a numerical approach offers other challenges: validity of the results, handling
of complex geometries, computational time, and ease of use.
This study focuses on numerical simulations of the interaction of blast waves with
structures and the prediction of the resulting pressure loading. This is also known as
the “load definition” problem. The pressure loading may then be used as an input to
a commercially available structural dynamics solver, such as ANSYS, to determine if
the structure would fail in such circumstances. In this manner the structural mechanics
problem (of solving for the strain and deformation) is uncoupled from the fluid dynamics
problem (of predicting the pressure / stress loading). The uncoupled fluid dynamics
problem is solved assuming that the structure does not deform or move because of the
impact. Hence, the assumption of uncoupling is only accurate if the structure remains
intact. Once the structure deforms or moves, it will alter the blast wave and the two
problems will become coupled. The main focus of the present work is on the uncoupled
problem: but, the solver is designed to be capable of performing coupled simulations.
This is demonstrated by solving a simple, one-dimensional problem where the solid is
allowed to translate. The translation of the solid body is modeled by a simple springmass-damper system where the forcing is provided by the loading on the body due to
the shock wave.
The key requirements of a numerical solver for this problem are:
1. It should be able to handle complicated geometries such as buildings (for external
blasts), and cubicles and rooms (for internal blasts).
2. This mission is time critical and hence the simulations should be relatively fast.
One cannot afford to spend months on a single simulation.

The speed also

determines the cost of the computation. The faster the results are obtained, the
more economical it is.
3. Since the goal is to design for threats that cannot be accurately determined,
slight inaccuracy in the results is acceptable if it significantly reduces the total
computational time. Also, since the failure load for a concrete structure cannot be
predicted with a high accuracy (about 20% is considered very good [1]), predicition
of pressure loading with any higher accuracy may not neccessarily be useful.
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The Direct Simulation Monte Carlo (DSMC) method meets the above conditions and
is chosen for the study. The DSMC method is described in detail in Chapter 2. The
two main benefits of using a DSMC approach are: (a) modeling of arbitrary geometries
is relatively easy, and (2) it can quickly give approximate results. Ironically, the biggest
disadvantage of using a DSMC approach is that it is very time consuming if highly
accurate results are desired, especially for weak blast waves. This is explained in detail
in the following chapters.
A parallel, object oriented DSMC solver is developed for this problem. The solver
is written in C++ and is designed using the object oriented features of the language.
The parallelization is achieved by domain decomposition and using the Message Passing
Interface (MPI) library for inter-processor communications. There are two reasons for
making the code parallel: firstly, to solve large-size problems, and secondly, to reduce
the turnaround time.
It should be emphasized that although the DSMC solver has been developed to
study the blast-impact problem, it can be used per se to study shocks in internal
and external flows such as shock or blast waves in pipes or channels, supersonic and
hypersonic flows over flight vehicles, and rarefied gas dynamics. It can also be used
to study detonations and nonlinear acoustics with little modifications. The following
section reviews the literature in the areas of blast wave generation, propagation, and
interaction with structures.

1.2

Literature Review

Luccioni et al. [2] analyzed the effect of the detonation of 400 kg TNT in an actual
building, the AMIA (Israel’s mutual society of Argentina) that suffered a terrorist
attack in 1994. They used a hydro-code called AUTODYN [3] to study the complete
process numerically from detonation of the explosive charge, to the complete demolition
of the building. AUTODYN is capable of interfacing between Eulerian and Lagrangian
reference frames and hence can solve coupled fluid-structure interactions. It makes many
simplifying assumptions about the structure and the fluid to allow complex simulations
in a feasible time. In their simulation (Ref. [2]), they modeled the complete building
with reinforced concrete structure and masonry walls. The amount of explosive was
estimated based on earlier studies. The initial blast wave propagation was simulated in
one dimension assuming spherical spreading of the wave until it hit the walls. This
solution was then mapped to the 3-D building model and a coupled fluid-structure

4
dynamics simulation was carried out. The runtime for the simulation was approximately
310 hrs on a Pentium IV processor. Reference [2] also compared their results with pictures
of the demolished buildings and observed a good qualitative agreement. They concluded
that the collapse was due to the gravitational force, initiated by the destruction of the
lower columns.
Mazor et al. [4] theoretically and experimentally investigated the phenomenon of a
head-on collision between a normal shock wave and a rubber-supported plate. They
developed a physical model to describe the collision process. The model was based
on conservation equations, for both gas and rubber, written in a Lagrangian frame of
reference, and on an appropriate stress-strain relation. Three different modes of loading
of the rubber were studied: (a) uni-axial stress loading, (b) bi-axial stress loading, and
(c) uni-axial strain loading. Numerical solutions of the model were obtained for each
of the above-mentioned loading modes. Experiments were conducted in the shocktube
facility of the Ernst Mach Institute, Freiburg, Germany. Experiments were conducted to
study the rubber response to its collision with normal shock wave for the case of bi-axial
stress loading. Reference [4] observed good agreement between the experimental and
numerical results for the bi-axial stress loading.
Bleakney et al. [5] experimentally investigated the loading on structures due to the
impact from a shock wave. They argued that although the pressure falls steadily behind
the shock front, the rate of decay is so slow that the first few hundred feet of the
wave can be considered flat topped [6]. Hence, the initial loading on the structures
may be studied using shocktube experiments (c.f., Ref. [5]). They conducted a variety
of shocktube experiments to provide a large amount of basic data on blast-loading for
future analyses by others. However, the results in Ref. [5] are contour plots and it is
difficult to obtain quantitative data from the article.
Igra and co-workers [7] investigated the efficiency of a double-bend duct in attenuating
a blast/shock wave. The article provided a comprehensive experimental and numerical
study of shock wave propagation in several different double-bend ducts (Z-shaped tunnel)
shown schematically in Fig. 1.1. Such geometries are frequently used in underground
shelters, with the aim of attenuating an explosion-generated blast wave before it enters
the shelter interior.

The experiments were conducted in the 102 mm × 178 mm

hypersonic shocktube of the Shock Wave Research Center, Institute of Fluid Science,
Tohoku University, Japan, and in the 4 cm × 11 cm shock tube of the Ernst Mach
Institute, Freiburg, Germany.

The experimental study included optical diagnostics

(interferogram, schlieren and shadowgraph techniques) and pressure measurements. For
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Shock wave propagation through double-bend ducts
(a)

(b)
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Figure 1.1. Schematic descriptions of two of the models investigated by Igra et al. [7]: (a)
smooth-walled duct, and (b) rough-walled duct.
6

the numerical part, they solved the conservation equations for an inviscid,
perfect gas
2
4
using a second-order-accurate Generalized Riemann Problem (GRP) scheme.
The experiments and the numerical results of Ref. [7] showed that the Z-shaped ducts

(c)

are effective at attenuating the transmitted blast/shock wave. The duct with rough walls
(Fig. 1.1b) was
be more effective than the corresponding smooth walled duct
10 foundMto
s
60

(Fig. 1.1a). To study the effect of the geometry (volume)
transmitted
shock
P4
P2 of the ductPon
3
attenuation, Igra and co-workers [7]
80 numerically simulated seven different geometries.
20
40
20
20
They found that there is a critical length to height (L/H) ratio for which the strength of
the transmitted
P shock wave suddenly drops. This ratio was found to be around 4 for an
1

10

incident shock wave strength of Mach number 1.35. The numerical results compared very
well against the experiments both qualitatively and quantitatively. Slight discrepancies
in the pressure histories at late times were attributed to the shock waves reflected from

(d )

the cookie-cutter support structure in the experiments.
Reichenbach et al. [8] experimentally and numerically investigated the interaction of
10

M

s
a planar shock wave
with a square cavity. The experiments were carried out in the

60

shocktube of the Ernst Mach Institute, Freiburg, Germany. This shocktube is designed
for using ‘two-dimensional’ models. They used160
shadowgraph photography to capture the
interaction of the shock wave with the cavity. They also measured the pressure loading
at the center of the walls of the cavity for different incident Mach numbers of the shock
10

wave. For the numerical simulations, they used a two-dimensional, second order accurate,
finite difference GRP scheme. Their numerical results match their experimental findings
Computation domain

both qualitatively and quantitatively.
FigureNeuwald,
1. Schematic
descriptions
of the
models
investigated:
(a) smooth-walled
duct; (b)
Klein and
Reichenbach
[9] used
a shocktube
to study
the flow in a chamber
rough-walled duct; (c, d) geometries for the investigation of changes in volume inside the duct.
Dimensions are in mm.
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subjected to a shock impinging on the entrance to the room. Their interest was in the
complex flow field and visualization techniques to analyze the flow field. However, they
reported the pressure histories measured at a few points on the walls of the room. They
supplemented their experimental observations by their numerical results obtained using
an inviscid Euler code.
A more realistic, but involved problem of indoor detonations in buildings was
investigated experimentally by Reichenbach and Neuwald [10].

They detonated

Nitropenta charges of 0.5 gm in small scale models of a multi-chamber building to obtain
a database of pressure loading for indoor detonations. They also examined the influence
of the charge position and the effects of venting holes in the detonation chamber.
In a two-part paper [11] and [12], Pack investigated the phenomena of reflection and
transmission of shock waves from different kinds of boundaries. In Part I [11], Pack
showed that for a wave traveling in a barotropic medium (one in which pressure is only
a function of density), the nature of the reflected wave is uniquely determined by the
relative shock impedances of the medium through which the incident wave passes and
the medium upon which it falls. Pack found a simple criterion to determine the nature of
reflection of a detonation wave at the end of a block of explosive. He considered specific
examples of an explosive in contact with a gas, water or solid surface.
In part II [12], Pack examined the motion of an elastic target of finite thickness
subject to the impact of a shock wave. The result of the impact is a system of reflected
and transmitted waves at the boundaries of the target. Pack [12] examined this process
in detail for a one-dimensional system and found formulas for the variation with time of
pressure and velocity in the target. Pack assumed for his analysis that the magnitude of
the pressure transmitted to the target block remains below the elastic limit of the block.
Sir Geoffrey Taylor’s publications [13, 14] are perhaps the first published work in the
area of blast waves from intense explosions. References [13, 14] are actually two parts of
one paper. The first part was written in 1941 during World War II. This paper was the
first attempt to describe what mechanical effects could be expected from the explosion of
an atomic bomb. The paper was declassified in 1950 and was permitted to be published.
Taylor discussed an ideal problem of sudden release of energy in an infinitely concentrated
form and calculated the motion and pressure of the surrounding air. He suggested that
the explosion results in a spherical shock wave propagating outward whose radius R can
be related to the time, energy released, atmospheric density and the ratio of the specific
heats.
In the second part of the paper [14], Taylor compared his analytical prediction of
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blast wave propagation to the data collected from some motion picture records of the
first atomic explosion in New Mexico. The agreement with the experiments is very good.
Igra, Elperin and Ben-Dor [15] numerically investigated the phenomenon of blast
wave propagation in dusty gases. The conservation equations for the flow field developed
behind a spherical blast wave propagating into a dusty medium (gas seeded with small
uniformly distributed particles) were formulated and solved using the random choice
method.

The random choice method was developed by Glimm [16] and has since

been extensively used for solving gas-dynamics problems; see, for example, Miura and
Glass [17] and Colella [18]. The main advantage of the random-choice method over
other numerical schemes is that it allows high-resolution of shock waves and contact
discontinuities, whereas in other finite-difference methods they are smeared over a few
mesh points as a consequence of artificial viscosity and truncation error.
Reference [15] considered three cases:
1. The dust is uniformly distributed outside the exploding spherical diaphragm.
2. The dust is uniformly distributed inside the exploding spherical diaphragm.
3. The dust is uniformly distributed inside a spherical layer located outside the
exploding spherical diaphragm.
They found that the dust presence weakened the blast wave and also changed the flow
field behind the blast wave. The typical blast wave signature (i.e., a monotonic reduction
in the pressure after the jump across the blast-wave front) changed to a different shape.
The maximum pressure was attained between the blast-wave front and the contact
surface. The purpose of this study was to assess the effects of a sudden release of a
relatively large amount of energy; typical examples include lightning, and chemical or
nuclear explosions. A very similar study was performed earlier by Miura and Glass [17]
for 1-D flow in a shocktube.
Reference [19] is a discussion of the chemical and mechanical processes that occur
when a detonation wave passes through an explosive. A detonation wave can be regarded
as consisting of an extremely strong shock wave closely followed by an exothermic
reaction capable of providing enough energy to sustain the wave. It is far more violent and
destructive than a shock wave due to the presence of a greater amount of energy produced
from the reaction, and the chemical combustion is continuously initiated by the adiabatic
compression and heating of the gaseous medium behind the shock front. Various aspects
of detonation such as the initiation of an explosion, pressure measurements in detonating
gases, similarity solutions for wave propagation are presented by different authors.
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Anderson and Long [20, 21, 22] demonstrate the use of the Direct Simulation
Monte Carlo (DSMC) method to model detonation waves.

In reference [20], they

simulate exothermic and endothermic reactions and show that under such circumstances,
one obtains pathological detonations that cannot be predicted using the well-known
Chapman-Jouget [23, 24] hypothesis. In Ref. [21], they restricted their study, for clarity,
to one-dimensional flow with the reaction A+M → B+M having variable energy release
and rate characteristics. They report observing ultrafast detonations having steady-state
values greater than predicted by the Chapman-Jouget theory.
Dewey [25] showed that all the flow properties within an unsteady shock wave of
intermediate strength can be determined by an analysis of the experimentally observed
particle trajectories. He applied the analysis to the blast waves from two TNT explosions.
The particle trajectories were observed using high-speed photography of smoke tracers.
The accuracy of the results was found to be within 5 to 10%. Dewey claimed that the
advantage of the technique was that they were able to describe all the properties of a
blast wave based only on experimental measurements.
Matsuo et al. [26] provided an optical study of cylindrically converging blast
waves. They produced cylindrical blast waves using a cylindrical explosive shell of
Pentaerythritol Tetranitrate (PETN) on a 200-mm-diameter by 5-mm-high cylindrical
surface. They used laser shadowgraph and spectroscopy to calculate the velocity of the
blast wave. They observed a temperature of 12,000 ± 2,000 K which they noted was
lower than that estimated, using the Rankine Hugonioit relations, from the propagation
velocity of the shock wave.
The shock wave reflection phenomena has fascinated many aerospace and mechanical
engineers. Although the focus of the research in this area is on reflection and diffraction
of shock waves from solid surfaces rather than blast loading, the physical process of a
shock wave interacting with a solid surface is the same. Gabi Ben-Dor’s has written
an entire book [27] describing the shock wave reflection phenomena. Henderson and
Gray [28] is another article that discusses the diffraction of strong shock waves over rigid
concave corners.
An investigation of the blast-impact problem using a continuum approach by Morris
et al. [29] is also underway. They are attempting to represent the solid body by a dense
fluid to model arbitrary shaped bodies, but this is still under development.
Although this study is focused primarily on the load-definition problem, a complete
investigation of blast impact on structures requires the simulation of structural deformation under loading. A non-comprehensive review of the literature in the area of assessing
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structural damage due to blast loading is provided below for completeness.
Mackerle [30] provides a bibliography on finite element and boundary element
methods applied to the analysis of structural response to impact, blast and shock
loadings. The references listed in this bibliography are articles and theses published
between 1993-1995. It also contains previously published books and reviews. The main
subjects include explosive analysis, fluid-structure impact buckling and shock-induced
damage on submerged structures. This is a useful and comprehensive resource containing
nearly 360 references.
Krauthammer, Shahriar and Shanaa [31] proposed a numerical approach to analyze
reinforced concrete beams and one-way slabs under severe dynamic loads. The approach
is based on the development of corresponding structural resistance functions, which are
then employed in single-degree-of-freedom analyses. A dynamic analysis was performed
where the deformed configuration of the structural element was computed at every load
step and used by the loading model to calculate the dynamic load. The analysis was
performed for reinforced concrete beams subjected to impact loads and for reinforced
concrete walls subjected to deformations of high explosive devices.
It is known that “soft” condensed matter (such as granular material or foams) can
reduce damage caused by impact or explosion due to their ability to absorb significant
energy. Nesterenko [32] considered the application of “soft” condensed matter for blast
mitigation using a simplified approach. The paper also presented analysis of some
anomalous effects and made suggestions for future research in the area.
Structures can be protected from weapon effects by burial in soil or rock. The
geologic cover provides shielding from the explosively induced stress waves. O’Daniel and
Krauthammer [33] assessed the capability to numerically simulate a dynamic mediumstructure interaction system composed of geologic backfills, a shock insulation material,
an explosive charge, and a partially buried structure. They employed the finite element
code, DYNA3D to estimate the relationships between the physical parameters of the
problem and the behavior of the system. They compared their numerical results with
test data from field experiments and against simpler computational models.
Krauthammer and Ku [34] developed a hybrid finite element-finite difference
approach to study the behavior, response and role of reinforcing bars in structural
concrete knee-joints under explosive loads. The connection region was simulated using
a finite difference approach and the adjoining members were represented with the finite
element code, DYNA3D. Their findings indicate that the location of the diagonal bars
across the inner corner has a significant effect on the joint’s strength.
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Since this problem is a major concern for the defense industry, most of the
experiments with realistic bodies such as buildings (especially, full-scale open-air blasts)
are confidential and not available to universities.

There is an enormous need for

experimental data to verify the predictions by various blast-impact codes such as the
one developed for this investigation.

1.3

Thesis Layout

The layout of the rest of the thesis is as follows. Chapter 2 discusses the different
numerical methods that can be used to solve the blast-impact problem. The continuum
methods used to capture flow discontinuities are described. The Direct Simulation Monte
Carlo (DSMC) method used in this study is described in the second part of Chapter 2.
Chapter 3 describes the implementation of the DSMC method for the problem of
blast-impact. Since this is a low Knudsen number, fluid-flow problem, where the DSMC
method is known to be inefficient, a novel, efficient technique to solve such problems
using DSMC is described. The Object-Oriented Programming (OOP) approach used for
the development of the solver is described and its benefits are outlined. The boundary
conditions used and their implementation in the solver are described. Chapter 3 also
discusses the domain decomposition technique along with message passing, used to
perform simulations in parallel.
Chapter 4 provides a thorough validation of the DSMC solver developed for this
study. The Riemann shocktube problem is chosen as a benchmark problem to ensure
that the solver accurately captures the shock wave dynamics. Small modifications to the
Riemann problem are made to validate the boundary conditions implementation in the
solver. Comparisons against experiments are also presented in this chapter.
Chapter 5 presents the numerical results for the blast-impact problem for model
shapes obtained using the DSMC solver. Chapter 6 presents a coupled blast impact
problem of a one-degree-of-freedom spring-mass-damper system. The problem is used as
an example to demonstrate the capability of the solver to simulate coupled fluid-structure
dynamics problems.
Chapter 7 reports the parallel performance of the solver for a few chosen problems.
The thesis is concluded in Chapter 8 by recapitulating some of the achievements made in
this study. The areas that require further research and development are also identified.

Chapter 2

Numerical Approaches
A hierarchy of mathematical models are available to solve fluid dynamics problems.
These models have varying degrees of approximation and may be broadly classified into
two groups: (a) continuum methods, and (b) particle methods. The continuum methods
treat the fluid as a continuous medium and the description of the state is in terms
of macroscopic flow properties such as the density, velocity, pressure and temperature.
This approximation of a “continuous medium” is valid when the characteristic length
scale of the problem, l, is much larger than the mean free path of the gas, λ (i.e.,
l  λ). The Knudsen number, Kn, which is defined as the ratio of λ and l (Kn
= λ/l), is a non-dimensional parameter used to quantify the degree of rarefaction
of a flow.

The continuum approximation (Kn  1) is generally valid for many

problems of engineering interest. Therefore, continuum methods are widely popular for
hydrodynamic simulations. The conventional mathematical model used in the continuum
methods is the Navier-Stokes equations.

The Navier-Stokes equations written in a

differential, nonconservation form are:
Dρ
+ ρ∇ · v = 0
Dt
Dv
ρ
= ∇ · T + ρf
Dt

D
1
ρ
e + v2
= ∇ · (w − q) + ρ(ṙ + v · f ) ,
Dt
2
where the stress tensor, T can be expressed as


2 µ ∂vi
Tij = − p +
3 ∂xj




δij + µ

∂vj
∂vi
+
∂xj
∂xi


.

(2.1)
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In the above, D/Dt is a material derivative, ρ is the fluid density, v the fluid velocity,
v the magnitude of the velocity vector, T the stress tensor, f the body force density,
e the internal energy, w = T · v the power vector, q the heat flux vector, and r is the
volumetric energy source. The set is closed by assuming a Newtonian fluid (valid for Kn
 1) and the equation of state, usually, the ideal gas equation:
p = ρRT

.

(2.2)

In the above, p is pressure, T is temperature, and R is the universal gas constant
The particle methods are based on molecular models that realize the particle structure
of the gas and model the gas at the microscopic level. The mathematical model at this
level is the Boltzmann equation. The Boltzmann equation is written in phase space and
is not amenable to analytical solution for non-trivial problems [35, 36]. The Boltzmann
equation for a simple dilute gas is:
∂
∂
∂
(nf ) + c ·
(nf ) + F ·
(nf ) =
∂t
∂r
∂c

ZZ∞
Z Z4π
−∞

where, f (c, x, t) is the normalized (i.e.,

RR∞R

n2 (f ∗ f1∗ − f f1 ) cr σ dΩ dc1

,

(2.3)

0

f dc = 1) particle distribution function in

−∞

velocity space, n is the number density, c is the velocity of a class of molecules, F is the
external force, cr is the relative velocity magnitude, σ is the collision cross-section, Ω is
the solid angle, subscript (1) represents molecules of another class moving with velocity
c1 , and superscript (∗) represents post-collision quantities.
Some of the different particle methods in use are the Molecular Dynamics (MD)
model [37], Monte Carlo and the Lattice Boltzmann Method (LBM). The most
fundamental is the Molecular Dynamics model. In this approach the particles move
according to Newton’s laws and collide with each other whenever the spacing between
any pair of molecules decreases to the assumed cutoff limit of their force field. This
model can even account for quantum mechanical effects. Nevertheless, it is extremely
computationally intensive and is not extensively used for applications involving large
(O(m)) length scales. The Molecular Dynamics model has been exploited mainly for the
simulation of dense gases and liquids where all other models (particle or continuum) fail.
It is not effective for dilute gases.
The Monte Carlo approaches and the Boltzmann equation are derived from the
Liouville equation [38]. The Liouville equation describes the evolution of the phase space
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distribution function for a conservative Hamiltonian system. Essentially, it is a continuity
equation for the flux (evolution of ensemble in the phase space).

The continuum

conservation equations (e.g., Navier-Stokes) can be derived from the Boltzmann equation
for small Kn by taking moments of the distribution function (c.f., Bird [39, Ch. 3]).
The term “Monte Carlo” was adopted in 1940s by Ulam [40], John von Neumann [41]
and Metropolis [42] for methods involving statistical techniques, such as the use of
random numbers, to find the solutions to mathematical or physical problems. The first
documented application of a Monte Carlo method appears in a paper [43] by G. Comte
de Buffon in 1777. He described an experiment in which a needle of length L is thrown
randomly onto a floor ruled with parallel straight lines a distance D apart. He then
estimated the probability that the needle would intersect a line, by throwing the needle
many times and calculating the ratio of the number of throws intersecting a line to
the total number of throws. This is referred to as “Buffon’s Needle Experiment.” The
experiment is described in Appendix A. Later, Laplace [44] suggested that the same
idea could be used to evaluate π from the throws of the needle. Lord Kelvin [45] used
the Monte Carlo method in 1901 to perform time integrals which appeared in his kinetic
theory of gases. However, it was only in 1940s that the Monte Carlo methods were
developed enough to be used for solving engineering problems.
The Lattice Boltzmann method (LBM) is based on microscopic models and mesoscopic kinetic equations [46]. The fundamental idea of the LBM is to construct simplified
kinetic models that incorporate the essential physics of microscopic or mesoscopic
processes so that the macroscopic averaged properties obey the desired macroscopic
equations. By developing a simplified version of the kinetic equation, one avoids solving
complicated kinetic equations such as the full Boltzmann equation, and also avoids
following each particle as in MD simulations. The LBM has been particularly successful
in fluid applications involving interfacial dynamics and complex boundaries [46]. Long
et al. [47] compare the results from this method against experiments and analytical
resutlts.
The Knudsen number is used to distinguish the regimes where different governing
equations of fluid mechanics are applicable. Figure 2.1 schematically draws the limits
of applicability of different continuum and particle methods. Continuum methods are
applicable in the small range where Kn < 0.1. For larger Kn (approximately 0.1 < Kn <
0.5), the momentum and heat fluxes in the Navier-Stokes equations cannot be written
in terms of macroscopic quantities (non-Newtonian fluid) and hence the set of equations
is incomplete. For even larger Kn, the fluid can no longer be considered a continuum,
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Figure 2.1. Limits of applicability of various mathematical models to simulate fluid flow [39].

and the Navier-Stokes equations do not hold. The following excerpt from Dorrance [48]
appropriately describes the limitations of using the continuum approach: “The NavierStokes equations and the remaining equations can be used to describe many situations
with remarkable success over a wide range of gas pressures and temperatures for the flow
of mixtures of polyatomic gases. We must not expect too much of the theory, however.
There is no a priori reason to expect that the theory can be applied to ionized gas flows
or the flow of liquids with any degree of success, nor is uncritical application of the
low-density or nearly free molecule flow of gases warranted.”
Particle methods based on the Boltzmann equation are valid for all Knudsen numbers,
however, they are most efficient for high Kn (> 0.1), where the continuum methods
cannot be used. Until recently, the use of particle methods was restricted to situations
where the continuum methods were not valid. Such situations arise in rarefied gas
dynamics, flows with large gradients (e.g., shocks) and flows in Micro-Electro-Mechanical
Systems (MEMS) where the Knudsen number can be fairly large.
A study of blast wave interaction with structures requires both the fluid dynamics
simulation of blast wave propagation and structural dynamics simulation of the
deformation of the solid body. This study primarily focuses on simulating the blast
wave propagation and its interaction with structures. A primary concern in simulating a
blast/shock wave propagation is the accurate resolution of discontinuities. The following
section describes the different continuum models generally used to accurately resolve
flow discontinuities.
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2.1

Continuum Models

Over the last 50 years, a great number of numerical schemes have been devised for the
simulation of compressible gas dynamics on digital computers. A big challenge in this
area has been the problem of representing the shock and contact discontinuities which
arise in these simulations. One of the earliest solutions to this problem was proposed by
Neumann and Richtmyer [49]. This method is still being used with minor modifications.
However, more accurate and more elegant methods for representing discontinuities have
evolved over the years. Three different approaches are very commonly used and are
discussed here.

The review article, Ref. [50] by Woodward and Colella provides a

very nice description of these three different approaches and discusses the advantages
and disadvantages of each method by comparing the results for three two-dimensional
test problems. Although there is recent interest in using adaptive grids for resolving
flow discontinuities, Ref. [50] used a rectangular, uniform grid to compare the different
methods.
The three commonly used approaches to represent flow discontinuities are described
below.

2.1.1

Artificial Viscosity

Artificial viscosity is the earliest and most commonly used approach to represent flow
discontinuities. It was originally suggested by Neumann and Richtmyer [49] in 1950. In
a real flow, there are no discontinuities, rather, there are very thin regions of very sharp
gradients. In principle, one can simulate the problem exactly if the terms representing
viscosity and heat conduction are included. However, this would require resolving very
small length scales characteristic of momentum transport and molecular heat conduction
(of the order of mean free path of the gas). This is practically impossible (except for
rarefied gases, or for flow in micro-devices) because of limited computer resources.
Neumann and Richtmyer realized that the viscosity and heat conduction coefficients
could be artificially increased, without changing the flow very much, so that the
discontinuities in the flow are spread over distance scales which are negligible but still
resolvable on a practical computational mesh. The basic principle behind the approach is
to add dissipation (of kinetic energy) terms to the differential equations. They suggested
the use of an artificial pressure to smear shocks over a few computational cells. Later
Lapidus [51] suggested that terms describing diffusion of mass, momentum, and energy
can be used for the same purpose.
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The major advantage of this approach is its simplicity. A large artificial viscosity
assures a smooth solution. This procedure is specially successful when the artificial
viscous effects are important on distance scales of fixed length [50]. The drawback
of using this simple method are large computation time and memory requirements.
Since the discontinuities are smeared over many cells, this method requires very fine
grids. Woodward and Colella [50] demonstrated that the straightforward approach is
impractical for many problems of practical interest if a fully converged solution is desired.
There have been developments based on this method that use adaptive refinement of grids
to reduce computation cost. However, the schemes using adaptive grids are not free of
problems: they become considerably expensive in two dimensions, and they require an
implicit treatment of flow equations.

2.1.2

Linear Hybridization

In this approach the results of two difference schemes are blended together. A high-order
difference scheme which is very accurate in smooth flow but badly behaved (oscillations)
at discontinuities is blended with a low-order scheme. In smooth flow, the high-order
scheme is used, but near a discontinuity the low-order scheme is blended with it to an
extent sufficient to guarantee monotone representations of the jumps at the discontinuity.
The blending weight factor is obtained by imposing the monotonicity constraint.
A low-order scheme is highly dissipative near discontinuities, hence when combined
with an oscillating solution by a high-order scheme, it results in a solution that has sharp
but monotonic discontinuity profiles. The idea of linear hybridization is to combine
the best features of both methods in an intelligent way.

In order to preserve the

exact conservation of mass, momentum and energy by the composite scheme when the
blending factors vary over the grid, it is the flux of these conserved quantities at the
zone interfaces as computed by the two schemes which are blended. These combined
fluxes are then differenced to update the mass, momentum and energy of each zone. A
linear hybridization of first- and second-order difference schemes of the von Neumann
and Richtmyer type has been devised by DeBar [52]. Some examples of this approach are
the ETBFCT scheme of Boris and Book [53] and the MUSCL scheme of van Leer [54].
Methods based on this approach are able to perform better than those that
employ artificial viscosity terms; but under certain circumstances the monotonicity
constraint proves to be unphysical, and then difficulties can arise. The process of linear
hybridization requires about twice as much work as the artificial viscosity method, but
it yields an improved resolution of flow discontinuities when a uniform grid is used.
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Another weakness of this approach is that it is limited in a fundamental way by the
resolving power of the low-order scheme. This limitation is most apparent when the
interaction of discontinuities is computed [50]. A more important limitation of the linear
hybridization approach is the difficulty in estimating appropriate weight factors in the
absence of any additional information about the inherently nonlinear physical processes
which operate near flow discontinuities.

2.1.3

Godunov’s Approach

The first two methods, artificial viscosity and linear hybridization, are both finite
difference schemes derived from Taylor series expansions of the terms in the differential
equation. This technique is fundamentally based upon the assumption that the solution
is smooth. At a discontinuity this assumption is inappropriate. Therefore, the first
two methods have to introduce the unphysical mechanisms of artificial viscosity and
monotonicity constraint to represent discontinuities.
Godunov [55] pioneered a new approach to this problem in 1959. Instead of building
up a solution by piecing together smooth, small-amplitude solutions, he built up a
solution by piecing together discontinuous solutions.

These discontinuous solutions

closely approximate the smooth ones where those are appropriate, but they have the
great additional advantage of approximating the true solution when it is has sharp
discontinuities.
Godunov made use of the Riemann shocktube problem which can be analytically
solved. His approach was to approximate a hydrodynamic flow by a large number
of constant states, compute their interactions exactly, and average the results in a
conservative fashion.

This procedure leads to an accurate and very well-behaved

treatment of shock discontinuities. One of the most popular approximate Riemann
solvers was proposed by Roe [56], [57]. The essentially non-oscillatory (ENO) scheme [58]
by Harten, Engquist, Osher and Chakravarthy is also an extension of the Godunov
approach.
A different way of using Riemann problems was developed by Glimm [16] and
others [17], [18]. This method is called the random choice method. This method offers
some improvements over the Godunov method: however, the very desirable properties
of this method in one dimension do not persist in its multidimensional formulations.
A disadvantage of Godunov’s approach is that it introduces complexity into the
difference scheme. The complexity increases further if the equation of state cannot be
represented by a simple gamma law or an isothermal assumption. However, the cost in
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program complexity and computational effort is more than offset by the benefit of the
high accuracy it offers.
These three approaches are used in a variety of implementations today.

Each

approach is suitable for certain conditions. Therefore, careful examination should be
made of what is desired from the simulation, and how much computer resources and
time are available.

2.2
2.2.1

Direct Simulation Monte Carlo (DSMC)
Introduction

DSMC is a direct particle simulation method based on the kinetic theory of gases. It can
be viewed as a simplified Molecular Dynamics (MD) method or a Monte Carlo method
for solving the time-dependent, nonlinear Boltzmann Equation [59].
The fundamental idea is to track a large number of statistically representative
particles.

The particles move according to Newton’s laws and collide with each

other conserving mass, momentum and energy. The particles’ motion is calculated
deterministically but the collisions are treated statistically. The direction of a molecule’s
post-collision velocity is calculated by performing random walks (a random process
consisting of a sequence of discrete steps of fixed length) while conserving momentum
and energy. Hence, the collisions in DSMC are only statistically correct. The treatment
of intermolecular collisions is the key difference between MD and DSMC. The particle
interactions in the MD method are calculated using potentials such as the Lennard-Jones
potential.
All continuum models break down at sufficiently high Knudsen numbers and must
be replaced by particle based models. The conventional mathematical model is then the
Boltzmann equation. Some key DSMC assumptions such as molecular chaos are shared
with the Boltzmann equation, but the applications of and the extensions to DSMC
method have now gone beyond the range of validity of this equation [60].

2.2.2

Algorithm

Similar to a conventional CFD scheme, a computational domain in physical space is
defined for DSMC simulations. An overlaying grid is used for selecting collision pairs and
also for sampling macroscopic properties. The grid may be structured or unstructured.
The domain may either have particles initialized to some equilibrium solution (e.g.,
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freestream condition) or the particles may enter into an empty domain through the
inflow boundary. Each particle is moved a distance v∆t every time step, where v is
the velocity of the particle and ∆t is the global time step. Appropriate conditions are
applied for each molecule if it encounters a boundary. These typically are: specularlyor diffuse-reflecting wall, periodic, and inflow or outflow boundaries. The particles are
then sorted into different cells depending on the current positions of the particles. This
is required because the intermolecular collisions are limited to the particles in a cell,
and also for sampling macroscopic properties. The collisions are binary and the collision
partners are chosen based only on the magnitude of their relative velocity. The positions
of the particles within a cell are not used to determine collision partners. This is justified
because each simulated particle actually represents numerous real molecules and hence
the actual position of a simulated molecule cannot be related to that of a real molecule.
The intermolecular collisions are performed based on the choice of collision model.
The different models commonly used are: hard sphere (HS), variable hard sphere (VHS)
and variable soft sphere (VSS). The HS model, per se, models monoatomic gases, but
may be used with the Larsen-Borgnakke model [61] to simulate diatomic gases. In this
research the Larsen-Borgnakke model is used with hard sphere molecules to simulate air.
The macroscopic properties are sampled every few time steps. The sampling is performed
by averaging over the molecules in each cell. One may choose a different cell structure
for sampling than the one for selecting collision partners but this is usually avoided as
it requires additional calls to the sorting routine which increases the computation time.
Figure 2.2 is a flowchart of a typical DSMC simulation. There are essentially four
subroutines in a DSMC simulation:
1. Move the particles for time ∆t assuming no intermolecular collisions but treat the
collisions with the domain boundaries
2. Sort the particles in different cells
3. Perform intermolecular collisions
4. Sample macroscopic properties of interest
The primary approximation in DSMC is to uncouple the motion and the collision
of the particles for a small time step. This assumption is correct only when molecular
chaos is assumed for the flow and the time step is less than the mean collision time
of the particles.

The other computational assumptions associated with the DSMC

method are: (1) a small number of simulated particles are used to represent a large
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Figure 2.2. A Flowchart of a typical DSMC simulation.

number of real molecules, and (2) finite cell and sub-cell sizes are used to discretize the
continuous physical space. The first approximation results in statistical scatter which
is many orders of magnitude greater than the scatter that is present in the real gas.
The statistical scatter is reduced by time averaging the results for a steady flow and
by ensemble averaging different realizations of an unsteady flow. It has generally been
observed [39] that even very small values of the ratio of number of simulated molecules to
the number of real molecules do not cause the fluctuations to become unstable although
these may yield very poor results.

2.2.3

Literature on DSMC

The Direct Simulation Monte Carlo (DSMC) method has gained a lot of popularity
since its development by Bird [62] in the 1960s. The method has been thoroughly
tested for high Knudsen-number (> 0.1) flows over the past 25 years and found to
be in excellent agreement with both experimental data [63] and Molecular-Dynamics
computations [64]. The method was developed primarily for aerospace applications in
rarefied gas dynamics and has been applied extensively in that area [39, 63, 65, 66, 67].
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DSMC has also been used successfully for hypersonic flows [39, 68, 69] and modeling
detonations [20, 21, 22]. In fact, DSMC has become, de facto, the principal tool to
investigate high Knudsen number flows. DSMC is also very useful for modeling flows
involving chemical reactions [20, 70, 71, 72].
Reference [39] is the most thorough resource on DSMC. A review of the existing
Monte Carlo methods of gas flows by Bird [65] compares DSMC with other Monte
Carlo procedures. The various models discussed in the article are: Molecular Dynamics,
Test Particle, Hicks-Yen-Nordsieck, and DSMC. Bird [65] concludes the following: (1)
MD is the only method applicable for dense gases but is not practical for dilute gases
because of the enormous computing cost associated with it, (2) DSMC is relatively easily
applied in both programming effort and computation time which is mainly because the
computation time is directly proportional to the number of simulated molecules. Bird
deems impractical the approaches that require a computation time nonlinearly related to
the number of molecules, and (3) The Test Particle method and other similar approaches
such as by Broadwell [73] suffer from two serious disadvantages: (a) requirement of a
cell network in phase space, and (b) an initial estimate of the solution.
Another recent review article by Oran et al. [67] describes the advances in DSMC
and the then current applications of the method. Reference [67] also outlines the errors
common in DSMC applications. Alexander and Garcia [59] present a lucid description
of the algorithm for a DSMC simulation of the Rayleigh problem. They also suggest a
list of problems that the interested reader may pursue. Muntz [63] also discusses DSMC
in his review on rarefied gas dynamics. He regards DSMC to be the dominant predictive
tool in rarefied gas dynamics.
DSMC simulations become more exact as the time step and the cell size approach
zero. Wagner [74] has proved that the DSMC method converges to the solution of the
Boltzmann equation in the limit of the time step and the cell size equal to zero. Since
the motion of the particles is independent of the cell structure, the disturbances can
propagate at the sound or shock wave speed even when the ratio of cell size to the time
step is relatively very small. Therefore, DSMC is not limited by a stability criterion such
as the Courant-Fredrichs-Lewy (CFL) condition.
A recent article by Bird [60] reviews the current status of the DSMC method
with particular emphasis on its range of validity, the extent of its validation against
experiment, and the new molecular models that have been developed in the context
of DSMC modeling. The article also presents unsteady simulation results for axially
symmetric and three-dimensional Taylor-Couette flows.
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Long [69] compared the performance of Navier-Stokes against that of DSMC for
hypersonic flows. The reference also pointed out the differences and similarities between
the two codes. Both methods were found to be very effective for hypersonic flows.
Stefanov et al. [75] also compared the two methods for three unsteady flow problems.
Chen and Boyd [76] analyze the statistical error associated with the DSMC technique
when it is applied to non-equilibrium hypersonic and nozzle flows. They calculate the
root mean square (RMS) error based on the density and the translational temperature.
The errors are calculated by comparing against their own numerical solution obtained
by using the largest number of particles. They also present a model equation that
approximately predicts the behavior of the statistical fluctuations and compare their
observations against the model predictions. However, Ref. [76] does not consider the
contribution of finite time step to the statistical error. References [77, 78, 79] analyze
the discretization errors in DSMC due to finite cell size and time step.
Rieffel [80] presents a model for predicting the runtime and storage requirements
for DSMC simulations. Rieffel [80] considers a variety of flow configurations, including
internal, external, steady, and unsteady. Rieffel validates his model against simple test
cases and also against experimental results for a realistic three-dimensional simulation.
A major hurdle in using DSMC for large-scale, complex problems is the computation
cost. It has been generally observed that to obtain the same accuracy a DSMC code
requires more computation time than a Navier-Stokes code. Recent attempts [81, 82, 83,
84, 85] have focused on using parallel computers to solve complex problems in reasonable
time. Reference [81] is a data parallel approach and Refs. [82, 83, 84] employ the
domain decomposition technique for parallelization. Domain decomposition reduces the
memory requirements per processor in addition to speeding up the computation. The
memory limitations are becoming increasingly important as more and more complex
problems are attempted. The domain decomposition technique is an effective solution
to achieve both speedup and large memory. Nance et al. [82] perform dynamic domain
decomposition to maintain a favorable load balance. They use an in-house run-time
library, called CHAOS which is based on the Parallel Automated Runtime Toolkit at
ICASE (PARTI) library developed at NASA Langley. Dietrich and Boyd [83] modify
the DSMC algorithm and use a localized data structure based on a computational cell
to achieve high performance. With this approach domain decomposition can be found
with equal calculation load on each processor while maintaining minimal communication
among the nodes. They calculated three example flow configurations to demonstrate the
generality and performance of their method.
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It is essentially the robustness of DSMC that has made this method widely popular.
Research is going on to apply this method to other areas such as acoustics [86, 87, 88, 89].
The interested reader is referred to Bird [39] for detailed description of DSMC and its
applications.

Chapter 3

Implementation of DSMC for
Blast-Impact Simulations
3.1

Overview

This chapter describes the implementation of the DSMC method in the solver developed
for this study. Blast-impact simulations usually involve the simulation of fluid flow for
very small Knudsen numbers (Kn  1). It should be emphasized that the local Knudsen
number can be very large inside the shock structure, however, the objective of these
simulations is to predict the blast loading and not to capture the details of the structure
of the shock. Section 3.2 describes how the DSMC algorithm is adapted to efficiently
simulate flows with low Kn. Since the blast/shock wave travels through air before it
interacts with a solid body, a diatomic model to simulate air (essentially a diatomic gas)
is described. Section 3.4 describes the different boundary conditions implemented in the
solver. Since the shock dynamics can be captured using an inviscid-flow approximation,
only specularly-reflecting walls are implemented. The algorithm used to simulate the
interaction of particles with a solid body of arbitrary geometry is described in detail
in section 3.5. The rest of the chapter deals with the actual implementation of the
algorithms in the software. An object oriented approach is used to develop the software.
The code is parallelized using a domain-decomposition technique with message passing
for inter-processor communication. These are described in the last two sections of this
chapter.
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3.2

DSMC for Low Kn Flows

There have been few attempts [90, 91] to use DSMC for problems where the continuum
assumption holds (Kn < 0.1). This is because DSMC inherently assumes that the cell
size and the time step in a simulation are of the order of magnitude of the mean free path
and the mean collision time, respectively of the gas. Typical magnitudes of the mean
free path and the mean collision time of air in standard atmospheric conditions are of
the order 10−8 m and 10−10 seconds respectively. A simulation of flow over large bodies
(typical length O(m)) in such conditions requires enormous time and memory. But, in
a rarefied atmosphere, the values of the mean free path and the mean collision time can
be quite large. This makes possible the simulation of flows over re-entry vehicles using
DSMC in reasonable time. When the body of interest is comparable to the size of the
mean free path, e.g., in micro-devices, DSMC can also be inexpensively used at standard
atmospheric conditions.
Pullin [90] suggested an algorithm to extend the application of DSMC to the
continuum regime for inviscid, perfect-gas flows. The assumption of inviscid, perfect-gas
flow is equivalent to assuming local thermal equilibrium (Kn = 0) at every point and at
all times [90]. This is analogous to solving the Euler equations. In his algorithm, Pullin
reinitializes the velocity of every molecule to the local Maxwellian after every iteration,
thus insuring local equilibrium. Pullin [90] showed that for such idealized cases, the cell
size and the time step could be chosen to be a practically infinite number of times of
the molecular mean free path and the mean collision time since the fluid properties are
assumed to be constant over each cell. The error in making such an approximation is
that the flow properties are smeared over a cell width. For example, if we simulate a
shock wave, the minimum thickness of the wave by a DSMC simulation will be equal to
the cell size.
Interestingly, Pullin [90] ruled out the possibility of using his approach because of
the time penalty associated with the calculation of equilibrium molecular velocities at
each time step. Recently, Sharma and Long [92, 93, 94] have proposed an inexpensive
procedure to achieve local thermodynamic equilibrium. In this procedure, one allows
enough collisions per cell per time step to relax the gas to the local Maxwellian. The
maximum number of collisions is a function of the number of particles in the cell
but it is fixed at about three-fourths of that number.

This is a very conservative

approximation as can be inferred from Figs. 3.1 and 3.2. These figures plot the results
of a simple experiment of rotational relaxation in air. The gas is initially perturbed
from a Maxwellian distribution by imposing a zero rotational temperature. Figure 3.1
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plots the rotational and translational temperatures as a function of number of collisions
for three different numbers of particles per cell. After a sufficient number of collisions,
the gas returns to the local Maxwellian. This limit increases with increasing number
of particles, but is always less that three-fourths the value as observed in Fig. 3.2. It
should be emphasized that the inter-particle collision routine is very expensive and takes
almost 60 percent of the total run-time. This is discussed later in Chapter 7 where
the performance of the code is investigated. A significant reduction in run-time can be
obtained by optimizing the number of collisions used to achieve thermal equilibrium.
Another important point is that the experiment of rotational relaxation is an extreme
case: in a more physical problem (of blast-impact) the gas is expected to deviate very
little from the equilibrium condition, and therefore will require significantly less collisions
to attain equilibrium.
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Figure 3.1. Rotational relaxation in air.

In order to perform one collision, approximately 60 floating point operations are
required as opposed to about 360 required to assign a Maxwellian velocity to one particle.
Hence, the procedure of relaxing the gas to a Maxwellian using collisions is at least
about six times more economical. A significant reduction in the computation time by
this procedure makes DSMC a practical Euler solver.

Number of collisions required for 1% error
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Figure 3.2. Minimum number of collisions per cell per time step required to reduce the difference
between rotational and translational temperatures to within 1%.

3.3

Modeling Diatomic Gases

The air is considered to be a diatomic gas. The DSMC solver is required to model the
diatomic nature of a gas as the present study concentrates on shock waves propagating
through air. A diatomic molecule has five degrees of freedom while a monoatomic
molecule has only three degrees of freedom. The additional degrees of freedom are from
the rotation of molecules about their center of mass. The rotation allows for additional
storage of energy in the molecule, namely, the rotational kinetic energy. Vibrational
modes are not included here.
A monoatomic gas may be represented by hard spheres.

However, an internal

energy model is required to truly represent a diatomic gas. Such a model is required
to incorporate the internal energy associated with the rotation of the molecule. It is
important to note that the only concern is to handle the internal energy exchange
between the molecules during the collisions; the actual structure of the molecule and
how the collisions physically occur are not usually important.
Borgnakke and Larsen [61] developed a phenomenological model to treat intermolecular collisions and gas-surface interactions of polyatomic molecules. The phenomenological approach is to create the simplest mathematical model of a process at
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the molecular level that reproduces the physically significant effects on the gas flow of
that process. The Larsen-Borgnakke model is a statistical model similar in form to the
analytical relaxation models for ensemble averages such as those proposed by Morse [95]
and Brau [96]. However, in this model the relaxation concept is applied to individual
collisions and interpreted statistically. In the Borgnakke and Larsen [61] theory, the
post-collision internal energies in a fraction of the collisions are simply sampled from
the known equilibrium distributions associated with a notional “temperature” based on
the energy in the particular collision. This leads to a physically realistic behavior of the
gas at the macroscopic level and bypasses the limitations of the physical analogues that
had been employed in the kinetic theory. A few alternatives to this method are Pullin’s
model [97] and Lord’s model [98].
In this study, diatomic molecules are modeled as hard spheres with variable internal
energy. The internal energy and the translational energy of the colliding molecules
are redistributed during the collision but the total energy is conserved. The following
mathematically describes the treatment of inter-molecular collisions used in this study.
The internal energy of each molecule is initialized to be ei = mRTr where m is the
mass of a simulated molecule, R is the gas constant and Tr is the rotational temperature.
Tr is initially the same as the total temperature since the gas is in a thermal equilibrium.
Each molecule is diatomic but is considered to be spherical for calculating the collision
frequency. The internal energy is considered only when the energy is redistributed during
the collision process.
The following analysis is presented for a single-specie gas. All the molecules are of
the same type (i.e., air). Two molecules are randomly chosen from a cell to be considered
for a collision. These two molecules will be referred to as a and b. The relative velocity
of the molecules is calculated, gab = ub − ua . The collision pair (a, b) is then accepted if
the following is satisfied
(ν−5)/(ν−1)

g
n ab
o
(ν−5)/(ν−1)
gab

> R1

,

(3.1)

max

where R1 is a random number from the series R1 , R2 , . . . having a rectangular
distribution in [0; 1]. For a hard sphere molecule, ν = ∞, which reduces the above
expression to
gab /{gab }max > R1

.

(3.2)

Random pairs (a, b) are chosen until the above condition is satisfied.
Once a pair satisfies the inequality in Eq. 3.2, the total energy of the molecules e =
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2 where µ = m m /(m + m )
et + ei is calculated. The translational energy is et = 12 µgab
a b
a
b

is the reduced mass, and the internal energy is ei = eia + eib .
The ratio of the probability to the maximum probability of a particular value of the
translational energy for a diatomic molecule is
P/Pmax = 4(et /e)(1 − et /e) .

(3.3)

Two sets of random numbers (R2 , R3 ) are drawn from a rectangular distribution in [0; 1]
until the following inequality is satisfied
{P/Pmax = 4(R2 )(1 − R2 )} ≥ R3

.

(3.4)

The post-collision kinetic energy, e0t = R2 e and the internal energy e0i = e − e0t are
then redistributed between the two molecules while conserving the total energy. The
internal energy is divided randomly: e0ia = R4 e0i and e0ib = e0i − e0ia . The post-collision
velocities of the molecules are obtained in the same manner as in the case of hard sphere,
p
monoatomic molecules with an updated relative velocity magnitude, gab = 2e0t /µ.
This model is employed because of its simplicity and generality. It is easy to program
and still gives excellent results.

3.4

Boundary Conditions

Correct implementation of boundary conditions is an essential aspect of the practical
application of a scheme into a working code. The treatment of boundary conditions in
DSMC is different than in conventional CFD schemes. This is because, in CFD schemes,
the boundary conditions are known and specified in terms of macroscopic flow variables,
whereas in DSMC, the number, position, and velocity of the particles entering the domain
through the boundary are required. The following boundary conditions are implemented
in the DSMC solver developed for this study: inflow, outflow, wall and periodic.
The applications of different boundary conditions for conventional CFD schemes are
well understood and documented [99]. However, such implementations for the DSMC
method, especially for inflow and outflow boundaries, are still under development. Until
recently, Dirichlet type of boundary conditions were used at the inflow boundary where
all the properties of the entering particles were physically specified. The theory of
‘method of characteristics’ (MOC) prescribes that the above is valid only for a supersonic
inflow boundary.

Similarly, at the outflow boundary, a uniform upstream flow, or
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a “vacuum” condition has been used. A “vacuum” condition at a boundary implies
that no particles enter the domain through that boundary. These boundary conditions
have been successfully used for rarefied gas flows where the inflow is supersonic, and
the outflow velocity is much larger than the most probable thermal speed for which
the “vacuum” condition is acceptable. However, such implementations are invalid for
low-speed flows such as those observed in micro devices, e.g., Micro-Electro-Mechanical
Systems (MEMS).
Ikegawa and Kobayashi [100], Nance et al. [101], and Liou and Fang [102] have
developed implicit treatments of inflow and outflow boundary conditions for DSMC
in the last fifteen years. All of them use the ‘method of characteristics’ theory but
implement the conditions differently. Since the theory of ‘method of characteristics’ is
based on the continuum assumption, these implementations are valid only for flows where
the continuum approximation holds.
Care should be taken when implementing these boundary conditions since the
statistical scatter in the DSMC simulations may be large enough to make the procedure
unstable [102]. In a steady-state simulation, the time-averaged value of the inflow velocity
is used for higher accuracy. In an unsteady simulation, previous studies have used
an average over two or three time steps (e.g., Ref. [100]), or a spatial average over
neighboring boundary cells (e.g., Ref. [102]), to reduce the scatter. Spatial averaging is
used in this study since the simulations of interest are time accurate.
The inflow and outflow conditions as described in Ref. [102] have been implemented
here. The inflow boundary condition yields accurate results for shocktube simulations,
however, the outflow boundary condition works only for cases where the outflow velocity
is sufficiently high at all times. This is expected because when the outflow velocity is
very close to zero, the scatter in the results is larger than the stream velocity and it can
cause the simulation to diverge. The implementation of the outflow boundary condition,
however, is correct and is validated for a steady, subsonic flow through a tube.

3.4.1

Inflow Boundary Condition

An inflow boundary condition is used for shocktube type simulations where a planar
shock wave is desired. For a specified shock strength and atmospheric conditions ahead
of the shock wave, the conditions behind the shock wave can be calculated by using
normal shock relations (c.f., Ref. [103]). The velocity, density and temperature behind
the shock wave are then used to find the conditions at the inflow boundary. This approach
can be used with conventional CFD schemes as well as with particle methods such as
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DSMC.
There are two ways to implement an inflow boundary in a DSMC code. A simple
and straightforward approach is to use ghost cells at the inflow boundary. At every time
step, all the particles that go out of the inflow boundary and those in the ghost cells are
deleted, and new particles with the correct inflow properties are inserted in the ghost
cells. The new particles are distributed uniformly in space in each ghost cell. Since
local thermodynamic equilibrium is assumed at the boundary, the velocities of these
particles are obtained using a Maxwellian distribution based on the inflow velocity and
temperature calculated using normal shock relations. The algorithm to sample velocities
according to a Maxwellian distribution is described in Appendix B.1.
Another possible approach is to specify the inward number flux , Ṅi (c.f., Ref. [39])
instead of using the ghost cells. When the particles are translated, all the particles that
leave the domain through the inflow boundary are ignored. A fixed number of particles
are then inserted through the inflow boundary. This number is calculated using the
following relation:
h
i
β Ṅi /n = exp(−s2 cos2 θ) + π 1/2 s cos θ{1 + erf(s cos θ)} /(2π 1/2 ) ,

(3.5)

where, Ṅi is the number flux, s = u0 β is called the molecular speed ratio, β = (2RT )−1/2
is the inverse of the most probable thermal speed of a particle, n is the number density,
θ is the angle between the inflow velocity, u0 and the outgoing normal to the inflow
boundary. The number of particles to be inserted through area δA, in time δt is then
Ṅi × δt × δA. See Appendix B.2.1 for details.
The velocities of the incoming particles follow a Maxwellian distribution given by
fβu0 ∝ (βu0 + sn ) exp(−β 2 u02 ) ,

(3.6)

where, sn = βu0 is the speed ratio based on the normal component of the stream velocity,
and u0 = u − u0 is the thermal velocity component. An acceptance-rejection algorithm
to sample this distribution is described in Appendix B.2.
If the inflow boundary is in the yz plane, the y and z coordinates of the incoming
molecules are randomly (uniform) distributed in the boundary cell. The x location of
each particle is obtained by moving the particle with its x velocity, u for a random
fraction of the time step, ∆t from the inflow boundary, xb . Mathematically, it can be
written as
x = xb + uRf ∆t

.
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Subsonic Inflow
The numerical simulation of subsonic flow requires a special treatment of inflow and
outflow boundary conditions. The method of characteristics dictate that for a subsonic
inflow, there are two incoming characteristics and one outgoing characteristic. Therefore,
only two variables can be freely specified at the inflow boundary. These are called
physical boundary conditions. The third variable has to be obtained numerically from
the domain. This is called a numerical boundary condition.
Traditionally, the streamwise velocity is obtained using a numerical boundary
condition while the pressure and density are physically specified. For a DSMC simulation,
the density and pressure are converted to the number density and temperature:
nin = ρin /m

(3.7)

Tin = pin /(ρin R) ,

(3.8)

where, ρin and pin are the density and pressure at the inflow boundary obtained using
the normal shock relations, and R is the universal gas constant.
There are two ways to implement a numerical boundary condition to obtain the
streamwise inflow velocity. In the first method, suggested by Nance et al. [101], the
streamwise velocity is determined for each boundary cell through consideration of the
fluxes across the cell’s boundary face and enforcing conservation of particles. In the
other procedure, by Liou and Fang [102], the streamwise velocity is simply extrapolated
using a zeroth order polynomial from the interior to the boundary. In this study the
second procedure is used as it is easy to implement and yet gives accurate results.
Supersonic Inflow
A supersonic inflow boundary is easier to implement, as all three characteristics point
into the domain. The physical boundary conditions can be specified either by using
ghost cells, or by specifying the inward flux. The solver checks the Mach number at the
start of the simulation at the inflow boundary and decides whether to apply subsonic or
supersonic inflow conditions.

3.4.2

Outflow Boundary Condition

The conditions at the outflow boundary are obtained using the method of characteristics.
For a subsonic outflow, one physical condition (usually pressure) can be imposed and
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the other two (temperature and velocity) are obtained numerically. For a supersonic
outflow, all three conditions are obtained from the numerical solution. The method of
characteristics provides the following relations for a subsonic outflow boundary:
(ρe )kj = ρkj +
(ue )kj

=

ukj

+

pe − pkj
pkj − pe
ρkj akj

(ve )kj = vjk
(Te )kj =

(3.9)

(akj )2

pe
(ρe )kj R

(3.10)
(3.11)

,

(3.12)

where, the subscript ‘e’ represents quantities at the exit boundary, subscript ‘j’ represents
quantities in the boundary cell, superscript ‘k’ the computed quantities at the k th time
step, R the gas constant, akj the local exit speed of sound, and pe is the imposed pressure
at the exit. The above relations can be used with DSMC calculations realizing that
ρ = nm, where n is the number density and m is the mass of a simulated particle.
Once the macroscopic properties at the exit are determined using Eqs. 3.9-3.12,
the number and velocities of the incoming particles can determined as described in
Appendix B.2.2. The procedure is exactly the same as that for an inflow boundary: all
the particles that leave the domain are deleted, and a fixed number of new particles with
a Maxwellian velocity distribution are inserted from the boundary. The particles are
spatially distributed in the same manner as for the inflow boundary.
The problem with using outflow boundary conditions for shocktube simulations is
that, before the shock front reaches the outflow boundary, there is a zero stream velocity
at the boundary, and, as noted in section 3.4, the outflow boundary condition fails to
work in such circumstances because of excessive scatter. A slow draining of particles is
usually observed at the outflow boundary even when the stream velocity is zero. This can
be argued as follows. Let’s assume that the statistical error causes a non-zero, outgoing
velocity (say, positive is outgoing) at the outflow boundary. This, in turn, dictates that
all the particles that are inserted from the boundary have a velocity distribution biased
toward a higher outgoing velocity instead of being distributed about zero. This is a
feedback loop because now the macroscopic velocity (obtained by sampling all particles)
at the boundary further increases.
The outflow boundary condition is therefore, not used for shocktube simulations in
this study, but is incorporated in the solver to enable it to solve problems such as flows
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in micro-devices.

3.4.3

Periodic Boundary Condition

A periodic boundary is easily implemented in particle methods for rectangular grids.
All the particles that go out of the domain from a boundary are inserted back into
the domain from the opposite boundary. This is achieved simply using the following
pseudo-code which applies a periodic boundary condition in the x direction.
partP.setX( myMod( partP.getX(), xm ) );
where “myMod” is defined as
//! General function for periodic boundary condition implementation.
//! The left boundary is at x=0, and the right boundary at x=xmax
//!
double myMod( double x, double xmax ) {
if ( x > 0.0 )
return

x - xmax * (int)( x / xmax );

return

x + xmax * ( 1.0 - (int)( x / xmax ));

else
}
A periodic boundary can be implemented in the other two directions in the same fashion.

3.4.4

Wall Boundary Condition

In DSMC, two kinds of wall boundary conditions are generally used. One is specular
reflection of particles, and the other is diffuse reflection of particles. Specular reflection is
a mirror-like reflection where the angle of reflection is equal to the angle of incidence. In a
specular reflection, the normal velocity of the particle is reversed, the tangential velocity
is retained and the energy is preserved. The specularly reflecting wall is representative
of a “smooth” wall that does not offer any resistance to the flow; this is equivalent to an
inviscid wall boundary condition in conventional CFD schemes.
In a diffuse reflection, the particle that bounces off a wall is scattered into the domain
uniformly in all directions. This results in a zero slip velocity at the wall and hence
is equivalent of a viscous wall boundary condition in conventional CFD schemes. In
addition, the particles can leave the wall with reduced or increased energy, depending
on the wall temperature. The velocity of the reflected particles is obtained from a half
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(a) Specular reflection

(b) Diffuse Reflection

Figure 3.3. A schematic illustrating (a) specular and (b) diffuse reflection of particles from a
wall.

Maxwellian such that all particles move into the domain. Figure 3.3 illustrates the
specular and diffuse reflection of particles from a wall.
All the simulations reported in this work are performed using inviscid flows. Hence,
specular reflection is applied on all wall boundaries. It is not clear at this time whether
the technique to scale up the problem size as discussed in Sec. 2.2.3 (refer Figs. 3.1
and 3.2) can be used with a diffusely reflecting wall. The author attempted to solve
the Rayleigh problem in a scaled-up domain by fixing the number of collisions to a
specific number. The boundary layer growth rate not only depended on the number of
collisions permitted, but was also much greater than expected. This indicates that the
idea of fixing the number of collisions to scale the problem size works for Euler (inviscid)
flows, but its implementation for friction and heat transfer simulations needs further
investigation.

3.5

Boundary Conditions for Complex Geometries

The ultimate goal of a blast-impact simulation is to couple shock wave propagation
simulations with structural dynamics simulations.

This would allow simultaneous

deformation of the solid body in the simulation as the stress on the body exceeds the
yield stress. Although the solid body is not allowed to deform in this study, a very
general approach to model the solid boundary is developed. This will allow the same
code to be used with little modification when the body is simultaneously deformed.
Solid bodies are represented by triangulated surfaces that are embedded in the
domain. Since we are only interested in Euler calculations, inviscid boundary conditions
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are imposed on solid bodies. Inviscid boundary conditions are implemented by imposing
specular reflection of the particles when they hit a solid surface. The solid surfaces are
made of triangular patches to incorporate arbitrary-shaped bodies. The patches may be
arbitrarily oriented in three dimensions, and the particles also move in a 3-dimensional
space. We need to find the post-collision position and velocity of the particles reflected
off the solid surface. The probability of a collision of a particle with a given triangle of
the solid body is very small and therefore it is imperative to devise a computationally
efficient algorithm to reject the particles that do not collide with the solid body.
A quick way to eliminate the particles which will definitely not collide with the solid
body is by checking if the particle crosses into a box bounding the solid body. It is much
cheaper to check the intersection with a bounding box (a cuboid) than an arbitrary
solid body since it only requires six logical operations in a subroutine to compare the
three Cartesian coordinates (position) with the dimensions of the box. An easy way
to implement this is by using the Sutherland line clipping algorithm [104] in three
dimensions. This algorithm is widely used in polygon clipping in computer graphics
applications. The idea is to have an efficient way to ignore the line segments that lie
completely outside the canvas. If we extend the canvas to 3 dimensions, we get a box and
instead of 2-D line segments we deal with 3-D line segments. Correlating line segments
with the motion of particles in one time step, and the 3-D box with a box bounding the
solid object, the Sutherland algorithm can be used to check for collision of particles with
the solid body.
Figure 3.4 illustrates the Sutherland algorithm in 2-D. The two-dimensional space is
divided by the square (canvas) into 4 regions with respect to the canvas: LEFT, TOP,
RIGHT and BOTTOM. Each point in the 2-D space can now be located by using a
binary representation in four bits one each for LEFT, TOP, RIGHT and BOTTOM.
The appropriate bits are turned on depending on the location of the point (e.g., if a
point is to the left and top of the square then the LEFT and TOP bits are 1 and the rest
are 0, so the binary representation is 1100). It is intuitive that if we get a nonzero value
when we perform an “AND” operation on the binary representation of the end points of
a line segment, the segment will never intersect the canvas. For example: points A and B
have binary representations 1000 and 1001 respectively. An “AND” operation between
the two binary numbers gives a non-zero value. Therefore line #1 with endpoints A and
B will not intersect the canvas. Now consider line #3: points C and D are 1000 and 0100
in binary form. C “AND” D gives a zero, and therefore, line # 3 may (not guranteed)
intersect the canvas.
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Figure 3.4. Sutherland line clipping algorithm in 2-D. Lines #1 and #5 will not intersect the
canvas while others may. Line #6 does not intersect the canvas but that cannot be said just by
the Sutherland algorithm.
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B=1
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Figure 3.5. Sutherland line clipping algorithm extended to 3 dimensions.

This concept is easily extended to three dimensions by adding two more bits - OUT
and IN for the third dimension. Figure 3.5 illustrates this point. The “AND” operation
is now performed over the 6-bit binary representation but there is no increase in cost for
this check. The cost increase is only in identifying the (binary) location of the particle
in the 3-D space.
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Figure 3.6. A schematic of a particle reflecting off a solid triangular surface.

Once the bounding-box test is performed and the line segment is found to intersect
the box, further checks are performed to eliminate the particles that may not intersect
the solid body. If there is no collision (with the solid body), the particle will move
from position A to position B in the time interval ∆t (refer Fig. 3.6). A parametric
representation of the line segment AB is used.
X = XA + Vt

(3.13)

where, V = XB − XA is the fictitious velocity of the particle such that the particle will
reach B from A in t = 1 unit. For finite AB, t can range only between 0 and 1.
The equation of an infinite plane formed by the three vertices of a triangle, X1 , X2
and X3 is
(X − X1 ).n̂ = 0 ,

(3.14)

where, X is the vector defining the plane and n̂ is a unit normal to the plane calculated
using
n̂ =

(X1 − X2 ) × (X3 − X2 )
|(X1 − X2 ) × (X3 − X2 )|

.

(3.15)

Note that the normal to the plane need not be calculated at every time step.

It

can be calculated during the first iteration and stored for the rest of the simulation.
The intersection point, XI of the segment with the infinite plane can be obtained by
simultaneously solving Eqs. 3.16 and 3.17 for t∗ and XI .
(XI − X1 ).n̂ = 0

(3.16)
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XI = XA + Vt∗

(3.17)

The solution of the above equations is
t∗ =

(XA − X1 ).n̂
V.n̂

.

(3.18)

XI can be obtained from Eq. 3.17 using t∗ from Eq. 3.18. The finite segment, AB
intersects the infinite plane only if 0 ≤ t∗ ≤ 1 The equality on either side meaning that
XI is the same as XA or XB . If t∗ does not satisfy the above condition, then the particle
will not hit the triangle. If, however, t∗ satisfies the above condition then further checks
need to be performed.
A quick elimination of a number of particles not intersecting the triangle may be
performed by checking if XI lies outside a circle enclosing the triangle. An obvious
choice for this is the circumcircle, but we do not choose the circumcircle because it is
computationally involved to obtain the center of a circumcircle in three dimensions. We
choose a circle with a radius equal to two-thirds of the length of the largest edge of the
triangle, and center at the centroid. This circle will completely enclose the triangle but
will not exactly circumscribe it. The reasoning behind this is: the vertex of a triangle
farthest from its centroid is at a distance of two-thirds of the maximum of the three
medians. Since the largest edge of a triangle is always greater than the largest median,
the circle with radius r and center at the centroid of the triangle will completely enclose
the triangle.
The centroid of the triangle and the radius of the enclosing circle described above are
calculated once at the start of the simulation. All XI ’s with |XI − XC | > r will hit the
infinite plane outside the circle and hence outside the triangle. Here, XC is the centroid
of the triangle.
If XI lies inside the circle then there is no shortcut to figure out if it is inside the
triangle or outside. Since the vertices of all the triangles are stored in a specific order
(cyclic or anti-cyclic), the angles subtended by each edge (viz., 1-2, 2-3 and 3-1) of the
triangle at the point XI will all be either positive or negative if XI lies inside the triangle.
If it lies outside the triangle then there will be a change of sign. Figure 3.7 illustrates the
above point. In fact, the sum of the subtended angles is equal to zero if XI is outside
the triangle, but we don’t want to do an extra summation.
The change in the sign of the subtended angles can be perceived by looking at the
directions of the cross products - p×q, q×r and r×p, where p = X1 −XI , q = X2 −XI
and r = X3 − XI . If all of them point in one direction then XI lies inside the triangle
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Figure 3.7. An illustration showing that the angles subtended by all the edges have the same
sign if XI is inside the triangle but have different signs if XI is outside. The subtended angle
is considered positive if it is clockwise (represented by ‘c’), and negative if it is anti-clockwise
(represented by ‘ac’).

otherwise it lies outside the triangle. If two vectors point in the same direction their
dot product is positive; if they point in opposite directions then their dot product is
negative. Note that p × q, q × r and r × p are either parallel or anti-parallel depending
on whether XI lies inside or outside the triangle since p, q and r are co-planar. A check
is performed on the dot products (p × q).(q × r) and (q × r).(r × p); if both are positive
then XI lies inside the triangle otherwise it lies outside the triangle.
If a particle hits the solid surface then it is bounced off the surface specularly just like
a light ray reflects off a mirror. This is fairly easy to implement if we write the velocity
vector as a sum of the normal velocity (normal to the plane) and tangential velocity.
The tangential direction is given by Vt = V − Vn . For the reflected velocity, the sign
of the normal velocity is reversed, while the tangential component remains unchanged.
Hence, the reflected velocity is Vt − Vn . The final position is calculated by moving the
particle with the reflected velocity for the remaining time taking into consideration that
there might be further collisions if the solid body is concave.
The solid boundary condition implementation is summarized in a step-by-step
procedure below:
1. Ignore all particles that lie outside the bounding box. These are found using the
Sutherland algorithm.
2. For each particle, calculate the intersection of its trajectory with the infinite planes
formed by each triangle of the solid body. Ignore the particles that do not intersect
with any of the planes.
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Figure 3.8. A Unified Modeling Language diagram of the parallel DSMC solver.

3. Ignore the collision if the intersection point (found in step 2) lies outside a circle
that encloses the corresponding triangle.
4. Check if the intersection point lies inside the triangle. If yes, then the particle
collides with the solid body and is reflected back specularly from the surface.

3.6

Object-Oriented Programming (OOP) Approach

An Object-Oriented Programming (OOP) approach is used in the development of the
DSMC solver. It is most suitable for a particle method solver such as DSMC because the
particles and cells are physical objects that have a defined set of attributes and functions.
There are, of course, other benefits of using an object-oriented approach, namely, the
code is reusable, easy to maintain and more organized.
The different classes used in the solver and their relationships are shown by a Unified
Modeling Language (UML) diagram in Fig. 3.8. A few selected data and member
functions of the classes are listed in Fig. 3.9. A very natural choice of classes is adopted:
The particle class defines the properties and the actions of a particle. Since the selection
of collision pairs and the sampling of properties are performed using only the particles
in a cell, a cell class is defined.
The solver itself is a class which is derived from an abstract generic solver. The
abstract solver simply provides the declaration of the required actions (methods) that
should be defined by any solver. The abstract class is defined to set a guideline for
another user who would like to write a new solver for a different purpose. The solver
class contains all the particles and all the cells in the domain. Each cell contains an
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Figure 3.9. A Unified Modeling Language representation of a chosen few attributes and
functions of the classes used in the solver.
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array of pointers that point to the particles (in the solver class) that are in the cell at
the current time. This needs to be updated every time step before the collision and
sampling can be performed.
A separate class is defined for the solid body which encapsulates the interaction of
particles with the body. A solid body is represented by a collection of surface triangles.
A surface element class is developed that defines a method to collide particles with a
triangle. An array of surface elements (objects) is a private data member of the solid
body class. In order to collide a particle with a solid body, it is tested for collision with
each surface element (triangle). The details of the solid-body collision are hidden inside
the solid body class that can be essentially used as a black box by the solver. The user
may insert multiple objects of the solid body class in the solver. A complicated geometry
may be easily represented with multiple simple geometries.
The actions of a particle such as moving, and colliding with other particles are handled
by appropriate member functions in the particle class whereas sorting and sampling are
handled by the cell class. The solver class contains arrays of cells and particles as private
members and defines global functions such as move, collide and sample which call the
respective functions of either the particle or the cell class. Hence, the details of how
collision, sampling and move are actually performed are hidden from the user. The
boundary conditions are domain dependent and hence their application is defined by the
solver class directly.
A Message Passing Interface (MPI) wrapper class is developed to encapsulate the
details of MPI communications. This class is a friend of the solver class. Although, it is
potentially hazardous to expose the private data of the solver class to another class (the
MPI wrapper class), it is done here to allow easy access to its private data members.
This is helpful because MPI needs a lot of information from the the solver class for interprocessor communication. The wrapper is very useful as a separate class as it isolates
the MPI communication calls. This keeps the solver class clean and more readable.
It is extremely important to provide a safe exit mechanism to handle exceptional
situations in a parallel program. If a runtime error develops and there is no rectification
possible then all the processors running the job need to be notified to abort the job and
release the computer resources they were using. An exception class is developed to deal
with such situations. All the classes can create and throw an object of the exception class
as an exception at any point during the program execution. The exception is caught in
the MPI wrapper class which safely aborts the parallel program and generates a log of
the error. The use of exceptions makes the code more robust.
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The C++ solver prepared using these classes is well organized, easy to read and
use, maintainable, and adaptable for specific problems. It is also well documented using
standard doc++ [105] comments.

3.7

Parallel Implementation

There are two main reasons why the DSMC solver is desired to run in parallel: (1) the
size of the problem may easily become larger than the available memory of a machine,
so there is a memory constraint, and (2) a quick solution to the problem is desired, so
there is also a time constraint. A very easy and obvious way to parallelize any Monte
Carlo problem is to simultaneously run different ensembles on different computers and
then average them. Such a program is called an ‘embarrassingly parallel’ program and
it should ideally give a 100% speedup [106]. However, this approach is not viable for the
blast-impact problem because of the memory constraint.
Another approach to parallelize a program is to distribute the different functions
of the program to different processors. All the processors work on the same data but
perform different actions. This is called functional decomposition. This approach is also
not useful for a DSMC solver because the functions in DSMC cannot be performed in
parallel; they have to be executed one after the other, and again, because of the memory
constraint it is imperative to distribute the data among different processors.
A different approach to parallelize a program is by data decomposition across
processors. The idea is to divide the total data on which similar actions are to be
performed among different processors and let each processor work on its own set of
data, in parallel with other processors.

For particle methods, data decomposition

can be achieved in two ways. One is the ‘particle decomposition’ technique where
the particles are equally distributed among the processors, and the other is the
‘domain decomposition’ technique where the actual physical domain is divided among
different processors. Figure 3.10 schematically shows the difference between the two
decomposition techniques. Both the techniques can be used to overcome the memory
constraint, however, each has its own advantages and disadvantages.
It is intuitive that particle decomposition will give an excellent load balance among
the processors throughout the simulation. However, this approach may not be very
efficient for DSMC simulations where collision pairs are chosen locally in space. Particle
decomposition may require large amounts of data communication if the particles are
arbitrarily distributed among the processors. This is illustrated in Fig. 3.10. The domain
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Figure 3.10. A schematic showing the difference between particle- and domain-decomposition
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Figure 3.11. A schematic showing that the domain decomposition technique may result in an
imbalance in load on the parallel processors.

decomposition technique does not suffer with this problem, however, it has another
drawback: it does not give efficient load balancing. Consider the case of a 1-D blast
wave traveling in the x direction. Let’s assume that the domain is decomposed along the
x direction. The density at the blast front is much higher than elsewhere. The processor
which contains the domain in which the blast front is located will therefore be overloaded
and the other processors underloaded. This is illustrated in Fig. 3.11.
The problem of load imbalance in the domain decomposition can be avoided by
adaptive domain decomposition.

In such a technique, the domain is decomposed

adaptively to ensure even distribution of particles among the processors.
A domain decomposition technique with no adaptive distribution is used here to
develop the parallel solver. The load-imbalance problem is bound to be present in such
simulations but it was not observed to be cause a large impact on the parallel performance
(discussed later in Chapter 7). The load-imbalance problem is more significant for very
strong blast/shock waves when the density jump across the front is significant. At
the start of the simulation, each processor is given its share of cells and corresponding
particles. Communication is required at the end of each time step when the particles are
exchanged between neighboring processors. This approach may be combined with the
embarrassingly parallel approach to perform multiple ensembles simultaneously.
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Figure 3.12. A schematic showing the communication neighbors of processor 4.

3.7.1

Domain Decomposition Technique

Figure 3.12 presents a 2-D domain decomposition among 9 processors. The processors
can communicate not only with the East, West, North and South processors but also with
the North-East, South-East, North-West and South-West processors. This is illustrated
in Fig. 3.12 for processor number 4 by solid lines with arrows. The directions of the
arrows indicate where the data is sent. Each processor can send and receive data from
eight neighboring processors except when it lies on the boundary of the domain in which
case it has less than eight neighbors.
A 2-D domain decomposition is useful for problems where the domain size in one
direction is relatively small. However, when the problem is truly 3-D, the 2-D domain
decomposition can be very inefficient. The parallel DSMC solver is therefore designed
to handle 3-D domain decomposition. The user can specify the number of processors in
each direction, say nx, ny and nz. The total number of processors for the problem is
then equal to nx × ny × nz. In a 3-D decomposed domain, the central processor has 26
neighbors and it may have to communicate with all of them.
All the communication among the processors is performed between the move and
the sort routine.

There is no direct means of communicating objects of C++ in

Message Passing Interface (MPI), hence an indirect approach is chosen: the object data
is converted into a structure and arrays of structures are communicated. After these
structures are received, they are again converted back to objects for processing. Since
we are dealing with only one gas species (air), the properties of each particle that need to
be communicated are: the position, velocity (3 variables each), and the internal energy
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(7 variables in all). The structure used for communication has seven variables (of type
double) and the conversion from object to structure and vice-versa is trivial.
A few important things to keep in mind when parallelizing a particle method solver
are: Firstly, the number of particles to be communicated changes each time step, so
the size of the array that is transferred has to be communicated to the corresponding
processor before the particles are exchanged. Secondly, when all the communication is
performed the array of objects of particles has to be rearranged to get rid of the empty
spots left by the outgoing particles. The second point appears to be a minor issue but
may yield frustrating segmentation faults if not done properly.
This chapter has described the numerical schemes, algorithms and software implementation used in the development of the DSMC solver for this study. The following
chapter presents the results from a few benchmark problems used to validate the solver.

Chapter 4

Code Validation
The DSMC solver developed for this study is validated against analytical and experimental results. The Riemann shocktube problem [103] is analytically solved for validation,
and experimental results from reference [8] on a planar shock interaction with a square
cavity are compared. The different aspects of the solver such as the solid, inflow and
outflow boundary conditions are verified against analytical solutions of shock reflection
from a solid wall, and normal shock relations. The validation results are described in
the following sections.

4.1

Riemann Shocktube Problem

For the Riemann problem, the shocktube is initially divided into two chambers separated
by a diaphragm (Fig. 4.1). One chamber contains a hot gas at high pressure and density
and the other contains a cold gas at low pressure and density. The gases in the two
chambers may be different but in the present case they are the same. The diaphragm
is then burst instantaneously and the hot gas (driver) is allowed to expand into the
cold (driven) section. A shock wave and an expansion wave are formed which travel in
opposite directions. The shock wave moves at supersonic speed into the driven section
and the expansion wave travels into the driver section. Although the expansion wave
travels into the driver section, the motion of the gas is always in the direction of the shock
wave. A schematic of the shocktube problem with the pressure distribution both before
and after the diaphragm is burst is sketched in Fig. 4.1. There are four distinct regions
marked ‘1’,‘2’,‘3’ and ‘4’ in Fig. 4.1. Region ‘1’ is the cold gas which is undisturbed
by the shock wave. Region ‘2’ contains the gas immediately behind the shock traveling
at a constant speed. The ‘contact surface’ across which the density and temperature
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Figure 4.1. A schematic of a shocktube experiment; the pressure distribution at t = 0 and some
time after the diaphragm is burst.

are discontinuous lies in this region. If two different gases are used in the driver and
the driven section then the contact surface is the interface between the two gases. The
region between the head and the tail of the expansion fan is marked ‘3’. In ‘3’ the
flow properties change gradually since the expansion process is isentropic. Region ‘4’
denotes the undisturbed hot gas. The interested reader may refer to the monologue on
shocktubes by Wright [6] for further reading.
An analytical solution to the Riemann problem is available (c.f., ref. [103]). It
is assumed that the ratio of the specific heats of the gas, γ, does not change with
temperature (which is valid for small temperature changes). The simplified equations
(Eqs. 4.2) in region ‘2’ are obtained using the normal shock relations:
p4
p1

=

u2 =
T2
=
T1
p2 =

) −2γ
γ−1
(γ − 1)(a1 /a4 )(p2 /p1 − 1)
1− p
2γ [2γ + (γ + 1)(p2 /p1 − 1)]


1/2
(2γ/(γ + 1)
a1 p2
−1
γ p1
p2 /p1 + (γ − 1)/(γ + 1)


p2
(γ + 1)/(γ − 1) + p2 /p1
p1 1 + (p2 /p1 )(γ + 1)/(γ − 1)
ρRT2 .
p2
p1

(

(4.1)
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The velocity of the gas in region ‘2’ is constant throughout and is equal to u2 . The
method of characteristics yields the solution in region ‘3’ (−a4 ≤ x/t ≤ u3 − a3 ):
u3
p3
p4
p3
p4

2 
x
a4 +
=
γ+1
t

2/(γ−1)
γ−1
= 1−
(u3 /a4 )
2
= (ρ3 /ρ4 )γ = (T3 /T4 )γ/γ−1

(4.2)
.

A setup similar to that used in an experiment is used for the numerical calculations.
The simulation is performed in 2-D. The flow properties are averaged in the ‘y’ direction
as this is a one dimensional problem.

Uniform-size cells (cubes) are used for the

simulation. A sample comparison is provided in Fig. 4.2 for the following set of initial
conditions:
ρ1 = 1.226 kg/m3

ρ4 = 4.226 kg/m3

T1 = 300.0 K

T4 = 900.0 K .

Figure 4.2 plots the density and pressure profiles in the shocktube at some instant of
time after the diaphragm explodes. The DSMC calculations capture the sharp gradients
and give an excellent overall match with the analytical solution. The solution near the
discontinuities is monotonic. The DSMC results show a slight smoothing at the contact
surface (refer Fig. 4.2 (a)) but it is not of critical importance for the problem of interest
and is observed in conventional CFD schemes as well.
Grid Refinement Study
A grid refinement study is performed for the Riemann shocktube problem. The problem
is solved for three different grid sizes in 2-D. The number of cells in the X direction is
equal to 150, 300 and 600 for the three cases. As can be seen in Figs 4.3 and 4.4, the
only difference in the solutions for the three cases is that the the contact surface and
the shock front are less smeared on the finer grids. A slight deviation in the density and
temperature plots for small ‘X’ (refer Fig. 4.4), for the smallest grid case is due to the
contact surface which is smeared out over a large area.
The pressure signature also displays an improvement as the number of grid points is
increased (see Fig. 4.5). This is expected from any numerical solver. A fine grid resolves
the discontinuities (the shock wave and the contact surface) better but gives the same
results as obtained by using a coarse grid.
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Figure 4.2. DSMC and analytical results for the shocktube problem at t=3.6 ms. (a) density
and (b) pressure.
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Figure 4.3. The effect of grid refinement on the waveform of the contact surface in the Riemann
shoctube problem. (a) density, and (b) temperature
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Figure 4.4. The effect of grid refinement on the waveform of the shock wave. (a) density, and
(b) temperature
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Figure 4.5. The effect of grid refinement on pressure across the shock wave.
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Figure 4.6. A schematic of the setup of the numerical experiment to test the solid boundary
condition implementation.

4.1.1

Solid Boundary Condition

The solid boundary condition implementation is validated against the analytical solution
for a normal shock wave reflecting off a solid wall. A solid box is placed at the end of the
shocktube such that one face of the box is inside and blocks the entire cross-section of
the shocktube (see Fig. 4.6). Each wall of the solid box is made of two triangles made by
a diagonal and remaining edges. If fact, just one wall could be used to do this numerical
experiment. The comparison of the results against the analytical solution is presented
in Fig. 4.7. The results match very closely with the analytical solution.
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Figure 4.7. Comparison of the DSMC results against the analytical solution of the reflection of
a normal shock wave from a solid wall (a) density and (b) pressure.
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4.1.2

Inflow Boundary Condition

The number-flux approach to model the inflow boundary condition used in this study
gives excellent results. Again, the Riemann shocktube problem is solved in 2-D with
inflow boundary conditions imposed on the left boundary. The simulation starts with
the shock wave on the left boundary that moves into the domain with time. The choice of
subsonic versus supersonic inflow boundary is made at the start of the simulation using
the shock relations. If the flow behind the initial incoming shock wave is supersonic, then
all three variables, density, pressure, and velocity are specified. If the flow is subsonic,
density and pressure are specified and the stream-wise velocity is extrapolated to the
boundary from the domain.
A comparison with the analytical normal shock relations is provided in Fig. 4.8 for
a subsonic inflow. The following set of initial conditions are used for the comparison:
ρ1 = 1.226 kg/m3

T1 = 300.0 K

Ms = 1.87

.

A similar comparison is provided for supersonic inflow in Fig. 4.9 for the following
conditions:
ρ1 = 1.226 kg/m3

4.1.3

T1 = 300.0 K

Ms = 2.79

.

Outflow Boundary Condition

The DSMC implementation of outflow boundary conditions using the method of
characteristics was described in section 3.4.2.

The associated problem with the

implementation due to the statistical nature of DSMC was also emphasized. In this
section, a trivial problem of a uniform flow through a 2-D channel is solved to validate
the outflow boundary condition implementation. For this problem, an inflow condition
is applied at the left boundary and an outflow condition at the right boundary of the
domain. The particles enter from the left boundary and leave the domain from the right
boundary. The initial conditions are:
ρ = 1.226 kg/m3

T = 300.0 K

u = 387.93 m/s

.

The boundary conditions work for this case because the statistical scatter is relatively
small compared to the mean flow speed. However, when a very low-speed flow, especially
zero mean flow, is attempted, statistical scatter leads to either excess or a draining of
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Figure 4.8. Verification of the inflow boundary condition for a subsonic inflow. Comparison
with the analytical solution of the shock-tube problem. (a) density and (b) pressure.
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Figure 4.9. Verification of the inflow boundary condition for a supersonic inflow. Comparison
with the analytical solution of the shock-tube problem. (a) density and (b) pressure.
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Figure 4.10. Verification of the outflow boundary condition for a uniform flow through a
channel. (a) density and (b) pressure.
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particles at the outflow boundary and the simulation fails. A possible explanation of
this behavior was provided in section 3.4.2. Due to this limited application, the outflow
boundary conditions are not used for any of the simulations presented in this thesis
except in this section.

4.2

Planar Shock-Cavity Interaction

Reichenbach et al. [8] experimentally and numerically investigated the interaction of a
planar shock wave with a square cavity. They performed experiments in a shocktube
designed for using ‘two-dimensional’ models [8]. Reference [8] presented shadowgraphs
at different times during the experiments for two incident shock wave Mach numbers,
1.3 and 2.032. They also presented a quantitative comparison of their numerical result
with the experiments for first peak overpressures on the cavity walls for different incident
shock strengths. A schematic description of the flowfield considered prior to the arrival
of the incident shock front at the cavity is provided in Fig. 4.11.
DSMC simulations were performed to compare against the experimental results of
reference [8]. A qualitative comparison is made in Fig. 4.12 for incident shock wave Mach
number, Ms = 1.43, and in Fig. 4.13 for Ms = 2.032. A very good qualitative match
is obtained in both cases. In Fig. 4.12, the flow behind the shock wave is subsonic and
hence a vortex is formed near the cavity’s upper-left corner. However, in the second
case (Fig. 4.13), the post-shock flow is sonic, and hence an expansion fan centered at the
corner is observed. Figure 4.14 compares the DSMC predictions against the experimental
measurements of the first peak overpressures at the three tap locations on the cavity
walls. The simulation results accurately match the experimental data.
The grid used for the cavity simulations is made of 800 × 440 × 1 cells with 40
particles in each cell at the start of the simulation. Uniform-size cells (cubes) are used
for the grid. Around 1200 samples were collected for the numerical results.

4.3

Summary

The different aspects of the solver have been individually validated against analytical
solutions of tailored Riemann-type problems. The “shock-cavity interaction” simulations
have been compared both qualitatively and quantitatively against experiments. These
comparisons against analytical solutions and against experiments demonstrate that the
solver yields accurate results and can potentially be used for blast impact simulations.
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Figure 4.11. A schematic showing the dimensions of the cavity and the pressure transducer
locations. Shaded parts are modeled as boxes using the solid boundary condition implementation.
All dimensions are in millimeters.
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(a) t = 100 µs

(b) t = 140 µs

(c) t = 160 µs

(d) t = 180 µs

Figure 4.12. The interaction of a traveling planar shock wave (Mach number 1.43) with a
square cavity at different times. On the left are shadowgraphs from Ref. [8], and on the right are
isopycnic plots from DSMC simulations.
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(a) t = 75 µs

(b) t = 100 µs

(c) t = 125 µs

(d) t = 150 µs

Figure 4.13. The interaction of a traveling planar shock wave (Mach number 2.032) with a
square cavity at different times. On the left are shadowgraphs from Ref. [8], and on the right are
isopycnic plots from DSMC simulations.
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Figure 4.14. First pressure peaks on each of the cavity walls. Solid lines represent DSMC
results and symbols represent experimental data.

Chapter 5

Blast Impact Simulations on
Model Test Bodies
Chapter 4 described various benchmark problems to validate the DSMC solver. The
present chapter describes a few more realistic blast-impact problems to demonstrate the
capability, and to study the performance of the solver for such problems. The ability of
the solver to produce quick, approximate results is also investigated. A comparison of
the pressure loading (time history) with experiments is also provided for one of the cases
discussed. For another case, the DSMC results are compared with those predicted by a
conventional CFD solver.
Two model shapes are tested for blast impact. These are a box and an ‘I’ shaped
beam (I-beam). Both two- and three-dimensional simulations are performed on these
shapes. The I-beam is chosen because it is a concave geometry which is challenging to
model. Figures 5.1 and 5.2 are schematics to show the domain size and the locations
at which the pressure history is recorded for the box and the I-beam 2-D simulations.
Uniform-size cells of width 1.667 mm are used in the simulations. The x and y dimensions
are kept the same for the 3-D simulations and the domain is extended in the z direction.
Inflow boundary conditions are applied on the left wall and the shock wave is placed
close to the solid body at the start of the simulations as shown in Figs. 5.1 and 5.2. Wall
boundary conditions are used on the top, bottom, side (for 3-D) and right boundaries.
The following set of initial conditions are used for these simulations.
ρ1 = 1.14 kg/m3

T1 = 296.45 K

Ms = 1.98
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Figure 5.1. A schematic of the blast impact simulation on a box. The box is located in the
center of the domain. Pressure history is collected at four locations marked by 1, 2, 3 and 4 in
the figure. All dimensions are in cm.
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Figure 5.2. A schematic of the blast impact simulation on an I-beam. The I-beam is located
in the center of the domain. Pressure history is collected at 8 locations as shown. The I-beam
has a uniform thickness of 2.5 cm. All dimensions are in cm.

5.1

Box Geometry

Figures 5.3 are isopycnic (having equal density) plots of the simulation at different times
during the blast impact simulation of a 2-D box. The part of the incident shock front
that hits the front face of the box is reflected back. The reflected shock is normal in the
center and curves near the top and the bottom edges of the box as it diffracts into 2-D
space. The reflected shock later hits the top and the bottom walls of the domain. The
shock fronts above and below the box travel along the edges and diffract at the rear edge
of the box.
The overpressure histories at the four points shown in Fig. 5.1 are plotted in Fig. 5.4.
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Since the problem is symmetric about the centerline (x = 38.5), the locations 3 and
4 have identical pressure signatures. The highest impact is suffered by the front face,
as expected. The pressure at the center of the front face rises to about twelve times
the atmospheric value. The pressure jumps to the peak value and then remains flat
(for about 0.15 ms) because the reflected shock travels slow due to the opposing flow.
The pressure jump at locations #3 and #4 is considerably less as the edges on which
these lie are aligned with the direction of shock propagation. A minimal pressure rise
is observed at location ‘#2’ because it lies in the shadow of the box. In the future,
pressure measurements over the entire solid geometry can be collected and used with a
finite element solver such as ANSYS to calculate the deformation of the solid body due
to the loading.

5.1.1

Three-dimensional Box

The DSMC solver was developed to perform simulations in a 3-D space. The 2-D
simulations are also actually performed in 3-D space with the third dimensions reduced
to a very thin slice (one cell along that dimension). Since the inter-molecular collisions
in DSMC are always performed in three dimensions, it is easier to develop the solver for
3-D simulations.
Blast impact simulations are carried out on a 3-D box to study three-dimensional
effects. The domain used for the simulations is 1 m × 0.5 m × 0.17 m, and uses
150 × 75 × 25 cells in the three directions. The spatial resolution is deliberately
reduced for quick results. The box is 12.5 cm × 12.5 cm × 4.17 cm in size; it occupies a
quarter of the width of the domain in the third dimension. Wall boundary conditions are
used on the y and z boundaries, and on the right boundary. Inflow boundary condition
is imposed on the left boundary. The initial conditions used for the simulations are listed
below.
ρ1 = 1.14 kg/m3

T1 = 296.45 K

Ms = 1.98

Figure 5.6 presents isopycnic plots at different times during the simulation. The
density contours are plotted on the center plane of the domain. A relatively poor
resolution of the shock waves is observed which is expected due to the coarse grid used
for the simulations. The results appear to be very similar to the 2-D case with the
exception that the reflected shock appears to be relatively weak. Since the box only
occupies a quarter of the width of the domain in the third dimension, it has a smaller
surface area resisting (and reflecting) the shock wave. Also, the reflected shock wave has
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(a) t = 0 ms

(b) t = 0.15 ms

(c) t = 0.30 ms

(d) t = 0.45 ms

(e) t = 0.60 ms

(f) t = 0.75 ms

(g) t = 0.90 ms

(h) t = 1.05 ms

Figure 5.3. Isopycnic plots at different times for the blast impact simulation of a box.
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Figure 5.4. Overpressure history at the four locations marked in Fig. 5.1 for the 2-D case. Data
collected at 1 µs intervals.
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Figure 5.5. Overpressure history at the four locations marked in Fig. 5.1 for the 3-D case.

more volume to expand into, than in the 2-D case because of the small size of the box.
This results in a weaker impact on the body and also a weaker reflected shock.
A quantitative measurement of pressure on the four pressure taps proves the point
made above. These pressure taps are located in the center plane at the four locations
shown in Fig. 5.1. A comparison of Figs. 5.4 and 5.5 shows that the impact on the 3-D
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(a) t = 0 ms

(b) t = 0.24 ms

(c) t = 0.48 ms

(d) t = 0.72 ms

(e) t = 0.96 ms

(f) t = 1.14 ms

Figure 5.6. Isopycnic plots at different times for the blast impact simulation of a threedimensional box.

box is much weaker. The peak pressure observed at location ‘1’ is less in the 3-D case and
also lasts for a smaller duration; it reaches a peak value and falls off rapidly. This is due
to the larger volume available to the reflected shock wave for expanding. The pressure
at locations ‘3’ and ‘4’ experience the same peak pressure but the profile for the 3-D case
is much more flat. Since the shock reflected off the front face of the 3-D box is relatively
weaker, it is unable to slow down the flow of the gas (behind the incident shock front) as
much as in the 2-D case. Therefore, the pressure on the side walls (locations ‘3’ and ‘4’)
experience a constant high pressure once the shock wave passes through. The pressure
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on the rear face (location ‘2’) experiences a similar behavior for the same reason.

5.1.2

Effect of Sample Size

It was emphasized earlier that a benefit of using a statistical approach such as DSMC
is that it can yield approximate solutions quickly. In this section, the 2-D box blastimpact case is analyzed for varying sample sizes to prove this argument. A “sample”
in a DSMC simulations is a representative particle used to calculate the macroscopic
properties at one point in the grid. If multiple ensembles are used, say m, the number of
samples increases by m times. The box blast-impact case is simulated for sample sizes
ranging from 15 to 992. The peak pressure observed at location ‘#1’ is calculated as the
mean of the pressure signature in the interval 0.17 − 0.25 ms. The standard deviation in
the pressure is also evaluated on this interval. The standard deviation is a measure of
statistical scatter (an error estimate). The simulations were performed on six processors
of COCOA3. The wall-clock time for the simulations was also measured. The grid
used for these simulations is the same as that used for the 2-D blast-impact simulation
discussed in Sec. 5.1.
The mean of the peak pressure, standard deviation, number of samples and the wallclock time for these simulations are tabulated in Table 5.1. The mean peak pressure
with the standard deviation as an error bar is plotted in Figure 5.7. As discussed earlier,
an approximate value of the peak pressure is obtained using very little CPU time. Even
for the smallest sample size, the error in predicting the peak pressure is only about
4 percent. This is beneficial from a design point of view where quick, approximate
results are preferred over extremely precise results that take a relatively long time. The
important point to note is that even though the scatter in the solution is large for small
sample sizes, the mean value is still close to the expected value. The expected value used
here is the mean value of the peak pressure from Fig. 5.4.
Figure 5.7 also illustrates an important negative aspect of DSMC: the error (standard
deviation) reduces very slowly with computational time. In fact, it reduces as the inverse
of the square root of the sample size. This is shown in Fig. 5.8. It should also be kept
in mind that the results presented above are obtained for one grid size; the simulation
can also be accelerated by sacrificing the spatial resolution and using fewer grid points.
The effect of grid size was investigated in section 4.1.

Mean Pressure and std. deviation
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Figure 5.7. Peak pressure at location ‘#1’ on the box for different sample sizes in the DSMC
simulations. The mean pressure with the standard deviation as the error bar is plotted versus
the time taken on six processors of COCOA3.
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Table 5.1. The mean and standard deviation of the peak pressure at location ‘#1’ for the 2-D
box case for varying sample sizes and the time taken for the simulations on six processors of
COCOA3.
samples

5.2

time

peak pressure
2

error

% err. mag.

% std. dev.

2

(minutes)

(N/m )(× 1E6)

(N/m )(× 1E6)

15

13

1.21

0.23

3.82

18.13

31

25

1.28

0.19

1.37

15.37

62

41

1.21

0.13

3.68

10.27

124

93.5

1.26

0.09

0.20

6.84

248

174

1.25

0.06

0.62

4.86

496

322.4

1.26

0.05

0.09

3.80

992

646.5

1.26

0.03

0.25

2.31

I-Shaped Beam

In the two-dimensional I-beam case, the shock front reflects from the two flanges and from
the main spar of the I-beam resulting in a more complicated shock pattern. Figures 5.9
are isopycnic plots showing the interaction of a planar shock with the I-beam at different
times. Figure 5.10 shows the overpressure history at the eight locations marked in
Fig. 5.2. The symmetry of the problem results in overlapping pressure signatures for
location pairs 3 and 4, 5 and 7, and, 6 and 8.
The pressure peaks at points marked ‘5’ and ‘7’ occur when the shock first hits the
flanges of the I-beam. This is the first impact on the I-beam. The pressure on the flanges
rises to a peak value and then drops down quickly. This is because the impact area of
the flanges is very small. A part of the shock wave is reflected back but most of it travels
ahead and is diffracted near the edges of the flanges. This can be clearly seen in Fig. 5.9
(b).
The highest peak pressure occurs on the main spar, marked by ‘1’. The pressure
suddenly jumps when the shock front hits the main spar and stays flat for about 0.05 ms
and then rises to its peak value. The rise in pressure after the first jump is due to the
contact with the shock wave reflected inward from the flanges of the I-beam. After the
peak, the pressure gradually decays as the shock wave is reflected away from the I-beam.
A comparison of the peak pressure between the box case (Fig. 5.4) and the I-beam case
(Fig. 5.2) reveals that the I-beam suffers a bigger impact. This is because the I-beam
geometry is concave in the front; the shocks reflected from the top and bottom flanges
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converge and hit the main spar.
The pressure jumps at locations ‘3’ and ‘4’ are much smaller since the shock wave is
considerably weakened by the reflections from the flanges and the main spar, and because
the edges on which these points lie are aligned with the direction of shock propagation.
The locations marked ‘2’, ‘6’ and ‘8’ experience insignificant pressure increase since they
lie in the shadow of the I-beam.
The grids used for the box and the I-beam simulations have 600 × 300 cells with 60
particles per cell at the start of the simulation. The results presented are obtained using
1800 samples.

5.2.1

Three-dimensional I-beam

The domain used for the 3-D simulations is 1 m × 0.5 m × 0.17 m, and uses 150 × 75 × 25
cells in the three directions. The size of the I-beam along the x and y directions is kept
the same as in the 2-D case, but it is stretched in the z direction by 4.17 cm. Wall
boundary conditions are used on the y and z boundaries, and on the right boundary.
Inflow boundary condition is imposed on the left wall. The initial conditions used for
the simulations are listed below.
ρ1 = 1.14 kg/m3

T1 = 296.45 K

Ms = 1.98

The results are plotted in Figs. 5.11 and 5.12. The differences between the 2-D and
the 3-D results are very similar to the differences between the 2-D and 3-D cases of the
box simulations for the same reason: the smaller geometry offers less resistance to the
incident shock, and more volume to the reflected shock to expand into and weaken. The
pressure histories at locations ‘5’ and ‘7’ is very similar to that in the 2-D case, but the
peak pressure reached is smaller in the 3-D case. The pressure signature at location ‘1’
is very different for the 3-D case. In the 2-D case, the pressure at location ‘1’ jumps
to a value, then stays flat for some time and then rises even higher to its peak value
(refer Fig. 5.10). In the 3-D case, the first jump is observed but the second peak is not
observed, instead, the pressure drops sharply after the peak. The second peak in the 2-D
case was due to the shocks reflected from the top and bottom flanges of the front part
of the I-beam. In the 3-D case, these shocks are very weak, and also they can avoid the
main spar of the I-beam and move downstream by passing from the sides (z direction).
The flat pressure profiles at locations ‘3’ and ‘4’, and ‘6’ and ‘8’, and ‘2’ are due to the
same reasons as explained for the 3-D box case.
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(a) t = 0 ms

(b) t = 0.15 ms

(c) t = 0.30 ms

(d) t = 0.45 ms

(e) t = 0.60 ms

(f) t = 0.75 ms

(g) t = 0.90 ms

(h) t = 1.05 ms

Figure 5.9. Isopycnic plots at different times for the blast impact simulation of an I-beam.
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Figure 5.10. Overpressure history at the eight locations marked in Fig. 5.2. Data collected at
every 1 µs.
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Figure 5.11. Overpressure history at the eight locations on the I-beam marked in Fig. 5.2 for
the 3-D case.

77

(a) t = 0 ms

(b) t = 0.24 ms

(c) t = 0.48 ms

(d) t = 0.72 ms

(e) t = 0.96 ms

(f) t = 1.14 ms

Figure 5.12. Isopycnic plots at different times for the blast impact simulation of a threedimensional I-beam.
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5.3

Unsteady Flow in a Chamber

Neuwald, Klein and Reichenbach [9] presented the results of a shocktube experiment
that modeled the flow in a chamber subjected to a shock that impinges on the entrance
to the room. Although their interest was primarily in flow visualization using highspeed shadow- and schlieren photography, this problem can be treated as a blast-impact
problem where the loading on the walls of room can be investigated.
Reference [9] presented a series of shadowgraphs of the flow inside the chamber, and
quantitative pressure measurements (made using piezoelectric pressure gauges) at three
locations on the rear wall of the room. DSMC simulations are carried out to model the
phenomenon of shock impingement on the entrance to a room and to obtain the resulting
pressure loading on the inside walls. Figure 5.13 shows a schematic of the insert used
in the shocktube experiments. In the DSMC simulations, the room is modeled simply
by representing the front wall of the room with the opening by two rectangular boxes as
shown in Fig. 5.14. The three pressure gauges are marked ‘1’, ‘2’ and ‘3’ in the schematic.
An inflow boundary condition is implemented on the left boundary of the domain and
the rest of the boundaries are modeled as non-penetrating walls. The initial position of
the shock front is also shown in the schematic. The Mach number of the incident shock
wave is 1.43 and the conditions ahead of the shock front initially are: T = 293.15 K and
P = 850 mbar, which are same as in the experiments.
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Figure 5.13. A schematic of the insert (used in ref. [9]) to the shocktube modeling a single
room. All dimensions are in mm.

The DSMC results are compared against the qualitative shadowgraphs of ref. [9]. The
comparison is presented for the first 50 ms (t=0 corresponds to the time when the front
hits the front wall of the room). It should be noted that the flow through the opening
in the wall is like a jet flow which is turbulent. Since the DSMC simulations assume
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Inflow boundary

wall boundary
3
Ms

2
1
wall boundary

Figure 5.14. The computational domain with the rectangular solid boxes used to model a
chamber.

a perfect gas, inviscid flow, the flow patterns in the two cases may differ. However,
the advancing shock front, and the shock waves reflected from the side walls and the
rear wall, are captured in the simulations. There is a considerable scatter in the DSMC
simulations which is due to the low Mach number of the shock wave. The resolution of
the shock fronts would be much better if the incident shock wave was stronger.
Quantitative comparisons between the experiments and the DSMC results of the
overpressure history and the overpressure impulse, at the locations marked by ‘1’, ‘2’
and ‘3’ are presented in Figs. 5.16 and 5.17. The different curves in the experimental
results (refer Figs. 5.16 and 5.17) can hardly be distinguished as they are plotted as solid
lines with no symbols. The results were published in gray scale images in the journal [9].
It should be emphasized that the DSMC method is only first order accurate in time.
The low-order accuracy of the method is the reason why sharp peaks in the pressure
history are under-predicted. Note also that this problem involves complex interactions
of the turbulent flow through the wall opening with the reflected shock waves. Since the
DSMC solver does not employ any turbulence model, the match is expected to be worse
at longer times. A considerable scatter in the pressure signatures can also be observed
in the DSMC results. However, the initial conditions used for this problem are only of
experimental interest. A realistic blast-impact problem would involve blast/shock waves
of much stronger magnitude, and for those cases, the scatter in the DSMC simulations
would be much less relative to the mean pressure value.
The overpressure impulse is the integral of the overpressure with respect to time.
Since the pressure peaks are under-predicted, the overpressure impulse is also underpredicted, as can be seen in Figs. 5.16 and 5.17.
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(a) t = 0.08 ms

(b) t = 0.25 ms

(c) t = 0.37 ms

(d) t = 0.48 ms

Figure 5.15. A comparison of the shadowgraphs from ref. [9] (left) and the iso-density contours
from DSMC simulations (right). Also plotted are streamlines for the simulation results to show
the velocity direction.
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(b) DSMC simulation

Figure 5.16. Overpressure (left) and overpressure impulse (right) histories at the upper (marked
‘3’) and lower (marked ‘1’) gauges in a chamber. (a) Experiments from ref. [9], and (b) DSMC
results.

5.4

Cylindrical Blast in a Box

These simulations are motivated by the ongoing research in designing hardened luggage
containers for aircraft safety against luggage bombs.

Under the Federal Aviation

Administration (FAA) Aircraft Hardening Program, Jaycor Inc. and Galaxy Scientific
Inc. developed prototype Hardened Unit Load Devices (HULDs) that are capable of
containing the blast of a luggage bomb having a certain size and configuration. In efforts
to develop HULDs, researchers have studied the blast-mitigating effects of luggage and of
liner materials to protect luggage containers against explosive damage. Several materials
and liners have been tested for use in HULDs, the most successful of which tend to be
composite materials with high strength-to-weight ratios. Despite some success, research
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Figure 5.17. Overpressure (left) and overpressure impulse (right) histories at the center gauge
in a chamber. (a) Experiments from ref. [9], and (b) DSMC results.

on blast-mitigating materials continues due to the excessive weight and cost of present
HULDs.
A simplified HULD problem is solved here using the DSMC solver. A cylindrical blast
is studied in two spatial dimensions. The goal is to study the blast wave propagation
inside a closed container for different locations of the explosive. Blast-mitigation effects
are investigated in Chapter 6 for a simpler, 1-D problem. In the simulations presented
here, the walls of the container are assumed to be non-absorbing and non-deforming.
Three different locations of the explosive are considered: in the center, on a side,
and in a corner. The explosive is assumed to be cylindrical (circle in 2-D) of radius 7.5
cm. The dimensions of the box are: 1.78 m × 1.78 m. The initial conditions inside the
explosive are set such that the initial Mach number of the shock wave is 1.2. The density
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and temperature of the undisturbed gas are 1.226 kg/m3 and 291.5 K respectively.
Figures 5.18, 5.19, and 5.20 plot sequences of the explosion for three locations of
the explosive. For the center location of the explosive, a cylindrically symmetric shock
wave is generated that moves outward. The shock wave gradually weakens as the fronts
expands in two dimensions. Since the problem is symmetric about both x and y axes,
symmetry can be observed in all the snapshots (refer Fig. 5.18). When the explosive is
placed at the center of an edge, the problem is symmetric only about the y axis, and
it can be observed throughout the simulation (refer Fig. 5.19). In the case when the
explosive is placed in a corner, the problem is symmetric about the right diagonal. The
shock fronts in the edge and the corner blasts become much weaker before reflecting from
the opposite edge and the opposite corner respectively, as the distance is much larger
than in the case of a center explosion. These simulations were performed to analyze the
flow phenomena for internal blasts and no loading measurements were taken.
It should be noted that a simple simulation like this can be easily extended to simulate
the actual explosion (chemical reactions) with the DSMC method [21]. Also, using
the implementation of complex geometries (discussed in section 3.5, the luggage in the
container can also be modeled.

5.5

A Complex 2-D Structure

This section describes the effect of blast-impact simulations on a complex 2-D structure.
This geometry was also investigated by Liew et al. [107]. The geometry is representative
of a cubicle, or a room with doors and windows. The purpose of these simulations is to
validate the DSMC solver and also to compare its performance against a conventional
CFD solver.
The problem is setup in a fashion similar to the box and I-beam blast-impact cases.
A shock wave is initially placed ahead of the geometry and allowed to propagate and hit
the structure. The complex field that develops is then investigated. The conditions used
for the simulations are as follows:
ρ1 = 1.226 kg/m3

T1 = 287.71 K

Ms = 1.34

A comparison between the results of ref. [107] and the DSMC results at three different
times is provided in Fig. 5.21. The results are plotted in non-dimensional units. Good
overall agreement can be observed between the two sets of results. The CFD results
have no scatter and therefore are able to clearly distinguish even small density changes
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(a) t = 0 ms

(b) t = 0.5 ms

(c) t = 1.0 ms

(d) t = 1.5 ms

(e) t = 2.0 ms

(f) t = 2.5 ms

(g) t = 3.0 ms

(h) t = 3.5 ms

(i) t = 4.0 ms

(j) t = 4.5 ms

(k) t = 5.0 ms

(l) t = 5.5 ms

Figure 5.18. Isopycnic plots at different times for the cylindrical shock-in-a-box simulation
when the explosive is in the center.
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(a) t = 0 ms

(b) t = 0.5 ms

(c) t = 1.0 ms

(d) t = 1.5 ms

(e) t = 2.0 ms

(f) t = 2.5 ms

(g) t = 3.0 ms

(h) t = 3.5 ms

(i) t = 4.0 ms

(j) t = 4.5 ms

(k) t = 5.0 ms

(l) t = 5.5 ms

Figure 5.19. Isopycnic plots at different times for the cylindrical shock-in-a-box simulation
when the explosive is on an edge.
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(a) t = 0 ms

(b) t = 0.5 ms

(c) t = 1.0 ms

(d) t = 1.5 ms

(e) t = 2.0 ms

(f) t = 2.5 ms

(g) t = 3.0 ms

(h) t = 3.5 ms

(i) t = 4.0 ms

(j) t = 4.5 ms

(k) t = 5.0 ms

(l) t = 5.5 ms

Figure 5.20. Isopycnic plots at different times for the cylindrical shock-in-a-box simulation
when the explosive is in a corner.
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while the DSMC results have statistical scatter and small density changes cannot be
distinguished from the statistical noise. Nevertheless, the DSMC solver captures the
strong incident and reflected shock waves which have a relatively higher Mach number.
As noted before, a shock wave of strength M=1.34 is only of experimental interest; a
stronger blast/shock wave of M=2 or higher would be of a more practical interest for a
blast-impact study. The weaker shock or sound waves cause little damage to a structure
and hence their accurate resolution is not necessary for a blast-impact study.
All the cases described in this chapter illustrate the capability of the DSMC solver
to solve blast-impact problems. The next chapter describes a one-dimensional, coupled
fluid-structure dynamics, blast-impact problem.
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Figure 5.21. A comparison of isopycnic plots for a complex 2-D structure between the numerical
results of Liew et al. [107] (left) and those obtained using DSMC (right)

Chapter 6

Coupled Fluid-Structural
Dynamics Simulations
This chapter demonstrates the capability of the DSMC solver to solve coupled fluidstructure dynamics problems. A very simple problem of a one-degree-of-freedom, springmass-damper system is solved to illustrate this.

6.1

One Degree of Freedom Spring-Mass-Damper System

The problem is setup as shown in Fig. 6.1. The piston in the center of the shocktube
completely blocks it. The shock wave is initially placed ahead of the piston. When the
shock wave hits the piston, an impulsive force is generated and the piston accelerates to
the right. The motion of the piston compresses the spring which generates a resisting
force on the piston. The damper also reduces the sudden acceleration of the piston.
The dynamics of the structure (piston) is hence modeled very simply. The piston is
not allowed to deform or rotate, therefore this is a one-dimensional problem. The three
parameters, viz., the mass of the piston, spring stiffness, and the damping coefficient can
be varied to investigate their effect on the load generated on the piston. Such a study
may be useful to design structures to mitigate the strength of blast/shock waves.
Moving geometries always present additional challenges in computer modeling. In
the DSMC solver, the motion of the solid body is modeled using basic, fundamental
principles. The total force exerted on the solid body due to the particles hitting it is
evaluated by calculating the rate of change of momentum of each particle that interacts
with the body. The dynamics of the solid body are governed by the following equation
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inflow
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Ms

Figure 6.1. A schematic of a shocktube experiment to simulate a coupled fluid-structure
dynamics problem. The piston can move along the length of the shocktube.

for the present case:
m

d2 x
dx
+c
+ kx = f (t)
2
dt
dt

(6.1)

where, f (t) is the time dependent force on the piston along the x axis due to the impact
from the particles, m is the mass of the piston, k is the spring stiffness, c is the damping
coefficient, and x is the displacement of the solid body from its equilibrium (initial)
position. The force on the body is zero initially. The velocity of the solid, us at step
n + 1 is calculated simply as:
un+1
= uns +
s

∆t n
(f − cun − kxn )
m

(6.2)

where, ∆t is the time step of the simulation. The DSMC algorithm is slightly modified
to implement the motion of the solid body. After the particles are moved due to their
velocity, the total force, f , and the velocity, us are calculated. The body has to be moved
by a distance us × ∆t in this time step.
The following strategy is used to achieve this. The reference frame is shifted from the
ground and attached to the solid body. To model the motion of the solid body in this
frame, all the particles have to be moved in the opposite direction. The particles move
a distance −us × ∆t. During this move, some particles will collide with the solid body
and reflect. No other boundary condition should be applied during this move except
on the reflecting particles as this is a fictitious move due to change in reference frames.
The collision of a particle with an arbitrary solid body has already been described in
section 3.5 and verified in section 4.1.1. This process is identical to the motion of
particles in the “move” routine of DSMC except that all the particles here move by the
same distance.
Once this move is performed, the reference frame is re-attached to the ground by
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displacing all the particles and the solid body by a distance, us × ∆t. The whole process
of shifting the reference frame to the solid, moving the particles in the opposite direction
and treating collision with the solid body, and re-attaching the reference frame to the
ground, is performed to simulate the process of the solid body displacing a few particles
when it moves.
This is a simple and straightforward approach to model the motion of the solid
but it has its limitations such as: (1) it is not apparent how solid body rotation can be
modeled using this approach, and (2) treatment of boundary conditions when the solid is
in proximity to a boundary is not trivial. Besides, the cost of computation also increases
because the algorithm now involves two additional calls to the “move” routine and also
the calculation of force on the body is expensive. All these issues are left for the future.
The attention here is focused on the possibility of modeling moving solid bodies using
DSMC and its usefulness to study the blast-impact problem.
The 1-D problem described above is solved for a sample set of initial conditions and
arbitrarily selected values of m, k and c.
ρ1 = 1.14 kg/m3

T1 = 296.45 K

Ms = 1.78

m = 0.001 kg

k = 500 N/m

c = 2.0 Ns/m

Figure 6.2 shows the isopycnic plots at various times during the simulation. At
approximately t=0.2 ms, the shock wave hits the piston and is reflected back. The
piston accelerates to the right due to the impact. The impulsive motion of the piston
generates a shock wave to the right of the piston. This wave travels ahead of the piston.
It later (at approx. t=1.35 ms) reflects from the right boundary which is modeled as
a wall. The loading on the piston will be corrupted once this reflected wave comes
in contact with the piston. The motion of the piston also reduces the strength of the
reflected shock wave as it absorbs some of the energy from the incident wave. The motion
of the solid body (piston) is clearly visible in the snapshots in Fig. 6.2.

6.1.1

Parameteric Study

A parameteric study is performed for the 1-D piston problem to study the effect of the
mass of the piston, the spring constant, and the damping coefficient, on the loading
and the displacement of the piston. As mentioned before, this is a very simplistic
representation of the dynamics of a structure. The spring constant is a rough measure of
the elasticity of the structure, and the damping coefficient is a measure of the degree of
absorption. The exact relations between these parameters and the structural properties
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(a) t = 0 ms

(b) t = 0.15 ms

(c) t = 0.30 ms

(d) t = 0.45 ms

(e) t = 0.60 ms

(f) t = 0.75 ms

(g) t = 0.90 ms

(h) t = 1.05 ms

(i) t = 1.2 ms

(j) t = 1.35 ms

(k) t = 1.50 ms

(l) t = 1.65 ms

Figure 6.2. Iso-density contours at different times during the coupled fluid-structure dynamics
simulation.
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is not important for this study. Sixteen cases are solved for different values of m, k, and
c. These are tabulated in Table 6.1. Cases numbered 3, 8 and 15 are identical.
Table 6.1. Listing of the parameter values used for the coupled simulations.
parameter

mass

spring coeff.

damping coeff.

case no.

mass

spring coeff.

damping coeff.

m (gm)

k (N/m)

c (Ns/m)

1

0.01

500

2.0

2

0.1

500

2.0

3

1.0

500

2.0

4

10.0

500

2.0

5

100.0

500

2.0

6

1000.0

500

2.0

7

1.0

50

2.0

8

1.0

500

2.0

9

1.0

5000

2.0

10

1.0

50000

2.0

11

1.0

500000

2.0

12

1.0

5000000

2.0

13

1.0

500

0.5

14

1.0

500

1.0

15

1.0

500

2.0

16

1.0

500

4.0

17

1.0

500

8.0

18

1.0

500

16.0

Figures 6.3, 6.4 and 6.5 plot the overpressure and the displacement time histories of
the piston for the cases considered. The overpressure is defined here as the difference
of pressure across the piston; therefore, it is a measure of the force on the piston. The
displacement is the displacement of the piston from its initial position.
The mass of the piston is varied from 0.01 gm to 1 kg. Figure 6.3 shows that
the lightest piston offers the least amount of resistance and suffers the maximum
displacement. This is expected as a lighter object will move farther than a heavier
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object when hit by the same force. Reducing the mass below 0.01 gm does not change
the loading and the displacement histories since for very small values of m Eq. 6.1
simplifies to
c

dx
+ kx = f (t)
dt

(6.3)

and a linear response in the displacement is observed. As the mass is increased, the
inertia of the system (piston) increases and can be observed in Fig. 6.3 (b): a heavier
piston starts to move much later than a lighter piston. Once the piston is as heavy as
about 100 gm, the spring and the damper play no role in the structural dynamics as the
piston is too heavy to move.
Another point to note is that even though the overpressure history has some statistical
scatter, the displacement plot is very smooth. This is because the displacement is a
double integral of the the acceleration (F/m) and the integration smoothes out all the
noise.
Figure 6.4 shows the effect of varying k from 50 to 5 × 106 N/m. For small values of
k (< 500), the dynamical equation (Eq. 6.1) simplifies to
m

d2 x
dx
+c
= f (t)
2
dt
dt

(6.4)

and varying k does not change the dynamics. However, as k increases (to about 5000),
the effect of the spring can be clearly observed. For k = 5 × 104 N/m, the piston
shows oscillations that are damped by the damper at later times. For very high stiffness
(k > 5 × 105 ), the piston can hardly move and behaves essentially as a stationary wall.
The damping coefficient was varied from 0.5 to 16 Ns/m. The system behaves as
expected: the displacement of the piston decreases as the damping is increased. The
maximum loading on the piston attains the same peak value for all values of c, but it
drops much slower for a highly damped system.
The reason why the instantaneous peak (maximum loading) does not change with
either k (see Fig. 6.4 (a)) or with c (Fig. 6.5 (a)) is that the spring and the damper become
effective only when the piston is displaced and moving (for k when there is a non-zero
displacement, and for c when there is a non-zero velocity). The maximum loading is
attained at the instant when the shock wave hits the piston, and at that instant, the
velocity and the displacement of the piston are both zero. It should be emphasized that
it is not just the peak pressure that is important for studying structural deformation;
the time history of the loading is equally important.
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Figure 6.3. Effect of variation of the parameter ‘m’ on (a) the overpressure history, and (b) the
displacement, of the piston.
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Figure 6.4. Effect of variation of the parameter ‘k’ on (a) the overpressure history, and (b) the
displacement, of the piston.
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Figure 6.5. Effect of variation of the parameter ‘c’ on (a) the overpressure history, and (b) the
displacement, of the piston.

98

In summary, the simple, one-dimensional example of a spring-mass-damper system
shows that the DSMC solver can effectively handle moving geometries and can be used
to perform coupled fluid-structure dynamics simulations. The parameteric study shows
the effect of the three parameters, m, k and c, on the loading and the displacement of
the solid (piston). If the relationships between these parameters and the properties of a
structure can be established, the study reported here can be directly used to predict the
effectiveness of a given structure in mitigating a blast/shock wave.

Chapter 7

Parallel Performance
The DSMC solver was developed to run in parallel for two reasons: (1) to run largememory-requiring jobs, and (2) to obtain results faster. The first goal is achieved directly
by the domain-decomposition technique used for parallelization of the code. This chapter
presents a systematic ‘parallel performance measurement’ study to quantify the benefit
of parallelization in terms of the throughput time.
The performance measurements are conducted on two “Beowulf” clusters. A Beowulf
is a multi-computer architecture which usually consists of one server node, and one
or more client nodes connected together via some network such as Ethernet. It is a
system built using commodity hardware components, like any PC capable of running
Linux, standard Ethernet adapters, and switches. Three Beowulf clusters were used
for parallel simulations for this study. These are COCOA-2 [108, 109], COCOA-3 and
Mufasa. COCOA-2 and COCOA-3 are successors of the Cost Effective Computing Array1 (COCOA-1) [108, 109] cluster. These clusters are briefly described below:
1. COCOA-1 was a 50 processor cluster of off-the-shelf PCs connected via fastethernet (100 Mbit/sec). The PCs ran RedHat Linux with the MPICH implementation of the Message Passing Interface (MPI) standard library [110] for parallel
programming and DQS for job scheduling. Each node of COCOA consisted of Dual
400 MHz Intel Pentium II processors in SMP configuration and 512 MB of memory.
A single Baynetworks 27-port fast-Ethernet switch with a backplane bandwidth
of 2.5 Gbps was used for the networking. The whole system cost approximately
$100,000 (1998 US dollars), with a quad-processor front-end. The system was built
in 1998 and retired in 2003.
2. COCOA-2 is the second generation of the COCOA clusters. It consists of 20 dual-
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processor compute nodes connected via Ethernet network. Every client machine
(compute node) has two Intel Pentium III 800 MHz processors with 1 Gigabyte
memory. Each compute node has two Network Interface Cards (NICs) which are
bonded to provide higher bandwidth for communication. All the client machines
are connected via a fast-Ethernet switch. Figure 7.1 (a) shows a picture of the
COCOA-2 cluster. COCOA-2 was built in 2000 and is still operational.
3. COCOA-3 is the third generation of the COCOA clusters. It consists of 60 compute
nodes. Each compute node has two Intel Xeon 2.4 GHz processors and about
2 Gigabytes memory. Figure 7.1 (b) shows a picture of the COCOA-3 cluster.
COCOA-3 was built in 2003.
Both COCOA-2 and COCOA-3 run open-source, Redhat Linux version 7.3. They
use the MPICH implementation of MPI for parallel programs. Portable Batch
System (PBS) is used as the queueing system with the Maui scheduler for job
scheduling.
4. Mufasa has 81 dedicated compute nodes. Each node has two AMD Athlon MP
2200+ processors with 1 Gigabyte memory. The compute nodes are connected by
SCI network cards manufactured by Dolphin Internet Solutions, Inc. The nodes
are connected as a 9 by 9, two-dimensional mesh with wrap-around. Mufasa uses
an implementation of MPI by Scali, called ScaMPI. Mufasa is a high-end highperformance supercomputer and was ranked as the 195th fastest supercomputer in
the world in November 2002. Mufasa was built in 2002. A picture of the Mufasa
cluster is shown in Figure 7.1 (c).
Three problems are chosen for the performance study: (1) the Riemann shocktube,
(2) blast impact on a 2-D box, and (3) shock interaction with a square cavity. These three
problems involve varying degree of complexity, and hence, computer time for simulation.
The Riemann shocktube problem does not have a solid body, therefore no particlestructure interactions; the box-blast case has one solid body, and the cavity case has
two solid bodies (two boxes). The presence of a solid body can adversely affect the
load balancing when a domain decomposition approach is employed. This happens in
the case of the cavity simulations where the processors that get the domains that are
mostly occupied by solid bodies have fewer particles and hence less computational load
as opposed to other processors. This is illustrated in Fig. 7.2. The processors with less
computational load are queued while waiting for other processors to finish their share of
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(a) COCOA-2

(b) COCOA-3

(c) Mufasa

Figure 7.1. The three parallel clusters used for the parallel simulations presented in this thesis.
(a) COCOA-2, (b) COCOA-3, and (c) Mufasa.
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Figure 7.2. A schematic showing that the domain decomposition approach may lead to adverse
load balancing when solid bodies are present. Here, processors 1, 3, 4 and 5 have fewer particles
than other processors and hence have less computational load.

work. The problem of load imbalance also occurs due to the motion of the shock wave;
this was discussed earlier in section 3.7.
The performance measurements are conducted on COCOA-2 and COCOA-3. The
The solver was compiled using the open-source GNU compiler, g++ with the optimization flag -O. Two kinds of parallel performance measurements are made: (1) fixed
problem size with varying number of processors, and (2) scaling the problem size with the
processors. The first kind of measurements are made on both COCOA-2 and COCOA-3,
while the second kind are performed only on COCOA-3.
The times taken to perform the key functions in the solver for a fixed problem size
and varying processors are tabulated in Table 7.1. The table presents the performance
measurements made on COCOA-3. The size of the problem is deliberately reduced for
these measurements to allow solution by a single processor. An intuitive choice of domain
decomposition is adopted for optimum load balancing. The performance may differ if
the domain is decomposed differently.
Figures 7.3 and 7.4 plot the “algorithmic” parallel speedups and parallel efficiencies [111] for the three cases for a fixed problem size. Algorithmic speedup is the
speedup measured with reference to the performance of the parallel code on a single
processor. Good speedup is obtained even with a small problem size; better performance
is expected for larger problem sizes. The cavity case yields the worst parallel performance
as expected due to poor load balancing. On COCOA-2, the Riemann problem yields the
best performance while on COCOA-3 it is the box-blast case. This behavior may be due
to the difference in the networking of the two clusters and is not explored here.
The second kind of performance measurements involve scaling the problem size with
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Figure 7.3. Parallel algorithmic speedup of the DSMC solver for the three test cases tabulated
in Table 7.1 on (a) COCOA-2, and (b) COCOA-3.
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Figure 7.4. Parallel efficiency of the DSMC solver for the three test cases tabulated in Table 7.1
on (a) COCOA-2, and (b) COCOA-3.
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Table 7.1. Listing of the times (in seconds and percent) for the three sample problems solved
on COCOA-3 for performance testing.
Case

Procs.

Move

Collide

Sample

Commun.

Total

Riemann shocktube

1

999.17 (8.9%) 6923.57 (61.4%) 30.16 (0.3%)

0.00 (0.0%) 11278.3

cells: 600 × 100 × 1,

2

612.58 (9.9%) 3404.70 (54.8%) 17.32 (0.3%)

34.23 (0.6%) 6213.3

part: 3 mill.

4 327.00 (10.2%) 1675.02 (52.3%) 8.88 (0.3%)

31.83 (1.0%) 3201.3

8 182.96 (10.4%) 896.70 (50.9%) 4.63 (0.3%)

99.82 (5.7%) 1760.2

16
Blast impact with

85.30 (9.1%) 422.84 (45.1%) 2.33 (0.3%) 158.05 (16.9%)

1 1243.73 (12.7%) 6251.45 (63.9%) 20.48 (0.2%)

936.7

0.00 (0.0%) 9781.5

a box

2 701.84 (13.5%) 3117.28 (59.9%) 11.62 (0.2%)

29.25 (0.6%) 5204.4

cells: 400 × 220 × 1,

4 318.60 (12.3%) 1499.78 (57.9%) 5.58 (0.2%)

133.32 (5.1%) 2592.4

part: 4.4 mill.

8 159.68 (11.6%) 774.33 (56.3%) 2.79 (0.2%)

120.22 (8.7%) 1375.1

16

76.99 (11.4%) 381.08 (56.6%) 1.27 (0.2%)

60.05 (8.9%)

673.7

Shock interaction

1 1780.77 (20.6%) 4442.40 (51.4%) 21.09 (0.2%)

0.00 (0.0%) 8640.9

with a cavity

2 1057.07 (20.6%) 2543.21 (49.5%) 12.69 (0.3%)

8.32 (0.2%) 5137.4

cells: 400 × 220 × 1,

4

part: 4.4 mill.

8

43.97 (2.0%)

16

0.31 (0.0%)

279.11 (8.0%) 828.78 (23.9%) 3.19 (0.1%) 1968.94 (56.7%) 3470.2
75.95 (3.4%) 0.45 (0.0%) 2062.24 (92.3%) 2233.9
0.40 (0.0%) 0.03 (0.0%) 985.49 (99.5%)

990.8

the number of processors. This kind of performance measurement is more realistic as
large number of processors are usually employed when solving big problems. The problem
size is scaled by increasing the domain size in the ‘y’ direction. The measurements are
made for the same three cases as above, on COCOA-3. The scaled parallel efficiencies
are plotted in Fig. 7.5. A comparison of Figs. 7.4 and 7.5 shows that better performance
is observed when the problem size is scaled with the number of processors.
A good parallel program should have a high computation to communication ratio,
i.e., it should spend most of the time doing computation (real work) and less time
communicating with other processors. The percentage of time spent in computation
and in communication for the Riemann and the box-blast cases are plotted as a bar
chart in Fig. 7.6. It shows that the DSMC solver spends more than 80 percent of
the time in computation for the cases considered. A code with high computation to
communication ratio does not require a very high-performance networking such the
Dolphin or the Myrinet in a Beowulf cluster. Such a code will perform well even on

Scaled Parallel Efficiency (%)
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Figure 7.5. Parallel efficiency of the DSMC solver for the three test cases when the problem
size is scaled with the processors.

a cluster with a significantly cheaper Ethernet network. Because of its high computation
to communication ratio, the DSMC solver is suitable to run on the COCOA clusters
which use Ethernet for networking.
Overall, the performance study indicates that the DSMC solver yields a good parallel
speedup, and is suitable to run on Beowulf clusters that use inexpensive networking
solutions.

107

  

Computation
Communication

100

% time

80
60
40
20
0

0

1



2

3



4

5






6 7 8 9 10 11 12 13 14 15 16 17
Number of Processors
(a) Riemann

 

Computation
Communication

100

% time

80
60
40
20
0

0

1

2

3



4



5




6 7 8 9 10 11 12 13 14 15 16 17
Number of Processors
(b) Box blast

Figure 7.6. Ratio of computation and communication time for the Riemann and box-blast cases
on COCOA-3.

Chapter 8

Conclusions and Future Work
8.1

Conclusions

The Direct Simulation Monte Carlo (DSMC) method has been used to numerically
investigate the problem of blast impact on structures. The blast impact problem is
a coupled fluid-structure dynamics problem. The two parts can be uncoupled if the
structure is assumed to remain intact and stationary during the impact. The uncoupled
fluid-dynamics part of the blast impact problem has been analyzed in detail in this thesis.
The coupled problem has also been investigated using a simple example to demonstrate
the capability of the particle approach.
A three-dimensional DSMC solver has been developed as a part of this study. The
solver is designed to perform inviscid simulations and uses the ideal gas assumption. A
novel approach to perform inviscid simulations by limiting the number of inter-molecular
collisions has been described and employed in all the simulations for this study. The
solver uses uniform, Cartesian grids for simplicity. Arbitrary-shaped, complex geometries
are modeled using embedded surfaces. The solid body is modeled using a surface grid
made of triangles. This approach allows for easy modeling of arbitrary structures without
generating 3-D grids. Several techniques are employed to make the particle-surface
interactions more efficient. The solver has been developed using the Object Oriented
Programming (OOP) paradigm and written in the C++ programming language. A threedimensional, domain-decomposition technique is used with message passing to achieve
parallelism. The domain-decomposition technique not only speeds up the computations
but also permits large-memory-requiring simulations to be performed. The code has been
tested to successfully run on Beowulf clusters running the Redhat Linux operating system
with the MPICH implementation of the Message Passing Interface (MPI) standard
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library.
The DSMC solver has been extensively validated against analytical benchmark
problems and against experimental results.

The Riemann shocktube problem was

selected as the primary benchmark problem. Good comparison with the analytical
solution is observed. The solution near the discontinuities is observed to be asymptotic,
which is desirable. A grid-refinement study for the Riemann problem shows that a finer
grid only affects the resolution of the discontinuities but does not change the solution.
The inflow and outflow boundary conditions have been developed based on the method of
characteristics (MOC) and are validated against the normal shock relations. The solver
has also been validated against two shocktube experiments involving interaction of a
shock wave with structures. Both qualitative and quantitative (time accurate) results
are compared. The results are in close agreement with the experimental observations.
Blast-impact simulations have been performed on two geometries in two and three
dimensions. Time-accurate pressure loadings at a few locations on the solid bodies are
presented to assess where the maximum damage can occur. The effect of the statistical
sample size on the peak pressure has also also investigated. The results show that the
statistical nature of the DSMC method can be used to obtain approximate results in
short time for design problems.
The coupled problem of fluid-structure dynamics has been solved for a simple, onedimensional case. The dynamics of the structure is modeled using a 1-D spring-massdamper system. The effects of the mass of the body, spring stiffness and the damping
coefficient are analyzed. The focus of this thesis has been on the blast-impact problem,
however, the applications of the solver are not limited to solving this problem. The
DSMC solver can be used for steady or unsteady hypersonic flows in rarefied gases,
to model flows in Micro-Electro-Mechanical Systems (MEMS) devices, and for Pulse
Detonation Engine (PDE) simulations.
Lastly, the parallel performance of the code has been measured on two Beowulf
clusters for three cases. The code is found to be scalable for the model sizes considered
to study the performance.
The contributions of this work to the research community are summarized below:
1. This is the first documented use of particle methods for blast-impact simulations.
The results described in this work show that the approach is promising.
2. A parallel, object-oriented, three-dimensional, time-accurate DSMC solver has
been developed for hydrodynamic simulations. The solver has been used for blast-
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impact simulations in this work but may be used, with little modifications, in
various other fluid-flow problems.
3. A novel approach to perform inviscid simulations with DSMC has been developed.
4. A new, efficient way to model arbitrarily-complex geometries using embedded
surfaces in DSMC simulations has been introduced.
5. Coupled fluid-structure simulations using a simple structural dynamics model were
carried out to assess the effectiveness of three structural parameters for blast
mitigation.

8.2

Future Work

The present study has explored the possibility of using DSMC for near-continuum flows
with specific application to the blast-impact problem. The results obtained from the
simulations are promising. However, a lot of improvements can be made to the solver to
extend its applications and to make it more useful. The key areas that can be the focus
of future research are identified here.
The solver currently supports only uniform, Cartesian grids. To resolve certain
locations better, the whole mesh has to be refined. This restriction can be relaxed
to allow local refinement of the mesh. This involves re-writing the “sort” routine, that
finds the cell in which each particle is located, to incorporate spatially varying cell sizes.
The implementation of unstructured grids is not a trivial extension from the present
code but can be implemented. The would require changing the sort routine and also the
way domain decomposition is currently performed, since in an unstructured mesh there
are no regular surfaces that can be used for domain partitioning. However, unstructured
grids have been used with DSMC in other studies [84, 112]. Another possibility that
can be explored is adaptive refinement of the mesh. This is relatively simpler to do with
structured grids than with unstructured grids. The traveling blast/shock waves can be
better resolved by using adaptive mesh refinement.
One of the disadvantages of a statistical approach such as DSMC is that the statistical
scatter in the solution reduces very slowly with increasing sample size, as the inverse
of the square root of the sample size. Even though DSMC is a useful tool to obtain
approximate results quickly, it takes much longer than an equivalent Navier-Stokes /
Euler code to obtain better accuracy. One way to achieve faster convergence with
statistical simulations is by variance reduction. There are a few variance reduction
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techniques for Monte Carlo simulations (c.f., ref. [113]), however, not many successful
attempts have been made to implement these in DSMC.
The present study was focused on the simulation of inviscid, perfect gas. It is known
that for such simulations (Euler), the cell-size restriction (that it should be less than
the mean free path, λ) can be relaxed and the simulation can be carried out if local
thermodynamic equilibrium is ensured in the complete phase space (all grid points at
all times). This approach allows us to perform near-continuum, Euler simulations with
DSMC. It is not clear how such an approach can be extended to perform friction and
heat transfer simulations in a scaled-up domain. It should be noted that DSMC is
regularly used for such simulations when the cell-size restriction is obeyed, examples
include simulation of rarefied gas dynamics.
The problem with applying subsonic outflow boundary conditions in DSMC was
identified in Section 3.4.2. Riemann conditions on the domain boundaries are required
to perform open-air blast simulations. Also, in the coupled fluid-structure dynamics
simulations, the right wall is currently modeled as a wall; it would be more realistic to
model it as an outflow boundary.
A very simple implementation of a coupled fluid-structure dynamics problem is
presented in this thesis. There is a lot of scope of improvement in this area. Firstly,
the rotation of the solid body due to moments can be implemented.

Secondly,

better structural dynamics models can be incorporated to simulate a realistic structure
response. There are also some issues when a solid body comes very close to the domain
boundaries; the particles reflecting from the boundary (if it is a wall) may enter the
solid body (since the collision with the solid body is performed before applying domain
boundary conditions). A trivial way to avoid this problem is to check for collisions of the
reflected particles with the solid bodies again, but this can easily become a nested loop
and become very computationally expensive. A better and inexpensive way to model
this is required.
The issue of load-balancing with static decomposition of domain was addressed in the
thesis. This problem can be mitigated by allowing dynamic decomposition of the domain.
The partitioning of the domain can be permitted to change during the simulation such
that the number of particles are equally distributed among the processors. Care should
be taken in doing so because every time the domain is re-partitioned, there is a large
communication required among the processors to exchange the particles. The time for
this exchange may more than offset the benefit of load balancing if the repartitioning is
performed very frequently.

Appendix A

Buffon’s Needle Experiment
Buffon’s Needle refers to a simple Monte Carlo method for the estimation of the value
of π. A grid of equally spaced parallel lines a distance d apart, are drawn on a table
top. A needle of length l is dropped randomly on the table. The problem is to find the
probablity P (l, d) that the needle will land on a line. The problem was proposed by the
French naturalist Buffon in 1733 [43], and reproduced with solution by Buffon in 1777.

θ

l
d
Figure A.1. An illustration of the Buffon’s needle experiment. The lines are parallel to each
other and equally spaced.
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For l ≤ d,
Z2π
P (l, d) =

l | cos θ| dθ
d
2π

=

l
4
2πd

0

0

=

2l
π/2
[ sin θ ]0
πd

Zπ/2
cos θ dθ

=

2l
πd

(A.1)

For l = d, this becomes
P (l, l) = 2/π = 0.636619 . . .

(A.2)

The probablity P (l, l) is obtained by taking the ratio of the number of times the
needle intersects a line, to the total number of throws of the needle. The accuracy of
the solution increases with the number of throws, and becomes exact as the number of
throws goes to infinity.

Appendix B

Sampling Algorithms
B.1

Velocity of a Gas in a Thermal Equilibrium

Consider the distribution function, fu0 for a thermal velocity component, u0 in an
equilibrium gas given by

β
fu0 = √ exp −β 2 u02 ,
π

−∞ < u0 < ∞

(B.1)

√
where, β = 1/ 2RT is the inverse of the most probable thermal velocity. A direct
method of sampling pairs of values from the normal distribution of Eq. (B.1) is provided
below. Let us denote these values by u0 and v 0 . From Eq. (B.1) we get
fu0 du0 fv0 dv 0 =
=



β
β
√ exp −β 2 u02 du0 √ exp −β 2 v 02 dv 0
π
π
2

β
exp −β 2 (u02 + v 02 ) du0 dv 0
π

(B.2)

Transform into polar coordinates using the relations:
u0 = r cos θ
v 0 = r sin θ

(B.3)

The Jacobian of the transformation is
∂u0 /∂r ∂u0 /∂θ
cos θ −r sin θ
∂(u0 , v 0 )
=
=r
=
0
0
∂(r, θ)
∂v /∂r ∂v /∂θ
sin θ r cos θ

(B.4)
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Therefore, the equation in transformed coordinates is
fu0 du0 fv0 dv 0 = (β 2 /π) exp(−β 2 r2 ) r dr dθ
= exp(−β 2 r2 )d(β 2 r2 ) dθ/(2π)

(B.5)
(B.6)

Now, θ is uniformly distributed between 0 and 2π, so
θ = 2πRf

(B.7)

where, Rf is a uniformly distributed random number between 0 and 1. The variable
β 2 r2 is distributed between 0 and ∞ and its distribution function is
fβ 2 r2 = exp(−β 2 r2 )

(B.8)

which is already in a normalized form. The cumulative distribution function of fβ 2 r2 is
βZ2 r 2

exp(−β 2 r2 ) d(β 2 r2 ) = 1 − exp(−β 2 r2 )

Fβ 2 r 2 =

(B.9)

0

The “inverse” method of sampling distribution functions (see ref. [113] for details
on sampling methods) can then be used to sample r.

Basically, the cumulative

distribution function Fβ 2 r2 is equated to the cumulative distribution function of a
uniformly distributed random fraction.
Fβ 2 r2 = 1 − exp(−β 2 r2 ) = Rf

(B.10)

Noting that 1 − Rf and Rf are statistically equivalent functions, r can be sampled as
r = {− ln(Rf )}1/2 /β

(B.11)

A pair of values of r and θ may be sampled from Eqs. (B.7) and (B.11) using successive
random fractions. The normally distributed values of u0 and v 0 follow from Eqs. (B.3)
and provide typical values for a thermal velocity component in an equilibrium gas. A
comparison of the sampled random numbers against the analytical function is made in
Fig. B.1.
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Figure B.1. Verification of the inverse method to sample particle velocities of a gas in a thermal
equilibrium.

B.2

Acceptance-Rejection Algorithm to Sample a Maxwellian
Distribution

The acceptance-rejection algorithm is a very powerful method to sample random numbers
based on any arbitrary distribution, especially when the inverse of the distribution
function cannot be obtained. It is also very easily incorporated into computer programs.
The idea behind the method is very simple: a uniform distribution of random numbers,
xi where f (xi ) is defined, is generated. If f (x) is the distribution function and fmax is
the maximum value of the function, then all xi for which f (xi )/fmax > Rf (a uniformly
distributed random fraction between 0 − 1) are accepted and others are rejected.
The acceptance-rejection algorithm is used to sample the velocities of particles
entering into a DSMC domain from the inlet and outlet boundaries. These are described
in the following.

B.2.1

Inlet Boundary

Let us consider the flux of molecular quantities across a surface element in an equilibrium
gas. Without loss of generality one can choose a coordinate system such that the stream
velocity c0 lies in the xy plane, the surface element lies in the yz plane with the x axis
in the direction opposite to the normal, e (see Fig. B.2).
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y

x

c0
θ
z
e
Figure B.2. Coordinate system for the analysis of molecular flux across a surface element [39].

Each particle has velocity components
u = u0 + c0 cos θ
v = v 0 + c0 sin θ

(B.12)

w = w0
The inward flux of any quantity Q is
Z∞ Z∞ Z∞
n

Q uf du dv dw

(B.13)

−∞ −∞ 0

The limits on u are from 0−∞ to only allow the particles that move into the domain. The
inward number flux, Ṅi through the element is obtained by setting Q = 1 in Eq. (B.13)

√
n 
Ṅi = √
exp(−s2 cos2 θ) + π s cos θ {1 + erf(s cos θ)}
2 πβ

(B.14)

Ṅi can then be used to find the number of particles entering through the inlet boundary,
knowing the surface area of the boundary and the time step.
Let’s consider a particular case where θ = 0. Equation (B.13) suggests that the
velocity of the incoming particles should follow a Maxwellian distribution as below
fu ∝ u exp(−β 2 (u − c0 )2 )
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or,
fβu0 ∝ (βu0 + sn ) exp(−β 2 u02 )

(B.15)

where, sn = βc0 is the speed ratio based on the normal component of the stream velocity,
and u0 = u − c0 is the thermal velocity component. The maximum value of fβu0 occurs
at βu0 = {(s2n + 2)1/2 − sn }/2
f

βu0

max


o2 
sn + (s2n + 2)1/2
1n 2
1/2
∝
exp −
(sn + 2) − sn
2
4

The distribution given by Eq. (B.15) is sampled using an acceptance-rejection algorithm
described below.
1. Choose u0 = (−3 + 6 Rf )/β, where Rf is a uniformly distributed random fraction
between 0 − 1. This limits the velocities between −3/β and 3/β. The fraction of
values lying outside these limits is 1-erf(3) or 0.000022 which is insignificant.
2. Repeat step 1 until u = u0 + c0 is such that the particle enters the domain (positive
if it is the left boundary, and negative if it is the right boundary).
3. Evaluate the ratio
P
Pmax

=

fβu0
fβu0 max

2(βu0 + sn )
exp
=
sn + (s2n + 2)1/2




o
1 sn n
2
1/2
2 02
+
sn − (sn + 2)
−β u
2
2
(B.16)

4. If P/Pmax > Rf accept the velocity, else, go to step 1. Rf is the next random
number in the series.
The sampling technique described above is verified by sampling a fixed number
of points and comparing the sampled distribution with the distribution function in
Eq. (B.15) (see Fig. (B.3)).

B.2.2

Outlet Boundary

A very similar procedure is used at the outlet boundary to sample the velocities of the
particles that enter through the boundary. Even though it is an outlet boundary there
are a few molecules that enter the domain if their thermal velocity is greater than the
free stream velocity. The inward flux is now given by
Z∞ Z∞ Z0
n
−∞ −∞ −∞

Q (−u)f du dv dw

(B.17)
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Figure B.3. Verification of the acceptance-rejection algorithm to sample velocities of particles
entering from an inlet boundary.

The corresponding velocity distribution becomes
fβu0 ∝ −(βu0 + sn ) exp(−β 2 u02 )

(B.18)


The maximum of this function occurs at βu0 = − sn + (s2n + 2)1/2 /2 and the maximum
value is
fβu0 max


o2 
sn − (s2n + 2)1/2
1n 2
1/2
=−
exp −
(sn + 2) + sn
2
4

The acceptance-rejection algorithm is used by comparing Rf to the ratio
P
Pmax

=

fβu0
fβu0 max

=



o
2(βu0 + sn )
1 sn n
2
1/2
2 02
exp
−
−
s
+
(s
+
2)
−
β
u
n
n
2
2
sn − (s2n + 2)1/2

and accepting all particles for which P/Pmax > Rf . Figure (B.4) compares the sampled
velocity distribution against the analytical function.
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Figure B.4. Verification of the acceptance-rejection algorithm to sample velocities of the
particles entering from an outlet boundary.
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