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Abstract

A large class of temperature-activated physical and chemical phenomena occur
via rare-event dynamics: relevant conformational changes are several orders of magnitude slower than the underlying vibrational motion. The large time scale gap severely
limits the applicability of most modern simulation techniques. This thesis presents a
number of new methods designed to expand the reach of atomistic simulation methods into significantly longer time domains. A new method for finding saddle points on
multi-dimensional potential energy surfaces is introduced, which allows bracketing of the
saddle point energy to an arbitrary tolerance. Further, we develop a novel method for
accelerating molecular dynamics (MD) simulations for rare-event dynamics. Application
to surface diffusion yields correct dynamics while boosting the simulated time by several
orders of magnitude. We design an extension to this method, which allows capturing
processes that occur on widely different time scales. All these methods are integrated
into a complete parallel MD package. We perform the first MD simulation study of heteroepitaxial Co/Cu(001) surface growth under conditions relevant to experiments and
study the interplay of kinetic processes leading to the different experimentally observed
growth modes.
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Chapter 1

Introduction

Nature is built on a seamless hierarchy of phenomena spanning more than a dozen
orders of magnitude in time and length scales. Understanding the complex interplay of
multiple spatio-temporal scales requires both new theoretical methods and computational approaches able to increase current simulation capabilities by several orders of
magnitude.
To move up from the fundamental quantum description of reality, science proceeds through several distinct levels of ‘coarse-graining’ the physical reality. Modern
ab-initio calculations can yield an accurate description of interactions at the angstrompicosecond scale. Eliminating the electronic degrees of freedom by devising empirical
interaction potentials enables atomistic simulations at the nanoscale. Further, switching
to a continuum description allows reaching macroscopic conditions. At each level, finescale information is lost. However, in the age of nanotechnology, the interface between
the different descriptions has become of critical importance. Satisfying the constant
need for technological advancement requires a seamless integration of modeling techniques at different coarse-graining levels and the ability to simultaneously cover microto macroscopic scales.

2
The present work focuses on methods for expanding the achievable time scale of
atomistic simulation of rare-event dynamics. This concerns systems where the potentialenergy surface (PES) exhibits multiple metastable states. The dynamics among local
states is dictated by magnitude of the energy barriers that separate them. At high temperatures, this dynamics may be as fast as the intrinsic thermal vibrations which occur
on picosecond time scales. However, at lower temperatures the system can not easily
surmount the energy barriers and settles instead to local quasiequilibrium. Transitions
happen through infrequent thermal fluctuations. This leads to an effective separation
of time scales, with the slow events ‘decoupled’ from the fast vibrations. A large spectrum of phenomena conform to this picture: from chemical reactions to diffusion in
condensed-matter systems and biological processes like protein folding. The discrepancy
6

8

of time scales can be up to 10 − 10 for typical diffusion on metal surfaces around room
temperature. This means simulations techniques geared to capture the fast vibrational
motion may fail to reach the slower time scale. However, often it is the ‘slow’ dynamics,
spanning milliseconds to hours, which is of interest.

1.1

The theory of rare events
The foundation of rare-event simulation methods is Transition-State Theory (TST)

[1]. Originating in the field of chemical reactions, the theory has its roots in the discovery
of the famous Van’t Hoff–Arrhenius law of reaction rates [2]:

−βE

k = νe

†

,

(1.1)

3
†

where k is the reaction rate, E denotes the threshold energy for activation, β = 1/k T
B

and ν is a prefactor. The Arrhenius law describes the rate of noise-assisted escape from
a metastable state, and it has developed into a well-established theory during the 20th
century, founded on the statistical theory of fluctuations.
Given an initial (A) and a final (B) metastable states, the problem addressed
by TST is finding the transition rate k

. The modern approach to rate theory is

A→B

evaluation of the ensemble-averaged flux through the bottleneck separating initial and
final states. The bottleneck may be of entropic or energetic origin. In a simple picture, for
a N -dimensional system, the bottleneck is a (N − 1)–dimensional hypersurface termed
dividing surface (DS). Assuming thermodynamic equilibrium is reached in the initial
state A and using quantum statistical mechanics for the partition functions Z

A

Z

DS

and

of the initial state and dividing surfaces respectively, Eyring [3] arrived at the

well-known formula for the escape rate k

A→

k T
k

A→

=

B

h

!

:

Z

DS e−βE

Z

†

,

(1.2)

A

†

where h is the Planck constant and E is the lowest energy along the dividing surface,
which occurs at a saddle point (†) of the PES which is termed ‘transition state’. At a low
enough temperature, the partition functions in Eq. 1.2 can be calculated in the harmonic
approximation. Harmonic TST (hTST) [1, 3] is the most frequently used formalism for

4
practical calculation of transition rates :

N A
Q
ν

k

hT ST

A→

i −βE
= i=1
e
NQ
−1
†
ν
i=1

†

,

(1.3)

i

where ν denote the normal mode real vibrational frequencies evaluated at the local
i

minimum (A) and the transition state (†).
The fundamental problem in rate calculations is determining the location of transition states. While efficient methods for finding local energy minima are well-established,
finding saddle points in high-dimensional systems is much harder. The problem of finding
transition states is explored in Chapter 2, where we present a completely new method
†

and the first one with the ability to bracket the saddle-point energy E to arbitrary
tolerance.

1.2

Dynamical simulation of rare events
Transition-State Theory is the basis for several rare-event simulation algorithms,

ranging from kinetic Monte Carlo (kMC) [4] to accelerated molecular dynamics (MD)
[5–9]. The common feature is coarse-graining of the phase space: conceptually, the
full dynamics is reduced to transitions among discrete states corresponding to the local
minima. The local fast dynamics is either modified, as in accelerated MD, or completely
ignored, as in kMC.
Kinetic Monte Carlo methods exploit the statistics of escape times corresponding
to TST rates to achieve coarse time propagation of a system having multiple metastable

5
states. The common assumptions involve local equilibration in each metastable state and
conformance to hTST. Rate processes are events conforming to the Poisson distribution
[4]. For a given TST rate k, the average escape time is 1/k. A superposition of N rate
processes k obeys a Poisson distribution with a total rate
i

k

tot

=

p
X
i=1

k

i

.

(1.4)

At each kMC step, all available processes are catalogued, a process i is chosen with
probability k /k
i

tot

and the time increment is calculated based on Eq. 1.4. The limita-

tions of kMC begin to surface as we are confronted with simulation problems involving
more and more complex systems. The number of possible processes may be enormous,
and cataloguing all of them in advance becomes impractical. In most cases, ‘possible’
processes are selected according to the researcher’s imagination, thus imposing arbitrary
restrictions on the simulation outcome. Further, dynamical corrections to harmonic TST
are difficult to incorporate in kMC without performing dynamical simulations.
There is hence a growing need for simulation methods requiring fewer preliminary
assumptions and able to cover more complex systems. Molecular dynamics (MD) [10]
satisfies these requirements, at a considerably higher computational cost. MD is a technique for simulation of real time evolution of a classical many-body system. It is based
on integration of Newton’s equations motions for individual atoms:

−∇ V ({r }) = m r¨
i

i

i i

,

(1.5)

6
where V ({r }) is the potential-energy function, m are the masses and r are the positions
i

i

i

of the atoms. Through use of empirical potentials the electronic degrees of freedom
can be eliminated while critical quantities ( i.e. energetics of metastable states, elastic
coefficients, diffusion barriers) are fitted to experimental or ab-initio data. This allows
efficient simulation on significant length scales (up to micrometers). Still, the time scale
is limited by the atomic vibrational frequencies to the nanosecond regime.
The advantage of MD is that no preliminary knowledge of possible processes is
required. Within the scope of rare-event dynamics, TST rates are in principle obtained
naturally in MD by following the dynamical evolution, but often they are so low that
the relevant processes never happen during the course of the simulation. Recently, efforts have focused on combining the advantages of kMC and MD approaches through
development of hybrid methods [5–8, 11–19].
Molecular dynamics simulations can be significantly accelerated by modifying the
potential-energy surface (PES) such that transition rates become much faster relative to
the underlying vibrational motion. If certain constraints are imposed on the modified
PES, one can ensure that the coarse dynamics is preserved, i.e. the relative transition
rates for different processes are unchanged. This allows reaching much longer time
scales while preserving the accuracy of MD. In Chapter 3, we present a new accelerated
MD method, where the PES is modified by adding a boost potential constructed as
an empirical function of all nearest-neighbor bond lengths. The method requires no
preliminary knowledge of the processes involved, and can be applied on top of any
functional form for the interaction potential. We illustrate the method by studying

7
6

diffusion of Cu atoms on the Cu(100) surface and obtain speed-ups up to 10 relative to
conventional MD.
Just as the separation between vibrational motion and activated events spans
orders of magnitude in time, in many systems the rate processes themselves can occur
on widely different time scales. In terms of the associated energy barriers, this issue
is known as the ‘small-barrier problem’. From kMC to accelerated MD, all rare-event
algorithms can only probe the time scale of the fastest process in the system, since the
global rate of time evolution for a given system will be dominated by the highest rate, cf.
Eq. 1.4. Extending our accelerated MD algorithm, we developed a method that allows
transcending the time scale gap between fast and slow rate processes, enabling multi-time
scale simulations. This method is presented in Chapter 4. Application to Co/Cu(001)
diffusion shows that the method allows simultaneous coverage of time scales different by
up to 8 orders of magnitude.
Beside better theoretical methods, advances in computational power can now be
exploited through parallelization of MD. I developed a complete parallel MD package
comprising several algorithms, from global minimization and saddle-point searching to
accelerated MD. The main features of the package and parallel performance tests are
presented in Chapter 5.

1.3

Simulation of thin-film growth
Epitaxial thin-film growth is a non-equilibrium phenomena. The transformation

from a disordered gas phase to a crystalline structure is governed by the dynamics on a
highly dimensional and highly corrugated free-energy surface. The degree to which the

8
final morphology departs from the absolute free-energy minimum depends on a delicate
balance of kinetic processes. The investigation of these processes is the subject of a vast
experimental and theoretical literature.
On the experimental side, powerful techniques for atomic-level imaging of surfaces
have emerged: field-ion microscopy (FIM) [20] and scanning tunneling microscopy (STM)
[21]. Several indirect methods for probing dynamics and structure are also available, such
as He-atom [22, 23] and electron scattering [24]. These methods allow both a statistical
view of surface growth such as island densities, coverage, island shape and individual
observation of atomic diffusion processes.
Traditionally, interpretation of surface growth has been based on scaling theories [25, 26] which predict island structure in a mean-field approach based on simplistic
assumptions regarding the underlying kinetic processes. Commonly one assumes the
important quantities are single adatom hopping rates in various environments, cluster
dissociation rates and the deposition flux. For the simplest model, i.e. nucleation of
islands with mass transport provided only through single adatom hopping, a well known
result is the predicted Arrhenius dependence of the island density N

av

on temperature

T and deposition flux F [25, 26]:

N

av

∼

F E † /kT
e
ν

!i/(i+2)
,

(1.6)

†

where i is a critical cluster size for irreversible nucleation and E is the adatom hopping
barrier. A refinement of mean-field equations is possible through kMC simulations, which
probe more accurately the interplay of various processes and the role of fluctuations,

9
but also consider only a limited number of processes deemed important. Several novel
phenomena have been observed recently, which invalidate the simplistic picture of surface
growth: small and large clusters can be highly mobile through concerted mechanisms
[27–30] and significantly influence growth morphology [31, 32], diffusion processes may
exhibit long flights invalidating hTST assumptions [33, 34], novel concerted mechanisms
such as surface exchange [35–38] can invalidate the Arrhenius law of Eq. 1.6, novel
interlayer transport mechanisms result in qualitative changes of surface morphology upon
activation [36, 37, 39, 40]. Incorporating all these mechanisms in the conventional type of
kMC simulations is often unfeasible.
We apply our array of new simulation tools, from transition-state searching to
multi-time scale MD simulation, to produce the first ‘prejudice-free’ simulations of surface growth on realistic time (seconds) and temperature (close to room temperature)
scales. In Chapter 6, we describe simulation results for Co growth on the Cu(001)
surface, a system of technological importance in the area of magnetic storage devices
that exhibits complex growth behavior stemming from an interesting interplay of atomic
diffusion processes.
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Chapter 2

Finding saddle points: the Step-and-Slide method

The problem of finding saddle points on high-dimensional potential surfaces has
been the subject of numerous studies [1,4–8,12,13,15,41–51]. In Transition-State Theory
(TST) [1], the ‘transition states’ that determine the reaction rates are saddle points of
the potential-energy surface (PES).
Let V (x), x = {x , .., x } denote the potential energy of a system with N degrees
1

N

of freedom. The N × N -dimensional function H(x)representing the second derivatives
of V (x) is termed the Hessian matrix:

H(x) ≡

∂V (x)
∂x ∂x
i

!

j

.

(2.1)

1≤i,j≤N

The eigenvalues of H(x) are λ ≤ .. ≤ λ , assumed listed in increasing order. Local
1

N

minima (LM) of the PES are points defined by:

∇V (x

LM

)=0
(2.2)

λ

LM
i

>0 ,

1≤i≤N

.
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At saddle points (†), the gradient is zero and H has only one negative eigenvalue λ :
1

†

∇V (x ) = 0
(2.3)
†

λ < 0,

†

λ >0

,

2≤i≤N

.

i

1

This means that a saddle point is a local maximum of V along one direction (the ‘reaction
coordinate’), but a minimum along all other orthogonal directions. The definition of a
saddle point can be recast in the spirit of TST [1]. We consider two local minima A, B
and the ensemble of all possible paths P

AB

p∈P

AB

connecting the two minima. The path

that at each point satisfies:

∇V − p̂(∇V · p̂) = 0

,

(2.4)

where p̂ is the unit vector tangent to the path p, is the minimum energy path (MEP).
It describes a trajectory A → B that minimizes the total energy cost. The highest
energy along the MEP is V

†

and occurs at a saddle point. There, p̂ is the direction

corresponding to the negative eigenvalue λ . There is no path p ∈ P
1

AB

that lies entirely

†

below V .
Methods for finding saddle points prove to be more challenging than those for
finding minima because of the instability along the reaction coordinate, which is also not
known in advance. A large variety of ideas have already been proposed on this topic [44].
Since saddle points are characterized by the eigenvalues of the Hessian matrix, methods
based on the diagonalization of this matrix have been proposed [45,52]. The strategy is to
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start off in a local minimum and walk uphill in energy along the direction corresponding
to the lowest eigenmode. However, these methods are not practical for high-dimensional
systems, since the computational cost increases rapidly with the number of degrees of
freedom. Several methods have been developed that do not require evaluation of second
derivatives and, thus are more scalable with the number of degrees of freedom. With
the chain-of-states methods [46–48], a popular variant of which is the Nudged Elastic
Band (NEB) method [48, 49], a chain of system replicas models a path connecting two
potential wells. Through global energy minimization the chain converges to the MEP.
Since they probe the entire path connecting two minima, chain-of-states methods also
provide a more general picture of the PES. However, an initial guess has to be done,
and the underlying assumption is that convergence to the MEP is achieved irrespective
of the initial guess. This is not always true. Other approaches make use of only two
system replicas to find the saddle point. The Ridge method [50] seeks to descend to
the saddle point along the ‘ridge’ separating the two potential wells. This method has
the disadvantage of using only local information on the PES in a region far from the
minimum energy path, namely on the ridge above the saddle point. The newer Dimer
method [15] uses a technique involving energy minimization of two closely spaced replicas
moving in the same potential-energy minimum to find the lowest eigenmode of the PES
and follow it up to the saddle point. The Dimer method only requires knowledge of the
starting energy minimum. However, there is not good control as to which saddle point
this method will find. The older DewarHealyStewart (DHS) algorithm [51]also has two
replicas converge at the saddle point. Each one starts in one of the two minima and
they are systematically dragged toward each other, each step being accompanied by an
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energy minimization. By reducing the distance at each step by a fixed amount, there is
the risk of missing the saddle point by jumping over it when close to convergence, or in
highly asymmetrical configurations. A good comparison of these methods can be found
in the review by Henkelman et al. [44].
All of the algorithms discussed above use a convergence criterion based on the
magnitude of the gradient. While this may be satisfactory in most cases, there is no direct
control on the tolerance in energy. It is known [53] that generic numerical minimization
algorithms that work by ‘bracketing’ the minimum are more reliable than gradient-based
convergence. Our Step and Slide method allows bracketing the value of the potential at
the saddle point, so convergence in energy is easily monitored. The method is based on
constrained motion along isoenergetic surfaces lying below the saddle point. Two system
images are used to probe isoenergetic surfaces, each one being restricted to move within
one of the two potential wells. The sequence of points corresponding to the minimum
separation of such surfaces converges to the saddle point as the potential of the surfaces
approaches the transition state potential.

2.1

The Step and Slide Method
∗

Let S(V ) denote an isoenergetic hypersurface of the PES corresponding to the
∗

potential V :
∗

∗

S(V ) ≡ {x|V (x) = V }

.

(2.5)

∗

We say that S (V ) ‘belongs’ to a local minimum L if a steepest-descent minimization
L

starting from a point on S

L

converges to L. The main consideration in our approach is
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that, for two minima L1, L2, isoenergetic hypersurfaces S

L1

†

if V < V , where V

†

(V ), S

L2

(V ) are separated

is the energy of the saddle point separating L1, L2. On the other

hand, isoenergetic hypersurfaces above the transition state energy are connected. For a
two-dimensional LEPS potential [54] the contour plot in Fig. 2.1 shows the difference
between potential curves below and above the saddle point. We define the minimal
separation d

min

between S

L1

d

,S

min

L2

by:

=
L1

A plot of the function d

min

|AB| .

min
A∈S

(V ),B∈S

L2

(2.6)

(V )

(V ) is given in Fig. 2.2. If we possessed an algorithm to
†

‘evaluate’ this function, we could reduce the problem of finding V to a one-dimensional
root finding problem. Such an algorithm is presented in the following.
We consider a coordinate system centered at the saddle point (†), and let x be
1

the reaction coordinate, which implies λ < 0. In the vicinity of (†), the potential can
1

be approximated up to second order as

N

1X † 2
V (x , .., x ) u V +
λ x
1
N
2
i i
†

,

(2.7)

i=1

†

where N is the total number of degrees of freedom and λ are the eigenvalues of the
i

Hessian matrix, as in Eq. 2.3. An isoenergetic surface with the potential V

trial

<V

†

has the equation:
N

1X † 2
†
λ x =V
<V
V +
trial
2
i i
†

i=1

.

(2.8)
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Fig. 2.1. Contour plot of a 1D LEPS potential. Isoenergetic curves below the saddle
point (†) are separated, while those lying above are not.

Fig. 2.2. Qualitative graph showing the minimum separation d
between isoenergetic
min
hypersurfaces as a function of their potential V in the vicinity of the saddle point (†).
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This can be regarded as a in implicit function returning the position x along the reaction
1

coordinate as a function of all other orthogonal coordinates x , .., x . This function is
2

N

convex in the neighborhood of the saddle point with respect to its N − 1 degrees of
freedom, and has a minimum at x

m

x

m

m

m

1

N

= {x , .., x }, with:

r
= 2(V

1
m

x

m

= .. = x

2
m

Moreover, x

1

→ 0 as V

trial

− V † )/λ†
1

(2.9)

=0 .

N
†

trial

→ V . In the following, we devise a method that allows

minimization of the quantity x without preliminary knowledge of the reaction coordi1

nate.
Since initially the reaction coordinate is unknown, we start off with a guess for
it, determined by two points A and B, placed on either side of the saddle point and
constrained to have the same potential energy V

trial

. For the ideal case of Eq. 2.8,

minimizing the relative distance AB = |x − x | is equivalent to minimizing x in Eq.
A

B

m

2.9. At the minimum, we would simply have x

A

1

m

m

=x ,x

m

= −x . Initially, as A

B

and B are far from the saddle point, Eq. 2.8 is a poor approximation. However, as
V

†

trial

is raised and approaches V , AB becomes a better and better approximation to

the reaction coordinate. When the two points come close enough that the harmonic
expansion of Eq. 2.7 holds, the direction AB will be the reaction coordinate, and the
maximum along it will be the saddle point.
Trajectories for a two-dimensional LEPS potential are shown in Fig. 2.3. The
replicas A, B are placed in the two local minima of the PES. A trial potential value
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Fig. 2.3. Trajectories of two replicas A and B moving in a LEPS potential according
to the Step-and-Slide algorithm. The saddle point is indicated by (†).
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V

trial

S (V
A

is chosen and both replicas “step” on the corresponding isoenergetic surfaces

trial

), S (V
B

trial

), so that

A

B

V (x ) = V (x ) = V

.

trial

(2.10)

They are allowed to move subject to the constraint of Eq. 2.10 (i.e. slide on these
surfaces) until the relative distance AB is minimized. In principle, any generic constrained minimization algorithm can be applied here, however certain precautions should
be taken as shown in Section 2.2. If this step is successful, we have the minimal separation d

min

(V

trial

) as in Fig. 2.2. If the trial potential was too high, the two replicas will

meet above the saddle point, and we are at the right of the zero in Fig. 2.2. This can be
checked by calculating the force at the point of encounter. If the force is not zero, the
two replicas have met on the ridge above the saddle point. After each minimization of
AB, the maximum potential V

(A−B)

on the line AB is an upper bound for the saddle

max

point. This means after each minimization we have:

V

†

trial

<V <V

(A−B)

.

(2.11)

max

This bracketing is used to monitor convergence. Such a bracketing is not provided by
other methods, where either both replicas are above Ridge method [50] or below Dimer
method [15] the saddle point, or, in the case of the chain-of-states methods, the highest
replicas can be either above or below. The procedure is repeated with increasing V
until a convergence criterion V

(A−B)
max

−V

trial

<  is satisfied.

trial
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The magnitude of the initial energy step for increasing V

trial

is a parameter that

can influence the efficiency. An energy step that is too large may bring V

trial

above the

saddle point, while an energy step that is too small leads to more computation, as more
isoenergetic surfaces need to be probed. Once a reasonable bracketing of the saddle point
potential has been achieved, the energy step can be accordingly adapted.

2.2

Implementation details
As outlined above, the procedure has two components: stepping onto an isoener-

getic surface S with the potential V

and sliding on S to minimize relative distance

trial

between A and B. Initially, the two replicas A and B have energies V , V
A

B

<V

trial

.

The stepping part consists of placing the replicas on the specified isoenergetic surfaces
S(V

trial

). For this, we realize that, because each replica is constrained to move within

a different potential well, on the line AB that connects the two replicas, there must
be a maximum V

(A−B)

≥ V

†

max

algorithm [53] is used to find x

at x

(A−B)

. The ‘golden section search’ maximization

max
(A−B)

. Since it is true that

max

V

A,B

(A−B)

each pair of points (x , x
A

max

<V

trial

<V

(A−B)

(A−B)

) and (x , x
B

,

(2.12)

max

) provides a bracket which is used as

max

the starting step in a one-dimensional (i.e. along the line AB) root-finding routine [53]
for finding the location of V
energy V

A,B

=V

trial

.

trial

. After this step, each of the two replicas have the same

20
The computationally intensive part of the method is minimization of AB with the
constraint of constant potential energy (Eq. 2.10). In the current implementation, we use
a steepest-descent approach, by doing successive one-dimensional minimizations along
directions specified as follows. Suppose the current potential is V

trial

. Using Lagrange

multipliers λ, µ the constraint in Eq. 2.10 means that we search for a stationary point
of a function of 2N + 2 degrees of freedom, which has the form

A

B

G(x , x , λ, µ) = R

where R

A

AB

= |x

AB

+ λ(V − V
A

trial

) + µ(V

B

−V

trial

) ,

(2.13)

B

− x |. A generic constrained minimization algorithm [53] would

be able to find the desired stationary point of this function. However, such algorithms
also probe the energy surface away from the constraint. As a result, when close to the
saddle point one of the two replicas will ‘jump’ over to the other basin, and the algorithm
will find the undesired trivial minimum at R

AB

= 0. In the following, we develop an

algorithm which is less efficient in terms of convergence rate, but keeps the two replicas
within their own potential well.
We are handling one replica at a time, that is, at each iteration we keep N degrees
of freedom frozen. Let’s assume the mobile replica is A. The gradient of G with respect
to the position of A is
∇ G = BA + λ∇V
A

A

,

(2.14)

which is a vector lying in the plane of AB and ∇V . Therefore, we restrict ourselves
A

to this plane. The intersection of this plane with the isoenergetic surface S

A

=V

trial

is

a curve along which we let A move. Effectively, we do a constrained, one-dimensional
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minimization of R

AB

in a slice of the potential surface given by the two vectors AB

and ∇V . This reduced geometry is represented in Fig. 2.4. Since we have insufficient
A

information to correct for the curvature, small steps along the tangent to the curve are
undesirable, as close to the saddle point one of the replicas could jump over to the other
well. We ensure that A stays within its own potential well by always moving A initially
along the direction F

A

= −∇V

A

toward lower potential. Thus, the isoenergetic surface
0

00

S can be probed by finding the intersection of A B with this surface at point A , as
A
0

A moves along the direction F

A

cf. Fig. 2.4. The procedure for finding this intersection

is similar to stepping on the isoenergetic surface previously described. The problem is,
once again, reduced to one-dimensional root finding, only the corresponding function is
a bit more complicated: it returns R 00 a function of R 0 .
A B
AA

Fig. 2.4.
Minimization of the distance R
between images A and B in a twoAB
dimensional slice of the PES. The 1D function to be minimized is R 00 = f (R 0 ).
A B
AA
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Once a minimum for the specified direction for A is found, we fix A and repeat
the procedure for B. In total, there are 2N − 2 degrees of freedom for the minimization
of R

AB

at each value of V

trial

. We expect that a procedure analogous to the conjugate

gradient method [53] for our constrained minimization would be more efficient than the
steepest descent approach that we employ, however such a procedure is not implemented
at present.
As with any method, a PES that is complicated enough can cause various problems. An example would be the presence of other local minima between the two starting
points. This can be easily circumvented, since on the line AB there would be more than
one maximum. Energy minimization can be carried out for the minima between A and
B to check if they actually correspond to local minima of the PES. When intermediate
minima on the PES are present, and correspondingly there is more than one saddle point
on the MEP, and convergence to a saddle point is not guaranteed. In this case, a minimal
bracketing for each saddle point should be found, for which there are not intermediate
potential minima, and the procedure should be restarted with the initial positions in the
closest set of minima. In some cases, there can be more than one minimum-energy path
between two minima of the PES. An example of such a configuration is shown in Fig.
2.5. This situation corresponds to the existence of different domains of “concavity” of
isoenergetic surfaces as viewed from the potential minima. For each isoenergetic surface
there will be several minima in the sense of Eqs. 2.7–refx1min, one for each saddle point.
In that case, our procedure leads to the saddle points corresponding to the valleys where
the replicas started. This is shown in Fig. 2.5. All initial configurations lying in zone I
end up at saddle point S1, while starting from zone II leads to saddle point S2. This is
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Fig. 2.5.
Two minima A and B connected by more than one MEP. If the initial
configuration has A in zone I, the algorithm converges to saddle point S . Zone II
1
corresponds to saddle point S .
2

also expected for the chain-of-states methods [46–49] which typically begin with a linear
interpolation between the two initial configurations. The only way to probe different
paths is to start with initial configurations randomly displaced from equilibrium. In this
case, it is easy to check if two different starting configurations lead to the same saddle
point: if so, after minimization along the first couple of trial potentials, the positions
of the replicas will be the same. It is not necessary to continue until convergence, as is
the case with the Dimer method [15]. When complications, such as multiple MEPs or
multiple minima, arise, the method can converge to a saddle point that is not viable for
a direct transition from A to B if the above precautions finding the minimal bracketing
for each saddle point, and randomizing the initial positions are not taken. The transition
associated with the saddle point can be found by performing quick minimization to find
the corresponding local minima.
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2.3

Energy barriers for Ag/Ag(111) cluster diffusion
To check the validity and performance of our method, we applied it to finding the

transition states for diffusion of a small Ag cluster on a Ag(111) surface. We employed a
simulation cell with five, 80-atom layers and a lattice constant of 4.09 . The corresponding
lattice size is 23.14 × 25.04 × 11.81 Å. The top two layers are mobile and the other three
are fixed to the equilibrium lattice positions. A cluster of 712 atoms is placed on top.
We used the embedded-atom method (EAM) potential of Foiles et al. [55] to model the
interactions between Ag atoms.
Cluster diffusion in this model has a reasonably high level of complexity: the
system has more than 500 degrees of freedom. Also, there is a great interest currently
in the mechanisms of cluster diffusion [29, 30, 56–64]. While it was initially thought that
surface diffusion occurs mainly via single-atom events, such as hopping, evaporationcondensation, and edge diffusion along island borders [30, 63, 64], there is an increasing
amount of evidence showing the importance of collective processes [29, 56–62]. In many
cases, such as for compact clusters, collective mechanisms are the main diffusion mechanisms [29, 58, 60–62].
We exemplify our test case with a set of representative processes for a compact 8atom cluster in the form of a hexagonal core plus an extra atom on the edge. Initially, all
cluster atoms sit in hcp sites. The objective is to compare energy barriers for single- and
multiple-atom processes leading to net displacement of the cluster. We found that the
lowest activation energy leading to center-of-mass motion is for a collective glide of the
island. In Fig. 2.6(a)-(b) , the two directions available for gliding are indicated. While
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Fig. 2.6. Representative diffusion processes for Ag /Ag(111) with associated energy
7
barriers: (a) glide along mirror axis; (b) glide along nonsymmetry direction; (c)-(d) row
shearing; (e) dislocation; (f) single-atom corner diffusion; (g) single-atom core break-up.
For each proccess, we indicate the initial state (A), the transition state (†), and the final
state (B). The atoms that perform the transition are marked with an x.
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these directions are equivalent for a hexagonal cluster, the presence of the extra atom
breaks the symmetry for the second process, which is accompanied by a significant drop
of the energy barrier. The cluster achieves a net translation by pivoting first about the
lower part, then about the upper corner. Such a translation combined with rotation at
the saddle point was also observed in MD simulations for similar configurations [12] and
in theoretical calculations for larger Ir clusters [62]. There is also experimental evidence
for gliding in the case of larger clusters [59].
Configuration changes are also possible via row shearing: concerted motion of
atoms lying in a row. This has been proposed and demonstrated for 100 surfaces by Shi
et al. [58]. Two examples are shown in Fig. 2.6(c)-(d) for shearing along “A” steps 100
micro-facets . The larger row Fig. 2.6(c) has lower activation energy, the initial and final
configurations are equivalent, and no net bonds are broken. Moves of this type will not
produce net motion of the center of mass, but mere rotation of the island. The process in
Fig. 2.6(d) , involving a row of two atoms, takes the island out of its compact form and,
following a series of moves with lower activation energies, can lead to net displacement
of the cluster.
Stable structures with dislocations can exist when more than one row of atoms
is allowed to move. There is a shallow equilibrium configuration, in which part of the
island is on fcc sites and the other part is on hcp sites. Via two dislocation steps, the
cluster can translate from hcp to fcc sites. The first step of the process is shown in Fig.
2.6(e) . Island diffusion via dislocation propagation on fcc(111) surfaces was discussed
by Hamilton et al. [57]. In our case, the dislocation process is analogous to the “double
shear glide” or “reptation” observed in MD simulations by Chirita et al. [29, 60, 61].
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Table 2.1.
Comparison of energy barriers for different diffusion mechanisms of a compact, 8-atom
Ag cluster on a Ag(111) surface.
Mechanism

Activation energy (eV)

Glide

0.388

Dislocation

0.451

Row shearing

0.454

Single atom

0.512

Finally, the lowest energy barriers are associated with hopping of the single atom
hanging out of the compact core. However, as shown in Fig. 2.6(f) , this motion, by
itself, does not lead to net island motion. A single atom running around a compact
core only leads to island rotation. Center-of-mass motion can be initiated when an atom
breaks off from the core. However, this process is much more difficult because of the bond
breaking involved, as seen in Fig. 2.6(g). We have shown here representative processes
leading to net island motion for a small compact cluster. The corresponding energy
barriers are summarized in Table 2.1, from which we can infer that multi-atom processes
are important for the diffusion of small compact clusters. Lightly bonded, single, edge
atoms can easily circle around a stationary core. However, initiating diffusion via singleatom breaking from the core carries a higher energy barrier than collective processes.
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From the computational perspective, an idea on the efficiency of the Step and
Slide method can be gained from the number of force evaluations needed for convergence. Generally for condensed-matter systems, the computation of forces is much more
expensive than the other parts of the code, and this affects performance the most. The
average number of force evaluations for more than 30 saddle point searches for the Ag
cluster was 645, for bracketing the transition state to 1 meV . For a more restrictive
convergence criterion:
v
uN
uX
kF k = t
F 2 < 0.01eV /Å

,

(2.15)

i=1 i

where N is the number of degrees of freedom, the method required on average 1240 force
evaluations. Although applied for a slightly different system and convergence criterion,
comparison with the analysis of Henkelman et al. [44] indicates comparable efficiency to
other widely used methods, such as the Ridge [50], Dimer [15] or NEB [48, 49].

2.4

Conclusions
We presented a new method for finding saddle points, based on following isoen-

ergetic hypersurfaces. The equation of these surfaces can be rewritten to express the
reaction coordinate as a function of all other orthogonal coordinates. In the neighborhood of a saddle point, this function has a minimum. Since the direction of the reaction
coordinate is unknown, it is approximated by a line that connects two replicas moving in
the two potential wells separated by the saddle point. As the replicas evolve, this direction becomes a better approximation for the reaction coordinate. The sequence of points,
corresponding to the minimum separation of the replicas for each value of the potential,

29
converges to the saddle point. The method can be applied for probing complex potential
surfaces with many minima and saddle points, provided certain precautions are taken
in order to detect the presence of intermediate minima and multiple MEPs. The implementation is based on standard, one-dimensional minimization and root-finding routines.
The only required parameter is the initial spacing for generating trial potentials. This is
not critical for convergence, although a wise choice can significantly reduce computation
time. For the test cases probed, the method proved to be efficient in quickly bracketing
the transition state potential, being comparable in that respect to other commonly used
methods.
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Chapter 3

Accelerated Molecular Dynamics
with the Bond-Boost Method

The desire to accurately model atomic-level dynamics on increasingly longer time
scales has led to a growing interest in algorithms that extend the time span accessible to
molecular-dynamics (MD) simulations. The goal is an ability to bridge the several orders
of magnitude time gap between fast atomic vibrations and slow structural changes, i.e.
dynamics among different local minima of the potential-energy surface (PES).
All ‘accelerated dynamics’ methods lie between the two ends of the simulation
methods spectrum: conventional MD (accurate but slow) and kinetic Monte Carlo (less
accurate but fast). The common feature of accelerated dynamics methods is modification
of the short-time scale dynamics to enhance the probability of escape from local energy
minima. Grimmelmann et al. [11] proposed to accelerate equilibrium MD simulations of
thermal desorption by adding a ‘compensating potential’ to the potential-energy surface.
The compensating potential enhances the escape rate for a known reaction path. For
systems with many degrees of freedom and transition paths, this idea can be extended
based on the observation that coarse-grained dynamics among local minima is not altered
if the rates of all processes leading out of each state are increased by the same factor.
The Hyper-MD method of Voter [5, 12] accelerates the dynamical evolution of a system

31
by performing MD on a modified potential surface, adding a bias potential which goes
to zero near transition states. This enhances all transition rates, preserving at the same
time the relative rates. Simplified versions of this method have been developed, such as
the method of Steiner et al. [6] and the Local Boost Method (LBM) of Pal, Wang, and
Fichthorn [7,8]. A different approach is taken by Sørensen and Voter with TemperatureAccelerated Dynamics (TAD) [13, 14] and by Henkelman and Jónsson with the Dimer
Method [15–18]. Both are an enhanced form of kMC where the energy barriers for
transitions out of each minimum are computed on the fly, without predefined lists of
events as in traditional kMC. TAD [13, 14] uses high-temperature MD simulations to
find the relevant processes, whose escape times are then extrapolated to the desired low
temperature. The Dimer Method [15–18] is a saddlepoint-search algorithm which, given
an initial configuration, can find all available processes leading out of the local minimum.
With both methods, time evolution occurs as in kMC, as a series of jumps between local
minima using rates computed on the fly according to TST. A review of these methods
can be found in Ref. [19].
Due to various drawbacks, none of the above methods has prevailed as a versatile
enough tool so far, although in specific test cases they proved able to provide simulation
speed-ups of many orders of magnitude. The Hyper-MD method [5, 12]requires computation of the lowest eigenvalue of the Hessian matrix of the system, which induces
a significant computational overhead to each MD step. The LBM [7, 8] assesses the
proximity to transition states by looking at individual atom energies. However, these
are not easily defined except in the case of simple pair potentials. This method also
requires one to estimate energy barriers for different local environments in the system.
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The Dimer Method [15–18]aims to find all possible processes in a stochastic manner with
uncertain efficiency. The TAD method [13, 14] assumes a minimum prefactor, so that
meaningful statistics for extrapolating the rates could be obtained within a reasonably
short high-temperature MD simulation. Generally also, the validity of the kMC-type
methods is limited by the applicability of harmonic TST to the system under study,
which complicates the study of anomalous processes such as correlated or long jumps.
Our method is designed to be easily implemented for arbitrary potential functional forms, with little computational overhead. It is an extension of the LBM, in
that local, single-atom properties control the boost. Unlike the LBM, the criterion is
configurational, based on a bond-breaking picture of solid-state systems. A boost potential is added to each bond belonging to a specified set of atoms (hence the ‘bond-boost
method’). When any bond stretches or compresses out of a predefined range from equilibrium, the boost potential goes to zero. The method can be easily implemented on top
of any functional form for the interactions, since it is only concerned with the spatial
configuration of the system. No assumptions regarding the transition mechanisms are
made, except that they conform to the bond-breaking picture. Below, we describe the
method and its application to surface diffusion of Cu on Cu(100).

3.1

The Bond-Boost Method
We follow the theoretical framework of Voter [5]. We consider an N -particle

system in the canonical ensemble evolving on a potential-energy surface composed of
several local minima {i, j, ..}. If the thermal energy is much lower than the energy
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barriers ∆E

†

between any two local minima i and j (i.e., k T  ∆E
B

ij

†

[1]), it is

ij

generally assumed that the system equilibrates in each local minimum before leaving it
and that the TST formalism is valid. The TST rate k

i→j

of a particular transition i → j

is given by the flux through the dividing hypersurface that separates i and j :

RR
k

i→j

1
2

=

†

dxdpδ Θ |v |exp(−β(K + V ))
ij i ⊥
RR
dxdpΘ exp(−β(K + V ))

.

(3.1)

i

Here β = 1/(k T ), K and V are the kinetic and potential energies, Θ = 1 if the system
B

i

is in state i and zero otherwise, δ

†

is the delta function defining the location of the

ij

dividing hypersurface, and v

⊥

is the velocity component orthogonal to the hypersurface.

MD simulations yield these rates naturally, by sampling the canonical distribution via
integration of Newton’s equations of motion. On a coarse-grained time scale, the system
evolution can be regarded as a Markov chain with jump probabilities given by the above
rates. Thus, the spatial evolution from state i to neighboring states j, l, ... is generated
by the relative rates k

i→j

/k

i→l

, while their absolute value determines the physical time.

The relative rates depend only on the numerator in Eq. 3.1. By manipulating the
denominator in Eq. 3.1, i.e., the partition functions of the local minima, without affecting
the transition states, we can tune the simulation time scale.
As in Voter’s Hyper-MD method [5], we add an empirical boost potential ∆V {x}
to V {x}, satisfying
†

∆V = 0 ,

(3.2)

34
at any dividing hypersurface (†) between local minima. On the new ‘boosted’ potential
surface, Eq. 3.1 becomes

RR
k

b

=

i→j

†

dxdpδ Θ |v |exp(−β(K + V ))

1
ij i ⊥
RR
2
dxdpΘ exp(−β(K + V + ∆V ))

.

(3.3)

i

If the new denominator is smaller, which can be ensured by having ∆V > 0, the new
rates k

b

are higher and the system escapes more quickly out of the local minimum.

i→j

The connection to the physical system is established by observing that

k

i→j

1
i→j hexp(β∆V )i

=k

b

,

(3.4)

b

where h i represents a canonical-ensemble average done on the boosted potential surface.
b

The average escape time τ

i→j

from the local minimum via process i → j is the inverse

of the corresponding rate, so

τ

i→j

=τ

b
i→j

hexp(β∆V )i

b

.

(3.5)

In translation, the boosted dynamics is equivalent to the original dynamics on a different
time scale. The ‘physical time’ does not equal ‘simulation time’ but becomes a statistical
average and can potentially become orders of magnitude higher than the simulation time.
In practice, the impediment to achieving accelerated MD lies in fulfilling Eq. 3.2.
As in the original hyper-MD method [5], the ‘exact’ way of satisfying Eq. 3.2 would be
to calculate the eigenvalues of the Hessian matrix (see Chap. 2) at each point along the
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trajectory, and set ∆V = 0 when any eigenvalue drops below zero. This is impractical
for a large system.
We propose an empirical form for the boost potential derived from the bondbreaking picture of atomic cohesion in the solid state. Without assuming specific processes, we tag all atoms that are able to participate in configurational changes. In the
case of a surface, this may include all atoms within the first one or two layers. The boost
potential ∆V {x} is a function of all nearest-neighbor bond lengths associated with the
tagged atoms and is given by

N

∆V {x} ≡ ∆V {r{x}} = A{r ...r
1

N

}

b
X

δV (r ) .

b i=1

i

(3.6)

Here, r are the lengths of the tagged bonds, N is the number of tagged bonds,
i

A{r ...r
1

N

b

} is an envelope function whose role will become clear later, and δV (r ) is
i

b

a boost potential applied to each bond. Essentially, the binding energy of the system
at equilibrium is lowered by adding a small repulsive potential to each bond. Further,
we assume we can define a threshold q smaller than the maximum fractional nearestneighbor bond stretch (or compression) at any transition state. This threshold can be
inferred by examining a few representative rate processes. Enforcement of Eq. 3.2 is
accomplished by specifying that ∆V → 0 when any of the tagged bonds ‘breaks’, that is

r −r
∆V = 0 if ∃ j such that 

j

≡

j

eq
j

req
j

>q

,

(3.7)
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where r

eq

is the equilibrium bond length of bond j,  is the fractional change in bond
j

j

length from equilibrium, and q is the empirical threshold parameter. A conservative
estimate of the threshold parameter should be sufficient to enforce Eq. 3.2 for all processes of interest. If q is too large, ∆V may affect the transition states of the system. Of
course, depending on the specific degrees of freedom that characterize the evolution of
a particular system, a similar type of boost potential could be applied to bond making,
bending, torsion, etc.
Empirical functional forms are assigned to A{r ...r
1

N

} and δV (r ). These are
i

b

continuous functions, and specific choices will be presented in Section 3.2. The bondboost potential δV (r ) is maximum when a bond is at its equilibrium value and goes to
i

zero when the fractional change in bond length reaches the threshold q:

δV (r ) ≡ δV ( ) =
i

i











max












 0

if  = 0
i

,

(3.8)

if | | > q
i

with  defined by Eq. 3.7. The bond-boost potential effectively lowers the binding
i

energy of each bond that is close to its equilibrium value.
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The envelope function A{r ...r
1

N

} depends only on the maximally stretched or
b

compressed bond, and it is a continuous function fulfilling the boundary conditions:

A{r ...r
1

max

with 

max

N

} ≡ A(

)=

b











1



max

if 

=0
,











 0

max

if 

(3.9)

>q

= M AX{| |}. The envelope function serves to couple all tagged bonds, so
i

that when the system approaches a transition state, all individual boost potentials go to
zero. The effect of the envelope function becomes more clear when looking at the extra
forces δF on the boosted bonds:
i

δF = −
i









max d

−A(
)
δV ( )


i

dr

max

, if  < 

d
i
∆V =

dr

i

N


max X


d
dA(
) b
max


)
δV ( ) −
δV ( )

 −A(
i
j
dr
dr
i

i

j=1

i

.
max

, if  = 
i

(3.10)
The extra energy stored in all boosted atoms flows into the one bond that is about to
break. Since, for the sake of preserving the accuracy of the numerical integration, we
want the extra forces δF to be on the same scale as the natural forces in the system, this
i

implies the magnitude of the boost potential ∆V should be comparable to the natural
energy barriers in the system.
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The previous discussion involved a system close to a known local minimum. When
the system leaves the local minimum, one of the bonds exceeds the threshold q and the
boost potential automatically goes to zero. A new equilibrium configuration needs to be
eq

found in order to define the new bond-stretch parameters r . There are efficient ways
i

of finding energy minima, for example, here we employ conjugate-gradient minimization
[53]. In our implementation, we define sequential time windows and check if the system
is boosted during those times. If no boost occurs, a transition to a new state is assumed
and the equilibrium configuration is reset by finding the new minimum.
In summary, the algorithm is as follows. The bonds belonging to atoms that may
participate in transitions are tagged. We find the equilibrium configuration for the local
minimum and store the equilibrium values of the tagged bond lengths. Standard MD is
b

done on the boosted potential surface defined by V {x} = V {x} + ∆V {x}, with ∆V {x}
defined by Eqs. (3.6)-(3.9). When the system jumps to a new minimum, the boost
potential automatically goes to zero and remains there. We detect that and after some
predefined time period, we reset the reference equilibrium configuration accordingly. The
b

physical time increment δt corresponding to each simulation time step δt is calculated
according to Eq. 3.5:
b β∆V

δt = δt e

.

(3.11)

The usefulness of the method resides in its simplicity and general applicability. At
each MD step, the only additional computation is that of Eq. 3.10, since all bond lengths
are already calculated automatically at each regular MD step. Thus, a boosted MD
step requires only a fraction more than the computation needed for a regular MD step.
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By construction, the computational cost of the method scales as the number of atoms
included in the boost, and therefore the relative computational overhead should remain
negligible for any system size. Additional work is necessary to find the local energy
minima. However, since the transition rates are slow with respect to the time scale of
one MD step, many thousands of MD steps will correspond to one minimization. Using
conjugate-gradient algorithms [53], this minimization should generally require only a few
tens of force calculations, which is a small relative overhead. In addition, the method
can be applied to systems modelled with any type of force field, from pair potentials to
first-principles, since the form of the boost potential does not depend on the underlying
physical interaction. The underlying assumptions are less strict than most other TSTbased approaches. For example, we do not assume harmonic TST. Also, the modified
potential surface does not interfere with correlated or ‘anomalous’ long jumps, which
happen when the system passes rapidly through one or several local minima before
equilibrating into a new configuration: after leaving the local minimum the system is
automatically not boosted for a predefined time window, which allows these processes
to occur.

3.2

Diffusion of Cu on the Cu(001) surface
We tested the bond-boost method on simulations of surface diffusion on the

Cu(100) surface. The interatomic interactions were modeled with the embedded-atom
(EAM) potential of Foiles et al. [55]. Using accelerated MD, we calculated rates for
adatom and dimer hopping and exchange, as well as for vacancy diffusion. These processes are shown in Fig. 3.1. While the hopping mechanism is relatively simple and
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well captured by other accelerated MD methods [5–8, 12], exchange is a more complex,
multi-atom process, in which the inclusion of the first surface layer in the boost is critical. A detailed description of these mechanisms can be found in the paper of Boisvert
and Lewis [65], who used MD to study these processes at high temperatures. We chose
a similar system in order to directly compare our results to theirs.
The simulation cell has 6 layers with 50 atoms each. The fcc lattice structure
has an equilibrium lattice constant of a = 3.615 Å. The two bottom layers are immobile,
while the third layer acts as a heat bath. Constant temperature MD is performed using
the Nosé-Hoover algorithm [66] for atoms in the third layer. We performed separate
simulations for systems containing an atom, a vacancy, and a dimer. All atoms in the
first layer, as well as the adatom(s), are tagged for boosting. The nearest-neighbor
distance in the bulk is 2.556 Å, and we boost all bonds which belong to the tagged atoms
and are shorter than a cutoff of 3.0 Å in the local equilibrium configuration. This means
about 300 bonds are boosted simultaneously [cf., Eq. 3.6].
max

For the bond-boost potential δV () and the envelope function A(

) we chose

the form
max 

δV () =

∆V
N

1−
b

 2 

q

(3.12)

and
max

A(

"
)= 1−

max



q

!2 #


2
1− 
/q
max

2
2
1−P 
/q
1

max

for  ∈ [−q, q], 

,

(3.13)

max

∈ [0, q]. The functions are depicted in Fig. 3.2. The parameter q is

chosen to be smaller than the maximum fractional bond change at the transition states
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adatom hop

adatom exchange

adatom hop

adatom exchange

vacancy hop

Fig. 3.1. Elementary diffusion processes on the fcc(001) surface.
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∆V(ε)

0.5

max

∆V

0
-1

/Nb

0
ε/q
max

Fig. 3.2. The functions ∆V () and A(
Boost method.

1

) defining the boost potential in the Bond-

of elementary processes. For our test case, we determined from static calculations that
†

the maximal relative bond stretch at transition states, q , ranges from 0.35 for adatom
†

hopping to 0.45 for exchange and vacancy hopping. We require q < q , so we set q = 0.3.
The parameter ∆V

max

is the magnitude of the total boost potential ∆V . As discussed

in the previous section, the total boost potential ∆V needs to be on the scale of natural
energy barriers in the system (≈ 0.5 eV in this case). We tested values from 0 − 0.5 eV
for ∆V

max

max

. The envelope A(

) goes to zero together with its first derivative at the

boundary between the boosted and un-boosted regions of the potential-energy surface.
This is necessary in order to maintain a continuous derivative of the potential-energy
max

surface [cf., Eq. 3.10]. The parameter P 6 1 controls the curvature near 
1

= q, and

here we chose values in the range 0.9 − 0.98. A large value means the force will change
fast close to the boundary, while a small value corresponds to a ‘softer’ boundary.
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Various processes can occur on this surface during the course of a simulation
run: hopping, exchange, and also non-local, multiple-atom exchanges at higher temperatures. These processes all contribute to surface diffusion and the diffusion coefficient
reflects their balance. To assess each, individual rate process, we calculate rates as
Γ = N

events

/time for the different processes, instead of measuring the spatial diffu-

sion coefficient. Since the environment is the same after every transition, be it hop or
exchange, the above procedure is correct. Furthermore, this procedure allows direct
comparison with Ref. [65], in which the same procedure was used with regular MD simulations, although in a higher temperature range. For each system and temperature,
we performed several simulations of 30 ns. As we show later, this simulation time corresponds to a physical time ranging from 30 ns to 30 ms, depending on the achievable
boost factor. The number of events observed ranges from 10 to 100, at the low end of
3

the temperature range, up to 10 for the high temperatures.
The prefactors and barriers obtained from Arrhenius plots of the various rates as
a function of temperature are shown in Table 3.1. Diffusion barriers range from 0.45 eV
for vacancy diffusion up to 0.73 eV for adatom exchange. The values for the barrier
agree well with static, TST estimates of the barriers, which were obtained using the
step-and-slide method [67] for the same simulation cell used in this study. Table 3.1 also
contains energy barriers and prefactors from the MD study of Boisvert and Lewis [65],
which both fall within the uncertainties of our results. Boisvert and Lewis probed the
temperature range between 650 and 900 K with regular MD simulations - below this
range, the various rate processes are too slow to occur to any appreciable extent over
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Table 3.1.
Prefactors (Γ ) and activation energies (E ) for elementary diffusion processes of
0

A

∗

Cu/Cu(100). The ( ) values are from Ref. [65]. Static barriers are obtained for our
simulation cell with the step-and-slide method [67].
Process

Γ

boost

(THz)

∗

Γ (THz)

0

E

0

±0.5

Adatom hop

40(×e

Adatom exchange

270(×e

Vacancy hop

54(×e

Dimer hop

30(×e

Dimer exchange

190(×e

)

±0.6

±0.5
±0.7

±0.2

20(×e

437(×e

)

27(×e

)

13(×e

)

(eV)

±0.7
±0.5

∗

(eV)

E

A

static

(eV)

A

0.49 ± 0.01

0.51

)

0.73 ± 0.04

0.70 ± 0.04

0.71

)

0.44 ± 0.03

0.47 ± 0.05

0.44

)

0.47 ± 0.03

0.48 ± 0.03

0.49

0.71 ± 0.06

0.73 ± 0.05

0.69

±0.8

320(×e

E

0.52 ± 0.03

)

±0.7

)

±0.8

boost
A

)

the time scale of a regular MD simulation. Because of the acceleration possible with the
bond-boost method, we were able to probe temperatures between 230 and 600 K.
To quantify the speed-up possible with our method, we plot the boost factor as
a function of temperature in Fig. 3.3. The boost factor is defined as the ratio of the
physical time to the simulation time. According to Eq. 3.5, it is given as the average
β∆V

of the boost potential over the boosted potential surface, i.e., as he

i . The boost
b

factors in Fig. 3.3 were obtained as averages over all runs for all the different types of
rate processes, with ∆V

max

= 0.4 eV. In this study the computational overhead was

less than 10% and therefore the boost factors shown in Fig. 3.3 were not adjusted for
it. The boost factor shows Arrhenius behavior, increasing exponentially with inverse
6

temperature, with values of up to 10 at the low temperatures.
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Fig. 3.3. Variation of boost factor with temperature for the Cu/Cu(100) system. The
boost factor is the ratio of physical time to simulation time, cf., Eq. 3.5.
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It is evident from Eq. 3.5 that the boost factor declines with increasing temperature, since β is inversely proportional to temperature. Additionally, the average
displacement of the atoms from equilibrium grows with increasing temperature and sampling of high-boost regions of the potential surface is reduced. On the other hand, at
very low temperatures, transition times may increase faster than the boost factor and
no transitions are observed over the simulation time scale. For example, although very
large boosts are possible below 230 K in our simulations, we could not observe any transitions over the simulation time scale at temperatures below about 230 K. The method
thus achieves peak efficiency in the mid-range between the high-temperature domain of
standard MD and very low temperatures, where kMC is most efficient.
We now consider the dependence of our results on the values of the boost parameters in Eqs. (3.12) and (3.13). Figure 3.4 shows adatom hopping rates obtained
using various values of ∆V

max

, ranging from 0 eV to 0.45 eV, for three different tem-

peratures, with the corresponding boost factor also indicated. Within statistical errors,
there is no correlation between the boost parameters and the measured rates. While
various parameter values employed here did not affect the final calculated rates shown in
Table 3.1, the boost parameters affect the speed-up as well as the short-time dynamics.
In general, the boost factor increases with the magnitude ∆V

max

of the boost poten-

tial [cf., Eqs. (3.5), (3.6), and (3.12)]. However, there are two basic limitations on the
maximum achievable boost factor. Numerical instability may occur if the derivatives of
the empirical function ∆V {x} are too steep. Also, when ∆V

max

becomes too large,

the boost potential induces local peaks within the local potential well. These create a
repulsive region close to the original local minimum, and the system only infrequently
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Fig. 3.4.
Dependence of the adatom hopping rate Γ on the amplitude ∆V
of
the boost potential for various temperatures. The upper x-axis shows the empirical
max
exponential dependence of the boost factor on ∆V
. The error bar associated with
each point is ±δΓ, with δΓ = Γδτs
/τ , where τ is the waiting time for hopping averaged
over the simulation run and δτ =
N events.

P
(τ −τ )2
i
is the standard deviation of the mean for
N (N −1)
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penetrates the high-boost region. This is illustrated in Fig. 3.5. A sample variation of

2
max

∆V =1.5
max
∆V =0.5
max
∆V = 0

V(x)

1.5

1

0.5

0

x

Fig. 3.5. Qualitative behavior of the boosted PES with increasing boost magnitude
max
∆V
. For simplicity, the height of the energy barrier was set to unity.

the physical time as a function of simulation time for an adatom on a surface is shown in
Fig. 3.6 with ∆V

max

in the range of 0.2 to 0.45 eV. For low values of ∆V

max

(i.e., 0.2

and 0.35 eV), the physical time increases smoothly with the simulation time. The boost
factors plotted in Fig. 3.3 also correspond to a smooth evolution as sampled on short
times of 5 to 10 ps, for ∆V

max

= 0.4 eV. However for ∆V

max

= 0.45 eV, the evolution

of the physical time is mostly slow, with infrequent large jumps. This “choppy” evolution reflects the presence of a peak within the potential minimum, as discussed above,
which results in large time jumps when it is infrequently sampled. Since we relate the
evolution of the boosted system to the evolution of the original system via an ensemble
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average, poor sampling of the phase space around the local minimum results in poor accuracy. Physical time is a statistical quantity, and the slopes of the curves in Fig. 3.6 are
β∆V

given by he

i [cf., Eq. 3.5], which means if a slope is not well defined, the ensemble
b

average is not well defined on that particular time scale. The evolution of the system
becomes relevant on longer time scales, when averages, and in particular, the slope of
the time evolution curve are well defined. Looking at short-time dynamics is a good
way of choosing appropriate parameter values, according to the acceptable level of time
coarse-graining for a particular simulation.
The parameter P affects the stiffness of the boost potential at the boundary
1

of the boosted region of the phase space. If it is small, ∆V increases more slowly at
the boundary between the boosted and un-boosted regions of phase space and it is less
prone to create a steep wall or peak. However, a small P decreases the boost factor,
1

since if many degrees of freedom are involved the system will mostly spend time close to
the domain boundary where ∆V is small. Generally, the effect of P on the simulation
1

speed-up is much smaller than the effect of ∆V

max

.

The scaling of the boost factor with system size will depend both on the aggressiveness of the boost and on the nature of the system. We made MD runs using several
surface sizes, from a 50-atom surface with 1 adatom up to an 800-atom surface with 20
isolated adatoms. All first-layer atoms and adatoms were included in the boost potential.
However, for the larger surfaces only short simulations were conducted, with the aim of
measuring the boost factor over the time scale where it is well defined (as discussed
above), without calculating rates. The scaling of the boost factor with system size at
k T = 0.02 eV is shown in Fig. 3.7. For a weak boost with ∆V
B

max

= 0.1 eV the boost
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Fig. 3.6. Evolution of ‘physical time’ given by Eq. 3.11 for different magnitudes of the
max
boost potential ∆V
at k T = 0.02 eV.
B
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Fig. 3.7.

Scaling of the boost factor with the number of bonds N included in the
b

max

boost, for different magnitudes ∆V
of the boost potential. Shown here are results
for systems having 50-800 surface atoms (all included in the boost) and 1-20 adatoms at
−s
k T = 0.02 eV. A function of the form y(N ) = A × N
was fitted to each set of data,
B

b

and the scaling parameter s is shown in the figure.

b
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scales approximately as N
eV, the boost scales as N

−0.2

b
−0.9

, while for the most aggressive parameter, ∆V

max

= 0.4

. A very large system will be more likely to sample the edge

b

of the boosted region of phase space, because the probability of any one atom being far
from equilibrium grows with the number of atoms. This effect is stronger for an aggressive boost that enhances the sampling of states far from equilibrium. Generally, however,
the decline in efficiency with growing system size is a common feature of all rare-event
methods, beginning with kMC. Because the average time between two, successive rare
events is proportional to the inverse of the sum of all possible rates, the physical time
interval between processes becomes smaller with growing system size, assuming a larger
system also includes more competing processes. The computing time needed to achieve
the same physical time span grows accordingly.
The inclusion of many ‘inert’ atoms, such as surface atoms far from any vacancy
or adatom, in the boosting criterion eventually decreases the boost efficiency, but is
unnecessary for the simulation of the relevant processes. For such cases, only the “hot
regions”, where activity may occur, could be tagged, such as the first sphere of coordination around adatoms, islands, or vacancies. We also tested this scheme for adatom
hopping and exchange at k T = 0.02 − 0.04 eV : we included in the boost only the
B

adatom and its four nearest neighbors from the first surface layer. The rates obtained
in this way are the same as those obtained with the more general boosting criterion.
However, due to the small system size used here, there was little advantage in terms of
the boost factor.
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3.3

Conclusions
In summary, we presented a method that allows a considerable speed-up of MD

simulations of rare events. The method is based on a bond-breaking picture of configurational changes. Specifically, it assumes that at any transition state the maximum
stretch (or compression) of nearest-neighbor bonds in the system is greater than a predefined threshold. Since it does not depend on the functional form of the interaction
potential used to model the system, the method can be applied to a wide variety of
force fields, ranging from pair potentials to first-principles. The computational overhead
is small, limited to the addition of an extra empirical term to the energy and forces
and to the (infrequent) calculation of local-minimum configurations. The computational
overhead is independent of the form of the interaction potential. Although the method
is based on TST, it does not assume harmonic TST, nor does it suppress correlated or
long jumps. The magnitude of the boost factor is limited by two factors, related to the
empirical function which is added to the potential-energy surface. Numerical integration
inaccuracies may appear if the boost potential induces too high derivatives. Further,
insufficient sampling of the high-boost regions can arise due either to entropic effects for
large systems or to the appearance of local energy peaks within the local minima. For
our sample application, the boost factor increases exponentially with the inverse of temperature. With a demonstrated capability for speeding up simulations by several orders
of magnitude with negligible computational overhead, this method could significantly
expand the range of physical conditions accessible to MD simulations of rare events.
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Chapter 4

Multi-time scale accelerated molecular dynamics:
addressing the small-barrier problem

Accelerated Molecular Dynamics (MD) methods [5–9] are a powerful tool for
atomistic simulation of rare-event dynamics, being capable of boosting the simulation
time scale up to several orders of magnitude compared to conventional MD. However,
the applicability of all rare-event simulation methods has an inherent limitation: the
achievable time scale is on the order of the fastest rate process. Yet often the rates
available to a system span many orders of magnitude, due to the exponential dependence
on temperature and energy barrier. In such cases, covering the ‘slow’ events may be
impossible without a specialized treatment of the different time scales.
Particularly problematic is the case where fast processes are grouped together
in pools of shallow energy minima, separated from the rest of the phase space by high
energy barriers. The system may perform millions of repeated transitions among these
states before escaping away. This drastically lowers the efficiency of rare-event simulation techniques, which are limited by the number of events they can simulate. The
problem has been recognized in previous studies. For example, in kinetic Monte Carlo
(kMC) simulations of Cu/Cu(001) growth [68], the small edge-diffusion barriers were
artificially increased in order to reach the time scale of the slower adatom diffusion.
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Voter et al. tried to address the problem within the Temperature-Accelerated Dynamics
method [13], an on-the-fly kMC method, by grouping together recurrent shallow states
and avoiding repeated application of the expensive MD simulation for recurrent internal transition [13, 69]. However, this only removes the overhead required for on-the-fly
process characterization, while the intrinsic limitation of kMC remains.
We propose a method for addressing the small-barrier problem with accelerated
MD. The method is an extension of our previous Bond-Boost Method (BBM) [9] for
accelerated MD. The BBM is based on Voter’s hyperdynamics method [5]: a boost energy
term is added to the potential energy surface, resulting is a uniform magnification of all
transition rates, or equivalently a change of the simulated time scale. This method is
also limited by the time scale of the fastest processes. The extension presented here is
designed for systems where a separation of ‘fast’ and ‘slow’ processes can be defined,
allowing the former to be treated within an equilibrium formalism without affecting the
‘slow’ dynamics. The shallow states corresponding to the ‘fast’ processes are detected
on-the-fly and ‘consolidated’ into coarser states. The resulting modified potential energy
surface ensures a correct equilibrium sampling of the fast processes while enabling the
boost factor to be tuned to the time scale of the slow events. The procedure enables
successful application of accelerated MD to systems exhibiting multi-time scale processes.
As a result, the achievable simulation time scale can be tuned over several orders of
magnitude.
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4.1

Accelerated MD: short review
Hyperdynamics methods are based on modification of the PES around local energy

minima but not at transition states [5]. When a bias potential ∆V (x) is added, the
boosted dynamics over a time ∆t is equivalent to the original dynamics over a longer
b

time ∆t:
β∆V

∆t = ∆t he
b

i

b

,

(4.1)

where β = 1/k T and h i represents a canonical–ensemble average on the boosted PES.
B

b

The achievable time boost ∆t/∆t increases with stronger boost ∆V (x) and decreasing
b

temperature.
Various recipes for the construction of ∆V (x) have been proposed [5–8], the
latest being our Bond-Boost Method (BBM) [9]. Our method achieves high efficiency
with negligible overhead through a simple construction of the boost potential. In the
BBM, ∆V (x) is a function of the nearest-neighbor bond lengths {r }. It has a maximum
i

value ∆V

max

at the local minimum configuration, and goes to zero when the relative
0

0

0

i

i

i

stretch or compression  = (r − r )/r of any bond surpasses a threshold q, with r
i

i

the local equilibrium bond lengths. The functional form is:

∆V (x) ≡ ∆V

max

N
b
max X

A(

)

i=1

max

where 

δV ( ) ,

(4.2)

i

= max{| |}, N is the number of bonds included in the boost, δV ( ) is the
i

i

b

i

max

boost applied to each bond, and A(

) is an envelope that has values between [0..1]
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max

and becomes zero when 

> q. Each time the system reaches a new state, conjugate0

gradient (CG) minimization [53] is employed to find the new configuration {r }. Then
i

the boost potential is turned on after allowing some time for local equilibration. The
sudden change of the PES upon application of the boost in each new state does not
impact dynamics as long as the ‘rare-event’ character of the processes is preserved.

4.2

The small-barrier problem
In the present accelerated MD formalism, the time boost is controlled by the

magnitude ∆V

max

of the boost potential [9]. In principle this can be tuned to capture

the relevant time scale for a system. However, a strong boost does not preserve the
correct dynamics of low-barrier processes, as illustrated in Fig. 4.1(a). A shallow state
N becomes a local peak and the system is immediately pushed away into the neighboring
state M . Without local equilibration, the ‘time boost’ calculated according to TST has
no meaning, and blind application of Eq. 4.1 actually results in an erroneous physical
time. Also, the PES loses its time-independent character since the boost potential is
turned ‘off’ and ‘on’ very often, hence canonical sampling is perturbed. Further, each
time an event occurs, the extra work of finding the new local minimum through CG
minimization adds significant overhead if it has to be done every few steps.
A first step for reducing this overhead and preserving the time-independence of
the PES is ‘memorization’ of previously encountered shallow states, such that, whenever
they are revisited, the appropriate boost potential is already ‘on’. In principle, this
could be done for any state, thus avoiding repeated CG minimization upon revisiting
that state. However, the total number of states visited during a MD simulation is
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Fig. 4.1. Schematic illustration of the small barrier problem: (a) conventional boost
bridge
∆V ; (b) conventional boost + state memorization ; (c) with bridging potential ∆V
.
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enormous, and we have to restrict this procedure to the smaller set of ‘shallow’ states.
The accordingly modified PES is shown in Fig. 4.1(b). Its main feature is the presence
of deep gaps around the low-barrier transition states. A system evolving on such a PES
will be trapped in these gaps and dynamics will be blocked. To overcome this, we bridge
the gaps in the PES by adding another term to ∆V around the low-barrier transition
states.
This procedure rests on the observation that equilibrium over the shallow states
(K, L, M, N in Fig. 4.1) is reached long before any slow event N → D, assuming a
sufficiently large difference in energy barriers. Thus, for the escape rate k

N →D

the entire

set K ∪ L ∪ M ∪ N acts as the equilibrium ‘initial state’ for the TST rate process. Since,
on the time scale of the slow escape, the fast dynamics becomes irrelevant, we will drop
the requirement that ∆V (x) = 0 at the ‘fast’ transition states. We improve on the PES
shown in Fig. 4.1(b) by adding ‘bridge potentials’ ∆V

bridge

at these transition states,

as in Fig. 4.1(c). The goal is to ensure a uniform boost of the entire extended state K ∪
L ∪ M ∪ N . This step is essentially a conceptual ‘coarsening’ of the phase space: as with
Transition-State Theory, we redefine ‘states’ as those regions of the phase space among
which the system evolves through rare-event dynamics. However, the reference time scale
with respect to which ‘rare events’ are defined is moved up from the vibrational time
scale (as in TST and conventional accelerated MD) to the time scale of the fast processes.
With respect to this definition, the states K, L, M, N become a single ‘superstate’ K ∪
L ∪ M ∪ N.
The first issue in implementing the scheme shown in Fig. 4.1(c) is definition and
detection of fast, recurrent processes. A preliminary analysis can determine the range
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of energy barriers corresponding to the ‘slow’ and ‘fast’ time scales. Based on this, we
define a threshold barrier ∆E

th

and assign all processes having lower barriers to the

class of ‘fast’ processes. The validity of treating the ‘fast’ states as equilibrated depends
on the number of ‘fast’ states consolidated into one coarse state, the number of ‘slow’
exits, and on the energy gap between ‘fast’ and ‘slow’ barriers. For example, one can
use the properties of Markov-chain dynamics to show that the limiting (i.e. equilibrium)
distribution in a chain of fast states, each of which has a slow exit with rate k

slow

2

reached in a time of ≈ 0.2 n /k

f ast

, where k

f ast

, is

is the slowest ‘fast’ rate and n is the

number of ‘fast’ states in the basin. Thus, the ‘slow’ processes out of this basin should
satisfy
k

f ast

/k

slow

& 0.2 n

2

.

(4.3)

For example, n = 4 corresponds to a fast-slow energy barrier gap of about 0.04 eV at
room temperature. If the gap is smaller, the exit pathway from the basin could be correlated with the entry and this correlation may be lost when fast states are consolidated.
When an event M → N occurs, we check whether the corresponding barrier
∆E

†

th

is less than ∆E . If the condition is true, the initial and final states M and

M →N

N are stored. This check is performed with negligible overhead using our Step-and-Slide
(SaS) method [67]. This method is particularly suited for the present purpose, since
it is the only saddle-point finding algorithm that converges by bracketing the transition
†

state energy E : the core of the algorithm is a method that, given a test value E
evaluate whether E

test

†

test

, can

< E . In this case, convergence to the saddle point is superfluous,

instead only one SaS iteration, namely for E

test

=E

th

M

+ ∆E , is sufficient.
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The initial and final states M and N for each fast process are defined locally.
The purpose is to use them for pattern matching, i.e. when the system revisits state
M it should ‘recognize’ it. Thus, it is useless to define a state as the configuration of
the entire system: due to the exponential increase in the number of states with size, the
same global configuration is rarely revisited. Instead, states M and N comprise only the
0

pattern of bonds {r } for the nearest neighbors nn(M → M ) of the atom(s) that move
in the transition M → N :
M ≡ {r

0

} .

(4.4)

nn(M →N )

This formulation decouples local states from the global configuration and results in a
linear increase of the storage requirement system size.
Further, we need to construct the bridge potential [see Fig. 4.1(c)]. To this end,
bridge

we define a potential ∆V

(x), which depends on the position x of the moving
i

MN

atom(s) i along the transition path M → N . ∆V

bridge

(x) is constructed as in Eq. (4.2),

MN
max

with A(

) replaced by an envelope A

bridge

(x ):

MN

i

N

∆V

bridge

(x) ≡ ∆V

max bridge

A

MN

MN

0

p

i

i

(x )
i

b
X

i=1

δV ( ) .

(4.5)

i

We define a sequence of p images {x , .., x } along the approximate minimum-energy
0

p

i

i

path (MEP) for the M → N process, so that the endpoints x and x coincide with
the respective local minima. For defining the approximate MEP, a few iterations of
the SaS method can be used to establish points along the path. More generally, the
MEP be exactly calculated using a method such as the nudged elastic band [49]. The
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bridge envelope A

bridge

(x ) is made up of local contributions A (x ) centered around
i

MN

l

i

l

each image x (see Fig. 2):
i




l 2 

(δx
)



i 
A (x ) ≡ max 0, α 1 −

l
l i


w2



l

,

(4.6)

l

where δx = x − x , w and α ≤ 1 are parameters that control the shape of the
i

i

l

i

bridge potential. If all α = 1, the PES is uniformly shifted and all barrier heights are
l

preserved. However, it is desirable to smoothen the PES inside K ∪ L ∪ M ∪ N so as
to promote efficient equilibrium sampling. Based on the potential energies of the images
l

x , the parameters α can be chosen so that the modified PES is approximately flat. The
i

l

parameter w controls the width of the bridge potential in the directions orthogonal to the
MEP. If it is too small, the bridge does not cover the MEP valley properly and creates
‘channels’ where the system can be trapped, analogously to Fig. 1(a). If w is too large,
the bridge may affect neighboring transition states. In applying our method, the system
is assumed to conform to the bond-breaking picture, and thus different transition states
correspond to different patterns of bond breaking. The spatial separation of transition
states can be estimated from the bond-stretch threshold q used in constructing the
conventional boost and it can be adjusted on the fly. In the case of an fcc crystal, w can
be taken as about half the nearest-neighbor distance.
The bridge envelope A

bridge
MN

A

bridge
MN

(x ) is defined as
i

n
o
(x ) = max A (x ) ,
i

l

l

i

l = [0..p] .

(4.7)
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Fig. 4.2. Schematic shape of the bridge potential connecting two shallow minima M −N .
bridge
A
is a function of the distances from the instantaneous position x to several images
i

MN
l

x placed along the MEP.
i

The complete boost ∆V (x) is obtained by taking the envelope of all bond and bridge
terms which are active at the particular instantaneous configuration, by merging Eqs. (4.2)
and (4.5):

∆V (x) = ∆V

max





min max A( ), A
i

i

bridge
i

N
 X
b
i=1

δV ( ) .
i

(4.8)

The complete algorithm is as follows. After each event, we start off with a low
boost, i.e. ∆V

max

th

/ ∆E , that preserves the correct fast dynamics. The low boost

allows accurate dynamics of the fast events, albeit with low acceleration efficiency. As
each new fast process is encountered, the appropriate bridge potential is constructed
between the initial and final states, which thus ‘collapse’ into a single state. However, per
construction the bridge potentials have no effect for a low boost, thus the fast dynamics is
still correct. Eventually, as the shallow states are exhausted, no new fast process occurs.
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If nothing new happens during a predefined waiting time t

wait

, the boost strength is

increased to the desired high value and the simulation switches to the time scale of
the slow events. At this stage, the PES corresponds to Fig. 4.1. We choose t

wait

larger than the average waiting time for a process having the threshold barrier, i.e.
t

wait

>ν

−1

th

exp(β∆E ) , where ν is an appropriate prefactor.

During a simulation, we typically store hundreds of local states. For each new
configuration, the simulation code performs local pattern matching against stored states
to find the applicable bridge potential terms. With an efficient implementation of the
state storage and matching algorithms, the overhead incurred by this method is in general
less than 10% of the normal simulation time for our test cases, and should remain low
as long as the number of fast processes is finite. More details about the organization of
the data structure and the pattern matching procedure is given in Chapter 5.

4.3

Cluster diffusion of Co on the Cu(001) surface
To illustrate our method, we simulate kinetic phenomena related to the heteroepi-

taxial thin-film growth of Co on a Cu(001) surface. The interaction potential is a slightly
modified version of the Tight-Binding Second-Moment Approximation (TBSMA) potential in Ref. [70]. We adjusted the embedding function at low electronic density and the
repulsive potential at short distances to obtain a better fit of DFT calculations of energy
barriers and growth modes [71]. A detailed description of the energetics and fitting can
be found in Chapter 6. All resulting energy barriers are within 10% of the ones calculated with the original potential. This system is a prime example for the ‘small-barrier
problem’, which also occurs on other fcc(001) surfaces where diffusion along island edges
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6

is much faster than isolated adatom hopping. Here, edge diffusion is about 10 faster
8

than adatom hopping at room temperature, and trimer rotation is about 10 times faster
than adatom hopping. A simulation that follows the correct fast dynamics will fail to
reach the time scale of the slow events.
We first investigate adatom and small island diffusion. The energy barriers for
various processes are shown in Table. 4.1. Hopping along island edges is much faster
than events which lead to center-of-mass motion of small islands, which are mainly
collective shearing mechanisms. Dimers, trimers and heptamers have a high mobility,
comparable to that of the isolated adatom. The trimer hops via concerted jump of two
atoms, while the heptamer hops via concerted shearing of three atoms in the middle row.
A less favorable yet present mechanism for heptamer hopping involves an edge adatom
climbing on top and descending on the other side of the compact 6-atom island formed
by the remaining atoms. Single adatom exchange is known to occur in this system [40],
however due to the high energy barrier (0.92 eV ) it is not active on the time scale and
temperature range covered in these simulations. In addition to these ‘slow’ events, on a
much faster time scale, rearrangements of the small islands can occur via edge diffusion,
for which the PES is similar to Fig. 4.1. In particular, fast trimer rotation leads to a
pool of 24 shallow states. Without bridge boosting, simulations (even accelerated MD)
would be hopelessly limited by the short time scale of edge hops.
We implement the bridge boosting using a threshold of ∆E

th

= 0.4 eV to separate

the slow and fast time scales. For constructing the bridging potentials, the MEP is
approximated as a straight line, which yields a particularly simple implementation of
Eqs. (4.6,4.7). After each event, a low boost of ∆V

max

= 0.2 eV is maintained until no
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Table 4.1.
Energy barriers ∆E for various diffusion processes of Co/Cu(001). Static values are
obtained with the Step-and-Slide method.
Process

∆E

static

(eV)

∆E

MD

Adatom hop

0.63

0.63

Dimer hop

0.62

0.63

Adatom edge hop

0.30

Trimer rotation

0.10

Trimer hop

0.64

0.65

Heptamer hop

0.56

0.57

(eV)
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new process occurs for a time t
to ∆V

max

wait

−2

= 10

th

exp(β∆E ) ps. Then, the boost is increased

= 0.6 eV . By overcoming the small-barrier limitation, the achieved boost
4

8

factor ranges from 10 at 450 K to 10 at 250 K and the slow island diffusion is correctly
captured. Hopping rates obtained from static and MD calculations are shown in Table
4.1.
The wealth of diffusion processes exhibited by systems such as Co/Cu(001) is
difficult to capture with traditional simulation methods such as kMC, where all relevant
processes need to be known in advance. Accelerated MD inherently captures all system
features, enabling efficient ‘prejudice-free’ simulation on experimental time and length
scales. With our method, by consolidating edge diffusion and trimer rotation processes
(shown in Table 4.1), we can tune the boost to the slow time scale of adatom and
cluster diffusion and we can simulate growth of Co/Cu(001) on time scales of seconds at
temperatures up to 300 K. With such capabilities, we can accurately probe the influence
of cluster diffusion on the morphology of submonolayer thin films during growth, a
topic that heretofore has been treated with rate-equation [32, 94] and kMC approaches
[31, 32, 68], both of which include assumptions. Detailed results are shown in Chapter 6.

4.4

Conclusions
In conclusion, we present a general method for allowing accelerated MD simula-

tions to cover rare-event, multi-time scale processes. When a significant separation of
energy barriers for the ‘slow’ and ‘fast’ events exists, equilibrium distribution of the ‘fast’
states is reached long before any ‘slow’ event occurs. Our method consolidates pools of
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shallow states detected on-the-fly into coarser states and modifies the entire corresponding PES such that the dynamics of the slow escape events is correctly captured, while
equilibrium among the shallow states is preserved. The method allows tuning the simulation time scale to the slow events of interest. Overcoming the small-barrier problem
is critical for simulation of growth on metal surfaces, and application to heteroepitaxy
of Co on Cu(001) yields important information regarding the impact of small cluster
mobility on the growth morphology.
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Chapter 5

Parallel accelerated molecular dynamics
using the Force-Decomposition method

The availability of parallel processing has opened the door to large scale molecular
dynamics (MD) simulations. Systems with more than a billion particles can now be
simulated with classical MD over time scales of nanoseconds. In this chapter, we describe
the implementation of a parallel force-decomposition algorithm [72] for embedded-atom
method (EAM) and second-moment approximation tight-binding (TBSMA) potentials.
MD simulations follow the time evolution of a system with N particles by discretized time integration of Newton’s equations of motion m r¨ = f , where m are the
i i

i

i

masses, r the positions and f the forces acting on the particles. If all interactions
i

i

are short-ranged, the computational cost of an MD step scales as N , since calculation
of f only requires knowledge of a limited set of neighbors of atom i. MD is particui

larly suitable for parallelization within the MIMD (multiple instruction/multiple data)
paradigm.
Within the MIMD model of parallel processing, there are P processors running
independent instructions on different data sets. Information is exchanged between processors via network communication, which may require either global or local synchronization at particular steps. The parallel performance is commonly characterized by
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speed-up (S) , efficiency (E) and load balancing. If t is the serial running time and t
1

p

the parallel running time on P processors, then:
t
S= 1
t

p

E(%) =

(5.1)
S
× 100
P

.

Ideally, S = P and E = 100%, i.e. the code will run P times faster on P processors. In
practice, few problems are 100% parallelizable from an algorithmic point of view, and
communication costs may be significant. Amdahl’s law [73] predicts that the speed-up
S scales as
f +f
S=

s

p

f + f /P
s

p

=

1
f + f /P
s

,

(5.2)

p

where f and f are the serial and parallelizable fraction of the code (f + f = 1).
s

p

With increasing P , the speed-up reaches a saturation value S

s

sat

p

= 1/f . For slow
s

communication networks (100Mbps), the saturation value may be reached for as low
as 20 processors. Aside from algorithmic consideration, performance is also determined
by run-time issues such as load balancing: ideally, all P processors should have similar
workload. The actual data distribution among processors may lead to uneven workloads
and lower parallel efficiency.
The natural way of parallelizing MD is distributing the N atoms among the P
processors, such that a processor does calculations for its own N/P atoms. According
to the data distribution scheme, there are three classes of parallelization algorithms:
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‘particle’, ‘domain’ and ‘force’ decomposition [72]. Each method has particular advantages in terms of implementation complexity, load balancing and achievable speed-up.
A schematic diagram is shown in Fig. 5.1.
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Fig. 5.1.
Data distribution schemes for parallel MD: (left) particle decomposition;
(center) domain decomposition; (right) force decomposition.

In the ‘particle decomposition’ method, each processor does computations on
a fixed subset of N/P atoms, however it requires storage of all N atoms in order to
compute its own N/P forces. At each MD step all positions are communicated among
all processors, meaning communication and storage costs scale as N . This algorithm is
very simple to implement, can give good load balancing but the communication costs
make it inefficient for large N .
The ‘domain decomposition’ algorithm assigns a subdomain of the physical simulation cell to each processor. In the limit of large and uniform density and large N ,
a processor performs computations on N/P atoms while the communication, which
2/3

only occurs between neighboring domains, scales as (N/P )

, approximately as the
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surface–to–volume ratio of each subdomain. Although now both computation and communication scale as N/P , this algorithm has several drawbacks. If the system is highly
nonhomogeneous, good load balancing is hard to achieve, so efficient implementation
of the algorithm is intimately connected to the simulated physical system. Further, as
atoms migrate between subdomains they are stored by different processors at different
times, i.e. the data structure is dynamic. This makes it difficult to implement functions
such as conjugate–gradient minimization, saddle–point finding, or configuration pattern
matching.
The ‘force decomposition’ algorithm of Plimpton et al. [72] assigns a block of
the interaction matrix to each processor. The force calculation can be viewed as the
evaluation of a N ×N matrix F, where an element f

ij

represents the interaction between

particles i and j. The matrix is divided into P blocks, and each processor calculates
the force components within one block. Since, for short-range interactions, the matrix
2

F is sparse (the number of non-zero elements scales as N , not N ), each processor
computes on the order of N/P elements. Communication scales as the linear size of
√
each block, i.e. as N/ P . Good load balancing is obtained if each block has a similar
number of non-zero elements, which is true if F is uniformly sparse. This can be easily
achieved by randomization of the order in which atoms are listed in the matrix. The
formalism is independent on the structure of the simulated physical system, which offers
consistent performance and ease of implementation. This advantage is combined with the
convenience of a static data structure: each processor and matrix block hold a fixed set of
atoms throughout the simulation. This method has a slightly worse scaling than domain
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decomposition in the asymptotic (large N ) regime, yet it combines the advantages of the
two previous methods.
I developed a full parallel object-oriented MD package written in C++ [74]. The
package includes classes for force calculation using EAM [55], TBSMA [70] and pair
potentials; global energy minimization using the conjugate-gradient method [53]; static
energy barrier calculations using the Step-and-Slide method (see Chapter 2); canonicalensemble molecular dynamics; accelerated MD (see Chapters 3 and 4). The package uses
the Message-Passing Interface (MPI) for interprocessor communication. In the following,
we summarize the main features related to the parallelization of various modules and
present results of parallel performance tests.

5.1

Force Decomposition: the algorithm
The configuration of a system is specified by the vector of positions R ≡ {r , .., r }
1

N

for the N atoms. The objective is to find the associate vector of forces F ≡ {f , .., f }.
1

N

Each processor k holds a N/P portion R , F of these vectors. F is a function of the
k

k

interparticle distances r . We define the matrices
ij

R = {r }
ij

(5.3)
F(R) = {f (R)} ,
ij

i, j = 1..N

.

The force calculation can be viewed as the evaluation of the function F(R). Usually,
the particles are indexed in a regular order which produces a ‘banded’ sparse matrix F.
Uniform sparsity is achieved by randomly rearranging the atoms in the vector R. This
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reindexing is only done once at the beginning of the simulation. The matrices R, F are
divided into P blocks R , F , k = 1..P assigned to different processors, cf. Fig. 5.2(a).
k

k

After each time step, each processor k holds a N/P -sized vector of positions R ,
k

as in Fig. 5.2(b). The tasks of each processor k are: (1) constructing the matrix block
√
√
R of size (N/ P × N/ P ) ;(2) calculating F (R ) ;(3) summing the force components
k

k

k

into the force vector F .
k

√
Task (1) requires gathering the necessary 2N/ P positions from the respective
processors. All

√

P processors in each row gather their N/P positions as in Fig. 5.2(b),

√
forming the N/ P -sized column vector of positions corresponding to their block, as in
Fig. 5.2(c). This vector is exchanged with the transposed processor, thus each processor
√
obtains the N/ P -sized row vector of positions for their block, cf. Fig. 5.2(d). The
matrix blocks R are then computed by each processor. To make use of Newton’s third
k

law (f

ij

= −f ), only elements with i < j are computed. Then, the matrix F (R )
ji

k

k

is computed. Task (3) requires each processor k to gather the components of its force
vector F from several processors, which is exactly the reverse of the communication
k

done in task (1). The total force F on an atom i is the sum of all elements on row i
i

of the matrix F. The last step of this task is shown in Fig. 5.2(d). Since data of size
√
N/ P must be communicated for each force calculation, communication costs scale as
√
N/ P .

5.2

Force decomposition for embedded-atom potentials
This section addresses implementation of the FD algorithm for EAM/TBSMA

potentials [55, 70]. These potentials have a similar form, where the total energy E is a
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Fig. 5.2.
The main steps of the force-decomposition algorithm. The large square
represents the global matrices R, F, of which each processor P calculates one block
k
represented by the small squares. The thick bars are sub-vectors R held by each
k
processor k, the arrows indicate interprocessor communication. For each communication
step, the corresponding MPI calls are indicated.
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sum of pair-interaction terms V

ij

and many-body terms G :
i


E=

where V

ij

1X
2

i6=j

V

+

ij

X

G 
i

i


X

ρ 

j

is the pair potential between atoms i and j, ρ

,

ij

ij

(5.4)

is the electron density produced

by atom j at the site of atom i and G (ρ ) is the embedding function of atom i. The
i

i

force on atom i is
r
X 0
0 0
0 0
ij
V +G ρ +G ρ
F =−
i
r
ij
i ij
j ji

.

(5.5)

ij

j

Computation of the force on i requires knowledge of the embedding function
0

derivatives G of all its neighbors. Hence the many body term requires two rounds
j

of communication per step: one to gather atom positions, the other to gather their
embedding functions. In addition to the matrices R and F introduced previously, we
define another matrix D of electron densities ρ :
ij

D ≡ {ρ }
ij

0

0

0

1

N

,

i, j = 1..N

.

(5.6)

and the vector G (D) ≡ {G (D), .., G (D)} of embedding function derivatives. The
sequence of computations is

0

0

R → R → D(R) → G → F(R, G ) → F

.

(5.7)

In Eq. 5.7, each step X → Y requires spreading data across processors with a cost
√
∼ N/ P , each step X → Y requires gathering data from other processors with a cost
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√
∼ N/ P , and each step X ( ) signifies computation of matrix blocks with a cost ∼ N/P .
If t

comm

signifies the communication cost and t

the computation cost of the parallel

comp

simulation, then

t

comm

√
∼ N/ P
(5.8)

t

5.3

comp

∼ N/P

.

Force decomposition and accelerated MD
In Chapters 2 and 3, we introduced the accelerated MD formalism based on

the Bond-Boost Method (BBM) and an extension for systems exhibiting the ‘smallbarrier problem’. The key aspect of these methods is the existence of reference ‘states’
corresponding to local energy minima encountered during the MD run. At each time
step, the BBM adds a boost potential ∆V to the system, which is based on the deviation
of nearest neighbor bonds from the configuration of a particular reference state.
In each new state, the nearest-neighbor bond lengths r

0

form a sparse matrix

ij
0

R , which is obtained from the matrix R by setting all non-nearest neighbor bonds to
zero. The definition of ‘nearest neighbor’ depends on the particular system. Thus ∆V
0

0

is a function of R − R , which requires storage of the matrix R . As in Section 5.1,
0

2

each processor k holds only a block R of size N /P . The storage conforms to the
k

row-wise storing system for sparse matrices: for each row i, processor k holds an array
of the non-zero elements r

0

ij

∈ R (in the code, these vectors are instances of the C++ “
k

vector<>” class, which allows on-the-fly resizing). Since the number of non-zero entries
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0

in R scales as N , this results in linear scaling of the storage requirement with system
size.
The ‘small-barrier’ algorithm in Chapter 4 prescribes ‘local’ storage of special
shallow energy states: only a certain subset of bonds r

s

are stored. These bonds form

ij
s

0

again a sparse matrix R , which is obtained from the nearest-neighbor matrix R by
s

keeping only the subset r . Since there are commonly hundreds of such local states
ij
s

constructed during a simulation, we store an array of matrices R , l = 1, 2, ... Due to
l

the row-wise sparse storage technique, the memory requirements increase linearly with
s

the number of stored matrices, but do not depend on N since each matrix R holds only
l

a local configuration.
0

For a given global state R , we need to find the ‘active’ local states l, i.e. for
s

which the pattern of bonds in R matches the corresponding local pattern of bonds in
l
0

R . The pattern matching is implemented by maintaining a counter of ‘hits’ h for each
l

state l.
0

0

Before each update of R , all h are reset to zero. When R is constructed, for
l

each bond r

ij

0

∈ R we do :

h =h +1
l

l

if

r

ij

∈R

s

, l = 1, 2, ..

(5.9)

l
s

If h is equal to the number of non-zero elements in R , state l is deemed active and
l

enters into the construction of bridging potentials ∆V

l
bridge

, see Chapter 4.
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5.4

Performance evaluation of parallel MD
We tested the parallel performance of our code by running accelerated MD simu-

lations of Cu adatoms on a Cu(001) surface using a TBSMA potential [70] using systems
of 2000 to 54000 atoms on 1-16 processors. The results presented here were obtained
on the Penn State LionXM cluster, a Linux cluster of 3.0GHz Pentium4 processors with
high-speed Myrinet interconnection network.
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Fig. 5.3. Speed-up and efficiency graphs for parallel MD runs on the Penn State LionXM
cluster.

Figure 5.3 shows the speed-up S and efficiency E calculated as in Eq. 5.1. The
speed-up scales as S ∼ P

0.9

, slightly worse than the ideal value of P but extremely

good considering the high communication cost required by the TBSMA potential. The
efficiency drops to 75% for 16 processors. Thus, on 16 processors the code runs 12 times
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faster than the serial code, allowing one order of magnitude increase in the achievable
MD simulation time.
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Fig. 5.4. Communication/computation ratio (a) and scaling of simulation cost with
N, P (b) for parallel MD on the LionXM cluster.

Figure 5.4(a) shows the communication to computation ratio, which according to
Eq. 5.8 should be
√

√
comm ∼ N/ P = P
N/P
t
comp

t

.

(5.10)

We obtain a very close match to this theoretical value: the ‘experimental’ ratio scales as
P

0.52

. Finally, Fig. 5.4(b) shows the scaling of CPU time t

M D step

for one complete

MD step (force calculation + one integration step of the equations of motion). For a
system of N atoms on P processors, the average running time on the LionXM cluster
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scales as:
t

5.5

M D step

−5 N
P 0.9

= 4 × 10

sec/step

.

(5.11)

Conclusions
The force-decomposition parallel MD algorithm offers good performance and con-

venient features such as static data structure, easy load balancing and reduced coding
complexity when compared to the more widespread domain–decomposition algorithm. I
have implemented the force-decomposition method in a C++ accelerated MD code employing many-body EAM/TBSMA potentials. Further, I implemented parallel versions
of the Step-and-Slide saddle-point search algorithm (see Chapter 2), conjugate-gradient
minimization [53], the Bond-Boost method for accelerated MD (see Chapter 3) and the
multi-scale accelerated MD (see Chapter 4). Results of parallel performance tests indicate close to ideal scaling of simulation time with N, P up to 16 processors, which
allows one order of magnitude increase in the achievable time and length scales for MD
simulations.
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Chapter 6

Growth of Co on the Cu(001) surface

Heteroepitaxial thin film growth of Co on Cu substrates has been studied extensively during the last decade. Systems consisting of thin Co/Cu layers exhibit interesting
properties stemming from reduced dimensionality, strained atomic structure and magnetic interlayer coupling. Due to novel magnetic properties (low-dimensional magnetism,
giant magnetoresistance [75]), they are of particular importance for technological applications in magnetic recording devices [76].
Electronic properties of heteroepitaxial thin-film structures are very sensitive to
their atomic-scale morphology. At room temperature, Co crystallizes in the hcp structure
[77], while Cu has an fcc structure [55]. However, Co grows pseudomorphic, in a fcc
structure on the Cu substrate up to 20 monolayers [78]. Most often, the desirable growth
mode is layer-by-layer or Frank-van der Merwe (FM), resulting in two-dimensional, flat
films. It was generally believed that the premises for this ideal case are small lattice
mismatch between substrate and adsorbate, immiscibility in the bulk and an abrupt
interface between substrate and film [79]. In this picture, the Co/Cu system would
be prone to FM growth, since Co-Cu are immiscible in the bulk [80] and the lattice
mismatch is only about 2%. Based on the interplay of different surface free energy
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terms, quasiequilibrium considerations yield the following condition for FM growth [81]:

σ −σ +σ +σ <0
f

s

i

e

,

(6.1)

where σ is the adsorbate film surface energy, σ is the substrate free energy, σ is the
f

s

i

substrate-film interface free energy and σ is the strain energy. If the inequality in Eq.
e

6.1 is reversed, the quasiequilibrium growth mode is expected to be three-dimensional
or Volmer-Weber (VW), characterized by formation of multi-layer islands. The surface
free energy of Co is about 40% larger than the Cu free energy [78, 82, 83], and the
endothermic heat of mixing for bulk Cu-Co [80] should result in an unfavorable interface
energy σ . Thus, according to Eq. 6.1, the expected initial growth mode for Co/Cu
i

would be three-dimensional.
However, as discussed in the introduction, growth is a non-equilibrium phenomenon, and generally the morphology will be determined by the kinetic processes
which are ‘active’ under the particular experimental conditions. In addition, Eq. 6.1
neglects the possibility of intermixing at the surface, a phenomenon which has been
widely observed in heteroepitaxial systems. Experimental studies reveal a variety of
growth modes departing from the ideal quasiequilibrium picture. Kief et al. [78] find
that growth at F = 0.033 M L/s and T = 80 − 300 K proceeds through nucleation of
bilayer-high islands up to completion of the first two monolayers. Above 400 K a significant increase in the Cu population at the exposed surface up to 4.3 M L indicates
activation of Cu segregation onto the surface via Co-Cu exchange processes. At room
temperature, Kim et al. [84] observe patches of pure Co and surface Co/Cu alloy for
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deposition with F = 0.005 M L/s. At 450 K, sandwich structures in the form of Cucapped Co layers are observed [78]. The activation of Co/Cu surface exchange leads to
non-Arrhenius behavior of the island density in the range 300 − 400 K, observed in both
experimental [38] and kMC studies [37], and coexistence of large Co-decorated Cu islands
and small Co islands on the surface [40,82]. Co/Cu intermixing is found by Fassbender et
al. [79] for submonolayer coverage at T = 330 K, coupled with layer-by-layer growth at
a low deposition flux F = 0.003 M L/s. However, the system switches to bilayer-growth
mode for a higher flux of 0.3 M L/s. The population of bilayer islands is very sensitive
to temperature and deposition rate, hence the controversy among several experiments
regarding this growth mode [85–88]. From RHEED measurements of the in-plane lattice
constant, May et al. [89] infer a significant increase of the amount of bilayer islands upon
increasing the deposition flux from 0.0042 M L/s to 0.056 M L/s at room temperature.
To summarize, experimental studies find that Co/Cu(001) grows in the form of
bilayer islands up to 2 M L for low temperatures and/or high deposition fluxes. Starting
around room temperature and with low deposition fluxes (less than 0.005 M L/s), Co/Cu
exchange is activated, which leads to intermixing and a transition to monolayer growth.
In the following, we combine static energy calculations with accelerated MD simulations
using an empirical potential function [70] for describing the Co-Cu interaction to gain
insight into the mechanisms involved in the various growth modes of Co/Cu(001).

6.1

Energetics of Co on the Cu(001) surface using empirical potentials
Using ab-initio calculations, a detailed perspective on atomic-scale interactions

and energetics of Co adsorbed on the Cu(001) surface was obtained by two groups [70,71,
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82]. However, ab-initio studies are limited by high computational requirements. As such,
only relatively small systems can be covered, and dynamical ab-initio simulations are only
possible below the nanosecond regime. In order to make large-scale simulations feasible,
an accurate empirical potential function capturing the critical aspects of interatomic
interactions is required. In this section, we address the applicability of an empirical
many-body potential for the heteroepitaxial Co/Cu(001) system. We describe corrections
made to an already available empirical potential, which are aimed at a better fit to abinitio data.

6.1.1

Tight-binding (second-moment approximation) Co-Cu potential
A single empirical potential for Co-Cu is available in the literature: the tight-

binding (second-moment approximation - TBSMA) potential of Levanov et al. [70]. The
potential was constructed to fit experimentally determined lattice constants, cohesive
energies and elastic constants for bulk Cu(fcc) and Co(hcp), as well as ab-initio interaction energies for small Co clusters on Cu surfaces. Relevant bulk quantities predicted by
the TBSMA potential are shown in Table 6.1.
The TBSMA formalism is similar to the embedded-atom method (EAM) of Foiles
et al. [55], so we will henceforth use the EAM terminology. The total energy E

tot

of a
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Table 6.1.
Bulk quantities for Cu and Co, taken from Ref. [70]. a

Cu

Cu, a

Co

is the fcc lattice constant of

is the hcp nearest-neighbor distance for Co, and E are bulk cohesive energies.
c

Quantity
Cu (fcc)

a

Co (hcp)

E

E

P

M

=E +E

=

2.515 Å

Co

M

4.395 eV

c

system is the sum of a pair potential term E

P

3.545 eV

c

a

E

tot

3.614 Å

Cu

E

E

TBSMA

P

and a many-body term E

M

,

N
1 X
V (r ) ,
αβ ij
2

(6.2)

i,j=1

=

N
X
i=1

F (ρ ) , ρ =
i

[70]:

i

N
X
j=1

ρ

αβ

(r ) .
ij

Here, N is the total number of atoms, α, β = {Co,Cu} denote the two atom species, r
are interatomic distances between atoms i and j, V
species α and β, ρ

αβ

αβ

ij

(r ) is a pair potential between
ij

(r ) is the ‘electronic density’ generated by an atom of type β at
ij

the location of an atom of type α as a function of the interatomic distance, and F (ρ ) is
i

the energy gained by embedding atom i in the total electronic density ρ generated by
i
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all its neighbors. The potential is thus specified by seven functions V

αβ

(r ), ρ
ij

αβ

(r )
ij

and F (ρ ) which are generally tabulated.
i

The TBSMA potential given in Ref. [70] is specified through analytic functions
with no cutoff. However, for application in a finite system with periodic boundary
conditions, a cutoff is necessary. We found that a cutoff at r = 7Å for the functions
V

αβ

(r ) and ρ
ij

αβ

(r ) is sufficient to preserve the correct energetics and the correct
ij

phase preference for Co(hcp), while a smaller cutoff would favor the fcc phase for pure
Co. Thus, we recast the potential in a tabular form with 500 points for each function,
and the two distance-dependent functions are smoothly brought to zero at the cutoff,
such that:
V

αβ

(r ) = ρ
ij

αβ

(r ) = 0
ij

, if r

ij

≥ 7 Å

.

(6.3)

Further, we improve on the existing potential to obtain a better fit of the densityfunctional theory (DFT) results in Ref. [82], which are described in Sections 6.1.2 and
6.1.3. When a potential is fit only to bulk properties, the behavior of the functions
ρ(r), V (r) and F (ρ) is only probed in the narrow vicinity of the bulk neighbor distances
i

r and electronic density ρ . The behavior away from bulk equilibrium is thus extrap0

0

olated. However, atoms at the surface are in a significantly different environment: for
example, the electronic density ρ at the site of a surface atom is only 70% of ρ . The
0

departure from bulk conditions is even stronger for single adatoms on surfaces and especially for transition states for diffusion processes (i.e. adatom hopping or exchange):
the coordination is significantly decreased ( ρ ≈ 0.25ρ ) and so the remaining bonds are
0
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strengthened, so the corresponding nearest-neighbor distances may be reduced down to
80% of their bulk value.
In 1993, Haftel [90] proposed improving the description of surface energies given
by EAM potentials by altering the embedding function F (ρ) for ρ < ρ , such that the fit
0

of bulk properties is not affected. We extend this idea and modify both the embedding
functions F (ρ) below a threshold ρ
threshold r
Cu, r

nn

th

= 0.9 r

nn

, where r

0

= 2.56 Å, while for Co, r

0

th

nn

0
nn

= 0.9 ρ and pair potentials V (r) below a distance
0

is the nearest-neighbor distance in the bulk. For
= 2.50 Å. A modification of the potential functions

0

below these thresholds does not affect already fitted bulk quantities (equilibrium lattice
constants, bulk modulus, elastic constants, cohesive energies) but allows ‘tuning’ the
potential to better model the less-coordinated environments of surface atoms, adsorbed
adatoms and transition states. For both Co and Cu we define ‘correction functions’
δV (r) and δF (ρ) as cubic splines subject to the boundary conditions:

0

δV (r) = δV (r) = 0
0

δF (ρ) = δF (ρ) = 0

δF (0) = 0

,

r≥r

,

ρ≥ρ

th

(6.4)

th

.

The new potential functions are

F

new

(ρ) = F (ρ) + δF (ρ)
α

α

V

new
αβ

α

(6.5)
(ρ) = V

αβ

(ρ) + δV

αβ

(ρ) ,

α, β = {Co,Cu}

.
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We construct the functions δV (r) and δF (ρ) by simulated annealing. This is a wellknown technique [53, 91] for minimization of a rugged energy function F(x) over a highdimensional space. We interfaced a generic simulated annealing C++ code [91] with our
MD/TBSMA package. Here, x ≡ {δV

αβ

(r ), δF (ρ )}, i.e. the variable x is a multik

α

k

dimensional vector representing the values of the spline functions at the spline points
{r , ρ }. The function F to be minimized is the sum of square deviations of the total
k

k

energy E

new

from the DFT energy E

j

DF T

for several test structures j:

j

F(x) =

X
j

(E

new
j

−E

DF T 2

)

.

(6.6)

j

Included in the fit are both surface formation energies and energy barriers for representative atomic diffusion processes. The fitting is done self-consistently with respect to
relaxation, since performing a full relaxation of each structure at each evaluation of Eq.
6.6 would be prohibitive. For a given set of functions (ρ, V, F ) we relax all structures
employed in Eq. 6.6. The potential functions are optimized with respect to the fixed
structures: at each step of the simulated annealing algorithm, the potential functions
{F

new

,

V

new

} are calculated from the instantaneous values {δV

the set of energies E

new

αβ

(r ), δF (ρ )} and
k

α

k

are computed, which enables evaluation of Eq. 6.6. The opti-

j

mized functions yield a slightly different relaxation, so we relax the structures with the
updated potential functions, and repeat the optimization until both the relaxed structures and the potential functions do not change. The modified embedding functions and
Co-Cu pair potential are shown in Fig. 6.1.
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Fig. 6.1. Comparison of original and modified embedding functions for Co, Cu (left)
and Co-Cu pair potential (right).

In Section 6.1.2 we discuss the structures employed for fitting and compare the
ab-initio calculations of Ref. [82] with the best empirical potential fit.

6.1.2

Surface energies
For modeling heteroepitaxial growth, a correct description of surface energies

and adatom diffusion barriers is critical. We tested the TBSMA potential for the same
structures as in the DFT study of Pentcheva [71,82], which are shown in Table 6.2. First,
we analyzed several surface formation energies. Each system is modeled as a slab with
periodic boundary conditions on the x, y axes, the surface being normal to the z axis.
The slab consists of 5 Cu layers (at this value, we found that formation energies are
converged with respect to the number of layers) covered by different arrangements of Co
as discussed below. Each layer has 50 atoms. The two opposing surfaces of the slab have
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the same configuration. The bulk equilibrium lattice constant for Cu, a

Cu

= 3.615 Å is

enforced on the x, y directions by setting the appropriate dimensions of the simulation
cell and the system is fully relaxed using conjugate-gradient minimization [53] of the
total energy E

slab

. Assuming the slab is in thermal equilibrium with bulk Co and Cu
f

reservoirs, the formation energy E of the slab surface in units of eV /(unit cell) is defined
as:
f

E =

1
slab
Cu
Co
(E
−N E
−N E ) ,
Cu c
Co c
2N

(6.7)

s

where N is the number of surface unit cells, N
s

atoms in the slab, and E

Cu/Co

Cu/Co

are the numbers of Cu and Co

are the bulk cohesive energies of Cu and Co respectively

c

(see Table 6.1). The factor ‘2’ accounts for the presence of two surfaces of the slab. The
relaxed energies E

f

for the configurations depicted in Table 6.2 excluding the alloyed

surface were included in the potential fitting according to Eq. 6.6. The main effect
on surface energies comes from adjusting the embedding functions F (ρ) below the bulk
f

value ρ , in the ‘surface’ region ρ ≈ 0.7ρ : the surface energies E can be increased if
0

s

0

δF (ρ ) > 0.
s

Table 6.2 shows a comparison of surface formation energies for the pure fcc(001)
Cu and Co surfaces, as well as for five different arrangements for 1 M L Co coverage.
When the surface consists of more than one domain the energy was calculated as a
weighted sum of the formation energies corresponding to each domain. The surface energy of Co is 40% higher than that of Cu, which justifies the ordering of formation energies
in Table 6.2: the driving force is minimization of the exposed Co surface. Thus, instead
of forming a flat layer, 1 M L Co will prefer to arrange itself in a bilayer-high island. This
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Table 6.2.
Surface formation energies (eV/1×1 unit cell )for clean surfaces and various arrangements
of 1 M L Co on Cu(001). “TBSMA” values are obtained with the original potential of
Ref. [70], “TBSMA modified” values are obtained with our optimized potential. DFT
∗

values are taken from [82], except the ( ) value which is from Ref. [83].
Structure

TBSMA

TBSMA modified

DFT

Cu(001)

0.55

0.58

0.61

Co(001)

0.79

0.82

Co/Cu

0.99

1.12

1.22

Co/Cu alloy

0.90

1.03

1.09

Cu/Co/Cu

0.73

0.87

0.99

Co/Co/Cu

0.73

0.78

0.86

Cu/Co/Co/Cu

0.66

0.72

0.73

0.86

∗

Image
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is consistent with several experimental observations of bilayer growth [38,78,79,85,88,89].
Further, since it is more convenient to have an exposed Cu rather than Co surface, the
most favorable configuration is achieved through segregation of Cu on top of Co and
formation of a bilayer-high Co island capped by Cu. This was also experimentally observed [78] but only above 400 K which indicates the configuration is strongly kinetically
hindered. Several other experiments [40, 78, 84] indicate that intermixing of Co with the
substrate is energetically favored with respect to the pure Co surface monolayer. All
configurations exhibiting Cu-capping or intermixing would only be possible via adatom
exchange processes. In Section 6.1.3 we analyze elementary atomic processes and their
predicted impact on growth morphology.

6.1.3

Elementary adatom diffusion processes
Calculations of thermodynamic equilibrium configurations have little relevance

without an understanding of kinetic factors that enable their formation during growth.
Traditionally, surface morphology for growth at a given temperature and deposition flux
was thought to be determined mainly by single adatom diffusion rates. In this section,
we compare the basic adatom hopping processes on Co and Cu surfaces as described by
DFT and our the TBSMA potential. In addition we include adatom exchange processes,
since, based on the previous discussion on equilibrium structure energetics, formation
of the most energetically favorable configurations is only achieved through Co exchange
with the substrate.
Energy barriers from DFT [82, 83] and TBSMA calculations for several processes
are shown in Table 6.3. Of the values in Table 6.3, only Cu/Cu hopping and Co/Cu
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hopping and exchange were included in the fitting procedure (Eq. 6.6) along with surface
formation energies. For fitting energy barriers to the DFT results, the energy E

new

employed in in Eq. 6.6 is
E

new

=E

TS

−E

LM

,

(6.8)

where (LM) and (TS) denote the relaxed local minimum and transition state structures.
The main effect on energy barriers comes from modifying the transition state energies
by adjusting the pair potentials V (r) at close distances ( r ≈ 2.0Å) and the embedding
functions F (ρ) at low electronic density ( ρ ≈ 0.2ρ ).
0

As seen in Table 6.3, we obtain a slightly better fit of DFT barriers than the
original potential. In the original potential, the Co/Cu hopping barrier was significantly
overestimated, while all exchange processes and Cu/Cu barriers are underestimated. The
mobility of Cu adatoms on the Cu surface is much higher than the mobility of Co: around
room temperature, Cu diffusion through hopping is two orders of magnitude faster than
Co. Exchange processes are much slower: both Co and Cu have similar barriers close
to 1 eV , meaning on the usual time scale of deposition (minutes) these processes are
‘frozen’ below room temperature. This is consistent with experimental results [40,78,79]
where intermixing is known to occur only above 300 − 350 K. Thus, kinetic limitations
will prevent the deposited material to assume the most stable configuration (Cu-capped
bilayer islands, see Table 6.2) for deposition below room temperature. However, once
the process is activated, exchange is not reversible, since embedding a Co atom into the
Cu surface yields an energy gain of 0.5 eV . This means the energy barrier for the reverse
process is 1.4 eV and the ‘reverse exchange’ does not happen for the usual experimental
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Table 6.3.
Energy barriers (eV) for elementary diffusion processes on the Cu and Co fcc(001) surfaces. ‘Step’ barriers are for hopping along the close-packed Cu step oriented in the [110]
direction. TBSMA values are calculated with the Step-and-Slide method [67]. DFT
∗

values are from Ref. [82] and the ( ) values are from Ref. [83].
Process

TBSMA [70]

TBSMA modified

DFT

Cu/Cu hop

0.44

0.48

0.51

Cu/Cu exchange

0.87

0.92

1.02

Co/Co hop

0.58

0.58

Co/Co exchange

1.32

1.48

1.54

Co/Cu hop

0.67

0.63

0.61

Co/Cu exchange

0.89

0.93

1.00

Co/Cu step

0.42

0.39

0.54

0.35

∗

∗
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conditions. Further, once another Co atom reaches the embedded Co it becomes trapped:
the barrier for a Co to break away through hopping from an embedded Co atom is 1.1 eV ,
so effectively an embedded Co atom becomes a pinning center for other Co adatoms on
the surface. These processes involving Co/Cu exchange are shown in Fig. 6.2.

†

(a) ∆E = 0.92 eV

†

(b) ∆E = 1.4 eV

†

(c) ∆E = 1.1 eV

Fig. 6.2. Above room temperature, activation of Co/Cu exchange (a), coupled with
the high barriers for reverse exchange (b) and Co adatom detachment from embedded
Co (c) leads to release of Cu adatoms on the surface and pinning of Co adatoms at the
embedded Co sites.

To understand the interplay of these numerous diffusion processes and metastable
configurations, powerful simulation techniques are required. Accelerated molecular dynamics (MD) offers unprecedented opportunities for ‘prejudice-free’ simulation on experimental temperature and time scales. Results of accelerated MD simulations coupled
with static calculations on surface growth processes are presented next.

6.2

Simulations of Co/Cu(001) growth
We perform accelerated MD simulations of Co/Cu(001) growth. We employ a sim-

ulation cell with five layers of Cu and several surface sizes, from 400 to 1296 atoms/layer.
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The in-plane lattice constant is fixed to the Cu bulk value of a

= 3.615Å. The bottom

Cu

two layers are immobile and fixed to ideal bulk positions. The middle layer is connected
to a Nosé-Hoover thermostat [66] for controlling the temperature, while the top two
layers follow Newton’s equations of motion for the microcanonical ensemble. We employ
our version of the TBSMA potential whose construction was described in Section 6.1.
Simulations are run in parallel on 1-16 processors of a Linux Athlon 1.5GHz cluster with
100Mbps ethernet network and the Penn State LionXM cluster with 3GHz Pentium 4
processors and Myrinet interconnection network.
We use accelerated MD to simulate growth up to 0.5 M L, in a temperature range
of 250 − 310 K and fluxes of 0.1 − 3 M L/s. The accelerated MD formalism was described
in Chapters 3-4. Here, all first-layer Cu atoms and the deposited Co atoms are included
max

in the boost. The bond-stretch threshold for application of the boost potential is 
0.3. The best efficiency is obtained with a boost amplitude of ∆V

max

=

= 0.6 eV (about

the same as the isolated Co adatom hop barrier). A larger boost amplitude as compared
to the Cu/Cu(001) simulations in Chapter 3 can be applied due to the higher diffusion
8

barriers of Co, which allows reaching a speed-up of up to 10

at 250 K relative to

conventional MD.
As discussed in Chapter 3, the Co/Cu surface is a prime example of the ‘smallbarrier problem’, i.e. the processes occurring many orders of magnitude faster than
ordinary adatom diffusion. Diffusion along step-edges has barriers of 0.1 − 0.2 eV , so
6

the corresponding processes are more than 10 faster than single adatom hopping in
the temperature range probed here. To be able to use accelerated MD, we implement
our state-bridging algorithm described in Chapter 3. We define the threshold barrier to
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be ∆E

th

= 0.4 eV . This barrier separates the ‘slow’ and ‘fast’ time scales. After each

process, we apply a low boost of ∆V

max

= 0.2 eV for a time t

wait

is the average waiting time for corresponding to the barrier ∆E
−1

10 ps

th

. The time t

wait

and a prefactor of

. The low boost allows correct dynamics of the fast events, which quickly settles

to thermodynamic equilibrium. After the low-boost period t
amplitude ∆V

max

wait

we apply the high boost

= 0.6 eV and effectively switch the simulation to the time scale of

the slow events.
Although accelerated MD achieves up to eight orders of magnitude improvement
in the simulated time scale relative to regular MD, the maximum physical time that can
be simulated is on the order of a few seconds. Thus, we are only able to simulate growth in
the low temperature/high deposition flux regime. Until now, one intriguing fact resulting
from experimental observations in this regime was the bilayer growth mode: the second
layer begins to grow before completion of the first layer. The growth up to 2 M L coverage
proceeds through formation of bilayer-high islands, then the growth continues layer-bylayer. Bilayer growth disappears in favor of layer-by-layer growth at higher temperature
and/or lower flux. Both DFT [82] and empirical potential calculations indicate that
the bilayer configuration is more energetically stable, thus a higher temperature should
activate more kinetic processes that allow the system to approach its most favorable state,
contrary to experimental findings. We simulated Co/Cu(001) growth up to 0.4 − 0.5 M L
in the range T = 250 − 310 K. Fig. 6.3 shows two samples of surface morphology for
about 0.5 M L coverage. Our simulations also show significant bilayer formation in the
probed regime, and a further study of the kinetic processes involved in bilayer formation
reveal the explanation for the transition to monolayer growth at higher temperatures.
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T = 250 K, F = 0.1 M L/s
θ = 0.54 M L

T = 310 K, F = 1 M L/s
θ = 0.42 M L

Fig. 6.3. Surface morphology after deposition of half a monolayer at T = 250 K and
T = 310 K.

Commonly, one seeks to explain growth through only a few atomic processes:
terrace diffusion of adatoms (via hopping or exchange), edge diffusion around islands
and descent of adatoms at island edges. The latter mechanism is determined by the
Ehrlich-Schwoebel barrier, and the magnitude of this barrier is thought to determine the
monolayer vs. three-dimensional growth mode. However, for Co/Cu growth we discover
a new phenomenon: bilayer island formation is enhanced by an efficient upward mass
transport occurring at the edges of Co islands.
As implied by the static calculations in Section 5.1.2, Co will seek to maximize
the number of Co-Co bonds at the expense of the weaker Co-Cu bonds by rearrangement
of a 1 M L-island into a bilayer island. A Co adatom at the edge of an island will thus
prefer to climb on top of the island with an energy gain of 0.25 − 0.35 eV , depending on
the specific configuration. This does not happen spontaneously due to a high barrier of
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†

†

(a) ∆E = 1.1eV

†

(b) ∆E = 0.62eV

†

(d) ∆E = 0.70eV

(c) ∆E = 0.92eV

†

(e) ∆E = 0.63eV

Fig. 6.4. Interlayer transport barriers for Co islands on Cu(001): (a)-(c) downward ; (d)(e) upward. These barriers were obtained via static calculations with the Step-and-Slide
method [67].
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0.9 eV . However, the barrier for a corner Co atom to jump on top of the island drops
to 0.63 eV (making this process as fast as single adatom hopping) if another Co adatom
is already present close to the island edge in the second layer, as in Fig. 6.4(e). The
barrier for descent for an isolated second-layer atom via exchange at a corner or kink
is comparable [ 0.62 eV , see Fig. 6.4(b)], while descent over a step-edge is inactive due
to a very high Ehrlich-Schwoebel barrier [Fig. 6.4(a)]. This means that a Co adatom
that has landed on top of a Co island will diffuse until it reaches a kink or corner, then,
with almost equal probability, will either descend or pull up another Co atom from the
edge onto the second layer. However, once a ‘nucleus’ of two Co atoms is formed on top
of a Co island, the downward mass transport is frozen, being both thermodynamically
and kinetically inconvenient [Fig. 6.4(c)]. At the same time, upward mass transport
continues and more atoms are pulled up from the edges by the increasing second-layer
nucleus. A sample simulation of a Co adatom landed on top of a 72-atom Co island was
carried out at T = 330 K. The adatom diffuses until it reaches the corner, where it pulls
up an edge Co and the process continues until, 10 ms after deposition, a total of 7 atoms
were pulled up from the edge. The start and end points of the simulation are pictured
in Fig. 6.5.
The upward mass transport makes up for a significant portion of the secondlayer Co atoms during growth. We carried out simulations of deposition of 0.42 M L at
T = 310 K and varying flux of 0.5 − 3 M L/s. In Fig. 6.6 we plot the fraction θ /θ
2

of the deposited Co atoms which are in the second layer and the fraction θ

1→2
2

1

/θ of
2

the second-layer atoms resulted from upward transport, where θ indicates the absolute
i

coverage of the i-th deposited layer. The ratio θ /θ increases approximately linearly
2

1
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t = 0 ms

t = 10 ms

Fig. 6.5. Initial and final configurations for an accelerated MD simulation of a deposition
event of Co on a Co island at T = 330 K. Simulated time = 10 ms.

with the deposition flux F , thus for a higher flux more atoms are in the second layer at
a fixed coverage. This is an influence of the average island size: a higher flux produces a
larger number of smaller islands. An adatom that is deposited on top of a small island
is very close to a corner or kink, thus the ‘attempt frequency’ for the upward-transport
process is high. On the other hand, a low flux results in fewer, larger islands. An atom
that has landed on top of a large island has more sites to diffuse around until it reaches
a corner, where it will either descend or pull up another Co atom. During this time,
there is a higher probability that other atoms will land on top of the same island and
that they will form a stable, less mobile nucleus which does not reach the island edge.
Thus the fraction of second-layer atoms that arrived there by upward transport from the
first layer is lower.
Also, for a large island the impact of upward transport will be only manifested
at the edges. The sample simulation in Fig. 6.5 shows that for a large island the
upward transport stops after a bilayer-high ‘wall’ is formed around the island edge.
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Co/Cu(001): Bilayer ↔ Flux
Fractional filling at T = 310K,

θ = θ1 + θ2 = 0.42 ML

0.3
θ21→2 /θ2 = 0.35
θ21→2 /θ2 = 0.4

0.25

θ2 / θ1

θ21→2 /θ2 = 0.37

0.2

0.15
0

1

2
F (ML/s)

3

Fig. 6.6. Fractional filling of the second Co layer at T = 310K and total coverage
1→2
θ = θ + θ = 0.42 M L , where θ is the coverage of layer i. θ
/θ is the fraction of
1

2

i

2

2

the material in the second layer resulted from upward transport from the first layer.
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Since the center of the island remains monolayer-high, the fraction θ /θ is expected
2

1

to be lower with increasing island size (i.e., decreasing flux). The upward transport
discovered through MD simulations explains the experimental findings of Fassbender et
al. [79]: at a temperature T = 330 K and flux F = 0.3 M L/s they observe the same
bilayer-high island edges surrounding monolayer-high island centers.
At higher temperatures (T & 330 K) and lower deposition fluxes (F . 0.005 M L/s)
the bilayer growth mode disappears and experiments see only monolayer-high islands [79].
We found that the explanation lies in the qualitative change in the island structure stemming from the activation of exchange processes. Co/Cu exchange has a barrier of 0.92 eV
(TBSMA), which means that above T = 330 K exchange processes begin to happen on
a time scale of less than a second. As discussed in Section 6.1.3, Co/Cu exchange is
irreversible, Co atoms embedded in the first Cu layer become immobile pinning centers
leading to formation of small Co islands. On the other hand, Cu atoms released on the
surface after Co/Cu exchange have a much higher mobility than Co. They form large Cu
islands, decorated at the edges by the slower Co adatoms which have not been captured
at the embedded Co pinning centers. A discussion of the resulting morphology can be
found in [40, 82], and a representative STM picture is shown in Fig. 6.7. The island distribution is bimodal: there are many small Co islands above Co atoms embedded in the
first substrate layer, and fewer large Cu islands decorated by Co. The qualitative change
in surface morphology effectively reverses the interlayer transport. Activation barriers
for step ascent/descent for a large, Co-decorated Cu island are shown in Fig. 6.8. Since
the first adatom layer is formed mainly by Cu, there is no energy gain for Co to jump
on top of the island. Hence the upward diffusion at island corners is ‘deactivated’ due to

105
PRB 60

ATOMIC EXCHANGE PROCESSES AND BIMODAL . . .

14 385

Indeed, a close inspection of the STM image for 415 K in
Fig. 3~b! and the corresponding island size distribution reveals two different kinds of islands, which can be identified
by their mean sizes. In addition to a large amount of small
islands, a few much larger islands are represented in the
island size distribution by a broad maximum at an island area
of about 400 surface unit cells. The significantly larger separation between the large islands compared to the separation
between the small ones correlates with the higher mobility of
the Cu atoms on the surface—and supports the above quantitative evidence that the large islands consist mainly of Cu.
A series of STM images, recorded for various coverages at
elevated temperatures, clearly revealed that the large islands
grow first before the small islands nucleate in between.35
Generally, two microscopic mechanisms initiate the bimodal
behavior: exchange mediated nucleation ~Co pinning centers! and growth of the Cu islands. Both island size distributions in Figs. 3~a! and 3~b! result from these mechanisms.
FIG. 5. STM image (U tip53.5 V, I50.4 nA) of
Yet, the features of the bimodal growth mode are particularly
0.11 ML Co/Cu(001) deposited at 415 K and afterwards exposed
distinct at T5415 K because the processes leading to it are
to about 20 L CO. Adsorption induced features occur on the small
thermally activated as discussed above. We would like to
islands, on the edges of the large islands, and at atomic-size indenpoint out
that theat
island
Fig. 6.7. STM image after
COarrows!.
titration of 0.11 M L Co/Cu(001)
grown
T size
= distributions
415 K. at room temperatations ~white
ture are qualitatively very similar to those expected from the
mediated growth scenario.31
The bright clouds correspond
to Co regions. Reproduced from exchange
Ref. [40].
tification via bias voltage dependent contrast inversion used
In summary, the results from island size distributions, tiin Ref. 23. The latter is based on the electronic structure of
tration experiments, and ab initio calculations give evidence
tip and sample and thus does not permit an unambiguous
for a bimodal initial growth mode of Co on Cu~001!. This
interpretation. The STM image in Fig. 5 corresponds to a
growth mode gives rise to formation of large Cu islands and
deposition of 0.11 ML Co at T5415 K followed by an exa high density of small Co islands and is a result of the
posure to 20 CO at T5295 K. The bright clouds are obsubstitutional adsorption during the initial deposition of Co
served only after the exposure and are attributed to the adon Cu~001!.
sorbed CO molecules. The small islands are nearly
completely covered with CO, while on the large islands CO
The work was supported partly by the DFG through SFB
the high barrier of 0.98 eV
(up from 0.62 eV for a pure Co island).
At the same time, the
is adsorbed only at the edges proving that the small islands
290 and SFB 341 and by the ‘‘Innovationsprogramm
consist mainly of Co and the large ones of Cu with Co decoNanowissenschaften’’ of the MSWWF-NRW. We thank W.
ration at the edges.
Peterßen for technical assistance.

Ehrlich-Schwoebel barrier for step descent is reduced to 0.67 eV , so step descent happens

as fast as terrace diffusion.
Also, the mobility of Co upon reaching the Co edge of the Cu
1
Ultrathin Magnetic Structures I and II, edited by B. Heinrich and
J.A.C. Bland ~Springer-Verlag, Berlin, 1994!.
2
U. Gradmann, in Handbook of Magnetic Materials, edited by
K.H.J. Buschow ~Elsevier, New York, 1993!, Vol. 7, p. 1.
3
M.N. Baibich, J.M. Broto, A. Fert, F. Ngyen Van Dau, F. Petroff,
P. Etienne, G. Creuzet, A. Friedrich, and J. Chazelas, Phys. Rev.
Lett. 61, 2472 ~1988!.
4
G. Binasch, P. Grünberg, F. Saurenbach, and W. Zinn, Phys. Rev.
B 39, 4828 ~1989!.
5
S.S.P. Parkin, N. More, and K.P. Roche, Phys. Rev. Lett. 64,
2304 ~1990!.
6
P. Grünberg, R. Schreiber, Y. Pang, M.B. Brodsky, and H. Sowers, Phys. Rev. Lett. 57, 2442 ~1986!.
7
M.T. Johnson, S.T. Purcell, N.W.E. McGee, R. Coehoorn, J. aan
de Stegge, and W. Hoving, Phys. Rev. Lett. 68, 2688 ~1992!.
8
P. Bruno, Phys. Rev. B 52, 411 ~1995!.
9
P. Zahn, J. Binder, I. Mertig, R. Zeller, and P.H. Dederichs, Phys.
Rev. Lett. 80, 4309 ~1998!.
10
H. Li and B.P. Tonner, Surf. Sci. 237, 141 ~1990!.
11
C.M. Schneider, P. Bressler, P. Schuster, J. Kirschner, J.J. de
Miguel, and R. Miranda, Phys. Rev. Lett. 64, 1059 ~1990!.
12
P. Krams, F. Lauks, R.L. Stamps, B. Hillebrands, and G.

Güntherodt, Phys. Rev. Lett. 69, 3674 ~1992!.
A.K. Schmid and J. Kirschner, Ultramicroscopy 42-44, 483
~1992!.
14
W. Weber, A. Bischof, R. Allenspach, C. Wursch, C.H. Back,
and D. Pescia, Phys. Rev. Lett. 76, 3424 ~1996!.
15
W. Weber, A. Bischof, R. Allenspach, C. H. Back, J. Fassbender,
U. May, B. Schirmer, R.M. Jungblut, G. Güntherodt, and B.
Hillebrands, Phys. Rev. B 54, 4075 ~1996!.
16
M. Hansen, Constitution of Binary Alloys ~McGraw-Hill, New
York, 1958!.
17
A. Schmalz, S. Aminpirooz, L. Becker, J. Haase, J. Neugebauer,
M. Scheffler, D.R. Batchelor, D.L. Adams, and E. Bo” gh, Phys.
Rev. Lett. 67, 2163 ~1991!; C. Stampfl and M. Scheffler, Surf.
Rev. Lett. 2, 317 ~1995!.
18
J. Shen, J. Giergiel, A.K. Schmid, and J. Kirschner, Surf. Sci.
328, 32 ~1995!.
19
T. Flores, M. Hansen, and M. Wuttig, Surf. Sci. 371, 1 ~1997!.
20
D.D. Chambliss and K.E. Johnson, Phys. Rev. B 50, 5012 ~1994!.
21
S. Blügel, Appl. Phys. A: Mater. Sci. Process. 63, 595 ~1996!.
22
J.R. Cerda, P.L. deAndres, A. Cebollada, R. Miranda, E. Navas,
P. Schuster, C.M. Schneider, and J. Kirschner, J. Phys.: Condens. Matter 5, 2055 ~1993!.

13

island is reduced: hopping along the Co-decorated island edge has a barrier of 0.7 eV ,

which makes it one order of magnitude slower than terrace diffusion and also slower than
edge descent. The complete picture is as follows: a Co adatom on top of a Co-decorated
Cu island diffuses until reaching an island edge, where it sticks to the edge Co atoms and
its mobility on top of the island is strongly reduced . Due to a weak Ehrlich-Schwoebel
barrier, the adatom will eventually hop over the edge. We performed a MD simulation at

T = 330 K, with a simulated time of 10 ms. The start and end points are shown in Fig.
6.9. The Co adatom sticks to the first Co edge atom it encounters and after about 7 ms
it hops over the edge into the first layer. Thus, the mixed island composition inhibits
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†

(a) ∆E = 1.1eV

†

(c) ∆E = 0.63eV

†

(b) ∆E = 0.67eV

†

(d) ∆E = 0.98eV

Fig. 6.8. Comparison of downward (a-b) and upward (c-d) interlayer transport barriers
for a pure Co island (a and c) vs. Co-decorated Cu island (b and d). Barriers were
statically calculated with the Step-and-Slide method [67].
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upward mass transport while it strongly promotes downward diffusion, i.e. monolayer
growth.

t = 0 ms

t = 10 ms

Fig. 6.9. Initial and final configurations for an accelerated MD simulation of a deposition
event of Co on a Co-decorated Cu island at T = 330 K. Simulated time = 10 ms.

Aside from the novel interlayer transport mechanisms, growth of Co on Cu(001)
exhibits another interesting phenomenon: a significant mobility of small clusters. As
discussed in Chapter 5, Co clusters of up to 7 atoms have a mobility comparable to
isolated Co adatoms. The activation barriers for these are shown in Table. 4.1. A
partial explanation for such small barriers is the strong ‘inward’ relaxation of small
Co islands (see also Refs. [92, 93]). Figure 6.10 shows a Co dimer in the two possible
local minima: in both configurations the Co-Co distance is 2.4 Å. This means that in
the diagonal (along the [100] direction) dimer position the Co-Co distance is relaxed
inwardly by 34% compared to the second-neighbor lattice spacing of the Cu lattice
a

Cu

= 3.615 Å. There is also a strong relaxation for the Co trimer: the Co-Co second-
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(a) dimer along [110] direction

(b) dimer along [100] direction

Fig. 6.10. The two possible states for a Co dimer. In state (a), the inward relaxation of
the Co-Co bond is 7% relative to the ideal lattice positions, while in state (b) the inward
relaxation is 34%.

neighbor distance is 3.1 Å, a 14% relaxation from the ideal lattice positions. The strong
relaxation means there is less Co-Co ‘bond-breaking’ at transition states (TS): for the
Co dimer, the Co-Co nearest-neighbor bond remains intact at the TS, hence the energy
barrier for dimer hopping comes mostly from the adatom-substrate interaction and is
the same as the isolated adatom hopping barrier. The strong inward relaxation of small
Co islands accounts in part for the small barriers for the other concerted cluster diffusion
mechanisms. The trimer hops via concerted jump of two atoms, while the heptamer hops
via concerted shearing of three atoms in the middle row. These processes are shown in
Table 4.1. A less favorable yet present mechanism for heptamer hopping involves an
edge adatom climbing on top and descending on the other side of the compact 6-atom
island formed by the remaining atoms.
The efficiency of multi-atom, small-cluster diffusion processes questions the assumed validity of kMC studies of growth [40, 82], where in almost all cases only single
adatom terrace and edge diffusion are taken into account. While obtaining a correct
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qualitative agreement with experiments, the kMC simulations in Refs. [40, 82] results
in average island densities different by a factor of 2 from experimental results. In
these simulations, clusters are considered immobile except for small diffusivity resulting from adatom motion along island edges. Lately, theoretical and simulation results
indicate that mobility of small clusters may have a significant effect on growth morphology [31, 32, 94].
Typically, growth and nucleation of islands in the submonolayer regime is characterized by the mean island density N

av

(islands/unit cell) and the island size distribu-

tion. The mean-field scaling theory [25, 26] for isotropic two-dimensional surface growth
is constructed on the assumption of a critical cluster size i above which islands do not
dissociate and includes diffusion via single adatom hopping rates h , but ignores cluster
1

mobility. In the case where dimers are stable (i = 1), the predicted saturation N

av

scales

with deposition flux F and temperature T as:

N

av

F
h

∼

!1/3
.

(6.9)

1

However, if dimers and other clusters become significantly mobile relatively to the single
adatom, the above scaling does not hold. Villain et al. [94] have shown that, if dimers
have a hopping rate h , the scaling of N
2

av

is modified to:

2

N

av

∼

F
h h

1 2

!1/5
.

(6.10)
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Eq. 6.10 holds for sufficiently large h and h /F . Bartelt et al. [32] showed that the
2

1

transition to the modified scaling in Eq. 6.10 is controlled by the dimensionless parameter
−2

3

Z = (h /F ) (h /F )
2

1

. For Z  1, dimer mobility has no effect on N

av

, while Eq. 6.10

holds for Z  1.
For Co/Cu(001) growth, dimer and adatom diffusion have essentially equal energy
barriers, hence h u h and Eq. 6.10 becomes
1

2

N

av

∼

F
h

!2/5
.

(6.11)

1

The theory then predicts the ‘2/5’ scaling to replace the ‘1/3’ scaling in Eq. 6.9 for
h /F  1. We probed the effect of cluster diffusion using accelerated MD for direct
1

comparison with the kMC study of growth in Ref. [37]. We simulated growth up to
0.5 M L at {T = 250 K, F = 0.1 M L/s} and {T = 310 K, F = 1 M L/s}. To obtain
reliable statistics, we employed a large simulation cell of 1296 atoms/layer for the low
temperature and 900 atoms/layer for the high temperature. The simulations took one
month on 4 − 9 processors of the Athlon 1.5GHz cluster. The variation of island density
with coverage is plotted in Fig. 6.11, and it reaches the saturation value at about 0.2 M L
coverage. In these regimes, h /F ≈ 250 at T = 250 K and h /F ≈ 900 at T = 310 K,
1

1

which means the dimer mobility should have a significant effect, cf., Eq. 6.11. Figure 6.12
shows values for N
using kMC (N

av

kM C

obtained by us (N

MD

) and those obtained by Pentcheva et al. [37]

av

). The kMC simulations did not allow for mobility of dimers and

av

small clusters. The ab-initio energy barriers were discussed in Section 6.1.3 and are very
close to the TBSMA values. For the same set of parameters {T = 250 K, F = 0.1 M L/s}
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0.04
T=250 K, F=0.1 ML/s
T=310 K, F=1 ML/s

Nav (islands/unit cell)

0.035
0.03

0.025
0.02

0.015
0.01

0.005
0
0

0.1

0.2

0.3

θ (ML)

0.4

0.5

Fig. 6.11. Variation of island density N with the coverage θ during accelerated MD
av
simulations of Co/Cu(001) growth.
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and accounting for the small adatom hopping barrier difference (0.02 eV ) between the
DFT and TBSMA values, we obtain

N

MD

= 0.7N

av

kM C

,

(6.12)

av

i.e. cluster mobility results in a 30% decrease of the island density N

av

compared to

the ‘immobile cluster’ assumption. The result agrees with the mean-field theory, which
predicts a 26% decrease of N

av

if dimer mobility is considered (the value results from

comparing Eqs. 6.11 and 6.9). At T = 310 K we used a flux of F = 1 M L/s, which is 10
times higher than the kMC flux. Since N

kM C

satisfies Eq. 6.9, we can rescale the kMC

av

value to obtain the island density corresponding to F = 1 M L/s. In this way we also
obtain a 34% decrease in the island density compared to the (rescaled) kMC value. The
significant decrease in island density due to cluster mobility may be the most important
reason for the discrepancy between kMC and experimental observations, shown in Fig.
6.12. All experiments that probed island densities were performed at very low deposition
fluxes (F < 0.005 M L/s), a time scale which is beyond the reach of accelerated MD
but can be probed using kMC. As shown in Fig. 6.12, N

av

resulted from kMC was

consistently a factor of two higher than experimental results. Our simulations show that
including cluster diffusion in kMC simulations will very likely eliminate the discrepancy.
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6.3

Conclusions
Although the high computational requirements of these simulations do not permit

investigation of growth on a wide temperature/flux range, accelerated MD offers an unprecedented power of probing experimental temperature and time scales in a ‘prejudicefree’ manner. We perform the first accelerated MD simulations able to cover time scales
of seconds at or close to room temperature, thereby bringing the domain of experimental
observations within the reach of accurate simulation tools. Our simulations offer significant insight into the mechanisms of surface growth of Co/Cu(001). A novel upward
interlayer transport was found to contribute to the bilayer growth mode at low temperatures. At higher temperatures, with the onset of Co/Cu surface exchange, the mixed
island composition inhibits upward transport of Co adatoms while promoting descent
at island edges, leading to monolayer growth. We also show that small island diffusion
brings about a significant lowering of the saturation island density N

av

as compared to

kMC calculations where small islands were not allowed to move, and including this correction into kMC will likely eliminate the discrepancy between experimental and kMC
simulation results.
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