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Abstract

This dissertation addresses the general problem of optimally controlling a large
number of reactive autonomous agents under certain performance constraints. The
proposed solution is to divide the control architecture into layers. In addition to
incorporating the local interactions amongst the agents and with the environment,
the lower layer encompasses signal processing tools from probabilistic finite state
automata (PFSA) based models. On the other hand, the upper layer performs high
level tasks such as planning, optimization and learning. The upper layer incorporates probabilistic supervisory decision and control on a lower dimensional manifold
of the configuration space of the agents. The entire team of agents is modeled as a
PFSA and control over the team of agents is exerted by varying the probabilities
of state transitions in a continuous domain. For homogenous agents, complexity of
the proposed algorithm is independent of the number of agents; hence, this decision
and control algorithm is applicable to swarms of arbitrary size. Furthermore, the
supervisory controller makes use of the asymmetric broadcast control paradigm,
where all the agents receive identical instructions, although individual agents may
act differently depending on their current states. The proposed algorithm has been
validated on a simulation test bed of an underwater repositionable sensor network.
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Chapter

1

Introduction
Ever since the term Artificial Intelligence was coined, way back in 1956, by John
McCarthy, researchers have strived to find ways to create autonomous agents.
These are agents that can observe and act upon an environment and direct their
activity towards achieving specific goals. With the recent advent of technologies
in robotics, communication and development of efficient computational platforms,
the focus of research has expanded to developing algorithms for design and control
of multi-agent systems invoking interaction and co-operation between agents. The
motivation for developing such technologies is the demonstrated fact that a group
of relatively simple agents can perform tasks more effectively as compared to a
single complex monolithic agent. The primary focus of my thesis is to develop and
demonstrate a framework for probabilistic algorithms and techniques that would
help in the supervisorial control of multi-agent systems. Broadly, it would cover
areas of signal processing, optimization, reinforcement learning and construction
of reduced-order observers.
Research in multi-agent systems is applicable to a variety of areas such as
control of swarms of mobile robots, autonomous vehicles, ad hoc wireless sensor
networks, unmanned air vehicles required for the purpose of surveillance, and unmanned underwater vehicles used for mine-hunting or detection of enemy targets.
As already mentioned, multi-agent systems can often solve problems that a single
agent cannot. They may be used to automate the process of exploration in remote and dangerous sites (e.g., for search and rescue missions), and they can even
assist in conservation efforts. Due to the inherent parallel nature of operation,

2
multi-agents systems (MAS) are more efficient; in general as they have greater
environment coverage, both in terms of area and speed. In addition, MAS are
robust to random variations in diverse operating conditions and in the event of
unexpected failures. MAS may also prove to be cost effective for certain applications. When produced in large numbers, the cost of the autonomous agents is sure
to decrease. Furthermore, these multi-agent systems could be designed to operate
with minimal human interaction, thereby reducing the cost of supervision.
MAS are generally expected to have certain desirable characteristics [1]. Firstly,
they should be autonomous and should work with as little external inputs as
possible. MAS should react to untrained events and learn from its environment.
Secondly MAS should be able to work in a decentralized manner with limited
communication between agents. Thirdly, MAS should exhibit a great degree of
flexibility. In other words, an MAS should be able to adapt to a wide variety
of task structures and environmental conditions. For example, a group of robots
faced with a new task, or with a new environment, should take the high-level task
goal as reference and autonomously decide what team-level and individual-level
interactions are needed to make it happen.

1.1

State of the Art for Controlling Multi-agent
Systems(MAS)

The first attempts to model MAS were motivated by biological systems. Reynolds
in 1987 [2] derived inspiration from biological swarms and proposed a method for
generating visually satisfying computer animations of flocking birds and schooling
fish. The concept was simple; each agent would observe its immediate neighborhood and would react using a set of straight forward rules. Amazingly, these individual behaviors lead to very complex emergent properties for the swarm. Further
[3] examined the stability and robustness of the flocking behaviors.
The concept of human-engineered MAS goes beyond mimicking biological systems. MAS are designed to execute certain tasks, achieve certain goals and meet
the requisite performance criteria. However, the underlying framework of decentralized control is still very popular. Centralized control algorithms, where a central

3
controller gathers information from all the agents and gives precise control action
to the individual agents, suffer from a variety of problems. It is shown in [4] that
the increase in complexity of a centralized controller increases with the number of
agents. Further, centralized control places an additional overhead on the communication recourses, possibly leading to an information overload at the controller
[5]. The need to have decentralized control to enable scalability to large numbers
is clear [6].
Agents themselves are typically of two kinds. (a) reactive agents, (b) deliberative agents [7]. This classification is based on the level of sophistication of the
agents’ reasoning. Reactive agents simply retrieve pre-set behaviors similar to reflexes without maintaining any internal state [8]. On the other hand, deliberative
agents behave as though they are actually thinking, by searching through a space
of behaviors, maintaining internal states, and predicting the effects of actions [9].
The distinction between reactive and deliberative agents is fuzzy; most agents of
practical importance are usually hybrid in operation.

1.1.1

Control of Reactive Agents

In 1991, Brooks proposed the subsumtion architecture for agent behavior [10, 11].
In this architecture an agent operates on an event-driven set of rules based on
a preset priority. For instance, an autonomous agent may have multiple tasks
arranged in layers; avoiding obstacles could constitute the bottom layer while,
traveling towards a goal could be the upper layer. Each layer’s goal subsumes
that of the underlying layers. This way, the lowest layer works like a fast-adapting
mechanisms, while the higher layers work to achieve the overall goal. The key idea
here is that the intelligence of the MAS as perceived by an external observer is an
emergent property of the MAS and not an individual trait of an agent. A group of
seemingly reactive agents may behave as in intelligent whole [10]. However, the
subsumption architecture does have its drawbacks; it suffers from lack of flexibility.
Further, it does not perform well if the goals of different layers contradict as tradeoff between goals is not possible.
On similar lines, the popular artificial potential field-based methods were also
developed [12]. The potential methods provided an effective way to model the
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interactions between agents and, at the same time, formulate a goal for the MAS.
Every agent is assigned a potential energy based on its position in the external
artificial field and its proximity (or any other property) to its neighboring agents.
The motion of the agents is then decided by energy minimization through a greedy
gradient descend algorithm. The external artificial field may be tailored to match
the desired goal for the MAS. [13] describes an application of the artificial potential for shape formation of autonomous agents. It considers the generation
of a desired two-dimensional geometric pattern specified by a simple closed planar
curve with local interactions for avoiding collisions or maintaining specified relative
distance constraints. Potential based methods have also proven to be effective in
maintaining agent formations while traversing a terrain. [14] shows that although
these methods are essentially decentralized, global asymptotic convergence is still
achieved, because theoretically, the local potential fields may be adjusted to generate the agents’ control inputs that align with the gradient directions of a common
Lyapunov function. However, in practice, environmental noise and measurement
errors may impede the functioning of the algorithm. Further, the artificial potential, being a greedy algorithm, does not guarantee global optimality (the negativity
of the Lypunov function ensures stability but not optimality). Also, care must be
taken to avoid saddle points in the potential field as they create a region with a
very small gradient, thereby slowing down the convergence process.

1.1.2

Control of Deliberative Agents

In contrast to reactive agents, deliberative agents have greater reasoning capabilities that allow them to anticipate consequences of possible actions and thus
make an informed choice. While reactive agents draw inspiration from biological
systems such as colonies of ants or bees, deliberative agents draw their inspiration from more intelligent animals such as a pack of wolves or even humans. In
an ant colony (or any similar biological swarm) most of the worker ants are assigned the tasks and work towards the same goal. In contrast, the members in a
pack of wolves play special roles in a highly coordinated process. Removal of a
member renders the pack ineffective until the responsibilities of that member are
effectively distributed amongst the remaining members. A significant difference is
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observed between the population of biological swarms and packs. Packs usually
have smaller number of agents. Similarly, the number of interactive deliberative
agents in a man-made MAS is usually is small as the cost of each agent is high.
The most common control algorithms for deliberative agents are based on Game
theory [15] and Markov Decision Processes [16]. The primary focus of this section
is on the latter. A brief description of Markov Decision Process (MDP) is given
in Appendix C. MDP based control relies on the construction of a Markovian
model of the operation of the agent and its interaction with the environment. At
any point in time, an agent is said to dwell in one of the several abstract finite
states. The agent has to make a decision to move to a new state by considering
the cost that might be incurred vs. the reward that would be obtain by switching
the new state. Instead of considering the next optimal step, the agent might also
try to optimize a finite time step gain by using a dynamic programming approach
(section C.1). The Markovian model needs knowledge of the global environmental
state. Boutilier [17] addresses issues of control of an MAS using an MDP in the
case of individual observability, where every agent has access to the global state.
This characteristic greatly limits the applicability of MDP to multi-agent systems,
since a key philosophy inherent to multi-agent systems is that agents only have
a partial view of the system.

[18] considers the case of collective observability,

where, collectively, the agents are able to asses the state of the environment. This
is achieved by sharing knowledge amongst agents. If communication incurs a cost,
then an additional state is created to decide whether to communicate or not. The
collective observability model is rendered inadequate if the agents jointly observe
the environment only partially (due to noise contamination or lack of sensors).
Partially observed MDP (POMDP) (see section C.5) are employed to address this
issue of lack of observability [19]. POMDP employ beliefs functions to estimate
the probability of the state of the environment and then chooses the policy that
maximizes the expected reward.
No discussion of deliberative agents is complete without a mention of reinforcement learning. It is one of the most widely used methods to adapt an MAS to
new environmental conditions. Often the reward functions used in MDP’s (section
C.1) are inaccurate or inapplicable to a variety of conditions. Consequently, the
agents may make incorrect policy decisions. In reinforcement learning, the system
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observes the results of executing a policy and compares it with the expected results
as obtained from the reward function. If the match is not close, then an update
rule is applied to modify the reward function. This notion of performance feedback
and updating of the reward function forces the causal behavior of the MAS to be
optimal for the previously unknown environmental condition.
In robotics, multi-agent reinforcement learning has been applied to teams of
robots with Q-learning as the algorithm of choice [20]. It was then discovered that
a lot of engineering is needed to use Q-learning in teams of robots, so that there are
only a few possible states and a few behaviors to choose from. A brief description
of Q-learning is given in section C.6.1. In order to make it faster, a hierarchical
decomposition of Q-learning has been addressed in [21, 22]. In POMDP, policy
search techniques have also been extensively used when models of the environment
are not available.

[23, 24] propose the GAPS (gradient ascent in policy space)

algorithm (see section C.6.2) where the policy is assumed to have a parametric
form and learning proceeds by a gradient ascent on the parameters to maximize
expected long-term reward.

1.2

Drawbacks of Current Control Techniques
and Tough Problems Addressed

The Markov decision [16] framework as described in section 1.1.2 performs very
well when the number of agents is small. Further, learning algorithms such as
Q-learning [25] and GAPS [26] are efficient and exhibit desirable convergence
properties for a small number of agents. However the real world is (understandably!) very complex and there are many problems with the current techniques.
If agents interact through the environment but do not otherwise communicate,
then each agent is learning to behave in a partially observable MDP (POMDP),
ignoring the distributed nature of the interaction, and applying its learning algorithm independently. In the partially observable formulation, there is no global
knowledge, and the agents have access only to factored (local, limited, perhaps
noisy) observations over the state. In this case, general learning techniques such
as Q-learning [25] are no longer guaranteed to converge to a solution, and optimal
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behavior is more difficult to achieve. Furthermore, the environment with which
each agent interacts comprises all the other agents who are learning at the same
time and thus changing their behavior. The world is non-stationary due to many
agents learning at once, and thus cannot even be treated as a POMDP, although
in principle, agents could still build a weak model of the competence of the rest of
agents in the world [27].
Another drawback of this approach is that it does not scale up satisfactorily
with increasing the number of agents. As the number of agents increase, the number of states in the MDP also increases. The possible action set also increases in
size. The optimal policy/action then becomes the outcome of a tedious combinatorial optimization problem. It has been recently shown that solving a decentralized
MDP with global performance functions exactly are NEXP complete (i.e. nondeterministic exponential time) [28], implying that the algorithm execution time
scales exponentially with the number of agents. To make matters worse, each MDP
depicting a single agent has limited knowledge of the states of the other agents thus
adding to communication overheads as well.
Having a large number of agents also makes the reinforced learning process
inefficient. Q-learning like cost update algorithms converge more slowly [26] as
the agents act and learn in a dynamic environment (A static environment may also
appear to be dynamic for a single agent due to the interaction of other agents).
As the number of agents increase the perturbation caused in the environment also
increases impeding traditional learning methods.

[26] investigates the effective-

ness of the GAPS algorithm for self-reconfiguring modular robots (SRMRs) and
concludes that the algorithm works if the number of agents is around 10, but, fails
if this number exceeds 100.

1.3

Key Issues addressed in this Dissertation

The key idea in this dissertation is a hierarchical control structure for the MAS (see
fig. 1.1). The lower level consists of individual reactive (or weakly deliberative)
agents with onboard signal processing and pattern recognition tools while, the
upper level consists of a probabilistic supervisory controller capable of higher level
tasks such as learning and planning for long term rewards. The upper level does
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Figure 1.1. Schematic diagram of control of multi-agent systems

not command the agents individually. Instead, it probabilistically modifies the
behaviorial characteristics of the agents so as to attain desired global goals. The
aim here is to generate policies that yield the best team performance and not
necessarily the best individual performances.
Figure 1.1 outlines the proposed architecture for probabilistic supervisory control of a multi agent system (MAS). At the bottom of the figure, lies the block
depicting the environment. The environment is the entire domain of operation of
the MAS, and is usually non-uniform and dynamically changing. The agents draw

9
a steady stream of sensor data from the environment and analyze them on-board.
Moreover, in some cases, the agents may have the ability to modify the environment; for example in tactical defense missions, this may correspond to the act of
removal of a threat or moving an object.
Each agent is assumed to contain limited onboard signal processing and pattern recognition tools that may be used classify sensor data and recognize patterns
that describe the environment. Some of these computationally inexpensive tools
developed based on symbolic dynamic filtering [29] have been described in A
and B. This dissertation advances these techniques to make then better suited
for in-situ operations. One such improvement is the development of an algorithm
to classify time-series data (in the context of symbolic dynamic filtering) when
the lengths of time-series in the training and testing phases are not equal or are
limited. The algorithm is capable of handling different cases, where the patterns of
interest are represented by probabilistic finite state automata (PFSA) that could
have dissimilar algebraic structures for each class. In this method, the Dirichlet
distribution and the multinomial distribution are used to model the uncertainties
resulting from the finite length of symbol strings in both the training and testing
phases. The key advantage of this approach is the generation of a real-time implementable closed-form solution to classifying time series data. The classification
process can be stopped much earlier than expected if the posterior probability of
one of the classes is sufficiently high. In addition to improving the classification
process, a technique has been developed to optimally construct probabilistic finite
state automata (PFSA) from symbol sequences for modeling the behavior of dynamical systems [30]. The procedure is based on: (i) state splitting that generates
symbol blocks of different lengths according to their relative importance; and (ii)
state merging that assimilates histories from symbol blocks leading to the same
symbolic behavior. A metric on the probability distribution of symbol blocks is
introduced for trade-off between modeling performance and the number of PFSA
states.
The thesis also suggests a methodology to extend the concepts of symbolic
dynamic filtering for extraction of features from image (or higher dimensional)
data [31]. It involves capturing the statistical relational neighborhood models
as features. This algorithm has been tested for robust feature extraction and
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detection of object from sidescan sonar images that are generated from autonomous
underwater vehicles (AUVs), in particular, detection of underwater mines.
The block that is just above the environment in fig. 1.1 depicts the swarm of
agents. In this analysis, the agents are assumed to be in large numbers but, the
types of agents are assumed to be limited. Behaviorally, the agents are of the
reactive type, and implement a simple yet robust decentralized algorithm. For the
case of mobile robots, the decentralized control may be used for the purpose of
collision avoidance and path planning based on an artificial potential field [32].
In sensor networks, the decentralized control would take care of routing packets,
finding hot spots, fusing of local information etc.
The lowest level involves collaborative estimation and tracking of the environment or targets given certain overarching performance objectives. Agents have the
ability to take autonomous action as long as the performance objectives are met
with in the long time scale. The algorithm implemented should be robust enough
to accommodate a variety of environmental disturbances. However, at the same
time there must exist a mechanism by which the objective could be transferred to
the multi agent system leading to the desired action. It should be reiterated that
effective perception is essential for decision and control. As an example, an exposition to address real-time decision-making associated with acoustic measurements
for online surveillance of undersea targets moving over a deployed sensor network
is given in the thesis [33]. The underlying algorithm is built upon the principles
of symbolic dynamic filtering for feature extraction and formal language theory
for decision-making, where the decision threshold for target detection is estimated
based on time series data collected from an ensemble of passive sonar sensors that
cover the anticipated tracks of moving targets. A track-before-detect algorithm
has been formulated to estimate the track-dependent detection threshold based on
the ensemble of time series data from the sensor field. The objective here is to obtain a suboptimal trade-off between the probabilities of false alarm and successful
search based on a specific cost functional. The data collected collaboratively from
the sensors are used to create probabilistic finite state automata. This forms the
bottom up flow of information that is used to model the targets. On the other
hand, the performance objectives such as probability of detection and probability of false alarms are translated into the characteristic weights on the states of
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the probabilistic finite state automata forming a route for top-down transfer of
objectives. In this case, the expected characteristics weight of the PFSA is the
required optimal decision threshold. The algorithm has been validated on a simulated sensor-network test-bed with time series data from an ensemble of target
tracks.
Due to the decentralized nature of operation at this level, the behavior of an
agent is influenced by its neighbors. However, each agent does not need to know the
current global state to decide on its future action. As a result, the decentralized
algorithm is fairly simple and extremely modular. Modularity permits a higher
level of interoperability between different control algorithms and often reduces the
complexity of the control algorithm, thus simplifying the actual implementation.
Further, each agent of a particular kind executes an instance of the same uniform
algorithm module. Differentiation of agent behavior occurs because of diverse
local environments and neighborhood interactions. The algorithm is made robust
by ensuring that no single agent plays a role of vital importance or is unique in
any way, and each robot is easily replaceable in the case of failure. In spite of
being simple and robust, this group of reactive agents has limited adaptation and
perception capabilities.
The aim of the supervisory controller is to create an MAS from a group of
individually reactive agents in such a way so that the agents (as a whole) exhibit
properties that are more akin to that of deliberative agents. Hierarchical composition allows high-level deliberative controllers to be composed with low-level
reactive controllers coupled with a supervisor. Moreover, this architecture would
provide the essential element of centralization to allow humans to interact and
assign tasks to the MAS. In order to effectively and efficiently manage an MAS,
the supervisory controller should possess excellent scaling-up properties. i.e. the
computation should not depend greatly on the number of agents. The addition
or removal of agents should not modify the structure of the algorithm, instead, it
should only manifest as a parametric change. Another desirable feature of the supervisory controller would be that it should not control each agent individually. In
contrast, the controller should issue a global command which may be interpreted
differently by each agent depending on the agent’s current state of operation.
At this stage, the view of agents is not as individuals but as a swarm, where
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the agent actions are probabilistic. Even though each agent might execute a deterministic action, the global representation of the states of the agents is defines
by the probabilistic distribution of the agents over states. The dynamics of the
swarm can be seen as the agents switching between states. Since the degrees of
freedom of the swarm become increasingly large with the number of agents, it is
not tractable to control/actuate all the degrees. To alleviate this issue, this dissertation integrates an upper layer probabilistic supervisory controller that operates
distributively on an abstract lower dimensional manifold of the configuration space
of the agents. The entire team of agents is modeled as a probabilistic finite state
machine and its decision and control over the team of agents is exerted by varying
the probabilities of controllable state transitions over a continuous domain. The
concepts of real measures of regular languages [34] are used to obtain a feedback
from the current state of the swarm and provide control inputs that do not control
individual agents, but provide abstract robust global commands that modify the
distribution of swarm states or the states of the agent. The dimension of this
abstract control manifold does not scale with the number of robots making this
an effective technique for a large number of agents. In discrete event system literature [35] control of a plant is done by enabling or disabling certain controllable
events/transitions. However, due the sheer number of agents in a team, it may be
possible to exercise apparently continuous control over the state transition probabilities. Thus, a single agent operates based on three pieces of information (a)
an estimate of its own state, (b) information gathered from its neighbors by local
interaction and (c) the common (to all agent) abstract control input provided by
the supervisory controller. This has been discussed in great detail in chapters C
and 6.
For a supervisorial controller to operate successfully, it must know the state
of the team of agents. To this end, a reduced order observer is created to obtain
an estimate of the state of the agents. The knowledge of state of the team does
not necessarily imply the knowledge of the state of every agent. The supervisory
controller operates in an abstraction of the state of team to a lower dimensional
manifold. Hence, it would suffice to provide the controller the projection of the
complete state of the team into the lower dimensional manifold. Estimating this
projected state is often a lot easier than estimating the complete state of the team,
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especially in a partially observed environment. The observer is also responsible for
estimating the state of the environment as it directly affects the reward function.
Figure 1.1 shows the observer block feeding the perception of the state of the
team and the perception of the environment to the PFSA model and the reward
function respectively.
In physical systems, the hierarchical architecture shown in figure 1.1 may be
realized by creation of clusters of agents, where each cluster is assigned a cluster
head or a leader. The feedback control obtained from the leader would generally
be at a slower time scale.
At the upper level the swarm of agents is designed to fulfill certain objectives
which may often be conflicting. For instance, for the purpose of persistent surveillance the objectives could be to place sensors in patterns to increase the probability of detection of a target while simultaneously decreasing the probability of
false alarms. A Statistical Mechanics-inspired procedure for optimization of swarm
configuration is presented in this dissertation. The key idea is to capture the lowdimensional behavior of configurations across the Pareto front in a multi-objective
scenario, where the non-dominated points are concentrated within a small region
of the large-dimensional decision space [36]. In this regard, the large-dimensional
space of configurations is expressed as a function of a low-dimensional set of intensive parameters (e.g. temperature, pressure, and chemical potential in Statistical
Mechanics) and energy-like parameters. The philosophy behind the approach proposed in this dissertation is to exploit the dichotomy of micro and macro level
description of a system; and use the link between the two levels as provided by
statistical mechanics. It is interesting to see the close parallel between the derivability of gross characteristics with the same statistical tools in both widely diverse
systems. The energy-like quantities are dependent on the states of the agents, but
they are independent of the operating point on the Pareto front. On the other
hand, the intensive parameters are spatially invariant, but they are dependent on
the location of the operating point on the Pareto front. Consequently, the optimization process becomes rapid because the search for the optimal configuration
is performed in a significantly reduced dimensional space.
Due a certain degree collaboration, communication is an integral part of any
MAS. The effect of congestion in a heterogenous packet type transmission is de-
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scribed in [37, 38], while the process of decision propagation in mobile agent networks is described in [39, 40].

1.4

Contributions of the dissertation

The contributions of the dissertation may be succinctly enumerated as:
• Optimal construction of linguistic representations for symbolic sequences by
the process of state splitting and state merging. The probabilistic nature
of time-series data are captured by finite history probabilistic finite state
automata models [30].
• Development of PSFA models to obtain closed-form solutions for time-series
classification with limited data. In this method, the Dirichlet distribution
and the multinomial distribution are used to model the uncertainties resulting
from the finite length of symbol strings in both the training and testing
phases, respectively [41].
• Extension of the concepts of symbolic pattern analysis for two-dimensional
(i.e., image) data analysis for pattern identification. It involves capturing the
statistical relational neighborhood models as PFSA based features. This algorithm has been tested for robust feature extraction and detection of object
from sidescan sonar images [31].
• Algorithm to address real-time decision-making associated with acoustic measurements for online surveillance of undersea targets moving over a deployed
sensor network. The underlying algorithm is built upon the principles of
symbolic dynamic filtering for feature extraction and formal language theory
for decision-making, where the decision threshold for target detection is estimated based on time series data collected from an ensemble of passive sonar
sensors that cover the anticipated tracks of moving targets [33].
• Development of distributed stochastic policy for task allocation in multi agent
systems using the concepts of measure on regular languages. Application
involves self-organization of a sensor field to given distribution in the presence
of disturbances.
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• Development of a Statistical Mechanics-inspired procedure for multi-objective
optimization in a large-dimensional decision space. In particular, optimization of sensor field configuration to detect mobile targets. [36]

1.5

Organization of the Dissertation

In addition to this chapter the rest of the dissertation has been divided into the
following sections:
• Chapter 2 discusses a method to analytically model symbolic sequences as
probabilistic finite state automata (PFSA) and provides closed form solutions
to the time-series classification.
• Chapter 3 describes a technique for optimal construction of states in a PFSA
by the process of state-merging and state-splitting.
• Chapter 4 extends the concepts of symbolic pattern analysis for two-dimensional
(i.e., image) data analysis for pattern identification.
• Chapter 5 presents the collaborative estimation of the detection threshold in
an underwater sensor network. The sensor network consists of autonomous
sensors that have the ability to reposition themselves. Chapter 5 looks at
means of obtaining a collaborative algorithm that may be used to obtain
the best decision threshold for detecting an enemy underwater vehicle and
extends this work to large scale sensor field and illustrates the implementation
of the algorithm at the local level.
• Chapter 6 describes the tools developed to address the issue of distributive
supervisory control of a multi agent system. The same model (chapter 5)
is chosen to show the adaptation the sensor placement to changing target
distribution.
• Chapter 7 presents a statistical mechanics-inspired rapid optimization tool
for obtaining the optimal swarm configuration under the presence of multiple
objective.
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• Chapter 8 concludes the dissertation and explores possible directions for
future research.
The dissertation is supported by three appendixes:
• Appendix A presents a brief description of Symbolic Dynamic Filtering
• Appendix B discusses the application of Symbolic Dynamic Filtering for the
purpose of parameter estimation in non linear dynamical systems.
• Appendix C provides a brief description of existing literature in the field of
Markov decision process, discrete event control, measure of regular languages
and reinforced learning methods. It includes certain key mathematical tools
that would be used in this thesis.

Chapter

2

Adaptive Pattern Classification for
Symbolic Dynamic Systems
This chapter addresses pattern classification in dynamical systems, where the underlying algorithms are formulated in the symbolic domain, and the patterns are
represented by probabilistic finite state automata (PFSA) with (possibly) diverse
algebraic structures. A combination of Dirichlet and multinomial distributions is
used to model the uncertainties due to the finite length approximation of symbol
strings in both training and testing phases of pattern classification. The classifier
algorithm follows the structure of a Bayes model and has been validated on a simulation test bed. The results of numerical experiments are presented for several
examples.

2.1

Introduction

Commonly used classification algorithms are often not well-suited for applications
to nonlinear dynamical systems [42][43][44]. This phenomenon has led to departure
from the conventional continuous-domain modeling towards a formal languagetheoretic paradigm in the symbolic domain [45]. The theory of symbolic dynamic
filtering (SDF) has been developed as a tool for anomaly detection [29][46] and
also for feature extraction [47] in pattern classification problems.
A symbol string is obtained from the output of the dynamical system by symbolization of the time-series data. Thereafter, a probabilistic finite state automaton
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(PFSA) is constructed from the symbol sequence via one of the construction algorithms (e.g., [29], [48], and [49]). Due to the quasi-stationary assumption in
SDF, it may not be feasible to obtain sufficiently long strings of symbols in both
training and testing phases of classification. Therefore, the estimated parameters
of the resulting PFSA model may not be precise.
The goal here is to identify the hidden structure of the symbol string and to
construct a Bayesian classifier for identification of the probability morph matrices
of PFSA based on the data length in both training and testing phases. In this
context, Dirichlet and multinomial distributions have been used to construct the
a priori and a posteriori models of uncertainties, respectively. The algorithms
are formulated by quantitatively incorporating the effects of finite-length symbol
strings in both training and testing phases of pattern classification. In this setting,
pertinent information (e.g., probability morph matrix and state transition function) derived from a PFSA model serves as a feature vector even though the PFSA
representations may have dissimilar structures.

2.2

Preliminaries

In the formal language theory [50], an alphabet Σ is a (non-empty finite) set of
symbols. A symbol string x over Σ has a finite length and the length of x, denoted
by |x|, represents the number of symbols in x. The Kleene closure of Σ, denoted by
Σ? , is the set of all finite-length symbol strings including the null string ², where
|²| = 0. The set of all strings of length d ∈ N0 , {0, 1, 2, · · · } is denoted by
Σd ⊂ Σ? . The string xy is called the concatenation of two strings x and y.
Remark 2.2.1. For the purpose of time series data partitioning, the range of the
(time series) trajectory is partitioned into a finite number of disjoint region. Each
region is assigned a symbol in the alphabet Σ. As the trajectory passes through or
touches the cells of the partition, the corresponding symbol is assigned to that time.
Therefore, a sequence of symbols is generated from the trajectory. Optimization of
time-series data partitioning for the purpose of parameter estimation or pattern
classification is described in publication of this author [51, 52, 53].
Definition 2.2.1 (PFSA). A probabilistic finite state automaton is a tuple G ,
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(Q, Σ, δ, Π, qo ), where
• The input alphabet Σ is a nonempty finite set of symbols, i.e., |Σ| ∈ N1 ,
{1, 2, · · · }.
• The set of states Q is nonempty and finite, i.e., |Q| ∈ N1 .
• The state transition function δ : Q × Σ → Q naturally induces an extended
transition function δ ? : Q × Σ? → Q such that δ ? (q, ²) = q and δ ? (q, ωσ) =
δ(δ ? (q, ω), σ) for every q ∈ Q, ω ∈ Σ? and σ ∈ Σ.
• The morph function π : Q × Σ → [0, 1] is an output mapping that satisfies
P
the condition:
σ∈Σ π(q, σ) = 1 for all q ∈ Q. The morph function π
has a matrix representation Π, called the (probability) morph matrix Πij =
π(qi , σj ), ∀qi ∈ Q and ∀σj ∈ Σ. Note that Π is a (|Q|×|Σ|) stochastic matrix,
i.e., each element of Π is non-negative and each row sum of Π is equal to 1.
• The start state qo ∈ Q.
Definition 2.2.2 (Irreducibility). A PFSA G = (Q, Σ, δ, Π, qo ) is called irreducible
if, for any qi , qj ∈ Q, there exits a symbol string ωij ∈ Σ? such that δ ? (qi , ωij ) = qj .
Definition 2.2.3 (State Transition Matrix). For every PFSA G = (Q, Σ, δ, Π, qo ),
there is an associated (|Q| × |Q|) stochastic matrix P , called the state transition
probability matrix, which is defined as follows:
Pjk =

X

π(qj , σ)

(2.1)

σ:δ(qj ,σ)=qk

It is also noted that, for every irreducible stochastic matrix Π, there exists a unique
(1 × |Q|) row-vector ℘ such that
℘P = ℘, where ℘j > 0 ∀j and

|Q|
X

℘j = 1

(2.2)

j=1

where ℘ represents a stationary probability distribution over the states of the PFSA
G.
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Definition 2.2.4 (Synchronizing String of PFSA). Let G = (Q, Σ, δ, Π, qo ) be
a PFSA. Then, ω ∈ Σ? is called a synchronizing string for a state q ∈ Q if
δ ? (qi , ω) = q for all qi ∈ Q. A PFSA is called synchronizable if there exists a
synchronizing string for a state q ∈ Q.
Remark 2.2.2. For a synchronizable PFSA, a synchronizing string yields perfect
state localization. For example, if ω is a synchronizing string for a state q ∈ Q
in the PFSA G, then the substring σk σk+1 . . . of a string σ1 σ2 . . . ωσk σk+1 . . . shall
have the initial state q, although the perfect state localization of the original string
may not be possible.

2.3

The Online Classification Problem

Let there be K symbolic systems of interest, denoted by C1 , C2 , . . . , CK , over the
same alphabet Σ and each class Ci is modeled by an ergodic (i.e., irreducible) PFSA
Gi = (Qi , Σ, δ i , Πi , q0 ), where i = 1, 2 . . . , K. Note that the initial state q0 would
not have any significance eventually for synchronizable PFSA (see Remark 2.2.2).
During the training phase, a symbol string S i , si1 si2 . . . siNi is generated from
each class Ci . If a PFSA Gi is obtained for each class by executing one of the
available PFSA construction algorithms, then their structures may not necessarily
be the same. Thus, having Qi and δ i known for all K classes, Πi ’s become the
only unknowns and could be selected as the feature vectors for the purpose of
classification. The distribution of the morph matrix Πi is computed in the training
phase.
In the testing phase, let another symbol string Se be generated by one of the
PFSA models that are generated in the training phase. Then, the task is to
classify which class this observed symbol string Se belongs to. While the previous
work [29][48][49] has aimed at identification of a PFSA from a given symbol string,
the objective is to imbed the uncertainty due to the finite length of the symbol
string in the identification algorithm that would influence the final classification
decision. Figure 2.1 presents an overview of the classification procedure for Class
Ci in terms of the following information:
1. Hidden structure (Qi , δ i ) of the training symbol string S i , generated by a
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Figure 2.1. Overview of the Classification Procedure for Class Ci (1) hidden structure
(Qi , δ i ) of the training symbol string S i is found by a standard construction algorithm (2)
Dirichlet distribution of Πi is computed from S i and (Qi , δ i ) (3) multinomial distribution
e
is used to obtain Pr(S|S i ) from (Qi , δ i , Πi ) and observation S.

standard PFSA construction algorithm from a symbol string (e.g., [29][48][49]).
2. Dirichlet distribution [54] of Πi , computed from S i and (Qi , δ i ).
e i ) from (Qi , δ i , Πi , q0 ) and the
3. Multinomial distribution [54] to obtain Pr(S|S
e
observed string S.
A pertinent assumption in the training phase is that each symbol string S i is
state-synchronized, which implies that it is possible to find the initial state qoi for
S i and therefore localize the states in Gi for each symbol in S i . This is a realistic
assumption in the training phase, because the state synchronization is usually a
part of the existing PFSA construction algorithms. In many cases, the state can
be localized after the occurrence of a few symbols.
Following Remark 2.2.2, the training data are truncated and it is possible to
use a part of the data after the point where the state has been synchronized to
the structure of the corresponding PFSA. Having known the initial state qoi for
each class, a sequence of states is admitted for each string S i in the training
set. Let a state sequence of length N i + 1, belonging to class Ci be denoted as
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i
Vi = v0i v1i v2i · · · vN
i with
i
v0i ≡ qoi and vk+1
= δ(vki , σki )

(2.3)

Therefore, each row of Πi is treated as a random vector. Let the mth row of Πi be
P
i
denoted as Πim and the nth element of the mth row as Πimn ≥ 0 and |Σ|
n=1 Πmn = 1.
The a priori probability density function fΠim |S i of the random row-vector Πim ,
conditioned on a symbol string S i , follows the Dirichlet distribution [55] [56] as
described below.
i
fΠim |S i (θm
|S i )

|Σ|
Y
1
i
i
=
)αmn −1
(θmn
i
B(αm ) n=1

(2.4)

i
where θm
is a realization of the random vector Πim , namely,

h
i
i
i
i
i
θm
= θm1
θm2
. . . θm|Σ|
and the normalizing constant is
Q|Σ|

B(αim )

,

i
n=1 Γ(αmn )
P|Σ| i
Γ( n=1 αmn )

(2.5)

h
i
where Γ(•) is the standard gamma function, and αim = αim1 αim2 . . . αim|Σ|
with
i
i
αmn
= Nmn
+1

(2.6)

i
where Nmn
is the number of times the symbol σn in S i is emanated from the state
i
, i.e.,
qm

¯
¯
i
i ¯
Nmn
, ¯{(sik , vki ) : sik = σn , vki = qm
}

(2.7)

Recalling that sik is the k-th symbol in S i , and denoting the number of occurP|Σ|
i
i
i
i
in the state sequence Vi \{vN
rence of the state qm
i } as Nm ,
n=1 Nmn , it follows
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from Eqs. (2.5) and (2.6) that
Q|Σ|

Q|Σ|

B(αim )

=

i
n=1 Γ(Nmn + 1)
P|Σ|
i + |Σ|)
Γ( n=1 Nmn

=

i
n=1 (Nmn )!

(2.8)

i + |Σ| − 1)!
(Nm

by use of the relation Γ(n) = (n − 1)! ∀n ∈ N.
By the Markov property of the PFSA Gi , the (1 × |Σ|) row-vectors, {Πim }, m =
1, . . . |Q|, are statistically independent of each other. Therefore, it follows from
Eqs. (2.4) and (2.8) that the a priori joint density fΠi |S i of the probability morph
matrix Πi , conditioned on the symbol string S i , is given as
i

i

i

fΠi |S i (θ |S ) =

|Q |
Y

¡ i i¢
fΠim |S i θm
|S

m=1
i

=

|Q |
Y
¡
m=1

|Σ|

i
Nm

i
i Nmn
¢ Y (θm
)
+ |Σ| − 1 !
i )!
(Nmn
n=1

(2.9)

h
iT
i
where θ i = (θ1i )T (θ2i )T . . . (θ|Q|
)T ∈ [0, 1]|Q|×|Σ|
In the testing phase, the probability of observing a symbol string Se belonging
to a particular class of PFSA, (Qi , Σ, δ i , Πi , q0i ) is modeled by the multinomial
distribution [54], for an arbitrary initial state q0i = qji ∈ Qi , as derived below.
³
´
e i , δ i , Πi
Pr S|Q
i

=

|Q |
X

³
´
e i , δ i , Πi , qji
Pr(qji ) Pr S|Q

(2.10)

´
³
e i , δ i , Πi , q i
℘i (j) Pr S|Q
j

(2.11)

j=1
i

=

|Q |
X
j=1
i

=

i

|Q|
|Q |
X
Nji Y

e
|Σ|
N
Y
(Πimn ) mn
i )!
emn
(N
i

e i )!
(N
m

N i m=1
n=1
j=1
´
³
i
e
when Qi and δ i are kept invariant
, Pr S|Π

(2.12)
(2.13)

where Eq. (2.10) is applied in the chain rule of conditional probability; Eq. (2.11)
replaces Pr(q i ) by the stationary state probability vector ℘i of the identified PFSA
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Gi ; and Eq. (2.12) computes the stationary probability vector ℘i by the (off-line)
maximum likelihood estimate (MLE) for each class Ci . In addition, with the initial
condition qo specified for the observed symbol string Se and using the statistical
independence among the row elements of the morph matrix, the joint distribution
of the symbol string Se is obtained as the product of |Qi | multinomial distributions.
i
i
emn
Similar to Nmn
defined earlier for S i , let N
be the number of times the symbol
i
σn is emanated from the state qm
∈ Qi in the symbol string Se in the testing phase,

i.e.,
e i , |{sk : sk = σn , (δ i )? (q i , s1 . . . sk−1 ) = q i }|
N
mn
o
m

(2.14)

e It is noted that N
e i and
where sk is the k-th symbol in the observed string S.
mn
P|Σ| e i
i
e
hence Nm , n=1 Nmn can be computed unless the initial state corresponding to
i
i
emn
em
the symbol string Se is specified. Therefore, both N
and N
may depend on the
index j of the the initial state qji , which is not explicitly written for the conciseness
of notation. Finally, the notation is simplified in Eq. (2.13).
The results, derived in the training phase and the testing phase, are now combined. Given a symbol string S i in the training phase, the probability of observing
a symbol string Se in the testing phase is obtained as follows.
Z

Z

³
´
e i = θ i f i i i (θ i |S i )dθ i
Pr S|Π
Π |S


ei
Z
Z X
|Qi |
|Qi |
|Σ|
N
i
mn
i
Y
Y
Nj
(θmn )
i
em


= ···
(N
)!
i
i
e
N
m=1
n=1 (Nmn )!
j=1


|Qi |
|Σ|
i
i
Nmn
Y
¡ i
¢ Y (θmn
)
i 
 Nm + |Σ| − 1 !
·
dθmn
i
(N
)!
mn
m=1
n=1

e )=
Pr(S|S
i

···

i

=

i

|Q | e i |Q |
X
Nj Y

¡
¢
e i )! N i + |Σ| − 1 !
(N
m
m

N i m=1
R
R Q|Σ| i Ne i +N i
mn
mn dθ i
···
mn
n=1 (θmn )
·
Q|Σ| e i
i
(N )!(N )!
j=1

n=1

mn

(2.15)

mn

The integrand in Eq. (2.15) is the density function of the Dirichlet distribution up
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to the multiplication of a constant. Hence, it follows from Eq. (2.8) that
Z
···

Z Y
|Σ|

ei

i

i
i
(θmn
)Nmn +Nmn d(θmn
)

n=1

Q|Σ|

=³

ei
n=1 (Nmn

i
+ Nmn
)!
´
i + N i + |Σ| − 1 !
em
N
m

Then, it follows from Eq. (2.15) that
i

i

|Q |
|Q |
i
i
X
em
Nji Y (N
)! (Nm
+ |Σ| − 1)!
e )=
³
´
Pr(S|S
i
N
i
i
e
m=1 N + N + |Σ| − 1 !
j=1
i

m

m

|Σ|
Y
e i + N i )!
(N
mn
mn
·
i
e
(N )!(N i )!
mn

n=1

mn

|Qi |

,

X Nji
j=1

Ni

e i , qji )
· Pr(S|S

(2.16)

e i , q i ) is the probability of observing a
In Eq. (2.16), it is recognized that Pr(S|S
j
e
symbol string S provided that the symbol string S i , belonging to in the ith class,
and the initial condition qo of the observed symbol string Sare known a priori.
Since the initial state qo may not be known a priori, it is necessary to compute
e i , q i ) for each possible state q i . However, if the structure of the underlying
Pr(S|S
j
j
PFSA belonging the class Ci is synchronizable (i.e., solely dependent on Qi and
δ i ), then qo can be identified from the first several symbols in Se (see Remark 2.2.2).
Therefore, under these circumstances, it can be assumed that the initial condition
of the observed symbol string is known. Then, the likelihood function becomes
e i ) = Pr(S|S
e i , q i ).
independent of the initial state, qo , i.e., Pr(S|S
j

e i , qji ) by virtue
In practice, it might be easier to compute the logarithm of Pr(S|S
of Stirling’s approximation formula log(n!) ≈ n log(n) − n [57] because, in most
cases, N and M consist of large numbers.
The posterior probability of the observed symbol string S belonging to the class
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e and is given as
Ci is denoted as Pr(Ci |S)
e i
e = P Pr(S|S ) Pr(Ci ) , i = 1, 2, · · · , K
Pr(Ci |S)
K
e j
j=1 Pr(S|S ) Pr(Cj )

(2.17)

where Pr(Ci ) is the known prior distribution of the class Ci . Then, the classification
decision is as follows.
e = arg max Pr(S|S
e i ) Pr(Ci )
Dclass = arg max Pr(Ci |S)
i

i

(2.18)

If there is no prior information on Pr(Ci ) is available, it is logical to assume a
uniform distribution over the classes. In that case, the rule of classification decision
becomes
e i)
Dclass = arg max Pr(S|S
i

(2.19)

i
e i ’s are available, no other
Remark 2.3.1. If the information on Nmn
’s and N
mn
e Therefore,
information is needed to obtain the statistics of the symbol string and S.
i
e i ’s are sufficient statistics of S i ’s and S,
e respectively.
Nmn
’s and N
mn

2.4

Numerical Results

This section presents the numerical results, generated from three examples.

2.4.1

Example 1: Single-state PFSA

Figure 2.2 shows two single-state PFSA with the alphabet Σ = {1, 2, 3}, which
have identical algebraic structures, but they differ in their morph probabilities;
these PFSA belong to the respective classes, C1 and C2 . Since the PSFA have only
one state, each symbol in a string is independent and identically distributed. Given
e the task is to identify one of the two classes to which
an observed symbol string S,
Se belongs, i.e., to select one of the two PFSA that would more likely generate
e In this example, two training symbol strings S 1 and S 2 are
the symbol string S.
e1
e1 , N
e1 , N
chosen, one from each class. In the testing phase, the quantities N
03
02
01
are obtained following Eq. (2.14), which are essentially the frequency counts of the

27

{3}0.6
{2}0.1
{1}0.3

{3}0.3
{2}0.2
{1}0.5

q0

q0

(a) Class C1

(b) Class C2

Figure 2.2. Two One-state PFSA with Different Morph Probabilities

symbols 1, 2, and 3, respectively. Let η1 , η2 , and η3 be the normalized frequency
counts obtained by ηk ,

e1
N
0k
1
e
e 1 +N
e1 ,
N01 +N
02
03

k = 1, 2, 3. Two classes are generated on

the simplex plane in Fig. 2.3 that shows how the classification boundary changes
as the length of a symbol string in the testing phase is increased.
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(a) Testing Data length = 25

0

0.5

η2

0.5
1 1

η

1

(b) Testing Data length = 80

Figure 2.3. Both subfigures (a) and (b) show the classification boundaries for the two
classes C1 (in light shade) and C2 (in dark shade) for different lengths of testing string
e The training strings S 1 and S 2 for classes C1 and C2 are obtained from the two
S.
machines and have lengths 30 and 80, respectively

2.4.2

Example 2: Unforced van der Pol Oscillators

This section presents the classification results for a family of unforced van der Pol
oscillators, whose differential-equation form is given below.

d2 x
dx
2
+
µ(x
−
1)
+x = 0
dt2
dt
y(t) = x(t) + w(t)

(2.20)
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where the observed output time series y(t) is contaminated by additive zero-mean
white Gaussian noise w(t). A family of time series data sets are created for different
values of the dissipation parameter µ in the training phase. In the testing phase,
the objective is to identify the class to which the unknown parameter µ for an
observed time series belongs. In this test example, let µ take four permissible
values that are referred to as the four classes as shown in Table 2.1, which can be
generalized for a larger number of classes.
Table 2.1. The values of µ for the four classes

Class
µ

C1
1.00

C2
1.15

C3
1.30

C4
1.45

Figure 2.4 shows the output y(t) for the four classes of µ in the van der Pol
equation, where the data for the four classes have similar characteristics. Therefore,
the time series data are sampled at 10 Hz to generate a discrete-time representation
for each class. For the purpose of training, the length of the time series is chosen
to be 8000 (i.e., for duration of 800 sec).
The next step is to partition the data sets to yield respective symbolic strings.
The size of the alphabet Σ is chosen to be 15, i.e., |Σ| = 15. By adopting uniform
partitioning [46], the range of the time series is divided into 15 equal intervals, each
of which corresponds to a distinct symbol σi ∈ Σ, i = 1, 2, · · · , |Σ|. The conversion
to symbolic strings is achieved by substituting each real-valued data point in the
discrete time series by a symbol corresponding to the interval within which the data
point lies. The training phase commences after the symbolic strings are obtained
for each of the four classes in Table 2.1. In the D-Markov construction [29], the
depth D is chosen to be 1, which implies that the probability of generation of
a future symbol depends only on the last symbol, and hence the set of states is
isomorphic to the symbol alphabet (i.e., Q ≡ Σ). For every class Ci , the parameters
i
are obtained by counting the number of times the symbol σn is emitted from
Nmn

state qm .
In the testing phase, a new time series is obtained from one of the classes and is
partitioned to obtain a symbolic string by using the same alphabet and partitioning
as in the training phase. Following Eq. (2.17), the posterior probability of each class
is obtained as a function of the length of the training data set. Figure 2.5 shows
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Figure 2.4. Time series for four classes (van der Pol equation)

the posterior probability of each class as a function of the length of the observed
test data. It is seen that the observed sequence is correctly classified to the class
of µ = 1.15 as the posterior probability of the corresponding class exponentially
approaches one, while each of the remaining classes (i.e., for different values of µ)
approaches zero very fast. For 600 test cases, the posterior probability of each
symbol string correctly converged to either zero or one.
A classifier can also be chosen based on its receiver operating characteristic
(ROC) [58]. To illustrate this concept for binary classification, let there be only
two classes of van der Pol equations, namely, µ = 1.0 belonging to the class C1 , and
µ = 1.3 belonging to the class C2 . Let the observed time series be corrupted by
additive Gaussian white noise with the signal-to-noise ratio being approximately
20dB. The length of the training data for each class is chosen to be 8000. The
general classification rule [58] in a symbol string Se is given by
e 1 ) C1
Pr(S|C
≷λ
e 2 ) C2
Pr(S|C

(2.21)

where the threshold λ is varied to yield the ROC curve. For the binary classification problem at hand, the ROC curve provides the trade-off between the
probability of detection PD = Pr{decide C1 |C1 is true} and the false alarm rate
PF = Pr{decide C1 |C2 is true}. Figure 5.4 exhibits a family of ROC curves for the
proposed classification algorithm with varying lengths of test data. It is observed
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Figure 2.5. Posterior probabilities for a test time series in Class C2 (µ=1.15)
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Figure 2.6. ROC curves for classification with different test data lengths NT est

that the ROC curve improves (i.e., moves toward the top left corner) considerably
as the test data length is increased from Ntest = 100 to Ntest = 700. Based on a
family of such ROC curves, it is possible to select a best combination of PD and
Ntest for a given PF , which would lead to a choice of the parameter λ.

2.4.3

Example 3: PFSA of dissimilar algebraic structure

The algorithm of classifier design remains effective even if the PFSA models, belonging to different classes, have dissimilar algebraic structures, but they must be
constructed over the same alphabet Σ. As an example, Fig. 2.7 shows two PFSA
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Figure 2.7. PFSA of dissimilar structures
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Figure 2.8. Posterior probability versus data length of observed time series

models over Σ = {0, 1}, where the first class (C1 ) is described by a D-Markov
machine [29] of depth D = 1 and hence has two states. The second class (C2 )
is described by a general synchronizable machine [49] (that is not a D-Markov
machine) and similar morph probabilities are chosen for these two PFSA models.
Symbol strings S i , i ∈ {1, 2}, of length 8000 are simulated for each of the two
class with a different initial state, respectively. Another symbol string S is generated from from the PFSA belonging to the class C2 as the test case, and the
maximum likelihood estimation (MLE) of the stationary probability [58] is computed based on Eq. (2.12). Finally, following Eq. (2.19), a classifier is constructed
to compute the posterior probabilities of the symbol string Se for different lengths
e as shown in Fig. 2.8. Although the classifier is initially unable to make cor|S|,
rect decisions due to the similar morph probabilities for C1 and C2 , the posterior
probability of the correct class (C2 ) approaches to one very fast as desired as the
observed data length becomes sufficiently large (e.g., 150 in this case).
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2.5

Summary

This chapter addresses the problem of classification in the context of symbolic
dynamic filtering (SDF) [29][47], especially if the lengths of data sets in the training
and testing phases are not equal. The algorithm is capable of handling different
cases, where the patterns of interest are represented by probabilistic finite state
automata (PFSA) that could have dissimilar algebraic structures for each class. In
this method, the Dirichlet distribution and the multinomial distribution are used
to model the uncertainties resulting from the finite length of symbol strings in both
the training and testing phases. The Bayes risk function has been used for classifier
design so that the classification results could be generated in real time when the
test data are observed. The classification process can be stopped much earlier than
expected if the posterior probability of one of the classes is sufficiently high. In
this context, future research is recommended in the following two directions.
• Identification of non-synchronizable classes: Since reliability of estimation
of the stationary probability vector has not been taken into account in the
present formulation, the lack of training data may result in an inaccurate
estimation of the a posteriori probability in Eq. (2.16). Therefore, the classification decision could be corrupted in the presence of non-synchronizable
classes.
• Sequential testing for classification decisions: Since the objective is to make
correct decisions as early as possible, the classifier could be designed in the
framework of sequential testing and the resulting ROC curve needs to investigated.

Chapter

3

State Splitting and State Merging in
Probabilistic Finite State Automata
Probabilistic finite state automata (PFSA) are constructed from symbol sequences
for modeling the behavior of dynamical systems. This chapter presents construction of finite history automata from symbol sequences; such automata, called DMarkov machines, are structurally simple and computationally efficient. The construction procedure is based on: (i) state splitting that generates symbol blocks of
different lengths according to their relative importance; and (ii) state merging that
assimilates histories from symbol blocks leading to the same symbolic behavior.
A metric on probability distribution of symbol blocks is introduced for trade-off
between modeling performance and the number of PFSA states. These algorithms
have been tested by two examples.

3.1

Introduction

Probabilistic finite states automata (PFSA) [59][60] have been used for behavior
modeling of dynamical systems in a variety of applications (e.g., anomaly detection [29][61] and pattern recognition [62]). In these applications, the performance
of PFSA has been comparable to that of existing techniques (e.g., Bayesian filters,
Artificial Neural Networks, and Principal Component Analysis [63]. The procedure
for construction of PFSA from the output of a dynamical system is as follows:
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1. Coarse-graining of time series to convert the scalar or vector valued data
into symbol sequences, where the symbols are drawn from a finite alphabet [64][65].
2. Identification of statistical patterns from the symbol sequences [62].
In the process of symbol generation, the phase space of time series is partitioned
into finitely many non-intersecting and exhaustive segments, each corresponding
to a symbol of the alphabet. As the dynamical system evolves in time, it travels
through or touches various partition segments in its phase space and the corresponding symbol is assigned to it. In this way, a time series is converted into a
symbol sequence. A probabilistic finite state automaton (PFSA) is then used to
encode the statistical behavior of this symbol sequence. The statistical patterns
depict the dynamical system’s behavior in a compact form. Figure 3.1 illustrates
the concept.
A PFSA consists of a finite set of states Q that are connected by transitions [59].
Each transition corresponds to a symbol σ in the finite alphabet Σ. At each step,
the automaton moves from one state to another (including a self loop) using these
transitions, and thus generates a corresponding block of symbols (si )i∈N so that
the probability distributions over the set of all possible strings defined over the
finite alphabet Σ are represented in the space of PFSA. The advantage of such a
representation is that a PFSA is simple to encode as it is characterized by the set
of states, transitions (one for each symbol σ ∈ Σ and state q ∈ Q), and transition’s
probabilities.
Symbol Sequence
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Figure 3.1. Underlying concept of a PFSA
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In a PFSA, a transition from one state to another is independent of the previous
history of states. Therefore, states and transitions form a Markov process, which
is a special class of Hidden Markov Models [60]. However, from the perspectives
of symbol generation, the states are implicit and generation of the next symbol
may depend on the complete history of the symbol sequence. Given a probabilitydistribution, construction of an exact PFSA model appears to be computationally
infeasible. That is the motivation of focusing on a certain class of PFSA, namely,
the D-Markov machines [29] whose properties are briefly described below.
In a D-Markov machine, generation of the next symbol depends only on a
finite history, i.e., a symbol block of length not exceeding D, where D is a positive
integer, that is called the depth of the machine. Therefore, D-Markov machines
belong to the class of shifts of finite type, i.e., shift spaces that can be described
by a finite set of forbidden symbol blocks [66].
Considering the set of all symbol blocks of length D as the set of states, one
may directly construct a D-Markov Machine from a symbol sequence by frequency
counting to approximate the probabilities of each transition [67]. Since the number
of states increases exponentially as the depth D increases, state merging is necessary for PFSA with relatively large values of D. For example, with |Σ| = 4 symbols
and a depth D = 5, the D-Markov machine could have at most |Σ|D = 1024 states.
The major contribution is formulating algorithms for:
1. Merging of (possibly redundant) states of the PFSA.
2. Retaining the D-Markov properties, subject to the constraint of a specified bound on the error between the constructed PFSA and the symbolic
sequence.

3.2

Background

This section presents pertinent information regarding D-Markov machines and
other pertinent mathematical tools (e,g., entropy rate H(Σ|Q) and the metric d)
that are used to measure the effectiveness of the algorithms.
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3.2.1

D-Markov Machines

A probabilistic finite state automaton (PFSA) [50] is a quadruple K = (Σ, Q, δ, π̃),
where
• Σ is a (nonempty) finite set, called alphabet;
• Q is a (nonempty) finite set, called set of states;
• δ : Q × Σ → Q is the state-transition map;
• π̃ : Q × Σ → [0, 1] is the probability matrix (also known as morph matrix)
P
which satisfies to σ∈Σ π̃(q, σ) = 1 for all q ∈ Q.
A PFSA generates a symbol sequence (si )i∈N , si ∈ Σ on the underlying MarkovProcess of states (Xi )i∈N , Xi ∈ Q. The matrix π̃ implicitly alludes to the fact
that the PFSA satisfies the Markov condition, where, generation of a symbol only
depends on the previous state. However, if the state is unknown, the next symbol
generation may depend on the complete past history of the symbols generated by
the PFSA.
A D-Markov machine generates symbols that solely depend on the (immediate
past) history of at most D symbols of the sequence. The positive integer D is
called the depth of the machine. In other words, for any word1 w ∈ ΣD of length
D, δ ∗ (q, w) is independent of the state q, where δ ∗ denotes the extended statetransition function of the automaton [50]. Whatever the initial state q is, the
finite sequence of transitions represented by the word w ∈ ΣD always leads to the
same final state that could be represented by the word w itself. Consequently, in a
D-Markov machine, a certain set of words in ΣD can be associated to a state of the
machine. Moreover, the state transition map δ can be automatically constructed
from the words that correspond to individual states.
Here, given a symbol sequence, the task is to identify an underlying D-Markov
machine model. Then, the morph matrix π̃ can be computed by observing the
frequency of appearance of all the words [29].
1

Σ` denotes the set of all the words of length ` made from the alphabet Σ, and Σ∗ is the set
of all finite-length words including the empty word ².
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3.2.2

Entropy rate

The entropy rate denoted as H(Σ|Q) [68] represents the predictability of a machine
given the previous state. The lower the entropy rate is, the more predictable is
the machine conditioned on the previous state. As the entropy rate reaches 0, the
machine is completely deterministic. The entropy rate is computed as follows:
H(Σ|Q) ,

X

P(q)H(Σ|q)

q∈Q

=−

XX

P(q)P(σ|q) log P(σ|q)

q∈Q σ∈Σ

=−

XX

℘(q)π̃(q, σ) log π̃(q, σ)

(3.1)

q∈Q σ∈Σ

where ℘ is the stationary state probability vector of the PFSA, which represents
the probability of being in a state at any instant of time.

3.2.3

Distance d between two PFSA

A metric is introduced to measure the distance between two PFSA K1 and K2 .
Let Pi (Σ` ) , [Pi (w)]w∈Σ` , i = 1, 2, be the steady state probability of generating
any word of length ` from the PFSA Ki . The metric is then computed as:
d(K1 , K2 ) ,

°
°
+∞ °
X
P1 (Σ` ) − P2 (Σ` )°
i=1

1

2i+1

(3.2)

where k·k1 is the traditional L1 -norm, which is guaranteed to converge due to the
dominating weight

1
2i+1

and satisfies the relation 0 ≤ d(·, ·) ≤ 1.

Since this metric assigns more weight to shorter words, the infinite sum could be
truncated to a relatively small order D (typically 8 or 9) for a given tolerance ε ¿ 1.
This implies that the distance effectively compare the probability of generating
words of length D, and is therefore especially adaptable to D-Markov machines
whose dynamical behavior is characterized by words of a given maximal depth.
Remark 3.2.1. The metric d can also be used to calculate the distance between
a PFSA and a symbol sequence, in which case the probabilities are expressed in
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terms of relative frequency of appearance of each word. In fact, it has been shown
that this metric measures the distance between probability-distributions [59].

3.3

Algorithm Development

This section develops the algorithms to generate reduced-order D-Markov machines. The procedure consists of two major steps, namely state splitting and state
merging.
State splitting increases the number of states to gain more precision in the
representation of the data sequence. This is performed by splitting the states that
minimize the entropy rate H(Σ|Q), thereby, allowing to focus only on the most
critical states. Although this process is executed by controlling the exponential
growth of states with increasing depth D, the D-Markov machine still may have
a large number of states. The subsequent state merging algorithm reduces the
number of states in a D-Markov machine, say K1 , by merging those states that
behave similarly. This finally leads to a reduced order c from the original D-Markov
machine K1 .

3.3.1

State Splitting Algorithm

In D-Markov machines, a finite symbol sequence of length D is sufficient to describe
the current state. This implies that the number of states of a D-Markov machine
of depth D is bounded by |Σ|D , where |Σ| is the cardinality of the alphabet Σ. As
this relation is exponential in nature, the number of states rapidly explodes as D
is increased. However, from the perspective of modeling a symbol sequence, some
states may be more important than others. Therefore, it is advantageous to have
a set of states that correspond to symbol sequences of variable lengths. This is
accomplished by starting off with the simplest set of states (i.e., Q = Σ for D = 1)
and subsequently splitting the existing states that result in the largest decrease of
the entropy rate. The process of splitting a state q ∈ Q is done by replacing q
by its branches as described by the set {σq : σ ∈ Σ}. Maximum reduction of the
entropy rate is the governing criterion for selecting the state to split. In addition,
the generated set of states must satisfy the self-consistency criterion, which only
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permits a unique transition to emanate from a state for a given symbol. If δ(q, σ) is
not unique ∀σ ∈ Σ, then the state q is split further. The state-splitting algorithm
is described in Algorithm 1.
Algorithm 1 State splitting
Input: Symbol sequence s1 s2 s3 ..... ,
alphabet set Σ
User defined Input: Max. num. of states ηs ,
threshold ηt
Output: PFSA K1 = {Σ, Q, δ, π̃}
Initialize: Create a 1-Markov machine Q∗ := Σ
repeat
Q := Q∗
Q∗ = arg minQ0 H(Σ|Q0 )
where, Q0 = Q\q ∪ {σq : σ ∈ Σ} and q ∈ Q
until |Q∗ | < ηs or H(Σ|Q) − H(Σ|Q∗ ) < ηt
for all q ∈ Q∗ and σ ∈ Σ do
if δ(q, σ) is not unique then
Q∗ := Q∗ \q ∪ {σq : σ ∈ Σ}
end if
end for
return K1 = {Σ, Q, δ, π̃}
Figure 3.2 illustrates the process of state-splitting in a PFSA whose alphabet
is Σ = {0, 1}. The notation Σ∗ w refers to the D-Markov state consisting of all
symbol sequences with the word w as the suffix. The final states have been marked
in ellipses. In the third layer (i.e., D = 2) from the top in Figure 3.2, the states
are Σ? 00, Σ? 10, Σ? 01, and Σ? 11, of which all but Σ? 10 are terminated as final
states. Consequently, the state Σ? 10 is further split as Σ? 010 and Σ? 110 that are
terminated as final states. Hence, Q = {Σ? 00, Σ? 01, Σ? 11, Σ? 010, Σ? 110} as
seen in Figure 3.2.
Given an alphabet Σ and an associated set Q of states, the symbol generation
probability matrix π̃ is computed at every stage as follows:
π̃(σ, q) = P (σ|q) =

P (qσ)
P (q)

(3.3)

where σ ∈ Σ, q ∈ Q, and P (w) is the probability of observing a word w in the
symbol sequence. An estimate of the morph matrix π̃ is the ratio of number of
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Figure 3.2. Tree-representation of state splitting in D-Markov machines

times the state q is followed by the symbol σ, denoted as N (qσ), to the number of
times the state q occurs (N (q)). Therefore,
π̃(σ, q) '

3.3.2

N (qσ)
N (q)

(3.4)

State Merging Algorithm

Once state splitting is performed, the resulting D-Markov machine represents the
statistical characteristics of the symbol sequence. Depending on the alphabet size
|Σ| and depth D, the number of states after splitting may run into hundreds.
Although, increasing the number of states of the machine allows for better representation of the sequence, it creates a rapidly increasingly large computational load
and memory requirements. The motivation behind the state merging is to reduce
the number of states, while preserving the D-Markov structure of the machine. Of
course, such a process may cause the PFSA to have degraded precision due to loss
of information. This algorithm attempts to minimize this loss.
In the merging algorithm, a stopping rule is constructed by specifying a certain
acceptable threshold η on the distance d between the merged PFSA and the original
data sequence. An alternative stoping rule for the algorithm is to provide a maximal
number of states Nmax instead of the threshold η.
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3.3.2.1

Merging two states

Before the complete state merging algorithm is explained, this subsection details
the conditions under which two given states may be merged. The procedure for
merging of two states is also delineated.
The process of state merging is addressed by creating an equivalence relation [69] (denoted as ∼) between the states. An equivalence relation specifies
which states are identified together, thereby partitioning the original set of states
into a smaller number of equivalence classes of states, each being a union of original
states. The new states are, in fact, equivalence classes as defined by ∼.
Let K1 = {Σ, Q1 , δ1 , π̃1 } be the split PFSA, and let q, q 0 ∈ Q1 be two states that
are to be merged together. Initially, an equivalence relation is constructed, where
none of the states are equivalent to any other state except itself. To proceed with
merging q and q 0 , an equivalence relation is imposed between q and q 0 , denoted
as q ∼ q 0 ; however, the transition between original states may not be well-defined
anymore, in the following sense: there may exist a σ ∈ Σ such that states δ1 (q, σ)
and δ2 (q 0 , σ) are not equivalent. In other words, the same symbol may cause a
transition to two different states from the merged state {q, q 0 }. As the structure of
D-Markov machines does not permit this ambiguity [29], these states δ1 (q, σ) and
δ2 (q 0 , σ) are forced to be merged together, i.e., δ1 (q, σ) ∼ δ2 (q 0 , σ). This process
is recursive and must be performed until ambiguity in state transitions does not
occur. Indeed at each iteration, we reduce the number of states of the future
machine, and the machine where all the states are merged is always consistent.
Therefore the number of states is a decreasing sequence of positive integers, which
must eventually converge. (See Algorithm 2 for the details.)
The state-transition map δ2 and associated transition probabilities π̃2 for the
merged PFSA are defined on Q2 , Q1 / ∼, the quotient set. If [q] ∈ Q2 denotes
the equivalence class of q ∈ Q1 , then the associated morph matrix π̃2 is obtained
by:

π̃2 ([q], σ) = P si+1 = σ |


[

{Xi = q̃}

q̃∈[q]
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P
=

=

P [si+1 = σ ; Xi = q̃]

q̃∈[q]

P

P

q̃∈[q]

q̃∈[q]

P(Xi = q̃)

π̃1 (q̃, σ) × ℘1 (q̃)
P

℘1 (q̃)

(3.5)

q̃∈[q]

Hence π̃2 is simply the weighted sum of π̃1 by ℘1 the stationary-probabilities of
K1 .
By construction, δ2 is naturally obtained by:
δ2 ([q], σ) = [δ1 (q, σ)]

(3.6)

Algorithm 3 explains the procedure to obtain the PFSA, where we want qa and
qb to be merged.
Algorithm 2 Minimal equivalence relation given q ∼ q 0
Input: δ, q, q 0 , Initial equivalence relation ∼
Output: Updated equivalence relation ∼
NOTE: Recursive function (∼) := Merge(δ, q, q 0 , ∼)
Set q ∼ q 0 ;
for all σ ∈ Σ do
if δ(qa , σ)  δ(qb , σ) then
Set ∼:= Merge(δ, δ(q, σ), δ(q 0 , σ), ∼);
end if
end for
return ∼

3.3.2.2

State Merging Algorithm

The aim of this algorithm is to decide which states have to be merged. States that
behave similarly (i.e., have similar symbol generation probabilities) have a higher
priority for merging. A norm H(q, q 0 ) , kπ̃(q, ·) − π̃(q 0 , ·)k1 is defined to measure
the similarity of two states in terms of future symbol generation. A small value
of H(q, q 0 ) indicates that the two states have very close probabilities of generating
each symbol σ. Note that this norm is upper bounded, H(q, q 0 ) ≤ 2.
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Algorithm 3 Minimal PFSA K2 with qa and qb merged
Input: K1 = {Σ, Q1 , δ1 , π̃1 }, qa , qb
Output: Merged PFSA K2 = {Σ, Q2 , δ2 , π̃2 }
Compute ∼ using algo.2;
Set Q2 := Q1 / ∼;
Compute ℘1 the stationary-probability of K1 ;
for all [q] ∈ Q2 do
for all σ ∈ Σ do
Set δ2 ([q], σ) := [δ1 (q, σ)];
Compute π̃2 ([q], σ) using (3.5);
end for
end for
return K2 = {Σ, Q2 , δ2 , π̃2 }
First, the two closest states are merged using Algorithm.3. Subsequently, distance d (see subsection 3.2.3) of this merged PFSA from the initial data sequence
is evaluated. If the distance is less than a threshold η, this machine is kept and
the states next on the priority are merged. On the other hand, if the distance d
is greater that the threshold, the process of merging the two particular states is
aborted and pair of states with the next smallest value of H(q, q 0 ) are selected for
merging. This procedure is terminated if no such pair of states exist, for which the
distance d between the states is less that η. Details of the procedure are given in
Algorithm.4.
∗
Indeed, for any word w ∈ ΣD , the extended transition map δK
(q, w) is inde1
∗
pendent of q for K1 ; and it is easy to check that δK
([q], w) is also independent of
2
∗
∗
[q], since δK
([q], w) = [δK
(q, w)]. Thus, the D-Markov property of the automaton
2
1

is preserved.

3.4

Examples

This section described two illustrative examples. In the first example, a symbolic
sequence is generated from a non-D-Markov PFSA and the symbol sequence is
modeled as a reduced order D-Markov model. In the second example, a (realvalued) data sequence, generated from a chaotic dynamical system, is partitioned.
The resulting symbolic sequence is modeled as a D-Markov process by using the
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Algorithm 4 Merging algorithm
Input: PFSA K1 = {Σ, Q1 , δ1 , π̃1 }, threshold η, symbol sequence (si )
Output: Merged PFSA K2 = {Σ, Q2 , δ2 , π̃2 }
Set K2 := K1
for all q, q 0 ∈ Q2 do
if q 6= q 0 then
Set List States(q, q 0 ) = H(q, q 0 );
else
Set List States(q, q 0 ) = 2;
end if
end for
sort(List States);
Set (q, q 0 ) := pop(List States);
loop
Compute K3 from K2 , q and q 0 using Algorithm.3;
if d [K3 , (si )] < η then
Set K2 := K3 ;
Recompute List States;
Set (q, q 0 ) := pop(List States);
else
Set (q, q 0 ) := pop(List States);
if q==q’ then
Break loop;
end if
end if
end loop
return K2
algorithms developed in the previous section.

3.4.1

Modeling Sequences from a Non-D-Markov PFSA

The PFSA K0 , presented in Figure 3.3, is used to generate a data sequence
(1,000,000 points in the sequence). K0 is a variation of the even shift machine
with three symbols [66].
The state splitting algorithm(1) is used to obtain a D-Markov PFSA (K1 ) with
depth D = 8 and Q| = 3 states from the symbol sequence. Note that, without
sequential state splitting, the PFSA would have at most |Σ|D = 38 = 6561 possible
states). The evolution of the entropy rate during the splitting process is presented
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Figure 3.4. Entropy rate in Example 1

on Figure 3.4. Moreover, the entropy rate of K1 tends to that of initial machine K0
as the number of states increases. This is evident from the fact K1 would represent
K0 better if the number of states is increased.
The algorithm splits the states 111 . . . 1 and 222 . . . 2 that are the non-synchronizing
words2 of the PFSA K0 . State splitting is continued until the probability of being in one of these states becomes very low. The state merging algorithm (see
Subsection 3.3.2.2)) is used to construct a reduced order D-Markov PFSA (K2 ).
For Example 1, Table 3.1 summarizes the following results: – distance of DMarkov PFSA (K1 ) and distance of the reduced order D-Markov PFSA (K2 ) from
the original PFSA K0 ; distances of K0 , K1 , and K2 from the generated symbol
sequence {sn }; the number of states |Q|; and the depth of the D-Markov machine,
if applicable.
2

Non-synchronizing words are those that do not uniquely determine the current state of the
PFSA.
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Table 3.1. Results of Example 1

K0
K1
K2

d(·, K0 )
0
0.0892
0.8075

d(·, {sn }) |Q|
depth
0.1004
3 non D-Markov
0.0293
31
8
0.7875
11
8

Although there is loss of information by modeling K0 as K2 , the results show
that this loss is minimal (see Table 3.1). The D-Markov machine has a depth
D = 8 and its order is diminished to only 11 states from 28 = 256. This example
illustrates how a non-D-Markov PFSA can be modeled by a significantly reduced
order D-Markov machine by making trade-off between number of D-Markov states
and good precision.

3.4.2

Modeling Sequences Generated from a Chaotic System

The sequence {xn } is generated iteratively from a logistic map with the initial state
x1 , 0.5 and the iterative map xk+1 , rxk (1−xk ), where the parameter r is chosen
to be r = 3.75, and the iterations xn always lies in the interval [0, 1]. The space
[0, 1] is partitioned into three mutually disjoint intervals that are associated to the
symbol 0, 1 or 2, respectively. The boundaries of disjoint intervals are shown in
black dotted-line in Figure 3.5. A symbol sequence (sn ) ∈ {0, 1, 2} is generated by
replacing the value of xn by the corresponding symbol associated with the partition
within which xn lies.
As seen in Figure 3.5, this map exhibits two types of behaviors. The first is an
oscillation between a high value and a low value, and the second is oscillations of
small amplitude around 0.73.
Figure 3.6 shows an excerpt of the symbol sequence, where the two behaviors
are well reproduced in terms of ‘0202’ sequences alternating with ‘11’ sequences.
Figure 3.7 shows that the reduced order PFSA K2 is capable of capturing
these two behaviors. The state E in Figure 3.7 randomly switches between the ‘02’
swapping mode (in blue-green) and the ‘11’ mode (in red).
The pertinent results of this state merging are presented in Table 3.2, where it
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is seen that the merging step allows reduction of the number of states from 55 to
8 while maintaining a specified bound on the metric d.

3.5

Summary

The state merging algorithm, presented here, is heuristic and therefore suboptimal.
An important topic for future research is to further investigate this issue and justify
the general problem of approximation of a probability-distribution by a PFSA, and
more precisely by a D-Markov machine. In this regard, the key topics of future
research are as follows.
1. Development of a rigorous mathematical framework for approximation of
probability-distribution by a general class of PFSA.
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Figure 3.7. The D-Markov PFSA K2 obtained after state merging
Table 3.2. Results of example 2

K1
K2

d(·, (sn )) |Q|
0.0124
55
0.2689
8

depth
10
6

2. Identification of a general relation between the bound of modeling error and
the number of states of the D-Markov machine.

Chapter

4

Symbolic Analysis of Sonar Data for
Underwater Target Detection
This chapter presents a symbolic pattern analysis method for robust feature extraction from sidescan sonar images that are generated from autonomous underwater
vehicles (AUVs). The proposed data-driven algorithm, built upon the concepts
of symbolic dynamics and automata theory, is used for detection of mines and
mine-like objects in the undersea environment. This real-time algorithm is based
on symbolization of the data space via coarse graining, i.e., partitioning of the
two-dimensional sonar images. The statistical information, in terms of stochastic matrices that serve as features, is extracted from the symbolized images by
construction of probabilistic finite state automata. A binary classifier is designed
for discrimination of detected objects into mine-like and non-mine-like categories.
The pattern analysis algorithm has been validated on sonar images generated in
the exploration phase of a mine hunting operation; these data have been provided
by the Naval Surface Warfare Center. The algorithm is formulated for real-time
execution on limited-memory commercial-of-the-shelf platforms and is capable of
detecting objects on the seabed-bottom.

4.1

Introduction

Rapid advancement of modern engineering technology has led to development of
increasingly portable manned and unmanned platforms for mine countermeasure
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(M CM ) operations of the naval forces. In particular, autonomous underwater
vehicles (AU V ) provide enhanced speed and improved search efficiency in M CM
operations. These vehicles are equipped with advanced sensing devices, including
sidescan sonar imaging systems, to search a target area for mines lying on the
seabed.
The current state-of-the-art M CM techniques involve deployment of AUV’s
that perform sequential operations of detection, classification, marking, and neutralization [70]. Side-scan sonar systems are used for efficient mapping of large
areas of the sea floor to generate sonar imagery [71] that contains information
about the seabed-bottom, typical objects of interest (e.g., undersea mines), and
the clutter. Here the term ‘clutter’ refers to general seabed debris (e.g., rocks,
wreckage and sand ripples). Traditionally, sonar imagery generated by sidescan
sonars mounted on the AUVs are analyzed off-line in batches before the next operation (e.g., classification). In general, the exploration phase of mine hunting
involves scanning vast areas of the sea bed to detect very sporadic occurrences of
mines or mine-like objects. To expedite mine-hunting operations in the exploration
phase, AUVs perform long-range scanning with low-resolution sonars. Therefore,
very limited resolution data are available in the exploration phase for detection
of mines or mine-like objects. Once such an object is detected, a higher resolution short-range sonar is used to take a second look at the suspected object [72].
Thus, upon preliminary detection of an object, the next phase of exploitation in a
mine hunting operation generates scan data of much higher resolution to ascertain
whether the detected object is truly a mine or not and to which class of mines
it belongs. Commercially available Synthetic Aperture Sonar (SAS) [73][74] is a
potential candidate for generating such high resolution imagery.
Mine-like objects are often detected in sonar images by using the highlight and
the shadow cast by the object. The shadow is usually a critical feature for distinguishing mine-like objects from the background. In the traditional approach
to mine detection, an adaptive threshold is often assigned to the mapped features
based on the fact that the specular reflection from the target is brighter (i.e., a
stronger reflected signal) than the diffused reflection from the seabed. This is
the simplest form of non-parametric detection and has been shown to be effective for object detection [75] in a relatively clutter-free environment. However, a
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cluttered background may generate many false-positive mine detections. Recent
mine detection methods have made use of advanced signal processing techniques.
For example, Reed et al. [76] have used Dempster-Shafer information to classify
mines for reduction of false alarms; and Dura et al. [77] have proposed a dataadaptive algorithm to eliminate the need for a priori training of M CM missions.
A feature-level fusion method for detection of land mines has been reported in
literature, which uses a Bayesian framework involving likelihood ratio tests [78].
Improvements to traditional Bayesian detection methods, including usage of geometric and statistical properties of objects have been proposed by Calder et al. [79].
Statistical modeling provides considerable speckle filtering while retaining useful
information [80]. An image-classification technique, proposed by Bhradwaj and
Carin [81], employs templates tailored to image subcomponents; a Markov model
has been used to statistically characterize the relationship between neighboring
image subcomponents. In another paper, advanced image classification tools have
been developed based on hidden conditional random fields [82]. This method employs a neighborhood graph structure to capture conditional dependencies between
regions of the image. Ye et al. [83] have used level-set models to segment sonar
images into the shadow and highlight regions. This method is based on features
extracted by using Gaussian Markov random fields and effectively removes speckle
noise from the sonar image. Maussang et al. [84][85] have applied adaptive data
thresholding for object detection as well as statistical methods that do not require
the presence of a shadow for mine detection, which is useful for detection of buried
mines. Dee et al. [86] have presented a survey of the recent advances in the application of graphical models (e.g., Markov Bayesian networks) for the purpose of
real-time visual surveillance.
Recently the authors and their colleagues have developed a real-time datadriven pattern identification method, called Symbolic Pattern Analysis [29, 46, 62],
which enables information compression from large data sets into statistical patterns of low dimensions. The underlying principles of this method are built upon
multi-disciplinary concepts derived from Symbolic Dynamics[66], Statistical Mechanics[57][62], Pattern Recognition[87], Information Theory[68], and Automata
Theory[50]. The algorithms of symbolic pattern analysis method have been experimentally validated for real-time execution in diverse applications, including
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electronic circuits [46], fatigue damage monitoring in polycrystalline alloys [88][89],
and robot signature analysis [90]. This technique has been shown to perform very
well for pattern identification as compared to Bayesian analysis, neural networks,
principle component analysis, and other statistical methods in terms of speed of
execution, memory requirements, sensitivity to small changes in relevant information, and robust detection in the presence of noise [63]. In these applications, the
symbolic pattern analysis algorithms have been applied to one-dimensional sensor
signals.
The primary advantages of symbolic pattern analysis method are robustness to
noise and fast computation on commercially available inexpensive platforms that
are suitable for real-time applications. This method facilitates onboard implementation of the underlying algorithms for in situ pattern analysis, thereby enhancing
autonomy of underwater vehicles and saving the time of mission operations.
The contributions of this work are listed below:
• Extension of the concepts of symbolic pattern analysis for two-dimensional
(i.e., image) data analysis for pattern identification, and
• Application and validation of the proposed method on a set of sonar data in
the form of low-resolution images for underwater mine detection.

4.2

Geometric model for mine detection

This section presents a geometric model for detection of underwater mines from
the sidescan sonar data sets in the form of images, which are provided by Naval
Surface Warfare Center (NSWC), Panama City, FL. Each sonar image has a size
of 512 × 1000 pixels (512 pixels along the range of the side scan sonar and 1000
pixels along the direction of motion of the AUV). The range of the sonar system
is approximately 30 meters. A single pixel represents an approximate rectangular
area of 6cm × 3cm. Note that the true dimension of the pixels becomes wider with
an increase in the range of the sonar beam; it is assumed that small variations
in the range have no significant effects on the performance of the algorithm. The
inclusion of these effects in the data-analysis algorithm is considered as a future
work in Section 4.4.
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Figure 4.1. Illustration of the operation of a typical sidescan sonar. The transmitted
sonar beam on the left side of the platform is shown here. A similar sonar beam on the
right side of the platform is not shown. Reflections of the sonar beam from the objects
on the seabed are also not shown in this figure for clarity of presentation.




















Figure 4.2. Shadow formation due a mine-like object in the path of sonar waves. The
echo from the mine-like object is mapped to the range marked A’ to B’

The ground-truth information about the exact location of mines is available
for a set of 151 images that were acquired by an AU V . The ensemble of data sets
is divided into a training set of 91 images (consisting of in total 100 mines) and
a test set of 60 images for validation. The parameters required for the symbolic
pattern analysis algorithm, and the receiver operating characteristics (ROC) curve
are obtained based on the ground-truth statistics provided in the training data set.
Figure 4.1 shows the operation of a typical sidescan sonar. The sonar moves
along a straight track with a constant speed and at a constant height above the
seabed. Only the left half of the transmitted sonar beam is shown here in Fig. 4.1
and the right half is similar. The transducers on both sides transmit narrow beams
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of energy approximately perpendicular to the direction of platform’s motion. Raw
sidescan imagery corresponds to acoustic echo intensity versus time of flight. The
horizontal range is deduced from the raw imagery by assuming that the seabed is
horizontal (i.e., zero gradient). Figure 4.2 shows the sonar ray propagation model
along with a typical image of a mine present on the seabed. The echo from the
mine-like object (present in the range marked A to B) is mapped to the range
marked A’ to B’ because of the assumption of a horizontal seabed.
A geometric model has been determined for feature extraction to detect mines
in a sonar image. This model is used in the training set to obtain the distributions
of the various features that characterize a typical mine and in the testing set as a
template for detecting the mines. Based on the principles of sidescan sonar technology and properties of sound wave propagation in the ocean, a mine is characterized by two distinct regions that are adjacent to each other in the sonar image [79].
These regions correspond to a highlight (i.e., an echo) and a shadow. It is assumed
that there are no refraction effects below the surface of water. This assumption is
valid for relatively short ranges (∼ 30 to 50m) and high-frequency acoustic signals,
provided that multi-path returns from surface reflections are small; in this case,
the sonar rays can be approximated to propagate in straight lines. The principle
of shadow formation when an obstacle falls in the path of sidescan sonar rays is
illustrated in Fig. 4.2. The region, adjacent to the mine and away from the sonar
falls within the shadow cast by the mine and appears dark.
The reflections from a mine-like object are usually much stronger than those
from reverberation or those caused by the clutter. As described above, there
is a sonar shadow due to the structure of the mine protruding off the seabed.
This shadow is a very good indicator for distinguishing mines from background
features that include seabed and surface reverberation and clutter. A mine usually
appears as a highlight; and since the mines under consideration are placed on the
seabed, there is a shadow region that exists adjacent to a mine in the direction
away from the sidescan sonar receiver. The regions adjacent to the mine and the
shadow in the direction perpendicular to the sonar rays on the seabed, are also
important features. These regions help in distinguishing mines from reverberation
and other objects (e.g., large rocky structures on the seabed) that may generate
highlights and also possibly cast shadows behind them. Therefore, for improving
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the detection performance, these background regions that are adjacent to the mine
and the shadow are divided into two regions, namely, the mine background and
the shadow background. Thus, the geometric model for mine detection consists of
the following four distinct regions:
1. Main body of the mine- denoted as Am ,
2. Shadow region near the mine- denoted as As ,
3. Mine Background - denoted as Amb , and
4. Shadow Background - denoted as Asb .
If an isolated mine is present, then the region Am is characterized by a highlight
and the shadow region As by dark pixels. The shadow length depends on the range
of the mine from the sensor. However, in the current set of images, the variations
in the shadow length are not large. Consequently, the length of As is assumed to
be fixed and is based on the assumption of a nominal mine being present at mid
range. The statistical pattern analysis tool is robust to variations in the shadow
length. Construction of flexible geometric models is a topic of future research.
The background regions Amb and Asb are characterized by moderate intensity
pixels. Thus, for differentiating mine-like objects with large size objects (e.g., ship
wreckage or rocky bottoms), the background regions adjacent to the mine and the
shadow must show different characteristics than those of the mine and the shadow,
respectively. Further details are presented in Subsection 4.2.4.
Figure 4.3 displays the geometric model with the number of pixels allocated to
each region of the model. It is assumed that mines are spatially isolated from each
other and that they are surrounded by the general seabed background. The model
for mine detection is parameterized based on the following aspects: (i) geometric
properties of anticipated objects, (ii) size parameters estimated from the objects
present in the ground truth, and (iii) physical understanding of the relative importance of the various components of the geometric model. Model parametrization
reduces the mine detection process to comparison of various statistics generated
from the ground-truth analysis.
The extension of the concepts of symbolic pattern analysis for two-dimensional
data (i.e., an image) involves a similar procedure.
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Figure 4.3. A geometric model for mine detection from sonar images

• Encoding nonlinear system dynamics of the underlying process by partitioning the observed time series data for generation of symbol sequences
• Construction of a probabilistic finite state automata (PFSA) from the symbol
sequence
• Generation of pattern vectors as features for detection and classification
tasks.
A brief review of symbolic pattern analysis method for feature extraction from
time series data is presented below.
In the symbolic dynamics literature [66][29], the primary objective is to represent time series data from a dynamical system as a symbol sequence. Let Ω ∈ Rn
be a compact (i.e., closed and bounded) region, within which the trajectory of the
dynamical system is circumscribed. The region Ω is partitioned into a finite number of (mutually exclusive and exhaustive) cells, so as to obtain a coordinate grid.
Let the cell, visited by the trajectory, be denoted as a random variable taking a
symbol value from the alphabet Σ. An orbit of the dynamical system is described
as {x0 , x1 , · · · , xk , · · · } with xi ∈ Ω, which passes through or touches one of the
cells of the partition. The symbol sequence is denoted as {σ0 , σ1 , · · · σk · · · } where
each symbol σi belongs to the (finite) alphabet set Σ. Symbolic dynamics may be
viewed as coarse graining of the data space, which is subjected to (possible) loss
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of information resulting from granular imprecision of partitioning boxes. However,
the essential robust features are preserved in the symbol sequences through an
appropriate partitioning of the region Ω.
A crucial step in analysis of sensor signals based on the concepts of symbolic
dynamics is to partition the time series data sets for symbol sequence generation. Several partitioning techniques have been reported in literature for symbol
generation. These techniques are primarily based on symbolic false nearest neighbors (SF N N ) [91], which may become cumbersome and extremely computationintensive if the data set is contaminated by noise. As an alternative, the time series
data can be partitioned for symbol sequence generation using either the uniform
or the maximum-entropy partitioning [46]. For certain applications, prior to partitioning the time series data may be processed by using an appropriately chosen
wavelet transform [88].
Once the symbol sequence is generated, the next step is construction of a probabilistic finite state automata for modeling the statistical dependencies between
the occurrences of symbols. The symbolic sequence is modeled as a D-Markov
process where the likelihood of a future symbol depends only on the previous D
symbols [29]. This assumption leads to construction of probabilistic finite state automata (PFSA), wherein the state transition probabilities depict the conditional
dependencies between symbols. The state probability vectors, which are derived
from the state transition probability matrices of the PFSA, serve as statistical
patterns of the underlying process. The algorithms of the symbolic pattern analysis method have been experimentally validated for real-time execution in diverse
applications, including electronic circuits [29], fatigue damage monitoring in polycrystalline alloys [88][89] and robot signature analysis [90].
The fundamental difference here being that the image data is two dimensional
unlike time series data that has a one dimensional domain, i.e., time. The essential
concepts of space partitioning for image symbolization, construction of probabilistic finite state automata (PFSA), and extraction of the features are succinctly
described below.
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Figure 4.4. Histograms of sonar wave reflections: (i) the left plate represents mines, (ii)
the middle plate represents shadows, and (iii) the right plate represents the background
including the reverberation and the clutter. The distribution of pixel intensities in the
regions of mine background and shadow background are combined together in a single
histogram of the background region, because they show similar trends.

4.2.1

Construction of a Physics-based Partitioning

Two important parameters need to be determined for successful application of
symbolic dynamics to address the problem of mine detection. The first parameter
is the alphabet size |Σ| and the second is the vector parameter of the partition segment boundaries. In the particular application of mine detection in sonar images,
the essential robust features that need to be preserved are: the highlights, i.e., the
reflections from the front of an object protruding above the seabed, and the long
shadow that follows the object. Apart from these, the average background feature
generated from the general seabed reverberation and the clutter has also been used
for pattern analysis.
The three plates in Fig. 4.4 shows the histograms of frequency counts of pixel
intensities for mine, shadow, and the combined background regions adjacent to the
mine and the shadow in the geometric model (See Section 4.2). The histograms
depict the number of pixels versus pixel intensity (0 to 255) for each region of the
geometric model. The observed distribution of pixel intensities in the background
regions of the mine and the shadow are similar; therefore, they have been combined
in a single histogram of the background region, as shown in the right hand plate of
Fig. 4.4; the background region is largely dominated by medium-intensity pixels.
These histograms are generated from the a priori known ground-truth information
about the location of mines from the training data set of 91 sonar images. The
mine histogram in the left hand plate of Fig. 4.4 shows that the pixels in the mine
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regions generally have a high intensity. On the other hand, the shadow histogram
in the middle plate of Fig. 4.4 depicts that the pixels in the shadow region have
a low intensity. The histograms for the three regions are reasonably separated,
although some regions of the background histogram overlap with the mine and the
shadow histograms, which is not of significant concern because the three regions
in the geometric model are separated in space. Therefore, for partitioning the
sonar images, a distinct symbol in the alphabet Σ = {a, b, c} is assigned to each
of the three features corresponding to mine, shadow, and the background. In this
application, an alphabet of three symbols, i.e., |Σ|=3, is seen to be adequate for
characterizing the above features because the information gained by having |Σ| > 3
is found to be insignificant to offset the additional computation. Furthermore, an
increased |Σ| would require a larger amount of data to achieve similar accuracy
in estimation of the stochastic matrix, described later in Section A.2.3. As the
complexity of the background histogram increases, it may be necessary to increase
the number of symbols.
The next important consideration is selection of the segment boundaries for
partitioning the data sets. Traditional partitioning techniques (e.g., uniform partitioning and maximum entropy partitioning [46]) may not adequately capture the
details of mine patterns. Therefore, this chapter has adopted a different partitioning method that makes use of the physics-based information from the statistics as
depicted in the three histograms of Fig. 4.4. Based on the information contained in
these histograms, the partitioning is constructed by assigning a symbol a to high
intensity pixels ranging from 171 to 255 on the gray scale; similarly, symbol b is
assigned to the medium intensity pixels ranging from 51 to 170; and symbol c is
assigned to low intensity pixels ranging from 0 to 50. As seen from Fig. 4.4, approximately 98% of the pixels in the histogram, generated from the mine region in
the geometric model, correspond to the symbol a (i.e., bright pixels). Similarly, approximately 80% of the pixels in the histogram, generated from the shadow region
in the geometric model, correspond to the symbol c (i.e., dark pixels). A majority
of the pixels in the background regions of the geometric model correspond to the
symbol b (i.e., moderately dark pixels). Thus, the entire image is symbolized and
represented by a two-dimensional array of symbols belonging to the alphabet Σ =
{a, b, c}. Symbolization of an image is described by the following definitions.
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Definition 4.2.1. Let H , {(i, j) : i, j ∈ N1 , {1, 2, ...}, 1 ≤ i ≤ m, 1 ≤ j ≤ n}
be the set of coordinates of an image of size m × n. Let A , {0,1,...,255} be the set
of gray-scale intensity levels. Then, an image I is defined by a map I : H 7−→ A.
Definition 4.2.2. Let Σ be the partitioning alphabet and partitioning of the set A
be defined by a map P : A 7−→ Σ such that each pixel value of the image is mapped
to a symbol in Σ. Then, the symbolized image is defined by a map IΣ ≡ P ◦ I such
that IΣ : H 7−→ Σ. For a non-empty region B ⊆ H, its configuration is denoted as
IΣ (B).
The above partitioning scheme enables robust detection of mines with a high
probability of detection and a very low probability of false alarms as discussed
later in Section 4.3. Furthermore, this method of symbolization significantly reduces the memory requirements. The next subsection describes the construction
of a probabilistic finite state automata (PFSA) for feature extraction using the
geometric model of mine detection.

4.2.2

Neighborhood Modeling

In the symbolized image IΣ generated from a typical sonar data set, every grayscale pixel is labeled by a symbol σ ∈ Σ = {a, b, c}. The symbols a, b and c
represent three different intensity levels on the gray scale. Let B ⊂ H represent a
local region, i.e., one of the four regions: the mine (Am ), the shadow (As ), the mine
background (Amb ), and the shadow background (Asb ). For each of these regions of
the geometric model, a probabilistic finite state automaton (PFSA) is constructed
for local feature extraction from sonar images in terms of the neighborhood of a
pixel (i, j) ∈ B. For example, a neighborhood may be constructed by including all
the elements that form a 3 × 3 square centered at the pixel (i, j).
Definition 4.2.3. In the discrete topology, the κ-neighborhood of a pixel at a
location (i, j)∈ B is defined as
Nκ (i, j) = {(i0 , j 0 ) ∈ H : max(|i − i0 |, |j − j 0 |) ≤ κ}

(4.1)

where κ ∈ N0 , {0, 1, 2, ...} is the neighborhood radius. Note: N0 (i, j) is the
singleton set {(i, j)}.
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Figure 4.5. Conversion from symbols (in the alphabet Σ) to compressed states (in the
state set S c ). Note: The center state is labeled as s1 following the state compression
methodology.

Definition 4.2.4. Let σij be the symbol at a pixel location (i, j), i.e. σij =
IΣ (i, j), for an image H. Then, the configuration IΣ (H) is modeled as a Markov
random field (MRF) if the following two conditions on the probability measure P (•)
hold [92].
¡
¢
1. P IΣ (H) > 0
¡
¢
2. P σij | IΣ (H/{(i, j)})
¡
¢
= P σij | IΣ (Nκ (i, j)/{(i, j)})

∀(i, j) ∈ H,

Remark 4.2.1. The MRF properties ensure that the probability of a symbol depends only on the configuration of its κ-neighborhood, thereby eliminating longrange dependencies.
Definition 4.2.5. For κ ∈ N1 , let Nκ (i, j) be a κ-neighborhood of a pixel location (i, j) ∈ H. Then, the (Markov) state qij is represented by the configuration
¡
¢
IΣ N(κ−1) (i, j) .
The above definition of state implies that the translation of a (κ − 1) -neighborhood
window covers the κ-neighborhood. Let the set of all possible configurations in a
(κ−1)-neighborhood be denoted as the set S , {s1 , s2 , ...., s|S| } of states, where |S|
is cardinality of S, i.e., the total number of states. Thus, at every point (i, j) ∈ H,
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Figure 4.6. Example of a 3-state probabilistic finite state automaton (PFSA)

the (κ − 1)-neighborhood window corresponds to a particular state qij ∈ S on the
image, and |S| is bounded above by |Σ||N(κ−1) | , i.e., |S| ≤ |Σ||N(κ−1) | ; the inequality
is due to the fact that some of the states might have zero probability of occurrence.
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Figure 4.7. Concept of feature extraction and classification for mine detection via
symbolic pattern analysis

In this process, every pixel in a region H can be mapped to a state, provided
that the pixel is not at the periphery of the image. The transformation of neigh-
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borhood symbols to a state is illustrated in Fig. 4.5, where the state is chosen as
the configuration of N(κ−1) with the underlying assumption of a Markov random
field (see Definition 4.2.4). Therefore, the “state image” has effective interactions
only between the nearest neighbors.
In general, a large number of states require a high computational capability and
hence might not be feasible for real-time applications. Both the size (in pixels)
of a state and cardinality |S| of the state set increase with the radius κ of the
neighborhood and cardinality |Σ| of the alphabet. For example, if κ = 2 and |Σ| =
3, then a state consists of |N(κ−1) | = 9 (i.e. 3 × 3) pixels and |S| ≤ |Σ||N(κ−1) | = 39
pixels. Therefore, for computational efficiency, it is necessary to compress the
set of states S to an effective smaller set S c by state merging [66] that enables
mapping of two or more different configurations to a single state. A state merging
must preserve enough information as needed for mine detection, even though it
may lead to lossy coding of the image. State equivalence classes are now defined
in the context of state merging.
Let (i, j) and (i0 , j 0 ) be two different locations on an image. The configurations
of symbols in N(κ−1) (i, j) and N(κ−1) (i0 , j 0 ) are represented by the same state if they
have identical occurrences of each symbol σ ∈ Σ. In other words, the state denoted
by the configuration of symbols in a neighborhood depends only on the types and
the number of symbols and not on the arrangement of symbols in the (κ − 1)neighborhood. In the previous example, for |Σ| = 3 and κ = 2, the operation
of state merging reduces the number of states to |S c |=

(|N(κ−1) |+|Σ|−1)!
(|N(κ−1) |)! (|Σ|−1)!

= 55 as

compared to |S| = 39 without state merging. A formal definition of state merging
follows.
Definition 4.2.6. For the set S of states, any two states si ∈ S and sj ∈ S belong
to the same equivalence class E if
Tsi (σ) = Tsj (σ)

∀σ ∈ Σ

(4.2)

where T• (?) denotes the number of occurrences of symbol ? ∈ Σ in a state • ∈ S.
Let the number of states after state compression be denoted by S c . Subsequently, a probabilistic finite state automaton (PFSA) is constructed from the set
S c such that the states of the PFSA are the elements of the compressed set S c and

64
B
the edges are the elements of the |S c |×|S c | left stochastic matrix ΠB ≡ [πjk
], where
B
πjk
= P (sj |sk )|B , i.e., the probability of the state sj being a neighbor of the state

sk . (The superscript denotes that the state transition matrix ΠB is evaluated from
P B
B
the region B.) [Note: πjk
≥ 0 ∀j, k and k πjk
= 1 ∀j.] The stochastic matrix ΠB
is given as


Π =

B

P (s1 |s1 )
..
.

...
..
.

P (s

|S c |

..
.

|s1 )

P (s1 |s|S c | ) . . . P (s|S c | |s|S c | )






(4.3)
B

Figure 4.6 shows the PFSA for a typical local region B ⊂ H. The transition
probabilities P (sl |sk ) are computed numerically as given below
P (sl |sk ) = P

N (sl , sk )
∀ sl , sk ∈ S c
0
N
(s
,
s
)
0
c
l
k
l =1,2,...,|S |

(4.4)

where N (sl , sk ) is the total number of occurrences of the neighboring pairs consisting of states sl and sk . Note: P (sl |sk ) 6= P (sk |sl ) because P (sl |sk ) is normalized
over sl while P (sk |sl ) is normalized over sk . As a result, the matrix Π is not
symmetric in general, however it is a stochastic matrix.

4.2.3

Feature Extraction

The stochastic matrix ΠB associated with the PFSA captures the neighborhood
interactions between the symbols in a given region B. This stochastic matrix is
treated as a feature based on which the subsequent task of pattern classification
is performed.
Construction of PFSA and the corresponding stochastic matrix Π follow the
principle of sliding block code [66]. Thus, PFSA are constructed by sliding the
geometric model (see Section 4.2) on the sonar image as depicted in Fig. 4.7. For
every pixel location (i, j), the geometric model is constructed around that pixel
such that (i, j) lies at the center point of the mine region. For a certain position
of the geometric model on the image, a PFSA is constructed for each region of the
model. For any pixel location (i, j) on the sonar image, the following four features
(stochastic matrices) are obtained.
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Figure 4.8. Comparison of Receiver operating characteristics (ROC) for mine detection
using symbolic analysis and energy detector

1. Πm (i, j) is constructed from the mine region (Am ) where pixel location (i, j)
lies at the center of the mine region (Am ) in the geometric model,
2. Πs (i, j) is constructed from the shadow region (As ) where pixel location (i, j)
lies at the center of the mine region (Am ) in the geometric model,
3. Πmb (i, j) is constructed from the background region adjacent to the mine
(Amb ), where pixel location (i, j) lies at the center of the mine region (Am )
in the geometric model, and
4. Πsb (i, j) is constructed from the background region adjacent to the shadow
(Asb ), where pixel location (i, j) lies at the center of the mine region (Am ) in
the geometric model,
Thus, each pixel location (i, j) is associated with four stochastic matrices corresponding to the mine, shadow, mine background and shadow background regions.

4.2.4

Classifier Construction

This section presents construction of a binary classifier for discrimination of minelike and non-mine-like objects by using the four features (stochastic matrices)
corresponding to different regions of the geometric model, as described in the previous section. In addition, two stochastic matrices ΠM ine and ΠShadow are defined
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as the expected (or averaged) stochastic signatures of mines and shadows respectively. These are estimated from known mine and shadow regions in the training
set. The expected stochastic behavior of the background regions are not used as
they exhibit very large variations. Four scalar measures, η m , η b , η mb , and η sc , that
are dependent on the pixel location (i, j), are derived as follows.

η m (i, j) , d(Πm (i, j), ΠM ine )

(4.5)

, d(Πs (i, j), ΠShadow )

(4.6)

η mb (i, j) , d(Πmb (i, j), ΠM ine )

(4.7)

η sb (i, j) , d(Πsb (i, j), ΠShadow )

(4.8)

η s (i, j)

where d(•, •) is a valid distance measure between two stochastic matrices. Possible
candidates for d(•, •) include l1 , l2 distance, induced operator norm (l1 or l2 ) or
the (possibly symmetrized) Kullback-Leibler divergence.
The scalar measure η m (i, j) corresponds to the deviation of the stochastic matrix Πm (i, j) from the expected mine signature ΠM ine . This deviation is expected
to be small for an actual mine; however, it could be large for non-mines. Similarly,
η s (i, j) denotes the deviation of the Πs (i, j) from the expected shadow signature
ΠShadow , which is obtained from the region As . As in the previous case, smaller
values of η s (i, j) indicate the presence of shadows. Furthermore, η mb (i, j) is defined as the distance of the mine background Πmb (i, j) from ΠM ine ; and η sb (i, j) is
defined as the distance of the shadow background Πsb (i, j) from ΠShadow . The primary importance of using background as a feature in identifying mine-like objects
is to distinguish mines from other large-size objects (e.g., ship wreckage, rocky
bottoms), and artifacts (e.g., those generated from vehicle roll, vehicle turns and
surface returns). Mine-like-objects usually exhibit greater dissimilarities between
the mine (or shadow) regions and the mine background (or shadow background)
region.
A threshold-based sequential testing scheme has been formulated to classify the
observed patterns of the sonar images into mine-like and non-mine-like categories.
Given appropriately chosen scalar thresholds λ1 , λ2 , λ3 , and λ4 , the following
sequential tests must be satisfied for a pixel (i, j) to be classified as part of a mine.
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1. η m (i, j) ≤ λ1 : This confirms that the stochastic matrix Πm (i, j) closely
matches that of a mine.
2. η s (i, j) ≤ λ2 : This confirms that the stochastic matrix Πs (i, j) closely resembles that of a shadow.
3. η mb (i, j) ≥ λ3 or η sb (i, j) ≥ λ4 : This confirms that the backgrounds adjacent
to the mine or the shadow are sufficiently distinct from the mine or the
shadow themselves.
A binary decision is made to determine whether the pixel location belongs to a
potential mine-like object. A number (1 or 0) is assigned to each pixel of the image
based on the classification as a mine-like or non-mine-like object, respectively.
Subsequently, a smoothing algorithm is applied to remove the outliers such that
isolated 1’s (that are possibly false alarms within a region where no other point
in the neighborhood is detected as a mine) are removed. If several 1’s occur close
to each other, then the whole region is clustered together and counted as a single
detection. A disk like structure is used for morphological erosion operation [93] via
the MATLAB command ‘imerode’. In summary, the algorithm provides a binary
decision map for every input sonar image.
The above four scalar thresholds, i.e., λ1 , λ2 , λ3 , and λ4 , are chosen based
on the receiver operating characteristics (ROC) [58] in Fig. 4.8 to yield different
choices of the probability of detection (PD ) and the false alarm rate (F AR), which
are defined in terms of percentage of correctly detected mines and the number of
mines falsely detected per image, respectively. (Note: the size of an image is 512
× 1000 pixels.)
Remark 4.2.2. The occurrence of mines in sonar images is sparse, resulting in
orders of magnitude higher amount of data for non-mines (e.g., background) as
compared to mines. Therefore, conventional classification techniques such as Support Vector Machines (SVM) [87] have not been used due to the high degree of
imbalance in the training data set.
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Figure 4.9. Mine detection from representative images in the test data set with different
levels of noise (e.g., reverberation, clutter, and artifacts)

4.2.5

Receiver Operating Characteristics (ROC)

To construct the receiver operating characteristics (ROC), a training data set consisting of 91 images (containing a total of 100 mines) is considered. These images
consist of various textured backgrounds, with different types of seabed objects,
sand-ripples, and rock outcrops. The image quality is altered due to distortion
induced by vehicle motion and artifacts caused by beam pattern imperfections.
The images (512 × 1000 pixels), in the range of 0 to 255 on the gray scale, are
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partitioned to create a symbolized image. A sliding window method is used to implement the geometric model in Section 4.2 and the classifier described above. For
each pixel in the image, a model is constructed, as shown in Fig. 4.7, such that the
pixel under consideration is at the center of the mine region of the geometric model.
The PFSA are generated from the four regions (mine, shadow, mine background
and shadow background) based on interactions between symbols at neighboring
pixel locations (κ = 1) and four features (stochastic matrices) Πm , Πs , Πmb and
Πsb are obtained.
Remark 4.2.3. The images analyzed here are obtained from low-resolution longrange side-scan sonar data. In these images, the mines appear as extremely small
objects, often as wide as only 3 to 5 pixels. As a result, obtaining sufficient data
to populate the state transition matrix of the PFSA depends upon the number of
states. In order to keep the number of states under check, the neighborhood system
with κ = 1 has been chosen because κ > 1 would significantly increase the number of
PFSA states, for which sufficient data may not be available (e.g.,in the exploration
phase of mine hunting). However, κ > 1 could be used for high resolution sonar
images that capture mine-like-objects in greater detail when more scan data are
available (e.g., in the exploitation phase of mine hunting).
For the purpose of feature extraction, the distance measure between the stochastic matrices is chosen as the l1 norm. Each of the four thresholds (i.e., λ1 , λ2 , λ3
and λ4 ), defined in Section 4.2.4, are varied from 0 to the maximum possible distance between two stochastic matrices (which is 6 for the choice of l1 norm) in
steps of 0.5. For a certain combination of parameters, the classification algorithm
is executed over the entire training data set and the number of false alarms and
the number of correct detections are counted to obtain the false alarm rate (F AR)
per image and the probability of detection (PD ), respectively. A non-dominated
genetic algorithm [94, 95] is used to progressively select the combinations of the
four thresholds to generate a population of feasible points. The ROC plot is constructed by joining the outermost points on the plot of PD versus F AR as shown
in Fig. 4.8. Therefore, every point on the ROC maps to a 4-tuple of threshold
values.
In practice, the four thresholds λ1 , λ2 , λ3 and λ4 are chosen corresponding to
a desired operating point on the ROC. For subsequent analysis, the thresholds
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were chosen as λ1 = 2.5, λ2 = 3.5, λ3 = 4.0 and λ4 = 5.5, which correspond to a
probability of detection of 90% and 1.3 false alarms per image, where each image
covers an area of approximately 30m×30m.
For the purpose of comparison, the same sets of images have been analyzed
based on the data generated by an energy detector. This detector implements
individual thresholds to separate both the highlight and the shadow from the
background reverberation and clutter. The energy detector is used in conjunction
with the same geometric model, described in Section 4.2, to depict the utility of
symbolic pattern analysis. A comparison of the ROCs as obtained by symbolic
analysis and energy detector are depicted in Fig. 4.8. In Fig. 4.8(a), both F AR
and PD are in the linear scale; and Fig. 4.8(b) shows the same ROCs with F AR
in the log scale and PD in the linear scale. These ROC plots depict the advantage
gained in successful mine detection with relatively low false alarm rates.

4.3

Results and Discussion

This section presents the results generated upon execution of the symbolic pattern
analysis algorithm on 60 images from the test data set that is different from the
training data set used to generate the partition, the matrices ΠM ine and ΠShadow ,
and the ROC. As an example, four test images are shown in Fig. 4.9 with different
levels of induced noise contamination, where the results of detection are shown in
the right hand side of each plot from (a) to (d). The analyzed images are binary
and consist of only two symbols 0 (i.e., absence of a mine) and 1 (i.e., presence of
at least one mine).
In the testing of the algorithm, the mine location reported is expected to differ
to some extent from what is calculated in the ground truth. This problem is
addressed by defining a “tolerance radius” [79] that allows a detected object to have
its centroid within the neighborhood of a ground-truth object with this tolerance
radius. Mine detections that are outside these neighborhoods are counted as false
alarms; and the mines that are never detected are counted as missed detections.
The tolerance radius is a characteristic of the objects being sought and the sonar
being used. The tolerance radius is chosen here as the size of an average mine in
the ground-truth file.
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Table 4.1. Results of symbolic pattern analysis on a test data set

Description
Number of Test Images Analyzed
Probability of Detection (PD )
False alarm rate (F AR) per image

Value
60
(53/58) > 90%
∼1.5

Four representative images are shown in Fig. 4.9, each showing different levels
of background noise consisting of seabed reverberation and clutter. A representative set of threshold values (see section 4.2.5) is chosen to yield a high detection
probability with an acceptable false alarm rate based on the premise that a missed
detection costs much more than a false alarm. Tests show that the algorithm is capable of detecting mines in a high concentration of seabed clutter, including mines
buried under vehicular artifacts. The algorithm has been executed on the entire
set of test data with the same values of representative thresholds; Table 4.1 lists
false alarms and successful detections with 53 successful detections out of a total
of 58 mines (i.e., PD > 90%), while the false alarm rate (F AR) is approximately
1.5 per image (1000 × 512 pixels). With alternative choices of operating points
on the ROC curves, the mine detection probability can be increased at a modest
expense of increased F AR.
Remark 4.3.1. The algorithm presented here has been applied to the sonar images
without any preprocessing. Apparently, the performance (e.g., reduced F AR) could
be further improved if adaptive clutter suppression filters, such as those described
in [96], are used in the preprocessing stage.
Remark 4.3.2. In practice, the proposed algorithm could be used in conjunction
with other state-of-the art techniques for the purpose of mine detection. Information fusion algorithms that combine detections from various classifiers have been
shown to yield a better ROC [97][98]. The decisions derived from the proposed
algorithm, could benefit the overall performance if they are made in conjunction
with information fusion, especially because this algorithm is based on significantly
different principles from other reported algorithms such as those used in [99].
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4.4

Summary

Underlying algorithms of pattern analysis are formulated based upon the concepts
derived from Symbolic Dynamics and Automata Theory. Specifically, a methodology to construct probabilistic finite state automata (PFSA) from two-dimensional
(i.e., image) data sets that have been symbolized using a physics-based partitioning scheme is presented. These PFSA represent the underlying features of data
such that their probabilistic structure (i.e., the state transition matrix) evolve at
different spatial locations in the image.
A key aspect is construction of a geometric model for mine detection in sonar
images. Different regions in the model are carefully chosen to match the sizes of
the objects and other relevant features (i.e., shadow and clutter) that are to be
detected. The observed patterns corresponding to different regions of the geometric
model are then fused in a classification scheme to make binary decisions as mine-like
and non-mine like categories, especially in the exploration phase of mine hunting
operation when the available data are limited and low resolution.
The algorithm has been tested on different images of 512×1000 pixels (900m2 ).
The probability of correct detection of mines is found to be ∼90% with an average
of ∼1.5 false alarms in each image. These results show that the algorithm is capable
of detecting underwater mines with a low probability of false alarms in different
images that have varying degrees of noise and seabed clutter.
The major advantages of the proposed pattern analysis algorithm for underwater mine detection are delineated below.
1. Performance of the statistical symbolic pattern analysis algorithm is robust
with respect to both noise and echo artifacts in sonar images due to coarse
graining of the sonar data. Furthermore, this algorithm is robust to variations
in the mine characteristics such as size and length of the shadow provided
that they are within specified bounds. Performance of the algorithm has also
been tested to be robust with respect to the locations of segment boundaries
of the partition. The important aspect of the physics-based partition is that
it corresponds to the three characteristic features, namely, mine, shadow and
the background.
2. The algorithm is computationally efficient in terms of execution time and
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memory requirements as a consequence of small alphabet size and a small
number of states in probabilistic automata. As such, the algorithm can be
programmed and powered on small microprocessors and implemented onboard for real-time application on an unmanned underwater vehicle (U U V ).
3. In contrast to traditional Bayesian methods such as the likelihood-ratio-test,
the symbolic pattern analysis method does not require a priori knowledge of
probability distributions for characterizing mines and non-mine-like objects.
Specifically, due to the design of geometric models, the proposed algorithm
is applicable even if the unknown probability distributions are multimodal.
Further theoretical and experimental research is necessary before the proposed
algorithm could be considered for implementation in the ocean environment. While
there are many such issues in this regard, the following topics are under active
research.
• Application of cross validation techniques to verify the robustness of the
classifier.
• Testing under real-life scenarios that include varying bathymetric properties,
various ocean depths and different sea states.
• Testing of the algorithm performance for simultaneous enhancement of successful detection and reduction of false alarms through additional measurements such as multiple scanning from different angles.
• Improvement of image segmentation into three symbols {a, b, c} through usage of noise distribution models as described in [100].
• Enhancement of algorithm performance through usage of flexible and adaptive geometric models (e.g., varying shadow lengths) to account for changes
the in the height above bottom for the detector in addition to implementing
a range dependant geometric model.
• Extension of the present algorithm with κ = 1 for limited data (e.g., in the
exploration phase of a mine hunting operation)) to that with κ > 1 for high
resolution sonar images to capture mine-like-objects in greater detail when
more scan data are available (e.g., in the exploitation phase).
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• Comparison of the proposed algorithm with other detection methods such as
those described in [101].

Chapter

5

Adaptive Threshold for Target
Detection in an Under-sea Sensor
Network
This chapter addresses real-time decision-making associated with acoustic measurements for online surveillance of undersea targets moving over a deployed sensor network. The underlying algorithm is built upon the principles of symbolic
dynamic filtering for feature extraction and formal language theory for decisionmaking, where the decision threshold for target detection is estimated based on
time series data collected from an ensemble of passive sonar sensors that cover the
anticipated tracks of moving targets. Adaptation of the decision thresholds to the
real-time sensor data is optimal in the sense of weighted linear least squares. The
algorithm has been validated on a simulated sensor-network test-bed with time
series data from an ensemble of target tracks.

5.1

Introduction

Detection of moving targets in spatially-variable and uncertain environments is of
prime importance in intelligence, surveillance and reconnaissance (ISR) systems.
However, the situational context may prohibit placement of a single fixed long-term
ISR system that can be fine-tuned to maximize performance in the area of interest.
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In such situations, distributed fields of passive sensor systems are often called for, as
they allow the coverage of relatively large areas at a moderate cost [70][102][103].
A distributed system of small sensing nodes also provides a capacity for rapid
deployment (e.g., many small assets are usually easier to position than a few large
ones). In this context, the underwater target tracking must meet the demands of
rapid deployment and wide area coverage for surveillance of moving targets in an
uncertain sensing environment.
When a large field of passive sensors is deployed for target tracking, the decision
parameters of each sensor can be tuned according to the situation awareness. In
particular, the sensor decision threshold D provides a cutoff level on the received
energy of the acoustic signal above which a target detection is declared. Naturally,
lower values of D provide a higher sensitivity to noise-induced false alarms, where
random “spikes” in the background noise would cause a detection to be erroneously
reported. In contrast, larger values of D reduce the effective detection range of
the sensors, thus causing some targets to potentially move through the surveillance region undetected. By carefully examining the spatio-temporal sequence of
reported detections across the entire field of sensors, a much lower level of threshold D may be applied, since random false alarms will rarely occur in patterns that
are coincident with expected target motion behavior. The usage of moving target
kinematics for multiple sensor detections is referred to as the track-before-detect
strategy, and is commonly adopted in multi-sensor surveillance of moving targets.
Wettergren [104] presented an application of track-before-detect strategies to
undersea distributed sensor networks, where the problem was examined in terms of
the system-level performance metrics of probability of successful search (i.e., likelihood of multiple sensor detections due to a target moving through the region) and
probability of false search (i.e., likelihood of multiple sensor false alarms occurring
in a pattern consistent with target motion). In designing the deployment of a distributed passive sensor network that employs this track-before-detect procedure, it
is imperative that the placement of sensors be commensurate with the expected detection range. If there is too large an overlap between sensor coverage, then almost
any sequence of multiple false alarms exhibit characteristics of a moving target,
and the ability of track-before-detect to reduce the effective system false alarm rate
is diminished. On the other hand, if there is too small an overlap between sensor
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coverage, then targets may pass through the surveillance region unnoticed. With
limited knowledge of expected target direction and environmental conditions (e.g.,
sensor performance variations over space), it is a common practice to assume uniform likelihoods of target motion direction and uniform environmental conditions;
this assumption leads to a naturally optimal configuration of sensors in a circular
ring with a small overlap between coverage of individual sensors. Such a configuration would include a nominal setting of the decision threshold that is identical for
all sensors. As situational information (e.g., from observation of a target as sensor
time series) is gained from the system, it is desirable to adaptively improve the detection performance and reduce the probability of false alarms through adjustment
of the decision threshold for the individual sensors in real time. Real-time adaptation of sensor decision thresholds is a challenge for automation of target tracking
in the undersea environment. From these perspectives, the decision thresholds at
individual sensor nodes are adaptable parameters for maintaining a specified level
of track-before-detect performance.
Given the a priori information: (i) the fixed sensor positions and (ii) the statistical distributions of expected target trajectories, the objective is to estimate
track-dependent decision thresholds in real time by making trade-offs between
maximization of the probability of successful search (PSS ) and minimization of
the probability of false search (PF S ). The track-dependent decision thresholds are
adapted using the concept of language measure[34] in the setting of probabilistic
finite state automata (PFSA). The PFSA are constructed from symbol sequences
generated from the observed time series data at each sensor location [29][105]. The
flow chart in Fig. 5.1 depicts the process of learning and adaptation to illustrate
how the formal language of the PFSA is derived to select the decision threshold
for a real track.
To establish the feasibility of PFSA-based tools for estimation of sensor detection thresholds, simulation data sets have been constructed corresponding to
a notional undersea sensor field surveillance scenario. These sensor data sets are
generated on a simulation test-bed of noisy time series outputs. The test-bed is
built on a typical sensor network that has been deployed to optimize its ability to
track moving targets. The track-before-detect strategy has been used in a nominal
sensing environment with an acceptable level of false search. As the target mo-
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Figure 5.1. Flow chart of the learning and adaptation phases

tion track is perturbed, the system performance degrades relative to the (a priori
determined) optimal condition, which can be adaptively improved.

5.2

The Track-before-detect Strategy

This section formulates a track-before-detect strategy by developing a PFSA-based
procedure for estimation of the decision thresholds for off-nominal target tracks as
an alternative to the conventional optimization methods. It is assumed that passive
omnidirectional sonar sensors are deployed over a marine region, where the location
of each sensor is known a priori. As a target travels across the region, each sensor
picks up a noise-contaminated signal. A sensor that is closer to the target receives
a stronger (i.e., larger magnitude) signal as compared to a sensor that is located
farther away from the target. In this scenario, the following assumptions are made
based on the standard characteristics of ocean environment and undersea sonar
sensors [71]:
• Inverse relationship (e.g., inverse square law for deep water) of the transmission loss of the acoustic signal energy with respect to the sensor’s distance
from the target due to spherical spreading;
• Signal contamination with multiplicative Gaussian noise;
• Uniform ambient/background noise level for all sensors.
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The following are the specifications used in the simulated scenario of the sensor
network:
• Target acoustic energy emission at a level of 100 db;
• Additive ambient/background noise at a level of 70 db;
• Multiplicative sensor-induced noise at a gain of 2 db.
The decision regarding the presence of a target is made collaboratively by
multiple sensors in accordance with the track-before-detect paradigm. A target is
said to be detected if within an interval of time a selected number of sensors detect
a signal that exceeds the specified decision threshold D. All of these detections
must be carried out within the time interval of the target being in the search region.
Figure 5.2 illustrates the conceptual operation of the sensor field. The sensors are
placed in an approximately circular shape, as shown by ‘o’ markers. In addition,
the figure also shows an arbitrary track that a target may follow.
Identification of an optimal decision threshold D involves solution of a biobjective optimization problem, where the two (conflicting) objectives are:
1. Maximization of probability of successful search (PSS )
2. Minimization of probability of false search (PF S ).

J(α,D) = α log(PSS(D)) − (1−α) log(PFS(D))
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For a given target track, PSS as a function of D is evaluated by Monte Carlo
simulation whereas PF S is analytically evaluated [104]. Both PSS (D) and PF S (D)
are monotonically decreasing functions of D.
It has been observed that the non-dominated points in the plot of log(PSS )
versus log(PF S ) form a convex curve. Thus, a single objective function J is constructed by a weighted linear combination of the objective functions PSS and PF S .
J(α, D) = α log(PSS (D)) − (1 − α) log(PF S (D))

(5.1)

where α is a scalar weight (0 < α < 1). For a given weight α, the optimal detection
threshold Dopt is obtained as:
Dopt (α) = arg max J(α, D)
D

(5.2)

The family of curves in Fig. 5.3 show the effects of the chosen decision threshold
D on the objective function J(α, D). In this context, Fig. 5.4 shows the receiver
operating characteristics (i.e., the Pareto front) [58] for the track shown in Fig. 5.2
It follows from the above expression that, for a given α, the optimal decision
threshold Dopt is dependent on the target track. However, in target detection
applications, the target track is not known a priori and the problem at hand is to
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identify Dopt in real time from an ensemble of time series data generated from the
sensor network for the track that the target is following. The average detection
threshold for all feasible target tracks is selected as an a priori expected value D̄
of the detection threshold D.

5.3

Review of Underlying Mathematical Concepts

This section succinctly reviews the concepts of symbolic dynamic filtering (SDF ) [29][105]
and formal language measure[34] that are used in the computation of decision
thresholds for online surveillance of undersea targets moving over a deployed sensor network.

5.3.1

Symbolic Dynamic Filtering (SDF)

The SDF generates state probability vectors from probabilistic finite-sate automata (PFSA) to represent the evolving statistical patterns of the dynamical
system. The performance of SDF relative to other classes of pattern recognition
tools, such as Bayesian Filters and Artificial Neural Networks, has been evaluated
in [63] from the perspectives of performance (i.e., capability for early detection of
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anomalies) and computational efficiency (i.e., execution time and memory requirements).
The PFSA are constructed via analytic signal space partitioning (ASSP ) [105]
of the observed time series data for symbol sequence generation, which is an essential ingredient of SDF . A brief review of Hilbert-transform-based ASSP follows.
5.3.1.1

Analytic Signal Space Partitioning

Hilbert transform of a real-valued signal x(t) is obtained by the convolution:
³ 1 ´
x
e(t) , H[x](t) = x(t) ∗
πt

(5.3)

The (complex-valued) analytic signal [106][107] of the real-valued signal x(t) is
defined as:
X (t) , x(t) + i x
e(t)

(5.4)

Given a set of real-valued time series data, its Hilbert transform yields a pseudophase plot that is constructed from the analytic signal by a bijective mapping of
the complex field onto R2 , i.e., by plotting the real and the imaginary parts of
the complex-valued signal on the abscissa and ordinate, respectively. The timedependent analytic signal in Eq. (5.4) is now represented as a (one-dimensional)
trajectory in the two-dimensional pseudo-phase space [105].
Let Ξ be a compact (i.e. closed and bounded) region in the pseudo-phase
space, which encloses the trajectory. The objective here is to partition Ξ into
finitely many mutually exclusive and exhaustive segments, where each segment is
labeled with a symbol or letter. The segments are determined by magnitude and
phase of the analytic signal and also from density of data points in these segments.
That is, if the magnitude and phase of a data point of the analytic signal lies
within a segment or on its boundary, then that data point is labeled with the
corresponding symbol. This process of symbol generation is called analytic signal
space partitioning (ASSP ) [105] and the resulting set of (finitely many) symbols
is called the alphabet Σ.
One possible way of partitioning the region Ξ is to divide the magnitude and
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phase of the time-dependent analytic signal in Eq. (5.4) into uniformly spaced segments between their minimum and maximum values. This is called uniform partitioning. An alternative method, known as maximum entropy partitioning [105],
maximizes the entropy of the partition, which imposes a uniform probability distribution on the symbols. In this partitioning, parts of the state space with rich
information are partitioned into finer segments than those with sparse information. The ASSP algorithm makes use of either one or both of these partitioning
methods.
The space of the complex-valued analytic signal is partitioned in the angular
and radial directions by either the uniform or the maximum entropy partitioning
technique [105]. If |ΣR | and |ΣA | are the number of segments in the radial and
angular directions, respectively, then the total number of symbols in the alphabet
Σ is given by the product: |Σ| = |ΣR ||ΣA |.
5.3.1.2

Construction of PFSA

Given a symbol sequence derived from ASSP of observed time series data, the
concept of d -Markov Machine [29] is adopted for construction of the PFSA with
the stochastic matrix Π of state transitions being irreducible and acyclic [108].
(Note: The algorithm used for construction of the P F SA could be non-unique
because it relies on the symbol sequence that is obtained by partitioning of the
time series data, where symbolization may not be achieved through a generating
partition [29].) The d -Markov machine has a state-space structure where the
states of the machine are represented by blocks σi σi+1 σi+2 ...σi+d−1 of d consecutive
symbols from the alphabet Σ. Thus, with cardinality |Σ| of the alphabet and
depth d of a symbol string of a state, the total maximum number of states in the
d -Markov machine is given by |Σ|d . Thus, the state machine moves from one state
to another upon occurrence of a symbol. All symbol sequences that have the same
last d symbols represent the same state. The states of the d -Markov machine
at different time epochs should have identical probability distribution in the time
scale in which the dynamical system is assumed to be (quasi)stationary. However,
the probability distribution of the states may deviate if there is a change in the
dynamics at a slower time scale.
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5.3.2

Language Measure for Decision Threshold Computation

The PFSA constructed from a symbol sequence acts as a language generator and is
e where Q is the finite set of states with cardinality
represented as G , (Q, Σ, δ, Π),
|Q| = n; Σ is the symbol alphabet and the Kleene closure of Σ is denoted as Σ?
that is the set of all finite-length strings of symbols including the empty string ε;
the (possibly partial) function δ : Q × Σ → Q represents state transitions and δ ? :
e is the symbol generation probability matrix,
Q×Σ? → Q is an extension of δ; and Π
also called the morph matrix, which specifies the probability of symbol generation
e
conditioned on individual states. The state transition matrix Π is derived from Π
and δ. If Π is an irreducible matrix, then p is the (1 × n) state probability vector
which is the (sum-normalized) left eigenvector of Π corresponding to its unique
unity eigenvalue [108] and each element of p is strictly positive.
A signed measure of the language[34] is obtained by assigning a weight to each
of the states of the PFSA.
Definition 5.3.1. The state weight vector χ : Q → R assigns a signed real weight
to each state qi , i = 1, 2, . . . , n. The (1 × n) state weight vector is denoted as:
χ = [χ1 χ2 · · · χn ]

where χj , χ(qj )

(5.5)

Definition 5.3.2. The symbol generation probabilities are specified as π
e : Σ? ×
Q → [0, 1] such that ∀qj ∈ Q, ∀σk ∈ Σ, ∀s ∈ Σ? ,
(1) π
e[σk , qj ] , π
ejk ∈ [0, 1];

P
k

π
ejk = 1;

(2) π
e[σk , qj ] = 0 if δ(qj , σk ) is undefined; and π
e[², qj ] = 1;
(3) π
e[σk s, qj ] = π
e[σk , qj ] π
e[s, δ(qj , σk )].
e
e jk = π
The Π-matrix
is defined as: Π
e(qj , σk ), qj ∈ Q, σk ∈ Σ.
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Definition 5.3.3. The probabilistic state transition map of the PFSA is defined
as a function π : Q × Q → [0, 1] such that





π(qj , qk ) =






0 if {σ ∈ Σ : δ(qj , σ) = qk } = ∅
(5.6)

P

π
e(σ, qj ) , πjk otherwise

σ∈Σ: δ(qj , σ)=qk

The Π-matrix is defined as Π , [πjk ].
Definition 5.3.4. The measure [34] of the generated language of a PFSA with
respect to a given state weight vector χ is defined as:
ν̄(θ) = θ [I − (1 − θ)Π]−1 χT

(5.7)

where the scalar parameter θ ∈ (0, 1) ensures invertibility of the matrix on the
right hand side of Eq. (5.7) and implies a terminating automaton. As θ → 0+ , the
terminating automaton converges to a non-terminating automaton [34].
Proposition 5.3.1. [34] The limiting measure vector ν̄(0) , limθ→0+ ν̄(θ) exists
and is bounded from above such that ||ν̄(0)||∞ ≤ ||χ||∞ .
Proposition 5.3.2. [34] Given the primitive (i.e., irreducible and acyclic) state
transition matrix Π, the measure vector in Eq. (5.7) is given by the expression
ν̄(0) = ν1, where 1 , [1 1 . . . 1]T . Then, the scalar measure ν is denoted as
ν = p χT

(5.8)

where p is the (1 × n) state probability vector which is the (sum-normalized)
left eigenvector of Π corresponding to its unique unity eigenvalue [108].

5.4

Adaptation of the Decision Threshold

While the optimum threshold Dopt can be computed for a known track, the goal
here is online adaptation of the threshold D for a priori unknown tracks, based
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on the in-situ sensor time series data. The decision threshold is computed as
a positive real measure of the language of the PFSA generated from a symbol
sequence obtained by partitioning of the time series. The language measure is
derived in terms of the track-invariant state weight vector χ of the PFSA. the
steps are succinctly described below.
The time series data collected from sensors are partitioned (ASSP) for conversion into a symbol sequence[105]. Then, by following the procedure outlined in
Section 5.3, a P F SA is constructed from the concatenated symbol sequences [29]
obtained from the relevant sensors. The P F SA has n states, where n is a positive
integer, and is characterized by an (n × n) state transition matrix Π that is an
irreducible acyclic stochastic matrix [108] by construction and p is the associated
state probability vector.
Following [34] that there exists a (1 × n) state weight vector χ such that the
(scalar) language measure of the P F SA is obtained by Eq. (5.8) as ν = p χT .
Let D̄ be the expected value of the track-dependent decision thresholds (as
obtained using Eq. (5.2)) over the distribution of target tracks. Let the state weight
vector χ be assigned such that the residue (Di − D̄) of the detection threshold for
the ith track is identically equal to the language measure νi of the PFSA of the
corresponding track. Then, the detection threshold Di for the ith track is obtained
as:
Di − D̄ = νi ⇒ Di = p i χT + D̄

(5.9)

where p i is the state probability vector for the ith track.
The sets of track data generated from the simulation test bed are divided into
b of the
two mutually disjoint subsets - a training set and a test set. The estimate χ
(track-invariant) state weight vector χ is computed from the ensemble of training
data in terms of the respective decision thresholds for individual tracks in the
training set, which are known a priori.
Let `train be the number of tracks in training set. An (`train × n) matrix P is
constructed from the training set as
£
¤T
P , p T1 p T2 · · · p T`train

(5.10)

where the (1 × n) state probability vectors p i , i ∈ {1, 2, 3, · · · , `train } are respec-
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tively obtained from the `train tracks in the training set. If the number of tracks
in the training set is larger than the number of states in the PSFA (i.e. `train > n)
and if there is sufficient variety in the set of training tracks such that the matrix
¡
¢
P has the full column rank n, then the (n × n) matrix PT P is invertible.
A threshold residue vector ∆ consisting of the detection threshold for each
track in the training set is defined as:
£
¤T
∆ , D1 − D̄ D2 − D̄ · · · D`train − D̄

(5.11)

where the positive scalars Di , i ∈ {1, 2, 3, ..., `train }, are the thresholds for the
respective tracks in the training set and D̄ is the average detection threshold,
which are computed a priori. Accordingly, a measurement model of the (`train × 1)
threshold residue vector ∆ is formulated as:
∆ = P χT + ε

(5.12)

where the measurement error vector ε is additive zero-mean and the (positive
definite) error covariance matrix is R.
b of the track-invariant (1 × n) vector χ is obtained by the
An estimate χ
(weighted) linear least square method based on the information obtained from
the training set. This task is performed by orthogonal projection of the (`train × 1)
threshold residue vector ∆ onto the column space of P such that
b=
χ

³£

¤−1 T −1 ´T
PT R−1 P
P R ∆

(5.13)

b is an unbiased estimate of χ and if the measurement noise ε in
Note that χ
b is also the minimum-variance estimate of χ.
Eq. (5.12) is jointly Gaussian, then χ
If the information on the measurement noise covariance matrix is not available,
it is logical to assume (e.g., for identical sensors) that the measurement error
covariance matrix R ∼ I`train ×`train . In that case, Eq. (5.13) reduces to
b=
χ

³£

¤−1 T ´T
PT P
P ∆

(5.14)

In the deployment phase, following Eq. (5.14), a probabilistic-state-machine-
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based estimate of the threshold residue vector ∆ is obtained in terms of the estib of the track-invariant state weight vector as:
mate χ
b =Pχ
bi = pi χ
bT ⇔ D
bT + D̄, i ∈ {1, 2, · · · , `test }
∆

(5.15)

Remark 5.4.1. The algorithm in Eq. (5.15) for estimation of decision threshold
is sufficiently fast for real-time execution on (limited memory) sensor nodes. In
the present form, the algorithm is formulated based on the principle of linear least
squares and is data driven in the absence of additional pertinent information such
as a model of the underlying physical process and statistics of the environmental
noise. Should this information be available, it is envisioned that combined modelbased and data-driven algorithms for (possibly nonlinear) estimation of the state
weight vector χ could be constructed for execution in real-time on sensor nodes in
a sensor network.
b is a linear functional in the
Remark 5.4.2. The estimated state weight vector χ
b : Rn → R is a linear map, as seen in Eqs. (5.9) and (5.15). If
space Rn because χ
the scalar parameter of decision threshold D is replaced by a parameter vector of
b will become a linear transformation from Rn onto Rm . In
dimension m ≤ n, then χ
a more general case, a nonlinear transformation should be sought to address this
identification problem. That is, it might be necessary to find a homeomorphism
b and the space of the decision threshold vector that
between the range space of χ
replaces the scalar D.

5.5

Results and Discussion

This section presents the results of the proposed method of detection threshold
estimation as applied to simulated data generated for a notional undersea sensor
network. The nominal sensor configuration follows an approximately circular ring
pattern, where the spacing between two neighboring sensors is set to be approximately one half of the expected detection range. Such a spacing provides multiple
detection opportunities for targets that transit along paths near the center of the
circular ring, even under somewhat noisy circumstances. The sensor characteristics, environment and target models are the same as described in Section 5.2.
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Figure 5.5. Set of test tracks across a sensor field

The ensemble of time series data is obtained from a set of 20 sensors in the
given sensor network of the simulation test bed for each of 21 different tracks. The
optimal decision threshold for each target track corresponds to the cost weight
α and is track-specific (see Eq. (5.2)). The objective here is to demonstrate the
efficacy of PFSA-based estimation of the detection threshold for individual tracks.
Data from 10 out of the 21 tracks have been used for training and the parameter
vector χ is estimated according to Eq. (5.14). The performance is then tested on
the remaining 11 tracks. These 11 tracks are numbered as depicted in Fig. 5.5.
Figures 5.6(a) and 5.6(b) present both the optimal values of the decision threshb at the 11 test conditions for α=0.95
old D and the respective estimated values D
b generated in the training
and α=0.9 respectively, based on the information (i.e., χ)
phase. These results are obtained by partitioning the space of complex-valued analytic signals (see Eq. (5.4) with a symbol alphabet Σ having cardinality |Σ| = 6,
where |ΣR | = 6 and |ΣA | = 1 (see Section. 5.3.1.1). A probabilistic finite state
automaton (P F SA) is then constructed from the observed time series data. In
this case, the P F SA has 6 states [29]; consequently, the vector χ lies in R6 .
In both Figs. 5.6(a) and 5.6(b), the mean of the estimation error is negligibly
small relative to the mean value of the optimal decision threshold, which implies
that the estimate is practically unbiased. The ratio of error standard deviation to
the mean value of optimal decision threshold is ∼ 2.5%.
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Figure 5.6. Comparison of Optimal Decision Threshold and Estimation. Track numbers
correspond to those in Fig. 5.5. Scalar weight α = 0.95 in the objective function J (See
Eq. (5.1))

5.6

Dynamic Signal Threshold Estimation in a
Large Area Sensor Field for Undersea Target
Tracking

In this chapter, we have evaluated the track dependent adaption required to optimally detect a target based on a given cost functional (specified by α ,PSS and
PF S ). The adaptation of the decision threshold DT is given by
DT = DT + P T χ(α)

(5.16)

where, DT is the average detection threshold. The P vector also known as the
state probability vector is constructed from a markovian finite state machine. In
this example, the raw time series data from the sensors is partitioned in to four
symbols (n = 4). The χ vector (∈ R4 ), called the characteristics state weight
vector, depends on α (specifies the operating point on the convex pareto surface)
and the target distribution.
In a small sensor field with fewer sensors, the P vector is evaluated once the
target has crossed the entire sensor field. However for larger surveillance regions
this approach may not be practical. It may to possible to confirm the presence of
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Figure 5.7. Comparison of Optimal Decision Threshold and Estimation. Track numbers
correspond to those in Fig. 5.5. Scalar weight α = 0.95 in the objective function J (See
Eq. (5.1))

the target multiple times and at different locations, aiding us to track the target
across the surveillance region. There is no need for the target to cross the entire
surveillance area before we may be able to detect it. For larger surveillance regions,
the optimal decision threshold would depend on the local placement of sensors and
not on the global placement of sensors. The size of the local region would depend
on the speed of the target and the time interval ∆T (time within which multiple
sensors must detect the target in order to confirm its presence). To address this
issue it is proposed to sequentially estimate the decision threshold as
DT (k) = DT (k) + χT (α)(Pk )

(5.17)

Where Pk is the state probability vector evaluated for time [tk − ∆T, tk ]. It should
be noted that the state weight vector χ is time independent and depends on value
of α The intervals [tk − ∆T, tk ] and [tk+1 − ∆T, tk+1 ] are usually chosen to so that
they overlap (by setting tk+1 − tk < ∆T ). As a consequence, the state probability
vectors Pk and Pk+1 maintain a certain degree of correlation (as they are computed
from overlapping time series data).
Fig. 5.8 shows 100 sensors placed in a 10 miles × 10 miles area. A target(marked
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in red) moves across the field from the bottom-left to the top-right. The Fig. 5.9
shows the average value of decision threshold (the constant value graph). It also
shows the true optimal value of decision threshold and the estimated optimal decision threshold at every time window [tk − ∆T, tk ]. When fig. 2 is studied in
conjunction with fig. 1, we may observe that the decision threshold is related to
the proximity of the sensor to the target. If sensors are placed close to the target,
then the decision threshold is increased to reduce false alarms. On the other hand
is the target is farther away from the sensors, the decision threshold is reduced
to increase the probability of detection. The variation of the decision threshold is
governed by the cost functional α log(PSS ) − (1 − α) log(PF S ).

5.7

Summary

Online surveillance of undersea targets is a real-time track-before-detect problem.
As the target moves across the sensor field, each sensor collects time series data;
the sensors that are closer to the path of the target capture stronger signals. A
track-before-detect algorithm has been formulated to estimate the track-dependent
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detection threshold based on the ensemble of time series data from the sensor field.
The objective here is to obtain a suboptimal trade-off between the probabilities
of false alarm and successful search based on a specific cost functional. However,
the probabilistic-state-machine-based algorithm is optimal in the sense of weighted
linear least squares. The algorithm has been tested with sensor data from several
tracks on a simulated sensor field. The results suggest that the probabilistic-statemachine-based approach is feasible for real-time estimation of detection threshold
as needed for tracking of undersea targets. However, further investigation needs to
be conducted with rich experimental data to firmly validate efficacy of the proposed
track-before-detect algorithm for online surveillance of undersea targets.
As an extension of PFSA-based decision-making, future research is recommended in the following areas:
1. Track-dependent estimation of decision threshold for dynamic adaptation in
a large sensor field : The optimal decision threshold would depend on the
local placement of sensors and not necessarily on their global placement.
The size of the local region would depend on the speed of the target and the
time interval within which multiple sensors must detect the target in order
to confirm its presence.
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2. Optimal sensor placement for online tracking of target movements. Current
optimization algorithms are computationally expensive in terms of both execution time and memory requirements. It is necessary to construct a mathematically rigorous and computationally inexpensive (i.e., fast execution with
low memory requirements) formal-language-theoretic algorithm to support
the optimization objectives similar to what the existing tools provide. Once
calibrated with results generated from existing optimization algorithms, it
is expected that the formal-language-theoretic algorithm would provide solutions for sensor placement in real-time for modest perturbations in the
nominal target statistics. It is envisioned that this algorithm will be locally
executable on individual nodes of a sensor network in the undersea environment.

Chapter

6

Multi Agent Task Allocation
Individual deliberative agents based on algorithms derived from partially observed
markov decision (POMDP [16, 19]) have been shown to perform optimally in
a variety of operating conditions. Learning algorithms such as Q-learning [25]
or policy search techniques [26] have also been shown to be effective along with
the POMDP framework. In fact, these methods have also found applications in
areas such as active queue management in communication networks [109, 110].
Recent publications such as [18, 111]investigates the extension of the single agent
POMDP framework to multiple agents with some success. Further, [112] explores
the possibility of a distributed Q-learning algorithm in a multi agent system. In
[112], the agents communicate with each other, share experiences and develop a
global model of the environment.
However, as the number of agents increase, the distributed deliberative behavior
becomes ineffective. [28] shows that the complexity of the distributed POMDP
algorithm is NEXP (nondeterministic exponential time). i.e. as the number of
agents increase the solution would take exponentially time longer to converge).
Learning algorithms such as Q-learning and GAPS also suffers from the same
drawbacks [26]. The aim of this research is to circumvent these issues by developing
a supervisory controller that enables a team of reactive agents to behave as a
deliberative group.
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6.1

Formulation of the Problem

A team of agents generally has a large number of degrees of freedom, denoted by a
high dimensional space S. The proposed supervisory controller would only operate
on a smaller dimensional manifold of space S denoted by SC .SC , called the abstract
state is given by
SC = P(S)

(6.1)

Here P is a generic non-linear projection function. The dimension of SC is
usually much smaller than that of S. The task of the supervisor is to control the
state of the system in the space SC without considering or controlling the the state
of the team in the space S. Once the supervisor decide on a control state sc in
the abstract space sc ∈ SC , the true state of the team would lie in the ”null space”
of the state sc and the projection P. The operating space of the team given the
control state sc , denoted by Steam , is given by
Steam (sc ) = {s : s ∈ S, P(s) = sc }

(6.2)

It should be noted that, because the dimension of SC is fairly small, the set
Steam ⊂ S is still a very large dimensional space. A suitably chosen decentralized
control scheme operating within the team of reactive agents would then converge
to an operating point in the set Steam . The final operating point is dynamic and
would change as a result of small perturbations in the environmental conditions.
However, for large perturbations the supervisory controller may choose the change
the control state sc . The choice of sc is made prudently by the supervisor by
considering the short term or long term rewards and optimizing a certain team
performance measures. Hence, as an entire team the agents behave as deliberative
group.
For the reasons of computational ease, it is desirable to keep the dimension of
the abstract space SC invariant to the dimension of team state S. In this case, as
the number of agents are increased, the dimension of S would increase. However,
the supervisory controller would still work in the same lower dimensional space
SC , resulting in no increase in the complexity of the algorithm. In this respect,
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this approach would show an advantage over pervious attempts at distributive
deliberative control.

6.2

Issue of Optimality and the Need for a Supervisory Controller

Man-made multi agent system are usually application oriented and need to perform and meet certain team goals. The goal of an individual agent is usually
inconsequential in the whole process and is superseded by the team objectives.
Reactive agents, in their scheme of operation, are only concerned with optimizing
their actions given the behaviors of their neighboring agents. Of course, individual
optimality seldom leads to a global optimality. The team, as a whole, may not
perform optimally even though the individual agents do. Under the influence of
the control state sc , the agents are constrained to operate in a subspace of their
original domain, wherein each agent locally adopts an action that is optimal in
that constraint environment. Constraint optimality in the individual level leads to
a degree of global optimality at the team level.

6.3

Equilibrium vs Non-equilibrium Control

The supervisory controller would generally choose a control state sc ∈ SC in discrete time steps separated by δT (called the slow time epochs). The decentralized
controller would then operate and direct the team in the space Steam (sc ) within
each epoch of length δT . There are two possible ways a decentralized control can
function.
• The decentralized control algorithm operates at a much faster time scale as
compared to the supervisory controller. As a result, the team (nearly) settles
to an equilibrium (stationary) point in the space Steam (sc ) within the time
δT (assuming that the environment does not change too rapidly). For these
cases, an equilibrium ergodic supervisory controller is appropriate as the
team may be considered to be in a quasi-stationary state at all time slow
time epochs. Usually, in these cases the final state of the system depends
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only on the control state sc and not on the initial state of the team. Methods
inspired form statistical mechanics may be applied to such team of agents.
• The decentralized control algorithm operates at a time scale comparable to the
slow time epochs or the system has multiple or no equilibrium points. In this
case, the future state of the team would depend on both the chosen control
state sc and prior state of the team. A non-ergodic, non-equilibrium control
method, on the lines of POMDP, may be used at the supervisory level.

6.4

Non-equilibrium Probabilistic Supervisory Control

This section formulated the supervisory control problem for non-equilibrium control.

6.4.1

Modeling a Team of Agents

Consider a team of homogeneous agents where every agent executes the same
instance of an algorithm (extension of this approach to heterogeneous is addressed
later). Further, let the agents maintain anonymity; i.e. the agent are allowed
to interact with each other, but not identify or label each other. This implies
that the agents are indistinguishable. The domain in which an agent operates
is discretized into non-overlapping cells by a process of partitioning. This coarse
graining process transforms (with loss of information) the domain of operation into
a finite set of symbols. As the agent moves within the domain, a symbol sequence
is generated by concatenating the symbols corresponding to the cells visited. On
the assumption of a depth D, the symbols sequence is converted in to sequence
of states. The process of generation of states is given in Appendix A. Once the
states are defined, the behavior of the robot is modeled as a probabilistic finite state
machine (PFSM). The PSFM is characterized by the set of states Q = q1 , q2 , .., q|Q|
and a state transition matrix π. At any point in time, as shown in the left pane
of fig. 6.1, a single agent occupies only a single state.
At the supervisory level, a single PSFA is created for the all the agents and
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Figure 6.1. Construction of the PSFA for multiple agents

the corresponding state transition matrix, denoted by Π, operates on the same
set of state Q. Since the PSFA simultaneously models all the agents, the team of
agent is spread across all the states. Therefore, at any point in time each state
is associated with an occupation number (i.e. total number of agents in a given
state). The occupation number can be normalized to yield a probability vector
over the states. The PFSA at the ‘agent’ and the ‘supervisory’ level are dissimilar
in two ways.
• At a given point in time a single agent can only reside in a single state. The
probability distribution of that agent is given by
(
Psingle

agent (qi )

=

1

the agent is in state qi

0

otherwise

(6.3)

On the other hand, the probability of occupation of a given state for the
team of agents (as obtained from Π) is given by
Pi = Pteam (qi ) =

N umber of agents in state qi
T otal number of agents

(6.4)
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• For non-interacting agents, the state transition matrix at the agent level π
and the supervisory level Π are identical. However, if the agents are interacting with each other, then the state transition matrix is dependent of the
occupation number of the states.
for non-interacting agents
Πij = P rob(qi |qj )

(6.5)

Πij = P rob (qi |qj , {Pk : qk ∈ ∂qj })

(6.6)

for interacting agents

Where, ∂qj is the set of states connected to qj in one hop.
£
¤
If the probability vector obtained is denoted by P = P1 , P2 , ..., P|Q| progresses
according to the equation
P k+1 = P k Π(P k )

(6.7)

P k+1 and P K are the state occupation probabilities at time epoch k + 1 and k
receptively, while Π(P k ) is the state transition probability (a function of the P k ).
By this process, we replace the dynamical model of the agents by their stochastic counterparts and combine them to obtain a single stochastic model for the
team, i.e. the Perron-Frobenius operator [113] [114]. While, the dynamical model
propagates the initial condition, the Perron-Frobenius (P-F) operator propagates
initial distribution of agents. For non-interacting agents, this formulation reduces
to a linear system in the state occupation probabilities. Moreover, if Π is irreducible and acyclic, then the Perron-Frobenius theorem may be used to show the
existence of a unique stationary distribution. However, most real multi-agent systems involve interactions between agents. As a result, the progression of the state
occupation probabilities through time becomes a non-linear dynamical systems.
Multiple stationary points, periodic points or even chaos may be observed in such
systems [115].
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6.4.2

Probabilistic Control of a Team of Agents

The transitions in the the PSFA at the ‘agent’ level are of generally of two kinds;
(a) Uncontrollable (b) Controllable. Uncontrollable transitions are inherent to the
dynamical model of the agent and cannot be changed by an outside influence.
On the other hand, The controllable event may be changed to a degree by an
external supervisor. In discrete event systems literature [35], the most popular
way to control the system is to either disable or to enable one or more controllable
transitions. However, In this case, since the number of agents is large, it may be
possible to partially enable or disable an event. In other words, manipulation of
the probabilities of controllable transitions is possible over a continuous domain.
Let uk be the vector control input (at time k) that modifies the state transition
matrix Π. The time step equation that evaluates the new agent distribution is
given by
P k+1 = P k Π(uk , P k )

(6.8)

The optimal control is usually chosen with respect to two reward/cost functionals. The first is a cost per stage quantity, denoted by C(uk , P k ). The second
is the performance reward based on the final agent distribution J(P k ).
The N - step reward for the team is given by
JN (P 0 , u0 , u1 , ..., uN −1 ) = J(P N ) − γ

N
−1
X

C(uk , P k )

(6.9)

k=0

where
P k+1 = P k Π(uk , P k )

(6.10)

γ is an a priori chosen weight that is used to change the relative importance
of the cost-per-stage and the final reward.
The optimal control inputs are given by the equation
−1
(u0opt , u1opt , ..., uN
opt ) = arg

max

u0 ,u1 ,...,uN −1

JN (P 0 , u0 , u1 , ..., uN −1 )

(6.11)

The solution to this equation may be obtained by the application of dynamic
programming. Sometimes, it may be easier to obtain the greedy one-time-step
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solution to the optimization process, especially when rapid adaptation is required.
ukopt = arg max J(P k+1 ) − γC(uk , P k )
uk

(6.12)

The formulation described above is similar to that of a Markov control process
(see sec. C.1) in terms of the probabilistic nature of analysis and the finite horizon
nature of the problem. However, the cost structure for the two formulations are
not alike. Usually, in MCP the reward/cost CM CP defined on the state and the
cost-per-stage is evaluated by taking an expected value.
k

k

C(u , P ) =

|Q|
X

Pik CM CP (uk , qi )

(6.13)

i=1

This cost functional performs well for single agents but is insufficient for multiple agents and cannot be used.
If the infinite horizon problem has to be solved, then concepts from language
measure may be used as the cost functional. Although, the cost structure would
fit well to this problem, a new solution scheme (different from [34]) has to be found
to obtain the optimal transition policies.
Obtaining a closed form solution to the finite horizon optimization is extremely
challenging. Brockett [116] obtained the closed form solution for the quadratic
cost functional under the conditions that Π is independent of P k and affine in uk
(see. C.4). For more relaxed conditions closed form solutions have not been found
as yet. Numerical optimization procedures that obtain the optimal control input
require that the dimensionality of the control vector uk is not large. To this end
it may be possible to operate in a smaller subspace of the control vector in order
to efficiently use numerical techniques.
Finally, from the point of view of an agent, the action it takes depends on three
factors.
• The local observation taken by the on-board sensors
• Shared information amongst neighboring agents
• The abstract control input uK (common for all the agents)
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The control input uK is a guiding principle that influences, to a degree, the actions
of an agent.

6.5

Real-time Algorithms for Adaptive Replanning in ASW Applications

In ASW applications, a sensor field is deployed in a surveillance region for the
purpose of tracking underwater covert targets. The sensor placement depends of
two main factors;
• The expected target distribution
• The value of α (relative weight) in the cost functional J = α log PSS − (1 −
α) log PF S
The value of α is usually the commander’s choice, and may be changed if
the commander wishes to choose another point on the Pareto surface. On the
other hand, the expected target distribution (denoted by f (x, y, θ)) is initially
obtained as the commanders best estimate of the enemy’s course of action, but is
subsequently refined in real-time when further information is obtained from the
sensor field.

6.6

Technical Approach

Instead of evaluating the position of each individual sensor, the sensor placement is
denoted by a density function. The surveillance region is divided into square grids,
where each grid ‘i’ is assigned a weight Wi . Wi refers to the sensor density in grid
P
‘i. The weights are normalized to yield a probability mass function i Wi = 1.
At a given time epoch tk , let the sensor placement be denoted by W k . In the
next epoch tk+1 , due to changes in the target distribution or the value of α, let
us assume that the original sensor placement is no longer optimal. Adaptation in
the sensor placement (i.e. Wk+1 may be brought about by using a state transition
operator. The following equation describes the markovian evolution of the sensor
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density.
W k+1 = Π(u)W k

(6.14)

As each grid ‘i’ is a state, the weights Wi ’s form a Markov chain over the
time epochs. The matrix Π(u) is a right stochastic matrix and denotes the state
transition operator. The matrix Π is a function of a input vector u. The possible
structures of Π and is dependence on u have been discussed later in this report.
We impose another condition on Π. Π(0) = I, in other words, if the input u
is zero then Π becomes the identity matrix. Consequently, we obtain W k+1 = W k
implying that there is no adaptation.
The problem now reduces to finding the optimal control input uopt

ukopt = arg max{α log PSS (Π(u)W k ) − (1 − α) log PF S (Π(u)W k )}
u

W k+1 = Π(ukopt )W k

(6.15)
(6.16)

In addition, we may add a penalty on the control input by adding a term to the
cost functional. Let the scalar penalty function be denoted by c(u), that value of
the penalty being larger for larger inputs. The optimization cost functional me be
rewritten by including this penalty as J = α log PSS −(1−α) log PF S −γc(u). Here
γ is a weight assigned on the penalty and may be tuned as per the commanders
intent. The equation below is the revised expression for the optimal input.

ukopt = arg max{α log PSS (Π(u)W k ) − (1 − α) log PF S (Π(u)W k ) − γc(u)} (6.17)
u

6.6.1

Structure of the State Transition Matrix Π

For the purpose of rapid adaption, we assume that the sensors can only be relocated
to a neighboring grid (i.e., the range of motion of a sensor within a time epoch is
limited.) This may be viewed as a stochastic process where interactions occur only
with nearest neighbors. Π is a sparse matrix with the the transition probabilities
equal to zero if the states are not nearest neighbors. Fig. 6.14 shows the state
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Figure 6.2. State machine with permitted transitions

diagram with only the possible state transitions.

6.6.2

Dependence of the State Transition Matrix on the
Input

The time complexity of an optimization procedure depends greatly of the number
of independent variable in the domain u. For rapid adaptation the cardinality of
the control input must be restricted to effectively solve the optimization problem
in real-time. However, this comes at the cost of obtaining a sub-optimal solution
W k+1
opt as it lies on a smaller dimensional manifold in the space of probability
vectors. For relatively slower adaptations, the cardinality of the control input may
be larger. However, it may be advantageous to search for optimization algorithms
that may be executed in a decentralized way on each of the sensor nodes or cluster
heads. The following sections discuss the dependence of Π on u for both rapid and
relatively slower adaptations.
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6.6.2.1

Dependence of the State Transition matrix on the Input for
Rapid Adaption

Rapid adaptation may be achieved by introducing certain morphological changes to
the sensor placement density. The pertinent morphological changes might include
rotation of the sensor field (to accommodate changes in direction on targets), and
diffusion of sensors (to adapt to changes in the variances on the target distribution).
The Π matrix may be written as Π(u1 , u2 ), where scalar u1 is the control input
that denotes the degree of rotation and scalar u2 denotes the degree of diffusion.
The optimization procedure operates on a two dimensional domain, hence it is
expected to be considerably faster.
6.6.2.2

Dependence of the State Transition Matrix on the Input for
Relatively Slower Adaption

Slower adaptation allows us to operate on a larger dimensional control input. It is
proposed that the state transition probabilities directly form the elements control
vector. Let us consider a state ‘i’, as shown in Fig. 6.16. Transition probabilities
exist only between state ‘i’ and four(or less) neighboring states. The control inputs
(ui,a ,ui,b ,ui,c ,ui,d ) exist for all the states ‘i’. The probability of remaining in the
same states is not an independent input variable and may be expressed 1 − ui,a −
ui,b − ui,c − ui,d
Certain constraints may be imposed on the control input.
1. The transition probabilities must always be positive and less that or equal
to 1.
2. The states on the periphery may have some of the control input constrained
to be be equal to zero if the state transition is non-existence. For instance,
for state 1 (fig. 6.14) u1,a = u1,d = 0.
3. In an undersea network all the sensors may not be mobile. Assuming that ai
is the fraction of mobile sensors in state i, we impose the inequality constraint
X
•=a,b,c,d

ui,• ≤ ai

∀ states i

(6.18)
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Figure 6.3. State machine with permitted transitions

In addition to the constraints, a scalar penalty function may be imposed on
the control input.
c(u) =

X
states i

Wi

X

ui,λ

(6.19)

λ=a,b,c,d

c(u) is the total fraction of sensors displaced in the replanning process. In this formulation, there exist uncountably many control inputs that move the system from
an initial sensor distribution W k to a final sensor distribution Wok+1 pt. However,
as a control penalty −γc(u) is added to the objective function, the control input
with the minimum number of replanning is chosen.
The optimization problem posed above is sufficiently complex and may require
a certain amount of computational resources. However, it may be possible to
distribute this optimization procedure over the sensor nodes. Each node may
optimize the control input by gathering information from its nearest neighbors.
This may result in a suboptimal solution, but would involve a lesser execution
times and communication overheads.

6.7

Results

This section provides results based on the concept of control of a multi-agent
system by manipulating the state transition Matrix Π. The sensors are considered
to be individual agents and are assumed to be non-interacting for the purpose of
placement. In other words, The placement of any sensor can be independent of
other sensors. However, the performance of the sensor field depends collectively
on the placement of all the sensors thereby bringing in the effect of inter-sensor
interaction. In this formulation, the Π matrix just models the possible motion of
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the sensors without considering the effect it might have on the performance; the
optimization routine then determines the most appropriate control input required
to modify Π.
This example considers detection of enemy targets in a square region. The
region is discretized into a set of 81 non overlapping square cells (9 cells along
side), considered as states. The motion of sensors for adaptation is effected by
the Stochastic transition matrix Π which only allows sensors to move into its
neighboring states. Π is parameterized based on two specific control input u1 and
u2 . u1 ∈ [−1, 1] is a scalar that controls the effect of rotation of the sensor field;
u1 = −1 implies an clockwise rotation, while u1 = 1 leads to an anti-clockwise
rotation. The other control parameter u2 ∈ [0, 0.25] is the diffusion term where
the transition probabilities are as shown in the figure.
The prior knowledge of the target heading distribution is depicted as a density function in fig 6.4. The initial sensor placement 6.5 is obtained by an off-line
optimization procedure that maximizes the probability of detection for the prior
known distribution. Based upon the track-before-detect paradigm [117] a target
is said to have been detected if it is confirmed by three or more sensor within a
time ∆T . It may be noticed that the sensor placement is roughly perpendicular
to the direction of the target. Suppose that the prior target heading distribution
is incorrect and the new distribution is as shown in fig 6.6, then the current sensor
placement is no longer optimal. The afore mentioned algorithm is then implemented to obtain an adaptation control input that maximizes the probability of
target detection for the new distribution.
Let us assume that we need to obtain the new sensor placement in K iterations.
The expression for the placement may be written as
Ã
WK =

Y

!
Π(uk1 , uk2 ) W 0

(6.20)

k=1,...,K
K
The optimal control input U = {(u11 , u12 ), (u21 , u22 ), ..., (uK
1 , u2 )} is obtained by

maximizing the following cost functional.
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Figure 6.5. Optimal sensor placement for prior target heading distribution

¡

U opt = arg max PSS W
U

¢
K

ÃÃ
= arg max PSS
U

Y

!
Π(uk1 , uk2 ) W 0

!
(6.21)

k=0,...,K−1

This procedure required simultaneous optimization of 2K variables. However,
a sequential greedy scheme may be used to successively optimize each iteration.
In equation form, this may be written as
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Figure 6.6. New knowledge/distribution of target heading

Iteration number
0
1
2
3
4
5

PSS (Probability of detection)
0.5532
0.6589
0.7030
0.7258
0.7359
0.7367

% Improvement
0.0
19.1
27.1
31.2
33.0
33.2

Table 6.1. Iterative solution to finding new sensor placement

¡
¢
(uk1 , uk2 )opt = arg max PSS Π(uk1 , uk2 )W k
(uk1 ,uk2 )

(6.22)

This optimization problem may be solved sequentially for k = 0, 1, .., K −
1. The results are shown in table 6.1 the sensor placements are depicted in
figs. 6.7 6.8 6.10 6.9 6.11.

6.8

Non-Equilibrium vs Equilibrium Control of
Markov Processes

This section briefly discusses the differences between equilibrium and non equilibrium control of Markov process. Equilibrium control is usually implemented when
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Figure 6.8. Adaptation of sensor placement, 1 Iteration

the process dynamics occur at a fast time scale while the control inputs are provided at a slow time scale. The system is assumed to have reached its statistically
stationary state or the equilibrium state before there is any significant change in
control input. Let k and k + 1 be two consecutive slow time epochs. The PerronFrobenius operator Π(uk ) operates at the fast time scale and is assumed to be a
function of slow scale input uk . The following equation describes the dynamics of
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Figure 6.10. Adaptation of sensor placement, 3 Iterations

the system in the slow time scale.
P k+1 = lim Πn (uk )P k
n→∞

provided the limit exists.

(6.23)

(Note: The limit may not exist if Π(uk ) is cyclic)
In general P k+1 is dependent on P k , but, if Π(uk ) is irreducible and acyclic,
then P k+1 is independent of the initial condition P k . Equilibrium control methods
are often used for traffic management in large scale networks, where the traffic
distribution is expected to have achieved a quasi - equilibrium state before a control
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Figure 6.12. Adaptation of sensor placement, 5 Iterations

action is implemented.
By contrast, non equilibrium control of markov process is used when modifications in the control input occur at a comparable time-scale with the process
dynamics. It is not essential for the state transition matrix to be irreducible,
permitting us to define Π(u) = I. The problem at hand (i.e. optimal sensors
placements) deals with adaptation that happens at the same time scale as the
changing target distribution. As a result, non equilibrium methods may be more
suited for this application.
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6.9

Multi agent Task Allocation

The following section provides a brief formulation of the problem of task allocation
in multi agent systems.
Consider a number of agents to be distributed among N tasks. We may denote
the number of agents performing a task i ∈ {1, ..., N } at time t as ni (t). However,
in this setup the population fraction of agents performing a task may be more
relevant. The fraction of agents performing task i at time t is denoted as wi (t),
while the desired distribution is denoted as wi? . The macroscopic state of the
multi-agent system is given by the vector W (t)
W (t) = [w1 (t) w2 (t)... wN (t)]

(6.24)

The aim is to reduce the error ||W − W ? ||. Alternatively, in the absence of a
desired distribution, a cost functional Cost(W ) may be implemented to obtain the
desired distribution, where Cost(W ) is minimized. This can also be extended to
multiple cost functionals in order to obtain a set of desired distributions that are
non-dominated.
The process of task allocation is modeled as a Markov chain, where each task
is considered as a state. Multiple agents can perform the same tasks implying that
they belong to the same state. However, a single agent can perform only a single
task at a time. Agents can decide whether to switch amongst tasks or to continue
performing the same task. Figure 6.13 shows the influx and outflow of agents to
and from a given task.
have the same state
Influx of
agents from
other tasks

Task

Outflow of
agents to other
tasks

Agents
choosing to
continue with
the same task

Figure 6.13. Task as a state

The possible task transitions are modeled via a directed graph. That is, a
directed edge exist from task i to task j if it is possible for an agent performing
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task i to switch to task j. The switching of tasks is posed in a probabilistic setting
where, πij is the probability of an agent switching from task i to task j. If a
directed edge from i to j does not exist, then πij is set as zero. As the transitions
probabilities could be time varying, they may be indexed with time as πij (t). A
stochastic matrix Π(t) is constructed as


Π(t) = 




π11 (t) · · · π1N (t)

..
..
..

.
.
.

πN 1 (t) · · · πN N (t)

(6.25)

The time step equation that governs the dynamics of the macroscopic state
(distribution of agents) is given by
W (t + 1) = W (t)Π(t)

(6.26)

In some cases, it may be necessary to model delays in transitions between tasks.
This may be done by introducing transient/dummy states as shown in fig. 6.14.
Task 1

Task 2

Transient States used to model
the delay is switching tasks.

Figure 6.14. Delayed task switching

In most environments, the behavior of agents is uncertain due to a variety of
reasons. Noisy communication channels may cause a fraction of sensors receive
incorrect or no information causing them to behave unpredictably. Further, in the
undersea environment, the movement of agents are strongly influenced by ocean
currents and other disturbances. This leads to the formulation of two types of
transitions: (1) Controllable transitions and (2) Uncontrollable transitions. The
probabilities of the controllable transitions (marked in blue) may be changed by
a controller (although, they may not be changed independent of each other). The
probabilities of the uncontrollable transitions cannot be altered in any way. However, in a slower time scale, these probabilities would have to estimated by analyzing the physical motion of the agents. Thus the stochastic matrix Π(t) maybe
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Figure 6.15. Hierarchical Architecture

broken up into two sub-stochastic matrices ΠC (t) (controllable transitions) and ΠU
(uncontrollable transitions).
Π(t) = ΠC (t) + ΠU

(6.27)

It is assumed that the uncontrollable events change at a slower scale and may
therefore be considered to be stationary at the fast time scale.

Figure 6.16. Uncontrollable and Controllable transitions

The task at hand is to synthesize the controllable stochastic matrix ΠC (t) so
as to guide the multi-agent system to the desired macroscopic state W ? . It should
be noted that only transitions probabilities corresponding to valid edges in the
directed graph may be altered. The simplest method is to formulate a stationary
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stochastic policy that leads to the desired stationary distribution of agents. That
is, (in the absence of uncontrollable events) W ? = W ? ΠC . However, an inherent
trade-off between the two quantities needs to be addressed: (1) Fast convergence
/settling time for the swarm of agents (2) Minimum amount of unnecessary switching of tasks. Stochastic policies that exhibit fast convergence inherently also exhibit
greater amount of switching and vice versa.
It is proposed to formulate a hierarchical control scheme to adaptively modify
the behavior of the agents(see fig. 6.15). The centralized controller would broadcast
common stochastic policies (π U ) that steer the macroscopic state to the desired
distributions of agents, thereby, inducing swarm behavior to the multi agent system. However, the task level controller may choose to modify this local behavior
to minimize unnecessary switching between tasks.

6.9.1

Proposed Method

A global stochastic policy may be formulated by using the following algorithm (or
any other suited algorithm)

Figure 6.17. I. Chattopadhyay and A. Ray, ”Supervised Self-organization of Homogeneous Swarms Using Projections of Markov Chains,” IEEE Transactions on Systems,
Man, and Cybernetics, Part B, Vol. 39, No. 6, December 2009, pp. 1505-1515

A characteristic weight vector χ = [χ1 , χ2 , ... χN ]T is defined over the states
where, for each state i
χi = wi? − wi

(6.28)

A positive value of χi denotes fewer agents performing task i, while negative
values indicate an excess of agents. If the number of agents performing a task is
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Figure 6.18. Agent Activity

close to the desired number then the value of χ close to zero. The motivation for
local control is to enable task switching for agents in states with small χ values and
disable switching for agents in states with large values of χ. However, in certain
cases, agents in states with values of χ close to zero may also need to switch tasks.
This is illustrated in the example shown in fig. 6.18 where the middle region where,
in spite of error free distribution, task switching is required. There is a need to use
a measure that succinctly describes the required degree of task switching at each
state.
i
Let Qi = [q1i , q2i , ... qN
] be defines as

qji = {

1 if i = j
0 if i 6= j

(6.29)

The measure of a state i is defined as
µi =

∞
X

Qi θ(1 − θ)t Πt χ

(6.30)

t=0

for θ ∈ (0, 1). The measure µi may be interpreted as weighted sum of expected
values of χ’s (over time) for agent starting out from state i. θ is the discount factor
that reduces the relevance of the expected χ for future times. The formulation for
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the measure may be simplified to
µi = θQi (I − (1 − θ)Π)−1 χ

(6.31)

and may be evaluated iteratively in a distributed manner as
µi ← (1 − θ)

X

πij µj + θχi

(6.32)

i,j

A quantity µ̃i is defined as
µ̃i = µi − χi

(6.33)

µ̃i is the advantage gained by allowing the agents to move according the global
stochastic policy. Depending on the value of µ̃i , agents in state i may choose to
probabilistically enable the global stochastic policy. An activation function fa (x)
is defined as
fa (x) =

1
1 + (1/λ − 1) exp(−βx)

(6.34)

where λ and β are parameters
1
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Figure 6.19. Activation Function

The activity of a state ai is defined as ai = fa (µ̃i ). The agents in state i
choose to follow the global stochastic policy with probability ai . Therefore, the
true transition probabilities from state i to other states (denoted at π̃ij ) is given
by
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ai πij

π̃ij = {

if i 6= j

(6.35)

ai πij + (1 − ai ) if i = j

The value of λ indicates the steady state activity level of the agents and β is a
scaling factor for the measure µ
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Figure 6.20. Convergence of agents to a desired distribution

6.9.2

Construction of the Observer

A reduced-order observer is required to monitor the team of agents. The observer would collect data from the agents and reduce the dimensionality of the
observation space by compressing information. As described in Section 6.1, the
supervisory controller only attempts to control the team of robots in a lower dimensional abstract space. Therefore, the reduced-order observer only needs to
send the projection of the state of the team to the supervisor. This is a crucial
step in the process without which there would be an information overload at the
supervisory level.
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The observer is a filter that attempts to estimate the distribution of the agents
over the states. Gathering information from each agent at all times is virtually
impossible, so the observer would use a reduced sampling technique to arrive at an
estimate for the team distribution P k . This estimation may be carried out in a form
of a stable filter, where, every new information form the agents is continually used
to update the estimate. For stationary agent distributions, the observer should
asymptotically converge to the correct distribution. However, in most cases, the
time epochs may not be large enough for the estimate of the agent distribution to
converge. The rise time of the filter should be a design parameter based on the
size of the epoch. Moreover, the true target distribution may be time varying; a
higher order filter may be required to reduce the tracing error.
In a partially observed Markov decision process (POMDP) the exact state
is unknown, only observations are obtained. Based on the observations, a belief
function is computed that corresponds to the likelihood of each state being the true
hidden state. On similar lines, if the information gathered by the observer from the
agents is partial, the belief function can be obtained for each agent. Further, the
distribution of the team P k can be found the obtaining the normalized aggregate
belief functions of all the agents.
Apart from estimation of the agent distribution, the observer also gathers sensor
information and estimates the environmental conditions. These include but are
not limited to registering new obstacles found, changing the map of a region,
monitoring changes in temperature, ocean currents (naval applications), positions
of targets, position of possible threats etc. The environmental information obtained
do not affect the model of the team of agents, but affect the cost/reward functional.
For instance, if a particular state becomes inaccessible due to the presence of an
enemy, then the cost of all controllable transitions leading to that state would
increase. If long term reward is considered, the costs of all transitions leading
to states that eventually lead to the enemy infested state (through uncontrollable
transitions) would increase too.
The third piece of information furnished by the reduced order observer is the
current estimate of the team’s performance. This may refer to the number of targets detected (for ASW applications), the number of mines found, average clutter
density (MCM applications), the time taken to form a shape or the energy spent to
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form a shape (multi agent shape formation [13]) etc. Since these performance criteria are optimized, the supervisory controller expects to achieve a certain expected
performance. Large deviations between the expected performance (obtained from
the cost/reward functional) and the estimated performance (obtained from the
observer) would mean an inaccurate model for the cost/reward functional.

6.9.3

Heterogeneous Agents

The formulation in sec. 6.4 is based on the assumption of homogeneous agents.
The complexity of the algorithm is invariant to the number of agents provided that
they belong to the same species. In a heterogeneous mix, each agent may operate
on different algorithms making it impossible to model the team as a single PSFA.
An extremely diverse team of agents is outside the scope of research. However, if
the number of species is limited to a small number (say 4 or 5), then it is possible to
construct a PSFA for each species, where the transition probabilities of one species
is a function of agent distribution for all the species. As an example consider
three species of agents labeled P,Q,R. Let P k , Qk and Rk be the agent distribution
vector at time k for the three species respectively. The progression of the agent
distribution are given by

P k+1 = ΠP (P k , Qk , Rk , ukP )P k

(6.36)

Qk+1 = ΠQ (P k , Qk , Rk , ukQ )Qk

(6.37)

Rk+1 = ΠR (P k , Qk , Rk , ukR )Rk

(6.38)
(6.39)

Where ukP , ukQ and ukR are the control input vectors and ΠP , ΠQ and ΠR are
the species specific state transition matrices. For this formulation to hold, the
states may be defined differently for different species. Moreover, if inter-species
interaction is absent, it reduces to an isolated PSFA model for each species. i.e.
ΠP (P k , Qk , Rk , ukP ) ≡ ΠP (P k , ukP ). It is clear that the complexity of this algorithm
is dependent of number of species and not the number of agents of any given
species.
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6.9.4

Dimensionality Reduction

It is extremely rare to obtain a closed form solution for the problem of optimization
posed in equation 6.11. In spite of being tedious and slow, numerical solutions
are often the only option. To speed up this solution, it is proposed to reduce
the dimensionality of the control vector uk . One possible approach for dimension
reduction is to work in the space of eigenvalues of the state transition matrix. Since,
Π is a valid stochastic matrix, it must have at least one eigenvalue equal to unity.
The other eigenvalues are functions of the control input uk and determine the rate
of convergence of the markov chain. Projecting uk into the space of eigenvalues
might be an effective way for dimensionality reduction.
Another approach to dimensionality reduction, based on the information theoretic framework, is to aggregate a large-scale Markov chain to obtain a reduced
order Markov model [118]. In [118], the Kullback-Leibler divergence rate is the
metric to measure the distance between two stationary Markov chains. Then an
optimization problem is posed to minimize this metric to obtain the optimal aggregated Markov chain. The solution of the bi-partition problem is given by an
eigenvalue problem. A recursive bi-partition algorithm is used to divide into m
blocks. Thus the large Π matrix could be broken down into smaller stochastic
matrices that are controlled individually.

6.9.5

Stability of the Controller

Since, optimal control is implemented based on estimated state information, stability is not guaranteed. Further, learning procedures may not converge in a partially
observed environment. During the course of research, the stability of the designed
controller will be analyzed by using simulations and a bound on the probability of
a stable system will be obtained. Analytical proofs for stability is only possible if
the environmental conditions are constant. Time varying environments imply the
use of time varying costs, making it difficult to predict stability analytically.
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6.9.6

Exploration-Exploitation Trade off and the Concept
of Resilience

An important issue in MAS is the trade-off between exploration and exploitation.
Usually, exploration refers to gathering data from the environment for further
analysis. It includes asset allocation, path planning, sensors placement etc. Once
pertinent data is gathered, it is exploited to find targets of interest. Exploitation
involves local maneuvering and high-level target interrogation for object registration, tagging and identification followed by some action. This level of explorationexploitation trade off is managed at the supervisory level and is implemented
through the cost functional.
The learning algorithm also performs some exploration-exploitation tradeoff.
Here, exploitation refers to using known policy for controlling the MAS, while
exploration refers to searching for more optimal policies. In algorithms such a Qlearning or GAPS, this tradeoff is achieved by appropriately choosing the learning
rate or the step size respectively. In unknown environments, at first the MAS does
not function optimally, but it learn the optimal solution slowly by exploring the
policy space. However, in situations where the survivability of the MAS is an issue,
a fail safe control strategy called the resilient control is invoked. The role of resilience is to assure the systems survivability and fast recovery from unanticipated
adverse conditions. The system is forbidden to stay in its current state of operation and carry out and any exploration effort require to address this unfavorable
condition.

6.9.7

Multiple Supervisors

The formulation in section 6.4 discusses the creation of a single supervisor for a
team of agents. However, in real application, there might be several supervisors,
each managing a smaller group of agents. The supervisors are free to donate or
swap agents, but an agent is only under the purview of a single supervisor at any
point of time. For the purpose of control, a supervisor along with its team is
considered to be a single deliberative agent. Therefore, the entire MAS may be
assumed to be consisting of an interacting group of deliberative supervisors. This
research aims to provide a consistent framework for sharing knowledge and taking
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Figure 6.21. Estimation of the expected distribution

collective decisions amongst the supervisor.

6.9.8

Optimal Sensor Placement

In the simulation model for underwater target detection, the sensor placement is
dependent on the target distribution. The expected target distribution is initially
obtained as the commanders best estimate of the enemy’s course of action, but is
subsequently refined in real-time when further information is obtained from the
sensor field. For instance, if a number of targets are observed to pass through the
surveillance region, then the target distribution is modified to match the observed
statistics. Alternatively, adaptation of sensor placement may be carried out in a
part of the surveillance region depending of the future estimated track of a current
target(figure 6.21).

Chapter

7

Statistical Mechanics-inspired
Optimization of Sensor Field
Configuration for Detection of
Mobile Targets
This chapter presents a Statistical Mechanics-inspired procedure for optimization
of sensor field configuration to detect mobile targets. The key idea is to capture the
low-dimensional behavior of sensor field configurations across the Pareto front in a
multi-objective scenario for optimal sensor deployment, where the non-dominated
points are concentrated within a small region of the large-dimensional decision
space. The sensor distribution is constructed using location-dependent energylike functions and intensive temperature-like parameters in the sense of Statistical
Mechanics. This low-dimensional representation is shown to permit rapid optimization of the sensor field distribution on a high-fidelity simulation test-bed of
distributed sensor networks.
Nomenclature
ek (i) Scalar energy corresponding to the k th intensive parameter and the ith state
E k Energy vector corresponding to the k th intensive parameter
fS Sensor density function
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fT Distribution of expected Targets
i Index for the state, i ∈ {1, 2, ..., n}
J Combined objective functional
k Index for the intensive parameters, k ∈ {1, 2, ..., K}
K Total number of intensive parameters
kd Number of sensors confirming target detection
n Number of states
N Number of sensors
PD Probability of detection of a target by a single sensor (target within distance Rd
from the sensor)
PF Probability of single sensor false alarm rate
PF T Probability of specific false track
PF S Probability of false search
PST Probability of detection of a specific track
PSS Probability of successful search
Rd Radius of detection of a sensor
S Surveillance region
Wi Gaussian-mixture weight corresponding to state i
W Weights in vector form
W∗ (α) Optimal weights/distribution for a given α
xi x-position of Gaussian mean for state i
yi y-position of Gaussian mean for state i
α Trade-off variable between log(PSS ) and log(PF S )
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β k k th intensive parameter
φΩT Probability of finding sensors within the region ΩT (x, y, θ)
λi ith Largest eigenvalue of H
η Threshold for approximation
ΩT Pill shaped region around a target
σ Variance of each component in the Gaussian mixture

7.1

Introduction

Recent advances in sensor technology and the development of powerful mobile
computational platforms have lead to the usage of distributed sensor networks for
tracking of moving targets (e.g., undersea autonomous vehicles and weapon systems) [119][120][121]. Typically, such sensor networks consist of a large number
(e.g., ≈ 100 - 1000) of inexpensive sensor nodes that cover large surveillance regions. As an advantage of parallel operations, distributed sensor networks have
larger coverage than their conventional counterparts in terms of both area and
speed. In addition, distributed sensor networks are robust to random variations in
operating conditions and unexpected failures that may happen during the course
of operation [120].
Typically, in a sensor field, each sensor is designed with a limited autonomous
target detection capability to reduce the sensor cost, and the information from multiple sensors is combined to compensate for the limited coverage provided by the
individual sensors. This process of requiring multiple sensor signals for successful
target detection is referred to as track-before-detect [122], since a confident systemlevel detection decision is not made until a set of multiple sensor detections occur
in a spatio-temporal pattern that is consistent with the expected target motion.
Along this line, Wettergren [104] analyzed the performance of track-before-detect
schemes for sensor networks. Furthermore, a method to optimize the sensor field
configuration for efficient target detection was proposed using different performance metrics [123].
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A particular problem of interest is that of optimization of sensor field configuration for the purpose of target track coverage. In contrast to point coverage that
requires optimal search solutions for finding stationary objects within the surveillance region, target track coverage uses fixed sensors to search for moving targets in
the surveillance region. The sensor density that is required for target track coverage is lower than that for point coverage as moving targets leave a larger footprint
over time and therefore may be detected by multiple sensors. Stone [124] presented a survey of optimal target search techniques, where only independent noncollaborative sensors were used. Meguerdichian et al. [125] examined the performance of an ad-hoc network to address the problem of sensor allocation to achieve
target tracking capabilities over the region of interest. Ram et al. [126] analyzed
the track-coverage property of a random sensor network and provided asymptotic
results for its performance. Cloqueur et al. [127] incorporated a deployment cost
to choose the number of sensors in a region. Track-coverage assessment of a given
configuration was addressed by Baumgartner and Ferrari [128] for reorganization
of the sensor field to achieve maximum coverage. The track-before-detect based
optimal control of sensor reorganization was analyzed by Baumgartner et al. [129].
Recently, the concepts of Statistical Mechanics [69] have been extended to various
fields such as statistical learning [62], communication networks [130], autonomous
systems [131][132], swarm control [133][134], and optimization [135][136].
Optimal configurations work well for problems of limited duration. However,
for long-term operation, the trade-off between detection and false alarm performance may change throughout the deployment. In such cases, reorganization of
these fields is important for persistent operation to accommodate changes in the
operational intent. The reorganization of the sensor field requires re-optimization
to determine its new configuration. However, in computation and communication
constrained environments, computationally efficient methods for rapid optimization are required. In this regard, this chapter presents a Statistical Mechanicsinspired method for rapid optimization of sensor field configuration that provides
a set point for the new configuration. A major contribution is the development of
an analytical tool to facilitate rapid multi-objective optimization of sensor placement for detection of mobile targets. In this regard, the large-dimensional space
of sensor field configurations is expressed as a function of a low-dimensional set of
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intensive parameters (e.g. temperature, pressure, and chemical potential in Statistical Mechanics). Consequently, the optimization process becomes rapid because
the search for the optimal configuration is performed in a significantly reduced
dimensional space. The algorithms for optimization of sensor field configuration
have been validated on a simulation test-bed of distributed sensor networks.
The chapter is organized in six sections (including the current section) and an
appendix. Section 7.2 describes the detection model to obtain the probabilities of
successful and false search. Section 7.3 poses the problem of rapid optimization
based on the concepts of Statistical Mechanics. Section 7.4 formulates optimal
algorithms for sensor field configuration in the setting of the Gibbs distribution
and is supported by 7.7. Pertinent results are presented in Section 7.5. The chapter
is concluded in Section 7.6 with recommendations for future research.

7.2

Performance Model for Target Detection

This section describes a model [104] for target detection performance of a typical distributed sensor network. The global performance is characterized by two
measures:
i) The probability of successful search (PSS ) that is defined by multi-sensor
target detection, and
ii) The probability of false search (PF S ) that is defined by multi-sensor false
alarms.
While the details of computing the above parameters in a sensor network are
reported in the previous publication [104], the underlying model is briefly described
here for completeness.
A collection of N homogenous sensors is deployed in a given surveillance region
S, where it may be necessary to update the original configuration in real time for
improvement of detection performance. The sensor field is assumed to have the
following characteristics: (i) each sensor has a sensing radius Rd , within which
it may successfully detect a mobile target with a probability PD , and (ii) each
sensor has a specified false alarm rate (PF ), i.e., the probability of false alarm per
unit time. The probability of false search (PF S ) is reduced by the requirement
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Figure 7.1. Detection region ΩT (x, y, θ) around a target track originating at (x, y) and
heading along a direction θ for a time interval δt

of multiple detections by different sensors occurring in a sequence that is spatiotemporally consistent with expected target motion before confirming a target. In
accordance with the track-before-detect paradigm [122], a moving target is detected
if kd (typically kd =3 or 4) sensors detect the target within a specified time interval
δt and a spatial region, as illustrated in Figure 7.1. This time interval δt is chosen
such that the expected target velocity is approximately constant over the interval.
Such an approximation is consistent with Markov modeling assumptions of moving
targets that is commonly used in the target tracking community [137].
Figure 7.1 shows a target track originating at location (x, y) and moving at a
heading θ over a time interval δt. The region ΩT (x, y, θ) around this target track
corresponds to the region of target detectability over time interval δt. This region
represents a subset of the space in which the sensors have an opportunity to detect
the specified target track within the sensing radius Rd .
Let the sensor distribution be denoted by fS (x, y). Then, the probability of
finding a sensor in a region ΩT is given by
Z
φΩT =

fS (x0 , y 0 )dx0 dy 0
(x0 ,y 0 )∈Ω

(7.1)

T

Further, the probability of a single sensor detecting the target is given by
PD φΩT . For successful target detection, it is required that at least kd out of N
sensors independently detect the target within the region ΩT , each with equal
probability PD φΩT . This is modeled by the Poisson distribution [104][120] for a
large numbers of sensors N and is given as
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PST (kd , ΩT ) = 1 − exp(−N PD φΩT )

kX
d −1
m=0

(N PD φΩT )m
m!

(7.2)

where PST (kd , ΩT ) is the probability of detecting a single target that moved along
the target path in the region ΩT .
Let the target track distribution be denoted by a joint probability density
function fT (x, y, θ), i.e., the likelihood of a target being present at location (x,y)
with heading θ. Thus, the overall probability of successful search (PSS ) relative to
this distribution of targets is given by
Z

2π

Z

PSS (kd ) =

PST (kd , ΩT )fT dxdydθ
0

(7.3)

x,y∈S

Along similar lines, the probability of false search (PF S ) is defined as the probability that at least kd sensor false alarms occur which are kinematically consistent
with a potential target motion. The probability of a single sensor raising a false
alarm in a time interval δt is PF δt for small values of false alarm rate PF . Similar
to Eq. (7.2), the probability of a specific false track in the region ΩT , denoted as
PF T (kd , ΩT ), is given by
PF T (kd , ΩT ) = 1 − exp(−N PF δtφΩT )
kX
d −1
(N PF δtφΩT )m
×
m!
m=0

(7.4)

The probabilities of false track events, that are independent for non-overlapping
regions ΩT , are assumed to be Poisson. Thus, the probability of zero false tracks
is given by
µ

1
P r{0} = exp −
AΩT

Z

π

¶

Z
PF T (kd , ΩT )dxdydθ

0

(7.5)

x,y∈S

where AΩT is the area of the region ΩT . Thus, the probability of false search PF S
is given by
PF S (kd ) = 1 − P r{0}

(7.6)

The exact procedure for evaluation of the performance measures, i.e., the probability of successful search (PSS ) and the probability of false search (PF S ), are
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given in [104]. The procedure for determining the optimum configuration of the
sensor field for detecting moving targets is described in [123].

7.3

Optimization Problem for Sensor Placement

As described in the previous section, the performance of a sensor field is measured
in terms of the probability of detection of moving targets and the associated probability of false alarms. The false alarm objective is included to facilitate avoidance
of sensor clumping that may cause confusion in a track-before-detect construct.
Additional parameters, such as tracking accuracy and detection time, may also
be used in the objective functional. The optimization of the sensor distribution
using multiple conflicting objectives leads to a Pareto optimal set, also known as
the non-dominated set [138] of sensor field configurations1 .
Based on the above performance measures (see Eq. (7.3) and Eq. (7.6)), the
objective is to construct a set of non-dominated sensor distributions fS (x, y). In
this regard, these distributions are modeled as a mixture of multi-variate Gaussian
density functions given as
" ¡
¢#
n
(x − xi )2 + (y − yi )2
1 X
Wi exp −
fS (x, y) =
2πσ 2 i=1
2σ 2

(7.7)

where n is the number of components in the Gaussian mixture and W1 ,W2 ,...,Wn
are the mixture weights. The Gaussian mixture centers (xi , yi ) are chosen a priori
to lie on a square grid on the search space S consisting of n cells, as shown in
Figure 7.2. Each grid cell ‘i’ is assigned a weight Wi . The parameter σ is chosen
by taking into account the grid spacing [123]. The weights are normalized to yield
P
a probability mass function, i.e., ni=1 Wi = 1. The sensor distribution fS (x, y)
can be obtained by computing the weight vector W=[W1 , W2 , ..., Wn ]. Therefore,
a point in the Pareto set represents a particular choice of the weight vector W as
used in Eq. (7.7).
Usually, the Pareto set is a very small subset of achievable configurations;
in other words, a vast majority of the sensor field configurations belong to the
1

Configurations in the Pareto optimal set are non-dominated in the sense that there is no
configuration which is an improvement in every objective over any Pareto configuration.
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Figure 7.2. Partition of the surveillance region and the associated parameters

dominated set. The total number of possible configurations increases exponentially
with the number of sensors, implying that the Pareto optimal set forms a small
fraction of the entire set of configurations. As a result, most of the current Pareto
optimization techniques [95] that utilize concepts of genetic algorithms or nonlinear programming [138] to optimize the sensor field configuration may take a long
time to search the entire configuration space and may still yield an approximate
Pareto set. For example, traditional Normal Boundary Intersection (NBI) based
genetic algorithms, such as GANBI

1

[95], may be used to obtain a set of sensor

distributions that represent a sub-optimal Pareto set.
This approach utilizes the solutions obtained from GANBI to create a model of
the Pareto set that is dependent on a small number of parameters. Consequently,
the reduced dimension of the search space enables rapid optimization using nonlinear programming algorithms (e.g., Sequential Quadratic Programming [138]) to
obtain a close-to-optimal Pareto set which is likely to be superior to that obtained
from GANBI.
To define the objective space, this chapter makes use of two competing performance measures: (1) the probability of successful search PSS (W) and (2) the
probability of false search PF S (W), where W denotes the weight vector that parameterizes the sensor distribution fS (x, y) (see Eq. (7.7)). The other parameters,
such as kd , N , and fT (x, y, θ), are assumed to be implicitly present in the performance measures. The Assuming convexity, the Pareto front is parameterized by
constructing a maximization objective function J that is given by the following
1

GANBI produces a set of non-dominated solutions in the multi-objective space as an estimate
of the Pareto front.
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weighted sum
J(W, α) = α log [PSS (W)]

(7.8)

+(1 − α) (− log [PF S (W)])
where α ∈ [0, 1], i.e., the Pareto front is generated by varying α from 0 to 1. The
Pareto front is a (generally convex) curve in the log(PSS ) versus log(PF S ) space.
In this space, for a point on the Pareto front with slope m, the corresponding
α=

1
.
1+m

An optimal sensor field configuration is chosen from the Pareto set by

assigning different weights to different performance objectives (i.e., α in Eq. (7.8)).
Formally, the optimal sensor distribution for a given value of α is given by
W∗ (α) = arg max J(W, α)
W

(7.9)

In real-time operations, a supervisor may change the relative weights of individual
objectives depending on the situation, thereby, selecting a different point on the
Pareto set. Consequently, a different sensor field configuration is generated.
Remark 7.3.1. The objective function J in Eq. (7.8) may be augmented with
additional performance measures, such as tracking accuracy and detection time.
However, with more than two objective functions, α will become a vector instead
of being a scalar. Correspondingly, the dimension of the vector α will be one less
than the number of individual objectives, resulting in a Pareto hyper-surface. The
rest of the analysis described here remains unchanged.
This chapter utilizes the concepts of Statistical Mechanics for constructing a
reduced order model of the Pareto set with a small number of parameters. This
model provides a more tractable structure for rapid optimization using non-linear
programming methods. Therefore, in addition to generating a close-to-optimal
Pareto front, this approach enables rapid estimation of parameters for sensor field
configuration whenever the relative weight α of the objectives is altered.
The underlying principle of Statistical Mechanics involves construction of energy states, where the equilibrium probability distribution is estimated by maximizing the entropy of the system for a given macroscopic parameter (e.g., energy) [69]. The distribution of population among various energy states, called the
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Generalized Canonical Distribution or the Gibbs Distribution [69], is given as
exp [−βe(i)]
Pi = Pn
, i ∈ {1, 2, · · · , n}
j=1 exp [−βe(j)]

(7.10)

where e(i) is an extensive parameter that represents the energy of a particle in
state i, and β is an intensive parameter that represents the inverse temperature.
In general, a system is characterized by multiple intensive parameters [69]; in that
case, Eq. (7.10) is modified as:
h P
i
K
k k
exp − k=1 β e (i)
h P
i , i ∈ {1, 2, · · · , n}
Pi = P
n
K
k ek (j)
exp
−
β
j=1
k=1

(7.11)

where β k , k ∈ {1, 2, · · · , K} are the intensive parameters and ek (i), k ∈ {1, 2, · · · , K}
are the extensive parameters that represent energies of the state i.
In this section, the Gibbs distribution is used to construct a model structure
for rapid optimization of sensor field configurations. The optimization procedure
consists of two phases: (i) (offline) training and (ii) (online) operation. For a
sensor field, the search space S is partitioned into n cells to form a grid and each
grid cell is defined as a state, as shown in Figure 7.2. In the training phase, the
K energy parameters ek (i), k ∈ {1, 2, · · · , K} are computed for each state i (see
Section 7.4 for details). Once computed, the energy parameters are fixed for each
state and are kept invariant in the operation phase. The intensive parameters
β k , k ∈ {1, 2, · · · , K} do not depend on the state i; however, they may vary in
the operation phase. In the operation phase, moving to a different operating point
on the Pareto front corresponds to a change in the intensive parameters, while
keeping the associated energies ek (i) invariant. Since the intensive parameters are
common to all states, they serve as the control parameters for optimization of
sensor field configuration, which may be broadcast to the entire network for online
operation [139].
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7.4

Gibbs Distribution for Optimizing Sensor Field
Configuration

This section describes a method to model changes in the sensor distribution as
the parameter α in Eq. (7.8) is varied in the interval [0, 1]. It is desirable to
construct this model of the Pareto set with as few parameters as possible in order to facilitate real-time adaptation for sensor field configuration. Any point
on the convex Pareto front can be represented as an optimal solution that maximizes J(W, α) in Eq. (7.8) for some α ∈ [0, 1]. Therefore, a continuous one-toone mapping exists between the Pareto front and the set [0, 1]. As described
in Eq. (7.7), the sensor distribution fS (x, y) is parameterized by the weights
W1 ,W2 ,...,Wn given to the n components in the Gaussian mixture. Furthermore,
each point on the Pareto front corresponds to a certain weight vector expressed as
W∗ (α) = [W1∗ (α) W2∗ (α) · · · Wn∗ (α)].

7.4.1

Model Construction

The individual weights are modeled by the Gibbs distribution as
Ã
Wi∗ (α) , exp −

K
X

!
β k (α)ek (i) − A(α)

(7.12)

k=1

where the energy functions ek (i), k ∈ {1, ..., K}, K ≤ n, are defined on states
i ∈ {1, ..., n} and A(α) is the normalizing factor. Note that the intensive parameters β k , k ∈ {1, ..., K} depend on α but not on the state i, while the extensive
parameters ek , k ∈ {1, ..., K} depend on the state i but not on α. Taking the
logarithm on both sides and multiplying by negative one, Eq. (7.12) yields
Gi (α) , − log(Wi∗ (α)) =

K
X

β k (α)ek (i) + A(α)

(7.13)

k=1

where β k (α) and A(α) depend on the parameter α. The term A(α) that is chosen
to normalize the distribution is analogous to the free energy in the thermodynamic
sense [69].
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As stated earlier, the state-dependent ek (i)’s are invariant along the Pareto
front, while β k ’s are invariant across all states. The next task is to estimate
the values of state-dependent ek ’s in the sense of minimum variance. Since these
functions are defined over a discrete and finite domain, they can be represented by
£
¤T
the corresponding energy vectors: E k , ek (1) ek (2) ... ek (n)
∀k ∈ {1, ..., K}.
The following constraints are imposed without loss of generality:
• The Euclidean norm of the energy vector is set as ||E k ||2 = 1 ∀k ∈ {1, ..., K}.
The scaling factor of the energy vector is absorbed into β k .
• Any constant added to the energy vectors is absorbed into the bias function
A(α) and does not affect the distribution. Hence, the sum of the elements of
the energy vector is constrained to be zero by subtracting the mean of the
energy from each element. Thus,
n
X

ek (i) = 0 ∀k ∈ {1, ..., K}

(7.14)

i=1

• Given K linearly independent energy vectors E 1 ,E 2 ,...,E K , it is possible to
construct an orthogonal set of K vectors that span the same space. In this
set of basis vectors, the coefficients β k (α) are calculated by an appropriate
transformation. Therefore, it is assumed that the energy vectors are mutually
orthogonal. Thus,
¡

E k1

¢T ¡

¢
E k2 = δk1 k2

k1 , k2 ∈ {1, ..., K}

(7.15)

where δk1 k2 is the Kronecker delta function.
Upon imposing the above constraints and summing Eq. (7.13) over all n states,
it follows that

n
X
i=1

Gi (α) =

K
X

β k (α)

n
X
i=1

k=1

ek (i) +

n
X

A(α)

(7.16)

i=1

n

1X
Gi (α) by Eq. (7.14)
⇒ A(α) =
n i=1

(7.17)
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ei (α) , Gi (α) − A(α), a vector is defined as:
By setting G
h
iT
e
e
e
e
G(α) , G1 (α) G2 (α) ... Gn (α)
e
e
The components of vector G(α)
also sum to zero, i.e., the vectors G(α),
E 1,
E 2 , · · · , E K lie in the same (n − 1)-dimensional subspace of Rn .

7.4.2

Off-line Estimation of Energy Vectors

In the training phase, the energy vectors are estimated from a collection of points in
the Pareto set to represent non-dominated sensor field distributions. These points
are generated by a genetic algorithm-based multi-objective optimization algorithm
(GANBI) [95].
Let the training data set consist of L samples and let the n-dimensional weight
vectors that correspond to these sensor distributions be given by W1 ,W2 ,...,WL .
For reliable statistical analysis L must be sufficiently larger than the number of
states n. Let Gl be a transformation of the weight vector Wl such that
Gl , − log(Wl ), l ∈ {1, ..., L}
e l is obtained as
As defined above the vector G
Ã n
!
X
1
e l , Gl −
G
Gl [1, 1, ..., 1]Tn×1 , l ∈ {1, ..., L}
n i=1 i

(7.18)

(7.19)

The orthonormal vectors E 1 ,E 2 ,...,E K are estimated by minimizing the sum
e l and their projections onto the space
of squared distances between the vectors G
spanned by E 1 ,E 2 ,...,E K . To this end, a cost functional is defined as
¯¯
¯¯
K
L ¯¯
³
´¯¯2
X
X
¯¯ e l
e l ¯¯¯¯
E k (E k )T G
L=
¯¯G −
¯¯
¯¯
l=1

(7.20)

k=1

where L is minimized by obtaining its vector derivatives with respect to the energy
vectors E 1 ,E 2 ,...,E K and setting them to be equal to zero. The orthonormality
constraints are incorporated by means of Lagrange multipliers (see 7.7 for details).
The energy vectors are obtained as the eigenvectors of the self-adjoint and positive
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semi-definite matrix H=

³P
L

el el T
l=1 (G )(G )

´
such that

HE = λE

(7.21)

The vectors E 1 ,E 2 ,...,E K obtained by the discrete Karhunen-Loéve expansion [140] are real and mutually orthogonal. The eigenvalues are ordered as:
λ1 ≥ λ2 ≥ ... ≥ λn ≥ 0. The eigenvectors corresponding to the largest K eigenvalues, where K ≤ n, are chosen such that the cumulative sum (η) of the remaining
(n − K) eigenvalues is bounded above by a positive threshold ητ << 1,
Pn
i=K+1 λi
η, P
≤ ητ
n
i=1 λi

(7.22)

As described above, the energy vectors corresponding to each state form the
local potentials and are identified a priori in the (offline) training phase. The
training data set of non-dominated sensor distributions described by the weight
vectors Wl (l = 1, ..., L), are obtained using genetic algorithms. This data set is
sub-optimal compared to the ideal Pareto front. Although the values of β k , k =
1, ..., K may be found for each sensor distribution in the training set, the weight
vectors Wl (l = 1, ..., L) are not labeled with corresponding values of α, making it
impossible to obtain β k as a function of α. This issue is addressed in the (online)
operation phase.

7.4.3

Online Operation

The probability of a sensor occupying a state i is governed by a combination
of global parameters β k ’s and local energy parameters ek (i)’s. Given the energy
vectors, as obtained in the training phase, the weight vector W depends on the
values of the intensive parameters β k , k = 1, ..., K and is given by
´
³ P
k k
β
e
(i)
exp − K
k=1
´ i = 1, . . . , n
³ P
Wi = P
K
n
k ek (j)
β
exp
−
k=1
j=1

(7.23)

where K is much smaller than the number of states n. For a given value of α,
the objective functional J(α) (see Eq.(7.8)) is constructed as a linear combination
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of the probabilities of successful search and false search. The aim here is to find
the weight vector W(α) that maximizes the objective J(α). However, the weight
vectors are functions of β k , k = 1, ..., K that belong to an abstract K-dimensional
space. The task of finding the optimal weight vector W(α) is reduced to that of
finding the optimal parameters β k (α), which maximize J(α). Due to the small dimensionality of the search space (i.e., the space of β k ’s), the Sequential Quadratic
Programming (SQP) algorithm is suitable for computing β k (α). Thus, the supervisory controller may choose an operating point in the K-dimensional space of β k ’s
to achieve the global objectives for a given α.

7.5

Results and Discussion

This section presents the results generated by using the multiple-intensive parameter Gibbs distribution to model the Pareto front of non-dominated sensor field
configurations. The competing performance criteria in the Pareto front are the
probability of successful search (PSS ) and the probability of false search (PF S ) for
moving targets. While details are reported in [123], a brief description for evaluation of PSS and PF S for a given sensor field configuration has been described in
Section 7.2. In the test problem, the surveillance region is divided into a 20 × 20
square lattice to yield n = 400 grid cells. The sensor field configuration, expressed
as a probability density, is modeled by a Gaussian mixture centered at each of the
grid points (see Eq. (7.7)). The distribution of sensors is completely parameterized by 400-element weight vector (i.e., n = 400), resulting in 399 independent
P
parameters because of the constraint 400
i=1 Wi = 1. The global performance parameters PSS and PF S have been evaluated based on (a) uniform distribution of
target tracks i.e., fT (x, y, θ) =
fT (x, y, θ) =

1+cos(θ)
2πL2

1
2πL2

and (b) skewed distribution of target tracks,

in the domain of the L × L surveillance region. In these simu-

lation scenarios, the total number of sensors required to be placed is chosen to be
N = 60 with the cumulative point coverage of all the sensors amounting to only
9% of the surveillance region. In accordance with the track-before-detect strategy,
the number of sensors kd that must detect a target to confirm its presence is chosen
as 2 for the results that follow.
A Genetic Algorithm based Normal-Boundary Intersection (GANBI) code [95]
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has been adopted to solve the multi-objective optimization problem and obtain
the approximate Pareto front of sensor distributions, where 8 bits are used to
represent each weight Wi in the genetic program [123]. With a population size
of 100, the genetic algorithm has been run for 300 generations to obtain a good
spread of points along the Pareto front, where each point corresponds to a set of
400 weights that are used to describe the sensor distribution. As with any genetic
algorithm-based approach, the generated Pareto front is always approximate.
The algorithm presented in this chapter extracts the low-dimensional characteristics of the approximate Pareto front in the space of the weights Wi and formulates
a tractable optimization problem with fewer parameters in order to refine and improve the Pareto front. To this end, the energy vectors E 1 , E 2 , ..., E K are obtained
from the set of approximate Pareto optimal sensor distributions as obtained from
GANBI [95]. The number of energy vectors K is given by Eq. (7.22) after an
appropriate choice of threshold ηT .
Once the energy vectors are evaluated, the sensor field distribution, given by
the weights Wi , is parameterized in terms of the intensive parameters β 1 , β 2 , ..., β K
(see Eq. (7.23)). Given an objective function in terms of α (see Eq. (7.8)) and
keeping the energy vectors invariant, the optimal sensor distribution parameters
β 1 , β 2 , ..., β K are obtained by using the sequential quadratic programming (SQP)
algorithm as follows.
(β 1 (α), ..., β K (α))∗ = arg max J(W(β 1 , ..., β K ), α)
β 1 ,...,β K

(7.24)

A complete Pareto front is generated by changing the scalar α in the objective
function (in Eq. (7.8)) over a desired range to obtain the optimal values of the
parameters β 1 , β 2 , ..., β K . The bottom plate in Figure 7.4 shows the estimated
Pareto fronts with increasing numbers (K) of intensive parameters for the uniform
target distribution fT (x, y, θ) =

1
.
2πL2

Thus, the 399-dimensional space of weight

vectors is reduced to a K-dimensional space of intensive parameters. Sensor densities per unit area displayed in the four plates (a), (b), (c) and (d) in Figure 7.4
correspond to the four points, marked as A, B, C and D, on the Pareto front in
Figure 7.4(e), respectively. Similar results are displayed in Figure 7.5 for a skewed
target distribution fT (x, y, θ) =

1+cos(θ)
.
2πL2

Although the Pareto fronts become more
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accurate with larger K, the incremental improvements do not justify the increased
computational complexity beyond a certain point (in this case K = 6). The errors
due to reduction in the order of the decision space decrease with an increase in the
number of intensive parameters as seen in the plots of Figure 7.3 and are given
by η in Eq. (7.22).

The approximate computation times for the algorithms are

shown in Table 7.1. For the example described in Fig. 7.4, the genetic algorithm
(GANBI) used to obtain the initial Pareto front takes ∼6,100 seconds and is usually executed off-line. Once the energy vectors are obtained, the procedure for
optimizing the parameters β 1 , β 2 , ..., β K is relatively less time consuming. Given a
value of α, this optimization procedure takes 2, 20, and 30 seconds for K = 2, 6,
and 8, respectively. These results support the applicability of the proposed method
for the purpose of real-time optimization of sensor placement for target detection.

Fraction of Residual Cumulative Sum (η)

0.6

0.5

0.4

Uniform Target Distribution
(see Fig. 7.4)
Skewed Target Distribution
(see Fig. 7.5)

0.3

0.2

0.1

0
0

5
10
15
20
Number of Eigenvalues Considered (K)

25

Figure 7.3. Error due to a reduced-order decision space

Remark 7.5.1. The computation time for GANBI strongly depends on the number of states n. A large n leads to greater accuracy for determining the sensor
configuration at the cost of increased computational complexity. On the other, the
complexity of the online statistical mechanics-inspired method depends on the number of intensive parameters K. K may be appropriately chosen based of Table 7.1
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Table 7.1. Comparison of computation times (in seconds) for the algorithms used

GANBI

Statistical
Mechanicsinspired Rapid Optimization
Method
K=2
K=6
K=8

Optimization for
a given α

N.A.a

3s

Optimization for
the Pareto front

6100 s

60 s

20 s
b

400 s

30 s
b

600 s

b

a
GANBI [95] is a genetic algorithm based technique that uses the normal boundary intersection method to
obtain a spread of solutions along the Pareto front. It does not find the optimal solution for any one given value
of α.
b
The Pareto front is constructed from a collection of 20 solutions corresponding to 20 different values of α

The sensor distributions in Figs. 7.4(a) and 7.5(a) correspond to the case where
maximum weight is given to the probability of successful search (i.e., α = 1). Figure 7.4(a) considers targets that may move in any direction with equal probability.
As a result, the sensor distribution is circularly symmetric and is in the shape of
a ring. On the other hand, Fig. 7.5(a) considers target movements predominantly
from left to right. Consequently, the sensor distribution is in the form of barriers
spanning from top to bottom. In both the cases, as the weight on the probability
of successful search is reduced (α is reduced), the sensor distribution distorts is a
manner to effectively reduce the probability of false search.

7.6

Summary and Conclusions

This chapter presents a methodology for rapid optimization of sensor field configuration for a collaborative network for detection of moving targets. The underlying
algorithms are based on the concepts of equilibrium Statistical Mechanics, where
the Gibbs distribution has been used to model the spatial sensor distribution. In
particular, the number of intensive parameters is significantly smaller than the
number of states. The energy-like quantities are spatially dependent, but they
are independent of the operating point on the Pareto front. On the other hand,
the intensive parameters are spatially invariant, but they are dependent on the
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location of the operating point on the Pareto front. This approach to suboptimal
representation attempts to capture the low-dimensional behavior of non-dominated
configurations of a very high-dimensional system. The following topics are under
active research:
1. Sensitivity analysis of the sensor distribution with respect to the intensive
parameters and its effects on the computation time for optimization.
2. Extension of the Gibbs distribution to the generalized exponential distributions for modeling the Pareto front.
3. Analysis of computational complexity versus accuracy trade-off in the optimization process by choosing different numbers of intensive parameters.
4. Reorganization of sensor fields in real time to detect mobile targets and the
analysis of actual sensor trajectories during the transition. Additionally,
reorganization may also be addressed by sensor activation and deactivation
in various parts of the field.

7.7

Estimation of Energy Vectors

This appendix outlines a procedure for estimating the energy vectors E k ’s by
minimizing the cost function L defined in Eq. (7.20).
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Usage of the orthonormal property of E k , k = 1, ..., K, yields
L=

L
X

Ã

K
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e
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!
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cation is reversed to yield
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Ã

K
X
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e
e l (G
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(G ) G −
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!
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A Lagrange function L̃ is constructed by introducing new variables λk , i =
1, 2, ..., K to incorporate the unit length constraints on the energy vector and is
given by
L̃ = L +

K
X

λk ((E k )T E k − 1)

k=1

Taking the matrix derivatives of L̃ w.r.t. the energy vectors and setting them
equal to zero yield
∂ L̃
= −2(E k )T
∂E k

Ã

L
X
e l )(G
e l )T
(G
l=1

⇒

Ã L
X

!
+ 2λk (E k )T = 0
!

e l )(G
e l )T
(G

E k = λk E k

l=1

The energy vectors are estimated as the eigenvectors of the matrix

³P

L
el el T
l=1 (G )(G )

The symmetry property of the matrix implies that the energy vectors are orthogonal to each other.
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Chapter

8

Conclusions and Future Research
8.1

Conclusions

This dissertation presents an interdisciplinary approach to address the issues of
collaboration and local pattern recognition in multi-‘agent systems, in particular,
distributed sensor networks. The proposed framework and the derived methodologies are based on the concepts of statistical mechanics, information theory and
symbolic dynamics.
The work presented in this dissertation involves decision and control of large
number of autonomous agents. The proposed solution is to divide the control
architecture into multiple layers. At the higher levels tasks such as planning, optimization, learning and decision making are undertaken. At the lowest layer, agents
observe the local environment (including targets) through a variety of sensors and
collect data distributively. Further, it is essential for every agent to process the
collected information and extract features from the data. These features are essentially Probabilistic finite state machines which form reduced order models that
capture the statistical properties of the data.
The first part of the thesis addresses the problem of classification in the context
of symbolic dynamic filtering (SDF), especially if the lengths of data sets in the
training and testing phases are not equal. The algorithm is capable of handling different cases, where the patterns of interest are represented by probabilistic finite
state automata (PFSA) that could have dissimilar algebraic structures for each
class. In this method, the Dirichlet distribution and the multinomial distribution
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are used to model the uncertainties resulting from the finite length of symbol strings
in both the training and testing phases. The key contribution of this method is the
development of a real-time implementable closed form solution to classifying time
series data. The classification process can be stopped much earlier than expected
if the posterior probability of one of the classes is sufficiently high. In addition to
improving the classification process, a technique has been developed to optimally
construct probabilistic finite state automata (PFSA) from symbol sequences for
modeling the behavior of dynamical systems. The construction procedure is based
on: (i) state splitting that generates symbol blocks of different lengths according to their relative importance; and (ii) state merging that assimilates histories
from symbol blocks leading to the same symbolic behavior. A metric on probability distribution of symbol blocks is introduced for trade-off between modeling
performance and the number of PFSA states.
The thesis also proposes a methodology to extend the concepts of symbolic
dynamic filtering for extraction of features from image (or higher dimensional)
data. It involves capturing the statistical local neighborhood relational models
as features. This algorithm has been tested for robust feature extraction and
object detection from sidescan sonar images that are generated from autonomous
underwater vehicles (AUVs), in particular, detection of underwater mines.
The second part of the thesis addresses the issue of decision and control in
multi-agent system. This is enabled through a hierarchical decision/control architecture. The lowest level involved collaborative estimation and tracking of the
environment or targets given certain overarching performance objective. Agents
have the ability to take autonomous action as long as the performance objectives
are met with in the long time scale. The algorithm implemented should be robust enough to accommodate a variety of environmental disturbances. However,
at the same time there must exist a mechanism by which the objective could be
transferred to the multi agent system leading to the desired action. It should be
reiterated that effective perception is essential for decision and control. As an example, an exposition to address real-time decision-making associated with acoustic
measurements for online surveillance of undersea targets moving over a deployed
sensor network is given in the thesis. The underlying algorithm is built upon the
principles of symbolic dynamic filtering for feature extraction and formal language
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theory for decision-making, where the decision threshold for target detection is
estimated based on time series data collected from an ensemble of passive sonar
sensors that cover the anticipated tracks of moving targets. A track-before-detect
algorithm has been formulated to estimate the track-dependent detection threshold based on the ensemble of time series data from the sensor field. The objective
here is to obtain a suboptimal trade-off between the probabilities of false alarm
and successful search based on a specific cost functional. The data collected collaboratively from the sensors are used to create probabilistic finite state automata.
This forms the bottom up flow of information that is used to model the targets.
On the other hand, the performance objectives such as probability of detection
and probability of false alarms are translated into the characteristic weights on
the states of the probabilistic finite state automata forming a route for top-down
transfer of objectives. In this case, the expected characteristics weight of the PFSA
is the required optimal decision threshold. The algorithm has been validated on a
simulated sensor-network test-bed with time series data from an ensemble of target
tracks.
In multi-agents systems, the issue of task allocation is of great importance. At
this stage, the view of agents is not as individuals but as a swarm, where the agent
actions are probabilistic. Even though each agent might execute a deterministic
action, the global representation of the states of the agents is defines by the probabilistic distribution of the agents over states. The dynamics of the swarm can
be seen as the agents switching between states. Since the degrees of freedom of
the swarm become increasingly large with the number of agents, it is not tractable
to control/actuate all the degrees. To alleviate this issue, this dissertation incorporates an upper layer probabilistic supervisory controller that operates on an
abstract lower dimensional manifold of the configuration space of the agents. The
entire team of agents is modeled as a probabilistic finite state machine and its
decision and control over the team of agents is exerted by varying the probabilities
of controllable state transitions over a continuous domain. The concepts of real
measures of regular languages are used to obtain a feedback from the current state
of the swarm and provide control inputs that do not control individual agents, but
provide abstract robust global commands that modify the distribution of swarm
states.
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At the upper level the swarm of agents are designed to fulfil certain objectives which may often be conflicting. For instance, for the purpose of persistent
surveillance the objectives could be to place sensors in patterns to increase the
probability of detection of a target while simultaneously decreasing the probability of false alarms. A Statistical Mechanics-inspired procedure for optimization
of swarm configuration is presented in this dissertation. The key idea is to capture the low-dimensional behavior of configurations across the Pareto front in a
multi-objective scenario, where the non-dominated points are concentrated within
a small region of the large-dimensional decision space. In this regard, the largedimensional space of configurations is expressed as a function of a low-dimensional
set of intensive parameters (e.g. temperature, pressure, and chemical potential
in Statistical Mechanics) and energy-like parameters. The philosophy behind the
approach proposed in this dissertation is to exploit the dichotomy of micro and
macro level description of a system; and use the link between the two levels as
provided by statistical mechanics. The energy-like quantities are dependent on
the states of the agents, but they are independent of the operating point on the
Pareto front. On the other hand, the intensive parameters are spatially invariant,
but they are dependent on the location of the operating point on the Pareto front.
Consequently, the optimization process becomes rapid because the search for the
optimal configuration is performed in a significantly reduced dimensional space.

8.2

Direction for Future Research

It is believed that the work presented in this dissertation is a step toward achieving
higher autonomy and ubiquity of multi-agents systems , in particular, distributed
sensor networks. Further research must be done not only to address other practical
situations in the area of sensor networks and multi agent systems but also to
advance the research work presented in this dissertation. Pertinent directions for
future research are:
• Heterogenous fusion: In Chapter 5, data is collected from multiple sensors
and fused to construct a PFSA based model of the target. In this scenario,
the sensors are homogenous. This implies that the time series data collected

153
from each sensor is put though the same partitioning procedure. As a result,
the semantic meaning of the symbols are the same irrespective of the sensor.
However, it is not difficult to envision a scenario where heterogenous data
may be collected from a target. In the case of heterogenous data, each mode
is associated with their own partitions and symbol sets. Ongoing research,
attempts to fuse this information by constructing relational PFSA also called
cross machines. Relational PFSA’s are basically an FSA based on the symbol sequence obtained from one sensor. In addition, a probabilistic output
symbol (of the other symbol sequence) is associated with each state of the
FSA. This method, fails if the sensors observing the target of interest are not
co-located in the temporal scale.
• Enhanced deliberative control: This dissertation describes a multi-agent
task allocation approach for the purpose of persistent surveillance where the
agents but distribute themselves in an autonomous manner. Feedback information flow is required to maintain the distribution while keeping unnecessary state switching to a minimum. This feedback is provided though
the updated of the local density of agents and is percolated throughout the
agent population via the concepts of measures of regular languages. Thus,
each agent is able to make an informed decision based on the percolated measure and the nominal behavior of the other agent. In theory, an agent could
estimate the modified actions of others and an execute an optimal policy.
The complexity such an algorithm would be NEXP (similar to distributed
POMDP). Large computational times would would place a restriction on the
number of possible states of the agent. Further research is required to incorporate control that takes into account the anticipated actions of other agents
while keeping the complexity to a appropriate level.
• Soft inputs from the operator: The approach in this thesis primarily
involves quantifiable inputs from the operator/commander. These inputs
are usually in the form of a trade-off parameter amongst competing performance objectives. A future ares of research could be to incorporate soft/nonquantifiable inputs from the operator. A major advancement in enhancing
human interaction would be to command the multi-agent system though the
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means of a Natural Language in addition to quantifiable inputs.
• Notion of convergence in genetic algorithms: The approach explained
in Chapter 7 finds the invariant energy function (in the sense of statistical
mechanics) for the population of decision variables along the pareto (nondominated) front. If the Pareto front is obtained from an evolutionary algorithm like genetic algorithm, then the energy function are evaluated for each
generation. It is proposed that the convergence of these energy function ,
across generations, gives an indication of the degree of convergence of the
solution itself. Therefore, the energy function could be used to construct a
termination rule for the evolutionary algorithm.
• Further experimentation on both laboratory apparatuses and high fidelity
simulation models that incorporated realistic communication latency and
channel capacities.
Some of the future research directions, mentioned in this section, are currently
being investigated by the author, while some others are being explored by the
colleagues of this author

Appendix

A

Brief description of Symbolic
Dynamic Filtering
This chapter describes the different steps of symbol dynamic filtering and its application in the field of signal processing.

A.1

Introduction

The fast scale is related to the response time of process dynamics. Over the
span of a given time series data sequence, the behavioral statistics of the system
are assumed to remain invariant, i.e., the process is assumed to have statistically
stationary dynamics at the fast scale. In other words, statistical variations in the
internal dynamics of the system are assumed to be negligible on the fast time
scale. The slow scale is related to the time span over which the process may
exhibit non-stationary dynamics due to (possible) evolutionary phenomenon such
as an anomaly or changes in the environment.
In general, a long time span in the fast scale is a tiny (i.e., several orders of
magnitude smaller) interval in the slow scale. The notion of fast and slow scales is
dependent on the specific application and operating environment.Usually, sensor
data acquisition is done on the fast scale at different slow time epochs.
Symbolic Dynamic Filtering (SDF ) has been experimentally validated for realtime execution in different applications, such as electronic circuits, mechanical
structures for fatigue damage monitoring [141] [142] and rotating machinery for
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Figure A.1. Conceptual view of symbolic dynamic filtering.

detection of shaft misalignment. Furthermore, it has been shown that SDF yields
superior performance in terms of early detection of anomalies and robustness to
measurement noise by comparison with other existing techniques such as Principal
Component Analysis (P CA) and Artificial Neural Networks (AN N )

A.2

Review of Symbolic Dynamic Filtering

The details of symbol dynamic filtering is reported in previous publications [29] [46],
the essential concepts of space partitioning, symbol sequence generation, construction of a finite-state machine from the generated symbol sequence and pattern
recognition are consolidated here and succinctly described.

A.2.1

Symbol Dynamics and Encoding

This subsection briefly describes the concepts of Symbolic Dynamics for:
1. Encoding nonlinear system dynamics from observed time series data for generation of symbol sequences, and
2. Construction of a probabilistic finite state machine (P F SM ) from the symbol
sequence for generation of pattern vectors as representation of the dynamical
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system’s characteristics.
The continuously-varying finite-dimensional model of a dynamical system is
usually formulated in the setting of an initial value problem as:
dx(t)
= f (x(t), θ(τ )); x(0) = x0 ,
dt

(A.1)

where t ∈ [0, ∞) denotes the (fast-scale) time; x ∈ Rn is the state vector in the
phase space; and θ ∈ R` is the (possibly anomalous) parameter vector varying
in (slow-scale) time τ . The gradual change in the parameter vector θ ∈ R` due
to possible evolution of anomalies on the slow time scale can alter the system
dynamics and hence change the state trajectory.
Let Ω ⊂ Rn be a compact (i.e., closed and bounded) region, within which the
trajectory of the dynamical system, governed by Eq. (A.1), is circumscribed as
illustrated in Fig. A.1. The region Ω is partitioned as {Φ0 , · · · , Φ|Σ|−1 } consisting of |Σ| mutually exclusive (i.e., Φj ∩ Φk = ∅ ∀j 6= k), and exhaustive (i.e.,
S|Σ|−1
j=0 Φj = Ω) cells, where Σ is the symbol alphabet that labels the partition cells.
A trajectory of the dynamical system is described by the discrete time series data
as: {x0 , x1 , x2 , · · · }, where each xi ∈ Ω. The trajectory passes through or touches
one of the cells of the partition; accordingly the corresponding symbol is assigned
to each point xi of the trajectory as defined by the mapping M : Ω → Σ. Therefore, a sequence of symbols is generated from the trajectory starting from an initial
state x0 ∈ Ω, such that:
x0 ½ s0 s1 s2 . . . sj . . .

(A.2)

where sk , M(xk ) is the symbol generated at the (fast scale) instant k. The
symbols sk , k = 0, 1, . . . are identified by an index set I : Z → {0, 1, 2, . . . |Σ| − 1},
i.e., I(k) = ik and sk = σik where σik ∈ Σ. Equivalently, Eq. (A.2) is expressed as:
x0 ½ σi0 σi1 σi2 . . . σij . . .

(A.3)

The mapping in Eq. (A.2) and Eq. (A.3) is called Symbolic Dynamics as it
attributes a legal (i.e., physically admissible) symbol sequence to the system dynamics starting from an initial state. The partition is called a generating partition
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of the phase space Ω if every legal (i.e., physically admissible) symbol sequence
uniquely determines a specific initial condition x0 . In other words, every (semiinfinite) symbol sequence uniquely identifies one continuous space orbit.
Symbolic dynamics may also be viewed as coarse graining of the phase space,
which is subjected to (possible) loss of information resulting from granular imprecision of partitioning boxes. However, the essential robust features (e.g., periodicity
and chaotic behavior of an orbit) are expected to be preserved in the symbol sequences through an appropriate partitioning of the phase space.
Figure A.1 pictorially elucidates the concepts of partitioning a finite region of
the phase space and the mapping from the partitioned space into the symbol alphabet, where the symbols are indicated by Greek letters (e.g., α, β, γ, δ, · · · ). This
represents a spatial and temporal discretization of the system dynamics defined by
the trajectories. Figure A.1 also shows conversion of the symbol sequence into a
finite-state machine and generation of the state probability vectors at the current
and the reference conditions. The states of the finite state machine and the histograms in Fig. A.1 are indicated by numerics (i.e., 1, 2, 3 and 4); the necessary
details are provided later in Section A.2.3. Although the theory of phase-space
partitioning is well developed for one-dimensional mappings, very few results are
known for two and higher dimensional systems. Furthermore, the state trajectory
of the system variables may be unknown in case of systems for which a model as in
Eq. (A.1) is not known or is difficult to obtain. As such, as an alternative, the time
series data set of selected observable outputs can be used for symbolic dynamic
encoding (see Section A.2.2 for further details). In general, the time series data can
be generated from the available sensors and/or from analytical model variables.

A.2.2

Space partitioning

As described earlier, a crucial step in symbolic dynamic filtering (SDF ) is partitioning of the phase space for symbol sequence generation. Several partitioning techniques have been reported in literature for symbol generation [91], primarily based on symbolic false nearest neighbors (SF N N ). These techniques
rely on partitioning the phase space and may become cumbersome and extremely
computation-intensive if the dimension of the phase space is large. Moreover, if the
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time series data is noise-corrupted, then the symbolic false neighbors would rapidly
grow in number and require a large symbol alphabet to capture the pertinent information on the system dynamics. Therefore, symbolic sequences as representations
of the system dynamics should be generated by alternative methods because phasespace partitioning might prove to be a difficult task in the case of high dimensions
and presence of noise.
As an alternative, the time series data can be partitioned for symbol sequence
generation using either the uniform or the maximum-entropy partitioning [46]. For
certain applications, prior to partitioning the time series data may be processed
by using either an appropriately chosen wavelet transform [46][15], the Hilbert
transform [105] or the generalized Hilbert transform [143].

A.2.3

Probabilistic Finite State Machine

Once the symbol sequence is obtained, the next step is the construction of a Probabilistic Finite State Machine (P F SM ) and calculation of the respective state
probability vector as depicted in the lower part of Fig. A.1 by the histograms. The
partitioning is performed at the reference condition.
A P F SM is then constructed, where the states of the machine are defined
corresponding to a given alphabet set Σ and window length D. The alphabet size
|Σ| is the total number of partition segments while the window length D is the
length of consecutive symbol words [29], which are chosen as all possible words of
length D from the symbol sequence. Each state belongs to an equivalence class
of symbol words of length D, which is characterized by a word of length D at the
leading edge. Therefore, the number n of such equivalence classes (i.e., states) is
less than or equal to the total permutations of the alphabet symbols within words
of length D. That is, n ≤ |Σ|D ; some of the states may be forbidden, i.e., these
states have zero probability of occurrence. For example, if Σ = {α, β}, i.e., |Σ| = 2
and if D = 2, then the number of states is n ≤ |Σ|D = 4; and the possible states
are words of length D = 2, i.e., αα, αβ, βα, and ββ, as shown in Fig. A.2.
The choice of |Σ| and D depends on specific applications and the noise level in
the time series data as well as on the available computation power and memory
availability. As stated earlier, a large alphabet may be noise-sensitive and a small
alphabet could miss the details of signal dynamics. Similarly, while a larger value
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Figure A.2. Example of Finite State Machine with D=2 and Σ = {α, β}

of D is more sensitive to signal distortion, it would create a much larger number of
states requiring more computation power and increased length of the data sets. In
the results section of this chapter, the analysis of time series data sets is done using
the window length equal to D=1; consequently, the set of states Q is equivalent to
the symbol alphabet Σ. With the selection of the parameters D=1 and |Σ|=8, the
P F SM has n = 8 states. With this choice of parameters, the SDF algorithm is
shown to be capable of detection of parametric changes in the mechanical system.
However, other applications such as two-dimensional image processing, may require
larger values of the parameter D and hence possibly larger number of states in the
P F SM .
Using the symbol sequence generated from the time series data, the state machine is constructed on the principle of sliding block codes. The window of length
D on a symbol sequence is shifted to the right by one symbol, such that it retains
the most recent (D-1) symbols of the previous state and appends it with the new
symbol at the extreme right. The symbolic permutation in the current window
gives rise to a new state. The P F SM constructed in this fashion is called the
D-Markov machine [29], because of its Markov properties.
Definition A.2.1. A symbolic stationary process is called D-Markov if the probability of the next symbol depends only on the previous D symbols, i.e.,
P (sj |sj−1 ....sj−D sj−D−1 ....) = P (sj |sj−1 ....sj−D ).
The finite state machine constructed above has D-Markov properties because
the probability of occurrence of symbol σ ∈ Σ on a particular state depends only
on the configuration of that state, i.e., the previous D symbols. The states of the
machine are marked with the corresponding symbolic word permutation and the
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edges joining the states indicate the occurrence of a symbol σ. The occurrence of
a symbol at a state may keep the machine in the same state or move it to a new
state.
Definition A.2.2. Let Ξ be the set of all states of the finite state machine. Then,
the probability of occurrence of symbols that cause a transition from state ξj to
state ξk under the mapping δ : Ξ × Σ → Ξ is defined as:
πjk = P (σ ∈ Σ | δ(ξj , σ) → ξk ) ;

X

πjk = 1;

(A.4)

k

Thus, for a D-Markov machine, the irreducible stochastic matrix Π ≡ [πij ]
describes all transition probabilities between states such that it has at most |Σ|D+1
nonzero entries. The definition above is equivalent to an alternative representation
such that,
πjk ≡ P (ξk |ξj ) =

P (σi0 · · · σiD−1 σiD )
P (ξj , ξk )
=
P (ξj )
P (σi0 · · · σiD−1 )

(A.5)

where the corresponding states are denoted by ξj ≡ σi0 · · · σiD−1 and ξk ≡ σi1 · · · σiD .
This phenomenon is a consequence of the P F SM construction based on the principle of sliding block codes described above, where the occurrence of a new symbol
causes a transition to another state or possibly the same state.
For computation of the state transition probabilities from a given symbol sequence at a particular slow time epoch, a D-block (i.e., a window of length D) is
moved by counting occurrences of symbol blocks σi0 · · · σiD−1 σiD and σi0 · · · σiD−1 ,
which are respectively denoted by N (σi0 · · · σiD−1 σiD ) and N (σi0 · · · σiD−1 ). Note
that if N (σi0 · · · σiD−1 ) = 0, then the state σi0 · · · σiD−1 ∈ Ξ has zero probability of
occurrence. For N (σi0 · · · σiD−1 ) 6= 0, the estimates of the transitions probabilities
are then obtained by these frequency counts as follows:
πjk ≈

N (σi0 · · · σiD−1 σiD )
N (σi0 · · · σiD−1 )

(A.6)

where the criterion for convergence of the estimated πjk , is given in the next
subsection A.2.4 as a stopping rule for frequency counting.
The symbol sequence generated from the time series data at the reference condition, set as a benchmark, is used to compute the state transition matrix Π using
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Eq. (A.6). The left eigenvector q corresponding to the unique unit eigenvalue of
the irreducible stochastic matrix Π is the probability vector whose elements are
the stationary probabilities of the states belonging to Ξ [29]. Similarly, the state
probability vector p is obtained from time series data at a (possibly) anomalous
condition. The partitioning of time series data and the state machine structure
should be the same in both cases but the respective state transition matrices could
be different. The probability vectors p and q are estimates of the respective true
probability vectors and are treated as statistical patterns. The terms probability
vector and pattern vector are used interchangeably in the sequel.

A.2.4

Stopping Rule for Symbolic Space Generation

This subsection presents a stopping rule that is necessary to find a lower bound on
the length of symbol sequence required for parameter identification of the stochastic
matrix Π. The stopping rule is based on the properties of irreducible stochastic
matrices [108]. The state transition matrix, constructed at the rth iteration (i.e.,
from a symbol sequence of length r), is denoted as Π(r) that is an n × n irreducible
stochastic matrix under stationary conditions. Similarly, the state probability
vector p(r) ≡ [p1 (r) p2 (r) · · · pn (r)] is obtained as
ri
pi (r) = Pn

j=1 rj

where ri is the number of D-blocks representing the ith state such that

(A.7)
¡ Pn

j=1 rj

¢

+

D − 1 = r is the total length of the data sequence under symbolization.
The objective is to obtain the least conservative estimate for rstop such that the
dominant elements of the probability vector have smaller relative errors than the
remaining elements. Since the minimum possible value of k (p(r)) k∞ for all r is
1
,
n

where n is the dimension of p(r), the least of most conservative values of the

stopping point is obtained as:
rstop

µ ¶
n
≡ int
η

where int(•) is the integer part of the real number •.

(A.8)

Appendix

B

Symbolic Dynamic Filtering for
Parameter Estimation
This section addresses the statistical estimation of multiple parameters that may
vary simultaneously but slowly relative to the process response in nonlinear dynamical systems. The estimation algorithm is sensor-data-driven and is built upon the
concept of symbolic dynamic filtering for real-time execution on limited-memory
platforms, such as local nodes in a sensor network.

B.0.5

Construction of the Multi-parameter Algorithm

Let S denote the collection of (finitely many) points in the n-dimensional parameter space, where the positive integer n is the number of parameters that are to
©
ª
be estimated. That is, S = s1 , s2 , · · · , s|S| , on which the training process is
executed. Let Ω be the convex hull of S, which represents the range over which
the parameters take values. It is noted that Ω is a convex and compact subset of
the separable space Rn .

¢
¡
Let each element sk , sk1 , sk2 , · · · , skn represent a particular set of parameters.

Given an experimental time series data set Υ, the problem at hand is to identify
the conditional probability density f (s|Υ), where s ∈ Ω. The procedure of multiparameter estimation consists of the forward problem and the inverse problem.
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B.0.5.1

Forward Problem/Training

For the forward problem, sets of time series data are generated by experimental
runs at parameter values sk , ∀k = 1, 2, · · · , |S|. A symbolic dynamic filter is constructed to analyze each data sequence as outlined in Section A. For |Σ| being the
¡ ¢
number of automaton states, the n-dimensional pattern vector p sk is generated
for every sk ∈ S. The procedure for data acquisition and storage for statistical
analysis is described below.
Let the elements pj (sk ), j = 1, 2, · · · , |Σ| of the state probability vector p(sk ), k =
1, 2, · · · , |S| be modeled as a random variable qj (sk ) that is constructed from the
ensemble of data points. The the resulting random vector is obtained as
q(sk ) ≡

h

i
q1 (sk ) q2 (sk ) · · · q|Σ| (sk )

(B.1)

£
¤
where qj (sk ) ∼ N mj (sk ), σj2 (sk ) , i.e., qj (sk ) is modeled to be Gaussian with
mean mj (sk ) and variance σj2 (sk ), as explained below from the perspectives of
state machine construction in the SDF setting. The equation for the modeled
distribution is given as

fqj |S

¡

¢2 !
pj − mj (sk )
exp −
2σj2 (sk )
2πσj2 (sk )

¢
pj |sk = q

1

Ã ¡

(B.2)

The underlying dynamical system is modeled as an irreducible Markov process
via SDF, where the state probability vector is the sum-normalized eigenvector of
the state transition matrix corresponding to the unique unity eigenvalue. Hence,
no element in the state probability vector is either 0 or equal to 1. However, due
to process noise and sensor noise, the random variable qj (sk ) fluctuates around
its mean mj (sk ). While analyzing the experimental data, the standard deviation
σj (sk ) of the random variables qj (sk ) was found to be very small compared to its expected value mj (sk ), i.e., the ratio

σj (sk )
mj (sk )

¿ 1 ∀k = 1, 2, · · · , |S| ∀j = 1, 2, · · · , |Σ|.

Therefore, a parametric or non-parametric two-sided unimodal distribution should
be adequate to model the random variable qj (sk ). The choice of Gaussian distribution for qj would facilitate estimation of the statistical parameters and involve
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only second order statistics. This assumption has been validated by using the χ2
and Kolmogorov-Smirnov tests for goodness of fit [144] of each qj for Gaussian
distribution.
Remark B.0.1. The random variables qj (sk ) must satisfy the following two conditions:
• Positivity, i.e., qj (sk ) > 0 ∀s ∈ S ∀j = 1, 2, · · · , |Σ|,. This is made possible
by truncating the far end of the Gaussian distribution tail on the left side.
The goodness of fit of the distribution as Gaussian still remains valid at a
very high significance level.
• Unity sum of the state probabilities, i.e.,

P|Σ|

k
j=1 qj (s )

= 1 ∀s ∈ S. This is

achieved by sum-normalization.
Remark B.0.2. The automaton states are analogous to energy states in statistical
mechanics of ideal gases [57]. This fact is used formulating the inverse problem as
explained below.

B.0.5.2

Inverse Problem/Testing

Let time series data be generated from a new test on the experimental apparatus.
The task at hand is to identify, from this data set, the unknown parameter vector
/ S. The data are analyzed using the same
s ∈ Ω; however, it is possible that s ∈
symbolic dynamic filter constructed in the forward/training problem (see Section
B.0.5.1), and the resulting probability vector p ≡ [p1 · · · p|Σ| ] is a realization of a
random vector q ≡ [q1 · · · q|Σ| ]. The density function fΩ|q (s|p) is obtained as

fq|Ω (p|s) fΩ (s)
fq (p)
fq|Ω (p|s) fΩ (s)
= R
f (p|s̃) fΩ (s̃)ds̃
Ω q|Ω

fΩ|q (s|p) =

(B.3)

In the absence of a priori information, an assumption is made that all operating
conditions are equally likely, i.e., fΩ (s) = fΩ (s̃) ∀s, s̃ ∈ Ω. With this assumption
of uniform probability, Eq. (B.3) reduces to
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fΩ|q (s|p) = R

fq|Ω (p|s)
f (p|s̃)ds̃
Ω q|Ω

(B.4)

It is noted that accuracy of the above distribution would be improved if the actual
prior mapping, i.e., fΩ (s̃) is known. The integral in the denominator of Eq. (B.4)
is approximated by a Reimann sum as
fq|Ω (p|s)
fΩ|q (s|p) ≈ κ P
S fq|Ω (p|s̃)

(B.5)

where κ is a constant. This approximation converges to the exact solution as the
training set S approaches a (countable) dense subset of Ω ⊂ Rn .
The density function in Eq. (B.5) is now sampled at the points sk in the training
set S to construct the following sampled density to yield
¡ k¢
¯
f
q|Ω p|s
fΩ|q (s|p)¯s=sk ≈ κ P
∀sk ∈ S
s̃∈S fq|Ω (p|s̃)

(B.6)

Furthermore, it is observed from experimental data that fluctuations of pi are
uncorrelated with those of pj for all i 6= j, where i, j = 1, 2 · · · , |Σ|. Therefore, the
joint density function of the Gaussian random vector p is reduced to the product
of individual Gaussian distributions of the random variables pj . That is,
¯
fΩ|q (s|p)¯s=sk ≈ κ P

¡
¢
fqj |Ω pj |sk
¡
¢
Q|Σ|−1
k
s̃∈S
j=1 fqj |Ω pj |s̃
Q|Σ|−1
j=1

(B.7)

The density functions in the numerator and denominator of Eq. (B.7) are obtained
from Eqs. (B.6) and (B.2), which were determined in the training phase. A most
likely estimate of the parameter vector s is obtained from the probabilistic map in
¡
¢
Eq. (B.7). It should be noted that the nature of the density function fΩ|q sk |p
does not depend on the constant κ.
The probability mass functions are obtained by evaluating the probability density function in Eq. (B.6) at points sk ∈ S.
k

¡
¢
fΩ|q sk |p

P (s |p) , P|S|

j=1

fΩ|q (sj |p)
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¡
¢
fq|Ω p|sk

≈ P|S|

j=1

(B.8)

fq|Ω (p|sj )

Substitution of Eqs. (B.2) and (B.7) in Eq. (B.8) yields
Q|Σ|−1
j=1

k

P (s |p) ≈

µ
√ 1 2 k exp
2πσj (s )

P|S| Q|Σ|−1
l=1

j=1

√ 12 l
2πσj (s )

2

(pj −mj (sk ))

¶

− 2σ2 (sk )
j
¶
µ
2
(pj −mj (sl ))
exp − 2σ2 (sl )

(B.9)

j

where the probability vector p ≡ [p1 · · · p|Σ| ] is calculated from the observed time
series data; and the remaining parameters are already evaluated in the training
phase.
Estimated mean ŝ and estimated covariance matrix Ĉs of the parameter set s,
where s is in the column vector form, are obtained directly from Eq. (B.9) as
ŝ(p) ,

|S|
X

sk P (sk |p)

(B.10)

k=1

Ĉs (p) ,

|S|
X
¡

¢
¡
¢T
sk − ŝ(p) P (sk |p) sk − ŝ(p)

(B.11)

k=1

Since the statistical information is available in the form of probability mass functions, the third and higher moments of the parameter vector can be estimated in a
similar way; however, third and higher moments are redundant because the inherent distribution is assumed to have a Gaussian structure that carries full statistical
information in the first two moments.

Appendix

C

A Limited Survey of Existing
Literature in control of Markov
Decision Precesses
This section provides a limited survey of the most relevant work done in the area of
control of markov process. These include discrete event control using the concept
of language measure and optimal control of finite state automata. The latter part
of the section discusses the most prevalent techniques for reinforced learning, such
as, Q-learning and the GAPS algorithm.
The initial progress in the area of controlling stochastic processes was the development of the theory of Markov Control Processes (MCP’s). MCP’s are a class
of stochastic control problems, also knows as Markov decision processes (MDP),
or stochastic dynamic programming.

C.1

Markov Control Processes

Theorem C.1.1. A Markov control model [16] is a five tuple (Xt , At , {At (xt )|xt ∈
Xt }, Πt , ct ) consisting of
• a Borel space Xt , called the state space at time t and whose elements are
referred to as states
• a Borel space At called the control or the action set at time t
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• a family {At (xt )|xt ∈ Xt } of non-empty measurable subsets At (xt ) of At ,
where At (xt ) denotes the set of feasible controls or actions when the system
is in state xt ∈ Xt , and with the property that the set Kt = {(xt , at )|xt ∈
Xt , at ∈ At (Xt )} of feasible state-action pairs is a measurable subset of Xt ×
At
• a stochastic state transition probability Πt on Xt given Kt at time t
• a measurable function ct : Kt → Rt at time t is the cost-per-stage function
(or the reward function)
With the model of a MCP defined as above, a randomized control u = {ut , t =
0, 1, ...} denotes the measure (likelihood) of an action given the current state
and the history of action-state combinations till the time t.

In other words

ut (at (xt )|xt , (xt−1 , at−1 ), (xt−2 , at−2 ), ..., (x0 , a0 )) is the probability of execution action at (xt ) at that time instant. ut is normalized to yield
ut (At (xt )|xt , (xt−1 , at−1 ), (xt−2 , at−2 ), ..., (x0 , a0 )) = 1

(C.1)

For most applications it is sufficient to minimize the finite-horizon cost criterion.
Finite-horizon costs/rewards focus on improving the performance of the system
within a relatively short time, while Infinite horizon costs are more suitable for
applications where stability is more importance. The finite-horizon performance
is given by
J(u, x) = E

"N −1
X

#
ct (xt , at ) + cN (xN )

(C.2)

t=0

where cN (xN ) is the terminal cost. The optimal control u∗ = {u∗0 , u∗1 , ..., u∗N −1 } is
defined as
u∗ = arg inf J(u, x), x ∈ X
u

C.1.1

(C.3)

Dynamic Programming

Finite horizon problems can usually be solved by using the dynamic programming
approach.
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Let J0 , J1 ,..., JN be the costs on X defined backwards from t = N to t = 0 be
given by
JN (x) = cN (x)

(C.4)

¸
·
Z
Jt (x) = min c(x, a) +
Jt+1 (y)Π(dy|x, a)

(C.5)

and for t = 0, 1, ..., N − 1

A(x)

X

The proof for the Dynamic Programming algorithm may be found in any standard text such as [16]. In certain cases, a Discounted Cost may be used for the
optimization process. The form of the expected cost is given by
J(u, x) = E

"N −1
X

#
αt ct (xt , at ) + αN cN (xN )

(C.6)

t=0

where α > 0 is called the discount factor. The corresponding control model
may be viewed as a being non-stationary as, even for a time invariant markov
process, the stage costs αt c(x, a) are time varying.

C.2

Control of Observable Markov Processes and
Discrete Event Controller

Discrete event controllers (DEC) have proven to be effective tools for supervisory
control of a complex dynamic system. It was initially developed by Ramadge
and Wonham [35] in 1987 as a deterministic control strategy. The discrete-event
dynamic behavior of physical plants is modeled as regular languages that could be
realized by a finite-state automata (FSA). The plant is modeled as an asynchronous
finite state automaton; certain states are labeled as good states while other may
be undesirable states. The DEC constraints the operation of the ’supervised’
plant by enabling and disabling certain controllable events [145]. In general,
the controllable events leading to ’bad’ states are disabled while, those leading to
good states are enabled. The optimality of the DEC has always been issue. The
predicament here is that, the sublanguage of a controlled plant could be different
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under different supervisors that are constrained to satisfy different specifications.
Such a partially ordered set of sublanguages requires a quantitative measure for
total ordering of their respective performance. Several researchers have proposed
various optimality criteria to address this issue. Pasino and Antsaklis proposed a
cost structure where the costs were associated with events (i.e. costs were assigned
to state transitions). The DEC then reduces to solving the shortest path problems.
The controllable events that do not lie on the shortest path are then subsequently
disabled. Kumar and Garg [146] introduced the concept of payoff and control
costs that are incurred only once regardless of the number of times the system
visits the state associated with the cost. Sengupta and Lafortune [147] proposed
a control cost in addition to the path cost leading to a trade-off between the two
costs.
The issue of assigning costs to the sequence of events or states was addressed
by Wang and Ray [148] by developing a signed measure of regular languages. The
plant behavior was modeled as a a FSA denoted by the the five tuple (Q, Σ, δ, qi , Qm ).
Q denotes the set of states, Σ denotes the alphabet set (Σ∗ is the set of all finitelength strings of events including the empty string ²), δ : Q×Σ → Q represents the
state transitions. Qm ⊆ Q is the set of marked states. The set Qm is partitioned
+
into two sets; Q−
m and Qm , corresponding to the notion of ’bad’ states and ’good’

states respectively. [148] defines an additional function χ as χ : Q → [−1, 1]. The
’good’ states are mapped to positive weights (χ : Q+
m → (0, 1]), the ’bad’ states
are mapped to negative weights (χ : Q−
m → [−1, 0)), and the unmarked states are
given zero weight.
Apart from the function χ, an event cost function π̃ : Σ × Q → [0, 1] is defined
on the state transitions. The sum of all event cost emanating from a state is
constrained to be less that or equal to one. The language measure µ is defined on
a measurable subset (all sub-languages are measurable) of Σ∗ . The measure of a
string s = [σ1 , σ2 , ....] ∈ Σ∗ starting at state qi and ending at qj is given by
µ(s) = χ(qj )

Y

π̃(σk |qk )

(C.7)

k=1,2,3,...

Where, qk is the state of the automaton after transitions corresponding to [σ1 , σ2 , ..., σk−1 ]
and q1 = qi .
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For a FSA the event cost π̃ can be used to derive a state transition cost π :
Q × Q → [01].
πkj = π(qk |qj ) =

X

π̃(σ|qj )

(C.8)

σ∈Σ:δ(σ,qj )=qk

The state transition cost matrix Π is constructed as [Π]kj = πkj . Let µj denote
the measure of all symbol sequences terminating on state j. The measure vector
£
¤
µ = µ1 , µ2 , ...µ|Q| . [148] proposed that the unique measure vector is given by
µ = [I − Π]−1 χ

(C.9)

£
¤T
where χ = χ1 , χ2 , ..., χ|Q| . The optimal discrete event supervisory control policy
consists of disabling certain controllable events so as to maximize the measure
vector µ. This is essentially a combinatorial problem. However, J. Fu. et. al.
[149] proposed an iterative method to obtain the optimal control policy. Let the
state transition cost matrix Π after the kth iteration is given by Πk (clearly, the
unsupervised plant is modeled by Π0 ). The measure vector at the kth iteration is
£
¤−1
given by µk = I − Πk
χ.
The following two step procedure to obtain the optimal control policy is proposed in [149]
• Step 1: For every state qj for which µkj < 0, disable controllable all events
leading to the state qj .
• Step 2: For every state qj for which µkj , re-enable all controllable events
leading to qj , which were disabled in Step 1.
The iteration is terminated if no controllable event are disabled or re-enabled
in the iterations. At this point the optimal policy is the list of all controllable
event that are disabled. Further research was done by Lagoa et. al [150] in
developing robust optimal control for uncertainties within a specified bounds. The
proposed algorithm maximizes the worst case measure vector for given bounds on
the uncertainty of the event costs.
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C.3

Application of Language Measure for Optimal Control of a Stochastic Process

Chattopadhyay et al. further proposed a normalized language measure in [34]
and used that for the purpose of optimal control [151]. This work builds on the
framework described in the context of FSA in [149] and extends it to probabilistic
finite state automata (PFSA). The state transition costs described earlier [149]
now serve the purpose of state transition probabilities. However, the sum of all
event costs emanating form a state is less that one [149]. The issue is addressed
by creation of a dump state qdump [35]. The collection of states is now denoted
S
be Q {qdump }. A fictitious set of unmodeled events Σdump is created to guide
the plant into the terminating dump state and the state transition function δ is
S
S
S
extended to δext : (Q {qdump })×(Σ Σdump ) → (Q {qdump }). The event cost for
P
these terminating events from state qi to qdump is given by θi = 1 − σ∈Σ π̃(σ|qi ).
Hence, the event costs are normalized for a given state. The augmented state
transition matrix Πaug incorporating the transitions to the dump state is given by


Πaug

π11 . . . π1,|Q| θ1
 ..
..
..
..
 .
.
.
.

=
 π|Q|,1 . . . π|Q|,|Q| θ|Q|
0

...

0








(C.10)

1

As the new dump state is an unmarked state [35], it is assigned a characteristic
£
¤T
weight χdump = 0. The augmented χ-vector is then expressed as χT χdump . As a
simplification the transition costs θi for all states i are replaced the the minimum
value θ (note: this operation does not change the sup norm of the operator Πaug ).
The re-normalized language measure µren (θ) is defined as
µren (θ) = θ [I − Πaug (θ)]−1 χ

(C.11)

For a stochastic process (Π is a stochastic matrix) that is non-terminating, the
dump state is not required. This is because the probabilities of the events from a
state are normalized by default implying that the the value of θ is equal to zero.
The measure of the language defined by such a stochastic process is given by the
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expression
µren = lim+ θ [I − Πaug (θ)]−1 χ
θ→0

(C.12)

It has been proved in [34] that the re-normalized measure is given by the
expression

Ã
µren =

k

1X k
limk→∞
Π
k j=1

!
χ

(C.13)

If the stochastic matrix Π is primitive (i.e. irreducible and acyclic), then the
P
limit limk→∞ k1 kj=1 Πk is given the [pT pT . . . pT ]T . p is the unique stationary
probability distribution (i.e. p is the eigenvector with unity eigenvalue, pT Π = pT ).
Further, re-normalized measure vector µren may be written as µren [11 . . . 1] where,
µren is a scalar and equals
µren = pT χ

(C.14)

Hence, the re-normalized measure for a stationary stochastic process may be
thought of as the expected value of characteristic weight χ.
Optimal control of a stochastic process by event disabling based on the renormalized measure has been described in [151]. The main aim here is to disable
controllable event that result in the the plant visiting the good states more often.
In other words, the stationary probability of the the good states increase at the
expense of the bad states. The procedure used for evaluating the optimal control
policy is along the same lines as described in [149]. However, just disabling an
event would violate the stochastic nature of the plant. In view of the discrete event
controller, disabling and re-enabling events no longer maintain the normalization
required for valid state transition probabilities. This is addressed by, reconfiguration of the finite state automaton; Disabling any transition σ at a given state q
results in creation of a self-loop δ(σ, q) = q with the occurrence probability of σ
from the state q remaining unchanged in the supervised and unsupervised plants.
This is equivalent to adding a self-loop to the state at which the event is being
disabled, with the same occurrence probability as the disabled transition.
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C.4

Continuous Control of Markov Process

The previous section deals with discrete control of stochastic markov processes,
where, it is permissible to only disable and re-enable controllable events. However,
there may be situations where probabilistic disabling or enabling of events may be
possible. Analysis for such plants was first done in [152]. Probabilistic decisions
offer added degrees of freedom and usually lead to greater flexibility in the design
of the optimal controller.
In general, the stochastic matrix could be a function of the input vector u, i.e.
Π = Π(u). The task at hand is to choose an appropriate control input u (possibly a
function of time) to maximize or minimize a certain objective. The re-normalized
language measure (as described in the previous section) depends on the steady
- state behavior of the plant. As a result, an optimal control policy derived for
the re-normalized measure effectively solves for the infinite horizon problem. This
approach is advantageous if the time scale at which the plant operates is must
faster that the timescale at which the control input changes. In this case, the
plant may be assumed to be in a quasi-stationary state at all times during its
course of operation.
Remark C.4.1. This analysis is akin to that seen in thermodynamic systems
where, the system is assumed to be in thermodynamic equilibrium at all times (reversible process). On the hand, irreversible processes do occur in real systems and
are modeled by non-equilibrium thermodynamics (often as stochastic differential
equation that reduce to markov processes in discrete time).
Applications as diverse as network access control and portfolio management
often involve the control of perfectly observable Markov chains. Although the
subject has evoked considerable interest and has generated a large literature, the
number of explicitly solvable problems is rather small. The optimal control of
time varying, finite horizon, continuous time Markov chains was considered by
Brockett in [116]. He assumed perfect observability and controllability of Markov
chains. The Markov process was controlled through the adjustment of transition
rates, subject to a penalty on the amount of the rate adjustment. It was shown
that the problem reduces to an ordinary differential equation whose solution gives
the minimum return function for a wide class of such systems and shows how the
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optimal feedback control law depends on the minimum return function. The paper
assumes a bilinear structure to the transition matrix and a quadratic structure for
the cost function in order to explicitly obtain a analytic solution.
In [116], a continuous time finite state markov process is assumed with the
form ṗ = Ap. p is the state probability vector, ṗ is the time derivative of the state
P
P
probability vector. Clearly i∈states pi = 1 and i∈states ṗi = 0. A, the transition
Matrix and is time-varying and a function of the input vector A(t, u(t)).
Remark C.4.2. This continuous markov system can be easily converted into a
first order approximate discrete time markov process by creation of the stochastic
matric Π(t, u(t)) = I + ∆T A(t, u(t)). The resulting discrete time equation is given
by p((k + 1)∆T ) = Π(t, u(t))p(k∆T ), where ∆T is the discretized time interval.
Brockett, in his approach, assumes that the state transition rates are an affine
function of the control input u.
A(t, u(t)) = A(t) +

X

uj (t)Bj (t)

(C.15)

j

where the finite dimensional u = [u1 , u2 , ..., um ], m is the number of inputs. Further
the finite horizon cost functional J(u(t, i)) is defined as in C.16, (i is the state,
total of n states). Let the states be denoted by the standard basis vectors in
Rn , i.e. state i = 1 is denoted as e1 = [10...0]T(1×n) , state i = 2 is denoted by
e2 = [01...0]T(1×n) and so on.
"Z

T

J(u(t)) = E
0

X

#
ci (t)1i + uT Qu dt

(C.16)

i∈states

Where 1i is the indicator function of the state i.
The solution for the time varying plant may be obtained by the dynamic programming algorithm [16] and the exact proofs are given in [116]. The solution is
in the form of a differential equation with a final value problem.

ḣ(t) = −AT h(t) − c(t) +

1X
j(BjT (t)h(t)).2 t ∈ [0, T ]
4

h(T ) = hf

(C.17)
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where, c(t) = [c1 (t), ...cn (t)]T . The notation •.2 implies the that every element of
the vector has been squared independently.
1
uj (t) = − hT Bj x(t)
2

(C.18)

x(t) is the state of the plant at time t, x(t) ∈ {e1 , e2 , ...en }. (note that this control
works for observable systems, i.e. the current state of the plant is known).

C.5

Partial Observability and Inaccurate Models

The supervisory level would rarely have the exact state information of all the
agent. Instead, the state of the system has to be estimated from the partially
observed quantities. Each agent may observes its state contaminated by noise and
construed by whatever little information it is able to gather from its neighboring
agents. Further, this state information is then fused along with information from
other agents and compressed for it to be transmitted to the upper level. Thus, the
upper level only gets partial information of the state.
As an example, consider that we are interested in a problem involving homogeneous sensor placements. The region of interest is discretized into n finite
non-overlapping cells qi i = 1, 2, ..., n. A single agent (in this case a sensor) can
only exist in a single cell at any point of time. Hence, the state for that agent
would be given by an n dimensional vector s
(
[s]i = si =

1

the agent is in state qi

0

otherwise

(C.19)

The state so , as observed by the supervisory level, would be an ‘average’ sensor
density/population in each cell qi .
P
agents si
[s ]i = P P
o

j

agents

sj

(C.20)

Of course, this observed state may not be calculated as shown, but it would
have to be estimated from a smaller sample of agents. As a result, the estimate
may be erroneous.

178
The issue of partial observability becomes extremely critical as it may hamper
the robustness and the stability of the optimization procedure. This is similar to
the case of the LQG controller for linear systems where, a kalman filter is used to
estimate the state and a quadratic regulator is used to provide an optimal control
based on the estimated state. The LQG controller has excellent performance but
does not guarantee any stability margin. In similar light, for a partially observed
markov control process, choosing the optimal action based on the estimates states
might lead to instabilities and lack of robustness.
A formal definition of a partially observed markov control process (POMCP) [153] [154]
is given below. A POMCP is a 6 tuple
• a Borel space Xt , called the state space at time t and whose elements are
referred to as states
• a Borel space At called the control or the action set at time t
• a family {At (xt )|xt ∈ Xt } of non-empty measurable subsets At (xt ) of At ,
where At (xt ) denotes the set of feasible controls or actions when the system
is in state xt ∈ Xt , and with the property that the set Kt = {(xt , at )|xt ∈
Xt , at ∈ At (Xt )} of feasible state-action pairs is a measurable subset of Xt ×
At
• a stochastic state transition probability Πt on Xt given Kt at time t
• an observation set Ot . ot ∈ Ot is observation at time t.
• a measurable function ct : Kt → Rt at time t is the cost-per-stage function
(or the reward function)
The definition of the POMCP is similar to that of the MCP except for the fifth
element of the tuple (ie. the observation set Ot ).
Since the exact state of the Markov process is unknown, a belief function bt (xt )
is created to track the probabilities of the current states. this function is normalized
P
to give ∀xt ∈Xt bt (xt ) = 1. Upon getting a new observation ot+1 ∈ Ot+1 the belief
is updated by the following equation.
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P
P (ot |xt+1 , at ) xt ∈Xt Π(xt+1 |xt , at )bt (xt )
P
bt+1 (xt+1 ) = P
xt ∈Xt Π(xt+1 |xt , at )bt (xt )
xt+1 ∈Xt+1 P (ot |xt+1 , at )

(C.21)

The cost-per-stage and the terminal cost are weighted with respect to the belief function before their expectation is evaluated. The remaining procedure, for
choosing the optimal policy, is similar to that of MCP (sec. C.1).

C.6

Learning Techniques

Learning is, perhaps, the most important tool for adaptation in a multi agent
system. Learning can generally be classified into two types.
• Supervised Learning: The system is trained of a set of classified data and a
pattern library is created. The system is then able to classify any unknown
data into one of the learnt classes. Pattern recognition tools, developed based
on SDF (appendix A and B), have been shown to be effective for a variety
of applications from fault detection to estimation of multi parameters.
• Reinforcement Learning: It is the most widely used method for adapting a
multi agent control system. It is a variation of unsupervised learning where
the agent initially is given untrained data, but a performance feedback enables the agent to judge its progress. There is no specification to what the
correct class of the data could be, only the efficacy of thr response id known.
The following two sub-sections discuss the popular Q-learning technique and
the newer gradient ascent in policy space (GAPS) algorithm.

C.6.1

Q Learning

The Q-learning [25] proceeds by attempting to update the reward or the cost
functional in response to a new unknown environmental condition. As defined in
section C.1 let the cost-per-stage be defined as C : X × A → R where, X is the
e is is obtained by
set of states and A is the set of actions. The new cost function C
updating the older cost function.
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e t , at ) = (1 − α)C(xt , at ) + α(Ct+1 + γ max C(xt+1 , a))
C(x
a∈At+1

(C.22)

α ∈ [0, 1] is called the learning rate and is a function of xt and at . Ct+1 is the
feedback obtained corresponding to the actual cost and γ is called the discount
factor.
Q-learning has also been extended to multiple agent system where each agent
executes a learning algorithm of its own [112] [20]. However, due to the complexity
of the algorithm, it to difficult to scale it up for a large number of agents. Further,
Q-learning used in conjunction with POMCP (section. C.5) is not guaranteed to
converge.

C.6.2

GAPS Algorithm

In partially observable environments, policy search has been extensively used
[23] [155] whenever models of the environment are not available to the learning
agent. The gradient ascent policy search (GAPS) algorithm performs hill-climbing
to maximize the long term reward of a parameterized policy. The optimal policy
upon observing ot is depicted by the probability of choosing actions at ∈ At . This
policy is parameterized by the introduction of a vector parameter θ. Therefore
the policy may be written as P (at |ot , θ) conditioned on θ. Subsequently, a gradient ascent algorithm is used to find the value of θ that leads to the largest long
term reward. The parameter θ in its most general form may be written as a vector [...θot ,at ...]T|Ot ||At |×1 where, every combination of observation ot and action at is
associated with an element of the θ vector.
The parametric form of the policy P (at |ot , θ) is given by the gibbs distribution
P (at |ot , θ) = P

exp(βθot ,at )
a∈At exp(βθot ,a )

(C.23)

β is the inverse temperature and controls the steepness of the curve and therefore the level of exploration. This parametric form of the policy is then used in
the hill climbing to obtain θ that leads to the largest reward.
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