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ABSTRACT
The computing industry has been putting great emphasis on thermal and power conservation. With this
trend, improving a system’s operation so that it will reduce power consumption has become a key goal.
Many research papers have been written to propose numerous solutions to power and thermal
reduction. This thesis proposes another possible improvement to cluster based system to optimize
performance, which in turn will reduce power consumption.
Admission control, a concept commonly used in networks, is applied in a simulator that tests its viability
in a cluster system. The simulator mimics the operation of a cluster using data attained from the NAS
benchmark suite. The results provided in this thesis show that the simulator provides a suitable Quality
of Service (QoS) while promoting fast completion of jobs. This thesis describes, in detail, the gathering
of the data used, the creation of the simulator, and the production of proper results. These all lead to
showing that this research is a viable improvement that could be implemented on computing systems
today.
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Introduction
This thesis was written to discuss a possible improvement to cluster systems, which optimizes
throughput while limiting the workload at any given time on the system. This is performed with the use
of admission control on the different jobs running on the system. Given the inability to have an entire
cluster to test on, a simulator was created to act in its place. The simulator handled mimicking a cluster
while admitting jobs according to admission control theory.
The basis for the simulator was a cluster at the Pennsylvania State University name Titan. Testing of the
cluster was limited to only five nodes. This led the simulator to having to expand upon the limited data.
To do this, the data needed to be fit to the actual measured data to allow simulation to be performed
with a larger number of blades.
In order to obtain the data, results were gathered from the Titan cluster using the NAS benchmark suite.
This data was observed and plugged into the simulator, which would fit the data for up to 48 blades (the
number of blades on the Titan system). The benchmarks were tracked using the cluster’s built in
performance counters. These counters monitored numerous aspects of each nodes operation. Some of
these metrics included cycles, instructions, and time.
Using the data gathered from the benchmark, jobs were generated and plugged into the simulator.
From there the simulator applied admission control theory to allow certain jobs into the simulated
system. The simulator provides the user with the ability to cycle the jobs or end the job that will be
finishing next. An example of admission control, showing how jobs are allowed and denied by the
system, is shown in figure 1.
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Figure 1 - Basic Admission Control Example.

Finally, the results from the simulator are provided and discussed. The simulator was proven functional
by the correctness of the results. This shows that admission control would be viable in a cluster system
where jobs are submitted by a user and monitored by an additional program.
In the following sections, the work performed will be discussed in detail, giving in depth examples and
tests to help describe every aspect of the research. Other research that is similar, along with future
work that could be performed using the information in this thesis, will also be discussed. All of these
sections will lead towards proving the proper operation and improvements gained by utilizing admission
control in a cluster system.
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Background on Admission Control
Throughout this thesis, the term controller will be used. This use of controller refers to admission
control, a term normally relating to networks. Admission control was developed to handle a network’s
Quality of Service (QoS) (Ferguson & Huston, 1998). Admission control requires jobs to gain
authentication before getting on the network. This allows the network to prevent itself from
overloading and being unable to meet the quality of service required of it.
Another example of admission control is Call Admission Control (CAC), which is used in Voice over IP
networks (VoIP). It prevents congestion on the network by limiting the excess traffic from happening by
only allowing a certain amount of traffic to be present. It determines this using the real-time traffic on
the network (Perros & Elsayed, 1996).
Similar work has been done in hardware to limit jobs in a cluster (Yum, Kim, Das, Yousif, & Duato, 2002).
In this research, hardware was developed to provide congestion and admission control for a cluster. A
type of QoS router was developed along with a Host Channel Adapter that used a rate-based scheduler.
This work is a great example of what can be done in a cluster or server to allow better Quality of Service.
This thesis discusses something similar, but instead of hardware, it is all simulated in software.
In this thesis, the theory behind admission control will be applied to admitting jobs into the cluster. It is
used to ensure that the server is utilized as best as it can while making sure it is not overloaded with too
many tasks. In the implementation used in this thesis, the server is limited to 48 nodes; therefore, if
there are five jobs requesting ten nodes each, only four will be admitted (and given extra nodes to finish
faster) and the fifth will wait until one finishes. An example of this can be seen in figure 2.
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Figure 2 - Example of Admission Control Operating with Limited Nodes.

The two main situations for admission control are when a job is assigned and when it is denied. For a
job to be admitted there need to be enough free nodes for the system to assign them to the job. The
number of nodes has to be greater than or equal to the minimum nodes that the incoming job requires.
If there are not enough nodes currently available, the simulator looks to see if it has reassigned any
additional nodes to any current jobs. If it has, and taking some or all of them back will free up enough
nodes for the queued job to be assigned, then the nodes will be freed and the new job will be admitted.
If neither of these cases hold true then the job cannot be admitted. This will force the job to wait until a
job on the system completes. Once a job ends, the queued job will again attempt to enter the system,
following the same rules. A detailed example of this can be found in figure 3.
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Figure 3 - Example of Admission Control Situations.

The example in figure 3 shows the different situations that can arise in the simulator. For this example,
all of the jobs are of the same type so the jobs will end in order according to the amount of nodes they
use and when they entered. In frame 1, the system only contains two free nodes, so the next job in the
queue, which requires fourteen, cannot enter at that time. So instead of adding a job, frame 2 shows
that the two jobs that would receive the most benefit from adding nodes each receive one extra node to
aid in their completion. Frame 3 shows what happens after the first job ends, enough nodes exist for
the next job in the queue to enter the system. Once the job enters, frame 4 shows where the nodes,
which were reassigned in frame 2, are taken back by the system. Next, frame 5 shows the queued job
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entering once the nodes were freed up in frame 4. Finally, frame 6 shows another job entering after a
job ends. The following steps can be seen in figure 4.
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Figure 4 - Continued Example of Admission Control Situations.

The examples in figure 4 are continued from the figure 3 example. In frame 1, nodes are reassigned to
the job needing the most benefit. Frame 2 shows the two jobs ending at once since they were in the
system for the same amount of time so they realistically end at the same time, this frees up twenty
nodes to be reassigned. The twenty nodes are reassigned in frame 3, at this point all of the jobs have
the same number of nodes, sixteen. Next, another job ends in frame 4, opening up even more nodes to
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be reassigned. These nodes are again spread evenly in frame 5. Lastly, the jobs both end in frame 6 and
the simulation ends.
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Benchmark
The majority of the data used in the creation of the simulator came from the Titan cluster at the
Pennsylvania State Universities Department of Computer Science and Engineering. The Titan cluster in
total has 48 nodes with one head node, for the testing done only five nodes were allowed, as taking
over the entire cluster was not permitted. The nodes are Dell PowerEdge 1435 blades arranged on two
separate racks. Figure 5 shows some of the Titan nodes, photo provided by Eric Prescott.

Figure 5 - Picture of Titan Blades.

The benchmark used in this project was the NAS parallel benchmark (NPB 3) suite. It was developed by
NASA and was included in the Beowulf Performance Suite installed on the separate Titan cluster nodes.
The benchmark is an MPI benchmark, which tests the parallel capabilities of a system (Eadline, 2005).

8

Using this benchmark was optimal because it would run properly on any even combination of nodes (1,
2, 4, etc.). Thorough testing on odd numbers of nodes was not possible due to the limitations in the
time available with the system.
Since the benchmark was included with the Beowulf cluster, it was much easier to use than having to
install a different benchmark and work around all of the subsequent errors. Also, since it was included
in the kernel it was already optimized and running at the time of installation. Figure 6 shows an
example of the output provided by the benchmark; this was used in addition to the performance
counters, which will be discussed later.

Figure 6 - Example Output from NAS Parallel Benchmark.
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Unlike some benchmarks, the NPB makes sure the output is actually correct, as generating incorrect
answers is not a solid way to benchmark a system (HPC Benchmarking: A Quick Primer, 2010). The
benchmark includes multiple tests, each performing a specific test for parallelism and correctness.
Table 1 shows the names and descriptions of the different tests in the benchmark.
Benchmark

Description

MG

Uses the V-cycle multigrid method to solve a 3-D scalar
Poisson equation
Uses a conjugate gradient to compute an approximation of
the smallest eigenvalue of a large, sparse, unstructured
matrix
Simulates a computational fluid dynamics (CFD) application
that uses an implicit algorithm to solve a three-dimensional
compressible Navier-Stokes equation. The resulting
systems are block-tridiagonal 5x5 blocks and are then
solved sequentially.
Similar to BT in using a CFD application, but the problem is
based on a Beam-Warming approximate factorization. The
resulting system has scalar pentadiagonal bands of linear
equations that are then solved sequentially.
Another simulated CFD application that uses symmetric
successive over-relaxation method to sold a seven-blockdiagonal system resulting from finite-difference
discretization of the Navier-Stokes equation in threedimensions by splitting it into block lower and upper
triangular systems.
A three-dimensional fast Fourier Transform based spectral
method.
An embarrassingly parallel benchmark that generates pairs
of Gaussian random deviates in order to establish the peak
performance of a given platform.

CG

BT

SP

LU

FT
EP

Table 1 - Summary of the NPB's Individual Tests (Jin, Frumkin, & Yan, 1999).

In order to receive more data from the benchmarks, performance counters were used to monitor each
node. Performance counters are data gathered from special hardware registers that count certain
events in the system (Calleja, 2009). This allowed the total number of instructions, cycles, page-faults,
and such to be gathered in order to help the work to be discussed in the next chapter. The performance
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counters are part of the Linux 2.6.31 kernel that was running on the Titan nodes designated for testing.
Figure 7 shows an example of the output from the performance counters on the Titan system.

Figure 7 - Example Output from Performance Counter System.

As can be seen in figure 7, many different counters exist for the Titan system. The test shown runs the A
class suite of the NAS parallel benchmark three times on four nodes. The class A suite of the test refers
to the problem size, which is best to run on a smaller cluster; thus, it was appropriate for this thesis’
testing. However, the other classes of tests were run in order to discover the maximum amount of
processes the nodes could reasonably run at a time, which include class B, C, and W. Class B is for
systems with upwards of 128 processors, class C is for systems above 128, and class W is for single
processor testing (Sterling, 2002).
The tests were run multiple times during the day to ensure no other processes were overwhelming the
processors at the time of testing. It would be impossible to remove all other processes running, but the
amount running were treated as negligible due to the large number of processes run by the
benchmarks.
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Simulation
The simulator used was developed using C++ in Microsoft’s Visual Studio 2010 Express version. The
simulator is needed to test the performance of a server based on its benchmark results. In an optimal
situation, the simulator would not be needed as work could be done on the actual hardware it is
attempting to simulate. Testing on the hardware was not possible so the simulator was needed in order
to test the work done in this thesis.
In order to test the simulator many different results were needed. Such results include the maximum
work a node would perform before locking out the user; this was done using the multi-node benchmarks
on a single node. Other tests include how the nodes react when the same tests are run on different
counts of nodes. This allows the simulator to determine how well the instruction counts, or other
metrics, relate to the number of blades performing the task.
The simulator works by taking data based on a minimum of two tests for each of the three tests types.
Since data only exists for a limited number of nodes, the simulator extrapolates the limited data and
solves the exponential equation shown in equation 1.
 ݁ܽ = ݕ௫
Equation 1 - Exponential Equation Solved to Fit the Missing Data.

By extrapolating all of the data, the simulator is able to test the approximate responses of the server
given a number of nodes that was previously not possible to test. With this, it becomes possible to test
the response the system would have given certain jobs that require more than the five nodes that were
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allotted for testing. Larger tests become possible with this expanded data, which is very useful in testing
to ensure a proper implementation.
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Admission Control Simulation
As with the previous section, this simulation was programmed in C++. In order to test properly,
relatively accurate data from the previous section was used to determine the workload imposed by jobs
coming into the queue. The admission control simulator takes these jobs in a FIFO (first-in first-out)
queue and attempts to put them on the server. Once the server is full, or the next job requires more
nodes than are currently available, the system forces the queued jobs to wait until a job on the server
finishes. This prevents the system from becoming overloaded and unable to complete its jobs in a
timely manner.
In order to determine which jobs can enter the system and how to handle cases where nodes can be
added, a series of logical decisions were necessary. In cases where a job finishes and enough nodes
open up to accept the new job it is a simple implementation, as it simply assigns the job the nodes it
needs and moves on. In cases where jobs have been reassigned, accepting a new job would require
taking back the reassigned nodes a more complex decision making is needed. The system looks at all
the jobs that nodes have been added to, and according to the rate of change of removing nodes, the job
least benefitting from a node is reduced first. It will never remove nodes so that the jobs minimum
required nodes is greater than its current nodes. This process continues until enough nodes have been
freed up to allow the new job into the system. Another important decision is how to assign extra nodes
when an incoming job is not present or possible to accept. As with removing nodes, priority is given to
the jobs most benefitting from increasing its node count. A flow chart describing the basic logic can be
seen in figure 8.
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Figure 8 – Flow Chart for Simulator’s Admission Control Logic.

In an attempt to increase the robustness of the admission control simulation, a complex mode was
added to the simulator. As with the operation described before, the complex mode accepts jobs based
on a FIFO queue and attempts to place them on different nodes. However, the complex mode goes for
a more fully utilized system than the standard mode of operation. Not only do the jobs keep track of
how many nodes it is using, the nodes being used also have knowledge of its current load. For this case,
the incoming jobs may request a certain number of nodes, but depending on what is available, they may
end up sharing nodes with another job. This increases the workload on the nodes, but allows more jobs
to be run simultaneously. The complex mode keeps track of every job such that when assigning new
nodes, it will not assign extra work on the same node, as data conflicts are more likely to exist. Instead,
the new nodes will always be assigned according to the lowest load currently on the node and assuming
the job is not already running on that given node. An example of this would be if two jobs were in the
15

system each requiring half of the nodes in the system. In the standard operation, they would each get
their nodes and run until completion. In the complex mode, however, the jobs would end up running on
all the nodes after reassigning jobs, assuming the jobs do not take up half of each nodes workload when
computing with their maximum amount of nodes. This allows jobs to complete faster than the standard
mode as in most cases, the more nodes the job is provided, the faster it will complete.
The code required to simulate the system was written in C++. Examples of the classes used can be
found in the appendix.
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Results
The results from testing the simulator are presented in this section. The main values used were
gathered from the benchmark running with performance counters. Some values were gathered by
estimating how nodes would perform when a greater number of nodes were available.
The initial tests performed tested a single node’s ability to handle a single large complex benchmark
(class C). Some data taken from this test was used to set a point for a single node being able to handle
no more work. This was possible due to the node only being able to handle the workload part of the
time. Multiple times during testing the system locked up from the inability to handle the work, a single
test took well over three hours to complete on a single node, so the work was set too high for it to
complete.
The other test data had also been taken from the other two types of benchmarks, the A and B test
suites. This was done to give a minimum of three different tests, each on one, two, and four nodes.
This was the minimum amount of data needed to simulate and test the controllers. Without different
tests there would be no way to determine the proper data fit, as doing so involves solving the equation
presented in the Simulation section.
Due to the lack of measurable data, the response of the system was simulated based on an exponential
function that was solved using the data that was available. An example equation is shown in equation 2,
the formula was derived from the data that was gathered on the actual system. Since a lot of data was
unable to be attained, some of the data was generated using this function.
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 = ݕ3.2݁ ି.ଵଷ௫
Equation 2 – Example Equation Used to Simulate the Server's Response When Data is Unavailable.

The graph provided in figure 9 contains an example of the test data and shows how the improvement
based on gaining nodes gradually decreases. As the equation only functions for values greater than two
nodes, the first data point was provided from the actual tests. Since it is an exponential function it will
never reach zero on the y-axis unless x reaches infinity. While this is not exact, and the system should
reach a plateau for when the number of nodes no longer causes a decrease on each nodes instruction
count. Since this plateau is unlikely to be reached with a limited amount of nodes the equation
functions as intended.
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Figure 9 - Example of the Function Used to Simulate the Server's Response.

In order to perform a full test on the simulator, numerous diverse tests were necessary. The tests had
to verify every case that can occur in the system. These included when the queue had jobs needing to
run, to when the system was tasked with only the jobs being run. Cases where jobs are running and
18

allotting remaining nodes also needed testing. In order to test all of these cases, the jobs were added
manually for testing. This allowed all possible situations to be run on their own, or with others while
being fully seen by the user. Doing this allowed for full verification of the simulator.

Simple Mode Tests
The most basic test of the system was running in simple mode with only one job. Verification of this was
simple as once the job was admitted the queue would be empty. This means that all of the nodes would
be assigned to the single job until it finished. Despite being very simple, this test was necessary as it will
occur in every simulation, since one job will always be in the system before the simulation ends. An
example of this can be seen in figure 10.

Figure 10 - First Test Example.

The next test for what the system was how it would handle multiple identical tests. If correctly
operating, all of the jobs would have the same number of nodes, even after distributing additional
nodes to them. Once one job ends, the others should equally grow in node counts, until there is only
one job so it operates like the first tests. An example of this can be seen in figure 11.
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Figure 11 - Second Test Example.

Next, multiple jobs of different types were tested. Like the previous test, jobs would be spread across
nodes; however, in this case the nodes will not be allocated evenly. This is because different job types
have different workload requirements. Therefore, the rate of change from increasing nodes differs
between every job. When jobs end, watching the response is also important, as it should continue to
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adjust based on the different types and node counts. This will continue until all jobs end, which can be
seen in figure 12.

Figure 12 - Third Test Example.

Tests that are more complex were run next; these tests would run multiple cases at different times
based on the queued jobs. Depending on the jobs in the queue and the jobs running, the nodes being
additionally assigned may need to be taken away in order to allow another job to enter the system. At a
different iteration, the previous situations may occur where jobs may need to be given extra nodes.
Overall, this type of test was performed the most and studied in the most detail due to its complexity.
One example of this can be seen in figure 13.
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Figure 13 - Example of Larger Test.

22

In the Background on Admission Control section there was an example given showing the change
happening during each iteration of the simulation. In figure 14 this example is run through the actual
simulator.

Figure 14 - Example of the Test Shown in Background on Admission Control Section.
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Note that there is actually a difference in the output compared to the example provided before. In
figure 14 when the two jobs end at the same time, only one of the jobs that was using ten nodes ends
(at the time it is using twelve nodes). Instead, the job using fourteen nodes ends before the two ten
node jobs. This is verified to be correct because in the previous example, the actual work was not taken
into account, only the amount of nodes and how long the job had been running was analyzed. In reality,
the system would operate as the simulator shows, because at that time, despite having been in the
system longer, the work completed with fourteen nodes was greater than the work completed with
twelve nodes given the amount of iterations each had been in the system. To replicate the example in
the Background on Admission Control section, once all of the jobs have entered at the beginning,
multiple cycles would have to be used up. This would make it so that by the time the fourteen node job
comes in, the two ten node jobs would have much less work to finish since they had been in for many
iterations. Both of these examples are viable since both can actually occur, in a perfect world the
simulator would run in real time so that this issue would not occur, but this was not possible given the
constraints of the project.
The following example is one similar to the last but shows the differences when using different job
types. When different job types are used, the actual nodes will be spread differently and jobs may end
faster than others, this can all be seen figure 15. The age is shown in this example to see how newer
jobs can finish faster depending on their type.
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Figure 15 - Example with Varying Job Types.
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Complex Mode Tests
Testing the complex mode was similar to the simple mode, but many more jobs were needed to fill the
system. As with the simple mode, all of the tests were performed as in the last section; however, as
many jobs as possible had to be included to fill out the system. This included running multiple jobs on a
single node. In order to verify this, the output was monitored to ensure each job did not have two or
more of the same node, as doing so would invalidate the results. This is due to more conflicts existing
with running identical jobs on one node, as there would be delays cause by both jobs trying to access
the same data. With such a large system, it is possible to run many jobs in this simulation mode. Given
this, a large test is not shown in this thesis, as it would be too large to include. A smaller, yet still able to
show what it completes, test is shown in figure 16. This test shows when nodes are already running a
job, priority is given to the least utilized node and more jobs are assigned to it. In the simple mode, not
all of the jobs would be able to be running at once, as they can in the complex mode until all of the
nodes are fully utilized.
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Figure 16 - Example of a Complex Test.
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Summary of Results
The results presented in this section verified the proper operation of the system. Given this, the
simulator presented is a viable form of testing the implementation of admission control on in a server
setting. The simulator shows how jobs can be spread across nodes to increase the systems throughput.
This information can be used to help optimize an actual system, eventually resulting in a hardware
implementation.
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Similar Work
Many papers have been written describing how to optimize a system. They range from hardware to
software implementations and use many different techniques. These techniques range from simple QoS
to complex control schemes. These papers also discuss how to optimize systems in different ways, some
optimize for temperature or power consumption, where as others optimize for maximum throughput
given other restraints. This section will describe some of these papers, giving brief summaries of what
research was done, and showing how it ended up improving the system or meeting a given QoS
requirement.
Similar work has been performed using scheduling in order to balance requests to ensure proper sharing
of the services on a system. This specific implementation was performed using an adaptive controller
that sets workload sharing based on the performance of the system (Karlsson, Zhu, & Karamanolis, An
Adaptive Optimal Controller for Non-Intrusive Performance Differentiation in Computing Services,
2005). Other work has been performed using real workloads to help demonstrate the efficiency of
dynamic provisioning. They use this research to allocate fractions of a server’s resources to determine
the benefit of their fine-grain resource partitioning. They have shown to retain proper security and
improve their systems when using their fine-grain resource partitioning (Chandra, Goyal, & Shenoy).
Work has also been performed to look forward to see what can be done in future data centers and the
like to improve resource management. Automatic capacity and workload management would be able to
improve the use of data center resources while reducing lower level violation for higher priority
applications (Zhu, et al.).
Research has also been performed on implementing controllers into systems to improve various aspects
of the system. The basis for testing this theory was performed using a dynamic scheduler that enforces
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certain goals in a 3-tier system and controlling the number of blades assigned to certain workloads to
meet performance goals, similar to what was done in this thesis. This testing was performed as a proof
of concept to address the different challenges that would be imposed by designing such systems
(Karamanolis, Karlsson, & Zhu). Adaptive resource control has also been tested as a way to dynamically
adjust resource sharing to certain tiers in order to reach application-level QoS goals. This
implementation also attempts to achieve high utilization; it was implemented using control theory’s
black-box modeling, which attempts to control an unknown entity based only on its inputs and outputs.
This research achieved high utilization while still meeting QoS goals regardless of the different demands
in the system (Padala, et al., 2007).
Other approaches exist such as software-only solutions that run on a network, such as an online
feedback loop that uses an adaptive controller to throttle storage requests to provide throughput that
can be shared among different tasks. This approach also uses the black-box model and uses a feedback
control loop to handle the adaptation needed to handle changes in the system. Using the network
implementation allows for the controller to be distributed so that in overload conditions it can still be
available (Karlsson, Karamanolis, & Zhu, Triage: Performance Differentiation for Storage Systems Using
Adaptive Control, 2005). Several papers use partitioning of resources to improve system performance,
one such paper uses control theory in the shared cache on chip multiprocessors. The goal of this is to
partition the cache in order to maximize speedup or service. The work performed showed that utilizing
adaptive feedback achieved minimal impact on the system but improved the speedup of the system
(Srikantaiah, Kandemir, & Wang, 2009). Similar to the previous approach, work has been performed to
prevent certain scenarios from occurring such as multiple applications accessing off-chip bandwidth at
the same time. This approach partitions the cache and attempts to avoid multiple access of the off-chip
memory bandwidth using an iterative approach that updates the system based on feedback from the
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bandwidth. It has proven to increase system performance greater than current cache management
schemes (Srikantaiah & Kandemir, 2010).
Improving current frameworks is another approach that is used in an attempt to improve a system. One
such approach implements a scheduling framework that is built on top of a storage utility. This
approach is intended to reach certain latency and throughput requirements without needing a large
amount of knowledge regarding the actual storage unit (Zhang, Sivasubramaniam, Wang, Riska, &
Riedel, 2006). Improving throughput in memory can always greatly improve a systems performance.
This is also performed in scheduling where utilization is important for disk resources. Schedulers have
been specially designed in order to meet certain application needs which other schedulers cannot
outperform (Povzner, Kaldeway, Brandt, Golding, Wong, & Maltzahn, 2008).
Monitoring power and temperature can be used to improve a systems operation. Most data centers
lack fine-grained heat monitoring, so one paper looked into creating a sensor net to monitor the thermal
readings. Using a sensor net to perform this task would help improve cooling in data centers as jobs
could be limited to the cooler systems (Liu, Liang, Priyantha, Wang, Zhao, & James, 2008). Similar to this
work, another project focused on using on board and ambient sensors to collect information such as
temperature, power consumption, and current load. This data can be used with a control algorithm to
achieve more throughput, lower temperatures, and lower power consumption (Gupta, Varsamopoulos,
Tang, Mukherjee, Banerjee, & Jones, 2008).
Methods for managing power consumption are readily used; one such method is based on Renewal
theory to guarantee optimal results on a large scale. A fast optimization method to run faster than
previous approaches while still having the accuracy in power management was designed. This was
tested on multiple networks-on-chips that showed energy savings while maintaining a set QoS (Simunic,
Boyd, & Glynn, January 2004). Energy-aware load dispatching was designed for networks. The servers
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running real data were used with a specially designed provisioning and load dispatching algorithms.
These were compared to show that energy savings were possible given sufficient algorithms without
decreasing the systems performance (Chen, et al., 2008). Thermal-aware and energy saving scheduling
can help place jobs so that both energy and temperature can be decreased. Multiple techniques were
used and all of which improved energy savings, thus leading to lower thermal numbers (Mukherjee,
Banerjee, Varsamopoulos, Gupta, & Rungta). Other research has focused on pro-actively controlling the
temperature of a system’s cores, allowing for lower power consumption while still meeting performance
constraints (Murali, et al., 2008). Adapting to the power needs is a very useful application, one such
paper was written describing a power controller that shifts power among servers based on their needs.
This also controlled the total power of the system, and was shown to outperform other controllers by
allowing for performance and accurate power control (Wang & Chen, 2008).
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Future Work
With the limited scope of this project, the work done still has room to be expanded into a larger more
complex simulator, or even a physical implementation. The work presented in this thesis did provided a
solid basis for future extensions of this research topic. Extending the work in this thesis could be
performed in many different ways.
One extension would be real-time operations, where once jobs are entered the user would start the
simulator and watch its progress. In this way, the jobs would not only be allocated properly, but they
would run until a job properly completes. In the current code, jobs are ended manually by the user
deciding which job needs to end. This allowed for more precise control, therefore it has a purpose;
however, a more realistic process would be to have the jobs end on their own when they finish properly.
It would also be beneficial to make the nodes thermal or power aware, so that priority is given to use
less power or create less heat. This is very useful today with a large amount of research being put into
reducing power consumptions in large systems such as clusters. With the priority given to power or
temperature, the nodes would be used in a different pattern and some cases would result in not utilizing
all of the available nodes. This would happen if the temperature or power was set so low that not all
the nodes could be used; thus, resulting in reduced throughput but guaranteeing that the temperature
or power settings would hold for the system.
Another possible extension would be to create a program on the head node of the server. This program
would handle allocating the actual jobs on the system, thus allowing a physical implementation. With
this implementation, actual jobs could be tested on the real system. This testing would add more depth
to the work already performed.
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Lastly, a hardware implementation, similar to work done in the past could be performed (Yum, Kim, Das,
Yousif, & Duato, 2002). Doing this with the software above would provide full control over the jobs in
the system. This would provide the most optimal implementation of the system. With full control,
every job could be spread across the nodes evenly while still being fully monitored by the head node
and the built-in hardware. This would allow the system to provide the highest throughput possible using
an admission control scheme.
These expansions would be able to provide future work to be performed while using this thesis as a
basis. Performing these expansions would allow the work to be used in a real system and thus be a
viable form of increasing a systems throughput.
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Appendix
class Node {
int Number; //Nodes name in integer form
double maxLoad; //The maximum work the node can perform
double curLoad; //The current load on the node
public:
Node(int, double); //Default constructor
int getNode(); //Returns the node name
double availableLoad(); //Returns the remaining load (maxLoad - curLoad)
int returnLoad(double); //Returns some of the load, used when a job ends
int takeLoad(double); //Takes some of the nodes load, used when a job starts
};

class Job {
char jobType; //Holds the Type of Job A, B, or C
int minNodes; //The minimum amount of nodes a job requires
int curNodes; //The current amount of nodes a job has
std::list<int> liveNodes; //List of nodes which this job is currently running on
double age; //How many iteration the job has been in the queue
public:
Job(char, int); //Default constructor
char getType(); //Returns the job type
int getCurNodes(); //Returns the current nodes a job is using
int getMinNodes(); //Returns the minimum nodes a job needs
int giveNodes(int); //Give the job more nodes
int takeNodes(int); //Take back nodes from the job
bool usingNode(int); //See if a given node is currently being used by the job
int giveSpecNode(int); //Give the job a specific node
int takeSpecNode(int); //Take back a specific node
double getAge(); //Return the current age
void upAge(); //Increase the age
std::list<int> getSpecNodes(); //Return the list of nodes
};
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