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Abstract

The Internet is a critical communications infrastructure servicing billions of
end-users world-wide. Due to its large scale and increasing complexity, many
weaknesses have been discovered. For example, several exist in its policy-based
inter-domain routing protocol BGP. Accordingly, solutions have been proposed,
but few have experienced widespread adoption. Assuming most have merit, why
are these solutions not being deployed? It is thought that unacceptable tradeoffs
between field-based testing, performance gains, risk, cost, and necessity has led
to a development/deployment impasse. To resolve this deadlock and incentivize
deployments that address known Internet issues, two alternatives to large-scale
field-based testing are promoted.
Performance and validation assessment of BGP, a policy-based path-vector
routing protocol, is difficult. Its testing methodologies have limited credibility
due to small experimental scales and/or insufficient modeling support (e.g., lack
of routing policy). To address these limitations, two new testing techniques are
proposed herein. The first technique models a policy-based path-vector routing
protocol using a group theoretic structure called a path algebra. This provides
an algebraic framework which supports the use of Jacobi iteration to solve for an
experimental topology’s steady-state routing tables. This technique is called the
AS Path Solver (where AS denotes an autonomous system). The AS Path Solver’s
output routing tables can be used to expose connectivity or traffic engineering
problems caused by the routing protocol, network topology, and/or routing policy.
It also possesses a straightforward algorithmic form which should be less difficult
to implement than that needed for discrete-event network simulation.
However, the AS Path Solver does not demonstrate the interactions between
a path-vector routing protocol and other network activities (i.e., data transport
protocols, application traffic). As such, a second technique is proposed to lower
the resource consumption (i.e., memory and run-time) required by discrete-event
iii

network simulation of policy-based path-vector routing protocols. This technique
is called the Scale-Down Transformation. Developed using Thevenin equivalence,
Gaussian elimination, and several heuristics, the Scale-Down Transformation
produces a modified network topology model that is reduced in its number of
ASs. This reduction can lead to more efficient simulation in terms of lower runtime and memory usage. The Scale-Down Transformation also preserves several
characteristics (e.g., length) of the path vectors stored in the simulated routing
tables. It follows that simulated traffic flows entering/exiting the ASs are preserved
over the topology reduction. Such scaled-down modeling can decompose large-scale
experimentation into more manageable sub-experiments.
To determine if these two proposed techniques have practical use, their runtime and memory usage are measured over network topologies ranging in scale from
tens to thousands of ASs. The AS Path Solver shows gains of at least a magnitude
relative to discrete-event network simulation. The Scale-Down Transformation also
has some gains, however, its gains can be dependent on certain characteristics of
the topology reduction (e.g., removal of ASs having a minimal number of connected
neighbors). In terms of fidelity, the Scale-Down Transformation’s routing tables
will contain a lesser number of path vectors than full-scale network simulation (or
equivalently the AS Path Solver); however, neither technique exhibits path vector
loss associated with the data forwarding operation. This is demonstrated via an
example scale-down testing methodology which recreates and measures the spread
of a large-scale Multiple Origin Autonomous System (i.e., MOAS) conflict over a
network topology containing several thousands ASs.
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Chapter

1

Introduction
1.1

A Need for Better Testing

The Internet is a global computer network formed through the interconnection
of thousands of smaller networks. Many end users depend on the Internet for
information services (e.g., news, email, Internet advertising, and e-commerce).
Users expect the Internet to be reliable and have tolerable latency. However,
the Internet can exhibit intermittent connectivity issues resulting in poor rates
of information transfer, user dissatisfaction or economic losses.

Such service

disruptions are undesirable for low latency applications, such as video conferencing
or voice, and may limit their market acceptance. More of a concern is when
Internet service disruptions become widespread. One notable example occurred
in April 1997 when a large number of Internet users located along the U.S. East
Coast became isolated for several hours [82]. This particular service disruption was
not caused by physical failures (e.g., fiber cuts or power outages) but rather by a
design weakness in one of the Internet’s network protocols, specifically, the Border
Gateway Protocol (BGP) [78]. Of concern is that this design weakness still exists
more than five years after causing a significant widespread service disruption.
BGP is a path-vector routing protocol which defines the network paths
that Internet data follows between sources and destinations. These paths are
defined as sequences of independent networking domains or autonomous systems
(ASs). Example ASs include large carriers (e.g., AT&T), medium-sized university
networks (e.g., PSU), multinational corporations (e.g., IBM), and smaller Internet
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AS 7
> 1.0.0.0 : 4 1
1.0.0.0 : 5 3 1
> 2.0.0.0 : 4 1
2.0.0.0 : 5 3 1
> 3.0.0.0 : 4 2

AS7

AS 5
> 1.0.0.0 : 3 1
1.0.0.0 : 7 4 1
> 2.0.0.0 : 3 1
2.0.0.0 : 7 4 1
> 3.0.0.0 : 7 4 2
AS 3
> 1.0.0.0 : 1
> 2.0.0.0 : 1
> 3.0.0.0 : 5 7 4 2

AS5

AS3

AS6
AS 6
> 1.0.0.0 : 4 1
1.0.0.0 : 5 3 1
1.0.0.0 : 7 4 1
> 2.0.0.0 : 4 1
2.0.0.0 : 5 3 1
2.0.0.0 : 7 4 1
> 3.0.0.0 : 4 2

AS 1
> 1.0.0.0 : > 2.0.0.0 : > 3.0.0.0 : 2
3.0.0.0 : 4 2
3.0.0.0 : 3 5 7 4 2

Example
Traffic flow

Tier I

AS1

AS4

AS2

AS 4
> 1.0.0.0 : 1
> 2.0.0.0 : 1
> 3.0.0.0 : 2

AS 2
> 1.0.0.0 : 1
1.0.0.0 : 4 1
> 2.0.0.0 : 1
2.0.0.0 : 4 1
> 3.0.0.0 : -

Tier 2

Edge

Originating
Networks
1.0.0.0/8
Network 1

2.0.0.0/8
Network 2

3.0.0.0/8
Network 3

(a) Original Network

Tier I
AS5
> 1.0.0.0 : 1 1
> 2.0.0.0 : 1 1
> 3.0.0.0 : 2 2 2

AS6

AS5

AS1
> 1.0.0.0 : > 2.0.0.0 : > 3.0.0.0 : 2
3.0.0.0 : 5 5 2 2 2

AS1

AS6
> 1.0.0.0 : 1 1
1.0.0.0 : 5 1 1
> 2.0.0.0 : 1 1
2.0.0.0 : 5 1 1
> 3.0.0.0 : 2 2

AS2

AS2
> 1.0.0.0 : 1
> 2.0.0.0 : 1
> 3.0.0.0 : -

Example
Traffic flow

Tier 2

Edge

Originating
Networks
1.0.0.0/8
Network 1

2.0.0.0/8
Network 2

3.0.0.0/8
Network 3

(b) Scaled-Down Network

Figure 1.1: Inter-Domain Networks
service providers (e.g., AOL). BGP’s sequences of ASs, termed path vectors or
AS paths, do not reference networking elements interior to traversed ASs. This
macroscopic view, termed inter-domain, is a more compact and scalable description
of paths through large-scale networks such as the Internet.
Figure 1.1a shows an example of a simple inter-domain network containing
several ASs (which are illustrated as router icons). At each AS, a (routing) table
is shown whose entries are path vectors (i.e., sequences of ASs or AS paths) that
can be followed to reach specific addressed destinations. The table row prefixed by
the greater than sign (>) indicates the entry currently used to direct data to the
associated destination. For example, entry ‘>3.0.0.0: 7 4 2’ in AS5’s routing table
states that data at AS5 will follow path vector 7 4 2 (i.e., visit AS7, AS4, and
AS2) to reach the destinations addressed as 3.0.0.0. In general, the path vectors
in every AS routing table are determined by a path-vector routing protocol (e.g.,
BGP).
Since 1989, the Internet has used BGP to develop its inter-domain routing
paths (i.e., path vectors). However, BGP has been shown to have many weaknesses
[26], such as slow development of stable path vectors (i.e., slow convergence) [51],
security weaknesses [62], and persistent path vector instability (i.e., policy-induced
oscillation) [95]. Specifically, the root cause of the April 1997 U.S. East Cost
Internet outage was misconfiguration of BGP in a single AS [6]. Such issues are
inherent to the protocol’s design. Others are caused by forces external to the
BGP protocol. For example, the high traffic load created by an Internet worm is

3
thought to be capable of overwhelming BGP routers and result in their failure [22].
Subsequently, the remaining BGP routers will re-direct traffic around the failures.
However, failed routers may later be restored. The reapplication of the worm’s
heavy traffic loads may again cause such routers to fail. Repetition of this sporadic
participation results in path vector instabilities (i.e., route flap) which can lead to a
large number of Internet destinations to become intermittently unreachable. This
behavior was observed during the spread of the “Slammer”, “Code Redv2”, and
“Nimbda” worms [53, 22] and may have indirectly affected more global users than
the worm infection itself.
Accordingly, BGP has received substantial research efforts to lower its convergence time [72, 7, 71, 39] and reduce its (policy-induced) instabilities [96, 60, 24,
35, 90, 52, 102]. Even a complete replacement for BGP has been proposed [36].
Yet, no such proposed research has appeared as a technical change in BGP’s latest
2006 protocol specification [78] or has been embraced by a leading networking
equipment manufacturer [19, 20]. Instead, diligent network operators appear to
act as a “human-in-the-loop” to monitor, identify, react, and repair BGP related
problems (see survey results in [27]).
The Internet has evolved into a commercialized network composed of many independently and competitively minded ASs. Most ASs have strategies for revenue
generation [43] to support their network’s construction, operation, maintenance,
equipment and personnel costs. These strategies are typically implemented by
routing policy (discussed later in Sections 2.3.2 and 7.1) which increases the
probability of policy-induced BGP routing instabilities. It is reasonable to assume
that as ASs grow larger, service more customers, and implement more complex
routing policies, frequent maintenance of BGP via its network operators will
become more expensive such that new technology becomes compelling. However,
given the profit-driven nature of the ASs, any new technological advancement will
only be put into service in limited quantities to offset high purchase, installation,
and maintenance costs. But this practice of incremental deployment can also
cause the AS’s networking infrastructure to become more heterogeneous in its
deployed technologies. Naturally, concerns regarding equipment compatibility and
networking stability raise the risk of service disruptions after deployment. For
example, the recommended parameter settings to help stabilize BGP’s path vectors

4
(i.e., route flap dampening) were previously chosen after satisfying the ‘working
smoothly in his environment’ testing criteria [66]. Subsequent recommendations
now call for disabling of all route flap dampening settings due to increased
convergence time [83]. Such missteps can impact users and waste efforts at the
profit-driven ASs. As such, the deployment of new networking technology and its
in situ validation and performance assessment may no longer be actively pursued
by the ASs. However, by holding back deployment of new technologies, existing
BGP problems may not be addressed and could possibly become exacerbated with
the future increases in the Internet’s size and usage.
In general, testing of networking technology is difficult. A. Tanenbaum stated
that
“Unfortunately, understanding network performance is more of an art
than a science. There is little underlying theory that is actually of any
use in practice. The best we can do is give rules of thumb gained from
hard experience and present examples taken from the real world.”
–A.S. Tanenbaum, “Computer Networks”, 3rd Ed., Prentice Hall, 1996,
p. 555,556.
This statement conveys the belief that in order to measure any operational aspect
of some networking technology, one must create a representative situation in an
operational setting. In past decades, new Internet research ideas were readily
deployed and field tested. Then, the Internet was much smaller and deployments
were less costly. The Internet was also largely built, operated, maintained, and used
by the research community. Any disruption or degradation of service introduced
by field testing was more tolerable. Now, testing as an operational activity must
align with the business goals of the Internet ASs and their customers (e.g., content
providers and end-users). This can create a circular dependency: the profit-minded
ASs strongly prefer incremental deployment of technology, which is only initiated
based on positive performance/assessment from previous testing, which is only
perceived as credible if obtained from a large-scale deployment, which required
initial deployment by the ASs. To break this circular dependency, testing via
large-scale field deployments should be replaced with credible, off-line networking
testing.

5

1.2

Limitations of Existing Testing Methodologies

Table 1.1 shows off-line testing conditions and methodologies for several BGP
research efforts. The first observation is that most off-line testing is performed on
networks containing only tens of ASs. However, BGP’s typical operational setting
is within a network composed of tens of thousands of ASs1 . Also, each AS should
be assumed to implement some routing policy to support their business strategies
(discussed later in Section 7.1). Yet routing policy is rarely included as a testing
condition. For example, the research reported in [71, 7, 72, 102] did not account
for routing policies. In general, such BGP testing conditions are not representative
of an Internet deployment setting and may be affecting the ASs’s risk assessment
of potential solutions to known problems. To incentivize AS acceptance, off-line
testing needs to be performed over appropriate deployment conditions.
Another observation is that a single off-line testing methodology is not favored
but rather a mixed variety of approaches exist (e.g., analytical analysis, laboratory
testbeds, network simulation, and use of measurement data). There appears to be
no standard testing methodology. This is most likely due to each methodology
having specific limitations which affects either the credibility of its results or its
scope of usefulness. Several of these limitations are now discussed.
• Analytic Modeling of the BGP path-vector routing protocol has been
generally based on the Simple Path Vector Protocol (SPVP) combinatorial
model [38].

When this model attempts to include routing policy, it is

generally computationally infeasible to decide whether the routing policies
will lead to protocol convergence (i.e., complete set of steady-state routing
tables computed by the routing protocol) [41]. Therefore, when attempting
to develop some analytic performance bounds it is inferred that routing policy
could not be considered. However, such simplifications may not be justified
and may lead to inaccurate results. For example, BGP-RCN [72] derived
analytic bounds for network-wide convergence time that was dependent on
the network’s number of ASs and its topological diameter (i.e., longest of
1

In October 2007, the Internet was estimated to have over 26,000 worldwide ASs [44].
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Other

Improve Security

Reduce Convergence
Time

Research Effort

Test
Method

BGP Consistency
Assertions [71]

FNIISC[74] and
CAIRN[1] testbeds
SSFNET
simulator

BGP Ghost
Flushing [7]

Testing Conditions
Number
Policy
of ASs
8, 20

None

60

Yes

Internal
simulator

20, 375

None

BGP Root Cause
Notification [72]

Analytical (SPVP)
SSFNET
simulator

32, 110

None

PHAS - Prefix
Hijack Detection [52]

Six months of
BGP log data

-

Implied

Listen &
Whisper [90]

Forty days of
BGP log data

-

Implied

Invalid Routing
Announcement
Detection [102]

SSFNET
simulator

25, 46, 63

None

Routing Control
Platform [9]

One day of
BGP log data

-

Implied

Table 1.1: Off-line Testing Characteristics of BGP Research Efforts
all shortest network paths). Since Internet routing policies often override
shortest path usage resulting in inflated network path lengths [29, 92], the
analytically derived bounds may not reflect that of a deployment setting
(e.g., ASs implementing routing policy).
• Although realistic, logged measurement data cannot be easily used for all
types of testing. For example, establishing hypothetical or rare events in
measurement data is difficult due to the inability to either acquire or generate
sufficient quantities of measurement data. The former is commonly caused
by network access or data storage limitations, whereas the latter is due
to the exclusivity of the individual ASs. Lacking control capabilities, this
testing approach also does not allow the technology under test to interact
with the recorded measurement data, thus resulting in an open-loop testing
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system. Since routing is a distributed network operation which adapts to
network conditions (e.g., re-routing around failures), certain types of off-line
testing (e.g., BGP convergence time testing in Table 1.1) rarely or never use
measurement data.
• Networking Testbeds facilitate realistic testing by emulating ASs and their
interconnections using various hardware components (e.g., ethernet switches,
PCs). However, the experimental scale is limited by the testbed’s computing
and networking resources. Typically, the experiment’s scale is limited to at
most a few hundred ASs. For example, the efforts in Table 1.1 that used
testbed deployments (e.g., [71]) only allowed for experiments containing tens
of ASs. It is impractical for laboratory testbeds to reach Internet deployment
scales.
• Discrete-event network simulation artificially recreates the operations of
a network in software.

However at large-scales, discrete-event network

simulation is time and resource consuming [64].

The more ASs being

simulated, the more computational time and effort that is required. Also, the
more networking elements that participate in routing (e.g., routers or ASs),
the larger the simulation’s memory needs. Nicol et al. [63] estimated on the
order of 10Gb memory is needed for a network simulation having routing
tables which contain 10,000 path vectors2 . Due to such memory demands,
the SSFNET simulator was estimated to support only a few hundred ASs
[23]. This bound is seen to hold for the research efforts [71, 72, 102] listed in
Table 1.1.

1.3

Statement of Purpose :

Testing of Path-

Vector Routing Protocols at Large-Scale
New networking research is frequently proposed to address open problems with
the path-vector routing protocol BGP. However, deployment of such new research
is unlikely since its ability to mitigate issues under appropriate realistic test
2

Assumes 1000 bytes per AS path is required.
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conditions may not be sufficiently demonstrated. This development/deployment
impasse is thought to be the result of a circular dependency (see Section 1.1).
To break this circular dependency, field deployment based testing is suggested
to be replaced by credible, off-line testing. To this end, this thesis focuses on
decreasing the limitations associated with large-scale, off-line testing of a pathvector routing protocol. Specifically, this work develops and evaluates two new
testing techniques. Both are software based such that any performance benefit
obtained may be amplified over time as computing resources become more powerful
and decrease in cost.
The first technique proposes the use of a classical, linear systems iterative
technique (e.g., Jacobi iteration) to solve for a set of steady-state routing tables.
These routing tables are produced by a path-vector routing protocol over a given
network topology with routing policy. This technique is called the “AS Path
Solver”. By evaluating the routing tables (e.g., see Figure 1.1) produced by the AS
Path Solver, off-line testing can determine the existence or extent of connectivity
issues (which lead to Internet outages), as well as traffic engineering induced
congestion. Either can be caused by the interactions between the path-vector
routing protocol, the underlying topology, and routing policy.
The AS Path Solver is developed from group theoretic approaches (called path
algebras) which have been previously used to solve common path problems (e.g.,
shortest graph paths [34], path enumeration [16]). More recently, such approaches
have been used to analyze BGP’s stability due to routing policy [86] and in the
development of high-level languages to describe new inter-domain routing protocols
[37]. However, no previous work has attempted to use path algebras to determine
the steady state routing tables calculated by a path-vector routing protocol (e.g.,
BGP). Based on a classical algorithm (i.e., Jacobi iteration) and binary operations,
the AS Path Solver is expected to be less computationally intensive than discreteevent network simulation and simpler to implement.
However, the AS Path Solver does not capture the transient dynamics of the
path-vector routing protocol nor its behavior in the presence of other network
protocols/applications. This prevents the use of the AS Path Solver for certain
types of testing (e.g., Internet worm induced path vector instabilities).

For

evaluating interactions between data flows and a path-vector routing protocol,
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a discrete-event network simulator (e.g., ns2 [65], SSFNET [88]) can combine its
many protocol3 and application models to produce such complex, heterogeneous
networking experiments. Therefore, a second technique is proposed to address
the high memory consumption experienced by large-scale discrete-event network
simulators.
This second technique, called the Scale-Down Transformation, will reduce
the size of a networking experiment’s topology before simulation, which in turn,
should reduce the memory required by the simulation. As this transformation
will be performed independently and before simulation, no modification to the
chosen network simulation tool (e.g., ns2) will be required.

The Scale-Down

Transformation is developed from simplification methods common in electrical
circuit analysis. This reasoning follows from the analogous relationship between
computer networks and electrical circuits: (network) data flow is to a network
topology as (electrical) current flow is to an electrical circuit. One well-known
simplification concept is that of Thevenin equivalence where, under certain
conditions, a section of a circuit can be replaced by a reduced size circuit without
affecting the circuit’s operation [18].

In general, simplification via Thevenin

equivalent circuits reduces some scale aspect of the electrical circuit (e.g., number
of components, current branches, or voltage nodes) and generally facilitates easier
analysis. Such topological reduction is hypothesized to lead to memory savings
during discrete-event network simulation of the path-vector routing protocol.
As an example, Figure 1.1b shows a scaled-down network that has been
obtained from Figure 1.1a through removal of autonomous systems AS3, AS4,
and AS7. Based on Thevenin equivalence, the net traffic flows in and out of the
ASs will be equivalent. For example, in Figure 1.1a, data at AS5 will follow path
vector 7 4 2 (i.e., visit AS7, AS4, and AS2) to reach destination 3.0.0.0 (i.e.,
Network 3). In the scaled-down model of Figure 1.1b, data at AS5 would follow
the path 2 2 2 (i.e., only visit AS2) to reach 3.0.0.0. Clearly, the amount of traffic
entering AS2, sourced from AS5, remains preserved. Any amount of traffic flow
sourced from AS5, passing through AS7, AS4, and AS2 toward 3.0.0.0 (in Figure
1.1a) remains unchanged over the topology reduction (in Figure 1.1b). In slightly
3

Note most routing protocol models provided by publicly available network simulation tools
(e.g., ns2, SSFNET) support routing policy.
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different terms, the scaled-down path vectors have also been preserved. Here, the
original path vector 7 4 2 and scaled-down path vector 2 2 2 have the same length
and visit the same ASs, subject to the ASs being present in both network models.
Together, the AS Path Solver and Scale-Down Transformation may provide
the ability to test various characteristics of path-vector routing protocols at larger
scales and under routing policy. This would be a useful step to help assess the
credibility of both recent and future BGP research efforts.

1.4

Limitations, Assumptions, and Modeling Simplifications

The Internet includes many heterogeneous networking technologies. Modeling all
its aspects is intractable [70]. Therefore, several assumptions and simplifications
are used. Ideally, internal AS details do not affect the development of path vectors
as path vectors do not reference those networking elements internal to the ASs.
Therefore each AS will be modeled as a single router node. However, a single
router abstraction of an AS also implies that certain network functionality cannot
be present. In practice, the interior structure of the ASs can be an inter-connection
of tens to several thousand routers. ASs modeled without such internal network
structure will not require interior routing mechanisms (e.g., OSPF, RIP, iBGP,
route reflection [78, 89]). Any evaluation of these interior routing mechanisms and
their problematic interactions with BGP (e.g., forwarding loops) [40, 26] cannot
be supported.
This thesis assumes the availability of network topologies and the specification
of routing policy for input to the AS Path Solver and Scale-Down Transformation.
However, the Internet’s topology is not completely known. The most well-known
techniques for creating Internet topologies are subject to several inaccuracies [17].
Similarly, realistic routing policies are considered proprietary (by the ASs) and
therefore not generally available. Common practice in the research literature is to
assume a small number of specific routing policies which guarantee routing protocol
convergence [31]. This has been supported by analysis of Internet measurement
data which indicated that these stable routing policies are commonly followed
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[97]. As such, this thesis does not attempt to identify or mitigate inaccuracies
associated with input Internet topologies or routing policy. Furthermore, although
in practice the Internet’s topology can change (due to addition/deletion of ASs and
their interconnecting links), input topologies and routing policy specifications will
be considered static. These restrictions are necessary to provide time invariance
to support Jacobi iteration and Thevenin equivalence associated with the AS Path
Solver and Scale-Down Transformation respectively.
Underlying both techniques is a mathematical framework based on path
algebras. Most often, path algebras have been used to solve path problems on
simple4 graphs (e.g., [16, 34]). As such, modeling of multiple interconnections
between ASs using a path algebra would require extension of previously established
work. Furthermore, as will be seen later in Chapter 4, the modeling of a pathvector routing protocol on a simple graph via path algebras requires non-trivial
efforts. Therefore, only single topological interconnections between ASs will be
supported. However, the simple graph assumption implies certain features of BGP
(e.g., multi-exit discriminator attribute) cannot be currently supported. Together,
the simple graph and single AS router node simplifications imply only a subset
of BGP’s functionality can be supported within this thesis. Specifically, only the
basic mechanisms of a path-vector routing protocol (see Chapter 2) and that of
stable routing policies (see Chapter 7) are supported herein.
Lastly, the Scale-Down Transformation will not attempt to preserve any performance characteristics of data traffic flows (e.g., propagation delay, bandwidth, or
packet loss probability). Other work has previously addressed this topic [67, 73].
In contrast, the Scale-Down Transformation will preserve various properties of the
path-vector routing protocol (e.g., path vector length, path ordering) which, in
turn, preserves the net traffic flows in/out of the ASs (as discussed in Section 1.3
regarding Figure 1.1).

1.5

Thesis Outline

The AS Path Solver and Scale-Down Transformation are proposed to facilitate
testing of path-vector routing protocols over large scale network topologies with
4

No multiple edges.
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routing policy. This hypothesis is explored as follows. In Chapter 2, background is
provided on two Internet networking operations: data forwarding and path-vector
routing. Specifically, the concepts of hop-by-hop forwarding, in-trees, routing
protocol messaging, forwarding path selection, and routing policy are discussed.
Chapter 3 follows with a review of previous techniques used to simulate the
BGP routing protocol at large scales. Both the AS Path Solver and the ScaleDown Transformation are derived from the success of several of these previous
works.

Chapter 4 introduces path algebras and reviews their usage to solve

the path enumeration problem via Jacobi iteration. This chapter also derives
a formulation such that a set of routing tables produced by a path-vector routing
protocol can be found for a given network topology. This new formulation requires
definition and validation of new binary operators associated with the path algebra.
Solving this formulation is the AS Path Solver. Chapter 5 then develops the
Scale-Down Transformation to reduce input network topologies such that memory
required by discrete-event network simulation would be lower. This transformation
will be implemented through a combination of Gaussian elimination and several
heuristics. Chapter 6 shows the results from series of experiments which assess
both techniques’ performance (i.e., run-time and memory usage) and fidelity (i.e.,
accuracy of path vector calculations). The experiments are conducted over a wide
range of network scales, from tens to thousands of ASs. Included is discussion
which highlights performance successes and shortcomings. Chapter 7 describes
how the path algebraic framework developed for the AS Path Solver (in Chapter
4) can be extended to include routing policy. Chapter 8 demonstrates the ScaleDown Transformation in a hypothetical large-scale testing situation: recreating
and evaluating a BGP prefix hijacking issue (i.e., MOAS). Chapter 9 summarizes
this thesis’s contributions and discusses avenues of future work.

Chapter

2

Background
In this chapter, various networking terminology, notation, and concepts are
reviewed to support the development of the AS Path Solver and Scale-Down
Transformation (in Chapter 4 and 5 respectively). Specifically, the basic operation
of Internet data transport is covered as well as the setup of this data movement by
the mechanisms of a path-vector routing protocol. The latter includes discussion
regarding path vector development via routing protocol messaging, storage in
routing tables, routing policy operations, path vector ranking, and forwarding
path selection.

2.1

Hop-by-Hop Data Forwarding

A fundamental operation of computer networks is the transport of user data (e.g.,
web pages, email) between two addressed nodes. In the Internet, this data typically
is transported using a hop-by-hop packet forwarding mechanism. Data is tagged
with its destination address, then moved (or forwarded) between neighboring
networking nodes (via interconnection links) in such a way, that in general, the
data moves closer to its addressed destination. This activity is called hop-by-hop
forwarding. In particular, at every node, the data’s attached address is evaluated
to determine which node will be visited next en route to the destination. This
process is called a forwarding decision. At any node, its forwarding decisions
defines a one-to-one correspondence between the data’s destination address and its
next-hop neighbor. Aggregating these local forwarding decisions between source
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and destination nodes, data is forwarded along a single network path.
Due to the large scale and dense connectivity of the Internet’s topology [69],
there are many possible network paths between source and destination nodes. For
a small sized network, these network paths can be specified manually, however,
for networks containing many networking nodes (e.g., the Internet), this is not
practical. Instead, a network routing protocol is used. A routing protocol defines a
set of message formats, exchange procedures, and processing rules for the dynamic
definition of network paths to addressed destinations.
For discussion of routing protocols, the following definitions are used. The
underlying network topology is viewed as a simple, weighted graph G(V, E) with
V and E being sets of vertices (i.e., nodes) and edges (i.e., links) respectively.
Every edge (vi , vj ) ∈ E between vertices vi , vj ∈ V is assigned an edge weight
w(vi ,vj ) . A path p from vertex vi to vertex vj is defined as an ordered list of l
connected edges (vi , vk ), (vk , vk2 ), · · · , (vkl−1 , vj ). As there may be many different
paths p between vertices vi and vj , p{vi ,vj } will denote a set of such paths. Set P
will denote the set of path sets p{vi ,vj } for all vertices vi , vj in graph G.
A routing protocol has two functions. The first is to compute the set P and the
second is to determine a single path p ∈ p{vi ,vj } that is considered optimal or “best”
in some sense (e.g., the shortest or least used). At vertex vi , this path p defines
the unique forwarding neighbor vertex vk to use to reach addressed destinations
associated with vertex vj . The set of all p ∈ p{vi ,vj } for all vertices vi , vj will be
denoted as P . Clearly, P ⊆ P .

2.2

In-Trees

To support hop-by-hop forwarding, the set P must combine to form an in-tree
rooted at any destination vj . In-trees are subgraphs of G that have the following
properties [86]:
P1. the root vertex vj has no out-neighbors1 ,
P2. all in-tree vertices vi 6= vj have one and only one out-neighbor, and
1

For any vertex v, out-neighbors are all those vertices incident by edges leaving vertex v.
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Figure 2.1: In-Tree Rooted at Vertex 1

P3. there is an elementary2 path, composed of only in-tree edges, from all in-tree
vertices vi to the root vertex vj .
These properties can be seen in the example in-tree shown in Figure 2.1. Property
P1 and P3 imply that data following the paths composing the in-tree is acyclic
(i.e., loop-free). If this was not the case, data may be forwarded along some
path loop indefinitely and never reach destination vertex vj . P2 implies that
data present at any in-tree vertex vi , whether generated locally or received from a
neighboring vertex, is forwarded to one and only one neighboring vertex en route
to vertex vj . This property is consistent with hop-by-hop forwarding where at the
most one neighboring vertex is used for data forwarding based on a destination
address evaluation.
There are two common approaches used by routing protocols to define a set
of paths that can combine to form an in-tree. One approach calculates at every
vertex vi the outgoing direction of a shortest path to vertex vj . Such shortest
paths are acyclic [4] and definition of only one forwarding direction (i.e., path)
implies that the vertex vi has only one out-neighbor. Lastly, as the shortest path
at destination vertex vj has zero length, all in-tree properties are met. The second
approach systemically enumerates the paths in set P from which is selected a
subset of paths P that would form an in-tree. These two approaches are called
distance-vector and path-vector routing respectively. Due to its limited use for
Internet inter-domain routing, distance-vector routing will not be a subject of this
2

A path that does not visit a vertex more than once.
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thesis.
Path-vector routing exhibits several unique traits. First, direct evaluation of
paths p ∈ p{vi ,vj } determines their acyclic nature (which is necessary for an in-tree).
Therefore, a path-vector routing protocol is not restricted to only calculate shortest
distance paths to guarantee loop-free paths. This allows for greater flexibility in
selection of “best” paths p ∈ p{vi ,vj } for use in hop-by-hop forwarding specifications.
For example, at some vertex vi1 , a “best” path p ∈ p{vi1 ,vj } to vertex vj can be a
path exhibiting shortest distance, whereas at vertex vi2 , the “best” path p ∈ p{vi2 ,vj }
may be based on transiting through some preferred vertex, regardless of the path’s
direction and overall length to destination vertex vj . The latter has value for traffic
engineering between the ASs of the Internet (see Chapter 7).

2.3

Path-Vector Routing Protocols

All Internet users are located at addressed destinations within the ASs. For two
users to exchange data, there must be a connecting path composed of ASs and
their interconnecting links. Let the Internet ASs be the set of vertices V and
let E be their interconnections such that the simple graph G(V, E) represents an
inter-domain network topology (i.e., a network of ASs). To construct paths across
graph G via path-vector routing, a path-vector routing protocol is operated at each
vertex vi ∈ V . Each instance of the routing protocol systemically exchanges routing
protocol messages r with other instances operating at neighboring vertices. The
routing messages contain information about addressed destinations either within
the neighboring vertex or those destinations which are reachable through that
vertex. Let the routing messages r be defined as the tuple
r = (PREFIX, AS PATH)

(2.1)

where PREFIX and AS PATH are individual attributes. Let
• PREFIX represent a set of 32-bit destination addresses which all have
some number of leading bits in common. For example, prefix 128.9.0.0/16
represents all those 32-bit destination addresses that have the same leading
16 bits (i.e., 128.9).
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• AS PATH be an ordered list of vertices to traverse in graph G to reach
the vertex containing the destination addressed by PREFIX. For example,
in Figure 1.1a, to reach a destination captured by 3.0.0.0/8 from AS5, the
vertex list 7 4 2 (i.e., AS5 → AS7 → AS4 → AS2) could be followed.
The ordered list AS PATH = (vk vk2 · · · vkl−1 vj ) is a sequence of l + 1 connected
vertices in G. AS PATH is a path vector (or AS path). The ordered list of edges
connecting this sequence of vertices is captured by some path p ∈ p{vi ,vj } . Since G
is simple, a one-to-one correspondence exists between lists of connected edges and
lists of connected vertices. Therefore, AS PATH will be occasionally considered
as an element of path set p{vi ,vj } . The number of vertices in list AS PATH is the
path’s length. Reading from right to left, the first element in the list, vertex vj
originates the PREFIX. Vertex vj does not need to visit any other vertex to reach
the destination addressed by PREFIX. Vertex vj has an implicit connection to the
destinations addressed by PREFIX, a connection that is not captured in edge set
E. At vertex vj , the PREFIX is originated by placing it into a routing message
r, initializing the routing messages’s AS PATH attribute to the label of vertex vj ,
and sending the routing message r to all neighbors of vertex vj .
Routing messages r received at vertex vi with non-empty AS PATH attributes
generally imply that the destination addressed by PREFIX is reachable (i.e., an
end-to-end, connected path from vertex vi to the vj exists). Conversely, if for some
PREFIX, no routing messages r have been received at vertex vi , or if those received
lack an AS PATH attribute, then those addressed destinations are unreachable
from vertex vi (i.e., a lack of connectivity exists such that data cannot be forwarded
to those destinations). If routing messages are received with the same PREFIX
attribute, but their AS PATH attributes are continually changing, the path to
vertex vj is unstable. As such, data destined for the associated PREFIX may
either arrive at the destination out-of-order, experience longer delays, or become
lost. When the AS PATH attributes are unstable or non-existent, disruption of
network service can be experienced by users.
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2.3.1

Routing Tables

Each vertex vi can store a single routing message r from each neighbor vk for
each PREFIX. If vertex vi has m neighbors, then vertex vi stores at most m
routing messages in set R = {rm , · · · , r2 , r1 }. At each vertex vi , the sets of routing
messages R for all PREFIX destinations are called a routing table. Examples of
routing tables were shown in Figure 1.1 where the routing table entries followed
the notation “PREFIX: AS PATH”.
Clearly, if graph G is large and has dense connectivity, there can be a large
number of possible paths between vertices. If these paths are developed via the
path-vector routing protocol, the routing tables can become large.

It is this

characteristic that generally causes memory exhaustion when using discrete-event
network simulators to study the Internet’s inter-domain routing protocol BGP.

2.3.2

Routing Policy

Routing policy refers to a set of local operations performed by the routing protocol
at the individual vertices to influence the exchange and content of routing messages
r. Routing policy is significant in practice as it allows the Internet’s ASs to manage
their networks in their own best interests. For example, if too many network paths
are carrying data through the same interconnection link, congestion, data loss, or
increased delay can occur. To remedy this situation, ASs can assign routing policy
to change the sequence of ASs (i.e., vertices) within the AS PATH attribute (in
the routing messages r) to avoid use of this interconnection link (i.e., edge). These
modified routing messages will restrict presence of this link in the paths stored
within the routing tables. As such, no selected “best” (see Section 2.3.3) path at
vertex vi will contain this link and no data will be forwarded over that link.
Routing policy allows for the modification, addition, or deletion of routing
message attributes. These operations are defined between two connected vertices of
graph G. Let policy(vk , vi ) represent the set of routing policy operations acting on
all routing messages sent from vertex vk to vi . Important examples of policy(vk , vi )
operations include :
• prepend(vk ) : For all routing messages r sent to vertex vi from vertex vk ,
the vertex label vk is added or prepended to its AS PATH attribute. For
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example, if the AS PATH attribute was (vk2 vk3 · · · vkl−1 vj ) while stored
in the routing tables at vertex vk , then on being received at vertex vi , the
AS PATH attribute will be (vk vk2 vk3 · · · vkl−1 vj ).
• local pref (LOCAL PREF) : When receiving a routing message r from vertex
vk , vertex vi adds an additional attribute LOCAL PREF to the routing
message r before storing r in its routing table.
• block(cond) : For all routing messages r sent to vertex vi (or received from
vertex vk ), all attributes are deleted if condition cond is true. By deleting all
attributes, the routing message is effectively erased and not sent to vertex
vi from vertex vk (or not accepted by vertex vi ). In contrast, non-deleted
routing messages r received at vertex vi are added to its routing table set R
associated with the routing message’s PREFIX attribute.
As attribute modification can occur when a routing message enters or exits a
vertex, policy(vk , vi ) can be decomposed into mutually exclusive sets import(vk , vi )
and export(vk , vi ). These two sets describe the policy operations applied to routing
messages r on edges entering vertex vi or exiting vertex vk respectively. For
example, local pref (LOCAL PREF) is an import policy operation at vertex vi ,
prepend(vk ) is an export policy operation at vertex vk , and block(cond) can be
either an import policy operation at vertex vi or an export policy operation at
vertex vk .

2.3.3

“Best” or Forwarding Path Selection

Of the routing messages stored in routing table R, one is selected as optimal or
“best”. This messages’s AS PATH attribute denotes vertex vi ’s “best” path p ∈ R3
to the destination vertex vj which, in turn, specifies the hop-by-hop forwarding
decision at vertex vi . In Figure 1.1a, the “best” routing messages are denoted by
the greater than symbol (>).
To determine which path p ∈ R ⊆ p{vi ,vj } is the “best” path, all routing
messages in set R are pairwise compared and ranked according to their attributes.
BGP’s ranking procedure defines up to six prioritized attribute comparisons [78].
3

Since AS PATH attributes can be mapped to elements of path set p{vi ,vj } , R ⊆ p{vi ,vj } .
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Between pairs, the first winning comparison encountered determines which routing
message is ranked highest. This highest ranked routing message is termed “best”.
However, as stated in Section 1.4, this thesis does not support all functionality
of BGP. As such, only a subset of BGP’s attribute comparisons are necessary.
Specifically, the attribute comparisons which are used to determine the “best”
routing message are prioritized as :
1. Highest local preference (i.e., LOCAL PREF).
2. Shortest AS path length (i.e., | AS P AT H |).
3. Lowest numerical identifier of neighboring vertex vk which sent the routing
message r.
Although seemingly limited, this restricted ranking process exhibits an important concept. By supporting the local preference attribute LOCAL PREF, a higher
routing message ranking can result for longer AS PATH lengths. By coupling
this capability with routing policy operations that selectively restrict sharing of
routing messages (e.g., block operation), flexible traffic engineering capabilities
can be achieved (see Chapter 7).
When the ordered set of attribute comparisons on the set of routing messages
R results in a new “best” routing message (containing a new path p) at vertex vk ,
this specific routing message is then redistributed with all neighbors of vertex vk
after a mandatory prepend(vk ) policy operation. Other export policy operations
can also be performed. Each neighbor of vertex vk then subjects the incoming
routing message to its import policy operations, and if non-empty, adds the
routing message to its routing table. As such, through the assistance of other
vertices, individual vertices learn of paths (via the AS PATH attribute) to reach
the network’s many addressed destinations (via the PREFIX attribute). Pathvector routing is a distributed process.

Furthermore, if this recently shared

routing message is determined to be a new “best” routing message (i.e., of highest
rank) at some neighboring vertex, the neighboring vertex will then redistribute
the route message to all its neighbors (after a mandatory prepend operation).
Vertices continually redistribute received routing messages that are newly deemed
as “best” (i.e., highest local rank) with their neighbors, which then share with
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their neighbors, and so on and so forth. Overall, the definition of routing policy,
along with the routing protocol mechanics, defines a causality chain from modifying
routing message attributes to influence on routing message ranking, to “best” path
selection, to route message redistribution. This chain of operations then influences
hop-by-hop forwarding at every vertex and thus engineers the network’s traffic
flows.

Chapter

3

Previous Approaches to Large-Scale
BGP Simulation
Several BGP research efforts and their testing via discrete-event network simulation
were introduced in Table 1.1 (in Section 1.1). These works were argued to underrepresent Internet deployment conditions due to their small scales. Unfortunately,
these small scales were reasonable since at large scales, discrete-event network
simulation requires a large amount of computational effort (to handle the events
associated with the network traffic flows) as well as a large amount of memory
(to store the routing tables) [64]. For example, Liljenstam et al [58] attempted
to simulate the CodeRedv2 worm operating simultaneously with BGP in a test
topology containing only 51 BGP routers.

Using the SSFNET discrete-event

network simulator [88], greater than 6Gb of memory was thought necessary. This is
an unattractive result if one considers a typical simulation workstation has about
4Gb memory and the experimental goals are to reach scales containing several
thousand ASs.
On the other hand, to simulate BGP operating among thousands of ASs
several techniques have been suggested in the literature. These include distributed
simulation, model abstraction, simulator optimization, and network topology
reduction. Organized by increasing network size, examples using these techniques
have been compiled in Table 3.1. The advantages and disadvantages of these
approaches are reviewed below. In particular, the model abstraction and network
topology reduction techniques (of Sections 3.2 and 3.4 respectively) are thought
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[58] Modeling of BGP, TCP/IP, and worm
application.
[58] Uses an epidemiological worm spread model.
[23] Modeling of BGP and TCP/IP. Routing tables
stored in shared memory structures. Use of the
NIx-vector on-demand routing scheme.
[59] Modeling of BGP and TCP/IP. Use of the
Policy-Aware On-Demand (PAO) routing scheme.
[23] Modeling of BGP and TCP/IP. Routing tables
stored in shared memory structures. Use of the
NIx-vector on-demand routing scheme.
[11] Modeling of BGP and TCP/IP.
[11] Modeling of BGP and TCP/IP. Simulation
distributed over 16 workstations
[42] Modeling of BGP. No TCP/IP. Single global
routing table.
[99] Worm specific simulation using an epidemiological worm spread model. No modeling of BGP
or TCP/IP.
[48] Modeling of BGP. No modeling of TCP/IP.
[77] Modeling of BGP. No modeling of TCP/IP.
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to be promising. As such, they will form the starting point for the development
of the AS Path Solver and the Scale-Down Transformation (of Chapter 4 and 5
respectively).

3.1

Distributed Simulation

Simulation of larger network sizes with lower execution times can be gained by
distributing the network experiment across multiple computing platforms [28].
Lower memory usage per computing platform can also result. In [11], an order
of magnitude in memory savings per computing platform was experienced after
distributing the simulation across 16 workstations. However, the total memory
usage across all workstations was somewhat higher (than for a single workstation).
Distributed simulation also requires ancillary support (e.g., model partitioners,
synchronization libraries), more hardware (e.g., workstation clusters), specialized
user training, and has a smaller support community. Except for some treatment
in [23, 11], distributed simulation is not widely used for performing large-scale
BGP simulations. The development plans for the SSFNET simulator has no plans
to add distributed BGP simulation support. ns2 does support distributed BGP
simulation [5]; however this functionality was provided as a software patch which
has not been maintained through later simulator releases (> 2.26).

3.2

Model Abstraction

Discrete-event network simulators create, modify, and process events relating to
detailed operations of a computer network. The computational burden for this
task can be intensive. To reduce the number of simulation events, [58] replaced
their worm’s traffic generation model with an epidemic model. This model has
fixed memory costs for any number of susceptible hosts. Through this modeling
modification, simulation of a network containing 350 BGP routers was possible,
and at a cost of only 2.1Gb of memory (compared to 6Gb for 51 BGP routers) for
any number of susceptible hosts. Now instead of the computational effort required
to model the worm’s traffic being the simulation’s bottleneck, the memory to store
the BGP routing tables became the issue. Assuming the average workstation
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has 4Gb of memory, the benefits of an epidemiological worm model still would not
support an Internet model containing several thousands ASs. Accordingly, a worm
specific simulator was provided in [99]. This tool recreated the rate of infection
of the CodeRedv2 and Slammer worms over large topologies containing 11563
and 14652 ASs. However no routing protocols, BGP or otherwise, were modeled.
The networks paths between source and destinations were defined through off-line
calculation.
Other simulation efforts have similarly abstracted away aspects of the BGP
protocol. For example, Hao and Koppel [42] modified SSFNET’s BGP model to
remove its underlying TCP and IP layers, thus removing simulation efforts related
to TCP/IP events (e.g., TCP connection setup, TCP congestion and flow control).
This work reported simulation memory savings of up to 75% for a network topology
containing 11802 ASs for BGP convergence experiments.
Other researchers have also chosen to build tools that focused solely on BGP’s
routing operation, and abstracted away all other network activities (e.g., TCP,
UDP, IP). This practice effectively isolates the simulation to the study of the
routing protocol (i.e., network’s control plane) and ignores data transport aspects
(i.e., network’s data plane). One such tool, the PGBGP simulator [48], simulated
BGP’s “best” path selection and route messaging mechanisms to obtain the routing
tables for a network topology containing 18,943 ASs. A similar, but more feature
rich BGP simulator is C-BGP [76]. C-BGP was shown capable of calculating
routing tables for large topologies up to at least 20,000 [77] while also supporting
features such as routing policy.
Due to the large-scale success of these approaches, the AS Path Solver in
Chapter 4 will similarly calculate sets of routing tables without regard to other
network activities (e.g., traffic flows, TCP/IP protocols, applications). However,
an important difference will lie in the underlying approach.

The previous

two tools, PGBGP and C-BGP, are based on discrete-event simulation. Their
implementation requires event schedulers, messaging queues, and message parsing
blocks. In contrast, the AS Path Solver will be based on the classical Jacobi
iteration algorithm and binary (i.e., two operand) arithmetic. This latter approach
should elicit an easier implementation and comparable (if not better) performance
than a discrete-event simulation approach.
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Although such high-level network control plane modeling techniques can
accommodate large network sizes, they do not allow for the concurrent study of
routing protocols and applications (e.g., interplay of worm scanning traffic and
BGP path stability). This is due to their lack of data plane support which was
waived to increase simulation efficiency. Such high-level network control plane
simulators are only useful for certain classes of testing (e.g., connectivity issues,
quasi-static traffic engineering). In contrast, discrete-event network simulators
(e.g., ns2, SSFNET) contain several protocol and application models, and generally
support the addition of new ones. These tools’ modular software approaches offer
more extensibility to create more complex, heterogeneous networking experiments
involving both the network’s control and data planes.

An additional testing

technique is needed to efficiently support such experimentation.

3.3

Simulator Optimization

Specialized optimizations to a discrete-event network simulator can result in
memory savings. For example, Hao and Koppel [42] stored all SSFNET’s BGP
routing tables in one globally scoped data structure as opposed to one routing
table per BGP router. Similarly, Dimitropoulos et al [23] implemented shared
memory structures for ns2’s BGP routing tables. In both efforts, data redundancies
were removed and memory saved. Through such shared memory structures, ns2’s
memory consumption was reported to be reduced on average 47% [23]. However,
even with these memory optimizations, over 1Gb of memory was still required to
simulate 2500 ASs.
Dimitropoulos et al [23] also modified ns2’s interior routing mechanisms
through its Nix-vector on-demand routing algorithm [79]. This technique used
a breadth-first search over the network topology to pre-determine the shortest
routing paths instead of simulating the messaging associated with the routing
protocol. The Nix-vector approach also used a source-based routing paradigm
where routes are stored at the source node and carried within data packets
during their transit. As a result, routing tables at intermediate nodes are no
longer required.

Using Nix-vector routing, simulation’s memory consumption

was reported to be reduced on average 22%. However, the Nix-vector approach
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was designed for intra-domain routing protocols, and not inter-domain routing
protocols like BGP. Nix-vector routing provides no savings associated with the
BGP routing tables. Subsequently, Liljenstam and Nicol provided an on-demand,
source-base routing scheme for BGP through their Policy-Aware On-demand
routing (PAO) algorithm [59]. As with the Nix-vector approach, the PAO approach
pre-calculates (in zero simulation time) paths over the topology without the use
the routing protocol messages. However, routing policy is now included. More
importantly, no intermediate BGP routing tables are required. Using the PAO
algorithm, simulation memory savings were reported on the order of a magnitude.
For a network containing 650 BGP routers, 300Mb of memory was required.
Note these on-demand approaches provide no visibility into the routing protocol’s
temporal dynamics or its transient behaviors and requires the network topology
to be static.

3.4

Network Topology Reduction

Instead of optimizing the network simulation tool or abstracting away detail from
BGP protocol models as above, one can alternatively reduce the size of the
network topology being executed by the simulator. In [23, 58], the simulator’s
memory growth relative to number of ASs in the topology was greater than linear.
Therefore, for a 50% decrease in the simulated network’s topological size, a memory
savings of more than 50% is possible.
Kirshnamurthy et al.

evaluated several graphical theoretic techniques for

reducing the size of network topology models [50]. These included deletion of
vertices/edges and contraction of connected vertices. Invariance of several graph
theoretic measures (e.g., vertex degree distribution) was used to quantify the
fidelity of the model reduction.

Similar approaches were used in [55, 87] to

determine effects on other graph theoretic measures. However, it is not clear
how these statistical graph measures relate to routing protocols. Nonetheless,
simulation memory should be saved due to the size reduction.

Several BGP

simulation works (e.g., [58, 59]) created such network topologies by pruning larger
topologies using random vertex deletion. However, it was not shown how much
memory was saved or how the simulation results from these reduced topologies
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relate to its larger parent.
Other works were explicitly concerned with preserving performance measures
of the traffic flows (i.e., network data plane) over the network topology reduction.
For the Modelnet emulation testbed, a “distillator” tool was created to reduce
network topologies [94]. This approach partitioned the network topology into
multiple sets. The first set included all edge vertices, with subsequent sets including
all unselected vertices that are one hop from the previous set. The amount of
“distillation” (or reduction) replaced some number of these vertex sets with a
full mesh of interconnecting links, each annotated with bandwidth, delay, and
loss rate attributes to represent an end-to-end path across the removed sets.
Model reduction fidelity was determined by comparing bandwidth distributions
of emulated TCP traffic flows over a “distilled” topology to those simulated by ns2
over the original topology.
Another topological model reduction approach removed network vertices if
their outbound capacity exceeded their inbound traffic flows [73]. After removal,
surrounding links were rewired to preserve connectivity and annotated with
capacity and propagation delay attributes such that transmission delay per packet
and traffic throughput were minimally affected.

For a 2420 node network

containing thousands of random traffic flows, ns2 simulations of the traffic’s oneway packet delay (UDP) and/or round-trip response time (TCP) distributions were
compared with its reduced version to quantify the change in fidelity.
Lastly, topology reduction was also performed by removing uncongested links
and those traffic flows that were carried exclusively across the uncongested links
[67]. The remaining traffic flows (which traverse at least one congested link)
were compensated with extra delay at their source to accommodate for the delay
associated with the removed links. It was shown that remaining traffic flows
statistics (e.g., number of active flows, average queue length, end-to-end delays)
could be preserved.
The latter three network topology reduction approaches (i.e., [94, 73, 67])
assumed that the network’s traffic flows always follow shortest path routing. This is
not a given for inter-domain routing protocols since routing policy commonly leads
to longer paths [29]. To handle this situation, Chapter 5 defines the Scale-Down
Transformation which preserves aspects of a path-vector routing protocol across
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a topological model reduction. This technique will use Gaussian elimination to
induce vertex deletions with full mesh replacement. It also incorporates several
heuristics so that metrics associated with path-vector routing protocol can be
preserved [10]. This network topology reduction technique is both novel and
complementary to the previous reduction techniques of [94, 73, 67].

Chapter

4

Solving for Path-Vector Routing
Tables via Path Algebras
The determination of sets of steady-state path vectors (i.e., routing tables) reveals
the connectivity and traffic engineering induced on the underlying network by the
path-vector routing protocol. To calculate these sets of path vectors, this chapter
presents a new algorithmic approach. Specifically, a framework is developed that
poses the routing protocol operations in the form of a system of equations (i.e., a
matrix equation) which can be solved by the classical technique of Jacobi iteration.
This approach should admit a straightforward implementation that is less laborious
than discrete-event network simulation (e.g., ns2, C-BGP).
The algorithm’s framework is built over a path algebra. Path algebras1 are
a group theoretic concept that have been previously used for studying a variety
of path problems (e.g., shortest path, path enumeration, and paths of largest
capacity or maximum reliability [16, 34, 103, 80]). As network routing can be
synonymous with such problems, path algebras are a reasonable framework for the
study of routing protocols. Accordingly, path algebras have been used to define a
generalized Dijkstra’s algorithm to calculate paths that are both shortest and of
maximum capacity [84]. Other work has used a variation of path algebras (called
routing algebras) to analyze convergence properties of routing protocols [86, 84]
and in the development of high-level languages for routing protocol design [37].
However, previous work has not yet used path algebras to calculate sets of steady1

Also called a closed semi-ring or dioid.

31
state path vectors for given network topologies and routing policy.
This chapter begins by introducing path algebras and demonstrates their
usage for the path enumeration problem. This problem is formulated and solved
using Jacobi iteration following previous work. Through this example, the close
relationship between network paths generated by the enumeration problem and
a path-vector routing protocol is illustrated. However, to accommodate specific
mechanisms of the routing protocol, the path enumeration formulation requires
several changes. Specifically, a new problem formulation with new binary operators
is developed which solves for a set of path vectors that forms an in-tree (i.e.,
a graph theoretic structure necessary for hop-by-hop data forwarding). These
modifications are then revalidated for the Jacobi iteration solution framework
(which was provided by the path enumeration problem) to form the algorithmic
approach of the AS Path Solver. The performance of this algorithmic approach is
expected to be linear to the total number of edges in both run-time and memory
consumption.

4.1

Path Algebras

A path algebra (S, ⊕, , 0M , 1M ) is a tuple containing a set S, two binary operators
⊕ and

called addition and multiplication respectively, and two identity elements

0M and 1M . This structure has the following properties [16, 34, 21]. (S, ⊕) is closed,
associative, commutative, and has 0M as its identity element. For all a, b, c ∈ S,

A1.
A2.
A3.

a⊕b ∈ S

Closure

(a ⊕ b) ⊕ c = a ⊕ (b ⊕ c) Associative
a⊕b = b⊕a

A4. 0M ⊕ a = a ⊕ 0M = a

Commutative
Identity

(S, ) is closed, associative, has 1M as its identity element, and 0M as its absorbing
(or annihilation) element. For all a, b, c ∈ S,
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a

b ∈ S

b)

c = a

M3. a

1M = 1M

a = a

Identity

M4. a

0M = 0M

a = 0M

Absorbing

M1.
M2.

(a

Closure
(b

c) Associative

Over addition, multiplication is both right and left distributive.

D1. (a ⊕ b)
D2. a

c = (a

c) ⊕ (b

c) Lef t Dist.

(b ⊕ c) = (a

b) ⊕ (a

c) Right Dist.

These properties also extend to matrices built from the elements of the set S
[16, 34]. For square matrices A and B, both of size N and each containing elements
ai,j , bi,j ∈ S respectively, have their matrix addition and multiplication defined as

MA.

C = A ⊕ B = [(ci,j )]

MM. C = A

B = [(ci,j )]

ci,j = ai,j ⊕ bij
N
L
ci,j =
(ai,k bk,j )
k=1

The zero and identity matrix are defined as Φ = [(0M )] and I = diag(1M )2
using the 0M and 1M identity elements in a natural way. Lastly, a0 = 1M and
A0 = I.

4.2

The Path Enumeration Problem

To demonstrate the usage of path algebras, the path enumeration problem is
reviewed.

This problem asks what paths exist between vertices on a graph.

The solution framework follows that outlined in [16, 80, 34]. Let G(V, E) be a
simple, weighted graph. Each edge (vi , vj ) ∈ E is assigned a label or edge weight
w(vi ,vj ) . An individual path p ∈ p{vi ,vj } is an ordered set of l connected edges
2

A diagonal matrix.
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(vi , vk ), (vk , vk2 ), · · · , (vkl−1 , vj ). Each such path p has a weight, wp , which is a
mapping f of its l weighted edges (e.g., f can be the minimum operation).


wp = f w(vi ,vk ) , w(vk ,vk2 ) , · · · , w(vkl−1 ,vj )

(4.1)

In the path enumeration problem, a path’s weight is defined as the ordered
concatenation of its edge weights
wp = w(vi ,vk ) · w(vk ,vk2 ) · · · w(vkl−1 ,vj )

(4.2)

where · is the label concatenation operation (e.g., a · b = ab). This ordered
sequence of edge weights (i.e., labels) is a representation of a path to reach vertex
vj from vertex vi . This path is composed of l edges and visits l + 1 vertices
vi , vk , · · · , vkl−1 , vj .

Note the interpretation of path weight wp as an ordered

sequence of connected edges is equivalent to path p ∈ p{vi ,vj } of Section 2.1 such
that the notation of path p and wp are interchangeable. Furthermore, when edge
weights carrying the label of the tail vertex (i.e., w(vi ,vj ) = vj ), weighted path
wp (or path p) represents an ordered list of connected vertices between vertices
vi and vj in the graph. Such an ordered list has the same interpretation as a
routing message’s AS PATH attribute (of Section 2.3). As such, path weight wp ,
path p ∈ p{vi ,vj } (see Section 2.1), and a routing message’s AS PATH attribute
(see Section 2.3) are all equivalent path vectors when the graph carries the edge
labeling w(vi ,vj ) = vj .
For any graph G, the sets of paths between vertices vi and vj , p{vi ,vj } , satisfy
the formulation
p{vi ,vj } =

[

[w(vi ,vk ) · p{vk ,vj } ]

(4.3)

(vi ,vk )∈E

In words, all paths to vertex vj from vi include all paths from all neighbors vk of
vertex vi extended by the connecting edge weight w(vi ,vk ) . This modeling is similar
to the generation of the set of all possible strings between two states of a finite state
automata (e.g., [80]). To find these sets of all possible paths, (4.3) can be solved
using a path algebraic framework. First, all of the graph’s edge weights w(vi ,vj ) are
combined to form set S. Set S is then expanded to include all possible ordered
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(a) Graph

(b) Adjacency Matrix

Figure 4.1: Graph Labeled by a Path Algebra
sequences created from the basic elements w(vi ,vj ) . To keep set S finite, only simple3
sequences are added to set S. However, set S is then expanded to be the power set4
of these basic ordered sequences. Next, the two binary operators present in (4.3),
set union (∪) and label concatenation (·), are taken as a path algebra’s addition
and multiplication operators respectively. The null (or non-existent) path φ and
infinitesimal (or zero length) path  are assigned as the identity elements 0M and
1M respectively. These steps result in the definition of a path algebra (S, ∪, ·, φ, )
which can be shown to satisfy all algebraic properties defined in Section 4.1 [16].
The powers of the graph’s adjacency matrix plays an important role in the
solution process. An adjacency matrix A for graph G(V, E) is a |V | × |V | matrix
populated with edge weights drawn from set S. Element ai,j ∈ A is assigned the
edge weight w(vi ,vj ) associated with edge (vi , vj ). Unassigned elements receive the
null path φ (i.e., non-existent path). Figure 4.1 shows an example of such an
assignment. Note that edge weights were specifically constructed using their tail
vertex’s label (i.e., w(vi ,vj ) = vj ) such that the sequences in the path algebra’s set
S represent ordered lists of vertices or path vectors. The edge weights’ subscripts
are used later in Section 4.2.2 to establish preferences between ordered sequences
when viewed by a path-vector routing protocol (i.e., the “best” path of Section
2.3.3 is the one that travels via “preferred” edge weights).
For a graph having N = |V | vertices, the powers of the adjacency matrix A are
3
4

Sequences without duplicate labels.
Set of all possible subsets.
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denoted as Al with elements ali,j . These terms are defined as
A0 = I
Al+1 = A Al for l ≥ 0
N
M
l+1
ai,j =
(ai,k alk,j )

(4.4)

k=1

=

[

(ai,k · alk,j )

(4.5)

k∈V

where (4.5) substituted the set union and label concatenation operators provided
by the path enumeration algebra (S, ∪, ·, φ, ).
The elements ali,j ∈ Al can be interpreted as sets of paths of length l between
vertices vi and vj [34]. For example, the first few powers of the adjacency matrix
A of Figure 4.1 are
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(4.6)

Each element ali,j ∈ Al , l = 1, 2, 3, 4, contains ordered sequences of edge weights
whose length equals l. These elements also represent paths between vertices vi and
vj . Also note that since set S was defined to contain only simple sequences, none of
the elements within ai,j will contain any duplicated labels. Any non-simple paths
are mapped to the null path φ as denoted by strike-through in (4.6).
In this example, higher powers of A, A5 , A6 , . . . all equal Φ (i.e., null matrix).
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When Al = Aq for some l ≥ q, A is termed stable [16] and the following infinite
sequences are convergent
A

∗

∞
M

=

Al

(4.7)

Al

(4.8)

l=0
∞
M

A+ =

l=1

A∗ is called the (strong) closure of A, whereas A+ is the weak closure. Clearly,
A∗ = I ⊕ A+ and A+ = A

A∗ . For the current example, since Al = Φ for l > 4,

A∗ exists, and by (4.7) is


{}

φ

φ

φ

)
 (

1
,
4
1
β
α
β

{, 4α 3α 2β } {4α 3α }
{4α }

4α 3α 1β , 4α 3α 2β 1β
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 (
A∗ = 
1
,
2
1
β
β β

{2β }
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 (
)

1
,
3
1
β
α β
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3α 2β 1β , 3α 2β 4α 1β
















(4.9)

The elements of closure A∗ are sets containing all simple paths vectors, of any
length, between all vertices vi and vj and thus solve the path enumeration problem.
Using simple algebraic expansion and a change of variables, it is now shown that
the ordered sequences contained in closure elements a∗i,j ∈ A∗ are equivalent to the
solutions p{vi ,vj } of the path enumeration formulation (4.3).
a∗i,j

=

a∗i,j =

∞
M

l=0
"
∞
[
[
l=0

a∗i,j

=

[
k∈V

a∗i,j

ali,j
#
(ai,k · al−1
k,j )

k∈V

[ai,k ·

∞
[

al−1
k,j ]

l=0

[

=
ai,k · a∗k,j
k∈V

(4.10)
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Substituting path sets p{vi ,vj } and p{vk ,vj } for closure elements a∗i,j and a∗k,j
respectively, and edge weight w(vi ,vk ) for adjacency element ai,k , the path algebraic
framework solves the path enumeration problem formulation (4.3).
This algebraic approach requires that the closure of the adjacency matrix, A∗ ,
be found. A sufficient condition for A∗ to exist is when A is stable (i.e., Am = Am+1
for all m ≥ q and some q ≥ 1) [16]. An equivalent condition is that of nilpotency
or Am = Φ for all m ≥ q and some q ≥ 1 (which was seen in the example above).
When S is defined as the set of simple paths (i.e., no duplicate edge labels) for
graph G, A is nilpotent for some q ≤ |E| as no path of length greater than |E|
edge weights exists in set S. As a corollary, when the edges were labeled with their
tail vertex (i.e., w(vi ,vj ) = vj ), the sequences in S would be equivalent to the set of
elementary paths (i.e., no repeated vertices). For this case, A would be nilpotent
for some q ≤ |V |, as there are only |V | possible edge weights in any given sequence.

4.2.1

Determining Adjacency Matrix Closures via Iteration

To determine the closure A∗ , one can perform the matrix multiplications described
by (4.4) and compute (4.7). This approach is laborious and computationally costly,
having O(|V |3 ) operations per power of A. Following [80], an easier approach exists
by finding the solution to the scalar equation
y = b ⊕ (a

y)

Using repeated substitution, it is seen that the b

(4.11)
i
a∗ , where a∗ = ⊕∞
i=0 a , is a

solution to (4.11).
y = b ⊕ (a

y)

= b ⊕ (a

(b ⊕ (a

y)))

= b ⊕ (a

b) ⊕ (a2

y)

= b ⊕ (a

b) ⊕ (a2

(b ⊕ (a

y)))

= b ⊕ (a

b) ⊕ (a2

b) ⊕ (a3

y)

= b ⊕ (a

b) ⊕ (a2

b) ⊕ · · · ⊕ (al

y)

(4.12)
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= b

(1M ⊕ a ⊕ a2 ⊕ a3 ⊕ · · · ) = b

= b

a∗

∞
M

!
al

l=0

(4.13)

Therefore, by setting b = 1M (or b = a), and solving (4.11) for y, the closure a∗
(or weak closure a+ ) can be found without performing matrix multiplication.
The solution b

a∗ is also unique when set S is defined as the set of simple (or

elementary) paths. This follows by observing that the lth repeated substitution
(4.12) can be written as

y=

!
l−1
M
(
a) ⊕ al

b


y .

(4.14)

i=0

Since set S contains only simple (or elementary) paths, al = φ for l ≥ q where
q ≤ |E| (or q ≤ |V |). Every ordered sequenced a ∈ S is nilpotent. As such,
the second term in (4.14) disappears for l > q, resulting in the unique solution
l−1
L
y = b ( a) = b a∗ .
i=0

To solve for y, note that in (4.11), y is defined implicitly in terms of y. As such,
the solution of (4.11) can be expressed as the following sequence y [0] , y [1] , y [2] , . . .
of approximation of y [80] :
y [0] := b
y [l] := b ⊕ (a

y [l−1] )

l ≥ 1.

(4.15)

A fixed point of the iteration (4.15) is a steady-state solution to (4.11). Since
(4.13) showed that b

a∗ solves (4.11), the following is a suggested solution to

recursion (4.15) :
y [l] = b

l
M

!
ai

=b

(1M ⊕ a ⊕ a2 ⊕ · · · ⊕ al ).

i=0

Using induction, the base case of (4.15) is satisfied as
y [1] = b ⊕ (a

y [0] )

(4.16)
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b

(1M ⊕ a1 ) = b ⊕ (b
b ⊕ (b

a)

a) = b ⊕ (b

a)

and the inductive step

b

y [l+1] = b ⊕ (a
!
l+1
M
ai
= b ⊕ (a

y [l] )
l
M
(
ai )])

[b

i=0

i=0
l+1
M

= b ⊕ (b

(

ai ))

i=1

= b

1M ⊕ 1M

!
l+1
M
ai )
(

(4.17)

i=1

= b

1M

!
l+1
M
⊕(
ai )
i=1

= b

l+1
M

!
ai

i=0

Note to reach (4.17), the multiplication’s distributive property was used. This has
important implications later in Section 4.3.1.
Iterating on (4.15) leads to fixed point solution y = b

a∗ such that

determination of closure a∗ (or a+ ) is found when b = 1M (or b = a). Extending
this result to graphs, one can find the closure of an adjacency matrix A by solving
the system Y = B ⊕ A

Y where Y , A, and B are matrices.

Systems of

linear equations have a similar form (i.e., Y = AY + B) which has inspired
their solution techniques (e.g., Gaussian elimination with back-substitution, GaussJordan elimination, Jacobi iteration) to be generalized for path algebras [16, 34].
Specifically, the iterative form of (4.15) is Jacobi’s iteration over a path algebra
[80].
In many path problems, only the paths to (from) a single vertex are of interest.
These paths are available in the columns (rows) of A∗ . For example, column j
(or row i) of A∗ contains all path vectors to sink vertex j (or from source vertex
i) from (to) all other graph vertices. To solve for an individual column (row) of
A∗ , a column (row) of Y can be obtained from its recursive system form Y [l] =
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B ⊕A Y [l−1] . As in (4.15), this form is equivalent to Jacobi iteration. Specifically,
to find the j th column (or ith row) of system Y , Jacobi iteration over a path algebra
has been defined in [16] as
~y [m+1] = ~b ⊕ (A

[m+1]
yi

~y [m] )
|N | 
M

= bi ⊕ 

(4.18)


ai,k

[m]
yk




(4.19)

k=1
[m]

where m ≥ 0, ~y [m] and ~b are column (row) vectors of length N = |V |, and yi and
bi are elements of ~y [m] and ~b respectively. To solve for the j th column (or ith row)
of Y (which is equivalent to A∗ ), let ~y [0] = ~b = e~j in (4.19) where e~j was the j th
column (or ith row) of the identity matrix I. After iterating until ~y [m+1] = ~y [m] ,
for some m > 0, ~y [m] equals the j th column (or ith row) of Y which solves system
Y = B ⊕A Y [34]. An implementation of Jacobi iteration is defined in Algorithm
1.
Data: A is an adjacency matrix
Data: b = ej
Data: y1 = b
Data: y0 = 0M
while y1 6= y0 do
y0 = y1;
y1 = 0M ;
for i = 1toN do
for j = 1toN do
y1[i] = b[i] ⊕ (A[i][j] y0[j])
end
end
end
y = y1
Algorithm 1: Jacobi Iteration
As an example, let ~y [0] = e~2 be the second column of the identity matrix, A be
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the adjacency matrix from Figure 4.1, i.e.,


φ

φ

φ

φ


 {1β }
φ
φ
{4α }
A=
 {1 } {2 }
φ
φ
β
 β
{1β }
φ
{3α }
φ




.



Using Jacobi iteration (4.19) results in


~y

[0]

φ

~y





 {} 


=

φ


φ


[2]


~y



φ


 {}
=
 {2 }
β

{3α 2β }








~y

[4]

[1]

~y





 {} 


=

{2
}
 β 
φ


[3]

φ

φ


 {, 4α 3α 2β }
=

{2β }

{3α 2β }


φ

 {, 4α 3α 2β }
=
 {2 , 2 4 3 2 }
 β β α α β
{3α 2β }














(4.20)

such that the converged result (4.20) includes all graph paths that terminate at
vertex 2. Also, (4.9) is equal to the second column of closure A∗ in (4.20) calculated
using the powers of A.

4.2.2

Issues with In-Tree Generation

Path enumeration computes all possible paths between vertices on the underlying
graph. However, this result is not necessarily equivalent to the output of a pathvector routing protocol. When a path-vector routing protocol converges on a
network, the paths the routing protocol has determined always form an in-tree [86].
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However, it can be shown that path enumeration does not always produce sets of
paths that exhibit all the properties of an in-tree (see Section 2.2). For example,
within the solution to the earlier path enumeration problem (i.e., adjacency matrix
closure A∗ of (4.9)), although the path 4α 3α 2β ∈ a2,2 is a simple path, it also
describes a loop. Property P3 for in-trees states that path loops are not allowed.
Modifications to the path enumeration framework are necessary to produce an
in-tree and thus be equivalent to the expected output of a path-vector routing
protocol.
To form an in-tree, path enumeration’s set of all possible paths needs to be
pruned to a set that exhibits all the properties of an in-tree. In Section 2.3.3, a
process was discussed in which the path-vector routing protocol ranks then selects
a single “best” routing message from a set of routing messages (i.e., routing table
R). Let this process be called the best path selection function. Within this selected
“best” routing message was a path vector (denoted by the AS PATH attribute)
which is used to configure hop-by-hop forwarding on the underlying network. Since
data is forwarded along such “best” selected path vectors, all path vectors selected
by the best path selection function must be part of in-tree. Therefore to generate
an in-tree, it is reasonable to prune the set of all possible paths from the path
enumeration problem by using some best path selection function.
As a trial case, assume that the best path selection function selects the routing
message r that contains the shortest length path vector from each routing table R.
Applying this best function to the solution of the path enumeration problem implies
pruning the sets of all possible paths (i.e., closure elements a∗i,j ) to a singleton set
containing only a single sequence of shortest length. For the previous example of
Section 4.2 (redrawn in Figure 4.2a), the subgraph built from the shortest length
paths within column 1 of the closure A∗ (4.9) is shown in Figure 4.2b. This
subgraph is an in-tree rooted (or sinked) at vertex 1.
This promising result may lead one to believe that applying any best path
selection function to the solution of the path enumeration problem is sufficient to
obtain an in-tree and thus model the output of a path-vector routing protocol.
However, due to routing policy (see Section 2.3.2), the best path selection function
is generally more complex than a shortest path length selection. For example, best
may be defined to select a routing message based on specific neighboring vertices
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Figure 4.2: Pruning of the Path Enumeration Solution Set
rather than shortest path length. It is now shown that such a best function does
not always prune a graph’s path enumeration set down to a set of paths that forms
an in-tree.
Let the edge weight’s subscripts α and β in Figure 4.2 be interpreted as a
vertex’s preferred and alternative routing direction respectively (i.e., the best
function will prefer path (vectors) that travel via the vertices attached to preferred
edges).

Now, let the best function select a single path vector from path

enumeration’s set of all of possible paths (vectors) based on the following prioritized
steps :
1. Select all path vectors from closure sets a∗i,j that initially traverse a preferred
edge (i.e., select all path vectors whose first label is subscripted by α). If
no such path vectors exist, select all path vectors in a∗i,j (which must be
subscripted by β).
2. Among all selected path vectors, remove all those path vectors that are not
of shortest length.
3. If the resulting set contains more than one path vector, select the final path
vector lexicographically (e.g., best(1α 4α , 1α 3β ) = 1α 3β ).
.
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For the example in Figure 4.2a, pruning its set of all possible paths (4.9) by
this best path selection function gives
best(A∗ ) =


{}

φ

φ

φ



)

 (


1
,
4
1
β
α
β


{,
4
3
2
}
{4
3
}
{4
}
α
α
β
α
α
α


4α 3α 1β , 4α 3α 2β 1β


)

 (


= best 
1
,
2
1
β
β
β


{2
}
{,
2
4
3
}
{2
4
}
β
β
α
α
β
α




2 4 1 ,2 4 3 1

 ( β α β β α α β )


1
,
3
1
β
α β

{3α 2β }
{3α }
{, 3α 2β 4α } 
3α 2β 1β , 3α 2β 4α 1β


{}
φ
φ
φ


 {4α 1β } {4α 3α 2β } {4α 3α } {4α } 


=
(4.21)
{2β }
{}
{2β 4α } 
 {1β }

{3α 1β } {3α 2β } {3α } {3α 2β 4α }
where the overlined path vectors represent the single path vector selected by best
(i.e., best(a∗ij )). Now note that the subgraph shown in Figure 4.2c is formed by the
overlined path vectors from column 1 of (4.21). Here, path vectors 4α 1β and 3α 1β
selected by best (from a∗2,1 and a∗4,1 respectively) cause vertex 4 to have two outneighbors. This violates property P2 of an in-tree (see Section 2.2). As claimed
above, the set of path vectors pruned (i.e., selected) by some best path selection
functions from the sets of all possible paths does not always lead to an in-tree.
On the other hand, although an in-tree does not exist, data following the paths
in Figure 4.2c will reach the destination vertex 1. This results since hop-by-hop
forwarding directions at every vertex vi are configured by the first edge of the
(overlined) path vector selected by the best function (see Section 2.1). Therefore,
it may then appear that an in-tree structure is not necessary for hop-by-hop
forwarding to reach its intended destinations. However, if the edge weight between
vertices 3 and 2 is changed (from 2β ) to 2α , the path vectors selected via the
best function above would lead to the subgraph shown in Figure 4.2d. Here, a
forwarding loop is created as data destined to vertex 1 from vertex 2, 3, or 4 will
always be forwarded counter-clockwise around the outer graph edges. In contrast,

45
if the path vectors selected by best satisfy all properties of an in-tree (e.g., all
vertices have a single out-neighbor), all forwarding directions align with all best
selected path vectors and no forwarding loops are created.
In summary, the application of a path-vector routing protocol’s best function
to the solution of the path enumeration problem is not guaranteed to produce a
set of path vectors that can form an in-tree. As an in-tree is necessary to configure
hop-by-hop forwarding, and a path-vector routing protocol produces in-trees, this
suggests that the path enumeration formulation (4.3) needs to be modified to
correctly model a path-vector routing protocol.

4.3

A Formulation for Path-Vector Routing

A path-vector routing protocol converges to a set of path vectors that forms an intree [86]. For those vertices that are part of this in-tree, they have at most one outneighbor. This out-neighbor is determined by the “best” path vector selected by
the path-vector routing protocol’s best path selection function (see Section 4.2.2).
All in-tree paths entering any vertex vi overlap with the in-tree path selected by
best at vertex vi . It follows that the in-tree path at any non-root vertex vi contains
the in-tree path at some neighboring vertex vk (which was determined by the best
function at vertex vk ). Such in-tree path construction can be reflected by insertion
of the best function into the path enumeration formulation (4.3) resulting in
p{vi ,vj } =

S



w(vi ,vk ) · best(p{vk ,vj } )

(vi ,vk )∈E

(4.22)

This formulation states that within the set of paths from vertex vi to vj (i.e.,
p{vi ,vj } ) any path p traveling via vertex vk includes (and overlaps) with the in-tree
path selected by neighboring vertex vk ’s best selection. Thus all paths entering
vertex vk , destined toward vertex vj , leave via the same path, and thus imply
vk has only one out-neighbor (or forwarding neighbor) to reach vertex vj . This
satisfies property P2 of an in-tree (see Section 2.2).
However, this new formulation cannot be accommodated by the path enumeration algebra (S, ∪, ·, φ, ) since neither of its binary operators (i.e., set union ∪ and
label concatenation ·) take into account the best path selection function. The form
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of (4.22) suggests that the path algebra’s multiplication operator be redefined. Let
∗ be a new multiplication operator defined as
(
a∗b ≡

a · best(b) if resulting path is acylic
φ

otherwise

(4.23)

where a and b are path sets p{vi ,vm } and p{vm ,vj } respectively. Note the destination
vertex of path set a and the starting vertex of path set b are assumed to be the
same immediate vertex vm , while the starting vertex of path set a and destination
vertex of path set b are not equal. Also note that the multiplication operator
contains an implicit condition to remove path loops (which are not allowed in intrees per property P3 of Section 2.2). This condition is necessary as sequences
with path loops have not yet been explicitly forbidden from the path algebra’s
set of simple paths S. When satisfied, in-tree property P1 (i.e., that all root
vertices have no out-neighbors) would be addressed. For example, in (4.9), the
set of paths {, 4α 3α 2β } in closure element a∗2,2 would become a singleton set since
path loop 4α 3α 2β would be disallowed by the new multiplication operator ∗. The
remaining infinitesimal path  in closure element a∗2,2 implies that vertex 2 has no
out-neighbors to reach vertex 2 (i.e., it is a root vertex).
All in-tree properties P1, P2 and P3 appear to have been addressed via
formulation (4.22) and (4.23). However, the path algebra’s addition operation
is also slightly modified to strengthen its interpretation for path-vector routing.
This is captured by the new addition operator t defined as
(
atb≡



if a or b =  (i)

a ∪ b otherwise

(ii)

.

(4.24)

Condition (i) of (4.24) states that the infinitesimal length path  (which is defined
as a path from vertex vi to vi ) absorbs any other paths such as non-zero length
path loops. Routing protocols should not generate non-zero length paths that have
the same source and destination. This property of the addition operator induces
two in-tree properties : all root vertices have no out-neighbors and every in-tree
path is acyclic.
Using these new operators, the modified path enumeration formulation for
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generating in-trees expected from a path-vector routing protocol is
p{vi ,vj } =

F
(vi ,vk )∈E



w(vi ,vk ) ∗ best(p{vk ,vj } ) .

(4.25)

This formulation is identical to that of the path enumeration problem (4.3) except
it is defined over the structure (S, t, ∗, φ, ).

4.3.1

Validation of a Path Algebra for Path-Vector Routing

If the structure (S, t, ∗, φ, ) can be shown to be a path algebra, the path algebraic
solution framework demonstrated for the path enumeration problem of Section
4.2.1 (i.e., Jacobi iteration) can be re-used. For this structure (S, t, ∗, φ, ) to
be claimed as a path algebra, its binary operators t and ∗ need to possess the
algebraic properties defined in Section 4.1. Clearly, the t operator of (4.24) inherits
its algebraic properties (e.g., associative, commutative, identity element φ) from
the set union operator ∪. Validation of the new multiplication operator ∗ (4.23)
is more involved.
Claim 1. Multiplication via ∗, i.e., a ∗ b = a · best(b), is associative.
Proof. For an expression containing two or more multiplication operations in a
row, associativity states that the order of multiplication will not affect the outcome
of the entire expression as long as the sequence of the operands is not changed.
Since the “best” path returned by the term best(b) is independent of operator ∗’s
internal label concatenation operation (i.e., · operator), and the label concatenation
operation is associative, the multiplication via ∗ inherits this associative property.

As an example of the associative property, let c4,3 = {3α , 7α 3β }, b3,6 =
{6β , 2β 6α }, and a6,1 = {1α , 5β 1β } in Figure 4.3 and best be as defined in Section
4.2.2. Then consider the following associative expansion.

?

(c ∗ b) ∗ a = c ∗ (b ∗ a)
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Figure 4.3: Associativity Example

?

[c · best(b)] · best(a) = c · best [b · best(a)]
?

[c · best(b)] · best({1α , 5β 1β }) = c · best [b · best({1α , 5β 1β })]
?

[c · best({6β , 2β 6α })] · 1α = c · best({6β , 1β 6α } · 1α )
?

[{3α , 7α 3β } · {6β }] · 1α = c · best({6β 1α , 1β 6α 1α })
?

{3α 6β , 7α 3β 6β } · 1α = {3α , 7α 3β } · {6β 1α }
{3α 6β 1α , 7α 3β 6β 1α } = {3α 6β 1α , 7α 3β 6β 1α }
Claim 2. The left multiplication identity,  ∗ a = a, does not hold when the (lefthand) operand containing two or more paths.
Proof. The left-hand side,  ∗ a =  · best(a), always results in at most one path
since best(a) returns at most one “best” path, and this path’s extension by the
infinitesimal path  is the identity operation. If the right-hand operand a contains
more than one path, the cardinality of the paths sets (on the right-hand and lefthand side) are not equal.
Claim 3. The right multiplicative identity, a ∗  = a, holds.
Proof. Immediate by substitution : a ∗  = a · best() = a ·  = a.
Claim 4. The right absorbing property, a ∗ φ = φ, holds.
Proof. Immediate by substitution : a ∗ φ = a · best(φ) = a · φ = φ.
Claim 5. The left absorbing property, φ ∗ a = φ, holds.
Proof. Inherited from the label concatenation operator : φ∗a = φ·best(a) = φ.
Claim 6. Multiplication via ∗ is not right distributive over t.
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Proof. Consider the following right distributive expansion :
?

c ∗ (b t a) = (c ∗ b) t (c ∗ a)
?

c · best(b t a) = (c · best(b)) t (c · best(a))
On the left-hand side, when {a, b} ∩ {, φ} is empty, best selects one “best” path
from the set b t a = b ∪ a. Therefore after multiplication by ∗, the left side becomes
a single path extended by c. On the right-hand side, each best instance returns
a single path, both of which are then extended by c. When a ∩ b is empty, the
cardinality of the left-hand side path set is |c|, whereas the cardinality for the
right-hand side path set is twice that of |c| (i.e., |c · best(a)| + |c · best(b)|).
The inclusion of the best function in the multiplication operation causes the
path algebra to lack the right distributive property. This is a critical shortcoming
as the path enumeration solution framework of Section 4.2.1, i.e., solving (4.3)
via the scalar iteration (4.11), utilized this property. To regain the distributive
property, the addition operator is again modified.
First, define a k b to denote two parallel paths that have the same starting
vertex vi and ending vertex vj and either
1. diverge immediately after leaving vertex vi and remain vertex/edge disjoint
until reaching vertex vj , or
2. diverge immediately after leaving vertex vi and remain vertex/edge disjoint
until reuniting at some immediate vertex vo , then follow the exact same path
until reaching vertex vj . An example of this case is shown in Figure 4.4a
for paths a ≡ (vak vo vj ) and b ≡ (vbk vo vj ). Note that although Figure
4.4a shows paths a and b having equal lengths, length is not a factor in
determining whether two paths are parallel.
Also, define a ./x b to denote two intersecting paths that have the same starting
vertex vi and ending vertex vj , are parallel up to some vertex vx , but then diverge
upon leaving vertex vx . It is assumed that paths leaving vertex vx will be parallel
until reaching vertex vj . An example of a ./x b is shown in Figure 4.4b for paths
a ≡ (vak vx vak3 vo vj ) and b ≡ (vbk vx vbk3 vo vj ) which intersect at vertex
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Figure 4.4: Parallel and Intersecting Paths
vx . Also let paths ax1 and ax2 and paths bx1 and bx2 be partitions of paths a
and b respectively which all meet at vertex vx . For example, in Figure 4.4b,
ax1 ≡ (vak vx ) and bx1 ≡ (vbk vx ) both end at vertex vx , whereas ax2 ≡ (vak3 vo vj )
and bx2 ≡ (vbk3 vo vj ) both begin at vertex vx .
Define a new addition operator ] as






 a∪b
a]b≡

ax1 · ax2 = a




b x1 · b x2 = b

if a or b = 

(i)

if a k b

(ii)

if a ./x b and best({ax2 , bx2 }) = ax2 (iii.a)
if a ./x b and best({ax2 , bx2 }) = bx2

(4.26)

(iii.b)

where a and b are hold paths between vertices vi and vj . Conditions (iii.a) and
(iii.b) of (4.26) removes all intersecting paths such that a ] b contains only parallel
paths. In terms of in-trees, all parallel paths are desirable path candidates for intree construction since all path vertices (except the starting vertex vi and ending
root vertex vj ) will always have only one out-neighbor.
Claim 7. Multiplication via ∗ is right distributive over addition ].
Proof. Let c be a set of paths from vertex vc to vi , a and b be disjoint paths between
vertex vi to vj , and {a, b} ∩ {φ, } be empty. Consider the following cases of right
distributive expansion :
When a (or b) equals , the expansion is
?

c ∗ (b ] a) = (c ∗ b) ] (c ∗ a)
?

c ∗  = (c ∗ b) ] (c · best())
?

c · best() = (c ∗ b) ] c
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(
?

c =

c · best(b) if best({b, }) = b
c

if best({b, }) = 

= c
where best({b, }) =  is assumed to hold since any non-zero length paths in b must
be path loops due to presence of .
For a k b,
?

c ∗ (b ] a) = (c ∗ b) ] (c ∗ a)
(
c · best(b) if
?
c · best(b ∪ a) =
c · best(a) if
(
(
c · best(a) if best({b, a}) = a
c · best(a) if
=
c · best(b) if best({b, a}) = b
c · best(b) if

best({b, a}) = b
best({b, a}) = a
best({b, a}) = a
best({b, a}) = b

For a ./x b,
?

c ∗ (b ] a) = (c ∗ b) ] (c ∗ a)
?

c ∗ (bx1 · bx2 ] ax1 · ax2 ) = (c ∗ bx1 · bx2 ) ] (c ∗ ax1 · ax2 )
(
(
ax1 · ax2 if best({bx2 , ax2 }) = ax2
c ∗ (ax1 · ax2 ) if best({bx2 , ax2 }) = ax2
?
=
c∗
bx1 · bx2 if best({bx2 , ax2 }) = bx2
c ∗ (bx1 · bx2 ) if best({bx2 , ax2 }) = bx2
(
(
c · best(a) if best({bx2 , ax2 }) = ax2
c · best(a) if best({bx2 , ax2 }) = ax2
=
c · best(b) if best({bx2 , ax2 }) = bx2
c · best(b) if best({bx2 , ax2 }) = bx2
Hence, the multiplication operator ∗ is right distributive over the new addition
operator ].
Claim 8. Multiplication via ∗ is left distributive over addition ].
Proof. Consider the following left distributive expansion :
For a (or b) equal to ,
?

(a ] b) ∗ c = (a ∗ c) ] (b ∗ c)
?

 · best(c) = [ · best(c)] ] [b · best(c)]
?

best(c) = best(c) ] (b · best(c))
= best(c)
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since b must be a path loop, as path best(c) and b · best(c) are paths between the
same vertices vi and vj .
For a k b,
?

(a ] b) ∗ c = (a ∗ c) ] (b ∗ c)
?

(a ] b) · best(c) = [a · best(c)] ∪ [b · best(c)]
?

(a ∪ b) · best(c) =
[a · best(c)] ∪ [b · best(c)] =
For a ./x b,
?

(a ] b) ∗ c = (a ∗ c) ] (b ∗ c)
?

(ax1 · ax2 ] bx1 · bx2 ) ∗ c = (ax1 · ax2 ∗ c) ] (bx1 · bx2 ∗ c)
(
ax1 · best(ax2 · best(c)) if best({ax2 , bx2 }) = ax2
=
bx1 · best(bx2 · best(c)) if best({ax2 , bx2 }) = bx2
(
ax1 · best(ax2 · best(c)) if best({ax2 , bx2 }) = ax2
bx1 · best(bx2 · best(c))

if best({ax2 , bx2 }) = bx2

where paths ax2 · c and bx2 · c intersect at vertex vx . Multiplication via ∗ is left
distributive over addition ].

Claim 9. Addition via ] is commutative.
Proof. a ] b is trivially commutative when a or b equals . When a k b, the
commutative property is inherited from the set union operator ∪. For a ./x b,
operator ] is commutative since best is commutative (i.e., best({ax2 , bx2 }) =
best({bx2 , ax2 })).
Claim 10. Addition via ] is not associative.
Proof. When a k b k c, the associative property is inherited from the set union
operator ∪. However, when all paths a, b, c intersect, the associative property may
fail to exist. Consider Figure 4.5 and let path vector a = (vak vx vak3 vo vj ),
b = (vy vx vo vj ), and c = (vck vy vck3 vo vj ). Observe that a ./x b (i.e., paths
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Figure 4.5: Non-Associativity Example
a and b intersect at vertex vx ), b ./y c (i.e., paths b and c intersect at vertex
vy ), and a k c. Then let path a be partitioned into subpaths ax1 = (vak vx ) and
ax2 = (vak3 vo vj ) at vertex vx and let path b be partitioned into two subpaths
bx1 = (vy vx ) and bx2 = (vo vj ) at vertex vx . Path b can also be partitioned into
subpaths by1 = (vy ) and by2 = (vx vo vj ) at vertex vy . Lastly, let c be partitioned
into subpaths cy1 = (vck vy ) and cy2 = (vck3 vo vj ) at vertex vy . The associative
expansion for addition ] is
?

(

ax1 · ax2 ] c if
bx1 · bx2 ] c if
(
a ∪ c if
b ] c if

(a ] b) ] c = a ] (b ] c)
(
best({ax2 , bx2 }) = ax2
by1 · by2 if best({by2 , cy2 }) = by2
?
= a]
best({ax2 , bx2 }) = bx2
cy1 · cy2 if best({by2 , cy2 }) = cy2
(
best({ax2 , bx2 }) = ax2
a ] b if best({by2 , cy2 }) = by2
6=
best({ax2 , bx2 }) = bx2
a ∪ c if best({by2 , cy2 }) = cy2

The last inequality results as b ] c can never be equivalent to a ∪ c or a ] b for
a, b, c ∈
/ {, φ}. The addition operator ] is not associative.
Claim 11. Addition via ] has identity element φ.
Proof. The null path φ never intersects with another path (i.e., a k φ for all a ∈
S). As such, the operator ] inherits the identity element φ from the set union
operator.
The new multiplication and addition operators, ∗ and ] respectively, satisfy
many properties necessary to claim the tuple (S, ∗, ], φ, ) is a path algebra except
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a few. Specifically, the multiplication operator ∗ lacks a left multiplicative identity
and the addition operator ] is non-associative. Structure (S, ], ∗, φ, ) is a “weak”
path algebra. However, the main goal is to solve the new path-vector routing
formulation
p{vi ,vj } =

U



w(vi ,vk ) ∗ p{vk ,vj }

(4.27)

(vi ,vk )∈E

for a set of paths that forms an in-tree via the iterative process outlined for the
path enumeration problem in Section 4.2.1. In that solution framework, the path
algebra was required to possess the distributive property (see Section 4.2.1) but
not to have a multiplicative left identity element or be associative over addition.
Therefore, solving the path-vector routing formation via Jacobi iteration remains
plausible even though the binary operators do not have all properties necessary to
be part of a path algebra. This conclusion is further validated by experimental
testing in Chapter 6.

4.3.2

In-tree Generation via Generalized Closures

In Section 4.2, the solution to the path enumeration problem was shown to be the
closure A∗ of the underlying graph’s adjacency matrix. However, this solution was
also shown in Section 4.2.2 to lack the necessary properties to form an in-tree, and
as such, would not be equivalent to the sets of paths generated by a path-vectoring
routing protocol. This called for modification of the path enumeration formulation
of (4.3) resulting in the new path-vector routing formulation of (4.27). Specifically,
new binary operators ∗ and ] were developed which generate paths that satisfy
all the properties of an in-tree. It is of interest to validate if the closure A∗ of an
adjacency matrix given by (4.7) under the new operators ∗ and ] now produces
in-trees. If so, the solution to the path-vector routing formulation may have been
found. Returning to the previous example of Figure 4.1, the powers of adjacency
matrix using the new operators ∗ and ] are


φ

φ

φ

φ


 {1β }
φ
φ
{4α }
A=
 {1 } {2 }
φ
φ
β
 β
{1β }
φ
{3α }
φ





φ

φ

φ

φ





φ
{4α 3α }
φ
 A2 =  {4α 1β }

 {2 1 }
φ
φ
{2β 4α }

 β β
{3α 1β } {3α 2β }
φ
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A

A

3

4

φ

φ

φ

φ






 {4α 3α 1β } {4α 3α 2β }
φ
φ

= 
 {2 4 1 }

φ
{2
4
3
}
φ
β α α

 β α β
{3α 2β 1β }
φ
φ
{3α 2β 4α }

φ
φ
φ
φ

 {4α 3α 2β 1β }
{4α 3α 2β 4α }
φ
φ
= 
 {2 4 3 1 } {2 4 3 2 }
φ
φ
β α α β
 β α α β
{3α 2β 4α 1β }
φ
3α 2β 4α 3α
φ








A5 = Φ
and the closure A∗ via (4.7)


{}

φ

φ

φ



)
 (



1
,
4
1
}
β
α β

{} {4α 3α } {4α } 


4α 3α 1β , 4α 3α 2β 1β


)
 (

∗

A =
1β , 2β 1β

{2β }
{} {2β 4α } 




2β 4α 1β , 2β 4α 3α 1β
 (

)


1β , 3α 1β

{3α 2β } {3α }
{} 
3α 2β 1β , 3α 2β 4α 1β

(4.28)

Unfortunately, even after introducing the new operators ] and ∗, the “best” paths
selected by best(A∗ ) (denoted by the overline elements in (4.28) and shown in
Figure 4.2b) are still equivalent to those obtained using the original operators ∪
and · (see (4.21)). An in-tree is still not produced as discussed in Section 4.2.2.
The problem lies in the construction of the powers of A. Per Section 4.3, to
construct an in-tree, every path entering a vertex vk must overlap with vertex vk ’s
best path selection. From the path-vector routing formulation (4.27), the argument
of the embedded best function is the set of paths p{vk ,vj } or equivalently the closure
element a∗k,j (see discussion around (4.10)). This set of paths, p{vk ,vj } or a∗k,j , can
contain individual paths of varying length. However, in calculating each power
Al of the adjacency matrix A using the new the multiplication operator ∗, the
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argument to the embedded best function is a set of paths al−1
k,j having fixed length
l − 1. This length discrepancy can be corrected by defining the quasi-powers of the
adjacency matrix to be
Â0 = I


Âh = A ] A ∗ Âh−1


= A ] A · best(Âh−1 )

h≥1

(4.29)

with individual elements
"
âhi,j =

ai,j ]

|N
U|

#
(ai,k ∗ âh−1
k,j )

k=1




U

ai,j ]

=

(ai,k ·

best(âh−1
k,j ))

(4.30)

k∈V

Between two vertices vi and vj , âhi,j ∈ Âh can be interpreted as the combination
of direct paths ai,j (i.e., single edge weight w(vi ,vj ) ) and those paths to vertex vj
which overlap with the best path at (vertex vi ’s) neighboring vertex vk . Using
(4.29), the quasi-powers of A for Figure 4.6a are

Â

Â

Â

2

3

4

φ

φ

φ

φ





 {1β , {4α 1β }
φ
{4α 3α } {4α } 


= 

{1
,
2
1
}
{2
}
φ
{2
4
}
β
β β
β
β α 

{1β , 3α 1β } {3α 2β } {3α }
φ

φ
φ
φ
φ

 {1β , 4α 3α 1β } {4α 3α 2β } {4α 3α }
{4α }
= 
 {1 , 2 4 1 } {2 } {2 4 3 } {2 4 }
β
β α α
β α
 β β α β
{1β , 3α 1β } {3α 2β }
{3α } {3α 2β 4α }

φ
φ
φ

 {1β , 4α 3α 1β } {4α 3α 2β }
{4α 3α }
= 
 {1 , 2 4 3 1 } {2 }
{2β 4α 3α }
β
 β β α α β
{1β , 3α 1β }
{3α 2β } {3α , {3α 2β 4α 3α }}

Â5 = Â4







φ




{4α , {4α 3α 2β 4α }} 


{2β 4α }

{3α 2β 4α }
(4.31)
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Figure 4.6: An In-Tree from the Generalized Closure
It is observed that all paths in adjacency elements âhi,j are of length < h. Also,
Âh = Â4 for all h > 4 such that Âh is considered stable. More importantly, the
paths returned by limh→∞ best(âhi,j ) (denoted by overlined elements in (4.31)) for
the first column form the subgraph shown in Figure 4.6b. This subgraph is an intree as opposed to that previously seen in Figure 4.2c (and redraw in Figure 4.6c).
Figure 4.6b has all necessary in-tree properties as defined in Section 2.2, such as
the root vertex 1 having no out-neighbors, all non-root vertices have exactly one
out-neighbor, and all in-tree paths are acyclic.
It has been claimed that taking the limit of the quasi-powers of (4.29) leads to
generations of in-trees and thus solves the path-vector routing formulation (4.27).
Let this limit be captured by two new definitions: the generalized weak and (strong)
closure of Â+ and Â∗ respectively.
Â+ =

lim Âh

h→∞

Â∗ = I ] lim Âh = I ] Â+
h→∞

(4.32)
(4.33)

These two definitions are considered “generalized” per the following. Assume
the weak generalized closure Â+ 4.32 is not strictly equivalent to the weak closure
A+ of (4.8). However, these two definitions become equivalent when operator ]
is replaced by ∪, operator ∗ is replaced by ·, and best is defined as the identity
function (i.e., best(a) = a). This is shown by expanding the (quasi-power) elements
(4.29) as follows :
â0 = 
â1 = a ] (a ∗ â0 ) = a ] (a ∗ ) = a ∪ (a · best())
= a∪a=a
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â2 = a ] (a ∗ â1 ) = a ] (a ∗ a) = a ∪ (a · best(a))
2
[
2
= a ∪ (a · a) = a ∪ a =
al
l=1

â3 = a ] (a ∗ â2 ) = a ] (a ∗ (a ∪ a2 ))
= a ∪ ((a · best(a) ∪ (a · best(a2 )))
3
[
2
3
= a ∪ (a ∪ a ) =
al
l=1

âh =

h
[

al

l=1

lim âh =

h→∞

â

+

lim

h→∞

= a

h
[

al

l=1

+

It also follows that the generalized (strong) closure â∗ (4.33) is equivalent to the
(strong) closure a∗ of (4.7) under the same conditions (i.e., operator ] is replaced
by ∪, operator ∗ is replaced by ·, and best is defined as the identity function).
â+ = a+
 ] â+ =  ] a+
∞
[
h
al
 ] lim â =  ∪
h→∞

l=1

â

∗

∗

= a

In Section 4.2 it was shown that the closure elements a∗i,j ∈ A∗ of (4.10) were
the solution to the path enumeration formulation (4.3). Similarly, through simple
algebraic expansion and substitution (i.e., substituting path sets p{vi ,vj } and p{vk ,vj }
for generalized closure elements â∗i,j and â+
k,j respectively and edge weight w(vi ,vk )
for adjacency element ai,k ), the generalized closure elements â∗i,j can be shown to
solve the path-vector routing formulation (4.27) as follows :
[(â∗i,j )] = I ] lim Âh
h→∞
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=

=


U
 lim ai,j ] [ (ai,k · best(âhk,j ))] i 6= j
h→∞

k∈V

 
i=j

U
 ai,j ∪ [ (ai,k · best(â+
k,j ))] i 6= j
k∈V

 

(4.34)

i=j

Hence, the generalized closure Â∗ is the solution of the path-vector routing
formulation (4.27). Note â∗i,j ≡ â+
i,j when i 6= j since neither term will contain
the absorbing infinitesimal path  (i.e., the only allowed path that has the same
source and destination vertex).
Since the generalized closure Âh solves the path-vector routing formulation
(4.27), it is also desirable to re-evaluate if the iteration equation (4.11) results in
the generalized closure â∗ =  ] limh→∞ âh under the new binary operators. If so,
the Jacobi iterative technique of (4.19) can be reused to calculate the generalized
closure Â∗ without finding all its quasi-powers Âh and finding their limit.
Claim 12. Generalized closure â∗ =  ] â+ is a fixed point solution to y =  ] a ∗ y.
Proof. Following the approach of Section 4.2.1, define the sequence y [l] =  ] (a ∗
y [l−1] ) with assumed solutions of the form
y [0] = 
y [l] =  ] âl for l ≥ 1
By induction, the base case is satisfied as
y [1] =  ] (a ∗ y [0] )
 ] â1 =  ] (a ∗ )
 ] a =  ] (a · best())
= ]a
For the inductive step,
y [l+1] =  ] (a ∗ y [l] )
 ] â(l+1) =  ] (a ∗ ( ] âl ))

(4.35)
(4.36)
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=  ] (a ] a ∗ âl )
=  ] â(l+1)

noting the use of the distributive property (for multiplication ∗ over addition ])
leading to (4.35).
Therefore, for any graph described by adjacency matrix A, solving the system
Y = I ] A ∗ Y using the iterative approach of Section 4.2 leads to the calculation of
its generalized closure Â∗ . This generalized closure Â∗ contains in-tree subgraphs
which are solutions to the path-vector routing formulation (4.27) and solve for sets
of in-tree paths generated by a path-vector routing protocol.
As an example, to find the in-tree paths to vertex 1 of the graph in Figure 4.6a,
the iterative approach of Section 4.2.1 is repeated using the new operators ∗ and
]. Let ~y [0] = ~b = e~1 be unit vector from the first column from the identity matrix
I and A be the graph’s adjacency matrix. Then using Jacobi iteration (4.19) with
the new binary operators ∗ and ], the following convergent sequence is generated.


~y

[0]

~y

~y

{}


 {1β , 4α 1β }
=
 {1 , 2 1 }
 β β β
{1β , 3α 1β }


[4]







 φ 


=

φ


φ


[2]

{}

~y




 {1β , 4α 3α 1β }
=
 {1 , 2 4 3 1 }
 β β α α β
{1β , 3α 1β }

~y

[3]








~y

{}


 {1β , 4α 3α 1β }
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 {1 , 2 4 1 }
 β β α β
{1β , 3α 1β }


[5]





 {1β } 


=

{1
}
 β 
{1β }









{}

[1]

{}

{}


 {1β , 4α 3α 1β }
=

{1β }

{1β , 3α 1β }















The values of yi ∈ y [5] are equivalent to the first column of the generalized
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closure Â∗ in (4.31). These values represent sets of direct and in-tree paths from
vertex vi to vertex 1. The “best” paths in y [5] (which are overlined) form the in-tree
shown in Figure 4.6b. Therefore, in-tree paths can be obtained via an iterative
algorithm rather than taking the limit (4.33) of the quasi-powers (4.29).
The implementation of Jacobi iteration described by Algorithm 1 using the new
binary operators ∗ and ] is called The AS Path Solver. Its implementation should
be more straightforward than discrete-event network simulation while obtaining
the same sets of paths generated by its path-vector routing protocol model. The
performance and fidelity of the AS Path Solver is evaluated in Chapter 6.

4.4

Algebraic Relationships to Path-Vector Routing Protocols

The solution framework presented for the path-vector routing formulation of (4.27)
(i.e., Jacobi iteration over a “weak” path algebra) models all basic functions of a
path-vector routing protocol. For example, routing table construction via routing
message sharing (see Section 2.3.1), best path selection (see Section 2.3.3), and
routing policy (see Section 2.3.2) are all modeled in terms of algorithmic variables
and the new binary operators (see Table 4.1). For example, variable yi used
in Jacobi iteration (4.19) solves for the generalized closure elements â∗i,j which
models vertex vi ’s routing tables R for any PREFIX originated at vertex vj .
The mandatory prepend(vk ) policy operation at any vertex vk (which extends
vertex vk ’s best selected AS PATH attribute by vk ’s vertex label) is captured
by the multiplication ai,k ∗ best(yk ) (where ai,k is equivalent to the edge weight
w(vi ,vk ) = vk ). Jacobi iteration’s combining of this term with variable yi using the
addition operator ] (i.e., yi = yi ] (ai,k ∗ yk )) is equivalent to storing at vertex vi
a redistributed “best” routing message r from neighboring vertex vk .

4.5

Algorithmic Complexity

The upper bound on number of iterations m necessary for Jacobi’s algorithm (4.19)
to converge has been shown to be m ≤ N [16], where N is the number of graph
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Path Algebraic
Operation
U
(·)
k∈V

best(·)
ai,k ∗ best(yk )

Routing Protocol
Function
Construction of routing table R through aggregation of
routing messages r
“Best” path selection
Mandatory prepend routing
policy

Reference
Section 2.3.1
Section 2.3.3
Sections 2.3.2
and 4.2.2

Table 4.1: Path Algebraic Modeling of Path-Vector Routing Protocols
vertices. More efficient approaches are also available. For example, Yens’ DoubleSweep method can be faster than Jacobi iteration, requiring at the most m ≤ N/2
[16]. In either approach, the combined number of additions and multiplications
operations were shown to be O(|E|m) [16]. Individually, the addition operation
] in (4.26) has a time complexity that is upper bounded by the complexity of
the best function since the set union operation can be made to incur constant
time [21]. The best function’s time complexity can be linear since best can be
implemented as a linear sort. The multiplication operation ∗ is also upper bounded
by the best function as the label concatenation operation incurs constant time (i.e.,
label concantenation operates on a singleton “best” path returned from the best
path selection function and a singleton direct (edge) path stored in the adjacency
matrix.). Thus the overall time complexity of the iteration algorithm is expected
to be linear to the total number of graph edges |E|. With regards to memory,
the routing tables captured by variables y dominate. Each such routing table is
constructed from at the most one routing message per graph edge. Therefore it
is expected that the total memory needed by the iteration algorithm is O(|E|) or
linear to the number of graph edges |E|.

4.6

Summary

This chapter presented an algorithmic approach to determine the routing tables
(i.e., sets of path vectors) generated by a path-vector routing protocol for a given
network topology. This approach modeled all basic operations of the routing
protocol (e.g., routing table construction, mandatory routing policy) through a new

63
path-vector routing formulation and two new binary operators. As the solution to
the path enumeration problem was similar to the output of a path-vector routing
protocol, the enumeration problem’s formulation and binary operators (i.e., set
union and label concatenation) were used as a starting point. However, this
formulation and its operators were shown to be incapable of producing routing
tables whose constituent path vectors satisfied all properties of an in-tree (which
are necessary to support hop-by-hop forwarding). Specifically, overlapping path
vectors (i.e., those passing through a vertex and those originated at that vertex)
may exit through differing neighbors such that the vertex may possess more than
one out-neighbor (which violates a necessary property of an in-tree). New binary
operators were then defined to provide all in-tree properties. These operators were
then shown to support the existing Jacobi iterative solution framework of the path
enumeration problem. This solution framework defines the algorithmic approach
called the AS Path Solver which solves for sets of routing tables produced by the
path-vector routing protocol operating on the underlying graph. The expected
complexity of the AS Path Solver was linear to the total number of graph edges.

Chapter

5

Scale-Down of Inter-Domain
Network Topologies
The AS Path Solver’s algorithmic approach (in Chapter 4) determines sets of
path vectors (i.e., routing tables) that are useful for some types of large-scale
testing (e.g., expected traffic engineering), but not all.

Specifically the AS

Path Solver does not allow the study of interactions between routing protocols
and other network protocols/applications (e.g., routing messaging losses due to
application induced congestion). In contrast, discrete-event network simulation
(e.g., ns2, SSFNET) typically contain many protocol and application modules that
can be simultaneously executed to perform such complex, interactive networking
experiments. However, at large scales, such detailed network simulations have
large memory needs and long run-times [64].
To address these large-scale run-time and memory usage issues in discrete-event
network simulation, topological reduction via vertex deletion will be revisited (see
previous work in Section 3.4). However, instead of being strictly heuristic, a new
process is developed from the concepts of Thevenin equivalence and (the linear
systems technique of) state variable elimination. A system form is developed in
which its state variables capture the routing tables generated by a path-vector
routing protocol operating on the underlying topology.

Performing Gaussian

elimination on this system is shown to be equivalent to the removal of the ASs (i.e.,
graph vertices) from the network topology. Discrete-event network simulation of
the resulting reduced network topology will be shown (in Chapter 6) to require
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less memory and have shorter run-times for some sample experiments.
In addition, specific attention is paid to preserving metrics (e.g., length)
associated with the path vectors generated by the path-vector routing protocol.
This contrasts with previous network topology reduction approaches (reviewed
in Section 3.4) which, at the most, focused on preserving data performance
metrics (e.g., end-to-end data delay, average queue lengths) over shortest paths.
By preserving several characteristics of the path vectors, broader equivalence is
obtained from the reduced scale simulation since all data is forwarded along
the preserved path vectors. It follows that the net traffic flows in/out of ASs
are preserved.

However, for the Scale-Down Transformation to achieve such

preservation goals, additional routing policy is required at the expense of lowering
modeling fidelity (e.g., loss of some, non-traffic carrying path vectors within the
reduced scale simulation).

5.1

Thevenin Equivalence

Topological reduction can follow from model reduction techniques common in
many engineering disciplines.

In electrical circuit theory, model reduction is

found through Thevenin’s (or Norton’s) theorem(s) [46]. Here, any (two terminal)
electrical network consisting of an arbitrary number of linear components (e.g.,
impedances or voltage/current generators) may be replaced by two connected
components : a voltage (or current) generator and an impedance. The replacement
structure is termed a Thevenin equivalent circuit.
Thevenin’s theorem is most commonly used for complexity reduction. Figure
5.1 shows this concept, where resistors R1, R2, and R3 from Figure 5.1a have
been replaced by their Thevenin equivalent circuit R3k(R2+R1) in Figure 5.1b.
This reduction in the number of circuit components generally implies reduced
complexity in the mathematical representation of the circuit.

For example,

Figure 5.1 also shows both circuits’ mathematical representations using Kirchhoff’s
voltage laws. It is seen that the use of a Thevenin equivalent circuit in Figure
5.1b has led to a reduction in the number of circuit state variables. Generally, a
system with a lower number of state variables is less difficult (i.e., less complex)
to solve. Furthermore, per Thevenin’s (or Norton’s) theorem, when a section
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Figure 5.1: Model Reduction of an Electrical Circuit
of an electrical circuit is replaced by its Thevenin equivalent circuit, the offered
voltage (or current) to the remaining (load) network is unchanged. It follows
from linear circuit theory that the voltages (or currents) represented by the state
variables associated with the remaining (load) network are also unchanged. A
circuit containing a Thevenin equivalent circuit is a mathematically equivalent,
and typically less complex, representation of the original electrical network.
There are many techniques available to construct reduced systems containing
Thevenin equivalent circuits (see [46] or [18]). Although less commonly used,
one can use Gaussian elimination to remove state variables from the circuit’s
mathematical representation.

For example, using a single pass of Gaussian

elimination on the system of Kirchhoff’s voltage equations in Figure 5.1a results in
the reduced system shown in Figure 5.1b. As such, the use of Gaussian elimination
will form the basis of the topological reduction process used within the Scale-Down
Transformation.

5.2

Vertex Deletion and Gaussian Elimination

Per the concept of Thevenin equivalence in Section 5.1, Gaussian elimination
was seen as a reasonable candidate step to achieve lossless model reduction for
a system of linear equations. The resulting state variable reduction for this system
of equations can be related to vertex deletion in graphs. Given a linear system
described by the set of equations, Ax = y, a representative graph is formed by
assigning each state variable xi to a vertex vxi and coefficients ai,j ∈ A to weighted
edges [68, 93]. Figure 5.2 shows this graphical representation for an electrical
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circuit example, where x = [i1 , i2 , i3 ]T are the circuit’s mesh current variables and
coefficients ai,j ∈ A are linear combinations of resistance values.
State variable reduction, such as by Gaussian elimination, on the system of
equations has specific effects on the representative graph. According to Partner’s
theorem [68], upon elimination of state variable xi from the system of equations,
the new representative graph of the reduced system (also called an elimination
graph) can be obtained by
• elimination of the vertex vxi , and
• pair-wise connecting all vertices which were previously neighbors of vertex
v xi .
An example of this theorem is shown in Figure 5.3, where state variable i1 has
been removed from the system of equations in Figure 5.2 by Gaussian elimination.
From the reduced system’s representative graph in Figure 5.3b, it is seen that
Gaussian elimination of a state variable results in the deletion of a graph vertex.
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5.3

The Scale-Down Transformation

The purpose of the Scale-Down Transformation is to reduce network topologies
for more efficient discrete-event network simulation. Sections 5.1 and 5.2 has
begun to develop this reduction process using the concepts of model equivalence
and Gaussian elimination. Specifically, this section poses the use of Gaussian
elimination as a step in the Scale-Down Transformation. Additional steps are also
necessary to accommodate modeling constraints imposed by a typical discreteevent network simulation tool (e.g., ns2) and to preserve metrics (e.g., path length)
of the path vectors across the topological reduction.

5.3.1

Topological Reduction via Gaussian Elimination

On graph G representing a network topology, a set of in-tree paths p{vi ,vj } between
vertex vi and vj were defined earlier as path-vector routing formulation (4.27),
p{vi ,vj } =

U



ai,k ∗ p{vk ,vj }

(vi ,vk )∈E

where ai,k are elements of the graph’s adjacency matrix A that contain the edge
weight w(vi ,vk ) between vertex vi and its neighbor vertex vk . The binary operators ∗
and ] are from the “weak” path algebra developed in Section 4.3.1. Over all graph
vertices, this path-vector routing formulation has the matrix form P = A ∗ P ] I,
where I is the identity matrix. The formulation P = A∗P ]I represents the sets of
all in-tree paths on graph G and is a mathematical description of the path-vector
routing protocol operating over graph G. Furthermore, the representative graph
of this formulation is graph G, since the coefficients of the formulation’s variables
p{vi ,vj } ∈ P are from matrix A, which is also the adjacency matrix of graph G.
Topological reduction is achieved by performing Gaussian elimination on the
path-vector routing formulation associated with graph G. As discussed above
in Section 5.2, the elimination of any state variable from a system of equations
corresponds to the elimination of a vertex from its representative graph. As
such, the Scale-Down Transformation is defined as the graph mapping P P SD1 :
G(V, E) 7→ G0 (V 0 , E 0 ) where | V 0 |<| V |. Here, let X be the set of vertices removed
1

PPSD refers to Path Preserving Scale-Down.
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from graph G such that V 0 = V \ X. Before Gaussian elimination is performed,
the system P = A ∗ P ] I is ordered with the nx vertices from set X occupying
rows 1, 2, . . . , nx of the adjacency matrix A. Clearly, nx = |X|. The topological
reduction step is then defined as nx steps of Gaussian elimination to transform the
system P = A ∗ P ] I into
"

X
P0

#

"
=

A11 A22
Φ

A0

# "
∗

X
P0

#
]I

(5.1)

where A0 is a matrix of size (|N | − nx ) × (|N | − nx ). Specifically, A0 is a submatrix
of A(nx ) whose elements represent an matrix that has experienced nx passes of
Gaussian elimination defined in [16] as

(k)
ai,j

=




 φ




(k−1)
ai,j
(k−1)
ai,j

if i ≥ k, j = k
]

(k−1)
ai,k

∗

(k−1)
ak,j

if i > k, j > k

(5.2)

otherwise

The subsystem P 0 = A0 ∗ P 0 ] I within (5.1) is a reduced form of the original
system P = A∗P ]I. Its representative graph G0 does not contain any vertices from
set X. The edge weights of this reduced representative graph G0 are captured by the
reduced adjacency matrix A0 associated with the reduced system P 0 = A0 ∗ P 0 ] I.
As an example, Figure 5.4c shows the adjacency matrix A of the graph G of
Figure 5.4a. Each edge (vi , vj ) is assigned the label of its tail vertex vj . For
clarity, only the edge labels incident to vertex v2 are shown in Figure 5.4. Also
note that the edge connections in Figure 5.4 are bi-directional. Using one pass of
Gaussian elimination (5.2), the submatrix A0 of A(1) is shown in Figure 5.4d, which
is the adjacency matrix A0 for reduced graph G0 of Figure 5.4b. Equivalently, per
Partner’s theorem, Figure 5.4b can result from the deletion of vertex x from Figure
5.4a and rewiring of the edges previously incident on the removed vertex x from its
neighboring vertices. Note vertex vi and vi0 refer to the same vertex, but in graph
G and reduced graph G0 respectively.
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5.3.2

Modeling Modifications for Network Simulation

Per Thevenin equivalence, the reduced system P 0 = A0 ∗ P 0 ] I can be solved (e.g.,
via the AS Path Solver in Chapter 4) for sets of in-tree paths corresponding to
the original graph G. However, a goal of the Scale-Down Transformation is to
obtain a similar result by discrete-event network simulation of a reduced network
topology, but also with greater efficiency (i.e., lower memory consumption, faster
simulation times) than full-scale network simulation. However, not all information
associated with the reduced graph G0 can be accommodated by discrete-event
network simulation tools. For example, the values in the adjacency matrix A
are equivalent to the argument of the mandatory prepend policy operation (see
Section 4.4). However, the BGP routing protocol model within most discrete-event
network simulation tools (e.g., ns2 [5]) only allows the prepend policy operation
to accept a single argument (i.e., single sequence) for single edge connectivity
between vertices (i.e., ASs). As such, if more than one sequence is present in the

71
elements of the reduced adjacency matrix A0 , then some information will need
to be discarded and model fidelity losses can result. To bound these fidelity
losses to certain characteristics of the path-vector routing protocol, several path
preservation conditions are defined in Section 5.3.2.1. Such conditions are intended
to preserve, at a minimum, the “best” forwarding paths (i.e., p0 of Section 2.1)
between all vertices in the reduced graph G0 over the topological reduction. If such
preservation is not achieved, the topology reduction could cause the data traffic to
be misdirected, and the simulation results at reduced scales would not necessarily
be accurate or useful. The following sections describe these path preservation
conditions and the additional steps performed by the Scale-Down Transformation
to ensure they are met.
5.3.2.1

Path Preservation Conditions

A scaled-down network topology is defined as path preserving if the following
conditions hold for every path vector p ∈ p{vi ,vj } in graph G, and its (PPSD)
mapped path vector p0 ∈ p0{v0 ,v0 } in reduced graph G0 [10] :
i

j

i. Total Number of Path Vectors : Let deg(vi ) be the number of edges incident
on vertex vi in graph G. Then the size of (parent) path vector set p{vi ,vj }
is at most deg(vi ) since only one routing message r can arrive per incident
edge at vertex vi (see Section 2.3). In the reduced graph G0 , the number
of path vectors | p0{v0 ,v0 } | available at same vertex vi0 should not be greater
i

j

than | p{vi ,vj } | (in graph G) or deg(vi0 ) (in reduced graph G0 ). No new path
vectors are to be created in the reduced graph G0 .

ii. Path Vector Mapping : For each path vector p = (vk · · · vkl−1 vj ) ∈ p{vi ,vj }
in graph G, there is either zero or one path vector p0 ∈ p0{v0 ,v0 } in reduced
i

j

graph G0 that satisfies both p ∪ p0 = p and | p ∩ p0 |=| p | − | X ∩ p |. The
former states that no new vertices are to be added to mapped path vectors
p0 (in reduced graph G0 ). For the latter, the number of unique vertices in the
mapped path vector p0 equals the length of path vector p less the number of
vertices path vector p0 shares in common with vertex removal set X.
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iii. Lossless “Best” Path Vector Mapping : For all “best” path vectors selected
by the best path selection function (see Section 4.2.2) in graph G (i.e.,
p = best(p{vi ,vj } )), a corresponding mapped path vector p0 must always
exist in reduced graph G0 , satisfy path preservation condition (ii), and be
the “best” path selected in reduced graph G0 (i.e., p0 = p0 = best(p0{v0 ,v0 } )).
i

j

Since best selected paths configure forwarding paths, they must be preserved
across the topology reduction.

iv. Path Vector Length : Irrespective of vertex deletion, all mapped path vectors
p0 must equal the length of their corresponding parent path p, (i.e., | p0 |=|
p |). Note, repeated vertices are allowed in mapped path vectors p0 .
v. Path Vector Ordering : For all vertices v ∈ p = (vk · · · vkl−1 vj ) and v 0 ∈ p0 =
(vk0 0 · · · vk0 0

l−1

vj0 ), let ≺ be a topological ordering relation such that vertex

v ≺ v 0 if vertex v is always reached before or at the time as vertex v 0 when
simultaneously walking backwards along path vectors p and p0 after starting
from vertex vj (equiv. vertex vj0 ). For example, v  v 0 holds for the vertices
in paths p = (3 2 1) and p0 = (3 1 1). In combination with path preservation
condition (ii), not only will the mapped path p0 not include any new vertices,
but the ordering of the vertices in path vectors p and p0 will be unchanged.
5.3.2.2

Prepend Policy Adjustment

To simultaneously achieve the path preservation conditions of Section 5.3.2.1 and
the meet the prepend policy modeling constraints of the (ns2) discrete-event
network simulation tool (see Section 5.3.2), several additional heuristics steps are
added to the Scale-Down Transformation. For the first step, consider the graph
G in Figure 5.4a. The path from vertex v2 to v4 can be either direct or through
vertex x. After Gaussian elimination of vertex x, edge (v2 , v4 ) will be re-labeled
as (x v40 ), (v40 ). One sequence is due to the direct path, the other due to the
path through the deleted vertex x. As was discussed in Section 4.4, the values in
the adjacency matrix elements are equivalent to the argument of the mandatory
prepend policy operation. However, the BGP routing protocol model of the (ns2)
network simulator tool only allows the prepend policy operation to accept a single
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argument (i.e., single sequence) for single edge connectivity between vertices. As
such, the reduced adjacency matrix elements a0i,j ∈ A0 containing more than one
sequence need to be pruned. To reduce the elements a0i,j to singleton sets, the best
path selection (of Section 4.2.2) is used since it supports the path preservation
condition (iii) (in Section 5.3.2.1) by preserving all “best” paths between vertices
vi and vj in the reduced graph G0 . This approach bears similarities to the routing
path pre-calculation implied by on-demand routing approaches [59, 79] (see Section
3.3).
The information loss associated with the pruned elements of reduced adjacency
matrix A0 translates into loss of several candidate path vectors within the simulated
routing tables for reduced graph G0 . On the one hand, a lesser number of such
path vectors in the simulated routing tables will save memory. On the other hand,
the loss lessens the ability of the Scale-Down Transformation to model all possible
routing paths associated with the original topology (i.e., graph G). However,
the path vectors that can be lost are not used for forwarding data as they were
not selected by the best path selection function. This was defined in the path
preservation conditions (of Section 5.3.2.1) and is empirically validated in Section
6.3.5.2.
Another effect of Gaussian elimination is to cause the elements of the reduced
adjacency matrix A0 to contain sequences with deleted vertices from set X (e.g.,
vertex x in sequence a02,4 = (x v40 ) of Figure 5.4d). If such a sequence is used as the
argument to the mandatory prepend policy operation at vertex v40 , all simulated
routing messages received at vertex v20 imply that data destined to vertex v40 (from
v20 ) should be forwarded through vertex x. However, the reduced graph G0 does not
contain the deleted vertex x. For the information carried within routing messages
to be appropriate for the reduced graph G0 , vertex x should be replaced in sequence
(x v40 ) before its use in the mandatory prepend policy function at vertex v40 .
Note that if deleted vertex x is simply removed from the sequence passed as a
prepend policy argument, the length of path vector carried (within the AS PATH
attribute) by the routing message between vertices v20 and v40 would appear one
vertex shorter due to the deletion of vertex x. This would violate path preservation
condition (iv) of Section 5.3.2.1. To match the length of mapped path vector p0
to its corresponding parent path p, all deleted vertices from set X are replaced by
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destination vertex vj in all sequences captured by the reduced adjacency matrix
A0 . The path vector mapping, length, and vertex ordering preservation conditions
of Section 5.3.2.1 are now satisfied as no new vertices have been added by the
mandatory prepend policy, the path lengths are equal, and the sequence of vertices
visited is unchanged.
5.3.2.3

Block Routing Message Backtracking

The previous section described a necessary heuristic to manipulate mandatory
routing policy (i.e., prepend policy) to satisfy the path preservation conditions and
meet modeling constraints of the ns2 discrete-event network simulation tool. Other
steps are also necessary to meet other aspects of the path preservation conditions.
However, these additional steps are independent of the routing protocol model
supplied by the discrete-event network simulation tool.
Gaussian elimination can cause previously unconnected vertices (in graph G)
to become connected (in reduced graph G0 ). For example, in Figure 5.5b, upon
deletion of vertex x, vertices v10 and v20 become directly connected (in reduced
graph G0 ). These vertices can now receive additional “best” routing messages r
due to the extra connectivity. In the original graph G of Figure 5.5a, when vertex
v1 distributes a “best” routing message, it could be re-distributed by vertex x to
both vertices v2 and v3 . After receiving this routing message, vertices v2 and v3
then could re-distribute the routing message to all their neighbors. However, direct
sharing of routing messages between vertices v2 and v3 was prevented by vertex
x. In the reduced graph G0 , vertex v10 can now share routing messages directly
with vertices v20 and v30 , and vertices v20 and v30 can directly share routing messages
with each other. The specific routing messages generated by vertex v10 and then
shared directly between vertices v20 and v30 are virtually “backtracking” over the
deleted vertex x which would prevent such action in graph G. When these routing
messages are received at vertices v20 and v30 , they can result in additional routing
messages being stored in the routing tables of reduced graph G0 and possibly
violate path preservation condition (i) of Section 5.3.2.1 (i.e., maximum number
of path vectors allowed in reduced graph G0 ). To satisfy this path preservation
condition, all routing messages from vertex v10 needs to be prevented from being
redistributed along any new edge between vertices v20 and v30 . For this task, a
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Figure 5.5: Block Routing Message Backtracking
block(v10 ∈ AS PATH) policy operation (of Section 2.3.2) is added to the export
policy set between vertices v20 and v30 in the reduced graph G0 .
To determine which vertices required such block policy operations, the following
heuristic was developed. For every vertex v 0 in the reduced graph G0 , sets Ov0 ,x are
formed which contain those vertices that become directly connected to vertex v 0 due
to deleted vertex x. This is easily determined by evaluating the rows of the reduced
adjacency matrix A0 for sequences that contain deleted vertices (or equivalently,
those adjacency matrix elements having sequences with lengths greater than one).
For example, in the reduced adjacency matrix A0 of Figure 5.4d, when scanning
across the row associated with vertex v10 , one encounters a sequence a01,2 = (x v20 )
between vertices v10 and v20 that contains deleted vertex x. Therefore vertex v20 is
added to set Ov10 ,x as vertex v20 now can be directly reached from vertex v10 due to
the edge rewiring around deleted vertex x. Continuing across the row associated
with vertex v10 , vertices v30 and v40 are also added such that Ov10 ,x = {v20 , v30 , v40 }.
All vertex pairs within set Ov0 ,x should not redistribute routing messages to
each other that have been received from vertex v 0 . For example, in set Ov10 ,x =
{v20 , v30 , v40 }, vertex v20 must not redistribute routing messages from vertex v10 onto
vertices v30 or v40 , and vice versa. To implement these constraints, a block(v10 ∈
AS PATH) operation is added to the export policy set associated with all pairwise
edges between vertices in set Ov10 ,x (i.e., (v20 , v30 ), (v20 , v40 ), (v30 , v40 )).
5.3.2.4

Non-“Best” Path Blocking

In the previous section, it was seen that the topological rewiring due to Gaussian
elimination may cause additional routing messages to be received which can
artificially inflate the number of path vectors in reduced graph G0 . Besides the
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virtual “backtracking” discussed in Section 5.3.2.3, the routing protocol best path
selection process (see Section 2.3.3) can also lead to additional path vectors. The
storing of these extra path vectors needs to be prevented to satisfy the path
preservation conditions. This is the subject of this section.
Each vertex accepts routing messages r from their neighbors and stores the
messages in their routing table. After ranking all these routing messages, the
vertex typically redistributes its highest ranked (i.e., “best”) message to all of its
neighbors (see Section 2.3.3). Each such “best” routing message can add a new
entry to the routing table at some neighboring vertex. For example, in Figure
5.6a, let vertex vj share a “best” routing message rj to both neighboring vertices
v1 and v2 . Assume that this routing message becomes the highest rank (i.e.,
“best”) at vertices v1 and v2 , such that routing messages r1 and r2 respectively
are redistributed from vertices v1 and v2 to vertex x (after mandatory prepend
operations). At vertex x, both “best” routing messages are received, and assuming
an empty routing table at vertex x, both messages become the only ones stored at
vertex x. Then, the best path selection function at vertex x decides which routing
message, r1 or r2 , is of highest rank (i.e., “best”). From this highest ranked routing
message, a forwarding path from vertex x to vertex vj is implied. This path can
be either through vertex v1 or v2 . This highest rank routing message at vertex x is
then also redistributed to vertices v3 or v4 as rx routing messages. Now, let vertex
x be deleted such that the reduced graph G0 in Figure 5.6b is created. In reduced
graph G0 , upon receiving the routing message rj0 from vertex vj0 , vertex v10 would
send routing message r10 to both vertices v30 and v40 . Similarly, vertex v20 sends a
routing message r20 to both vertices v30 and v40 . In reduced graph G0 , vertices v30 and
v40 now receive two routing messages, r10 and r20 , both of which contain path vectors
to vertex vj (equiv. vertex vj0 ). In graph G, the vertices v3 and v4 would have
only received one routing message rx from vertex x. To prevent new path vectors
from being introduced into the routing tables of either vertex v20 and v30 in the
reduced graph G0 , only the routing message that would have the highest ranking
(i.e., “best”) from vertex x’s perspective should be allowed to reach vertices v20 and
v30 . All other (non-best) routing messages that would be received by vertex x need
to be blocked.
The choice of which routing messages to block is heuristically determined by

77
v1

r
1

rj

vj

r
x

rx

v3

x

v'j

r
x

rx

v'1

v'3
r'
1

r' 2

r2

r
j

r'1

r' j

r'
j

v2

r2

(a) Graph G

v4

v'2

r'2

v'4

(b) Reduced Graph G0

Figure 5.6: Non-“Best” Path Blocking
analyzing the path sets p{x,vj } at deleted vertex x. Solving for these path sets can be
accomplished using the AS Path Solver of Chapter 4. In the reduced graph G0 , all
routing messages associated with graph G’s non-forwarding (i.e., non “best’) paths
p ∈ p{x,vj } , p 6= p = best(p{x,vj } ) are to be blocked from reaching all neighbors of
vertex x in graph G. Denote this neighbor set of vertex x as Nx = {vk ∈ V |(x, vk ) ∈
E}. For every such non-best path p ∈ p{x,vj } , p 6= p = best(p{x,vj } ), let vertex vb1
represent the first retained2 vertex along the non-best path p from deleted vertex x.
Let vertex vb2 be the second retained vertex along the same path p. Then the nonbest blocking operation is defined as block(vb0 1 ∈ AS PATH) on the edges between
vertex vb0 2 and all of vertices in set Nx (i.e., neighbor set of vertex x). For example,
in Figure 5.6a, let the best path from vertex x to vertex vj be through vertex v1 , or
p = (v1 vj ) = best(p{x,vj } ). As such, non “best” path (v2 vj ) ∈ p{x,vj } needs to be
blocked from reaching all neighbors in set Nx = {v1 , v2 , v3 , v4 }. For non “best” path
(v2 vj ), vb0 1 = v20 and vb0 2 = vj0 in reduced graph G0 such that block(vj0 ∈ AS PATH)
policy operations are added to the export policy set between vertex v20 and all
vertices in set {v10 , v30 , v40 }.

5.3.3

Scale-Down Transformation Review

Given a set of vertices X to remove, and a network topology represented by the
graph G, the Scale-Down Transformation will reduce the network topology by
performing the following steps:
1. Section 5.3.1: Perform nx =| X | steps of Gaussian elimination on graph G’s
adjacency matrix A to create the reduced adjacency submatrix A0 of reduced
graph G0 .
2

A retained vertex vb is one that exists in both graph G and reduced graph G0 (as vertex vb0 ).
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2. Section 5.3.2.2: Analyze each reduced adjacency element a0i,j ∈ A0 to
determine the length of its highest ranked path vector (i.e., p = best(a0i,j )).
If this path vector p has a length greater than one, add sufficient amounts of
prepend(vj ) policy to match the length of its parent path vector p.
3. Section 5.3.2.3: From the rows of adjacency matrix A0 , build sets Ov,x
containing newly connected vertices due to the re-wiring introduced by
Gaussian elimination of vertex x.

To prevent backtracking of routing

messages among the vertices in Ov,x , define sufficient block routing policy
between all vertices of Ov,x taken pairwise.
4. Section 5.3.2.4: Determine the set of all paths p{x,vj } for every deleted vertex
x ∈ X and every originating vertices vj . Add necessary block routing policy
to prevent routing messages associated with those paths which are not the
highest ranked (i.e., paths p ∈ p{x,vj } , p 6= p = best(p{x,vj } )) from being
redistributed to neighboring vertices of deleted vertex x ∈ X.
These four steps result in a reduced topology G0 and a set of additional routing
policy operations (e.g., prepend, block). The first step, Gaussian elimination, both
removed vertices and re-wired the graph to preserve connectivity. The latter steps
add necessary routing policy to preserve the path vectors’ composition, ordering,
and length characteristics as generated by a path-vector routing protocol over the
original sized topology. When simulated by a discrete-event network simulation
tool, the sets of path vectors generated will adhere to the path preserving conditions
of Section 5.3.2.1.

5.4

Traffic Redistribution Implications

Although the Scale-Down Transformation attempts to create an equivalent
simulation model through its use of Gaussian elimination, Thevenin equivalence,
and several heuristics, some topological structure changes are unavoidable. For
example, vertex deletion via Gaussian elimination can change the vertices’ degree
over the scale reduction. In Figure 5.7b, after deletion of vertex x from Figure
5.7a, vertices o, x2 , and tx acquire more edge connections. The reduced graph
G0 tends toward becoming completely connected due to the rewiring around the
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deleted vertices. This can also lead to some traffic redistribution over the rewired
edge set E 0 of the reduced graph G0 even though the path preservation conditions
imply that the traffic flows through the vertices are retained. For example, in
Figure 5.7a let a traffic flow exist between vertices to and x2 along path (o x
x2 ) ∈ p{t0 ,x2 } . Let another traffic flow exist between vertices tx and x2 along path
(x x2 ) ∈ p{tx ,x2 } . Note both traffic flows share the edge (x, x2 ). Now let the ScaleDown Transformation delete vertex x from Figure 5.7a forming the network of
Figure 5.7b. Then, due to the path preservation conditions, the traffic flow from
vertex t0o to x02 and will follow (o0 x02 x02 ) ∈ p0{t0o ,x0 } and traffic flow from vertex t0x
2

to x02 will follow (x02 x02 ) ∈ p0{t0x ,x0 } . As such, the previously aggregated traffic over
2

edge (x, x2 ) in graph G (of Figure 5.7a) has been de-aggregated over disjoint edges
(o0 , x02 ) and (t0x , x02 ) in reduced graph G0 (of Figure 5.7b). In contrast, if different
vertices are removed, the traffic flows may become aggregated on retained links.
For example, in Figure 5.8a, let traffic flow from vertex x to vertex o be over
path p{x,o} = (x2 s o2 o1 o) and traffic from vertex s to vertex o be over path
p{s,o} = (x2 o2 o1 o). Now let the Scale-Down Transformation remove vertex x2
from Figure 5.8a to form the reduced network in Figure 5.8b. In this reduced graph
G0 , the traffic flows can become aggregated over retained link (s0 , o02 ) (in Figure
5.8b). Again, the traffic arriving or leaving any vertex is unchanged as implied by
the path preservation conditions.

5.5

Summary

This chapter developed the Scale-Down Transformation to reduce network topologies through removal of some number of its vertices. It was hypothesized that
such a reduction would lead to reduced run-times and lower memory usage during
subsequent scaled-down network simulation. This is assessed in Chapter 6. The
Scale-Down Transformation was developed in four steps. The first step, Gaussian
elimination, removed vertices and re-wired the graph to preserve connectivity.
Although this reduction step was seen to possibly redistribute traffic flows across
the revised edge set, the traffic flows through the topology’s vertices (or ASs)
was determined to be preserved. Also, the reduced network topology produced
by Gaussian elimination may not be compatible with the BGP routing models in
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some discrete-event network simulations tools (e.g., ns2). Therefore some modeling
modifications were necessary. To this end, several heuristics were developed to
add necessary routing policy to preserve the path vectors’ composition, ordering,
and length characteristics as generated by a path-vector routing protocol over the
original sized topology. When simulated by a discrete-event network simulation
tool, the sets of path vectors in the scaled-down network are related to those in
a full-scale simulation by several path preserving conditions (see Section 5.3.2.1).
This fidelity is validated empirically in Chapter 6.

Chapter

6

Performance and Fidelity Evaluation
The AS Path Solver and Scale-Down Transformation (of Chapters 4 and 5
respectively) have been proposed to model the output of a path-vector routing
protocol for a given network topology. To be useful for large-scale experimentation
(i.e., testing), these techniques must have practical performance in terms of
run-time and memory usage, as well as good fidelity (i.e., produce accurate
sets of routing tables). Fidelity evaluation is especially needed for the ScaleDown Transformation as it includes several heuristics (see Sections 5.3.2.3 and
5.3.2.4) and is expected to cause some modeling loss (see Section 5.3.2.2). This
chapter describes the experimental evaluation the AS Path Solver and ScaleDown Transformation. Performance is measured by the technique’s run-time and
memory usage. Fidelity is measured by the percentage of path vectors that are
generated correctly and the number of path vectors that are lost. These measures
are obtained by conducting a network experiment many times on sample network
topologies ranging in scale from tens to several thousand ASs. Experimental results
are presented along with discussion regarding their soundness and viability.

6.1

Internet Inter-Domain Topology Generation

Network experimentation requires specification of an underlying network topology.
For study of path-vector routing protocols, experimenters typically create Internet
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inter-domain topology models (i.e., graphs of inter-connected ASs) using either
Internet measurement data1 or topology generation tools. The former consists
of routing table snapshots from 50+ BGP routers recorded at two hour intervals.
From such routing table data, the embedded AS PATH attributes (see Section 2.3)
can be decomposed into sets of ASs and their interconnecting edges. These sets
are then used to define a graph G which represents a network topology model for
experimental use.
However, the information stored in Internet measurement data (i.e., Routeviews
measurement data) is limited due to routing policies, security mechanisms (e.g.,
firewalls), and the low number of data collection points (e.g., approx.

50

Routeviews collection points for over 20,000 ASs worldwide). At least one study
has shown the incompleteness of this data for topology generation. For example,
[17] showed that Internet topologies inferred from Routeviews measurement data
had 20-50% fewer interconnections and 2% fewer ASs. In response, several artificial
network topology generators (e.g., INET [47], BRITE [8]) have been created to
grow a graph G that represents an Internet topology.

The graphs produced

by these topology generators are accurate in terms of invariant graph theoretic
properties (e.g., power-law vertex degree2 distribution [25]) previously mined from
Routeviews measurement data. However, it has also been shown in [57] that
topologies characterized by the same power-law vertex degree distribution can have
differing traffic-related performance measures (e.g., throughput, router utilization,
end user bandwidth distribution). Clearly, either topology generation approach
can be argued to be inaccurate.
For performance and fidelity evaluation of the AS Path Solver and ScaleDown Transformation, this thesis used the BRITE artificial topology generator
[8] to generate sample Internet inter-domain network topologies. These topologies
used BRITE’s implementation of the Barabasi-Albert topology model [2]. Each
vertex in the experimental topology had at least 2 edges and the topology’s vertex
degree distribution was characterized by a power-law distribution. This decision
was driven by BRITE’s convenience in creating large sets of statistically similar
topologies over a wide range of network scales. For example, BRITE can produce
1

Internet measurement data is available from the Routeviews (www.routeviews.org) and/or
RIPE (www.ripe.net) repositories.
2
Number of incident edges or neighbors of a vertex.
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a topology containing tens of thousands of vertices in a few seconds. In contrast,
creating a topology of arbitrary size from Routeviews measurement data requires
downloading and analyzing several gigabytes of routing table data. This latter
approach is more time-consuming and is on the order of tens of minutes.

6.2

Evaluation Methodology

To evaluate the AS Path Solver or Scale-Down Transformation, a networking
experiment was conducted many times over increasingly sized topologies. This
experiment simply originated a single destination PREFIX (see Section 2.3) at
a randomly chosen vertex within a sample BRITE network topology followed
by observation of all the network’s routing tables. This networking experiment
exercises many functions of a path-vector routing protocol since in order for the
network’s routing tables to become populated, routing messages must have been
generated, processed by routing policy and the best path selection function, then
distributed throughout the network (see Section 2.3). The experiment ends when
all the observed network’s routing tables reach steady-state.
To conduct this networking experiment using the AS Path Solver, vector ~y [0] is
initialized to the unit vector e~j to model the randomly chosen vertex vj originating
a PREFIX (see example near end of Section 4.3.2). The routing tables are observed
via the variables ~y (see Section 4.4).

The experiment ends when the Jacobi

iteration algorithm converges. For the Scale-Down Transformation, the PREFIX
is originated by scheduling an event within the BGP protocol model of the ns2
discrete-event network simulation tool [5]. The ns2 routing tables are internal
data structures that can be recorded to an output file. These routing tables were
empirically determined to reach steady-state after 3000 simulated seconds.
For each experimental trial conducted by the AS Path Solver or Scale-Down
Transformation, run-time and memory usage were measured by the memtime
tool [61]. Each such trial also used a new topology generated by the BRITE
topology generator. The minimum number of experimental trials per topology
size was typically five. The maximum number of experimental trials was defined
to be when the ratio of the run-time and memory usage sample standard deviation
was less than 10% of their sample mean. However, the minimum and maximum
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Figure 6.1: Performance of ns2 Discrete-Event Network Simulation
number of trials was lowered to three if the experimental trial’s run-time was over
60 minutes. The machine used to conduct the networking experiment contained
an Intel 3GHz Xeon processor with 4 GB of RAM and ran the Red Hat Linux 7.3
operating system.

6.3
6.3.1

Results and Discussion
ns2 Network Simulation Performance

To establish the baseline performance (i.e., run-time, memory usage) for full-scale
discrete-event network simulation, the networking experiment of Section 6.2 was
conducted using ns2 discrete-event network simulation. Figure 6.1 shows the runtime and memory usage for these ns2 simulation experiments over topologies up
to 20,000 vertices.

Specifically, Figure 6.1a shows a greater than linear run-

time relative to the number of vertices in the topology when simulating the
experiments on single workstation. Figure 6.1a also shows a run-time speed-up
when distributing the simulation over multiple workstations. For any number of
workstations used, the memory growth in Figure 6.1b was also linear. Linear
memory and greater than linear run-time growth concurs with previous reports
[58, 23].
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6.3.2

AS Path Solver Performance

Figure 6.2 shows the run-time and memory usage of the AS Path Solver when
conducting the networking experiment of Section 6.2 for topologies containing up
to 20,000 vertices. Specifically, Figure 6.2a shows that the AS Path Solver’s Jacobi
iteration algorithm has a run-time that is linear to the number of vertices. This is
reasonable based on the following conditions:
1. The number of iteration steps, m, for the AS Path Solver’s Jacobi algorithm
was empirically seen to be relatively constant in Figure 6.2c,
2. the experimental topologies created using BRITE’s Barabasi-Albert model
has a number of edges |E| that is linear to the number of vertices in the
topology [8], and
3. Jacobi iteration was shown to require O(|E|m) operations (see Section 4.5).
Thus, a linear run-time growth rate for the AS Path Solver’s Jacobi algorithm
is reasonable. In Figure 6.2b, the AS Path Solver’s memory usage growth is also
shown to be linear. This also concurs with the discussion in Section 4.5. The AS
Path Solver’s Jacobi algorithm noticeable run-time/memory increase at 8K and
16K vertices are suspected to be caused by the LEDA 3.2.3 library [54] which
allocates memory blocks in such sizes.
Also shown in Figure 6.2 is the performance of an algorithmic modification
to Jacobi iteration called Yen’s DoubleSweep. It requires at the most m ≤ N/2
iterations whereas Jacobi iteration requires at the most m ≤ N [16]. Here, N refers
to the number of vertices in experiment’s topology. While Figure 6.2c does show
that the DoubleSweep approach requires less iterations than the Jacobi approach,
Figure 6.2a shows both approaches have similar run-time performance. This may
be due to the higher number of path changes experienced by the DoubleSweep
approach as shown in Figure 6.2d. Here, a path change refers to a path vector
that was added, deleted, or replaced in the AS Path Solver’s routing tables (i.e.,
variable y) during algorithmic convergence. Each such path change requires some
computational effort in terms of the AS Path Solver’s (path algebraic) operations
(i.e., operators ∗ and ] of Section 4.3.1). Lastly, in Figure 6.2b, the memory
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Figure 6.2: AS Path Solver Performance
usage for the Jacobi and DoubleSweep approaches are roughly equal since both
implement similar data structures (from the LEDA library [54]).
Comparing the run-time performance of the AS Path Solver’s Jacobi or
DoubleSweep approaches (in Figures 6.2a) to ns2 simulation (in Figure 6.1a),
the AS Path Solver is seen to be much faster. Run-time was reduced from tens
of minutes (for ns2 simulation) to seconds (for the AS Path Solver). Similarly,
memory usage was also reduced by at least an order of magnitude between ns2
simulation (in Figure 6.1b) and the AS Path Solver (in Figure 6.2b). These
performance improvements are reasonable since the modeling implemented by the
AS Path Solver lacks several networking layers (e.g., TCP and IP). In contrast, the
BGP models used by ns2 simulation includes both TCP and IP protocols and thus
requires more computational effort and memory. For networking experiments that
only need to determine the set of routing tables for a given network topology (e.g.,
traffic engineering applications), the AS Path Solver can save a order of magnitude
in both run-time and memory usage over ns2 network simulation.
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Figure 6.3: Performance Variation by Operating System
In Figure 6.2, the AS Path Solver (i.e., Jacobi or DoubleSweep approaches) was
also compared to the performance of the C-BGP [76] route solver tool. Like the
AS Path Solver, C-BGP calculates path-vector routing tables without modeling
the TCP or IP protocols, but also models many features of BGP (e.g., multiexit discriminator attribute, route reflection, iBGP). However, C-BGP contains
a discrete-event simulation engine which is thought to require a more complex
implementation than the AS Path Solver’s iterative algorithms. As such, the AS
Path Solver was thought to be more efficient, however, Figure 6.2 does not confirm
this hypothesis. For example, Figure 6.2a shows that the AS Path Solver’s runtime for 20,000 vertices was 18 seconds, whereas C-BGP was 6 seconds. Similarly,
in Figure 6.2b, C-BGP’s memory usage was consistently lower than that of the
AS Path Solver. On the other hand, C-BGP’s results in Figure 6.2 were obtained
from a machine running the Red Hat Linux Enterprise Workstation 4 (RHEL
WS4) operating system, whereas the AS Path Solver’s results were from a machine
running Red Hat Linux 7.3 (RHL 7.3). When C-BGP was compiled and executed
on RHL 7.3, its run-time was several times higher than that on RHEL WS4 (see
Figure 6.3a). This C-BGP performance discrepancy is suspected to be caused
by some software optimization associated with the operating system. In terms of
memory usage, C-BGP remained consistently lower than the AS Path Solver for
either operating system (see Figure 6.3b). As future work, better performance of
the AS Path Solver will be sought via additional software optimization (e.g., use
of the LEDA library v6.0 instead v3.2.3).
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6.3.3

Scale-Down Transformation Performance

The Scale-Down Transformation has several computational steps, including Gaussian elimination, use of the AS Path Solver, and several routing policy addition
heuristics (see Sections 5.3.2.3 and 5.3.2.4). In terms of implementation, the
AS Path Solver and Gaussian elimination steps were implemented separately in
C++ whereas the routing policy addition heuristics were implemented in PERL.
Transfer of information between these computational steps was via the Linux
filesystem. On one hand, the performance of the Scale-Down Transformation is
expected to be dominated by Gaussian elimination, since the performance of the
AS Path Solver was seen to be linear (see Section 6.3.2) and Gaussian elimination
is known to be polynomial (e.g., O(N 3 ) [16]). On the other hand, the use of PERL
to implement the routing policy addition heuristics for large scale topologies is
not expected to be as efficient as a C++ implementation. Also, the transfer of
information between (the Scale-Down Transformation’s) computations steps via
the Linux filesystem may become a run-time bottleneck. As the AS Path Solver was
previously evaluated in Section 6.3.2, the Scale-Down Transformation’s Gaussian
elimination and the routing policy addition heuristics steps are now evaluated.
6.3.3.1

Gaussian Elimination

In general, the efficiency of Gaussian elimination on a matrix can be influenced by
the matrix’s ordering3 [93]. For example, a matrix ordered by the minimum degree
ordering algorithm [32] has heuristically been shown to lower Gaussian elimination
run-time on that matrix. For the Scale-Down Transformation, the matrix being
processed by Gaussian elimination is the adjacency matrix A for some graph G
representing a network topology. After nx steps of Gaussian elimination, the nx
vertices associated with the first nx rows of the adjacency matrix A are removed
from the graph G forming a scaled-down graph G0 (see Section 5.3). These nx
vertices removed by Gaussian elimination are denoted the vertex removal set X.
Clearly, nx = |X|.
Processing of an adjacency matrix A by the minimum degree ordering algorithm
orders the rows of adjacency matrix A by increasing vertex degree. For a vertex in
3

An ordering refers to some row and column permutations of the matrix.
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graph G, its degree is synonymous with the number of non-null elements present in
the row of adjacency matrix A associated with that vertex. Performing Gaussian
elimination on adjacency matrix A after such an ordering removes nx = |X|
vertices of minimal (i.e., lowest) degree from the graph G (see Section 5.2).
However, in some scale-down networking experiments, the vertex removal set X
(i.e., first nx rows of adjacency matrix A) may need to be arbitrarily defined.
Therefore, for performance evaluation of the Gaussian elimination step within
the Scale-Down Transformation, the adjacency matrix A was ordered using two
different approaches. The first, called a minimal degree ordering, ordered the
adjacency matrix A by increasing vertex degree. The second, called a random
ordering approach, had nx rows of the adjacency matrix A randomly selected
(i.e., independent of vertex degree) then swapped with the first nx rows of A. A
minimal degree ordering was then performed separately on the first nx rows and
last |A| − nx rows of the adjacency matrix A as a heuristic attempt to improve
subsequent Gaussian elimination run-time. Since either ordering approach was
performed before Gaussian elimination began, they are both called pre-orderings.
The performance of Gaussian elimination on adjacency matrices A containing
1000 vertices is shown in Figure 6.4. These adjacency matrices were extracted from
graphs created by the BRITE topology generator used to create the networking
experiment defined in Section 6.2. The horizontal axis represents the number
of Gaussian elimination passes relative to the size of the adjacency matrix A.
Each curve represents the type of pre-ordering (e.g., minimal degree or random)
of the adjacency matrix A before Gaussian elimination is performed. In terms
of the Scale-Down Transformation, the horizontal axis represents the percentage
of vertices removed (i.e.,

|X|
)
|A|

to create a scaled-down topology. The pre-ordering

selects what type of vertices will occupy the vertex removal set X (i.e., which
vertices populate the first nx rows of adjacency matrix A). These vertices have
either minimal (i.e., lowest) degree or are arbitrary (i.e., independent of vertex
degree).
Figure 6.4a clearly shows that removing vertices by minimal degree (i.e., preordering the adjacency matrix A by increasing degree) is generally at least a
magnitude faster than random removal (i.e., random pre-ordering of adjacency
matrix A). Similarly, in Figure 6.4b, the memory usage for vertices removed by

90
minimal degree is a magnitude less than by random removal. Furthermore, the
memory usage for either removal criteria (i.e., pre-ordering of adjacency matrix
A) is correlated to the number of “fill-in” edges shown in Figure 6.4c. “Fill-in”
represents the number of non-null elements in the matrix A(nx ) after nx passes of
Gaussian elimination on adjacency matrix A (see Section 5.3). A higher number
of “fill-in” edges implies that the representative graph of A(nx ) (see Section 5.2) is
becoming more densely connected. Depending on the vertex removal criteria, this
notion of dense connectivity occurs for differing sizes of the vertex removal set X.
When vertices are removed by minimal degree, Figure 6.4c shows a “fill-in” increase
is encountered after about 80% of the graph’s vertices are removed. For randomly
removed vertices, this “fill-in” increase occurs for up to 50% vertex removal. For
either removal criteria (i.e., minimal degree, random), a “fill-in” increase induces
a Gaussian elimination run-time and memory usage increase (see Figure 6.4a and
6.4b respectively).
The performance observations for Gaussian elimination on an adjacency matrix
A containing 1000 vertices (see Figure 6.4) also extends to larger size networks. In
Figure 6.5, the left-hand side panels refers to vertices that were removed by minimal
degree and the right-hand side panels represents vertices that were randomly
removed. In every panel, each curve represents the size of the adjacency matrix A
(for some graph G) being processed by Gaussian elimination. For vertices removed
by minimal degree (i.e., left-hand side panels of Figure 6.5), the run-time, memory
usage, and “fill-in” growth trends are similar for increasingly sized networks. More
importantly, Figure 6.5a shows Gaussian elimination run-times of a few minutes
and Figure 6.5c shows memory usage of tens of megabytes. Both results are
considered practical. However, for vertices that were randomly removed (i.e., the
right-hand side panels of Figure 6.5), Gaussian elimination has poor run-times (on
the order of tens of minutes in Figure 6.5b) and high memory usage (on the order
of several gigabytes in Figure 6.5d). Furthermore, it was not possible to randomly
remove more than 50% of vertices in graphs having more than 5000 vertices due
to memory exhaustion errors (denoted as the 3Gb ceiling in Figure 6.5d). Future
work will explore new ordering schemes and modifications to Gaussian elimination
to obtain better performance for removal vertices that are randomly selected.
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Figure 6.4: Gaussian Elimination Performance : Network Size = 1000 Vertices
6.3.3.2

Routing Policy Addition Heuristics

Figure 6.6 compares the overall performance of the Scale-Down Transformation to
that of Gaussian elimination for a network containing 1000 vertices. In general,
it is seen that only about 20% of the overall run-time (or memory usage) of the
Scale-Down Transformation is consumed by its Gaussian elimination step for either
type of vertex removal criteria (i.e., minimal degree, random). Since the AS Path
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Figure 6.5: Gaussian Elimination Performance : Large-Scale Networks
Solver’s run-time is only on the order of seconds (see Figure 6.2a), the routing
policy addition heuristics and its Linux filesystem interface to Gaussian elimination
and the AS Path Solver, are inferred to be a significant portion of the ScaleDown Transformation run-time. Clearly, future work needs to move the PERLbased routing policy addition heuristics to C++ and integrate all computational
steps (i.e., Gaussian elimination, the AS Path Solver, and routing policy addition
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Figure 6.6: Scale-Down Transformation Performance : Network Size = 1000
heuristics) into a single application.
6.3.3.3

Total Performance

The total performance of the Scale-Down Transformation (i.e., the combined
steps of Gaussian elimination, the AS Path Solver, and routing policy addition
heuristics) operating on networks of varying sizes is shown in Figure 6.7. As
was the case for Gaussian elimination, for a network of arbitrary size the ScaleDown Transformation shows run-times that are about a magnitude faster when
the vertices are removed by minimal degree (see Figure 6.7a) than when the
vertices are randomly removed (see Figure 6.7b). This performance gain is also
shown for the Scale-Down Transformation’s memory usage (see Figures 6.7c and
6.7d). In general, when vertices are removed by minimal degree, the performance
of the Scale-Down Transformation is practical in terms of both run-time and
memory usage.

However, if vertices are randomly removed, the Scale-Down
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Figure 6.7: Scale-Down Transformation Performance : Large-Scale Networks
Transformation has high run-time and memory usage (as shown in Figure 6.7b
and 6.7d respectively) even for relatively small network sizes (e.g., 1000 vertices).
For this case, the Scale-Down Transformation application usage is less compelling.
Future work regarding performance improvements to the Gaussian elimination step
should help in this regard.

6.3.4

Scaled-Down ns2 Network Simulation Performance

One of the hypotheses of this thesis was that discrete-event network simulation
of a scaled-down topology should exhibit some performance gain (i.e., run-time,
memory usage) due to a lower number of vertices. In some cases, this is true.
When the Scale-Down Transformation removes vertices by minimal degree, Figure
6.8a shows that ns2 simulation run-time of the scaled-down network does decrease
as more vertices are removed. A ns2 simulation run-time gain of greater than 50%
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can be obtained for arbitrary sized networks that have had 70% of their vertices
removed. Figure 6.8c also shows that ns2 simulation memory usage can be reduced,
albeit only about 25% for a similar 70% topology reduction. However, further
reducing the topology past 70% begins to diminish the simulation performance
gains.
When compared to full-scale ns2 simulation (see Section 6.3.1), the scaled-down
ns2 performance gains (for vertices removed by minimal degree) can be somewhat
lower. For a network containing 10,000 vertices, a full-scale ns2 simulation requires
about 200 minutes of run-time (see Figure 6.1a), whereas for a network containing
10,000 vertices that has had 70% of its lowest degree vertices removed exhibited a
run-time of 130 minutes (see Figure 6.8a). This is a simulation run-time gain of
about 35% (compared to a 50% gain obtained from Figure 6.8a). For memory
usage, a full-scale ns2 simulation of 10000 vertices requires about 1000Mb of
memory (see Figure 6.1b), whereas as 70% scale-down of 10,000 vertices requires
about 750Mb, for a memory usage gain of about 25%. On the other hand, later in
Section 8.2, scaled-down ns2 performance gains of about 70% will be seen for 75%
scale-down.
When the Scale-Down Transformation removes vertices randomly, no amount of
scale-down provides positive ns2 simulation performance gains relative to full-scale
ns2 simulation. For example, a full-scale ns2 simulation of 1000 vertices requires 7
minutes of run-time and 125Mb of memory (see Figures 6.1a and 6.1b). However,
in Figures 6.8b and 6.8d, generally all ns2 simulation run-times and memory usages
are greater than these full-scale simulation benchmarks (i.e., 7 minutes, 125Mb).
All performance curves associated with random vertex removal (i.e., Figures 6.8b
and 6.8d), for arbitrarily sized networks are generally concave such that no positive
performance gain is obtained by the Scale-Down Transformation. Note the decline
in ns2 run-time seen in Figure 6.8b when greater than 40% and less than 60% of the
vertices are removed is due to incomplete ns2 simulation runs. This is evident by
the corresponding 3000Mb ceiling in Figure 6.8d which is indicative of ns2 memory
exhaustion.
There are two suspected causes for the lack of scaled-down ns2 simulation
performance gain when vertices are randomly removed by the Scale-Down Transformation. First, the edge set of the scaled-down network is a subset of the “fill-in”

96
350

450

Network Size
1000
5000
10000

300

350

250

300
Minutes

Minutes

Network Size
1000

400

200
150

250
200
150

100

100
50

50
0

0
0.1

0.2

0.3
0.4
0.5
0.6
0.7
Number of Vertices Removed

0.8

0.1

0.9

(a) ns2 Simulation Run-Time Minimal Degree Removal
1400

0.3
0.4
0.5
0.6
0.7
Number of Vertices Removed

0.8

0.9

(b) ns2 Simulation Run-Time Random Removal
3500

Network Size
1000
5000
10000

Network Size
1000

3000
2500

1000

Memory (MB)

Memory (MB)

1200

0.2

800
600

2000
1500

400

1000

200

500

0

0
0.1

0.2

0.3 0.4 0.5 0.6 0.7
Number of Vertices Removed

0.8

(c) ns2 Simulation Memory Usage Minimal Degree Removal

0.9

0.1

0.2

0.3 0.4 0.5 0.6 0.7
Number of Vertices Removed

0.8

0.9

(d) ns2 Simulation Memory Usage Random Removal

Figure 6.8: Scaled-Down ns2 Discrete-Event Network Simulation Performance
edge set (i.e., adjacency matrix A0 of reduced graph G0 is a submatrix of A(nx )
as described in Section 5.3). When there is a higher number of “fill-in” edges
generated by Gaussian elimination (as was the case for random vertex removal in
Figure 6.5f), a higher number of edges may exist in the scale-down network which,
in turn, impacts the performance of ns2 network simulation due to additional edges
being simulated. Such an increase in the size of the edge set for scaled-networks
is seen in Figure 6.9b when the vertices were removed at random. However, such
a noticeable increase in the number of edges within the scaled-down networks is
not present when vertices are removed according to minimal degree (see Figure
6.9a). Intuitively, when vertices are removed by minimal degree, one is effectively
pruning leaf vertices from the graph, thus removing both vertices and edges from
the scale-down network. Such a lower number of both vertices and edges should be
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less demanding to ns2 simulation. When vertices are removed randomly, interior
vertices can be chosen such that edge re-wiring (see Section 5.2) can lead to an
increase in number of edges in the scaled-down network. This is the suspected
cause for the “fill-in” and edge growth seen in Figures 6.5f and 6.9b respectively.
Future work regarding performance improvements to the Gaussian elimination step
should help in this regard.
The second cause of poor ns2 simulation performance is that many of the
scale-down network’s edges require additional routing policy to support the path
preservation conditions of Section 5.3.2.1. For example, additional routing policy
was shown necessary to block unwanted routing messages in Sections 5.3.2.3
and 5.3.2.4. The amount of additional routing policy is about two magnitudes
greater for random vertex removal (see Figure 6.9d) than for minimal degree
removal (see Figure 6.9c).

This additional routing policy is suspected to be

offsetting any ns2 run-time and memory usage gains associated with the ScaleDown Transformation’s deletion of vertices. Future work needs to quantify the
impact of routing policies on ns2 network simulation performance and show how
to minimize their introduction by the Scale-Down Transformation.

6.3.5

Fidelity Assessment

To conduct the performance evaluation of the the AS Path Solver and Scale-Down
Transformation, the networking experiment of Section 6.2 was performed many
times over varying sized topologies. At its completion, this experiment settled to
a set of steady-state paths (i.e., routing tables) associated with the path-vector
routing protocol operating over the experiment’s topology. To assess the fidelity
of the AS Path Solver and Scale-Down Transformation, these steady-state routing
tables were checked for correctness.
6.3.5.1

AS Path Solver

The fidelity check of the AS Path Solver simply compared its calculated routing
tables with those from full-scale ns2 simulation for the same networking experiment. For any given network topology, the routing tables determined by the AS
Path Solver and ns2 network simulation should be identical (i.e., 100% fidelity
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Figure 6.9: ns2 Simulation Impediments
in terms of generated path vectors). This includes the size of the routing tables
and the compositions of their individual path vectors. This fidelity check was
performed three times for each topology size plotted in Figure 6.2, totaling over 50
fidelity checks for topologies sized between 10 and 20,000 vertices. No discrepancies
between the output of AS Path Solver and ns2 simulation were encountered
resulting in 100% correctness.
6.3.5.2

Scale-Down Transformation

The Scale-Down Transformation was developed according to the path preservation
criteria of Section 5.3.2.1.

Therefore, the fidelity check for the Scale-Down

Transformation was defined according to this criteria. For the 40+ experimental
trials shown in Figures 6.8a and 6.8b, every path preservation condition of Section
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5.3.2.1 was verified to hold. For clarity of concept, shown now is an example
of such a path preservation verification check. For the small sized network of
Figure 6.10a, vertex 1 was arbitrarily chosen to originate a PREFIX per the
networking experiment of Section 6.2. Vertices 2 and 4 were selected for removal
(i.e., X = {2, 4}). Using the Scale-Down Transformation, Figure 6.10b was created
from Figure 6.10a. Graph G and reduced graph G0 of Figure 6.10 were simulated
using the AS Path Solver and ns2 simulation respectively. The resulting steadystate routing tables for graph G and reduced graph G0 are placed side-by-side in
Table 6.1. The corresponding data forwarding path or “best” path (see Section
2.3.3) for each vertex is denoted with by the greater than symbol (>).
To assess the Scale-Down Transformation’s fidelity, every routing table in graph
G was compared to its corresponding routing table in reduced graph G0 , entry by
entry, using the path preservation conditions of Section 5.3.2.1. It can be visually
verified that all path preserving conditions have been met for path vectors shown
in Table 6.1. For example, path preservation condition (i) was satisfied since the
number of paths associated with every vertex of graph G0 is not greater than
the number of paths associated with the same vertex in graph G (i.e., there is
no routing table size increase due to the topology reduction). To satisfy path
preservation conditions (ii,iii, and v), for each path in graph G, there is at most
one mapped path (in reduced graph G0 ) with the same vertex ordering and path
length. For example, AS4’s path 4 3 2 1 has been mapped to 3 3 1 1. Lastly, to
satisfy path preservation condition (iv), all “best” paths (denoted by >) are seen
to have been mapped properly and remain the “best” paths in the reduced graph
G0 . All paths in Table 6.1 satisfy the path preservation criteria of Section 5.3.2.1.
However, when vertices are removed by the Scale-Down Transformation to
form a scaled-down network G0 , path vectors can be lost. This is clearly shown
in Table 6.1 where graph G has 20 path vectors, while graph G0 has 12 path
vectors (for a path vector loss of 8). Note that no path vector was lost that was
denoted as a “best” path vector in graph G (unless the vertex was removed by
the Scale-Down Transformation). It follows that the hop-by-hop forwarding (see
Section 2.1) on the reduced graph is unaffected by the topology reduction and all
traffic flow entering/exiting the vertices is unchanged (as discussed in Section 5.4).
Figures 6.11a and 6.11b show the path vector loss encountered for either vertex
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Figure 6.11: Scaled-Down Path Vector Loss
removal criteria (i.e., minimal degree, random respectively) over increasingly sized
networks. Clearly, the larger the network or more vertices removed, the more
scale-down path vector loss experienced. The relationships, if any, between path
vector loss, number of vertices removed, and vertex removal criteria are subject of
future work.

6.4

Summary

This chapter described the performance and fidelity evaluation of the AS Path
Solver and Scale-Down Transformation using a simple experiment conducted
over a wide range of network sizes.

When compared to ns2 simulation, the

AS Path Solver had performance gains (i.e., run-time, memory usage) of at
least a magnitude while generating routing tables that were identical to that
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Vertex
1
3

Retained
Vertices

5
6

7

Removed

8
2
4

Graph G
> (originated)
821
721
>21
>4321
>21
4321
821
321
>21
4321
721
321
>21
4321
>1
821
721
621
>321

Reduced Graph G0
> (originated)
811
711
>11
>3311
>11
811
311
>11
711
311
>11
-

Table 6.1: Routing Tables for Figure 6.10
of ns2 simulation.

The Scale-Down Transformation performance gains were

less consistent. Although the performance (i.e., run-time and memory usage)
of the Scale-Down Transformation’s Gaussian elimination step was considered
practical when removing vertices selected by minimal degree, this step performed
poorly when the vertex removal set was randomly selected. Furthermore, the
overall performance of the Scale-Down Transformation was exacerbated by some
poor implementation decisions (i.e., PERL implementation of the routing policy
addition heuristics). These issues will be addressed in future work. Regarding
the simulation performance (i.e., run-time, memory usage) of the Scale-Down
Transformation’s reduced topologies, ns2 simulation did exhibit some gains when
the vertex removal criteria was based on a minimal degree selection. However,
a random vertex selection caused greater amounts of “fill-in” edges and routing
policy additions which appeared to impact ns2’s performance when simulating
the scaled-down network. Future work will explore improvements (e.g., better
vertex selection schemes). Lastly, for scale-down fidelity, the simulated scaled-down
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networks produced routing tables containing a smaller number of path vectors than
those from full-scale ns2 network simulation. However, no loss was experienced
in the set of “best” path vectors which defines the hop-by-hop data forwarding
operation. Future work will investigate relationships between path vector loss,
increases in “fill-in” edges and routing policy additions, vertex removal selection,
re-ordering of the adjacency matrix during Gaussian elimination, and overall ScaleDown Transformation performance.

Chapter

7

Extended Routing Policy Support via
Path Algebras
In previous chapters, only routing policies (see Section 2.3.2) considered as
mandatory were discussed (e.g., prepend). In practice, additional routing policies
are used to support services like traffic engineering. Similar to the development of
the AS Path Solver in Chapter 4, such additional routing policy can be modeled by
a path algebra. However, the “size” of the path algebra must increase. Specifically,
the path algebra needs to accommodate a multi-dimensional set of edge weights
and include several new binary operations, but the underlying algorithmic form of
the AS Path Solver (i.e., Jacobi iteration) can remain unchanged. However, this
expanded path algebra framework is not validated analytically (as seen in Chapter
4) due to difficulties in developing formal proofs. Instead it is shown via example
that the expanded path algebra (i.e., AS Path Solver) can solve for sets of path
vectors for a given topology and additional routing policy. Lastly, if the additional
routing policy induces routing instabilities, then the expanded AS Path Solver may
not provide solution.

7.1

Commercial Routing Policy

Among the autonomous systems (i.e., the ASs) composing the Internet, no
centralized authority or management exists.

ASs are independently operated

networks. However, since no AS has a global footprint, cooperation among the
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ASs is needed so that the ASs’s internal users can exchange data over regional,
national, and global scales. This cooperation is not organized by social welfare
principles. No AS is required to carry another AS’s traffic. Instead, ASs negotiate
service agreements with their neighboring ASs. These inter-AS service agreements
generally involve exchange of networking service for settlement (i.e., reciprocal
service or financial payment). Typically, these favor lower operational costs over
networking performance. To satisfy the terms of such AS service agreements,
routing policy is used to engineer the ASs’s traffic.
However due to business confidentiality, ASs seldom share the details of their
service agreements. Therefore, AS service agreements are generally assumed to
follow the guidelines provided in [43]. Here, ASs are classified according to three
categories:1
• customer AS; an AS which purchases transit (i.e., data forwarding) services
from a provider AS,
• provider AS; an AS which provides transit services (to customer ASs)
and is responsible for the operating costs of the provider-customer AS
interconnection link, and
• peer AS; an AS which provides transit service to another directly connected
peer AS. However this transit service is restricted to traffic to/from customer
1

The fourth categories, sibling relationships, will not be considered as such inter-relationships
comprise less than 1.5% of all AS inter-relationships [30].
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ASs connected to the peering ASs. Lastly, these inter-connected peer ASs
share the costs of their interconnection link.
For discussion, Figure 7.1 shows a network of ASs annotated using these
classifications. Directed arrows represent a relationship between a provider and
customer AS. The arrow’s head is incident on the customer AS. Undirected edges
represent connections between two peers AS. All neighboring AS pairs have either
a customer-provider AS relationship, or a peer-to-peer AS relationship. Note, user
traffic can travel bidirectionally over these connections irrespective of the arrow’s
directivity. For the customer ASs at the bottom of hierarchy (e.g., AS6, AS7,
AS,8, AS11) to interconnect, they need to purchase transit service from some
(upstream) provider AS who, in turn, may need to obtain transit service from
another (upstream) provider or peer AS. As a result, the shortest network paths
between AS pairs may not be used to carry traffic. For example, in Figure 7.1, a
shortest path exists between AS3 and AS5 by traveling through AS4. However,
AS4’s relationship with AS3 is one of peer-to-peer; AS4 has agreed to carry AS3’s
customer’s traffic (e.g., AS6) to its customers only (e.g. AS7), but AS4 does not
agree to provide transit service to other AS types (e.g., such as peer AS5). From
a cost perspective, this restriction is reasonable. The AS3-AS4 peering agreement
does not provide AS4 the financial incentive to justify AS3’s usage of the AS4-AS5
link, since AS3 only agreed to help cover the costs of the AS3-AS4 link. For AS3
to reach AS5 (or AS8), AS3 must arrange for an alternative path through another
AS neighbor. This arrangement generally causes data from edge customer ASs to
be forwarded “uphill” to a backbone structure (e.g., AS9, AS1), then “downhill”
to its destinations. Clearly, this model of AS service agreements prioritizes cost
over any networking performance criteria.
Recall from Section 2.3.2 that when routing messages are shared between two
ASs, the receiving AS’s routing tables are populated with the routing messages’s
attributes (e.g., AS PATH). Therefore, reception of a routing message implies that
the sending AS is offering service in a transit capacity to reach the originating AS
within the AS PATH attribute. It follows that to satisfy the traffic engineering
defined by some AS service agreement, routing policy can be used to selectively
prevent routing messages from being shared with specific neighbors AS (e.g., via
block routing policy operations of Section 2.3.2). This, in turn, restricts certain
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neighboring ASs from learning of potential path vectors through the “blocking”
AS. This practice ideally prevents neighboring ASs from forwarding data through
a “blocking” AS.
Figure 7.2 illustrates this routing message “blocking” for implementation of the
traffic engineering defined by the AS classification scheme above. Here, a centrally
located AS (i.e., vertex vi in Figures 7.2a, 7.2b, and 7.2c) receives routing messages
r from a customer, provider, or peer AS respectively (i.e., vertex vk on the left).
Then, depending on the AS inter-classification between vertices vk , vi , and vn (i.e.,
some neighboring AS of vertex vk ), the routing message can be “blocked” and not
redistributed by vertex vi to vn . For example, in Figure 7.2b vertex vi does not
redistribute routing messages r between its two connected peer ASs (i.e., vertices
vk and vn ). Note in Figure 7.2 the empty routing message φ represents a “blocked”
(i.e., non-redistributed) routing message.
A secondary implication of the AS classification system is that an AS prefers
to transit traffic through its customers ASs since payment is not required. In
contrast, if an AS transits through one of its provider AS, payment is required.
To implement such bias using routing policy, routing messages r can be modified
by the local pref (LOCAL PREF) routing policy operation (see Section 2.3.2).
For example, vertex vi in Figure 7.2a would use routing policy to assign a high
valued LOCAL PREF attribute to those routing messages r received from vertex
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vk (i.e., a customer AS). In contrast, Figures 7.2b and 7.2c would assign a low
valued LOCAL PREF to routing messages r since vertex vk is classified as either
a provider or peer AS respectively. Besides financial motivations, setting of the
LOCAL PREF attribute in such a manner also guarantees network stability [31]
by preventing neighboring routing policies from causing AS path instabilities [95].

7.2

Multi-Dimensional, Composite Path Algebra for Path-Vector Routing

Chapter 4 developed the AS Path Solver which solves for a set of path vectors
that form an in-tree over a given network topology. Its underlying algebraic
framework used a graph representation whose edges (vi , vj ) had alphanumeric
labels for their weight w(vi ,vj ) . Since routing policy can effect routing messages
entering and leaving a vertex (see Section 2.3.2), all mandatory routing policy (e.g.,
prepend) was defined as operations attached to the graph’s edges (see Section 4.4).
Therefore, to support the additional routing policy discussed in Section 7.1, the
edge weights need to be expanded to convey more information.
Let each edge weight w(vi ,vj ) now be defined as the tuple
(l, p, ch , ct )

(7.1)

where
• component l is an integer representing the argument to a local pref (l)
routing policy operation (of Section 2.3.2),
• component p is the label of the edge’s tail vertex vj and used as the argument
to a mandatory prepend(p) routing policy (see Section 2.3.2), and
• components ch and ct are the AS classification type of the edge’s head vertex
vi and tail vertex vj respectively. Components ch and ct take values from the
set C = {c, p, r, φ} whose elements represent customer, provider, peer, and
null AS classifications respectively.
For example, the tuple (10, 2, c, p) assigned to edge (vi , vj ) denotes that
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• all routing messages r0 into the tail vertex vj will be assigned a local
preference value of 10 via a local pref (10) routing policy operation,
• all routing messages r exiting the edge’s head vertex vi will have been
subjected to a mandatory prepend(2) routing policy operation (see Section
2.3.2), and
• the edge (vi , vj ) represents a connection between a customer and provider
AS (i.e., ch = c,ct = p).
To accommodate this tuple via the algebraic framework developed in Chapter
4, a composite path algebra is created from the Cartesian product of several
individual path algebras [33]. Specifically, each component of the tuple will be
assigned its own path algebra. Each such component path algebra is assumed to
satisfy all algebraic properties of Section 4.1. However, since the AS Path Solver
development (i.e., the Jacobi iteration solution framework of Section 4.2.1) required
that its multiplication operator exhibit the right distributive property, this specific
algebraic property will be verified below for each component path algebra.
Before defining the path algebras for each individual tuple component, note the
following. Since the selective export routing policy shown in Figure 7.2 restricts
the sharing of routing messages r from vertex vi to its neighboring vertices vn ,
subsequent local pref (as well as all other import) routing policy at vertices vn
have no relevance. Similarly, prepend (as well as all other export) routing policy
have no relevance at vertex vi . Clearly, the selective export routing filtering policy
has priority over all other routing policy and it follows that the routing policy
implied by the tuple’s components are conditioned by any selective export filtering
routing policy.
Let ‡ be an operator form of the selective export filtering routing policy shown
in Figure 7.2. Specifically, let ‡ be called the selective export operator and be
defined as
(
out.ct ‡ in.ch =



if out.ct or in.ch = c

φ Otherwise
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where in and out are the tuples assigned to an incoming2 and outgoing edge
respectively incident on some vertex vi . Relative to Figure 7.2, in would be the
weight for edge (vk , vi ) and out would be the weight for edge (vi , vn ). Clearly
component in.ch represents the AS classification of vertex vk and out.ct is the AS
classification of vertex vn , both of which are relative to vertex vi . A non-null
result from the selective export operator ‡ (i.e., ) indicates that routing messages
r received at vertex vi from an in (labeled) edge may be redistributed to an out
(labeled) edge.
The definition of the individual path algebras for the tuple’s components is as
follows. For the local preference component l, let (Z+ , ∪, , 0, ∞) define a path
algebra over the set of non-negative integers Z+ . Its multiplication operator, , is
defined as

(
out.l  r0 .l =

0

if out.ct ‡ in.ch = φ

out.l Otherwise

where r0 .l is the LOCAL PREF attribute contained within some routing message
r0 sent across an out edge (e.g., from vertex vi to vn in Figure 7.2) and out.l is the l
component of the out tuple. If the selective export operator ‡ does not “block” the
redistribution of routing messages r0 at vertex vi , then the l component contained
within the out tuple will replace the LOCAL PREF attribute in routing message
r0 before it reaches the tail vertex of the out edge.
Next, let the path algebra for the p component be over the path algebra
(S, ], ?, φ, ). This path algebra is similar to that used for the AS Path Solver
developed earlier (in Section 4.3.2) except that the multiplication operator ? is
conditioned on the selective export operator ‡ as
out.p ? r.p = (out.ct ‡ in.ch ) · (out.p ∗ r.p)
Effectively, the AS PATH attribute (i.e., path vector) received at some vertex vi via
routing message r will experience a prepend(out.p) path vector extension defined
by component p of the out edge if and only if the selective export operator is nonnull (else the path vector is mapped to the non-existent path). Note the output of
the operator ? is placed in outgoing routing messages r0 at vertex vi .
2

Direction is relative to routing message propagation.
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The last two components of tuple, the classification labels ch and ct , are
defined over the path algebra (C, ∪, C, φ, ) where C = {c, p, r, φ}. Similar to
the l component algebra, let the classification components ch and ct have their
multiplication operation defined as
(
out.ch C r0 .ch =

if out.ct ‡ in.ch = φ

out.ct Otherwise
(

out.ct C r0 .ct =

φ

φ

if out.ct ‡ in.ch = φ

out.ch Otherwise

The C operator assigns the AS classifications of an out edge to any routing message
r0 propagating across it.
To support the use of Jacobi iteration within the AS Path Solver (to solve for
generalized closures of Section 4.3.2), all path algebraic multiplication operators
must have the right distributive property. Note when the selective export operator
is null (i.e., out.ct ‡ in.ch = φ), all components’ distributive property are trivial as
their multiplication operator’s output is always their path algebra’s zero element
0M (e.g., φ, 0). Therefore, the following right distributivity checks assume the
selective export operator is non-null (i.e., out.ct ‡ in.ch = ).
Claim 13. The l component’s multiplication operator  is right distributive over
addition ∪.
Proof. For elements a.l, b.l, and c.l from set Z+ ,
a.l

(b.l ⊕ c.l) = (a.l

b.l) ⊕ (a.l

c.l)

a.l  (b.l ∪ c.l) = (a.l  b.l) ∪ (a.l  c.l)
a.l = a.l ∪ a.l
= a.l

Claim 14. The p component’s multiplication operation ? is right distributive over
addition ] (of Section 4.3.1).
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Proof. Multiplication via ? inherits the right distributive property from the ∗
operator (see Section 4.3.1).
Claim 15. The ch and ct components’ classification operator C is right distributive
over addition ∪.
Proof. Operator C has a similar proof as the l component operator  (see Claim
13). For elements a.ch , b.ch , and c.ch from set C = {c, p, r, φ},
a.ch

(b.ch ⊕ c.ch ) = (a.ch

b.ch ) ⊕ (a.ch

c.ch )

a.ch Ch (b.ch ∪ c.ch ) = (a.ch Ch b.ch ) ∪ (a.ch Ch c.ch )
a.ch = a.ch ∪ a.ch
= a.ch

Hence, the path algebra for each tuple component is right distributive over its
addition operator (e.g., ∪ or ] ).

7.3

Solving for Policy-Influenced Routing Tables

In the previous section, a composite path algebra was formed following the
development of the AS Path Solver of Chapter 4. This composite path algebra
is now used as the underlying algebraic basis for the Jacobi iterative solution
framework (i.e., the AS Path Solver). However, upon inspection of Jacobi iteration
(4.19), it is noted that its addition operator ⊕ operates on elements from the path
algebra’s set S. For the new composite algebra, its set elements are tuples (7.1).
Therefore, Jacobi iteration (i.e., the AS Path Solver) needs only to “add” tuples
(7.1) as opposed to “adding” individual components of tuples (via their individual
addition operators ∪ or ]). Therefore, let the operator ∨ be defined to “add”
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Path Algebraic
Operation
N
W
(·)
k=1

ai,k ? best(yk )

out.l  r0 .l

‡

Routing Protocol
Operation
Aggregation of routing messages r
into routing table R.
Mandatory prepend operation conditioned by selective export filtering
routing policy.
Assignment of a local preference
attribute to routing message r0 .
Selective Export Filtering (i.e.,
block operations conditioned by AS
classification).

Reference
Section 2.3.1
Section 2.3.2

Sections 2.3.2, 7.1

Sections 2.3.2, 7.1

Table 7.1: Path Algebraic Modeling of Commercial AS Classifications
tuples as


(∞, , c, c)



 {a, b}
a∨b≡

a




b

if a.p or b.p = 

(i)

if a.p ] b.p = {a.p, b.p} (ii.a)
if a.p ] b.p = {a.p}

(ii.b)

if a.p ] b.p = {b.p}

(ii.c)

(7.2)

where a and b are tuples. Note that the ] operator (from Section 4.3.2) is used in
(7.2) to guarantee an in-tree is formed by Jacobi iteration.
The AS Path Solver is now updated using the composite path algebra’s
operators as
~y [m+1] = ~b ∨ (A

[m+1]
yi

~y [m] )
|N | 
_

= bi ∨ 

(7.3)



[m] 
ˆ
ai,k yk

(7.4)

k=1

where ˆ denotes that tuple multiplication is performed component-wise using the
, ?, and C operators. As in Section 4.4, Table 7.1 shows how the algorithmic
form of the AS Path Solver (7.4) can be related to path-vector routing protocol
operations.
A formal proof of the AS Path Solver (7.4) over the composite path algebra was

113
5
6

5
6

4
3

4
(10,4,r,r)

(10,2,p,c)

1

8

2
(20,1,c,p)

8

2

3
1

7

Customer
Peer

7

(a) Topology Graph G(V,E)

Provider
Peer

(b) AS Classification Graph
ASREL (V,E)

Figure 7.3: Multi-Dimensional Tuple Labeled Network

Routeviews
Data

Extract Peering
Interconnections
oix-full*.dat

Extract AS interrelationships
(infer_main.pl)

LIst of Inter-Connections
(ASConnpairs)

Build Graph
Topology

G(V,E)

AS Inter-Relationships
(ASRelations)

Build AS
Classifications
Graph

ASREL(V,E)

Figure 7.4: Modeling Methodology for Figure 7.3
not pursued. However, several experiments over varying sizes (e.g., 50, 1000, 8826,
and 22086 ASs) were conducted for empirical validation. Shown in Figure 7.3 is a
small sized example created using UMass’s infer main.pl [45] tool as shown in
Figure 7.4. infer main.pl infers topology and AS classification from RouteViews
measurement data using the heuristics suggested in [30]. Although this inference
process is believed to be NP-complete [91], a > 90% successful inference rate
was reported in [30, 91, 98] relative to private routing information obtained from
at least one AS (i.e., AT&T). Note such assumptions regarding AS classification
types are necessary since ASs do not publicly share details regarding their business
relationships.
To model the routing policies implied by the AS classifications shown in Figure
7.3a, the following approach was used to define the graph’s edge tuples. First,
note that the directionality of the edges in Figure 7.3a represent the flow of user
data. Routing messages travel in the opposite direction. Therefore, the tuple’s
component assignments are generally reversed relative to the discussion of the
previous section. Specifically, a provider-customer link in Figure 7.3b would be
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A=

(7.5)
2
6
6
6
6
6
6
6
6
6
4

φ
(20, 1, c, p)
φ
φ
φ
φ
φ
φ

(10, 2, p, c)
φ
(20, 2, c, p)
φ
φ
(10, 2, p, c)
(10, 2, r, r)
(20, 2, c, p)

φ
(10, 3, p, c)
φ
(20, 3, c, p)
φ
φ
(20, 3, c, p)
(10, 3, r, r)

φ
φ
φ
φ
φ
(20, 6, c, p)
(10, 4, p, c)
φ
φ
φ
(20, 5, c, p) (20, 6, c, p)
(10, 4, p, c)
φ
φ
(10, 4, p, c)
φ
φ
(10, 4, p, c)
φ
φ
(10, 4, r, r)
φ
φ

φ
(10, 7, r, r)
(10, 7, p, c)
(20, 7, c, p)
φ
φ
φ
(20, 7, c, p)

φ
(10, 8, p, c)
(10, 8, r, r)
(10, 8, r, r)
φ
φ
(10, 8, p, c)
φ

3
7
7
7
7
7
7
7
7
7
5

viewed as a customer-provider link when defining AS classification components ch
and ct . For example, the provider-customer link from vertex 2 to 1 in Figure 7.3b
assigns components ch = c and ct = p to the edge from vertex 2 to 1 in Figure 7.3a.
All tuples’ AS classification components ch and ct for Figure 7.3a were derived from
Figure 7.3b.
For the remaining tuple components, let local preference component l be defined
relative to the AS classification component ch (instead of ct as implied above) and
assign a higher value l to edges originating from (instead of terminating into)
customer ASs. Specifically, let l have a value of 20 if its head vertex is a customer
AS (i.e., ch = c), else its value is 10. Lastly, let component p have the value of its
edge’s tail vertex (as opposed to its edge’s head vertex as discussed above). An
example of this labeling scheme is shown between vertices 1 and 2 (as well as 4
and 8) in Figure 7.3a. All other edges are drawn as unlabeled undirected edges to
reduce clutter. The resulting adjacency matrix of Figure 7.3a is captured in (7.5).
To find all sets of path vectors to vertex 1 in Figure 7.3a, the AS Path Solver
(7.4) (equivalently Jacobi iteration (4.19) over the composite path algebra) is used.
Its convergent sequence is illustrated below. Within each row of column vector ~y
of (7.4), the tuples that are overlined signify those returned the best path selection
function (of Section 2.3.3). Tuples which are underlined are those that have been
added during the current iteration of the AS Path Solver (7.4). Tuples overwritten
by strike-through are those that are invalid, since they represent paths containing
loops or those have been selectively filtered by routing policy (i.e., operator ‡). The
first two iterations of the AS Path Solver for Figure 7.3a with adjacency matrix
(7.5) are
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~y [0]








=








(0, , c, c)



y1



φ

















y2








=








φ
φ
φ
φ
φ
φ

y3
y4

~y [1]

y5
y6
y7
y8



y1


(20, 1, c, p) 


φ



φ


φ



φ


φ

φ

y2

(0, , c, c)

y3
y4
y5

(7.6)

y6
y7
y8

Specifically, the underlined tuples were determined using component-wise multiplication provided by the composite path algebra. For example, the underlined
[1]

tuple in y2 was calculated as
[1]
[0]
y2 : a2,1 y1
: (20, 1, c, p)

(0, , c, c) = (20, 1, c, p)
[0]

Specifically, element a2,1 is taken as an outgoing edge out and y1 is taken as both
routing messages r or r0 such that the individual components calculations are
Selective Export Operator ‡
: out.ct ‡ in.ch = p ‡ c = 
Local Preference Component l : out.l  r0 .l = 20  0 = 20
: out.p  r0 .p = (out.ct ‡ in.ch ) · 1 ∗  = 1

Path Vector Prepend p

The next iteration of the AS Path Solver is


~y [2]








=










y1


(20, 1, c, p) 

(20, 2 1, c, p) 



φ


φ


(10, 2 1, p, c) 


(10, 2 1, r, r) 
(20, 2 1, c, p)

y2

(0, , c, c)

where the underlined tuples result from

y3
y4
y5
y6
y7
y8

(7.7)
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y3

[2]

: (20, 2, c, p)

(20, 1, c, p) = (20, 2 1, c, p)

[2]
y6
[2]
y7
[2]
y8

: (10, 2, p, c)

(20, 1, c, p) = (10, 2 1, p, c)

: (10, 2, r, r)

(20, 1, c, p) = (10, 2 1, r, r)

: (20, 2, c, p)

(20, 1, c, p) = (20, 2 1, c, p)

Continuing with another iteration


~y [3]











=













y1



(20, 1, c, p), (10,3 2 1,p,c), (0,φ · 6 2 1,φ,φ)



(0,φ 7̇ 2 1,φ,φ), (10,8 2 1, p, c)


(20, 2 1, c, p), (10,7 2 1,p,c), (10, 8 2 1, r, r)


(20, 3 2 1, c, p), (0,φ · 6 2 1,φ,φ), (0,φ7̇ 2 1,φ,φ), 


(10, 8 2 1, r, r)



φ


(10, 2 1, p, c)



(10, 2 1, r, r), (20, 3 2 1, c, p), (10, 8 2 1, p, c)

(20, 2 1, c, p), (10, 3 2 1, r, r), (0, φ · 7 2 1, φ, φ)

y2

0, , c, c

where the underlined tuples result from
[3]
y2 : (10, 3, p, c) (20, 2 1, c, p) = (10,3 2 1,p,c)

[3]
y3

[3]
y4

[3]

y7

[3]
y8

y3
y4

(7.8)

y5
y6
y7
y8

: Loop Detected

: (20, 6, c, p)

(10, 2 1, p, c) = (0,φ · 6 2 1,c,p)

: Selective Export Policy

: (10, 7, r, r)

(10, 2 1, r, r) = (0, φ · 7 2 1,φ,φ)

: Selective Export Policy

: (10, 8, p, c)

(20, 2 1, c, p) = (10, 8 2 1,p,c)

: Loop Detected

: (10, 7, p, c)

(10, 2 1, r, r) = (10, 7 2 1,p,c)

: (10, 8, r, r)

(20, 2 1, c, p) = (10, 8 2 1, r, r)

: (20, 3, c, p)

(20, 2 1, c, p) = (20, 3 2 1, c, p)

: (20, 6, c, p)

(10, 2 1, p, c) = (0,φ · 6 2 1, φ, φ)

: Selective Export Policy

: (20, 7, c, p)

(10, 2 1, r, r) = (0,φ · 7 2 1, φ, φ)

: Selective Export Policy

: (10, 8, r, r)

(20, 2 1, c, p) = (10, 8 2 1, r, r)

: (20, 3, c, p)

(20, 2 1, c, p) = (20, 3 2 1, c, p)

: (10, 8, p, c)

(20, 2 1, c, p) = (10, 8 2 1, p, c)

: (10, 3, r, r)

(20, 2 1, c, p) = (10, 3 2 1, r, r)

: (20, 7, c, p)

(10, 2 1, r, r) = (0,φ · 7 2 1, φ, φ) : Selective Export Policy
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The final two iterations are


~y

[4]












= 












(0, , c, c)



y1

(20, 1, c, p), (10,7 3 2 1,r,r)

























y2

(20, 2 1, c, p), (10,4 3 2 1, c,p), (10,7 3 2 1,p,c),
(10, 8 2 1, r, r)
(20, 3 2 1, c, p), (20, 7 3 2 1, c, p), (10, 8 2 1, r, r)
(10, 4 3 2 1, p, c)
(10, 2 1, p, c), (10, 4 3 2 1, p, c)
(10, 2 1, r, r), (20, 3 2 1, c, p), (10, 4 3 2 1, p, c),
(10, 8 2 1, p, c)
(20, 2 1, c, p), (10, 3 2 1, r, r), (10, 4 3 2 1, r, r),

y3
y4
(7.9)

y5
y6
y7
y8

(20, 7 3 2 1, c, p)


~y [5]












= 














y1



(20, 1, c, p),


(20, 2 1, c, p), (10, 8 2 1, r, r)


(20, 3 2 1, c, p), (20, 7 3 2 1, c, p), (20,5 4 3 2 1,c,p) 


(10, 8 2 1, r, r),



(10, 4 3 2 1, p, c)



(10, 2 1, p, c), (10, 4 3 2 1, p, c)


(10, 2 1, r, r), (20, 3 2 1, c, p), (10, 4 3 2 1, p, c),



(10, 8 2 1, p, c)


(20, 2 1, c, p), (10, 3 2 1, r, r), (4 3 2 1, r, r),

(20, 7 3 2 1, p, c)

y2

(0, , c, c)

y3
y4
y5 (7.10)
y6
y7
y8

Since ~y [5] = ~y [4] , the AS Path Solver terminates with a routing in-tree described
by the paths within the tuples of best(~y [5] ) (i.e., component p within the overlined
tuples). This in-tree is shown in Figure 7.5. Note that every vertex has at the
most one out-neighbor, except the root (i.e., vertex 1) which has none. For every
other vertex, there is only one path along the in-tree which reaches the root.
Furthermore, the in-tree’s path lengths are not necessarily the shortest available.
For example, the in-tree path from vertex 7 to 1 travels through vertices 3, 2, and 1
instead of via the shorter path through vertices 2 and 1. This is due to the routing
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Figure 7.5: Routing Policy Influenced In-Tree
policy (at vertex 7) which assigns some paths a higher local preference value (i.e.,
paths through customer AS vertex 3) irrespective of its path length.
In this example, AS Path Solver’s iterative method converges in 5 iterations,
which is less than the maximum possible (i.e., |V | = 8) (see Section 4.5). The
AS Path Solver’s expected time complexity remains linear to the number of edges
(see Section 4.5) since each tuple component’s multiplication operator (e.g., , ?)
requires constant time to operate on its singleton elements (see example above).
Hence, even with addition of more routing policy, the AS Path Solver’s run-time
and memory performance is expected to remain linear (as seen in Section 6.2).
However, no performance testing was performed to validate this assumption due to
the difficulties in generating a large number of experimental topologies of varying
sizes, each annotated with AS classification data, which are known to lead to
convergent solutions (see Section 7.4).

7.4

Routing Policy Induced Instabilities

Although path vectors are computed during every iteration of the AS Path Solver,
their steady-state values may not exist when certain routing policy is considered.
Certain combinations of routing policy may result in routing oscillations [95].
If the experiment’s routing policies are unstable, the AS Path Solver’s iteration
techniques will not terminate (i.e., ~y [m+1] never equals ~y [m] ). This can be illustrated
for the small network shown in Figure 7.6. Note, the edges in this example are
not bi-directional. This was done to simplify the example and at the same time
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Figure 7.6: Network with Unstable Routing Policy
demonstrate possible algorithmic instability of the AS Path Solver. Instabilities
are still present if the edges are made bi-directional.
Using the AS Path Solver (i.e., Jacobi iteration over on the composite path
algebra (7.4) on the network in Figure 7.6 leads to the following non-convergent
sequence.

~y

[0]



=



{(10, , c, c)}



φ







φ


~y

φ


{(0, , c, c)}





[1]

{(0, , c, c)}




 {(10, 1, c, c)}
=
 {(10, 1, c, c)}

{(10, 1, c, c)}







{(0, , c, c)}







 {(20, 4 1, c, c), (10, 1, c, c)} 
 {(20, 4 3 1, c, c), (10, 1, c, c)} 
[3]



~y = 
 {(20, 2 1, c, c), (10, 1, c, c)}  ~y =  {(20, 2 4 1, c, c), (10, 1, c, c)} 




{(20, 3 1, c, c), (10, 1, c, c)}
{(20, 3 2 1, c, c), (10, 1, c, c)}




{(0, , c, c)}
{(0, , c, c)}




 {(10, 1, c, c), (20,4 3 2 1,c,c)}  [5]  {(20, 4 1, c, c), (10, 1, c, c)} 
[4]




~y = 
 ~y =  {(20, 2 1, c, c), (10, 1, c, c)} 
{(10,
1,
c,
c),
(20,2
4
3
1,c,c)}




{(10, 1, c, c), (20,3 2 4 1,c,c)}
{(20, 3 1, c, c), (10, 1, c, c)}
[2]

Since ~y [4] = ~y [1] and ~y [5] = ~y [2] , the AS Path Solver’s iterations will continue
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indefinitely and not converge.

The pre-determination of such routing policy

induced instabilities is generally computationally difficult [41]. However, by using
routing algebras (i.e., a variation of path algebras), the validation of stable policy
conditions has been shown to be computationally feasible [86, 85]. For example,
the routing policy guidelines discussed earlier in Section 7.1 (and which were first
suggested in [31]) were confirmed to be stable though use of routing algebras. The
application of the AS Path Solver to solve for a set of path vectors requires that the
experiment’s set of routing policies be previously vetted by some such approach.

7.5

Summary

This chapter extended the path algebraic framework of Chapter 4 to support
additional routing policy typically found in practice. This routing policy was
modeled using multi-dimensional tuples and several new binary operators from
a composite path algebra.

This framework is used to extend the modeling

capabilities of the AS Path Solver and the Scale-Down Transformation (i.e.,
Gaussian elimination process of Section 5.3.1). Since each tuple component’s
multiplication operator possessed the right distributive property, it was argued
that the AS Path Solver’s Jacobi iteration framework of Section 4.3.2 remains
applicable. A set of path vectors was calculated for an example network to support
this argument. Future work will offer a formal proof, specifically for sets of routing
policy that are known to be stable.

Chapter

8

Evaluating the Large-Scale Spread
of Persistent Multiple-Origin
Autonomous Systems (MOAS)
Conflicts
In this chapter, a large-scale BGP issue is recreated as part of hypothetical testing
methodology. Specifically, the issue is that of a multiple origin autonomous systems
(MOAS) conflict [101] where an AS maliciously or erroneously claims to own a set
of addressed destinations already owned by another AS. As such, data can be
falsely forwarded to the wrong destination and become lost. Detecting whether a
MOAS conflict is benign or malicious has yet to be fully resolved [101], although
there have been several works in this area [3, 49, 102]. In these previous works,
the testing had only been performed over small scales (i.e., less than 100 ASes).
To measure the extent of a MOAS conflict, BGP’s routing tables can be simulated
and analyzed to determine the percentage of ASs that forward to the true and
false destination. Since this approach measures and analyzes the “best” path
vectors used for forwarding data, either the Scale-Down Transformation or AS
Path Solver is appropriate as both preserve this metric (i.e., BGP’s “best” paths).
This chapter demonstrates the use of the Scale-Down Transformation to evaluate
a MOAS conflict in a network containing thousands of ASs.
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To exploit the efficiency of scale-down, a testing methodology is developed
which decomposes the original experiment into several, less burdensome cases.
That is, the Scale-Down Transformation creates several smaller network topologies,
each containing a subset of ASs from the original network. The combined set
of scaled-down network topologies forms a cover1 of the original network. Each
network topology can then be simulated individually, with the routing table results
combined back together in the final analysis. Each scaled-down simulation is shown
to require either less run-time or memory relative to the simulation of the entire
large-scale network topology.

8.1

Multiple-Origin Autonomous Systems (MOAS)
Conflicts

BGP does not guarantee the validity of its routing messages and trusts all
routing information received from its neighbors. If such information is invalid or
compromised, BGP can produce routing paths which users find problematic. For
example, in Figure 8.1b, both AS1 and AS2 originate prefix 1.0.0.0. Compared
to Figure 8.1a, in which only AS1 originated the prefix 1.0.0.0, AS3 will continue
to route to AS1 to reach 1.0.0.0, but AS4, AS5, AS6, and AS7 will route to AS2
to reach 1.0.0.0. If AS2 does not have direct access to 1.0.0.0, the data will most
likely be lost or experience very poor routing. If AS2 had been compromised
by an adversary, denial of service or eavesdropping can result. When prefixes
are originated by multiple ASes, a multiple-origin autonomous systems (MOAS)
conflict is said to be occurring [101]. Clearly, MOAS conflicts becomes a problem
when user data destined for some destination terminates in unintended locations
(i.e., the wrong ASes).
MOAS events are prevalent in the Internet. Between 1997 and 2001, the median
number of MOAS conflicts varied between 683 and 1294 events daily [101]. MOAS
conflicts can have widespread effects. In Figure 8.1b, a single misconfigured BGP
router (AS2) caused several other routers (AS4-AS7) to use inappropriate paths
for data forwarding. This is due to BGP’s implicit trust of its information in the
1

Every AS is present in at least one of the scaled-down topologies.
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Figure 8.1: Multiple Origin Autonomous System (MOAS) Conflict
routing messages. Thus, such localized BGP routing problems can become a much
larger problem.

8.2

MOAS Characterization via the Scale-Down
Transformation

To characterize a MOAS conflict, the number of ASs whose “best” (i.e., forwarding)
paths (see Section 2.1) lead to different originating ASs for the same prefix is
evaluated [11]. Figure 8.2a shows such a MOAS characterization obtained by
ns2 simulation [65] for a sample network topology containing 8826 interconnected
ASes. In this example, the network topology was defined using Routeviews data
[81] and routing policy inferred per [30] and [31] (similar to Section 7.3). Within
this experiment, two ASs (AS1239, AS9255) originate the same destination prefix.
Over time, Figure 8.2a shows the number of ASs forwarding to either AS1239,
AS9255, or neither. Assuming prefix origination by AS9255 was invalid, Figure
8.2a demonstrates that roughly 40% of network ASs become affected by the single
MOAS conflict (i.e., these network ASs will wrongly forwarded data to the invalid
AS9255). This characterization demonstrates the widespread effect of the MOAS
conflict.
The simulation leading to Figure 8.2a took over 5 hours to execute2 and
consumed over 2 GB of memory (see Table 8.1). However, a similar MOAS
2

using a 2.4 Ghz Intel P4 processor and 4 GB of ECC RAM.
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Figure 8.2: Large-Scale Multiple Origin AS (MOAS) Conflict Characterization
characterization can be obtained by combining (i.e., adding) the characterization
of smaller, topologically scaled-down networks. For example, the original 8826
node topology was scaled-down into four networks, each which was about a 70%
reduction of the original topology (or about 2250 nodes each). The number of ASs
in these reduced networks are shown in Table 8.1. Each scaled-down network was
then simulated by the same MOAS conflict. The resulting MOAS characterization
for each scale-down network is shown in panels c-f of Figure 8.2. After combining
(i.e., adding) the MOAS characterization acquired from the scaled-down networks,
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Test
Trial
Full-Scale
Approx. 70%
Scale-Down
(4 Parts)

No. of
ASes
8826
2316
2308
2243
2316

Memory
Used
2373Mb
632Mb
651Mb
817Mb
676Mb

Memory
Savings
74%
73%
66%
72%

CPU Time
(Minutes)
238
54
57
82
58

Time
Savings
78%
76%
65%
76%

Table 8.1: Scaled-Down ns2 Performance Improvement
Figure 8.2b shows a good approximation to the full scale characterization of Figure
8.2a. More importantly, each scale-down experiment required about 70% less
run-time and memory from the ns2 testing environment (see Table 8.1). On
the other hand, the total amount of memory or run-time from the scaled-down
networks are comparable to that of full-scale simulation. However, this use of
the Scale-Down Transformation is not equivalent to distributed simulation as this
testing methodology does not require concurrent simulation of all scaled-down
network instances, specialized simulation tools containing event synchronization
mechanisms (e.g., crank-back), or dedicated user training.

Chapter

9

Summary Contributions and Future
Work
The path-vector routing protocol BGP has been documented as the root cause of
several Internet problems. The research literature has provided several suggestions
for improving or repairing the BGP path-vector routing protocol. However, testing
of these ideas at the Internet’s large-scale has not been seen as effective. To this
end, this work offered the following contributions to perform large-scale testing of
a policy-based path-vector routing protocol.

9.1

Contributions

First, an algebraic framework was extended to model the operation of path-vector
routing protocols (see Chapter 4 and 7). This framework allowed the use of Jacobi
iteration to solve for sets of steady-set path vectors (i.e., routing tables) relative
to an experimental network topology and routing policy over which the pathvector routing protocol is evaluated. This algorithmic approach was called the AS
Path Solver. It contrasts with the publicly available ns2 and SSFNET network
simulators [5, 88], as well as the C-BGP route solver tool, [75], all of which are
all based on discrete-event simulation. Besides being simple to implement, the AS
Path Solver has fidelity and performance (i.e., run-times and memory usage) that
was comparable or better than these tools (i.e., ns2, SSFNET, C-BGP).
Next, a network topology reduction technique called the Scale-Down Transfor-
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mation was developed in which experimental network topologies were reduced in
such a way that metrics associated with the path vectors generated by a pathvector routing protocol were preserved. This contrasts with previous topology
reduction approaches (see Section 3.4) which, at most, preserve metrics associated
with the traffic flows under shortest path routing (i.e., no routing policy). As such,
this thesis has generalized the network topology reduction concept since preserving
path vectors generated by a path-vector routing protocol implies preserving traffic
flows (due to the dependency of data forwarding on the routing protocol’s “best”
path), while supporting routing policy removes the restriction of shortest-path
routing. The Scale-Down Transformation used Thevenin equivalence, Gaussian
elimination, and several routing policy addition heuristics to reduce the resource
demands of discrete-event network simulation. It was shown that a scaled-down
simulation can have run-times that are lower than its full-scale parent for certain
removal conditions (e.g., removed vertices chosen by minimal degree).

9.2

Future Work

Future work will address obvious shortcomings and increase modeling detail.
Obtain Consistent Performance Gains from the Scale-Down Transformation: One of this thesis’s hypotheses was that network topology reduction would
reduce the run-time and memory usage of discrete-event network simulation. For
the specific case of removing vertices by minimal degree, this was generally true.
However, when vertices were removed at random, the performance of the ScaleDown Transformation was significantly diminished. It was originally assumed that
removing ASs (i.e., graph vertices) would always lessen the burden on discreteevent network simulation. However, it was seen that random vertex selection
caused significant amounts of “fill-in” edges and routing policy additions which
are now thought to cancel any scale-down performance gains obtained via vertex
deletions. The burden introduced by these additional edges and routing policy
needs to be quantified in light of the poor scaled-down ns2 performance observed.
Future work will also attempt to determine the inter-dependencies between the
growth rate of these additional edges and routing policy to the properties of the
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vertices being removed. Then, heuristic modifications to the Gaussian elimination
step (e.g., variations of the minimal ordering algorithm [32]) can be sought which
minimize the addition of new graph edges and routing policy.
Better BGP Modeling and Path Algebras: This work used certain idealizations about the Internet (e.g., simple graph, single router node per AS) which
abstracted the modeling of the BGP routing protocol to that of a generic pathvector routing protocol. As such, the current modeling lacks support for multiple
edges between ASs, internal AS details, additional routing message attributes
(e.g., MED), iBGP, and route reflection. To support these additional details for
BGP testing, the development of new binary operators (see Chapters 4 and 7)
can be revisited, validated, and iterated upon, until sufficient modeling detail is
obtained for the experiment at hand. However, this approach requires that any
new multiplication operators possess the distributivity property. This may result
in operators having complex functional forms. On the other hand, there may be
better approaches to algebraic modeling of BGP. For example, several works have
solved path problems using multiplication operators that were neither associative
nor distributive [34, 56].

These approaches mapped their path problem (via

endomorphisms) into another path algebra that had suitable algebraic properties
(e.g., associativity and distributivity). In this auxiliary space, the path problem
was solved and its results were then mapped back to the original algebra. Such
an approach may lead to path algebras (or “path spaces”[100]) for path-vector
routing that possess less complicated binary operators and increased algorithmic
efficiency. Such a framework may be useful for future revisions of the AS Path
Solver and Scale-Down Transformation for BGP experimentation.
Support for Topological Dynamics: While the Scale-Down Transformation
removes ASs (i.e., vertices) from the input network topology model, several non“best” path vectors may be lost. If the scaled-down network topology needs to
change its structure during its network simulation (e.g., node or link failure), the
Scale-Down Transformation’s lost path vectors may not be available to re-direct
the traffic flows. A similar situation can also result when nodes or links become
congested due to high traffic loads. It then may be necessary to re-execute the
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Scale-Down Transformation in response to such situations before the simulation
can continue. Similar issues have been encountered for on-demand routing schemes
(see Section 3.3) and remain a non-trivial open problem [64] worth investigating.
Hybrid Control/Data Plane Application Studies: A practical use of the
Scale-Down Transformation is to study the interactions between the BGP routing
protocol, network security threats, and mitigation techniques (e.g., [13] and [12])
at large-scales. A notable example is that of Internet worms and BGP as worms
are thought to cause instabilities in the Internet’s inter-domain routing operation
[22]. The exact interplay is unclear, but measurement data (from Routeviews and
CAIDA) has shown both BGP anomalies and anomalous traffic properties (e.g.,
increased latency, congestion) existed during the CodeRedv2 worm’s lifetime [53].
It is of interest to understand if the worm’s unusually large scan traffic induced the
BGP anomalies and routing instabilities, or if a BGP anomaly caused a build-up
of user traffic loads through routing induced congestion. Such investigation differs
from previous large-scale worm studies. For example, [99] was concerned only with
the worm dynamics under static routing conditions. Since only a few hundred BGP
routers have been previously simulated simultaneously with an Internet worm [58],
the Scale-Down Transformation may be able to expand the testing scale. However,
such experimentation will most likely be conditioned on overcoming the current
shortcomings of the Scale-Down Transformation: its low performance gains for
certain types of vertex removals and lack of support for topology and traffic load
changes.
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