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Abstract
The brain represents the physical world via the neural code, the patterns of activity
of populations of neurons. One of the goals of mathematical neuroscience is to
understand the principles underlying the stimulus-response mapping which produces
the neural code. We focus on one such principle, convex coding, in which the neural
code reflects the intersection patterns of convex subsets, called receptive fields, of a
Euclidean space. We investigate two complementary questions. First, given neural
activity representing an unknown stimulus space, what geometric and topological
properties of the stimulus space and neural receptive fields can be inferred from the
combinatorics of the data? Second, given a sensory system with observed convex
receptive fields, how does the receptive field geometry shape the neural code?
In the first part of this dissertation, we present some new answers to the first
question, developing the theory of hyperplane codes. We introduce the polar
complex of a combinatorial code, a simplicial complex which encodes the complete
combinatorial data of the code. We use the polar complex to study hyperplane
codes, a class of combinatorial codes arising from the activity of one layer feed
forward neural networks. We demonstrate the polar complex of a stable hyperplane
code is shellable, and moreover, shellability of the polar complex implies it has
many of the salient properties implied by stable hyperplane codes. Via the StanleyReisner correspondence, we define the balanced neural ideal, an extension to the
neural ideal previously used to study combinatorial codes, and use computational
commutative algebra to detect the properties of stable hyperplane codes.
In the second part we investigate the second question with a case study. We
investigate the role of receptive field geometry in shaping the neural code of the
retina. Previous studies of retinal ganglion cell activity have revealed the neural
code is shaped largely by the low-order correlations among neurons. We provide a
novel explanation for this observation using simulations and results from convex
geometry applied to the receptive fields of retinal ganglion cells. We demonstrate
that neurons driven purely by convex receptive fields produce a neural code that is
shaped by low-order correlations, so the dominance of low-order correlations may
be an epiphenomenon of convex coding.
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Chapter 1 |
Introduction to Neural Codes
One of the driving goals of neuroscience is to understand the organizing principles
underlying the brain’s representation of the physical world via neural activity.
The brain forms a “cognitive map” of related stimuli which aid spatial navigation,
processing auditory cues, and even in understanding social networks [1–4]. A
paradigmatic example are the hippocampal place cells – neurons in the hippocampus
which fire most actively when an animal is in a specific region of its environment
[2, 5, 6]. A common element of these phenomena is “convex coding” – the activity
of a single neuron represents a function with convex support in some Euclidean
space. In this dissertation, we further develop the theory of convex codes to study
feed-forward neural networks and demonstrate new combinatorial invariants of their
output, as well as demonstrate how the geometry of the stimulus space shapes the
information content of the neural code of the retina

1.1 Convex Geometry in Neuroscience
In a typical experiment, neural activity is recorded while the subject is exposed
to a range of stimuli. The set of stimuli typically embeds in a Euclidean space
via some natural parameterization, such as frequency and amplitude of sound, or
orientation and direction of a moving object in the visual field, or spatial position of
an animal [2, 3, 7]. The stimulus-response mapping of individual neurons in sensory
systems often takes the form of a “tuning curve,” a function with a single peak and
supported on a small subset of the parameterized stimulus space [8–10]. The tuning
curves of hippocampal place cells, for example, are supported on corresponding
subsets of the animal’s environment, forming an open cover of the space. These
1

subsets are often convex or nearly convex [2, 6, 11].
In the context of cells with tuning curves, the overlap of their support sets
sets is reflected in the neural code, an observation which can be exploited to infer
geometric and topological information about the stimulus space [12]. When the
tuning curves have convex support, techniques from algebraic topology can be used
to construct a representation of the stimulus space from neural activity alone. This
begs the question, however: how can the brain make use of this information without
knowledge of the tuning curves themselves? That is, is there anything intrinsic to
the neural code which ensures it represents the intersections of convex sets?
This question has received a lot of attention recently, borne specifically of this
application (see Section 2.2 for a more detailed overview) but the combinatorial
geometry of convex sets has been studied for much longer. Helly’s theorem and
its many cousins characterize nerves of families of convex sets based on their
dimension [13–15]. Any simplicial complex is the nerve of a collection of convex
sets [16], but determining the minimum possible dimension of such a family is
difficult [17–20].
A common theme across results in this area is the gaps between properties of
families of convex sets on the one hand and the simplicial complexes on the other.
For example, the nerve of a family of d-dimensional convex sets is d-collapsible (a
property which is encoded in, e.g., the homology groups of the nerve, which vanish
below dimension d), but the converse is false – there exist d-collapsible simplicial
complexes which cannot be realized as the nerve of a family of d-dimensional convex
sets [15]. A similar theme appears in the world of neural codes, as detailed in
Section 2.2.2. The properties of a cover can be used to infer properties of the
code of the cover, but the inverse problem, describing the cover based on its code,
remains elusive.
The first part of this dissertation, Chapters 2 to 4, expands on previous work
studying the intersection patterns of sets via the codes of covers. Chapter 2
introduces the terminology and basic facts of combinatorial codes and related
objects, focusing particularly on the codes of covers. The code of a cover is a
combinatorial structure analogous to the nerve of a cover which captures information
beyond nontrivial intersection of sets [21]. In contrast with simplicial complexes,
not every code arises as the code of a cover of convex sets, and determining what
combinatorial properties of a code distinguish those that can remains an open
2

problem [22]. In this chapter we also introduce the polar complex of a code, a
simplicial complex associated to the code, which plays a central role in Chapters 3
and 4.
In Chapter 3, we consider feed-forward networks with input constrained to a
convex subset of a Euclidean space. The output neurons’ decision boundaries define
a hyperplane arrangement which dissects the convex set (in the sense of [23]), and
the output of the network reflects the combinatorics of this dissection. This gives
rise to a special class of convex codes, hyperplane codes, which we study in detail.
We describe several distinguishing combinatorial properties that hyperplane codes
possess but general convex codes do not. One of the primary distinctions between
convex codes and hyperplane codes is the invariance of the latter class under “bit
flips” – both a half-space and its complement are convex sets, which is reflected
in the combinatorial structure of hyperplane codes. Moreover, we demonstrate
how the hyperplane arrangement underlying a hyperplane code gives rise to a
shelling order of the polar complex of the code. A shelling order implies several
strong topological and algebraic properties of the complex, including completely
determining its homotopy type as a wedge of spheres [24–26]. Surprisingly, we also
find that shellability of the polar complex implies other properties we describe,
giving a sort of “master obstruction” for hyperplane codes. In Chapter 4 we define
the balanced neural ideal, a natural extension to the neural ideal defined in [21],
and use it to detect the obstructions described in Chapter 3.

1.2 Information Content of Neural Codes
In a short time window, a single neuron’s activity is essentially binary – it either
spikes, or it is silent. A population of neurons gives rise to a combinatorial neural
code, a set of binary vectors, which records the patterns of near-simultaneous spiking
and silence of the population. Though it is clear populations of neurons carry more
information than the sum of the contributions of their constituent neurons, there is
debate about how exactly this information is represented in the neural code [27–30].
A typical approach to this question is to investigate the statistics of the distribution
of codewords that appear over the course of recording during an experiment. The
distribution can represent information in various ways, such as the modes of the
distribution and other specific patterns or motifs [30, 31], or via the correlations
3

among groups of cells [32, 33]. We focus on this latter line of investigation, studying
the role of convex coding in shaping the neural code of the retina. In the second
part of this dissertation, we demonstrate the information content of retinal ganglion
cell coding may be determined by receptive field geometry.
The first stage of processing of visual stimuli occurs in the retina. The anatomy
and function of the retina is fascinating and complex; we review some salient
features here, but direct the reader to [34] for a more thorough exposition. The
details vary across species, but the neurons of the retina are generally organized
into three layers [35]. Photoreceptor cells, rods and cones, tile the surface of the
retina and serve as the “input” layer, where light from external stimuli strikes the
surface [34, 35]. Retinal ganglion cells form the “output” layer, transmitting many
parallel streams of information, in the form of spikes, to the visual cortex [36]. The
response of a single retinal ganglion cell is driven primarily by the stimuli in its
receptive field, a subset of the visual field [37, 38]. Receptive fields are determined,
in part, by anatomy, as they reflect the physical arrangement of cells and how light
strikes the retina [39]. In the second part of this dissertation, we focus on the
neural code of retinal ganglion cells in vertebrate retina.
To understand the information content of the neural code, one needs to be able
to adequately describe the distribution of codewords. Put plainly, one must write
down a probability distribution which defines to probability of observing every
binary pattern [33]. This presents a challenge as the size of the population grows, as
the number of codewords grows exponentially with population size. However, several
authors have found a quadratic number of parameters is sufficient to accurately
describe the distribution – a distribution consistent with correlations between pairs
of neurons captures over 90% of the information content of the code [33, 40]. This
raises the question of what shapes the correlations themselves. That is, do they
merely reflect the spatial statistics of the visual stimulus, do they reflect some
inherent network structure, or is there some other explanation for the dominance
of low-order correlations in the information content of the neural code?
In Chapter 5 we posit an answer to this question via receptive field geometry.
We investigate the role of convex geometry in shaping the information content
of retinal ganglion cell coding. Individual retinal ganglion cells generally have
convex receptive fields; they respond to visual stimuli only in a convex subset of
the visual field. Natural visual stimuli are highly spatially correlated [41], so it is
4

natural to suppose adjacent cells should encode redundant information [42]. We
hypothesize this adjacency, i.e. the apparent overlap of the receptive fields of nearby
ganglion cells, is sufficient to explain the dominance of pairwise correlations in the
information content of the neural code. To test this hypothesis, we model neural
response as if it is driven purely by the stimulus via its receptive field, eliminating
other potential drivers of neural activity, such as input from other cells via recurrent
network connections. Thus, if two of our model neurons have correlated activity,
this reflects precisely the spatial statistics of the stimulus together with the receptive
field geometry. That is, the correlation between a pair of model cells should reflect
the apparent overlap of their receptive fields. We find these model cells reproduce
the results of [33], with pairwise correlations representing the vast majority of the
information content of the neural code. To explain these findings, we turn to results
in convex geometry, most notably Helly’s theorem. In summary, we find that the
dominance of low-order correlations in the information content of the neural code
of the retina may be a consequence of the geometry of the receptive fields of retinal
ganglion cells.

5

Chapter 2 |
Combinatorial Codes
In this chapter we set the stage for Chapters 3 and 4. We establish the basic
definitions and facts of combinatorial codes, and introduce the polar complex of a
combinatorial code, which encodes the complete combinatorial data of a code in a
simplicial complex.

2.1 Combinatorial Preliminaries
The basic data we work with is patterns of neurons spiking together; this information
takes the form of a combinatorial code.
Definition 2.1.1. Let [n] denote the set {1, . . . , n} and 2[n] the Boolean lattice,
the collection of subsets of [n] ordered by inclusion. A combinatorial code (on n
vertices) is a collection C ⊆ 2[n] . Equivalently, we may view C as a subset of {0, 1}n
by identifying vectors with their support. The elements of C are called codewords.
When writing subsets of [n], we will often omit set braces and commas, e.g. we
write 13 for the set {1, 3}.
Combinatorial codes are fairly unstructured objects, but we will see that even
arbitrary codes contain a fair amount of combinatorial information. We will distinguish between “intrinsic” and “extrinsic” properties of codes: Intrinsic properties,
such as the number of vertices, the number of codewords, or the presence or absence
of a particular codeword, can be determined from the data of the code itself. Extrinsic properties will be defined more explicitly later in this chapter (see Section 2.1.2),
but refer, in essence, to how the code was produced, rather than the data of the
code itself.
6

2.1.1 The Simplicial Complex and Polar Complex of a Code
We describe here two simplicial complexes associated to a code.
Definition 2.1.2. An abstract simplicial complex is a collection ∆ ⊆ 2[n] such
that if σ ⊆ τ and τ ∈ ∆, then σ ∈ ∆. The elements of ∆ are called faces. The
maximal (by inclusion) faces of ∆ are called facets. The set of facets of ∆ is denoted
max ∆. The dimension of a face σ is dim σ = |σ| − 1, and the dimension of ∆ is
dim ∆ = maxσ∈∆ dim σ.
Throughout this dissertation we will consider an abstract simplicial complex as
a topological space, for instance by endowing it with the structure of a CWcomplex [43].
Taking the closure of a code under inclusion produces a simplicial complex.
Definition 2.1.3. For C ⊆ 2[n] a combinatorial code, the simplicial complex of C
is the complex
∆(C) = {τ ⊆ [n] | τ is a subset of some σ ∈ C}.

(2.1)

This operation loses some of the intrinsic structure of a code, as any two codes
with the same set of maximal codewords have the same simplicial complex. Thus,
we introduce a new tool for studying combinatorial codes.
The polar complex of a code C ⊆ 2[n] is a simplicial complex on 2n vertices with a
facet corresponding to each codeword. Let V denote the set {1, . . . , n, −1, . . . , −n},
which we will often write V = [n] t −[n]. Subsets of V will be written either as
capital letters (i.e. F ⊆ V ) or separated into their positive and negative parts
(i.e. σ t −τ ⊆ [n] t −[n]).
Definition 2.1.4. Let C ⊆ 2[n] be a combinatorial code. For σ ∈ C, let Σ(σ) denote
the balancing of σ,
Σ(σ) = σ t −([n] \ σ).
The polar complex of C is the simplicial complex on vertex set V with facets given
by balancing all codewords of C:
Γ(C) = ∆({Σ(σ) | σ ∈ C}) ⊆ 2V .
7

Unlike the simplicial complex ∆(C), the code C can be uniquely determined from
Γ(C). Note that the subcomplex of Γ(C) induced by the vertices [n] ⊆ V is the
simplicial complex of C, that is ∆(C) = Γ(C)|[n] .
A simplicial complex on a fixed vertex set is defined either by its facets, or
by its minimal non-faces – a simplicial complex is a down-set in the Boolean
lattice, so its complement is an up-set. The minimal non-faces of Γ(C) capture the
intrinsic structure of C while also providing a bridge to the extrinsic structures we
are interested in. Note that {i, −i} is a non-face of Γ(C) for all i and any C by
construction as a bit in a codeword cannot be simultaneously on and off. For this
reason, we will refer to {i, −i} as a trivial relation.
Definition 2.1.5. Let C ⊆ 2[n] be a code. The combinatorial relations of C, denoted
rel(C), is the collection
rel(C) = 2V \ Γ(C) = {α t −β ∈ 2V | α t −β 6∈ Γ(C)}
The set of minimal nontrivial elements of rel(C) is the (combinatorial) canonical
form of C, denoted CF (C).
The canonical form of C uniquely identifies Γ(C) and hence C. We will see this
definition is a direct analogue to the canonical form of the neural ideal defined by
Curto et al. [21]. This is discussed in Chapter 4.

2.1.2 Codes of Covers
The codes we study arise as intersection patterns of a collection sets. In this section
we describe these abstractly; in the next section we consider collections of subsets
of a Euclidean space.
Definition 2.1.6. Let U = {U1 , . . . , Un } with Ui ⊆ X for all i. The code of the
cover (relative to X) is
n
o
\
[
code(U, X) = σ ⊆ [n] |
Ui \
Uj 6= ∅ ⊆ 2[n] .
i∈σ

j6∈σ

The set
AUσ =

\
i∈σ

Ui \
8

[
j6∈σ

Uj

S
is called the atom associated to σ. When X is not specified, X = i∈[n] Ui . By
T
S
convention, i∈∅ Ui = X and i∈∅ Ui = ∅, so ∅ ∈ code(U, X) if and only if
S
X ) i∈[n] Ui . Given a code C ⊆ 2[n] , a realization of C is a pair (U, X) such that
C = code(U, X).
Notation 2.1.7. We will frequently discuss intersections of sets indexed by some
subset of [n]. Thus, we introduce the notation
Uσ =

\

Ui

i∈σ

for any collection {U1 , . . . , Un } and any σ ⊆ [n].
Any combinatorial code possesses a (non-unique) trivial realization: For C =
{σ1 , . . . , σm }, set Ui = {j ∈ [m] | i ∈ σj } for i ∈ [n], and set X = [m]. This can
be described succinctly as such: If C is written as an m × n binary matrix with
codewords as rows, then Ui is the support of the ith column. Notice Ui ∩ Ui0 = {j ∈
[m] | {i, i0 } ⊆ σj } and Ui ∪ Ui0 = {j ∈ [m] | {i, i0 } ∩ σj 6= ∅}. So, by definition,
)

(
code(U, X) =

τ ⊆ [n] |

\
i∈τ

Ui \

[
j6∈τ

Uj 6= ∅

n
n
o n
o
o
= τ ⊆ [n] | j ∈ [m] | τ ⊆ σj \ ([n] \ τ ) ∩ σj =
6 ∅ 6= ∅
n
n
o
o
= τ ⊆ [n] | j ∈ [m] | τ ⊆ σj and ([n] \ τ ) ∩ σj = ∅ 6= ∅
= {τ ⊆ [n] | there exists j ∈ [m] such that τ = σj }
= {σ1 , . . . , σm } = C.
Throughout this work, “extrinsic” properties of codes are the properties of realizations they admit.
A standard construction in algebraic topology is the nerve of a cover,
n
o
\
nerve(U) = σ ⊆ [n] |
Ui 6= ∅ .
i∈σ

The nerve of a cover is an abstract simplicial complex. From the definitions, for
any cover U, we have code(U) ⊆ nerve(U); in fact, nerve(U) = ∆(code(U)).
The relationship between a cover and the polar complex of the code of that cover
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is a little more involved. For U ⊆ X, denote the complement of U by U C = X \ U .
Lemma 2.1.8. Let C = code(U, X) be a combinatorial code and Γ(C) its polar
complex. Let U C = {UiC }−i∈−[n] . Then
Γ(C) = nerve(U ∪ U C ).
Proof. Note σ ∈ C if and only if AUσ 6= ∅. We have
AUσ =

\
i∈σ

Ui \

[

\

Uj =

j6∈σ

i∈σ

Ui ∩

\

UjC ,

j6∈σ

so σ ∈ Γ(C) if and only if σ t −([n] \ σ) ∈ nerve(U ∪ U C ).

2.1.3 Combinatorial Relations
The nerve of a cover records which sets have nonempty intersection. The code of a
cover captures relationships among the Ui beyond nontrivial intersection.
Definition 2.1.9. Let (U, X) be a pair as in Definition 2.1.6. The combinatorial
relations of the cover (relative to X), denoted rel(U, X), is
n
\
[ o
rel(U, X) = α t −β ⊆ [n] t −[n] |
Ui ⊆
Uj ⊆ 2V .
i∈α

j∈β

We repeat for emphasis the conventions set forth in Definition 2.1.6:
\

Ui = X

and

i∈∅

[

Ui = ∅

i∈∅

T
In particular α t ∅ ∈ rel(U, X) if and only if i∈α Ui = ∅ and ∅ t −β ∈ rel(U, X)
S
if and only if X ⊆ j∈β Uj . For a given cover (U, X), the set rel(U, X) is upwardclosed; that is, if αt−β ∈ rel(U, X), and αt−β ⊆ α0 t−β 0 , then α0 t−β 0 ∈ rel(U, X)
because
\
\
[
[
Ui ⊆
Ui ⊆
Uj ⊆
Uj .
i∈α0

i∈α

j∈β

j∈β 0

The combinatorial relations of a cover are identical to the combinatorial relations
of the code of the cover. In other words, the combinatorial relations allow us to
translate statements about the geometry and topology of a cover to statements
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about the code of the cover, and vice-versa, and the polar complex of the code
places the code and relations on equal footing, that is,
Γ(C) ∪ rel(C) = 2V
for all codes C. In short, we have the following fundamental relationship between
codes and covers realizing them:
Lemma 2.1.10. Let C ⊆ 2[n] be a combinatorial code. Then for any realization
C = code(U, X), we have
rel(C) = rel(U, X).
Proof. We begin with the definition of rel(C):
α t −β ∈ rel(C) ⇐⇒ α t −β 6∈ Γ(C)
By Lemma 2.1.8, Γ(C) = nerve(U ∪ U C ), so we have
α t −β 6∈ Γ(C) ⇐⇒
⇐⇒

\
i∈α

\
i∈α

Ui ∩
Ui ⊆

\

UjC = ∅

j∈β

[

Uj

j∈β

⇐⇒ α t −β ∈ rel(U, X).
Thus rel(C) = rel(U, X).

2.2 Geometric and Topological Preliminaries
Thus far, we have described codes of covers in purely combinatorial terms. However,
in the paradigmatic example of hippocampal place cells, the cover in question
(place fields) served a role in spatial navigation, an inherently geometric task. We
briefly review what is known about the geometry and topology of realizations of
combinatorial codes.

2.2.1 Convex Codes
The class of codes which has received the most attention are convex codes:
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Definition 2.2.1. A combinatorial code C is open (respectively, closed ) convex if
it possesses a realization C = code(U, X) where each Ui is an open (resp. closed)
and convex subset of a convex set X.
If we drop the requirement that all the Ui are open (or all closed), every code
is convex [44]. Several classes of codes are known to be open convex, such as
max-intersection complete codes [45, 46], inductively pierced codes [47], and certain
periodic codes [48]. However, not every code is open or closed convex [21], and
moreover there are open convex codes which are not closed convex and vice versa [46].
Convex codes also arise in unexpected applications, such as one-layer feed-forward
neural networks, studied in depth in Chapter 3. The question of what intrinsic
properties make a code convex remains unsolved.

2.2.2 Classifying Codes
The problem of classifying codes according to the “nicest” realizations they permit
has evolved from the initial question of convexity. We provide a brief tour through
the currently-known zoo of codes. Unless otherwise noted, the realizations discussed
are either all open or all closed sets.
The largest class of such “nice” codes is connected codes, codes which admit
a realization (U, X) where each Ui is a connected subset of X. Not every code
is connected: Consider C = {1, 12, 23, 3}. By inspection, 2 t −13 is a minimal
combinatorial relation of the code – neither U1 nor U3 wholly contain U2 . However,
13 t ∅ is also a combinatorial relation, meaning U1 ∩ U3 = ∅, so U2 is disconnected.
A proper subset of connected codes is good cover codes, codes which admit a
realization (U, X) in which each Ui is contractible and each arbitrary intersection
of Ui s is contractible. Such a cover is called a good cover, and such covers play an
important role in algebraic topology. We state here a classic result which will be
used throughout this dissertation, the Nerve Lemma:
Lemma 2.2.2 (Nerve Lemma [43]). Let U = {U1 , . . . , Un } be a good cover of a
S
space X = i∈[n] Ui . Then the never of the cover is homotopy equivalent to X,
denoted nerve(U) ' X.
A code is a good cover code if and only if the link (see Page 21) in ∆(C) of every
non-codeword is contractible [49]. Not every connected code is a good cover code:
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the code C = ∆({123, 124, 134}) \ {1} has a connected realization in R2 in which
U1 is an annulus, but cannot have a good cover realization because
link1 (∆(C)) = ∆({23, 24, 34}) ' S 1 ,
which is not contractible.
Collections of convex sets are good, so every convex code is a good cover code.
The code C = {2345, 124, 135, 145, 14, 15, 24, 35, 45, 4, 5} ⊆ 2[5] is a good cover code,
but is not open convex (it is, however, closed convex) [46, 50]. The class of convex
codes can be further broken down: nerves of families of convex sets are more rigidly
structured than nerves of good covers, and in particular if a code can be realized
by a convex family whose union is convex, the resulting nerve is collapsible, not
merely contractible [49, 51]. Another proper subset of convex codes is hyperplane
codes, which will be studied in detail in Chapter 3.
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Chapter 3 |
Hyperplane Codes
We focus now on a special class of covers, where the sets in the cover are solutions
to affine inequalities, i.e. half-spaces. The codes of these covers, hyperplane codes,
arise naturally as the output of one-layer feed-forward neural networks. We establish
this connection in Section 3.1 and describe the class of stable hyperplane codes in
Section 3.2. Stable hyperplane codes are a subset of convex codes with additional
properties that make the polar complex the “correct” tool to study them. In
Section 3.3 we establish several properties of the polar complexes of hyperplane
codes, extending previous results concerning convex codes. Then, in Section 3.4
we state our main result: many of those properties are subsumed by the property
of shellability, a recursive construction which arises naturally from the underlying
hyperplane arrangement. Much of this chapter is adapted from [52].

3.1 Feed-forward Neural Networks
A typical feed-forward network consists of d input units x = (x1 , . . . , xd ) connected
to n output units y = (y1 , . . . , yn ). Unit xj is connected to unit yi with weight Wij ,
and the output of unit yi is given by
d
X

Wij xj − θi .
yi (x) = ϕ

(3.1)

j=1

Here the transfer function, ϕ, is monotone with ϕ(z) = 0 for z ≤ 0, and θi ∈ R
is called the activation threshold of yi . Feed-forward neural networks are a basic
building block of many artificial intelligence systems, and a fundamental question
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in the area of artificial intelligence is what functions Rd → Rn can be represented
by a network such as Eq. (3.1).
The archetypal feed-forward network is the perceptron, defined by having a
single output unit (n = 1) and Heaviside step function (ϕ(z) = 0 for z ≤ 0 and
ϕ(z) = 1 for z > 0) as its transfer function [53]. Perceptrons are limited in their
representational power; famously, a perceptron with two inputs constrained to the
vertices of the unit square in R2 cannot represent the xor function [54]. The study
of what boolean functions {0, 1}n → {0, 1} can be represented in this way has led
to the study of partitions of the vertices of the unit hypercube by hyperplanes and
other surfaces [55–57]. The codes we study presently differ in one key respect –
rather than constraining the inputs to the vertices of the unit hypercube, the inputs
range over an arbitrary convex subset of Rd .
The network architecture constrains the possible outputs. A two-layer network,
with d inputs, m hidden units, and n output units, can approximate any measurable
function Rd → Rn with m sufficiently large [58, 59], and in particular can produce
any combinatorial code. In this chapter, we introduce a several new combinatorial
invariants of functions that can be represented by one-layer feed forward networks
(i.e. can be expressed as in Eq. (3.1)). We will study the combinatorial code that
arises from the activity of the output layer of the network:
Definition 3.1.1. Let W, θ be the connectivity matrix and activation thresholds of
a one-layer feed-forward network as in Eq. (3.1), and X a convex subset of Rd . The
combinatorial code of the network is the collection of supports of possible output
vectors:
code(W, θ; X) = {supp(y(x)) | x ∈ X}.

3.2 Stable Hyperplane Codes
In this set up, it is clear yi > 0 if and only if Wi · x − θi > 0; that is, if x is
on the positive side of the oriented hyperplane Hi determined by the equation
Wi · x − θi = 0. An oriented hyperplane
H = {x ∈ Rd | w · x − θ = 0}
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partitions Rd into three pieces H − t H t H + , with
H + = {x ∈ Rd | w · x − θ > 0},

H − = {x ∈ Rd | w · x − θ < 0}.

Thus, code(W, θ; X) records intersection patterns of these halfspaces. This motivates
the study of hyperplane codes:
Definition 3.2.1. Let H = {H1 , . . . , Hn } be an oriented hyperplane arrangement
in Rd and X ⊆ Rd open and convex. Then we abuse notation slightly and define
code(H, X) = code({H1+ ∩ X, . . . , Hn+ ∩ X}, X).
A code C is a hyperplane code if there exists a hyperplane arrangement H and open
convex set X such that C = code(H, X).
Notation 3.2.2. The preceding abuse of notation will become more intuitive when
it’s seen “in action:” we often consider a fixed set of hyperplanes and vary the
surrounding set X, or restrict to a subset of the hyperplanes. As such, we introduce
another piece of notation: For σ ⊆ [n], define H|σ = {Hi }i∈σ .

3.2.1 Stable Hyperplane Arrangements
We focus on a well-behaved subset of hyperplane codes, stable hyperplane codes,
which are insensitive to small perturbations of the hyperplanes. In the context of
networks such as Eq. (3.1), this represents insensitivity to small changes in the
T
network parameters W and θ. Recall the notation Hσ = i∈σ Hi .
Definition 3.2.3. A hyperplane arrangement (H, X) is stable if X is open and
convex, and the hyperplanes have generic intersections in X; that is, if X ∩ Hσ 6= ∅,
then dim Hσ = d − |σ|. A combinatorial code C is a stable hyperplane code if there
exists a stable arrangement (H, X) such that C = code(H, X).
Example 3.2.4. The code C1 = {1, 12, 123, 2, 23} is a stable hyperplane code; a
realization is illustrated in Fig. 3.1(a).
As is so often the case in mathematics, this definition reflects a meaningful
reality on the one hand (that is, empirical measurements necessarily have margins of
16
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H2+

H1+

2
X

(a)

(b)

2
1

12

1

H3+

23

−1

−2

123
−3

Figure 3.1. (a) Stable arrangement (H, X) with atoms labeled by their corresponding
codewords. (b) The polar complex Γ(code(H, X)).

error), but on the other hand the desires of a mathematician in the form of intuitive
theorems we want to prove. Indeed, the underlying motivation for Definition 3.2.3
is the belief that sufficient sampling of X should reveal the full set of codewords
produced by the network, which is satisfied if each codeword corresponds to an atom
of nonzero measure. Therefore, we present here a pair of technical lemmas proving
that we chose the correct definition, and that the polar complex is the correct tool
to study this class of codes. Following that, there is a brief discussion of group
actions which establishes one of the key distinctions between stable hyperplane
codes and general convex codes.
Lemma 3.2.5 (Nonempty interiors lemma). If (H, X) is a stable arrangement,
then every nonempty atom AH
σ has a nonempty interior.
Proof. Let AH
σ be a nonempty atom of arrangement (H, X) and consider a point
H
x ∈ Aσ . Let τ = {j | x ∈ Hj } index the set of hyperplanes on which x lies. Then
T
T
x has an open neighborhood V inside X ∩ ( i∈σ Hi+ ) ∩ ( j6∈σ∪τ Hj− ). By genericity
of intersections, the set {wi | i ∈ τ } is linearly independent. Therefore, there
exists some v ∈ Rd such that wi · v < 0 for all i ∈ τ . For sufficiently small ε > 0,
y = x + εv ∈ V ; therefore for any i ∈ τ,
wi · y − θi = wi · (x + εv) − θi = wi · εv < 0,
T
T
and thus y ∈ X ∩ ( i∈σ Hi+ ) ∩ ( j6∈σ Hj− ), which is the interior of AH
σ.
Stable hyperplane arrangements allow a strengthening of Lemma 2.1.8, expressing
Γ(C) as a nerve of open halfspaces. We establish another convention regarding
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notation which should be clear from context. Namely, the negative half-spaces Hi−
are indexed by the negative vertices in expressions such as Eq. (3.2) below.
Lemma 3.2.6. For C = code(H, X) a stable hyperplane code,
Γ(C) = nerve({Hi+ ∩ X, Hi− ∩ X}i∈[n] )

(3.2)

Proof. Consider a maximal face Σ(σ) ∈ Γ(C) corresponding to codeword
T σ. By


T
+
−
H
Lemma 3.2.5, Aσ has nonempty interior given by X ∩
∩
i∈σ Hi
j6∈σ Hj ,
+
−
hence Σ(σ) ∈ nerve({Hi ∩ X, Hi ∩ X}i∈[n] ). Likewise, if F is maximal in the
complex nerve({Hi+ ∩ X, Hi− ∩ X}i∈[n] ), the subset consisting of positive vertices
in F is a codeword as the corresponding atom is nonempty.

3.2.2 The (Z2 )n Action on Codes and Hyperplane Arrangements
Hyperplane codes are convex codes, so they inherit all properties of convex codes.
Half-spaces have the additional property that their complements are also half-spaces.
Therefore, we consider the group action of (Z2 )n on hyperplane arrangements and
combinatorial codes.
The abelian group (Z2 )n acts on 2[n] by “flipping bits” of codewords. Let ei
denote the ith generator of (Z2 )n . We define the action on codewords by having
ei ∈ (Z2 )n flip the ith bit:

σ ∪ i if i ∈
/σ
ei · σ =
σ \ i if i ∈ σ.
This extends to the action of (Z2 )n on codes, with g · C = {g · σ | σ ∈ C} for
g ∈ (Z2 )n . The group (Z2 )n also acts on oriented hyperplane arrangements. Here
the generator ei reverses the orientation of the ith hyperplane:
ei · Hj+ =


H +
j

H −
j

if i 6= j

if i = j,

again extending to g · H by applying g to every hyperplane. One might hope that
applying bitflips commutes with taking the code of a hyperplane arrangement, but
18

H1+

(a)

1

H3+
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∅

23

H2+
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13

1

1
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3

−2

23

−3

12

∅
2

Figure 3.2. (a,b) The action of (Z2 )n does not necessarily commute with taking the code
of a non-stable hyperplane arrangement. (c) The polar complex Γ(code(H, X)). (d) A
stable realization of code(e3 · H, X), obtained by translating H3 to the left.

this is not true for arbitrary hyperplane codes, as illustrated in Fig. 3.2.
Example 3.2.7. Consider H1+ , H2+ , H3+ ⊆ R2 , with H1+ = {x + y > 0}, H2+ =
{x − y > 0}, and H3+ = {x > 0}, illustrated in Fig. 3.2(a). By inspection,
C2 = code(H, R2 ) has codewords {∅, 1, 13, 123, 23, 2}. Meanwhile,
code(e3 · H, R2 ) = {3, 13, 1, 12, 2, 23, ∅} = e3 · code(H, R2 ) ∪ {∅}.
The extra codeword appears because after flipping hyperplane H3 , the origin no
longer belongs to the same atom as the points to its left, and thus produces a new
codeword, see Fig. 3.2(b).
Stable hyperplane codes, on the other hand, do enjoy this commutativity:
Proposition 3.2.8. If (H, X) is a stable arrangement, then for every g ∈ (Z2 )n ,
(g · H, X) is also a stable arrangement and
code(g · H, X) = g · code(H, X).

(3.3)

Proof. Since the action of (Z2 )n does not change the hyperplanes Hi (only their
orientation) nor the set X, genericity is preserved. By the nonempty interiors
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lemma (Lemma 3.2.5), each atom of (H, X) has a nonempty interior; this interior
is not changed by reorientation of the hyperplanes. Thus, atoms are neither created
nor destroyed by reorienting hyperplanes in a stable arrangement; only their labels
change, and code(g · H, X) = g · code(H, X).
The group (Z2 )n also acts on Γ(C) by simply exchanging the labels on the appropriate
positive and negative vertices, so g · Γ(C) = Γ(g · C). Putting this all together, we
will see that Γ(C) captures many salient features of hyperplane codes.

3.3 Local Properties of Stable Hyperplane Codes
In this section, we demonstrate several hyperplane obstructions, necessary intrinsic
properties a code C and its polar complex must have to admit a realization by a
stable hyperplane arrangement. In general, a family of hyperplanes H partitions Rd
into relatively open topological cells of varying dimension obtained by intersecting
all partitions Hi+ t Hi t Hi− . The cells have a natural partial order, forming a
lattice which captures many combinatorial invariants of the hyperplane arrangement
[60]. In particular, in [23] the authors consider the face lattice of a hyperplane
arrangement intersected with a convex set, and describe the homotopy type of its
intervals, using repeated applications of Quillen’s Theorem A for posets (see [61] for
an elementary proof). The polar complex of a hyperplane code is, in an intuitive
sense, dual to the face lattice of a hyperplane arrangement, which we make more
precise in opening remarks of Section 3.3.1.2.
The results in this section were first presented in our joint work with Vladimir
Itskov and Zvi Rosen [52]. We highlight the process used to deduce these properties:
Geometric and topological properties of hyperplane arrangements are translated to
combinatorial properties of codes. Each of the theorems in this section have the
form “If C admits a stable hyperplane realization, then it has property P ,” where
P is an intrinsic property of C, not dependent on any particular realization. In
Chapter 4 we will see how these statements translate to algebraic invariants of an
associated ring.
The properties listed in this section are “local,” in the sense that they typically
only require knowledge a neighborhood within Γ(C) and not necessarily the global
structure – in particular, none of the theorems in this section strictly require us
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to construct Γ(C), it just happens to be the most succinct way to state them. In
contrast, in Section 3.4, we prove that Γ(C) is shellable, a “global” property that
does require Γ(C) to state properly.

3.3.1 Obstructions via the Nerve Lemma
The first two obstructions we describe follow from applications of variants of the
nerve lemma (Lemma 2.2.2). They are based on observations of “local” properties of
nerves of covers. We recall a standard definition, the link of a face σ in a simplicial
complex ∆:
linkσ (∆) = {τ ∈ ∆ | σ ∩ τ = ∅, σ ∪ τ ∈ ∆}.
The observations are as follows: First, for a cover U = {U1 , . . . , Un }, we have
linkσ (nerve(U)) = nerve({Uj ∩ Uσ | j 6∈ σ}).
Second, for σ ∈ ∆(C), σ 6∈ C if and only if σ t −τ is a combinatorial relation for
some nonempty τ disjoint from σ, meaning {Uj ∩ Uσ | j 6∈ σ} is a cover of Uσ .
Putting these together, we get the following lemma, which has been widely applied
in the study of realizations of codes:
Lemma 3.3.1. For C = code(U, X) and σ 6∈ C, {Uj ∩ Uσ | j 6∈ σ} is a cover of Uσ
and
linkσ (∆(C)) = nerve({Uj ∩ Uσ | j 6∈ σ}).
In particular, any properties of the Ui s inherited by intersections of Ui s influence
the properties of this link, by applying variations of the nerve lemma:
Corollary 3.3.2. Let C be a code and σ ∈ ∆(C) \ C.
1. If C is a good cover code, then linkσ (∆(C)) is contractible (this is Theorem 3
in [62], see also [22]).
2. If C is a convex code, then linkσ (∆(C)) is collapsible (this is Theorem 5.10
in [49], see also [51]).
Collapsibility is a sort of “combinatorial contractibility;” topologically, contractibility
implies the existence a deformation retract onto a point, whereas collapsibility
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implies the existence of a strong deformation retract onto a point. We recall another
standard definition, the deletion of a face σ in a simplicial complex ∆:
delσ (∆) = {ν ∈ ∆ | ν 6⊇ σ}.
Collapsibility is defined as follows1 [15]:
Definition 3.3.3. A pair of faces (σ, τ ) of a simplicial complex ∆ is a free pair if
τ is a facet of ∆, σ ( τ , and σ 6⊆ τ 0 for any other facet τ 0 6= τ . The operation of
deleting σ is called the collapse of ∆ along σ, and is denoted
∆ & σ delσ (∆).
If a finite sequence of collapses of ∆ results in a new complex ∆0 , we write ∆ & ∆0 .
If ∆ & {}, we say ∆ is collapsible.
3.3.1.1

Bitflip local obstructions

Since a stable hyperplane code C is a convex code, the links of non-codewords in
∆(C) must be collapsible by Corollary 3.3.2. Moreover, by Proposition 3.2.8 every
code in the orbit of C under the (Z2 )n action has this property. This allows us to
define our first hyperplane obstruction.
Definition 3.3.4. Let g ∈ (Z2 )n and τ ⊆ [n] be a pair such that linkτ (∆(g · C))
is not collapsible (respectively, contractible) and τ 6∈ g · C. Then (g, τ ) is called a
strong (resp. weak ) bitflip local obstruction.
Theorem 1. Suppose C ⊆ 2[n] is a stable hyperplane code. Then C has no strong
bitflip local obstructions.
The nomenclature of “weak” and “strong” local obstructions signifies that a code
with no strong local obstructions has no weak local obstructions, but generally not
vice-versa. In particular, a stable hyperplane code also has no weak bitflip local
obstructions.
1

The operation we describe is sometimes referred to as an elementary collapse; see [15] for a
survey of related notions
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U3
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Figure 3.3. An open convex realization of C3 with X = R2 .

Example 3.3.5. The code C3 = {∅, 2, 3, 4, 12, 13, 14, 23, 24, 123, 124} is realizable
by open convex sets in R2 (see Fig. 3.3), and thus it cannot have local obstructions
to convexity. Flipping bit 2 yields
e2 · C3 = {2, ∅, 23, 24, 1, 123, 124, 3, 4, 13, 14}.
The new simplicial complex ∆(e2 · C3 ) has facets 123 and 124. However, 12 is not
in the code and
link12 (∆(e2 · C3 )) = ∆({3, 4})
consists of two disconnected vertices; therefore, (e2 , 12) is a bitflip local obstruction
and C3 is not a stable hyperplane code.
We can reformulate this in the language of the polar complex by observing that
the polar complex encodes the orbit of C under the (Z2 )n action. We recall another
standard definition, the restriction or induced subcomplex of a set σ of vertices of a
simplicial complex ∆:
∆|σ = {τ ∈ ∆ | τ ⊆ σ}.
For g ∈ (Z2 )n , let τ = g · [n]. Then we have
Γ(C)|τ t−([n]\τ ) ∼
= ∆(g · C).
Thus, Theorem 1 can restated: If C is a stable hyperplane code, then for any
g ∈ (Z2 )n and σ 6∈ ∆(g · C), linkg·σ (Γ(C)|g·([n]t∅) ) is collapsible.
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3.3.1.2

Sphere link obstructions

Taking advantage of Lemma 3.2.6, expressing Γ(C) as a nerve of open half-spaces,
we can describe the structure of links in Γ(C) without the need to restrict to a
subcomplex. The faces of Γ(C) correspond to convex subsets of X. Given a face
F ∈ Γ(C), we define the region RF ⊆ X as follows:
RF = X ∩

\
i∈F

 \

Hi+ ∩
Hj− .
−j∈F

This region is the intersection of halfspaces with a convex set, and is hence convex.
The positive and negative halfspaces not indexed by F necessarily cover this region
or cover all but an affine subspace. Thus we can give a complete description of
links in Γ(C), below. We introduce another piece of notation: For F ⊆ [n] t −[n],
the support of F is denoted F and consists of the elements of F without signs.
Proposition 3.3.6. Let (H, X) be a stable arrangement, and let RF be a nonempty
region with |F | < n. Then (H|[n] \ F , RF ) is a stable arrangement. Moreover, the
simplicial complex nerve({Hi+ , Hi− }i6∈F ) is either collapsible or is the polar complex
of the full code on vertices [n] \ F , that is, nerve({Hi+ , Hi− }i6∈F ) = Γ(2[n]\F ).
An analogue of this proposition is proven in [23]; we offer a more elementary proof.
Proof. Denote ν = [n] \ F . The arrangement ({Hi+ ∩ RF }i∈ν , RF ) is stable: The
region RF is open and convex, and intersections of hyperplanes in RF lie in X and
hence are generic by assumption.
Consider Hν ∩ RF . If it is empty, then the union of the positive and negative
half-spaces indexed by ν is all of the convex set RF ; by Corollary 3.3.2 the nerve is
collapsible. If Hν ∩ RF 6= ∅, by stability, we have dim Hν = d − |ν|. In this case,
the linear independence of {wi | i ∈ ν} ensures all the 2|ν| intersection patterns of
halfspaces are nonempty, that is, the nerve is Γ(2[n] ) = Γ(2[n]\F ).
We formulate this as another local obstruction for stable hyperplane codes:
Definition 3.3.7. Let F ∈ Γ(C) be a non-maximal face such that linkF (Γ(C)) is
neither collapsible nor equal to Γ(2[n]\F ). Then F is a sphere link obstruction.
Theorem 2. Suppose C ⊆ 2[n] is a stable hyperplane code. Then C has no sphere
link obstructions.
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Example 3.3.8. Continuing Example 3.2.7, we consider the polar complex Γ(C2 )
for the unstable arrangement (H, X) in Fig. 3.2(a). This complex is illustrated
in Fig. 3.2(c). The face ∅ is a sphere link obstruction: link∅ (Γ(C2 )) = Γ(C2 ), and
this complex is neither the complex Γ(2[3] ), which would have 8 facets, nor is it
collapsible. Therefore, C2 is not a stable hyperplane code.

3.3.2 Obstructions via the Chamber Complex
We turn our attention to the combinatorics of hyperplane intersections. We begin
with the following seemingly trivial observation: Given a stable arrangement (H, X)
in Rd , the point of intersection of d hyperplanes lies on exactly one side of each of
the n − d remaining planes. In particular, this point lies in the interior of exactly
one atom of the arrangement defined by those n − d hyperplanes. More generally,
if X ∩ Hσ =
6 ∅ is a maximal intersection of hyperplanes in X, then it intersects
exactly one atom of the arrangement (H|[n] \ σ, X) of the remaining hyperplanes.
Definition 3.3.9. The geometric chamber complex of a hyperplane arrangement
relative to an open convex set X, cham(H, X), is the set of σ ⊆ [n] such that
Hσ ∩ X 6= ∅. By convention, H∅ = ∅ so ∅ ∈ cham(H, X) for all (H, X).
The combinatorial chamber complex of a code C, denoted cham(C), is given by the set
of σ ⊆ [n] such that there exists T ∈ Γ(C) with T = [n] \ σ and linkT Γ(C) = Γ(2σ ).
We call such a set T a chamber of σ.
Both cham(H, X) and cham(C) are simplicial complexes: the former because
for any i ∈ σ, Hσ\i ⊇ Hσ ; the latter because if linkT Γ(C) = Γ(2σ ) then at least one
of linkT ∪i Γ(C) or linkT ∪−i is Γ(2σ\i ). An analogue of cham(H, X) was introduced
as the cut-intersection semilattice in [60], where it is shown to depend only on the
enumeration of the regions (atoms, in our context) of the underlying arrangement.
It was extended to dissections of convex sets (arrangements (H, X) in our context)
in [23] where it was used to compute the Möbius function of the face lattice. The
combinatorial version, cham(C), extends this notion to an arbitrary cover, where it
can be seen to record which sets Ui in a realization (U, X) have “sufficiently generic”
intersections (see Example 3.3.12 below). As we will see in Section 3.4, for stable
hyperplane codes, cham(C) is intimately related to the shelling order of Γ(C).
For stable hyperplane codes, the facets of these simplicial complexes correspond
to maximal hyperplane intersections.
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Proposition 3.3.10. For a stable arrangement (H, X), the associated chamber complexes coincide, cham(H, X) = cham(code(H, X)). Moreover, for C =
code(H, X), each facet σ of cham(C) has a unique chamber T ∈ Γ(C).
Proof. Let (H, X) be a stable pair and set C = code(H, X). Suppose σ ∈
0
cham(H, X), so Hσ ∩ X 6= ∅. Set H0 = H|[n] \ σ. Then, for any atom AH
τ
0
of the arrangement (H0 , X) such that Hσ ∩ AH
τ 6= ∅, the set T = τ t −(([n] \ σ) \ τ )
is a chamber of σ, hence σ ∈ cham(C). For the reverse containment, suppose
σ ∈ cham(C) has chamber T . Then
Γ(2σ ) = linkT Γ(C) = Γ(code({Hi+ ∩ RT }i6∈σ , RT )),
meaning the hyperplanes {Hi }i∈σ partition RT into the maximal number of regions,
i.e. it is a central arrangement. Thus Hσ ∩ RT 6= ∅ and therefore Hσ ∩ X 6= ∅ and
σ ∈ cham(H, X).
Now consider σ a facet of cham(C). Because C = code(H, X), the intersection
of hyperplanes Hσ ∩ X does not meet any other hyperplanes inside X. Therefore,
it is interior to only one atom of the arrangement (H|[n] \ σ, X); the face in Γ(C)
corresponding to this atom is the unique chamber T .
This proposition can be formulated into our third and final obstruction to
hyperplane codes.
Definition 3.3.11. Let σ ⊆ [n] be a maximal face of cham(C) such that there
exist two faces T1 6= T2 ∈ Γ(C) with linkT1 (Γ(C)) = linkT2 (Γ(C)) = Γ(2σ ). Then σ
is called a chamber obstruction.
Theorem 3. Suppose C = code(H, X) is a stable hyperplane code. Then C has no
chamber obstructions.
Example 3.3.12. The convex code C3 (see Example 3.3.5 and Fig. 3.3) has a
chamber obstruction. The chamber complex cham(C3 ) can be determined by
inspection of Fig. 3.3. For example, consider either point of intersection of the
boundaries ∂U1 ∩ ∂U4 . Each such point has a small neighborhood disjoint from U3 ,
wholly contained in U2 , which intersects all four regions determined by U1 and U4 .
In other words, link2t−3 (Γ(C3 )) = Γ(214 ) so 14 ∈ cham(C3 ). The chamber complex
of C3 is given by
cham(C3 ) = ∆({12, 13, 14, 23, 24}).
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Figure 3.4. From left to right, a shelling order of Γ(C1 ).

However, we have link4t−3 (Γ(C3 )) = link3t−4 (Γ(C3 )) = Γ(212 ) and 12 is a facet of
cham(C3 ). Therefore, C3 has a chamber obstruction and is not a stable hyperplane
code.

3.4 Shellability of the Polar Complex
We now consider the full structure of Γ(C) and state a “master obstruction.” When
C is a stable hyperplane code, Γ(C) is shellable, and moreover, shellability of Γ(C)
implies C has no weak bitflip local obstructions, no sphere link obstructions, and
no chamber obstructions. First we give a definition of shellability.
Definition 3.4.1. Let ∆ be a pure simplicial complex of dimension d and F1 , . . . , Ft
an ordering of its facets. The ordering is a shelling order if, for all i > 1, the
complex
∆({Fi }) ∩ ∆({F1 , . . . , Fi−1 })
is pure of dimension d − 1. A simplicial complex is shellable if its facets permit a
shelling order.
A shelling order constructs a simplicial complex one facet at a time in such a
way that each new facet is glued along maximal faces of its boundary. Fig. 3.4
illustrates a shelling order for Γ(C1 ) (Example 3.2.4). The facets of Γ(C) correspond
to codewords of C, thus a shelling order of Γ(C) corresponds to an ordering of the
codewords. Such an ordering can be explicitly constructed from a stable hyperplane
arrangement.
Theorem 4. Suppose C = code(H, X) is a stable hyperplane code. Then Γ(C) is
shellable.
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The structure of shellable polar complexes does not allow for most of the
obstructions thus far considered.
Theorem 5. Suppose C is a a combinatorial code such that Γ(C) is shellable. Then
1. C has no weak bitflip local obstructions,
2. C has no sphere link obstructions, and
3. C has no chamber obstructions.

3.4.1 Proof of Theorem 4
The proof of Theorem 4 is organized as follows. First, we prove it in the special
case X = Rd . The technique in this case is similar to that used by Wegner to
prove nerves of collections of d-dimensional convex sets are d-collapsible2 [63] – a
generic hyperplane slides from −∞ to +∞, ordering the atoms of the arrangement
along the way. It is also similar in spirit to the famous “rocket ship” proof that
the boundary complex of a polytope is shellable: a generic line intersects all the
planes bounding a polytope; a rocket ship starting in the interior of the polytope
and traveling along this line (and “wrapping around” at infinity) will see the faces
of the polytope one at a time, in a shelling order [64].
To extend the proof to the general case, we prove stable hyerplane codes can be
realized by a pair (H, P) with P the interior of a convex polyhedron bounded by
hyperplanes B such that (H ∪ B, Rd ) is a stable arrangement. Lastly, we use links
to consider P as a region in Rd , reducing to the special case.
To prove the special case of Theorem 4, we use the following equivalent definition
of a shelling order (see, for example, [65, Chapter III]).
Definition 3.4.2. Let ∆ be a simplicial complex and F1 , . . . , Ft an ordering of
its facets. The ordering is a shelling order if the sequence of complexes ∆i =
∆({F1 , . . . , Fi }), for each i = 2, . . . , t, satisfies the property that the collection
of faces ∆i \ ∆i−1 has a unique minimal element, denoted r(Fi ) and called the
associated minimal face of Fi .
Lemma 3.4.3. If (H, Rd ) has generic intersections, then Γ(code(H, Rd )) is shellable.
2

If the condition σ ( τ is replaced by dim σ < d in Definition 3.3.3, the deletion of σ is called
a d-collapse.
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Proof. Let C = code(H, Rd ) with k = |C| the number of codewords. Without loss
of generality, the wi defining the hyperplanes Hi are unit vectors that span Rd .
Recall the notation
\
\
RF =
Hi+ ∩
Hj−
−j∈F

i∈F

for F ∈ Γ(C). Our proof proceeds by induction on d, the ambient dimension. An
example of the d = 2 case is illustrated in Fig. 3.5 on Page 33.
The base case d = 1 is straightforward and guides the intuition for the general
case. We order the codewords of C in a natural way based on their atoms, and show
the corresponding ordering of facets of Γ(C) is a shelling order. Each half-space Hi+
is defined by an inequality of the form x > θi or −x > θi (i.e. wi = ±1 for all i).
Each atom AH
σ has nonempty interior (aσ , bσ ) with aσ = θiσ for some iσ ∈ [n], with
one exception, where aσ = −∞. Order the codewords σ1 , . . . , σk in increasing order
of aσ . This is a shelling order: when we add facet Σ(σ) to our simplicial complex,
this is the first time a facet contains +iσ if wi = 1, otherwise it’s the first time
a facet contains −iσ . In other words, σ is the first codeword in this order which
contains i if wi = 1 or the first codeword which does not contain i if wi = −1; all
later atoms lie on the same side of the hyperplane Hi . See Fig. 3.5(d). Thus, every
facet of Γ(C) has an associated minimal face and this ordering is a shelling order.
Now consider d > 1. Denote by Ω(H) the set of points where d hyperplanes
intersect. We choose a generic “sweep” direction, a vector u ∈ Rd which satisfies
the following two properties:
1. u is not in the span of any (d − 1)-element subset of {w1 , . . . , wn }.
2. For every pair of distinct points x, y in Ω(H), u is not in the orthogonal
complement (x − y)⊥ .
Such a u exists because we exclude finitely many subsets of measure zero from Rd .
We use u to define a sliding hyperplane H(t) and its corresponding “discovery time”
function m : C → R ∪ {−∞},
H(t) = {x ∈ Rd | u · x − t = 0}

m(σ) = inf{u · x | x ∈ AH
σ }.

In the d = 1 case, m(σ) = aσ and thus induces a total order on codewords. For
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the d > 1 case, the goal is once again to use m to order the codewords. To do this,
(1) we order the codewords with m(σ) = −∞ inductively, then (2) we show m is
injective on the remaining codewords, and lastly, (3) we show every facet has an
associated minimal face.
(1) By construction, H ∪ {H + (t)} is a stable arrangement in Rd for all but
finitely many values of t, specifically, the values where H(t) contains a point in Ω(H).
Let t0 be a constant less than all of these values (see Fig. 3.5(a) for an illustration).
def
Property 1 ensures Hi+ ∩ H(t0 ) 6= ∅ for all i, so in particular L = {Hi+ ∩ H(t0 )} is
a stable arrangement in H(t0 ) ∼
= Rd−1 . By inductive hypothesis, Γ(code(L, H(t0 )))
is shellable. Each nonempty atom of the arrangement (L, H(t0 )) is the intersection
of an atom of (H, Rd ) with H(t0 ), and the corresponding codewords are precisely
those with m(σ) = −∞. Thus, we have an ordering for these codewords which is
an initial segment of a shelling of Γ(C) (Fig. 3.5(d)).
(2) Let σ ∈ C be a codeword with m(σ) > −∞. The function f (x) = u · x is
minimized along a face of the (closure of) polyhedron RΣ(σ) ; property 1 ensures
this face is a vertex, which is an element of Ω(H). Property 2 ensures f |Ω(H) is
injective. Therefore, m induces a total order on codewords σ with m(σ) > −∞.
Let σ1 , . . . , σk be the ordering of codewords of C obtained appending this ordering
to the order from (1). We will show each facet has an associated minimal face to
complete the proof.
def
(3) Denote Γi = Γ({σ1 , . . . , σi }) for i = 1, . . . , k. From (1), r(Σ(σi )) is defined
whenever m(σi ) = −∞. So, let σi be a codeword with with ti = m(σi ) > −∞,
meaning there is a vertex of RΣ(σi ) minimizing m. This vertex is an element of
Ω(H), i.e. it is the intersection Hαi of d hyperplanes (see Fig. 3.5(b) and (c)). For
F ∈ Γ(C) and α ⊆ [n], we denote
def

F |α = F ∩ (α t −α),
the subset of F with support α. We claim r(Σ(σi )) = Σ(σi )|αi (see Fig. 3.5(e) and
(f)). The region RΣ(σi )|αi is a cone supported by H(ti ), so this is the first codeword
in our order with this exact combination of “on” and “off” vertices indexed by αi .
Thus, Σ(σi )|αi ∈ Γi \ Γi−1 .
Now consider F = Σ(σi )|β ∈ Γi \ Γi−1 . Suppose, for the sake of contradiction,
β 6⊇ αi , that is, there is some ` ∈ αi \ β. Then F ⊆ Σ(e` · σi ). Note e` · σi ∈ C
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since, by genericity, all 2d possible regions around the point Hαi produce codewords.
However, since H(ti ) intersects the interior of RΣ(e` ·σi ) , we have m(e` · σi ) < m(σi )
and therefore Σ(e` · σi ) ∈ Γi−1 . We reach a contradiction, as this implies F ∈ Γi−1 .
Therefore, r(Σi ) = Σi |αi is the unique minimal face in Γi \ Γi−1 . This completes
the proof.
We now prove that a stable hyperplane code is a subset of codewords of a stable
hyperplane arrangement in Rd .
Lemma 3.4.4. If C is a stable hyperplane code, then C can be realized by a stable
T
pair (H, P) such that P = j∈[m] Bj+ is an open polytope with bounding hyperplanes
B such that H ∪ B has generic intersections in Rd .
Proof. Let (H, X) be a stable pair realizing C. By the nonempty interiors lemma
(Lemma 3.2.5), we can perturb the hyperplanes H to an arrangement H0 while
preserving the atoms of the arrangement (H, X), i.e. code(H0 , X) = code(H, X).
Thus, C has a realization (H0 , X) such that H0 has generic intersections outside of
X as well.
0
Applying Lemma 3.2.5 again, we can choose a point pσ in the interior of AH
σ
for every σ ∈ C. Let P be the interior of the convex hull of the set of points
{pσ | σ ∈ C}; by perturbing the points slightly we may assume P is full-dimensional.
+
+
Let B = {Bn+1
, . . . , Bn+m
} denote the bounding hyperplanes of this polytope, i.e.
Tn+m
P = j=n+1 Bj+ . Since P ⊆ X, we conclude code(H0 , P) ⊆ code(H0 , X). Since we
0
chose a points pσ for every codeword of C, σ ∈ C implies AH
6 ∅ and therefore
σ ∩P =
code(H0 , X) ⊆ code(H0 , P). Thus we have C = code(H0 , P) and (H0 , P) is a stable
arrangement.
The hyperplanes in H0 ∪ B do not necessarily have generic intersections. Again,
we apply Lemma 3.2.5: one can perturb each hyperplane in B to hyperplanes B 0 ,
so that these hyperplanes have generic intersections, yet the appropriate code is
preserved, i.e. C = code(H0 , P) = code(H0 , P 0 ), where P 0 is the open polyhedron
T
P 0 = B∈B0 B + . This completes the proof.
We extend Lemma 3.4.3 to the general case with the following standard lemma [26].
Lemma 3.4.5 (Proposition 10.14 in [26]). Let ∆ be a shellable simplicial complex.
Then linkσ ∆ is shellable for any σ ∈ ∆, with shelling order induced from the
shelling order of ∆.
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Proof of Theorem 4. By Lemma 3.4.4, C can be realized as C = code(H, P) with
P=

n+m
\

Bj+

j=n+1

an open polyhedron such that the arrangement H ∪ B has generic intersections in
Rd . Set C 0 = code(H ∪ B, Rd ), a code on vertex set [n + m]. By Lemma 3.4.3, Γ(C 0 )
is shellable. Set F = {n + 1, . . . , n + m} ∈ Γ(C 0 ). Then we have


linkF Γ(C 0 ) = Γ code H,

n+m
\

Bj+



!
= Γ(C).

j=n+1

By Lemma 3.4.5, as the link of a shellable complex, Γ(C) is shellable.
3.4.1.1

Illustration of proof of Lemma 3.4.3

Figure 3.5 on the following page illustrates the first several steps of the construction
described in the proof of Lemma 3.4.3 in the d = 2 case. Panels (a),(b), and (c)
illustrate the sweeping hyperplane, while panels (d),(e), and (f) illustrated the order
the facets are added to Γ(C).
The inductive step is illustrated in panels (a) and (d). The atoms discovered at
+
time t0 , i.e. the atoms AH
σ with m(σ) = −∞, intersect H (t0 ), inducing a stable
hyperplane arrangement L in H(t0 ), i.e. R1 . The polar complex Γ(code(L, H(t0 )))
is illustrated in panel (d). Ordering the four codewords discovered in panel (a)
from top to bottom yields r(2 t −13) = −3, marked with a larger vertex in (d).
As t increases, H(t) slides to the right, encountering atoms one at a time. The
shaded atom in panels (b) and (c) is the newly discovered atom. The associated
minimal face to the shaded atom is marked with a dashed line in panels (e) and (f).
Facet 123 is added when H(t) contains the intersection H1 ∩ H2 (panel (b)), thus
r(123) = 12. Atom AH
12 is discovered when H(t) contains H1 ∩ H3 (panel (c)). Thus
r(12 t −3) = 1 t −3 Panel (c) further illustrates the uniqueness of r(Σ(σ6 )), as
e3 · σ6 and e1 · σ6 have already been discovered.
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H1+

3

H + (t0 )
2

(a)

−1

H3+
H1+

1

(d)

H2+

−2

−3
3

H + (t5 )
2

(b)

−1

H3+
H1+

(c) H2+
H3+

1

(e)

H2+

−2

−3
3

+

H (t6 )
e 3 · σ6

2

1

(f)

σ6

−1

e 1 · σ6

−2

−3

Figure 3.5. The construction of a shelling order for Γ(code(H, Rd )).

3.4.2 Proof of Theorem 5
In general, shellable simplicial complexes are homotopy-equivalent to a wedge sum
of spheres, where the number and dimension of the spheres correspond to the facets
with r(F ) = F in some shelling order [66]. We prove a stronger version of this
statement for the polar complex of a code, which will be used throughout the proofs
of all parts of Theorem 5. Note the condition of this lemma is intrinsic to the polar
complex of the code and does not rely on any particular realization.
Lemma 3.4.6. If Γ(C) is shellable, then either C = 2[n] or Γ(C) is collapsible.
Proof. We induct on the number of codewords of C. Let F1 , . . . , Ft be a shelling
order of Γ(C), with σ1 , . . . , σt the corresponding order of codewords in C. For ease
of notation, let C 0 = {σ1 , . . . , σt−1 } denote the first t − 1 codewords in this shelling
order. By construction, Γ(C 0 ) is shellable. Because it has one fewer codeword
than C, it cannot be the full code and therefore, by inductive hypothesis, Γ(C 0 ) is
collapsible, Γ(C 0 ) & {}.
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By definition, r(Ft ) is the unique minimal element of the collection Γ(C) \ Γ(C 0 )
and hence the only facet that contains r(Ft ) is Ft . If r(Ft ) ( Ft , then (r(Ft ), Ft ) is
a free pair, and so Γ(C) & r(Ft ) Γ(C 0 ) & {} is a collapsing order of Γ(C).
In the case r(Ft ) = Ft , we claim we must have C = 2[n] . Suppose not, for the
sake of contradiction, and let τ ∈ 2[n] \ C. Note Γ(2[n] \ {τ }) is homeomorphic to a
closed (n − 1)-ball (as it is a sphere missing top-dimensional open disc). Since Γ(C 0 )
is a collapsible subcomplex of a simplicial complex, Γ(C) is homotopy-equivalent
to the quotient space Γ(C)/Γ(C 0 ) (see [43, Proposition 0.17 and Proposition A.5]).
Because r(Ft ) = Ft , the boundary of the simplex ∆({Ft }) is contained in Γ(C 0 ), and
therefore Γ(C)/Γ(C 0 ) is homotopy equivalent to S n−1 . We reach a contradiction, as
Γ(C) ⊆ Γ(2[n] \{τ }), but there is no embedding S n−1 ,→ Rn−1 (see, e.g. [43, Corollary
2B.4]). Therefore, in this case we have C = 2[n] .
3.4.2.1

Proof of Theorems 5.1 and 5.2

To prove Theorem 5.1, we will use one more lemma. Note that this lemma concerns
contractibility of certain subcomplexes, hence it can only be used to show C has no
weak local obstructions.
Lemma 3.4.7 (Lemma 4.4 in [22]). Let ∆ be a simplicial complex on vertex set V .
Let α, β ∈ ∆ with α ∩ β = ∅, α ∪ β ( V , and linkα (∆|α∪β ) not contractible. Then
there exists α0 ∈ ∆ such that (i) α0 ⊇ α, (ii) α0 ∩ β = ∅, and (iii) linkα0 (∆) is not
contractible.
Proof of Theorem 5.1. Assume that the polar complex Γ(C) is shellable. To show
that C has no weak local obstructions, first suppose τ ∈ ∆(C) and linkτ ∆(C) is
not contractible. We will show τ ∈ C. Note that ∆(C) = Γ(C)|[n]t∅ , thus we
apply Lemma 3.4.7 to the pair α = τ t ∅, β = ([n] \ τ ) t ∅ in the polar complex
Γ(C): there exists a face T ∈ Γ(C) such that (i) T = T + t T − ⊇ τ t ∅, (ii)
T ∩ (([n] \ τ ) t ∅) = ∅, and (iii) linkT Γ(C) is not contractible. Statements (i) and
(ii) together imply T + = τ . Statement (iii) together with Lemma 3.4.6, implies
linkT Γ(C) = Γ(2[n]\T ). Therefore this link contains the facet F consisting of all
negative vertices in [n] \ T . Thus T ∪ F = τ + t ([n] \ τ )− is a face of Γ(C) and
therefore τ ∈ C; hence τ cannot be a local obstruction.
For any g ∈ (Z2 )n , the above argument extends to g · C verbatim, since Γ(g ·
C) = g · Γ(C), and g · Γ(C) is also shellable. Thus, C has no weak bitflip local
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obstructions.
Proof of Theorem 5.2. Each link in Γ(C) is a polar complex of a code on a smaller set
of vertices, and links of shellable complexes are shellable (Lemma 3.4.5). Therefore,
we can apply Lemma 3.4.6 to conclude linkF Γ(C) is either collapsible or Γ(2[n]\F )
for any F ∈ Γ(C). Thus, no face F can be a sphere link obstruction.
3.4.2.2

Proof of Theorem 5.3

We use one final lemma to prove Theorem 5.3, which concerns faces of simplicial
complexes with collapsible links.
Lemma 3.4.8. Let ∆ be a simplicial complex with α ∈ ∆ such that linkα ∆ is
collapsible. Then ∆ & delα ∆.
Proof. Let (σ1 , τ1 ), . . . , (σk , τk ) be the sequence of free pairs along which ∆1 =
linkα ∆ is collapsed (in particular, σk = ∅), resulting in the sequence of simplicial
complexes
linkα ∆ = ∆1 &σ1 ∆2 &σ2 · · · &σk ∆k+1 = {}.
Consider the sequence (σ1 ∪ α, τ1 ∪ α), . . . , (σk ∪ α, τk ∪ α) in ∆. We claim, (σ1 ∪
α, τ1 ∪ α) is a free pair: σ1 ∪ α ( τ1 ∪ α and τ1 ∪ α is a facet of ∆. If σ1 ∪ α ⊆ τ 0
for some facet τ 0 , then τ 0 \ α is a facet of linkα ∆ which contains σ1 , hence τ 0 = τ .
This argument can be repeated for the pair (σ2 ∪ α, τ2 ∪ α) in delσ1 ∪α ∆, and so
on, to show that this is a sequence of free pairs in ∆. Thus, we have a sequence of
collapses
∆ &σ1 ∪α · · · &σk ∪α delσk ∪α ∆.
Since σk ∪ α = α, we have ∆ & delα ∆.
We recall another standard definition: the closed star of a face σ in a simplicial
complex ∆:
starσ ∆ = {τ ∈ ∆ | τ ∪ σ ∈ ∆}.
Proof of Theorem 5.3. Assume the polar complex Γ(C) is shellable. We demonstrate that if σ ∈ cham(C) has more than one chamber, then σ is not maximal.
Suppose T1 6= T2 are chambers of σ, that is
linkT1 Γ(C) = linkT2 Γ(C) = Γ(2σ ).
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We will proceed by induction on k = |T1 \ T2 | > 0. Since T1 = T2 = [n] \ σ, k is
the number of indices where one Ti has the positive vertex and the other has the
negative.
For the base case k = 1, suppose T1 \ T2 = i. Then
linkT1 ∩T2 Γ(C) = Γ(2σ∪{i} )
so σ ∪ i ∈ cham(C) and σ is not maximal.
Now suppose |T1 \T2 | = k > 1. We produce a face F such that linkF Γ(C) = Γ(2σ )
and |T1 \ F | < k, giving the induction step. Let T = T1 ∩ T2 , and consider
linkT Γ(C). This is a shellable subcomplex of Γ(2[n]\T ); denote its corresponding
code by C 0 . Let T10 = T1 \ T and T20 = T2 \ T ; by design these are disjoint with
|T10 \ T20 | = |T10 | = |T20 | = k and linkTi0 Γ(C 0 ) = Γ(2σ ) for i = 1, 2. Because they are
disjoint, the union of their closed stars is a suspension of Γ(2σ ), making it homotopy
equivalent to S |σ| ,
starT10 Γ(C 0 ) ∪ starT20 Γ(C 0 ) ' S |σ| .
Consider a face F 0 ∈ Γ(C 0 ) such that F 0 = T10 . By construction, linkF 0 Γ(C 0 )
is a subcomplex of Γ(2σ ). If linkF 0 Γ(C 0 ) 6= Γ(2σ ), then the link is collapsible by
Lemmas 3.4.5 and 3.4.6; Lemma 3.4.8 implies that Γ(C 0 ) collapses to delF 0 Γ(C 0 ).
There are 2k − 2 faces F 0 6= T1 , T2 with F 0 = T1 . If none of these F 0 had
linkF 0 Γ(C 0 ) = Γ(2σ ), this would lead to a contradiction: we would have a sequence
of collapses
Γ(C 0 ) & starT10 Γ(C 0 ) ∪ starT20 Γ(C 0 ).
Since Γ(C) is shellable, by Lemma 3.4.6 it is homotopy equivalent to S n−1 or is
contractible. Collapsing preserves homotopy type, so we reach a contradiction.
Therefore, for one of these F 0 we must have linkF 0 Γ(C 0 ) = Γ(2σ ). Thus
linkF 0 ∪T Γ(C) = Γ(2σ ) and so we have another face in Γ(C) whose link yields
Γ(2σ ), namely F = F 0 ∪ T . Since |T1 \ F | < k, by induction σ is not maximal in
cham C. Therefore, if σ is maximal in C, it must have a unique chamber, and thus
C has no chamber obstructions.
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Chapter 4 |
Algebraic Signatures of Convexity
We now take a brief diversion into commutative algebra. The reasons are twofold.
The first is to answer a practical question: given a code, how might we computationally detect obstructions to it being a stable hyperplane code, or a convex
code more generally? The second is to establish the connection between the polar
complex Γ(C) and the neural ideal JC defined in [21]. We review the relevant
background in Section 4.1. In Section 4.2, we define the balanced ideal of a code, a
natural extension of the neural ideal, and examine its algebraic properties. Lastly,
in Section 4.3, we use the balanced ideal to detect obstructions to stable hyperplane
codes. Parts of this chapter are adapted from [52].

4.1 Combinatorial Commutative Algebra
Here we review the relevant background in combinatorial commutative algebra,
focusing particularly on the connection between simplicial homology and free
resolutions of square-free monomial ideals.

4.1.1 The Neural Ideal and Neural Ring
We briefly describe the neural ideal and neural ring, first defined in [21] by considering a code C as a subset of (F2 )n and studying its vanishing ideal. We review the
relevant definitions and properties these objects here.
First, we establish some notation. A polynomial f ∈ F2 [x1 , . . . , xn ] can be
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considered as a function f : 2[n] → F2 by defining f (σ) as the evaluation of f with
xi = 1 for i ∈ σ and xi = 0 for i 6∈ σ. Polynomials of the form
def

xσ (1 − x)τ =

Y
i∈σ

xi

Y
(1 − xj ),
j∈τ

with σ, τ ⊆ [n], are called pseudo-monomials. The pseudo-monomial χσ = xσ (1 −
x)[n]\σ is called the indicator function of σ; it is uniquely defined by the property

1 τ = σ
χσ (τ ) =
0 τ 6= σ.
We recall some definitions from [21].
Definition 4.1.1. The vanishing ideal of a code C ⊆ 2[n] is the ideal of polynomials
that vanish on all codewords of C,
def

IC = hf ∈ F2 [x1 , . . . , xn ] | f (σ) = 0 for all σ ∈ Ci.
The neural ideal of C is the ideal generated by indicator functions of non-codewords,
def

JC = hχσ | σ ∈
/ Ci.
The boolean ideal of C is the ideal generated by the boolean relations, pseudomonomials with σ = τ = i,
def

B = hxi (1 − xi ) | i ∈ [n]i.
The neural ring of C is the quotient ring
def

RC = F2 [x1 , . . . , xn ]/IC ,
together with the coordinate functions x1 , . . . , xn .
For any code C, the vanishing ideal is the sum of the neural ideal and the boolean
ideal, IC = JC + B (this is [21, Lemma 3.2]). We will see this statement has a direct
extension to the polar complex (see Lemma 4.2.2 below).
The authors of [21] defined the canonical form of a code as the set of minimal
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(with respect to divisibility) pseudomonomials in JC . We will call this the algebraic canonical form to distinguish it from the combinatorial canonical form in
Definition 2.1.5.
Definition 4.1.2. A pseudo-monomial f ∈ JC is said to be minimal if there is no
other pseudo-monomial g ∈ JC that divides f . The (algebraic) canonical form of
JC , denoted CF (JC ), is the set of all the minimal pseudo-monomials in JC .
As we will see in Section 4.2, the distinction is mostly formal, as they encode the
exact same information.

4.1.2 The Stanley-Reisner Correspondence
The Stanley-Reisner correspondence associates to every abstract simplicial complex
on n vertices a square-free monomial ideal in a polynomial ring with n variables.
We review here the relevant details of this correspondence for the polar complex of
a code. The definitions and theorems of Sections 4.1.2 to 4.1.4 are fairly standard;
see [67] for a concise presentation.
First, we establish some notation: Let R = k[x1 , . . . , xn ] with k a field. For
s ∈ Nn a vector of n natural numbers or σ ⊆ [n] a subset of [n], we denote
monomials as follows:
s

x =

n
Y

xsi i

and

i=1

xσ =

Y

xi

i∈σ
def

The support of a vector s is supp s = {i ∈ [n] | si > 0} and the support of a
def
monomial xs is supp xs = xsupp s . A monomial xs is square-free if each si is 0 or 1,
that is, xs = supp xs .
Definition 4.1.3. A square-free monomial ideal is an ideal that satisfies any (hence,
all) of the following equivalent conditions:
1. I = hxσ1 , . . . , xσt i is generated by square-free monomials.
2. For xs a monomial in R, xs ∈ I if and only if supp xs ∈ I.
3. For f a polynomial in R, f ∈ I if and only if the support of each summand
of f is in I
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Lemma 4.1.4 (Stanley-Reisner Correspondence [65]). A square-free monomial
ideal I ⊆ R defines a simplicial complex on [n]:
∆I = {σ ⊆ [n] | xσ 6∈ I}.
A simplicial complex ∆ ⊆ 2[n] defines a square-free monomial ideal in R:
I∆ = hxσ | σ 6∈ ∆i.
Proof. Both statements follow from the fact xσ | xτ if and only if σ ⊆ τ .

4.1.3 Alexander Duality
Topological Alexander duality states the singular homology of a subspace X of a
sphere is isomorphic to the cohomology of the complement of X in that sphere,
with an appropriate degree shift [43]. This statement has a combinatorial form,
which relates the homology of a simplicial complex ∆ to the cohomology of a dual
simplicial complex ∆∨ , defined here:
Definition 4.1.5. For ∆ ⊆ 2[n] a simplicial complex, the Alexander dual simplicial
complex ∆∨ is given by the complements of nonfaces:
∆∨ = {[n] \ σ | σ 6∈ ∆}.
Note that we have (∆∨ )∨ = ∆, as we deal exclusively with finite simplicial complexes.
The dual complex can be seen as the complement of ∆ as a topological subspace
of the boundary of 2[n] , which is a (n − 2)-sphere. The following is a standard
theorem of combinatorial algebraic topology; see [68] for an elementary proof:
Lemma 4.1.6 (Combinatorial Alexander Duality). For ∆ ⊆ 2[n] a simplicial
complex,
H̃i−1 (∆) ∼
= H̃ n−2−i (∆∨ ),
where H̃ denotes reduced (co)homology.
From the definition, it is clear the minimal non-faces of ∆ and the facets of ∆
exchange roles: the complements of minimal non-faces of ∆ are facets of ∆∨ , and
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the complements of the facets of ∆ are the minimal non-faces of ∆∨ . This allows
us to easily compute the generators of I∆∨ :
Lemma 4.1.7 (Corollary 4.16 in [69]). For ∆ a simplicial complex and ∆∨ its
Alexander dual,
I∆∨ = hx[n]\σ | σ ∈ max ∆i.
This operation has an analogue for square-free monomial ideals, where the role
of the minimal generators and the primary decomposition are exchanged.
Definition 4.1.8. Let I = (xσ1 , . . . , xσt ) ⊆ R be a square-free monomial ideal.
The Alexander dual ideal is given by
\

I∨ =

xσ ∈gens I

hxi | i ∈ σi.

∨
As might be expected, I∆∨ = I∆
, that is, these dual constructions are compatible
with the Stanley-Reisner correspondence [67].

4.1.4 Hochster’s formula
We briefly review free resolutions of graded modules; more details can be found
in [67]. We consider the fine grading or Nn -grading of the polynomial ring; the
degree of xs is s ∈ Nn . A square-free monomial ideal I, with associated simplicial
complex ∆ = ∆I , is a finely graded module over R. A free resolution of an ideal I is
an exact sequence of free R-modules which ends in R/I; every squre-free monomial
ideal has a unique (up to isomorphism) minimal free resolution. The Betti numbers
of an ideal are the ranks of the free modules in a minimal free resolution.
When I is finely graded, the minimal free resolution of I is also finely graded.
The finely graded Betti numbers of a square-free monomial ideal can be computed
via the simplicial homology of subcomplexes of the corresponding simplicial complex.
Lemma 4.1.9 (Hochster’s Formula). Let I∆ be a square-free monomial ideal
corresponding to the simplicial complex ∆. Then the finely graded Betti numbers of
I are zero in non-square-free degrees, and in square-free degrees are given by
βi,σ (I∆∨ ) = dimk H̃i−1 (link[n]\σ (∆))
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(4.1)

4.2 The Balanced Neural Ideal
Much of this section and Section 4.3.1 are adapted from joint work with Vladimir
Itskov and Zvi Rosen [52]. In Section 4.3.2 we extend these results to compute the
Stanley-Reisner ideal of the chamber complex of stable hyperplane codes.
The Stanley-Reisnder ideal of the polar complex of a code is a natural extension
of the neural ideal, which we call the balanced neural ideal. By definition, IΓ(C) is
generated by the combinatorial relations of C (cf. Definition 2.1.5 and Lemma 4.1.4).
Definition 4.2.1. The balanced neural ideal of a code C is the Stanley-Reisner
ideal of Γ(C),
IΓ(C) = hxα y β | α t −β ∈ rel(C)i.
The minimal generating set of IΓ(C) corresponds exactly to the combinatorial
canonical form of C together with the trivial relations, which likewise correspond
to the algebraic canonical form and Boolean relations.
Lemma 4.2.2. For any nonempty combinatorial code C ⊆ 2[n] , the Stanley-Reisner
ideal of the polar complex is induced by the canonical form and the Boolean relations.
That is,
xσ y τ ∈ IΓ(C) ⇐⇒ xσ (1 − x)τ ∈ IC .

(4.2)

IΓ(C) = h xσ y τ | xσ (1 − x)τ ∈ CF (JC ) i + h xi yi | i ∈ [n] i.

(4.3)

and so

Proof. Consider a square-free monomial xσ y τ ∈ S. By definition, xσ y τ ∈ IΓ(C) if
and only if σ t −τ is a nonface of Γ(C). The set σ t −τ is a nonface of Γ(C) if
and only if any codeword in C which contains σ is not disjoint from τ , that is, C
satisfies the following property:
for all α ∈ C,

σ⊆α

=⇒

α ∩ τ 6= ∅.

(4.4)

If C satisfies (4.4), the pseudomonomial xσ (1 − x)τ vanishes on all of C, as xσ
evaluates to 0 on any codeword not containing σ, and (1 − x)τ evaluates to 0 on
any codeword not disjoint from τ , e.g. any codeword containing σ. Conversely, if
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xσ (1 − x)τ vanishes on all of C, every codeword that contains σ must not be disjoint
from τ , so C satisfies (4.4). Therefore, xσ (1 − x)τ ∈ IC . Thus we have established
(4.2) and (4.3) follows, as any pseudomonomial in IC is divisible either by xi (1 − xi )
for some i, or by an element of the canonical form CF (JC ).
Applying Lemma 4.1.7, it is easy to express the dual ideal IΓ(C)∨ :
Corollary 4.2.3. The generators of the dual of the balanced neural ideal of a code
are induced by the codewords,
IΓ(C)∨ = hx[n]\σ y σ | σ ∈ Ci.

4.3 Stable Hyperplane Codes
We now describe some algebraic invariants of IΓ(C) when C is a stable hyperplane
code.

4.3.1 Betti Numbers of the Balanced Neural Ideal
In Section 3.3 we specified the simplicial homology of links in the polar complex
of stable hyperplane codes. Applying Hochster’s formula, we can compute the
Betti numbers of IΓ(C)∨ ; in other words, we can use IΓ(C)∨ to detect hyperplane
obstructions.
Theorem 4.3.1. Let C be a stable hyperplane code. The finely graded betti numbers
of IΓ(C)∨ are zero except

β

0,F C (IΓ(C)∨ )

=1

β
n−|F |,F C (IΓ(C)∨ ) = 1

F ∈ max Γ(C)
linkF (Γ(C)) = Γ(2[n]\F ),

where F C denotes the complement of F in V , F C = V \ F .
Proof. First, consider F ∈ max Γ(C) a facet. The link of a facet of a simplicial
complex is the irrelevant complex linkF (Γ(C)) = {∅}, which has nonvanishing
homology in degree −1, that is,
dimk H̃−1 linkF (Γ(C)) = 1
43

The left hand side is precisely β0,F C (IΓ(C)∨ ) by Hochster’s formula, Eq. (4.1).
For the second case, we set i = n − |F | and σ = F C in Eq. (4.1), which yields
βn−|F |,F C (IΓ(C)∨ ) = dimk H̃n−|F |−1 (linkF (Γ(C))).
By Theorem 2, this link is either collapsible or a sphere of dimension n − |F | − 1.
Thus, the right hand side is 0 except in the cases where linkF (Γ(C)) = Γ(2[n]\F ).
The Betti numbers of IΓ(C)∨ can also be used to infer a lower bound on the
dimension of a realization of a stable hyperplane code.
Corollary 4.3.2. Let C be a code and Γ(C) its polar complex. If C is a stable
hyperplane code with realization in Rd , then d satisfies
d ≥ max{j | βj (IΓ(C)∨ ) 6= 0}.
In the context of feed-forward networks, this embedding dimension is precisely the
size of the input layer.

4.3.2 The Chamber Complex
We now describe how the derive the Stanley-Reisner ideal of the chamber complex
(recall Definition 3.3.9) of C from the balanced neural ideal when C is a stable
hyperplane code.
Definition 4.3.3. For C ⊆ 2[n] a code and σ ⊆ [n], let C|σ denote the restriction
of C to σ,
C|σ = {σ ∩ τ | τ ∈ C}.
The set of restrictions which yield the full code on their respective vertices is the
independence complex of C,
ind(C) = {σ ⊆ [n] | C|σ = 2σ }.
Note that Γ(C|σ ) = Γ(C)|σt−σ . From the construction, it is clear ind(C) is a
simplicial complex, and thus it corresponds to an ideal. We demonstrate that a (not
necessarily minimal) generating set for this ideal can be induced by the canonical
form of the code:
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Lemma 4.3.4. Let C be a code and ind(C) its independence complex. Then
Iind(C) = (xσ∪τ | σ t −τ ∈ rel(C)).
Proof. Suppose α t −β ∈ rel(C), that is, α t −β is a nonface of Γ(C) and α ∩ β = ∅.
Then Γ(C|α∪β ) is missing the face α t −β, and therefore α ∪ β 6∈ ind(C); that is,
xα∪β ∈ Iind(C) . Thus, Iind(C) ⊇ (xσ∪τ | σ t −τ ∈ rel(C)).
Now, suppose xσ ∈ Iind(C) , that is, σ is a non-face of ind(C). Then C|σ 6= 2σ ,
which means there is some α ∈ 2σ \ C|σ . Let β = σ \ α. For any codeword τ ∈ C,
either α 6⊆ τ , or τ ∩β 6= ∅, as otherwise τ ∩σ = α, contradicting α 6∈ C|σ . Therefore,
α t −β is a combinatorial relation, so Iind(C) ⊆ (xσ∪τ | σ t −τ ∈ rel(C)), completing
the proof.
From the definitions (cf. Definition 3.3.9 and Definition 4.3.3), the chamber
complex is a subcomplex of the independence complex for any code C. When C
is a stable hyperplane code, the independence complex and the chamber complex
coincide.
Lemma 4.3.5. If C = code(H, X) is a stable hyperplane code, then ind(C) =
cham(C).
Proof. As noted above, we only need to prove ind(C) ⊆ cham(C). Suppose σ ∈
ind(C), so Γ(C|σ ) = Γ(2σ ). Note that C|σ = code(H|σ, X); if code(H|σ, X) = 2σ ,
the arrangement is a generic central arrangement in X, meaning X ∩ Hσ =
6 ∅
and so σ ∈ cham(H, X). By Proposition 3.3.10, the geometric and combinatorial
chamber complexes of C coincide, so σ ∈ cham(C).
From Lemma 4.3.5 we get an immediate corollary.
Corollary 4.3.6. For C a stable hyperplane code, the Stanley-Reisner ideal of the
chamber complex is induced by the canonical form of the code,
Icham(C) = (xσ∪τ | σ t −τ ∈ rel(C)).
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Chapter 5 |
Case Study: Geometry and
Information in Retinal Ganglion Cell Activity
We now consider the role of receptive field geometry in a population of real
neurons. As a case study, we analyze retinal ganglion cell activity and explicate
the relationship between receptive field geometry and information content of a
population code. Previous studies of retinal ganglion cells have revealed the neural
code is shaped largely by low-order correlations among neurons [33, 40, 70, 71]. We
conjecture an explanation for these findings based on convex coding, by studying
the geometry of the receptive fields of the cells. In Section 5.1, we review the
relevant neuroscience and mathematical background, including the information
theory underlying the analysis we perform on neural data. We present the results of
our analysis in Sections 5.2 and 5.3. We demonstrate, with mixed results, that the
dominance of low-order correlations may be a corollary of receptive field geometry.
In Section 5.4, we detail the theoretical basis for our findings using results from
convex geometry, notably Helly’s theorem.

5.1 Background, Previous Results, and Motivation
Studies of neural coding in the retina have revealed a dominance of low-order
correlations in shaping the neural code of the retina. We review these previous
results in Section 5.1.1, and hypothesize an explanation based on convex coding.
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Sections 5.1.2 and 5.1.3 provide the technical details of our analyses.

5.1.1 Previous Studies of Retinal Ganglion Cell Activity
Retinal ganglion cells generally exhibit very weak correlations between pairs of
cells [33, 40, 70, 71]. However, Schneidman et al. demonstrate these weak pairwise
correlations play an important role in shaping the overall population code – they find
that, surprisingly, over 90% of the information content of the neural code of small
populations (i.e. subsets of 10 neurons) is contained in the pairwise correlations [33].1
Shlens at al. demonstrated models incorporating only the pairwise correlations of
cells with adjacent receptive fields yielded an even better fit in primate retina [40].
Later studies showed this result likely depends on the small size of the population,
as models incorporating only pairwise correlations poorly predicted the activity of
a population of ∼ 100 cells [71]. However, for these larger populations, a “pseudolikelihood” model which incorporates higher-order interactions among cells does
a better job approximating the population activity. Even so, the authors of [71]
found that only a very small fraction of the total possible third- and fourth-order
correlations had to be incorporated.2
We note the receptive fields of retinal ganglion cells are convex (see Fig. 5.1, top
right panel, see also [34]), and thus it is natural to investigate these informationtheoretic results via convex geometry. Retinal ganglion cells have spatio-temporal
receptive fields, which confounds our analysis – while the receptive fields are convex
in space, their temporal profile is not necessarily convex (Fig. 5.1, top and bottom
left panels). Nonetheless, using model neurons driven purely by their receptive
fields (both spatio-temporal and purely spatial), we are able to reproduce not only
the dominance of low-order correlations in the neural code, but demonstrate this
dominance disappears as the dimension of the stimulus space increases.
1

Note this result is from 2006 – the population size may reflect the limitations of computer
power and algorithms at the time.
2
Per [71], they used “hundreds of pairwise and triplet interactions, tens of quadruplets, and a
single quintuplet” in one particular instance, fit to 99 cells. For a sense of scale, there are exactly
156849 subsets of three cells in a population of 99 cells.
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5.1.2 Information Theory
Neural activity is converted into a combinatorial code by rasterizing spike trains.
Given a population of n neurons, we consider the histogram of spikes in time bins
of width ∆t (in the present work, we use ∆t = 20ms; different bin sizes did not
qualitatively affect our results), recording only whether a neuron spiked (1) or not
(0) in each time bin. This yields a sequence of vectors xα ∈ {0, 1}n for α = 1, . . . , N
where xαi = 1 indicates that neuron i spiked during time bin α. We consider the
probability distribution Q on {0, 1}n , where Q(x) is the fraction of samples equal
to x.
To understand how the correlations between neurons shape the distribution Q,
we follow the work of Schneidman et al. [33] and employ the maximum-entropy
principle. The entropy of a probability distribution is, in an intuitive sense, the
“randomness” of the distribution [72]:
Definition 5.1.1. Given a discrete probability distribution P on sample space X,
the entropy of P is
H[P ] =

X

P (x) log2

x∈X

1
.
P (x)

(5.1)

To determine the probability distribution P which matches some statistic (for
example, mean firing rates) but makes no additional implicit assumptions, one
maximizes the entropy of P subject to those constraints [72]. For example, the
maximum-entropy distribution matching the mean firing rates of the data consists
of n independent neurons with firing rates matched to the data (see Eq. (5.3)).
The global maximum of H on distributions on {0, 1}n is the uniform distribution,
which conveys no information.
Given the binary spiking patterns of n neurons, there is a sequence of probability
distributions P1 , P2 , . . . , Pn , approximating the data, where Pk maximizes entropy
while matching the k th moments of the data. The k th moments of the data are the
mean values of the k-fold products of bits,
N
1 X Y α
EX [xσ ] =
x
N α=1 i∈σ i

48

!

for all σ ⊆ [n] with |σ| = k. The distribution Pk is then defined by
Pk =

argmax

H[P ]

EP [xσ ]=EX [xσ ]
for all 1≤|σ|≤k

(5.2)

The distribution matching all moments of the data is given by the distribution of
the data, Pn = Q. For convenience, we define P0 to be the uniform distribution,
i.e. the maximum-entropy distribution on {0, 1}n which completely disregards the
data. The form of the probability mass function for the distributions P1 and P2 is
given below; derivations can be found in Appendix A.1.
P1 (x) =

Y
xi =1

P2 (x) =

pi

Y

(1 − pj )

(5.3)

xj =0

 X

1
exp
w σ xσ .
Z

(5.4)

σ⊆[n]
1≤|σ|≤2

The parameters pi = P1 (xi = 1) are given by the first moments of Q, that is,
pi = EQ [xi ]. The parameters wσ for P2 must be numerically computed, for instance
using maximum likelihood estimation (see Appendix A.2).
Let Si denote the entropy of distribution Pi , so Si = H[Pi ]. The distributions
Pi have a sequence of decreasing entropies,
n = S0 ≥ S1 ≥ S2 ≥ · · · ≥ Sn .
The difference Sk−1 − Sk is the incremental information contained in the k th -order
correlations beyond the (k − 1)st . For example, S1 − S0 quantifies the information
contained in the firing rates of the neurons. If neurons fired independently, we
would expect S1 ≈ Sn , and in particular, the ratio I1 = (S0 − S1 )/(S0 − Sn ) would
be very close to 1. Schneidman et al. [33] used the ratio
I2 =

S1 − S2
,
S1 − Sn

(5.5)

to measure the information content, beyond the mean firing rates, captured by the
pairwise correlations in the data.
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Figure 5.1. (Top left) Spatio-temporal profile of spike-triggered average from horizontal
bar stimulus. (Bottom left) Mean amplitude of STRF in a narrow band centered at
2.1mm on the horizontal axis in top left panel. (Top right) Same cell, spatial profile of
spike-triggered average from checkerboard stimulus. Note the spatial profile is convex.
(Bottom right) Receptive fields estimated from temporal variance of STRFs.

5.1.3 Spatio-temporal Receptive Fields
In Chapters 1 and 2, we motivated the code of a cover as an abstraction of the
intersection patterns of convex sets; a receptive field, then, was simply an indicator
function for a subset of an abstract stimulus space. Here, we slightly broaden our
notion of receptive field, defining a receptive field as a function F : X → R, where
X is the stimulus space, which defines the stimulus-response mapping of a single
neuron. A general model of neural response r(t) to an external stimulus over time
is then written
r(t) = F(x(t)) + “noise”,

(5.6)

where x(t) is a time-varying stimulus and “noise” represents all other factors driving
the neural response, such as background neural activity.
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Retinal ganglion cells have spatio-temporal receptive fields, or STRFs, which
have a temporal component – they respond to visual stimuli only in a convex
spatial region of the visual field, and can be further selective for movement or other
temporal patterns. This selectivity is expressed via the STRF F in this linear
estimate of neural response r̂ to a stimulus S [73]:
ZZ
r̂(t) =

F (ξ, τ )S(ξ, t − τ ) dξ dτ.

(5.7)

In the context of the retina, S(x, t) represents the intensity of the pixel at position
x on a two-dimensional screen at time t. We review how to estimate the STRF
in two situations: when the stimulus is white noise, and when the stimulus has
nontrivial spatial correlations. More details can be found in [73]
5.1.3.1

Estimating STRFs from Response to White Noise Stimulus

When the stimulus, S, is white noise with mean 0 (as in the data we consider in
this chapter), the STRF can be recovered as the spike-triggered average stimulus;
that is, F (x, t) is the average value of pixel x across all frames displayed at time t
seconds before a spike [73]. When the stimulus is quantized (i.e. the frames of a
digital movie), we can write the spike triggered average as
F (x, j) =

NX
frames
i=1

n(i)
S(x, i − j),
Nframes

(5.8)

where n(i) is the number of spikes that occurred during frame i and Nframes is the
number of stimulus frames.
Figure 5.1 illustrates STRFs computed from mouse retinal ganglion cell response
to white noise stimuli. The left panel was computed using a horizontal bar white
noise stimulus; the figure shows 30 frames of the stimulus in sequence. Note the
STRF is spatially and temporally localized. The temporal profile at the spatial
location of peak response is illustrated in the middle panel. The top right panel
illustrates the spatial profile of an STRF computed from a checkerboard stimulus.
The spatial profile is given by computing the variance over time of each pixel. The
bottom right panel in Fig. 5.1 illustrates the the best fit Gaussians to receptive
fields of 15 neurons. These were estimated by fitting a 2-dimensional gaussian to
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the spatial profile (figure shows 1 standard deviation ellipse).
5.1.3.2

Estimating STRFs from Response to Naturalistic Stimulus

For completeness, we also describe a method for estimating the STRF in the case
where the stimulus, S, has nontrivial spatial autocorrelation (i.e. when S is not
white noise, such as naturalistic stimuli). In this case, F is estimated by minimizing
the mean square error h(r̂(t) − r(t))2 it between the estimate r̂ (Eq. (5.7)) and the
actual response r. We present the solution of Theunissen at al. [73] (see their
section 2.3) in the discrete case. We assume the stimulus and response are sampled
at the same frequency, and we aim to compute N frames of the STRF from a
stimulus with M pixels displayed on screen at a time.
In this case the neural response r is recorded as a vector, and the linear estimate
Eq. (5.7) is written in terms of matrices F and S as
r̂[t] =

N
−1 M
−1
X
X
i=0 k=0

F [i, k]S[t − i, k].

(5.9)

We can rewrite this in vector form by “raveling” the matrix F and matrix consisting
of the relevant frames of the stimulus. That is, let F denote the vector of length M N
with the entries of F , and St the vector consisting of the N stimulus frames starting
at index t and running backwards. Then Eq. (5.9) can be written r̂[t] = F> St . The
mean square error is minimized by setting F = Css−1 Csr where Css = hSt S>
t it is the
stimulus auto-correlation matrix and Csr = hSrit is the cross-correlation between
the stimulus and response:
Css [i + 1, j + 1] = hSt [i]St [j]it
Csr [k + 1] = hSt [k]r[t]it

0 ≤ i, j ≤ M N − 1
0 ≤ k ≤ MN − 1

5.2 RGC Response to White Noise Stimuli
We analyzed retinal ganglion cell data available on the Collaborative Research
in Computational Neuroscience data sharing website [74, 75]. These cells were
presented with binary white noise stimuli in one of three configurations – horizontal
bars (abbreviated ‘h. bar’ in figures), vertical bars (‘v. bar’), or checkerboard (‘grid’).
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Figure 5.2. Mean information content of pairwise correlations for biological and model
neurons, across a variety of stimuli. Red bars (left of each pair for ‘v. bar’, ‘h. bar’, and
‘grid’) represent mean across mouse retinal ganglion cells. Blue bars (right of each pair
for ‘v. bar’, ‘h. bar’, and ‘grid’, as well as ‘fff’ and ‘natural’) represent model cells (see
Section 5.3.1).

Consistent with previous results, we found that in randomly selected subsets of 10
cells, the mean value of I2 was high across a variety of stimulus types (see Fig. 5.2,
red bars).
The activity of neurons with overlapping receptive fields should be more highly
correlated than those with distant receptive fields [42]. To illustrate this, we
compute the STRF Fi for each neuron i, then compute the similarity Sim(Fi , Fj )
between STRFs, defined as the cosine of the angle between them:
Sim(Fi , Fj ) =

Fi · Fj
.
kFi kkFj k

We then compare this to the correlation Ci,j between the per-frame spike counts of
neurons i and j. This relationship is illustrated in Fig. 5.3.

5.3 Information-theoretic Analysis of STRF-driven
Cells
To isolate the role of receptive field geometry in shaping the neural code, we analyze
the code of neurons driven purely by the stimulus via their receptive fields as in
Eq. (5.7), that is, where the “noise” term in Eq. (5.6) vanishes. In Section 5.3.1
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Figure 5.3. Monotone dependence of pairwise correlation on receptive field similarity.
(Left) Biological neurons (see Section 5.2), (Right) Model neurons (see Section 5.3.1).

we consider model retinal ganglion cells with spatio-temporal receptive fields. In
Section 5.3.2 we vary the stimulus space geometry and demonstrate that as stimulus
space dimension increases, low-order correlations capture less of the information
content of the code.

5.3.1 Simulated cells with STRFs
We first consider model retinal ganglion cells driven purely by their spatio-temporal
receptive field. Details of the simulation can be found in Appendix B.1. The right
plot in Fig. 5.3 illustrates these simulated neurons exhibit a monotone relationship between co-firing and STRF similarity. Applying the analysis described in
Section 5.1.2, we find the vast majority of the information content is captured by
the second moments, though this quantity depends on the stimulus type – see blue
bars in Fig. 5.2. We identify two possible sources of this variability – cell selection,
and the arrangement of the receptive fields of the neurons.
We first consider the matter of cell selection. The more faithfully the simulated
neurons reproduced the original STRFs, the closer they were in matching the
information ratio I2 between the real and simulated population. In other words, the
more accurately the simulated neurons captured the geometry-driven response of
the biological neurons, the higher the information content of pairwise correlations
in the population. This is illustrated in Fig. 5.4, where we plot I2 for the top 10-20
cells, ordered by L2 distance between the STRF estimated from the CRCNS data,
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Figure 5.4. The ratio I2 decreases as the fidelity of the reproduced STRF F̂i decreases
for spatially uncorrelated white noise (‘v. bar,’ ‘h. bar,’ and ‘grid.’). Full field flicker,
‘fff,’ and naturalistic stimulus, ‘natural,’ maintain high information content of second
moments. Solid red lines represent biological cells, dashed blue lines represent model cells,
with markings for stimulus type specified in the legend.

Fi , and the STRF estimated from the model cell spiking, F̂i . The steep drop in
I2 for the binary white noise stimulus (‘v. bar,’ ‘h. bar,’ and ‘grid’) may reflect a
failure of the model neurons to accurately capture the geometric qualities of the
spatio-temporal receptive fields driving the biological neurons.
We next consider the arrangement of the receptive fields and their interaction
with the stimulus. The model neurons were presented with two novel stimuli,
a full field flicker and a naturalistic stimulus. Figure 5.2 shows these stimuli
produced a population code with high mean I2 , consistent with the biological
cells. This may reflect the spatial statistics of the stimulus interacting favorably
with the arrangement of the receptive fields of the cells. Each frame of the full
field flicker (‘fff’) consisted of a single intensity (black or white) displayed on the
full screen. The naturalistic stimulus (‘natural’) consisted of a grayscale natural
scene. We are grateful to Ronen Segev for providing us with the stimulus (personal
communication); see [71, 76] for a description. When presented with these stimuli,
the information content of pairwise correlations remained relatively high even
when accounting for cell selection (see dashed lines with square and star markings,
Fig. 5.4). Thus, the stimulus-dependence exhibited in Fig. 5.2 may reflect the
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Figure 5.5. A population using the temporal profile of the top 5 neurons (by distance
between original and recovered STRF) but varying receptive field centers maintains high
information content in pairwise correlations when exposed to a naturalistic stimulus.
Figure shows mean I2 across 20 trials.

spatial arrangement of the receptive fields themselves – the vertical bar stimulus
may do a poor job evoking pairwise correlations compared to the checkerboard
stimulus, for example. We discuss this phenomenon in more detail in Section 5.4.1.
To mitigate the effect of cell selection and placement, we considered a population
of neurons with a grid-like spatial alignment and temporal statistics matched to
the biological cells with the best-fit STRFs. The temporal parameters of these
cells were matched to the five cells which minimized kFi − F̂i k2 , while the spatial
parameters were shifted; each of the five cells was reproduced 10 times with varying
spatial parameters, one was dropped randomly, and the remaining 49 were arranged
in a 7 by 7 grid. These neurons were exposed to the naturalistic stimulus. The
information-theoretic analysis was carried out on subsets of 10-20 neurons; the mean
value of I2 across 20 trials are shown in Fig. 5.5. This illustrates an effect that could
be described as stimulus-driven receptive field overlap. That is, while the receptive
fields do not physically overlap, the spatial correlations of the stimulus induce
correlated firing in the neurons as if they do. Again, a more detailed discussion can
be found in Section 5.4.1.
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Figure 5.6. Fraction of information in pairwise correlations decreases as stimulus space
dimension increases for static visual receptive fields.

5.3.2 Higher-dimensional receptive fields
We investigated the role of stimulus space geometry in shaping the information
content of the neural code. Dropping the temporal component from Eq. (5.7),
neural response is modeled as
Z
r̂i (t) =

Fi (ξ)S(ξ, t) dξ.

(5.10)

D

Here, D is the d-dimensional “visual field,” with d varying.3 We considered two
disc
types of receptive fields: “disc” receptive fields Fc,r
and “center-surround” fields
cs
Fc,r,R . Using the spike trains produced by these neurons, we again analyzed them as
outlined in Section 5.1.2. The results are illustrated in Fig. 5.6, which offers a novel
insight: as the dimension of the stimulus space increases, low-order correlations
among neurons carry less of the total information content of the neural code.
Lastly, we consider a simple model of place cells. Here, the place field is a function
of spatial location, and the probability neuron i fires at time t is proportional to
exp(−kx(t) − µi k2 ), where µi is the receptive field center in d-dimensional space.
3

This analysis was performed much more recently than 2006, but the curse of dimensionality
made computations with d > 5 infeasible.
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Figure 5.7. Fraction of information in pairwise correlations decreases as stimulus space
dimension increases for simple place fields.

The results of our analysis are shown in Fig. 5.7; here the inverse relationship
between d and I2 is more apparent.

5.4 Receptive Field Geometry
To explain our findings, we consider the geometry of the receptive fields.

5.4.1 Stimulus-driven Receptive Field Overlap
As our model neurons are driven purely by the stimulus via the receptive field, the
correlations between pairs of cells must reflect the interaction of their receptive
fields. Retinal ganglion cell receptive fields tend to tile the visual space [77], so
white noise stimuli may do a poor job of evoking correlated responses even from
adjacent retinal ganglion cells. Therefore, the stimulus dependence of I2 illustrated
in Figs. 5.2 and 5.4 might reflect two confounding factors. The first is the temporal
profiles of the STRFs in question, and the second is the spatial correlation of the
stimulus.
The high information content of the pairwise moments of the model neurons’
response to the full field flicker stimulus may be partially explained by the similarity
of the temporal profiles of the STRFs driving the simulated neurons. That is,
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disregarding the spatial location of the neuron’s receptive field, most neurons have
the same basic temporal profile as illustrated in Fig. 5.1, with a pair of peaks of
opposite signs approximately 0.1s and 0.2s to 0.25s pre-spike. With a uniform
intensity displayed across the whole screen, the correlation between two simulated
cells should be determined by the similarity of their temporal profiles, i.e. we expect
that the resulting neural code should essentially be a one-dimensional convex neural
code. Thus, the relative insensitivity to the quality of STRF estimation illustrated
in Fig. 5.4 (dashed blue line, square markings) might be explained by the essential
absence of 2-dimensional geometry driving neural response. Nonetheless, this
highlights the confounding nature of the temporal profile of the STRFs – contrast
the mean values of I2 for model neurons with spatio-temporal receptive fields (blue
bars in Fig. 5.2) to those with static fields in the d = 2 case (Figs. 5.6 and 5.7).
The sensitivity to stimulus type may be further explained by the spatial statistics
of the stimulus itself. Note that, even as information content of second moments
decreases as quality of STRF estimation decreases, the relative ordering by stimulus
type stays fairly consistent:
I2fff > I2natural > I2grid > I2h. bar > I2v. bar
in nearly all cases (Figs. 5.2 and 5.4). Consider the receptive fields illustrated in
Fig. 5.1 (bottom right panel). The receptive field centers are largely congregated
around a horizontal line, which may help explain why vertical bars do a worse job
evoking pairwise responses than a checkerboard stimulus. Consider the response
of the simulated neuron defined by Eq. (B.1). In order for the neuron to fire,
the stimulus must present a particular sequence of black and white vertical bars
concentrated on the horizontal location of the receptive field center, which will
essentially only activate that neuron, as other nearby neurons lie to the left and
right, rather than above and below. In other words, the structure of the spatial
correlations of the stimulus is orthogonal to the spatial alignment of the receptive
fields, and thus it does a poor job evoking pairwise correlations.
In contrast, the full field flicker and naturalistic stimuli have high degrees
of spatial correlation, which, in a sense, extends the size of the receptive fields,
producing a sort of stimulus-driven receptive field overlap. It is not surprising,
therefore, that the information content of the second moments is higher when the
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model neurons are exposed to a more spatially correlated stimulus. This intuition
is confirmed by Fig. 5.5 – a population of cells with spatially distributed receptive
fields driven purely by a naturalistic stimulus produce a population code in which
pairwise correlations dominate the information content.

5.4.2 Helly’s Theorem
The intersection patterns of convex sets are constrained by Helly’s theorem, a
standard result in convex geometry [13, 14].
Theorem 5.4.1 (Helly’s Theorem [13]). Let U = {U1 , . . . , Un } be a collection of
convex subsets of Rd with n ≥ d + 2. Then
n
\
i=1

Ui 6= ∅

if and only if, for all subsets σ ⊆ [n] with |σ| = d + 1
\
i∈σ

Ui 6= ∅.

Stating this in the language of simplicial complexes, the nerve of a collection of
convex subsets of Rd is completely determined by its d-skeleton, that is, by its
d-dimensional faces. To the extent that the neural code reflects the intersection
patterns of the cells’ receptive fields, we expect Helly’s theorem to shape the code.
In the case of retinal ganglion cells, with convex two-dimensional receptive fields,
complete description of the intersection patterns is completely determined by the
intersections of triplets of receptive fields. To the extent that correlation between
neurons reflects the area of overlap of their convex receptive fields (i.e. the extent
to which the relationship illustrated in Fig. 5.3 holds for higher-order correlations),
Helly’s theorem dictates that all higher-order correlations are determined by the
third-order correlations.

5.4.3 More Receptive Field Geometry
Thus far we have discussed the intersection patterns of receptive fields in two
dimensions, but applying Helly’s theorem directly, we would predict that the
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Figure 5.8. Possible arrangements of three convex subsets of R2 with all pairwise
intersections nonempty.

majority of the information should be contained in the third moments. To explain
the high value of I2 , we need to consider the actual shape of the receptive fields.
The more circular they are, the more we we expect a typical triplet of receptive
fields with some overlaps to be missing at least one pairwise intersection, or to have
a nontrivial triple intersection – that is, we do not expect to see the configuration
in Fig. 5.8 (left panel) very often. If a given triplet of cells have all pairwise
intersections, we expect the triple intersection to be nonempty, as in Fig. 5.8 (right
panel). Thus, pairwise intersections of two-dimensional convex sets should, for the
most part, determine triple intersections.
Putting this all together, we expect the pairwise intersections of the twodimensional receptive fields to determine the triple intersections. By Helly’s theorem,
the triple intersections determine all higher-order intersections. The intersections are
a proxy for the correlations among the cells, meaning we should expect the pairwise
correlations among cells to dominate the information content of the code. Moreover,
this theory predicts inverse relationship of I2 and stimulus space dimension d
illustrated in Figs. 5.6 and 5.7, as the hypothesis of Helly’s theorem is dependent
on the dimension d of the convex sets in consideration.

5.5 Discussion
The geometric properties of retinal ganglion cell receptive fields are sufficient to
explain the dominance of pairwise correlations in the information content of the
neural code observed by Schneidman et al. in [33]. Moreover, it follows from
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convexity of the receptive fields that even when pairwise correlations are insufficient,
low-dimensional geometry of the stimulus space still constrains the information
content of the neural code, leading to a dominance of low-order correlations. In
addition, our explanation for these results further predicts the dominance of loworder correlations should decrease as the stimulus space dimension increases, as
illustrated in Figs. 5.6 and 5.7
This relationship between I2 and d suggests a method for detecting stimulus
space dimension from the information content of the neural code. Ostensibly,
estimating the parameters of the models P1 , . . . , Pn and computing the ratio (S1 −
Sk )/(S1 − Sn ) for k = 2, . . . , n − 1 could be used to infer the stimulus space
dimension of neurons with convex receptive fields, as In practice, however, this is
infeasible, computing the partition function Z (see Eq. (A.3)) becomes intractable.
That said, efficient methods do exist for estimating the roughly n2 parameters for
Pn without computing the partition function when n is large [78, 79]. As such, it
may be possible to develop statistical tools to infer stimulus space dimension using
information-theoretic techniques.
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Appendix A|
Maximum-Entropy Distributions
A.1 The Distributions P1 and P2
Let X represent the data, i.e. N samples drawn from a distribution on {0, 1}n .
Then for σ ⊆ [n], the mean value of xσ in the data is given by
N
1 X Y α
σ
x
EX [x ] =
N α=1 i∈σ i

!
.

The distribution Pk is defined by
Pk =

argmax

H[P ]

EP [xσ ]=EX [xσ ]
for all 1≤|σ|≤k

(A.1)

Assuming EX [xσ ] > 0 for all σ ⊆ [n] with |σ| ≤ k, the distribution Pk has the form
described by Eqs. (A.2) and (A.3) [72].


k
1
X X

Pk (x) = exp 
wσ xσ 
Z
`=1 σ∈([n])
`
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(A.2)

with Z a normalizing constant to ensure

Z=

X
x∈{0,1}n

P

P (x) = 1:





x∈{0,1}n


exp 

k
X

X
[n]
`

`=1 σ∈(


wσ x σ 

(A.3)

)

The coefficients wσ are the parameters of the distribution and must be found
numerically. We derive the parameters for P1 below. The parameters for higherorder distributions can be found using maximum-likelihood estimation, described
in the following section.
Setting k = 1 in Eq. (A.3), we get
Z=

n
X Y

ewi xi

x∈{0,1}n i=1

=
=

X

Y

ewi

x∈{0,1}n xi =1
n
Y
wi

Y

1

xi =0

(1 + e ).

i=1

Substituting this into Eq. (A.2), we get
n
Y
ewi xi
P1 (x) =
1 + ewi
i=1

Under this distribution, we have EP [xi ] = ewi /(1 + ewi ), and thus to satisfy the
constraints of Eq. (A.2) we find
wi = log

EX [xi ]
.
1 − EX [xi ]

Setting pi = ewi /(1 + ewi ) = EX [xi ], we get
P1 (x) =

Y

pi

xi =1

Y

(1 − pj ),

xj =0

making it easy to see the bits of x are independent Bernoulli trials.
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A.2 Maximum-likelihood estimation
Given a probability distribution PW with parameters W , the log likelihood of a
data set X of N samples is defined as the log of the (normalized) probability of
drawing exactly those samples from N independent draws from PW . That is,
N
1 X
log LX (W ) =
log PW (xα )
N α=1

(A.4)

For the distribution P2 , this becomes




n
X

1 X

w σ xσ 


N α=1

log LX (W ) = − log Z +

(A.5)

σ⊆[n]
1≤|σ|≤2

The n(n + 1)/2 parameters that define P2 can be found using standard gradientdescent techniques; log LX is a convex function so this optimization is guaranteed
to converge [72].
Here we record the derivation of the gradient of (A.5). For x ∈ {0, 1}n , define
Fx =

X

wσ xσ

and

P (x) =

1≤|σ|≤2

For a fixed x, we have

1
exp(Fx ).
Z

∂Fx
= xσ .
∂wσ

Then we can derive ∂ log Z/∂wσ = EP [xσ ]:
∂ log Z
1 ∂Z
=
∂wσ
Z ∂wσ
X 1
=
exp(Fx ) xσ = EP [xσ ]
Z
{z }
x∈{0,1}n |
P (x)

Then the gradient of log LX can be computed from (A.5):
∂ log LX
= −(EP [xσ ] − EX [xσ ])
∂wσ
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(A.6)

Appendix B|
Simulated Neurons
B.1 Neurons with Spatio-Temporal Receptive Fields
Simulated neuron i is modeled as a Poisson process with a non-homogeneous rate
r̂i (t) given by
Z Z
r̂i (t) = ci


Fi (ξ, τ )S(ξ, t − τ ) dξ dτ − θi

(B.1)
+

where [−]+ = max(−, 0). The function Fi is the spike-triggered average (Eq. (5.8))
computed from the CRCNS data. The parameters ci , θi are chosen to match the
mean firing rate of the real neuron while minimizing the expected L2 distance
between the simulated neuron’s spike-triggered average STRF and its driving STRF:
(ci , θi ) = argmin

ZZ 

2
Fi (ξ, τ ) − F̂i (ξ, τ ) dξ dτ

subject to

Z

T

r̂i (t) dt = Nspikes .
0

The estimated STRF F̂i is computed using n(i) = r̂(i) in Eq. (5.8) (Page 51).

B.2 Disc and Center-Surround Neurons
The “disc” receptive fields and “center-surround” receptive fields are defined, respectively, by

a kx − ck ≤ r
disc
Fc,r
(x) =
0 o.w.,
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a
kx − ck ≤ r


cs
(x) = −b r ≤ kx − ck ≤ R
Fc,r,R



0
o.w.
For the disc receptive fields, the values of a and r were chosen to maintain consistent
R
mean firing rates as d increased. The values of a and b are chosen so Rd F cs (ξ) dξ =
0, and a was chosen to maintain a consistent firing rate as d increased.
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