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ABSTRACT
Software defined networking (SDN) and OpenFlow as one of its key technologies has
received a lot of attention from the networking community. While SDN permits complex network
applications and easier network management, the model change comes along with new security
threats. In this thesis, we analyze attacks against a software defined network architecture in a
scenario where the attacker has been capable of compromising the control channel between the
switch and the controller.
We identify that such an attacker can in suitable environments perform a broad range of
attacks, including man-in-the-middle and denial of service attacks against control-plane traffic, by
using only the standard OpenFlow capability of the switch. The simulation results show that the
discovered attacks are severe in many cases. Furthermore, the seriousness of the attacks increases
according to the number of switches that the attacker can attack. We conclude that while the
existing security mechanisms, such as TLS, offer protection against many of the presented attacks,
the threats should not be overlooked when moving to SDN and OpenFlow.

iv

TABLE OF CONTENTS
LIST OF FIGURES ............................................................................................................ v
LIST OF TABLES .............................................................................................................. vi
ACKNOWLEDGEMENTS................................................................................................. vii
Chapter 1 Introduction ....................................................................................................... 1
1.1 SDN Operation ...................................................................................................... 2
1.2 SDN Features ........................................................................................................ 4
1.2.1 Benefits of SDN .......................................................................................... 4
1.2.2 Drawbacks of SDN...................................................................................... 5
1.3 Structure of the thesis............................................................................................. 7
Chapter 2 Background and Related Work ........................................................................... 8
2.2 OpenFlow .............................................................................................................. 8
2.2.1 Control Channel .......................................................................................... 9
2.2.2 Data Plane ................................................................................................... 10
2.2.3 Control Plane............................................................................................... 14
2.3 SDN Security and Related Work ............................................................................ 16
Chapter 3 Enabling Attacks ................................................................................................ 20
3.1 Need for Multiple Controllers ................................................................................ 20
3.1.1 Motivation and Benefits .............................................................................. 21
3.2 Vulnerability Analysis ........................................................................................... 22
3.2.1 Attacks Generated from OpenFlow Switch .................................................. 24
3.2.2 Control Channel Based Attacks ................................................................... 26
Chapter 4 Attacks............................................................................................................... 31
4.1 Emulation Environment ......................................................................................... 31
4.2 Attacker’s Controller ............................................................................................. 33
4.2.1 Spoofing the state of the switch ................................................................... 33
4.2.2 Packet Processing ........................................................................................ 34
4.3 Denial-of-Service Attack (DoS) ............................................................................. 35
4.4 Man-in-the-Middle Attack (MitM) ......................................................................... 38
Chapter 5 Conclusion and Future Work .............................................................................. 41
References .......................................................................................................................... 43

v

LIST OF FIGURES
Figure 2-1: Out-of-band control vs In-Band control ............................................................ 10
Figure 2-2: Bootstrapping process between Switch and Controller. ...................................... 11
Figure 2-3: Components of a flow entry in OpenFlow. [3] ................................................... 13
Figure 2-4: Link Discovery Process in OpenFlow. ............................................................... 15
Figure 2-4: Link Fabrication attack described by Hong et al [8] exploiting the LLDP
packets. ....................................................................................................................... 17
Figure 3-1: Flow-table of Switch S3 when the adversary performs an eavesdropping attack
or performs a MitM attack. .......................................................................................... 25
Figure 3-2: Example topology for control channel-based attacks.......................................... 27
Figure 3-3: Topology Poisoning. The dotted red line depicts the optimum path and bold
green line depicts the updated path after creation of bogus switches between HA to
HB. ............................................................................................................................... 30
Figure 4-1: The packet processing between the malicious controller and the benign
controller. .................................................................................................................... 35
Figure 4-2: Messages shared when switch’s Flow table is full.............................................. 37
Figure 4-3: UDP stream 1: Normal Performance of the switch. ............................................ 38
UDP stream 2: Performance of the Switch after Random Packet Flood. ............................... 38
Figure 4-4: The attacker H1 successfully wiretapped the traffic of the two hosts in the
SDN network............................................................................................................... 40

vi

LIST OF TABLES
Table 4-1: Average time in seconds to install a single flow from a controller in an
OpenFlow switch......................................................................................................... 33

vii

ACKNOWLEDGEMENTS
I would first like to thank my thesis advisors Dr. Mark P. Mahon and Dr. Thomas F. LaPorta. The
door to their office was always open whenever I ran into a trouble spot or had a question about my
research or writing. They consistently allowed this research to be my own work, but steered me in
the right the direction whenever they thought I needed it.
On an academic level, Dr. Mahon taught me the fundamentals of conducting scientific research in
software defined networks and security area. Under his supervision I learned how to define a
research problem, find a solution to it, and finally present the results. On a personal level, Dr.
Mahon inspired me by his hardworking and passionate attitude. To summarize, I would give Dr.
Mahon most of the credit for becoming the kind of scientist I am today.
I would also like to acknowledge Dr. Jing Yang as the committee member of this thesis, and I am
gratefully indebted to her for her very valuable comments on this thesis.
I would like to thank my lab mates for their continued support. This dissertation would not have
been possible without the intellectual contribution of Stefan Achleitner and Mingming Chen, SDN
experts and guides through these uncharted waters. I would also like to thank my other lab mates
that include Vajiheh Farhadi, Noor Felebman, Berkay Celik and Diman Zad Tootaghaj for making
my experience in the data management lab and graduate school exciting and fun.
Finally, I must express my very profound gratitude to my parents and to my girlfriend for providing
me with unfailing support and continuous encouragement throughout my years of study and
through the process of researching and writing this thesis. This accomplishment would not have
been possible without them. Thank you.

1

Chapter 1

Introduction
There has been immense growth in the volume of data exchanged, stored and processed in
data centers, as well as a great increase in the deployment of applications and services on the cloud.
These trends are driving the demand for a new technology which is more flexible and responsive
than the traditional ones. Software Defined Networking (SDN) is a new paradigm in network
management in which the main concern is to virtualize as much logic as possible and reduce
hardware deployment. The main goal of this architecture is to separate the control plane from the
network devices and centralize control at a software-based controller. The segregation between
hardware (data plane) and software (control plane) is meant to increase efficiency by reducing
processing times in the intermediate nodes called switches using flow protocols, usually OpenFlow.
The way this objective is achieved is by “programing” the network’s behavior. By doing
so, the switches only have to look for a few characteristics in the packet and then compare it with
a flow table pushed down to the node by the controller to decide what action to execute. With this
architecture, SDN provides network wide visibility and flexible programmability to network
administrators, allowing them to design and control the network with their own applications and
responding quickly to changing business needs. SDNs are helpful in providing service aware
networking.
With the centralization of the control plane, SDN provides a considerable simplification of
the way we integrate security in our networks. There have been some proposals to define the
security of SDNs. Most focus on security analysis of SDN applications [ 4, 5, 6] or real time
verification of network policies [10,11,12,13]. While, traditional firewalls are based on a fixed rule
set, which lacks fine granularity and adaptability, a firewall implementation with a central view of
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the network may provide resolutions to conflicts at run time. Also, because SDN network
components are logically separated by software, this enables the applications users and
administrators to install routing rules and policies in an asynchronous fashion. It has been suggested
that an anomaly detection system implemented within a network utilizing a programmable network
is more accurate than one deployed at the service provider. By having the ability to provide
resources at will and network infrastructure at moment’s notice, services like firewalls and network
forensics can be provided on a modular basis.
However, SDN also comes with new security concerns. Attacks can be initiated from
malicious management applications, controllers, or from compromised network entities, namely
hosts and switches. Recently, there have been numerous developments and attention to the
vulnerabilities inside SDN controllers which can be exploited by compromised hosts or switches
to affect the network [7, 14, 15], but not many mitigation strategies have been proposed.

1.1 SDN Operation
Software-defined networking is an emerging networking architecture which is manageable,
cost-effective, and adaptable, making it ideal for changing network requirements. Its principle idea
is to separate the control plane and data plane of networking devices. Therefore, the control plane
is no longer being managed by distributed protocols, like OSPF [17] and BGP [18], but by a
logically centralized software controller instead. OpenFlow is an “open source” standard, created
in 2008. It was the first architecture to define how different control and data plane elements are
separated and communicate with each other. The Open Networking Foundation [9] is the body
which maintains the OpenFlow standards.
The Figure 1-1 introduces the basic SDN framework, which consists mainly of the
Infrastructure, Control, and Application Tiers. SDN applications reside in the Application Tier
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(plane), and they communicate to the network to obtain their requirements towards the SDN
controller via the Northbound Interfaces (NBI). Some examples of applications for the NBIs are
Intrusion Detection Systems (IDS), load balancers and network monitors. The Control Tier (plane)
is where the intelligent logic in SDN controllers reside to control network infrastructure. Apart
from providing relevant information to the SDN applications, it translates network requirements to
the configuration commands and sends them to the physical networks. Even though the controller
is defined as a single logically centralized entity, it can be physically distributed to increase
computing power. NOX [18], POX, Floodlight, and OpenDaylight are some popular open source
controllers at the time of writing. A physically centralized control plane simplifies the

Figure 1-1: Software Defined Networking High Level Framework

controller implementation. All the switches are controlled by same physical entity. This means that
the network is immune from consistency related issues, with all the applications seeing the same
network view.
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The infrastructure tier consists of all the networking cables and SDN devices for the network.
Another major difference between legacy networks and SDNs is that all network devices are called
switches. SDN switches exchange control messages with the controllers via the Southbound
Interfaces (also called the Control Data Plane interfaces (CDPI)), using some standardized
protocols. The most common or widely accepted southbound API is OpenFlow [1]. Most projects
assume that the OpenFlow architecture is synonymous with SDN, however it is not the case.
OpenFlow is just one out of many possible implementations of southbound protocols. Some
examples are DevoFlow [19] and SoftRouter [20], which try to solve performance issues that
OpenFlow faces.

1.2 SDN Features

1.2.1 Benefits of SDN
The concept of SDN transitions traditional networking control to software running on a
switch while simplifying the network management and operations, hence improving network
performance. Some of the new features provided by SDN architectures can be divided into four
primary areas: (i) network programmability (ii) data plane simplification (iii) network-wide
visibility with centralized control, and (iv) dynamic flow rules.
SDN provides a major capability to program new network functions. Network
programmability of the SDNs help us to enable various security features as required by the demand
of the network. This is a helpful and very cost-effective feature, because this eliminates the need to
buy additional hardware or software features for the network. Rather we can deploy various
applications running on the controller. As discussed in the previous section SDN architectures
separate the data plane from the control plane; this feature makes the data plane logic relatively
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simpler than that in the legacy networks. The data plane switch in the SDNs are simpler and their
behavior can be easily modified due to the network programmability. This creates an opportunity
to extend the data plane to make it more suitable for security applications.
SDN efficiently manages the network with software on the centralized controller, whereas,
legacy network switches populate their routing tables locally, and decide internally how to forward
the traffic. SDNs provide networks with a new level of flexibility and adaptability even in case of
network or service failures, whereas, the legacy protocols have poor flexibility and all the routers
and switches need to follow the same rules as defined by the routing standard (e.g., BGP, OSPF,
STP). In SDN environments, a separated control plane resides on a centralized controller that
monitors the network. This feature facilitates security applications like detecting flooding attacks
or anomaly detection. Controlling network flows provides many new opportunities in network
security. This feature is beneficial when the network administrator is trying to control malicious
network flows or to separate malicious traffic from benign traffic after intrusion detection.

1.2.2 Drawbacks of SDN
Even though the SDN architecture provides the benefits of network automation and
improvement in network performance, it comes with its own set of drawbacks. Considering the
security aspect of SDN, we can classify three broad level risks in the SDN implementation: (i)
centralization of control provides a single point of failure, (ii) protocols and applications like NAT
and firewalls are not formally defined in the architecture, and (iii) the new routing protocol (i.e.
OpenFlow) may have its own vulnerabilities.
The centralized architecture of SDNs has its own drawbacks. The most apparent is the
congestion of the SDN controller, leading to a Denial of Service attack. As mentioned in [15],
adversaries can deliberately generate fake traffic to congest the SDN network. Furthermore, any
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successful attack on the central entity can result in network failure. Distribution of controllers might
mitigate the risk, but compromising any controller may lead to degradation of the network.
In SDN environments the OpenFlow routing protocol limits the system to implement some
of the basic functionalities available in the legacy networks such as NAT or deep packet inspection.
For this reason, it is not optimal to deploy a network in which all the packets are purely processed
by the centralized controller. Decentralization of some functions in SDNs and processing them
locally on the switch is the most efficient approach. This implementation requires the SDN switch
to have an environment to run local applications.
Presently, OpenFlow is the most common routing protocol used in SDN architectures.
Although there are many competing routing protocols for the SDN architectures (e.g., Procera,
DevoFlow, etc.), the OpenFlow protocol is the most popularly used. One of the biggest limitations
for OpenFlow is linked to the strict definition for the fields in the flow tables. For instance, the IPv6
field was not supported by OpenFlow version 1.3 [3]. This means that IPv6 traffic will not be
processed by the switches which support the prior versions of OpenFlow. A solution that resolves
this limitation of OpenFlow has been proposed in Protocol Oblivious Routing (POR) [27]. In this
solution a field in POR is defined as sequence bits and having a certain length. This gives a more
flexible solution and is the most prominent feature of POR.
Another vulnerability in OpenFlow and centralization of SDN control is the lack of
standardization of TLS support over the control channel. TLS was required by the first OpenFlow
specification [3] to set up the control channel which connects the switch and the controller over a
protected connection. However, in the later guidelines including the current one (v1.5.0), it is an
optional feature [4]. The lack of TLS support and lack of motivation [24] to implement it leaves an
avenue for adversaries to infiltrate OpenFlow networks largely undetected. We concentrate on this
vulnerability in this thesis and show how this lack of security can lead to catastrophic attacks like
man-in-the-middle and eavesdropping.
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1.3 Structure of the thesis
The rest of the thesis is structured as follows. Chapter 2 presents a detailed report of the
background material and an extensive literature review of major SDN problems. Chapter 3
describes our threat model and all the network poisoning attacks that we have discovered. Chapter
4 presents the results implemented on the hardware and software-based switches which we have
conducted to evaluate the seriousness of the attacks. It also presents the simulation results and our
analysis on the results. Chapter 5 summarizes our findings and discusses the implications of the
findings to network design and SDN deployment.
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Chapter 2

Background and Related Work
In this chapter, we give an overview of SDN and the OpenFlow protocol and focus on what
is relevant to the context of this work. We also talk about various security challenges existing in
SDN and what has been done to mitigate these problems, including man-in-the-middle attacks and
Denial of Service attacks in SDN and traditional networks.

2.2 OpenFlow
As discussed in the previous section OpenFlow is the most popular southbound protocol
for the interaction between the switches and controllers, which reside in the infrastructure plane
and control plane, respectively. The OpenFlow Specification dictates that it consists of three main
components [21]: the control plane, which is composed of one or more OpenFlow Controllers, the
data plane, which consists of OpenFlow switches, and the control channel, which connects the
control plane and the data plane. It is the role of the OpenFlow controller to manage the data plane
by using the control channel to install the flow entries into the flow tables which are present in the
switches. This allows SDN applications to easily alter the flow tables of switches to implement
different routing rules or packet filters to the network traffic.
In this section we discuss the three components described in the OpenFlow protocol
specification version 1.0 and 1.5.1 [2,3]. Also, we review certain processes which we observed that
are not mentioned in this specification.
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2.2.1 Control Channel
The control plane is consolidated and centralized, which implies that a single software
controller may control multiple data-plane entities. This was previously a one-to-one
correspondence in legacy networks. The control channel provides a medium to add, update, or
delete flow entries from the switch’s flow tables. These messages between the controller and
switches are exchanged over the Control Channel.
An OpenFlow switch has to initiate a connection request to establish a control channel with
the controller before it can start any exchange of messages with the controller. The connection for
the control channel may be implemented using plain TCP or be encrypted with TLS. After the
initial connection has been set up, both the end points send an OFTP_HELLO message to the each
other to negotiate the protocol version, which is used to configure the control channel. Once the
switch and the controller agree on the protocol version, the process advances.
There are two types of control channels: out-of-band and in-band. Figure 2-1 depicts these
two. In an out-of-band architecture, the OpenFlow switches are physically connected to the
controller via a dedicated physical port on the switch. With an in-band control channel the switches
share the same channel for control and data traffic.
Out-of-band control ensures more security and high availability of the control channels for
the control traffic, but is not always feasible. In widely distributed network architectures, WLAN,
cellular and wireless mesh networks, out-of-band control becomes a complex and costly solution
[30]. On the other hand, the in-band control approach can be easily implemented at much lower
cost compared to that of the out-of-band approach. This decision comes with its own sets of
tradeoffs as it has been shown that in-band control channels are more susceptible to attacks like
MiTM which can lead to eavesdropping and flow table modifications [7].
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a) Out-of-Band Control

b) In-band control

Figure 2-1: Out-of-band control vs In-Band control

2.2.2 Data Plane
The data plane resides in the infrastructure tier of the SDN architecture. It consists of
OpenFlow switches. It has the responsibility of data forwarding and collecting data statistics. This
section explains the bootstrapping process between the SDN controller and the OpenFlow switches
and data forwarding procedure.

Bootstrapping Process
Once the control channel is established between the control plane and data plane, the
OpenFlow controller needs to identify and configure the OpenFlow switch. This is done by the
exchange of a series of messages between them. This bootstrapping process between the switch
and the controller is divided into two steps. First, the connection identifiers for connecting the
controller to the switch are assigned. The connection identifier (which is required) is the IP address
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of the switch port and the IP address of the controller. Other identifiers that may be used are
transport layer protocol name, port number, MAC address, etc.
The process is not explained in the OpenFlow switch specification as it depends on the
implementation. The process explained in this section was observed while using the Open vSwitch
2.3.1 and POX controller. The bootstrapping process can be seen in detail in the figure 2-2. The
handshake primarily consists of four steps:
•

Handshake

•

Switch Configuration

•

Switch’s Description Collection

•

Controller-role Configuration

Figure 2-2: Bootstrapping process between Switch and Controller.

12
The controller initiates the connection or the handshake with the switch so as to analyze
the

features

of

the

switch.

In

order

to

do

this

handshake,

it

sends

the

OFPT_FEATURES_REQUEST message to the switch through the control channel. The switch
accordingly responds with the OFPT_FEATURES_REQUEST message which encapsulates the
switch’s features (such as number of ports, MAC Address of each port, Datapath identifier, etc.).
After the initial handshake, the controller configures the switch with the
OFPT_SET_CONFIG message which compels the switch to apply the configuration with the
OFPT_BARRIER_REQUEST message. Upon receipt of these messages the switch applies the
specified configuration and replies with OFPT_CONFIG_REPLY and OFPT_BARRIER_REPLY
messages while encapsulating the applied configurations.
Now entering into switch’s description collection mode, the controller enquires about
information from the switch with an OFPT_STATS_REQUEST message. Replying to this inquiry,
the switch sends the OFPT_STAT_REPLY message which encapsulates the manufacturer
information, serial number and software information.
Finally, the controller establishes its role on the switch by wrapping its role in an
OFPT_VENDOR message and sending it to the switch. The role which a controller can take is
master, equal or slave. The difference between these roles is that there can exist at most one
controller with the master role, while there can exist more than one with equal roles. Otherwise,
both have same functionality. The controller with the slave role has a read-only ownership to the
switch.

Data Forwarding
As discussed earlier, the switch in OpenFlow has the role of forwarding the data packets
which it receives based on its flow table. The flow table consists of numerous flow entries, each of

13
which consists of match fields, priority, counters, instructions, timeouts, cookie, and flags. These
fields are depicted in figure 2-3.

Figure 2-3: Components of a flow entry in OpenFlow. [3]

The match field describes the ingress port and some specific header fields of the packets,
such as the IP address and the MAC address. The priority field helps giving precedence to a packet
when multiple flow entries have matching information; the entry with higher priority is always
proffered. The counters field is used for calculating the statistics about the flows. Instructions
specify whether to pipeline the process or to modify the actions related to it. Two example
instructions are to forward the packet to a specified address, or drop the packet. The timeouts
parameter consists of two possible values: an idle timeout or a hard timeout. A hard timeout is
triggered when a flow is received and idle time is triggered when a flow becomes inactive. The
exhaustion of either of these timeouts results in the removal of the flow. The cookie field is a
definite value given by the controller indicating which flows are affected by the flow statistics, flow
modification and flow removal requests.
Once the switch receives a data packet, it matches it to the existing flow entries in its flow
table. If there is a matching flow entry to that data packet then the switch executes it as per entry
with the highest priority. If not, the switch will issue an OFPT_PACKET_IN message to the
controller via the control channel requesting for a rule to be applied for this packet. The controller
then issues either an OFPT_FLOW_MOD or OFPT_PACKET_OUT message which encapsulates
the instructions to process the packet. The former message is sent by the controller to the switch to
keep the information encapsulated in the message in order to remember how to deal with these
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messages without regularly querying the controller. The latter is issued by the controller for onetime execution only.

2.2.3 Control Plane
The role of the SDN control plane where the SDN controller resides is to manage and
control the network through the Network Operating System (NOS) and to maintain a global view
of the network. The NOS provides a centralized programmable interface for the whole network so
that the applications which reside on top of the controller in the application tier can perform
management tasks. In this section we discuss one of the most important tasks of the control plane:
Link Discovery and Network statistics monitoring

Link Discovery in Control plane
Link Discovery is an important practice in a network architecture, such as network routing.
The routing in OpenFlow is done by the OpenFlow Discovery Protocol (OFDP). OFDP utilizes
Link Layer Discovery Protocol (LLDP) [22]. To detect direct links between adjacent OpenFlow
Switches. One of the major differences between legacy networks and OpenFlow based SDN
networks is that in legacy networks switches implement Proxy ARP by fooling the layer 2 identity
by ARP reply; whereas the OpenFlow controller, gives the ARP proxy response without fooling
due to its global view of the network.
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Figure 2-4: Link Discovery Process in OpenFlow.

The controller sends out the OFPT_PACKET_OUT message to switch A. This message
contains the LLDP packet and the information about the port where it should be forwarded. Once
switch A receives this message it reads the LLDP packet and forwards it to the mentioned port.
Similarly, Switch B receives the LLDP packet, and then, if it does not know what to do with the
packet, it encapsulates the packet in an OFPT_PACKET_IN message and sends it to the controller.
Upon receiving this message, the controller concludes that there is a unidirectional link between
the Switch A and Switch B. Similarly, this process continues for the link discovery in the opposite
direction. Currently all major OpenFlow based controllers follow this link discovery process [8].
This LLDP process is explained pictorially in Figure 2-4.

Network Statistics Monitoring
In legacy networks, many different network statistics monitoring techniques are practiced.
However, every monitoring technique requires separate hardware and software overhead to be
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implemented, making it expensive to be implemented. OpenFlow switches provide ingrain network
monitoring without any need of customization.
In OpenFlow 1.3.1, the statistics consist of flow statistics, port statistics, queue statistics,
and table statistics. The flow statistics contain the information about each of the flows in the switch,
this includes the number of data bytes matched by the switch and the duration for which the flow
has been active. The port statistics comprise information about the physical ports on the switch
which includes the number of packets and bytes received, the number of packets dropped by the
switch, etc. The queue statistics contain the information about the queue’s status on each port of
the switch, this includes the number of packets dropped due to overruns. The table statistics
maintain the information about each of the flow tables in the switch which includes the number of
flow table entries, and the maximum number of entries a flow table can support. Due to these
insights, the controller has a wide view of the network including the switches and the hosts, hence
it can make the routing decisions accordingly.

2.3 SDN Security and Related Work
Software Defined networks like any new technology come with their own set of advantages
but, also come with new domains of security threats. Attacks can be on i) the network devices in
the infrastructure tier, ii) control modules in the control tier or iii) network devices in the application
tier.
The attacks on the controller are expected to have the most severe impact on the SDN as
the controller is the “brain” of the network. These attacks could be initiated from the system which
hosts the controller by exploiting some software loopholes in the system like the GHOST
vulnerability [25]. This is a perfect example to show that if a controller is not properly secured by
the network administrator, it can lead to catastrophic results. The effective and reasonable strategy
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to mitigate these attacks is to provide the controller with a separate security domain such as
sandboxing or virtualization.
The second type of attack can be originated by the hosts. This is probably the most common
attack in enterprise networks. It is possible for the attacker to get access to a large number of hosts
present in the network. The attacks mentioned in [8] provide an elaborate method about how the
network topology can be poisoned by host-based attacks. In a proposed host location high jacking
attack, the attacker targets the Host Tracking Service (HTS), which uses the information in the
OFPT_PACKET_IN messages to detect if a host has joined the network or migrated from its
location. The attacker spoofs the OFPT_PACKET_IN messages of the compromised hosts to the
controller in order to make them believe that the hosts have migrated to the attacker’s location.
Two proposed defense strategies for these attacks are: first, verifying the conditions of the host
migration, consisting of the port down signal whenever the host becomes unreachable in the
previous location; and cryptographically authenticating the location of the hosts whenever they
relocate.

Figure 2-4: Link Fabrication attack described by Hong et al [8] exploiting the LLDP packets.
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Another important attack discussed by Hong and Xu et al. [8] is the link fabrication attack.
In this attack scenario the attacker attempts to create false links in the network by manipulating the
propagation of LLDP packets in the link discovery process. The attacker can generate their own
false LLDP packets and send them to target switches. This can lead to controller assuming a link
exists even though it does not. The attacker can also divert the traffic to falsified links in order to
perform an eavesdropping attack. The solution provided to this type of attack is adding an extra
authentication to LLDP packets so that they cannot be forged and ignoring all LLDP packets
generated by the hosts.
Compromised switches not only have the same capabilities as the compromised hosts, but
they are capable of conducting more severe and dynamic attacks. For example, a compromised
switch can be used for eavesdropping on the traffic [7]. In this attack scenario both data and control
traffic that are passing through the compromised switch are visible to the attacker. In order to make
this scenario more severe, the attacker can interfere with the control traffic passing through the
compromised switch to perform man-in-the-middle attacks [24]. The adversary can also spoof
control messages to the controller on behalf of the switch to prevent controller from detecting the
attack.
If a control channel is compromised by an adversary, they can learn the communicated data
between the switches and the controller. This type of type of attack can also be shaped by MITM
attacks. The attacks become even more severe because even if the traffic is encrypted, the MITM
attack is still effective on the control channel [8]. Achleitner et al. [27] pointed out that OpenFlow
offers negligible network monitoring, which makes it very difficult for applications to recognize
an attack on the network. The attacker can exploit the Transport Layer Security (TLS)
vulnerabilities to take control over the southbound interface [23]. Then, the adversary can also
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create, modify, and delete flow rules. This leads to defective results in the network architecture
because of defective flow entries in the flow table of the switch.
However, poisoning the network view is not new to SDN. Legacy networks have also
been plagued by the threat of topology poisoning attacks. In networks implementing distance
vector routing protocols, the switches share their routing tables with their neighbors. The problem
in this protocol is that the network switch cannot verify the topology updates. Therefore, a
compromised switch can claim to have the least cost path to the destination, thus causing some or
all the traffic being diverted to itself [28]. Similar attack procedures can be carried out in Link
State routing protocols. In this case the network switch can falsify its own Link state
advertisement (LSA) [28] or send out falsified LSA on behalf of other switches [29]. Apart from
wired applications, link state routing protocol implementations in wireless mobile networks have
to deal with similar problems.

Chapter 3

Enabling Attacks
In chapter 3 we discuss the need for multiple controllers in SDN environments. We also
get to discuss about the benefits of a multiple controller architectures. We then discuss the state of
the TLS adoption in OpenFlow switch manufacturers and controller developers. We introduce the
vulnerabilities associated with switch-based attacks in SDN environments and then introduce the
control-channel based attack proposed in this thesis and show how it differs from regular switchbased attacks.

3.1 Need for Multiple Controllers
There are two typical types of architectures, physically centralized and physically
distributed. Since the inception of SDN, the most common implementation has been that of a
physically centralized architecture. Due to the issues like the vulnerability of a single point of
failure and scalability problems the need for more distributed designs including multiple
controllers, are now common.
The first decision in a multi-controller implementation is logically centralized versus
logically distributed. In the former approach, each controller has a limited view of the network to
which it is directly connected, and for which it can make decisions. This is consistent with initial
implementations of SDN, with a single controller controlling the network. This approach is
commonly seen in Data Center like applications where the network is restricted by geographic
boundaries. However, the later approach enables benefits of using multiple controllers, but at the
same time each controller is responsible for its own underlying layer of switches. So, in a way, it
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is simpler to a single controller to handle the network. Another idea proposed in [32] is to
implement multiple controllers to remove a single point of failure. This idea was very well received
as it makes the network more resilient by using passive controllers that are active only in the case
when the primary controller goes down.
Multiple controllers may be deployed in a flat architecture or hierarchal architecture. In the
flat architecture implementation, multiple controllers are placed in one single horizontal layer in
which every controller has the same functionality and a restricted network view. In the hierarchal
architecture, the controllers are positioned in a vertical manner. In this implementation, controllers
have different duties and make decisions accordingly.

3.1.1 Motivation and Benefits
In larger and diverse SDN environments the network architecture needs to be divided into
multiple domains [33]. Every domain has its own separate controller to manage it. In these
scenarios multiple controllers are needed to manage the network architecture. Having multiple
controllers can lead to a more stable and immune network. The main reason behind having a
secondary or a passive controller is that the switches can continue to operate if the primary
controller fails or the connection breaks.

Highly scalable
For an implementation with multiple controllers to be practical, controllers must be able
to be added and removed dynamically. Multiple controllers can perform load balancing to avoid
traffic overloading. Also, multiple controllers can be used in bearing the load of a large number of
hosts.
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Low Latency
Controllers handle latency sensitive tasks in the SDN operation. If a single controller
processes each event in a systematic manner, it can lead to huge queueing delays and hence lead
to increased latency. If multiple controllers are deployed, then load balancing can be performed to
reduce the delays and improve the latency of the network.

Improved Robustness
Network architectures with multiple passive controllers, which act as a fallback in case of
primary controller failure, have been proven to provide increased robustness of the network
architecture by avoiding a single point of failure. When a controller fails, other controllers pick up
the load with minimal changes in the network architecture.

3.2 Vulnerability Analysis
In our work we strictly follow the OpenFlow switch specification. The switch’s flows can
only be installed by an OpenFlow controller over a TCP control channel connection started by the
switch. However, in newer implementations, the OpenFlow switches support the “listener mode”,
in which they accept connections to a designated TCP port from any network source. These
connections which are initiated externally include one for the controller, which can modify the
switch’s flow tables and also snoop information. The main motive for introducing this mode is to
enable easy verification of flow rules and their status without adding more convolution to the
controllers. However, this introduces a major security flaw as there is no authentication or access
control method.
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As dictated by OpenFlow Switch Specification version 1.0 the switch and the controller
can optionally communicate over SSL/TLS, rather than TCP channels. However, TLS adoption by
the OpenFlow devices has been slow. In their recent work, Benton et al. [24] did an analysis of
eight popular OpenFlow switches and controllers. Out of the analyzed controllers only one
controller and two types of switches provided full SSL/TLS support at that time. The position has
improved since the paper was published but there is still a great number of devices which lack
SSL/TLS support.
Another problem in the implementation of TLS in OpenFlow devices is that OpenFlow
uses mutually authenticated SSL/TLS between switches and the controllers. Therefore, the network
administrators have to create device-specific certificates for both the switches and the controllers,
sign all of them, and distribute them to the devices. This task of key management by mutually
authenticated TLS causes some network architects to drop the TLS implementation altogether. The
unsecured controller poses a big threat to the network architecture because the power vested in the
Controller is immense and can virtually take any action on behalf of the switch which it is connected
to, by populating its flow table.
Even though the SDN controller is always posed as an omniscient entity in the network, it
is possible that it does not have an accurate view of the network. For instance, it may be possible
that a switch removes an entry from its flow table (due to an attacker or due to a bug). The controller
can only get this information when it specifically queries the switch. This can be utilized by the
attacker as a more complex attack. One of the suggested solutions for this [24], is to add a checksum
of the switch state in keep-alive messages, which could be utilized by the controller to monitor the
network.
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3.2.1 Attacks Generated from OpenFlow Switch
In this section we assume that a switch has been compromised by an attacker and the
compromised switch implements the OpenFlow protocol version 1.0-1.4. We assume that the
compromised switches have access to the internet.
These attacks can be described as a case in which an attacker can simply modify the flow
tables of the switch. This means that that they can randomly add, delete and modify the flow rules
in the compromised switch’s flow table. It is important to note that the attacker in this case cannot
do anything else such as decrypt encrypted information being sent to the switch over the encrypted
control channel. These attacks are briefly discussed in [24], but they are not discussed in detail.
The ability to modify a switch’s flow tables can lead many types of attacks such as man-in-themiddle attacks or eavesdropping attacks.
The eavesdropping attack follows a relatively simple implementation if the attacker has
control over the switch’s flow table. The attacker adds a new flow to the switch’s flow table to
duplicate certain flows to an IP address of a computer controlled by an attacker. The computer
where the packets are being redirected to does not necessarily need to reside in the same network
as that of the switch; it can be present on a different network, as long as there is an active connection
between the compromised switch and the computer collecting the data. The attack has been
depicted in fig 3-1(b) as compared to a regular operation of a network.
Similarly, man-in-the-middle attacks can be performed in a network architecture where the
attacker has control over the switch. In this case the switch redirects packets to the adversary’s
computer connected to the switch via internet. After this, the adversary modifies the packets and
sends them to the original recipient. Alternatively, the adversary can also send the packets back to
the original recipient. In this scenario, the adversary has to insert another flow entry to the switch
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for redirecting the packet from the adversary’s computer to the original recipient (this attack is
shown in the fig 3-1(c)).

a) Flow table in normal traffic

b) Eavesdropping Attack

c) MitM attack

Figure 3-1: Flow-table of Switch S3 when the adversary performs an eavesdropping attack or
performs a MitM attack.
For the above attacks to work, the compromised switch and the adversary owned host must
be able to send packets to each other. If there are any set of IP addresses that will cause the data
packets to be sent between the S3 and HADV then the attacks can be successfully executed. This is
generally the case in Internet connected networks. For example, if HADV sees any incoming or
outgoing traffic, it can use the internal client or server IP address from those packets to send packets
to S3.

26

There are some limitations to when these switch-based attacks will work. First, the
adversary or the attacker initially needs to know at least one IP address or flow that it can exploit
for the traffic diversion. After that it can eventually learn the target network’s IP addresses and
flows by momentarily diverting the traffic and analyzing it. As described in Benton et al. [24], it is
possible to detect these switch-based attacks if the controller compares the actual state of the switch
to the expected state of the switch. However, this means that the controller has to periodically query
the flow tables and store the previous state of the network. Saving the whole network state is a
heavy operation and cannot be carried out in short intervals.
Spontaneous changes to the switch also pose a limitation to such attacks. For instance, if a
switch loses a connection to the controller it automatically drops all flows in the flowtables making
the attack useless. However, this attack can become much more complex if the attacker changes
the way that the switch reports its flowtable to the controller. We suggest a more fine-grained
iteration to this attack, which is discussed in next section.

3.2.2 Control Channel Based Attacks
The attacks mentioned in previous section become much more intricate and harder to detect
when the attacker not only has control over the switch’s flow-table but also makes the switch
connect to a second compromised controller. In this attack scenario, we assume that the switch does
not use authentication over the control channel or the attacker has been able to break its
cryptographic key (TLS key).
Control channel-based attacks are much more serious than the general switch-based attacks
because when the attacker makes the switch connect to a second compromised controller, it can
more easily spoof the control traffic to the benign controller in the network. The compromised
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controller can be hosted on a virtual machine of the attacker’s computer and make the compromised
switch connect to this controller. Once this malicious controller is connected to the compromised
switch it can modify the switch’s flow table as discussed in previous section. The malicious
controller can divert all control traffic directed to the compromised switch from the benign
controller directly to itself. Using this methodology, attacker can spoof any messages to the benign
controller. For instance, the attacker can make the benign controller believe that switch is in a
different state than it actually is. This makes control channel-based attacks very difficult to
recognize.
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C2
H5
10.0.0.5

H4
10.0.0.4

H3

H2

10.0.0.3

10.0.0.2

Figure 3-2: Example topology for control channel-based attacks.
In the fig 3-2 we give an example topology to depict how the nodes outlined by red are
under the control of the attacker. At a higher-level, we can think of it as the compromised switch
and the malicious controller combining to give us complete control over the network which is in
direct contact with the compromised switch. In the network topology depicted in fig 3-2 the
network has three switches S1, S2, and S3. Out of these, S1 and S2 are in the network and S3 is a
virtual switch hosted by the attacker in a remote location at host H5 with the sole purpose of
replacing S2 and making the benign controller C1 believe that the network view is perfectly normal.
The attacker owned controller C2 is also hosted virtually at H5.
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Like switch-based attacks, there are some pre-requisites for execution of these attacks.
First, it is required for the compromised switch to send traffic via the internet. On other hand, the
malicious host may be connected to the switch on the same network.
The benign controller can still detect the control channel based attacks by observing the
latency of the OpenFlow messages. All the messages coming from C1 to S2 have to go through H5
which is generally present in a remote location. The replies coming from H5 will typically have
higher latency than those coming directly from the switch. However, intricate and complex data
analysis will be required to differentiate between high latency replies caused by the compromised
switch and high latency replies due to normal reasons. In such cases, this will affect the overall
throughput of the network even when there is no attacker present.
Now we will discuss some of the attacks which are possible using the control channel based
attack. We also discuss the scenarios when an attacker has compromised multiple switches in a
same network using this attack methodology. Also, we discuss how some hard to detect attacks are
only possible if we use this attack strategy.

Control Channel Eavesdropping
Eavesdropping a control plane communication is similar to the attacks where the adversary
snoops the data plane information. This is because all traffic which is not directed directly to the
compromised switch is treated as regular data plane traffic. Therefore, the compromised switch is
utilized to snoop on the control channel traffic going through it in same way as it can be used to
snoop the data plane traffic.
However, the compromised switch can only eavesdrop the traffic which is unencrypted,
Therefore, in switch-based attacks the attacker can snoop the control channel traffic of all
downstream switches in cases which TLS is not used.
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As discussed in previous chapters an out-of-band channel will ideally protect against the
eavesdropping of control channel information as much as TLS. Since the control channel is sent
over dedicated lines, no control traffic goes through the compromised switch. However, a poorly
implemented out-of-band control channel can lead to new vulnerabilities.

Topology Poisoning and Switch state Spoofing
If the attacker gets hold of the switch completely and connects it to a new controller, they
can easily fool the benign controller by creating a falsified view of the network for the benign
controller. In the switch state spoofing attack, the compromised switch misrepresents its state to
the controller and can also misrepresent the status of some other switch which communicates to the
benign controller via compromised switch. This can be done by the adversary in order to hide its
own activities or alter the behavior of the controller. The attacker can create such falsified views of
the topology for the primary controller via the compromised controller unless SSL/TLS is
implemented.
However, if TLS is not implemented as discussed in section 3.2 the adversary can create
bogus links or virtual switches in the network. There are two primary approaches to use a malicious
switch to exploit the topology poisoning vulnerability. First, the attacker may add virtual links
between compromised switches in order to attract traffic to those switches. Another method of
exploiting this vulnerability is that the attacker may want to add bogus virtual switches (Figure 33) to the network in order to make certain paths longer in order to either create congestion and
decrease the overall throughput of the network, or to reserve the bandwidth for future use.
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Figure 3-3: Topology Poisoning. The dotted red line depicts the optimum path and bold green line
depicts the updated path after creation of bogus switches between HA to HB.
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Chapter 4

Attacks
In chapter 3 we discussed various possible attacks scenarios. In order to discuss the
feasibility of these attacks, we implement a few of them in an emulated SDN environment. In this
section we talk about the attacks which we conducted and how we were able to execute those
attacks. We first describe the emulation methods, including the tools that were used to compromise
the control channel for switches. The last section shares some of the results of the DDoS attack
implementation and also a potential mitigation technique.

4.1 Emulation Environment

Two different OpenFlow platforms were tested during this project: a) Mininet emulation
tool running an instance of Open vSwitch software version 1.2.2, which has its own implementation
of OpenFlow, b) an OpenFlow 1.3.0 implementation by Edgecore Pica8 4610 switch which
supports multiple firmware versions. We initially created the emulated networks with Mininet 2.2.0
– the most commonly used emulation tool for software defined networks. Mininet uses a
lightweight virtualization software to make a single system emulate a complete network. In this
system the hosts run in a different network namespace with their own network interfaces and
addresses while the switches normally work in the same network namespace as the underlying
system. The Edgecore switch is also built as an open switching platform. The Pica8 4610 model is
a Top of the Rack (TOR) switch with 48 Gigabit ports and 4 10GbE ports. It supports multiple
firmware versions with different features, including a standard Layer 2 switching Firmware and the
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aforementioned OpenFlow version. We decided to use an OpenFlow implementation because the
scope of our work is focused on OpenFlow vulnerabilities and challenges.
We chose the In-band control configuration in our emulated environment because it
provides more general results than the out-of-band control configuration. We deployed Mininet
hosts and ran Open vSwitch 1.2.2 on them so that they acted as real OpenFlow switches. OpenFlow
1.0 was selected for the control channel since it is widely supported by various controller
implementations.
There are two kinds of switches in the network: benign switches and the compromised
switches. The switches are connected to different kinds of controllers. The benign switch is
controlled by the benign controller, which is a POX controller with its default settings. The benign
controller routes data in the network using the shortest path routing algorithm and uses the link
discovery process as discussed in section 2.2.3 to get a view of the network. This benign controller
also provides the northbound REST API, which we used to get the information about the benign
controller’s view of the network. The compromised switch is controlled by the malicious controller,
which was implemented with another instance of POX. This controller is where the adversary is
situated in the network.
The hardware switch has two types of memory: static RAM (SRAM) and the Ternary
Content Addressable Memory (TCAM). SRAM allows for an indexed table of the hashes and a fast
lookup procedure by the switch. One drawback of this type of memory is that it is usually off-chip
causing some latency. TCAM is often located on the switching chip and is used to store the linear
table. It contains a tertiary state to match upon next to the binary 0 and 1, namely the X state, which
functions as a mask. TCAM is most efficient for the fields that are wildcarded in a certain flow.
TCAM is usually located on-chip, but because it’s relatively expensive it’s not possible to
implement large amounts of it on the switch [33].

33
The major difference between the hardware switch and the Mininet Open vSwitch is that
these two memories are unavailable by default which leads to inaccurate observations. However,
with active interest in the development of these tools, there are various add-on modules available
to more closely emulate hardware switch performance. For an EdgeCore switch running the Pica8
version of OpenFlow one can see in Table 4-1 that installing a single linear flow takes almost
double the time of hash flow.
Table 4-1: Average time in seconds to install a single flow from a controller in an OpenFlow switch

Pica8 OpenFlow

Install 1 Linear Flow

0.004329

Install 1 Hash Flow

0.002029

4.2 Attacker’s Controller
In this section we explain the two major responsibilities of the malicious controller: i)
spoofing the switch’s state to the benign controller, and ii) processing routing requests from the
routing queries from the compromised switches.

4.2.1 Spoofing the state of the switch
The key idea of these attacks is to make the benign controller think that the switch still
works as expected even though it is actually being controlled by the malicious controller. The
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spoofing process for the malicious controller is explained as follows. The malicious controller first
establishes a control channel to the dedicated listening port of the benign controller (i.e. port 6653)
via the compromised switch. In order to execute this, the adversary installs two forwarding rules
on the compromised switch:
•

Towards the benign controller: For a packet that has a destination of port 6653 on
the switch, the switch replaces the source and destination address of the packet with its
own address and the benign controller’s address, respectively, and then sends the
modified packet to the benign controller.

•

From the benign controller: For any packet that is received from the port 6653 of
the benign controller and is destined for the switch’s IP address, the switch replaces
the source and destination of the packet to its own address and the malicious
controller’s address, respectively. Then sends this packet to the malicious controller.

To Install these two rules, the malicious controller only needs to establish the connection
to the port 6653 (the port designated for the controller connection by OpenFlow Switch
specification) on the switch. It is then the switch’s job to forward the connection to the benign
controller making it believe that it is the connection end point.
Once this control channel has been established, the adversary then spoofs the bootstrapping
process (section 2.2.2) with the benign controller with the real information of the switch. After this
bootstrapping process, the benign controller gets the false impression that it has full control of the
switch.

4.2.2 Packet Processing
In this section we discuss how the compromised switch processes the packets it does not
know how to forward. In these cases, the switch queries the malicious controller for the instructions
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about how to route the packet. The malicious controller does not have any information about the
view of the network as it is not connected to any other switch. Thus, it has to query the benign
controller via the switch’s control channel which it previously established. The benign controller
then processes the request and sends the instruction back. The malicious controller will then
forward the query response to the compromised switch via its own control channel. As a result, the
compromised switch will receive normal instructions from the benign controller. This process has
been explained in Fig 4-1.

Malicious Controller

Switch

Benign Controller

1. Request for routing instructions

2. Forward the request to the benign controller

3. Request Reply

4. Forward the packets

Figure 4-1: The packet processing between the malicious controller and the benign controller.

4.3 Denial-of-Service Attack (DoS)
Denial-of-service attacks in SDNs involve overwhelming the computing resources of a
switch or controller. In the case of a switch, the impact is that it is unable to forward the packet as
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it would otherwise. A successful attack involves sending a large number of packets to the switch,
possibly generating new flows.
As discussed earlier, switches have limited memory resources for flow tables (TCAM and
SRAM). For instance, the Edgecore Pica8 switch used in our experiments can store up to 1800 flow
rules in its flow table. This limited size of Flow Table can be utilized for DoS attacks.
Fig. 4-2 shows the default messages exchanged between the switch and the controller when
switch’s flow table is full. Once the switch’s flow table is full, upon receiving an instruction to
install a flow rule, the switch detects that it’s flow table is full, and sends an OFPT_ERROR
message to the controller with the error code OFPFMC_TABLE_FULL. It then drops this packet.
The switch cannot forward the packets until there is space in the flow table to install flow rules.
The packets which are not buffered are not affected by this attack as no flow rules needed to be
installed for them. In our implementation of control channel-based attacks the Controller in Fig. 42 is actually the malicious controller.
The major difference between a regular DoS attack and our implementation is that in our
case the malicious controller takes over the switch's control channel to create a false view to the
primary controller. The impact of this attack is local to the switch and it does not affect the whole
network. This makes these attacks much harder to be detected as only the compromised switch is
affected and the malicious controller makes these attacks go undetected.
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Switch
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Data Packet In
OFPT_PACKET_IN
(Data Packet Header)

OFPT_FLOW_MOD
(Timeout value)

OFPT_ERROR
(OFPT_FLOW_MOD_FALED,
OFPT_TABLE_FULL)

Figure 4-2: Messages shared when switch’s Flow table is full.

In implementing this attack, packet generation is done with the help of Scapy [34]. The
Scapy packet generator is a tool used for generation of packets, sniffing, scanning, forging of packet
and attacking. Scapy is also used for generation of UDP packets and spoofing the source IP address
of the packets.
The before and after scenario of the attack is depicted in the Figure 4-3. The UDP stream
is generated from the switch using dpctl command. By observing the UDP stream rate before
(stream 1) and after (stream 2) packet flooding from a compromised host, we can easily see that
the QoS is significantly degraded (approaching 0 Mbits/s in several instances).
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Figure 4-3: UDP stream 1: Normal Performance of the switch.
UDP stream 2: Performance of the Switch after Random Packet Flood.

4.4 Man-in-the-Middle Attack (MitM)

We know that the controller is the core mechanism/software running the software defined
network, essentially defining how the software will instruct the traffic to move across all the nodes.
Therefore, according to our attack strategy of impersonating the controller, the affected part of the
network can be thrown into chaos.
When an IP datagram is sent from one host to another on a local area network, the
destination IP address must be converted into Media Access Control (MAC) address for
transmission via the data link layer. If another host’s IP address is known, and its MAC address is
needed, a broadcast packet is sent out on the local network. This packet is known as an ARP request.
The destination machine with the IP in the ARP request then responds with an ARP reply, which
contains the MAC address for that IP.
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In our attack strategy we tried to implement traffic redirection. MAC addresses provide a
layer of granular identification for hosts associated with OpenFlow controllers, and therefore the
ARP requests are an effective technique for probing hosts and revealing their topology. After a
successful probe, we can begin to monitor the traffic being transferred between the benign hosts.
ARP is a stateless protocol. Network hosts will automatically cache any ARP replies they
receive, regardless of whether or not they request them. Even ARP entries which have not yet
expired will be overwritten when a new ARP reply packet is received. There is no method in the
ARP protocol by which a host can authenticate the peer from which the packet originated. This
behavior is the vulnerability which allows ARP spoofing to occur.
We used the topology proposed in Fig 3-2 in which the host H1 (IP Address: 10.0.0.1) is
the malicious host connected to the switch S2, which has two benign hosts connected to it, namely
H2 and H3. This attack was done using the Arpspoof tool [35]. The IP addresses of host H2 (IP
Address: 10.0.0.2) and H3 (IP Address: 10.0.0.3) are found by sniffing the traffic flow in the SDN
network using Wireshark 1.12.1 packet analyzer tool on the Malicious controller C2.
Using the arpspoof tool, host H1 can see the activities or the exchange of packets between
benign host H2 and H3. Then the attacker can choose to inspect the packets before it forwards the
traffic to the actual default gateway. It can be clearly seen in Fig 4-4 that all the packets with source
and destination of host H2 and H3 are going through H1. The victim nodes are surely connected to
the network, so all the TCP and HTTP traffic is first coming to H1(malicious host) and then going
to the gateway. Similarly, any packet destined to these victim nodes is first coming to H1 and then
going to the gateway. It is very likely that the attacker can find something confidential in the
packets. Due to this reason, an encrypted session between the control and the switch could easily
make these attacks difficult to execute.
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Figure 4-4: The attacker H1 successfully wiretapped the traffic of the two hosts in the SDN network.
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Chapter 5

Conclusion and Future Work

While OpenFlow delivers an increased level of abstraction to the network using Software
Defined Networking, the same abstraction of the control plane and data plane allows a range of
vulnerabilities in the network. One of the more interesting attack vectors which we discovered in
this thesis is that the attacker is able to gain access to the control channel of a switch by
impersonating as a secondary controller to the switch. This leads to a variety of attacks which can
go undetected by spoofing the state of the switch to the honest controller.
The attacks presented in this thesis show that ill protected network elements and application
of SDNs in alternative scenarios which do not assume the geographical security of the controller
(like in datacenters) make the network particularly vulnerable to control channel-based attacks.
To prove our attack viability, we demonstrated two types of attacks on the SDN networks.
We used Mininet for virtual network emulation and attack simulation and finally reinforced our
results by applying our attack vectors on the hardware switch. It has also been shown that TLS
gives some level of protection against the control-channel based attacks. In addition, it has been
discussed that mutually authenticated TLS causes a substantial burden on network administrators
in the form of key management.
It should also be noted that there are many other vulnerabilities associated with software
defined networks which have not been discussed in this thesis. For instance, the most obvious attack
is on the controller or a network application running over it. However, much attention has already
been devoted to securing the controller but less attention has been paid to securing the individual

42
switch. Significantly, our work shows that the most commonly ignored element “the switch” can
additionally be used to formulate a fine-grained attack on SDN architecture.
The relevance of our work could be questioned by stating these kinds of attacks could have
been possible in traditional Ethernet networks. However, traditional networks have heterogeneous
network elements and use proprietary protocols to secure the network elements from such attacks
making the attacks much more expensive to execute. The OpenFlow architecture was introduced
to terminate the use of proprietary protocols and ensure uniformity in terms of routing protocols.
The attacker in Ethernet networks requires hacking of software or hardware on the switch while in
OpenFlow switches an attacker can misuse the dumb switches by misusing the standard features.
Thus, we believe our research is relevant to practical network environments.
We acknowledge our research just scratches the surface and does not discuss the ways to
mitigate suggested attacks. We believe that even more critical attacks can be conducted if an
attacker is able to break the TLS/SSL security between the switch and the controller, making the
network open to even finer grained attack. We suggest that introducing limited intelligence to the
switches (like P5 [36] switches) remains the way forward, as it decreases the overhead of the
controller at the same time gives the decision-making power to the switch when a malicious
controller is trying to connect to the network. We aim to continue our work by analyzing these
attacks in a more systematic manner.
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