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Abstract

As enormous structured, semi-structured and unstructured data are collected and
archived by organizations in many realms ranging from business to health networks to government agencies, the needs for efficient yet secure inter-organization
information sharing naturally arise. Unlike early information sharing approaches
that only involve a small number of databases, new information sharing applications are often assumed to be built atop a large volume of geographically distributed databases. Moreover, with increasing concerns on protecting the sensitive
and/or proprietary data, the organizations prefer sharing data in a more secure
and privacy-preserving manner, instead of establishing a purely full trust relationship and releasing the control over the shared data. In this dissertation, we explore
new information sharing infrastructures to address the new challenges on security,
privacy, and scalability.
We first explore access control deployment strategies in distributed information
sharing and the impacts of different deployment strategies on system-wide performance and security. From our study, we are motivated to enforce in-network access
control by combining query security checking function with query routing function
iii

in Query Brokers. We introduce a new efficient yet secure distributed information brokering system (IBS) with in-network access control enforcement. It is a
mediator-based overlay atop a number of loosely-federated databases, providing
unified on-demand data access to authorized users.
Then, we turn our focus to privacy protection. We analyze the privacy of different stakeholders in this on-demand data access process, and present two types of
privacy attacks. In distributed IBS, Query Broker with information-rich metadata
becomes the most vulnerable target of privacy attacks. To protect Query Brokers
from being abused by insiders or comprised by outside attackers, a fundamental
solution is to equip each Query Broker with only least yet necessary metadata so
that any leakage will not cause meaningful privacy disclosure. We propose a new
privacy-preserving information brokering infrastructure, with a core idea of automaton segmentation. Original Query Broker, which is a non-deterministic finite
automaton, is split into multiple segments so that compromising one or a small
number of segments will not cause severe privacy loss.
Another important type of privacy that needs to be protected is the identity of
the users who ask the query. While common privacy enhancing techniques such as
encryption can partially solve the problem, we still need more powerful tools for
better protection. In this second part of this dissertation, we study the anonymous
communication systems, and propose a new node-failure-resilient protocol that
better suits the distributed IBS scenario.
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Chapter

1

Introduction
In the past decades, the complexity and cost of data management and data retrieval
have decreased dramatically due to the development of database and information
search technologies. Large amount of data has been collected, catalogued and
analyzed in multiple geographically distributed databases. As a result, information
sharing is becoming increasingly common to support business applications in large
organizations. For example, in GM, to maintain a proper stock level of parts,
people in supply management division need to check the sale information (of car
models) gathered and managed by sales people in GM’s world-wide branches. In
such information sharing systems, the data gathered by a specific division are
typically stored and maintained in a database local to the division, but the needs
to access the data may potentially come from any remote division.
The needs for efficient information sharing arise not only within large organizations but also across organizational boundaries. In today’s business environment,
organizations seek more extensive collaborations in order to provide greater customer satisfactions. For example, large-scale health information infrastructure
Regional Health Information Organization (RHIO) is being developed to share

2
medical information collected by collaborative healthcare providers among hospitals, clinics, and health insurance companies. This work was initially motivated
by the needs for efficiently sharing data among organizations with similar or complementary interests.
Generally speaking, information sharing is a broad concept with many issues
and information technologies involved, such as electronic data exchange and information integration. The main purpose in information sharing is to aggregate,
access, and exchange data from distributed heterogenous data sources. Furthermore, in different domains, the applications and collaborations atop information
sharing system may pose special requirements and introduce new challenges.
In this dissertation, we mainly focus on the information sharing systems that
meet the requirements of inter-organizational information sharing applications,
especially the ones in healthcare domain. The challenges in these applications are
summarized as follows:
• Heterogeneity: The basic challenge in information sharing is heterogeneity.
In a large organization, it is almost inevitable that different divisions may use
different systems to collect, store, and search their data. This is always the
truth considering data sources in different organizations. Therefore, heterogeneity comes from the differences in the deployments on hardware, software,
and more commonly on data models at different data sources. Such heterogenous systems and data formats should be interfaced and translated to obtain
interoperability so as to provide unified, transparent service to end users that
request information access or exchange.
• Autonomy: Autonomy is not required in all information sharing approaches.
However, it is critical in certain inter-organizational sharing systems, where

3
the member organization wants to maintain its databases independent and
autonomous. Sometimes, this is due to financial considerations, but more
often it is because of the data confidentiality and privacy.
Take RHIO in healthcare domain as an example. A hospital is authorized
by its patients to collect personal information and health records. For better
healthcare services, a hospital desires to share such data with other hospitals, however, it is responsible to protect the patients’ privacy. The hospital
maintains autonomous databases and withholds full control of the operations
over its data, so that the data is shared carefully and restrictively.
• Security: Consider information sharing across multiple organizations, user
from one organization are allowed to access data not only within his organization domain but also residing at data sources of other organizations.
Therefore, security in such inter-organizational information sharing should
not be limited to secure data transmission via digital signatures and data encryptions as in most early intra-organizational approaches, but also include
access control and anti-DoS considerations.
• Privacy: Privacy in the proposed inter-organizational information sharing
approaches has multiple facets: the shared data has its data privacy and
location privacy concerning where such data is stored (i.e. in which organization and in which data server), the user that requests data via querying
access has user privacy (e.g. who is interested in what), and etc. Therefore, privacy of all the involved parties should be comprehensively protected
during the sharing process.
• Scalability: In the past, information sharing within an organization only in-

4
volves a small number of data servers, often at the scale of 10. However,
in modern inter-organization sharing approaches, the expected scale of distributed data sources and data requestors could be as large as millions of
databases. So, another key challenge is scalability.
• Performance: The inter-organizational information sharing services should
also be effective, flexible and agile, which introduce other challenges in query
expressiveness, handling dynamics of new data formats, and reducing overhead.
Although information sharing has been extensively studied in the past a few
years, almost all existing works focus on reconciling data heterogeneity and providing interoperability across geographically distributed data sources. For example,
complementary data at multiple heterogeneous databases in different organizations
are either physically (through data warehousing) or logically (through distributed
database systems) brought together to support applications dealing with organizational matters. These approaches tacitly assume that information from one data
source can be revealed to other data sources or be exported to a single (thirdparty) database for inter-database operations. However, such an assumption is
not always valid, especially when organizations increasingly share data across institutional, regional, or national boundaries. These organizations, on one hand,
desire to gain benefit or save cost or both from collaboration through information
sharing. On the other hand, since they are competitors in nature, they prefer to
share information in a conservative and controlled manner not only from business
considerations but also due to legal reasons.
A typical example is information sharing in healthcare domain. Healthcare information systems, such as Regional Health Information Organization (RHIO) [1],
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aim to facilitate access to and retrieval of clinical data across region-wide or nationwide collaborative health providers. An RHIO is formed with multi-stakeholder
organizations, including hospitals, outpatient clinics, medical societies and payers.
As a data provider, since its data is legally private or commercially proprietary, or
both, a health provider would not assume a free or complete sharing with other
organizations. Instead, it would rather retain a full control over the data and the
access to the data. Meanwhile, as a data consumer, a health provider requesting
data from other providers expects to leak no information (e.g. requestor’s identity,
interests, etc.) from the query process.
We, as well as other researchers [2], have observed an upsurge of the new class
of information sharing applications in other domains, such as law enforcement
and business outsourcing. These applications impose new challenges that existing
information sharing technology has not addressed. In such scenarios, sharing a
complete copy of the data with others or “pouring” data into a centralized repository managed by a third party may lead to legal hurdles and cause trust and
privacy concerns. Hence, no centralized data repository or authority is assumed
to coordinate the data among different parties. To address the need for autonomy, federated database technology has been proposed [3, 4]. It manages the data
stored in local autonomous databases with a federated DBMS and provides an
unified data access. However, the centralized DBMS still introduces scalability,
privacy, security, and trust issues.
Another approach is the peer-to-peer information sharing framework, which
enables data sharing via on-demand queries. It is often considered a solution
between “sharing nothing” and “sharing everything”. In its simplest form, when
n parties share data, every pair of them establishes two symmetric client-server
relationships. A requestor constructs complex queries that would be evaluated
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against multiple databases. However, this approach assumes 2n relationships and
is not scalable. To achieve better scalability, an overlay infrastructure has been
proposed to include not only the data sources but also a set of brokers helping client
queries to locate the right data sources [5, 6, 7, 8]. In our previous study [8, 9],
such a distributed system providing data access through a set of brokers is referred
to as Information Brokering System(IBS).
Applications atop IBS always involve some sort of consortium (e.g. RHIO)
among a set of organizations (or data sources). A typical IBS infrastructure is
shown in Figure 1.1, in which organizations in a consortium are interconnected
through a set of brokers. Each pushes metadata to its local broker to facilitate
content-based data-locationing. While databases of different organizations in a
consortium are interconnected through a set of brokers, their metadata (e.g. data
summary, data server locations, and access control policy) are “pushed” to the
local brokers, which further “advertise” (some of) the metadata to other brokers. Queries from a requestor are sent to the local broker, instead of all underlying databases, and routed according to the metadata until reaching the right
database. In this way, a large number of information sources with structured or
semi-structured data in different organizations are loosely federated through a set
of brokers to provide an unified, transparent, and on-demand data access.
While the IBS approach provides scalability and brings full autonomy to the
underlying databases, privacy concerns arise considering the fact that brokers may
be abused by insiders or compromised by outsiders. In this scenario, brokers are no
longer assumed fully trustable, unlike the servers in other approaches (e.g. a distributed database or a data warehouse). Because of the vulnerability of brokers, we
assume they are semi-honest. Such assumption is widely adopted in multi-party
computing (e.g., the honest-but-curious assumption [2]). A semi-honest broker
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Figure 1.1. An overview of the IBS infrastructure.

would follow the protocols properly to fulfill its functions, such as enforcing authentication, access control and query routing; meanwhile, it would try its best to infer
privacy of different stakeholders from the information disclosed in the process. Despite its importance, to our best knowledge, none of the existing works is designed
with a focus on preserving the privacy in information brokering. With a focus on
on demand intra/inter-organizational querying access of distributed data, in this
dissertation, we propose a general solution to the secure and privacy-preserving
information sharing problem.
In this dissertation, we propose to use an mediator-based overlay network
to build an XML information brokering system (IBS) for effective, secure, and
privacy-preserving inter-organization information sharing. The mediator employed
in the system is known as “broker”. The context is that within a consortium consisting of multiple organizations, we expect to provide unified data access to data
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requestors for accessing data not only within their own organization but also in
collaborating organizations via a global querying process.
Two assumptions are made in such mediator-based approach: first, we assume the disparate data sources store data in native XML databases or XMLsupported databases in order to address the query effectiveness requirement and
handle the dynamics in data format updates. Secondly, we assume a loosely federated database system is employed as a underlying architecture so that the data
representations of disparate data sources are already integrated. We call it as
“loosely federated” because the underlying database remains its autonomy via
federation but exposes metadata including schema and summary data to a centralized administration. As such, we can focus on the security, privacy-preserving,
and scalability aspects in the system design.

Contributions of This Work:
1. We propose the first in-broker access control deployment strategy for IBSs,
where access control enforcement is “pushed” to the brokers.
2. We design three specific in-broker deployment approaches to implement the
“pushing” idea.
3. We propose a novel IBS, named Privacy Preserving Information Brokering
(PPIB), to address the need for security and privacy protection. It is an
overlay infrastructure consisting of two types of brokering servers: brokers
and coordinators. The brokers, acting as mix anonymizers [10], are mainly
responsible for user authentication and query forwarding. The coordinators, concatenated in a tree structure, enforce access control and query routing based on the embedded non-deterministic finite automata (NFA), called
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query brokering automata.
4. In an IBS, the key to preserve privacy of different parties is to prevent curious or corrupted coordinators from inferring privacy. We design two novel
schemes for PPIB, (a) to segment query brokering automata, and (b) to
encrypt corresponding query segments. While providing “full” capability
to enforce in-network access control and to route queries to the right data
sources, these two schemes ensure that a curious or corrupted coordinator is
not capable to collect enough information to infer privacy, such as “which
data is being queried”, “where certain data is located”, or the metadata (e.g.,
access control policy).
5. We conduct a comprehensive analysis on privacy vulnerabilities of the IBS
infrastructure. The result shows that PPIB provides the most comprehensive
privacy protection for on-demand information brokering approaches.
6. We conduct comprehensive experiments to evaluate the performance, e.g.
memory consumption, processing overhead, end-to-end query directing time,
and network occupancy of the proposed schemes. The results show that
(1) in-broker access control deployment strategy significantly improves the
performance and the system-wide security; and (2) the approach is scalable
with insignificant overhead (at milliseconds level) in query routing.
The rest of the dissertation is organized as follows. In Chapter 2, we present
the main researches that are related to our work, including background and preliminary technologies that we will adopt in the system design. In Chapter 3, we gives
an overview of Information Brokering System architecture. Chapter 4 is the main
body of the work. It elaborates on the details of the proposed IBS, and discuss
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how it provides secure and privacy-preserving information access. Chapter 5 shows
experimental evaluations about the performance overheads. In Chapter 6, we turn
our focus onto anonymous communication systems that provide privacy to query
initiators from both IBS service providers and malicious attackers. In this chapter, we first present system architecture and then propose an anonymous routing
protocol that is resilient to frequent node failures. We finally analyze the proposed
CAT protocol on anonymity and resilience against a couple of typical types of attacks. Finally, in Chapter 7, we conclude our contributions with a summary, and
discuss remaining issues and future research directions.

Chapter

2

Background and Related Work
In this chapter, we summarize some of the most well-known contemporary distributed information sharing systems and related research.

2.1

Evolution of distributed information systems

Information sharing is not a new research topic. There is a huge body of literature
regarding information sharing technologies. These researches provides partial solutions to the problems in large-scale information sharing, however, none of the these
approaches addresses all the challenges at the same time. In this dissertation, we
consider two main research areas as mostly relevant to our work, and summarize
the previous work as follows.

2.1.1

Information integration

Information integration researches [11, 12, 13] can be considered as the basis of
our study. It handles the differences in the representations and formats of data
from disparate sources.
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There are many mechanisms for integrating data. Some approaches achieve
integration either via specially developed applications or employing standard programming models such as CORBA (Common Object Request Broker Architecture)
to support applications atop them. Such approaches fall short of meeting the requirements for two reasons: first, they become fat as the system scales; secondly,
they always fetch the data from disparate data sources for integration and further
processing, so they hurt the autonomy of underlying databases.
The same lack-of-autonomy problem exists in the approaches such as data warehouses and data stores [14, 15], which provide common data storage to integrate
information. In these approaches, data is extracted, transformed, and loaded from
disparate sources into a newly defined relational database to provide a global view.
Other approaches achieving integration by providing unified data access include
mediated and federated database systems. Wiederhold proposed a well-known mediator architecture [16, 17], in which an additional layer of mediators was added
between clients and back-end databases. Mediators was employed to transform
global queries into subqueries that return query results from distributed local
databases. Database federation, a more powerful mediation approach, is to associate independent databases and provide global query access through a virtual
view. In the federated approaches, although no data is actually moved from disparate databases, some resources such as schemas, raw data, or summary data are
collected and managed by a RDBMS.
Although information integration approaches provide data access functionality, most of them focus on providing interoperability and transparency among
heterogenous system but neglect other needs in inter-organizational information
sharing. Therefore, we consider our work as atop but orthogonal to such information integration mechanisms.
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2.1.2

Data querying access

A number of approaches, such as Web search, peer-to-peer file sharing systems,
and pub/sub systems, use queries to access data.
Web search focuses on locating data sources with high precision and coverage [18, 19]. However, it only supports keyword queries with limited expressiveness.
Peer-to-peer systems are designed to share files and data sets (e.g. in collaborative science applications). Distributed hash table technology [20, 21] is adopted
to locate replicas based on keyword queries. However, although these technologies
have recently been extended to support range queries [22], the coarse granularity (e.g. files and documents) still makes them short of our expressiveness needs.
Further, P2P file-sharing systems may not provide complete set of answers to a
request while we need to locate all relevant data.
Publish/Subscribe systems (e.g., [23, 24]) are based on events and provide manyto-many communication between event publishers and subscribers. They focus on
efficiently delivering the same piece of information to a large number of consumers.
Obviously, they address a conceptually dual problem compared with the one in the
proposed on demand information sharing.

2.1.3

Query through anonymous channels

When privacy becomes a critical issue, anonymous communication is becoming
desirable in many applications, from anonymous e-mail, web browsing to e-voting
and online chatting. However, exiting Internet protocols are mainly designed to
support efficient and robust packet transmission. They often fall short of addressing the anonymity requirement in communications. Security mechanisms such as
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link encryption protect messages enroute from being eavesdropped, however, the
messages can still be tracked using various sophisticated traffic analysis techniques.
Several anonymous communication systems have been proposed to address the
anonymity requirements. The first generation of such approaches focus on defending against timing attacks [25, 26]. Centralized proxies running Chaum’s MIXes
are introduced as relay nodes to reorder, delay and pad packets against timing
analysis [10].
More recent anonymous routing proposals, such as Tor [27, 28], Crowds [29],
Tarzan [30], and MorphMix [31], allow applications to set up an anonymous path
by selecting a sequence of proxies from a fixed core set as relay nodes. Session
keys are negotiated to wrap the payload and the next-hop route in nested layers
so that each relay node only knows its predecessor and successor. Therefore, not
only the data stream but also the connection is anonymized.
However, these approaches are vulnerable to relay node failures. Once the initiator chooses a specific set of relay nodes to construct the anonymous path, the
path is immutable. Hence, the failure of any relay node in a path leads to path
failure. Moreover, these systems are sluggish in responding to path failures. After
detecting a path failure from end-to-end timeouts, the system needs to reset its active relay set and re-negotiate the session keys to construct a new anonymous path,
which cannot “inherit” or reuse anything from the failing path to save time. Such
path-recovery strategy also makes these approaches vulnerable to passive attacks,
for example, the predecessor attack proposed by Wright et. al. [32]. Furthermore,
the anonymous approaches atop a static set of relay proxies suffer from scalability
problem.
As mentioned in [33], the famous anonymous approach Tor [28] is reaching its
capacity limit in supporting an increasing population. To address the scalabil-
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ity problem, peer-to-peer anonymous approaches, such as Hordes [34], AP3 [35],
Cashmere [36], and Salsa [33], etc, have been proposed. These approaches benefit
from the structured P2P network for scalability, however, they still suffer from the
intrinsic problems of peer-to-peer systems, such as node churns and high maintenance overhead.

2.2

XML Foundations

Extensible Markup Language (XML) [37] is a self-descriptive text file format to
structure and store information. Recently, XML has become a de facto standard [38] for it integrates incompatible data while preserving semantics.

2.2.1

XML Documents and Schemas

XML allows native data representations to be abstracted into semi-structured XML
documents using tags. An example of an XML document is as follows.
Example 2.1.
<?xml version="1.0" encoding="ISO-8859-1"?>
<report>
<patient sex="female">
<firstname>Alice</firstname>
<lastname>Smith</lastname>
</patient>
<code>
<displayname type="BloodCancer">Multiple Myeloma</displayname>
<note>A living tissue test is taken on 10/3/2008.</note>
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</code>
</report>
All the content between a start tag <> and an end tag </> is denoted as an
XML element (e.g. “patient” in above example). An XML document consists of
elements, attributes, and text nodes. An element may contain a set of attributes,
and other XML elements or text nodes. As a result, an XML document can be
represented as a tree structure, consisting of nested nodes and following a concrete
syntax. For example, the syntax defines there must exactly one root element in
each XML document.
In an XML document, nodes are nested in certain order, which is described
by schemas. An XML schema defines the content and structural constrains such
as which nodes are in the document and how they are nested, so it is a description of document type at a high abstract level. In general, users can define their
own schemas to describe data formats for certain applications, or they co-define a
schema for common applications in a particular domain (e.g. HL7 for healthcare,
X3D for 3D modeling, or SMD for music).
In this dissertation, we adopt the schema of XMark [39] as an example schema
for analysis and experiment validations. XMark is an XML benchmark that models
data on Internet auction application. The element relationship between (most of
the queried) elements in XMark schema is shown in a tree representation as in
Figure 2.1.

2.2.2

XPath

XML Path language (XPath) [40] was defined by the World Wide Web Consortium
(W3C) as a query language for retrieving information from an XML document.
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true or not. Please refer to the W3C specification [40] for more details about the
XPath standard.

2.3

XML Access Control

Access control is a security enhancing mechanism by permitting or denying the use
of a particular resource by a particular entity. It is critical to have access control
mechanism in any system with data access operations. There are two major areas
in access control - models and enforcement mechanisms.

2.3.1

XML Access Control Model

In the scope of this work, we focus on the widely-adopted role-based access control
model (RBAC) [41]. In this model, the administrator assign different roles to
the users. Each role is granted with a set of access rights to data (i.e. XML
nodes). Users are members of appropriate roles, and they are granted particular
access rights characterized by these roles. Due to the expressiveness of XML, a
fine-grained XML access control model was proposed in [42]. The authorization is
described as an access control security policy, which is specified via 5-tuple access
control rules (ACR).
ACR = {subject, object, action, sign, type},
where
• subject is to whom an authorization is granted (i.e., role);
• object is a set of XML nodes specified by XPath;
• action is one of “read,” “write,” and “update”;
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• sign ∈ {+, −} refers to access “granted” or “denied,” respectively; and
• type ∈ {LC, RC} refers to either “Local Check” (i.e., authorization is only
applied to attributes or textual data of context nodes), or “Recursive Check”
(i.e., authorization is applied to context nodes and propagated to all descendants).
Nodes are inaccessible by default, and negative rules take precedence upon
positive rules in conflicts.

2.3.2

XML Access Control Enforcement

Another important topics in XML access control is XML access control enforcement
mechanisms, which have been studied extensively in native XML environment.
In general, we can categorize XML access control enforcement mechanisms into
four classes: engine-level approaches, view-based approaches, pre-processing approaches, and post-processing approaches. Engine-level access control enforcement
relies on XML database engine to implement node-level security check, therefore,
it causes large overhead in processing time. The idea of view-based access control enforcement is to construct secure views that only contain data with granted
access rights. Obviously, view-based approaches suffer from excessive storage requirement and expensive maintenance. Most recently, many view-free XML access
control mechanisms are proposed to overcome the disadvantage, which fall into
the categories of pre-processing and post-processing enforcement approaches. Preprocessing approaches check user queries and enforce access control rules before
queries are evaluated, and post-processing approaches often apply security check
at client side after receiving streaming XML data. In this work, we follow the approaches of pre-processing XML access control enforcement to incorporate access
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control function into our query broker.

2.3.3

Non-deterministic Finite Automaton

Non-deterministic finite automaton (NFA) [43, 44] is a state transition machine
that allows transition from the current state to one or several or no state according
to an input symbol. The state transition is defined by certain transition functions.
An ordinary NFA can be defined as 5-tuple Ω = (X, Σ, δ, x0 , XA ), where
• X is a finite set of states;
• Σ is the input alphabet;
• δ : X × (Σ ∪ ε) −→ pow(X) is the transition function;
• x0 is the start state;
• XA ⊂ X is the set of accepting states.
ε in the above definition denotes that the NFA allows transition from one state
to another state with an empty string as input. Often, NFA that supports ε
transition is called NFA-ε.
From the definition, we see that an NFA takes a sequence of symbols as input,
and starts the state transition process from the initial state with the first input
symbol until all the inputs have been processed or reaching an accepting state.
Typically, an NFA can be described using a direct graph, such as Figure 2.2. In
the graph, each state is denoted as a vertex, and possible transitions are represented
with edges between the vertex. For any state in the NFA, there could be arbitrary
number (including 0) of outgoing edges, each is corresponding to a single symbol.
The input symbols that belong to the input alphabet form a finite-length string.
A special edge with symbol ε is designed for the ε-transition. For a state with
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Figure 2.2. A direct graph of the state transitions of an NFA that accepts string with
even 0s.

such ε edge, it may transit to along the edge without reading any input symbol
(i.e. empty symbol). In some sense, the nondeterminism is introduced by such
ε-transition.
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As an XML access control pre-processor external to the database engine, QFilter re-writes parts of incoming query Q that violate the access rights, to yield a
safe query Q0 . More specifically, QFilter access control policy enforcement checks
XPath user query Q against ACR+ and ACR− and returns the safe query Q0 [46],
which does not contain any data that violate access control policies. The desired
safe query is denoted as:

in sections 4.4, 4.5 and 4.6, we extend this basic QFilter to cover
more complex cases.

4.2 QFilter Construction
We consider XPath expressions of ACR as compositions of “four”
basic building blocks: /x, /*, //x, and //*. Complex XPath
expressions with predicates (e.g., /x[y=’c’]) can also be handled
and are further described in Section 4.4. The NFA fragment
construction for each building block is illustrated below:
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1. Accept: If answers of Q are contained by ACR+ (i.e., Q asks for answers
granted by ACR+ ) and disjoint from ACR− (i.e., Q does not ask for answers
blocked by ACR− ), then QFilter accepts the query as is: Q0 = Q;
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2. Deny: If answers of Q are disjoint from ACR+ or contained by ACR− ,
QFilter rejects the query outright: Q0 = ∅;
3. Rewrite: if only a partial answer is granted by ACR+ or blocked by ACR− ,
QFilter rewrites Q into the ACR-obeying output Q0 . Finally, Q0 is guaranteed
to be: (i) contained in Q, (ii) contained in ACR+ and (iii) disjoint with
ACR− . Note that, for rewritten queries, the output could be “UNION” of
several XPath queries.

Chapter

3

An Efficient and Secure Information
Brokering System
3.1

System Overview

In this dissertation, we aim to develop an information brokering system (IBS)
to facilitate efficient and secure information sharing across multiple organizations
with similar or complementary business interests.

3.1.1

Context

These organizations, which desire to share data with each other, always form some
sort of consortium. Parties involved in the sharing process can be simply categorized as three types: data owners, data sources, and data requestors.
Data owners are the main body that business applications have interests of
and provide services to, such as “patients” in the healthcare domain or “stocks” in
e-commerce applications. Consequently, the data is always sensitive and private,
thus, it needs to be protected from unauthorized access.
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Data sources are a set of databases that belong to multiple organizations. Each
organization is authorized by its own users (i.e. data owner) to collect and store
the data in one or multiple data sources at different locations.
A data requestor is the user of such information sharing service, which is an
authorized user of a member organization. Therefore, the data requestor is allowed
to access the data in its own organization as well as in other member organizations
by submitting queries to the IBS.
Conceptually, an IBS is a middleware system that provides transparent data
querying access. Furthermore, the system is required to address the challenges
discussed in Chapter 1.
In this dissertation, we adopt native XML or XML-supported database to store
the data collected from the data owners. As a canonical format with high readability and powerful expressiveness, XML-based data model is superior to other data
models, such as object oriented data model [47], in data exchange. The stored data
are either native XML documents or XML-based descriptions that are transformed
from data in relational format. Each database can describe data with its own data
representation. Thus, there exist different schemas in the multi-database system.
To address the heterogeneity of the underlying XML databases, and integrate
disparate schemas into a global schema, we further assume to employ the matured
data integration technology as an underlying support mechanism of the proposed
IBS. In this way, information brokering function is on top of but orthogonal to
information integration, and our design can be focused to address the remaining
challenges.
We assume the underlying databases are autonomous databases, so that the IBS
only collects metadata and summary data from these databases. Local autonomous
databases are the only parties that keeps raw data to support querying access.
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The metadata that is extracted from local databases to the IBS middleware
includes disparate schemas and data distribution descriptions. Each database may
adopt different schemas to describe its data structure, however, a global schema is
assumed to be created atop the disparate schemas after integration. Data distribution description is a summary data about how data objects are allocated among
multiple databases, which are geographically distributed across organizations.

3.1.2

Access Control Deployments

Consider an information brokerage system, where sensitive information is shared
among geographically distributed participants (e.g., users and data sources). To
make the exposition simple, we assume that each broker has a full knowledge
of whereabouts of stored data. Therefore, each broker may direct an inquiry to
relevant data sources without consulting others (i.e., single-hop brokering).
Traditional information sharing approaches often view query routing and access
control as two orthogonal issues. Query routing is a system issue that mainly
concerns costs and performance in routing, while access control is a security issue
that concerns data confidentiality. As a result, in traditional sharing systems, the
job of access control enforcement is solely left to databases. Such as in , access
control encroachment task is assigned either to local databases engines (as builtin access control enforcement) or to the centralized RDBMS (i.e. a view-based
approach).
Built-in access control enforcement is often adopted conventional relational
databases. RDBMS supports GRANT/REVOKE operations as embedded functions in database engines to enforce access control policy. From an architectural
perspective, the access control mechanism is “embedded” in the DBMS, and secu-
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Figure 3.1. Information Brokering Architecture with Embedded Access Control.

rity checking of a query takes force only after it reaches the database engine. Such
approach, shown in Figure 3.1, is called Information Brokering with Embedded
Access Control.
Some access control approaches, for example the view-based approach, decouple
the tie between access controls and DBMS and support access control external to
databases engine. Another approach proposed recently in [46] is to adopt a NFAbased query rewriter to check the accessibility of queries before sending them to
databases. Since access control mechanism is no longer associated with underlying
DBMS, logically it can be enforced at any place in the information brokering
architecture. It is typical to deploy access control mechanism near the data sources.
In this dissertation, we further move the access control mechanism from the
boundary into the “heart” of information brokering systems - the brokers, to
achieve improvements on system-wide security and end-to-end query routing performance. We call this approach Information Brokering with In-Broker Access
Control, and illustrate its architecture in Figure 3.2.
In the proposed approach, security checking of a query is taken while routing
it through the system. Thus, it requires security checking and query routing to be
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integrated seamlessly in the brokering components. We present the design of such
component in details in the next section.

3.2

Automaton-based Query Broker

An automaton-based query broker is the basic building block in the IBS design.
Similar as QFilter [48], which was first proposed to enforce role-based XML access
control in 2004, the query broker is also built based on a non-deterministic finite
automaton. It is designed to capture both the access control rules and the routing
rules in the embedded automaton, so it can enforce access control during query
routing. In this section, we elaborate on the details of the query broker design and
show how the access control task and query routing task are integrated seamlessly.
Considering there are two types of metadata, access control rules and routing
rules, in an IBS, we first employ two separate automaton-based units, each capturing one type of metadata, and merge them into one integrated automaton, namely
query broker.
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3.2.1

The Multi-Role Query Filter

Considering the role-based XML access control model we adopt in this work, the
access right granted to each role is described with a set of access control rules.
Therefore, different roles are associated with different sets of access control rules.
The original design of QFilter [49] only considers the access control enforcement
for a single role. When there exist multiple roles, a set of QFilters need to be
constructed, each for one particular role, to form an array. In the array-based
access control approach, the “role” of the query needs to be extracted to locate the
corresponding QFilter for further process. An obvious drawback of such approach
is that it is not scalable considering the large volume of access control rules and
roles: (1) as the number of roles in the system increases, the memory consumption
will increase linearly; (2) when large number of roles exists, it soon grow beyond
size of main memory, therefore, the system performance dramatically degrades.
A more efficient approach is to construct a unified NFA-based data structure to
capture all the access control rules, which belong to multiple roles. This new automaton is called Multi-Role Query Filter(Multi-Role QFilter). Queries are filtered
by Multi-Role QFilter
It filters every input query, and the output query will fall into one the the
following types:
1. Accepted: when user is allowed (by ACR) to access all the requested nodes,
the query is kept as is.
2. Rewritten: when user is allowed to access part of the requested content, the
query is rewritten into a safe one, which asks for authorized content only.
3. Denied: when user is not allowed to access any requested node, query is
rejected.
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3.2.1.1

Construction

Multi-Role Query Filter is constructed as a non-deterministic finite state machine.
A state transaction table exists at each state: it takes a sequence of symbols as
input, and allows transactions from current state to many other states according
to the input symbol.
The Multi-Role QFilter extracts the object field of an access control rule,
which is in the form of XPath expression. Since an XPath is a sequence of steps,
these steps are viewed as the input symbols for the state transaction table. Thus,
we define the Multi-Role Query Filter as a 5-tuple NFA as follows.
Definition 3.1. The Multi-Role QFilter is a special kind of non-deterministic
finite automaton (NFA). Its 5-tuple Ω = (X, Σ, δ, x0 , XA ) are:
• X is a finite set of states, which includes all steps of the XPath expressions
in access control rules;
• Σ is the input alphabet, which includes all XPath steps supported by the
global schema;
• The transition function δ : X × (Σ ∪ ε) −→ pow(X) is exactly defined
following the access control rules;
• The start state x0 is defined as the root node of the global schema;
• The set of accepting states XA ⊂ X includes the leaf steps of all the access
control rules.
From the definition, we see that such Multi-Role QFilter directly supports
three considers three types of XPath axes, child axis, descendent-or-self axis, and
attribute axis, as the QFilter approach in [48].
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The basic state transition function q 0 ∈ δ(q, x), which denotes the state transition q −→ q 0 with the input symbol as x, support the child or attribute axes. For
example, the XPath step /x denotes q 0 ∈ δ(q, x), where x may be the wildcard * or
any other symbol of the input alphabet. The -transition enables state transition
function for XPath step with the descendent-or-self axis //x. It denotes a sequence
of transitions from q to q 0 , in which the symbol x occurs once with 0 or more transitions before or after it. In summary, an XPath expression can be denoted
with four basic building blocks: /x, /*, //x, and //*, as shown in Figure 2.3 [48].
Different from the QFilter, two bit arrays are attached to each state of the
automaton in this special kind of NFA. Bit array is an array data structure, which
stores individual bits in Boolean values. One bit array is called as access list,
which indicates to which role the access control rule belongs. The other bit array
is called as accept list, which indicates if the current state is an accepting state
(of a particular role). The data structure of Multi-Role QFilter is a variation of
QFilter as shown in Figure 3.3.
Let us demonstrate the construction of Multi-Role QFilter with the following
example.
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Figure 3.4. An example Multi-role QFilter constructed with two access control rules.

Example 3.1. Considering two access control rules Rule 1 and Rule 2 that are of
two role role 1 and role 2, respectively. If we follow the QFilter approach, two
separate QFilters are constructed to capture the rules. Obviously, with multiple
common XPath steps in the access control rules, two QFilters share a set of states,
such as site, people, and person. Therefore, we introduce the bit arrays in the
automata data structure, and capture both rules in a “merged” automaton. In the
root state, site, the access list with bit array value as 0, 0 indicates this state is
accessible by both role 1 and role 2; the accept list with bit array value as 1, 0
that is attached to the state name, indicates this state is an accepting state only
for role 1. In summary, from the attached access list and accept list, we learn that:
the first three states are accessible by both roles (the access values are 1) but no
one is an accept state (the accept values are 0); state 3 is the accept state for role
1 only, while 4 is accessible and accept state for role 2 only.
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3.2.1.2

Execution

The Multi-Role QFilter takes a similar query rewriting action to enforce preprocessing access control. That is, for an input query in the form of {roleID, Q}, the
Multi-Role QFilter filters the input query Q to generate a safe query Q0 . It first
extracts the roleID, which is an integer, from the query. Then, the Multi-Role
QFilter extracts the XPath steps in Q as a sequence of input symbols.
At each state, the Multi-Role QFilter compares the input step with all the
tokens in the current state. If no mapping is found, the query will be rejected;
otherwise, it retrieves the bit value of roleID from the access list to see if the
current state is accessible by this role. If not, the query will be rejected; otherwise,
it retrieves the bit value of roleID from the accept list to see if the current state
is an accepting state of this role. If it is, the query will be accepted; if not, the
query will be forwarded to the next state. Following such filtering process, the
input query will be:
1. Accepted, if the access control rules of this role allows the access the requested data;
2. Rewritten, if the query is allowed to access a partial set of the requested
data, which can be described by a safe query Q0 ;
3. Rejected, if the requested data is entirely prohibited by the ACR.
Example 3.2. We illustrate the execution with the following example. Assume a
Multi-Role QFilter is constructed as shown in Figure 3.5. Considering three XML
queries, (1) Q1 : role1 , /site/categories/books/name will travel through states
1, 2, 3, and finally be accepted at state 4. (2) Q2 : role1 , /site/regions/asia/*
/name will travel through states 0, 1, 5, 6, 7 and 8. Based on the semantics of * in
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Figure 3.5. An Multi-Role QFilter constructed with five ACRs.

XML, it will be rewritten as a safe query: /site/regions/asia/item/name. (3)
Q3 : role1 , /site/regions/*/item/price will be denied since no accept state
can be reached.

3.2.2

NFA-based Router

Certain knowledge about the data distribution is needed in order to guide a query
to data sources with the requested data. Such knowledge is represented as routing
rules, describing which data sources stores which data objects.
Routing rules are metadata of the form R = {subject, location}, where
subject is an XPath [40] expression denoting a set of data objects and location
is a list of IP addresses. Routing rules could be expressed at different level of
specificity.
If one router is allowed to capture all the routing rules, any query can be routed
to the requested data source(s) via a single-hop routing. However, in real implementation, one router only holds a partial set of all routing rules in a distributed
setting. Thus, multiple routers should collaborate in routing an XML query to its
destined data source(s), which indicates multi-hop routing in the IP layer.
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Index rules:
I1 : {’/site/people’, 192.168.0.2}
I2 : {’//africa/items’, 192.168.0.15}
I3 : {’//asia/items’, 192.168.0.16}
Table 3.1. Example index rules.

3.2.2.1

Construction

We also adopt a NFA-based Router to capture all the routing rules. A NFA can
be constructed with the subject fields of all routing rules. For each routing rule,
the IP address in the corresponding location field is attached to its accepting
state(s). For example, in Figure 3.6, a NFA-based router is constructed with three
routing rules shown in Figure 3.1.

3.2.2.2

Execution

Query routing can be described as a destination look-up process: taking the XPath
steps as the sequence of input symbols, each XPath step is filtered against the state
transition table until reaching an accepting state. If a query reaches an accepting
state, the destination address (i.e. a list of location) at that state will be attached
to the query. If a query does not match any routing rule, it means no known data
source has stored the requested data. As a result, such query should be rejected. If
a query can reach multiple accepting states, all the destinations should be attached.
For example, if a query “//items” is sent to the NFA-based router in Figure 3.6,
it will be accepted by both states 5 and state 7. As a result, both 192.168.0.15
and 192.168.0.16 should be attached to the query.
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Figure 3.6. An example of NFA-based Router

3.2.3

Query Broker

Conceptually, the Multi-Role Query Filter and NFA-based Routing are similar in
the structures. Both of them adopt a non-deterministic finite state machine to
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Access control rules:
R1 : {role1 , ’/site/categories//*’, 192.168.0.2}, read, +, RC
R2 : {role1 , ’/site/regions/*/item/location’, 192.168.0.15}, read, +, RC
R3 : {role
192.168.0.16}, read, +, RC
Access
control rules:
1 , ’/site/regions/*/item/quantity’,

R12:,{’/site/regions/*/item/name’,
role 1, “/site/categories//*”,192.168.0.2},
read, +, RC} read, +, RC
R4 : {role
R22:,{’/site/regions/*/item/description’,
role 1, “/site/regions/*/item/location”,
read, +, RC}
R5 : {role
192.168.0.15},
read, +, RC
R3: { role 1, “/site/regions/*/item/quantity”, read, +, RC}

Index rules:
R4: { role 2, “/site/regions/*/item/name”, read, +, RC}
L1 : {’/site/regions’,
192.168.0.3}
R : { role 2, “/site
/regions/*/item/description”,
5

read, +, RC}

L2 : {’/site/categories/book/description’,
192.168.0.5}
Data location rules:

L1: { “/site/regions”, 192.168.0.3}
L3 : {’/site/regions/item/payment’,
192.168.0.1}
L2: { “/site/categories/books/description”, 192.168.0.5}
3.2. Example access control and
data location rules.
LTable
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Figure 3.7. An example of automaton based access control and routing.

state, shown in double-circle. Two binary arrays, namely access list and accept list
are attached to every state. For instance, the ones in state 4 indicate it is only
accessible by users of role1 , and it is an accept state for this role.
Considering three routing rules (I1 to I3 ) in the Multi-Role QFilter of Figure 3.5,
• I1 :{/site/regions//*, 192.169.0.3} is accepted by state 8, 9, 10 and 11,
so the IP address is attached to all the four accepting states;
• I2 :{/site/categories/book/description, 192.168.0.5} is accepted by
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state 4. Although the routing rule L2 is more specific than the access control rule (e.g. /site/categories//*), the states of the query route do not
change.
• I3 :

{/site/regions/item/payment, 192.168.0.1} does not match any

access control rule. This indicates although the described data is stored in
database at 192.168.0.1, currently no user is allowed to access the data. As
a result, this routing rule will be ignored.

Chapter

4

PPIB: A Distributed and
Privacy-Preserving Approach
When multiple parties share data via a distributed brokering infrastructure, both
data and metadata are exchanged at intermediate brokers. Privacy concerns arise
when identifiable information is collected and disseminated with no or poor disclosure control. However, in current IBS approaches, little attention has been drawn
to privacy protection. In this section, we first overview different types of privacy
and the threat model, and then propose our privacy-preserving IBS solution.

4.1

Privacy involved in IBS

In a typical information brokering scenario, there are three types of stakeholders,
namely data owners, data providers, and data requestors. Data providers collect
data about data owners and share it with data requestors of its own and of other
providers. Each stakeholder has its own privacy.
A data owner’s privacy is identifiable data and the information carried by this
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data. For example, one’s medical records reveal her personal life. Some people
may feel insulted or embarrassed when their medical or psychological conditions
or treatments are disclosed. Some people concern that such disclosure would affect
their insurance coverage or employment. Therefore, data owners sign strict privacy agreements with data providers to protect their privacy from unauthorized
disclosure and unauthorized use.
Data providers store the collected data on different servers, and create two types
of metadata, routing metadata and access control metadata, for data brokering.
Routing metadata describes data distribution over data servers, access control
metadata describes a collection of data that a legitimate requestor can access.
Both types of metadata are considered privacy of a data provider.
A requestor considers the identifiable information disclosed through the query
process as privacy. For example, when a requestor queries about AIDS treatment
to the system, an attacker intercepting the query would locate her identity, and
infer her interests or purpose.
In existing IBSs, privacy of the three stakeholders is either explicitly or implicitly disclosed to a certain extent in the information brokering process. To facilitate
content-based data locationing, data providers push routing metadata and access
control metadata to both local and remote brokers [5, 8], and therefore disclose
their data locations to the brokers. When a requestor constructs a query, she discloses her query location (which usually leads to her identity) and the query content
to the brokers enroute. Moreover, if the query involves a specific personnel, his
privacy may also be disclosed from its content (please see the attribute-correlation
attack below for detailed discussions).
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4.2

Threat model

Since brokering servers are either contributed by member organizations or maintained by third parties, we adopt the semi-honest assumption and assume they
are not fully trusted. Therefore, we assume two types of adversaries, outside attackers and curious or corrupted brokering servers. Outside attackers passively
eavesdrop communication channels. Curious or corrupted brokering servers, while
performing legitimate operations, also actively log all the activities to infer private
information. As we have discussed above, privacy of different stakeholders could
be inferred from five types of privacy-related information. Therefore, adversaries
need to first collect such information, and then correlate them for inference attacks.
Although outside attackers may find difficult to eavesdrop the data over the
communication channels due to link encryption, they can also learn query location
and data location from local eavesdropping. A curious or corrupted brokering server
could do more: it can (1) learn query content and query location by intercepting
a local query; (2) learn routing metadata and access control metadata from local
data servers and other brokers; (3) learn data location from routing metadata it
holds.
With one or several types of such privacy-related information, the attacker
launches attacks to infer the privacy of different stakeholders. We classify the
attacks into two major classes, the attribute-correlation attack and the inference
attack.
Attribute-correlation attack. Once an attacker intercepts a query, he extracts

the query statement, which typically contains one or several predicates. Each
predicate describes query conditions to restrict the scope of the query. A query
condition is expressed with a specific attribute, sometimes involving sensitive and
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private data (e.g. name, SSN or credit card number, etc.). If a query has more
than one predicate, the attacker can “correlate” the corresponding attributes to
infer sensitive information about the data owner. This attack is known as the
attribute correlation attack. We illustrate this attack with the following example.
Example 4.1. A tourist Anne is sent to the emergency room at California Hospital. Knowing nothing about Anne, doctor Bob queries for her medical records
through a medicare IBS. Since Anne has the symptom of leukemia, the doctor restricts his search scope with two predicates: “name equals to Anne”, and
“symptoms equal to leukemia”. This query would be routed through a number of
brokering servers of the IBS before it reaches a database with matching record.
Any malicious brokering server enroute can guess “Anne has a blood cancer” by
correlating two predicates in the query.
Despite its sensitivity, query content including its predicates cannot be simply encrypted since it is a necessary information for content-based query routing.
Hence, a dilemma exists. On one hand, we need to allow the brokering servers to
view query content in clear-text so that they can efficiently route the query to the
right data servers; on the other hand, we need to protect query content, especially
its predicates, to defend against the attribute-correlation attack.
Inference attack. More severe privacy leak occurs when an attacker aggregates

more than one type of the privacy-related information, and associates them for
inference. This attack is known as the inference attack. Attackers can obtain
explicit and implicit knowledge about the stakeholders by combing different types
of privacy-related information. By “implicit”, we mean the attacker infers the fact
by “guessing”. For example, an attacker can guess the identity of a requestor from
her query location (e.g. IP address), data description (e.g. data about credit card)
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from routing metadata and access control metadata, the identity of the owner
of the queried data from query content (e.g. name or SSN in the predicate).
Attackers can also obtain information from public data outside the system to
help his inference about the stakeholders. For example, if an attacker identifies
a data server located at a research center famous for cancer studies, he can tag
the related queries as “cancer-related”. Next, we summarize the combinations of
different types of privacy-related information, and the reasonable inference that
can be made under each combination as follows.
• From query location & data location, the attacker infers knowledge about
who (i.e. a specific requestor) is interested in what (i.e. a specific data). Since
this knowledge reveals a personnel’s interest, third-party agencies could abuse
it for business purposes, such as disseminating classified advertisements.
• From query location & query content, the attacker infers knowledge about
who is interested in what, or where who is, if the query has predicates describing one’s interests (e.g. symptom or medicine) or identifying a personnel
(e.g. name, SSN, or address).
• From query content & data location, the attacker infers which data server
has which data. Hence, the attacker can create artificial queries or monitor
a large number of real queries to learn the data distribution of the system,
which could be used to conduct further attacks.

4.3

Broker-Coordinator Overlay

As shown in Figure 4.1, we consider a broker-coordinator overlay consisting of
N brokers and M coordinators, denoted by B1 , B2 , ...BN and M1 , M2 , ...MM , re-
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Figure 4.1. System architecture of a distributed information brokering system
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spectively. Based on their functions, coordinators
are classified into three types:
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Mi+1 , ...MN . All the coordinators form a coordinator tree of height h: (1) The rootData

Serverqueries. (2) Each
coordinator is the root of the tree. It is an entrance for incoming

intermediate coordinator holds a specific segment of an access control automaton
Broker-Coordinator
(see Section 3). It also holds
the
location information
of its child coordinator(s),
Network
Phase 4

which holds the “next segment” of the automaton. (3) Each leaf-coordinator holds
an NFA-based query indexer, which was constructed from indexing rules. At runtime, it forwards safe queries to data servers, which has the data to answer it.
In this framework, the number of coordinators, M , and the height of the coordinator tree, h, are highly dependent on how access control policies are segmented.
In the broker-coordinator overlay, brokers and coordinators work separately and
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cooperatively. N brokers are distributed in the DIBS system so that each user is
directly connected with at least one local broker. Each local broker also has direct
link with at least one active root-coordinator. Coordinators are replicated to provide efficient and reliable service. We also introduce a centralized control point,
the super node, into the PPIB approach. It is responsible for initiation setting and
key management in the whole information brokering process .
In PPIB, the responsibility sharing principle is implemented for two purposes.
(1) To protect user privacy: a user query is divided into access-control-related part
(e.g., the role of the user and query content) and user-privacy-related part(e.g.,
authentication information, location, etc). The first part is visible to coordinators
for access control enforcement; while the second part is visible to local brokers for
authentication. Encryption is adopted so that access-control-related information
is not visible to brokers, although they route it to the root-coordinator. (2) To
protect data privacy and access control policy privacy: ACRs and data object
distribution information are divided and distributed to several coordinators. As a
result, PPIB only requires minimal trust (or honesty) in each coordinator, as shown
in Figure 4.2, where “Hide” means “no need to trust”. It is clear that whenever
the system’s level of trust in each brokering component can be lowered without
hurting privacy, the system’s privacy protection capability will be enhanced.

4.4

Automaton Segmentation

An innovative Privacy Preserving Information Brokering (PPIB) framework is
proposed to address the user/data/metadata privacy vulnerabilities associated
with existing distributed information brokering systems. It adopts the view-free
automaton-based access control mechanism [8, 46], and extend it in a decentral-

46

User
Location

Query
Content

Data Server
Location

Data Object
Distribution

Access
Control Policy

Index
Information

Broker
RootCoordinator

Trust

Hide

Hide

Hide

Hide

Hide

Hide

Coordinator
LeafCoordinator

Hide

Trust
(Partially)
Trust

Hide

Hide

Hide
(Partially)
Trust
(Partially)
Trust

Hide
(Partially)
Trust
(Partially)
Trust

Hide

Hide

Trust

Hide

Hide

Trust

Data Server

Hide

Trust

Trust

Trust

Trust

Hide

Privacy Type

Figure 4.2. Brokering components have restricted trust on system privacy.

ized manner with our Automaton Segmentation scheme. The idea of automaton
Local

Global

Malicious

Collusive

Privacy Type comes from the concept of multilateral security: split sensitive insegmentation
Eavesdropper
Eavesdropper
Broker
Coordinators
Exposedheld byExposed
Protected
User Location
formation
to largelyExposed
meaningless shares
multiple parties
who cooperate to
Query Content

Protected

Protected

Protected

Access Control Policy

Protected

Protected

Protected

Protected

Protected

Protected

share the privacy-preserving responsibility.

Our automaton segmentation scheme first divides

Index Information
automaton
Data Object into
Distribution

Only if root-coordinator
is corrupted
Only if all the
coordinators collusively
collaborate
the global
access

control

Protected

Only if all
several segments. Granularity of segmentation
is the
controlled by

coordinators collusively
collaborate
a parameter partition size, which denotes how many XPath
in the global
Only if states
leaf-coordinators
Protected
Beyond Suspicion Protected
Data Server Location
are corrupted
server the
if leaf-granularity
automaton
are partitioned and put
intoand
one
By andData
large,
Brokers
thesegment.
Components
exposed
Rootcoordinators are
Brokers
root-coordinator coordinator
to DoS attacks
corrupted

Protected

Protected

Protected

is a choice of the system administrator. Higher granularity leads to better privacy
preserving, but also more complex query processing. Each accept state of the
User Privacy

Data Privacy

Metadata Privacy

global automaton
is specially
partitioned
as a separate
Then we assign
User Location
Data
Server Location
Access segment.
Control Policy
Query
Data Object
Distribution
Query
Indexing
Guidelines
each segment
toContent
one independent
site.
As a result,
a site
in essence
holds a small

automaton. At run-time, it conducts NFA-based access control enforcement as a
stand-alone component. However, in the state transition table of the last state of
each segment, the “next state” points to a root state at a remote site, instead of a
local state.
In PPIB, a site is actually a logical unit. So a physical coordinator (i.e., a
machine) can in fact hold multiple sites. For convenience, we add dummy accept
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Figure 4.3. An example to illustrate automaton segmentation scheme.

states to each automaton segment. The dummy accept states do not accept queries.
Instead, they are used to store the location of actual “next states,” i.e. the address(es) of the coordinators who hold the next segment of the global automaton.
At runtime, they are used to forward the halfway processed query to the next coordinators. On the other hand, only the sites holding original accept states accept
queries and forward them to the data servers. As a result, access control and query
brokering are seamlessly integrated at coordinators, and the global automatonbased query brokering mechanism is decentralized and distributed among many
coordinators.
In the simplest form, an access control automaton can be segmented to the
finest granularity to best preserve privacy. In this case, each automaton state is
divided into one segment and deployed at one site. Algorithm 1 demonstrates a recursive algorithm for finest-granularity automaton segmentation and deployment.
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As an example, the global automaton shown in Figure 3.7 is partitioned into 11
segments as shown in Figure 4.3. For instance, Site 0 holds state 0 of the global
automaton (symbol “site”); and a dummy accept state which holds the address of
Site 1.
Example 4.2. In this example, we illustrate how to enforces access control with
decentralized automata. First, let us assume the input query is Q=/site/regions
/asia/item[name=’Abacavir’]/location.
When Q arrives at Site 0, the first XPath step “/site” is accepted. As the
dummy accept state of Site 0 points to Site 1, Q is forwarded to Site 1. Then,
the second XPath step “/regions” is accepted and the corresponding dummy
accept state directs the remaining query to Site 5. There, Site 5 accepts “/asia”
(wildcard “*” matches any input token) and forwards Q to Site 6. At Site 6,
element name “item” is first accepted. Since the automaton segment does not carry
any predicate states, the predicate from Q is kept as it is. Finally, “/location” is
accepted at Site 7, and Site 10 forwards the query to data server at 192.168.0.3.
Note that, “Abacavir” is a medicine used in AIDS treatment. Therefore, the
query Q, as well as related data and metadata, are all highly private and sensitive
information. Under the automaton segmentation scheme, metadata privacy is
preserved by dividing metadata into multiple sites. In Section 4.4, we will further
analyze this example to show how we protect query and data privacy.
If there are wildcard “*” or descendent “//” in the query, access control enforcement in the partitioned automaton becomes more complicated. The query
may match multiple keywords at a particular site (e.g., the “/*” step in a query
matches with all tokens in the automaton segment). Thus the query is split into
several branches, each of which continues to be processed in the automaton inde-
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pendently. The process is similar to the un-partitioned global automaton.

4.4.1

Automaton Segments Distribution and Replication

In our design, a site is a logical unit which hosts one segment of the global automaton. A physical network peer which holds one or more logical site is called
a coordinator. Especially, the coordinator holding the root node of the global automaton is called the root-coordinator; the coordinators with the accept states of
the global automaton are called the leaf-coordinators; and the others are called
intermediate coordinators.
Sites could be flexibly replicated. For a site Si , we first make a replication
Si0 . Then, for all sites that forward queries to Si (i.e., whose dummy accept states
point to Si ), we change the pointers, re-route some of them to Si0 . For instance,
we can create a replication of Site 0 of Figure 4.3 without changing any other site
since it is the root. On the other hand, if we create a replication of Site 1, we need
to change the dummy accept state of Site 0 to route a portion of the queries to
this replicated site. Moreover, replicates of different logical sites could reside at
one physical node. For instance, Site 2 and Site 6 in Figure 4.3 could be hosted
at one coordinator and do not hurt the ACR privacy. This is because the two
segments they are holding do not belong to the same rule, and combining them
cannot provide any extra hint on ACR.
However, for simplicity, throughout the rest of the dissertation, we assume that
each coordinator only host one site, and we do not consider replications of sites.
Therefore, we do not specially distinguish logical sites and physical coordinators
anymore, and we will mainly use the term coordinator.
We also need to clarify that our PPIB approach supports co-existence of multi-
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Index rules:
I1 : {’/site/categories/category/description’, IP1 : 206.132.1.120}
I2 : {’//asia/item[reserve]//*’,
IP2 : 210.128.110.4}
Routing rules:

/site/categories/category/description, IP1: 206.132.1.120

I3 : {’/site//*/bidder//*’, IP3 : 130.203.0.1}
//asia/item[reserve]//*, IP2: 210.128.110.4

Table 4.1. Index rules to be processed.
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Figure 4.4. Filtering routing rules against the schema.

ple schemas. All access control rules based on the same XML schema are captured
in one automaton; and independent automatons are constructed for rules from
different XML schemas. Independent automatons could be merged by combining
the root coordinators.

4.5

Broker tree construction

Since our work is orthogonal to information integration, we simply assume a global
integrated schema (e.g. HL7) is shared among all organizations in a consortium.
The schema is a structural description of the syntax of XML documents. If we
model the schema as a tree, every node denotes an element or attribute of the
schema and the edge between two nodes represents the parent-child relationship.
Routing rules are collected from distributed data sources (by means of query
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searching) based on the global schema. Considering the XPath expression in the
subject

field of a routing rule, it denotes a set of nodes in XML documents. Filter-

ing the subject field of a routing rule against the global schema, we can locate a
subtree. Then, we attach the address(es) in the location field to the root of the
subtree. In this way, we can create a centralized routing schema for query routing,
similar as in [9].
An example in Figure 4.4 shows that the addresses (i.e. IP1 , IP2 and IP3 ) are
attached to the roots of three subtrees (i.e. nodes description, item and bidder)
when three routing rules are filtered against the XMark schema.
Next, we divide the routing schema into multiple sub-trees (namely routing
segments) in a way that every leaf-node of a subtree points to the root-node of
its child subtree. We allow flexible granularity in schema dividing : a more finegrained schema dividing results in less nodes in a routing segment, which indicates
well-protected privacy but increased maintenance cost. For each broker, we assign
a unique routing segment to it, and attach its address to the leaf-nodes of the
parent routing segments. In this way, the brokers are connected in a tree structure
according to the relationship of their routing segments. Figure 4.5 shows a broker
tree consists of 27 routing segments based on the routing schema in Figure 4.4(b).
Since routing rules are split into segments in a broker tree, several brokers need
to cooperate to complete the routing task. Let us denote by q={qseg1 ||...||qsegn } an
XML query with n segments. The content based routing process can be simply
described as following. The query q is first sent to the root broker B1 , where qseg1
is processed against the routing segment at B1 . If the routing segment matches
with qseg1 , the query will be forwarded to the broker whose address is attached
at B1 ; otherwise, the query will be dropped. The same process follows until the
query is dropped by some broker or reaches the final data source.
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The detailed content-based routing process is demonstrated in Algorithm 2.
The routing algorithm takes q={qseg1 ||...||qsegn } as input, with a pointer to the
site
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Similarly, we forward q to all destinations in the routing table. The rest of the
code processes child axis with element name tests (e.g. “/foo” steps). At line 11,
we first check if the requested element name exists in the routing table. If element
name is not in the routing table, the query is dropped at line 23. Otherwise, we
forward q to the next hop as defined in the routing table.
Please note that the real implementation is heavily dependent upon the actual
programming language and the chosen data structure. In this dissertation, for ease
of understanding, we provide the pseudo code at very ad-hoc level.
Difficulty of this approach exists in that for any query, the route is almost
unpredictable beforehand. Not only what are the brokers enroute but also the

reserve
name
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Algorithm 1 Automaton Segmentation: Deploy()
Input: Automaton State S
Output: Site Address: addr
for each symbol k in S.StateT ransT able do
addr=Deploy(S.StateT ransT able(k).N extState)
DS=CreateDummyAcceptState()
DS.N extState ← addr
S.StateT ransT able(k).N extState ← DS
end for
Site = CreateSite()
Site.addSegment(S)
Coordinator = GetCoordinator()
Coordinator.AssignSite(Site)
return Coordinator.address

Algorithm 2 XPath content-based routing
INPUT: Query q with a pointer to the current step.
1: {axis, name, predicate}=decomposeXPathStep(q.currentStep)
2: if axis = “descendant − or − self 00 then
3:
for all next in (routingTable.Next[ ] ∪ routingTable.nullPred[ ]) do
4:
Forward q to next
5:
end for
6: else if name == “ ∗ ” then
7:
q.MoveToNextStep()
8:
for all next in routingTable.Next[ ] ∪ routingTable.nullPred[ ] do
9:
Forward q to next
10:
end for
11: else if name IN routingTable.elementName[ ] then
12:
next=routingTable.Next[name]
13:
q.MoveToNextStep()
14:
if predicate! = NULL then
15:
next=CheckPredicate(decomposePredicate(predicate))
16:
Forward q to next
17:
else
18:
for all next in routingTable.nullPred[ ] do
19:
Forward q to next
20:
end for
21:
end if
22: else
23:
return Destination not found
24: end if
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routing policy of each involved broker are unknown to the requestor. To tackle
this problem, we propose to associate the query with the routing policy of each
broker through the global schema that is publicly available.

4.6

Query Segment Encryption Scheme

To protect user/data privacy that may be revealed by the queries, we propose a
query segment encryption scheme, which is a good instance that combines data
avoidance principle (i.e. encrypting sensitive data) with multilateral security principle (i.e. multiple parties cooperate to take one task, while each party only holds
one share of sensitive information).
When an XPath query is being processed at a particular state in the NFA, the
query content naturally splits into two parts: XPath steps that has been processed
by NFA (accepted or rewritten), and XPath steps to be processed. Although the
whole query will be forwarded to the coordinator who holds the next NFA state,
NFA will only take the unprocessed steps as input. The idea of query segment
encryption scheme is to encrypt the processed part of a query so that subsequent
coordinators have only an incomplete view of the query content. For encryption, a
trusted authority is needed for key distribution and management. In our scheme,
this trustee is the super node. Whenever the root-coordinator receives a query, it
requests the super node to create a pair of public/private keys of the query and
sign the public key to itself.
The notions used for encryption are defined as follows: both the public and
private keys of an XML query are denoted as P ubQ and P rivQ , respectively;
then the corresponding encryption and decryption of string M are denoted as
Encrypt(M, P ubQ ) and Decrypt(M, P rivQ ), respectively; for the symmetric en-
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cryption scheme, we denote the encryption and decryption applied to message M
with secret key K as EK (M ) and DK (M ), respectively.
When an XPath query Q = s1 s2 ...sn first arrives at the root-coordinator, it
becomes the input to the automata segment. Suppose automata segment takes s1 ,
generates s01 and reaches the dummy accept state (when s1 is accepted, s01 = s1 ,
when s1 is rewritten, s01 <> s1 ). The root-coordinator then requests a new P ubQ
from the super node and encrypts s01 as (EK1 (s01 ), Encrypt(K1 , P ubQ )), where K1
is the secret key of the root-coordinator. Both encrypted part and the remaining
query are forwarded to the next coordinator. If the query passes all intermediatecoordinators and reaches the leaf-coordinator, the whole query will be encrypted
as EK1 (s01 ), EK2 (s02 ), ..., EKn (s0n ). Thus, the entire query content is hidden from the
leaf-coordinator.

4.6.1

Level-based Encryption Scheme

A simple solution to meet the encryption requirement is to encrypt each query
segment with the public key of the responsible broker. For example, assume an
input query q=/site/regions/asia/item[@id= 10028]/name. If q is processed
through the broker tree in Figure 4.5, the query segments /site, /regions/asia,
and /item[@id= ‘10028’]/name will be processed by brokers B1 ,B2 , and B8 , respectively. So, we can encrypt the three query segments, each with the related
public key.
However, a fundamental problem in the proposed PKI-based solution occurs
since we assume no centralized routing authority exists after offline broker tree
construction process. For any query, the route through the broker tree is unpredictable since neither the brokers enroute nor their public keys to decrypt portions
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of the route are known.
Therefore, we propose a more effective solution, which encrypts query segments
while mitigating the dependency of routing, namely level-based encryption scheme.
Instead of assigning a pair of public and private keys to each broker, we assign them
to all the brokers in the same level1 . The concept of level is defined as the distance
from a node to the root of the tree.
Taking the broker tree in Figure 4.5 as an example, brokers B2 , B3 , B4 , B5 , B6 ,
and B7 are all belonging to level 1. Moreover, if a routing segment contains nodes
belonging to more than one levels, all the relevant private level key will be assigned
to that broker. Since an XPath expression in an XML query is a location path consisting of s sequence of steps, we will encrypt the XPath steps with corresponding
public level keys, e.g. encrypting the ith step with the public key of level i.
We elaborate on this aspect with an example shown in Figure 4.6. The routing
segment RS2 is assigned to broker B2 , where the node regions is of level 2 and
the node {africa, asia, ...} is of level 3. Therefore, the private level keys P r2
and P r3 are also assigned to broker B2 . When there is an input query Q1 , the
XPath steps of the query are encrypted accordingly.
Remarks: (1) There exists a centralized administration (CA) in the system. The
CA is responsible for off-line broker-tree construction, routing rule updating, key
distribution, and online key management. (2) We adopt the broadcast encryption
scheme [50, 51] to create public and private level keys. From this scheme, brokers
with nodes of the same level obtain their own private keys, instead of sharing a
same private level key. The public key of any given level is generated based on the
1

We adopt the broadcast encryption scheme [50, 51] to create public and private level keys so
that the public key of any given level is generated based on the private keys of all the brokers at
this level.
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We employ a simple example (as shown in Figure 4.8(a)) to further elaborate on the mismatching problem. We denote by Ei the encryption process with
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Figure 4.7. Example of the mismatching problem caused by the descendent-or-self axis
in a query.

public level key P ui and Di the decryption process with private level key P ri .
The input query is Q2 = /site//item/name. Three XPath steps of Q2 are encrypted with the public keys of level 1, level 2, and level 3, respectively. If we
send Q2 into the global schema tree of Figure 4.4, the XPath step “/name” is an
XPath node of level 5, which should be processed by broker B8 along the path
“/site/regions/{africa|asia|...}/item/name” in Figure 4.5. However, following the level-based encryption scheme, broker B2 , with the private level keys of
level 2 and 3, will first decrypt the XPath step “//item” at the node “regions”
and add a step “/regions” to the original query; and then decrypt the XPath
step “/name” at the node “/{Africa|Asia|...}” and add another step “Asia”
to the query. As a result, B2 uncovers the XPath step (i.e. /name) that it is not
authorized to access because of the descendant-or-self axis in the second XPath
step of the query.
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Figure 4.8. Example of the solution based on commutative encryption scheme.

The descendant-or-self axis (and the corresponding query segment) should be
continuously processed until matched or it reaches a leaf broker. This causes
mismatching in the initial segment-broker pairs.
From Figure 4.8(a), we can clearly see mismatching occurs at the third broker:
it has the private level key to decrypt query segment /name, however, due to
the occurrence of a “//” in the previous segment, the third broker is no longer
responsible for the third segment /name. If it continues to decrypt the query
segment, two irrelevant brokers, the third and fourth ones, would view segment
/name and hence violate the privacy preserving spirit.
However, if the third broker does not decrypt the segment, in previous levelbased encryption scheme, no further broker is capable to decrypt to decrypt it and
the query routing fails.
To tackle this problem, we propose a new encryption scheme based on well-
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known commutative encryption algorithms [52, 53, 54]. Commutative encryption
is a collection of algorithms that have the property of being commutative. In
short, an encryption algorithm E(.) is commutative if for any two keys e1 and
e2 , Ee1 [Ee2 [m]] = Ee2 [Ee1 [m]], where m is the message to be encrypted. We adopt
Pohlig-Hellman exponentiation cipher with modulus p as our commutative encryption function. The encryption function E[M ] = M ei mod p, and the decryption
function D(C) = C di mod p, where p is a prime number, and ei and di are encryption and decryption keys, respectively, and satisfy ei di ≡ 1 mod (p − 1).
We employ the commutative encryption algorithm in order to make flexible
switching of decryption sequence possible. The commutative-based encryption
scheme introduces a commutative symmetric key for each level, namely commutative level key Ci . Besides being issued to brokers of level i, Ci is also issued
to all the brokers at level Ci+2 . The public and private level keys P ri and P ui ,
as defined in level-based encryption scheme, are also defined and assumed to be
commutative. Moreover, a pointer p is introduced to indicate the XPath step to
be processed by the current broker. A broker will always decrypt the XPath step
marked by the pointer with its private level key, and move the pointer to the next
XPath step.
Commutative encryption scheme is an improver for the level-based encryption
scheme. In general, the brokers process XPath steps of a query in the same way as
they do following the level-based scheme. When encountering a step with wildcard
“//”, and the token in wildcard step does not match with the one in its routing
segment, the broker will launch the special commutative encryption process, which
is summarized as follows: first, the broker starts the set wildcard processing stage
by setting a flag f = 1. Then, it encrypts all the following unprocessed XPath
steps with its commutative level key. Considering the example in Figure 4.8(a), the
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XPath step “/name” is encrypted with key C2 at the node “regions” of B2 . The
following brokers compare the wildcard token with the one in its routing segment.
If they do not match, the broker, says Bj , will apply two symmetric commutative
keys onto all the XPath steps in the query. This guarantees every unprocessed
XPath steps are protected by the commutative keys of the current level and its
upper level. If they match with each other, Bj will set f = 2 to indicate postwildcard processing. In this stage, a broker encrypts all the unprocessed steps with
Cj and decrypts them with Cj−2 . As shown in Figure 4.8(b), B2 wraps unprocessed
query step /name with the commutative level key C2 and C3 . Then, when B8 finds
“//item” matches with the token in its routing segment, it decrypts /name with
C2 and C3 , accordingly.

4.7

Query Brokering Process

In this section, we summarize the query brokering process in the proposed IBS by
putting the pieces together. Generally speaking, when a data requestor initiates
a query, it will be processed by its local broker, a set of coordinators, and a set
of data servers, respectively. After the data servers evaluate the query, the requested data will be returned to the requestor via a chosen coordinator and the
local broker. Therefore, we can describe the brokering process in four phases, as
shown in Figure 4.9. At different phases, the query is processed by different types
of brokering servers, therefore, it will be represented in different forms.
Phase 1: from data requestor to broker
When a data requestor initiates a query Q, she needs to: (1) encrypt every XPath
step of the query with the corresponding public level key (of the coordinators); (2)
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Figure 4.9. We explain the query brokering process in four phases.

attach her roleID to the query; (3) generates a unique session key for this particular
query, denoted as SKQ . The session key will be used to encrypt the returned data,
so it will be further encrypted with the public key of the data servers.
For example, assume a data requestor who belongs to role1 creates a query Q:
/site//asia/item[@name="AK47"]. The query sent to the local broker will be in
the form as below:
Query:
</site>pk1 <//asia>pk2 </item[@name="AK47"]>pk3
Metadata: < role1 >pk1 , < SKQ >pkDS
Phase 2: from broker to coordinator overlay
When the local broker receives the query, it will: (1) verify the identity of the data
requestor; (2) creates a unique query ID for this query, and encrypts it with the
public key of the data servers; (3) attach its own IP address to the query as the
return address; (4) permute the input queries from a number of data requestors
to defend timing attacks. After processing, the broker sends the query to the
root-coordinator. The query is in the form as below.
Query:

</site>pk1 <//asia>pk2 </item[@name="AK47"]>pk3

Metadata: < role1 >pk1 , < SKQ >pkDS , < IDQ , IPbroker >
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Phase 3: route query within coordinator overlay
When the root-coordinator receivers the query, it first decrypts the roleID and
the first XPath step with its private level key sk1 . Then, it checks the recovered
query segment against its automaton to determine the next coordinator. The processed segment will be encrypted with the public key of the data servers. At the
following coordinators, the query segments will be processed according to the automaton segmentation scheme and the query segment encryption scheme proposed
in earlier this section, until it reaches a accept state at the leaf-coordinator. At
the leaf-coordinator, all the query segments have been processed and encrypted.
Then, the leaf-coordinator determines the corresponding data server location (e.g.
135.176.4.56 for this query), and sends the query to the data server. At the leafcoordinator, the query is changed to the following form:
Query:

</site>pkDS </regions>pkDS </asia>pkDS </item[@name="AK47"]>pkDS

Metadata: role1 , < SKQ >pkDS , < IDQ , IPbroker >
Phase 4: from data provider to data requestor
Obviously, when a data server receives the query, all the sensitive fields of the query
are encrypted with the public key of the data server. So, it can easily recover these
fields, and evaluate the query. Then, the data sever prepares the returned data by
encrypting it with the session key of the query, i.e. < data >SKQ . Finally, instead
of returning the data directly to the broker, the data server randomly picks one
of the leaf-coordinators that connect with itself as a relay. In this way, the broker
will have no clue about the data server location. Once receiving the returned data,
the broker retrieves the identity of the original requestor based on the query ID.
Also note that, for any query that is denied at a particular brokering server, the
brokering server will simply discard the query and return a fail message along with
the IDQ to the original local broker at IPbroker . Finally, the data requestor receives
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the data and recovers it with the query session key SKQ .
Metadata at the chosen leaf-coordinator: < data >SKQ , IDQ , IPbroker
Metadata at the local broker:
< data >SKQ , IDQ
Obviously, the data requestor in the above example may not want others to
know he is querying for information about guns. The data server at 135.176.4.56
may also want to hide the fact that it has such information. In the proposed
PPIB system, the broker knows the identity of the requestor, however, it has no
clue about the query; the coordinators only view a portion of the query as well as
a portion of the metadata, which is meaningless; and the leaf-coordinator knows
the location of certain data servers, but it has no clue about the data stored at
the these data servers. Therefore, we can conclude that the privacy of all the
stakeholders has been well protected using the proposed schemes in PPIB.
Example 4.3. Let us revisit Example 4.2. The user is asking for the location
of item “Abacavir”, a medicine typically used in AIDS treatment. Obviously, the
user does not want anyone to know that she queried for this item. Moreover,
it is a potential risk if others know that the particular data server 192.168.0.3
holds “Abacavir” information. In our PPIB framework, the broker only knows user
identity, but not the query itself. The root coordinator knows the query, but not
the user identity or query location. Other coordinators know only partial contents
of the query, but not the user identity or query location. The leaf coordinator
knows where the data is located, but it has no hint about the query, i.e., it knows
“where”, but not “what”. We can further examine this example according to
Figure 4.3. As a conclusion, note that all of user, data, and metadata privacies are
protected in our proposed PPIB framework.
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Figure 4.10. A. The data structure of an NFA state; B. Extend the predicate table.

4.8

Handling the predicates

In previous sections, we present the privacy-preserving information brokering approach atop the query brokering automaton proposed in [8]. This automaton plays
an important role in secure query routing. However, it may cause unnecessary overhead in query routing due to its simple handling of the value-based predicates. In
this section, we first introduce the data structure of the NFA designed in [8], and
then explain our modification in its predicate handling.

4.8.1

Previous NFA design

In NFA construction, a predicate table is attached to every child state, as shown
in Figure 4.10A. Predicate symbols at each XPath step of the query (i.e. pSymbol)
are used as identifiers. If a child state does not have a predicate, an empty symbol
φ will be stored in its predicate table. Each record in the predicate table of the
current state points to the next child state.
Given a query Q as input, the NFA filters its unsafe XPath steps in sequence to
generate safe fragments, which ultimately form the safe query Q0 . More specifically,
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Figure 4.11. The state transition graph of the merged NFA.

Q is first processed by the root state of the NFA to start execution. At each state,
the eSymbol of an XPath step is matched against the state transition table. If there
is a matching child state, the associated pSymbol will be further matched against
the predicate table. The while predicate of the matching record will be attached
to the XPath step to construct the output.
In general, if a predicate exists in the ith XPath step of a ACR, it will be
stored in the predicate table of the ith state of the NFA. For any query reaching
the ith state, this predicate will be attached to the ith XPath step of the safe
query. If more than one predicates exist at this XPath step, all the predicates will
be concatenated. In the execution, the predicate of a query is not being processed
against the predicates of the rules. Therefore, the effort spent in query routing
will be wasted if the predicate condition of a query is not satisfied, resulting in
unnecessary processing and overhead. We use the following example to elaborate
this problem. More detailed state transition graph of the merged NFA is shown in
Figure 4.11.
Example 4.4. Assume an input query Q4 =/site/regions//item[@id="30"]
/name. It is processed against a merged automaton. The automaton will rewrite
the query as /site/regions/namerican/item[@id="30"] /name, and accepts it

67
at state 11. According to the location list of state 11, the safe query will be further
forwarded to three data servers. However, when the safe query reaches these data
servers ultimately, it will only be accepted by the one at 195.228.155.9. It is not
surprising if we examine the query against the routing rules: only the data server
at 195.228.155.9 has the requested data; the other two data servers store the /item
nodes whose id is larger than the requested one.
Obviously, routing the query to irrelevant data servers yields unnecessary overhead. We believe if the predicates, especially the value-based predicates introduced
by the routing rules, are properly encoded into the NFA structure, the queries (with
predicates) could be processed more efficiently. Next, we extend the data structure
of the query brokering automaton to include any predicate that is associated with
a particulate state. The extended automaton, with special predicate processing
functions, can rule out unnecessary a query based on its value-based predicate(s).

4.8.2

Extend the NFA for predicate handling

To encode the predicates introduced by routing rules into the NFA, we extend the
predicate table. In the new predicate table, each record has eight fields, as shown
in Figure 4.10B. As before, a record is identified by the pSymbol and it points to
the associated child state. For each predicate, it may come from an ACR or a
routing rule. We distinguish this in the type filed by marking it as “A” or “R”.
Then, we add the value range and the operator of a value-based predicate to the
value(from), value(to) and operator fields, respectively. For a predicate introduced
by an ACR, we further add the role for which this ACR is created to the roleID
field; otherwise, we let the roleID field to be empty. For a predicate introduced
by a routing rule, the locations in this routing rule are added to the location field.
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Finally, if a routing rule at the current state does not have a particular predicate,
we set the pFlag field of this predicate to 1. With the extended predicate table, the
construction and execution will be slightly different with the ones of the previous
design. We explain them as follows.
Construction: The extended automaton can still be constructed in two stages
by first converting all the ACRs to a merged NFA, and then adding the routing
rules to the NFA one by one. In the first stage, an empty state is created as
the root state. Starting from the root state, eSymbols of each ACR are filtered
against the state transition table. For an eSymbol that does not match any existing
child state, a new child state will be created. The flags such as DSState, access
list, accept list will be set accordingly. Then the associated pSymbols are filtered
against the predicate table of the matching/new child state. New predicate record
will be created if no existing predicate matches the pSymbol. For a matching/new
predicate, we fill in the associated role ID and mark its type as “A”.
Main changes exist in the processing of routing rules. Starting from the root
state, eSymbols of each routing rule are also filtered against the state transition
table. However, for an eSymbol that does not match any existing child state,
instead of adding a new child state, the entire routing rule will be discarded since
such routing rule is invalid or meaningless in current accessibility setting. For each
matching eSymbol, the associated pSymbol is filtered against the predicate table:
(1) if there is a matching record that is added by a previous routing rule (whose
type is also “R”), the value, operator, and location fields of both predicates are
careful examines to create records that are mutually exclusive; (2) if there is no
matching record, a new predicate record will be created, and the corresponding
fields will be filled. Moreover, the pflag fields of all other predicates are set to
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1. When a routing rule reaches a state with no predicate, the pflag fields of all
predicate records are set to 1. If a routing rule stops at a state, it will traverse
to all the descendant accept states, where the location carried in this rule will be
added to the location fields of the accept states. If a routing rule reaches an accept
state but does not stop, we simply add the location it carries to the location field
of the accept state and discard the unprocessed fragment of this routing rule.
Let us re-visit Example in Chapterr̃efchapter:system to see how each routing
rule is added to the merged NFA. The NFA converted from all the ACRs is similar
to the one shown in Figure 4.11 with null location fields. L1 and L4 , with no
predicate, will be accepted by state 5 and state 11, respectively, and the locations
they carry will be added accordingly. L2 will stop at state 7 and state 9, where
a new predicate record “id” will be created. Value “100”, operator “>”, and the
location “135.176.4.56” will be added to this new record. Similarly, L3 will be
accepted by state 9. Since there is a matching record “id” in the predicate table,
a new record with non-overlapping value range will be created. Finally, L5 will
reach state 9 and finds no match, so it will be discarded at state 9. In Figure , we
show the detains of state 7 and state 9, whose state transition tables and predicate
tables are changed.
Execution: The execution of the extended NFA will also be changed to take
the value-based predicate processing into account. Given a query Q, it will be
processed from the root state of the NFA. As before, each eSymbol will be filtered
against the state transition table to find a matching child state. Difference exists
when processing the associated pSymbol. When a pSymbol is matched against
the predicate table, there are three possible results: (1) if the pSymbol matches a
predicate of type “A”, the matching predicate with its (optional) value and operator
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will be attached to the eSymbol; (2) if the pSymbol matches a predicate of type
“R”, the corresponding values and operators will be compared to determine if the
predicate condition is satisfied. If so, the location of the matching predicate will
be attached to the eSymbol; (3) if no predicate matches the pSymbol and the pFlag
is 0, the query will be discarded. Finally, the query transits to the next child state
following the pointer in the predicate table.
It is clear that the extended NFA will rule out a query based on the predicates
in routing rules. Therefore, irrelevant queries will not be routed to the following
states, and the routing effort will be saved.

4.8.3

Revise the automaton segmentation scheme

In this work, we propose to employ an independent brokering components, directory servers, to process value-based predicates in rules. The value-based predicates involve certain element or attribute in the predicate conditions. So, we use
a directory server to store all the listed values or range of values for any single
element (or attribute), and link the directory server to the coordinator that holds
the related element (or attribute) . The directory server stores these values in
the form of {value, location}, with value denoting all the values of the element (or attribute), and location denoting the location of data servers that store
corresponding data. The directory server can also apply some simple calculations
such as equal, larger than, smaller than, etc. Furthermore, in order to provide
the confidentiality of the records, the data in directory server is encrypted: the
value field is encrypted using a specific hash function, and the location field is
encrypted with a public key of the leaf-coordinators. In this way, the directory
server can evaluate the predicate condition without knowing the real value and the
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real result.
When a coordinator finds a predicate in the query, it extracts the predicate
condition as operation and value (encrypted), and sends them to the relevant directory server. The directory server would retrieve the record with matched value,
apply the operation, and determine the result (i.e. a list of locations). Finally, the
directory server returns the result to the coordinator, who will attach the result to
the query.

4.9

Maintenance

In PPIB design, we assume a central authority (CA) exists for off-line initiation and
online maintenance. As the brokering party with the highest level of trust, the CA
holds global information about all the rules, and the deployment of all brokering
components. Since it is the party to decide issues like automaton segmentation
granularity and site distribution, it is responsible for key management, handling
entity’s join/leave, and metadata update. We discuss the system maintenance
procedures in the three scenarios as below.

4.9.1

Key management

There are three main types of entities exist in PPIB system, brokers, coordinators,
and data servers. The data servers are treated as a unique party and share a pair of
public and private keys. The public key of data servers is published so that every
other brokering party can use it to share a secrecy with data servers. Technically
each data server can hold a unique private key, however, the corresponding public
key is the same. In this way, any data server can recover the secrecy encrypted
with this public key. In regular maintenance, the CA creates such public/privacte
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key pairs, issues the private key to a legitimate data server, and broadcasts the
public key to all the brokers and coordinators.
In query segment scheme, the coordinators have two shared keys: the level key,
and the commutative level keys. At initiation, the CA generates all the level key
pairs. It assigns the private level keys and commutative level keys to coordinators
at corresponding levels, and publishes the public level keys in the system. In later
maintenance, the CA can update the new keys with old keys.

4.9.2

Brokering Components Join/Leave

Two types of brokering components, brokers and coordinators, are allowed to join
and leave PPIB system freely. The CA is responsible for issuing necessary keys to
the newly added component, and revoking relevant keys after a current component
leaves the system.
Broker. The join/leave operation of a local broker is simple. A new broker
always joins the system either as a replicate or as a replacement of the existing
local broker. Therefore, once a new broker joins, it sends a join request to the CA
via the current one. The CA will authenticate its identity, issues a new pair of
publi/private key to it, and a copy the public keys of other components. Finally,
the broker broadcasts its existence to all local users. Once a current local broker
desires to leave the system, it sends the leave request to the CA for it to revoke
relevant keys.
Coordinator. Once joining the system, a new coordinator sends a join request
to the CA via its local broker. The CA authenticates the identity of the new
coordinator and its trust level. Based on current load, the CA assigns certain
site to the coordinator, and issues relative level keys and all the public keys to it.
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Then, the segment can be moved or replicated from an existing coordinator. Once
a current coordinator leaves the system, it sends a leave request to the CA. The CA
decides either to drop the sites held by the leaving CA, or to move them to another
coordinator, based on the load and availability of replicated copies. Once made
the decision, the CA requests the coordinators, whose dummy accept states point
to the leaving coordinator, to remove its link or points to the new one. Finally,
the CA revokes relative level keys. To avoid unexpected failures of coordinators,
the CA checks the status of current coordinators by periodically sending status
update request. If a coordinator fails status check, the CA will treat it as a leaving
coordinator. Also, from status checking, the CA can manage site replications to
balance the workload among a set of coordinators.

4.9.3

Metadata Update

Two types of metadata are used in PPIB system. The routing rules describe data
location and in particular data object distribution. Access control rules denote
access control policies of different organizations under a global schema. It is clear
that both types of rules may change if a member organization changes its AC
policy or its data storage. Therefore, the query brokers that capture relevant rule
segments need to change accordingly.
Routing rules. When a data server/object is removed from the network, administrator first processes the msg.XP ath through the automaton to locate related
leaf-coordinators, and removes the corresponding indexing rules from them. If a
leaf-coordinator does not carry any indexing rule after removal, the corresponding
path (from the root-coordinator to the particular leaf) is examined and the sites
who does not carry any other rules are suspended.
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Example 4.5. For the coordinator network shown in Figure 4.3, if we remove
data server 192.168.0.5 with the following message:
msg(192.168.0.5, /site/categories/category/name, -)
then, indexing rule at Site 4 is first removed. Moreover, sites 2, 3, and 4 are
suspended since they are not leading to any data.
When a data server/object is added to DIBS, the administrator locates related
leaf-coordinators by processing msg.XP ath through the automata, and assigns
msg.DSAddr to them. If the new data server/object affects a suspended branch
of the coordinator network, the branch is then activated.
Access control rules. Whenever a data owner wants to change access control policy, he sends an updating request to the administrator: msgAC(ACR, +/-).
When a new access control rule is added to the system, it is sent to the rootcoordinator. The XPath expression of the rule go through the automaton until
no exact match is found at a certain state. The administrator creates new automaton states for the remaining segments of the new rule. The newly constructed
automaton segments are then distributed to the coordinator network. Moreover,
related indexing rules are identified and attached to the new leaf-coordinator. The
removal of an access control rule also starts from the leaf-coordinator, and goes
backward until it reaches a site which also holds keywords from other rules.

Chapter

5

Performance Analysis and
Experimental Evaluation
5.1
5.1.1

Security and Privacy Analysis
Security Analysis

In information brokerage systems, security is not only a database concern as in
the traditional DBMS system, but also a system concern. The overall security of
information brokerage systems is not limited to prohibiting users from accessing
unauthorized data, rather, it provides a broader concept as the security of the whole
system, where DBMS lies at the boundary. The system-wide security benefits from
the early denial of suspicious actions and intrinsic replication among brokers.
Prohibition of Unauthorized Users
As whole system, suspicious actions should be detected and denied as early
as possible; i.e., at the entrance of the system, instead of letting it walk around
the core system (brokerage network) and reach the far boundary (designated data
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server) to be rejected there. However, in traditional information brokerage networks, brokers do not carry any access control function. By sending fake queries
to the system, any user (unauthorized or even unregistered user) could bring in
risk. For instance, let us assume data source DSA holds sensitive information
(e.g., //creditcard nodes) and data source DSB holds public data (e.g., //person
nodes, but not //creditcard node). In a traditional brokerage system, a low-level
user or an attacker could send a “snooping query” (say //creditcard) to trace and
locate DSA , where the query reaches and gets rejected. In this way, one can get a
whole picture of the system such as where the servers are and what data they have
by keep sending these snooping queries, and do further after successfully finding
out the locations of sensitive information.
On the contrary, our in-network access control approach conceals servers that
may carry sensitive data (such as DSA ) and blocks potential misfeasance at the
brokers. Unauthorized users are isolated from entering the system, therefore significantly reduce their possibility of conducting harmful activities. Thus, it brings
more overall system security.
Resistance against DoS Attacks
Moreover, our in-broker brokerage system provides a full replication of access
control and location information among all the brokers, which brings higher robustness to the whole system. In traditional information brokerage systems, attackers
could block a portion of data sources by DoS attacks. Since the security check is
at the DBMS end, the attackers could exhaust the network access and the system
resource of the target data server by sending a huge number of identical (or similar)
queries which have no access right to the requested data. In our in-broker access
control approach, not only the DoS attacking data cannot reach the data server
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but also the broker can easily recovery with the help of other brokers. However,
compared with databases (relational tables or XML trees), the size of access control rules is minimum. In our in-network access control system, it is practically
applicable to maintain a full version of access control rules at each broker, i.e. access control function components are fully replicated at each broker. In this way,
attackers are not able to block-out a portion of data, since their fake queries are
mostly closed-out at the brokers. The brokers endure the incoming attacks, while
the brokerage network and data sources are successfully protected. To turn down
the system, attackers need to successfully DoS all the brokers. This is practically
impossible considering the number of brokers in the system. Since the broker only
holds the access control and location information, replication at the broker level
is not as expensive as the data level replication in other two architectures. However, the concern of the replication cost is one reason of the multi-hop brokering
exploration in our future work.
Trust of brokers.
Another concern of pushing access control to the brokers is the trust level
of the brokers. It is reasonable to assume the brokers have a certain level of
trust in intra-organizations brokerage systems, and are only partially trusted in
inter-organizations brokerage systems. For the latter circumstance, we should
notice that the brokers could be hacked (by outsiders) or abused (by insiders)
even without access control enforcement mechanism. In respond to this, we can
use dual access control (i.e., double-check or validate if an access control policy
is correctly enforced at the data source side) and ene-to-end auditing systems to
help monitoring brokers’ behavior. Since the in-broker access control is a bonus
of the query forwarding process considering the performance which we will discuss
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later and only the passed queries experience the second security check at the data
source side, the dual access control does not greatly hurt the overall query response
performance and is an acceptable solution.

5.1.2

Privacy Analysis

In this section, we consider four types of attackers in an DIBS, and estimate possible damage that the attackers can do to hurt user privacy, data privacy, or metadata
privacy. In general, there are various types of attackers. Considering their roles,
we can categorize them as malicious insiders and ambitious outsiders; considering
their capabilities, as eavesdroppers and power attackers that can compromise any
brokering component; considering their working mode, as single attackers or collusive attackers. In this work, we propose a taxonomy of four distinct types of
attackers, which covers all aforementioned types of attackers.
The main purpose of this work is to protect the privacy of the data owners
while authorized organizations collect the data from them and share with other
collaborators. More specifically, we protect the content of the query from the
malicious or compromised intermediate servers during information brokering process. Therefore, we evaluate our system with two metrics: the privacy preserved
with the proposed schemes, and the overhead introduced in the querying access of
distributed data.
If the honest-but-curious assumption about the brokers holds, the proposed
level-based and commutative encryption schemes can guarantee that no intermediate broker views the complete query content while the brokers fulfilling the query
routing function. Risks exist only when one or multiple brokers are abused by the
insiders or compromised by the outside adversaries.
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The threats caused by malicious or compromised brokers depend on the number
of hostile brokers as well as their relative positions in the schema tree. Here, we
classify possible cases as the threat under one hostile broker and collaborate brokers,
and briefly discuss as follows.
Local Eavesdropper
A local eavesdropper is an attacker who can observe all communication to and
from the user side. Once an end user initiates an inquire or receives requested
data, the local eavesdropper can seize the outgoing and incoming packets. However, it can only learn the location of local broker from the captured packets since
the content is encrypted. Although local brokers are exposed to this kind of eavesdroppers, as a gateway of DIBS system, it prevents further probing of the entire
DIBS. Although the disclosed broker location information can be used to launch
DoS attack against local brokers, a backup broker and some recovery mechanisms
can easily defend this type of attacks. As a conclusion, an outside attacker who
is not powerful enough to compromise brokering components in the system is less
harmful to system security and privacy.
Global Eavesdropper
A global eavesdropper is an attacker who observes the traffic in the entire
network. It watches brokers and coordinators gossip, so it is capable to infer the
locations of local brokers and root-coordinators. This is because the assurance of
the connections between user and broker, and between broker and root-coordinator.
However, from the later-on communication, the eavesdropper cannot distinguish
the coordinators and the data servers. Therefore, the major threat from a global
eavesdropper is the disclosure of broker and root-coordinator location, which makes
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them targets of further DoS attack.
Malicious Broker
A malicious broker deviates from the prescribed protocol and discloses sensitive
information. It is obvious that a corrupted broker endangers user location privacy
but not the privacy of query content. Moreover, since the broker knows the rootcoordinator locations, the threat is the disclosure of root-coordinator location and
potential DoS attack.
Malicious Coordinators

One hostile coordinator. In the proposed IBS, a broker is assigned with a
routing schema, which is part of the global schema tree, and with level keys (i.e.
one private level key and two commutative level keys). With the level keys, a
hostile broker can always uncover the corresponding XPath step(s) of an input
query. However, the XPath step may at most contain one attribute. Thus, a single
hostile broker cannot conduct attribute correlation attack with the restricted view
of the query content.
However, a hostile broker may locate the relative position of the routing schema
it holds in the global schema tree by looking it up in the global schema tree.
From the relative location, it can further guess the routing schemas of the brokers
right before and next to it. This information itself is not sensitive, although it
may help colluded brokers to determine the next-step target to be compromised.
Collusive coordinators deviate from the prescribed protocol and disclose sensitive
information.
Collusive brokers. Consider a set of collusive (corrupted) coordinators in the
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coordinator tree framework. Even though each coordinator can observe traffic on a
path routed through it, nothing will be exposed to a single coordinator because (1)
the sender viewable to it is always a brokering component; (2) the content of the
query is incomplete due to query segment encryption; (3) the ACR and indexing
information are also incomplete due to automaton segmentation; (4) the receiver
viewable to it is likely to be another coordinator. However, privacy vulnerability
exists if a coordinator makes reasonable inference from additional knowledge. For
instance, if a leaf-coordinator knows how PPIB mechanism works, it can assure
its identity (by checking the automaton it holds) and find out the destinations
attached to this automaton are of some data servers. Another example is that one
coordinator can compare the segment of ACR it holds with the open schemas and
make reasonable inference about its position in the coordinator tree. However,
inference made by one coordinator may be vague and even misleading.
Hostile collusive brokers at different level are capable to uncover different XPath
steps of an input query. Whenever a hostile broker receives a query, it can intercept
the query and forward it to colluded brokers for decryption. In this case, the
compromised broker will view multiple segments of the query instead of one, so his
chance to successfully launch the attribute correlation attack increases. The risk
is however still restricted due to two reasons: first, when a query is intercepted
by a broker, only its unprocessed part is at risk since processed XPath steps of
the query are protected with preassigned public key of the data servers. So the
attacker’s chance depends on the position of the hostile broker that first intercepts
the query. If the hostile brokers are near the leaf brokers, the unprocessed query
segments are very limited. Therefore, possible countermeasure is to strategically
assign the routing schemas of higher levels to more trusted brokers. Secondly, the
risk is also related to the number of levels that collusive brokers can cover. Since
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Privacy

Local

Global

Malicious

Collusive

Type

Eavesdropper

Eavesdropper

Broker

Coordinator

User location

Exposed

Exposed

Exposed

Protected

Query content

Protected

Exposed

Exposed

if malicious Croot

AC Policy

Protected

Protected

Protected

if path coordinators collude

Routing rules

Protected

Protected

Protected

if path coordinators collude

Data distribution

Protected

Protected

Protected

if path coordinators collude

Data location

Protected

Beyond suspicion

Protected

if malicious Cleaf

Table 5.1. The possible privacy exposure caused by four types of attackers.

an attacker may not compromise all the brokers in a limited time interval, his view
of the query content is still incomplete.
Finally, we summarize the possible privacy exposure in Figure 5.1.

5.2
5.2.1

End-to-End Performance Evaluation
Experiment Setting

In this section, we analyze the performance of proposed PPIB system using end-toend query processing time and system scalability. In our experiments, coordinators
are coded in Java (JDK 5.0) and results are collected from coordinators running
on a Windows desktop (3.4G CPU). We use the XMark [39] XML document and
DTD, which is wildly used in the research community. As a good imitation of real
world applications, the XMark simulates an online auction scenario.

5.2.2

Global Query Broker

5.2.2.1

Query filtering

We use the well-known XML benchmark XMark [39] DTD. It defines 77 elements
and 16 attributes for an on-line auction scenario. In rule XPath generation, max-
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Figure 5.1. Use a set of QFilters to capture ACR with 10% wildcard ratio.
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×10with one predicate, and 10% wildcard probability at each
synthetic queries, each

Memory Consumption Memory consumption of QA approach and MRQ approach is shown in the following figures: rules in Figure 5.1 and Figure 5.3 have
wildcards occurring with 10% probability, while rules in Figure 5.2 and Figure 5.4
have no wildcard.
As expected, memory consumption in QA approach is proportion to the number
of roles, which is same as number of QFilters in the Array. But memory usage

of the
rules
increases below-linear with the number of rules per role, since rules# in
same
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per role from 5 to 300. To evaluate the query filtering time, we generate 500
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Figure 5.2. Use a Multi-Role QFilter to capture ACR with 10% wildcard ratio.

QFilter shares NFA states. Especially, when there are more rules for each role,
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×10
there is higher possibility for states sharing. In Figure 5.2, we can see a significant
saving in memory comparing with Figure 5.1. Because, in MRQ, all rules are
contained in a big QFilter-structure, rules from different roles are able to share
NFA states.
Next, rules with no wildcard is used, with experiment results shown in Figure 5.3 and Figure 5.4. Under this setting, only 105 distinct XPath expression
are generated for ACRs, and the percentage of state sharing is extremely high. In
both settings, the memory usage for MRQ is one order of magnitude smaller than
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Figure 5.5. Compare Multi-role QFilter with QFilter Array on the query filtering time
for accepted queries.

cessed, in QA or MRQ: denied, accepted, or rewritten. Accepted queries take
more time to be processed, while rewritten queries take the longest. In our experiments, 198 queries are rejected and 302 queries are accepted/rewritten.
We calculate the query filtering time used by Malti-Role QFilter and QFilter
Array for each type of query, respectively. Then, we calculate the ratio of query
processing time in MRQ approach over query processing time in QA, for accepted,
denied and rewritten queries, and show them in Figure 5.5, 5.6, and 5.7, respectively. Finally, we measure the ratio of query processing time in MRQ approach
over the one in QFilter Array approach, and show it in Figure 5.8.
Then, we compare the total query processing time of all the queries. Figure 5.9
shows the total filtering time using a set of QFilters as QFilter Array, and Figure 5.10 show the total time using a Multi-Role QFilter. It is clear that Multi-Role

tf in Multi-role Qfilter
over tf in Qfilter Array
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# of rules
per role

Figure 5.6. Compare Multi-role QFilter with QFilter Array on the query filtering time
for denied queries.

QFilter approach is about four times slower than the QFilter Array approach.

5.2.2.2

Query brokering

We fix the number of roles to 80 and the number of rules per role to 50, and
randomly generate synthetic access control rules, with 10% wildcard probability
at each XPath step and one predicate for each rule. We also generate synthetic
XPath expressions for indexing rules at 10% wildcard probability at each step.
Since predicate parsing in indexing is not supported in our index scheme, the
index paths are generated without predicate. Two sets of indexing rules are built:
(1) with 1000 indexing rules (SP 1 ), and (2) with 4000 indexing rules (SP 2 ). The
same synthetic query set as in the first experiment is used. Since access control
rules, index paths and the queries are all randomly generated synthetic rules, which
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Figure 5.7. Compare Multi-role QFilter with QFilter Array on the query filtering time
for rewritten queries.
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Figure 5.8. Compare Multi-role QFilter with QFilter Array on the query filtering time
for all three types of queries.
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Figure 5.9. Total filtering time using a set of QFilters.
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Figure 5.10. Total filtering time using a Multi-Role QFilter.
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offset the impact of rule pattern, there is no need to repeat the experiments at the
same setting. We do take a set of experiments which result in similar outputs. In
the following discussion, we only list the result of one experiment.
Memory Consumption Memory cost for brokering includes the consumption
for both access control and indexing. The indexer with 1000 and 4000 index
paths consumes about 418KB and 1027KB memory respectively. Overall memory
consumption of three mechanisms is summarized in Table 5.2 and 5.3. It is clear
that IMQ requires the least amount of memory, while MRQ+Indexer consumes
much less than the naive QA+Indexer approach. By merging the index with the
existing MRQ, IMQ (with 1000 index rules) only requires an additional memory
(compare with MRQ) of 125KB instead of the original 418KB used by the Indexer.
When the amount of index paths increase to 4000, the saving is more significant.
Query Brokering Time The brokering time includes query filtering time (tf )
and query index time (ti ). The time for directing all 500 queries though SP 1 and
SP 2 is 402ms and 1131ms respectively, and the average is 0.804ms and 2.262ms
respectively. The overall brokering time in three mechanisms are listed in Table 5.2
and 5.3. Since the Indexer is not as efficient as the security check process, it
dominates the overall performance especially when the amount of index paths
goes large. The QFilter Array approach is tailed by the Indexer even though it
performs fifth times better than the Multi-Role QFilter approach. The Indexed
Multi-Role QFilter approach performs best because the index process is embedded
into its security check.
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Approaches

QA+I

MRQ+I

IMQ

Memory for Index (KB)

418

418

-

Memory for access control (KB)

2934

969

-

Memory for in-broker total (KB)

3352

1387

1094

Time for Index (ms)

402

1131

-

Time for access control (ms)

105

482

-

Time for in-broker total (ms)

507

884

447

1.014

1.768

0.895

Time for in-broker average (ms)

Table 5.2. Compare the memory and query brokering time of three in-broker approaches
with 1000 index rules.

Approaches

QA+I

MRQ+I

IMQ

Memory for Index (KB)

1027

1027

-

Memory for access control (KB)

2934

969

-

Memory for in-broker total (KB)

3961

1996

1119

Time for Index (ms)

1131

1131

-

Time for access control (ms)

105

482

-

Time for in-broker total (ms)

1638

2015

459.3

Time for in-broker average (ms)

3.276

4.030

0.919

Table 5.3. Compare the memory and query brokering time of three in-broker approaches
with 4000 index rules.

5.2.3

Computational cost.

Assume the cost of asymmetric encryption and decryption as Cae and Cad , respectively, and the cost of commutative encryption and decryption as Cce and Ccd ,
respectively. Since Pohlig-Hellman method requires almost the same number of
exponentiation operations and modulus operations as RSA method, we adopt Ce
and Cd to denote the cost of encryption and decryption in general, where Ce and
Cd are at millisecond level.
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For each XML query with m XPath steps, the computational costs of our
scheme include asymmetric encryption cost m · Ce at the user-side, asymmetric
decryption cost of Cd at each intermediate broker, and additional commutative
encryption and decryption cost Ce + Cd at each broker when encountering query
segment with wildcard. At each broker, the query segment is matched against the
routing schema carried by the broker. We adopt a similar approach as in [9], which
implemented query segment matching and routing table look-up using hash table.
It results in an average query segment matching time as 1ms.

5.2.4

End-to-End Query Processing Time

End-to-end query processing time is defined as the time elapsed from the point
when query arrives at the broker until to the point when safe answers are returned
to the user. We consider the following four components: (1) average query brokering time at each broker/coordinator (TC ); (2) average network transmission latency between broker/coordinators (TN ); (3) average query evaluation time at data
server(s) (TE ); and (4) average backward data transmission latency (Tbackward ).
Query evaluation time highly depends on XML databases system, size of XML
documents, and types of XML queries. Once these parameters are set in the
experiments, TE will remain the same (at seconds level [56]). Similarly, the same
query set and ACR set will create the same safe query set, and the same data
result will be generated by data servers. As a result, TE and Tbackward are not
affected by the broker-coordinator overlay network. We only need to calculate
and compare the total forward query processing time (Tf orward ) as Tf orward =
TC × NHOP + TN × (NHOP + 1). It is obvious that Tf orward is only affected by TC ,
TN , and the average number of hops in query brokering, NHOP .
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Average query processing time at a coordinator: Query processing time
at each broker/coordinator (TC ) consists of: (1) access control enforcement and
locating next coordinator (Query brokering); (2) generating a key and encrypting
the processed query segment (Symmetric encryption); and (3) encrypting the symmetric key with the public key created by super node (Asymmetric encryption).
To examine TC , we manually generate five sets of access control rules. Access
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control rules of each set are partitioned into segments (keywords), which are assigned to coordinators. From set 1 to set 5, the number of keywords held by one
coordinator increases from 1 to 5. We also generate 1000 synthetic XPath queries,
and use Triple DES for symmetric encryption and RSA for asymmetric encryption.
Figure 5.11 shows that query brokering time is at milliseconds level, and increases
linearly with the number of keywords at a site. Figure 5.12 shows that symmetric
and asymmetric encryption time is at seconds level, and asymmetric encryption
time dominates the total query processing time at a coordinator. As a result, average (TC ) is about 1.9 ms. Query processing time at brokers and leaf-coordinators
are shorter but still in the same level. For simplicity, we adopt the same value (i.e.
1.9 ms) for the average query processing time at brokers and coordinators.
Average network transmission latency: We adopt average Internet traffic
latency 100 ms as a reasonable estimation of TN [57], instead of using data collected
from our gigabyte Ethernet.
Average number of hops in query processing: We consider the case in which
a query Q is accepted or rewritten by n ACRs {R1 , ..., Rn } into the union of n safe
sub-queries {Q01 , ..., Q0n }. When an accepted/rewritten sub-query Q0i is processed
by the rule Ri , the number of hops it experiences is determined by the number of
segments of Ri . In the experiment, we generate a set of 200 synthetic access control
rules and 1000 synthetic XPath queries.We choose the finest-granularity automaton
segmentation (each XPath step of an ACR is partitioned as one segment and kept
at one coordinator) for maximum privacy preserving. Our experiment result shows
that NHOP is 5.7, and the maximum number of hops of all queries is 8.
Total forward end-to-end query processing time: from above experiment
results, the total forward query processing time is calculated as Tf orward ' 1.9 ×
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5.7 + 100 × (5.7 + 1) ' 681(ms). It is obvious that network latency TN ∗ (NHOP + 1)
dominates total forward end-to-end query processing time, because the value of
TC is negligible compared with TN . Moreover, since TN remains the same (as
an estimation from Internet traffic), NHOP becomes the deterministic factor that
affects end-to-end query processing time. Note that for other information brokering
systems, although they use different query routing scheme, network latency is
not avoidable. As a conclusion, the proposed PPIB approach achieves privacypreserving query brokering and access control with limited computation.

5.2.5

System Scalability

We evaluate the scalability of the PPIB system against complicity of ACR, the
number of user queries, and data size (number of data objects and data servers).
Complicity of XML schema and ACR When the segmentation scheme is
determined, the demand of coordinators is determined by the number of ACR
segments, which is linear with the number of access control rules. As shown in
Figure 5.13 and 5.14 (also adopting the finest granularity automaton segmentation), we can see that the increase of demanded number of coordinators is linear or
even better. This is because similar access control rules with same prefix may share
XPath steps, and save the number of coordinators. Moreover, different ACR segments (or, logical coordinators) may reside at the same physical site, thus reduce
the actual demand of physical sites.
Number of queries Considering n queries submitted into the system in a unit
time, we use the total number of query segments being processed in the system to
measure the system load. When a query is accepted as multiple sub-queries, all
sub-queries are counted towards system load.For a query that is rejected after i
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Chapter

6

Anonymous Communications
Another important type of privacy that needs to be protected is the identity of
the users who ask the query. While common privacy enhancing techniques such
as encryption can partially solve the problem, we still need more powerful tools
for better protection. In this chapter, we study the anonymous communication
systems, and propose a new node-failure-resilient protocol that better suits the
distributed IBS scenario.
As Internet becomes a pervasive surveillance system due to the more and more
sophisticated traffic analysis techniques, privacy is considered as the next major
critical issue on the Internet. Anonymity on Internet has been a subject of focus for
more than two decades since Chaum [10] proposed to use intermediate relay nodes,
called mixes, to reorder, delay and pad traffic against sophisticated traffic analysis
in 1981. These applications commonly rely much on a key concept, the onion
routing, to provide communication anonymity. However, we should realized that
lack of alternative solutions may lead to great trouble. Alternative anonymous
routing solutions need to be developed not only as spare solutions but also as
congenial rivals.
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Critical to enhancing the privacy on the Internet, anonymity has multiple
facets. Pfitzmann and Waidner defined anonymity on communication as sender
anonymity, recipient anonymity and the unlinkability between sender and recipient [58], which is widely accepted nowadays. Sender anonymity and recipient
anonymity means that it is infeasible for an attacker to identify the sender or receiver of a physical message even though he observes a party sending or receiving
the message. Unlinkability of sender and recipient is a weaker assumption that
only hides the relationship of the sender and recipient of a physical message. It
requires it is infeasible for an attacker to link two parties together when they are
observed sending and receiving physical messages.
The goal of anonymous communication is to hide the identity of a communication participant (the initiator/recipient or their association) from being known by
its partner and other third parties. In today’s Internet, where privacy is a critical
issue, anonymous communication is becoming desirable in many applications, from
anonymous e-mail, web browsing to e-voting and online chatting. However, exiting Internet protocols are mainly designed to support efficient and robust packet
transmission. They often fall short of addressing the anonymity requirement in
communications. Security mechanisms such as link encryption protect messages
enroute from being eavesdropped, however, the messages can still be tracked using
various sophisticated traffic analysis techniques.
In this chapter, we present a node-failure-resilient anonymous communication
protocol based on commutative path hopping. In this protocol, relay servers are
randomly assigned to relay groups. Nodes of the same relay group share a pair of
public and private commutative group keys. The initiator of a connection selects
a set of relay groups instead of relay nodes to construct the anonymous paths. A
valid path consists of relay nodes, one from each selected relay group. The initia-
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tor explores valid anonymous paths via a probing process. Each probe contains
information about the selected relay groups and corresponding session keys, where
session keys are encrypted in a way that only the first member of each selected
relay group can recover the key for the group. A successful probe explores multiple anonymous paths that form a Commutative-path-enabled Anonymous Tunnel.
Hence, we name our protocol CAT.
By “commutative”, we mean that the anonymous tunnel has the ability to
conduct – when needed – per-packet path hopping without “forgetting” the connection context. Path-hopping is dramatically different from re-establishing a new
anonymous path since it does not require any new session key to be renegotiated.
Due to the unique path-hopping capability, once a relay node detects a node failure in an active anonymous path, it quickly traces back to the predecessor of the
failing node, and then automatically switches to a nearest “backup” path. Since
the group keys and the session keys are all commutative, the wrapped payload can
still be recovered, regardless of the order of the relay nodes in the path. Hence,
CAT provides good resilience to node failures via initiator-free path recovery, and
good resilience to passive attacks due to less frequent path reconstructions.

6.1

System architecture

Anonymous communication systems allow client applications to set up a connection through a set of relay nodes (a.k.a. relays) to protect the identity of the
initiator (i.e. sender anonymity), the identity of the target recipient (i.e. recipient
anonymity), as well as their association (i.e. sender-recipient unlinkability) from
being known by irrelevant parties. Our goal is to design an anonymous protocol
that provides good sender anonymity and sender-recipient unlinkability, especially

Bob
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n
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Figure 6.1. An example of anonymous path construction in CAT.
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of relay groups, instead of a sequence of relay nodes, to construct an anonymous
path. The payloads of this connection are wrapped with communicative keys so
that they can be recovered in any arbitrary order with the correct keys. A simple
illustration of such anonymous path construction in CAT is shown in Figure 6.1.
In this example, the initiator selects four relay groups without specifying any relay
node. Through a path probing, the first relay node of each group are selected to
set up an anonymous path (denoted by the red line).
In this work, we consider an anonymous communication system consisting of

time
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n relays, each employing a MIX anonymizer. We assume the relays are randomly
but evenly assigned to m relay groups. Ideally, each relay group has k = n/m
relays. Relays in the same relay group share a pair of public and private keys,
e.g. (pki , ski ) for groupi , which are commutative. Similar to other anonymous
communication approaches built atop the public-key infrastructure (PKI) [36],
our system assumes a proxy server, called Central Authority (CA), for group key
generation and distribution. Each relay learns the pair of group keys of its own
group and the public group keys of other groups from the CA though some outof-band mechanisms.
The client (i.e. the initiator) connects to the system through a special userlevel process, called anonymous proxy (AP). AP is responsible for preprocessing
the messages of client applications before sending them to the anonymous network.
Such preprocessing includes proper encryption and padding according to a userselected parameter `, which denotes the number of relay groups used to construct
the anonymous path.

6.2

The CAT protocol

At micro level, the protocol is performed in three steps: (1) it explores multiple
anonymous paths atop a set of relays through a path probing process and constructs an anonymous tunnel; (2) it negotiates session keys that are reusable in
the anonymous tunnel to encrypt the payload; and (3) when a node failure occurs
in the active path, it transparently switches to the nearest backup path through
path hopping.
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6.2.1

Path probing

to initiate a connection, the AP first randomly selects ` relay groups, {G1 , ..., G` },
out of m candidate relay groups. m flags are created to denote the status of m
relay groups, 1 for each chosen relay group, and 0 for the others. Next, the AP
generates the probe with a unique stream identifier pid, and assigns a symmetric
session key kprobe and ` commutative session keys {SK1 , ..., SK` } to the probe. The
main body of the probe includes the encrypted probe session key and m indicators:

Probe = pid| < ... < kprobe >pk1 ... >pk` |I1 |...|Im

where Ii =<< SKi >kprobe |flag >pki is the indicator for the ith relay group. For a
relay group that is not chosen for the probing, the corresponding session key field
is padded with 0s.
Once the probe is prepared, the AP randomly selects two relays from its candidate relay list to forward the probe. Each selected relay checks the corresponding
indicator in the probe to decide its status in the probing process. For example,
when a relay Ro in group Go receives the probe, it extracts the oth flag by decrypting indicator Io with the private group key of Go . The status of Ro in the
probing process is determined by the recovered flag. A flag set to 1 indicates that
group Go has been chosen for constructing the anonymous path, and relay Ro is
the first relay in Go that receives the probe. In response, Ro needs to (1) set the
flag to 0, (2) cache < SKo >kprobe and pad the field with all 0s, and (3) apply
its private group key on < ... < kprobe >pk1 ... >pk` to unwrap one layer of the
encrypted symmetric probe key. If the flag recovered by Ro is 0, it indicates either
Go has not been selected by the AP or it has already been processed by another
relay of Go . In either case, Ro marks itself as “unused” for this probing. After
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the operations, the probed relay selects two other relays for the next hop, and
continues the probing process.
To avoid long probing process, we set a threshold Tf for the number of failed
attempts. Each time a probe finds an unused relay, it decreases Tf by 1. When
Tf decreases to 0, the probing process stops. The last relay creates an “abort”
message to notify all the relays enroute about the failed probing, and the cached
session keys will be cleared. A successful probing process stops whenever kprobe is
completely recovered. In this case, the last relay creates a “confirmation” message
with kprobe in plaintext for all the active relays enroute. Each active relay retrieves
the encrypted commutative session key from its cache, and decrypts it with kprobe .
During this process, an “unused” relay enroute will quit the path after passing
necessary information (e.g. its successor id) to the predecessor. In the end, when
the AP receives the “confirmation” message, an anonymous path is finally constructed. With one probe, the AP typically receives more than one “confirmation”
message. The AP picks one anonymous path as the active path. Together, all the
commutative paths form the anonymous tunnel that supports path hopping.
The advantages of such path probing are three-fold: first, the initiator is not
required to select relays to pre-define a static anonymous path. Hence, no global
knowledge about the relays is necessary. Secondly, after choosing the relay groups,
the initiator releases the control over the construction of the anonymous tunnel.
This introduces more dynamics and randomness in path construction. Finally,
since the payload is encrypted with the commutative keys, it can be unwrapped
in any arbitrary order. Hence, the positions of the relays in the final anonymous
paths are mutable.
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6.2.2

Payload encryption

once the connection is constructed, the AP prepares the payload by wrapping it
with the pre-negotiated session keys in a layered fashion,

Payloadi =< Payloadi−1 >SKi , 1 ≤ i ≤ `

Due to the commutative property of the session keys, the payload can be decrypted
with ` correct keys in any arbitrary order. When the payload is relayed along the
anonymous path, its encryption layers will be peered off one by one, until it reaches
the last relay. Due to such layered decryption, the input and output differ at
intermediate relays. This effectively defends against certain passive traffic analysis
attacks.

6.2.3

Path hopping

a successful probing often discovers several anonymous paths concurrently. Ideally,
if each relay selects two other relays for the next-hop, the constructed anonymous
paths span like a binary tree rooted at the initiator. Multiple paths form a virtual
anonymous tunnel. The anonymous paths and the virtual tunnel explored by a
probe can be identified by the probe identifier pid. So, relays enroute put pid in
its routing table and route the packets accordingly. However, compromised relays
may link two packets with a same pid and break the anonymity. So, CAT lets
each relay enroute replace the old pid with a random path identifer, and cache the
tuple [pidold , pidnew , relaynext ] in its routing table.
A virtual tunnel is always constructed for the communication (e.g.

TCP

streams) between one initiator-recipient pair. Packets of the same stream may be
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routed through different anonymous paths in the tunnel, independently. For each
packet, one path is selected as the “active path”, and the others are maintained as
“backup” paths. If the current active path fails, the packet automatically switches
to the nearest backup path. We call this type of “switching” path-hopping. More
specifically, per-packet path-hopping is managed as follows: when a relay detects
the failure of its active path, it checks its routing table for other available paths
in this tunnel. If no backup path exists, the relay notifies its predecessor until a
backup path is found or the path failure is detected by the initiator.
Sometimes, connections initiated by the same initiator (with different recipient)
are allowed to reuse a virtual tunnel (before it expires) to share the construction
cost and to obtain better network efficiency. However, multiple connections sharing
one virtual tunnel may reduce the unlinkability between the initiator and the
recipient.

6.3

Design and Maintenance Discussions

Before further analysis on CAT’s anonymity and security, there are a few issues
and design choices that we would like to discuss in details.

6.3.1

Tuning the parameters for probing

when ` relay groups are selected for path probing, ideally, the probe would discover
2` different paths. However, for protocol efficiency, we should set a limit for the
number of hops that a probe can experience. As a result, some probes may fail
to find a valid anonymous path within given hops. The probability that a probe
successfully finds (at least) one valid path is affected by several parameters. In
this section, we explore the dominant parameters, and explain how to tune them
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to direct an efficient path probing.
According to the protocol, a probe is allowed to make Tf unsuccessful attempts
before it fails. Hence, the maximal hops a probe can experience is `max = ` + Tf .
We calculate P (m, `, `max ), the probability that a probe finds at least one valid
anonymous path within `max hops, as follows:

P (m, `, `max ) =

`max
−`+1
X

f (i)[1 − (1 − P (m − 1, ` − 1, `max − i))2 ],

i=1

where f (i) =

`max
i



( m1 )i (1 −

1 `max −i
)
m

and P (1, 1, 1) = 1.

We calculate the probability in typical parameter settings , and show the results
in Figure 6.2. This help us to understand how the probability is affected by different
parameters (e.g. m, `, and `max ). From Figure 6.2, we see that the probability
of discovering at least one valid anonymous path increases along with the increase
of `max (i.e. maximal number of hops), but it decreases with m (i.e. number of
relay groups) and ` (i.e. number of chosen relay groups). Considering ` should
not be too large to maintain the efficiency of the probing process, we suggest its
value should be less than 15. When ` is set to 15, we notice the probability drops
significantly along with the increase of m. Hence, a large m is not recommended.
We also notice that the probability is around 0.5 when `max − ` ≥ 6. This suggests
an acceptable range for ` should be [3, `max − 6].

6.3.2

Re-issuing relay group membership

relays can infer information about the other relays (e.g. membership) from the responses of neighbor relays in the path probing process. For example, if a relay quits
the path during construction and recommends another relay to its predecessor, the
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Figure 6.2. We calculate P (m, `, `max ) in typical parameter settings: 6 ≤ m ≤ 15,
1 ≤ ` ≤ m, and ` ≤ `max < 15.

predecessor easily infers that they belong to two different relay groups. Moreover,
an attacker controlling a large set of compromised servers (e.g. Botnets, or Sibyl
attacks [59]) may attempt to obtain group secrets by inserting a large amount of
compromised nodes into different relay groups. It is particularly dangerous if the
attacker obtains the private group keys of all the relay groups (see discussion in
Section 6.5). Therefore, it is critical to find countermeasures against such attacks.
A simple yet efficient solution is to renew group membership after a predefined
period. Once being renewed, the private groups will be reissued.

6.3.3

Resilience to node failures

most anonymous communication systems suffer severely from node failures, especially the ones that use pre-defined static paths. In such systems, the success of
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message delivery relies on every relay node successfully forwarding the message
to the next relay. A relay node may fail due to intermittent network failures or
its leaving from the system. Many anonymous communication systems, including
Tor [28], recruit their relay nodes from volunteer servers, whose uptime is highly
dynamic and beyond control. Meanwhile, peer-to-peer anonymous approaches are
facing very frequent node churns, i.e. node joining or leaving the system. Therefore, the performance of an anonymous protocol/system against node failures is
an important metrics to evaluate its feasibility.
In anonymous approaches atop pre-defined static paths, one relay node’s failure
leads to path failure. Moreover, node failures may not be detected at its first
occurrence. Once a path failure is detected, the initiator needs to launch a new
path construction process to establish a new anonymous path and negotiate new
session keys. This means a long break between path corruption and recovery.
On the contrary, CAT is resilient to node failures. First, in most cases, it is the
predecessor relay instead of the initiator that detects a node failure. Then, path
recovery is triggered and accomplished via per-packet path-hopping. The initiator
would notice the path failure only after all anonymous paths in the tunnel fail.
Therefore, short-lived intermittent failures are masked out, resulting in less path
re-construction.

6.4

Anonymity Analysis

The primary goal of an anonymous protocol is to support private and anonymous communications. Anonymity is a probability-based concept with respect to
“the state of being unidentifiable” to the attackers [60]. In data communication,
there are three types of anonymity : sender anonymity, recipient anonymity, and
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sender-recipient unlinkability [58]. In this section, we analyze CAT on the sender
anonymity and sender-recipient unlinkability.

6.4.1

Sender anonymity

Sender anonymity indicates how probably a relay is viewed as the initiator of
a connection by an attacker. In CAT, messages along an anonymous path are
encrypted, so that the attacker finds no clue of the initiator from message content.
Therefore, it is not reasonable for him to associate the messages with any particular
relay. However, the attacker’s knowledge changes if a compromised relay under his
control is selected to construct the anonymous path.
The predecessor of the first compromised relay that intercepts the message is
more suspicious to be the initiator, than other relays. This is the predecessor
attack which was first proposed by Reiter and Rubin in [29]. In this attack, the
attacker identifies the predecessor of the first compromised relay that intercepts
the message, and makes a guess that this predecessor is the initiator. Furthermore, Reiter and Rubin proposed a probability model to calculate the chance of
such guess being correct. They defined an event I that “the initiator is correctly
identified by the attacker”, i.e. correct guess; and an event Hk , k ≥ 1 that “the
first compromised relay occurs at the kth position of an anonymous path”. To
ease the presentation, Hk+ denotes Hk ∨ Hk+1 ∨ .... When a compromised relay
intercepts the message, the chance of a correct guess is P (I|H1+ ), which can be
further calculated as
P (I ∧ H1+ )
=
P (I|H1+ ) =
P (H1+ )

P∞

i=1

P (I|Hi )P (Hi )
,
P (H1+ )

considering Hk s are exclusive. Furthermore, we look at the nominator of P (I|H1+ ).
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P (I|Hi ) indicates the probability of correct guess under the condition that the
attacker’s collaborators first intercept the message at the ith position of the path.
Therefore, P (I|H1 ) = 1, and P (I|Hk ) = 0, k ≥ 2. Hence, we have P (I|H1+ ) =
P (H1 )
.
P (H1+ )

In Crowds, Reiter and Rubin showed that P (I|H1+ ) = 1−pf (1−f ), where

pf is the forwarding probability [29].
To better understand this result, we view this probability as a posterior probability conditioned on the fact that the message is intercepts by one or multiple
compromised relays. Due to the stochastic nature of the random selection, the
attacker can only tell that “the predecessor is the initiator of the connection” with
certain probability. If there are more than one compromised relays in a path, only
the predecessor of the first compromised relay counts. Note that, in Crowds [29],
each message is identified by its destination. When multiple compromised relays
intercept several messages, they are able to recognize whether the messages are
the same. In this way, the attacker is always able to notice his collaborators in the
same path, and identify the first one. Hence, the attacker’s chance is determined
by the probability that the message is first sent to a compromised relay over the
overall probability that the message is intercepted by (at least) one compromised
relay.
Also note that, the predecessor attack is passive, as pointed out in [32]. compromised relays still carry on relay duties following the protocol to avoid drawing
attentions to themselves. Based on this understanding, we believe that CAT provides better sender anonymity than Crowds. In other words, we believe the probability for an attacker to correctly guess the predecessor of the first compromised
relay is the initiator is smaller in CAT than in Crowds. We elaborate the reasons
as follows.
First, each message in CAT appears differently when it traverses multiple re-
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lays. More specifically, as described in Section 6.2, once created, each message is
encrypted with ` commutative symmetric keys. When a relay processes the message, it alters the encrypted secret by unwrapping one layer. Hence, a message
appears in ` different versions. That says, when multiple compromised relays intercept different versions of the same message at different positions, they can hardly
link them together from the content, as shown in Figure 6.3. Furthermore, the
incoming packets are permuted at each relay by the embedded Mix. The attacker
has little chance to correlate different versions of the message via timing attacks.
Therefore, the attacker will more likely treat these different versions as different
messages. Thus, the attacker may target at multiple candidate predecessors while
there is only one initiator. Since the attacker’s chance of correctly guessing the initiator of a connection depends on the first compromised relay that intercepts the
message, such indistinguishability of “first compromised relay” will significantly
minish the chance for the attacker to correctly guess the initiator.
Obviously, if the attacker can correlate different versions of a message, he can
determine the first compromised relay that intercepts the message, and thus targets
at its predecessor. For example, if we make an extreme assumption that there is
only one message in the system, all the messages can be confirmed as from a same
initiator. In this case, the attacker gets his “best guess”. Next, we calculate this
probability in such an extreme scenario, and compare the result with the one in
Crowds.
Now, let us assume the per-hop delay is consistent since it is dominated by Mix
delay, and the probing path length is L ≥ `. Hence, when multiple compromised
relays intercept such message, the attacker can identify the first interceptor based
on timestamps. We now calculate the probability that the first compromised relay
occurs at the kth position of the path, P (Hk ), in CAT. Since the initiator randomly
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Figure 6.3. In Crowds, the first compromised relay receiving the message is identified;
however, in CAT, false-positive occurs due to different versions of a same message.

selects two relays as the first relays, the chance for a compromised relay to occur
 n−1
in the first position is P (H1 ) = 1 − n−c−1
/ 2 . Similarly, we find P (H2 ) =
2
2
(n−c−1
)
(n−c−2
)
2
2
[1 − n−2
2 ], and P (Hk ) is:
n−1
( 2 )
( 2 )
n−c−1
2

n−1
2

i
Pk−2
i=1 2



P (Hk ) =

·

n−c−2
2



· [1 −
Pk−2
i
i=1 2

n−2
2

k−1

n−c−2 2
2
 k−1
n−2 2
2

],

for 3 ≤ k ≤ L.
For a large n, we have a good approximation as:
n−c−2
2

n−2
2


=

n−c 2
(n − c − 2)(n − c − 3)
≈(
) = (1 − f )2 .
(n − 2)(n − 3)
n

Therefore, Hk is simplified as:

Hk =



 1−

(n−c)2
=1
n2
Pk−1 i
i=1 2


 (1 − f )

− (1 − f )2 ,

k = 1;
k

(1 − (1 − f )2 ), 2 ≤ k ≤ L.

Finally, we have:

P (I|H1+ ) =

H1
1 − (1 − f )2
=
.
H1+
1 − (1 − f )(21 +22 +...+2L )
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fraction of compromised relays f <30%, while in Crowds, f should be smaller than
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which is about 33% when pf is set to 0.75.

Since every relay employs a MIX, the system is less vulnerable to the timing
attacks. Also, since the messages have different versions at different positions of the
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Figure 6.5. Measurement of the sender anonymity provided by CAT.

path, an adversary may have no clue to correlate them without launching collusive
attacks. In this sense, we argue that with the same number of relays in a path, our
approach provides similar degree of sender anonymity as the onion-routing-based
approaches [28].
For the attacker, the other n − c − 1 good relays are equally likely to be the initiator, with a same probability,

1−P (I|H1+ )
.
n−c−1

Following the definition of the entropy-

based anonymity measurement, we calculate the sender anonymity provided by
CAT. As shown in Figure 6.5, the sender anonymity is a function of the path
length L and the fraction of compromised relays f .

6.4.2

Unlinkability

In previous analysis, we find the probability distribution of a good node as being
the sender. Next, we need to find the probability of a good node j as being the
recipient.
In the CAT approach, if there is no compromised relay enroute, the attacker
will have no clue about the identity of the recipient. However, if one compromised
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relay is chosen as a relay node in the forwarding path, it will introduce its gangs
as much as possible. Thus, the attacker may have chance to break or degrade the
recipient anonymity.
Let SL be the relay groups chosen by the AP, and Sk be the relay groups that
include one or more compromised relays. In a valid path of length L, if a probe
meets the first compromised node at position r + 1, it is expected that the probe
has already passed through r good relay nodes.
In this case, the compromised relay will collude with all the other compromised
nodes to try to occupy the remaining positions in the path. If Sk ⊇ SL − Sr , the
colluding nodes can control the remaining L − r hops, and reveal the identity of
the recipient. If Sk0 = Sk ∩ (SL − Sr ) is not empty, the colluding node can only
control k 0 consecutive hops. Since the suffix position (of the path) is still chosen
from good nodes, the identity of the recipient will not be revealed. Overall, the
attacker can assign the probability of a good node j as being the recipient as:

pj =





m
,
(m−k0 )(N −c)−m

Sk0 6= empty




1
,
N −c

Sk0 = empty

Assume an attacker assigns a probability pij for each pair of nodes (ni , nj ) as
being the sender and recipient of a message. The sender-recipient unlinkability
can be calculated following the similar entropy-based method. Moreover, if the
attacker believes ni is the sender with a probability pi and nj is the receiver with
a probability pj , then pij = pi pj , and the unlinkability of sender and receiver can
be calculated as below,
P
P
− pij log2 (pij )
− pij log2 (pij )
Hu =
=
.
2log2 (N )
−n2 · ( n12 )log2 ( n12 )
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Thus, together with pi calculated from Section 6.4.1, we could quantify the
unlinkability provided by CAT.

6.5

Security Analysis

In this section, we discuss common attacks against anonymous systems that have
been reported in recent literature, and analyze how well CAT defend against them.
These attacks often assume a power attacker that controls a fraction of relays (or
nodes). With compromised relays in the system, the attacker may control partial
or even the entire anonymous path, and examine the network traffic (locally or
globally) to break the anonymity of other relays actively (e.g. intersection attacks)
or passively (e.g. predecessor attacks, traffic attacks).

6.5.1

Control initiators’ circuits

The health of anonymous paths is the basis of anonymous communication. If an
attacker controls all the relays on the initiator’s path, he would easily associate
the initiator with the recipient, and break all types of anonymity. Similar to other
dynamic path approaches (e.g. MorphMix [31]), CAT is particularly vulnerable to
this attack since the initiator cannot select relays for the anonymous path. On the
contrary, if a compromised relay is selected at any hop, it attempts to bias node
selection process to put more compromised relays into the route. To mitigates this
threat, CAT lets the initiator select a number of relay groups. Since the group
membership is randomly assigned and frequently refreshed, and the membership
is kept secret among the relays, it is difficult for the attacker to construct a path
with all compromised relays in limited number of tries. However, it is particularly
dangerous if the attacker puts (at least) one compromised relay into each relay
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group. In this way, he can obtain all the private group keys, and thus have a good
chance to intercept the commutative session key during probing. The attacker’s
chance can be modeled as a “balls-and-bins” probability problem, similar as discussed in [33]. When the number of relay groups is small (10 to 20), the attacker
may possibly control enough number of compromised relays to launch the attack.
Therefore, it is critical to find other mechanisms to defend against this attack.
The first and the most common countermeasure is to limit the number of relays
that are associated with a unique owner. There are several research against botnets
and sybil attacks. Here, we adopt a simple solution that limits the number of
joining requests from the same IP. We also cache the membership of a node when
it quits the system. Next time, when it rejoins before membership refreshing, it
will be assigned to the same group. Another countermeasure is to refresh the relay
group membership periodically, so that it will be more difficult for the attacker if
he tries to learn the group distribution and compromise relays with a clear target.

6.5.2

Traffic analysis

CAT employs a MIX server at relay, to introduce padding, reordering outgoing,
and packet delays at each hop to defend against most of the typical traffic analysis. Moreover, some of the special features of the CAT protocol make it even
harder for the attacker to distinguish messages from different streams. In CAT,
an initiator sends encrypted messages to the recipient over multiple paths in the
same anonymous tunnel. The path along which an encrypted payload would be
routed is randomly decided by all the relays enroute. Even the initiator itself has
no knowledge or control. Moreover, payload is unwrapped with one layer at each
relay, which automatically alters its appearance.
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However, like most other anonymous systems, CAT also suffers from end-toend timing attacks, if the attacker targets two ends of a stream, and correlates
messages from their timing characteristics. The attacker can do so if he controls
both the first and the last relays of an anonymous path. In most approaches, such
as Tor, Crowds, etc., the relays are randomly chosen. Therefore the chance of
the compromised relays being chosen at both ends is ( nc )2 . Now, we analyze the
attacker’s chance of success in our system.
In CAT, the chance of a compromised relay being selected as the first relay is
c
.
n

All the compromised relays that have been chosen would bias the relay selection

process to increase the chance of their gangs. However, their chance still depends
on three conditions: (1) the probe has experienced ` − 1 selected groups before it is
sent out for the last group probe; (2) the hop limit `max has not been reached; and
(3) before selecting a compromised node, the probe is sent to the nodes belonging to
either the irrelative groups or the experienced groups. The probability of satisfying
P max −L+1
P (m − 1, ` − 1, `max − i). And the probability
the first two conditions is `i=1
of satisfying condition (3) is nc [(1 −

1
)(1
m

− nc )]i−1 . Here, the attacker’s chance of

controlling the first and last relays is

P=

`max
−`+1
X
i=1

c2
1
c
[(1 − )(1 − )]i−1 P (m − 1, ` − 1, `max − i)
2
n
m
n

Although the above formula does not provide a closed-form solution, we can
calculate the probability recursively. We assume the attacker controls 10% of the
relays in the system (100 out of 1000 relays), and calculate the probability under
typical parameter settings (`max =15, and m = 10, 12 and 15). The results are
shown in Figure 6.6. In general, the attacker’s chance in CAT is slightly higher
(with an average 0.0146 when m = 15) comparing with the one in other systems

122
0.1

probability that the attacker control first and last relays

0.09
m = 10
m = 12
m = 15

0.08

0.07

0.06

0.05

0.04

0.03

0.02

0.01

0

2

3

4

5

6

7

8

9

10

l (number of chosen relay groups)

Figure 6.6. The probability that the attacker controls the first and last relays.

(e.g. 0.01 when

6.5.3

c
n

= 0.1).

Predecessor Attack

An attacker can launch a logging attack, called predecessor attack, to identify the
initiator of a connection as the monitored predecessor with high occurrence. The
predecessor attack is very effective, as pointed out in [32], especially when two
parties continuously communicate across path reformations. As indicated in [32],
the generic attack is effective on an anonymous protocol when it is adopted to
support recurring and trackable connections. Many anonymous protocols [27, 29,
30, 34] are subject to this attack.
To launch the predecessor attack, an attacker, who controls a number of relays,
logs the predecessor of the first malicious relay that intercepts a message when the
path is reformed. Statistically, the initiator will be logged more often than other
relays, after a large number of path reformations, the attacker may identify the
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initiator with higher confidence.
If CAT is adopted to support certain applications in which the initiator needs
to remain connected with a recipient for a long period of time, it still suffers from
the predecessor attack. However, at path failures, CAT allows “hopping” among a
set of backup paths instead of a complete path reconstruction. Since the hopping
operations does not involve the initiator, observation of such hopping will not
increase the attacker’s change of correct guess. As a result, less frequent path
reconstruction leads to better resilience against the predecessor attack.

6.6

Cost and Performance

In the proposed CAT protocol, messages that are encrypted with commutative
session keys are routed among a number of relays from the chosen set of relay
groups in any arbitrary sequence. It achieves good performance against node
failures and attacks such as the predecessor attack. In this section, we analyze the
relative costs in operating CAT from three aspects: (1) the burden on nodes; (2)
the burden on links; and (3) the burden on encryption operations. We compare the
costs with other node-based systems, and show that CAT introduces no significant,
if not less, overhead.
Burden on nodes. Three types of nodes exist in CAT, a centralized node CA,
anonymous proxies, and relay servers. The burden on nodes basically measures the
communication costs to maintain a graph of candidate relay nodes. Obviously, the
CA is the one with the largest cost since it is responsible for actively maintaining
status of all other nodes, as well as membership management and key (i.e. group
keys) management. The cost at CA is O(n), where n is the entire network. APs
and relays also keep a list of active nodes, which causes a total cost of O(n2 ). How-
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ever, if APs and relays update their lists from the CA, the overall communication
cost will be reduced. In summery, CAT introduces a similar, sometime a little
smaller, burden on nodes comparing with other node-based anonymous systems,
e.g. Crowds [29], Tor [28].
Burden on links and communication latency. Burden on links actually measures the bandwidth cost in message forwarding. In CAT, assume ` relay groups
are chosen to construct the path. Although the probe is allowed to pass at most
`max hops, after a path is setup, its length is determined as `. Furthermore, although multiple paths may be constructed, conceptually only one path is using at
a time. Therefore, the bandwidth cost is still O(`).
Burden on encryption operations. In node-based anonymous systems, traffic
between any two nodes is encrypted with negotiated link keys to protect confidentiality. Also, approaches based on Onion Routing paradigm wrap the payload and
route information with the public keys of a set of relays. Other approaches such as
[30, 36] adopted symmetric key encryption for payload and amortizes asymmetric
crypto operations across sessions.
CAT adopts all of the above encryption operations, as well as commutative
symmetric and asymmetric encryptions at each intermediate relay in both probing
and message forwarding. Thus, it introduces a high computational cost at the AP
and the intermediate relays. To obtain an idea, we assume the AP select ` relay
groups to construct the paths.
In path probing, the AP takes ` symmetric key encryptions to prepare the encrypted session keys, and another ` asymmetric key encryptions to wrap the session
keys into ` layers. Each intermediate relay, if it is the first node from its group
receiving the probe, applies one asymmetric decryption to unwrap one layer of
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the secret, and applies another symmetric decryption to uncover the commutative
session key.
In message forwarding, an AP applies ` symmetric encryption operations to
prepare a data packet, and an intermediate relay only needs to apply one symmetric decryption. Also note that, no additional cost for path hopping since the
systematic session keys are cached at relays in backup paths. In summery, total
computation cost is O(`).

Chapter

7

Conclusion and Future Work
7.1

Conclusion

In this dissertation, we present a distributed information brokering system (IBS),
which is a mediator-based overlay network atop a number of loosely federated
XML or XML-supported databases, to provide unified on-demand data querying
access. The databases can be queried through mediators, namely brokers, by authorized data requestors from collaborative organizations with no schema-relevant
or geographical difference being noticed.
First, we focus on access control issues in XML information brokering, and explore brokering architectures with different access control deployments. Through
insightful analysis, we conclude the architecture that incorporates the preprocessing access control in query brokering is desired in terms of network efficiency and
robustness. Motivated by such result, we design a non-deterministic finite automata (NFA) based query broker, with which we develop the first-generation
XML information brokering system.
Next, we explore the types of privacy involved in the proposed information
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brokering system, and characterize the privacy vulnerabilities as well. To address
the needs of privacy preserving, especially in the circumstances that the brokers are
not fully trusted or at risks, we present a new approach, namely privacy-preserving
information brokering (PPIB). We propose two schemes, automaton segmentation
scheme and query segmentation encryption scheme, to share the query routing and
security checking tasks among a set of brokers. In this sense, multiple brokers need
to collaborate to fulfill information brokering in a distributed manner. Thus, failure
of a single party will no longer cause privacy loss. End-to-end query brokering
performance and system scalability are evaluated, and show the distributed PPIB
system is efficient and scalable.
In the third part of the dissertation, we present CAT, an anonymous communication protocol that features commutative path hopping and commutative payload
wrapping. In addition to providing good anonymity, CAT is resilient to relay node
failures, as well as active and passive attacks. In CAT, instead of pre-selecting all
the relay nodes on a path, the initiator chooses a set of relay groups to construct
a virtual tunnel via probing. Each tunnel consists multiple anonymous paths, and
each path has a sequence of relays connected in arbitrary order. Payloads are
encrypted by commutative session keys and transported through the tunnel. In
the event of path failure caused by node failures, CAT hops to the nearest backup
path in the same tunnel, without tampering with the initiator or altering payload
encryption. In addition to node-failure resilience, we show that CAT provides
similar, if not better, anonymity and resilience against predecessor attack, compared with node-based approaches such as Crowds. We also show that CAT only
introduces minimal operation overhead to archive these goals.
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7.2

Future Work

In this dissertation, we have explored the new requirements and challenges raised
in large-scale inter-organization distributed information sharing applications, with
a specially focus on efficiency, security, and privacy preserving. This work opens
several information integration, data exploration, data management and query
evaluation issues for research across a wide range of applications. We leave these
as our future research topics. More specifically, the thesis work can be extended
in the following directions:
• Current version of Query Broker is an extension of QFilter [48], thus, it suffers
the same problem of only supporting a subset of XPath specifications. Since
the supported features are the most frequently used ones, the next feasible
extension is to study how to translate queries with unsupported features into
supported subset of XPath.
• Information integration is a fundamental component of all information sharing approaches. Since it has been extensively studied in the literature, in
this work, we assume data schemas of dispersed databases at different organizations have already been integrated and ready-to-use. However, the
integration process, no matter using local-as-view or global-as view, often
involves semantic comparison for creating a virtual mediated schema. It
becomes critical when the number of participating databases scales.
• Data exploration is also a critical issue in distributed environment such as
peer-to-peer data sharing. Currently, we assume each database self-explore
its data, and report its schema to information integration wrappers. It is
desirable to design specific data exploration module that is consistent with
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and can be easily incorporated into current Query Broker data structure.
• In the proposed IBS approach, index rules plays an important role for efficient
query routing. The index rules are created against some most frequently
queried attributes of the stored data. Therefore, a dynamically updated
index rule set based on query cache will greatly improve system performance
on end-to-end query processing time.
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