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ABSTRACT
Personal data of all types, structures, and complexities are being created, collected, and
analyzed at an astonishing rate. With the rise of the Quantified-Self (QS) movement and selftracking becoming a mainstream activity, ‘personal’ has become a new dimension and challenge
in the big data discussion. Traces of personal movement can play an important role in facilitating
improved memory and self-awareness, as well as making our interactions in places and with
others more meaningful. This opportunity, however, is constrained by the lack of research on how
to design maps and other visualizations constructed from personal data and intended to benefit the
data creator. This dissertation explores how the principles of cartographic representation that help
to govern the processes by which data are effectively bound to semiotics, together with best
practices in user-centered design, offer a promising combination of theory and application wellsuited for making personal data of all types and sizes more accessible, legible, and valuable.
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Chapter 1

Introduction
Traces of life reflected in digital data continuously increase in volume, variety, velocity,
and variability. Over a decade ago, Wired Magazine described this phenomenon as the “Petabyte
Age” with a headline reading, “In the era of big data, more isn’t just more. More is different”
(Anderson, 2008). Similarly, an article in The Economist, titled “Data, data everywhere”, quoted
Joe Hellerstein, computer scientist at Berkeley, referring to the phenomena as the “Industrial
Revolution of Data” (Cukier, 2010).
The origin of the term, “big data”, traces back first to industry, appearing in a 1998
Silicon Graphics Inc. (SGI) slide deck by John Mashey titled “Big Data and the Next Wave of
InfraStress”, followed shortly thereafter by two academic works in computer science and
statistics/economics (Diebold, 2012). Despite the lack of clarity on the definition of “big data”
(Ward and Barker, 2013), the now ubiquitous term has transitioned into not just a phenomenon
but also an emerging discipline (Diebold, 2012). There are multiple “big data” journals (e.g., Big
Data, Big Data and Society, Big Data Research, Journal of Big Data) and various conferences
focused on data science applications (e.g., IEEE International Conference on Big Data,
Knowledge Discovery and Data Mining, The Data Science Conference).
Discussion of “big data” is often framed around data management challenges across at
least three dimensions (Laney, 2001) and upwards of ten. These dimensions are known as the V’s
of “big data”. Volume, velocity, variety, and variability are the most common ones; others
sometimes include: veracity, vinculation, visualization, and value (Monroe, 2013). Collectively,
these variables encompass everything from data size, rate of accessibility, type, and consistency
to accuracy, connectedness, and quality. Data value hinges on our ability to extract insight and
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meaning from data. Insight requires sophisticated approaches to data collection, attribution,
analysis, and visualization.
With the rise of the Quantified-Self (QS) movement and personal tracking becoming a
mainstream activity, ‘personal’ has become a new dimension and challenge in the big data
discussion (Swan 2013; Gurrin et al., 2014). Moreover, human-data interaction (HDI) is an
emerging area of study borne in response to the rapid increase in the collection, analysis, and
trade of personal data (Mortier et al., 2014). HDI takes into account the evolution of data; how
data trails, or digital traces of individual behavior, amass into data smog (or information
overload) to ultimately be computed on and made sense of in the form of insights extracted from
big data.
Manovich (2011) outlines a society comprised of three “data classes” – creators,
collectors and analysts. Data creators account for the majority, contributing both consciously and
unknowingly through digital footprints. Data collectors, a smaller group, possess the necessary
resources for capturing, storing, maintaining, and controlling access over data. Lastly, data
analysts, the smallest group, have the expertise to generate insights from the data. The uneven
distribution of data knowledge across the three classes creates new ecotonal digital divides
between the data-rich and the data-poor, as well as an analytical divide between experts in data
science and others not trained in computer or information science. The boundaries between these
divides, however, begin to blur as a result of mobile and web applications that allow users to
obtain meaningful insights from personal data (Choe and Lee, 2015; Wood 2015).
The fundamental question this dissertation aims to address is: what role do cartography,
design, and visualization play in bridging the gap (or blurring the boundary) between the
ecotonal data divides to ensure that benefit is returned to the data creator be it directly in
personal contexts or indirectly as a result of one’s personal data being used by others in
professional contexts? To inform this question I first present a cross-disciplinary review of
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research being carried out on the design and evaluation of personal visualizations with an
emphasis on those that relay movement. The review highlights challenges and opportunities
surrounding the visual communication of personal movement data for the purpose of benefiting
those who created the data. Following this review, I report on two empirical works that leverage
cartography and design principles to create and evaluate personal visualizations in both personal
and professional contexts. The first study addresses the following interlinked research questions:
How does allowing pet owners to track and visualize the caloric inputs/outputs and movement of
their pet dogs encourage owners to take a more caring and aware role in their companions’ daily
health and activity need; promote healthy and more engaged relationships between them; and
increase pet owners’ understandings of and motivation to alter their dogs’ lifestyles? The second
study addresses the question of how to design cartographic dashboards to serve as mediated
platforms for making personal movement traces at scale more accessible and actionable to city
planning professionals tasked with improving bicycle and pedestrian infrastructure. This work
reports on the development of innovative technical solutions to rendering and interacting with
aggregated personal movement traces, and details a hypothetical use scenario to illustrate how the
dashboard enables more informed decision making on bike and pedestrian facilities planning.
Common threads tying this body of work together include: personal movement data; quantified
self (QS) movement; health, fitness, and wellbeing; visualization; cartography; data dashboards;
UI/UX design; user studies; user centered design; human-computer interaction (HCI); culture
studies; place.
The remainder of this dissertation is organized into four chapters. Chapter 2 provides a
cross-disciplinary review and synthesis of literature that reports on the design and evaluation of
personal movement data visualizations where the primary audience is the data creator. Chapter 2
further serves to strengthen the connection between Chapters 3 and 4, which both exemplify the
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power of visualization in bridging digital divides, but do so through the lens of complementary
but distinct research domains.
Chapter 3 explores the role of visualization in making self-tracked personal data more
valuable and meaningful in the context of human-pet companionships. This work is situated at the
intersection of human- and animal-computer interaction, and exemplifies one of many narrowly
focused application domains in which wearable technologies are being leveraged in creative
ways. More specifically, this work extends QS concepts to the quantified other (QO) to inform
how the use of technology, collection of data on one’s pet dog, and personal visualization affect
pet owners’ understandings of, and relationships with, their pets.
Chapter 4 investigates the role of cartographic dashboards and interactive network flow
mapping in making aggregated, self-tracked movement traces more useful and impactful in a city
planning context. This work is the result of a two-and-a-half year process of transforming a
heavy-weight data product into an intuitive, insight-generating visualization service. Principles of
cartographic representation, best practices in UI/UX design, and a user centered design approach
are employed to arrive at an interactive, visualization tool for city planning professionals,
advocacy groups, and other researchers in the urban planning space. Chapter 5 concludes with a
summary of major contributions and identifies opportunities for extending research on the design
and use of personal visualizations.
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Chapter 2

Contextualizing ‘Movement’ in the Design & Evaluation of Personal
Visualizations
Advancements in global positioning system (GPS) technology, together with the
subsequent rise in affordability and use of activity tracking devices and sensors, have resulted in
unprecedented amounts of personal movement data (Swan 2012; Laube 2015). Such data are
increasingly being generated using personal devices, such as smartphones and other wearables
(e.g., augmented eyewear, pedometers, smartwatches, textiles, wristbands, etc.). More
importantly, users of these devices are intentionally creating this data for personal consumption in
a variety of contexts. For example, individuals are engaging with their personal data to facilitate
self-awareness and improvement, reflection and reminiscing, social interaction, and general
curiosity (Epstein et al., 2015).
The challenge, however, is that there is a fundamental disconnect between data generated
(input) and value or insight output from that data. In 2013, an estimated 22% of all data created
were collected and properly attributed while only 5% of that estimate were analyzed (Turner et al.
IDC, 2014). Moreover, the limited insight or value is not necessarily returned to those who
created the data. Data collectors, a notably smaller group than the creators, control where data is
stored, how it is maintained, and who has access to it, while an even smaller group of analysts
possess the expertise to generate insight from the data. The uneven distribution of data knowledge
across the creators, collectors, and analysts creates new digital divides between the data-rich and
the data-poor, as well as an analytical divide between experts in data and computer science and
those not trained in these fields (Manovich 2011). These digital divides can result in lost,
disconnected, and potentially abused insights.
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The purpose of this Chapter is to provide a cross-disciplinary review of literature that
reports on the design and evaluation of personal movement data visualizations where the primary
audience is the data creator. Special consideration is given to work that reports on the use of
personal data outside of a personal context but for the purpose of indirectly serving the data
creator. This Chapter identifies key challenges and opportunities in bridging digital divides
among data creators, collectors and analysts, and further serves to strengthen the connection
between Chapters 3 and 4, which both exemplify the power of visualization in bridging digital
divides, but do so through the lens of complementary but distinct research domains.
In the following sections, I first contextualize what constitutes personal movement data in
the scope of this dissertation, as well as provide a short synthesis of cartographic and visual
analytics approaches to mapping and interacting with movement data, broadly. Next, I survey a
growing yet disconnected body of work relevant to personal visualization in the disciplines of
human-computer interaction, personal informatics and personal visualization/visual analytics. A
small collection of works that exemplify the potential of applying a geographic perspective to
personal visualization are then presented in detail. Lastly, I summarize challenges and
opportunities relevant to personal mapping and visualization, and discuss how Chapters 3 and 4
contribute to this research area.

PERSONAL MOVEMENT DATA
Personal movement data can be measured via accelerometers incorporated into devices
such as pedometers or tracked in space and time using GPS devices and smartphones. Whereas
step count data generated from pedometers provide an abstract representation of one’s overall
physical activity based on estimating distance traveled, geospatial movement data capture the
location of an individual at a given point in time.
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Spatial movement data can be categorized into at least three broad types: flow, trajectory,
and three-dimensional (Demšar et al., 2018). Flows, commonly referred to as origin-destination
pairs, represent known locations of where movement began and ended. Thus, the route between
pairs can only be inferred from linking other data sources and/or domain expertise. Trajectories
represent movement as a series of locations recorded at both irregular and regular intervals
through space as a function of time. Irregular trajectories of personal movement can result from
phone records or social media posts, and have been used to, for example, construct activity spaces
and analyze human mobility (e.g., Xu et al., 2016), as well as support situational awareness
during crisis events (e.g., MacEachren et al., 2011; Krueger et al., 2016). Whereas irregular
trajectories facilitate reconstructing incomplete patterns of movement behavior, trajectories
recorded at regular intervals provide a more complete representation of movement (Giannotti et
al., 2007; Andrienko et al., 2017). Such trajectories are often captured using GPS tracking
devices. Three-dimensional movement data are even more complex, resulting from trajectories
that measure location in three physical dimensions (Demšar et al., 2018; Ramasamy et al., 2018).
Each data type affords unique opportunities for representing, exploring, and making sense of
personal movement in a variety of contexts.
There are many viable approaches to mapping and visualizing personal movement data.
Step counts, for example, can be aggregated and plotted against time using a variety of simple
data visualizations (e.g., line graph, calendar heat map, etc.). Personal trajectories can be
represented using space time cubes [STC] (Hägerstrand 1970; see figure 2-1a), or aggregated into
origin-destination data and represented using flow (Tobler 1987) or OD maps (Wood et al., 2010;
see figure 2-1b). Cartographic movies (Tobler 1970), animated maps (Moellering 1976), small
multiples (Bertin and Barbut, 1967; Tufte 1990), and schematized linear cartograms (Kraak et al.,
2014; see figure 2-1c) can also be employed to further emphasize temporality, directionality, and
other attributes of personal movement. Combining cartographic representations of movement into
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interactive, linked view environments reduces visual clutter and overplotting issues (Dykes et al.,
2005). While this approach can help make movement patterns easier to detect, it does not
completely address challenges surrounding visualizing and interacting with large datasets (Kraak
et al., 2014).

Figure 2-1: Sample of cartographic and geovisual analytics approaches to mapping and making
sense of movement data.

The geovisual analytics research community has extended many of these cartographic
and visualization techniques to enable interactive reasoning between human analysts and complex
visual representations of movement data at scale (e.g., Andrienko and Andrienko, 2013; Guo and
Zhu, 2014; Zhou et al., 2018; see figure 2-1d, e, and f). A 2008 special edition of Information
Visualization was dedicated to addressing key issues on the geovisualization of dynamics,
movement, and change over time. In the introduction, Andrienko et al. (2008) organize geovisual
analytics approaches to visualizing and interacting with movement data based on three categories:
visualization and direct depiction of movement traces; visualization of movement trace
derivatives or abstractions (e.g., aggregations, generalizations, samples, etc.); and visualization of
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computationally extracted patterns. As the level of data abstraction increases from raw input to
pre-computed complex pattern extractions, the visual analytical process must advance to bridge
the conceptual divide between data and knowledge (or insight).
Since the 2008 call to action, researchers have introduced a taxonomy of generic analytic
techniques for analyzing movement (Andrienko et al., 2011); contributed reviews focused on
effective techniques for aggregating and interacting with movement data in visual analytics
environments (Andrienko and Andrienko, 2010; Andrienko and Andrienko, 2013); and advanced
the state-of-the-art in interactive flow mapping and multivariate visualization (Guo 2009; Zhu and
Guo, 2014; Guo and Zhu, 2014). Major contributions from these works included methodological
frameworks for applying computational and visualization approaches to different views of
movement (e.g., situation- versus trajectory-oriented), as well as systematically parsing the ways
in which different types of information can be extracted from movement data based on the unique
characteristics of space, time, and objects, and the relationships among them. The type of
information extractable was related to analysis tasks focused on spatial and temporal data
characteristics and relationships, which were then linked to generic classes of computational and
visualization techniques that can be employed to complete those tasks. These works, however,
evaluated and aimed to inform map and visualization design for expert users performing complex
analyses on a breadth of movement data types. Thus, these works do not sufficiently inform
system design for potentially non-expert use in personal contexts. In the following two sections, I
survey a growing cross-disciplinary body of research that helps to inform visualization and map
design in personal contexts.
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LIFELOGGING & PERSONAL VISUALIZATION
In response to the vast amount of personal data being generated and collected, researchers
in a variety of disciplines (e.g., human-computer interaction (HCI), information visualization,
personal informatics (PI), ubiquitous computing, etc.) have developed interest in analyzing the
role of personal visualization in making ‘LifeLogs’ more valuable. ‘LifeLogs’ is a term
frequently used in the HCI and PI communities, which refers to digital traces of personal
activities and interactions, automatically captured in totality or based on specific situations, and
commonly studied in the context of memory (Sellen and Whittaker, 2010). Lifelogging has
become a mainstream activity as a result of cheap computer storage, advancements in personal
sensors, and an openness to creating and sharing personal information on social networks (Gurrin
et al., 2014).
PI extends beyond a class of tools designed to capture lifelogs, and encompasses
everything from what motivates self-tracking and how one prepares to collect lifelogs, to the
collection and integration processes by which personal data are harvested and translated into
graphical representations, and finally to how individuals reflect and decide to act on what is
learned from the data and process (Li et al., 2010; Li et al., 2011). Personal activity tracking is
oftentimes a social and collaborative lived experience that supports individuals in reaching goals,
documenting experiences, and satisfying curiosity (Rooksby et al., 2014).
At the most ambitious and popular end of the self-tracking spectrum is the Quantified
Self (QS) community, which is comprised of individuals who track biological, physical,
behavioral, environmental, and other information about themselves (Swan 2013). The QS
community believes in “self knowledge through numbers”. At least one dedicated website1 has
been created to serve the community. The website features blog posts authored by quantifiedselfers wanting to share their experiences on using tracking devices and attempting to make sense
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of their data. The website also points visitors to international conferences, local meetups, and
guides to self-tracking tools. Choe et al. (2014) conducted a qualitative study with a group of
“extreme” quantified-selfers to investigate the challenges and pitfalls of self-tracking and the
technology used to do so. The authors found that insight and sense making happen during both
the act of data collection and subsequent data exploration, and identified a key challenge:
difficulty faced by quantified-selfers in data interpretation and inability to extract useful insight
from personal data.
To explore the needs of the audience at the other end of the self-tracking spectrum, Rapp
and Cena (2016) conducted a diary study with 14 participants who were completely unfamiliar
with personal informatics and self-tracking. Participants were asked to use a variety of sensors to
track personal data for 10 days to 1 month, and to report on their experiences in doing so. Unlike
experienced self-trackers, the study group found many of the technologies to be burdensome to
use and lacking in benefit or reward. With respect to visualization, participants felt overwhelmed
by abstract data representations, and were unable to relate to themselves in the personal
visualizations. Participants wanted immediate and relatable engagement with their data
visualizations, and for these displays to be able to provide better synthesis (e.g., narrative +
graphical), as well as be able to make recommendations on how to improve their life. Epstein et
al. (2014) note that self-trackers face a burden from low-level interpretations of their data and
limited ability to interact with their data and make sense of it. The authors explored ways to make
personal data more actionable and developed unique visualizations based on direct feedback from
self-trackers. The authors found that many of the generic visualizations often present in consumer
applications are inadequate in personal contexts.
Due to the scattered yet growing nature of this research, Huang et al. (2015) recognized a
need to introduce a new field and research community called personal visualization (PV) and
personal visual analytics (PVA). PV&PVA aims to address the question of how to design
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interactive data representations for personal use by individuals who may have limited or no
experience with data, visualization, or statistics. The authors surveyed 59 works primarily in the
VIS and HCI Communities, and developed a taxonomy of design dimensions based on data
characteristics (scope, effort, and agency), context (i.e., who designed the tool, who is it intended
to inform, and in what situations is it meant to be used), interaction (i.e., attention demand and
explorability), and insight (i.e., actionability). Based on these design dimensions, the authors
identified prominent clusters of research, such as ‘enabling exploration for curiosity’, ‘supporting
awareness for action’, ‘taking care of family’, and ‘reflecting on communities’. The authors
emphasized the potential of visualization and analytical tools for personal non-expert use, but
argued that for this potential to be realized, visualization, interaction, and evaluation techniques
will need to be revised, as will sensemaking models to encompass insight development and
knowledge discovery in a personal context. Despite research efforts focused on characterizing,
defining, and measuring insight (e.g., North 2006; Yi et al., 2008; Chang et al., 2009), the concept
remains poorly understood in a personal context (Choe and Lee, 2015). As alluded to above,
many personal visualizations and personal visual analytics systems are designed by consumer
companies, oftentimes with little input from end users, which can create a disconnect between
system design and utility. This disconnect can make users feel powerless, stressed, and skeptical,
which inhibits system use/adoption.
Presented above is discussion on challenges and opportunities surrounding personal data
visualization broadly. In the following section, select works emphasizing personal movement
data, place, and cartography are presented in detail.
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GEOGRAPHIC PERSPECTIVES ON PERSONAL VISUALIZATION
While many LifeLogging applications do not capture and thus cannot reflect personal
movement and location information, the relevance of space and time to everyday life cannot be
understated (Hägerstrand 1970; Abdalla and Frank, 2012). Our interactions in places have
implications for recollecting, reminiscing, retrieving, reflecting, and remembering intentions
(Linton 1982; Sellen and Whittaker, 2010). Therefore, mapped depictions of personal movement
data can play an integral role in facilitating improved memory and self awareness, as well as
making our interactions in places better and more meaningful (Epstein et al., 2014). Such mapped
depictions become even more effective when the intended user of the personal visualization is
included in the design and evaluation process (Norman 2013; Roth et al., 2017). Exemplary
works illustrating this potential are discussed in detail below.
As noted above, personal movement data can aid in the process of retrieving and
reminiscing about past experiences. For example, Kalnikaite et al. (2010) investigated the extent
to which mapped depictions of personal movement data and photographic records of everyday
activity engender true recall versus inference. Results from a controlled within-subject
experiment with 18 participants showed that photographs and personal movement data work very
differently on memory. Images helped to facilitate true recollection, whereas locational
information more effectively supported memory deduction based on spatiotemporal patterns
revealed visually on maps. When integrated together in a map+photograph visualization,
reflection on a more complete representation of past experiences was possible. While this work
provides quantitative evidence on the value of personal visualization for supporting memory
recall, the study did not allow users to provide input on how system design and functionality
could be developed to support their needs.
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In contrast, Wood (2015) aimed to specifically inform the question of how to reflect the
data creator’s experience in the design of non-traditional visualizations for personal contexts.
Drawing on first hand experiences and personal interests, the author designed interactive maps
and visualizations to reflect on multi-day long distance cycling events. The design process
emphasized road gradient and ‘time in hand’ to complete an event. The resulting visualizations
supported spatial narratives unique to the participant, as well as position charts that allowed
participants to compare their overall situation relative to others (see figure 2-2a). While informal
feedback from participants and organizers of a 2013 event indicated that the visualizations were
helpful for future event planning, the author argued that personal engagement with data through
such visualizations affords more affecting human-data interactions.
Like special events, significant trips and shared experiences with loved ones have a
profound effect on memory and reminiscing. To explore the concept of visual mementos, Thudt
et al. (2016) created Visits, an interactive map-timeline visualization designed to relay noteworthy
trips and travels, as well as shared experiences with friends and family on those travels (see figure
2-2b). The authors ground their work in autobiographical research and the notion that artefacts
play a crucial role in the creation of memories. In contrast to the evaluation approach taken by
Kalnikaite et al. (2010), these authors conducted a qualitative study using a technology probe
methodology to explore how well the system addressed the challenges of evoking familiarity over
the unknown, extending data representation beyond the objective to reveal the subjective, and
addressing privacy concerns through data agency. Forty-two participants engaged with the system
to a varying extent, from interacting with the demo and completing a questionnaire to loading in
their own personal data and sharing their memento. Response to Visits was overall positive
though participants noted wanting the ability to further personalize the system, integrate other
data sources to construct more comprehensive mementos, and support joint reminiscing (i.e.,
ability to draw from shared data sources to support collective mementos). Moreover, participants
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expressed concerns for long term system adoption because not all individuals will record the
necessary data or be willing to upload the data due to privacy concerns or lack of commitment.
Related to self-reflection and reminiscing, Otten et al. (2018) integrated map and network
visualizations to explore spatial and temporal topologies in personal movement data (see figure 22c). Their rationale in combining map and network representations of personal movement was to
allow users to discover complex recurring patterns in long term activity traces. Similar to the
evaluation approach taken by Thudt et al. (2016), these authors conducted an iterative, three stage
assessment consisting of a formative study; feedback gathered at an exhibition; and a qualitative
user study. The formative study included three participants and aimed to inform the potential and
shortcomings of an early prototype. Exhibition feedback from 150 visitors on a revised prototype
provided informal input from a larger, broader audience and highlighted aspects of the
visualization that were both enjoyable and confusing. After again revising the system based on
the feedback, the authors conducted a qualitative user study with nine participants. Participants
completed an introductory interview, a task entailing interacting with his/her own (or sample)
dataset, and a follow-up interview. Results from the study showed that individuals were more
interested in using the integrated map+network visualization when they were engaging with their
own (rather than sample) data. Also, users found value in not just reminiscing on places visited
frequently but in rediscovering the outliers that they visited infrequently. Users, however,
expressed having trouble with spatial orientation when using the various network layouts, and
emphasized the value of geography and place in relaying personal movement data. This work
again highlights the additional value gained by including the intended user of the visualization
throughout the development process.
Mode of travel further affects our memory. For example, Meier and Glinka (2017)
explored how personal activity data can be used to algorithmically model mental maps in an
urban context. The authors calculated a personal level of potential memorization index (PMI) or
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‘spatial knowledge’ based on mode of transportation. Highest values were given to walking
followed by cycling and lastly any form of motorized transit. The premise being that the ways in
which one actively moves through a city influences her or his memory of landmarks and
perceptions of the urban environment. To evaluate mental map modelling, the authors recruited
five participants who were willing to share a year’s worth of personal activity data recorded
using, Moves, a now-obsolete activity tracking application owned by Facebook. Next, the authors
created a web application that presented Google street view imagery of 22 locations extracted
from places participants visited during the past year, as well as three locations that participants
had not visited. Participants were asked if they knew where each location was, and if so, to place
a pin on a provided map. Results showed a trend between PMI calculated from their data and
participants’ recollection and memory of locations throughout the city. Lastly, the authors created
abstract cartographic physical models of each participant’s mental map. PMI values were mapped
to buildings, and building height was extruded as a function of the value. The purpose of the
physical models was to facilitate personal reflection and extend the ways in which we one
perceives the urban environment.

Figure 2-2: Sample of visualizations constructed from personal movement data that are designed
for use in personal (top row) and professional contexts (bottom row).
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Personal movement data collected in urban environments also present new and largely
unexplored opportunities that extend beyond delivering direct personal value or insight to the
individual who engages in QS activities. Paralleling trends in self-tracking is the realization of
ubiquitous computing and onset of Internet of Things (IoT) technologies, which together creates
potential for integrating personal movement data into smart city initiatives and urban interaction
design. This can result in a more humanized, bottom-up approach to city planning (Smyth et al.,
2013). Moreover, maps and other data visualizations can play a critical role in engaging
community stakeholders in the planning process (Romanillos et al., 2016).
The visualization of personal movement data can help make cities safer and more
efficient to move through. For example, Quartuccio et al. (2014) integrated data from the Chicago
bike sharing program with historical bicycle crash data to visualize high risk areas in the City and
communicate potential problematic infrastructure. Similarly, Bao et al. (2017) leveraged personal
movement traces from bike-share data in the City of Shanghai to develop a system for more
effectively planning bike lanes. Relatedly, Zeile et al. (2015) explored aggregated arousal level
data of cyclists to inform city safety (see figure 2-2e).
Personal movement data can also be used to improve how we navigate through urban
centers, as well as help to communicate our perceptions of cities. Baker et al. (2016), for
example, leveraged crowdsourced cycling GPS traces to inform preferential route choices,
whereas Quercia et al. (2014) aggregated and mapped emotional responses to photographs of
locations and landmarks to create quieter, happier, and more beautiful pedestrian routes in Boston
and London (see figure 2-2d). Emotion information has also been extracted from tweets to reveal
spatio-temporal patterns in citizens’ perceptions of cities (Resch et al., 2016; see figure 2-2f).
Stals et al. (2018), however, cautions that our emotional bonds with places are complex, and
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identifies the need to better understand the triangular relationship between person, place, and
technology. This dissertation contributes to informing this need.

DISCUSSION
As is clear from above, personal movement data can play an integral role in both personal
and professional contexts. Its potential, however, is greatly constrained by the design of maps and
other visualizations by which the data are communicated. Despite a rich cartographic literature on
how to map movement data (e.g., Bertin and Barbut, 1967; Hägerstrand 1970; Moellering 1976;
Tobler 1987; Wood et al., 2010), and an equally extensive geovisual analytics literature on how to
interact with and make sense of complex visual representations of movement data at scale (e.g.,
Andrienko et al., 2011; Andrienko and Andrienko, 2013; Guo 2009; Zhu and Guo, 2014), there
exists a gap in the research that addresses how to design maps and other visualizations
constructed from personal data and that benefit the data creator. This dissertation directly informs
this gap by examining the role of cartography, design, and visualization in bridging digital divides
and ensuring benefit is returned to the data creator be it directly in personal contexts or indirectly
as a result of one’s personal data being used in professional contexts. Having now grounded the
research question in a cross-disciplinary literature review, the next two Chapters provide
substantive examples illustrating the power of visualization in making personal movement data
more actionable and valuable through the lens of complementary but distinct research domains.
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Chapter 3

CompanionViz: Mediated Platform for Gauging Canine Health & Enhancing
Human-Pet Interactions

PREFACE
This Chapter is based on a published paper in the International Journal of HumanComputer Studies (2017:98). The paper was co-authored with Dr. Patrick Shih. I conceived the
research idea in a Usability Engineering course that Dr. Shih taught at the Pennsylvania State
University. I wrote the paper, and led the design, implementation, and evaluation of
CompanionViz, a personal visualization prototype focused on enhancing human-pet interactions
through direct representation of personal data (i.e., the topic of this Chapter). Dr. Shih provided
guidance on user study methodology and feedback on drafts of the paper. This Chapter differs
slightly from the paper in that literature was shifted to better fit within the overall dissertation,
citations were added to extend the discussion, and references were integrated with others at the
end of the document.

INTRODUCTION
According to a 2014 report by the Humane Society of the United States, pet ownership in
the Country has tripled since the 1970s. Statistics published by the American Pet Products
Association revealed that in 2014 Americans spent a record $58.04 billion on pets. The U.S.
remains the highest-ranking country for canine ownership with 83.3 million owned dogs and 47%
of households that own at least one dog in 2012. Yet, just over 50% of U.S. dogs are overweight
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and at least 16% are obese, accounting for 43.8 million dogs (Association for Pet Obesity
Prevention, 2014). Pet owners care deeply about their companions, but often lack quantifiable
awareness of their dogs’ health and exercise habits.
Paralleling these trends in increasing human-dog companionships and subsequent
spending is the quantified self (QS) movement. The QS is an individual who self-tracks
biological, physical, behavioral, or environmental information (Swan 2013). The Pew Research
Center’s Internet & American Life Project (2013) found that 69% of American adults engage in
some form of personal health tracking, 21% of which said they use technology to do so.
QS activity, however, is more than the quantitative collection of personal measurements.
How individuals explore, seek to understand, and reinvent their lives through personal data
collection, interaction, and casual information visualization is a dynamic, intimate, and subjective
process (Pousman and Stasko, 2007). These data are personal, tightly coupled to the user, and
often provide reflective, rather than analytical insight. The impacts of personal data collection and
understanding can alter behavior, relationships, and overall quality of life.
Ongoing, continuous, and real-time interaction between individuals and their data is a
unique big data challenge, in that data must be unbound from scientific practices and made usable
and meaningful to all. Individuals may not have the tools, expertise, or interest for storing,
querying, and manipulating their personal data. Discovering meaningful patterns may require
screening through and integrating large, heterogeneous data and data sources. Interfaces that
foster effective QS reasoning must empower individuals with intuitive, qualitative insights
founded on highly complex underlying processes. Such interfaces transform the QS into the
qualified self (Swan 2013).
While the QS movement has prompted productive new studies on assessing how humans
perceive personal activity data, few have focused on understanding how people perceive the
visualized data of their peers, family members, and specifically pets. Presented in this Chapter is
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work that extends the QS concepts to the quantified other (QO) to explore how the use of
wearable technology, collection of data on one’s pet dog, and visualization affect pet owners’
understandings of, and relationships with, their pets. Providing pet owners with an outlet to
engage with their dogs mediated through human-pet-computer interaction (HPCI) can strengthen
bonds between owners and companions, while also promoting healthier lifestyles for both.
The remainder of this Chapter is organized as follows. Section 2 grounds the concept of
HPCI in the broader discipline of Animal-Computer Interaction (ACI). Section 3 then introduces
CompanionViz, a personal information visualization prototype designed to inform pet owners on
their dogs’ caloric inputs/ outputs, as well as exercise and movement habits. Section 4 reviews the
components of, rationale behind, and initial response to CompanionViz gauged from a survey
with twelve participants. Insights gathered from a field study of three CompanionViz use cases
are then explored in section 5. The Chapter concludes with a discussion on future directions for
enhancing CompanionViz, as well as research in HPCI more generally.

BACKGROUND
This section defines animal-computer interaction (ACI), details its aims, and explores
how HPCI relates. A survey of ACI research is presented with an emphasis on canine-related
studies. HPCI-centric studies are highlighted, followed by research questions this Chapter aims to
address.
ACI is a growing discipline that aims to understand how the interaction between animals,
domestic and non-, and computing technology can improve animals’ life expectancy and health;
support and empower animals in legal contexts surrounding the processes in which they are
involved in; facilitate intra- and interspecies communication; and, foster relationships between
humans and animals by promoting understanding between them (Mancini 2011). ACI takes a
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user-centered approach to technology design guided by animals’ needs and preferences. Thus, the
primary users of new technologies developed from this approach are the animals.
Research in ACI has often been directed towards the development of technology that
aims to foster human-companion animal interaction, while benefitting both human and animal.
For example, Cheok et al. (2011) developed Metazoa Ludens, an interspecies computer game, in
which humans and hamsters play an interactive chase game in a shared virtual environment using
species-unique interfaces. Related, Noz and An (2011) developed a digital iPad game of cat and
mouse that facilitated both human-cat and cat only interactions. Lee et al. (2006) introduced a
multimodal interaction system to support remote connectedness between humans and animals,
demonstrating the benefits of virtual tactile sensation between humans and poultry. Chickens
were fitted with vests that delivered “strokes” based on computer signals initiated by their human
companions. Similarly, humans could wear vests, stroke a physical analog of a chicken, and in
return experience their companion’s “peck.”
Dogs in particular have been a focus of ACI research. Early work included
Rover@Home, an application that allowed humans and dogs to interact over the Internet (Resner
2001). Beyond providing pet owners with the ability to see and hear their dogs, Rover@Home
further exploited “clicker-training,” a well-established dog training technique, so that pet owners
could remotely dispense treats to their companions. Combining training with amusement,
Wingrave et al. (2010) investigated the role of serious gaming technologies in encouraging pet
owners to spend more time with their companions.
Human-dog interspecies awareness and communication have been other common threads
of ACI research. Mankoff et al. (2005) developed an interspecies social awareness system,
PAWSABILITIES. The system was built using a dog-centered design approach and provided
bidirectional pack awareness and engagement between pet owner and dog. Golbeck and
Neustaedter (2012) and Neustaedter and Golbeck (2013) explored and evaluated the use of pet-
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based video chat systems to facilitate remote monitoring and correspondence between pet owners
and their dogs. Wearable technologies have been developed to assist remote verbal
communication between owners and companions (Lemasson et al., 2013), and in-person
communication between working dogs and handlers (Jackson et al., 2013). In the latter, the
authors found that working dogs could successfully activate wearable electronics based on biting,
tugging, and nose gestures to correspond with handlers.
Finally, proposed over a decade ago by Gips et al. (2005), SNIF is a proof-of-concept
social networking architecture built into dog collars to enhance between-dog, owner-dog, and
owner-owner communication. Not surprisingly, the SNIF concept has gained traction in recent
years. Dogbook2, an online social network established in 2008, has a growing membership with
some 3.5 million dogs and 5 million dog lovers. The Dogbook community can share photos, earn
badges, and check-in at dog parks, coffee shops, or even fire hydrants.
Human-pet-computer interaction shares similar objectives to ACI, such as fostering
human-pet relationships, promoting healthy livelihoods, and regarding the wellbeing of pets in
technology use. However, HPCI places additional emphasis on understanding how technology
can be designed and used to engage healthy human-pet interactions and relationships, which
requires innovative approaches to meeting the needs of dynamic, intimate companionships.
Because the focus of HPCI is at the intersection of engagement between human and pet,
technology design requires taking a bonded-user approach capable of not just tracking pet
attributes and relaying them to pet owners in meaningful and interesting ways, but also inspiring
new awareness or positive change in human-pet relationships. Pets are not simply “usees” of
technologies designed to entertain or reduce the anxiety of their pet owners (Baumer 2015).
Rather, technology serves as a supplemental link meant to enhance the bond between pets and
their owners. HPCI, then, contributes to and fits narrowly within the growing ACI discipline.
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Related to the aims of HPCI is work by Paasovaara et al. (2011), Paldanius et al. (2011),
Mancini et al. (2012), and Ladha et al. (2013). Paasovaara et al. (2011) developed the Paw
Tracker concept, which allows pet owners to track their dogs’ activities and follow their
conditions in real-time. Taking a social media approach, Paw Tracker uses mobile and Internet
technologies, and combines sensor and video feed data to deepen pet owners’ understandings of
their dogs. The authors found that dog owners not only wanted to know what their pets were
doing while they were away, but were also interested in how the technology could potentially
discover reasons for barking and other misbehavior.
More broadly, Paldanius et al. (2011) explored the growing interest around pets and
technology and presented two case studies on hunter-dog and pet owner-dog interactions to assess
peoples’ needs and expectations from dog-specific technologies. The authors found that
technologies designed for pet owners needed to do more than ease daily pet care practices and
provide new pet knowledge, but should also support dog owners in building relationships with
their companions. Taking a qualitative exploratory approach, Mancini et al. (2012) investigated
how dog tracking in domestic settings reconfigures human-dog relationships. The authors found
that tracking practices altered human-dog interactions by enabling pet owners to better
understand, care for, and protect their companions. Lastly, Ladha et al. (2013) developed a robust
collar-worn activity sensor capable of identifying up to 17 canine-specific behaviors with
approximately 70% reliability. Such behaviors included barking, chewing, pawing, and sniffing.
The authors hypothesized that such high-level canine monitoring could promote both health and
well-being for domestic and service dogs alike by advancing pet owners’ awareness and
understanding of their pets.
All four of these works emphasize how technology should be designed and used to
engage positive human-canine interaction and foster animal welfare. As ubiquitous computing
and the “quantified everything” movement continue gaining mainstream traction, so arise
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unforeseen implications for the users, as well as concerns about technological nature replacing the
natural (Kahn et al., 2009). In a speculative design study on the reaction of companion animal
owners to near-future prototypes used to quantify and better understand pet welfare, Lawson et al.
(2015) found that while pet owners had strong interest in leveraging technology to better
understand their pets’ physiological characteristics and emotional needs, they expressed little
concern for how any of it worked. The authors cautioned that technology designed incognizant of
scientific research in animal behavior has the potential to undermine or harm human-pet
relationships; confuse or worsen pet owners’ understandings of their companions; and, cause new
human-human conflicts among pet owners, citizens, and veterinary practitioners. The need for a
niche area within the ACI community dedicated to understanding the role of computers in
supplementing the coevolved, complex bond between humans and companion animals is quite
timely.
This Chapter contributes to this growing body of work in HPCI and ACI by exploring the
effects of integrating wearable technology, personal data collection on one’s dog, and casual
information visualization on pet owner-dog relationships. More specifically, this Chapter aims to
address the following interlinked questions: How does allowing pet owners to track and visualize
the caloric inputs/ outputs and movement (steps) of their pet dogs (a) encourage owners to take a
more caring and aware role in their companions’ daily health and activity needs, (b) promote
healthy and more engaged relationships between them, and (c) increase pet owners’
understandings of and motivation to alter their dogs’ lifestyles?
CompanionViz is a personal interactive visualization that relays movement and nutritional
information of dogs to their owners in intuitive and reflective ways, and serves as medium for
exploring the research questions stated above. The hypothesis is that by providing pet owners
with quantifiable awareness of their dogs’ health and exercise using casual visual representations,
pet owner-dog bonds will strengthen, thus promoting healthier lifestyles for both.
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COMPANIONVIZ
In this section, the components of the CompanionViz web application are described in
detail. This section begins by explaining the movement and calorie data collection process, and
then outlines how these data were visually transformed, and the rationale behind design choices.

Quantifying the Other
Step and calorie data were collected for Maggie, a four-year-old longhaired dachshund
and pilot participant, for the duration of two and a half months. A fitbit3 Ultra pedometer/
wellness monitor (version 4.14) was clipped on to Maggie’s collar to record movement in steps,
caloric expenditure, and activity level. This device was chosen over other models due to ease of
attachment, high charge retention, affordability, and mainstream brand awareness. Whilst caninespecific tracking devices, such as Fitbark4 and Whistle5, are gaining consumer awareness, these
devices cost more and appeal to a smaller, more refined user group. Thus, the potential for
technology adoption is lower.
Maggie’s age, height, weight, and caloric inputs were uploaded to the fitbit dashboard.
Because the fitbit application assumes age in human years and calculates caloric expenditure
accordingly, Maggie’s age in canine years was adjusted to human years following guidelines
published most recently by the American Kennel Club (2015). Her height was measured from
level ground to the top of her shoulder blades while standing on all four legs. Inputting this
information into the fitbit application resulted in a better estimate of stride length, allowing step
counts to be recorded more accurately. Caloric intake was estimated based on the nutrition facts
associated with dog and any other food consumed. Once uploaded, these data then transferred
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automatically to a live spreadsheet via the fitbit API, which the CompanionViz application
accessed directly for creating visual data depictions.

CompanionViz Implementation & Design
CompanionViz is an interactive web visualization built using the D3.js JavaScript library
(Bostock et al., 2011). D3 is an open-source library that allows users to manipulate documents
based on data, using HTML, SVG, and CSS, while conforming to web standards. The personal
visualization integrates data collected by fitbit devices and consists of two main components: (1)
Overview: Calendar and (2) Focus + Context: TimeLine. The Calendar provides pet owners with
a daily gauge on their dogs’ input to output caloric ratio, and allows owners to explore weekly,
monthly, or yearly patterns in their dogs’ health. The TimeLine depicts temporal patterns in both
movement and nutrition and provides multiscale interaction. Pet owners can focus the TimeLine
on specific time intervals by creating a brush in the lower context TimeLine. Caloric ratio and
steps are plotted continuously and scaled on opposite axes. Figure 3-1 depicts Maggie’s
CompanionViz for early 2014.
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Figure 3-1: CompanionViz Prototype. (a) Overview: Calendar, (b) Focus Timeline, and (c)
Context Timeline.

For calorie data, color is used as both a learning and reward mechanism. Input to output
caloric ratio data are represented in shades of red and green in both the Calendar and TimeLine.
Deep shades of red convey days in which calorie expenditure is lacking, either from an exercise
deficiency or excessive eating. Deep shades of green reflect days in which calorie output is
greater. Use of color was guided by ColorBrewer, an online resource for selecting logical color
schemes for thematic data (Harrower and Brewer, 2003). Bertin and Barbut (1976) describe the
three perceptual dimensions of color (hue, saturation, and lightness) as visual variables, or
graphical building blocks. Color works as a ‘sign vehicle’ and evokes emotions. The intent is that
shades of red will encourage movement and healthy eating, while shades of green will resonate
with health and fitness success. ColorBrewer was used without its optional constraint on color
deficiency, making this color scheme indistinguishable for individuals with colorblind
impairment. A question on the surveys conducted as part of the evaluation of the interface
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(described in the following subsections) specifically asked participants if they suffered from
colorblind impairment. Had any of the participants responded ‘yes’ to the question, a colorblind
safe color-scheme would have been implemented. The threshold between “healthy” and
“unhealthy” ratios is relative, can be modified to meet individual pet needs, and would benefit
from veterinary guidance. In the use cases reported in this study, a threshold in between 1-1.4
activity to consumed calories was established. This arbitrary threshold was chosen because it
effectively captured variation in values on either side of the ratio.
For activity data, steps are represented only in the TimeLine. These data serve two
purposes. First, their presence (or lack-thereof) informs pet owners on their dogs’ daily activity,
and can be related to the position of peaks and troughs in the caloric ratio data plotted above.
Second, pet owners can zoom to intraday step intervals using the focus interaction of the
TimeLine (create a brush in the small timeline at bottom of the visualization) to view steps
disaggregated to a resolution as fine as five-minute intervals. Figure 3-2 illustrates the temporal
zoom functionality. Multiscale interaction is useful for understanding dog movement patterns
when pet owners are not home.
In summary, CompanionViz was designed to enhance pet owners’ understandings of their
dogs’ health and exercise activities, and to strengthen relationships between them using personal
visualizations. Color and multiscale visualization techniques are used as reward and learning
mechanisms.
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Figure 3-2: Timeline focused on Feb. 18-19.

EVALUATION
This section begins with results from a twelve-participant survey designed to gauge initial
interest in the personal visualization prototype and research goals. Based on positive feedback
from the survey responses, one field study was deployed. The field study consisted of three
participant groups (pet owner and canine) and lasted the duration of one and a half weeks. The
one and a half weeks encompassed an introductory phase in which pet owners completed a survey
and fitbit devices were calibrated for their dogs; seven days of pet tracking, diary entries and
photograph uploads; and, an exit phase where pet owners were presented with their canines’
CompanionViz and asked to complete a concluding questionnaire. This section provides an
overview of study design and participants, documents insights gathered from the three studies,
and discusses to what extent the studies support research hypotheses. Note that all data collection
instruments for both studies can be found in the Appendix.

Survey | Gauging Interest in CompanionViz
A two-part survey was conducted to evaluate initial interest in research aims and
visualization prototype. The first part included a mix of multiple choice, short answer, and Likert
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scale questions that asked participants general questions about HPCI concepts, fitness, and
perceptions of health. Example questions included: On a scale of 1 to 5, (1 being the least and 5
being the most) how much of your exercise is spent with your pet?; Are you curious about your
dog’s activity when you are not home with your pet? (yes, no, indifferent); On a scale of 1 to 5 (1
being completely unmotivated and 5 being completely motivated), how would placing a fitness
and health monitoring device on your pet dog influence your motivation to exercise?.
The second part of the survey provided participants with a URL link to CompanionViz,
together with an explanation on what the application depicted and how it worked. Participants
had the opportunity to explore and evaluate the interactive visualization and were then asked
multiple choice and short answer questions to assess their understanding of the application, as
well as to provide feedback on the effectiveness and utility of CompanionViz. Example questions
from this part of the survey included: Would visualizing your pet’s data encourage you to
exercise more frequently and/or intensely? (yes, no, indifferent); How does the color in which
Maggie’s caloric data are presented affect your perception of her fitness level?; What features
would your ideal app for human-dog-computer interaction have?.
Twelve participants were recruited. First order participants were colleagues and friends
who then asked others they knew who owned dogs to participate. Participants owned between one
and four dogs that ranged in sizes from toy to extra-large.
Participants’ time spent exercising with their dogs followed a right-skewed distribution,
with pet owners spending relatively more of their exercise time without their dogs. The majority
of respondents felt that their dogs did not need them to get their exercise needs, while one-third of
participants felt strongly the opposite. Almost all respondents felt that exercising with a pet
encouraged owners to exercise more often. However, feelings on whether tracking the fitness/
health of pet dogs would influence human exercise habits were entirely mixed. Three-quarters of
participants were curious about their dogs’ activities when not at home.
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After visiting the CompanionViz prototype, two-thirds of participants felt that they would
exercise more frequently and intensely, given being able to visualize their pets’ data. Moreover,
all participants were effectively able to interpret Maggie’s data, and commented on being able to
easily understand the use of color in the interface. One participant suggested that the visualization
provided the necessary tools to keep pets healthy.
The Calendar and TimeLine components were equally preferred; however, the Calendar
was noted as being easier to interpret. Participants found it useful being able to compare patterns
in the Calendar, both between and within particular weeks and months. One respondent
commented on the utility of being able to compare trends in caloric data by certain days of the
week by reviewing patterns in the Calendar by row.
Participants found the focus brush initially confusing, but enjoyed being able to explore
temporal patterns at multiple scales once oriented to the functionality. Finally, participants
suggested making the design more personable, which was later implemented by integrating
photos of human-dog interactions at the bottom of the timeline.

CompanionViz Use Cases | Participants & Design
Next, three use cases were deployed. Study participants included: Harvey, an olde english
bulldog, owned by a married female speech therapist; Zoey, a border collie, owned by a single
female before-and-afterschool teacher; and, Tokala, a jack russel-border collie mix, owned by a
married female before-and-afterschool teacher. Each CompanionViz use case entailed an
introductory survey, seven daily diary entry forms for each tracking day, and a concluding
questionnaire. Table 3-1 provides summary statistics for each dog, including age, weight, height,
daily mean step count, daily mean calories in, and daily mean calories out for the seven-day
tracking period of the study.
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Table 3-1: Summary statistics by dog for 7-day tracking period.
Harvey

Zoey

Tokala

Age (yr)

2.7

7

10

Weight (kg)

29.48

18.14

22.68

Height (cm)

58.42

60.96

50.8

Daily Mean
Step Count

7007

9767

6538

Daily Mean
Calories In

1572

900

850

Daily Mean
Calories Out

1910

1503

1386

The introductory survey was used to acquaint pet owners with research objectives and the
prototype visualization, as well as to acquire information about their dogs that was needed to
accurately configure the fitbit devices. Devices were configured following the same approach
outlined above for Maggie, the pilot participant. Devices were calibrated based on each dog’s age
(translated into human years), weight, and height. Pet owners provided specifics on what their
dogs ate and drank, and how much on an average day. This information was used to input caloric
intake.
The dogs wore the devices clipped to their collars for seven days. On each day, pet
owners were required to submit diary entries. Diary entries consisted of open-ended questions
asking pet owners about their daily experiences with their dogs, as well as requested pet owners
to upload photographs from their daily interactions with their dogs. At the end of the seven days,
the dogs’ fitbit data were input into CompanionViz, and shared with pet owners (Figures 3-3, 3-4,
and 3-5). Lastly, the three pet owners completed a concluding questionnaire that asked openended questions about their overall experiences using the visualizations and participating in the
study.
The field studies generated three introductory surveys each containing responses to 45
questions of multiple choice, likert scale, and short answer types; 21 diary entries each containing
responses to six open-ended questions; 53 photographs of pet owner-dog interactions including
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textual and temporal context; and three concluding questionnaires each with responses to 10
open-ended questions. A thematic analysis of the collected data was conducted to iteratively
refine the emerged themes (presented below) until saturation was reached.

Insight Gathering
The seven-day tracking period, consisting also of daily diary questions and photograph
upload requirements, was used to strongly engage pet owners in critically thinking about their
daily interactions with their dogs. On all seven of the daily diary entries, three questions sought to
address the main research objectives. First, How did knowing that your dog’s activity and calorie
data were being tracked affect your interactions and exercise with your dog? Second, How will
today’s reflections of your dog’s activity and health affect tomorrow’s interactions with your
dog? Third, How did the process of monitoring your dog’s activity and health affect your
relationship with your dog? Other more open-ended questions, asking pet owners to reflect on
their daily interactions with their pets or to comment on the context of their uploaded
photographs, aimed to capture more indirect inferences on the effects of HPCI on the participants.
In the case of Harvey, the process of monitoring his activity and health positively
affected the relationship between him and his owner. When asked to reflect on the impact the
personal data collection and visualization process had on the relationship between Harvey and his
owner, his owner responded:
“We spent more time being active than on a typical day, which is his favorite thing to do
with me. I perceived Harvey as appreciating our relationship more. Then later in the
evening he was much more tired, and wanted to cuddle with me, which is my favorite
thing to do with him, so I gained more from that interaction.”
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Figure 3-3: Harvey’s CompanionViz.

Harvey’s owner further noted paying more attention to what he was doing all day and
being “more ‘in tuned’ with his needs.” Prominent themes that emerged from the study were
motivation, guilt, and increased awareness. In knowing that Harvey’s activity and caloric
intake were being tracked, his owner mentioned taking him for extra walks, engaging in more toy
play, and thinking more about the food scraps she fed him. One day she commented, “I normally
try to avoid the dog park at busy times, as he has been aggressive with large groups of other dogs
in the past. Even though I knew it was a busy time, I walked him to the dog park to check, and
when it was not very crowded, we stayed to play fetch for a little while.”
Harvey’s owner discussed how she would feel guiltier knowing that there would be “hard
evidence” if they were lazy. One day she said, “I was so shocked that the previous day’s results
said that he took in more than he exerted, so I sort of made it my mission to do better today with
it.” When asked how today’s reflections on Harvey’s activity and health would affect tomorrow’s
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interactions with Harvey, his owner’s response on the first day of the tracking period was, “When
I am in a situation where I have the option of getting Harvey to be active or passive, I will likely
choose to make him be active.” One day, Harvey’s owner noted wanting to make a greater effort
to walk Harvey further the next day, because the rain had detoured them from getting out of the
house the current day. After an exercise intensive day, she expressed concern for Harvey’s health:

“Hopefully he will be well rested tomorrow and we will be able to do a little more. Now
that I have thought about how much activity he had yesterday though, I think that I may
be more careful not to over exercise him.”
Personal data collection and visualization mediated through HPCI benefited the relationship
between Harvey and his owner and enhanced his owner’s awareness of Harvey’s physical and
mental needs.
Emergent themes from the Zoey study were again increased awareness and motivation,
but also curiosity. Early in the study, Zoey’s owner commented on continuously checking Zoey’s
step count and comparing her results from day-to-day:

“I found myself checking her step count every few hours just to see how much she
actually moves around when I’m not home to witness it. If I would notice that she isn’t
getting enough exercise I would be sure to make some changes.”
Personal data collection and visualization together with HPCI provided Zoey’s owner with the
ability to evaluate Zoey’s movement habits and needs, and to assess potential changes she could
make to her and Zoey’s routines if Zoey was not getting enough exercise. On one occasion her
owner stated: “We made more of an effort to get her moving today to see how much of a
difference it would make.” On another day, Zoey’s owner engaged in extra play sessions with
Zoey to see the difference that activities would make on her data. She stated, “I was surprised
how much a couple extra play sessions affected the amount of steps she took.” Her owner was
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even more surprised to find that Zoey’s step count was highest on days she had to work, revealing
just how much Zoey paces when left home alone:
“She had a lower number of steps today despite the fact that we were home and outside
all day. This compared to yesterday’s huge number of steps tells me that she paces a lot
when we aren’t home.”

Figure 3-4: Zoey’s CompanionViz.

On the fifth day of the study, Zoey had a considerably higher step count, and her owner
mentioned trying to feed her more that evening. Also during the study week, a new puppy was
introduced into Zoey’s family, and her owner reflected, “It will be interesting to see how her
activity fluctuates with a playmate in the picture.” The quantification and visualization of Zoey’s
personal characteristics afforded her owner new understandings of Zoey’s movement and new
insights on family dynamics, as well as fostered more interactions between them.
In the Tokala study, the effects of HPCI were weaker. Curiosity was again an emergent
theme, but the actual process of monitoring Tokala’s activity and caloric intake seemed to
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minimally alter the interactions and relationship between him and his owner. For example, when
asked how today’s reflections on Tokala’s activity and health would influence the following
day’s interactions with him, Tokala’s owner responded, “I may try to take him for a walk, but
more so because it is to be a nice day and I have time.” In this instance, weather and available
time proved to be more influential factors on daily interactions, as compared to increased
awareness of Tokala’s activity and caloric intake. When asked to comment on how the
monitoring process affected their relationship, Tokala’s owner replied, “It didn’t. I love having
my dog with me and he is like a little shadow. Wherever I am, he must also be.” However,
Tokala’s owner did comment on being pleased to see that Tokala “was burning as many calories
as he was consuming.” She further expressed curiosity in learning more about Tokala’s activities
when she wasn’t home:

“It will be interesting to see how/if the data changes starting tomorrow. I have been off
work due to the long holiday weekend since Tokala began wearing the fitbit. I will be
back to work tomorrow. We will not interact at all during the day, but I am curious to see
if he is active or naps when I am gone. My husband gets home much earlier than I do,
and I often wonder if Tokala even wakes up from his nap when my husband gets home,
and if they play together when I am not there.”
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Figure 3-5: Tokala’s CompanionViz.

Thus, while the monitoring process did not alter the relationship between Tokala and his owner, it
did provide a mediated platform for the family members to have a nuanced dialogue of
interactions.

DISCUSSION
The field study consisting of three use cases of CompanionViz generally supported the
research hypothesis; that by providing pet owners with quantifiable awareness of their dogs’
health and exercise habits using personal visual representations, pet owner-dog bonds would
strengthen. For example, concluding responses on the usefulness and value of the study from the
owners of Harvey and Zoey included:
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“It made for a good bonding experience for us and the dog, and we have also enjoyed
looking back at the photos we took for the daily journal…In the first two days I felt very
motivated to give him as much activity as possible. It was almost like a competition with
myself to see how many calories he could burn.”
“I want to try to get Zoey to eat more during the day since she burns so many calories…It
was obvious from the visualization that Zoey takes a lot more steps when we aren’t
home. I know she paces when she’s alone, but I didn’t realize how much!”
Even in the case of Tokala, in which the monitoring process appeared to have minimal effect on
the pet-owner dog relationship, his owner concluded:

“Giving owners a visualization could positively benefit both owners and their pets. If
owners are able to see how many (or few) steps their pet takes in a day versus their food
consumption, they may be inclined to up the exercise or limit food, thereby reducing pet
obesity (and possibly their own).”
However, it was clear that the value and usefulness of the study varied between cases.
Interestingly, the study appeared most useful to Harvey, the youngest participant, while the study
was least valuable to Tokala, the oldest participant. For Zoey, the middle-aged participant, dog
breed revealed being an interesting factor; in that border collies are known to pace, but Zoey’s
owner gained new awareness on just how much, particularly when Zoey was home alone. Age
and breed of dog, as well as the length of established relationship time between dog and owner
may play a vital role in narrowing the target population for dog tracking, CompanionViz, and
HPCI more broadly.
Some relevant near-term additions to CompanionViz might include: ability to customize
pet profiles and add more than one pet (or pet owner) to the display; track dog specific attributes,
such as barking and tail-wagging; integrate photographs, memoirs, or social media dynamically to
the timeline; summarize and re-organize temporal patterns; select color-scheme options to ensure
a colorblind safe interface; and integrate place using GPS sensors and maps. Devices designed

41
specifically for dogs, such as FitBark, Whistle, or the activity collars devised by Ladha et al.
(2013), could provide other unique application addition opportunities. fitbits, like all other human
activity monitoring sensors, are known to contain systematic and other types of errors, and these
types of sensors are not designed specifically for canine use (Consolvo et al., 2006; Consolvo et
al., 2008). The study showed that common users are not as concerned about step-level accuracy
but rather repurposed it for other means, essentially using estimates as baseline assessments to
gauge their pet’s activity levels. In this context, affordable and highly accessible off-the-shelf
sensors such as fitbits are applicable to a wide-range of user groups. However, without validation
of step counts and food intake, the system has the potential to relay misleading signals. At the
very least, the use of such naive sensors should be supplemented with a scale to ensure that pets
are maintaining a healthy weight. Future iterations of CompanionViz plan to support a widerrange of sensors to facilitate more accurate measurements and meet the needs of both common
and expert user groups.
A clearer understanding of the future development of HPCI applications will benefit from
further-reaching surveys designed to assess the varying desires of the dog-owning population.
While one group may want a competitive visualization, others may prefer a more clinical design.
After deciding on one, or multiple, direction(s), it would be most effective to take a longer-term
ethnographic approach to understanding the target population. Field studies lasting the duration of
a week and a half are suspect to Hawthorne and novelty effects, and cannot inform all of the
potential needs or motivations of pet owners in remaining engaged in HPCI. Seasonality, for
example, can affect activity levels for humans and dogs alike, thus potentially impacting the dayto-day and continued use of HPCI applications. More importantly, the limited study duration
restricts the ability to provide insight on the long-term impacts on pet-owner health and
relationships. Lengthier studies would provide opportunities for designing HPCI applications
better suited for very specific needs, and measuring the effects of the technology on pets more
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directly. For example, if the design of an HPCI application aimed to address the needs of fitnesscompetitive pet owners, this audience may want a gamified experience that allows for the overlay
and comparison of their activity levels with their pets. Given this scenario, the works of Kraak et
al. (2014) and Wood (2015) may help inform the design process. Both papers presented personal
fitness visualizations in which comparisons against others were part of the visual display of
movement data. The design approach, however, would be much different if the HPCI application
targeted pet health awareness. In this scenario, performing case studies, diaries, and interviews
with veterinarians, as well as average/elderly pet owners may be relevant. Yet, it remains unclear
whether such applications could effectively detect early signs of pet illness, prompting
correspondence between pet owners and their veterinarians to mitigate health concerns. In a
worst-case scenario, these technologies could harm human-pet relationships, confuse pet owners’
understandings of their companions, and cause unforeseen human-human conflicts among pet
owners, citizens, and veterinary practitioners (Lawson et al., 2015). In any case, technology
design and implementation will benefit most from interdisciplinary collaboration among the ACI,
HCI, and animal behavioral science communities. As the QS movement expands into the realm of
the “quantified everything”, it is more important now than ever that the design of these
technologies is grounded in science that aims to transform the quantified into the qualified, better
understood, healthier, happier self and other.

CONCLUSION
In summary, HPCI is an emerging subarea in the ACI discipline that when integrated
with QS and QO concepts has the potential to enrich the interactions and communications with
our loved ones (beyond self, beyond pets, beyond others). The potential sociality that is
engendered beyond strictly HPCI from personal activity traces warrants emphasis. After all, QO
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is about the possibilities of using quantified data of others in our daily routines, and making our
interactions more meaningful with those who matter to us (e.g., children, elders, pets, and other
loved ones). HPCI is simply one instantiation of such potential that focuses specifically on pets.
Pet owner-canine companionships have much to gain from HPCI. While trends in pet
ownership increase, so, too, do pet obesity rates. QS and QO activities, combined with casual
personal visualizations, afford opportunities for advancing the health of pet owners and their
beloved dogs, as well as the understanding and communication between them. CompanionViz
was introduced to not just illustrate these opportunities, but to initiate exploration into the needs
of various pet owner-dog relationships.
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Chapter 4

Cartographic Design Approach to Making Aggregated Personal Movement
Data Accessible, Usable & Actionable

PREFACE
This Chapter reports on a cartographic design study carried out while I was part of the
Strava Metro team, leading interface design. Strava6 is a social network for athletes that provides
a platform for users of the application to record, analyze, and share their fitness-related activities.
Metro7 is a small division of Strava that aggregates and anonymizes data recorded on the
platform, and partners with, and licenses data to, a variety of organizations that are taking datadriven approaches to city planning. My engagement with Metro was an extended result of the Big
Data-Social Science IGERT summer externship requirement.
Introduced in this Chapter are cartographic design approaches to making data on bicycle
activity more accessible, usable, and useful to decision makers, stakeholders, and researchers in
the urban planning space. I was the conceptual lead on the overall design research and technology
development presented in this Chapter. I led the design, front-end implementation, and client
evaluation of the cartographic displays. Client evaluation was a part of my job duties not reported
here since it was carried out in the form of collaboration with clients rather than as “research”. I
also conceived and led the development of the data abstraction processes necessary to support the
visualizations, most importantly vector tiling and the two-step approach to realizing Jenks
classification on large datasets in browser (both described in detail in this Chapter).
This work was carried out in collaboration with two engineers and a product manager.
The two engineers implemented backend data processing and automation, and collaborated with
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me to define data structures and optimize data abstraction techniques. The project manager
collaborated with me to make specific design and functionality decisions based on client input.
Reflecting my role as the conceptual lead on the research and development reported, particularly
on the major decisions about cartographic design, data classification, and functionality, the paper
prepared for publication based on the content of this Chapter will be sole-authored. Collaborators
from Strava indicated that, to reflect the roles they played in the research and development, an
acknowledgement in that paper for specific roles they played was appropriate.

INTRODUCTION
Movement traces recorded by users of activity tracking applications provide opportunities
that extend beyond delivering personal value or insight to the individual (or data creator) who
engages in quantified-self (QS) activities. The large volumes of data generated by these
individuals, when aggregated and anonymized, can be used by city planners, departments of
transportation (DoTs), advocacy groups, and other researchers to help make cities safer, better,
smarter. Over one half of the World’s population now lives in urban centers, accounting for 3.9
billion people as of 2014, a figure projected to reach closer to 6.3 billion by 2050 (United
Nations, 2014). This rapid increase in urbanization has resulted in an urgency to develop more
efficient, equitable, livable, and sustainable cities. The “smart cities” initiative was borne largely
in response to these challenges (Schaffers et al., 2011; Chourabi et al., 2012). Problems
associated with urbanization impact industry, the physical environment, science, politics and
government, and overall quality of life. There is a growing body of research focused on
advancing smart city concepts. In 2017, the National Science Foundation’s Smart and Connected
Communities program awarded $19.5 million across 38 projects to further realize its mission of
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bringing greater economic prosperity, more jobs, and a deeper sense of security to cities and
communities across the Nation.
Related to the smart city initiative is the Internet of Things (IoT) and ubiquitous
computing, that together have the potential to provide a real-time, near-complete data
representation of the urban environment as a dynamic system (Cuff et al., 2008; Zanella et al.,
2014). Embedded devices, sensors, and other objects are becoming increasingly more aware of,
and able to interact with, one another. An unparalleled amount of data is being created both
consciously and unknowingly through human interaction with these mobile devices and sensors.
These technologies passively and continuously track our location in time, learn our personal
preferences, and sense characteristics of our surrounding environment. A 2014 report published
by the International Data Corporation (IDC) estimated that the digital universe is doubling in size
every two years, and that by 2020 the data created and copied annually will reach some 44 trillion
gigabytes (Turner et al., 2014).
There is an emerging area of study focused on human-data interaction (HDI), which aims
to address concerns and challenges regarding the rapid increase in the collection, analysis, and
trade of personal data (Mortier et al., 2014). Manovich (2011) describes a society comprised of
three “data classes”. In this portrayal of a digital society, data creators represent the majority,
constantly generating digital traces of individual and collective behavior. Data collectors, a
smaller group, possess the necessary resources for capturing, storing, maintaining, and controlling
access over the data. Lastly, the data analysts make up the minority, and are most capable of
generating insights from the data. The uneven distribution of data knowledge across the three
classes creates new ecotonal digital divides between the data-rich and the data-poor, as well as an
analytical divide between experts in data science and others not trained in computer or
information science.
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In this Chapter, I investigate the role of cartographic dashboards in serving as mediated
platforms for making aggregated, personal movement traces at scale more accessible and
actionable to those tasked with assessing the behavior of cyclists in urban centers. Within the
broad domain of information design, a dashboard has been defined as “a visual display of the
most important information needed to achieve one or more objectives; consolidated and arranged
on a single screen so information can be monitored at a glance” (Few 2004:3). A cartographic
dashboard, then, is a map-centric display designed to concisely and effectively relay pertinent
spatial information in well-defined contexts. This Chapter reports on a two-and-a-half-year
process of transforming a large, cumbersome dataset into an intuitive, insight-generating
cartographic display. Principles of cartographic representation and best practices in user interface
and experience design are employed to arrive at an interactive, visualization tool for city planning
professionals and local bike advocacy groups. In the following sections, I first provide relevant
background on cartographic approaches to mapping movement and urban data dashboards. Next,
I introduce Metro DataView, a cartographic dashboard designed to make data on bicycle activity
more accessible, usable, and useful to decision makers, stakeholders, and researchers in the urban
planning space. Features and functionality are described in detail, followed by a summary of the
user-centered design model that guided the development of the dashboard. An alternative
approach to visualizing personal movement traces is then explored, and a hypothetical use case
scenario is presented to illustrate the advantages and disadvantages of both visualizations. The
Chapter concludes with a summary of research contributions, key findings, and opportunities for
future research and development.
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BACKGROUND
This section provides background on cartographic approaches to mapping movement
with an emphasis on techniques pertinent to visualizing the flow of personal activity traces;
highlights ongoing research in the geovisual analytics community focused on exploring and
making sense of movement at scale; and concludes with an overview on data dashboards, and
their relevance to the visual communication of movement for an urban planning audience.
Advancements in global positioning system (GPS) technology, together with the
subsequent rise in affordability and use of geo-enabled smartphones and tracking devices, have
resulted in unprecedented amounts of personal movement data (Laube 2015). Movement data in
this form are commonly structured as series (or trajectories) of point records, each possessing a
latitude/longitude coordinate pair and a timestamp. Mapping these points directly is the simplest
approach to visualizing and attempting to make sense of data in this form (Andrienko et al.,
2008). Mapped depictions of raw GPS point data, however, become less effective and feasible
under the following conditions: the number of trajectories is large; trajectories reveal personally
identifiable information, and privacy is an issue; the analytical task or goal is pattern detection of
group movement behavior and individual traces are irrelevant. One if not all these conditions will
likely be met when engaging with personal movement data. In these cases, data abstraction via
the process of aggregation becomes a viable strategy for preserving individual privacy while also
making analytical tasks computationally tractable and mapped results visually meaningful
(Giannotti and Pedreschi, 2008).
Data aggregation is a fundamental component of the cartographic process, and
approaches to representing the spatial flow of objects in aggregate form have existed since as
early as 1845 (Robinson 1967). Minard’s (1869) graphical depiction of the march and subsequent
retreat of Napoleon’s army during the 1812 Russian campaign is arguably one of the most
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seminal representations of movement of all time, as highlighted by an entire book on mapping
time that was inspired by Minard’s work (Kraak 2014). The graphic communicates a rich story of
the losses endured by the French Army as they marched into Russia through the eloquent
execution of simultaneously representing six variables: abstraction of geography, time,
temperature, course and direction of the army’s movement, and number of soldiers remaining.
This type of data visualization is known as a flow map, and its purpose is to convey the
movement of objects between origins and destinations or across a network (Slocum et al., 2008).
Volume of movement is typically represented by line width, though other visual variables such as
color value or saturation can be manipulated instead of or in conjunction with line width. Flow
maps are oftentimes categorized as radial (individual lines radiate directly from an origin to one
or more destinations; e.g., Jenny et al., 2017), distributive (lines are aggregated from the origin
and branch off to their destinations; e.g., Verbeek et al., 2011), or network (lines follow true
routes between origins and destinations along a defined network; e.g., Nagel et al., 2017) (Parks
1987). For radial and distributive flow maps, origin-destination pairs represent known locations
of where movement began and ended, however the route in between is commonly unknown, and
can only be inferred from linking other data sources and/or domain expertise. The opposite is true
for network flow maps. The route is known, whereas origins and destinations may or may not be.
Each type of flow map affords unique opportunities for representing, exploring, and making sense
of the flow of individuals and entities across space and time.
Effective flow maps are difficult to create, and traditionally were carefully drawn by
hand. Tobler (1987) introduced the challenges of migration flow mapping by computer, and
despite more recent advancements in geographic information systems (GIS) and web mapping,
creating effective digital flow maps remains difficult today (Rae 2011; Zhu and Guo, 2014; Zhou
et al., 2018). Simply connecting straight lines between locations on a map is inadequate, because
the map quickly becomes cluttered and illegible. More sophisticated approaches to creating flow
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maps involve line bundling and aggregation, however, these techniques are underdeveloped and
as a result have not been integrated into digital mapping platforms. Recent research has aimed to
address some of these challenges. For example, Jenny et al. (2018) conducted a quantitative
content analysis on 97 origin-destination flow maps to arrive at a list of design principles for
creating static radial flow maps. The authors further evaluated the effectiveness of the principles
using a 215-participant user study. Other researchers have focused attention towards developing
and testing automated algorithmic approaches to the layout of linear flows (e.g., Phan et al., 2005;
Verbeek et al., 2011; Debiasi et al., 2014), again with the intent to enhance map clarity. Flow
maps have the advantage of reducing visual clutter through the offsetting or merging of lines
(Phan et al., 2005), however, they can become increasingly ineffective as data size and
dimensionality increase, as well as when locations for origins and destinations and the arbitrarily
defined lines between them disguise the underlying patterns of the spatial phenomenon under
study (Guo 2009).
Interactive visual analytics approaches become essential for moving beyond
incomprehensible representations of movement flows into an environment that facilitates the
ability to explore and analyze movement flows at scale. As discussed in Chapter 2, the geovisual
analytics research community is quite active in the study of movement data and has made
significant contributions to the advancement of flow mapping and analysis. Approaches to
visualizing and interacting with movement data tend to fit into one of three categories:
visualization and direct depiction of movement traces; visualization of movement trace
derivatives or abstractions (e.g., aggregations, generalizations, samples, etc.); and, visualization
of computationally extracted patterns (Andrienko et al., 2008).
Most flow mapping research in geovisual analytics fits primarily within the second and
third categories noted above, because making sense of large amounts of movement flows requires
data summarization and/or pattern extraction techniques. For example, Jankowshi et al. (2007)
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aggregated traces of where Flickr photographs were taken to explore the flow of the
photographers and their landmark preferences across Seattle. Guo (2009) introduced a
methodological framework that combined hierarchical and multivariate clustering, together with
interactive flow maps, and demonstrated the value of the framework in the context of migratory
mapping. This work was later extended to more effectively support multi-resolution flow
clustering on large datasets (Zhu and Guo, 2014), as well as refine flow density estimation and
generalization for both point- and area-based flow data (Guo and Zhu, 2014). Zeng et al. (2013)
considered both data aggregation and pattern extraction techniques in their exploratory analysis of
passenger re-distribution patterns at intersections in traffic networks. The authors further adapted
a variant of the circos figure (i.e., a circular plot for exploring relationships among objects and
positions; Krzywinski et al., 2009) to visualize the flow of travelers through interchanges. More
recently, Zhou et al. (2018) proposed a visual abstraction approach that leverages a Natural
Language Processing word embedding framework, together with adaptive sampling, to make
sense of OD data at scale. The authors demonstrated how their visualization system reduced
visual clutter and highlighted human mobility patterns using bicycle share and mobile phone
location datasets. To more effectively represent change in movement flows over time, Boyandin
et al. (2014) proposed linking two separated origin and destination maps with a non-spatial
temporal heatmap. Other notable works include those of Wood et al. (2010) and Wood et al.
(2011). The authors compared the benefits and shortcomings of representing flows as curved flow
symbols in comparison to other more novel approaches such as gridded views and OD maps (i.e.,
an origin-destination matrix overlaid on geography).
The work reported in this Chapter contributes to the growing body of research on the
representation and analysis of movement data by introducing an interactive network flow map
constructed from the aggregation of personal cycling traces to linear street networks in city
centers. Network flow maps have received considerably less attention than their radial and
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distributive counterparts due to limited access to trajectory data, particularly personal trajectory
data, as well as challenges surrounding data size and complexity. Through processes of data
abstraction and novel techniques to rendering large geospatial data in a web browser, this Chapter
offers an effective framework for making personal movement data at scale more usable, useful,
and accessible, while also preserving the privacy of the data creators.
The network flow map is packaged into a concise, easy to use data dashboard. The term
“dashboard” dates to 1846 and was originally used to describe the wooden or leather barrier of a
horse carriage that shelters the coachman from dirt and water that splashes up from hooves and
wheels. Over time, the metaphor extended into automobiles, cockpits of airplanes, and mission
control centers -- the immersive dashboard (Mattern 2015). Not until the 1980s and ‘90s did the
dashboard concept begin to associate with the graphical interface. At that time, savvy office
executives in the Business Intelligence (BI) sector started using dashboard displays to depict
essential financial statistics and key performance indicators to facilitate more effective
management strategies informed by metrics. Dashboards oftentimes integrate historical with
current information in a way that allows stakeholders to make decisions about (and ultimately
change) the future (Few 2006).
More recently, data dashboards have gained prominence in city monitoring and urban
planning. Maynooth University in partnership with Dublin City Council, for example, is currently
undertaking an extensive Building City Dashboards (BCD) project with a focus on expanding the
Dublin Dashboard, one of the most comprehensive urban dashboards to date (Kitchin et al.,
2016). Many other cities across the globe have similar dashboards (e.g., Boston8, Brussels9,
Dublin10, London11, Madrid12, and Sydney13). These dashboards provide visual summaries on
everything from weather, traffic and live video streams to news, local twitter trends, and mood.
On one hand, urban dashboards provide citizens and planners alike with a multifaceted,
data-driven perspective on their city. On the other, this perception is biased as a result of data
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cleansing, data (un)consciously not included, lack of information on how the data were sourced
and/or derived, as well as varying abilities to make sense of the data. Mattern (2014) cautions
against the “instrumented” rationalization of the city mediated through an inevitably incomplete
interface that lacks in affect and civic collaboration. The author provides guidelines for urban
interfaces and asks designers to consider everything from composition and framing of screen
elements and how they interact over time and space, to scale of context (entire city vs. street
corner), intended audience, and the types of information about the city that cannot (or should not)
be represented by data visualizations.
As humans, our experiences in, and understanding of, cities are bound in place, space,
and time. Urban dashboards undoubtedly benefit from if not require a cartographic component. In
many cases, the map may be the central element of the urban interface. Thus, conceptualizing and
creating effective urban dashboards requires expertise in not just user interface (UI) and user
experience (UX) design, but also map design (Roth 2017). This expertise further benefits from
balancing interaction science frameworks relevant to data visualization and cartography (e.g.,
Shneiderman’s 1996 Information Seeking Mantra or Roth’s 2013 taxonomy of cartographic
interaction primitives) with an iterative, user-centered approach to defining (or refining)
interaction flows in response to feedback provided by those who will use the dashboard. In the
following section, I introduce Metro DataView, an urban dashboard designed to provide insight
into cycling behavior at scale to city planning professionals, local advocacy groups, and
researchers who share the common goal of making cities safer and better.

METRO DATAVIEW
Metro DataView is a cartographic dashboard designed to make data on bicycle activity
more accessible, usable, and useful. More specifically, Metro DataView is an interactive network
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flow map that depicts volumes of unique bike trips, commute-designated trips, and bicyclists
across an urban network. In addition, the cartographic dashboard provides an option to view a
non-aggregated, rasterized heatmap of the GPS points that define the activity traces used in the
creation of the other views. The objective of this dashboard is to provide decision makers,
stakeholders, and researchers in the urban planning space with actionable insight on how to make
cities safer, better, and smarter.
DataView differs from many urban bike maps due to its ability to relay objective
information on how cyclists are moving across a street network. Oftentimes, bike map design in
urban planning contexts is based on subjective input provided by the “average” cyclist. Wessel
and Widener (2015) surveyed dozens of urban bike maps and found that DoTs and planning
agencies in cities across the U.S. (e.g., Cincinnati, Indianapolis, Los Angeles, Washington D.C.,
etc.) were publishing maps that depicted bike routes based on ill-defined classifications, such as
“preferred”, “use with caution”, or “not recommended”. In some cases, subjective context was
also used to represent gradient (e.g., “steep hill” v. “very steep hill”) and safety (e.g., “difficult
intersection”). This subjective design approach can be attributed to a lack of data on infrastructure
and ridership, as well as the Federal Highway Administration’s “bicycle level of service”
initiative that aims to evaluate the suitability of roadways for bicycle activity based on
“comfortability” ratings provided by a subset of cyclists for a sample of road segments (Harkey et
al., 1998). Ratings can be correlated with road characteristics (e.g., pavement condition, shoulder
width, speed limit, etc.) to extrapolate level-of-comfort designations across the entire network
(Landis et al., 1997). However, defining the “average” cyclist is problematic, and as a result,
many urban bike maps leave much to be desired with respect to objectively informing a diverse
audience of bicyclists on how to successfully navigate the city. Noteworthy exceptions to this
subjective design approach include the works of Wessel and Widener (2015) and Brügger et al.
(2017). Wessel and Widener (2015) designed a print bike map of Cincinnati, Ohio that
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intentionally did not include any unquantifiable information on roadway or terrain characteristics
with the intent that cyclists of all types could make more objective wayfinding decisions.
Similarly, but more narrowly focused, Brügger et al. (2017) conducted an empirical study to
comparatively evaluate three linear elevation change symbology methods (variation in color hue,
color-coded arrows, and elevation profiles) to gain insight into how to design static maps to better
facilitate bicycle route planning. Bike maps, such as these and DataView, that quantify and
effectively communicate ridership across the network as well as other characteristics of the urban
environment can help cyclists to choose safe and personally appropriate routes and assist city
planning professionals in making strategic infrastructure decisions that promote cycling as a
recognized mode of active transportation (Su et al., 2010).
In the following subsections, I formally introduce Strava, the case study data platform by
which cycling trips were collected, aggregated, and made available for Metro DataView. Next, I
provide a high-level summary on how the cycling trip data are processed and abstracted to
support effective and efficient visualization and interaction. Lastly, features and functionality of
Metro DataView are described in detail.

Case Study Data Platform
As noted in the Preface, Strava is a social platform that allows users of the application to
record, analyze, and share their fitness-related activities. Activity types include, but are not
limited to: bike rides, runs, walks, swims, and hikes. Strava’s rate of adoption as of late 2017 was
roughly one million new users signing up for the service every 40 days. Tens of millions of
activities are uploaded to the platform daily from users all over the world, and over one billion
activities had been recorded in total between the Company’s inception in 2009 and 2017
(Campbell-Dollaghan 2017). Figure 4-1 is an image of Strava’s “Global Heatmap”, depicting the
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geographic distribution of activities recorded on Strava. Strava’s focus is largely on providing
active individuals with an engaging user experience that inspires and motivates healthier, more
active lifestyles.

Figure 4-1: Strava’s global heatmap (accessed January 2018).

Activities recorded by users of the platform, however, provide opportunities that extend
beyond just delivering personal value or insight to the individual who engages in quantified-self
activities. The large volumes of data generated voluntarily by users of these types of applications,
when aggregated and anonymized, can be used by city planners, departments of transportation
(DoTs), advocacy groups, and researchers to help make cities safer and better for bike and
pedestrian activity (DiGioia et al., 2017). This requires transforming activity traces at scale into
actionable insight for a variety of stakeholders in the urban planning space.
Strava Metro has published case studies highlighting how metropolitan areas all over the
world are using cycling and pedestrian data to prioritize and quantify the impact of cycling
infrastructure investment. Researchers not associated with Strava are also leveraging Metro data
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to better understand spatial patterns in cycling and pedestrian behavior across many different
application (and geographic) areas. For example, Griffin and Jiao (2015) evaluated the
relationship between place-based/road network variables and the geography of cycling-for-fitness
in Travis County, Texas. Metro data has been used to facilitate smarter mobility planning in
Johannesburg, South Africa (Selala and Musakwa, 2016), and to model the relationship between
cycling trip purpose and air pollution exposure in Glasgow (Sun and Mobasheri, 2017).
Other studies have aimed to evaluate the representativeness of the data. For example, the
Centers for Disease Control and Prevention (2016) reported a strong association (rho = 0.60)
between the number of GPS Strava-tracked commuters with the number of active commuters
sampled by the U.S. Census Bureau’s American Community Survey (ACS) across all Census
block groups in four major cities (Whitfield et al., 2016). However, intracity correlation may vary
as result of population density, social (dis)advantage, and overall ridership in the area (Conrow et
al., 2018). At the very least, crowdsourced fitness data can complement and extend traditional
active transportation surveillance and analysis despite sample and other bias inherent in usergenerated data sources (Jestico et al., 2016; Ferster et al., 2017). Moreover, these data exhibit
unprecedented spatial and temporal resolution allowing for new approaches to measuring changes
in cycling and pedestrian behavior across an urban network as a result of infrastructure change
and implementation (Boss et al., 2018).
The wealth of user-generated activity data uploaded to Strava when aggregated,
anonymized, and repackaged by Metro has the potential to provide significant and measurable
societal benefit. However, this benefit is constrained by data size and complexity. The following
subsection explains the abstraction process by which streams of personal movement traces
recorded on Strava are transformed into summarized data views for the purpose of making the
data more legible and able to visualize in Metro DataView.
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Data Processing & Abstraction
Cycling activities (i.e., streams of GPS points) recorded on Strava that are made publicly
available by users of the platform are first queried from a PostGIS database based on a
geographic area-of-interest (AOI) and specified timeframe. Next, a map matching process (White
et al., 2000) is performed to identify street network geometry traversed by cyclists. More
specifically, GPS points are aggregated against a vector street network, intersection nodes
(derived based on where the street network breaks), and 350-meter arbitrarily defined hexagons.
For street and intersection aggregations, the first and last 500 meters of each activity trace are
cropped to preserve user privacy. Activity start and endpoints are only used in the hexagonal
aggregation process, because these are created for the purpose of exploring origin-destination
patterns in cycling behavior and the size of the areal unit preserves user privacy. The aggregation
processes output counts of unique individuals, activities, and commute-designated trips appended
to all three types of spatial geometry. Commute-designated trips are defined here as any point-topoint trip. A major stakeholder need was the ability to differentiate between commute- and
recreation-designated trips. Median interchange crossing times are also derived at the intersection
level, resulting in trajectory-oriented views of movement from both origin-destination and routebased perspectives (Andrienko and Andrienko, 2010). The combined approach of map matching
and aggregation has been identified as an effective strategy for outputting a useful dataset for
transportation planning while also maximizing geoprivacy (Sila-Nowicka and Thakuriah, 2016;
Wang and McArthur, 2017).
The three spatial datasets are output in GeoJSON format and converted into vector map
tiles using Tippecanoe14, an open-source tool for generating vector tilesets. Rendering GeoJSON
directly on the client is not computationally practical because it requires downloading the entire
data file on every map load. Vector tiles are a lightweight data format that divides space into pre-
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defined squares. Each partition stores only spatial geometries found within. (Eriksson and
Rydkvist, 2015). Vector tiles reduce the amount of data transferred to the client by returning
vector representations of features only visible within the current map bounds and zoom level.
Parameters for applying cartographic generalization methods, such as selection and
simplification, can also be configured during the tileset creation process to more efficiently render
vector data representations at small-scale. In comparison to raster tiles, feature attribution persists
through the GeoJSON to vector tile transformation. As a result, features can be dynamically
styled, manipulated, and interacted with on the client in real-time.
Next, the vector tilesets are uploaded to and served by Mapbox15. These hosted tilesets
are then referenced and made available in Metro DataView. The following subsection describes
how each of these aggregated and tiled datasets are leveraged within the interactive mapping
dashboard.

Features & Functionality
As noted above, Metro DataView is an urban dashboard consisting primarily of an
interactive flow map that depicts aggregate patterns of cycling behavior across a road network.
The primary intent of the dashboard is to provide city planning professionals and stakeholders,
who possess limited or no GIS expertise, with a simple tool for easily distinguishing commute
from recreation bicycle corridors; identifying candidate areas for fixing or creating new bicycle
facilities; and, quantifying ridership pre- and/or post-infrastructure change.
Visual representations of counts of unique bike trips are displayed by default (figure 4-2).
The interface is designed to balance both utility and usability criteria. Learnability is one of the
most fundamental components of system usability, because a user’s initial experience with an
interface involves making sense of how it works and what it depicts (Nielsen 1994). Interactive
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tutorials are effective strategies for supporting usability by conveying short, chunked, sequences
of syntactic knowledge to novice map users (Roth et al., 2009; Mead 2014). Thus, an interactive
tutorial has been included; it is initiated on load to introduce and familiarize users with the
interface and functionality (figure 4-3).

Figure 4-2: The default data view is number of unique bike trips on each road or trail segment.

Figure 4-3: Interactive tutorial guides users through features and functionality.
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System features can be accessed in the control panel, which is in the upper left corner of
the map interface. AOI, timeframe, and global statistics on the total number of activities and
cyclists being represented in the dashboard are specified at the top of the control panel. Below
this information are buttons, allowing users to switch between the various data views (Rides,
Commutes, Cyclists, or Heat). Intersections, origin-destination polygons, and destination-origin
polygons can be toggled on or off. When on, these layers are overlaid on top of the street network
and correspond to whichever aggregate data view is enabled. For example, if the “Commutes”
view is selected, the intersection layer will depict counts of commutes at interchanges across the
network. Similarly, if the “Cyclists” view is selected, the origin-destination layers will depict the
number of bike riders starting or ending at various arbitrarily-defined areas across the network.
Additionally, users can view a non-aggregated, rasterized heatmap of GPS points from the
activities used to create the other views. The default basemap style is “dark”, however, there is
also an option to view satellite imagery. Satellite imagery provides a snapshot-in-time of “ground
truth”, which can be helpful in contextualizing route choices and intersection behavior of cyclists
across the network. At the bottom of the control panel is the street legend, which maps count
values to colors. The control panel can be collapsed to maximize the extent of the map across the
interface.
Map navigation controls, as well as access to the interactive tutorial via the “HELP”
button can be found in the upper right corner of the mapping interface. In addition to the standard
map navigation interactions of pan and zoom, users can also rotate and tilt the map. Figure 4-4
provides an overview of where to access Metro DataView’s various features.
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Figure 4-4: Metro DataView: (a) network view options; (b) intersection toggle; (c)
origin/destination toggle; (d) basemap selection; (e) network legend; (f) navigation and help.

The road network flow map is the primary layer within the urban dashboard and is
symbolized using both variations in line width and a diverging blue-red color scheme to represent
the volume of counts across road segments. Wider lines and darker shades of red signify road
segments with higher counts. Narrower lines and darker shades of blue denote road segments
with lower counts. The intent of this symbolization is to show the volume of cycling behavior,
highlight key corridors of activity, as well as identify prominent areas of inactivity. Moreover, the
color scheme had to be effective against both a dark basemap and satellite imagery. As a result,
streets with counts in the middle range of values are slightly more prominent than desirable atop
the dark basemap to compensate for ensuring that those with very low and high counts are easily
distinguishable against the lighter satellite imagery (figure 4-5).
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Figure 4-5: Diverging color scheme against dark base map (top) and satellite imagery (bottom).

Counts on streets are binned into six classes using a two-step approach for realizing the
Jenks (1967) natural breaks method on big spatial data in the browser. The Jenks method was
selected because the majority of road and trail segments tend to have low counts, while the
minority of segments tend to have very high counts. By minimizing within-class variance while
maximizing between-class variance, the Jenks method is effective at finding spatial patterns
inherent in unevenly distributed data. The break values oftentimes lead to more visually accurate
mapped depictions, resulting in a better understanding of the spatial phenomenon under study.
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Calculating Jenks on large datasets, however, is problematic because the algorithm is iterative,
has a time complexity of O(n2), and can become computationally expensive. Rey et al. (2013)
proposed a parallelization approach to spatial data classification to improve performance, but the
framework is not designed for making calculations on the client to support responsive web
visualizations and interactive data-driven dashboards.
To achieve visually representative results of a Jenks-only approach while also making
calculations possible on the client, a two-step data classification approach was implemented.
First, percentiles are calculated by ordering and dividing the dataset (i.e., segments comprising a
dense street network) into n number of equal parts. N was set equal to 100, which was an
arbitrary choice that effectively balanced sufficient results with performant calculation for this
use case. Next, the Jenks optimization method is performed on the percentile break values (i.e.,
counts of rides, commutes, and cyclists) to bin the data into six classes. The percentile break
values serve as a generalized, yet representative subset of the entire dataset that Jenks can more
efficiently be calculated on. Figures 4-6 and 4-7 provide map and histogram comparisons
between the two-step and Jenks only methods for a year of cycling activities in the City of San
Luis Obispo, California and six months’ worth of cycling activities in London. A qualitative
comparison between the maps shows strong visual agreement, however, the two-step approach
tends to distribute more features into the sixth class. This is particularly true in the London
example where the darkest shade of red is much more prominent across the network. The
histograms reinforce the findings from the visual comparisons. Both methods result in positively
skewed distributions, and the number of street segments within each of the six bins is quite
similar with slightly more edges being distributed into the last class when using the two-step
approach. Applying the two-step approach to other contexts and datasets will benefit from more
thoroughly evaluating the statistical representativeness of this approach, which is a direction for
future research in data classification more broadly. Additionally, there exist opportunities to
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explore, compare, and provide users with the option to select alternate approaches to data
classification. For example, the box plot method is a particularly effective data classification
approach for skewed, asymmetrical data in which values at both ends of the range are commonly
emphasized using a diverging color scheme (Brewer and Pickle, 2002).

Figure 4-6: Side-by-side map and histogram comparisons of one years’ worth of unique bike
trips (69,141 trips across 14,200 street segments) in San Luis Obispo, CA, classified using the
two-step approach (left) and Jenks-only (right).
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Figure 4-7: Side-by-side map and histogram comparisons of six months’ worth of unique bike
trips (2,923,020 trips across 747,534 street segments) in London, classified using the two-step
approach (left) and Jenks-only (right).
Intersections, origin-destination polygons, and destination-origin polygons are
complimentary layers that can be toggled on and off atop the network flow map to provide
additional perspective on whichever network view is selected. The size of intersection point
symbols is scaled based on the number of unique bike trips, commute-designated trips, or
bicyclists aggregated to the points. Higher counts are represented by larger points. The opacity of
intersection point symbols is varied based on median crossing times through the intersections.
More transparent point symbols depict longer intersection crossing times. Increasing the opacity
of the symbols to denote longer crossing times helps draw attention to potentially problematic

67
interchanges atop a dark base map. This feature provides city planning professionals with an
additional lens for viewing the complex and dynamic nature of intersections so that decisions on
city safety and efficiency initiatives can be more informed.
Origin-destination polygons are based on an arbitrarily-defined contiguous layer of 350meter hexagonal bins. Metro DataView can support both origin- and destination-first views (i.e.,
users can select an origin and see all destinations associated with that origin or users can select a
destination and find all origins associated with the destination). Polygon color value is varied to
reflect the number of unique bike trips, commute-designated trips, or bicyclists that started or
ended within. Darker shades of grey (thus with low contrast to the black background) denote
lower counts; lighter shades signify higher counts. Clicking on a polygon returns all destination
(or origin) polygons associated with that polygon. The map automatically zooms to the bounds of
the associated polygons and highlights them in shades of pink. This feature supports users in
quickly identifying prominent areas throughout the city where bicyclist activity begins and ends.
Such insight, for example, can help city planners prioritize new bike share locations. Figure 4-8
depicts commute destinations across Fredrikstad, Norway and the associated origins of one
selected destination.
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Figure 4-8: Patterns in commute-designated bike trip destinations across Fredrikstad, Norway.

Lastly, users can select the “Heat” view, which depicts a rasterized point heatmap of the
movement traces that were aggregated to create the views described above (figure 4-9). Counts
are not available in this view. Activity density can only be inferred relatively. This view is
particularly helpful for discovering missing or inaccurate geometry in the street network that was
used for aggregation. The validity of the aggregated counts is contingent on the locational
accuracy of the underlying street network. GPS points must reasonably align with the street
network for the aggregation process to be effective. Thus, the heatmap not only depicts a
rasterized representation of raw movement traces, but also serves as a guide for correcting or
adding to an existing vector road network.
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Figure 4-9: Rasterized heatmap view of GPS cycling traces across Fredrikstad, Norway.

In summary, Metro DataView is a cartographic urban dashboard designed to transform a
heavy-weight, aggregated dataset into an intuitive, insight-generating visualization service
applicable to an urban planning audience. Arriving at this cartographic dashboard was an iterative
process informed by client (and potential client) input at various stages of application
development. The following section summarizes this process.

USER CENTERED APPROACH TO SYSTEM DEVELOPMENT
Metro DataView is the result of an iterative two-and-a-half-year user-centered design
model in which client (and potential client) input was solicited in various ways (through
structured surveys, one-to-one phone, in-person discussion, and informal email correspondence)
over the life-span of development. User-centered design (UCD) refers to a philosophy or strategy
that emphasizes placing the intended user of an interface, product or service at the center of all
stages of the design and development process, from ideation to final execution (Norman 2013).
UCD processes are often initiated as a result of a multidisciplinary team identifying some need,
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then thoroughly contextualizing the problem space, gathering stakeholder requirements, creating
design solutions and evaluating outputs. The process is neither fixed nor linear. Rather, it is
flexible and adaptable to project needs. Various stages of the process may happen in parallel, and
user feedback can and should guide how the process evolves. In the context of interactive
mapping platforms, there is a growing body of scholarship that emphasizes the importance and
value in taking a UCD approach to system development (Roth et al., 2017). Examples span a
wide variety of application domains from climate change (Slocum et al., 2003) and epidemiology
(Robinson et al., 2005) to crime (Roth et al., 2010) and pedestrian navigation systems
(Delikostidis et al., 2016).
UCD aims to ensure system success, however, defining and evaluating success is
challenging. The question of ‘to what extent does the system meet or exceed the expectations and
desires of its users?’ can be subjective and inappropriate to quantify. Unlike controlled
experiments that are replicable and generalizable, UCD studies tend to inform a more specific
situation making findings transferable and insights contextual only to similar use cases (Sedlmair
et al., 2012). Usability and utility are two broad (and sometimes competing) categories of
measures employed for evaluating system success (Grinstein et al., 2003; Robinson et al., 2011).
Usability refers to how easy, satisfactory and pleasant a system is to use, whereas utility
encompasses how useful the system is (i.e., how well does the system support users in performing
necessary tasks). The distinction between usability and utility is important, because a complex
interface designed for a small group of expert users may be highly useful yet very difficult to
learn and use. In contrast, a simple interface designed for a broad or non-technical audience may
be very usable but provide limited functionality. Thus, identifying the intended user of the system
and thoroughly understanding her or his goals and motivations are integral to evaluating usability
and utility. A needs assessment informs the functional requirements of the system, and the
process of translating abstract needs to features and functionality helps to establish a baseline for
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expected utility. This baseline guides the creation of interface mockups and prototypes, which
users evaluate to ensure that the system is both useful and easy to use. Recursively applying this
user->utility->usability loop throughout the system development process is an effective strategy
to ensuring system success (Roth et al., 2015).
In the case of Strava Metro, there was a clear need to develop interactive, visual ways of
making the data more accessible, usable, and useful. Feedback from organizations using the data
suggested frustration, confusion, and limited ability to generate valuable insight into the
spatiotemporal patterns of cycling behavior. Having identified this need, the six-stage UCD
approach employed by Robinson et al. (2005) was adapted to help guide the conceptualization
and development of what would become Metro DataView. This framework was selected because
the goal was to obtain formative rather than summative insights, and qualitative rather than
quantitative results. Moreover, the intent was not to assess or quantify how the final system
compared to other tools capable of delivering similar insights, but to design and implement a
specific system to meet stakeholder/client needs. Below is a high-level summary of each stage in
the Robinson et al. (2005) UCD model:
•

work domain analysis involving correspondence among developers, clients, and domain
researchers to better understand the problem space;

•

conceptual prototyping in which desired features and system requirements are discussed
based on stakeholder feedback via regular meetings and informal correspondence;

•

iterative prototyping of system components;

•

assessing interaction & usability to formally evaluate the prototypes being developed;

•

implementing a fully-functioning and stable prototype;

•

debugging which should result in enhanced system stability, scalability, and
compatibility.
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The user-centered design model that resulted in Metro DataView was part of ongoing
work at Strava that I led. Collaboration with clients was part of ordinary activities of a rapidly
growing technology company and was not conceptualized as “research” at the time. Thus, the
data collection methods and data processing that were involved in this UCD collaboration with
clients are not reportable as research methods or findings here. However, the insights gained from
clients, colleagues, and others who provided input on various iterations of Metro DataView were
important in the evolution of the design and implementation reported in this Chapter. Below, I
provide a tabular summary of key, high-level insights or actions from those efforts based on
process stage. Stages that happened largely in parallel are summarized together:
Table 4-1: Key insights and actions from the collaborative UCD process.
Stage

Insight

Work Domain
Analysis

•

Identified disconnect between what the Metro team assumed clients were capable of in
terms of big data management, analysis, and visualization and the reality of their time,
resources, and abilities.

•

Identified need to quickly detect safe cycling routes and key commuting corridors
throughout the network.

•

Revealed that data only somewhat supported analyses and project needs in meaningful
ways.

•

Revealed positive sentiment toward early prototypes (figure 4-10), but that essential
features were missing (e.g., heatmap and origin-destination views).
Identified major technical challenges that inhibited user experience and required innovative
approaches to visualizing and interacting with large aggregated personal movement traces
(for a summary of these challenges and the approach to addressing them, refer above to the
Metro DataView section, specifically subsections 2 and 3).
Led to the creation of a coarse roadmap of essential visualization features.

Conceptual &
Iterative
Prototyping

•

•
Assessing
Interaction &
Usability while
Implementing a
Fully Functioning
Prototype

•

Debugging

•

•
•
•

•

Transitioned feature and functionality requests from absolute needs to desired
enhancements relevant to very specific tasks oftentimes with limited use cases.
Simplified user experience flows and made the interface easier to navigate.
Implemented stable, fully-functioning prototype.
DataView deemed to meet or exceed the need to provide insight into cycling behavior that
could promote safety, inform city planning, and empower local advocates in championing
infrastructure change.
Automated the build process, allowing DataView to be available (and easy to generate) for
any AOI and timeframe.
Implemented interactive onboarding experience, allowing novice users to click through a
short tutorial that highlights where to access and how to use various system components. As
noted above, learnability is an integral component of a usable system (Nielsen 1993; Roth et
al., 2009; Mead 2014).
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Figure 4-10: Early Metro DataView prototype.
As a result of the collaborative user-centered design process summarized above,
DataView was judged to meet or exceed visualization requirements. The system was easy to use
and share among stakeholders in the city planning process, and the automation process facilitated
delivery of the service for any AOI and timeframe. This agile and collaborative approach to
software development fostered an effective and efficient environment for creating innovative
approaches to visualizing movement at scale. In the next section I discuss an alternate approach to
visualizing personal activity traces that extends the rasterized point heatmap view already
incorporated into DataView. This is followed by a scenario-based comparison of the two
visualization strategies along with a claims analysis detailing potential positive and negative
implications of both approaches.
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SIMPLIFIED APPROACH TO VISUALIZING ACTIVITY TRACES AT SCALE
To explore directions for future visualization development and further inform the success
of Metro DataView, a simplified approach to visualizing patterns in cycling behavior was
implemented. The approach consolidated and extended the raster-only point heatmap view
included as part of DataView, and did not require a computationally expensive aggregation
process. Instead, a hierarchical visualization and interaction design approach was taken to
seamlessly transition raster to vector representations of GPS cycling trace data as a function of
map zoom level. As the user zooms in on the interactive web map, static raster tiles representing
GPS points transition to vector paths, revealing subtler intricacies of movement patterns through
city centers and along recreational trails.
Raster and vector representations of spatial information are fundamentally different, each
possessing advantages, disadvantages, and tradeoffs in how data can be manipulated and
rendered. Raster data are stored in pixels whereas vector data are stored in coordinates. The
raster-vector discussion (and debate) in GIS is comprehensive and dates to at least the 1980s (e.g.,
Peuquet 1984; Gahegan and Roberts, 1988; Goodchild 1989). The merits of space bounding
versus space filling representations and their respective entity- (or object) versus field-based
concepts have been analyzed in detail with respect to spatial data representation. However, these
merits have been under-assessed in the context of interactive web mapping and data dashboards,
in part because the dynamic mapping landscape is evolving rapidly. Where the ‘slippy map’ (or
tiled raster map) was once the norm, its vector counterpart has quickly moved to the forefront of
innovation and development. Modern web browsers can now take advantage of the recently
adopted WebGL (web graphics library) 1.0 standard to render dynamic content on the client using
the device’s graphics processing unit (GPU). As a result, web cartographers are no longer
constrained by static, pre-rendered raster tiles output at fixed integer zoom levels. Interactive,
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dynamic and programmatic styling is now possible as a function of both data values and
continuous zoom.
While vector tiles reduce the amount of data transferred to the client by returning only
data within the current bounds and zoom level, rendering small-scale, large area representations
of movement traces remains impractical. To address this challenge without taking a
computationally expensive data abstraction approach (e.g., aggregation), both raster and vector
representations of cycling trace data are transitioned between representation types as a function of
zoom level. This visual abstraction approach builds upon the foundational work of Peuquet
(1981) on translating and integrating raster-vector data representations, as well as the respective
works of Brewer and Buttenfield (2007) and Stolte et al. (2003) on multiscale symbol
representation for USGS DLG reference map data and multiscale visualization using data cubes.
Moreover, the raster-to-vector design strategy follows the information seeking mantra
(Shneiderman 1996); in that, the initial view reflects a small-scale, raster heatmap overview of
millions of GPS points from cycling trips. As the user zooms in on the interactive web map, static
raster tiles transition to vector paths, revealing preferred route choices at the individual and group
levels. The raster and vector representations are designed to look visually consistent; hence, users
should not notice or be distracted by transitions in data representation when interacting with the
map. Figure 4-11 shows small- and large-scale depictions of cycling traces.
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Figure 4-11: Small to large map scale depictions of raster (top) to vector (bottom) representations
of cycling traces.

There were two main objectives for exploring this alternate approach to visualizing
cycling traces. The first objective was to assess if the approach had the potential to further
broaden and diversify the Metro user group. This raster-vector map integration could be built
cheaper and faster because it did require data aggregation. As a result, clients did not need to
provide a network basemap or understand the limitations of basemap quality. The tradeoff,
however, was that behavior patterns were relative; functionality to obtain counts on a single street
was not provided and was computationally impractical to implement. The second objective for
exploring this approach was to further inform the merits of the more comprehensive Metro
DataView service, and to better understand what a minimally viable cartographic dashboard was
from the perspective of a non-Metro data user (i.e., someone unfamiliar with and potentially
uninterested in using Metro data, but who might find value in a simple visualization of cycling
behavior).
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To inform these objectives, feedback was again collected through collaborative efforts
with both clients and potential clients, as well as through informal, in-person conversation
following a presentation and demonstration of the heatmap at the 2016 Moving Together
Conference hosted by the University of Massachusetts Transportation Center. These efforts
revealed that the heatmap was helpful in identifying relative patterns at a glance but lacked the
quantitative insights necessary to be an effective and impactful tool. The opinion of planning and
engineering firms, regional planning commissions, trail alliances, community-based non-profits,
and transportation advocacy groups alike was that counts of bike trips and cyclists are essential
for making informed planning decisions. This insight further indicated that DataView met or
exceeded the expectations of non-Metro data users in the city planning space; in that, the
dashboard does provide aggregated counts of bike trips, commute-designated trips, and cyclists.
In the following section, a hypothetical use case scenario and claims analysis are presented to
illustrate the extent to which features and functionality of both the heatmap and DataView support
the city planning professional in assessing cycling behavior and making informed decisions on
bicycle infrastructure implementation.

HYPOTHETICAL USE CASE SCENARIO
In this section, scenario-based design (SBD) principles are employed to present a ‘sketch
of use’ for both the standalone heatmap and DataView. SBD focuses on how people will use a
system as opposed to describing a system’s features and functionality (Rosson and Carroll, 2002).
Scenarios of envisioned use are typically defined at early stages of system development to guide
the design process (e.g., MacEachren et al., 2008; MacEachren et al., 2011), but can also be
effective at informing other stages of system evolution (Rosson and Carroll, 2002). Following is a
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hypothetical use case scenario and complementing claims analysis that evaluate the design
rationale for both the heatmap and DataView, as well as provide task-based user documentation.
This scenario was informed by the multiple years of interaction with Strava Metro clients and
potential clients during which I gained an in-depth understating of a wide range of use cases. This
scenario is prototypical of one that would be likely in a large department of transportation
organization.

Scenario
Susan is a bike and pedestrian facilities project manager working for a hypothetical State
Agency of Transportation. Susan is responsible for overseeing all phases of the project lifecycle,
from scoping and right-of-way to preliminary engineering and construction. As a part of a smart
city initiative, the State has appropriated 45 million dollars over a 5-year period to research,
design, and implement bicycle infrastructure and recreational facilities in the State’s largest
urban center.
The initiative is currently in research and scoping phases with some projects already
identified and others yet to be defined. Various locations within the urban center have already
been identified as ‘hubs’ for bicycle activity, and three Eco Counters16 have been purchased and
installed to generate data on how many cyclists are moving through these specific areas. The
challenge, however, is that these counters are relatively far apart in a large urban center and
cannot begin to inform key corridors throughout the heart of the network. Installing more
counters is not fiscally practical, so Susan searches for cheaper, alternative data sources to
complement the counter data. She discovers the report published by the Centers for Disease
Control and Prevention (2016) that showed strong correlation between counter data and crowdsourced cycling data maintained by Strava Metro. Susan reaches out to Metro to inquire more
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about its data and visualization services. Susan acknowledges that she is not trained in GIS and
data analytics, and that she has very limited internal resources to leverage for data mapping and
analysis. As a result, she decides to license DataView, and agrees to test out a beta heatmap
service that Metro is actively developing.
Susan was informed that the beta heatmap is simpler to use than DataView, so she visits
that link first. The webpage renders, and Susan is intrigued by the bright blue and white lines that
represent GPS traces from bicycle activities. There’s so many of them that on top of the dark
basemap, they almost seem to illuminate the entire road network. She zooms in on the map to the
locations of each of the three Eco Counters. The heatmap seems to confirm an influx of cycling
activity at those locations. She then zooms in to other areas that have been designated as key
recreation and commute corridors, and again finds dense, saturated blue lines on the heatmap.
Susan pans outward in various directions. She follows the lines around intersections, into parks,
and through the residential and financial districts, attempting to identify popular routes and
noteworthy destinations along those routes. Susan tries clicking on the map and the lines, hoping
to find activity counts or functionality to toggle between commute and recreational-designated
trips, but nothing happens. After fifteen minutes of exploration, Susan realizes that while she has
detected known trends, she lacks quantifiable evidence needed to more effectively inform where to
construct or modify essential infrastructure. Moreover, Susan isn’t a cyclist herself, which makes
parsing the relative distinction between ‘less’ or ‘more’ rides on a given street very difficult.
Next, Susan inputs the URL link to DataView, the more full-featured product. She steps
through the onboarding experience and is optimistic that the functionality will better serve her
needs. Upon completing the short tutorial, she first switches between the various data views
(rides, commutes, cyclists) in the control panel. Colors and patterns in the network map change,
and the street legend updates based on view. Susan quickly realizes that this map looks much
different than the heatmap she had previously viewed; in that, there appears to be less lines and
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noise. She leaves the ‘commute’ view selected and zooms in to one of the Eco Counter locations
on Main Street. Rather than finding many overlaid lines, she discovers that the actual road
segments have been colored and widened based on the number of commutes that crossed each
one. She hovers on the segment nearest to the Eco Counter, and a dialogue box pops up and
relays that 3,577 commute-designated bike trips happened along that segment over the last three
months. She then switches between the other two views: ‘rides’ and ‘cyclists’. The color and
width of the lines again update, and she learns that a total of 5,674 bike trips crossed the segment
accounting for 2,884 unique bicyclists.
Because the street segments are symbolized based on counts, Susan no longer must pan
around attempting to follow patterns. Rather, she zooms out and quickly detects vibrant shades of
red illuminating key corridors throughout the network. Susan has now identified a corridor of
interest intersecting the Eco Counter location on Main Street. She toggles between the ‘origindestination’ and ‘destination-origin’ views. Susan finds many popular origin polygons in the
northern suburbs that all relate to a small and spatially-focused number of destination polygons
in the southern, financial district. The street network map reveals a handful of popular arteries
that all seem to flow into the Main Street corridor. Looking more closely, Susan notices that ten
blocks south of the Eco Counter location, the primary commute route abruptly diverges into a
residential area for about 13 blocks before returning to Main Street. She zooms back in to the
newly discovered area of interest and toggles ‘intersections’ on. The small bright colored nodes
quickly convey that median crossing times for bike trips through the more direct, yet less
traversed part of Main Street are significantly longer than those through the residential area
detour. Susan isn’t overly familiar with the area, but finds this pattern somewhat surprising
because she knows that an unprotected bike lane already exists along the entire stretch of Main
Street. She switches the basemap from ‘dark’ to ‘satellite’, and finds that the number of car lanes
on Main Street abruptly changes from two with no roadside parking to one with roadside
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parking. The bike lane appears to be quite close to the parking spaces, and in some cases, it
almost looks like cars are parked partway in the bike lane. Given this insight, Susan initiates a
new protected bike lane project in the State’s internal prioritization and selection system. She
also forwards the DataView link to various local bicycle advocacy groups. Community input and
buy-in is essential, and Susan is hoping that these groups can provide additional qualitative
insights on the impact of the potential project to bicycle safety and efficiency along that corridor.

Claims Analysis
SBD claims analysis aims to provide a balanced view on challenges and opportunities
surrounding system features that have important consequences for users (Carroll and
Rosson, 1992). Positive and negative claims are made about features to justify system design
decisions, as well as help identify focused opportunities for subsequent user testing (MacEachren
et al., 2011). Table 4-2 presents a claims analysis on key features in the standalone heatmap and
DataView.
Table 4-2: SBD Claims Analysis for heatmap and DataView.
Visualization

Feature Followed by Claims

heatmap

Interactive raster to vector representations of GPS cycling traces.
+ allows users to explore intricacies in individual movement traces.
+ does not require computationally expensive aggregation process.
+ seamlessly transitions between data representations across map scale.
+ is simple to use and very responsive.
- does not provide activity counts.
- does not enable filtering by trip type.
- is visually noisy.

DataView

Interactive network flow map.
+ provides aggregated counts mapped to a linear street network.
+ allows users to quickly identify key corridors throughout the network.
+ is visually concise.
- requires accurate linear street network basemap for aggregation process.
- cannot relay individual movement traces.
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DataView

Option to switch between data views.
+ allows users to assess patterns in total v. commute designated trips.
+ allows users to relate the number of unique cyclists to number of trips taken.
- does not specifically distinguish recreational-designated trips.

DataView

Option to overlay intersection data.
+ allows users to identify high (and low) volume movement across intersections.
+ allows users to assess median crossing time.
- is visually noisy as a result of many overlapping intersection nodes in dense urban areas.

DataView

Option to overlay origin-destination and destination-origin polygon data.
+ allows users to identify and quantify prominent patterns in commute behavior.
+ helps users identify candidate locations for new bike facilities.
- routes between pairs can only be inferred using the network flow map.
- does not support selecting more than one origin (or destination) at a time.

DISCUSSION
To date Metro DataView has been delivered to over 100 transportation agencies, local
advocacy groups, and researchers across the globe. From smaller towns (e.g., Conway, Arkansas
and Grey County, Ontario) to large government agencies (e.g., Colorado State DoT and Transport
for London), Metro DataView is being used to inform the city planning process. For example,
Transport for London leverages the dashboard and the underlying data that support it to generate
network demand models and assess the potential for growth in bicycle transport throughout the
Capital. In Queensland, the Department of Transport and Main Roads uses DataView to quantify
the impact of cycling infrastructure investment. Florida DoT prioritizes street sweeping efforts
based on insight extracted from the dashboard. In October 2017, Texas Public Radio (Flahive
2017) published a piece on how the Texas DoT and local planning organizations were using the
dashboard to better understand how cyclists were moving across the State’s network to prioritize
where to implement new facilities and bicycle infrastructure. The piece highlighted the
significance of the interface for allowing stakeholders to quickly identify patterns in behavior and
distill actionable insight (figure 4-12).
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Figure 4-12: Members of the Alamo Area Metropolitan Planning Organization (Texas) using
Metro DataView to assess candidate locations for new bicycle infrastructure (Flahive 2017).
The impact of this work is a direct result of the UCD model that guided its evolution. The
value of engaging with intended users and stakeholders of a system during the development
process cannot be overstated, echoing recent scholarship in interactive cartography (e.g., Slocum
et al., 2003; Robinson et al., 2005; Roth et al., 2010; Delikostidis et al., 2016). Moreover, this
work aligns with at least two opportunities proposed by Roth et al. (2017) for adapting UCD
methodology to interactive cartographic studies, namely contextualizing and emphasizing the
process (not just the result) and promoting and illustrating the value in being comprehensive and
thorough.
This work describes a unique opportunity; in that a novel and impactful cartographic
dashboard was conceptualized and created in an industry setting, while also being grounded in
academic methodology and scholarship. An effective framework was introduced for transforming
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large amounts of personal movement data into actionable insight via data aggregation and tiling
processes and network flow mapping. Moreover, this work presented innovative technical
solutions to rendering, and enabling interaction with, large geospatial datasets in the browser, as
well as new visual methods for interactive web mapping. For instance, a two-step data
classification approach was proposed to achieve visually representative results of the Jenks
method while also making calculations possible on the client. This work also explored a
hierarchical visualization and interaction design approach that seamlessly transitions raster to
vector representations of GPS trace data as a function of map zoom level. These innovations
afford opportunities for future research to, for example, assess the statistical representativeness of
the data classification approach, or investigate design and interaction challenges surrounding
dynamic forms of spatial data representation across scale.
More broadly, there exist opportunities to extend the framework to support the
aggregation, tiling, and mapping of multiple data sources to relay a more complete and
representative depiction of how individuals and entities move and interact across a network. As
noted above, crowdsourced fitness data only represent a subset of the active population and
should serve to complement and extend more traditional approaches to active transportation
surveillance and analysis (Jestico et al., 2016; Ferster et al., 2017). User-generated fitness data,
for example, can be correlated with survey and counter data to more effectively model the flow of
cyclists across a network (Whitfield et al., 2016). Additionally, supplemental data on crash
incidents, roadway characteristics, and environmental factors can be integrated with
crowdsourced activity data to help prioritize safety initiatives and inform why some routes are
more popular than others (Quartuccio et al., 2014; Quercia et al., 2014; Sun and Mobasheri,
2017). Multiple data sources, together with civic collaboration and input, foster a more complete
and honest urban dashboard (Mattern 2014).
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CONCLUSION
“Flow is a generalized phenomenon of individual movements and it involves diverse
forms of generalization; therefore, the generalization strategies for movement should be
linked to the creation of flows.”
- Zhao et al. (2008:201)

Since as early as 1845, flow maps have intended to effectively do just that: generalize
individual movement using methods of cartographic representation and data abstraction to
communicate and make sense of how individuals and other entities move across space and
through time. Geovisual analytics approaches have strived to not just represent but extract
patterns from movement traces at scale. My work contributes to this body of research; in that, it
explores the complex flow of cycling traces across urban street networks and communicates
aggregate patterns of behavior via a concise, easy-to-use cartographic dashboard. This dashboard
was designed to assist city planners, DoTs, local advocacy groups, and researchers in making
cities safer and more efficient. The principles of cartographic representation and best practices in
UI/UX design were employed to arrive at a visualization solution capable of realizing this
audience’s needs. While this work leverages innovative technical approaches to extracting
patterns from big spatial movement data, the final representation of flows is distilled such that the
dashboard is relevant to both experts trained in transportation analytics and modelling, as well as
a broader, public audience. Thus, this work exemplifies the power of visualization in bridging
digital divides among data creators, collectors, and analysts, and as a result, enabling personal and
societal benefit.
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Chapter 5

Conclusion
Personal data of all types, structures, and complexities are being created, collected, and
analyzed at an astonishing rate. As reported above, annual data generation is expected to reach 44
zettabytes by 2020 (Turner et al., 2014). The digital universe is vast, accounting for each digital
trace record of everyday life. This encompasses how we manage our health (e.g., fitness tracking
applications and online patient portals) and finances (e.g., credit card transactions and online
banking) to how we communicate with others (e.g., emails and text messages) and engage with
social media (e.g., twitter, facebook, and instagram posts).
Rick Smolan (2013), co-author of The Human Face of Big Data, describes the planet as
having developed a nervous system in which all of us have become real-time human sensors.
Weiser (1991) predicted such a time of pervasive computing, noting that “the most profound
technologies are those that disappear. They weave themselves into the fabric of everyday life
until they are indistinguishable from it” (94). These technologies passively and continuously track
our location in time, learn our personal preferences, and sense characteristics of our surrounding
environment.
Embedded devices, sensors, and other objects are becoming increasingly more aware of,
and able to interact with, one another. The IoT begins to shift the center of the digital universe
away from humankind and towards an interconnected network of autonomous technologies. This
has the potential to streamline mundane daily tasks, foster economic development, and support
smart city initiatives, but not without concerns about trust, privacy, and security (Atzori et al.,
2010; Zhang et al., 2017). The New York Times recently published an article titled, “Your Apps
Know Where You Were Last Night, and They’re Not Keeping It Secret” (Valentino-DeVries et
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al., 2018). The article revealed the extent to which companies are using personal identifying
smartphone location data (being collected passively and unknowingly by users) to help
advertisers and hedge funds. Personal movement data bind individual behavior and social
interaction in time and space, and when linked with other data sources, can increase the
likelihood of revealing the identity of the data creator (Lazer et al., 2009). Rules and policy on
data linking, however, are lacking (Herschel and Miori, 2017). As a result, privacy is one of the
grand, outstanding challenges surrounding the creation and use of personal data.
Complementing the challenge of privacy, Mortier et al. (2014) identify three important
themes surrounding the rise in the creation, collection, and analysis of personal data: data
legibility, agency, and negotiability. Data legibility refers to making raw and derived data as a
result of analytics algorithms transparent and comprehensible to the individuals for which those
data are relevant. Data agency is about giving individuals the ability to control and interact with
data relating or relevant to them. The negotiability of data pertains to the dynamic relationships
between individuals and their data over time as attitudes, preferences, and social norms about data
and data processing shift. The uneven distribution of data knowledge creates digital divides
between the data-rich and the data-poor, as well as an analytical divide between experts in data
science and others not trained in computer or information science. The boundaries between these
divides begin to blur as a result of interactive visualizations that allow users to obtain meaningful
insights from personal data (Choe and Lee, 2015). However, it is insufficient to assume that
cartographic techniques and analytical tools designed for expert use will be effective at delivering
emotion-evoking experiences or insight in personal contexts (Huang et al., 2015; Wood 2015). In
the following sections, I summarize major contributions and limitations of this dissertation; offer
an outlook for future research directions; and conclude with a final reflection on the role of
cartography, design, and visualization in making personal movement data more valuable.
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CONTRIBUTIONS, LIMITATIONS & DIRECTIONS FOR FUTURE RESEARCH
This dissertation addresses an important gap in the research on how to design maps and
other visualizations constructed from personal data and intended to benefit the data creator. The
overarching question this body of work set out to answer was: what role do cartography, design,
and visualization play in blurring the boundary between digital divides to ensure that benefit is
returned to the data creator be it directly in personal contexts or indirectly as a result of one’s
personal data being used by others in professional contexts? Chapter 1 provided a broad context
on why this research question is important, and outlined how I aimed to answer it. Chapter 2
presented a cross-disciplinary review of research being carried out on the design and evaluation
of personal data visualizations. The review emphasized geographic perspectives on the topic, and
identified challenges and opportunities surrounding the visual communication of personal
movement data for the purpose of benefiting those who created the data. The Chapter illuminated
the ability of personal visualizations to facilitate improved memory and self-awareness, as well as
help make our interactions in places better and more meaningful. However, it also reinforced the
argument for reconsidering map and visualization design in personal contexts.
Chapters 3 and 4 presented two empirical works that employed cartographic
representation and user-centered design principles to create and evaluate visualizations
constructed from personal data for use in personal (Chapter 3) and professional (Chapter 4)
contexts. Both chapters provide insights on different parts of the larger problem, but do so
through the lens of complementary but distinct research domains.
Chapter 3 proposed human-pet-computer interaction (HPCI) as a focused research
subarea within the broader discipline of animal-computer interaction. HPCI is concerned with
technology design at the intersection of engagement between human and pet. A bonded-user
centered design approach is required to not just track pet attributes and relay them to pet owners
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in meaningful and interesting ways, but also inspire new awareness or positive change in humanpet relationships. Pets are more than “usees” of technologies designed to entertain or reduce the
anxiety of their pet owners (Baumer 2015). Technology should serve as a supplemental link to
enhance the bond between pets and their owners. To explore this notion, QS concepts were
extended to the quantified-other to inform how the use of technology, collection of data on one’s
pet dog, and personal visualization affect pet owners’ understandings of, and relationships with,
their pets. While the QS movement has prompted productive new studies on assessing how
humans perceive personal activity data (e.g., Swan 2013; Choe et al., 2014; Choe and Lee, 2015),
few have focused on understanding how people perceive the visualized data of their peers, family
members, and specifically pets. The Chapter introduced CompanionViz, a personal interactive
visualization that relays movement and nutritional information of dogs to their owners in intuitive
and reflective ways. Results from a twelve-participant survey and one field study, consisting of
three unique use cases, showed that by providing pet owners with quantifiable awareness of their
dogs’ health and exercise habits using personal visual representations, pet owner-dog bonds can
benefit. A major limitation of this work, however, was the length of the field studies. Field
studies lasting the duration of a week-and-a-half restrict the ability to provide insight on the longterm impacts on pet-owner health and relationships, and are suspect to Hawthorne and novelty
effects. Such studies can also not inform all potential needs or motivations of pet owners or in
remaining engaged in HPCI applications over time. Lengthier studies would provide
opportunities for designing HPCI applications better suited for very specific needs, and
measuring the effects of the technology on pets more directly. Regardless, pet owner-canine
companionships have much to gain from HPCI. Trends in pet ownership are rising, as are pet
obesity rates. QS and QO activities, integrated with personal visualizations, afford opportunities
for advancing the health of pet owners and their dogs, as well as the understanding and
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communication between them. This Chapter serves to both illustrate these opportunities, as well
as initiate future research into the needs of various pet owner-dog relationships.
Chapter 4 reported on a multi-year user-centered cartographic design study that resulted
in an intuitive, insight-generating visualization service for city planning professionals, advocacy
groups, and other researchers in the urban planning space. The Chapter described the unique
opportunity of conceptualizing and realizing a novel and impactful cartographic dashboard
grounded in academic methodology and scholarship, but implemented in an industry setting. The
dashboard has been delivered to over 100 transportation agencies, local advocacy groups, and
researchers across the globe. The impact of this work is the direct result of the adaption of the
Robinson et al. (2005) user centered design model that guided its development. While a major
limitation of this Chapter is the inability to report on the specifics of methods and findings from
collaborative efforts with clients and potential clients, the value of engaging with intended users
and stakeholders of a system during the development process cannot be overstated (e.g., Slocum
et al., 2003; Robinson et al., 2005; Roth et al., 2010; Delikostidis et al., 2016; Roth et al., 2017).
A major contribution of the Chapter was the proposed framework for transforming large amounts
of personal movement data into actionable insight via data abstraction processes and interactive
network flow mapping. As part of the framework, innovative technical solutions were introduced
for rendering, and enabling interaction with, large geospatial datasets in the browser, as well as
new visual methods for interactive web mapping. A novel two-step data classification approach
was proposed to achieve visually representative results of the Jenks method while also making
calculations possible on the client. Histogram and map comparisons of results from the two
methods for two areas of interest revealed strong similarities. However, generalizable insights on
the two-step approach will require future research that carries out systematic statistical analysis to
inform the sensitivity of data size and bin composition on results. Making the method more robust
may require increasing the number of bins (e.g., from 100 to 1000), weighting the values based
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on the number of corresponding observations, and possibly taking a more sophisticated approach
to mapping observations into bins. For example, locality sensitive hashing could be applied to
map observations with “similar” values into the same bin without comparing every pair in the
dataset (Indyk and Motwani, 1998; Leskovec et al., 2014). The similarity measure would be a
function of the Euclidean distance between pairs of values, and would result in a more effective
mapping of observations to bins (in comparison to percentiles). This Chapter also explored a
hierarchical visualization and interaction design strategy that seamlessly transitions raster to
vector representations of GPS trace data as a function of map zoom level. A next step for
extending this concept will be to design and evaluate interaction strategies across scale. While the
raster and vector data representations appear visually consistent, common map interaction
objectives (e.g., identify, compare, rank, associate, etc.) will be largely constrained to vector data,
meaning such functionality will only be available at zoom levels that support rendering vector
data representations. Addressing the disconnect between visual consistency and interaction
inconsistency across scale will present unprecedented potential for making sense of big geospatial
data in online web environments. Chapter 4 concluded with an overview of scenario-based design
methods that were employed to systematically evaluate the extent to which the resulting
cartographic dashboards supported the city planning professional in making informed, datadriven decisions on bicycle and pedestrian infrastructure. The claims analysis that is presented
with the scenario offers a starting point for future research that explores the claims in depth.

OPPORTUNITIES & CHALLENGES
Beyond the ideas discussed above to extend specific components of the work carried out
as part of this dissertation, there are many broader opportunities and challenges for future
research on the design of visualizations constructed from personal data for use in both personal
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and professional contexts. Personal visualization is a nascent area of study informed by research
scattered across a variety of disciplines (HCI, information visualization, geography, etc.), and
‘personal’ has become a new dimension of the big data discussion (Swan 2013; Gurrin et al.,
2014; Huang et al., 2015). In the ‘personal context’ use case, the grand challenge is how to design
personal visualizations capable of transforming the quantified self into the more qualified self.
Self-tracking is more than a quantitative collection of personal measurements. How individuals
explore, understand, and alter their lives through personal data collection, interaction, and
visualization is a dynamic, intimate, and subjective process (Pousman and Stasko, 2007). Selftracked personal data are tightly coupled to the individual, and often provide reflective, rather
than analytical insight. Ongoing, continuous, and real-time interaction between individuals and
their data is a unique challenge, because personal data must be unbound from scientific practices
and made usable and meaningful to those whom the data reflect or are relevant to. Individuals
may not have the tools, expertise, or interest for making sense of their personal data. Complex
automated processes to integrate large, heterogeneous data and data sources may be required for
discovering meaningful patterns in personal data. These processes should be both transparent to
the data creator and capable of outputting legible and actionable insight (Mortier et al., 2014).
Interfaces that relay these insights then must empower individuals with intuitive, qualitative
insights that facilitate self-awareness, reasoning, and reflection. The design of these interfaces
should also consider how to better reflect our lived experiences in places and with others (Wood
2015; Thudt et al., 2016). Individuals want to be able to immediately connect with graphical
representations of their data, and for personal visualizations to be able to make meaningful
recommendations on how to improve their lives (Rapp and Cena, 2016). Personal visualization
design must strike the right balance between not being mundane, generic, and un-engaging while
also not being overly abstract, complex, and incompressible. Maps, in particular, play a
controversial role in communicating movement data in personal contexts. On one hand, they can
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help us to reflect on personally relevant places, significant travels, and special events (e.g., Wood
2015; Thudt et al., 2016; Otten et al., 2018). On the other, they have the potential to reveal
sensitive personal information, causing unforeseen consequences to those reflected in the data
(Bonchi et al., 2011; Sainio et al., 2015). Increasing the value of such maps, while minimizing the
risks to the data creator, may require research focused on cartographic personalization.
Personalizing the map to the extent that only the individual reflected in the data can readily
interpret the visualization would serve to better reflect the data creator's lived experience and
perspective, as well as graphically obscure its meaning to those not reflected in the data.
Visualizations constructed from personal data that are for use in ‘professional’ contexts
and intended to benefit the data creator warrant different types of opportunities for future
research. In this use context, the emphasis is on ensuring that the design process enables the
professional to extract the necessary insights for delivering value back to the data creator. These
insights may indirectly or directly benefit the data creator. Chapter 4 illustrated an indirect benefit
application by leveraging aggregated personal movement traces for use in a cartographic
dashboard that relays insights necessary for urban planning. Visualizations could also be designed
to, for example, support medical practitioners in more effectively communicating vital health
statistics directly to patients. Thus, the visualization supports the professional but better informs
the individual reflected in the data. Relatedly, tools could be designed that inform active people
(who walk, run, bike, etc.) about potential exercise-related risks pertaining to air pollution, high
pollen counts, extreme temperatures, among others. More conventional cartographic and
visualization techniques designed for expert use may be leveraged when professionals possess the
necessary expertise to use the techniques, but the techniques must appropriately accommodate
data that is personal in nature. Because the data creator will likely be disconnected from the
design process, special care should be taken to ensure that the privacy and trust of the data creator
are not compromised. As alluded to throughout the dissertation, the use of personal data in any
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visualization (regardless of context) poses potential risk for the data creator. This risk is greater
when data link an individual to a place in time. Researchers are faced with the need to balance the
development of innovative approaches to preserving privacy while also ensuring personal data
essential to research are appropriately accessible (Duckham and Kulik, 2016; Backstrom et al.,
2007; Andrienko et al., 2013).

CLOSING REFLECTION
Visualization is an integral component of a larger semiotic process of leveraging and
abstracting big (and small) data to derive meaning about the world and our activities in it. Traces
of personal movement can play an important role in making our interactions in places and with
others better and more meaningful, thus enabling both personal and societal benefit. This
opportunity, however, is constrained by the design of maps and other visualizations that
communicate personal movement data. The principles of cartographic representation that help to
govern the processes by which data are effectively bound to semiotics (i.e., signs and how
individuals attribute meaning to representations of data), together with best practices in usercentered design, I argue, are a promising combination of theory and application well-suited for
making personal data of all types and sizes more accessible, legible, and valuable.
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Dogbook: facebook for dogs. https://apps.facebook.com/dogbook/.
3
fitbit. http://www.fitbit.com.
4
Fitbark | Your Dog’s Activity Monitor. https://www.fitbark.com/.
5
Whistle: Activity monitor and GPS pet tracker for dogs. https://www.whistle.com/.
6
Strava. http://www.strava.com/.
7
Strava Metro. https://metro.strava.com/.
8
Boston Dashboard. https://boston.opendatasoft.com/page/smart-city-2/.
9
Brussels Dashboard. https://opendata.brussels.be/map/+1577d0a4575a4bb9/edit/.
10
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11
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12
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13
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2

15
16

Mapbox. https://www.mapbox.com/.
Eco Counter. https://www.eco-compteur.com/en
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Appendix

CompanionViz Data Collection Instruments

Human-Pet-Computer Interaction – Gauging Fitness and Health – Survey
1. Do you own a dog? (Yes, No) Required; if yes, advance

Basic Information
2. How many dogs do you own?
3. What types (breeds) of dogs do you own?
4. Please characterize the size(s) of your dog(s). (small, medium, large)
5. Are you physically able to exercise?
6. Is/ are your dog(s) physically able to exercise?
7. Do you suffer from color blind impairment?

You, your dog, fitness and health – Gauging preferences and perceptions of exercise habits
8. How many times a week do you exercise (on average)? (none, 1-3, 3-5, >5) Mark only
one
9. How many times a week do you exercise with your dog (on average)? (none, 1-3, 3-5,
>5) Mark only one
10. On a scale of 1 to 5, (1 being the least and 5 being the most) how much of your exercise
is spent with your pet? Mark only one
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11. How would you describe you and your pet’s weekly exercise routine (e.g., do you walk
together on a daily basis)?
12. Who has more energy: you or your dog? (You, Your dog, We have the same) Mark only
one
13. On a scale of 1 to 5 (1 being completely disagree and 5 being completely agree), does
your pet need you to get his/her exercise? Mark only one
14. Do you think pet-owners or non-pet-owners exercise more regularly? (pet-owners, nonpet-owners, same) Mark only one
15. On a scale of 1 to 5 (1 being completely disagree and 5 being completely agree), does
exercising with a pet encourage pet owners to exercise more often? Mark only one
16. On a scale of 1 to 5 (1 being completely disagree and 5 being completely agree), do nonpet owners have more fun when they exercise? Mark only one

You, your dog, fitness and health – curiosity and preferences
17. Are you curious about your dog’s activity when you are not home with your pet? (yes,
no, indifferent) Mark only one
18. Where do you prefer to exercise?
19. Do you regularly wear some sort of exercise technology, like a FitBit?
20. On a scale of 1 to 5 (1 being completely unmotivated and 5 being completely motivated),
how would placing a fitness and health monitoring device on yourself influence your
motivation to exercise? Mark only one
21. On a scale of 1 to 5 (1 being completely unmotivated and 5 being completely motivated),
how would placing a fitness and health monitoring device on your pet dog influence your
motivation to exercise? Mark only one

116
Visualizing Perceptions of Health
The following questions require you to visit a web link to a prototype application that
depicts the health and activity data for a long-haired dachshund named Maggie:
http://personal.psu.edu/jkn128/IST413/prototypeTeam10v2/index.html.

Application Description
For calorie data, color is used as both a learning and reward mechanism. Input to output
caloric ratio data, depicted in the Overview: Calendar and TimeLine visualizations, are
represented in shades of red and green. Deep shades of green reflect days in which calorie output
is greater. Colors evoke emotions, and our intent is for shades of red to encourage fitness and
health and shades of green to resonate with health and fitness success. The threshold between
“healthy” and “unhealthy” ratios could be modified to meet individual user needs or wants.
For activity data, steps are represented in the TimeLine visualization. These data serve
two purposes. First, their presence (or lack-thereof) reinforces the position of peaks and troughs
in the caloric ratio data. Second, the user may zoom to intraday step intervals using the focus
interaction of the TimeLine visualization (create a brush in the small timeline at bottom of page)
to view steps aggregated every five minutes. This is useful for understanding pet movement in
terms of how cadence differs from humans and between breeds, as well as their movement
patterns when pet owners aren’t home.
In short, color and multiscale visualization are used as reward and learning mechanisms.
Our application is a special application, in that it engages Animal-Computer Interaction (ACI) to
strengthen human understanding of pets’ health and needs, while also strengthening relationships
between pet owners and their dogs through the use of personal visualizations.
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[SCREENSHOT FROM APPLICATION INTERFACE HERE]
22. Did you visit the link for the web application above? (Yes, No) Mark only one
23. Did you read the accompanying text describing what the visualizations depict? (Yes, No)
Mark only one
24. How could you see yourself using this app (e.g. would both you and your dog wear the
device, just the dog; would you monitor and visualize data regularly)?
25. Would visualizing your pet’s data encourage you to exercise more frequently and/or
intensely? (Yes, No) Mark only one
26. How does the color in which Maggie’s caloric data are presented affect your perception
of her fitness level?
27. How would visualizing your dog’s caloric inputs and outputs affect how you feed and
exercise with your dog?
28. Do you prefer to visualize fitness data using the calendar view or the timeline view?
(Calendar View, Timeline View) Mark only one
29. Would visualizing your dog’s caloric inputs and outputs encourage you to exercise more
frequently and/or intensely? (Yes, No) Mark only one
30. Would visualizing your own caloric inputs and outputs encourage you to exercise more
frequently and/or intensely? (Yes, No) Mark only one
31. What features would your ideal app for human-dog-computer interaction have?

Concluding Questions
32. What sex are you?
33. How old are you?
34. What is your current occupation?
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35. What is your marital status?
36. What is your ethnicity/race?

Human-Pet-Computer Interaction – Gauging Fitness and Health – Case Study

Introductory Survey

BACKGROUND
This section of the survey asks basic questions pertaining to you and your pet dog.
Answering the questions in this section as accurately as possible is crucial to the study. We
appreciate your efforts in thoroughly answering this question.

1. What is the name of your dog participating in the study?
2. What type, or breed(s), is your participating dog?
3. How old is your dog?
4. Please describe in detail your dog's average daily eating habits.
5. Please characterize the size of your dog (small, medium, large).
6. How much does your dog weigh (in pounds)?
7. How tall is your dog (in inches)?
8. Is your dog physically able to exercise?
9. What brand of dog food does your pet eat?
10. Do you supplement your pet's dog food with any other treats, scraps, etc.? If so, what
types and how much on average a day?
11. How much dog food does your pet eat a DAY (in cups)?
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12. How many times does your dog eat a day?
13. How much water does your pet drink a DAY (in fluid ounces)?
14. Are you physically able to exercise?
15. Do you suffer from color blind impairment?

You, your dog, fitness and health - Gauging preferences and perceptions of exercise habits
16. How many times a week do you exercise (on average)? (none, 1-3, 3-5, >5) Mark only
one
17. How many times a week do you exercise with your dog (on average)? (none, 1-3, 3-5,
>5) Mark only one
18. On a scale of 1 to 5, (1 being the least and 5 being the most) how much of your exercise
is spent with your pet? Mark only one
19. How would you describe you and your pet’s weekly exercise routine (e.g., do you walk
together on a daily basis)?
20. Who has more energy: you or your dog? (You, Your dog, We have the same) Mark only
one
21. On a scale of 1 to 5 (1 being completely disagree and 5 being completely agree), does
your pet need you to get his/her exercise? Mark only one
22. Do you think pet-owners or non-pet-owners exercise more regularly? (pet-owners, nonpet-owners, same) Mark only one
23. On a scale of 1 to 5 (1 being completely disagree and 5 being completely agree), does
exercising with a pet encourage pet owners to exercise more often? Mark only one
24. On a scale of 1 to 5 (1 being completely disagree and 5 being completely agree), do nonpet owners have more fun when they exercise? Mark only one
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You, your dog, fitness and health – curiosity and preferences
25. Are you curious about your dog’s activity when you are not home with your pet? (yes,
no, indifferent) Mark only one
26. Where do you prefer to exercise?
27. Do you regularly wear some sort of exercise technology, like a FitBit?
28. On a scale of 1 to 5 (1 being completely unmotivated and 5 being completely motivated),
how would placing a fitness and health monitoring device on yourself influence your
motivation to exercise? Mark only one
29. On a scale of 1 to 5 (1 being completely unmotivated and 5 being completely motivated),
how would placing a fitness and health monitoring device on your pet dog influence your
motivation to exercise? Mark only one

Visualizing Perceptions of Health
The following questions require you to visit a web link to a prototype application that
depicts the health and activity data for a long-haired dachshund named Maggie:
http://personal.psu.edu/jkn128/IST413/prototypeTeam10v2/index.html.

NOTE that this is the web application that you will later use to visualize your own dog’s calorie
and activity data.
[SCREENSHOT FROM APPLICATION INTERFACE HERE]
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Application Description
For calorie data, color is used as both a learning and reward mechanism. Input to output
caloric ratio data, depicted in the Overview: Calendar and TimeLine visualizations, are
represented in shades of red and green. Deep shades of green reflect days in which calorie output
is greater. Colors evoke emotions, and our intent is for shades of red to encourage fitness and
health and shades of green to resonate with health and fitness success. The threshold between
“healthy” and “unhealthy” ratios could be modified to meet individual user needs or wants.
For activity data, steps are represented in the TimeLine visualization. These data serve
two purposes. First, their presence (or lack-thereof) reinforces the position of peaks and troughs
in the caloric ratio data. Second, the user may zoom to intraday step intervals using the focus
interaction of the TimeLine visualization (create a brush in the small timeline at bottom of page)
to view steps aggregated every five minutes. This is useful for understanding pet movement in
terms of how cadence differs from humans and between breeds, as well as their movement
patterns when pet owners aren’t home.
In short, color and multiscale visualization are used as reward and learning mechanisms.
Our application is a special application, in that it engages Animal-Computer Interaction (ACI) to
strengthen human understanding of pets’ health and needs, while also strengthening relationships
between pet owners and their dogs through the use of personal visualizations.

30. Did you visit the link for the web application above? (Yes, No) Mark only one
31. Did you read the accompanying text describing what the visualizations depict? (Yes, No)
Mark only one
32. How could you see yourself using this app (e.g. would both you and your dog wear the
device, just the dog; would you monitor and visualize data regularly)?
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33. Would visualizing your pet’s data encourage you to exercise more frequently and/or
intensely? (Yes, No) Mark only one
34. How does the color in which Maggie’s caloric data are presented affect your perception
of her fitness level?
35. How would visualizing your dog’s caloric inputs and outputs affect how you feed and
exercise with your dog?
36. Do you prefer to visualize fitness data using the calendar view or the timeline view?
(Calendar View, Timeline View) Mark only one
37. Would visualizing your dog’s caloric inputs and outputs encourage you to exercise more
frequently and/or intensely? (Yes, No) Mark only one
38. Would visualizing your own caloric inputs and outputs encourage you to exercise more
frequently and/or intensely? (Yes, No) Mark only one
39. What features would your ideal app for human-dog-computer interaction have?

Concluding Questions
40. What sex are you?
41. How old are you?
42. What is your current occupation?
43. What is your marital status?
44. What is your ethnicity/race?

Daily Diary Entry Form
1. Briefly reflect on today’s interactions between you and your dog.
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2. How did knowing that your dog’s activity and calorie data were being tracked affect your
interactions and exercise with your dog?
3. How will today’s reflections of your dog’s activity and health affect tomorrow’s
interactions with your dog?
4. How did the process of monitoring your dog’s activity and health affect your relationship
with your dog?
5. How did the process of monitoring your dog’s activity and health affect your
relationships with friends and/ or family?
[IMAGE UPLOAD 1]
6. Where was Image Upload 1 taken at?
7. What time was Image Upload 1 taken at?
8. Briefly describe the context of Image Upload 1.
[IMAGE UPLOAD 2]
9. Where was Image Upload 2 taken at?
10. What time was Image Upload 2 taken at?
11. Briefly describe the context of Image Upload 2.
[IMAGE UPLOAD 3]
12. Where was Image Upload 3 taken at?
13. What time was Image Upload 3 taken at?
14. Briefly describe the context of Image Upload 3.
15. Any other reflections from today that you would like to share?

Concluding Reflections
1. Briefly reflect on your experience participating in this study.
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2. What did you learn about your dog’s caloric inputs and outputs from the interactive web
visualization created specifically for your dog?
3. What did you learn about your dog’s movement (steps) from the visualization?
4. How did the trends in your dog’s activity and calorie data depicted in the visualization
align with your perceptions of these trends during an average week?
5. How could the design of the visualization be altered to better meet your needs?
6. How did increased awareness of your dog’s activity and caloric inputs and outputs for the
duration of a week affect your overall interactions and exercise with your dog?
7. How will this awareness affect future interactions with your dog?
8. Briefly reflect on anything you learned about yourself or pet during this study.
9. In what ways do you think human-pet-computer interaction has the potential to positively
impact the health of and relationships between pet owners and their dogs?
10. Any final thoughts, suggestions, criticisms, etc. You would like to share?
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