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ABSTRACT
Most design problems in electromagnetics and optics have multiple, often conflicting
design objectives. A classic example is performance vs. price, where the designer is forced to
trade-off one desired objective for another. Multi-objective optimization (MOO) provides the
designer with a set of solutions which show the intrinsic trade-offs between multiple conflicting
objectives. This gives insight into the underlying physics of the problem and enables the designer
to choose the best solution for a particular application. Despite its utility, MOO isn’t as popular in
electromagnetics as it is in other fields such as economics, finance, mechanical and chemical
engineering. The most popular commercial design tools do not support the MOO paradigm. This
thesis will give an introduction and brief overview of different aspects of MOO, including methods
for faster convergence and speed increases along with a variety of metrics for comparing the
performance of different algorithms. Then a set of MOO algorithms will be described, with a focus
on three state of the art optimizers, each of which has a unique design philosophy. BORG is an
auto-adaptive genetic algorithm, the Multi-Objective Covariance Matrix Adaptation (MO-CMA)
is an evolutionary strategy based on the popular single-objective CMA, and the Multi-Objective
Evolutionary Algorithm based on Decomposition (MOEA/D) is a scalarization algorithm which
uses a Tchebysheff decomposition.
The convergence, robustness and efficiency of these state-of-the-art optimizers has been
studied exhaustively on simple test functions. In contrast, the algorithms here are tested on practical
electromagnetic applications where the function evaluations are computationally expensive,
making the convergence rate and sensitivity of these algorithms crucial factors in determining their
feasibility. Another popular topic in the literature is in applying and comparing classical multiobjective optimizers (typically NSGA-II or one of its derivatives) on more complex practical
problems. In contrast, the algorithms chosen for this study are state of the art and better suited for
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the extremely multi-modal and noisy objective landscapes encountered in electromagnetics. In
order to study the algorithms, a comprehensive strategy will be described for comparing the quality
of the three algorithms in the fairest manner possible. In addition, this thesis will provide guidelines
on the appropriate optimizer to choose for a given problem and the recommended optimizer
settings. The applications considered cover a diverse range of electromagnetics applications,
including the optimization of an Electromagnetic Band Gap (EBG), a Vivaldi antenna and a PIFA
antenna near a human head. Particular attention will be shown to the performance of a series of
increasingly complicated stacked patch antenna operating in the RF. For this problem, a thorough
statistical study will be performed on this model to determine the sensitivity of the optimizers to
the intrinsic optimizer parameters, number of variables and objectives, and complexity of the
model. In addition, optimization problems in which the number of feasible solutions is an
extremely small fraction of the overall design space will be explored. This is common in optical
lens design, where a large number of designs converge to the wrong spot or even diverge
completely. Strategies for dealing with this difficulty will be presented. In particular, a novel
surrogate model based on quasi-conformal transformation optics (qTO) will be presented for the
optimization of gradient-index (GRIN) lenses. In addition, a novel alternative to qTO called
“wavefront matching” will be proposed and a variety of examples will highlight its usefulness.
Then, a new optical device which combines the advantages of both a metasurface and a GRIN lens
will be described. For these new devices and design paradigms, multi-objective trade-offs will be
discussed. Finally, the problem of insulator optimization in high-voltage electrostatics problems
will be discussed by a novel technique which extends the concept of topology optimization to
include multiple objectives. In addition to providing a set of solutions for trade-off analysis, MOO
provides insight into the underlying physics and limitations of a given design problem. By
correlating the design variables with the objectives, the designer can gain insight into the dynamics
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of a problem. Physical insight into various problems in electromagnetics, optics and electrostatics
will be gleaned by examining the intrinsic trade-offs.
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Chapter 1
Introduction
This chapter introduces the topic of the dissertation, which is the application of efficient
and robust multi-objective optimization (MOO) in the fields of electrostatics, electromagnetics and
optics. First, a brief background on optimization methods and simulation tools is provided. Then,
a more detailed explanation of the research goals of this dissertation will be provided. Finally, a
summary of the original contributions will be provided.

1.1 Background
Over the past several decades, computers have revolutionized the analysis and design of
devices in electrostatics, electromagnetics and optics. Initially, practicing engineers did not have
computers to directly solve Maxwell’s equations. Because of this, a wide variety of mathematical
techniques were developed for a wide variety of problems. Exact solutions existed for a subset of
simple canonical problems, and approximate solutions existed for a larger subset of problems [1],
[2]. After making a series of assumptions and approximations, practicing engineers would design
a structure using analytical equations and physical insight, and then manufacture and test these
devices to measure their performance. If the device did not perform as expected, the engineer
would have to re-design the device and repeat this process of manufacturing and testing. This led
to extremely long design cycle times. The advent of computers and numerical techniques to solve
Maxwell’s equations enabled practicing engineers to “test” their devices in a virtual environment,
rapidly increasing design cycle times and enabling novel high-performance devices. The first
numerical techniques for electromagnetics, which included the Finite Element Method (FEM) in
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1963 and Finite Difference Time Domain (FDTD) in 1966 [3], were extremely general in that they
solved Maxwell’s equations exactly on a given computational mesh for any topological geometry.
While these numerical techniques are considerably faster than building and testing a device, there
is still a desire to speed us these numerical techniques even more, leading to a wide array of
computational tools each suitable for specific applications and problem types. For electrostatic
problems, Maxwell’s equations reduce to Laplace’s equations, which are typically solved using
FEM or FDTD [4]. For electromagnetic problems, one of the most popular methods is the Method
of Moments (MOM), which is particularly well suited for scattering and radiation from metallic
structures and has been specialized to wire antenna through thin-wire assumption [3]. Finally, for
problems in optics, high-frequency asymptotic methods such as geometrical optics or ray tracing
can be used to efficiently solve problems in which the devices being studied are extremely large
relative to the wavelength [5]. Even with these relatively fast simulation techniques, the incredibly
large design space available for device design in terms of material choice and geometry makes it
difficult for the engineer to determine the optimal design for a given application. Simple parametric
studies and physical intuition can only get the engineer so far; in order to make sure the device is
truly the best design available given the design constraints, the engineer relies on a numerical
optimizer.
Simple local search algorithms such as Newton’s method can be used to fine-tune a design
which already performs well; however, such methods will likely only yield small perturbations as
they are prone to get stuck in local minima and are extremely sensitive to the initial guess [6]. In
contrast, global algorithms can find the absolute best device given the design constraints, even
when the objective space is highly multi-modal, nonlinear and noisy [6]. As such, global optimizers
can find unique designs in extremely large design spaces which would be impossible to search
manually. These numerical optimizers all rely on the same fundamental principle: they attempt to
create a model of the objective space, either implicitly or explicitly, in order to determine the global
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minimum [7]. The optimizer provides the numerical solver with a device topology to simulate (this
step is referred to as the function evaluation), and then uses the results in order to update its internal
model. The mechanism which the numerical solver uses to choose which device topology to
simulate next is crucially important and the primary distinction between the different optimization
techniques. An optimizer which can find the global minimum with a limited number of function
evaluations is said to have good convergence properties. Examples of global optimizers include
the Genetic Algorithm (GA) [6], Particle Swarm Evolution (PSO) [8], Wind Driven Optimization
[9]. These algorithms have successfully been employed in a wide variety of problems throughout
the electromagnetic spectrum [10], [11]. However, the success of these algorithms is highly
dependent on the intrinsic parameters chosen. Each algorithm has a certain number of parameters
the user can adjust which controls the rate of convergence. Unfortunately, it is often impossible to
know a priori the optimal parameters for a given problem. As such, algorithms which can
automatically tune their intrinsic parameters to suit a given problem have become increasingly
popular. Examples of these so-called auto-adaptive algorithms include the Adaptive Wind Driven
Optimization (AWDO) [12] and the Covariance Matrix Adaptation Evolutionary Strategy (CMAES) [13]. The first implementations of these algorithms only allowed the designer to consider a
single objective, also known as the cost function. However, in practice, the designer has a large
number of objectives, many of which are conflicting. One of the most important tasks of the
electrical engineer is finding the right balance between these conflicting objectives for a given
application. For example, the designer is often forced to find a trade-off between performance,
cost and device size. Since most commercial electromagnetics solvers only support singleobjective optimization, the engineer has to consolidate these objectives into a single cost function,
typically a weighted sum. However, it is very difficult to know a priori what values to choose for
the weights, and this approach doesn’t provide any insights into potential trade-offs. In contrast,
multi-objective optimization (MOO) [14] provides a set of solutions which explicitly show
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potential trade-offs, giving insight into the nature of the problem and allowing the engineer to
choose the best design for a given application. Because the final goal of a MOO is to find a set of
points, population-based algorithms such as GA, PSO, WDO and CMA-ES can be extended to
include multiple objectives [15], [16]. There are several excellent overviews of MOO theory in the
literature [17], [18], [19]. Despite its tremendous potential in electromagnetic and optical design,
its most popular applications include hydrology [20], chemical [21] and mechanical [22]
engineering. The current versions of popular commercial electromagnetics and optics solvers
including Ansys EDT [23], CST Microwave Studio [24], Altair FEKO [25] and Zemax OpticStudio
[26] do not offer direct support for MOO, and therefore most designers in the community are
unfamiliar and/or inexperienced with them. As such, the literature which exists on applying MOO
to problems in electrostatics, electromagnetics and optics is lacking.

1.2 Research Summary
The focus of this research project is two-fold: 1) analyze a wide array of MOO algorithms
on a large variety of devices which operate throughout the electromagnetic spectrum to determine
which are best suited for specific problems and to provide guidelines on the intrinsic parameters
for practicing engineers and 2) use the results of the MOO algorithm to study the fundamental
trade-offs of these devices. When tackling a design problem in electrical engineering, the best
approach is often a combination of theoretical knowledge and numerical optimization.
Optimization tools have the potential to automate the design of electrical devices, but currently they
still require intuition in how to define the search space and the best way to mathematically represent
the design objectives.

In addition, engineers rely on computational simulation tools for

performance prediction, and these tools often have a large number of settings. In order to best
leverage the skill set of an electrical engineer, it would be best if an optimization tool could be used
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in a “black-box” fashion, i.e. it does not require the engineer to understand the details of the
optimization algorithm to use it. Unfortunately, there are an extremely large number of numerical
optimizers, each of which requires an expert in order to reliably and efficiently use them. One of
the major goals of this dissertation project is to study a set of numerical optimizers on a wide variety
of problems in electrostatics, electromagnetics and optics to determine which is best suited as a
“black-box” optimizer for the electrical engineer. To aid the electrical engineer, this dissertation
will focus on applying a set of MOO algorithms to a variety of problems. In addition to studying
the inherent trade-offs and underlying physics of these problems, the MOO algorithms will be
compared in terms of efficiency (how quickly they arrive at the optimal solutions), reliabilty (if
they consistently arrive at the optimal solutions when run multiple times) and robustness (if the
convergence properties are insensitive to the optimizer settings and problem type). Because MOO
algorithms can differ dramatically in terms of how they operate, and because the goal of a MOO is
to find a set of solutions, it is not immediately clear how to compare different algorithms for a given
problem. This dissertation describes a robust and general technique of comparing very different
algorithms in the fairest manner possible. In addition, this proposal will provide guidelines on the
appropriate optimizer to choose for a given problem and the recommended optimizer settings.
Furthermore, this dissertation describes a variety of improvements to these MOO algorithms,
including the use of surrogate models to speed up expensive simulations and the use of
asynchronous parallelization to exploit a large number of nodes on a computational cluster. In this
proposal, I will provide an introduction and overview of MOO with a focus on three algorithms
which have been found to be very effective on difficult problems encountered in electromagnetics
and optics: BORG [27], an auto-adaptive genetic algorithm which features many state-of-the-art
developments in the field of MOO, MO-CMA-ES [16], a stochastic optimizer which evolves a set
of normal distributions to efficiently search a design space, and MOEA/D [28], a highly flexible
and modular scalarization algorithm. While these algorithms received particular attention, others
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were studied, including NSGA-II [29], MOPSO [15], NSLS [30] and RM-MEDA [31]. While
many of the design problems employ commercial tools, a set of custom numerical simulation tools
were written when commercial tools did not have the desired capabilities. These include FEM
solvers for electrostatics and ray tracing techniques for optical simulation of gradient-index media
and metasurfaces [33]. During the course of the work, several innovative new design paradigms
were formed, including the idea of wavefront matching [34] for complex optical systems, a novel
surrogate model [35] for gradient-index (GRIN) lenses and a new topology optimization algorithm
for high-voltage insulator designs. In addition, novel design architectures were proposed such as
the MetaSurface-GRIN (MS-GRIN) [36]. This idea enables an optical singlet which can perfectly
focus light at the three primary colors while simultaneously exhibiting high optical power.
Traditional optical devices with comparable performance consist of a large number of lenses in
series which can be bulky, heavy and prone to error due to tight manufacturing tolerances. In
contrast, the MS-GRIN is a single structure which is significantly thinner and less heavy than
traditional optical devices. Finally, this dissertation project included developing exact theoretical
equations describing the radiation properties of circular loop antennas valid from the RF to the
optical regime [37]. This work was extended to consider the effects of impedance loads [38] and
the coupling between multiple loops [39]. These devices and design paradigms were analyzed and
used in a MOO context to study the underlying trade-offs. The applications considered cover a
diverse range of electromagnetics applications, including the optimization of a stacked patch
antenna operating in the RF [2], an Electromagnetic Band Gap (EBG) [40] and a nanoloop YagiUda array operating in the THz. For the stacked patch problem, a thorough statistical study was
performed to determine the sensitivity of the optimizers to the intrinsic optimizer parameters,
number of variables and objectives, and complexity of the model.
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1.3 Original Contributions
The research performed at Penn State has led to several new developments in electrostatic,
RF and optical device design, including:


Development and application of a new method for comparing the performance of a variety
of dramatically different multi-objective optimizers.



Development of a surrogate model for gradient-index lenses designed using quasiconformal transformation optics which accelerates the design and optimization of such
devices.



Development of a new design paradigm for gradient-index lenses called “wavefront
matching” which extends the capabilities of standard transformation optics.



Development of a novel optical architecture consisting of a metasurface and a gradientindex lens which is capable of apochromatic color correction.



Development of a new multi-objective topology optimization algorithm for high-voltage
insulator design.
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Chapter 2
Overview of Multi-Objective Optimization
Some passages in this chapter have been quoted verbatim from references [59] and [60].
This will provide an overview of the general theory of multi-objective optimization. Then, the
algorithms which will be studied will be summarized, with particular attention given to BORG,
MO-CMA-ES and MOEA/D. After this, a general methodology for interfacing any of these MO
algorithms with commercial and in-house computational tools will be described. Finally, a method
of comparing these algorithms in a fair, unbiased way will be described.

2.1 General Theory

Figure 2.1: Pareto front metrics. (a) Example Pareto front for two objectives. (b) Pareto front examples
which show spread, distribution and convergence. (c) Depiction of the binary epsilon-metric. (d) Depiction
of the unary hypervolume metric. © 2018 IEEE

Multi-objective optimizers allow the designer to explicitly view the trade-offs between
multiple conflicting objectives.

The ultimate goal is to simultaneously minimize both cost

functions, but often that goal is not feasible within the design space. Instead the goal of a MOO is
to efficiently find a set of points called the Pareto set (in parameter space) or Pareto front (in
objective space), where the latter is shown as red dots in Figure 2.1 (a). Every solution in this set
is non-dominated, which means that improving one objective leads to degradation of at least one
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other objective [14]. For

objectives and

parameters, the goal of a MOO is to minimize the

objective vector 6 with respect to the decision vector 7 constrained in the space Ω [14]:
min 6 = ( = (7),
7∈<

> (7), … , @ (7) )

where 7 = ( = ,

A decision vector F dominates G if and only if:

>, … , E )

∃ : J (F) < J (G)

∀ : M (F) ≤

M (G)

(2-1)

(2-2)

This means that F is better than G w.r.t. at least one cost function and no worse w.r.t. all other cost
functions. All decision vectors which are not dominated by any other decision vectors in the
feasible design space make up the Pareto set. In single-objective optimization, it is clear that a
design with the minimum cost function is the most desirable. For MOO, it is not immediately
intuitive how to quantify the quality of a given set. Therefore, multi-objective problems (MOPs)
require mathematical characteristics of a desirable Pareto set which can be generalized to any
number of objectives. The MOO community has settled on three important characteristics to
describe the quality of a set [41]: all solutions must be nondominated in the decision space
(convergence), there is a good uniformity of solutions in the objective space (distribution) and
there is a large range of objective values (spread). The latter two qualities are jointly referred to
as diversity. Therefore, the goal of a MOO is to efficiently generate a Pareto set with these three
characteristics, depicted graphically in Figure 2.1 (b). While these qualities are intuitive and easy
to understand, a robust mathematical representation to determine the quality of a set is difficult to
formulate, resulting in a large number of potential metrics used by the community, each with
advantages and disadvantages [42]. The unary metrics are used to determine the quality of a single
set in isolation while binary metrics are used to compare two potential Pareto sets. These metrics
can be used to guide the search process itself or they can be used in a post-processing step to analyze
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the convergence properties of an MOO. The epsilon-metric is a binary metric depicted in Figure
2.1 (c). It is the minimal normal distance from the Pareto hypersurface generated from set B such
that a translation will result in a set which completely dominates A. This is a metric which mainly
measures convergence but also considers spread while ignoring distribution. The hypervolume,
also known as the S metric, is traditionally a unary metric which measures the total size of the
objective space dominated by a given set with respect to a reference point, as shown in Figure 2.1
(d). It considers convergence, distribution and spread but tends to favor convex parts of the front
and has a large computational complexity [42]. Despite these shortcomings, it is the most widely
used metric according to the survey in [43].
Evolutionary algorithms (EAs) are a subset of metaheuristic optimization algorithms that
have recently become the algorithms of choice for most practicing engineers due to their wide
applicability and effectiveness on finding the global minimum in a potentially noisy, multi-modal
problem [18]. These algorithms are stochastic optimizers typically inspired by nature which evolve
a population of candidate solutions towards the optimum but have no mathematical guarantee of
convergence. Due to the fact that a population is used, EAs can naturally be extended to multiple
objectives by optimizing the quality of a given population. One potential problem with multiobjective EAs is deterioration, which is when a solution at some generation is dominated by a
solution from a previous generation which was thrown away [14]. There are two primary
approaches to deal with this problem. One popular approach is elitism, where the next generation
is selected based on the fitness values of both the parents and offspring of the current generation,
instead of just the offspring. Another is keeping a secondary population called the archive in which
all non-dominated solutions are kept. Unfortunately, while EAs are extremely powerful global
optimizers, it often takes a large number of function evaluations to converge to an optimum, a
problem which is exacerbated in the multi-objective scenario. This is a crucial problem in realworld applications where the designer is afforded a limited number of function evaluations due to
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time constraints. A popular approach to dealing with this problem is the generation of surrogate
models, which are simple and fast empirical models which approximate the full function evaluation
[44]. Popular surrogate models include neural networks, radial-basis function networks and
Kriging models [45]. While this approach can greatly increase the efficiency of a MOO, it is
heavily dependent on the accuracy of the surrogate model. Unfortunately, as the number of design
parameters and complexity of the fitness landscape increases, these surrogate-based methods
become less accurate [45]. In addition, as the number of objectives increases the convergence
properties of most algorithms deteriorate whether a surrogate model is used or not [14], [46].

Figure 2.2: A taxonomy of MOEAs.

MOPs have been studied for more than a century, with the first discussions of optimal
trade-off sets dating back to Edgeworth and Pareto in 1881 and 1896, respectively [14]. Exact
mathematical programming techniques were first studied in the 1950s.

Unfortunately, the

applicability of these algorithms depended on assumptions regarding the Pareto front, with most of
these algorithms requiring the PF to be convex and connected and the objective functions and
constraints to be differentiable [14].

The first truly general MOOs were multi-objective

evolutionary algorithms (MOEAs) which exploited the growing field of population-based EAs in
the 1980s as previously discussed [14]. Though there are an immense number of MOEAs, the main
distinction between them is in their fitness assignment. A broad taxonomy is presented in Figure
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2.2. This task can be grouped into two broad categories: individual based in which each member
of a population is assigned a fitness independent of other members and population based in which
an individual is assigned a fitness based on how it compares to the rest of the population. The first
MOEAs developed were individual based since it is simple to apply to already existing singleobjective EAs and is easy to understand conceptually. Unfortunately, these MOEAs require
additional mechanisms to ensure diversity. The first individual-based MOEA was the Vector
Evaluated Genetic Algorithm (VEGA) developed by Schaffer [47], an example of a criterion
MOEA in which the objectives are alternated between for fitness assignment. In each generation,
different sub-populations are generated by performing proportional selection for each of the
objective functions. Unfortunately, these algorithms have a tendency to only find extremal
solutions [47]. Another type of individual-based MOEA is based on scalar aggregation, which
consist of incorporating all objectives into a single parameterized cost function, then performing
multiple runs (called subproblems) of a single-objective EA where each subproblem uses a different
parameter set. The traditional approach is to use a weighted sum [48]. For the -th subproblem of
an N-objective problem with weights represented by OM = P = ,
M

M
M
> , … , E Q,

the objective function

is given by:
@

min R P7 SO Q = T
7∈<

M

M

M

@

where T
JU=

JU=
M
J

M
M
J J P7 Q

(2-3)

=1

In order to generate the full Pareto set, multiple optimizations are run with different weighting
coefficients. Unfortunately choosing the right weights to ensure evenly spaced points on the Pareto
set is very difficult. In addition, it turns out that this approach only works if the Pareto front is
convex (for the case of minimization), regardless of the weights chosen [48]. Due to this fact, an
alternate decomposition needs to be used for generality. While weighted exponential sums,
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weighted products and a wide variety of other aggregation functions have been explored [48], the
Tchebycheff decomposition has emerged as one of the most popular due to its ability to converge
to any general Pareto set. In particular, the Multi-Objective Evolutionary Algorithm based on
Decomposition (MOEA/D) has proven to be computationally efficient and robust [28]. In the
standard Tchebycheff decomposition for M design parameters and N objectives, the -th
subproblem has the objective function:
min R M P7M SOM Q = max Y
7∈<

@

=XJX@

where T
JU=

M
J

M
M
J J (7 )Z

(2-4)

=1

Figure 2.3: A Pareto front with both a concave and a convex part in a two-dimensional objective space where
(a) shows the weighted sum approach and (b) shows the Tchebycheff approach. As can be seen, minimizing
the Tchebycheff function for a given subproblem leads to a point on the Pareto front. For a weighted sum,
only the convex portions of the Pareto front are attainable.

It can be mathematically proven that every point on a Pareto front (either concave or convex) is a

minimum of the Tchebycheff function for some weight vector O [48] . Figure 2.3 shows a Pareto
set with both a concave and convex part in a 2-dimensional objective space. The solutions to two
different subproblems are shown for the weighted sum approach in Figure 2.3 (a) and for the
Tchebycheff approach in Figure 2.3 (b). The weights are chosen such that

M
=

<

M
>

and

[
=

\

[
>.

It can be seen that minimizing the Tchebycheff decomposition for the two subproblems lead to
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points on both the concave and convex parts of the Pareto set, while the weighted sum approach
cannot converge to the concave part of the Pareto set. The weight vectors are typically chosen to
be uniformly spread. Unfortunately, this doesn’t necessarily lead to good diversity for complex
Pareto sets (those which are discontinuous or have large changes in curvature), prompting the need
for an additional mechanism to ensure diversity, typically through dynamically adapting the weight
vectors. To ensure diversity, an estimate of the density is required. Figure 2.4 shows three simple
approaches to calculating the density [14]: fitness sharing, in which the density estimate of each
member is a function of the distances to all other individuals; nearest neighbor, in which the density
estimate is the distance to its nearest neighbor; and grid based methods, in which the density is
simply the number of individuals in the same box of a grid. To ensure diversity in MOEA/D,
weights can be adjusted such that the density of population members is minimized and diversity is
ensured. While criterion-based and scalar aggregation methods can be applied to any singleobjective optimizer with relative ease, these methods suffer from a sensitivity to the landscape of
the Pareto front and the optimal initial weights require a priori knowledge.

Figure 2.4: Approaches to estimating the density of a given point on the Pareto front: (a) fitness assignment,
(b) nearest neighbor and (c) grids.

Probably the most popular MOEAs are those based on Pareto dominance. These algorithms
assign fitness values to members of the population by using the concept of Pareto dominance as
defined in (2). Three popular measures of dominance are used: count, the number of individuals
dominated by a given member; rank, the number of individuals which dominate a given member;
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and depth, the level of the front at which a member is located. In addition to the strict Pareto
dominance described by equation (2), a number of relaxed Pareto dominance relations exist. As
previously discussed, as the number of objectives increases, the number of Pareto non-dominated
solutions increases exponentially. If an archive is used, its size can quickly blow up leading to poor
convergence [14]. The relaxed Pareto dominance relations attempt to ameliorate this by redefining
dominance in a way which limits the number of solutions in the archive. A popular relaxed
dominance relations called -dominance [49] effectively defines a buffer region around a given
point defined by the N-dimensional vector , leading to the condition:
∃ : J (F) < J (G) +

∀ : M (F) ≤
Using an

J

M (G) + M

(2-5)

-dominance archive theoretically guarantees convergence and diversity [49], and

provides a minimum resolution which limits the size of the archive. It’s been found that dominance achieves a good balance between excessive exploration (which would amount to a
random search) and excessive exploitation (which would lead to premature convergence).
Unfortunately, when the number of feasible objective vectors is a very small proportion of the
search space, -dominance can lead to very slow convergence [49]. In addition, it requires a priori
input from the DM as to what the appropriate

values are. Most recent algorithms use the

dominance depth, drawing inspiration from the extremely popular NSGA-II [29]. The members of
a population are sorted and the solutions in the best front are kept. Because a large number of
solutions can lie on the same front, a secondary sorting criterion is often employed to find the best
members of a given front and to ensure diversity. For example, NSGA-II uses strict Pareto
dominance and crowding distance as the secondary criterion for diversity. MO-CMA-ES [16] uses
contributing hypervolume for secondary sorting and will be discussed in detail in the next section.
While hypervolume is more computationally intensive than other metrics like crowding distance,
it was found to yield better performance [16]. Finally, the last class of MOEAs are indicator-
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based. Instead of relying on the concept of Pareto dominance, these algorithms assign fitness
values based solely on binary indicators which compare one member of a population to all other
members [14]. Although Pareto dominance is not explicitly incorporated into the algorithm, the
most popular binary indicators are Pareto dominance compliant, which means that the indicator
values change sign when a given member dominates another. One advantage of this approach is
that if the binary indicator considers both convergence and diversity, there is no need for an
additional mechanism to enhance diversity such as fitness sharing. Two popular indicators
discussed in [14] are the epsilon metric and a binary extension of the hypervolume metric.

2.2 Algorithms Considered
An overview of the algorithms considered are presented here, with in-depth descriptions
of BORG, MO-CMA-ES and MOEA/D. These optimizers are the most useful and easy to employ
algorithms in the opinion of the authors, and perform the best on the examples considered. The
other algorithms are included for comparison purposes; interested readers can find more details in
the cited papers introducing each algorithm. BORG can be obtained at [50], MO-CMA-ES can be
obtained as part of the SHARK framework [51], MOEA/D can be obtained as part of the JMETAL
framework [52] and the other algorithms can be obtained as a part of the PlatEMO framework [53].
In order to use these tools, MATLAB [54] wrappers were created to get the next set of design
variables to try, run the function evaluation, then return the objectives. A unified approach was
developed for interfacing the optimizer (i.e. BORG, MO-CMA-ES) with the simulator (i.e. HFSS,
CST). This approach is general enough that it works with the wide variety of optimizers and
simulators available; it will be described in the next section after an introduction to the algorithms
considered. For each algorithm, recommended parameters are provided based on existing literature
and the experience of the authors when running optimizations on problems in EM and optics.
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Further details on recommended parameters are provided later in the dissertation. Note that the
optimal parameters are heavily dependent on the problem itself, making adaptive algorithms such
as BORG and MO-CMA-ES especially attractive.

2.2.1 NSGA-II
NSGA-II [29] is a Pareto dominance MOO and is one of the most well-known and
influential algorithms in optimization. The algorithm uses fast non-dominated sorting to quickly
find the Pareto optimal set of a given population and a fast crowding distance estimator to
encourage diversity. A simple tournament selection and real-coded GA is used for selection and
recombination. NSGA-II keeps an archive of all non Pareto-dominated solutions found, which
eliminates the problem of deterioration: a phenomenon in which the population evolves away

from the optimal set. The original paper by Deb [29] recommends a crossover probability ]^ = 0.9
and a mutation probability ]_ = 1/ . A comparison paper by Zitzler [55] recommends ]^ = 0.8

and ]_ = 1/a where a is the population size. To further confuse matters, Reed [56] recommends

]^ = 0.5. Many theoretical papers [29], [55] recommend the initial population be set such that 250
generations are completed, but it has been shown [57] that 500-1,000 generations can be required
to achieve a good distribution and spread. However, most of these studies consider problems with
extremely fast function evaluations. A maximum of 25,000 function evaluations is considered in
[29], leading to a recommended initial population of 100. However, for problems in EM and optics
the function evaluations are not as fast and 25,000 function evaluations would be too timeconsuming in practice. If the estimated maximum number of function evaluations that can be
completed in a reasonable time is 1,000, then the recommended 250 generations would mean an
initial population of 4, a number which is too small for efficient global exploration, resulting in
poor diversity [58]. In contrast, choosing a large population of 100 would produce only 10
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generations, resulting in poor convergence [58]. The particular study performed in [58]
recommended a population size of 20 (50 generations) to ensure a balance between convergence
and diversity, but this number is highly problem-dependent. Reed [56] recommends a population
size equal to twice the number of Pareto optimal solutions expected. Unfortunately, this number is
often impossible to know a priori. As a result, the performance of NSGA-II is highly dependent on
the user’s ability to fine-tune the parameters [59]. Unfortunately NSGA-II or a very similar variant
is often the only MOO available in many commercial tools including MATLAB [54]. An algorithm
which is auto-adaptive, i.e. one which intelligently and dynamically adjusts its parameters to suit
the problem, is highly desirable. Two auto-adaptive algorithms will be described next.

2.2.2 BORG

Figure 2.5: (a) Depiction of the -box concept. Solution (1) is in an empty -box and is added to the archive.
Solution (2) is non- -box-dominated and replaces a member. In both cases -progress occurs. Solution (3)
strictly dominates another solution in the same -box, so it replaces a member but this action doesn’t count
as -progress. Finally, solution (4) is in the same -box as another member but doesn’t strictly dominate it;
it is not added to the archive. (b) Flowchart of BORG. © 2018 IEEE
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BORG [27] is a modern auto-adaptive multi-objective genetic algorithm which combines
many of the breakthroughs in MOO developed during the 2000s and contains seven different
mutation and recombination operators, each of which is particularly well suited for specific types
of problems. Each operator is given a certain probability of being applied based on its past success.
Using information on which operators were successful in the past, the algorithm will automatically
adjust its probability of choosing a particular operator. Many of the parameters, including the
population size, number of parents and number of offspring, are automatically adjusted as well.
This auto-adaptive process helps ameliorate one of the major difficulties with NSGA-II: its
sensitivity to parameter settings. Another difficulty with NSGA-II is that the archive can become
intractably large, leading to poor convergence and a very slow runtime, a problem which becomes
worse as the number of objectives increases. Some variants of NSGA-II place a limit on the archive
size, but this leads to deterioration and another parameter which the user has to tune. To ameliorate
this issue, BORG keeps a non- -box-dominated archive to ensure diversity and scalability. Figure
2.5 (a) depicts the -box concept, in which the objective space is divided up into hyperboxes with
side lengths

=, >, … , @.

A potential solution is said to be non-ϵ-box-dominated if it is the only

solution in a given -box and it dominates all other solutions. The archive kept by BORG uses ϵbox-dominance instead of pure Pareto dominance to limit its size. It has been found empirically
that small populations converge quickly but lead to a solution which is not diverse [58]. BORG
initiates a restart and doubles its population size if convergence has stagnated based on a metric
called -progress. If BORG hasn’t found a solution in a new -box in a set number of function
evaluations, the algorithm restarts. Practically, the efficiency and quality of the Pareto front is
highly dependent on the values chosen. It has been found from experience that a value of 2 percent
of the estimated dynamic range of an objective is optimal for a two-objective problem. For more
objectives, this percentage should be increased to ensure the archive remains a manageable size. If
the dynamic range is not known a priori, the

values should be chosen based on the desired
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resolution of the final Pareto front. It has been found from experience that these

values are the

most crucial parameter in terms of convergence efficiency. For the other parameters, the default
values specified in [27] are used unless otherwise indicated. To summarize, a flowchart of BORG
is provided in Figure 2.5 (b).

First an initial population is randomly generated and each

recombination operator is assigned an equal probability. To generate an offspring from % parents,

% − 1 members are chosen via tournament selection from the population and 1 is chosen at random

from the archive while a recombination operator is probabilistically chosen and applied. Then, two
dominance checks are performed. If the offspring dominates a population member, the population
is updated. If the offspring is non- -box-dominated by the archive, then the archive is updated. The
recombination operator probabilities are updated based on the success of the chosen operator. After
a certain number of function evaluations specified by the user, the algorithm checks if -progress
has occurred, and if not, the population size is adjusted.

2.2.3 MO-CMA-ES

Figure 2.6: (a) Illustration of the ( = 25, = 50) CMA-ES for a 2D rotated hyper-ellipse objective function.
The block dot shows the initial mean at iteration while the dotted line represents the single- isocontour.
The gray solid lines are the iso-level curves of the objective function. The red and green dots represent the
current population of 50 members, where the sizes of the circles represent the performances and therefore
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the weights. In particular, the green dots are the 25 best performing members. These members are used to
form the mean at iteration + 1. (b) Flowchart of MO-CMA-ES. © 2018 IEEE

While genetic algorithms have a long history of use in EM [6], the more recent CMA-ES
[13] has seen better success in a wide variety of EM problems [62]. CMA-ES is an auto-adaptive
algorithm in which the only optimization parameters the designer needs to set are the population
size and initial step size [13]. A general rule of thumb is that smaller population and initial step
sizes will converge quicker but may get stuck in local minima. The algorithm operates by
translating, scaling and rotating a Gaussian distribution about the search space to find the global
minimum. The standard ( , ) CMA-ES maintains a population of size

and chooses the

most

successful members to form the offspring. A Gaussian distribution is formed with the mean given
by a sum of the offspring weighted to give a larger contribution to better performing members and
the standard deviation governed by a step size
e

and covariance matrix b:

cT dJ 7J ,
JU=

The

>

bf

(2-6)

members of the next population are chosen from this normal distribution. The covariance

matrix is updated based on an estimate of the cost function landscape and the step size is updated
based on a record of the evolution of the mean in past iterations. Figure 2.6 (a) shows an illustration
of the ( , ) CMA-ES with

= 25 and

= 50 for a 2D rotated hyper-ellipse objective function.

The green dots represent the best-performing members of the population, where the size
corresponds to the weight, while the red dots are discarded. The new mean is seen to be much
closer to the minimum of the objective function, showing the convergence efficiency of the
algorithm.

MO-CMA-ES [16] extends the original CMA-ES by evolving and updating a

population of
The best

Eg

Eg

CMA-ES optimizations, each of which has its own internal strategy parameters.

individuals from both the parents and offspring are found based on their Pareto

dominance, where contributing hypervolume is used as a secondary sorting criterion in case two
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points have the same level of Pareto dominance to ensure diversity. An initial step size of 60% of
the variable range and a population size of 100 is used in [16] when the maximum number of
function evaluations is 50,000, leading to 500 total generations. This large number of generations
is required for MO-CMA-ES to adapt its internal strategy parameters to their optimal values for
problems with 10 or more design variables, but it was found in [63] that fewer generations are
needed when there are a small number of design variables. It has been found from experience that
when the number of function evaluations is extremely limited (i.e. less than 5,000) a smaller value
for the initial step size of 0.25 is recommended for faster convergence. To summarize, a flowchart
of MO-CMA-ES is provided in Figure 2.6 (b). First an initial population of

Eg

parents are

generated, each of which has its own step size and covariance matrix. Each parent generates
offspring by sampling a Gaussian distribution of the form of (3). The step size and covariance
matrix of each member is updated based on the success of the offspring and previous steps. Finally,
the best

Eg

individuals are chosen based on Pareto dominance and contributing hypervolume.

2.2.4 MOPSO
Multi-Objective Particle Swarm Optimization (MOPSO) is an extension of the popular
nature-based single-objective Particle Swarm Optimization (PSO) [36]. The method simulates
social behavior or the movement of a bird flock or fish school by moving particles around a search
space. The multi-objective variant [15] uses Pareto dominance and an external archive of
nondominated solutions to determine the velocities of each particle.

2.2.5 MOEA/D
Due to the long history and large number of successful single-objective optimizers,
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decomposition of a multi-objective problem into a set of single-objective problems is a very popular
approach. The simple weighted sum of (3) cannot converge to a non-concave Pareto set (for the
case of minimization), regardless of the weights chosen.

Due to this fact, an alternate

decomposition needs to be used for generality. While weighted exponential sums, weighted
products and a wide variety of other aggregation functions have been explored [64], the
Tchebycheff decomposition [48] has emerged as one of the most popular due to its ability to
converge to any general Pareto set. In particular, the Multi-Objective Evolutionary Algorithm
based on Decomposition (MOEA/D) has proven to be computationally efficient and robust [28]. In
the MOEA/D, the standard Tchebycheff decomposition of equation (2-4) is slightly modified. For
scaling purposes an additional reference vector h = (!= , !> , … , !@ ) is introduced and the -th
subproblem has the objective function:
min R i7 jO , hk = max l S (7 ) − ! Sm
7∈<

1≤ ≤
@

where T
JU=

M
J

and !J = min
7∈<

=1

(2-7)

(7)

The scalar !J contains the best solution obtained so far for the -th objective among all the
subproblems. Each population member solves its own subproblem via a genetic algorithm,
periodically exchanging information with neighbors to encourage diversity.

Because R is

continuous w.r.t. , the values of R M and R[ are close if OM and O[ are close to each other according
to the Euclidean distance metric oOM − O[ o.

For a given subproblem with a given O, a

neighborhood of subproblems is defined as a set p of its closest weight vectors in qO= , O> , … , Or s

for a population of size P. Genetic operators are used to produce an offspring 6 from the set p.
For each objective, if

J (6)

< !J , then set !J = J (6). In words, if the offspring outperforms the

best ever vector h in any of the objectives, h is appropriately updated. Then, for each index ∈ p,
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if R M P6SOM , hQ < R M P7M SOM , hQ, then set 7M = 6. This step updates the neighboring subproblem if
the offspring outperforms it in terms of minimizing its Tchebycheff Decomposition. The choice of
the number of neighbors

to consider is crucial. If

is too small, the set p could potentially be

very closely packed in the variable space and the offspring would be very close to the values of p.

This would limit MOEA/D’s ability to effectively search the global space and could lead to the
algorithm getting stuck in local minima. On the other hand, if

is too large, the values of O could

be spread very far apart and the offspring 6 would perform poorly for all Tchebysheff subproblems
in p. MOEA/D maintains an elitist archive of non-dominated decision vectors.

2.2.6 NSLS
NSLS [65] is a MOO based on non-dominated sorting and an efficient local search based
on Gaussian perturbations of a given population. To maintain diversity, a farthest-candidate metric
is used instead of the crowding metric employed in NSGA-II. The recommended settings of
0.5 and

=

= 0.1 for the mean and standard deviation of the Gaussian distribution, respectively, are

used in the following examples.

2.2.7 RM-MEDA
RM-MEDA [31] is a hybrid global/local MOO which uses non-dominated sorting to
determine the best solutions and a local principal component analysis to create a model for sampling
the design space. This combination of global and local searching is expected to combine the best
of both worlds.
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2.3 General Interface
Due to its ease of use and ubiquity in electrical engineering, MATLAB was chosen as the
programming language for interfacing the optimizer with the simulator. This MATLAB interface
needs to be general enough to work for the wide variety of optimizers and simulators considered.
Some important considerations include whether the optimizer is synchronous or asynchronous,
whether the algorithm is generational and whether the optimizer/simulator can be run in parallel
(either through openMP or MPI). A general flowchart of the interface is shown in Figure 2.7.

Figure 2.7: Structure of MO interface.

Regardless of the internal mechanisms of the optimizer and simulator, the user-facing
interface is the same. First, the user calls setup, a routine which initializes the optimizer and
simulator using the default parameters or initial parameters set by the user. The user constantly
queries the optimizer to check its status and see if it is ready to provide a design variation. The
returned status depends on, among other factors, whether or not the algorithm is generational and
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the number of cores available. This function abstracts away the complexity of a given algorithm
and provides a simple interface to the user. As an example, the optimizer MO-CMA-ES is
generational and therefore requires the entire population to be simulated before the members of the
next population can be generated. In contrast, BORG can be run in an asynchronous manner in
which it always returns a design variation. BORG is particularly advantageous if a large number
of cores is available and multiple instances of the simulation tool can be run simultaneously (e.g.
if a computational cluster is available and the simulation tool doesn’t have license restrictions). If
the algorithm is ready to provide a design iteration, this function returns ready; if not, it returns not
ready. If the algorithm is converged based on the user-defined criteria, this function returns
converged. If the algorithm returns ready, the user calls next to get the next design variation, sends
this variation to the simulation engine then runs results to send the resulting performance objectives
to the optimizer. Once the algorithm is converged, the user runs postprocessing to compute desired
convergence metrics and then shutdown to de-allocate memory. This interface is general enough
to work in parallel using both openMP and MPI.

2.4 Method of Comparison
For best performance, the design variables should be rescaled so they have similar
sensitivity to the values of the objectives. In other words, a small change in variable 1 should lead
to the same change in an objective as a small change in variable 2. Unfortunately, it is very difficult
to know the proper scaling a priori. For all problems considered in this tutorial, the variables will
be scaled to be between 0 and 1 for convenience. When comparing the performance of the various
MOO algorithms, a standard Pareto-dominance front is computed at each function evaluation and
saved. This is done because of the differences in the algorithms: BORG uses -box dominance with
a growing population and archive while MO-CMA-ES uses standard Pareto-dominance with a

27
finite population and no archive. Then, various metrics are computed in a post-processing step
where the objectives are normalized to be between zero and one. This method of comparison is
similar to one used by Brockhoff, et al. in [66]. In particular, the following metrics will be
considered: hypervolume which takes into account both convergence and diversity, GD which
strictly considers convergence, spread which measures how well the algorithms find the extrema
of the Pareto front, and crowding distance which is a measure of uniform distribution.
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Chapter 3
Examples in the RF Regime
Some passages in this chapter have been quoted verbatim from references [59], [60] and
[61]. This chapter will showcase a variety of electromagnetic optimization problems in the RF
regime. First, a thorough statistical study of a series of increasingly complex microstrip patch
antennas will be considered. Then, a variety of examples in the RF regime will be explored.
Finally, a summary will be provided along with recommendations. For all examples, the maximum
number of function evaluations will be limited such that the optimization can be completed in
approximately a single night (12-16 hours). All optimizations are run on a Dual Intel Xeon
processor with 10 cores.

3.1 Stacked Patch Antenna Design
A set of increasingly complex microstrip patch antennas will be analyzed using the three
MOO algorithms discussed and a rigorous statistical comparison will be developed and performed
to analyze the efficiency, reliability and scalability of the algorithms. The contributions of this
study are two-fold. This proposal presents the first comprehensive multi-objective analysis of an
aperture-coupled microstrip patch antenna with a finite ground plane in the literature. The tradeoffs
and performance limits are then compared to a dual-pol aperture-coupled stacked patch. In
addition, this study presents a methodical study of the multivariate impacts of the optimizer
parameters on the performance of MOOs for three different aperture-coupled microstrip patch
antenna optimization problem. First, the geometries and design constraints of the models will be
discussed. Then, Pareto fronts of the problems will be briefly explored, as this provides insight
into the physics of the problem. After this, the optimizers will be characterized based on efficiency,
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reliability and scalability. Finally, a two-level factorial design with Minitab is performed to assess
the multivariate impacts the parameter choices have on the performance of the algorithms. This
type of statistical analysis gives the design engineer more insight into which parameters are most
important for a given application and provides a potential avenue for improving the performance
of these algorithms.

3.1.1 Model Descriptions and Design Constraints
The microstrip patch with a coaxial or microstrip feed is one of the most popular antennas
due to its low cost and low profile. However, its drawbacks include a very narrow bandwidth and
a poor front-to-back ratio (FBR) when a finite ground plane is required [67]. At the expense of
increased cost, size and manufacturing complexity, improvements can be made by changing the
feeding mechanism or using multiple dielectric layers. The methods of feeding a microstrip patch
fall into two general categories: direct contact and indirect contact. Direct contact methods include
the probe-fed and edge-fed designs, both of which introduce extremely high inductances below
resonance and lead to low impedance bandwidth. In contrast, an indirect feeding method such as
the aperture-coupled design solves this problem by using a feeding structure which introduces
capacitance instead of inductance. This method allows independent optimization of the feedline
and the radiator since they are effectively separated. The major disadvantage of the indirect feeding
methods is the increased complexity of fabrication and the need for extremely accurate alignment
methods in fabrication. In addition to changing the feeding mechanism, another way to improve
bandwidth is to change the topology of the radiating structure itself. Stacked patches with slightly
different lengths can increase the bandwidth if the coupled elements have slightly different resonant
frequencies. Using this method, bandwidths on the order of 25-30 percent can be achieved, but the
overall volume of the radiator is greatly increased. BORG, MO-CMA-ES and MOEA/D will be
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employed to optimize a series of microstrip patch antennas of increasing complexity. The three
models under consideration are the standard single-layer aperture-coupled patch, an aperturecoupled stacked patch and a dual-polarized aperture-coupled stacked patch. The convergence
speed and robustness of each algorithm will be studied as the number of design variables and
objectives increases. Ansys Electronics Desktop (EDT) [23] was used to simulate the patch antenna
designs. EDT uses the FEM, a systematic approach to solving a partial differential equation by
discretizing a volume into mesh cells and assigning basis functions to each cell to approximate the
unknowns. The three models that will be considered are summarized in TABLE 3.1.
TABLE 3.1: PATCH ANTENNAS UNDER CONSIDERATION
Feed
Patch
Polarization
Variables
Objectives

Aperture-coupled
Single
Single
6
3

Aperture-coupled
Stacked
Single
11
3

Aperture-coupled
Stacked
Dual
13
5

TABLE 3.2: PARAMETERS CONSIDERED IN APERTURE-COUPLED MICROSTRIP PATCH ANTENNA
OPTIMIZATION ILLUSTRATED IN FIGURE 3.1 (A)

Parameter
t

u

v

wv

Min. (mm)

Max. (mm)

0.5

0.5

x

wx

t +7
30
0.5
35
8

50

125
t + 11
38
4
45
14

Description
Length of ground plane
Length of stripline feed
Length of slot
Thickness of substrate layer with slot
Length of patch
Thickness of substrate layer with patch

TABLE 3.3: PARAMETERS CONSIDERED IN APERTURE-COUPLED STACKED MICROSTRIP PATCH ANTENNA
OPTIMIZATION ILLUSTRATED IN FIGURE 3.1 (B)

Parameter
t

u

v

wv

x

Min. (mm)

Max. (mm)

0.5

0.5

50
t

+7

30
0.5
35

125
t + 11
38
4
45

Description
Length of ground plane
Length of stripline feed
Length of slot
Thickness of substrate layer with slot
Length of lower patch
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wx

8
40
8
2
1
1

y

wy
v

x

y

14
50
14
6
4
4

Thickness of lower layer with patch
Length of upper patch
Thickness of upper layer with patch
Permittivity of substrate layer with slot
Permittivity of lower layer with patch
Permittivity of upper layer with patch

TABLE 3.4: PARAMETERS CONSIDERED IN APERTURE-COUPLED DUAL-POL STACKED MICROSTRIP PATCH
ANTENNA OPTIMIZATION ILLUSTRATED IN FIGURE 3.1 (C)

Parameter
t

u
v

wv

x

wx

y

wy
v

x

y

wu>

u>

Min. (mm)

Max. (mm)

0.5

0.5

t+7
30
0.5
35
8
40
8
2
1
1
0.5
2

50

125
t + 11
38
4
45
14
50
14
6
4
4
4
6

Description
Length of ground plane
Length of stripline feed
Length of slot
Thickness of lower layer with slot
Length of lower patch
Thickness of lower layer with patch
Length of upper patch
Thickness of upper layer with patch
Permittivity of substrate layer with slot
Permittivity of lower layer with patch
Permittivity of upper layer with patch
Thickness of upper layer with slot
Permittivity of upper layer with slot
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Figure 3.1: Geometries of the models considered. Unique variables considered in the optimization are
indicated as bold. Exploded view of the (a) aperture-coupled microstrip patch antenna, (b) aperture-coupled
stacked microstrip patch antenna and (c) aperture-coupled stacked dual-pol microstrip antenna.

An exploded view to show the geometry and design parameters of the standard aperturecoupled microstrip patch antenna is shown in Figure 3.1 (a). There are six unique continuous realvalued design parameters as shown in TABLE 3.2. The length of the stripline feed is dependent
on the size (length) of the ground plane, leading to parametric inseparability and a tougher
optimization problem. The three design objectives are minimizing the total volume (which takes
into account both the footprint and the profile), maximizing the FBR and maximizing the percent
bandwidth around the center frequency of 2 GHz. Figure 3.1 (b) shows an exploded view of the
geometry for the aperture-coupled stacked patch antenna. This model increases the complexity of
the single patch antenna by introducing five new design parameters, as shown in TABLE 3.3.
Finally, Figure 3.1 (c) shows the most complex model considered for this example, the aperturecoupled dual-polarized stacked patch antenna. A second feed is added via an additional substrate
layer above the slot with an orthogonal stripline. In addition, the slot is now a cross. There are two
additional design parameters, the permittivity and thickness of the added substrate layer, as shown
in TABLE 3.4. The increased complexity for this model is mostly added due to the fact that there
are now five objectives: maximizing the percent bandwidth for both ports, the axial ratio percent
bandwidth and the FBR while minimizing the total volume.
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3.1.2 Pareto Fronts

Figure 3.2: (a) Pareto front for the aperture-coupled microstrip patch antenna. The x- and y- axes represent
the FBR in dB and the volume in cm3 respectively. The color of each point represents the percent bandwidth.
The goal is to maximize FBR and percent bandwidth while also minimizing the volume. (b) S11 versus
frequency for three sample solutions. (b) Gain versus theta for three sample solutions.

Figure 3.3: (a) Impedance percent bandwidth vs. geometrical parameters for the standard aperture-coupled
patch. (b) FBR versus geometrical parameters for the standard aperture-coupled patch. (c) Pareto front for
the dual-pol aperture-coupled microstrip stacked patch antenna. The x- and y-axes represent the FBR in dB
and the volume in cm3 respectively. The color of each point represents the total percent bandwidth, which
includes the S11 and axial ratio

The Pareto front for the standard aperture-coupled patch problem is shown in Figure 3.2
(a). As can be seen, all three objectives cannot be simultaneously met and tradeoffs must be made
between the different objectives. The clearest trend which can be seen is that increasing the volume
(mostly through the ground plane dimension) leads to a higher FBR. In addition, increasing the
volume (through the substrate thickness) leads to a wider bandwidth. For more insight, three
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sample solutions are circled and considered more carefully. The solution marked with a red circle
has a small volume, moderate bandwidth and poor FBR. The blue solution has the largest FBR of
all members but has a large volume and poor impedance BW. Finally, the green solution has the
largest impedance BW at the expense of a very large volume and moderate FBR. These results are
summarized in Figure 3.2 (b) and (c). To gain more insight into the physics of the problem, the
objectives can be plotted with respect to the geometrical parameters. As shown in Figure 3.3 (a),
a larger bandwidth can be obtained with a large ground plane and thicker substrates. In contrast,
Figure 3.3 (b) shows that a large FBR requires a large ground plane and thinner substrates. Figure
3.3 (c) shows the Pareto front for the dual-pol aperture-coupled stacked microstrip patch antenna.
Comparing this to Figure 3.2 (a), we see that the max achievable bandwidth (which takes into
consideration both S11 and axial ratio) is increased from 25% to 40%. However, due to the multiple
layers the volume is much larger. In addition, the maximum FBR is greatly reduced. This is likely
due to the crossed slot feeding structure employed in this design. Employing a crossed dipole
reflector below the microstrip feed lines should help improve the FBR [38].

3.1.3 Optimizer Comparison
For a simple base comparison, the hypervolume versus number of function evaluations was
calculated for all three models using the recommended default/optimal parameters for each
optimizer given in [27],[28] and [16], except where noted. These parameters are listed in TABLE
3.5. The total number of function evaluations was limited to 1,000 to mimic a reasonable design
cycle time. The recommended initial population size for BORG is 100, but that would correspond
to only 10 generations for the limited number of function evaluations considered. Based on
experience, a small population size for BORG was found to work better for a very limited number
of function evaluations, and therefore, the initial population was chosen to be 10. The population-
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to-archive ratio z was set to 4, the population scaling factor for restarts was set to 2, and the
selection ratio { was set to 0.02. There is no recommended value for

since that parameter is

problem-dependent. Based on experience, was set to 0.01 for all objectives. The optimal values
for the mutation operators are listed in Table V. Note that these values depend on the number of
design parameters

. MO-CMA-ES was found to converge extremely quickly for a small

population size and small initial value for , which is expected for optimizations which aren’t
extremely multi-modal. Optimizations with a small population size have less “inertia” and the
mean is much more likely to converge to a local minimum quicker [68]. A smaller

means that

the global space isn’t as exhaustively searched and MO-CMA-ES hones in on a minimum
(potentially a local minimum) much quicker.
TABLE 3.5: OPTIMIZER PARAMETERS CONSIDERED
Algorithm

Category
population
epsilon

BORG
mutation

MO-CMA

population
sigma
success
population
exchange

MOEA/D
mutation

Parameter
Initial population
UM/PM rate
SBX rate
DE crossover rate
DE step size
SBX index
PM index
PCX/UNDX parents
SPX parents
SPX/PCX/UNDX offspring
PCX |, }
UNDX ~
UNDX •
SPX
Population
Sigma
Success rate
Population
Neighbors
Δ
Mutation probability
Mutation index
Crossover CR
Crossover F

The population size and initial

Default
10
0.01
1/
1.0
0.6
0.6
15
20
3
+1
2
0.1
0.5
0.35/√
√ +2
10
0.25
0.44
50
20
0.5
1/
20
0.5
0.5

Set 1
10
0.001
0.2
0.2
0.2
0.3
15
15
2
2
1
0.1
0.1
0.1
0.1
10
0.1
0.2
10
4
0.1
0.2
15
0.3
0.3

Set 2
25
0.01
0.33
0.33
0.33
0.5
50
50
3
3
2
0.35
0.35
0.35
0.35
25
0.5
0.33
25
10
0.5
0.33
50
0.5
0.5

Set 3
50
0.1
0.5
0.5
0.5
0.7
100
100
5
5
3
0.5
0.5
0.5
0.5
50
0.9
0.5
50
20
0.9
0.5
100
0.7
0.7

were set to 10 and 0.25, respectively. The initial success rate was

set to 0.44. It is important to note that these are the only optimizer parameters used in MO-CMA-
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ES. The fact that there are a minimal number of parameters is one of the strengths of MO-CMAES. For MOEA/D, a slightly larger population tends to work better [28], and therefore 50 was
chosen as the population size for this test. The recommended number of neighbors to probe is a
quarter to a half of the population size, and 20 was chosen for this test. The parameter Δ controls

whether only the neighbors are probed or if the entire population is probed. A value of Δ = 0

means the entire population is always probed and the offspring aren’t specialized to the specific

Tchebysheff subproblem. A value of Δ = 1 means only neighbors are probed, which may lead to
the optimizer getting stuck in local minima. An initial value of 0.5 was chosen. The mutation
probability, distribution index, CR and F parameters were chosen as specified in [28]. Figure 3.4
compares the hypervolume versus the number of function evaluations for each of the algorithms
using the optimal parameters for all three models. Two major metrics are computed in this study:
the convergence and efficiency. The overall convergence is governed by the hypervolume obtained
after 1,000 function evaluations. The efficiency is given by how many function evaluations are
required to reach a certain percentage of the maximum hypervolume. The scalability of the
algorithms will be studied by changing the number of variables and objectives for the most complex
model. The convergence plots in Figure 3.4 look noisy because the hypervolume was computed
using a Monte Carlo approach in which a set of 25,000 random points is distributed in the objective
space and the percentage which is dominated by the Pareto front is calculated [42]. As shown in
Figure 3.4 (a) and (b), MO-CMA-ES is extremely efficient for the two simpler models. However,
MO-CMA-ES does not perform well for the most complex model; both BORG and MOEA/D
outperform it. The behavior of BORG and MOEA/D are relatively insensitive to the complexity
of the model, with BORG slightly outperforming MOEA/D in terms of the final hypervolume
reached. For the most complex model, the number of function evaluations required to reach 80%
of the max hypervolume was studied as the number of variables and number of objectives was
changed. Figure 3.5 shows these results. As can be seen, BORG reaches 80% of the max
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hypervolume attained over all runs regardless of the dimensionality, suggesting that it is very
robust. MO-CMA-ES reaches 80% much faster for only 3 objectives, but fails to reach 80% for 5
objectives and more than 8 variables. MOEA/D reaches 80% quicker than BORG when it does
converge, but it isn’t as robust as BORG.

Figure 3.4: Hypervolume versus function evaluations using the optimal parameters for each algorithm for
the (a) aperture-coupled microstrip patch, (b) aperture-coupled microstrip stacked patch and (c) aperturecoupled dual-pol microstrip stacked patch.

Figure 3.5: Number of function evaluations required to reach 80% of the max hypervolume as the number
of variables and objectives is varied for the aperture-coupled dual-pol microstrip stacked patch for (a) BORG,
(b) MO-CMA-ES and (c) MOEA/D.

The “optimal” parameters chosen were merely rules of thumb based on intuition and some
guesswork. Many studies in the literature perform comparisons of MOOs using the best parameter
set after a series of runs, but this is not feasible in real-world applications where often only a single
optimization can be performed. In order to test the sensitivity of these algorithms, three different
parameter sets were chosen for each algorithm, as shown in Table V. As can be seen, some of the
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optimal parameters depend on the number of variables and therefore vary with model complexity,
but these were set constant for this test. One of the major selling points of BORG is its autoadaptive capabilities, and if these truly work as expected the efficiency and overall convergence
should be insensitive to the initial parameters chosen. The parameters for each algorithm were
divided into three categories. For BORG, the initial population, , and the mutation/recombination
operator parameters were considered. For MO-CMA-ES, the population, the initial step-size

and

the success rate were considered. For MOEA/D, the population, the number of neighbors and Δ,

and the mutation parameters were considered. For each algorithm, 27 runs were performed for
every combination of parameter sets, allowing us to perform a two-level Sobol sensitivity test [69].

Figure 3.6: Box and whiskers plot for the maximum hypervolume attained after 1,000 function evaluations
for the (a) aperture-coupled microstrip patch, (b) aperture-coupled microstrip stacked patch and (c) aperturecoupled dual-pol aperture-coupled microstrip stacked patch.

Figure 3.7: Main effects plot for BORG for all three models where the mean of the maximum hypervolume
attained is plotted versus (a) population size, (b) and (c) mutation parameters.
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Figure 3.8: Main effects plot for MO-CMA-ES for all three models where the mean of the maximum
hypervolume attained is plotted versus (a) population size, (b) and (c) success rate.

Figure 3.9: Main effects plot for MOEA/D for all three models where the mean of the maximum
hypervolume attained is plotted versus (a) population size, (b) Δ and (c) mutation parameters.

Figure 3.10: Pareto chart of standardized effects for (a) BORG, (b) MO-CMA-ES and (c) MOEA/D.

A box-and-whiskers plot [70] for each algorithm showing the maximum, median, minimum and
interquartile ranges is shown in Figure 3.6. It appears that BORG is the most robust with respect
to the complexity of the model, with MOEA/D a close second. The median hypervolume attained
with BORG is approximately 0.9 over all three models, while the median hypervolume with
MOEA/D decreases slightly as the complexity of the model increases. MO-CMA-ES has the
largest median and smallest variance for the hypervolume corresponding to the simplest model, but
the median decreases and the variance increases as the model becomes more complex. To study
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robustness more thoroughly, the max hypervolume after 1,000 function evaluations was considered
with a goal of 0.8. In terms of percent attainment, BORG reaches this metric for 98% of the
optimization runs while MOEA/D reaches it 90% of the time. MO-CMA-ES reaches this metric
for 98% of the runs considered for the two simpler models, but only reaches the metric 70% of the
time for the most complex model. This implies that BORG is extremely robust, while MO-CMAES seems to have a parameterization “sweet spot”, and MOEA/D is somewhere in the middle.
Finally, Figure 3.7, through Figure 3.10 show the sensitivity of the maximum hypervolume attained
with respect to the input parameters for BORG, MO-CMA-ES and MOEA/D. The main effects
plots show the mean of the max hypervolume when a particular optimizer parameter is held
constant. The Pareto charts show the 2-level dependence of the max hypervolume on each of the
parameters and their combinations. Any value to the right of the red dashed line is considered to
be statistically important. As can be seen from Figure 3.10 (a), BORG is almost completely
insensitive to the original parameters for the mutation/recombination operators, suggesting that the
auto-adaptive algorithm is extremely effective. The initial population is the most important
parameter. This value only changes during restarts, and 1,000 function evaluations likely isn’t
enough for the population to adapt to its optimal value. Smaller population sizes tend to converge
quicker since the mean is more “agile”. The most important two-level interaction is the initial
population size and the value of . As shown in Figure 3.8 and Figure 3.10 (b), MO-CMA-ES is
somewhat sensitive, especially for the most complex model where every parameter and interaction
is statistically significant.

The population is the most important parameter, with smaller

populations working better. The reasoning is similar to that of BORG. Smaller values of the initial
step size

also tend to work better. Since the search space is smaller, it converges much quicker

in a limited number of function evaluations but is more prone to getting stuck in local minima.
Figure 3.9 shows the main effects plot for MOEA/D. As expected, MOEA/D is much more
sensitive to its mutator parameters compared to BORG, since it’s not auto-adaptive. For MOEA/D,
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larger populations tend to work better because there’s a better distribution of weight vectors to
achieve a more diverse Pareto front. The value of Δ and the population are the most important

parameters, and higher values work better because this means higher-quality offspring are
generated for a given sub-problem and that a diverse Pareto set is obtained efficiently. To
summarize, MO-CMA-ES is extremely efficient for simple models with a small number of
variables and objectives. With a small population and small initial step size, it tends to converge
quicker than the other two algorithms. To avoid getting stuck in local minima and to encourage
diversity, for more complex problems periodically restarting the algorithm with a larger population
size would likely increase the efficiency and convergence [71]. BORG is the most robust algorithm
with respect to its optimizer parameters and the complexity of the algorithm. A small initial
population size tends to converge quicker, but it can’t match the efficiency of MO-CMA-ES when
the right parameters are chosen and the dimensionality is relatively low. MOEA/D converges
quicker than BORG for the most complex model, but only for a subset of optimizer parameters
which do not correspond to the default recommended parameters. A large population size leads to
a more diverse Pareto front, while a large value of Δ leads to faster convergence.

3.2 A Variety of Electromagnetic Examples
A stacked patch antenna is only one possible geometry which can be used. The conclusions
reached w.r.t. the performance of each optimizer may not hold when other geometries are
considered. For an optimizer to truly be useful to the practicing engineer, it needs to be robust,
i.e. it needs to perform well regardless of the problem considered. A series of examples in
electromagnetics will now be studied using MOO. For each problem, the results will be discussed
in terms of the inherent trade-offs involved and the performance of each MOO algorithm. Instead
of the rigorous statistical analysis performed on the stacked patch antenna, the focus of these studies
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will be on convergence and diversity using the recommended parameters. The four metrics which
will be considered are hypervolume, generational distance, spread and crowding distance. The first
example will consider a problem with fast function evaluations: optimizing the behavior of an
electromagnetic bandgap by varying unit cell properties using port substitution. Because the
function evaluations can be performed efficiently, when performing the optimizer comparisons, the
maximum number of function evaluations was set to 25,000. This tests the long-term convergence
properties of the algorithms. The next set of examples are antenna problems where the function
evaluations are computationally expensive, since full-wave simulations need to be performed. For
these examples, the budget of function evaluations is limited. The first example is Vivaldi antenna.
This example have 6 design parameters and 3 objectives; a maximum of 1,000 function evaluations
will be performed. The final example is a dual-band PIFA operating near a human head. This
example has 9 design parameters and 5 objectives; due to the time required per function evaluation,
a total of only 500 function evaluations will be considered. These examples will test the short-term
convergence properties of the algorithms.

3.2.1 Linear EBG
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Figure 3.11: (a) HFSS model of the parallel-plate waveguide with 12 mushroom-type EBG unit cells and 11
lumped capacitors. (b) Pareto front corresponding to a multi-objective optimization for the mushroom-type
EBG structure shown in Fig 22 with the goal of dual-band suppression at 3 GHz and 5 GHz. The tradeoff
between each band can clearly be seen. The S21 vs. frequency are shown for the two extreme solutions and
one solution where the two objectives are relatively balanced.

Figure 3.12: (a) Results for the mushroom-type EBG design with the goal of simultaneously suppressing
transmission in two specified bands. (a) Hypervolume and (b) generational distance versus function
evaluations. (c) Overall Pareto spread and (d) max crowding distance of final Pareto front.

Electromagnetic bandgap (EBG) structures are comprised of a periodic array of subwavelength
elements which prohibit the propagation of surface waves [40]. These structures can reduce
isolation in multi-element antenna systems and improve gain in single-element antennas. One of
the most popular EBGs is based on the mushroom-type structure first introduced by Sievenpiper et
al. [72], which consists of a periodic array of vias connected to microstrip patches. Nonuniform
capacitive loading of the EBG can add design flexibility and lead to higher-performance designs.
Typical EBGs are highly resonant and can only operate over a single narrow frequency range.
However, some applications may require operation over a wide bandwidth or at several frequencies.
One traditional technique to extend the bandwidth is to cascade several different unit cells which
each resonate at separate but closely spaced frequencies. The resulting effect is a broader
bandwidth design at the expense of a larger physical size. Adding lumped elements such as
capacitors to the structure can reduce the resonant frequency which results in more compact
designs. If the capacitive loading is allowed to vary from cell to cell, additional degrees of freedom
are provided which allows for flexibility in the suppression properties of the device. Unfortunately,
this results in a structure which is no longer periodic and full-wave simulations of the entire
structure can take an impractical amount of time for direct optimization. In order to speed up the
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simulation, a port reduction strategy can be employed [73]. In this case, a full-wave simulation
needs to be run only once and then the scattering parameters can be derived for any set of
capacitances in a quasi-analytic manner. For this example, a parallel-plate waveguide with 12
mushroom-type EBG unit cells and 11 lumped capacitors will be considered. The HFSS model is
shown in Figure 3.11 (a). The periodicity of the structure is 7 mm, the patch width is 6.5 mm, and
the substrate has a thickness and permittivity of 1.52 mm and 3.02 respectively. A full-wave
simulation was performed using HFSS and the entire 13 by 13 S-parameter matrix was extracted.
Then port reduction was employed to compute the S21 for a given set of lumped capacitances. The
capacitances were allowed to vary between 0.1 and 2 pF at intervals of 0.1 pF as well as the special
case where there is no capacitor present. The two optimization goals were to minimize the max S21
over two frequency ranges: 2.9-3.1 GHz and 4.9-5.1 GHz. A resulting Pareto front is shown in
Error! Reference source not found. It can be observed that the Pareto front contains both concave
and convex parts and therefore a simple weighted sum approach could not be used to obtain these
results. To accurately capture the geometry of the set, a larger number of solutions are required in
the regions where a rapid improvement in one objective leads to a small degradation in another
objective, the so-called “Pareto knees” [68]. As will be seen, this leads to difficulties in terms of
generating the ideal distribution of points for the engineer when using the -dominance concept of
BORG. The tradeoff can clearly be seen. Suppression under -60 or -70 dB for a given band can
only be achieved by allowing the suppression of the other band to reach -10 to -20 dB. A balanced
solution shows suppression of -40 dB over both bands. Next we compare the performance of the
five algorithms for the stated design optimization problem. We first note that the
default/recommended settings were adopted for most of the optimization parameters. For MOCMA-ES, BORG and NSGA-II a relatively small population size of 16 was selected while for
MOEA/D and MOPSO, a population size of 50 was used. For MOPSO, the archive size was set
equal to the population size. For MO-CMA-ES, NSGA-II and BORG, it has been found from

45
experience that a small population size leads to a more “agile” population, which can quickly
converge to the optimal set. One potential downside of a small population size is that the algorithm
could get stuck in local minima. BORG’s auto-adaptive population sizing during restarts should
circumvent this problem. For MO-CMA-ES, choosing a relatively large value (in this case 0.5 was
chosen) for the initial step size tends to lead to a robust global search. For MOEA/D and MOPSO
a larger population size tends to lead to a more diverse Pareto front. Experience has shown that a
population size less than 50 leads to a Pareto front in which the points are all clustered around a
given region in objective space. The optimal -values chosen for BORG are unfortunately problemdependent. If this value is too large, then a diverse Pareto front won’t be obtained. However, if
this value is too small, the archive will quickly grow in size and convergence of the algorithm will
be poor. If the minimum and maximum obtainable values of the objectives are known a priori, the
value of should be set to around 1-2 percent of this dynamic range for the case of two objectives.
As the number of objectives is increased, a larger is required to ensure that the size of the archive
remains manageable. For example, for three objectives 5 percent of the dynamic range seems to
work well. Since the S21 was known from prior studies to vary in magnitude between -100 and 0
dB, a value of 2 was chosen for both -values. Figure 3.12 (a) shows the hypervolume versus
function evaluation for all five algorithms, where a larger hypervolume is better. Ten runs were
performed and the results were averaged. The curves are slightly noisy since a Monte Carlo
algorithm is used to efficiently compute the hypervolume. At the end of each curve, dots are used
to show the minimum and maximum final hypervolume among all ten runs and a line is drawn
between them to show the spread of the final hypervolume attained. As can be seen, BORG
significantly outperforms the other algorithms. In addition, the variance of final hypervolume is
much smaller than the other two algorithms, showcasing BORG’s reliability. MO-CMA-ES has
the largest variance, where some of the runs outperformed the other algorithms while others didn’t.
This is likely because MO-CMA-ES has a tendency to get stuck in local minima and the algorithm
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as implemented doesn’t have a restart mechanism. Both NSGA-II and MOPSO perform about on
par with MO-CMA-ES but with a smaller variance in the final achieved hypervolume. Similar
conclusions can be drawn by examining the GD versus function evaluation in Figure 3.12 (b),
where a smaller GD is better. In terms of pure convergence, BORG greatly outperforms the other
four algorithms. Figure 3.12 (c) shows a box and whisker plot for the overall Pareto spread of the
final approximated Pareto front, where a larger spread is desired. As can be seen, BORG achieves
the best spread in terms of median and variance while both MO-CMA-ES and NSGA-II have a
large variance in the final spread achieved. Finally, Figure 3.12 (d) shows a box and whisker plot
of the max crowding distance, where a smaller value is desired. As can be seen, both NSGA and
MO-CMA-ES outperform BORG in terms of this metric, while MOEA/D performs the worst. This
is likely because the weights chosen are not optimal for this specific problem. BORG’s poor
performance in terms of crowding distance is due to the fact that the -box concept leads to large
gaps in the Pareto front compared to the optimal desired set. A similar study, not shown here for
brevity, was performed on a slightly more complex EBG structure, and it was found that BORG
scales better in terms of convergence as the number of objectives increases (in this case, the
additional objectives were minimizing S21 at multiple incidence angles). It is also important to note
that BORG reaches a hypervolume of 0.9 and a GD of 0.1 in approximately 5,000 function
evaluations on average. Due to the efficiency of port substitution, the algorithms were allowed to
run up to 25,000 function evaluations. However, if full-wave simulations were used for every
function evaluation this number would be intractable. This is the case in the following antenna
optimization examples, and therefore this study will consider a maximum of 1,000 function
evaluations to heavily stress the convergence efficiency of these algorithms.
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3.2.4 Vivaldi Antenna

Figure 3.13: (a) Geometry of the Vivaldi antenna. (b) Pareto front for the Vivaldi antenna. The clearest
tradeoff is between the worst directivity in the band of interest and the total area. The solution with the lowest
reflection coefficient is circled in red; this design also has a relatively small area and moderate directivity.
One of the solutions with the highest directivity is circled in green; unfortunately this design suffers from a
very large area and a reflection coefficient approaching -10 dB. A good tradeoff solution between all three
objectives is circled in blue. The S11 and directivity versus frequency for these solutions are shown in Fig.
14. © 2017 IEEE

Figure 3.14: Performance curves for the three solutions of interest circled in Figure 3.13. The green solution
has the best directivity but worst S11 and a large total area. The red solution has the best S11 and a small total
area but suffers from lower directivity, and the blue solution is a good trade-off solution. (a) S11 versus
frequency. (b) Directivity versus frequency. © 2017 IEEE
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Figure 3.15: Results for the Vivaldi antenna with the goal of minimizing the S11 and maximizing the
directivity in the band of interest, while simultaneously minimizing the total area (a) Hypervolume and (b)
GD versus function evaluations. (c) Overall Pareto spread and (d) max crowding distance of final Pareto
front. © 2017 IEEE

TABLE 3.6: PARAMETERS CONSIDERED IN VIVALDI ANTENNA OPTIMIZATION © 2017 IEEE
Parameter
•
‚b
‚ƒ,ƒ„F…„
‚ƒ,†‡ˆ
‰Š
‹Œ

Min.
0.025 mm
0.175 mm
0.0003 mm
0.05 mm
0.10 mm
2.5

Max.
0.13 mm
0.35 mm
0.0055 mm
0.40 mm
0.80 mm
25

Description
Diameter of cavity
Height of conductor
Height of slotline at start
Height of slotline at end
Length of slotline
Taper Factor

The small bandwidths achieved by the traditional microstrip patch antenna are not suitable
for certain applications, including radar and imaging [74], [75]. Instead, ultra-wide bandwidths
(UWB) are required. The classical Vivaldi antenna [76] is probably the most popular and widely
used UWB antenna due to its simple structure, high gain in the endfire direction and low sidelobes
[77]. For this example, a simple Vivaldi antenna in free space with an exponentially tapered slot
terminating in a circular slotline cavity with a modest 2.5:1 bandwidth was considered. Instead of
explicitly optimizing for bandwidth as in the slot antenna example, the optimization goals in this
case are the worst reflection coefficient and gain in the band of interest, along with the total area of
the structure. A simple diagram of the structure with the optimization parameters is shown in

Figure 3.13 (a). In addition, the design parameters are listed in TABLE 3.6. The variables •= and

•> were chosen to ensure the slotline height variables ℎ•,••‘’• and ℎ•,“”• were respected. Table II
shows the minimum and maximum bounds for the parameters. The model was simulated using the
method of moments solver in FEKO. The Pareto front obtained is shown in Figure 3.13 (b). The
optimal goal is a blue dot in the top-left corner, i.e. a solution which has a large directivity and
small S11 over the band of interest while maintaining a small total area. As can be seen, the clearest
trade-off is between the directivity and the total area. Increasing the directivity above around 6 dBi
requires a large increase in the total area. The solution circled in red has the lowest reflection
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coefficient, a small area, and moderate directivity. The solution circled in green has one of the
largest directivities achieved at the expense of a large area and a reflection coefficient approaching
-10 dB. The solution in blue represents a good tradeoff solution. The full S11 and directivity versus
frequency for these designs are shown in Figure 3.14. Figure 3.15 again compares the four metrics
of interest for the five algorithms. The default/recommended parameter settings as previously
discussed were used unless noted otherwise. The epsilon-values used for the objectives in BORG
were 0.02, 0.5 and 0.5 for the total area, worst directivity and worst S11, respectively. For this case,
the dynamic range of the total area was known a priori and the value of epsilon was chosen \to be
about 5% of the dynamic range. The other epsilon values were chosen to maintain a moderate
resolution in the resulting Pareto front. The conclusions that can be drawn regarding hypervolume
and spread are the same as the previous examples. However, in terms of GD all algorithms except
MO-CMA-ES exhibit very good convergence and small variance. In terms of max crowding
distance, BORG has the worst median, while the other four algorithms have about the same median
value. MOEA/D and NSGA-II have the smallest variances for this model.

3.2.5 PIFA Antenna Elements Near a Human Head
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Figure 3.16: Geometry and parameters of the PIFA antenna near the human head. (a) Cell phone in the
proximity of the human head. (b) PIFA geometrical parameters. © 2018 IEEE

Figure 3.17: Pareto front for cell phone in the proximity of the human head where the color indicates the
maximum power to satisfy the SAR limit in (a) band 1 and (b) band 2 and (c) the total volume. © 2018 IEEE

Figure 3.18: Multi-objective algorithm comparison for PIFA near human head. (a) Hypervolume and (b)
GD versus function evaluations. (c) Overall Pareto spread and (d) max crowding distance of final Pareto
front. © 2018 IEEE
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TABLE 3.7: PARAMETERS CONSIDERED IN PIFA ANTENNA OPTIMIZATION
Parameter
–—
–˜
™—
™˜
bš
b›
œƒ
Fƒ
œ•

Min.
40 mm
25 mm
19 mm
14 mm
4 mm
1 mm
4 mm
4 mm
7 mm

Max.
50 mm
35 mm
26 mm
16 mm
6 mm
8 mm
5 mm
5 mm
12 mm

Description
Width of ground plane
Width of inner patch cutout
Length of patch
Length inner patch cutout
Width of capacitive arm
Width of capacitive gap
Distance to feed
Gap between feed and short
Height of substrate

For this example, a planar inverted-F antenna in a mobile phone placed next to the human head is
considered. Because the amount of real estate in a mobile phone is limited, decreasing the footprint
of the antennas is a major goal. As an additional consequence of the limited real estate, it is often
desired to create an antenna which is resonant at two bands simultaneously (i.e., a dual-band
antenna). Due to their relatively low profile and small footprint and high performance, a PIFA with
a meandered slot and a parasitic element is a popular choice [78]. In addition, the cell phone will
be placed next to a human head to take into account any inductive or capacitive loading effects.
Radiation from a cell phone can be damaging if the Specific Absorption Rate (SAR) is above 1.6
W/kg. Therefore, there are five objectives for this case: to simultaneously minimize the 1== and

SAR in the human head in the GSM-900 (880-960 MHz) and GSM-1800 (1710-1880 MHz), along
with the total volume. CST was chosen since a time-domain simulation can be exploited to
efficiently run the dual-band simulation. The geometry and design parameters are shown in Figure
3.16. In addition, the design parameters are listed in TABLE 3.7. The resulting Pareto fronts are
shown in Figure 3.17. As can be seen, achieving a good 1== below -10 dB and a small volume can

simultaneously be achieved. However, most of these solutions have a very low maximum power to
achieve an acceptable SAR. In particular, the worse the 1== is in a given band, the larger the

maximum power is in that band. This result is intuitively obvious since there is less power radiated
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when the 1== is worse. This Pareto front gives you a quantitative analysis by providing the engineer
with the exact values for the maximum power in each band, allowing them to choose the best
solution for a given application. As shown in Figure 3.17 (c), the total volume doesn’t correlate
directly with the other objectives. The maximum number of function evaluations was again set by
forcing the optimization to finish overnight if possible (e.g., around 12 hours). A single run in CST
takes on average 2 minutes; using 2 CST licenses, 1,000 function evaluations can be completed in
around 16 hours, a bit more than a single night. For problems with extremely expensive function
evaluations such as this one, the convergence and robustness of these algorithms is crucial in
determining their feasibility for practical use. The BORG values are set to 0.1 in order to maintain
a certain resolution in objective space for the bandwidths, maximum powers and volume. The
default/recommended parameter settings as previously discussed were used unless noted otherwise.
The four metrics of interest are compared in Figure 3.18. In terms of hypervolume, BORG outperforms the other four algorithms, with MO-CMA-ES in second place. In terms of GD and spread,
BORG is also the superior algorithm. In terms of crowding, MOEA/D outperforms the other four
algorithms. BORG’s poor performance can again be explained by its use of -boxes.

3.2.6 Summary of Results and Recommended Parameters
TABLE 3.8: SUMMARY OF MO RESULTS
Problem

Optimizer
MO-CMA
BORG

EBG

MOEA/D
NSGA-II
MOPSO

Vivaldi Antenna

MO-CMA

HV
0.82/
0.0089
0.96/
0.0003
0.85/
0.0025
0.79/
0.0018
0.80/
0.0006
0.74/
0.0016

GD
0.18/
0.0090
0.07/
0.0009
0.15/
0.0017
0.19/
0.0030
0.16/
0.0006
0.12/
0.0039

OPS
0.62/
0.0171
0.96/
0.0008
0.84/
0.0060
0.63/
0.0265
0.83/
0.0011
0.40/
0.0316

CD
0.43/
0.0098
0.55/
0.0165
0.66/
0.0429
0.42/
0.0171
0.50/
0.0061
0.31/
0.0095
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BORG
MOEA/D
NSGA-II
MOPSO
MO-CMA
BORG
PIFA

MOEA/D
NSGA-II
MOPSO

0.93/
0.0032
0.85/
0.0014
0.85/
0.0010
0.75/
0.0009
0.80/
0.0107
0.94/
0.0018
0.65/
0.0082
0.65/
0.0054
0.66/
0.0079

0.07/
0.0002
0.05/
0.0001
0.05/
0.0001
0.05/
0.0001
0.11/
0.0019
0.074/
0.0002
0.103/
0.0019
0.19/
0.0107
0.079/
0.0008

0.69/
0.0480
0.40/
0.0191
0.40/
0.0116
0.53/
0.0467
0.83/
0.0142
0.95/
0.0011
0.63/
0.0090
0.65/
0.0070
0.67/
0.00105

0.38/
0.0060
0.57/
0.0592
0.56/
0.0382
0.54/
0.0745
0.77/
0.0260
0.65/
0.0659
0.32/
0.0295
0.47/
0.0826
0.46/
0.0768

A summary of the results is provided in TABLE 3.8. For all three models, the mean and
variance of the final hypervolume (HV), generational distance (GD), overall Pareto spread (OPS)
and crowding distance (CD) are shown for the final Pareto fronts of all five algorithms. The best
results achieved are emphasized by bold text. It can be seen that BORG consistently performs the
best over all three models in terms of mean hypervolume, GD and spread, except for the GD of the
Vivaldi antenna where BORG is second best. In addition, BORG achieves the best variance of
hypervolume, GD and spread for the EBG and PIFA, while the other algorithms have much greater
variance. While the variance of BORG’s HV and GD for the Vivaldi antenna is slightly greater
than the other algorithms, it achieves good mean values. These results confirm BORG’s reliability
in terms of convergence. In terms of crowding distance, BORG never achieves the best mean value.
Instead, the best mean value is achieved by NSGA-II for the EBG, MO-CMA for the Vivaldi and
MOEA/D for the PIFA. A closer examination of the Pareto fronts obtained for all three models
and all five algorithms shows that BORG doesn’t necessarily achieve the best distribution of points
in terms of max crowding distance. This is likely because the distribution is heavily dependent on
the values of chosen for each objective, and it is difficult to know the best choice a priori. These
results are in general consistent with published results comparing various MO algorithms on simple
test functions. For example, in [79] one of the major conclusions is that both -MOEA and -
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NSGA-II achieve rapid convergence but generate a poor distribution when compared to standard
NSGA-II, MO-CMA-ES and MOEA/D. As a potential explanation, [49] states that -dominance
tends to be a drawback when the number of feasible solutions is a very small part of the parameter
space, as is the case with most of these models. As will be discussed in the next chapter, this
problem was found to be exacerbated in optical lens design optimizations. In fact, for those
problems it was concluded that MO-CMA-ES tends to perform the best in terms of convergence
and diversity. In [80], the specific problem of “Pareto knees” is explored in the context of dominance. These are where rapid tradeoffs occur (a small improvement in one objective leads to
relatively large deterioration in the other objective), and for these regions a greater resolution is
required to accurately capture the geometry of the Pareto front. The results presented in this paper
corroborate these studies in terms of the diversity achieved by BORG when applied to complex
electromagnetics problems with a limited number of function evaluations.

Chapter 4
Examples in Optics
Some passages in this chapter have been quoted verbatim from [60]. This chapter will
focus on a variety of multi-objective optimization problems in the optical regime, initially focusing
on the design of inhomogeneous GRadient-INdex (GRIN) lenses. These types of problems offer
unique challenges for MOO as the feasible design space is a tiny fraction of the overall design space
[81]. A variety of novel techniques and designs will be presented. Then, the analysis and design
of nano-scale loop antennas (nanoloops) will be discussed. Exact closed-form expressions will be
developed for the radiation properties of loop antennas with an arbitrary number of impedance
loads, along with arrays of nanoloops.

These expressions enable extremely fast function

evaluations which enable large-scale parametric studies and optimizations.

4.1 Inhomogeneous (GRIN) Lens Design
GRIN materials have been used in a wide variety of optical designs and have proven to
excel at correcting the various Seidel aberrations [82]. In addition, a refractive index distribution
can be used in place of difficult to manufacture aspherical surfaces resulting in designs that offer
the same performance, but in a simpler geometry. However, a GRIN material has manufacturing
challenges of its own, most notably a limit in the range of the refractive index (ž ) that can be
achieved.

Traditional GRIN lenses are typically optimized to reduce the presence of

monochromatic aberrations achieving a minimal RMS spot size, but ž can often be very large,
leading to designs that are both difficult and expensive to manufacture.

Multi-objective

optimization techniques allow the optical designer to explicitly view the trade-offs between all
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design objectives such as RMS spot size, field-of-view (FOV), chromatic correction, lens thickness,

and ž . The index distribution in a general GRIN lens can be described using a polynomial
decomposition as follows:
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and zJ are the design degrees of freedom (DOFs), #̃ = #/

normalized to the lens radius

is the radial coordinate

and !̃ = !/ is the axial coordinate normalized to the lens thickness

. It has been found that higher-order terms (especially the cross-terms with the zJ coefficients)

do a good job of eliminating higher-order aberrations [35]. However, it is difficult to predict a
priori which coefficients are needed for a particular lens optimization problem. This leads to an
optimization with a very large number of design parameters, resulting in extremely slow
convergence [83]. To make matters worse, lens design problems have a feasible design space
which is an extremely small subset of the overall design space [81]. This can lead to problems with
the convergence and diversity of most multi-objective optimizers. This chapter presents a variety
of design approaches to overcoming the difficulties of GRIN lens optimization. First, a brief
summary of lens performance metrics will be introduced. Then, Transformation Optics (TO) will
be introduced as an efficient design methodology for studying the trade-offs of GRIN lenses. A
novel surrogate model will be presented for speeding up the TO procedure. Then, a new design
procedure called WaveFront Matching (WFM) will be discussed.

The advantages and

disadvantages compared to TO will be discussed. Finally, a novel high-performance colorcorrecting lens singlet consisting of a metasurface and a GRIN is presented, along with associated
design trade-offs.
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4.1.1 Lens Performance Metrics
Due to the extremely large electrical size of optical lenses, full-wave simulations are
intractable in terms of memory and time. A high-frequency asymptotic method such as ray tracing
can be used to predict the performance of an optical lens extremely accurately and efficiently [84].
In this approach, a set of rays (idealized discrete representations of light which are perpendicular
to the wavefront) is used to represent an incident field. These rays are propagated through an
optical system using the principles of geometrical optics [85]. At each surface, Snell’s law can be
employed to calculate the reflection and refraction of an incident ray. Inside of a GRIN lens, the
trajectory of a ray can be calculated by solving an ODE called the ray equation [86]. An in-house
ray tracing tool called reTORT [87] will be used for all simulations in this section. This tool has
the capability to simulate a GRIN lens with an arbitrary index distribution such as the one given in
equation (4-1). During the course of this PHD program, a variety of changes were made to this
code, including increases in the speed (such as the implementation of more efficient ODE solvers
and parallelization) and the addition of new features (such as the calculation of Seidel and Zernike
aberrations, entrance and exit pupils and the ability to model metasurfaces). The majority of the
lenses in this section will be focusing systems. For these systems, the rays are traced to the focal
plane, after which a variety of performance metrics can be computed. The entrance pupil is the
image of the aperture stop as seen through the front of the system, while the exit pupil is the
correspond as seen through the back [33]. An extremely efficient algorithm for computing the
locations of radii of these pupils has been developed. An ideal lens will focus all rays to a single
point; the deviation from this ideal focus to the actual ray-focal plane intersection point is called
the Transverse Ray Error (TRE). A commonly used metric is the RMS spot size, which is defined
as the root-mean square of the TRE. The TRE can be numerically decomposed into a set of
orthogonal polynomials called the Zernike polynomials. The coefficient magnitudes of these
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polynomials are called Zernike aberrations. The explicit calculation of these aberrations are
useful in order to isolate the imperfections of a lens. The wavefront of the lens at the exit pupil can
be calculated by integrating the TRA. An ideal lens will have a perfectly spherical wavefront; the
deviation from this is called the Wavefront Error (WFE). Another commonly used metric is the
RMS Wavefront Error, which is defined as the root-mean square of the WFE. Note that the WFE
is also referred to as the optical path difference (OPD); hence, the RMS Wavefront Error is also
called the RMS OPD. The WFE is an important physical metric since it is related to the optical
transfer function (OTF), which is related to the impulse response of an optical system. The OTF
completely characterizes the monochromatic performance of a lens as a function of spatial
frequencies; if two lenses have the same OTF, they are identical in terms of performance. This
concept will be useful when discussing wavefront matching in Section 4.1.3. For the following
studies, it is assumed that the optical axis is the z-axis. Explicitly, the OTF § as a function of
spatial frequencies

¨

©

and

is related directly to the WFE ª as a function of pupil coordinates

(the ray-exit pupil intersections normalized to the radius of the exit pupil)
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These quantities are typically presented relative to the so-called diffraction limited performance,
a limit on the performance of an optical system due to the physics of diffraction. A high-quality
lens has an RMS spot size smaller than the Abbe diffraction limit, which is a function of the
wavelength and the so-called f-number

= /´ where is the focal length and ´ is the diameter

of the entrance pupil. Note that the RMS spot size as computed using ray tracing can reach values
smaller than the Abbe limit. This is because ray tracing doesn’t actually include the effects of
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diffraction; in practice, RMS spot sizes as close to zero as possible are desirable [89]. As the
performance of a lens approaches its diffraction limit, the RMS WFE goes to zero and the OTF
approaches an optimal function §µx . Another commonly used metric is the Strehl ratio:
1=

∬ §P ¨ ,

∬ §µx P ¨ ,

© Q° ¨ ° ©

© Q° ¨ ° ©

(4-3)

This ratio is useful since it always has a value between 0 and 1 for any optical system. The Marechal

criterion for “acceptable” image quality is 1 ≥ 0.8. As can be seen, there are a large number of

optical performance metrics, and it can be difficult to know which one to use when optimizing an
optical system [90]. Experimentation has shown that RMS spot size or RMS WFE are good metrics
to use in terms of convergence efficiency. When optimizing over a large number of field angles
(incidence angles of the plane waves) or wavelengths, using the mean of the chosen metric typically
leads to faster convergence compared to the max, likely due to the smoother nature of the cost
function. When an optimal solution in terms of RMS spot size or RMS WFE is achieved, a finetuning optimization can be performed on the OTF. From experience, the best cost function to use
is the maximum deviation between either the real or imaginary components of the actual OTF and
diffraction-limited OTF over all spatial frequencies. This has the advantage of ensuring the spatial
cut-off frequency (the frequency where the OTF goes to zero) matches the optimal value as well.
Throughout this section, convergence curves will typically be shown using RMS spot size or RMS
WFE. However, when comparing finalized designs, tables of Strehl ratios will typically be used.
Because the Strehl ratio always has a value between 0 and 1 regardless of the wavelength, this is a
good metric to use when comparing different designs, especially those meant to be poly-chromatic.
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4.1.2 Flat GRIN Lens Designed with qTO
As discussed in the introduction, a GRIN lens defined with the polynomial basis of
equation (4-1) has a large number of DOFs, resulting in optimizations with an intractable number
of design parameters. A systematic method of obtaining a complex refractive index distribution
with a smaller number of parameters is desirable, and can be achieved through the use of quasiconformal transformation optics (qTO). First this design approach will be introduced, then a MOO
will be performed.

Figure 4.1: qTO procedure

A systematic methodology for GRIN lens design has recently been developed that utilizes
transformation optics (TO) [91]. TO can be used to replicate the behavior of electromagnetic fields
in a given geometry by transforming it to a more desirable geometry through a mapping of the
constituent material properties. Unfortunately, TO results in designs which are anisotropic and
therefore difficult to manufacture in practice. A numerical approach called quasi-conformal
transformation optics (qTO) overcomes this problem by only approximately satisfying the
conditions of TO, which results in an isotropic GRIN material [92]. An example of this procedure
is shown in Figure 4.1, where a plano-convex lens (the virtual domain) is transformed into a flat
lens (the physical domain) through an appropriate refractive index profile. As can be seen, the
resulting profile has a large radial component but has clear axial dependence as well. In addition
to a radius of curvature, aspherical terms can be included to improve optical performance [93], at

61
the expense of manufacturing complexity. However, this aspherical lens can still be transformed
into a flat lens through the process of qTO. The inclusion of aspheres results in more complex
refractive index distributions. It was found through numerical experimentation that flattening a
homogeneous lens with a front radius of curvature, back radius of curvature and 2 asphere terms
per surface results in a refractive index distribution which requires a 15-term polynomial to be
modeled within 1% of its index range [35]. Effectively, the qTO process maps the 6-dimensional
input space of geometrical parameters into the 15-dimensional output space of GRIN coefficients.
Even sophisticated MOO algorithms would have difficulty with a 15-dimensional problem, while
a 6-dimensional problem is much more tractable. The qTO procedure involves solving Laplace’s
equation, a process which can take a non-trivial amount ofhoursder to expedite this process, a
surrogate model could be used; such a model will be presented in the next section. For simplicity,
this section will use the full qTO procedure and the focus will be on convergence efficiency in
terms of number of function evaluations instead of time. While this mapping effectively reduces

the number of design parameters, the inclusion of aspheres will result in an increase in Δ and
make the resulting material distribution more difficult to manufacture [94]. Large axial changes in
Δ are particularly difficult to manufacture [95]. In order to study the trade-offs in a qTO-based

GRIN design, the problem of minimizing both Δ and RMS spot size for a flat GRIN lens with an
f/# of 2.4. In order to isolate the effect of aspheres, a flat lens with a Δ of 0.4 and only a radial
term (a Wood lens [96]) will be used as a baseline. The f/# of the lens was chosen to be 2.4, as
shown in Figure 4.2 (a). This baseline Wood lens resulted in an RMS spot size of 40.5 microns
and, to reiterate, a Δ of 0.4. Then aspheric terms of 2nd and 4th orders were applied to the front

and back surfaces and the resulting perturbed lens surfaces will be flattened using qTO. This

resulted in a GRIN profile with a slightly different value of ž and the inclusion of axial and crossterms. The Pareto front which will be shown was obtained through a careful construction of the
cost functions, which will be described later. Five separate runs of MOCMA, BORG, MOEAD,
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NSGA-II and MOPSO were performed, and the Pareto-non-dominated solutions were extracted
from the entire set of solutions. Figure 4.2 (b) shows the results of a multi-objective optimization,
showing a clear trade-off between ž and RMS spot size. The color of each point corresponds to

the maximum ž along the axial direction, which can be thought of as a measure of the complexity

of the GRIN design. The black dot shows the original radial design. As shown in the left-hand side
of Figure 4.2 (b), 1 asphere term on each side isn’t sufficient to reach the diffraction limit and the
resulting change in refractive index from the radial design is very large. As shown on the righthand side of Figure 4.2 (b), adding 2 asphere terms leads to a set of solutions which beat the
diffraction limit and have a minimal change in the refractive index. It can also be seen that there is
a region of diminishing returns as the RMS spot size approaches zero (the close-up on the right side
of Figure 4.2 (b)). In conclusion, we see that with 2 asphere terms, the radial design was

demonstrably outperformed in terms of both ž and RMS spot size by applying qTO-enabled
asphere-to-flat transformations.

Figure 4.2: (a) Ray trace of the radial solution. (b) Pareto front obtained from BORG for the GRIN lens
with the goal of simultaneously minimizing the RMS spot size and Δ .

As noted before, the results in Figure 4.2 (b) were arrived at after careful construction of
the objective functions, a method which will now be described for the problem of 2 aspheres. This
problem has a very large dynamic range in its objectives: namely, if a single asphere term is too
large, it can add or remove optical power resulting in defocus and a huge RMS spot size. If the
optimization were performed using only one single asphere term, a parametric study could be
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performed to determine the limits of this design variable. However, when more than one asphere
term is used, it can balance out the optical power. If the optical powers could be accurately
calculated using some approximations, constraints could be imposed on the design parameters.
However, analytical optical power calculations in the literature are paraxial and therefore may not
be accurate in practice [33]; in addition, the inclusion of a radial GRIN adds additional complexity
to an analytical optical power calculation. Thankfully, the problem of a very large dynamic range
can be dealt with through careful construction of the cost functions. Figure 4.3 (a) shows the results

from a single run of BORG with the goal of minimizing the RMS spot size and Δ . Most of the
solutions in the Pareto front of Figure 4.3 (a) are not desirable since the RMS spot size is so large.
For this problem we are actually only interested in a subset of the Pareto front. There have been
extensions to MO algorithms which explicitly incorporate these user preferences [97] but these
require significant alterations to the algorithm itself; an alternate method is to add more objectives
to a standard MO algorithm. For this problem an additional objective was added, which is clamped
at a max RMS spot size of 100. If a particular design yields an RMS spot size smaller than this
value, the objective is set to an arbitrarily large value with a random perturbation, in this case 10¤ .

Because a well-constructed MOO algorithm encourages diversity, the optimizer will actively
search for subsets of the design parameter space which minimize this third objective. This guides
the MO algorithm in the right direction. A fourth and final objective was added which is clamped
at a max spot size of 45, forcing the optimizer to search for designs approximately as good as the
radial lens. As in the previous examples, the hypervolume was then computed at each function
evaluation for all three algorithms. The maximum number of function evaluations was again set
by forcing the optimization to finish in around one night. A single qTO plus ray trace takes about
20 seconds; using 10 cores, 20,000 function evaluations can be completed in under 12 hours. The
populations are set to 80 (250 generations) for MO-CMA-ES, NSGA-II and BORG and 160 (125

generations) for MOEA/D. The -values for BORG are set to 1e-4 for Δ and 0.05 for the RMS
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spot size clamped to 45, respectively. These are the two objectives of interest and are chosen for
resolution purposes. The -values are 500, 2.5 for the RMS spot sizes unclamped and clamped to
100, respectively. While these objectives are not the final ones of interest, the -values of these
objectives are still important as they guide the optimizer to the designs of interest; they are set to
approximately 5% of the estimated dynamic range so that the archive remains a manageable size.
Figure 4.3 (b) shows the hypervolume versus function evaluation for the two objectives of interest
and the four best performing algorithms. BORG, MO-CMA-ES and MOEA/D take a bit of time
before solution points with an RMS spot size less than 45 are discovered. BORG is the slowest to
converge, possibly because it tries to be as diverse as possible in all the objectives. In comparison,
MO-CMA-ES is the most reliable algorithm in terms of converging to a set with a large
hypervolume. NSGA-II and MOPSO fail to find any solutions with a spot size less than 45,
highlighting its poor performance on problems where the solutions of interest are a very small
subset of the total population space. While BORG performs better than NSGA-II, it is very slow to
find solutions with spot size less than 45, likely due to its use of -dominance relations [49].

Figure 4.3: (a) Full Pareto front obtained from BORG. (b) Hypervolume versus function evaluations using
the predicted optimal settings for each algorithm for the GRIN lens with the goal of simultaneously
minimizing the RMS spot size and Δ .
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4.1.2 qTO-derived GRIN Lens Designed with Surrogate Model
As discussed in the previous section, using qTO when optimizing a GRIN lens has a variety
of advantages compared to optimizing polynomial coefficients directly: it results in a reduction of
the number of design parameters and can yield complex refractive index profiles with a large
number of axial and cross-term coefficients. There are a number of limitations to qTO which will
be discussed in the next section; however, the major downside is that it involves the solution of
Poisson’s equation, a step which is costly in terms of time. Thankfully, surrogate models [44] have
been used successfully for the efficient approximation of expensive cost functions. In this study, a
qTO-derived GRIN lens will be analytically decomposed into a polynomial and a surrogate model
will be trained to speed up the qTO procedure. A surrogate model is a data-driven approximation
of a more complex simulation model which is computationally cheaper [44]. These models have
been used in a wide range of applications, including the design of metallic nanostructures [98] and
microwave structures [99]. In theory, a surrogate model could be used for the entire ray tracing
procedure itself in which the inputs are mapped to the RMS spot sizes. However, it has been found
through experiment that the cost landscape of such an optimization is extremely multi-modal and
not smooth, two problematic features when attempting to use a surrogate model [44]. It has been
found that polynomial coefficients approximately map to Zernike aberrations [100] but the
relatively low fidelity and excessive training time required in this approach makes it unsuitable for
efficient multi-objective optimization. First, the surrogate model can be used in a large-scaled
parametric study to understand more fully the physics of qTO-derived GRIN lenses. Then, the
surrogate model will be used in a MOO to highlight its performance. While the study of the
previous section showed that aspheres can be used to improve the performance of optical systems
on-axis, they can also significantly improve off-axis performance [93]. The previous section
showed that a 6-dimensional geometrical parameter input space could effectively be mapped to a
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15-dimensional GRIN coefficient output space. If the relationship between the input and output is
relatively smooth, it could be represented via a surrogate model; it will be shown that this is true.
While the full procedure of performing a qTO transformation takes a minute on a 2.3 GHz Intel
Xeon CPU, the proposed surrogate model takes milliseconds. When a large number of function
evaluations are required, i.e. in multi-objective optimization and sensitivity analyses, this can
reduce the time of a single study from weeks to hours. The first step in creating a surrogate model
is called the training stage. A training set of inputs (geometrical parameters) and outputs (GRIN
coefficients) are generated using the full qTO procedure, and this data is used to generate an
approximation of the original function. The choice of initial samples is crucial for a high-quality
surrogate model; in this study, orthogonal Latin Hypercube Sampling (LHS) [101] was chosen due
to its effective sampling of high-dimensional spaces. The next step is choosing the analytical form
the surrogate model will take. Some examples include response surface methods [102] and neural
networks [103]. Here, a Kriging model was chosen due to its generality and accuracy [104]. One
downside is potentially high memory usage, but for this study the speed of optimization was the
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are Gaussian functions which correspond to

correlation matrices between the inputs. Once the Kriging model has been trained, it can be used
in a MOO. The accuracy of this model was tested using 200 randomly generated samples with
several different training set sizes. It was found that the Kriging estimate converges rapidly as the
training set size increases, reaching an error of approximately 0.2% for a training set size of 150.
The fluctuations in accuracy are likely due to the choice of a non-orthogonal polynomial basis.
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Now that the Kriging model has been formed, it can be used for optimizations. For a singleobjective problem, the cost function is the sum of RMS spots sizes at incidence angles of 0, 1 and
2 degrees. For the multi-objective problem, the trade-off between the three angles will be studied.
Due to the success of CMA-ES in the previous section, this algorithm and its multi-objective
extension were chosen for both optimizations. Convergence curves for the single-objective
optimization in terms of function evaluations is shown in Figure 4.4 (a) and in terms of time in
Figure 4.4 (b). Similar results are shown for the MOO in Figure 4.4 (c) and (d). As can be seen,
the Kriging model converges to an optimal solution with a fewer number of function evaluations,
and in a fraction of the time. The full qTO solution achieves a slightly better cost value and
hypervolume, but further examination shows that the actual performance difference is within
potential manufacturing tolerances.

Figure 4.4: Convergence results from single- and multi-objective implementation of CMA-ES and MOCMA-ES using the full qTO procedure and the Kriging approximation. (a) Fitness vs. function evaluations
for CMA-ES. (b) Fitness vs. time for CMA-ES. (c) Fitness vs. function evaluations for MO-CMA-ES. (d)
Fitness vs. time for MO-CMA-ES.

Figure 4.5: Refractive index distribution comparisons of (a) the optimized qTO solution, (b) polynomial fit,
(c) Kriging prediction, (d) percent error distributions of the polynomial fit and (e) Kriging prediction.
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The refractive index distribution of the qTO-derived exact polynomial and Kriging estimate for the
optimal CMA-ES solution is shown in Figure 4.5. As can be seen, the max percentage error of the
Kriging estimated index is less than 0.4%. It has been observed that large fields of view can be
achieved with qTO-derived GRIN lenses; this is likely due to the presence of these cross-terms.

4.1.3 Wavefront Matching
While qTO has seen great success in the field of optical lens design, it has a number of
disadvantages even when ignoring the time required. These include the inability to transform
several air-spaced lenses into a continuous GRIN singlet, the inability to obtain a color-corrected
lens, and the inability to bound the transformation to be within a required refractive index range.
As discussed, the refractive index profile could be optimized directly using a polynomial basis, but
this can result in poor convergence. This section proposes a new design paradigm called wavefront
matching (WFM) which can be used to replace an existing homogeneous lens system with a GRIN
lens system via a modular approach which results in fast convergence and overcomes the issues
associated with qTO. The approach is particularly well-suited for multi-lens GRIN systems but
can also be used for single-lens elements. The basic idea is to explicitly match the WFE at the exit
pupil of the original homogeneous component. As discussed in Section 4.1.1, since the WFE is
intimately related to the optical transfer function, this results in an optically equivalent element.
The matching procedure can be viewed as a black-box phase mapping in which the input phase and
output phase are given a priori and the goal is to determine the refractive index distribution which
realizes this phase mapping. A major advantage of this black-box approach is the generality and
the ability to easily enforce constraints: the input element is not restricted to an optical singlet as in
qTO and the output element can be restricted to lie within realistic material parameters. The
approach used in this section will be to apply a stochastic optimizer such as CMA-ES to determine
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the optimal polynomial coefficients. Directly optimizing these coefficients with the goal of
minimizing RMS spot size or RMS WFE can result in poor convergence; however, it will be shown
that optimizing the WFE to match an existing homogeneous system results in greatly improved
convergence. This is likely because the goal of the optimization is to match a more feasible WFE
as opposed to the perfect spherical wavefront traditionally used. In addition, the technique can be
used to optimize elements of a multi-element GRIN system in isolation and in parallel, resulting in
a reduction in the total number of DOFs and improved convergence. A depiction of the principle
is shown in Figure 4.6, where a homogeneous doublet is shown in Figure 4.6 (a) and its hither-to
unknown GRIN replacement is shown in Figure 4.6 (b). As will be shown, the GRIN replacement
will possess a continuous refractive index distributions without any hard boundaries. In contrast,
Figure 4.6 (c) shows the results of a qTO transformation of a connected doublet; as can be seen,
the resulting refractive index distribution is not continuous and will possess large reflections.
Doublets such as the one shown in Figure 4.6 (a) and (c) are known to possess high FOVs and
polychromatic performance [93]. However, they suffer from extremely tight manufacturing
tolerances; for the air-spaced doublet of Figure 4.6 (a), the two optics must have nearly identical
optical axes with no offsets or rotations and the spacing between the elements must be nearly exact
[93]. In addition, curvatures can add to the manufacturing complexity; using WFM, an air-spaced
doublet can be transformed into a flat GRIN which does not suffer from the same manufacturing
tolerances as the original homogeneous optic. For this study, the radii of the GRIN element will
be allowed to vary; later in this thesis, an example of a flat GRIN will be presented.
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Figure 4.6: Wavefront matching (a) Original homogeneous lens (b) GRIN replacement. (c) Depiction of
flattened achromatic-doublet transformation.

When optimizing the GRIN singlet replacement, the cost function will be the maximum difference
in WFE over the exit pupil between the original homogeneous element and the GRIN singlet, as
given by:
COST = maxYabs²ªÅ’JÆ (
r

r, r)

− ªtÇÈ@ (

r , r )³Z

(4-6)

where the max operator is performed over the exit pupil, ªÅ’JÆ and ªtÇÈ@ are the original and
GRIN WFEs, respectively, and

r

and

r

are the exit pupil coordinates. This cost function can be

modified to include multiple wavelengths and incidence angles via the following simple
modification:

COSTÉ,Ê = maxqCOSTs
É,Ê

(4-7)

In words, the goal of the optimization is to match the optical performance of the original
homogeneous element exactly. A motivating example will show the advantages of this approach.
An extremely high-performance focusing lens system was designed which was inspired by the
classic Dallmeyer telephoto and the Petzval portrait lens [105]. It consists of two achromatic
doublets operating in the mid-wave infrared (MWIR) at wavelengths of 3, 4 and 5 microns and
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incidence angles of 0, 1 and 2 degrees consisting of Silicon and Germanium. A ray trace is shown
in Figure 4.7 (a) and the resulting Strehl ratios are shown in TABLE 4.1.

Figure 4.7: (a) Motivating example: homogeneous focusing lens telephoto example. (b) Five randomly
seeded convergence curves for full system.

TABLE 4.1: STREHL RATIOS FOR HOMOGENEOUS FOCUSING LENS SYSTEM
Í = š°
0.999
0.979
0.969

Wavelength (ËÌ)
3
4
5

Í = —°
0.992
0.991
0.983

Í = ˜°
0.989
0.987
0.986

As can be seen by the Strehl ratios having a minimum value of 0.969, this is an extremely highquality optical systems. Now, both doublets are simultaneously replaced with GRIN singlets and
CMA-ES is used to optimize the 23 resulting design parameters which consist of the geometrical
parameters

Î,

Ï

and

of each lens, the spacing between the singlets, and the GRIN coefficients

for each lens which has the following form:
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(4-8)

Since the resulting GRIN lens is required to be color-corrected and is restricted to exhibit the same
dispersive properties and refractive index ranges as a Silicon-Germanium mixture, qTO cannot be
used in this case. Due to the stochastic behavior of CMA-ES, five randomly seeded optimization
were performed with the goal of minimizing the RMS spot size; the convergence curves along with
the diffraction limit are shown in Figure 4.7 (b). TABLE 4.2 shows the Strehl ratios of the highestperforming results.
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TABLE 4.2: STREHL RATIOS FOR GRIN FOCUSING LENS SYSTEM USING SIMPLE OPTIMIZATION
Wavelength (ËÌ)
3
4
5

Í = š°
0.0874
0.0160
0.0083

Í = —°
0.0283
0.0600
0.0257

Í = ˜°
0.0099
0.1158
0.1073

It can be seen that convergence is very poor and the Strehl ratios are extremely low. The poor
convergence is partially due to the large number of design parameters; reducing this number by
optimizing each GRIN lens separately would result in improved convergence, but it has been found
from experience that minimizing the RMS spot size or RMS WFE of each element in isolation does
not lead to good system-level performance. This is because a single element of a high-performing
system is typically not free of aberrations; the other elements are used to correct these aberrations
in a process called aberration balancing [106]. With this insight, it makes sense when optimizing
a GRIN system to recreate the behavior of each homogeneous element directly, including
aberrations.

By applying WFM, the first homogeneous optic can be replaced in isolation

independently of the second optic. In addition, because the GRIN lens ideally replicates the
behavior of the first doublet exactly, the output ray bundle of the first doublet can be used as an
input ray bundle of the second optic in isolation; in this way, the second optic can be replaced
separately and independently as well. These two “sub-system” optimizations can be performed in
parallel and each has approximately one-half of the design variables of the original optimization.
This should greatly accelerate the time taken for convergence. Finally, the two optimized GRIN
singlets can simply be placed into the full system (ensuring the exit pupil locations match) and the
resulting full-system behavior will be comparable to the original homogeneous system. It has been
found through experiment that a maximum WFE of ~0.2

is required to match the original optic

accurately; this is close to the theoretical diffraction-limited maximum WFE of ~0.25 . The

polynomial of equation (4-8) is used for this optimization; the resulting convergence curves in
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Figure 4.8 (a) show that convergence is achieved in at most 4,000 function evaluations. To show
that this GRIN singlet reproduces the behavior of the original homogeneous doublet, it was used
as a replacement in the original homogeneous system. Figure 4.9 (a) shows a ray trace; a
comparison of Strehl ratios shows that the largest deviation from the original homogeneous doublet
is 0.004. Next, the second homogeneous optic was wavefront matched using the 8-term GRIN of

equation (4-8). The maximum WFE deviation over all wavelengths and angles is 0.0768 .
Convergence curves for five randomly seeded optimizations are shown in Figure 4.8 (b); as can be
seen, the goal is reached in at most 9,000 function evaluations. Note for comparison that the full
system optimization failed to converge in 20,000 function evaluations.

Figure 4.8: Five randomly seeded convergence curves for (a) first GRIN and (b) full GRIN system.

Figure 4.9: Ray traces for (a) first GRIN and (b) full GRIN system.

TABLE 4.3: STREHL RATIOS FOR ALL-GRIN FOCUSING LENS SYSTEM
Wavelength (ËÌ)
3
4
5

Í = š°
0.995
0.972
0.966

Í = —°
0.986
0.986
0.975

Í = ˜°
0.981
0.982
0.977
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Finally, Figure 4.9 (b) shows a ray trace of the all-GRIN optical system for all three incidence
angles at

=3

. The resulting Strehl ratios are given in TABLE 4.3. They match those of the

all-homogeneous system extremely closely, with the largest deviation occurring at

=5

and

$ = 2°, however only by 0.009. Comparing these results to TABLE 4.2 shows that these Strehl

ratios are significantly better than those of the simple full-system optimization. Figure 4.10 shows
the MTF at the worst-case wavelength and angle for both the tangential and radial cuts of (a) the
homogeneous and (b) the all-GRIN systems. As can be seen, the results are nearly identical.

Figure 4.10: MTF comparison of the (a) homogeneous and (b) all-GRIN system.

As clearly shown by this example, this new design paradigm enables extremely high-quality GRIN
optical systems. As discussed previously, the all-GRIN system does not suffer from the same
manufacturing tolerances as the homogeneous system. However, in this example, the GRIN
elements have surface curvatures and are relatively thick. While this example is a good introduction
to the concept of WFM, the advantages of this method can be shown more clearly by applying the
concept to a variety of other examples.

4.1.3.3 Examples
4.1.3.3.1 Double Gauss
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While doublets suffer from strict manufacturing tolerances, triplets compound these issues
[105]. For this example, the double Gauss system shown in Figure 4.11 (a) will be studied. This
optic consists of two triplets made of N-SSK5, N-SK4, N-F2, and N-SK14 Schott glasses and the
resulting system operates at f/2 with a 28 degree full field of view operating at λ = 587.6 nm. The
first triplet was chosen for GRIN replacement; for an initial study, the material range was restricted
to 1.5 < (#, !) < 2.0 and the GRIN profile, thickness and surface curvatures were optimized to

match the wavefront of the first triplet at incidence angles of 0°, 10°, and 14°.

Figure 4.11: Double Gauss system: (a) homogeneous reference and (b) hybrid GRIN-homogeneous
system.

Ray traces of the homogeneous system and the hybrid GRIN-homogeneous system are shown in
Figure 4.11. The overall shape of the GRIN lens has a meniscus geometry, similar to the front
homogeneous triplet. The homogeneous group has a total thickness of 32 mm, while the GRIN
singlet has a thickness of 30.45 mm, a slight reduction. TABLE 4.4 shows a summary of the RMS
spot sizes for the lenses in isolation and the full system for the optimized field angles of 0°, 10°,
and 14° and additional test angles of 5°, 12°, and 16°. Even though these additional angles were
not explicitly optimized, and different aberrations exist, the GRIN is able to match the performance
of the homogeneous triplet very closely.
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TABLE 4.4: SUMMARY OF RMS SPOT SIZES (DIAMETER) FOR THE REFERENCE AND GRIN OPTICS WHEN IN
ISOLATION AND AS A PART OF THE FULL OPTICAL SYSTEMS. ALL VALUES ARE IN UNITS OF MICRONS.

Angle
0°
5°
10°
12°
14°
16°

RMS Spot Size: Front Element
Homogeneous
GRIN
373.6
365.7
365.7
347.4
424.0
418.7
473.2
473.2
479.3
512.2
511.0
536.4

RMS Spot Size: Full System
Homogeneous
GRIN
37.8
21.3
32.3
37.7
26.3
36.0
28.0
28.9
32.7
17.2
37.4
12.6

4.1.3.3.2: Afocal telescope
The previous examples showed WFM as a technique to transform doublets and triplets into
GRIN singlets; however, the resulting lenses were relatively thick. This example will show how a
homogeneous afocal telescope consisting of two doublets [105] can be transformed into two
extremely thin GRIN singlets with an appropriate choice of materials. In the MWIR, a ZnSe/ZnS
mixture [107] has a number of advantageous properties which include a large Δn and a negative
GRIN Abbe number νG < 0. Figure 4.12 (a) shows the reference homogeneous system: a
polychromatic afocal 4:1 telescope consisting of ZnSe and ZnS lens pairs which operate in the
MWIR at 3, 4 and 5 µm and operates over a 5 degree full-field of view. For a telescope, the goal
is not to obtain a perfect focus; instead it is to obtain a collimated beam (i.e. one in which all the
rays are parallel to the optical axis) of a prescribed diameter. In order to leverage the concept of
WFM, a paraxial lens is used to measure the output beam collimation.

Figure 4.12: Afocal telescope: (a) homogeneous and (b) GRIN systems.
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Figure 4.12 (a) shows the homogeneous afocal telescope with a paraxial lens with a focus of 100
mm placed at z = 10 mm. Since the beamwidth of a telescope is directly related to the spatial cutoff
frequency of the OTF, two lenses with equivalent WFEs will have the same beamwidth. Figure
4.12 (b) shows the resulting optimized GRIN lenses; as can be seen, the singlets are significantly
thinner than the air-spaced doublets.

Figure 4.13: MTF comparisons between the reference and GRIN systems at incidence angle and wavelength
combinations of: (left) λ = 3µm; θ = 2.5°, (middle) λ = 4µm; θ = 1.25°, (right) λ = 5µm; θ = 0°.

Figure 4.13 compares the MTFs (the modulation transfer function, i.e. the magnitude of the OTF)
in the tangential plane of the homogeneous system, GRIN replacement and a diffraction-limited
system at three difference combinations of wavelength/incidence angle. As can be seen, the MTFs
in each case are nearly identical. TABLE 4.5 shows a Strehl ratio comparison for all wavelengths
and angles of interest, highlighting the close match between the original homogeneous system and
the GRIN replacement.
TABLE 4.5: SUMMARY OF STREHL RATIOS FOR THE REFERENCE AND GRIN AFOCAL TELESCOPE SYSTEMS.
Angle
0°
1.25°
2.5°

O = Ñ ËÌ
Homogeneous
GRIN
0.9846
0.9249
0.9323
0.9312
0.7505
0.7880

O = Ò ËÌ
Homogeneous
0.9479
0.9444
0.8802

4.1.3.3.3 Other Application: Beam Shaper

GRIN
0.9790
0.9900
0.8869

O = Ó ËÌ
Homogeneous
0.9164
0.9493
0.9196

GRIN
0.9195
0.9490
0.9306
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Finally, an optical beam shaper example will be presented inspired by designs which commonly
employ freeform and/or diffractive optics [108], [109]. GRIN optics can continuously bend rays
throughout their bulk, making them ideal candidates for beam shaping applications. The principles
of WFM can be applied to beam shaping problems since the WFE is related to the spot diagram via
integration. For this example, the spot distribution of a reference beam shaper will be matched on
a number of evaluation planes. This enables the extension of WFM to more general applications
involving non-imaging optics. In particular, an optical system will be considered which shapes a
Gaussian intensity input typical of the output from a laser into a top hat (uniform) intensity
distribution. The homogeneous beam shaper and its GRIN equivalent are shown in Figure 4.14.

Figure 4.14: Beam shaper: (a) homogeneous reference and (b) GRIN equivalent systems. (c) Pareto front
with the objectives of minimizing thickness and match. Note that the y-axis is on a logarithmic scale.

The homogeneous system of Figure 4.14 (a) is comprised of two lenses operating at the HeNe
wavelength 632.8 nm made of N-BK7 glass with nine even-order aspheres and a conic constant
per surface. This type of extremely complex surface shape is typically required for beam shaping
applications [110]. The input is assumed to be a Gaussian distribution with a full-width half-max
of 6.8 and the output distribution has a width of 40. It has been found through experiment that even
with an extremely large number of polynomial terms, the optimization goal cannot be reached.
Therefore, the GRIN will be described by a Bezier surface consisting of 64 uniformly spaced
control points. Bezier surfaces can be used to describe extremely complex refractive index
distributions which would otherwise require an intractably large number of polynomial terms. The
GRIN lens was forced to be flat but the thickness was allowed to vary. As can be seen in Figure
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4.14 (a), the homogeneous system has a large air spacing between the two optical elements to enable
the rays to fan out in the appropriate way. In contrast, Figure 4.14 (b) shows that the rays are
continuously refracted in the GRIN lens, resulting in a significant reduction in total size. A multiobjective optimization was performed with the goals of minimizing thickness and match for a fixed
value of Δ . As can be seen in Figure 4.14 (c), a match of 10±> requires a GRIN lens of thickness

of 35 mm and thicker GRIN lenses lead to a better match. This is because for a fixed Δ , a thicker
lens is required to provide the required power to shape the field distribution to the desired output.
Polychromatic performance (i.e. operation over a wide range of wavelengths) has been
hinted at in the previous sections but not fully explored. In addition to the multi-objective studies
and novel design paradigms introduced in this chapter, a brand new optical device was invented.
To the knowledge of the author, it is the first optical singlet which is capable of three-wavelength
correction; comparisons to existing optical devices show it is capable of high-quality imaging while
also being extremely thin. First, the general theory of polychromatic correction will be discussed.
Then, two novel optical structures will be presented. Finally, a MOO analysis will be performed.

4.1.4 Metasurface-Augmented GRIN
Correction of chromatic aberrations is crucial for high-quality imaging applications, and
has been the study of intense research for centuries [93]. Classical solutions for two- (achromatic)
and three-wavelength (apochromatic) correction traditionally require refractive doublets and
triplets, respectively. While multiple optical elements provide additional degrees of design freedom
and thus higher performance, one seeks to cut the number of elements in a system to minimize
SWaP (size, weight, and power) which is of increasing importance in a wide variety of applications,
including IR imaging [111]. Moreover, additional elements may lead to stricter manufacturing
constraints and alignment tolerances [93]. Therefore, a color-corrected singlet is highly desirable.
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To this end, aspherical meniscus elements with a blazed zone plate serving as the back surface were
shown to provide achromatic performance comparable to conventional doublets while offering
considerable SWaP reduction[112]. Meanwhile, achromatic singlets have been achieved by
exploiting the increased degrees of design freedom offered by inhomogeneous GRadient-INdex
(GRIN) materials [113]. In addition to polychromatic aberration correction, GRIN lenses also offer
advantages in terms of high performance imaging over an extremely wide field of view [82]. While
both conventional and GRIN lenses work by altering the relative phase of an incident wavefront,
these devices require an appreciable size in order to perform their operation on the incident
wavefront. In contrast, metasurfaces comprised of arrays of sub-wavelength geometrical features
can provide an abrupt change of phase in an ultra-thin surface [114], [115]. Furthermore, by
intelligently arranging the geometric features throughout the metasurface, any spatially-varying
phase change can be achieved, thus enabling the wavefront to be transformed at will. In fact,
monochromatic correction over a wide field of view has been achieved with metasurface
components [116], [117]. There have also been attempts to correct for chromatic aberration with
metasurfaces either through the use of multiple “meta-molecules” [118], dispersion engineering of
the nanostructures [119], or compensating between metallic and structural dispersions [120]. While
these technique have reduced chromatic aberrations present in their designs, their efficacy is
heavily dependent on the choice of nanostructure and require numerical optimization in the design
process. Nevertheless, these studies showcase the potential for metasurface-augmented lenses to
increase optical performance while maintaining a minimal SWaP. However, in order to truly
maximize the performance of these hybrid lenses, one should exploit all possible design degrees of
freedom available, namely, the pairing of metasurfaces with GRIN materials. This combination
has been used for improving the depth of focus of an optical probe [121] and in the design of a
high-quality beam splitter [109]. However, to the knowledge of the authors, no work has been done
in combining the advantageous aspects of GRIN lenses and metasurfaces for the purpose of color
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correction. This paper presents a completely general analytical theory for chromatic correction with
metasurface-augmented GRIN lenses. Furthermore, it is shown that such hybrid lenses can achieve
apochromatic color correction in a thin singlet, suggesting a potential for large realizable SWaP
reduction. A theoretical proof is presented for color-corrected metasurface-augmented GRIN (MSGRIN) lenses and its accuracy is validated with numerical ray tracing for several example
configurations. To visualize the potential for three-color corrected MS-GRINs, consider the
examples shown in Figure 4.15. The homogeneous plano-convex singlet (Figure 4.15 (a)) possesses
significant chromatic aberrations due to its relatively moderate Abbe number, while the planoconvex MS-GRIN lens (Figure 4.15 (b)) exhibits radically improved chromatic performance: a
result of choosing the appropriate front curvature, GRIN distribution and metasurface phase
distribution.

Figure 4.15: (a) Homogeneous lens showing chromatic aberrations. (b) MS-GRIN lens exhibiting
apochromatic performance.

4.1.4.1 Theory
To understand the performance of such MS-GRIN lenses, one must first review the
properties of these three components. A metasurface is a thin two-dimensional structure (of
potentially arbitrary shape) comprised of subwavelength features which can be engineered to
provide local changes in the relative phase of an incident wavefront [122]. Therefore, a metasurface
can be thought of as an infinitesimally thin phase-gradient surface which can be analytically
described by the generalized Snell’s law [122]:
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where ϕ is the phase profile, ρ is the radial distance, ni, nt and θi, θt are the refractive indices and
angles relative to the optical axis in the incident and transmitted regions, respectively. For a circular
lens of diameter D to achieve a focal length fm at the nominal wavelength λm, the metasurface must
impart the following phase profile [116]:
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Then, assuming the source is an on-axis object point at infinity and an f/# greater than or equal to
_,

one, paraxial approximations may be employed to find the metasurface power
νm and partial dispersion Pm:
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where subscripts 1, 2, and 3 refer to the short, center, and long wavelengths in the band of interest,
respectively. In the visible regime, the three wavelengths typically chosen are the hydrogen F line
(486.1 nm), helium d line (587.6 nm), and hydrogen C line (656.3 nm). Using these wavelengths,
it follows that νm = -3.45 and Pm = 0.5962 leaving the optical power as the only degree of freedom
(DOF) associated with the metasurface.

The negative Abbe number of the metasurface

immediately stands out here and is desirable not only for chromatic aberration correction but for
reducing monochromatic aberrations as well. These equations are similar to those of a traditional
diffractive element. However, metasurfaces, due to their sub-wavelength unit cell sizes, can truly
be modeled as a continuous phase profile. Furthermore, metasurfaces have a number of advantages
over traditional diffractive elements including extremely high efficiencies [123], multifunctional
capabilities [124], and the ability to explicitly engineer the dispersion [125]. Next, consider a GRIN
lens of diameter D and thickness T featuring a hybrid radial-axial (i.e., spherical) index distribution
represented by:
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Its power, Abbe number, and partial dispersion are given by [124]:
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where Δnri is the radial index difference at the i’th wavelength. The expressions for the GRIN Abbe
number and partial dispersions are calculated as ratios between powers similar to equation (4). It
should be noted that a GRIN lens comprised of a binary material composition whose spatiallydependent index is described by simple volume-filling fraction mixing rules possesses an effective
Abbe number that is dependent on the dispersion slopes of its two base materials. Interestingly, a
GRIN’s Abbe number can range from positive to negative even if the Abbe numbers of its
constituent materials are both positive. While GRIN materials can be used to realize flat lenses
which are highly desirable for imaging applications, such a lens will possess chromatic aberrations
unless the dispersion curves of the two base materials are exactly parallel: an extremely uncommon
occurrence. Conversely, the GRIN could be paired with additional optics to correct for chromatic
aberration, but this is undesirable when SWaP is a driving factor for the targeted application.
However, a metasurface can be paired with the flat GRIN to mitigate chromatic aberration while
maintaining excellent SWaP. Furthermore, the flat nature of the GRIN is desirable for realizing
conformal metasurface coatings. Putting these two components together in an MS-GRIN
configuration, we arrive at the achromatic system of equations [123]:
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These equations ensure the two optical elements add up to yield the desired total power
the system satisfies the achromatic condition (i.e.,
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Since Ùt is positive for

many material combinations and Ù_ is negative in the visible regime, both components can attribute
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positive power, an advantage for monochromatic aberration reduction [126]. Plugging in equations
(4-11) and (4-13) into (4-14) yields a unique GRIN thickness and metasurface focal length:
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Again, this is an important result as the introduction of the metasurface allows achromatic
correction of flat GRIN lenses composed of any material pair although certain materials are
advantageous when attempting to minimize monochromatic aberrations. In particular, if |Ù_ − Ùt |

is large, the required element powers can be minimized leading to a corresponding reduction in
monochromatic aberrations. Validation of the theory and results will be shown later. While flat
GRIN lenses with a metasurface backing can provide achromatic correction, three degrees of
freedom are required for apochromatic correction. If a front surface curvature is introduced,
apochromatic correction can be achieved with a singlet. The power, Abbe number, and partial
dispersion of a plano-convex refractive lens with front radius of curvature Rf are given by [123]:
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where f is a subscript indicating respect to the front surface and nf is the effective index that must
be used when there is an inhomogeneous surface index distribution. It has been found empirically
that evaluating (4-12) at a radial position r = 0.48 D/2 to serve as the effective surface index nf in
(4-16) leads to accurate results. Interestingly, while comprised of the same base materials as the
GRIN, the surface actually possesses a different Abbe number and partial dispersion than the GRIN
volume. Combining this with the metasurface gives the designer three components with unique
Abbe numbers and partial dispersions, which can then be intelligently combined to achieve
apochromatic color-correction which ensures that the powers at the three design wavelengths are
exactly matched.

This condition can be satisfied by the following set of equations (the
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apochromatic conditions) [123] assuming a metasurface-backed GRIN with a front radius of
curvature:
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Next, substituting (4-11), (4-13) and (4-16) into (4-17) leads to explicit expressions for the front
radius of curvature, thickness, and metasurface power:
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Note, while the chosen plano-convex geometry has but a single solution, a continuum of solutions
opens up when allowing back surface curvature and/or introducing a metasurface on the front
surface. This would enable the engineer to choose the best design for a specific application by
carefully considering trade-offs between SWaP, Δn, and curvature, similar to the analysis in [113].
The traditional method of determining the suitability of three potential material components is to
visualize a triangle plotted in P versus ν space whose vertices are located at the partial dispersion
and Abbe numbers of the three materials, respectively [123]. In order to satisfy the apochromatic
conditions, these three points cannot reside on a straight line. A GRIN lens with both a front and
back radius of curvature offers three degrees of freedom. However, because the GRIN material is
a volume fraction mixture of the two materials, the three points will always be on a straight line,
regardless of the choice of materials, index distribution, and curvatures. Therefore, apochromatic
color correction is theoretically impossible with a binary-blended GRIN singlet. However, the
metasurface (Pm, νm) point only depends on the wavelengths chosen and is independent of material
choice, allowing the apochromatic conditions to be satisfied. Furthermore, for minimization of
monochromatic aberrations, it is desirable for two of the points to lie on a horizontal line, with a
large difference in Abbe number between them while they possess approximately the same partial
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dispersions.

Mathematically, the triangle area is a measure of the quality of the three chosen

components for apochromatic correction [123].

4.1.4.2 Results
First, the theory of a flat achromatic MS-GRIN will be validated through the application
of ray tracing, then an example lens will be designed and discussed. After this, the theory of the
plano-convex apochromatic MS-GRIN will be validated; again, an example lens will be designed
and discussed with a focus on its advantageous properties relative to traditional homogeneous
designs. The in-house reTORT (Transformation Optics ray tracer) [86], [92] was modified to
include the ability to model metasurfaces. The tool will be used for a metasurface-backed flat
GRIN lens comprised of PMMA/PS whose index variation is given by (5) and restricted to a purelyradial configuration. The wealth of literature on PMMA/PS [127], [128] and successful application
to GRIN lenses [94] makes it a natural choice in the visible regime. It should be noted that the

PMMA/PS mixture has a GRIN Abbe number êt = 9.3 and partial dispersion at = 0.71 and,
therefore, the achromatic MS-GRIN can be realized with both components possessing positive
power which reduces monochromatic aberrations.

When using the GRIN and metasurface

parameters given by the paraxial theory directly, one finds that there is a slight discrepancy between
the theoretical prediction and the ray trace results. This is due to the paraxial nature of the theory
which does not include aberrations nor principle plane shifts. Thus to ensure the achromatic
performance of the MS-GRIN lens was maximized, the global optimizer CMA-ES [13] was
employed. Nevertheless, the lens parameters predicted by the theory agree quite well with the
optimized parameters, a summary of which is shown in Figure 4.16 (a).
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Figure 4.16: (a) Ratio of achromatic flat radial MS-GRIN lens parameters predicted by paraxial theory with
those optimized using CMA-ES for (top) and (bottom) _ . (b) Focal drift vs. wavelength for flat radial
GRIN comprised of PMMA/PS with and without a metasurface.

In particular, Figure 4.16 (a) shows the ratio of the lens parameters predicted by Eq. (8) and those
found by the optimizer for various f/# configurations. As can be seen, the error of the thickness and
_

estimates is quite small with the errors falling to 6 and 2 percent, respectively, for f/#’s above

two. Still, the error in the thickness estimate is under 20% even for an f/1 configuration. One should
note that the larger discrepancy with thickness is likely due to slight principle plane shifts.
Furthermore, the accuracy improves for increasing f/# as the system gets closer to the paraxial
assumptions. Finally, these results suggest the theory can provide an excellent starting seed for
CMA-ES which can greatly speed up the optimization process. A comparison of the focal drifts
observed for flat PMMA/PS GRIN lenses is given in Figure 4.16 (b). It can be seen that the
metasurface-backed GRIN configuration achieves the desired achromatic condition and performs
significantly better than its plain counterpart. However, the device is relatively thick due to the fact
that the most of the power is coming from the GRIN itself. The metasurface is supplying a small
amount of power but its primary purpose is dispersion correction. Surface curvature can supply a
large amount of power but can add to monochromatic aberrations if the device is not carefully
designed. An apochromatic plano-convex MS-GRIN will now be designed with these insights in
mind. Recall that the PMMA/PS mixture has a GRIN Abbe number νG = 9.3 and partial dispersion
PG = 0.71. For this mixture, examination of equation (10) shows that the apochromatic conditions
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can only be satisfied if the optical powers of the GRIN and front surface need to be negative and
positive, respectively. Unfortunately, these powers fight against each other which results in larger
monochromatic aberrations. Therefore, a better material choice is a N-PSK53A/N-KZFS4 mixture
which possesses a negative GRIN Abbe number νG = -1.15 and partial dispersion PG = 0.70. In the
case of N-PSK53A/N-KZFS4, both the GRIN and surface powers are positive and the resulting
monochromatic aberrations are extremely small. A graphical examination of the relative partial
dispersions versus Abbe number for both materials is shown in Figure 4.17 (a). One can see that
N-PSK53A/N-KZFS4 material combination is a better choice than PMMA/PS for achieving
apochromatic performance due to it possessing a larger triangle area and nearly a horizontal line

between (Ùt , at ) and (ÙÎ , aÎ ). The analytical predictions for the front surface radius of curvature,

thickness and metasurface power were then compared against the CMA-ES optimized results for
the apochromatic MS-GRIN for N-PSK53A/N-KZFS4. A summary of this comparison is given in
Figure 4.17 (b) for a variety of f/# configurations. As can be seen, the error for all lens parameters
is quite small for all values of the f/#. Moreover, the front radius of curvature and thickness ratios
smoothly approach one as the f/# increases. Again, these results suggest the theory provides an
extremely accurate estimate of the lens parameters which can then be used to drastically expedite
optimizations.

Figure 4.17: (a) Partial dispersion versus Abbe number map for PMMA/PS and N-PSK53A/N-KZFS4
material combinations. (b) Ratio of apochromatic metasurface-backed plano-convex radial GRIN lens
parameters predicted by the analytical theory with those optimized by CMA-ES versus f/#: (top) Î , (middle)
, and (bottom) _ .
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Next, the observed focal drift versus wavelength is plotted in Figure 4.18 (a) for a standard GRIN,
the MS-GRIN, a refractive doublet consisting of BK7 and F2, and a refractive triplet consisting of
Pilkington-Optiwhite, S-FPL53, and L-BBH1.

BK7 and F2 are a commonly employed

combination in the visible regime [123] while the materials of the triplet were chosen because they
have the largest triangle area in P versus ν space for conventional materials in the visible regime.
The refractive doublet and GRIN are both achromatic with f/δf values of -1e3 and 5e4, respectively,
highlighting the superior performance of the GRIN. Meanwhile, the refractive triplet and MSGRIN are both apochromatic with f/δf values of 5.5e3 and 2.9e6. Furthermore, the triplet is almost
3x thicker than the MS-GRIN and suffers from extreme spherochromatism while the MS-GRIN
has a much smaller amount. To minimize these aberrations, an r4 GRIN term was added to the MSGRIN and two asphere terms were added to both designs. In addition, air spacing between elements
was allowed for the refractive triplet. Both configurations feature a fully-illuminated 12.7 mm lens
diameter and are extremely fast operating at f/2. The top of Figure 4.18 (b) shows the modulation
transfer function (MTF) for both designs compared to the diffraction limit at λd. As can be seen, the
MS-GRIN is nearly diffraction-limited while the triplet suffers from poor performance. Finally, the
bottom of Figure 4.18 (b) shows the Strehl ratio (which takes into account all aberrations of the
system) for the two designs versus wavelength, highlighting the broadband diffraction-limited
performance of the MS-GRIN.

Figure 4.18: (a) Focal drift vs. wavelength plano-convex radial GRIN comprised of N-PSK53A/N-KZFS4
with and without a metasurface, along with a refractive doublet and triplet. (b) Top: MTF comparison,
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bottom: Strehl ratio comparison. (c) Pareto front with the objectives of thickness and ratio of max RMS spot
size over the diffraction limit.

To study the trade-offs of the design, a multi-objective study with the objectives of minimizing
thickness and ratio of max RMS spot size to the diffraction limit was performed with the material
fixed to N-PSK53A/N-KZFS4. As can be seen in Figure 4.18 (c), a thickness of 6.5 mm is required
in order to obtain a result which is safely diffraction limited. If a maximum spot size which is
slightly larger than the diffraction limit can be tolerated, the lens thickness can be reduced to 6.1 or
5 mm for diffraction limit spot size ratios of 1.03 and 1.33, respectively.

4.1.5 Summary of Results and Recommended Parameters
Some recommendations for using these algorithms are summarized in this section using
the knowledge gained from a variety of EM and optics problems. For all algorithms, it is
recommended to scale the objectives such that the ideal Pareto front is uniformly spaced. The
design parameters should be scaled such that some fixed change in the design parameter leads to
some fixed change in the objectives, regardless of where the design lies in parameter space. This is
extremely difficult to know a priori, so it is recommended to simply scale the design parameter

space to lie in the range ¹0,1º. If a particular function evaluation results in an objective which

cannot be evaluated, the design could be thrown away and the parameter space re-sampled. This is
not recommended as it leads to wasted function evaluations. Instead set the objective to a value
which is larger than the expected range of values with some randomness so the optimizer does not
stagnate. If the engineer is only interested in a subset of the Pareto front, he/she should create
several objectives to guide the optimizer to the region of interest. Since the optimal parameters for
each algorithm are highly problem dependent, auto-adaptive algorithms such as MO-CMA-ES and
BORG are recommended over static algorithms such as MOEA/D and NSGA-II. If the solutions
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of interest are a very small subset of the total search space, MO-CMA-ES is recommended;
otherwise, BORG tends to be the most robust and reliable algorithm. Many commercial programs
have some variant of NSGA-II as the default/only MOO available. A summary of recommended
parameters for NSGA-II, BORG, and MO-CMA-ES is provided in TABLE 4.6. For all algorithms,
the most important parameter is the population size which should be set to ensure a given number
of generations (Gens in TABLE 4.6) based on the estimated maximum number of function
evaluations (NFE). In general, more generations should be ensured as the NFE increases. MOCMA
requires more generations for a larger number of design variables to allow its internal strategy

parameters to adapt to their optimal values. For NSGA-II, ]^ = 0.8 and ]_ = 1/a (where a is the
population size) are recommended for the crossover and mutation probabilities, respectively. For
BORG, it is recommended to set the period of restart checks to 5% of the total NFE. The -values

should be set to 2 + 1.5( − 2) percent of the dynamic range of a particular objective, if it is
known a priori. If not, should be set to dictate the resolution of the desired Pareto front. For MO-

CMA-ES, the initial step size should be set to 0.25 for ëì ≤ 5000 and 0.6 for ëì \ 5000. For

other parameters, the recommended parameters in the papers introducing the algorithms should be
used.
TABLE 4.6: RECOMMENDED PARAMETERS.
NFE
≤ 1000
\ 1000,
≤ 5000
\ 5000

M

< 10
≥ 10
< 10
≥ 10
< 10
≥ 10

NSGA-II
Gens
50

MOCMA-ES
Gens
í
50
0.25

BORG
Gens
100

50

100

0.25

100

100

250

0.25

250

100

500

0.25

250

250

250

0.6

500

250

500

0.6

500
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4.2: Nanoloops
Some passages in this section were taken verbatim from [37], [38], [39], [188] and [190].
In addition to designing a wide variety of GRIN lenses and developing new design paradigms for
these structures, a theoretical formulation for isolated nanoloop antenna elements and arrays was
also developed. The theory can be implemented in a numerical software suite such as MATLAB
and results in performance evaluations of these structures orders of magnitude faster than full-wave
solvers. These fast function evaluations enable large-scale parametric studies and multi-objective
optimization. First, a brief introduction and background on nanoloop antennas will be presented.
Then, the theory will be developed for the following: closed nanoloop antennas, impedance-loaded
nanoloop antennas and nanoloop antenna arrays. The theoretical formulation will be validated
using full-wave solvers and memory and time comparisons will be performed. Finally, multiobjective optimizations will be performed with a particular focus on achieving electrically small
structures capable of high directivity and/or gain.

4.2.1: Introduction
Wireless communications is expected to play a key role in the future development of
practical nanotechnology-enabled devices, with applications ranging from energy harvesting to
implantable medical devices [129]. The design of nanoantennas is particularly challenging for
integration with such devices, which may be targeted for operation anywhere from the optical to
terahertz regimes [130]. Metals no longer behave like perfect electric conductors (PECs) at these
frequencies, instead exhibiting substantial dispersion and loss [131]. This has a dramatic impact on
the radiation properties of nanoantennas, including directivity, efficiency, and total radiated power
[132]. Antennas in the RF regime have been rigorously studied, and systematic design procedures

93
exist [133]. The most popular and fundamental designs are the dipole and the loop, due to their
simplicity, versatility and utility in a wide variety of applications [134]. It has been found through
simulation and measurement that these designs can’t simply be scaled to the optical regime – for
example, optical dipoles resonate at lengths much shorter than one-half the wavelength [135]. In
comparison to the large body of literature devoted to linear dipole-type nanowire antennas [135],
[136], much less work has been done to understand the radiation properties of nanoloop antennas.
These structures are extremely promising for their potential applications in sensing [137],
spectroscopy [138] and light-trapping in solar cells [139]. A few nanoloop structures have been
designed using the finite-difference time-domain [140] and the finite integration technique [141].
However, these full-wave simulations require a large amount of computational resources as well as
time and, furthermore, provide limited intuition into the physical nature of the solution. This
chapter will provide closed-form analytical expressions for the radiation properties of a nanoloop,
which will lead to a more fundamental understanding of such devices and greatly reduced design
cycle times. Early experimental and theoretical results for the far-field radiation of PEC thin-wire
circular loops of all sizes have been well documented [142], [143]. More recently, this theory has
been extended to include the derivation of exact expressions for the near fields, which can be found
in [144], [145]. The accuracy of these expressions relies on knowledge of the current on the thinwire loop, which is achieved by considering a Fourier series expansion of the surface current
density [146].

Then, the one-dimensional integral equation that arises from enforcing the

appropriate boundary condition at the surface of the loop can be solved [147]. The problem was
revisited for the purpose of analyzing the resonance properties of loops in the context of
metamaterials research [148]. This work was later extended by the same authors to include the
analysis of thin-wire nanoloops operating in the infrared and optical regimes [149]. Knowledge of
the currents and input impedance facilitates the derivation of exact analytical expressions for the
radiation parameters of these antennas. Previous work has presented analytical expressions for
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radiation properties of plasmonic nanoparticle arrays [150] and nanorods [151]. However, these
derivations have proven to be extremely challenging for nanoloop geometries (even thin-wire PEC
loops), mainly due to the complex form of the integrals that must be solved [144], [145], [152]–
[155]. In this paper, valuable closed-form expressions are derived for the total radiated power,
radiation resistance, directivity and gain of a thin-wire nanoloop antenna. Prior to the work
performed for this thesis, simple and efficient closed-form expressions for these radiation quantities
were not available in the literature.
A popular technique in the RF of altering the operating characteristics of an antenna to suit
a particular application is to employ impedance loading [156]. The loop without any impedance
loads will be called a “closed” loop to clearly differentiate it from one with impedance loads. The
method of moments was generalized by Harrington in 1967 to include the effects of impedance
loading for straight-wire antennas [157]. Analytic expressions for the current distribution, input
impedance and radiation properties of impedance-loaded dipoles were later derived, giving better
insight into the effects of impedance loading [158]. These loading techniques were then used to
greatly improve the performance of conventional dipoles, including enhancing the efficiency of a
short dipole [159] and achieving a traveling-wave condition [160]. Through the use of PIN diodes,
varactor diodes and MEMS devices, dipole antennas were made reconfigurable in terms of the
frequency range of operation [161] and the radiation pattern [162]. In analogy with RF antennas,
nanoscale circuit elements would allow improved performance and reconfigurability in the optical
regime. While lumped circuit elements at these frequencies are not readily available, they can
approximately be realized through positive permittivity nanoparticles for capacitive loading and
negative permittivity nanoparticles for inductive loading [163], [164]. Alternately, core-shell
nanoparticles could be employed as a tunable nanocircuit element which can be treated analytically
[165]. These structures can be used to tune the input impedance and radiation properties of optical
nanodipoles [166]. While a large amount of literature exists on the theory, analysis and design of
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impedance loaded dipoles in the RF and optical regimes, much less work exists on the loop antenna
despite its simplicity, versatility and utility [133]. Initial analytical work on impedance loaded loops
focused on positive and negative resistive loads implemented by Esaki diodes[167]. It has been
shown through full-wave simulation that impedance loading can be used to achieve a uniform
traveling-wave current distribution [168] or an omni-directional left-handed circularly polarized
radiation pattern [169]. Optical nanoloops are extremely promising with a wide variety of
applications including sensing [137] and light-trapping in solar cells [139]. Due to the complexity
of the integrals that must be solved, fully analytical expressions for the radiation properties of
impedance-loaded loops valid from the RF to optical regimes have not been developed. This
chapter will remedy that by extending the analytical results of the closed loop to include the effect
of impedance loading. A variety of optimizations will showcase the practical utility of impedance
loading.
In addition to loop antennas in isolation, the coupling between multiple loops is also of
interest, for example in areas such as mine communications [170] and geological characterization
[171]. In addition, coupling plays a crucial role in the design of arrays of circular loops, such as
the highly directive Yagi-Uda antenna [172]. While nanoloop arrays have been considered for their
potential use in solar cells [139], [173] and as directive scatterers [140], a rigorous analysis of the
coupling between the elements of these arrays has yet to be successfully carried out. A full-wave
simulation is typically employed when designing such structures, but this approach requires a large
amount of computational resources. Through application of the induced EMF method [2], the
mutual coupling between antenna elements can be evaluated. This approach has been used to
compute the coupling between dipoles [174] and slots [175]. However, due to the complexity of
the integrals involved in computing coupling between loop antennas [176], [177], no fullyanalytical solution has previously been found for arbitrarily large loops. Wait derived expressions
for the mutual coupling between electrically small loops located at the same height above a
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homogeneous ground when the separation distance is small by employing a quasi-static
approximation [178]. The same author later extended this formulation to compute an approximate
solution for two small loops separated by an arbitrary distance on the surface of an inhomogeneous
ground [179]. Integral equation-based solutions were reported for the coupling between two
identical coaxial loops [176] and an array of coaxial loops with different radii [177]. This was
further extended to an array of loops of arbitrary radii, orientation and location [180]. Our
contribution in this work is the development of exact analytical solutions for the mutual coupling
between PEC or dispersive and lossy loops of arbitrary radii and location which do not involve
complex matrix inversions. In this paper, efficient fully-analytical expressions for the mutual
coupling between nanoloops are derived under the assumption that the loops are relatively far apart.
In addition, an alternate and general pseudo-analytical formulation which is more accurate for
closely spaced loops will be developed by utilizing the full near-zone electric fields in conjunction
with the analytical current distribution of [145]. This expression can be calculated efficiently using
a numerical integration routine. A variety of multi-objective optimizations will highlight the tradeoffs involved in nanoloop array analysis.

4.2.2: Theoretical Formulation

4.2.1.1: Single closed nanoloop
A more thorough derivation of the equations presented in this chapter can be found in
[181]. In this section, the main results will be summarized. The main steps in the derivation are
as follows. First, the current on a PEC loop is expressed in terms of a Fourier series following the
classic works by Storer [146] and Wu [147]. Next, the formulation is extended to the optical regime
by including the effects of dispersion and loss [148]. Finally, using the closed-form analytical
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representation of the far-zone electric fields by a thin-wire PEC loop derived by Werner [144],
expressions for the radiated power, radiation efficiency, directivity and gain associated with thinwire nanoloops operating in the terahertz, infrared and optical regimes. Figure 4.19 (a) shows the
geometry of a thin circular loop with wire radius a and loop radius b.

Figure 4.19: (a) Geometry of the thin circular loop (a2 ≪ b2). An infinitesimal voltage source with constant
voltage Ÿ is placed at φ = 0. (b) Geometry of the thin circular loop with the parameters used in describing
the source point and the field point. © 2015 IEEE

We will start with a Fourier series solution for the current on a PEC loop, which can be generalized
in terms of resonant modes as:
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where the input impedance for each mode is given by:

ñŸ = ôŸ±= = ¹ &ηŸ Ÿ º±=
±=
ñ_ = ô_
= ¹ &ηŸ ( _ /2)º±=

(4-20)

ö
in which ηŸ is the characteristic impedance of free space, ñ_ö and ô_
are the modal input admittance

and impedance, respectively, and the terms am are determined from [148]. The electric current
given by (4-19)-(4-20) can be extended into the optical regime by taking into account the lossy and
dispersive properties of the constituent materials (e.g. noble metals), an effect captured by the

characteristic impedance of the metal, ô• . The characteristic impedance is not to be confused with

the source impedance, often also abbreviated as ô• . For the case of a cylindrical wire, the
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characteristic impedance can be expressed in terms of the transverse propagation constant, z, and
the conductivity of the material, , in the following form [148]:
z ÷Ÿ (z )
÷= (z )

ô• =

(4-21)

where the propagation constant and the conductivity are related to the refractive index of the
material, | =

− ø, by:

z=

ù
|
ú

(4-22)

= ù Ÿ (| > − 1)

(4-23)

Since the formulation employed in this chapter is in the frequency domain, any of the popular
representations of the refractive index vs. frequency may be employed, including a Drude model
[182], a Drude-Lorentz model [183] or a Drude Critical Point (DCP) model [184]. Gold was found
to have interesting properties when used as the constituent material of the nanoloop, and the DCP
has been found to describe this material very well [185], [186]; therefore, this will be the model
employed in this paper. Next, the surface current on the loop (4-19)-(4-20) can be extended for
imperfect conductors by modifying the impedances in the following way, where the prime notation
indicates that the characteristic impedance ô• of the wire has been included:
ð

î( ) = T

_U±ð

where

ö M_ï
î_
5

=

ö
Ÿ »ñŸ

ð

+ T ñ_ö cos(
_U=

)¾

(4-24)

ñŸö = ¹ &ηŸ Ÿ + ( / )ô• º±=
ñ_ö = ¹ &ηŸ ( _ /2) + ( / )(ô• /2)º±=

(4-25)

The modal coefficients for the current can be computed explicitly by:
ö
î_
= ñ′

0

= Pô′ Q

−1

0

(4-26)

The knowledge of the surface currents given by (4-24)-(4-25) enables the derivation of expressions
ü

for the near-zone electric fields at the point (#, $, ) based on the source points ( , > ,

ö

) as shown
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in Figure 4.19 (b). The distance from a source point on the loop to an arbitrary field point is given
by:
ö

=ý

>

ö)

− 2 sin $ cos( −
ý# >

=

+

>

(4-27)

The full electric field components at a field point are given by:
⎧ ð
_
|Ÿ %Ÿ> sin $ ⎪
%Ÿ> # sin $
ì’ (#, $, ) =
T T
4
2
⎨_U= ”U=
⎪
_±”U>[
⎩
[UŸ,=,…
ìÊ (#, $, ) =

_±=

⎧ ð
_
|Ÿ %Ÿ> cos $ ⎪
%Ÿ> # sin $
T T
4
2
⎨_U= ”U=
⎪
_±”U>[
⎩
[UŸ,=,…

⎧ ð
_
|Ÿ %Ÿ> ⎪
%Ÿ> # sin $
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T T
4 ⎨
2
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> =î
•_”
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•_”
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£
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£
•_”

) »(%Ÿ
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•_”

) »•_”
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)>

⎫
(>)
(>)
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ℎ_ (%Ÿ ) ⎪
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⎪
⎭

⎫
(>)
(>)
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⎪
⎭

⎫
(>)
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⎪
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ℎ
ℎ
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_
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¤
>
) »•_”
− •_”
¾
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⎪
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¤ = •£
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+ )/2º!

(>)
where ℎ_
are spherical Hankel functions of the second kind. By employing the appropriate

asymptotic expansions, the far-zone electric fields may be expressed in spherical coordinates (θ, φ)
as [144], [145]:
ð

|Ÿ 5 ±M[ ’ cot $
ìÊ = −
T
2#
ìï = −

|Ÿ 5

±M[ ’

2#

%Ï

_U=
ð

T

_UŸ

_
_

î_ sin(

î_ cos(

) ÷_ (%Ï sin $)

ö (%
) ÷_
Ï sin $)

(4-29)

ö
where ÷_
is the derivative (with respect to the argument) of the Bessel function of order m. The

input impedance of the thin-wire loop is directly obtained from (4-24) as:

ôJ” =

Ÿ

îJ”

=

»ñŸö

ð

+T

_U=

ñ_ö ¾
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±=

(4-30)

Next, the total radiated power can be written as:
a’ (%Ï ) =
where the function

|Ÿ &%Ï>
| Ÿ |> (%Ï )
4

(4-31)

can be expressed in terms of the so-called Q-type integrals [153]:
ð

1
(%Ï ) = T |ñ_ö |> Õ
2

1
(=)
(% ) +
_±= _±= Ï
2

_UŸ

(=)
(% ) −
_ =_ = Ï

>

%Ï>

(=)
__ (%Ï )×

(4-32)

The input radiation resistance is defined in [2] in terms of the total radiated power and the input
current as:
’‘•,J”

=

2a’ (%Ï ) %Ï> &|Ÿ
|ôJ” |> (%Ï )
=
|îJ” |>
2

(4-33)

An alternate version of radiation resistance defined in [2] is relative to the current maximum and is
given by:
’‘•

=

2a’ (%Ï )
|î_‘¨ |>

(4-34)

Most of the time, the current maximum occurs at the input terminals (φ = 0°) or at φ = 180°. For
the case of the input terminals, the two definitions for radiation resistance yield identical results.
For the case of φ = 180°,

’‘•

is given by:

’‘•

(%Ï )
%Ï> &|Ÿ
=
ö
ð
2 |ñŸ + ∑_U=(−1)_ ñ_ö |>

(4-35)

Next, the loss resistance is defined as [154]:
Å••

=

Re(ô• ) 1
|îJ” |> 2&

>ü
Ÿ

|î(

)|>

ð

|ôJ” |>
° = Re(ô• )
»2|ñŸö |> + T |ñ_ö |> ¾
2
_U=

An expression for the radiation efficiency can be now be derived using (4-35) and (4-36):

(4-36)

5=

’‘•,J”

’‘•,J”

+

Å••
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±=

ð

Re(ô• )
= »1 +
2|ñŸö |> + T |ñ_ö |> ¾
>
%Ï &|Ÿ (%Ï )

(4-37)

_U=

The radiation intensity at (θ,φ) can be defined in terms of the normalized far-zone electric fields
ìÊŸ = #5 M[ ’ ìÊ , ìïŸ = #5 M[ ’ ìï , in the form:
($, ) =

where, from (4-29):
>
SìÊŸ S

ð

1
>
Sì Ÿ S + |ìïŸ |>
2|Ÿ Ê

(4-38)

ð

| Ÿ |> |Ÿ> cot > $
(−1)” _ ” ñ_ö ñ”ö∗ sin(
)∙
=
T Tà
á
sin( ) ÷_ (%Ï sin $)÷” (%Ï sin $)
4
>

SìïŸ S =

|

_U= ”U=
ð ð
>
>
>
Ÿ | |Ÿ %Ï

4

(−1)” _ ” ñ_ö ñ”ö∗ cos(
)∙
T Tà
á
ö
ö
cos( ) ÷_ (%Ï sin $)÷” (%Ï sin $)

(4-39)

_UŸ ”UŸ

Next, an expression for the directivity at (θ,φ) can be found from:
´($, ) =

4& ($, )
a’ (%Ï )

(4-40)

by using expressions (4-31), (4-38) and (4-39). Finally, the gain of the nanoloop antenna can be
expressed in terms of the radiation efficiency and the directivity such that:
ð

Re(ô• )
($, ) = 5´($, ) = ´($, ) »1 +
2|ñŸö |> + T |ñ_ö |> ¾
>
%Ï &|Ÿ (%Ï )
_U=

±=

(4-41)
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4.2.2.2: Impedance-loaded nanoloop

Figure 4.20: (a) Geometry of the circular loop with wire radius and loop radius where a delta-gap voltage
source with voltage Ÿ is placed at = 0. (b) Geometry of the circular loop with voltage sources where
the ’th source with voltage placed at = .

Figure 4.20 (a) shows the geometry of a circular loop with wire radius a and loop radius b

which satisfies the thin-wire approximation (

>

≪

geometry of a loop with multiple loads placed at
associated Thevenin equivalent voltage

>

,

=

≪ ). Figure 4.20 (b) illustrates the
for

= 1, … ,

. Each load has an

and impedance ô . The derivation of the total current

will follow that of [187] but will employ standard matrix notation instead of Einstein summation
notation, making the formulation much easier to implement in MATLAB [54]. Note that a tilde
will be used to differentiate quantities which include the effect of impedance loads. The total current
is given by:
E

ð

î ( ) = T » T ñ_ö 5 M_Pï±ï Q ¾ Y

If the current at each port î(

calculate î(

U= _U±ð

− ô î(

)Z

) is known, the total current at any location can be computed. To

), a matrix equation will be obtained by first considering î(
îP

«Q

(4-42)

E

ð

= T » T ñ_ö 5 M_Pï
U= _U±ð

±ï Q

¾Y

− ô î(

)Z

«)

for p= 1, … ,

:

(4-43)

To formulate the matrix equation, will be defined as an
! is the

1 current vector where î = îP

1 voltage vector with components equal to the voltage at each port
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! be an
. Let "

Q and

admittance matrix with components:
! be an
Also, let #

ñ« = ñ_ö 5 M_Pï

±ï Q

(4-44)

impedance matrix whose off-diagonal components are zero and diagonal

components given by the impedance at port ô

! to the
= ô . Finally, we define $

identity

matrix. Using these definitions, (4-43) can be formulated as a matrix equation in terms of the
unknown :

!+"
!#
!Q = "
!!
P$

(4-45)

The current vector can then be calculated as:

! +"
!#
! Q±= "
!! = Œ
! ±= "
!!
= P$

(4-46)

! is defined as $
!+"
!#
! . Finally, the current at any point given by (4)
where the auxiliary matrix Œ
can be written in matrix notation as:
! is a 1
where %

!(! − #
! )=%
!(! − #
!Œ
! ±= "
! !)
î( ) = %

(4-47)

row vector whose components are:
ð

4 = T ñ_ö 5 M_Pï±ï
_U±ð

Q

(4-48)

! = !−#
!Œ
! ±= "
! ! , then we obtain:
If we define &

!
!&
î( ) = %

(4-49)

ö
Since the far-field quantities are expressed in terms of the modal current components î_
, it is

necessary to derive the corresponding components for the loaded case represented by î_ . Expressed
in terms of these modal contributions, the current when considering impedance loads is given by:
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ð

î ( ) = T î_ 5 M_ï

(4-50)

_U±ð

! using (10), we arrive at:
Setting (4-49) equal to (4-50) and expressing each component of %
ð

T î_ 5

_U±ð

M_ï

Multiplying both sides by
ð

1
T î_
2&
_U±ð

ü
±ü

ð

=» T

_U±ð

5

M_(ï±ï' )

⋯

ð

!
T ñ_ö 5 M_(ï±ï() ¾ &

_U±ð

(4-51)

and integrating from – & to & we obtain:

= ±M”ï
5
>ü

5 ±M”ï 5M_ï ° =

ñ_ö

ü

ð

1
» T ñ_ö
2&
_U±ð

±ü

5 ±M”ï 5M_(ï±ï' )

⋯

ð

T ñ_ö

_U±ð

ü

±ü

!
5 ±M”ï 5M_(ï±ï( ) ¾ &

(4-52)

Using the orthogonality of the complex exponential functions we arrive at our final expression for
î_ :

!
⋯ 5 ±M_ï( º&

î_ = ñ_ö ¹5 ±M_ï'

(4-53)

In this case the current may no longer by symmetric and î_ and î±_ may not be the same. Hence,
the far-zone fields may be expressed as:
ð

|Ÿ 5 ±M[ ’ cot $
ìÊ = −
T
2#
ìï = −

|Ÿ 5

±M[ ’

2#

%Ï

_U=
ð

T

_UŸ

_

_
_

Yî_ 5 M_ï − î±_ 5 ±M_ï Z÷_ (d)

ö (d)
Yî_ 5 M_ï + î±_ 5 ±M_ï Z÷_

(4-54)

The radiated power can be found by integrating the fields given in (4-54), resulting in:

ð

a’ (%Ï ) =

>
> 1
(%Ï ) = T _ lSñ_ S + Sñ±_ S m Õ
2
_UŸ

where

(«)
_” (

|Ÿ &%Ï>
| Ÿ |> (%Ï )
2

1
(=)
(% ) +
_±= _±= Ï
2

(=)
(% ) −
_ =_ = Ï

>

%Ï>

(=)
__ (%Ï )×

(4-55)

) are the Q-type integrals defined in [153] and ñ_ = î_ / Ÿ . The radiation intensity

at ($, ) is given in terms of normalized far-zone electric fields ìÊŸ = #5 M[ ’ ìÊ , ìïŸ = #5 M[ ’ ìï ,
as:

!($, ) =
where, from (4-54):
>
SìÊŸ S

ð

>
SìïŸ S

=

|

> > >
Ÿ | |Ÿ %Ï

4

1
>
>
SìÊŸ S + SìïŸ S
2|Ÿ
ð

| Ÿ |> |Ÿ> cot > $
=
T
4

(4-56)

(−1)” _ ” ñ_ ñ”∗ 5 M(_±”)ï ∙
×
÷_ (%Ï sin $)÷” (%Ï sin $)

T Õ

_U±ð ”U±ð
ð
ð

T
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(−1)” _ ” ñ_ ñ”∗ 5 M(_±”)ï
T Õ ö
×
÷_ (%Ï sin $)÷”ö (%Ï sin $)

(4-57)

_U±ð ”U±ð

The directivity is given by:
! ($, ) =
´

4& !($, )
a’ (%Ï )

(4-58)

where an exact expression can be obtained by substituting (4-55)-(4-57) into (4-58). In order to
calculate the gain, the loss resistance and input radiation resistance must be determined. The loss
resistance is expressed as:
Å••

Re(ô• ) 1
>
Sî S 2&

=

J”

>ü
Ÿ

>

Sî ( )S °

(4-59)

This can be expressed in a more convenient form using the modal admittances:
Å••

>

ð

= Re(ô• ) SôJ” S T

_UŸ

>
_ lSñ_ S

>

+ Sñ±_ S m

(4-60)

The input radiation resistance is given by:
’‘•,J”

=

2a’ (%Ï )
>

SîJ” S

=

>

2a’ (%Ï )SôJ” S
| Ÿ |>

(4-61)

Substituting (4-55) into (4-61) results in:
’‘•,J”

>

= %Ï> &|Ÿ SôJ” S

(%Ï )

(4-62)

Finally, the gain may be obtained from:
! ($, ) =
($, ) = 5 ö ´

’‘•,J”

’‘•,J”

+

Å••

! ($, )
´

(4-63)
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Note that these expressions are different from those of (4-19) through (4-41), mostly due to the
change in summation indices.

4.2.2.3: Coupling between nanoloops
The near-zone electric fields given in (4-28) can be used to compute the coupling between
loops through the induced EMF method [2].

Figure 4.21: Geometry of the active loop and passive loop . Loop is centered at ( Ÿ , Ÿ , !Ÿ ). The loop
represented by a dashed line is the projection of the passive loop onto the xy-plane. The vector (#̂ , $+, + )
points from the center of loop to a point on the circumference of loop while (#̂Ÿ , $+Ÿ , + Ÿ ) points from
center to center.

The geometry to be considered when computing the mutual coupling is shown in Figure 4.21. The

unprimed coordinate system ( , , !) is defined with origin at the center of loop while the primed

coordinate system ( ′, ′, !′) is defined with origin at the center of loop . The dimensions for each
individual loop are indicated in Figure 4.19, where for loop the radius of the wire and loop are
and

J

J

respectively. The vector denoted by (#̂ , $+, + ) is directed from the center of loop to a point

on loop

while (#̂Ÿ , $+Ÿ , +Ÿ ) points from center to center. The vector defined by (Ô,, &/2, + ) is

directed from the center of loop to a point on loop projected onto the xy-plane, as depicted by
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the dashed lines in Figure 4.21. Similarly, the vector (Ô,Ÿ , &/2, +Ÿ ) points from the center of loop

to the center of the projected loop . The induced EMF method can be used to compute the induced

current at the angle Φö on the passive loop with index due to an active loop with index , as
represented by:
îM

(Φö )

=

JM

ð

ö
cosP](Φö −
.T ñ«,M
«UŸ

/

ö )Q

(4-64)

ö
is the pth modal admittance for loop and, for convenience, we have explicitly separated
where ñ«,M

the term proportional to the induced voltage
JM

≡

M

JM

>ü
Ÿ

as:
111⃗
ì0 ⋅ ŵ °

ö

(4-65)

where 111⃗
ì0 is the near-zone field of loop and ŵ is the tangential vector in the coordinate system of
loop j. A full derivation of the following result can be found in [181]. The final result for the
induced current is given by:
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|Ÿ %Ÿ>
4

J M

cosP](Φö −

ð

ð

%Ÿ>
2

1
sin $)_±= Õ sin($) sin(
#

) (− sin

ö

+ cos

ö)

%Ÿ>

) (− sin

ö

+ cos

ö)

•_”,J

«UŸ

ö )Q (#

_

T

′ T
T ñ«,M

_U= ”U=
_±”U>[
[UŸ,=,…

+

!
cos($) sin(
#Ô

1
+ cos($) cos(
Ô

where $ = cos±=

Ú
’

and

) ( sin

ö

J

_±=

+ cos

ö)

ë_”« ( Φ′ )

¤
•_”,J

> £
J •_”,J

(>)
(>)
ℎ_ = (%Ÿ )
ℎ_ (%Ÿ )
¢
− •_”,J
(%Ÿ )_ =
(%Ÿ )_

(4-66)

(>)
(>)
ℎ_ (%Ÿ )
ℎ_±= (%Ÿ )
£
− •_”,J
(%Ÿ )_
(%Ÿ )_±=

(>)
(>)
ℎ_ (%Ÿ )
ℎ_±= (%Ÿ )
>
×°
− •_”,J
(%Ÿ )_
(%Ÿ )_±=

ö

= tan±= ¨ and where it is noted that numerical integration is required to
©

evaluate the terms ë_”« (Φö ). The summation over

and

in the integrand of this expression

corresponds to the induced voltage at the terminals of antenna due to radiation from antenna .
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The modified notation •_”,J is used to refer to the •_” coefficients for antenna . In contrast, the
ö
summation over ] involves the modal admittances for antenna given by ñ«,M
. The self-admittance

of loop is given by:
ð

ö
ñJJ = T ñ«,J
«UŸ

The mutual admittance ñMJ can be found by applying a voltage source
0 and shorting loop :

Finally, for an array of

ñMJ =

(4-67)
J

to loop placed at Φ =

îM (Φö = 0)
J

(4-68)

loops, the current at the input terminals of loop is given by:
@

îM = T ñMJ
MU=

J

(4-69)

Using a numerical suite such as MATLAB, the modal admittances can be easily determined. Then
the induced current can be computed by performing the numerical integration required to evaluate
(4-64)-(4-65).

However, one of the drawbacks associated with this pseudo-analytical

representation is that it doesn’t provide any physical insight into the behavior of the problem.
Furthermore, to compute the numerical integral accurately a sophisticated routine such as global
adaptive quadrature is required. Therefore, an analytical representation is desired. When using the
near-zone fields, the resulting integral in (12) is extremely complex and an analytic representation
for the general form has not been found. Therefore, the far-zone polar and azimuthal field
expressions of (4-29) will be employed along with a number of asymptotic approximations
including an approximation of the near-zone radial component. It was found experimentally that
the radial component of the electric field has a surprisingly large contribution to the induced current,
even when the loop is relatively far away. By employing a series of approximations in which we
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assume that the passive loop is sufficiently far away from the active loop, the contribution of the
radial electric field component can be evaluated analytically.

To this end, the following

approximations were made:
≈#≈4

#Ÿ

#Ÿ 1 +

M ÔŸ
cos(
#Ÿ>

Ÿ

−

for amplitude terms

ö)

for phase terms

$ ≈ $Ÿ

≈

(4-70)
Ÿ

In addition, the large argument asymptotic limit of the spherical Hankel function of the second kind
is employed:
(>)
lim ℎ_ ( ) =

¨→ð

_ =

5 ±M¨

(4-71)

This approximation is valid when the loops are adequately separated since the argument under
consideration is %Ÿ , which in the RF or optical regime would be extremely large. The primary
difficulty in calculating a closed-form analytical expression is that the two parameters # and Ô

depend on the variable of integration

ö

. Several assumptions need to be made to reduce the

complexity of the integral such that it becomes tractable. If the two loops are sufficiently far apart,
the following far-zone approximations hold:
ÔŸ
Ô ≈4
ÔŸ 1 +

# ≈

⎧# = ÖÔ> + ! >
Ÿ
Ÿ
⎪Ÿ

M

ÔŸ

cos(

⎨ ÖÔ> + ! > 1 + M ÔŸ cos(
Ÿ
Ÿ
⎪
#Ÿ>
⎩

Ÿ

−

for amplitude terms
ö)

(4-72)

for phase terms

(4-73)

for amplitude terms
Ÿ

−

ö)

for phase terms

Another major complication with the integration of lies in the fact that

ö

depends on

two loops are not stacked or nearly on top of each other, the approximation

=

Ÿ

. When the

can also be

employed. The stacked loop case will be discussed shortly. It will be shown that these assumptions
hold remarkably well even when the loops are relatively closely spaced.

The far-zone
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representations of the polar and azimuthal fields, the near-zone representation of the radial field
and the assumptions of equations (4-72)-(4-73) can be substituted into (4-64)-(4-65) to yield closedform analytical expressions. Full details can be found in [181]. If we define ´J =

[ Ï; :
’

[ Ï9 :
’

and ´M =

, the final induced current due to the contribution of all three spherical components is given

by:
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⎬
⎪
⎪
⎭

For the stacked loop case, a popular configuration found in Yagi-Uda arrays [189], the critical
observation is that the angle
integration

ö

in unprimed coordinates is exactly the same as the variable of

in primed coordinates. After a series of mathematical manipulations, it can be shown

that the induced current in this case can be expressed in a particularly simple form:
îM (Φö ) = −

where # = Ö#Ÿ> +

>
M

|Ÿ %Ÿ J M & ±M[
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ð

⋅ »T
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which is independent of
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÷Ÿ -

J M

#

®¾

(4-75)

in the stacked case. While these expressions

appear daunting, the computation of the Bessel functions in a numerical suite such as MATLAB is
extremely efficient . Note that this expression is a summation of sinusoids and cosinusoids, similar
to the decomposition originally assumed in (1). Therefore, the resulting far-field can be computed
using the expressions in (4-29) and array factor theory [133]. In general, for
loop located at (

Ÿ,J , Ÿ,J , !Ÿ,J ),
@

the total electric field can be computed as:

ì($, ) = T ìJ ($, )5 M[
JU=

loops with the ith

²¨ ,9 <=> Ê ?@<

© ,9 <=> Ê <=>

¨ ,9 ?@< Ê³

where ìJ ($, ) is the radiated electric field from the ith loop given explicitly in (7).

(4-76)
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4.2.3: Validation

4.2.3.1: Single closed nanoloop
The analytical results were compared to the results from two full-wave frequency-domain
tools: a) the IE solver of Altair Engineering’s FEKO [25]; and b) the Finite Element Method (FEM)
solver of CST Microwave Studio [24]. In the computational model for these full-wave solvers, a
voltage gap of negligible capacitance was applied as the excitation. Material properties were
considered by inserting a table of refractive indices for FEKO and CST, and when appropriate,
proper symmetry planes were assigned to speed up the full-wave simulations of the commercial
software packages. The expression for input impedance was implemented in MATLAB R2014a
using (3)-(6), where the integrals involving Bessel and Lommel-Weber functions were evaluated
using exact series representations as discussed in Appendices A and B of [37]. A comparison of
the computational resources needed for each of the simulation methods considered is provided in
TABLE 4.7. The tests were run on a Dual Intel Xeon Processor with 10 cores. FEKO was run in
parallel utilizing all 10 cores, while the other simulation methods only used a single core. As can
be seen, the full-wave simulation methods take more than 2 hours to complete, while the analytical
solution in MATLAB only takes 20 seconds. There is also a significant savings in peak memory
usage; the full-wave solvers require 2-16 GB and the analytical solution only needs 16.7 MB. The
computational resources required to perform the full-wave simulations make experimentation with
different nanoantenna geometries and material compositions over a wide frequency range
intractable. While the full-wave solvers enable simulation of arbitrary geometries, the closed-form
expressions derived here allow for extremely rapid simulation of nanoloops and, furthermore, they
provide insight into the radiation mechanisms of these structures. For example, by examining the
complex coefficients for each term in the summations of equation (28), the individual modal
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contributions to the theta and phi components of the far-zone electric field can be isolated and
analyzed.
TABLE 4.7: COMPARISON OF REQUIRED COMPUTATIONAL RESOURCES FOR CLOSED NANOLOOP.
Method
Time
Memory
MATLAB
20 seconds
16.7 MB
FEKO
2.1 hours
1.93 GB
CST
2.4 hours
15.9 GB
Figure 4.22 shows a comparison of the directivity vs. %Ï at three different far field angles between
the simulation tools for a loop with (a) 2& = 600

and Ω = 12 and (b) 2& = 3000

and

Ω = 12. Similarly, Figure 4.23 shows a comparison of the efficiency vs. %Ï . For the smaller loop,

the results are plotted over the range %Ï ∈ ¹0,0.5º since the efficiency falls off dramatically after
this range; the larger loop results are plotted over the range %Ï ∈ ¹0,2.5º for the same reason. CST

results are not available for the extremely low frequencies because it would require an extremely
large air box for accurate radiation parameters. As can be seen, the results are nearly identical
between the three methods of simulation.

Figure 4.22: Comparison of directivity versus %Ï at three different far field angles between the simulation
tools for a loop with (a) 2& = 600
and Ω = 12 and (b) 2& = 3000
and Ω = 12.
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Figure 4.23: Comparison of efficiency versus %Ï between the simulation tools for a loop with (a) 2& =
600
and Ω = 12 and (b) 2& = 3000
and Ω = 12.

As can be seen, with both loops there is a frequency range over which the directivity at the angle
($ = 90,

= 180) is extremely large; it will be shown that the larger loop actually exhibits

superdirectivity [191]. This interesting finding was discovered through a large-scale parametric
study enabled by the fast function evaluations the theory provides. Unfortunately, the smaller loop
has extremely poor radiation efficiencies less than 0.06%. The larger loop is slightly better but
cannot exceed a radiation efficiency of 5.3%. It will be shown later that increasing the thickness

of the loop (i.e. decreasing the value of Ω) significantly increases the efficiency and pushes the
range of high directivity to higher frequencies. Next, FEKO was used to generate 3D directivity

plots for the 3000 nm loop antenna with %Ï = 0.01, 0.5, 1.1 and 2.5 (similar radiation patterns were

observed for the 600 nm loop). These results are shown for a gold loop when using FEKO in Figure
4.24 (left) and using MATLAB (middle); the results are nearly identical. The same results are
shown for a PEC loop for comparison in Figure 4.24 (right). A PEC loop for %Ï = 0.01 exhibits a

far-field pattern which is similar to that of a magnetic dipole, omnidirectional in the plane of the
loop with nulls in the normal directions. However, the nanoloop for %Ï = 0.01 exhibits a directive

pattern with a peak of 6 dBi. The losses in the gold cause the azimuthal symmetry of the current
distribution to be broken, resulting in constructive interference for the case where (θ, φ) = (90°,
0°). For the PEC case, as frequency increases, the peak directivity shifts to the normal direction
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(θ, φ) = (0°, 180°) at around %Ï = 1.1. This behavior can also be seen in the nanoloop, but it occurs

instead around %Ï = 0.5. However, at around %Ï = 0.85 the peak then shifts to (θ, φ) = (90°, 180°)

with the maximum directivity of 7.5 dBi occurring at %Ï = 1.1. This is again due to the attenuation
of the currents, where at this frequency the moderate losses lead to extremely strong constructive

interference. Finally, at around %Ï = 2.5, the pattern again becomes omnidirectional in the xz-plane.
In this regime, only the part of the nanoloop close to the source is radiating, and thus a radiation
pattern resembling a nanodipole appears. This is in stark contrast to the behavior of PEC loops,
where the far field pattern starts to exhibit multiple lobes at around %Ï = 2.0. As %Ï is increased

above this for a PEC loop, the far field pattern becomes increasingly more complex, with the
number of lobes increasing for %Ï = 2.5. It is important to note that these trends with respect to %Ï

apply for any circumference in the PEC case but not for the nanoloop. The behavior of the nanoloop
is heavily dependent on the circumference and constituent material properties.

Figure 4.24: Directivity corresponding to a 3000 nm loop at %Ï values of (a) 0.01, (b) 0.5, (c) 1.1 and (d)
2.5 for a gold loop in (left) FEKO and (middle) MATLAB and a (right) PEC loop. © 2015 IEEE

4.2.3.2: Impedance-loaded nanoloop
Now the analytical results for the impedance-loaded loop will be validated. In order to
validate the derivations, the analytical solutions were implemented in MATLAB and compared to
the full-wave solver FEKO. Efficiency tests were performed on a Dual Intel Xeon Processor with
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10 cores. FEKO was run in parallel mode utilizing all 10 cores, while the MATLAB code used only
a single core. As a simple example, a 3000 nm circumference nanoloop comprised of gold with
Ω = 8 was evaluated at 51 frequency points in the range %Ï ∈ ¹0.1,2.5º. A capacitive load placed
at

x

= 180° was modeled in MATLAB as a lumped impedance and in FEKO as a dielectric slab

using the approach described in [163]. TABLE 4.8 provides a summary of the computational
resources required for each method.
TABLE 4.8: COMPARISON OF REQUIRED COMPUTATIONAL RESOURCES FOR IMPEDANCE-LOADED
NANOLOOP.

Method
Analytical
Full-wave

Time
42 seconds
1.26 hours

Memory
26 MB
1.83 GB

As can be seen, the full-wave simulation method took more than an hour to complete, while the
analytical method performed in MATLAB took approximately 42 seconds. Note that if FEKO were
run in serial mode (i.e. using only one core), the solution time would be more than 12 hours. The
long simulation times required by FEKO make large parameter sweeps and optimizations
intractable while, on the other hand, the extremely rapid evaluations in MATLAB enable such
studies to be performed for the first time. There is also a savings in memory usage. FEKO requires
1.8 GB while the MATLAB code only requires 26 MB of memory. In summary, the analytical
method is over 100x faster while only requiring 1.5% of the memory. To simplify discussion of
the results for PEC loops, unit-less parameters #, *A , and *e for the resistance, capacitance and
inductance, respectively, will be used to describe a load impedance [187]:
ôx ≡ |Ÿ à# + -%Ï *e −

1
®á
%Ï *A

(4-77)

Figure 4.25 shows a comparison between the theory and the results from FEKO for the magnitude

of the current at the voltage source corresponding to a thin-wire PEC loop with Ω = 12 at the first

resonance %Ï = 1.06. Figure 4.25 (a) shows the results for the unloaded loop, while results for a

loaded loop with a load placed at

= 45° are shown for (b) # = 1, (c) *e = 1 and (d) *A = 1. As
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can be seen, there is excellent agreement between the theory and FEKO. Figure 4.26 shows a
comparison of the directivity versus

where $ = 90° for these same cases; again, the agreement

is excellent. Note that a thin-wire approximation is employed in FEKO to model the PEC loop
antenna for which a load with an explicitly defined complex impedance can be specified.

Figure 4.25: Comparison between the theory and FEKO for the magnitude of the current on (a) an unloaded
PEC loop and a loaded PEC loop with (b) # = 1, (c) *e = 1 and (d) *A = 1.

Figure 4.26: Comparison between the theory and FEKO for the directivity corresponding to (a) an unloaded
PEC loop and a loaded PEC loop with (b) # = 1, (c) *e = 1 and (d) *A = 1.

Next, similar comparisons will be performed for a gold nanoloop. In this case most commercial
solvers do not support the use of a thin-wire model nor can a lumped load be explicitly defined. In

order to model a lumped capacitance and inductance, slabs with the material properties 5q ’ s \

0 and 5q ’ s < 0 respectively, can be utilized. To model a lumped resistance, a material with either

\ 0 or î q ’ s \ 0 can be used. In order to validate the derived expressions, slabs with the

material properties

’

= 12,

’

= −12 and

= 1 are used to model a lumped capacitance,

inductance and resistance, respectively. While these materials may not be feasible in practice, they
are useful for validation purposes. In the analytical code the lumped impedances are calculated by:

ôx = −

ù

°

Ÿ ’&

°
ôx =
&

>
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for reactive load
(4-78)
for resistive load
B
k
£¤Ÿ

where the thickness ° is given by 2& i

for a slab of angular width . Moreover, a lossy

dielectric can be modeled by a capacitance and conductance in parallel [192]. We note that FEKO
cannot handle materials with a negative permittivity, so Ansys HFSS will be used for these
comparisons. It has been found from experience that a thin slab of

= 2° provides a good

approximation to a lumped impedance. Thicker loops (i.e. smaller Ω) tend to work better as the

effect of fringing in this case can be ignored [192]. The example considered for validation will be
a gold loop with circumference 3000 nm and Ω = 8 having identical lumped impedances placed at
= 90° and

= 270°. The results will be plotted in terms of %Ï over the range ¹0.1,1º. Figure

4.27 shows a comparison between the theory and HFSS for the magnitude of the current at the
voltage source for an unloaded loop in (a) as well as a loop loaded with a capacitance, inductance
and resistance in (b), (c) and (d) respectively. As can be seen, the results are nearly identical. The
capacitive and inductive loads have the most noticeable effect for lower frequencies, as expected
from the analytical expressions. Interestingly, the capacitive loads induce a large current around
%Ï = 0.2, while the inductive load suppresses the current around this frequency. In the case of a

resistive load, however, a large current is induced around %Ï = 0.5. Figure 4.28 shows a
comparison between the theory and HFSS for the directivity at four angles of interest for the
unloaded loop in (a), as well as the loop loaded with a capacitance, inductance and resistance in
(b), (c) and (d) respectively. The unloaded case has a nearly omnidirectional pattern in the xy-plane

at %Ï = 0.1. As %Ï increases to 1, the pattern gradually becomes nearly omnidirectional in the xz-

plane. The capacitively loaded loop exhibits a bidirectional pattern along ($, ) = (90°, 0°) and

($, ) = (90°, 180°) at %Ï = 0.1. The pattern is nearly omnidirectional in the xy-plane with
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extremely deep nulls in the broadside direction at %Ï = 0.2, the same frequency where the current
exhibits a peak. Above this frequency, the capacitively loaded loop behaves similarly to the
unloaded case. In contrast, the inductively loaded loop is never omnidirectional in the xy-plane.

The loop with the resistive load has extremely sharp nulls in the broadside directions at %Ï = 0.6,

the same frequency where the current exhibits a peak. Interestingly, the pattern is nearly
unidirectional with a large directivity along ($, ) = (90°, 0°) at around %Ï = 0.7.

Figure 4.27: Comparison between the theory and HFSS for the magnitude of the current on (a) an unloaded
gold loop and a loaded gold loop with (b) ’ = 12, (c) ’ = −12 and (d) = 1.

Figure 4.28: Comparison between the theory and HFSS for the directivity corresponding to (a) an unloaded
gold loop and a loaded gold loop with (b) ’ = 12, (c) ’ = −12 and (d) = 1.

4.2.3.3: Coupling between nanoloops
Now that the radiation parameters of the isolated loop have been validated, the pseudoanalytical and fully analytical expressions for coupling will now be validated using FEKO [25]. It
is computationally advantageous to use an integral equation (IE) tool such as FEKO compared to
a differential equation (DE) tool such as CST [24] for loops which are separated by a large distance
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because IE tools only need to mesh the surfaces of the loops with triangles while DE tools would
need to mesh a large air box with tetrahedral. Therefore, FEKO will be used for comparison
purposes. The validation of the analytical coupling expressions will be carried out by considering
the coupling between two PEC loops with Φö = 0 under a variety of geometrical configurations.

The loop (

=

=

>

= ) and wire radii (

measure [19] Ω = 2 ln i

>üÏ
k
‘

=

=

>

= ) will be chosen such that the thickness

is equal to 12. The results will be plotted in terms of %Ï = 2& / ,

such that the resulting curves universally apply to PEC loops of any radius . To test the validity
of these expressions in the optical regime, gold nanoloops with circumferences of 600 and 3000
nm will be considered. It has been found from numerical experimentation that the analytical
expressions match FEKO well when #Ÿ \ 4 for the PEC case. For gold, there is good agreement

when #Ÿ \ 10

for a 600 nm circumference nanoloop and when #Ÿ \ 7

circumference nanoloop. When $Ÿ < 10° the stacked loop approximation
well; otherwise, the more general approximation

=

Ÿ

for a 3000 nm

=

ö

holds fairly

should be used. Note that these rules of

thumb were derived over the range %Ï ∈ ¹0.01,2.5º for the 3000 nm circumference gold loop and

%Ï ∈ ¹0.01,0.5º for the 600 nm circumference gold loop. Above these frequencies the extinction
coefficient of gold is greater than 8 and the loops are extremely lossy, resulting in very little
coupling between elements. For the PEC case, very good agreement was observed over the range

%Ï ∈ ¹0.01,5.0º, above which the thin-wire assumption no longer holds. The analytical expressions
given in (24), (25) and (27) were implemented in MATLAB and comparisons were made with the
exact numerical integration of equation (12) and the full-wave integral equation solver FEKO. The
tests were run on a Dual Intel Xeon Processor with 10 cores. FEKO was run in parallel mode
utilizing all 10 cores, while the other simulation methods used only a single core. TABLE 4.9
provides a summary of the computational resources required for each method. As can be seen, the
full-wave simulation method took almost six hours to complete. The pseudo-analytical method took
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33 seconds, and the fully-analytical solution required 11 seconds. For the stacked configuration,
the simplified expression required only 0.1 seconds to evaluate. There is also a savings in peak
memory usage. The full-wave solver requires 8.2 GB of memory. In MATLAB, the numerical
integration based solution requires 14 MB while the analytical solutions require 7 MB and 2 MB
for the general and stacked cases, respectively.
TABLE 4.9: COMPARISON OF REQUIRED COMPUTATIONAL RESOURCES FOR TWO NANOLOOPS.
Method
Time
Memory
Full-wave
5.9 hours
8.2 GB
Pseudo-analytical
33 seconds
34 MB
Analytical (general)
11 seconds
20 MB
Analytical (stacked)
0.1 seconds
2 MB
A series of comparisons for various PEC loop configurations is presented in Figure 4.29, while a
comparison for the special case of the stacked configuration given in (34) is shown in Figure 4.30.
The pseudo-analytical expression agrees very well with FEKO for all cases, while the fullyanalytical representation starts to deviate a bit when the inter-loop spacing is reduced to 4 .

Figure 4.29: Comparison between FEKO, pseudo-analytical expression with numerical integration
performed in MATLAB, and the fully-analytical expressions evaluated in MATLAB for (a) (#Ÿ , $Ÿ , Ÿ ) =
(14 , 30°, 20°), (b) (#Ÿ , $Ÿ , Ÿ ) = (7 , 90°, 0°) and (c) (#Ÿ , $Ÿ , Ÿ ) = (4 , 80°, 80°). There is extremely
good agreement between the different methods until #Ÿ approaches 4 . © 2015 IEEE
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Figure 4.30: Comparison between FEKO, pseudo-analytical expression with numerical integration
performed in MATLAB, and the fully-analytical expressions evaluated in MATLAB for the stacked
configuration with (a) #Ÿ = 14 , (b) #Ÿ = 7 and (c) #Ÿ = 4 . The magnitude of the first peak for the
analytical solution is not as accurate for #Ÿ = 4 . © 2015 IEEE

Next the analytical expressions will be tested on a gold nanoloop. For the PEC case, the maximum
value of %Ï =

>üÏ
É

considered was 2.5 and universal curves for any circumference and frequency

were plotted. However, due to dispersion the antenna parameters of a gold nanoloop depend
explicitly on both the loop circumference and frequency. For a gold nanoloop of circumference

600 nm, a maximum %Ï of 0.5 (250 THz) will be considered. Above this frequency the 600 nm
loop has a radiation efficiency of less than 0.01% [37]. A larger gold nanoloop of circumference

3000 nm with a maximum %Ï of 2.5 (250 THz) will also be considered. Figure 4.31 shows good
agreement between the three methods considered for the case of (a) 600 nm nanoloops with
(#Ÿ , $Ÿ ,

Ÿ)

= (7 , 90°, 90°) and (b) 3000 nm nanoloops with (#Ÿ , $Ÿ ,

Ÿ)

= (7 , 90°, 0°).

Figure 4.31: Comparison between FEKO, pseudo-analytical expression with numerical integration
performed in MATLAB, and the fully-analytical expressions evaluated in MATLAB for (a) a gold nanoloop
with circumference 600 nm where (#Ÿ , $Ÿ , Ÿ ) = (7 , 90°, 90°) and (b) a gold nanoloop with circumference
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3000 nm where (#Ÿ , $Ÿ , Ÿ ) = (7 , 90°, 0°). For both cases the agreement between all three methods is
reasonably good. © 2015 IEEE

Figure 4.32: (a) Photograph of experimental setup for 1>= measurements. Comparison of pseudo-analytical,
full-wave (with and without coax) and measured 1>= for copper loops separated by a distance of (b) 4 , (c)
8 and (d) 12 . © 2015 IEEE

In order to validate these expressions further, two copper loops designed to operate at 2 GHz and
fed by coaxial cables were constructed. As shown in Figure 4.32 (a), a network analyzer was used

to measure the 1>= over a frequency range of 1.25-3 GHz as the inter-loop separation was varied.
Two full-wave FEKO models were created: one which includes the coaxial cable used in the
measurements and one with an ideal voltage source. The analytical theory developed in this paper
applies for an ideal voltage source and does not include any additional effects due to the presence
of the coaxial cables. A comparison between the measured results, the two full-wave FEKO
simulations and the pseudo-analytical model is shown in Figure 4.32 for inter-loop separations of

(b) 2 , (c) 6 and (d) 10 . As can be seen, there is excellent agreement between the measured
results and the full-wave results with a coax cable. In addition, there is excellent agreement
between the full-wave and analytical results with a voltage source.

Figure 4.33: Comparison of analytical and full-wave directivity. © 2015 IEEE
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A large number of useful parameters can be calculated once the mutual admittance matrix is
computed, including directivity patterns, direction-of-arrival estimation competence and MIMO
system capacity [193]. To showcase the practical impact of these analytical expressions, the

directivity of two PEC loops with thickness factor Ω = 12 in a stacked Yagi-Uda configuration
will be considered. The passive element is placed a distance 0.5 at %Ï = 1 below the active

element and has a radius 1.1 times larger than that of the active element. Figure 4.33 shows a

comparison of the full-wave and analytical directivity versus %Ï for both the single loop and the
Yagi-Uda array. As can be seen, the results are nearly identical. In addition, the full-wave
simulation took 19 minutes to run with the thin-wire method of moments formulation while the
analytical MATLAB code took only 89 seconds. Note that the directivity reaches the superdirective
limit (6 dBi for a two-element array [194]) at a value of around %Ï = 1.37.

4.2.4: Multi-objective Optimizations
Over the past century, there has been an increasing desire to miniaturize antennas while
maintaining high performance, particularly for wireless communications applications [195]. A
seminal work by Wheeler [196] defines an electrically small antenna (ESA) as one that fits within
a volume smaller than a sphere defined by %Ï =

>üÏ
É

< 1 where

is the radius of the sphere and

is the wavelength of operation. The section describes the limitations of ESAs, including a low
radiation resistance, increased loss and extremely narrow bandwidths. Wireless communications
often requires antennas that are extremely directive, which has led to increasing interest in
superdirectivity [195]. This concept can qualitatively be described as a significant enhancement in
the directionality of the radiation of an antenna relative to a Hertzian or ideal dipole. The most
well-known superdirective structures are arrays of antennas, each of which is fed with a particular
amplitude and phase [195]. Unfortunately, these designs suffer from extreme sensitivity to
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mechanical and electrical tolerances. These problems are further exacerbated when attempting to
design an electrically small array.

The increased interest in both electrically small and

superdirective antennas are unfortunately at odds with each other. In particular, Chu [197]
theoretically explored the difficulties in achieving high directivity over a broad bandwidth for small
antennas and provided an equation for the superdirective limit. According to these equations, the
limit for superdirectivity approaches a value of zero as %Ï approaches zero. A more suitable

definition of uperdirectivity in the context of electrically small antennas was derived by Geyi [198],
in which the superdirective limit approaches the directivity of a Huygen’s source as %Ï approaches
zero. Using the expressions provided in Section 4.2.1.1, the directivity of gold nanoloops of
circumference 3000 nm are shown in Figure 4.34, along with the superdirective limits as derived

by Chu and Geyi. The directivity shown in red is for a nanoloop with thickness factor Ω =
2 ln i

>üÏ
k
‘

= 12 while the result shown in blue is for a nanoloop with Ω = 8. As can be seen, the

thin loop has a directivity which exceeds both the Chu and Geyi limit. While the thicker loop
exhibits a larger peak directivity, it does not exceed either limit. The efficiency of the thin loop is
under 10% while the thicker loop achieves efficiencies which exceed 95% over the region of high
directivity. Unfortunately, this region is shifted to higher frequencies where the loop is no longer
electrically small. This implies a tradeoff between electrical size, directivity and gain, which makes
the analysis of this problem well-suited for multi-objective optimization. This will be the primary
focus of the multi-objective optimizations performed in this section.
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Figure 4.34: Comparison of the directivity of gold nanoloops with the superdirectivity limits. © 2015 IEEE

A series of MOO studies will now be performed to study the inherent trade-offs in a closed
loop, then the effects of impedance loading on these trade-offs will be studied. The locations and
capacitances of lumped impedance loads will be optimized, along with the radius of the loop

and

the thickness measure Ω in the frequency range dictated by %Ï ∈ ¹0.1, 1º for directivity and %Ï ∈
¹0.1, 3º for gain. The parameters will be constrained as follows:

¹8,12º,

x

∈ ¹47.7

, 636

º, Ω ∈

∈ ¹0°, 360°º, α ∈ ¹0°, 200°º. The load can be placed anywhere around the loop, and the

angular width of the silicon slab is allowed to vary over a large range. Note that the angular width
is simply used to calculate the capacitance of a lumped load placed at

x

implement such a load in practice the angular width can be scaled down and
same factor.

based on (24); to
’

scaled up by the
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Figure 4.35: Pareto fronts of an unloaded gold nanoloop and a gold nanoloop loaded with one or two
capacitors. The objectives are minimizing %Ï and maximizing directivity along (a) ($, ) = (90°, 0°), (b)
($, ) = (90°, 90°), (c) ($, ) = (90°, 180°) and (d) ($, ) = (90°, 270°). © 2015 IEEE

Figure 4.35 shows the Pareto fronts for the unloaded loop along with the loop loaded with 1 or 2
capacitors for far-field angles of (a) ($, ) = (90°, 0°), (b) ($, ) = (90°, 90°), (c) ($, ) =

(90°, 180°) and (d) ($, ) = (90°, 270°). These will be studied one at a time. Figure 4.35 (a)
shows that for the far-field angle of ($, ) = (90°, 0°), the unloaded case cannot exceed the Geyi

limit. Adding one capacitor greatly improves the directivity. While superdirectivity cannot quite be
achieved at %Ï = 0.1, it can be surpassed above this frequency. Adding two capacitors, however,

allows the additional design freedom to exceed the Geyi limit over the entire frequency range of
interest. It is instructive to examine the set of %Ï = 0.1 solutions in more detail.

TABLE 4.10: RESULTS OF NANOLOOP OPTIMIZATION FOR MAXIMIZING DIRECTIVITY ALONG
Number of Loads

($, ) = (90°, 0°).

(nm)

0

D

(deg)

(deg)

506

11.5

406

11.8

180

0.131

72.5

8.8

60

10.65

(deg)

(deg)

300

10.65

1
2

As shown in TABLE 4.10, the optimized solution for the unloaded case and the case with one load

is an extremely thin nanoloop (Ω \ 11) with a loop radius of about 400-500 nm. However, the

optimized solution for the case of two loads is a thick nanoloop with a loop radius of 72.5 nm. The
optimized current magnitudes are shown in Figure 4.36 (a). As expected, for maximum radiation

along ($, ) = (90°, 0°), the currents are symmetric in all cases. Figure 4.36 (b), (c) and (d) shows
the magnitudes of the modal currents for the optimized solutions with no loads, one load and two
loads respectively. Both the unloaded solution and the single load solution have modal current
magnitudes which decrease as the mode index increases. However, the solution with two loads
shows a large contribution from the 2nd mode. This is impossible to achieve at this frequency with
only a single load without breaking the symmetry of the current distribution.
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Figure 4.36: Optimized results for maximum directivity along ($, ) = (90°, 0°) at %Ï = 0.1. (a) Current
distributions for the optimized unloaded and loaded gold nanoloops. (b), (c) and (d) show the modal current
magnitudes for the unloaded, loaded with one capacitor and loaded with two capacitor cases, respectively. ©
2015 IEEE

Figure 4.37: Comparison of a loaded and unloaded gold nanoloop optimized for maximum directivity along
($, ) = (90°, 90°) at %Ï = 0.88. (a) Real and (b) imaginary components of the current. (c) and (d) show
the modal current magnitudes for the unloaded and loaded cases, respectively. © 2015 IEEE

Figure 4.35 (b) and (d) show the results of the optimization when considering the directions
($, ) = (90°, 90°) and ($, ) = (90°, 270°), respectively. Note that the Pareto fronts are the

same for both directions. For the unloaded case, the directivity is bidirectional. For the loaded
configuration, the locations of the capacitors can be mirrored about the y-axis to swap between high

directivity along ($, ) = (90°, 90°) or ($, ) = (90°, 270°). As can be seen, the unloaded case

has very small directivities while the two capacitor loaded case can surpass the Geyi limit for
electrically small antennas in the range %Ï ∈ ¹0.25,1º. Moreover, a single capacitor does not result

in a large increase in directivity. In order to study the physics governing the observed loading
effects, the two load solution at %Ï = 0.88 will be considered in more detail. For this solution,

589.7

, Ω = 10.1,

x

= ¹150°, 199°º and

=

= ¹20°, 20°º. The unloaded configuration for

these same loop dimensions will be considered as a basis for comparison. Figure 4.37 shows a
comparison of the real and imaginary components of the current and the magnitude of the modal
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admittances. Figure 4.37 (a) and (b) shows the asymmetry in the current induced by the asymmetric
capacitive loading. Figure 4.37 (c) and (d) shows that the

= −2 mode is enhanced by the loading

resulting in the highly directive pattern at ($, ) = (90°, 90°). Mirroring the capacitors about the

y-axis, i.e. placing them at

x

= ¹161°, 210°º results in an enhancement of the

= +2 mode and

a highly directive pattern at ($, ) = (90°, 270°), while removing both capacitors leads to a

bidirectional pattern along ($, ) = (90°, 0°) and ($, ) = (90°, 180°). Interestingly, this

suggests that a pattern reconfigurable antenna could potentially be realized with this nanoloop using
materials that changed permittivity based on some external stimulus, such as temperature or applied

voltage [199]. The input impedance for this antenna is approximately ôJ” = 261 + 65. Varying
the gap for the load eliminates the imaginary part of the input impedance. Simulations performed
in FEKO show that this has negligible impact on the far-field radiation properties.

Figure 4.38: Pareto fronts of an unloaded gold nanoloop and a gold nanoloop loaded with two capacitors.
The objectives are minimizing %Ï and maximizing gain along (a) ($, ) = (90°, 0°), (b) ($, ) = (90°, 90°),
(c) ($, ) = (90°, 180°) and (d) ($, ) = (90°, 270°). © 2015 IEEE
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Figure 4.39: Comparison of a loaded and unloaded gold nanoloop optimized for maximum gain along
($, ) = (90°, 90°) at %Ï = 0.88. (a) Real and (b) imaginary component of the current. (c) and (d) show the
modal current magnitudes for the unloaded and loaded cases, respectively. © 2015 IEEE

Figure 4.40: Comparison of loaded and unloaded gold nanoloop optimized for maximum gain along ($, ) =
(90°, 90°) at %Ï = 0.88. (a) Gain in dB of unloaded loop. (b) Gain in dB of loaded loop. © 2015 IEEE

Finally, Figure 4.35 (c) shows the Pareto front corresponding to the direction ($, ) = (90°, 180°).

In this case, even though the unloaded case has extremely high directivity, adding loads can
increase this value even further. Most of the optimized solutions along all directions of interest

resulted in fairly thin loops with Ω \ 10 except for when %Ï is very small, less than approximately
0.5. While these solutions have very high directivity, they unfortunately suffer from poor efficiency
and therefore low gain. Therefore, a second set of optimizations were run with the goals of
maximizing gain while minimizing %Ï . Only the case of two capacitive loads was considered. The
results are shown in Figure 4.38. Figure 4.38 (a) and (c) show moderate and small improvement
with the addition of loads, respectively, while Figure 4.38 (b) and (d) show significant improvement

for %Ï < 1. The loaded solutions approach the Harrington limit but cannot quite reach the Geyi
limit. The solution at %Ï = 0.88 is explored in more detail in Figure 4.39. For this solution,
636.67

, Ω = 8,

x

= ¹151°, 189°º

and

= ¹200°, 200°º.

configuration could be implemented by placing air gaps with

In

practice,

= 8.33° at

x

this

=

loading

= ¹151°, 189°º,

which was validated in FEKO. The loaded currents shown in Figure 4.39 look similar to those of
Figure 4.37. However, the efficiency in this case is nearly 80% while the efficiency for the
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optimized solution of Figure 4.37 is only 10%. This is partly due to the fact that a thicker loop tends
to result in higher efficiencies. However, simply making the loop of Figure 4.37 thicker does not
result in an appreciable increase in gain, suggesting the current distribution of Figure 4.39 is finely
tuned for high gain. The loads produce an extremely asymmetric current distribution, resulting in
the radiation pattern changing from a bidirectional broadside to a unidirectional endfire pattern as
shown in Figure 4.40.
Now that a single nanoloop in isolation has been studied, an array of loops in a Yagi-Uda
configuration [189] will be considered. PEC Yagi-Uda loop arrays in the RF regime have been
extensively investigated in the literature [200]–[202]. In comparison, Yagi-Uda nanoloop arrays in
the optical regime represent a relatively unexplored topic. In [140] a three-element nanoloop array
above a silver ground plane was studied by employing a Finite Difference Time Domain (FDTD)
formulation. The commercial method of moments solver FEKO will be employed for these MOO
analyses. However, the theoretical model provided in this section will be used as a guideline for
the geometrical parameters and frequencies selected in the optimizations considered here. While
full-wave simulations are used for the MOO, the discovery of high endfire directivity was enabled
by the rapid parametric studies performed using the analytical expressions. Both endfire and
broadside Yagi-Uda arrays will be considered. The SBD paradigm will be employed to study these
devices. First, multi-objective optimizations for the broadside Yagi-Uda configuration (shown in
Figure 4.41 (a)) featuring a varying number of directors were performed. The active loop is driven
by a voltage source at ϕ=0 while the reflector and director elements are passive (i.e. not excited).
Since a maximum was observed at kb=1.16 for the b=0.1635 μm nanoloop (340 THz) in the
broadside directivity using the analytical formulation, this frequency was chosen. BORG was used
to simultaneously optimize the directivity in the broadside direction and the total height of the array.
The input parameters were the loop and wire radius of each antenna along with the distances
between each element.
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Figure 4.41: (a) Broadside Yagi-Uda nanoloop array geometry. (b) Pareto fronts with the goals of
maximizing directivity and minimizing height for the broadside nanoloop Yagi-Uda array for 0, 1, 2, 3, 4
and 5 director elements. The maximum achievable directivity increases as the number of directors is
increased at the expense of a larger height. (c) Solutions circled in blue (left) and red (right) from the Pareto
front shown in Fig. 15. With 0 directors, the max directivity achievable is 7.2 dB with a total height of
0.165 . With 4 directors, the max directivity achievable is 14.1 dB with a total height of 0.815 . (d) Pareto
fronts with the goals of maximizing gain and minimizing height for the broadside nanoloop Yagi-Uda array
for 0, 1, 2, 3, 4 and 5 director elements. The maximum achievable gain within a given height increases up to
3 directors, at which point adding more directors doesn’t significantly change the results.

The results are shown in Figure 4.41 (b). As expected, increasing the number of directors increases
the maximum achievable directivity monotonically at the expense of a larger total height. Two
solutions of interest are circled in Figure 4.41 (b) and depicted in more detail in Figure 4.41 (c): a
0 director solution with a directivity of 7.2 dB and total height of 0.165λ and a 4 director solution
with a directivity of 14.1 dB and a total height of 0.815λ. For the 4 director solution, the distance
between the first and second director is larger than the other inter-director spacings. A second MO
optimization was then performed with the objectives of optimizing broadside gain and minimizing
height. The results are shown in Figure 4.41 (d). In this case, increasing the number of directors
increases the gain up until the point where 3 directors are used. After this, the maximum achievable
gain decreases, likely because the increase in directivity due to more directors cannot be fully
compensated by the additional losses introduced.
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Figure 4.42: (a) Endfire Yagi-Uda nanoloop array geometry. (b) Pareto fronts of the endfire nanoloop YagiUda array for 0-2 reflector elements. The max achievable gain increases when using one reflector at the
expense of a larger total length. As can be seen, the max gain increases from 6.5 dB for a length of 1.2 to
7.8 dB for a total length of 2.5 . Adding a second reflector element doesn’t yield much improvement. The
max achievable gain is slightly increased to 8 dB, but the total length of the structure must be increased to
4 .

Finally, a coplanar Yagi-Uda array will be considered with the goal of maximizing the gain in the
endfire direction. As shown in Figure 4.42 (b), a high gain can be observed in the range kb∈[2.5,4]
for the b=0.4775 μm nanoloop. For this study, kb=2.5 (250 THz) was chosen. The geometry under
consideration is shown in Figure 4.42 (a). It was discovered through numerical experiment that
director elements tended to degrade the gain in this endfire configuration, a different conclusion
than that of the broadside design example. For this reason, only reflector elements were used.
BORG was used to simultaneously optimize the total length of the structure and the gain in the
endfire direction. The input parameters were the loop and wire radii of each element, along with
the distance between each element. The results are shown in Figure 4.42 (b), where the color
corresponds to the number of reflector elements. For a single element in isolation, a maximum
gain of approximately 6.5 dB can be achieved for a nanoloop with a diameter of approximately 1λ.
A single reflector element can achieve a maximum gain of close to 7.75 dB for a total length of
2.5λ. Increasing the number of reflectors above this yields diminishing returns in terms of total
gain, a similar conclusion to the one drawn for the broadside case.
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Chapter 5
Examples in Electrostatics

The previous chapters focused on electrodynamics, i.e. the case when electric charges are
in motion, leading to magnetic forces and radiation. In contrast, electrostatics is the study of
charges at rest [203]. While electrostatic principles are often used as a stepping stone in highschool physics courses toward electrodynamics, the theory of electrostatics has a large number of
practical applications in the electronic industry [203].

One of the crucial roles played by

electrostatic theory is in the design of electrical insulators, a critical component in protecting
electrical devices. This chapter will focus on the application of multi-objective optimization to
insulator design in high-voltage applications. When designing high-voltage systems, there are a
number of physical phenomena which must be considered. First, the maximum electric field
strength in an insulating material must be below the dielectric strength to ensure the insulator
doesn’t experience breakdown [203]. Second, the tangential electric field on an insulator surface
must be uniform to avoid surface flashover [203]. Finally, there are practical manufacturing
concerns which limit the size and potential shape of an insulator. These conflicting objectives
naturally lends high-voltage system design to a multi-objective study. First, the open-source tool
FEMM [204] will be used to study the trade-offs in the insulation of a cylindrical electrode where
the insulators are forced to conform to prescribed shapes. To open up the design space, topology
optimization will be used; this requires the implementation of a finite element (FE) code for
electrostatics. To this end, the theory of FE for electrostatics will be presented and the resulting
code will validated. Then, four different topology optimization algorithms will be discussed and
compared on a variety of examples. Finally, a methodology to extend topology optimization to
include multiple objectives will be introduced.
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5.1 FEMM Validation
In this section, the open-source tool FEMM [204] will be validated and then used to study
a simple example: a cylindrical electrode in free space. Because the tool is open-source, it will first
be validated with a simple analytical solution and a problem from the literature. First, FEMM was
used to calculate the capacitance of two cylindrical conductors of radius 37.5 mm separated by 200
mm with a potential difference of 1 Volt. The analytical formula for the capacitance is given by
[4]:
•=

&

°
° >
ln Õ2 + Öi2 k − 1 ×

(5-1)

Applying this equation to the geometry described yields a capacitance of 16.99e-12 F/m. Using
FEMM, the capacitance is computed as 1.702e-12, a relative error when compared to the analytical
solution of 0.18%. To further validate FEMM, the code was applied to the problem described in
[205]. The model is displayed along with the equipotential lines in Figure 5.1 (a). A voltage of 1V
is applied to the inner conductor, 0V is applied to the bottom surface, and radiation boundary
conditions are applied to the circular boundary. Axial symmetry is assumed for the model. Figure
5.1 (b) shows a comparison of the potential distribution between FEMM and the finite element
results given in the paper. As can be seen, the results are nearly identical.

(a)

(b)

Figure 5.1: (a) Example geometry used in [205] for validation of FEMM. (b) Comparison between FEMM
and [205].
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5.2 Cylindrical Electrode Optimization
Now that FEMM has been validated, the tool was used for the simple optimization problem
shown in Figure 5.2 (a). The model was inspired by the one in [205]; it consists of a cylindrical
electrode of 1 kV placed above a ground.

Figure 5.2: (a) Model considered for insulator optimization. (b) Field intensity. (c) Full 3D representation of
the electrode and PUR insulators with a circular cross-section.

The field intensity is shown in Figure 5.2 (b). As can be seen, the maximum fields occur at the two
double junction points, with field strengths above 4 kV/mm. The breakdown strength of air is 3
kV/mm; to avoid dielectric breakdown, dielectric insulation is required. An insulator made of
polyurethane (PUR) was added to the rims of the cylinder as shown in Figure 5.2 (c). First, a simple
circular cross-section is considered. In order to save on manufacturing costs, minimizing the total
volume of the PUR material is desirable. Figure 5.3 (a) shows the field intensity for a radius of 0.1
cm while (b) shows the field intensity for a radius of 0.29 cm. As can be seen, a radius of 0.1 cm
yields a maximum field above 3 kV/mm while a radius of 0.29 cm yields a maximum field below
3 kV/mm. This shows that there is a trade-off between maximum field intensity and insulator
volume; the results of a MOO study performed with BORG are shown in Figure 5.3 (c). While 3
kV/mm is the breakdown strength of air, it is desirable to have a maximum field less than this to
allow for errors due to manufacturing. If a maximum field intensity of 2.5 is desired, the insulator
volume is 0.45 cubic cm; if a maximum field intensity of 2.75 is desired, the insulator volume
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required is lowered to approximately 0.25 cubic cm. The designer is free to choose the best solution
for a given application.

Figure 5.3: Electric field intensity for insulator with circular cross section of radius (a) 0.1 cm and (b) 0.29
cm. (c) Pareto front showing the trade-off between total insulator volume and maximum field magnitude. (d)
Pareto fronts with the goal of minimizing volume, maximum electric field and range of tangential electric
field (corresponding to the color of each point) for an insulator with a circular cross section.

As discussed in the introduction, a near uniform tangential electric field is desired to reduce uneven
field stress and potential flashover [203]. To take this into account, a measure of tangential field
uniformity needs to be added as a third objective. This measure was calculated by computing the
range of the tangential electric field, i.e. the difference between the maximum and minimum.
Adding this objective yields the Pareto front shown in Figure 5.3 (d). As can be seen, there is a
clear trade-off between these three objectives. The solutions circled in red have a low maximum
field but moderately large values for the tangential field range. These are preferred solutions if
breakdown is a more serious concern than flashover. In contrast, the solutions circled in blue have
small tangential field range but moderately large maximum field magnitude. These are preferred
if flashover is a more serious concern than breakdown. While a circular cross section is the simplest
to manufacture, it is not the only choice. More complicated cross sections can be constructed by
using cubic spline interpolation or Bezier curves. For the simple circular case, the only two
optimization variables are the two radii. For a cubic spline, there are two endpoints which can be
parameterized by one variable (distance from the corner) and three interpolation points which are
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parameterized by their (r, z) locations. This leads to 16 total optimization variables. For a Bezier
curve, there are two endpoints restricted to the electrode geometry and three control points, again
leading to 16 total optimization variables.

Figure 5.4: Pareto fronts with the goal of minimizing volume, maximum electric field and range of
tangential electric field (corresponding to the color of each point) for insulators with (a) a cubic spline cross
section and (b) a Bezier curve cross section.

Figure 5.4 shows the Pareto fronts for (a) the cubic spline and (b) the Bezier curve. As can be seen,
field magnitudes lower than 2.5 can be achieved with the cubic spline. However, this can only be
achieved at the expense of a large tangential field range. In contrast, the Bezier curve yields
solutions with tangential field ranges less than 0.2 kV, but cannot reduce the maximum field
magnitude below approximately 2.65 kV/mm.

5.3 Finite Element Theory
While FEMM can be coupled with MOO to optimize insulator shapes, these approaches
must work within a limited subset of allowable shapes with fixed topological properties as
prescribed by the user. For example, in the cylindrical electrode example, the cross section was
defined by an outer boundary which follows either a cubic spline or Bezier curve. While these
parameterized curves are fairly general, they do not represent the entire space of allowable outer
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boundaries. In addition, it is impossible for the optimizer to choose a dielectric shape which has,
for example, holes in its cross section. In order to expand the allowable design space to include
truly novel designs, topology optimization [206] can be employed. Topology optimization is an
extremely powerful and flexible framework for optimizing the material layout and distribution.
With this approach, the differential equation governing the physics and the proposed optimized
design are intrinsically linked. Therefore, it is required that a finite element method (FEM) code
be written from scratch in order to implement topology optimization. To this end, a FEM code was
written in MATLAB with support for 2D planar as well as axisymmetric structures. The mesh is
created using the open-source tool gmsh [207], an open-source mesh generator which produces
high-quality Delaunay triangulations. The fundamental electrostatic equations are as follows [4].
The electric field is related to the voltage via:

ì1⃗ = −∇

(5-2)

The voltage satisfies Poisson’s equation in a general region with a charge Ô:
∇> = −

Ô

(5-3)

This simplifies to Laplace’s equation in a charge-free region:
∇> = 0

(5-4)

For most problems in electrostatics, the voltage distribution needs to be calculated in a charge-free
region assuming Dirichlet boundary conditions. Special care needs to be taken at dielectric
interfaces, where the following boundary conditions hold between region 1 with permittivity
and region 2 with permittivity

>:
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Equation (5-2), (5-4) and (5-5) are the equations that need to be solved. The finite element method
can be used by considering a variational formulation where the functional is the stored energy

in

a volume:
ë( ) =

=

1
2

|∇ ( , )|> °

F

(5-6)

The finite element method discretizes the computation domain into mesh elements where the
voltage is chosen at each node point such that the functional is minimized. In order to solve this
problem, the voltage distribution in a given mesh element needs to defined analytically:
”

( , )=T
where
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JU=

are the voltages at the

J J(

, )

nodes of a mesh element and

(5-7)
J(

, ) are the associated basis

functions. For a square grid normalized to unit area extending from ( , ) = (0,0) to ( , ) =
(1,1), linear basis functions can be employed:
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The finite element matrix is constructed by setting the derivative of the stored energy w.r.t. each
nodal voltage equal to zero. While a square grid is very simple, it is not efficient when trying to
accurately model curved surfaces or solve multi-scale problems. For these cases, an unstructured
grid such as a triangular mesh is more suitable. For a triangular mesh element, linear basis functions
are given by:
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where the coefficients satisfy:
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5.4 Finite Element Code Validation
The finite element method to solve electrostatics using both a square mesh and a triangular mesh
was implemented (where the open-source meshing tool gmsh was used for efficient and highquality Delaunay meshing). A simple 2D cartesian model was generated with a 1V inner conductor
and 0V outer boundaries. The resulting voltage distribution as generated by the MATLAB code is
shown in Figure 5.5 (a). To validate these results, the voltage along a cut is shown in Figure 5.5
(b) and compared to the results from FEMM and FreeFem++ [208], another electrostatics FEM
tool. As can be seen, the results are identical.
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Figure 5.5: Simple model for validation of FEM code consisting of a 1V rectangular conductor and 0V outer
boundaries. (a) Voltage distribution as generated by MATLAB code. (b) Voltage comparison vs. FEMM and
freeFEMpp.

The previous model is closed as it has prescribed Dirichlet BCs on all boundaries; however, some
models need to be modeled as if they exist in an infinitely large domain. In order to do this, open
boundary conditions need to be implemented. This can easily be incorporated into an FEM code
using Kelvin’s formulation [4]. This formulation was implemented and tested using a simple case
of 2 cylindrical conductors with radii # = 0.5

and separation G = 2.93

analytical solution for the capacitance [4]. This equation is • =

üA

J
KL

?@<HI' i k

, as this has an

and for this model the

capacitance is 16 ]ë/ . Figure 5.6 (a) shows a cartoon of the problem, (b) shows the results when
a homogeneous mesh is used, and (c) shows the results when an inhomogeneous mesh is used. The
homogeneous mesh has approximately 9,000 triangles, takes 16 seconds to evaluate and yields a
capacitance of 16.02 ]ë/ . In contrast, the inhomogeneous mesh has approximately 1,000

triangles, takes less than 3 seconds to evaluate and yields a capacitance of 15.98 ]ë/ .

Figure 5.6: (a) Simple model for validation of FEM code consisting of a two cylindrical conductors. (b)
Voltage distribution with homogeneous mesh. (c) Voltage distribution with inhomogeneous mesh.
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Many models of interest are axisymmetric, i.e. there is rotational symmetry. These feature was
implemented and tested as well. In addition to these features, the analytical code needs the ability
to model dielectric regions. The permittivity is used when computing each element’s contribution
to the finite element matrix, as shown in equation (5-6). In order to test this, a simple planar
microstrip example with a symmetry plane was considered as shown in Figure 5.7 (a).

Figure 5.7: (a) Simple planar microstrip example with symmetry plane. (b) Electric field distribution when
’ = 1. (c) Electric field distribution when ’ = 10. As can be seen, the electric field is extremely large at
the triple junction point where the dielectric, air and conductor intersect.

Electric field distributions when

’

= 1 and

’

= 10 are shown in Figure 5.7 (b) and (c),

respectively. As can be seen, the electric field distribution is extremely large at the triple junction
point, i.e. the point where the dielectric, air and conductor intersect. Now that the functionality
required for the finite element solver has been developed, topology optimization will be introduced
and examples will show its utility. The first topology optimization code will consider a square
mesh due to the simplicity of its implementation.

5.5 Topology Optimization
Topology optimization (TO) is a deterministic local optimization technique which
optimizes the material layout or geometric configuration for a given problem with the goal of
maximizing some ideally smooth differentiable performance requirement.

The example
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optimization shown in Section 5.2 forced the outer boundary contour to lie within a limited subset
of prescribed shapes, i.e. those which can be described by splines or Bezier curves. In order to
expand the allowable design space to include truly novel designs, topology optimization can be
employed. Using this approach, no a priori assumptions need to be made with regard to the shape
of the materials employed. With TO, the fundamental equations governing the physics and the
optimization strategy are intrinsically linked. While this results in extremely fast convergence, it
also means that the formulation needs to be analytically derived and programmed for a specific
physical equation, numerical technique and optimization goal. This is in contrast to the black-box
nature of a stochastic global optimizer such as CMA-ES.

Figure 5.8: Flowchart of topology optimization.

A general flowchart of the algorithm is shown in Figure 5.8. First, a computational model
is created for the problem of interest, then analytical expressions need to be formulated for the
“sensitivity” of the performance objective of interest. The exact mathematical definition of the
sensitivity depends on the TO algorithm used; generally speaking, the sensitivity is the change in
the performance objective when the material distribution is perturbed in some way. Then an initial
guess for the material distribution needs to be generated. This step is important as TO is a local
optimizer so the solution is not guaranteed to be a global optimum unless the initial guess is
carefully chosen. A numerical simulation (in this case, the finite element method) is used to
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simulate the model with this material distribution, then the computed sensitivities (after
smoothing/filtering for numerical purposes) are used in a gradient-based optimization to generate
a new material distribution. This process is repeated until the material distribution converges to an
optimal solution for the given desired performance objective.

Figure 5.9: (a) Implicit level set function. (b) Explicit level set function.

Broadly speaking, there are two classes of TO [206]: those in which a level set function
(LSF) explicitly defined on the domain of interest is evolved and then mapped to a numerical mesh
and those in which the material distribution is evolved on the numerical mesh itself (in which case,
an LSF is implicitly defined). These two classes are depicted graphically in Figure 5.9. For the
case of the explicit LSF, a scalar function (the LSF) is defined over the region of interest and an
iso-contour (typically the zero-contour) is used to define a material boundary. There are two
sensitivities required for this algorithm. The “shape sensitivity” is the change in the performance
objective if the material boundary is slightly perturbed. The “topological sensitivity” is the change
in the performance objective if a small hole is introduced in the material region. The mathematical
formulation for these sensitivities is very involved and an analytical form can only be formulated
for specific types of objectives [209]. For the case of an implicit LSF, each mesh element is defined
a permittivity value and these values are explicitly evolved during the optimization. For this case,
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only a “material sensitivity” is required: the change in the performance objective if the permittivity
of a single element is slightly perturbed. A major advantage of this type of TO algorithm is that a
wide variety of performance objectives can be considered through a numerical finite difference
algorithm. This process can be performed extremely efficiently since the sparsity of the matrix is
not changed when the permittivity of a single element is perturbed. A genetic algorithm could be
used with a fixed Cartesian mesh where a 0 bit corresponds to no material and a 1 bit corresponds
to insulating material. The advantages of TO over such an algorithm include superior convergence
for large mesh sizes (due to the analytical gradients used) and the ability to easily enforce
constraints on the material distribution (such as total area or contiguousness).

5.5.1: Theoretical Formulation

5.5.1.1: Level set method: Hamilton-Jacobi (LSM: H-J)
The first method which will be considered is a simple level set method where the material
distribution is explicitly defined as shown in Figure 5.9 (b) and the underlying mesh is Cartesian.
The Level Set Function (LSF) for a point ] lying in the domain Ω with boundary MΩ is defined by
[206]:

<0
3(]) = N= 0
\0

if ] ∈ Ω
if ] ∈ MΩ
if ∉ Ω

(5-11)
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Figure 5.10: (a) Level set function (LSF) defined over the entire computational domain. (b) Iso-cut of the
LSF for 3 = 0.

Figure 5.10 (a) shows the LSF defined over the entire computational domain of interest. The actual
material distribution which will be used in the numerical optimization is an iso-value cut of the

LSF for 3 = 0 as shown in Figure 5.10 (b). Note that this boundary needs to be mapped to the
underlying mesh used in the numerical code. While the domain could be re-meshed every time the
material distribution is perturbed, this is not computationally efficient. Therefore, for this simple
optimization scheme a fixed Cartesian grid will be used; each mesh cell will be defined as dielectric
or air depending on if the material distribution as shown in Figure 5.10 (b) fills more than 50% of
the area of the mesh cell. Note that other techniques could have been considered, including using
intermediate permittivity values on the boundaries. With each iteration step, a numerical simulation
is performed with the current material distribution, sensitivities are calculated and filtered, then the
LSF is perturbed by solving a PDE where 3 is a function of space and a “pseudo-time”. A
commonly used PDE is a Hamilton-Jacobi (H-J) equation [210]:
M3
+ ê|∇3| + ùR = 0
Mw

(5-12)

The velocity ê determines the geometric motion of the boundary of the structure and is chosen

based on the shape derivative of the objective. The forcing function R determines the nucleation
of holes within the structure and is chosen based on the topological derivative of the objective.

Figure 5.11: Geometrical representation of (a) shape derivative and (b) topological derivative.
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The shape derivative is computed using Hadamard’s method as depicted geometrically in Figure

5.11 (a) where the initial shape ΩŸ is perturbed by the vector field $, resulting in the shape Ω. The

shape derivative of an objective functional ë(Ω) at ΩŸ can be computed through a Frechet
differential and written in the form [209], [211]:
ë ö (ΩŸ )($) =

Q<

P$ ⋅ ,

(5-13)

where the integrand P needs to be computed analytically for a given objective. The velocity in

equation (5-8) is chosen as ê = $ ⋅ , such that ë ö (ΩŸ )($) ≤ 0 for a minimization problem. This
condition implies the perturbation of the LSF results in a reduction of the objective. A simple

choice for the velocity is ê = −P. Note that all iso-values of the LSF are perturbed by this equation,
resulting in a change of the LSF over the entire domain. While the shape derivative can perturb
the boundary of the material distribution, it cannot be used to change the topology of the shape
itself. To remedy this, a topological derivative is computed as the change in the objective functional
when an infinitesimal air hole is introduced in the material as shown in Figure 5.11 (b). This hole
is a ball of radius Ô centered at

:̈

and is denoted by p . Then the topological derivative is given

by [212]:
°R ë(ΩŸ )( ) = lim

:→Ÿ

ë(Ω) − ë(ΩŸ )
:̈

Sp S

(5-14)

where | | denotes the Lebesgue measure. A similar approach can be used to compute the
topological derivative when an infinitesimal dielectric ball is introduced in the air region. The
topological derivative compliments the shape derivative by allowing an existing material to
nucleate holes and potentially split in half and the introduction of new non-contiguous material
regions. The shape and topological derivatives need to be computed analytically for a given
objective functional; this process is mathematically very rigorous in general. Equations will now
be presented specifically for electrostatics and objective functionals which consist of integrals over
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the material domain Ω. This can also be expressed as an integral over the entire computation domain

´ with a weighting factor ª( ) = l

1
0

∈Ω
. The goal is to find the expression P in equation
∉Ω

(5-13). The derivations will follow those of [213]. The general objective functional is given by:
ë( ) =

µ

ª ( )MΩ

(5-15)

where the voltage is constrained by the so-called state equations (i.e. the physics of the problem):

QF'
= Q”

|TU =
=

ϵ∇> = 0

µ

QFK
> Q”

on z

where Dirichlet boundary conditions

µ

M |T(
= ë@
M
QF'
QF
= Q•K on z
Q•

(5-16)

are prescribed on the boundary Γµ , Neumann boundary

conditions ë@ are prescribed on the boundary Γ@ and z denotes a dielectric boundary. The physical
equations can be regarded as equality constraints of the optimization problem. The augmented
objective function using the ideas of Lagrange multipliers is given by:
ëW ( ) =

where

µ

ª ( )MΩ +

µ

ϵ∇

u

∇

(5-17)

∈ Φ is the Lagrange multiplier (also called the adjoint variable in this context) and Φ is

the admissible space of the state variable . The adjoint equations are used to determine the adjoint
variable:

QÉ'
= Q”

|TU =
=

µ

QÉK
> Q”

ϵ∇> = ∇ ⋅
on z

M¹ª ( )º
M

M |T(
= ë@
M
QÉ'
QÉ
= Q•K on z
Q•

(5-18)

A simplified final expression for the sensitivity of ëW can be obtained after some mathematical
manipulations [214] and is given by:

149
ëWX ( ) =

Q<

(

=

−

>) Y

M =M
M M

>

+

M =M >
Z$ ⋅ ,
Mw Mw

(5-19)

where $ ⋅ , represents a normal vector on the dielectric boundary MΩ. Noting the similarity
between (5-13) and (5-19), it can be seen that the velocity vector should be chosen as:
ê=(

=

−

>) Y

M =M
M M

M =M >
Z
Mw Mw

(5-20)

M M
M M
+
Z
M M
Mw Mw

(5-21)

>

+

where there is no negative sign because this is a maximization problem. The topological derivative
is given by:
°R ë = 2

>

−
>+
>

=
=

Y

where full details can be found in [214]. The general procedure to compute the sensitivity is as
follows. For a given material distribution, the state equations (5-16) are solved and the voltage
distribution is found. Then the adjoint equations (5-18) are solved using the voltage distribution in
the RHS of the first equation. Finally, the shape and topological derivatives can be calculated using
(5-19) and (5-21). An important detail which has yet to be discussed is the term ∇ ⋅

Q¹[Î(F)º
QF

in the

adjoint equations. For a general objective functional this can be difficult to analytically calculate.
The goal in insulator optimization is typically to minimize the maximum field magnitude in the
computational domain and/or tangential electric field magnitude on the dielectric boundary [215].
However, as an initial study the total electric field energy inside the dielectric region (the so-called
insulation load) will be considered since this results in an adjoint system and there are simple
analytical forms for the shape and topological derivatives. The functional to be maximized (where
the electric field \ is a function of the voltage , which in turn is a function of the density Ô) is:
ë=

1
2

]

\( ) ⋅ \( ) =

1
2

]

∇

u

∇

(5-22)
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The goal in this optimization assumes the insulator has a high dielectric breakdown; therefore, the
goal is to maximize the electric field energy inside the insulating region. The RHS of the adjoint
PDE is:
ϵ∇> = ∇ ⋅

M¹ª ( )º
= ϵ∇>
M

(5-23)

As can be seen, when this functional is chosen the adjoint variable is identical to the state variable
. This greatly simplifies the formulation, as only a single finite element calculation needs to be
performed per iteration. The velocity vector and topological derivatives of equations (5-20) and
(5-21) reduce to:
ê=(

=

−

> )qì( = ) ⋅

°R ë = 2

ì( > )s

>

−
>+
>

=
=

qì( ) ⋅ ì( )s

(5-24)

Note that the optimal solution of the optimization problem in equation (XXX) without constraints
is to fill the entire computational domain with dielectric. However, in order to minimize cost and
weight, there is typically a size requirement on the dielectric. In order to incorporate constraints,
the augmented Lagrangian method [216] is often employed. In order to satisfy the equality
constraint • = 0, the minimization problem is augmented at iteration % with Lagrange multiplier
(LM)

[

and penalty factor z [ giving:

^=ë+

[

•+

1 >
•
2z [

(5-25)

These parameters are updated using the equations:
z[

where

=

= z[

[ =

=

[

+

1
•
z[

(5-26)

∈ ¹0,1º and is a multiplicative parameter which needs to be chosen a priori, in addition to

the initial values

Ÿ

^ö = ë ö +

and z Ÿ . The shape and topological derivatives of (XXX) are:
• +

[ ö

1
•• ö
z[

°R ^ = °R ë +

[

°R • +

1
2•°R •
z[

(5-27)
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To force the area of the optimized dielectric to converge to 4’“ , we have • = 4 − 4’“ . For a
given square mesh element, the shape and toplogical sensitivities are given as [210]:
°R ^|“ = −&

• ö |“ = 1

(5-28)

Now that the sensitivities can be found, the Hamilton-Jacobi equation of equation (XXX) needs to
be solved to evolve the LSF. On a square mesh with side length ℎ, the H-J equation can be solved
using a simple upwind finite difference method:
• _•
3¨,©

=

•
3¨,©

+ êžw`

3¨•

a,©

•
− 3¨,©

ℎ

>

+

•
3¨,©

a

•
− 3¨,©

ℎ

>

+ ùRΔt

(5-29)

a

In order to satisfy the Courants-Friedrich-Levy (CFL) limit, Δw ≤ max |b| where the maximum
velocity is specified a priori. In order to maintain stability, the LSF is typically initialized to be a
signed distance function. For an initial material boundary, the signed distance function is defined
as 3©•UŸ = ° [217] where ° is the signed distance from the center of a mesh element to the material

boundary. During the evolution of the level sets, the LSF can become very steep or flat near the
zero level set, resulting in numerical instabilities [218]. To avoid this, the LSF is re-initialized to
a signed distance function every so often. However, to allow for the introduction of holes, the LSF
shouldn’t be re-initialized too often [212].

5.5.1.2: Level set method: Reaction Diffusion (LSM: RD)
Note that the issue of numerical stability is due to the choice of evolution equation. Another method
of evolving the level set contour is to use a reaction-diffusion equation which only uses topological
derivatives [219].

This method allows topological changes without the additional “forcing

function” R in the Hamilton-Jacobi equation. In addition, this method does not require re-
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initialization. In contrast to the equation of (5-12), the temporal equation for the level set contour
is given by:

M3
− •°R ë − {∇> 3 = 0
Mw

(5-30)

where c \ 0 is a coefficient of proportionality which must be tuned for a specific problem, ∇> 3 is
a diffusive term which ensures the smoothness of the level set and { is a regularization parameter

which affects the degree of diffusivity and ensures the problem is well-posed. In practice, the value

of { dictates the geometrical complexity of the level set function; a very small value will result in
a very smooth level set while a very large value will result in a very “jagged” level set with many
holes. Dirichlect boundary conditions with 3 = 0 are assumed on the boundary of the design

domain. This equation can be discretized in time using a simple finite difference approach as
follows:
3•

d•

= 3 • + •Δw°R ë + {Δw∇> 3•

d•

=0

(5-31)

This can further be discretized in the spatial domain using finite differences as follows:
• _•
•
3¨,©
= 3¨,©
+ •žw°R ë + {Δw Õ

• d•
3¨±a,©
+ 3¨•

d•
a,©

• d•
• d•
• d•
+ 3¨,©±a
+ 3¨,©
a − 43¨,©
×
ℎ>

(5-32)

The objective functional can be modified to allow for constraints using the augmented Lagrangian
method of the form of equation (5-25). However, [219] recommends using a different form of the
augmented Lagrangian when solving the reaction diffusion equation:
^=ë+ •

Note that in this formulation the lagrange multiplier

(5-33)
is a function of the iteration number but is

not updated iteratively using the previous value. Instead, it is calculated at each iteration:
=

eµ °R ë
•′
exp Õ] ö
+° ×
4•Å_‘J”
•_‘¨

(5-34)
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where 4•Å_‘J” is the area of the computational domain, ] and ° are constant parameters which

ö
need to be tuned for a particular problem, • ö is a modified constraint and •_‘¨
is the maximum

value of the modified constraint up to that point in the optimization. The modified constraint is
used to stabilize convergence and is given by:
• ö = • − 4’“ − (4J”J• − 4’“ ) max -0,1 −

%

%bÅ

®

(5-35)

where 4J”J• is the area of the initial guess, % is the current iteration and %bÅ is the iteration number
at which the modified constraint functional is relaxed to the exact constraint functional.

5.5.1.3: Discrete method: Single Isotropic Material with Penalization (SIMP)
While the level set method expands the allowable design space by decoupling the material
definition from the mesh, there are a number of disadvantages. In order to truly represent the zero
is-contour of the level set function accurately, a triangular mesh needs to be re-generated at every
iteration. Furthermore, the mathematical manipulations involved in the shape and topological
derivatives of Equation (5-13) and (5-14) are extremely complex for general objective functions.
An alternative to the level set method are the so-called density methods which explicitly evolve the
material in each element of a fixed set of finite elements [206]. The most intuitive approach is to
assign each element to be either a void (air) or solid (dielectric) element which can be mapped to a
discrete variable

“

∈ ¹0,1º. For an electrostatics problem, the permittivity of a single element 5

at iteration number % can be represented by:

where

’,•J“

[
’,“

=1+

[
“ ( ’,•J“

− 1)

(5-36)

is the permittivity of the dielectric material used in the optimization. This essentially

amounts to a large-scale integer programming problem, which can be very difficult to optimize
with traditional local optimizers [220] since the problem is theoretically ill-posed [221]. Therefore,
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the most popular strategy is to relax the problem to a continuous one by allowing intermediate
“densities” between 0 and 1. Since it is desirable for the final converged design to only have
densities of 0 or 1, intermediate values are penalized with a penalization term ]. This approach is

called the Single Isotropic Material with Penalization (SIMP). Explicitly, this method corresponds
to replacing the discrete-valued variable
«

[
“

in equation (5-36) with the continuous-valued variable

PÔ“[ Q . Traditionally, in problems of structural mechanics, an optimality criteria method is used to
update the density [222]. However, an alternate approach which is gaining in popularity for
structural mechanics [223] is the method of moving asymptotes, which has proven to be efficient
and robust for large-scale problems such as those encountered in topology optimization. The
optimization problem to be solved is:
min

ëP , ( )Q

¨

c( ) ( ) = 0

s.t.:

RJ P , ( )Q ≤ 0, = 1, … , *
’,“

=1+

0.001 ≤

“

“ ( ’,•J“

(5-37)

− 1)

≤ 1, 5 = 1, … ,

where c( ) ( ) = 0 is the finite element discretization of Laplace’s equation, * is the number of
constraints and

is the number of finite elements. The minimum value for the design variable is

chosen to be 0.001 in order to avoid numerical instabilities [222]. Solving this problem directly is
extremely inefficient as the number of constraints due to Laplace’s equation is proportion to the
number of finite elements and therefore potentially excessively large [224]. Since the voltages
are explicitly related to the design variables through the FEM formulation, it is possible to rewrite
this minimization problem as:
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ë+ ( )

min
¨

Rf0 ( ) ≤ 0, = 1, … , *

s.t.:

0.001 ≤

“

(5-38)

≤ 1, 5 = 1, … ,

where ë+ ( ) = ëP , ( )Q and Rf0 ( ) = RJ P , ( )Q. The procedure for solving this formulation
is to calculate ë+ ( ), Rf0 P

Q, ∇ë+ ( ) and ∇Rf0 P

[

Q at a given iteration %, formulate an explicit convex

approximation of the minimization problem at

, then use a nonlinear optimization algorithm to

generate

[ =

[

[

. One approach to forming the convex approximation is to use sequential linear

programming in which the objective function and constraints are linearized at

[

through a Taylor

expansion:
min
¨

s.t.:

Rf0 P

[

ë+ P

[

Q + ∇ë+ P

Q + ∇Rf0 P

−*“[ ≤

“

[ u

[ u

Q P −

−

[
“

Q P −
[

[

Q

Q ≤ 0, = 1, … , *
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≤ g“[ , 5 = 1, … ,

where *“[ and g“[ are called the “move limits” and are required since the linearization is accurate
only within a certain range of

[

. This is an affine convex problem and therefore can be solved

with an approach like the simplex method [224]. The choice of the move limits is crucially
important to the efficiency of the algorithm.

If the move limits are too conservative, the

convergence is very slow; if the move limits are not conservative enough, the algorithm will not
converge. The Method of Moving Asymptotes (MMA) remedies this problems by allowing the
degree of conservatism to vary during the optimization. The optimization problem can be solved
through a dual Lagrangian method. While there are a number of initial variables which need to be
set, the algorithm has been found to be relatively efficient regardless of the choice of these values.
One problem with this approach is so-called “checkerboarding”, which is where alternating solid
and void elements are formed in a checkerboard fashion; this is an intrinsic problem which occurs

156
due to the discretization using finite elements. A popular technique to alleviate this technique is
the filtering approach used in the level set method. While the level set method requires shape and
topological derivatives, the SIMP requires the derivative of the functional w.r.t. the design variable
of a given element

Qh
.
Q¨i

When using SIMP the design variable is a function of the density and

therefore the derivative required is

Qh
.
Q:i

A general functional can be expressed in terms of the

voltage, which in turn is a function of the density:
ë( ) = ëP (Ô)Q

(5-40)

For the insulation load we have:
ë=

1
2

]

’ (Ô) (∇

(Ô))>

(5-41)

For better convergence properties, the global system energy over the entire computational domain
is used:
ë=

1
2

µ

’ (Ô) (∇

(Ô))>

(5-42)

Explicitly, the full continuous optimization problem for a general functional is given by:
Ô

Find:

ëP (Ô)Q

Minimize:
Subject to:

∇ ⋅ ¹ ’ (Ô)∇ (Ô)º = 0
]

Given:

’ (Ô)

ÔMΩ = 4•‘’Æ“•

0.001 ≤ Ô ≤ 1

= 1 + (Ô)« (

’,_‘¨

− 1)

(5-43)
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When using the finite element formulation where Laplace’s equation is discretized as c = 0 the
discrete optimization problem is given by:
Ô“ , 5 = 1,2, …

Find:

ë( (Ô))

Minimize:

“

K(ρ) (Ô) = 0

Subject to:

(5-44)

@i

T Ô“ 4“ = 4•‘’Æ“•

“U=

Given:

0 ≤ Ô“ ≤ 1

c(Ô) = ²1 + (Ô)« (

’,_‘¨

− 1)³c Ÿ

where c Ÿ is the finite element matrix assuming all elements are air. This expression allows us to
Ql

compute Q: , a quantity which will be needed later on in the derivation:
Mc
= ²](Ô)«±= (
MÔ

’,_‘¨

− 1)³c Ÿ

(5-45)

The chain rule is used to compute the density derivative:
Më Më M
=
MÔ M MÔ

(5-46)

The functional is usually given in terms of the voltage; therefore, the first term can be easily
calculated.

However, the second term, the so-called “field sensitivity” can be obtained by

differentiating the finite element equation w.r.t. Ô:

Re-arranging this leads to:

Mc
MÔ
c

+c

M
=0
MÔ

M
Mc
=−
MÔ
MÔ

(5-47)

(5-48)

For

“

elements, solving explicitly for

Thankfully, we do not need

QF
Q:

u
u

s.t.

In order to solve for

that c is symmetric:

u

c=

Qh
,
QF

would require

“

matrix inversions every iteration.

directly; instead we need its inner product with

multiply (5-48) with some row vector

If we choose

QF
Q:
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c

u

we get:

M
=−
MÔ

u

Mc
MÔ

Qh
.
QF

If we left-

(5-49)

we get:
Më Më M
=
=−
MÔ M MÔ

u

Mc
MÔ

(5-50)

we need to solve the adjoint equation, where we take advantage of the fact

c =

Më
M

(5-51)

This adjoint equation needs to be solved in addition to the discretized fundamental equation c =

0. The discretized insulation load is given by:
ë=

1
2

u

c

(5-52)

The derivative of this functional w.r.t. the voltage is given by:
Më
=c
M

(5-53)

Applying equation (5-51) shows that for this functional the adjoint variable
voltage . Therefore we get:

Më
=−
MÔ

u

is identical to the

Mc
MÔ

(5-54)

The derivative of the functional w.r.t. the density of a given element is given by:
Më
= −²](Ô)«±= (
MÔ

’,_‘¨

− 1)³

u

c“Ÿ

(5-55)
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This is the final expression for the sensitivity which will be used in the TO algorithm. It is important
to note that this same expression can be derived by explicitly considering Laplace’s equation to be
a constraint on the minimization problem from the beginning. In this case the augmented functional
is given by:
ë=

1
2

u

c +

u

c

(5-56)

By exploiting the fact that c is symmetric (i.e. c u = c), the derivative w.r.t. the density can be
written as:

If we choose
(5-57) yields:

s.t. ¹

Më
=¹
MÔ

u

c−

u

u

c−

u

cº

M
1
+à
MÔ
2

u

−

u

á

Mc
MÔ

cº = 0, we arrive at the adjoint condition
Më
1
=−
MÔ
2

u

(5-57)
= . Plugging this into

Mc
MÔ

(5-58)

which is identical to (5-54) except for the constant of factor of one-half which will not have an
effect on the optimization. As opposed to the shape and topological derivative, which require
Gateux derivatives, the density derivative only requires simple linear algebra. Explicit density
derivatives can be derived for a variety of functionals, but only the system energy will result in a
self-adjoint system. Additional objective functionals which can be derived include the voltage at a
given node and the variance of the voltage over the computational domain.

5.5.1.4: Discrete method: Bi-directional Evolutionary Shape Optimization (BESO)
One of the major problems with this approach is the presence of intermediate densities after

a large number of iterations depending on the value of the penalization factor ]. This difficulty can
be ameliorated with an alternate density method called the Bi-directional Evolutionary Shape
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Optimization (BESO) method [225]. In this method the discrete problem where

“

∈ ¹0,1º is not

relaxed to a continuous one; instead, the integer problem is solved heuristically [226]. To avoid
numerical problems, 0 is typically replaced with some small value; for this work
where

_J”

“

∈¹

_J” , 1º

= 0.001. These algorithms have been criticized for a lack of theoretical convergence

and the ill-posed nature of the problem, but they have seen success in practice [226]. The major
advantage of BESO over the traditional continuous SIMP is that the optimized solution is
guaranteed to only consist of air and the dielectric. The so-called “hard-kill” methods gradually
remove and/or add a certain amount of material. The first method of this type was used in structural
mechanics and was called ESO; the initial guess was set to a full material distribution, then elements
with low stress were gradually removed from the model [226]. The algorithm was later extended
to its bi-directional variant by including the ability to add in elements next to those with a large
stress. The amount of material added/removed depends on the area desired at a given iteration 4[ ,

the area of the previous iteration 4[±= , the required area of the optimization problem 4’“ and the

evolutionary rate ì :

max¹4[±= (1 − ì )º 4[±= \ 4’“
4 =æ
min¹4[±= (1 + ì )º 4[±= ≤ 4’“
[

(5-59)

At each iteration, the sensitivities of each element are computed as in equation (XXX). For a
minimization problem, elements with low sensitivities and
and elements with high sensitivities and

“

“

= 1 are removed, i.e.

= 0.001 are filled with material, i.e.

“

“

→ 0.001

→ 1. The limits

for what is considered low and high are determined based on the desired area at that iteration. One
advantage of this approach is that the area is guaranteed to converge to the required area after a
fixed, pre-determined number of iterations. However, if the ì is set too large, the algorithm will

not converge to the optimal solution. In the context of structural mechanics, this is because the
stress (in general, sensitivity) of void elements cannot be explicitly determined; instead, it is
calculated through extrapolation. To remedy this, so-called “soft-kill” methods were developed
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which borrow the penalization concept from SIMP. While the problem domain is still discrete, i.e.
“

∈¹

_J” , 1º,

a penalization term

«±=
“

is used as a scaling factor in the calculation of the

sensitivities.

5.5.2: Algorithm Comparison
These four algorithms (LSM with Hamilton-Jacobi, LSM with reaction diffusion, SIMP
and soft-kill BESO) were implemented in MATLAB and compared. These algorithms have a
number of initial conditions which need to be set; numerical experimentation on simple test cases
were used to determine the optimal values of these parameters. The sensitivity of the algorithms
w.r.t. these initial parameters will be discussed. Note that these values are not guaranteed to be
optimal for all problems; further work on these algorithms could include automatic tuning of the
parameters, similar to what is done in BORG.

Some simple examples are shown in Figure 5.12

where a 1V electrode is placed at different locations in a 0V bounding box. The computational
domain is mapped using a grid of 32x32 square mesh elements. While these problem geometries
are very simple and the optimal solutions could be determined empirically, they are good test cases
for the algorithms.

Figure 5.12: Simple geometries considered for testing the four TO algorithms where the electrode is in the
(a) center and (b) top-left.
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The four TO algorithms under consideration were run for 100 iterations with an initial guess in
which the entire domain is filled with dielectric and an area constraint of 25% of the domain. For
the LSM methods finite differencing is used to solve the evolution of the level set contour. Ideally,
the 1V electrodes would be excluded from the allowable space; however, the simple finite
differencing scheme employed did not take this into account. Since the topological derivatives are
employed, holes should naturally form during the evolution process. For the LSM with contour

evolution via the Hamilton-Jacobi, the initial parameters which need to be set are °w and ù in
Ÿ

equation (5-29),

, z Ÿ and

in the augmented Lagrangian equation of (5-25) and the frequency

of re-initialization of the level set function ( ’ ). TABLE 5.1 shows how the algorithm depends on
these parameters.
TABLE 5.1: INITIAL PARAMETERS OF THE LSM SOLVED WITH THE HAMILTON-JACOBI
Parameter
°w
ù

Ÿ

zŸ

’

Min

Max

0

1

0

2

1e2

1e6

1e-6

1e-2

0.75

0.99

10

200

Too small
Too large
Algorithm converges to optimal Algorithm may not converge to
solution very slowly.
optimal solution.
The topological derivative
Holes are not formed during the
dominates, leading to many
optimization process.
small holes and material islands.
Area constraint enforced too The algorithm converges to
aggressively, algorithm may not optimal solution with desired
converge to optimal solution.
area very slowly.
Algorithm converges to optimal Algorithm may not converge to
solution very slowly.
optimal solution.
Area constraint enforced too The algorithm converges to
aggressively, algorithm may not optimal solution with desired
converge to optimal solution.
area very slowly.
Evolution of the LSF becomes
Holes will not nucleate.
unstable, resulting in nonoptimal solution.

For the optimization of Figure 5.12 (a), the following parameters were chosen: °w = 0.3, ù =

1,

Ÿ

= 155, ΛŸ = 15 − 5,

= 0.9,

’

= 60. The values chosen for °w, ù and

’

tend to work well

for most problems, while the other parameters are highly problem-dependent. Figure 5.13-Figure
5.16 shows the evolution of the insulator using the LSM with contour evolution via the Hamilton-
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Jacobi for the geometry of Figure 5.12 (a) with an area goal of 25% of the problem domain at
iteration (a) % = 1, (b) % = 25, (c) % = 50, (d) % = 75 and (e) % = 100. In particular, Figure 5.13

shows the electric field distribution in dB, Figure 5.14 shows the LSF, Figure 5.15 shows the zero
iso-level contour and Figure 5.16 shows the mapping of the material distribution to the finite
element mesh.

Figure 5.13: Evolution of the field distribution in dB when using LSM with Hamilton-Jacobi for the geometry
shown in Figure 5.12 (a) at iteration (a) % = 1, (b) % = 25, (c) % = 50, (d) % = 75 and (e) % = 100.

Figure 5.14: Evolution of the level set function when using LSM with Hamilton-Jacobi for the geometry
shown in Figure 5.12 (a) at iteration (a) % = 1, (b) % = 25, (c) % = 50, (d) % = 75 and (e) % = 100.

Figure 5.15: Evolution of the zero iso-level contour when using LSM with Hamilton-Jacobi for the geometry
shown in Figure 5.12 (a) at iteration (a) % = 1, (b) % = 25, (c) % = 50, (d) % = 75 and (e) % = 100.

Figure 5.16: Evolution of the material in each finite element when using LSM with Hamilton-Jacobi for the
geometry shown in Figure 5.12 (a) at iteration (a) % = 1, (b) % = 25, (c) % = 50, (d) % = 75 and (e) % =
100.

As can be seen, a hole forms in the center where the electrode is placed by iteration 25. At iteration
50, the area of the insulator is smaller than the desired area, resulting in an increase of material after
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this iteration. Unfortunately, the electrode is filled with material by iteration 100, resulting in a
sub-optimal solution. Figure 5.17 shows the area and insulation load vs. iteration number. The
effect of the re-initialization can clearly be seen at iteration 60, after which the results are extremely
oscillatory.

Figure 5.17: Insulation load and area vs. iteration for the problem of Figure 5.12 (a) using the LSM with the
Hamilton-Jacobi.

For the LSM with contour evolution via the reaction-diffusion equations, the initial parameters

which need to be set are °w and { in equation (5-32), ° and ] in the augmented lagrangian equation
of (5-34) and the iteration number at which the modified volume constraint is relaxed to the exact
area constraint (%bÅ ). TABLE 5.2 shows how the algorithm depends on these parameters.
TABLE 5.2: INITIAL PARAMETERS OF THE LSM SOLVED WITH THE REACTION-DIFFUSION EQUATION
Parameter
°w
{

°
]

%bÅ

Min

Max

0

1

1e-3

1

-0.1

-0.01

2

6

1

200

too small
Algorithm converges to optimal
solution very slowly.
The
topological
derivative
dominates, leading to many small
holes and material islands.
Area constraint enforced too
aggressively, algorithm may not
converge to optimal solution.
Area constraint enforced too
aggressively, algorithm may not
converge to optimal solution.
Algorithm may not converge to
optimal solution.

too large
Algorithm may not converge to
optimal solution.
Holes are not formed during the
optimization process.
The algorithm converges to
optimal solution with desired
area very slowly.
The algorithm converges to
optimal solution with desired
area very slowly.
Algorithm converges to optimal
solution very slowly.
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For the optimization of Figure 5.12 (a), the following parameters were chosen: °w = 0.0015, { =
0.1, ° = −0.02, ] = 4, %bÅ = 25. The values chosen for ° and ] tend to work well for most

problems, while the other parameters are highly problem-dependent. Figure 5.18-Figure 5.21
shows the evolution of the insulator using the LSM with contour evolution via the reactiondiffusion equation for the geometry of Figure 5.12 (a) with an area goal of 25% of the problem
domain at iteration (a) % = 1, (b) % = 25, (c) % = 50, (d) % = 75 and (e) % = 100. In particular,

Figure 5.18 shows the electric field distribution in dB, Figure 5.19 shows the LSF, Figure 5.20
shows the zero iso-level contour and Figure 5.21 shows the mapping of the material distribution to
the finite element mesh.

Figure 5.18: Evolution of the field distribution in dB when using LSM with reaction diffusion for the
geometry shown in Figure 5.12 (a) at iteration (a) % = 1, (b) % = 25, (c) % = 50, (d) % = 75 and (e) % =
100.

Figure 5.19: Evolution of the level set function when using LSM with reaction diffusion for the geometry
shown in Figure 5.12 (a) at iteration (a) % = 1, (b) % = 25, (c) % = 50, (d) % = 75 and (e) % = 100.

Figure 5.20: Evolution of the zero iso-level contour when using LSM with reaction diffusion for the geometry
shown in Figure 5.12 (a) at iteration (a) % = 1, (b) % = 25, (c) % = 50, (d) % = 75 and (e) % = 100.

166

Figure 5.21: Evolution of the material in each finite element when using LSM with reaction diffusion for the
geometry shown in Figure 5.12 (a) at iteration (a) % = 1, (b) % = 25, (c) % = 50, (d) % = 75 and (e) % =
100.

While the reaction diffusion equation appears to be slightly more stable than the Hamilton-Jacobi

equation, holes do not nucleate unless { is chosen to be very small. However, this makes the
algorithm extremely unstable. Figure 5.22 shows the area and insulation load vs. iteration number.
Compared to the convergence of the Hamilton-Jacobi, the results are considerably less oscillatory;
however, the relaxation of the area constraint results in a final solution which has a slightly larger
area than the one desired. If the solution which has the desired area is examined, it can be seen that
both algorithms converge to a design with an insulation load of 1.262, meaning both algorithms
converge to the same optimal solution.

Figure 5.22: Insulation load and area vs. iteration for the problem of Figure 5.12 (a) using the LSM with the
reaction diffusion equation.

When the electrode is placed in the corner, the following set of results is shown: the evolution of
the materials using the Hamilton-Jacobi in Figure 5.23 and the reaction diffusion in Figure 5.24,
along with the insulation load and area vs. iteration for both methods in Figure 5.25. For the area
of interest, the Hamilton-Jacobi converged to a solution with an insulation load of 3.561 while the
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reaction diffusion only reached a value of 2.289. At the slightly larger area ratio of 27.1%, the
insulation load is 3.622; again, this area ratio was not the goal of the optimization. As can be seen
in Figure 5.24, the area constraint forces the material into a sub-optimal distribution, after which
the algorithm starts to recover but does not converge to an area with the desired area. If the area
constraint is relaxed for a longer time (i.e. %bÅ is set to 50 and 75) the algorithm never reaches the

desired area ratio of 25%. In contrast, Figure 5.25 (a) shows that the Hamilton-Jacobi method
converges to an optimal solution, after which the results are extremely oscillatory. This oscillatory
behavior is partly due to a hole forming where the electrode is located and then disappearing. This
is because the topological derivative permits the nucleation of holes and the formation of new
material regions. The algorithm could be modified such that only hole nucleation is allowed, but
it would lose generality as a result. In this case, the discrepancy between maximum insulation load
is significantly larger, implying the reaction diffusion equation may not be the optimal method for
complicated geometries which don’t have any symmetries. The examples presented in the original
paper which proposes the method [219] only shows examples with empty computational domains
with a variety of boundary conditions. While the nucleation of holes is rather unstable with the
Hamilton-Jacobi method, the algorithm seems to converge to a higher-performing design when
compared to the reaction diffusion method.

Figure 5.23: Evolution of the material in each finite element when using LSM with Hamilton-Jacobi for the
geometry shown in Figure 5.12 (b) at iteration (a) % = 1, (b) % = 25, (c) % = 50, (d) % = 75 and (e) % =
100.
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Figure 5.24: Evolution of the material in each finite element when using LSM with reaction diffusion for the
geometry shown in Figure 5.12 (b) at iteration (a) % = 1, (b) % = 25, (c) % = 50, (d) % = 75 and (e) % =
100.

Figure 5.25: Insulation load and area vs. iteration for the problem of Figure 5.12 (b) using the LSM with the
(a) Hamilton-Jacobi and (b) reaction diffusion equation.

Next SIMP will be used to optimize the simple geometries of Figure 5.12 (a) – (b) and the
results will be compared to those of the level set methods. One fundamental issue when comparing
SIMP to the other methods is the fact that intermediate material densities exist during the
optimization process. Because of this, the exact calculation of the insulation load ë = > e]
=

’

|ì|>

is difficult because Ω is not clearly defined and the permittivity can achieve values in between air
and the insulating dielectric. In the actual algorithm the system energy ë = > eµ
=

’

|ì|> is used

which ameliorates this issue in terms of convergence, but the difficulty of comparing this method
in terms of performance with the others during the optimization process still remains. For this
study, the region Ω will consist of finite elements which have a density Ô“ \ 0.99. Because of this
definition there may be points during the optimization process where the insulation load drops to
zero, namely when none of the finite elements satisfy this criteria. For the SIMP method, the initial

parameters which need to be set are the penalization term ] and the radius of the sensitivity filter
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#_J” (where the size of a single mesh cell is assumed to be 1x1 for convenience). TABLE 5.3
shows how the algorithm depends on these parameters.
TABLE 5.3: INITIAL PARAMETERS OF THE SIMP
Parameter
]

#_J”

Min

Max

1

5

0.01

2.5

too small
too large
Algorithm converges to optimal Algorithm may not converge to
binary solution very slowly.
optimal solution.
The sensitivities of each element
are too dependent on distant
The final optimized solution may
neighbors,
resulting
in
exhibit checkerboarding.
convergence to a sub-optimal
solution.

For the optimization of Figure 5.12 (a), the following parameters were chosen: ] = 3 and #_J” =

1. This value of #_J” effectively means the sensitivity of each element is filtered by the elements

in the four cardinal directions. The chosen value of ] tends to work well for most problems, while

#_J” is highly problem and objective-dependent. Figure 5.26 shows the insulation load and area
vs. iteration for the geometry of Figure 5.12 (a) with an area goal of 25% of the problem domain.

The recommended initial guess in [222] is ∀5: Ô“ = 4’“ . However, since this initial guess is not
possible with the other algorithms, making this a poor choice for comparison purposes. To this
end, for the following studies the initial guess is a completely full computational domain, i.e.

∀5: Ô“ = 1. As can be seen, the algorithm converges significantly faster than the LSM algorithms.

In addition, it does not suffer the oscillatory behavior of the LSM with Hamilton-Jacobi or the
incorrect final area ratio achieved by the LSM with reaction-diffusion. This is likely because the
MMA itself is extremely efficient at solving constrained optimization problems, while the LSM
algorithms require numerical simulations of time-domain partial differential equations (PDEs).
This introduces additional initial parameters and difficulties into the optimization process. Because
the algorithm converges so much faster than the LSM algorithms, snapshots of the evolution of the
densities are shown at iteration (a) % = 1, (b) % = 3, (c) % = 5, (d) % = 7 and (e) the final solution
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% = 100. During the first three iterations, the density is homogeneously reduced throughout the

entire domain until it reaches approximately Ô“ = .12 ∀5, after which the higher densities quickly

converge to the center of the domain as shown in Figure 5.27 (d). The penalization then forces the
solution to a binary distribution, which is achieved at iteration % = 14, after which the solution

remains constant. One major advantage the SIMP has when compared with the LSM algorithms is
that there is a hole in the material distribution exactly where the electrode is placed. The LSM
algorithm with the Hamilton-Jacobi equation required a careful balancing of the shape derivative
with the topological derivative to ensure the proper nucleation of holes. The LSM with the reaction
diffusion equation required careful tuning of the regularization term { to ensure the proper
nucleation of holes. In constrast, the SIMP arrives at the optimal solution without any careful
tuning of parameters.

Figure 5.26: Insulation load and area vs. iteration for the problem of Figure 5.12 (a) using the SIMP.

Figure 5.27: Evolution of the elemental densities when using SIMP for the geometry shown in Figure 5.12
(a) at iteration (a) % = 1, (b) % = 3, (c) % = 5, (d) % = 7 and (e) % = 100.

Next the geometries of Figure 5.12 (b) will be optimized using SIMP and these same initial
parameters. Figure 5.28 show the insulation load and area vs. iteration for the two geometries, while
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Figure 5.29 show the evolution of the element densities. The same conclusions as those of the

previous study can be made, namely the extremely fast convergence and the appearance of the hole
where the electrode is located. The optimized insulation loads is 3.583 for the electrode placed at
the corner, respectively. This solution is superior to those obtained by the LSM algorithms.

Figure 5.28: Insulation load and area vs. iteration using the SIMP when the electrode is placed at the top-left
corner.

Figure 5.29: Evolution of the elemental densities when using SIMP for the geometry shown in Figure 5.12
(b) at iteration (a) % = 1, (b) % = 3, (c) % = 5, (d) % = 7 and (e) % = 100.

Finally BESO will be applied to these three simple test cases. For BESO, the initial parameters

which need to be set are the penalization term ], the radius of the sensitivity filter #_J” (where the
size of a single mesh cell is assumed to be 1x1 for convenience) and the evolutionary rate ì .
TABLE 5.4 shows how the algorithm depends on these parameters.
TABLE 5.4: INITIAL PARAMETERS OF THE BESO
Parameter
]

#_J”

Min

Max

1

5

0.01

2.5

too small
too large
Algorithm converges to optimal Algorithm may not converge to
binary solution very slowly.
optimal solution.
The sensitivities of each element
The final optimized solution
are too dependent on distant
may exhibit checkerboarding.
neighbors,
resulting
in
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ì

0.01

0.25

convergence to a sub-optimal
solution.
Algorithm converges to optimal Algorithm may not converge to
solution very slowly.
optimal solution.

For the optimization of Figure 5.12 (a), the following parameters were chosen: ] = 3, #_J” = 1
and ì = 0.025. Figure 5.30 shows the insulation load and area vs. iteration for the geometry of

Figure 5.12 (a) with an area goal of 25% of the problem domain and an initial guess where the
entire domain is filled with dielectric insulation. As can be seen, the algorithm converges
significantly slower than the traditional SIMP and about on par with the LSM algorithms. There is
oscillatory behavior once the algorithm reaches the desired area ratio. Snapshots of the evolution
of the material distribution are shown in Figure 5.31 at iteration (a) % = 1, (b) % = 25, (c) % = 50,

(d) % = 75 and (e) the final solution % = 100. As can be seen, the optimal solution found is
considerably different from those found by SIMP and the level set methods. In fact, this solution
outperforms the other methods in terms of insulation load: SIMP converges to 1.48 while the other
methods converge to approximately 1.26. This will be discussed in more detail in the summary
section.

Figure 5.30: Insulation load and area vs. iteration for the problem of Figure 5.12 (a) using the BESO.
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Figure 5.31: Evolution of the material distribution when using BESO for the geometry shown in Figure 5.12
(a) at iteration (a) % = 1, (b) % = 25, (c) % = 50, (d) % = 75 and (e) % = 100.

Next the geometry of Figure 5.12 (b) will be optimized using BESO. Figure 5.32 shows the
insulation load and area vs. iteration for the two geometries, while Figure 5.33 shows the evolution
of the element densities. The same conclusions as those of the previous study can be made, namely
the superior performance of the optimized solution. The optimized insulation loads is 3.609.

Figure 5.32: Insulation load and area vs. iteration using the BESO when the electrode is placed at the top-left
corner.

Figure 5.33: Evolution of the material distribution when using BESO for the geometry shown in Figure 5.12
(b) at iteration (a) % = 1, (b) % = 25, (c) % = 50, (d) % = 75 and (e) % = 100.

Note that a similar study was performed with the electrode placed at the top but detailed evolution
figures are omitted for brevity. TABLE 5.5 summarizes the results for all three electrode locations.
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TABLE 5.5: SUMMARY OF CONVERGENCE COMPARISONS
Model

Electrode in center

Electrode at top

Electrode at top-left

Method
LSM with H-J
LSM with r-d
SIMP
BESO
LSM with H-J
LSM with r-d
SIMP
BESO
LSM with H-J
LSM with r-d
SIMP
BESO

Iterations to
converge
96
85
12
56
68
51
16
56
99
49
13
64

Insulation Load
1.262
1.262
1.262
1.483
2.622
2.033
2.665
2.699
3.561
2.289
3.583
3.609

In determining the number of iterations it took to converge and the insulation load, the solution
with the highest insulation load and area less than or equal to the desired value was found. This is
necessary because some of the algorithms do not converge smoothly or converge to a solution with
the wrong desired area. In all cases BESO converges to a solution with a larger insulation load
when compared to SIMP and the two LSM algorithms. SIMP consistently converges the fastest
but does not arrive at an ideal solution. LSM solved with the reaction diffusion equation yields the
worst solution for the electrode at the top and top-left. This is because the converged solution

slightly over-shoots the desired area ratio. In [226] a comparison between BESO (with ] = 3,
#_J” = 3 and ì = 0.02) and SIMP (with ] = 3 and #_J” = 3) was performed for a structural

optimization problem. BESO converges to a significantly better solution than the traditional SIMP.
In addition to the traditional SIMP, a modified SIMP with a continuation method is also explored.
In this method, the penalization term ] is set to 1 in the first iteration and progressively increased
with each iteration.

This helps the MMA algorithm because the introduction of material

penalization results in a problem which is nonconvex. In addition, #_J” is initially set to a large

value and then gradually decreased. The modified SIMP with continuation results in a nearly
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identical solution to that obtained by BESO, but it takes more than 5 times the number of iterations
to converge. In addition, this algorithm requires fine-tuning of additional parameters related to the
growth and decay rate of ] and #_J” , respectively. In this comparison the hard-kill BESO

converges to the same solution as the soft-kill BESO; numerical experimentation shows that this
same conclusion extends to the electrostatics problems discussed above. Several papers which
compare the LSM to SIMP [227], [228] conclude that these algorithms converge to similar
solutions. It is argued in [226] that these solutions are likely local optima; the BESO method uses
a heuristic approach and has less of a tendency to get stuck in local minima [226]. It is possible
that the lack of convergence of the LSM and SIMP are due to a mesh dependence; it has been found
that a finer mesh can result in a higher-quality solution [226]. Therefore, the example of Figure
5.12 (a) was re-run with a finer 64x64 square mesh. The insulation load and area vs. iteration are
shown in Figure 5.34 for (a) LSM with H-J, (b) LSM with r-d, (c) SIMP and (d) BESO. The results
clearly show that mesh dependency is not the issue; BESO still outperforms the other three
algorithms. However, if the goal of the optimization is a 50% area ratio instead of a 25% area ratio,
the LSM algorithms are extremely oscillatory while the SIMP and BESO converge to
approximately the same answer, with BESO very slightly outperforming SIMP, as shown in Figure
5.35 and Figure 5.36. For the LSM with H-J, this late-time instability can be fixed by reducing the
value of °w to 0.005; however, this results in a very slow convergence in which the desired area

ratio of 0.5 is not reached within 100 iterations. Setting ° = 0.02 and ] = 7 fixes this issue, but

this example highlights the parameter dependence of this method. Similarly, the LSM with r-d
converges more smoothly to a higher performing solution when the parameters are modified to
°w = 0.25,

Ÿ

= 255, ΛŸ = 15 − 6. SIMP and BESO do not require parameter tuning when the

desired area ratio is changed.
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Figure 5.34: Insulation load and area vs. iteration with 4’“ = 0.25 and using when the electrode is placed
at the center and using a fine 64x64 mesh using the (a) LSM H-J, (b) LSM r-d, (c) SIMP and (d) BESO.

Figure 5.35: Insulation load and area vs. iteration with 4’“ = 0.5 using when the electrode is placed at the
center and using a coarse mesh using the (a) LSM H-J, (b) LSM r-d, (c) SIMP and (d) BESO.

Figure 5.36: Insulation load and area vs. iteration with 4’“ = 0.5 and using when the electrode is placed at
the center and using a fine 64x64 mesh using the (a) LSM H-J, (b) LSM r-d, (c) SIMP and (d) BESO.

As postulated in [226], one possibility for why SIMP and the LSM algorithms do not converge to
optimal solutions is that they get stuck in local minima, while the heuristic approach used in BESO
manages to avoid this sub-optimal solution. In order to test this hypothesis, the algorithms were
tested with an initial guess consisting of a cross. The parameters for the LSM algorithms had to be
adjusted significantly to ensure convergence; namely, for the LSM H-J the parameters were
changed to °w = 0.125,

’

= 10,

Ÿ

= 153, ΛŸ = 15 − 10,

= 0.95 and for the LSM r-d the

parameters were changed to °w = 0.0025, { = 15 − 3, %bÅ = 25. This highlights the extreme

parameter dependence of these algorithms. In contrast, the SIMP required no modifications to its
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parameters. Figure 5.37 shows the insulation load and area ratio vs. iteration for the (a) LSM H-J,
(b) LSM r-d and (c) SIMP. Note that the number of iterations for the LSM algorithms was increased
to 200 for these algorithms as convergence was not achieved after 100 iterations. For the initial
guess of the SIMP, the entire domain was filled with material density equal to the desired area ratio,
then the cross shape was added in. This is necessary because void elements in the initial guess can
lead to a sub-optimal solution. Figure 5.38-Figure 5.40 show the evolution of the material
distributions.

Figure 5.37: Insulation load and area vs. iteration for the geometry of Figure 5.12 (a) when the initial guess
is a cross using the (a) LSM H-J, (b) LSM r-d and (c) SIMP.

Figure 5.38: Evolution of the material distribution when using the LSM H-J for the geometry shown in
Figure 5.12 (a) with a cross-shaped initial guess at iteration (a) % = 1, (b) % = 25, (c) % = 50, (d) % = 75
and (e) % = 100.

Figure 5.39: Evolution of the material distribution when using the LSM R-D for the geometry shown in
Figure 5.12 (a) with a cross-shaped initial guess at iteration (a) % = 1, (b) % = 25, (c) % = 50, (d) % = 75
and (e) % = 100.
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Figure 5.40: Evolution of the material distribution when using the SIMP for the geometry shown in Figure
5.12 (a) with a cross-shaped initial guess at iteration (a) % = 1, (b) % = 5, (c) % = 10, (d) % = 15 and (e)
% = 100.

Next, a more complicated geometry will be considered to see if the above conclusions still hold.
The geometry under consideration is inspired by a vacuum interruptor [229] as shown in Figure
5.41.

Figure 5.41: Simple vacuum insulator geometry.

The geometry consists of two conductors with voltages of 1 and -1 in a bounding box with fixed
voltages of 0. It is assumed that there is a tiny gap between the conductors and the bounding box.
Due to the more complex geometry, a finer mesh of 80x80 square elements was used. Figure 5.42
shows the insulation load and area vs. iteration when using (a) LSM H-J, (b) LSM r-d, (c) SIMP
and (d) BESO. Figure 5.43-Figure 5.46 show the evolution of the material distributions for these
four algorithms. The LSM H-J does not converge within 100 iterations; the resulting solution has
an insulation load of 11.5. Letting the algorithm run for 200 iterations results in a solution with an
insulation load of 12.5. The LSM r-d converges to a solution with a slightly larger area ratio than
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the one desired; the optimal insulation load at the desired area ratio is 13.6. The SIMP and BESO
algorithms converge smoothly to similar solutions with insulation loads of 14.64 and 14.67,
respectively. However, the final solution obtained by SIMP is not binary; some intermediate
densities remain.

Figure 5.42: Insulation load and area vs. iteration for the vacuum insulator example using (a) LSM H-J, (b)
LSM r-d, (c) SIMP and (d) BESO.

Figure 5.43: Evolution of the material distribution when using the level set method with contour evolution
via the Hamilton-Jacobi for the vacuum insulator example at iteration (a) % = 1, (b) % = 25, (c) % = 50, (d)
% = 75 and (e) % = 100.

Figure 5.44: Evolution of the material distribution when using the level set method with contour evolution
via the reaction diffusion for the vacuum insulator example at iteration (a) % = 1, (b) % = 25, (c) % = 50,
(d) % = 75 and (e) % = 100.

Figure 5.45: Evolution of the material distribution when using SIMP for the vacuum insulator example at
iteration (a) % = 1, (b) % = 3, (c) % = 5, (d) % = 7 and (e) % = 100.
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Figure 5.46: Evolution of the material distribution when BESO for the vacuum insulator example at iteration
(a) % = 1, (b) % = 25, (c) % = 50, (d) % = 75 and (e) % = 100.

5.5.3: Triangular Mesh
These studies show that BESO seems to be the most reliable algorithm for problems in electrostatics
when using a Cartesian mesh. However, this are alternate approaches to implementing these
algorithms which may favor the LSM algorithms. The major difference between BESO, SIMP and
the LSM algorithms is in the allowable design space which is explored. The density-based methods
evolve the material distribution within each finite element explicitly, while the LSM algorithms
evolve the level-set functions, from which the zero iso-level contour is extracted and mapped to the
finite elements. Conceptually, the SIMP allows for a broader design space than the BESO because
the intermediate densities can be viewed as “soft” boundaries [206]. The major downside to the
“soft” boundary approach is that exact values of certain quantities of interest, such as the tangential
field on a boundary can only be approximated. Theoretically, the LSM algorithms have the largest
allowable design space while avoiding the issue of “soft” boundaries. However, when the zero isolevel contour is projected onto a fixed Cartesian mesh, the allowable design space in practice is
reduced to that of BESO; an alternate approach is to use a dynamic triangular mesh in which the
shape of the contour can be captured more accurately [230]. The major downside of this approach
is that the problem geometry needs to be re-meshed every iteration. As an alternate approach for
comparing efficiency and speed, a static triangular mesh will also be used. In this case, the zero
iso-level contour will be mapped to the static triangular mesh based on if a given triangle is at least
half-filled with dielectric. The program GMSH will be used for generating high-quality Dalaunay
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triangulations [207]. The proposed approach will use finite differences with a Cartesian grid for
the contour evolution and finite element with a triangular mesh for the electrostatics problem. Since
it is extremely efficient, the Hamilton-Jacobi and reaction diffusion equations will be solved on an
extremely fine Cartesian grid using an upwind finite difference method to determine the level set
function. After this, the zero-level contour will be generated for the dielectric region which will be
meshed using GMSH. Figure 5.47 highlights the advantages of using a triangular mesh for curved
surfaces.

Figure 5.47: Proposed approach for hybrid finite difference/finite element topology optimization.

The Hamilton-Jacobi and reaction-diffusion equations could be solved on the triangular grid itself,
but this would require the implementation of a time-domain finite element method in which the
FEM matrix needs to be re-generated and solved every iteration, a time-consuming process. The
proposed approach marries the efficiency of the finite difference method on a fixed Cartesian grid
for evolving the LSF with the geometrical accuracy of the finite element method on a dynamic
triangular grid for solving Laplace’s equation. The main drawback of this approach is that the finite
difference mesh used for contour evolution needs to be a square box, regardless of the problem
domain itself. The dielectric is free to occupy any space on this mesh, including regions which
may contain conductors. Figure 5.48 shows an example where a dielectric intersects with a
conductor for the simple vacuum interrupter case. If a dielectric intersects a boundary, the proposed
approach is to remove the intersection and add in new nodes into the base geometry to ensure the
mesh is still consistent for GMSH, i.e. nodes are sorted counter-clockwise and holes in regions are
properly specified. Figure 5.49 shows two examples of the actual implementation of this algorithm
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where the purple box is the zero iso-level contour, the blue triangles are air and the red triangles
are dielectric.

Figure 5.48: Proposed approach for dealing with dielectric/conductor intersections.

Figure 5.49: Implementation of proposed approach for dealing with dielectric/conductor intersections for two
different cases.

Another difficulty with this approach is that the insulator is forced to lie inside the border of the
Cartesian mesh. This means the insulator cannot intersect the boundary. In order to alleviate this
problem, the border of the Cartesian mesh is extended to be larger than the domain of interest.
Then any part of the insulator which extends outside the domain of interest is removed, as shown
in Figure 5.50. Specific examples of this algorithm in practice are shown in Figure 5.51.
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Figure 5.50: Proposed approach for dealing with dielectric/outer boundary intersections.

Figure 5.51: Implementation of proposed approach for dealing with dielectric/outer boundary intersections
for two different cases.

While not shown here for brevity, the dynamic triangular mesh LSM with the Hamilton-Jacobi and
reaction diffusion equations were applied to the geometries of Figure 5.12 with an initial guess in
which the domain is filled with insulator. Both algorithms converged to sub-optimal geometries
which are very close to those obtained by the static Cartesian mesh LSM algorithms with the same
initial guess. Next the vacuum interrupter example will be solved with the Hamilton-Jacobi using
a dynamic triangular mesh. For this problem the following parameters were found to be optimal:
°w = 0.25,

’

= 5,

Ÿ

= 152, ΛŸ = 15 − 1,

= 0.9. Convergence curves of the insulation load

and area ratio are shown in Figure 5.52. Figure 5.53-Figure 5.55 show the zero iso-level contour
of the LSF, material distribution and the field distribution in dB, respectively, when using a
dynamic triangular mesh. The most obvious difference is the improved convergence when
compared to the static Cartesian mesh. While the static Cartesian mesh failed to converge to an
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optimal solution within 100 iterations, using the dynamic triangular mesh converged to an optimal
solution within 50 iterations; this is likely because the physical field distribution being used to
evolve the LSF is being calculated more accurately at each iteration. In addition, the field
distribution is clearly changing at each iteration, especially in regions close to the dielectric
interface. This implies that dynamic meshing is a good approach if considering the additional
objective of uniform tangential electric field distribution on the boundary (to minimize the electric
stress).

Figure 5.52: Insulation load and area vs. iteration for the vacuum insulator geometry using the LSM with
H-J and a dynamic triangular mesh.

Figure 5.53: Evolution of the zero iso-level contour of the LSF when using a dynamic triangular mesh and
the LSM with the Hamilton-Jacobi for the vacuum interrupter example at iteration (a) % = 1, (b) % = 10, (c)
% = 30, (d) % = 40 and (e) % = 50.

Figure 5.54: Evolution of the material distribution when using a dynamic triangular mesh and the LSM with
the Hamilton-Jacobi for the vacuum interrupter example at iteration (a) % = 1, (b) % = 10, (c) % = 30, (d)
% = 40 and (e) % = 50.
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Figure 5.55: Evolution of the electric field distribution in dB when using a dynamic triangular mesh and the
LSM with the Hamilton-Jacobi for the vacuum interrupter example at iteration (a) % = 1, (b) % = 10, (c)
% = 30, (d) % = 40 and (e) % = 50.

5.5.4: Multi-objective Formulation
Now that the general implementation of the different algorithms is completed for the simple case
of optimizing the insulation load as a single objective, the algorithm will be extended to include
multiple objectives. As in the previous example where cubic splines and Bezier curves were used,
the most intuitive second objective is the total area of the insulator. There is an obvious trade-off
between the area of the insulator and the insulation load. Figure 5.30 showed a convergence plot
for the simple geometry of Figure 5.12 (a) when using BESO and a 32x32 Cartesian mesh with an
initial guess of a fully insulated domain and the area ratio goal is 0.25. As can be seen, most
intermediate areas are reached during the optimization; however, it is not clear if these are the
optimal designs for these intermediate areas. The Pareto fronts as obtained from three runs with
area goals of 0.75, 0.50 and 0.25 are shown in Figure 5.56 (a). This same test was performed for
the vacuum interrupter example; Figure 5.56 (b) shows Pareto fronts for three separate
optimizations: when the goal is an area ratio is 0.25, 0.50 and 0.75. As can be seen in both
examples, the Pareto front is traced exactly regardless of the area goal. This is likely because the
BESO is extremely stable due to the evolutionary decay of the initial area. However, BESO in its
initial incarnation cannot be applied to a dynamic mesh; therefore, it is not the ideal algorithm for
minimizing electric field stress on a dielectric interface. For that, the LSM solved with H-J could
be used.
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Figure 5.56: Pareto front using BESO with different area ratio goals for (a) the simple geometry of Figure
5.12 and (b) the vacuum insulator geometry.

Figure 5.57: Pareto front using LSM H-J with different area ratio goals for (a) the simple geometry of Figure
5.12 and (b) the vacuum insulator geometry.

The Pareto fronts obtained from the LSM H-J with area ratio goals of 0.75, 0.5 and 0.25 for both
the center conductor and VI geometries are shown in Figure 5.57 (a) and (b), respectively. The
exact values of the insulation loads are different from those obtained by the Cartesian mesh since
the dynamic triangular mesh can more accurately calculate field values close to corners [230].
While the triangular mesh is dynamic, the meshing properties were modified to ensure an accurate
value of the insulation load is calculated. For the center conductor geometry, the Pareto fronts for
all three area ratios are nearly identical; however, this is not the case for the vacuum interrupter
geometry. In order to obtain an accurate Pareto front, one approach is to run the optimizer multiple
times with different area ratio goals starting from a maximum and linearly decreasing until a desired
minimum is reached, i.e. starting from 4’“ = 1 and linearly decreasing until 4’“ = 0.25.

However, this can take a long time since each optimization must be started from scratch.
Convergence would be accelerated if the optimal geometry from the previous optimization was
used as the initial guess for the next optimization. The assumption made with this approach is that
the optimal geometry when slightly decreasing the area ratio goal is a slight perturbation of the
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optimal geometry at a slightly higher area ratio goal. For this reason, this approach will be called
a “local Pareto search” since it effectively searches the local neighborhood of the previous
optimum. With this approach, the Pareto front can be obtained with a single run and a smaller
number of function evaluations. For the purposes of this study, a run will be considered
“converged” at iteration % if the area ratio is 4 M = 4’“

±

0.01 for = ¹% − 4, % − 3, % − 2, % −

1, %º. In words, a run is converged if the area ratio is approximately the same for 5 iterations. An
examination of Figure 5.17 shows that the typical behavior of the algorithm is to “under-shoot” the
desired area ratio, after which the algorithm stabilizes at the desired goal. This definition of
convergence avoids the issue of pre-mature convergence. Figure 5.58 shows a simple flowchart of
the procedure while Figure 5.59 shows a comparison between the “multiple runs” approach and the
“local Pareto search” approach. In terms of time, the “multiple runs” approach took a total of 303
function evaluations while the “local Pareto search” approach took 170 function evaluations.

Figure 5.58: Flowchart of the “local Pareto search” appraoch.
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Figure 5.59: (a) Pareto front obtained from separate runs with different area ratio goals. (b) Comparison
between Pareto front obtained from “multiple runs” approach and “Local Pareto” approach.

Another important objective of interest in insulator optimization is the electric field stress, which
can be determined by the electric field distribution on the boundary of an insulator. The optimal
distribution is uniform, since this minimizes the possibility of breakdown [215]. While it is possible
to formulate a functional to minimize the variance or maximum tangential electric field on the
insulator boundary, it leads to extremely poor convergence due to the fact that this functional is not
global and the insulator boundary on which the variance is being minimized is dynamically
changing with each iteration. A different problem such as minimizing the tangential field on a
static boundary leads to convergent behavior, but this is not the problem of interest in this study.
Therefore, a new approach is proposed in order to incorporate this objective. The general idea is
to follow the procedure of the “local Pareto search” but to add in a post-processing step after each
full TO run in which a local optimization is performed with the goal of minimizing the maximum
tangential electric field. For the insulator volumes of interest, the TO algorithm converges to two
contiguous insulators on the top-right and bottom-right corners of the conductor. In order to
minimize the maximum tangential field, Bezier curves with 15 free points are fit to each contiguous
insulator. Since each free point is described by two coordinates (r,z) this leads to an optimization
with 30 optimization variables, a relatively large number for most numerical optimizers. However,
because a suitable initial guess is provided, CMA-ES with a very small value for the initial standard
deviation can be used effectively. The full flowchart of this procedure is shown in Figure 5.60.
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Figure 5.60: Flowchart of the “local Pareto search” appraoch with the additional step of minimizing the
maximum tangential field.

In order to study the convergence performance of the dynamic triangular mesh topology
optimization code using this modified local Pareto search approach, the example of Figure 5.2 (a)
with a conductor and PUR insulator was studied. After 272 total function evaluations (including
those of the TO and CMA-ES procedure), the Pareto front of Figure 5.61 (a) was obtained.

In

order to perform a more fair comparison, a BORG optimization was run with 34 optimization
variables (the 30 free Bezier points described above, along with 4 additional parameters for the
starting and ending point of each curve) for 272 iterations (the same number of function evaluations
as that of TO+CMAES). The resulting Pareto front is shown in Figure 5.61 (b). To highlight the
trade-offs of the system, two solutions of interest were chosen and their geometries, total field
distribution and tangential field along the insulator boundaries were plotted. In particular, Figure
5.61 (c) shows the geometry and fields of a solution with a large insulator volume of 0.36 cubic
cm, max total field of 2.495 kV/mm and max tangential field of 0.2495 kV/mm. In contrast, Figure
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5.61 (d) shows the geometry and fields of a solution with a much smaller insulator volume of 0.147
cubic cm; however, the max total field has increased to 2.874 kV/mm and the max tangential field
to 0.2656 kV/mm. The best solution depends on the size/weight and performance requirements of
the system. As can be seen by comparing Figure 5.61 (a) and (b), the results of the TO+CMAES
greatly outperform the BORG optimization. In addition, comparing the results of TO+CMAES to
the results of Figure 5.4 shows that this Pareto front is superior. Most notably, a max electric field
magnitude of 2.25 kV/mm can be reached with a maximum tangential field magnitude of less than
0.25 kV/mm and an insulator volume of 0.49 cubic cm. Despite the large insulator volume, this is
the best performing solution in terms of both electric field metrics. If high-performance is the most
important goal of a project, this is the ideal solution and it could only be found using TO+CMAES.
The only other approach which obtained max field magnitudes less than 2.4 kV/mm came from the
spline optimization and these solutions exhibited extremely high tangential field magnitudes above
0.35 kV/mm. If a lower volume is desired with a max field magnitude of less than 2.5 kV/mm,
TO+CMAES found a solution with a max field magnitude of 2.47 kV/mm, tangential field of 0.22
kV/mm and volume of 0.31 cubic cm. In contrast, the best solutions from the other approaches
which have a max field magnitude less than 2.5 kV/mm have insulator volumes of more than 0.325
cubic cm and tangential fields of more than 0.3 kV/mm. Finally, if a max field magnitude of 3
kV/mm is desired, the TO+CMAES algorithm yields similar solutions to those obtained by the two
Bezier optimizations. These results are summarized in TABLE 5.6.
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Figure 5.61: Final Pareto front obtained for the conductor with PUR insulator problem when using (a)
TO+CMAES and (b) BORG. Particular solutions of interest from the TO+CMAES optimization were chosen
to examine the geometries, along with the magnitudes of the total field distribution and tangential fields along
the insulator boundary. (c) shows the geometry and fields of a solution with a large insulator volume and
relatively small field magnitudes while (d) shows the geometry and fields of a solution with a smaller
insulator volume and larger field magnitudes.

TABLE 5.6: SUMMARY OF SOLUTIONS FOR CONDUCTOR AND PUR
Max field
desired

As small as
possible

2.5 kV/mm

Method
BORG: Cubic
spline
BORG: Bezier
w/ 3 free points
BORG: Bezier
w/ 15 free points
TO+CMAES:
Bezier w/ 15 free
points
BORG: Cubic
spline

Max total field

Max tangential
field

Insulator
volume

2.30

0.42

0.49

2.49

0.33

0.347

2.51

0.28

0.478

2.25

0.25

0.49

2.45

0.31

0.33
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3.0 kV/mm

BORG: Bezier
w/ 3 free points
BORG: Bezier
w/ 15 free points
TO+CMAES:
Bezier w/ 15 free
points
BORG: Cubic
spline
BORG: Bezier
w/ 3 free points
BORG: Bezier
w/ 15 free points
TO+CMAES:
Bezier w/ 15 free
points

2.49

0.33

0.347

N/A

N/A

N/A

2.47

0.22

0.31

2.99

0.34

0.116

2.98

0.24

0.135

2.99

0.264

0.124

2.95

0.23

0.127
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Chapter 6: Future Work
The research presented in this dissertation can be extended in a number of ways. There
were a number of numerical codes which were written which could be used to design a variety of
devices and study the multi-objective trade-offs. In addition, the insights gained from studying the
properties of the various algorithms could be used to create new algorithms with superior
convergence performance.
1) A transfer matrix method was developed for analyzing the transmission and reflection of
plane waves through multi-layer bi-anisotropic slabs. The method was generalized via a
plane wave expansion to enable the study of any incident field. These numerical methods
could be used for a variety of applications and performance trade-offs could be studied.
2) Multi-objective trade-off studies of specific Zernike and Seidel aberrations could enable
further insight into the capabilities and limitations of GRIN lenses.
3) While validating the theory for circular nanoloops, it was discovered that superdirectivity
could be achieved. Further experimentation with full-wave solvers showed that elliptical
nanoloops (in which the cross section of the wire is still circular but the periphery of the
loop follows an ellipse) has some advantageous radiation properties including higher
directivity and reduced sidelobe levels. A theoretical formulation for elliptical nanoloops
would enable much faster large-scale parametric studies and multi-objective optimizations.
The initial work in developing this theory was started but needs to be completed.
4) A “spoof nanoloop” which replicates the superdirectivity of a gold nanoloop in the RF
regime was designed. In addition to manufacture and testing, various trade-offs could be
studied including complexity of the design and broadband realized gain.
5) Since MO-CMA-ES tends to work better for lens design problems but is out-performed by
BORG for most other problems, an extension to BORG could be created which adds CMA-
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ES to its collection of mutation/recombination operators. For lens design problems, the
CMA-ES operator would be more successful than the other operators and should obtain a
high probability of being used after a few hundred iterations. In addition, dynamic epsilonboxes could be added to improve the distribution of the final Pareto front in terms of
crowding distance. These changes could improve the performance and robustness of
BORG.
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