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Abstract
In this work a trajectory optimization algorithm for unmanned aerial vehicles (UAV’s) is
presented. This algorithm is specifically developed for UAV’s on surveillance missions,
where the objective is to maximize surveillance time of a ground target. A receding
horizon optimal control approach is used to solve the optimal control problem. An
emerging method that utilizes neural networks to approximate the dynamic state
integration and integrated objective functions is presented. The training and optimized
structure of these neural networks is demonstrated. The algorithm is presented for both
fixed-camera- and gimbaled-camera-equipped UAV’s. Scenarios that require cooperative
surveillance between multiple UAV’s with fixed cameras are discussed and presented.
MATLAB simulation results are presented for many different scenarios. The effect of
added constraints on the UAV’s flight such as target standoff constraints and threat
avoidance constraints are investigated. The effects of changes to the problem’s horizon
time are investigated.
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Chapter 1:
1.1

Introduction

Introduction

As the use of unmanned vehicles becomes increasingly prevalent in the modern military,
the issue of autonomous capability must be addressed. Unmanned vehicles in the field
today are for the most part controlled remotely by human operators. In many cases, for a
surveillance mission, one operator controls the UAV itself and another controls the
sensors. The goal of a large amount of current research is to reduce the workload of these
operators such that a single operator could control many vehicles on a variety of
missions. The operator could even have his responsibility reduced to making high level
mission decisions, allowing even greater efficiency.
The objective of this work is to develop an efficient, real-time algorithm for the
trajectory optimization of unmanned aerial vehicles (UAV’s) on surveillance missions.
The main objective of this algorithm is to maximize the amount of time a target is
observed by on-board sensors subject to the constraints of the mission and the capabilities
of the aircraft and its sensors.
Trajectory optimization is accomplished here using an optimal control framework.
The purpose of optimal control is to minimize some objective, or cost function, subject to
a set of constraints, over all possible values of the state and control vectors at each time in
the mission. In this work a real-time optimization algorithm is developed that formulates
the trajectory optimization problem as a receding horizon optimal control problem. It is
then solved using nonlinear programming. The work incorporates an emerging method
that uses neural networks to approximate the integration of the state dynamics and
objective functions. This technique greatly reduces the number of parameters in the
optimization problem, leading to a significant improvement in computational efficiency.
This work builds on the works of Geiger and Horn1-4. In Geiger’s dissertation1
and numerous papers, he presented results that solved the trajectory optimization problem
using direct collocation nonlinear programming (DCNLP). This algorithm was presented
in simulation2 and in flight test3. He also presented the neural network method as an
alternative to DCNLP. He demonstrated single UAV results for the neural network
method4. In this work he compared computation times between the DCNLP and NN
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methods. It was observed that the neural network method allowed a speed advantage of a
factor of 2-5 times. In another work by Geiger, Schmidt, and Horn5, results involving
cases with multiple UAV’s were presented. Here cooperation between multiple UAV’s
was investigated that allowed maximum target coverage. My contributions to this work
involved the extension of the algorithm to 3-UAV cases. Additionally, I implemented
more complex constraints on the UAV flight areas and investigated the performance of
the algorithm under these constraints. These results, along with several extensions, are
presented in Chapter 4.
In this thesis, the flexibility of the neural network trajectory optimization
approach is demonstrated through the extension to problems with gimbaled-cameraequipped UAV’s. The gimbaled-camera allows the UAV to be much more effective as a
surveillance tool because it provides additional degrees of freedom in the control of the
camera lens orientation. New neural networks are trained to implement changes in the
objective function that are required for the gimbaled-camera case. Additionally, the
neural network approach has been refined through the optimization of the structure of the
neural networks, as is shown in chapter 3. Simulation results are presented in Chapter 4.

1.2

Related Work
UAV trajectory optimization is a very active area of research. This section

presents some of the works that are closely related to the work presented in this thesis.
In this work nonlinear programming is used to solve the optimization problem6,
however there are a number of other numerical methods that can provide this capability.
Betts presents7 an informative survey of the various numerical methods that are available.
Other possible methods are mixed integer linear programming8 (MILP), genetic
algorithms9, and Dynamic Programming10.
Additional capabilities for trajectory optimization algorithms are achieved
through the introduction of new types of objective functions. Ponda et al present11 an
interesting method for trajectory optimization that uses the Fisher information matrix.
This method maximizes the amount of information gained from vision measurements of
the target by placing successive optimal measurements. The measurement locations are
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then joined together to form an optimal trajectory. This could be adapted to fit the
approach resented here by developing an objective function based on the information
gained from a measurement at a given location, then training a neural network to
approximate it.
Skoglar presents a method of path planning that uses a genetic algorithm to plan
paths that allow good tracking performance for a gimbaled-camera-equipped UAV12.
Whereas in this work the trajectory is caused to have small amounts of gimbal motion
using a camera effort objective, Skoglar breaks the trajectory into step and stare
segments. During step segments, the camera is moved at its maximum rate to get into
position. Then, the camera is held steady while multiple measurements are taken.
Receding horizon optimal control has been used extensively in trajectory
optimization problems. Bellingham et al13 presented an approach to MILP using receding
horizon optimal control that was shown to produce trajectories that are within 3% of the
trajectory calculated using infinite horizon optimal control.
Neural networks have been applied in other ways to trajectory optimization
problems. In many works, neural networks have been trained to approximate the optimal
solution to nonlinear programming problems. Effati and Baymani present one method for
using a neural network to approximate the solution to a general parametric optimization
problem14. A parametric optimization problem is one such that the desired solution is for
a finite number of points. The weakness of this approach is that it requires that the
objective function be convex.
In a similar work, Chowdhary and Johnson present a method of implementing
model reference adaptive control (MRAC) using a neural network as the adaptive
element15. In doing so they are in effect adding memory to their MRAC framework,
which yields improved stability of the system. They claim to be the first to demonstrate
the use of current and past data in an adaptive training law in flight test. In effect they
train the neural network to output the desired controls given the problem parameters.
In a very closely related work to the method presented here, Inanc et. al present a
method for UAV trajectory optimization that minimizes the probability of detection of
the trajectory when faced with multiple enemy radars16. Neural networks are used to
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approximate the probability of detection and radar signature functions. Results generated
using a spline approximation are also given for comparison.
In another related work by Dierks and Jagannathan, leader-follower dynamics are
investigated for autonomous quad-rotor UAV’s17. In this work, each UAV computes its
own control based on the requested formation of the UAV’s. In order to accurately
remain in formation, each of the follower UAV’s have to estimate the dynamics of the
leader UAV and other unknowns in the dynamic equations. This is done by training a
neural network to approximate these dynamics. In another work, Martin et al use neural
networks to approximate the dynamics of a quad-rotor UAV18.

1.3

PSU/ARL UAV Lab

This work specifically considers the capabilities of the UAV’s available in the PSU/ARL
UAV lab. Future work will involve real-time implementation onboard these UAV’s.
There are two types of UAV’s available in the lab: the Sig Kadet Senior and the Super
Flying King. Both UAV’s are equipped with Piccolo autopilots. The UAV’s are also
equipped with 1.4 GHz single core computers on a chip from Ampro.
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1.3.1 Sig Kadet Senior
The Sig Kadet Senior is the smaller UAV available in the lab, pictured in Figure 1. It is
equipped with a single, fixed, downward-facing camera. It has an 80 inch wingspan and
weights 14 lbs. Its propulsion is provided by a single four-stroke gas engine and has a
flight endurance of about an hour. This is limited by the charge of the battery powering
the avionics rather than the fuel capacity of the aircraft.

Figure 1a:Sig Kadet Senior

Figure 1b:Sig Kadet Senior Avionics

Figure 1c:Sig Kadet Senior Fixed Camera
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1.3.2 Super Flying King
The Super Flying King is a much larger UAV, shown in Figure 2. It has an 11 foot
wingspan and can carry a 20 pound payload. With this payload capability it can support a
gimbaled-camera system. It has been equipped with a Canon VB-C300 network camera
for this purpose, pictured in Figure 3. The VB-C300 camera has a range of motion
capability of +/- 170 degrees in the pan direction, and -30/+90 degrees in the tilt
direction. The camera gimbals can each rotate 90 degrees per second in either direction.
The Super Flying King is powered by electric motors rather than a gas engine. Flight
times of 32 minutes are possible with the batteries currently installed on the aircraft.

Figure 2: Super Flying King

Figure 3: Canon VB-C300
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1.3.3 PSU/ARL UAV Lab Group Research
The PSU/ARL UAV group is very active in several fields of research. In addition to the
trajectory optimization work demonstrated in this thesis, the problems of obstacle
avoidance and data fusion are being addressed. Data fusion applications are being
developed for multiple sensor, multiple platform problems19. This work uses extended
Kalman filter20 and particle filter21 methods. Additionally, a new technique is being
developed for human-in-the-loop data fusion 22. Work in obstacle avoidance is being
developed first for an unmanned rotorcraft23. Additionally, a demonstration is being
developed that will involve collaboration between UAV’s and unmanned ground vehicles
(UGV’s).

1.4

Autonomous Target Tracking Using UAV’s

The work that is presented in this thesis is designed to fit into a real-time, real-world
implementation of a UAV target tracking system. The block diagram of the overall
system is shown in Figure 4.

Figure 4: Autonomous Solution Block Diagram
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In this work the optimal path is calculated for one or more UAV’s equipped with
fixed- or gimbaled-cameras. In the real-time implementation, this path will be
transformed into a series of waypoints for the UAV to follow. These waypoints are
passed to the piccolo autopilot onboard each UAV. Target detection in the image, geolocation, and target velocity estimation were developed by Ross et al.24 This will provide
the target estimate of position and velocity to the algorithm presented here. This
information is also used in a gimbaled camera control algorithm. This algorithm uses
current telemetry data from the autopilot and the current target estimate and determines
the optimal values for the camera pan and tilt. Canon provides a software development
kit which allows us to easily command the VB-C300 to point at this set of calculated
angles.

1.5

Outline

The thesis is organized as follows. Chapter 2 explains the method that is used. It shows
how the problem is formulated as a receding horizon optimal control problem, then
discusses the use of neural networks to approximate the objective and dynamic equations.
In chapter 3, the neural network implementation is discussed in greater detail. In chapter
4, MATLAB simulation results are presented for fixed-camera and gimbaled-camera
cases. Finally, the algorithm’s performance is analyzed and conclusions are made in
chapter 5.
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Chapter 2:

UAV Trajectory Optimization Methods

This chapter describes the method used for trajectory optimization. It begins with an
overview of optimal control and receding horizon optimal control. Then, nonlinear
programming is discussed as a method for solving receding horizon optimal control
problems. From here, the specific problem of UAV trajectory optimization is discussed.
The objective function is described in full detail, along with the constraint and dynamic
equations. Then, the neural network application is developed, and the specific nonlinear
programming problem solved here is presented. Finally, extensions to multiple UAV
cases and arbitrary constraints are presented.

2.1

Optimal Control

The essence of optimal control is to minimize some objective, or cost function, subject to
a set of constraints, over all possible values of the state and control vector history. The
arbitrary optimal control problem is specified as follows:

Minimize

(2-1)

Subject to

(2-2)
(2-3)

where Jτ is the instantaneous value of the cost function, x is the vector of dynamic states,
and u is the control vector. The dynamics of x are defined by the function f and are
implemented as constraints in the generic optimal control problem.
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For most optimal control problems with nonlinear constraints and objective
functions, it is not possible to find an analytical solution to the problem. Thus numerical
methods are needed. Classically, indirect methods have been used to allow a numerical
solution, using for example the solver BNDSCO25. Indirect methods allow the optimal
controls to be solved at each moment in time in the mission26. These methods utilize the
calculus of variations to provide the first order optimality conditions. The problem is then
solved as a two-point boundary value problem (TPBVP). Solving indirect methods
numerically is very computationally intensive because the TPBVP is very complicated. A
very good initial guess of the optimal controls must be provided. It is thus required that
the user must have a full, accurate understanding of the physical and mathematical
characteristic of the system for this type of method to be effective.
An optimal control problem in which the optimal states and controls are found
across the entire time history all at once is called infinite horizon optimal control. For a
problem with a finite final time, the terminology still holds, with the implication that it
does not matter what happens after the final problem time tf. This is demonstrated
numerically by

(2-4)

This type of scheme has a number of disadvantages. Solving for the optimal trajectory in
this manner requires a very large amount of CPU resources, and thus can take a long
time. Additionally, as the mission length increases, so does the computation time.
Because of this, once an optimal trajectory is calculated it cannot be quickly updated.
This means that changes in the problem environment, such as changes in wind speed or
target direction, can lead to divergence of the calculated path from the “best” path. Thus,
clearly, infinite horizon optimal control should not be used when it is known that the
problem environment will change.

11

2.2

Receding Horizon Optimal Control

It is possible to use a receding horizon optimal control (RHOC) approach to reduce the
computation time and thus facilitate regular recalculation of the optimal path. In RHOC,
the optimal controls and states are calculated only over a finite horizon time, TH , instead
of computing these values for the entire trajectory all at once. Then, a new path is
calculated after an update time of Tu seconds. The objective function for the RHOC
framework is defined as
(2-5)

If a long enough time horizon is used and the path is updated regularly, the receding
horizon optimal control converges to the infinite horizon solution in an ideal stationary
environment. There are cases where future states of the system need to be known well in
advance, and a longer time horizon should be used for the result to match the infinite
horizon case. The effects of the choice of TH on UAV performance and computation time
for this particular application are investigated in Chapter 4. However, it should be noted
that the choice of TH is very application dependent.
Figure 5 shows an example state trajectory computed using RHOC. The path
on segments 1 and 2 represent the state trajectory that is followed. q(t0+TH) shows the
end of the optimal path that was calculated at time t0. At time t0+Tu, a new path is
calculated that concludes at t0+Tu+TH. However, another optimal horizon is calculated at
time t0+2*Tu, and the process continues until the mission is completed.
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Figure 5: Sample Receding Horizon Optimal Control Result

2.3

Direct Method for Discretization of the optimal path
In this work a direct method is used for solving the optimal trajectory, which

allows the algorithm to solve for a finite number of parameters. In this problem structure,
the values of the state and control vectors need only be found at each discretization point,
or node, on the trajectory. Figure 6 shows a sample discretized trajectory. In the method
presented here, nodes are equally spaced and separated by time T. The number of nodes
is then n = TH/T+1. For a trajectory optimization problem the initial state is fixed, thus we
only solve for the states and controls at the last TH/T nodes.

Figure 6: Discretized Trajectory
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In a direct method, it is required to approximate the values of the states and controls
between nodes. It is also required to enforce a dynamics constraint that insures the
accuracy of the state approximation. This type of direct optimization problem has
traditionally been solved using direct collocation with nonlinear programming27
(DCNLP). In this method, the states are approximated between nodes using some type of
interpolating functions, such as Hermite cubic polynomials. The dynamics constraint is
implemented by constraining the error in this approximation to be zero.
In DCNLP, and other direct methods for optimal control, it is required to solve
for both the states and controls in the system. However, if a fast approximation of the
values of the states over the trajectory, based on a choice of controls, can be used and is
known to be accurate, this reduces the size of the problem. It would then be possible to
solve for only the controls rather than the states and the controls. Neural networks are
used for this purpose in this work, as will be shown later.

2.4

Nonlinear Programming

The optimal solution for the states and controls at each node is solved here using
nonlinear programming. Nonlinear programming is a common method for solving
arbitrary constrained optimization problems. The nonlinear programming problem
minimizes an objective function J over all optimization parameters u, subject to arbitrary
linear and nonlinear constraints on u. The following shows the basic form of the
nonlinear programming problem.

Minimize

(2-6)

Over all

(2-7)

Subject to

(2-8)
(2-9)

This problem can be solved using any of a number of off-the-shelf nonlinear
programming solvers. For this work the solver SNOPT28 is used. To solve the problem,
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the user must specify the objective function, the linear constraint matrix A, and the
nonlinear constraint functions g. The user must also specify the bounds on the linear and
nonlinear constraints, as well as the Jacobian of the constraint and objective functions
with respect to all optimization parameters. This Jacobian can be derived numerically
using automatic differentiation methods, or analytically. Automatic differentiation is very
slow; however it avoids the need for analytical derivation of the problem derivatives and
thus avoids possible errors in this procedure. For applications oriented towards a realtime implementation such as those addressed in this work, analytical derivatives should
be used. Finally, it is very helpful to provide a sparsity pattern to the solver. This greatly
reduces the space of the problem, as it tells the solver which optimization parameters
affect which constraints. In a sparse problem where most constraints aren’t affected by all
optimization parameters, this can greatly improve the performance of the solver.
Nonlinear programming solvers are prone to finding local optima in nonconvex problems. This problem is made worse when objective or constraint functions are
discontinuous. This issue is addressed using neural networks later in the work.
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2.5

The UAV Trajectory Optimization Problem

2.5.1 System Dynamics
The state dynamics for the UAV target following problem have been chosen as follows.

(2-10)

Here the UAV is represented by four states, and the target is represented by two states. x
is the north-south position, y is the east-west position, Vt is the airspeed, and ψ is the
heading. Similarly, xt and yt are the north-south and east-west positions of the target,
respectively. The controls are acceleration, ua, and bank angle uϕ. For this dynamic
model, several assumptions are made. The first is that the aircraft operates at a fixed
altitude. This allows the two-dimensional model of UAV motion, which is much more
efficient to calculate because it simplifies the problem greatly. It is also assumed that the
UAV flies at a zero degree pitch angle. Finally, we assume that the target moves at a
constant velocity. This is a valid assumption so long as the target is not accelerating
rapidly, because the algorithm recalculates an optimal path using new estimates of target
velocity every Tu seconds.

2.5.2 Constraints
Regardless of the specific problem, the UAV will always operate under a set of necessary
constraints. These follow:
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(2-11)

These constraints are necessary because they require that the trajectory utilize control and
state values that are possible given the capabilities of the aircraft. Velocity is constrained
by the stall speed, and the maximum speed capability of the aircraft. For stable flight, the
bank angle should be constrained to a safe value in either direction. Finally, the UAV can
only accelerate up to a certain amount due to the capabilities of its propulsion system and
its deceleration capability. More general constraints on the allowable world location of
the UAV in flight will follow later.

2.5.3 Objective Function
The objective function governs the behavior of the system. It is used to place emphasis on
various goals for the optimal trajectory of the UAV. These goals change depending on
whether the UAV is equipped with a gimbaled- or fixed-camera. These cases will be
discussed separately.

2.5.3.1

Fixed Camera Application

For the fixed camera application, four separate objectives are weighted and summed for
the overall objective. These four are

1)

Acceleration Squared

2)

Bank Angle Squared

3)

Distance to Target Squared
4)

Target in View
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The bank angle objective discourages trajectories that require long periods of
extreme bank angles, which lead to erratic flight. It also causes the trajectory to fly
straight unless turning would minimize another component of the objective function. The
acceleration objective allows minimization of the fuel consumption of the aircraft
because excessive braking leads to inefficient flight plans. It also prevents the need for
hard deceleration and acceleration, which can increase the error in target geolocation
algorithms. The distance to target objective function keeps the UAV close to the target.
This is beneficial due to the fact that if the UAV is too far away, it becomes increasingly
ambiguous as to whether objects viewed by the onboard camera are the target being
tracked. If the target is too far away to be viewed over the entire time horizon, the
distance to target objective causes the UAV to set its course to intercept the target.
The target in view (TIV) objective provides a behavior of focusing the camera
on the target. The TIV objective is shown graphically in
Figure 7.

Figure 7: Target-in-View Objective
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If the target is in the center of the image frame, then the objective is at its minimum
value. However, if the target is out of view, the objective outputs its maximum value.
This is implemented using a combination of min and max functions.

The net objective function for this case is shown in equation 2-10.

(2-12)

The objective weights, w1-4, can be chosen to tune the performance of the algorithm and
ensure that the priorities of the mission are met. The effects of weights on the
performance of the algorithm are analyzed in Chapter 4.
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2.5.3.2

Gimbaled-Camera Application

In the gimbaled-camera application, a weighted sum of five separate objectives is used.
These are as follows

3)
4)
5)

1)

Acceleration Squared

2)

Bank Angle Squared
Distance to target squared
Camera Range of Motion Objective
Camera Gimbal Effort objective

The first three objectives are identical to the fixed camera case. However, now the target
in view objective is replaced by a pair of objectives that model the capabilities of the
camera gimbals. These are the camera range of motion and camera gimbal effort
objectives. These two objectives use a pair of auxiliary variables that will be shown later,
βi and αi, the camera pan and tilt angles respectively that would point the camera lens
directly at the target. The Range of Motion objective is a binary objective function that
outputs 1 if the target is viewable, and zero if, in order to point directly at the target, the
camera would have to exceed the limits on its gimbals. The camera effort objective
penalizes the amount the camera would have to pan between nodes to keep the camera
pointed directly at the target, which effectively penalizes the average pan rate.
This is defined as

(2-13)

The tilt motion is not penalized because a standard gimbaled camera can rotate across its
full range of motion in less than one second which is fast for our application. The
combined objective function for this application is as follows.

(2-14)
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2.5.4 Inverse Kinematics Calculation
The ideal gimbal angles β and α are calculated using an inverse kinematics procedure.
This procedure is now demonstrated.

(2-15)

The gimbal angles are calculated based on the target location in the world, the UAV
location in the world, and the UAV orientation. The transformation of the target location
in the world (xtarget,ytarget,0) to a vector (n,e,d) that points at the target in the body
coordinate system of the aircraft is computed using a series of rotation and translation
matrices. First the target location is translated by the negative of the UAV position in the
world. Next this result is rotated about the UAV Z-axis by the heading angle ψ. Finally
this result is rotated about the X-axis by the bank angle φ. These transformations are
shown in their full form below.
0
0
 n  1
 e  0 cos( ) sin( )
 
d  0  sin( ) cos( )
  
0
0
 1  0

0  cos( ) sin( )
0  sin( ) cos( )
*
0  0
0
 
1  0
0

0
0
1
0

0 1
0 0
*
0  0
 
1  0

0
1
0
0

0  x   xt 
0  y   yt 
*
1 alt   0 
  
0 1  1

(2-16)

Now that this vector is available, four-quadrant inverse tangent functions can be used to
compute the camera angles. The expression for the ideal pan angle is

(2-17)

The camera control is determined by first rotating by the pan angle, then tilting down up
to 90 degrees to point at the target. Thus, before finding the tilt angle, the coordinates
must be rotated about the Z-axis by the pan angle.
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 n'   cos(  ) sin(  )
 e'   sin(  ) cos(  )
 
d '  0
0
  
0
1  0

0
0
1
0

0  n 
0  e 
*
0  d 
  
1  1 

(2-18)

And the ideal tilt angle is now
(2-19)

The derivatives of n, e, and d are computed with respect to all states and controls so that
this function can be used in the objective function and gradient computation, shown later.

2.5.5 Nonlinear Programming Formulation
The generic nonlinear programming formulation for this problem, using DCNLP, or
another traditional direct optimization method, is as follows.
Minimize

(2-20)

Over all

(2-21)

Subject to

Vmin  Vt  Vmax

min  u  max
amin  ua  amax
xmin  x  xmax
ymin  y  ymax

(2-22)

hmin  h( x, y )  hmax

Where the objective function J is as defined earlier. The states and controls must be
directly solved for at each node in the specified horizon time. Constraints are also
enforced at each node. These constraints are on the states and controls directly or can be
on general functions of the same. Here, h(x,y) represents a generic set of constraint
functions that allow the north-south and east-west location of the UAV to be constrained.
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2.6

Neural Network Application

2.6.1 Neural Network Application Introduction
The main contribution of this work is the demonstration of the flexibility of an
emerging method that uses neural networks to formulate the receding horizon optimal
control problem as a nonlinear programming problem. In this method, neural networks
are used to approximate the dynamics and objective functions described earlier. Neural
networks are useful because they allow very accurate approximation of arbitrary
nonlinear functions. They can also approximate the function and provide derivatives for
tabular data generated by an unknown process or function. Finally, they smooth
discontinuities in the function that is being approximated. This is useful for smoothing
discontinuities in objective or constraint functions in this framework, as doing so
improves the performance of the nonlinear programming solver.
All neural networks share a similar structure. This structure is defined by the
layering of units called neurons in the network. Each network will have an input layer
and an output layer, along with an arbitrary number of hidden layers for added processing
power. Each neuron in a layer takes in a weighted input vector from the previous layer. It
will sum the elements of this vector together with a bias, then apply an arbitrary transfer
function to the result before finally providing an output to the subsequent layer.

Figure 8: Feedforward Neural Network Structure
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In a feedforward network, such as the ones employed in this work, neuron outputs depend
only on previous and current layers. It has been shown that a feedforward network with at
least one hidden layer serves as a universal function approximator29, thus theoretically
one can approximate any objective function using some combination of neural networks.

2.6.2 Neural Network Differentiation
Neural networks are also used to approximate the gradients of each component of the
objective function with respect to its inputs. It has been shown that the gradient of a well
trained network converges to the gradient of the function it is trained to approximate30.
Let the network input vector be denoted by x, a layer output function be denoted by y,
and the total network be denoted by z. The bias added to each input is denoted by b, while
W denotes the weight matrix.

(2-23)

The transfer functions for individual neurons are one of two possibilities for
this application. These are the hyperbolic tangent sigmoid

(2-24)

And the simple linear transfer function

(2-25)

And let the layer gradient be defined as
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(2-26)

Then the overall network output is given by

(2-27)

And the gradient of the overall network is given by

(2-28)

Where i, h, and o, represent the input, hidden, and output layers respectively. The diag
function creates a diagonal matrix from a vector input.

2.6.3 Neural Network Application
In this method neural networks are used to approximate the dynamic and objective
functions integrated over a single time segment. Because the neural networks
approximate the values of these functions integrated over only a single time segment, the
outputs need to be chained together to form the overall trajectory and objective functions.
The chain rule is then applied to find the gradients of the objective function and the
dynamic state vectors with respect to all controls. These gradients are required by the
nonlinear programming solver, which uses them in a gradient descent algorithm to find
the minimum of the objective function. The gradient is only found with respect to the
controls at the final n-1 nodes, because the initial control vector u0 is fixed in the
optimization process. A generic state trajectory is shown in Figure 9, where the
trajectory has n=TH/T+1 nodes.
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Figure 9: Optimal Trajectory

A neural network is trained to output the state at the next node given the state at the
present node and the values of the controls at each of the segment endpoints. Controls
between nodes are assumed to be linear.
(2-29)

(2-30)

Where Yd is the state vector that results from the dynamics neural network. Note that as a
result of this method the segment length, T, is encoded in the neural network. T must be
made small enough such that the linear control assumption remains valid. The state at
each node can be computed using a recursive process:

(2-31)

(2-32)
Which repeats until:

(2-33)
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Networks are also trained to approximate various parts of the objective function.
Consider the objective function over the first single segment :

(2-34)

And represent this using a new function, which will be computed using a summed output
from a series of neural networks:

(2-35)

And similarly,

(2-36)

These components are summed to yield the net objective function over the trajectory

(2-37)

The gradients of the dynamic and objective functions with respect to all solvable controls
are computed as follows.
To find the gradients of the states at each node, the following iterative procedure is used,
beginning with the state vector at the second node
(2-38)

Then at the third node, the vector is given by:
(2-39)
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and the gradients are given by:
(2-40)

Similarly, the gradients at each node can be found using the recursive form:

(2-41)

To calculate the objective function gradient over each segment, a similar recursive
procedure is used. For the gradient of the objective function on the first segment, J1 is a
function only of the first two controls, however u0 is fixed. Thus its derivative is ignored
in the gradient computation.

(2-42)

The objective over the second segment is

=

(2-43)

Thus its gradient can be computed, using the chain rule, as

(2-44)

(2-45)

28

(2-46)

Recursively, the gradients at each node and segment are:

(2-47)

Finally, since the total objective function is the sum of the objective function on each
segment, the overall objective gradient is

(2-48)

2.6.4 Neural Network Details
For this work, five neural networks are trained for use in the approximations of the
dynamics and objective functions. These five are the integrated dynamics, integrated
distance to target, integrated target in view, camera range of motion, and camera effort
functions. The integrals of both the acceleration and bank angle control effort objectives
are simple to evaluate analytically, thus no networks are trained on these functions.
Figure 10 shows the input-output block diagrams of each network.
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Figure 10a

Figure 10b

Figure 10d

Figure 10c

Figure 10e

The dynamics network takes in the velocity and heading states at the current node, along
with the controls at the endpoints of the current segment. In order to reduce the size of the
training space, the locations of the UAV and target are not provided as inputs to the
network. Also, the wind and target speeds are not provided. What this means is that the
network output has to be processed to provide the desired state vector output.
It is assumed that the target is moving at a constant velocity. Thus, based on
the current estimate of the target location, the future location of the target for this purpose
is known. This provides the following post-processing step:
 x1 '   x 0  x1  V wind, N * T 

 y '   y  y  V
1
wind, E * T 
 1   0

V t1
Vt1 ' 

 
1

 1 '  
 x t1 '  x t 0  v x ,targ * T 

  
 y t1 '  x t1  v y ,targ * T 

(2-49)

The distance to target and target in view networks take in the same inputs as the
dynamics network, with two additional parameters. These are the relative location of the

30
UAV with respect to the target in the x and y directions. The effect of wind and target
velocity is negligible for these objectives over a short time segment; therefore these are
not taken into account here to minimize the size of the training space.
The camera effort and camera range of motion networks require a great deal of
pre-processing to allow accurate training. A function is written that computes a unit
vector in the target direction in the UAV coordinate frame. The derivatives of each
component of this unit vector with respect to the states and controls are also calculated.
The camera range of motion network takes this unit vector and uses the fact
that the range of motion is symmetric. Also, the tilt limit is not restrictive so long as the
target lies below the x-y plane defined by the UAV’s fuselage and wing. Using this fact,
along with a safe limit of 150 degrees in either pan direction, the range of motion
objective outputs a decision based on the following logic:

(2-50)
The target is outside the range of the camera motion if d < 0 because this would require a
pitch angle of the camera of less than zero degrees. If

then the magnitude of

the required pan angle is above the limit of 150 degrees.
Recall that the camera effort objective returns the square of the difference of
the pan angles at the endpoints of a segment. Thus this network will return the value of

YCeff  (atan2(n1 , e1 )  atan2(n0 , e0 )) 2

(2-51)

Using these neural networks, it the objective function over a single segment is, for the
gimbaled camera case:

(2-52)
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And for the fixed camera case:

(2-53)

In the preceding equations, Ydist and YTIV are the outputs of the distance and target in
view networks, respectively.

2.6.5 Multiple UAV Implementation
Extending this problem formulation to multiple UAV’s is straightforward. Making the
assumption that all UAV’s can be represented using the same dynamic formulation
described earlier, the dynamics network can be reused for all UAV’s. Also, the objective
function is highly modular and can easily account for additional aircraft in the problem.
In a multiple UAV problem, a new control vector is solved for at each node. This control
vector is, at node j, for N UAV’s:

(2-54)

Recall that the objective function for the fixed camera case has control effort, distance to
target, and target in view components. For the multiple UAV case, the full objective
function simply takes the sum of the control effort and distance to target objectives for
each UAV. However, in order to encourage a cooperative behavior between the UAV’s,
the minimum value of the target in view objective over all UAV’sis taken at each
segment:
J TIV  min( J TIV ,UAV1  J TIV ,UAV N )
J DIST  J DIST ,UAV1    J DIST ,UAV N
J CTRL  J CTRL,UAV1    J CTRL,UAV N
J NET  J TIV  J DIST  J CTRL

(2-55)
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This leads to a behavior where the UAV’s alternate passes over the target. Note that for
this formulation, it is assumed that there is no particular benefit to having multiple
UAV’s observe the target at any given time. A different approach should be used in a
data fusion application where multiple synchronous observations would produce a more
accurate estimate of the target location.
For this work, the problem has only been extended to cases with multiple
UAV’s equipped with fixed-cameras. In most cases a single UAV with a gimbaled
camera can achieve near-continuous target coverage, as will be shown in Chapter 4.

2.6.6 General Constraint Formulation
The upper and lower bound constraints on the controls are implemented as
simple linear constraints on the optimization parameters. All state constraints are
implemented as nonlinear constraints, because the states are nonlinear functions of the
controls. To implement a nonlinear constraint in the nonlinear programming framework,
the constraint function and bounds on the constraint must be provided. Also, the gradient
of the constraint function with respect to all optimization parameters should be provided.
Constraints in this framework are enforced at each node. The velocity is taken directly
from xi, and the gradient of the velocity at each node is taken from

. Constraints have

been imposed on the x-y position of the UAV in a similar manner, to provide a
rectangular mission area.
More general constraints can be formulated as functions of the states. In this
work standoff constraints are implemented, where the UAV is constrained to remain at
least R feet from the target at each node. This is given as

(2-56)
The Jacobian row for the corresponding constraint at node i is then given by
(2-57)
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Note that the target state derivative is not dependent on the UAV controls, thus we can
ignore its gradient in this computation. A threat avoidance constraint has been
implemented in a similar manner.

2.6.7 Nonlinear programming problem formulation
Because we can train a neural network to accurately and quickly approximate the
dynamics of the system, there is no need to use the values of the states at each node as
optimization parameters. We can instead absorb these values into the objective function,
and simply optimize over all controls. The nonlinear programming problem is then

Minimize

(2-58)

Over all

(2-59)

Subject to

V min  Vt  V max

 min  u    max
a min  u a  a max
x min  x  x max

(2-60)

y min  y  y max
hmin  h( x, y )  hmax

This yields two optimization parameters per node, rather than the six parameters per node
that would be required if we optimized over the states and controls. The states are
calculated from the optimal controls that are found to provide the optimal state trajectory.
Note that the constraints on the states are nonlinear, because the states themselves are
nonlinear functions of the controls. In specifying the Jacobian, the objective function is
placed in the first row, followed by the constraints. The Jacobian of each constraint is set
up as an

matrix, then the constraint Jacobians are concatenated

together with the objective gradient to form the overall Jacobian. As constraints depend
only on current and past inputs, this Jacobian is very sparse. Also, for multiple UAV
cases, controls for each UAV only affect the states and constraints of that UAV. Thus it is
very helpful to specify a sparsity pattern to reduce the problem size. Figure 11 shows a
sparsity pattern for the single-UAV problem, with constraints on airspeed, north location,
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east location, and standoff distance. A horizon time of 16 seconds is used, which leads to
a problem with 8 segments and 2 controls per segment leading to a total of 16 parametric
controls. Each row represents a constraint enforced at a single node, except for the first
row which represents to objective function. The objective function is shown to be
dependent on all controls, as would be expected.

Figure 11:1 UAV Sparsity Pattern

By employing a sparsity pattern, the number of elements in the Jacobian is reduced from

(2-61)

to 304 derivatives.
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Use of the sparsity pattern for the multiple UAV case saves even more resources. With
the same constraints, this pattern is shown in Figure 12.

Figure 12: 2 UAV Sparsity Pattern

Here we have taken advantage of the fact that controls on one UAV do not effect
dynamics or constraints on the other UAV’s. The sparsity pattern reduces the number of
derivatives from

(2-62)

to 680 derivatives. It is clearly very beneficial to specify the sparsity of the Jacobian
matrix.
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Chapter 3:
Training

Neural Network Structure and

Recall that five networks are used for the purposes of this work. Thus, before the
trajectory optimization algorithm can be run, the networks must be set up with a choice of
structure and trained to approximate the objective and dynamics functions. This chapter
presents this structure and the methods used for its optimization. It also presents the
methods used for neural network training and the training results.

3.1

Neural Network Structure

All networks in this work are feedforward networks with three layers: one each of input,
hidden, and output layers. The basis functions for each neuron are chosen as either the
hyperbolic tangent sigmoid or the linear function. For all networks in this work, neurons
in the input and hidden layers are evaluated using hyperbolic tangent sigmoid functions.
These are then combined at the output using a linear function in the output layer.
The number of neurons in each layer must also be specified. There is one output
neuron for each output of the function. Thus for the dynamics network, where four
outputs are required, there are four neurons in the output layer. The objective function
networks output a scalar value, thus each of these networks has a single neuron in the
output layer.
Neuron counts in the input and hidden layers are chosen using an iterative
process. It is desired to use as few neurons as is possible. This allows faster, more
accurate training because the convergence does not depend on the training algorithm
eliminating neurons by assigning all weights for these neurons to zero. A smaller network
is also less likely to over-fit data, so smaller training sets can be used without losing the
generalization ability of the network. It also allows faster evaluation of the neural
network output and gradient. For each network, a reasonable first guess is to use 15
neurons in each the hidden and output layers. For some networks larger numbers of
neurons were tried; however this did not yield an improvement in network accuracy. On
the other hand, it was quickly apparent that the range of motion network could be
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approximated using a much smaller network because it is outputting a simple binary
decision.
Hinton graphs are used to show the utilization of each network. Each Hinton
graph shows the values of each component of the weight matrix relating two layers, along
with the bias value added to each neuron’s input. The input layer Hinton graph tends to
be quite sparse, however all inputs for these networks are used. The issue is that the
Hinton graph shows the relative magnitude of each weight, and the weights to some
inputs are quite large. The following figures show the utilization of each the dynamics,
distance to target, camera effort, and target in view networks when using 15 neurons in
the input and hidden networks.

Figure 13a:Dynamics Network Utilization Input Layer
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Figure 13b:Dynamics Network Utilization Hidden Layer

Figure 13c:Dynamics Network Utilization Output Layer
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The dynamics network is almost fully utilized with the standard 15/15/1 structure. From
the output layer Hinton graph in Figure 13c, it is seen that input 11 from the hidden layer
is not used by any of the neurons in the output layer. Thus the structure was reduced to 15
input neurons, 14 hidden neurons, and four output neurons. Note that when the structure
of the network is changed, the network must be retrained with a new random
initialization of the weights and biases.

Figure 14a:Camera Effort Network Input Layer Hinton Graph

Figure 14b:Camera Effort Network Hidden Layer Hinton Graph
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Figure 14c: Camera Effort Network Output Layer Hinton Graph

The camera effort network is fully utilized with the 15/15/1 structure. It was investigated
whether increasing the number of neurons in the hidden and input layers beyond 15
would be helpful, however improved results were not achieved. Additionally, the amount
of time required to train the network increased greatly. The results with larger networks
were especially discouraging because though the error on many test points decreased, the
larger network over-fit very large training sets to the point where the network did not
generalize well to new inputs. Note that it is not possible to determine with great certainty
that the 15/15/1 structure is an optimal choice. However, in the large number of training
attempts completed for this work this structure yields the most reliable result in both
generalization performance and training set mean squared error.
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Figure 15a:15/15 Distance Network Hinton Graph, Input Layer

Figure 15b:15/15 Distance Network Hinton Graph, Hidden Layer
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Figure 15c:15/15 Distance Network Hinton Graph, Output Layer

Figure 14 shows the distance network Hinton graphs for a 15/15/1 structure. This
network is not well utilized. The hidden layer Hinton graph shows a large number of very
small weights. The output layer graph shows some hidden layer neurons are not used at
all in the final result. It is shown later that the network can be reduced to a 10/10/1
structure.

Figure 16a:TIV Network Input Layer Hinton Graph
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Figure 16b:TIV Network Hidden Layer Hinton Graph

Figure 16c: TIV Network Output Layer Hinton Graph

Figure 16 shows the target-in-view network Hinton graphs. Note the very
balanced distribution of weights in the hidden and output layer graphs. This network is
very well utilized with a 15/15/1 structure.
The range of motion network is easily trained using 2 input neurons, 1 hidden
neuron and 1 output neuron. Figure 17 shows the utilization of this network.
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Figure 17a:Range of Motion Network Input Layer Hinton Graph

Figure 17b:Range of Motion Network Hidden Layer Hinton Graph

Figure 17c:Range of Motion Network Output Layer Hinton Graph
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Note that in this case the linear output layer isn’t needed because there is only one neuron
in the hidden layer. However, to keep the structures consistent for ease of
implementation, the ROM network is kept as a 3 layer network.
Of these networks, only the distance network is not fully utilized. It is found that
5 neurons can be eliminated from the input and hidden layers. This result is shown in
Figure 18.

Figure 18a:10/10 Distance Network Input Layer Hinton Graph

Figure 18b: 10/10 Distance Network Hidden Layer Hinton Graph
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Figure 18c: 10/10 Distance Network Output Layer Hinton Graph

The final structure of networks is defined by Table 1.

Table 1

3.2

Network Training
With the structure set, the networks must be trained to optimize the values of the

weights and biases and find the values shown in the Hinton graphs from before.
MATLAB’s neural network toolbox31 is used for this purpose. The trainlm function is
used. Trainlm is a network training function that updates weight and bias values
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according to Levenberg-Marquardt optimization. This is a very efficient training
algorithm for relatively small neural networks and training sets. As networks and training
sets get large, however, a memory reduction technique must be used that greatly
increases the training time.
Networks are trained over training sets on the function they are designed to
approximate. For this work, these training sets are calculated by automatically generating
random inputs and calculating the exact values of the associated analytical function. For
the dynamics, distance-to-target, and target-in-view functions, a numerical integration
solver such as ode23 in MATLAB is used to integrate the function over the segment
length T. This embeds the segment length in the neural network training. Thus, for the
algorithm to work with a different segment length, the networks representing integrals
must be retrained. It should be noted that as the training sets are created randomly, large
training sets must be used to insure that the entire training space is covered. Additionally,
limits are provided on the allowable random inputs to provide a limited, meaningful
training space.
The choice of the size of the training set is important. If too few training vectors
are used, the network will not generalize well to inputs that are outside the training set.
On the other hand, if too many training vectors are used, the network may be very slow to
converge to the optimal choice of weights and biases. The dynamics, camera range of
motion, and distance networks required 10000 training vectors. The camera effort and
target in view networks each required 40000 training vectors.
The training set that is generated is broken down into three parts: validation, test,
and train. The validation set is used as a test case during training. If performance on the
validation set worsens, training is stopped. The test set is run after a training step, and
tests the network’s ability to generalize to new inputs between epochs of training. Finally,
the train set is used for the actual training of the network.
Figure 19 shows the mean squared error for each of these training sets over 250
epochs of training for the range of motion and dynamics networks. Note that training is
stopped early if the MSE goal is reached. In this case, the goal is 10e-15 error for the
range of motion network and 10e-6 for the dynamics network.
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Figure 19a:Distance Network MSE Convergence

Figure 19b:Range of Motion Network MSE Convergence

Neural networks can be trained more effectively if the inputs and outputs are
scaled such that all values are between -1 and 1. The values of scale and offset that
accomplish this task are stored so that they can be applied at runtime.
Figure 20 shows the training result for each network. The x-axis represents the
value of the target output, and the y-axis represents the true output of the network. Thus,
clearly, the desired response is a line y=x. Note that the dynamics, distance to target, and
range of motion networks provide very good approximations. The camera effort and
target in view functions are more complicated, thus there is some error in the
approximation. However, the simulation results have shown that these approximations
are close enough for the purposes of this application.
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Figure 20a:Camera Effort Training Result

Figure 20c:Distance Training Result

Figure 20e: TIV Training Result

Figure 20b:Dynamics Training Result

Figure 20d:ROM Training Result
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Chapter 4:

Results

In this chapter the performance of the algorithm will be evaluated in MATLAB
simulation. Computation times will be analyzed. The effects of standoff constraints,
weights, and the choice of horizon time will be investigated. Results will be demonstrated
separately for fixed camera and gimbaled-camera-equipped UAV scenarios.
All computation times are presented for comparison purposes. Simulations were
run on a laptop equipped with an Intel T7200 2.0 GHz processor and 2 GB of memory.
The problem structure assumes an update time Tu of 2 seconds. This means that
the UAV flies for 2 seconds on each optimal horizon that is calculated, then follows a
new optimal horizon. For the results to be realistic the path generation time must be less
than 2 seconds. Otherwise, the algorithm will still be calculating the optimal horizon
when a new path is needed. It will be shown that all problems have an average
computation time that is significantly less than this 2 second threshold. Additionally,
once the algorithm is implemented in a compiled language such as C++ the performance
will improve further.

4.1

Fixed Camera Results

Results for a single UAV with a fixed, downward facing camera using unconstrained
flight areas were published by Geiger and Horn4. Here the effects of adding constraints to
flight zones, adding additional UAV’s, and increasing horizon time will be investigated.
UAV cooperation is demonstrated in multiple UAV scenarios where the mission is to
maximize observation time of the target. Note that for this work the issue of collision
avoidance is not addressed. In a real-world implementation the UAV’s would fly at
different altitudes to avoid this problem.
For all figures, the UAV starting positions are clear as they are the beginning of
the trajectories at the point where the UAV’s are furthest from the target. The target is
represented by a red circle with an “x” in the center. UAV trajectories are distinguished
from one another in multiple UAV instances using color. When a UAV has the target in
view of its fixed onboard camera, the line representing its trajectory is emboldened. This
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corresponds to times in the observation history figures where a row is highlighted with
the associated UAV color.

4.1.1 Unconstrained Cases
The first case to investigate is an unconstrained stationary target case. This is the simplest
case. The ground track for this case is shown with two UAV’s in Figure 21a. The two
UAV’s each adopt a “clover-leaf” pattern, whereby the UAV’s make a pass over the
target, then reverse course as quickly as possible to make another pass. Note the
observation history in Figure 21b. This shows that the UAV’s alternate passes over the
target, yielding a maximum observation percentage. For this case, the target is observed
72.2% of the time. The average path calculation time is 1.11 seconds.

Figure 21a:Stationary Target 2 UAV's 16 Second Horizon

Figure 21b:Stationary Target 2 UAV's 16 Second Horizon Observation History
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4.1.2 Zone Constraint
Figure 22 shows a stationary target case where the UAV’s are now constrained to stay
north of the target at all times. A figure-eight pattern is now adopted by each UAV, after
a settling time. The UAV’s again stagger their passes such that they don’t observe the
target simultaneously. This results in an observation percentage of 66.4%. The average
calculation time is 1.57 seconds.

Figure 22a:North Constraint, 16 Sec Horizon, 2 UAV's Ground Track

Figure 22b:North Constraint, 16 sec horizon, 2 UAV's Observation History
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4.1.3 Standoff Constraint
The effect of adding a standoff constraint at different distances in 1, 2 and 3 UAV cases
is now investigated. The effect of horizon time on the performance is investigated.
In Figure 23, the result for a single UAV is shown. The ground track demonstrates
the basic maneuver that the UAV’s undertake to capture views with a downward facing
fixed camera when not allowed to fly over the target. Essentially, the UAV approaches
the 200 foot boundary, then banks away from the target. When the UAV banks in this
manner, it captures a view of the target, and it correspondingly moves away from the
target. The UAV stays in this banked orientation until it is no longer viewing the target,
then turns back towards the 200 foot boundary and repeats the process. With a single
UAV, an observation percentage of 25.3% is achieved with a calculation time of 0.63
seconds.

Figure 23a: 200 FT Standoff Constraint 1 UAV Ground Track

Figure 23b: 200 FT Standoff Constraint 1 UAV Observation History
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Next, the behavior that results from adding a second UAV to this problem is
investigated. Figure 24 shows this result. As with the previous cases, the UAV’s alternate
their views of the target. A linear increase in target coverage is observed with a total
observation percentage of 52.6%. The calculation time, however, does not increase
linearly. The average path calculation is only 0.85 seconds.

Figure 24a:200 FT Standoff 16 second Horizon 2 UAV's Ground Track

Figure 24b:200 FT Standoff 16 Second Horizon 2 UAV's Observation History
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Another UAV is added and the behavior is observed in Figure 25. Here the
UAV’s achieve a good fairly stable rotation of observations, though there is some
overlap. The loops that are seen in Figure 25a occur when a UAV banks to a large angle
in order to capture a better view of the target. These could be eliminated by reducing the
target in view objective weight component. However, in testing this did not increase
target observation percentage. Figure 25c shows the ground track of the three UAV’s
over a much smaller time history. This is really the ideal result. One UAV is beginning its
target coverage, another UAV is finishing its view, while the third UAV is reloading for
another pass. Observation percentage for this case again increased approximately linearly
to 70.3%. Calculation time was a manageable 1.21 seconds.

Figure 25a:200 FT Standoff 16 sec horizon 3 UAV's Ground Track

Figure 25b:200 FT Standoff 16 sec Horizon 3 UAV's Ground Track
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Figure 25c:200 FT Standoff 16 Second Horizon 3 UAV's Short Ground Track
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In Figure 26, the 2 UAV case is shown again. However, this time an 8 second horizon
time is used. Note that the UAV’s are less aggressive in their attempts to capture views of
the target in the center of the image plane. In other words, the UAV’s do not bank as far
away from the target between views. The target coverage percentage actually increases to
57.2%. Additionally, the path calculation time is significantly reduced to 0.35 seconds.

Figure 26a:200 FT Standoff 8 Sec Horizon 2 UAV Ground Track

Figure 26b:200 FT Standoff 8 Sec Horizon 2 UAV Observation History

Effect of horizon time on the single UAV case was similar. However, for the three UAV
case, the results are undesirable, as the observation time is reduced because the UAV’s do
not effectively alternate views of the target. This is evident from the earlier result, as even
with a 16 second horizon time there are situations where this value of TH is not long
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enough and the algorithm cannot always plan three consecutive passes by the three
UAV’s.

4.1.4 Moving Target Standoff Constraints
Figure 27 presents a case that is interesting for a number of reasons. The target moves
north at 35 feet per second, just below the stall speed of 37 feet per second. The two
UAV’s are constrained to remain at least 200 feet from the target. The UAV’s adopt
patterns where they alternate banking away from the target to capture views. The ground
track in Figure 27b shows how the UAV’s alternate their views of the target.

Figure 27a:200 FT Standoff 35 ft/s North 2 UAV Ground Track

Figure 27b::200 FT Standoff 35 ft/s North 2 UAV Observation History
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Figure 27c:200 FT Standoff 35 ft/s North 2 UAV Motion in Target Frame

In Figure 27c, the motion of the two UAV’s with respect to the target is shown. Observe
how the UAV’s approach a steady state with respect to the target, after a settling time.
However, due to the use of receding horizon optimal control, the UAV’s do not have
sufficient future knowledge of the path to avoid overshooting the target. When this
happens, the UAV swings back around to continue capturing views of the target. This
takes a relatively small amount of time. In this result, an observation percentage of 86.9%
is observed with a path generation time of 1.22 seconds.
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4.1.5 Mixed Constraints
Finally, mixed constraint cases are presented for one- and two-UAV cases. In these cases,
the UAV’s are constrained to remain east of the target, and at least 200 feet away from
the target.
Figure 28 demonstrates a single UAV case implemented using a 16 second
horizon time, while Figure 29 shows the same case using an 8 second horizon time. The
ground tracks produced are similar. Both cases result in 23% target coverage. However,
using an 8 second horizon time, calculation time is reduced from 0.41 seconds to 0.11
seconds.

Figure 28a:200 Foot North, 0 Foot East Constraints, 1 UAV 16 Sec Horizon Ground Track

Figure 28b:200 Foot North, 0 Foot East Constraints, 1 UAV 16 Sec Horizon Observation History
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Figure 29a:200 Foot Standoff 0 Foot East Constraints, 1 UAV 8 sec horizon ground track

Figure 29b: 200 Foot Standoff 0 Foot East Constraints, 1 UAV 8 sec horizon observation history
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Figure 30 and Figure 31 show the same scenario for a mission with two UAV’s. They
represent the ground track and observation histories for the cases of 16 and 8 second
horizon times, respectively. By reducing the horizon time from 16 to 8 seconds, the
observation time is reduced from 47.1% to 45.7%. However, average calculation time is
also reduced from 1.95 to 0.45 seconds.

Figure 30a:200 Foot Standoff, 0 Foot East Constraints, 2 UAV's 16 Second Horizon Ground Track

Figure 30b: 200 Foot Standoff, 0 Foot East Constraints, 2 UAV's 16 Second Horizon Observation History
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Figure 31a: 200 Foot Standoff, 0 Foot East Constraints, 2 UAV's 8 Second Horizon Ground Track

Figure 31b: 200 Foot Standoff, 0 Foot East Constraints, 2 UAV's 8 Second Horizon Observation History
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4.1.6 Effects of Weights
The choice of weights in the objective function has a significant effect on these problems.
If the target in view objective weight is chosen to be too low, the UAV’s will not capture
views of the target. However, if it is too high, the UAV’s will enact very aggressive
maneuvers to take views of the target. Adjustments of the control effort objectives have
the opposite effect. If the control is penalized too heavily, the UAV will not perform
maneuvers to observe the target. If its weight is too low, unstable maneuvers result.
Finally, the distance to target objective must be properly weighted. If this objective is too
heavily weighted, the UAV will simply adopt as close an orbit to the target as it can, and
won’t capture views of the target. If this objective is too low, the UAV’s will not stay
close to the target and will capture views that are taken from too far away to be
meaningful. Additionally, it is possible for the UAV to be far enough away from the
target to make it impossible to view the target due to constraints on the bank angle. The
distance to target objective needs to have a high enough weight such that the UAV will
approach the target even if it is not possible to view the target within the current time
horizon.

4.1.7 Discussion
The results presented for the fixed camera cases are very encouraging. In all multiple
UAV cases, the choice in placing no benefit on having multiple UAV’s observe the target
at the same time leads to a behavior of alternating views of the target. In many cases,
adding additional UAV’s leads to a linear increase in observation time. However, unlike
other methods, computation time does not increase linearly and remains below the
required 2 second update time.
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4.2

Gimbaled Camera Results

4.2.1 Gimbaled Camera Observation History Calculation
In order to calculate simulated observation percentages and histories for the gimbaled
camera simulations, a realistic camera control algorithm must be used. In this case, it is
assumed that the camera can rotate at 100 degrees/second in the pan and tilt directions.
The path is discretized further than before, such that the two second segments are broken
down into half second segments. At each discretization point, the ideal pan and tilt angles
β and α are computed. If the difference between the angles at two nodes is less than 50
degrees, linear interpolation is performed yielding the angles at each point in time (every
0.05 seconds). If the angle difference is greater than 50 degrees, the camera moves the
maximum angle of 50 degrees. This is slightly different from how the camera control
would be implemented in the physical system. In the physical system the UAV telemetry
data would constantly be updating, and the camera control would point the camera at the
target as quickly as possible based on the most recent information. Despite this necessary
discrepancy, the simulated observation percentages and histories are accurate
approximations and present a clear picture of the capabilities of the algorithm.

4.2.2 Unconstrained Stationary Target
The first case that is investigated for the gimbaled camera equipped UAV is that of a
stationary target with a zero mile per hour wind. A 16 second time horizon TH is used.
Figure 28 shows the UAV ground track. After beginning the mission flying away from
the target, the UAV turns around and approaches the target as quickly as possible. Once
the camera is pointed at the target, the target remains in view for the remainder of the
mission and 100% target coverage is achieved with very little camera motion. Note that
once the UAV approaches the target it adopts a reasonably stable orbit around the target.
With the UAV orbiting the target, the camera can be fixed down the wing of the aircraft
to keep the target in view. Average path calculation for this case is 0.66 seconds.
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Figure 32:Unconstrained Stationary Target Result: 16 second horizon time UAV ground track

Figure 33 shows the UAV ground track for a more complicated case, where the UAV
flight is still unconstrained, however there is now a wind in the southwest direction. Note
the figure-eight pattern that the UAV adopts. This pattern’s major axis is normal to the
wind direction. The UAV flies roughly normal to the wind direction until reaching a turnaround point, then turns upwind to begin another pass. This results in a trajectory that
keeps the UAV closer to the target than if the UAV made its turns downwind. The UAV
achieves nearly continuous target coverage using this pattern, while minimizing the
aggressiveness of its controls. Average path calculation is 1.18 seconds.
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Wind Vector:
(15 south,15 west) (ft/s)

Figure 33:Northeast Wind Stationary Target UAV Ground Track

4.2.3 Unconstrained Moving Target Results
Figure 35 shows another unconstrained case, now with 0 mph winds. However, the target
is now moving north at 15 feet per second. This result is investigated using both 8 and 16
second horizon times. In the 16 second horizon time case, the UAV catches up to the
target, then adopts a pattern where it banks back and forth to stay close to the target. This
is desirable because it is a trajectory that requires low amounts of control effort. Figure
31a shows the UAV’s motion in the target frame. Note again the figure-8 pattern that
develops with respect to the target, after a settling time. Average path calculation is 0.79
seconds. Continuous 100% observation coverage is achieved.
The effect of horizon time on this calculation is also investigated. With an 8
second horizon, the trajectory is much more aggressive, however the calculation time is
reduced substantially to 0.19 seconds and 100% target coverage is still achieved.
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Figure 34a:15 ft/s North Target Velocity UAV Motion in Target Frame

Figure 35a:15 ft/s North Target Velocity 8 sec horizon UAV Motion
in Target Frame

Figure 34b

Figure 35b

Figure 36 shows an unconstrained case where the target is moving north at 35 feet
per second. This is interesting because the target is moving slightly slower than the stall
speed of the aircraft at 37 feet per second. For this case, the UAV catches up to the target
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as slowly as possible then banks slightly to stay over the target. Average calculation time
here is 1.45 seconds with continuous 100% target coverage, for a 16 second horizon time.

Figure 36:35 Feet/s north moving target UAV Ground track

4.2.4 Standoff Constraint Stationary Target Result
Another interesting case for the gimbaled-camera UAV optimization algorithm to handle
is that of a standoff constraint. For these results, the UAV is constrained to remain at least
200 feet from the target at all times. For all such cases with no additional constraints, the
UAV will approach the 200 foot boundary as quickly as possible then adopt a close orbit.
The effect of horizon time on this simple problem is investigated.
Figure 37 shows the UAV ground track for the 8 second horizon time result. Here
the UAV approaches the 200 foot boundary and immediately enters the orbit. Average
calculation time is 0.16 seconds. This is the ideal result. Larger values of TH were also
used; however they yield identical results while requiring longer computation times.
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Figure 37:200 Foot Standoff 8 Sec Horizon Ground Track

Figure 37b: 200 Foot Standoff 8 Sec Horizon Camera Pitch Angle

Figure 37c: 200 Foot Standoff 8 Sec Horizon Camera Pan Angle
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Figure 38 shows the result using a 4 second horizon time. This is not an optimal result.
The UAV approaches the target at too sharp an angle and cannot correct itself before
leaving the optimal orbit. When this happens, the UAV actually loses target coverage for
this simple case. Throughout this trajectory, the UAV has to bank slightly because the
horizon time is not long enough to make a smooth orbit possible. A four second horizon
time is clearly not a long enough time horizon for any other cases, as this is the simplest
case. With that being said, the calculation time is extremely fast at 0.06 seconds, and after
the initial approach the UAV is able to maintain continuous if unstable observation of the
target.

Figure 38:200 Foot Standoff 4 Second Horizon Ground Track
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Figure 38b: Foot Standoff 4 Second Horizon Camera Pitch Angle

Figure 38c: Foot Standoff 4 Second Horizon Camera Pan Angle

4.2.5 Standoff Constraint Moving Target Result
The next case that is investigated involves introducing a moving target component to the
standoff constraint case. In this case, the target moves at 15 feet north per second. The
ideal solution is for the UAV to again adopt an orbit around the target that takes into
account the target motion. Figure 39 shows the ground track in the world and target
frames for the 16 second horizon time case. After a settling time, a perfect orbit is
achieved as demonstrated in the target frame ground track in Figure 39a. Average
calculation time is 0.25 seconds.
Figure 40 shows the result for the 8 second horizon time case. Note that here a
perfect orbit at 200 feet is not achieved, however it is very close. Because the orbit is not
stable, the camera must move to match the target-UAV vector, as with the 4-second
horizon time case shown earlier for the stationary target. However, the average
calculation time is reduced to 0.11 seconds. The calculation time benefit must be weighed
against the increase in required camera motion and possible uncertainty that this would
generate in a target position estimation algorithm.
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Figure 39a: 15 ft/s north 200 foot standoff constraint
16 sec Horizon UAV Motion in Target Frame

Figure 39b: 15 ft/s north 200 foot
standoff constraint 16 second
horizon UAV Ground Track

Figure 40b: 15 ft/s north 200 foot
Figure 40a: 15 ft/s north 200 foot standoff constraint

standoff constraint 8 second

8 second horizon UAV Motion in Target Frame

horizon UAV Ground Track
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4.2.6 Flight Area Constraints
Another type of constraint that is investigated is that of a mission area constraint. This is
the first case that is shown where the UAV is unable to achieve 100% target coverage
after a settling time. In the following figures, the UAV is constrained to remain 100 feet
north of the world origin. The target happens to be located at this origin. For both cases
of horizon time, the UAV first approaches the 100 foot north boundary. It then makes a
pass along this boundary before turning around and beginning another pass. When the
UAV reverses its course in this fashion, the required pan angle β changes by several
hundred degrees, and the target coverage is lost while the camera gimbal catches up to
this change. It is desirable for the UAV to fly as slow as possible while making its pass
along the 100 foot north boundary and as fast as possible while turning to minimize the
number of times it must reverse its course.
Figure 41 shows the ground track and observation history for the 16 second horizon time
solution. A 91.5% target coverage percentage is achieved, while requiring an 0.74 second
average calculation time.

Figure 41a:16 second horizon 100 foot north constraint UAV Ground Track
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Figure 41b:16 second horizon 100 foot north constrain UAV Observation History

Figure 41c: 16 second horizon 100 foot north constraint camera Pitch Angle

Figure 41d: 16 second horizon 100 foot north constraint camera Pan Angle

Figure 42a: 8 second horizon time 100 foot north constraint UAV Ground Track
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Figure 42b:8 second horizon 100 foot north constraint UAV observation history

Figure 42c: 8 second horizon 100 foot north constraint camera Pitch Angle

Figure 42d: 8 second horizon 100 foot north constraint camera Pan Angle

Figure 42 shows the resulting figures for the 8 second horizon time solution. Here
an 89.8% target coverage is achieved while requiring an 0.11 second average calculation
time. Note that the 8 second horizon time result yields a more symmetric, better-looking
trajectory. However, the observation percentage is reduced. This is because the UAV
accelerates to a higher speed as it approaches the target. It does this because with only an
8 second time horizon, future states where the UAV has already passed the target are not
taken into account. However, the difference in observation percentage is really negligible,
whereas the improvement in calculation time is quite substantial. For most
implementations an 8 second horizon time would be used for this case.
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4.2.7 Mixed Constraints
The final cases that are investigated involve mixed constraints. These involve moving
target cases where the UAV is constrained by standoff constraints along with zone or
threat avoidance constraints. Both of these cases utilize a 16 second horizon time.

Figure 43:Threat Avoidance

Figure 44:300 ft North Constraint, 200 foot
standoff constraint, UAV Ground Track

Figure 43 demonstrates a scenario in which the UAV is constrained to remain 200 feet
from the target at all times. Additionally, there is a threat at a location 600 feet north of
the origin. The UAV is constrained to remain at least 450 feet away from this threat. The
target is moving at 15 feet per second in this case as well. Recall the spiral pattern that
developed using the 15 feet per second 200 foot standoff constraint case before. Here, the
UAV approaches the target before encountering the threat avoidance zone. When it
reaches this zone, it completes an orbit of the entire zone because the target has moved
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inside the zone. Once the target leaves the zone, the ideal spiral pattern is adopted once
more. Despite the increased number of constraints, 100% target coverage is still
achieved. Average calculation time is 0.37 seconds.
Figure 44 demonstrates a mixed case of a standoff constraint and zone constraint.
Here the UAV is constrained to remain at least 300 feet north of the origin, and at least
200 feet away from the target at all times. Initially, the UAV adopts a pattern similar to
the simple stationary target 100 foot north constraint result. However, once the target
crosses the 300 foot boundary the UAV adopts the nominal spiral pattern and achieves
continuous coverage. Average calculation time is 0.33 seconds.

4.2.8 Effect of Weights
For most cases with gimbaled cameras, the cases are not very sensitive to the choice of
weights in the objective function. For all but the 100 foot north constraint case, the same
set of weights is used. A number of behaviors are balanced using the original choice of
weights, however. If the distance to target objective is not weighted highly enough, the
UAV will not necessarily converge to the ideal orbits shown before. If the bank angle
control effort weight is very low, then the UAV adopts very violent trajectories that are
unstable. This behavior also is avoided by having a reasonably high weight on camera
control effort. The range of motion decision objective is weighted very high, on the order
of 10^8. This forces the UAV to adopt a trajectory such that it can observe the target
except for very short periods of time. The acceleration weight does not have a great effect
on the resulting shape of the trajectory, however clearly higher values of the weight lead
to less aggressive speed control of the aircraft.
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4.2.9 Discussion of Results
The gimbaled camera path planning algorithm has extremely good performance. In many
cases, continuous target coverage is achieved using a single UAV. Computation
performance is excellent. Surprisingly, an eight second horizon time is long enough for
all but the most complicated cases. This gives average computation times of less than 0.2
seconds for most cases.
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Chapter 5:
5.1

Conclusion

Summary

In this work the capability of the neural network trajectory optimization method has been
demonstrated. Specifically, the flexibility of this algorithm has been demonstrated by
extending the method to problems with gimbaled-camera equipped UAV’s. Additional
new cases have been demonstrated in fixed-camera UAV cases as well, with the
implementation of mixed constraint cases with no-fly and standoff constraints. This work
has provided continued evidence that the method is flexible enough to handle a variety of
complicated problems.
The method has also been refined through the investigation of structure of the
neural networks used in the work. While it is not possible to say with certainty that the
choice of structure used here is infallibly optimal, the network sizes were chosen such
that the networks are fully utilized. This means that every neuron in each network
contributes to the final network output, which leads to faster and more reliable training
results.

5.2

Method Strengths

The use of neural network approximation methods in trajectory optimization yields a
number of advantages. Because we can accurately approximate integrals of the states,
controls and functions of the same, there is no reason to explicitly solve for the states. As
such, there is no need for a dynamics constraint to ensure that the states and controls
match given the dynamics of the system. This leads to significantly improved
performance. Although the neural networks do not provide a perfect approximation of
every function, it is shown through the results in chapter 4 that these approximations are
close enough to provide satisfactory results for a number of challenging problems. Also,
the use of neural networks prevents the need for computation of analytic derivatives of
very complicated objective functions. It even allows the use of functions that are not
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differentiable at all points in the domain space, by smoothing any discontinuities in the
approximating functions. Finally, in many other methods for trajectory optimization,
numerical integration is required at points in the optimization process. Using the neural
network method, numerical integration is completely avoided, as any numeric integration
process is replaced by a neural network approximation of the same.

5.3

Method Weaknesses

The neural network method does have several weaknesses. The first is that several
parameters in the optimization problem are trained into the neural networks. These are
the segment length T, and the UAV altitude. Note that many possible values for these
parameters could be trained into separate neural networks, which would be available for
real-time usage when required.
The training phase itself is a major disadvantage. Very complex functions with
many discontinuities can be challenging and time consuming for the user to train a neural
network on. Knowledge of neural network structure is required for many of these tasks.

5.4

Lessons Learned

Through the course of this work many lessons have been learned about the method’s
aforementioned strengths and weaknesses, and the challenges that one faces in
implementing this method. The greatest challenges faced in the work involved the choice
of objective functions, and the training of neural networks. It was found that in order to
achieve reliable training results, complicated functions should be broken down into
simpler parts, as was done with the camera effort and range of motion objectives. Those
that attempt this method should plan to use multiple networks to model complicated
objective functions. Alternatively, one could do as was done here and have the network
approximate discontinuous aspects of the functions, then derive the differentiable parts
analytically.
Hinton graphs are very useful for the analysis of network performance. By using
these graphs the user can determine whether the best training result is in effect cutting out
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neurons in the structure. If this is found to be the case, the size of the network should be
reduced so that the training results will not be dependent on the training algorithm cutting
a number of neurons.

5.5

Possible Extensions

This work can be extended in a number of ways. The algorithm will be implemented
onboard the UAV’s at the PSU/ARL UAV lab and tested in a real-world implementation.
For this purpose, an implementation is being written in C++ to take advantage of the
benefits of using a pre-compiled language. It is expected that, when fully optimized, this
will provide a significant performance boost over the MATLAB implementation.
Techniques could be investigated that would allow a more accurate approximation
of the camera effort and target in view objective functions. This would involve different
choices of network structures, such as investigating the effects of adding more layers to
the networks. This type of approach would require large amounts of memory on the
training machine to allow realistic training times.
The algorithm could be extended to more advanced applications. This could be
done by implementing some of the objective functions mentioned in Chapter 1. This
could include, among others, the Fisher Information Matrix objective, or a radar signature
and probability of detection objective.
Another area of work that would be an interesting extension would be that of
multiple target tracking. This would require additional components to the objective
function. Issues that would need to be addressed would include how to decide which
UAV should observe which target, and at what point should they swap. Also,
collaboration could be investigated between gimbaled-camera and fixed-camera UAV’s
for a heterogeneous control structure.
One final possibility would be to extend the neural network method to work for
problems with an arbitrary segment length. Recall that the 2 second segment length is
embedded within the neural network training. While the networks can be retrained for
any arbitrary length, this can take an unfortunate amount of time. A work-around would
be to train the networks over some small time segment, for example .05 seconds. These
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networks could then be cascaded to form a number of different segment lengths. For
example, this .05 second network would be eval4uated 40 times to achieve the same
result as the 2 second segment networks presented here. Note that in this small amount of
time the system dynamics would become approximately linear, and simpler to
approximate. Thus the problem could be solved using much smaller networks, and the
added computation from running the networks repeatedly would likely be negated.
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