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ABSTRACT
In recent years, there has been a significant increase in the quantity of data generated
from monitoring technologies for subsurface operations such as permanent downhole sensors, as
well as cross-hole and seismic surveys. Traditional models and techniques have proven
inadequate for the purpose of extracting information from Big Data, in support of reservoir
management and decision-making. In addition, the last decade has brought about increased
exploration of unconventional reservoirs such as shale, due to more favorable economics
resulting from advances in directional drilling and hydraulic fracturing. However, existing
methods for describing induced and natural fracture characteristics in the subsurface are still
evolving, and associated impacts on well performance are not completely understood. To attain
optimal development of these resources, we require accurate characterization of fractures and
reservoir characteristics from subsurface time-series and spatial data.
The above challenges have the potential to be addressed by developing new Big Data
analytic tools focused on identifying and characterizing complex subsurface features such as
fractures, by exploiting pattern recognition and high-performance computing to uncover masked
trends in large volumes of subsurface data. In support of this objective, real-time face detection
techniques have been adapted to establish a pattern recognition methodology for feature
extraction, statistical learning and probabilistic model evaluation. Under this framework, a set of
easy-to-compute features based on Haar wavelets are extracted directly from the data, in order to
serve as attributes for training a cascade of probabilistic tree-based ensemble classification
models.
As a use case for time-series data analytics, production data simulated from hydraulically
fractured shale gas wells have been trained to identify candidates for re-stimulation treatment.
Results demonstrate the viability of the proposed framework in recognizing favorable re-
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stimulation candidate wells using solely gas rate profiles, with improved accuracy over
conventional tools such as type-curve matches. Secondly, the proposed methodology has been
extended to help identify fractures in post-stack seismic data, which has been trained using raw
seismic amplitude responses generated using a discontinuous Galerkin finite element seismic
wave propagation model. Next, the approach has been validated using 3D post-stack seismic data
from the Niobrara Shale interval within the Teapot Dome field in Wyoming. The applicability of
the proposed framework has been demonstrated for identifying sub-seismic fractures, by
considering the amplitude profile adjacent to interpreted fullbore microimage (FMI) well log
data. The up-scaled spatial distribution of the predicted fractures shows agreement with existing
geological studies and align with interpreted large-scale faults within the interval of interest.
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Chapter 1
Introduction
In this chapter, I will begin with a literature review which provides an outline of
challenges surrounding the extraction of fracture information from the two sources of subsurface
Big Data under consideration – long-duration well production data (time series) and highresolution seismic data (spatial). In this literature review, I will first provide an overview of the
traditional methods for analyzing these datasets and their associated challenges. I will then
discuss current developments in the application of pattern recognition techniques to analyze these
datasets, and highlight opportunities for advancement. Subsequently, I will formalize the problem
statement for this research and accompanying research objectives, and finally provide an outline
of this dissertation.

1.1 Literature review
Firstly, what exactly is Big Data? According to Feblowitz (2013), “Big Data describes a
new generation of technologies and architectures designed to economically extract value from
very large volumes of a wide variety of data by enabling high-velocity capture, discovery, and/or
analysis.” Most literature describes Big Data with reference to the “three V’s,” which denote
volume, velocity and variety. In recent years, these three attributes have become increasingly
abundant in subsurface engineering data. For example, wide azimuth (WAZ) seismic surveys are
sources of massive data volume in exploration settings. Data velocity may be derived from
streaming monitoring technologies, such as permanent downhole sensors and distributed acoustic
sensing tools in instrumented wells. Additionally, data variety arises from both structured time-
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series pressure, rate, and depth data, as well as unstructured forms such as well logs, emails,
reports, drawings and specifications (Brule, 2013). Among these diverse data types, this research
focuses on analysis challenges involving two main sources of subsurface Big Data – (1) longduration time series data from producing wells, and (2) high-resolution spatial data in the form of
3D seismic data, which when collected at regular intervals, yield massive 4D seismic datasets.
Firstly, in the context of time-series subsurface data, permanent downhole sensors
inserted into producing wells are now able to provide real-time readings on fluid flow rates,
density, pressure, and temperature data. We now have shale reservoirs with several wells that
generate long-duration production data (such fluid flow rate, density, pressure, and temperature),
which are recorded in intervals of minutes to seconds. In addition to velocity of capture, an
abundance of time series measurements from multiple producing wells within a field can also
yield massive datasets, which must be analyzed and inferred for reservoir-related information.
One important advantage of this new source of data is that it helps mitigate downtime associated
with detailed well test analysis. Given this influx of data however, there is an increased demand
for better and faster analysis tools to extract useful information in support of reservoir
management and decision-making (Feblowitz, 2013).
Secondly, in the context of spatial subsurface data, there has been an accompanying
increase in the quantity of data generated from exploration operations. For example, modern
techniques in seismic data acquisition such as multi-azimuth, wide azimuth and rich azimuth
surveys have enabled the capture the influence of high-resolution subsurface features such as
fractures. This has in turn led to significantly larger datasets, often on the order of terabytes to
petabytes. However, the existing tools for extracting information from seismic data are still
developing. Traditional methods rely on time-consuming iterative workflows, which involve
computing seismic attributes, de-noising and expert interpretations. Additionally, time-lapse
seismic surveys (4D) have become increasingly common, which has led to an increased demand
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for faster interpretation methods. There is therefore a need for new tools which can help speed-up
the process of inferring critical subsurface characteristics from seismic data.
In addition to the above factors, the last decade has brought about a progressive transition
of reservoir exploration and development to more challenging environments such as
unconventional shale and in ultra-deepwater settings, as a result of improved economics and
techniques for horizontal drilling and hydraulic fracturing. The productivity from most such
reservoirs is controlled by subsurface features such as fractures. However, traditional methods for
describing induced and natural fracture characteristics in the subsurface are still evolving, and
associated impacts on fluid flow and transport are not completely understood (Anderson et. al,
2010, Clarkson, 2013). Overall, coupled with challenges resulting from the proliferation of
subsurface Big Data, these issues suggest the need for better and faster methods to capture
essential fracture-related information and reservoir characteristics from subsurface time-series
and spatial data, especially considering the fast development cycles associated with
unconventional reservoir exploration.

1.1.1 Traditional subsurface data analysis methods for fractured reservoirs
In this section, I will provide an overview of the traditional methods for the analysis of
production data from hydraulically fractured wells, and discrete fracture identification in seismic
data.
Firstly, in the context of production data analysis, recent decades have brought about
technological advances in wellbore architecture and stimulation design (hydraulic fracturing),
which have led to more economically feasible exploitation of unconventional reservoirs such as
shales. An essential aspect of naturally fractured shale reservoir characterization involves the
analysis of time-series fluid rate and flowing pressure from producing wells, in order to extract
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reservoir, hydraulic fracture, and well completion properties. Some of the most common
production data analysis methods include decline curve analysis, straight line (regime flow)
analysis, type curve methods and numerical simulations (Clarkson, 2013). Among these
approaches, simulation-based techniques are the most computationally intensive and generally
require several model inputs.
Empirical decline curve analysis methods are ubiquitous for analyzing well production
data, with the objective of forecasting future tight and shale gas reserves, and they are commonly
applied due to simplicity (Lee and Sidle, 2010). Decline curve methods involve fitting empirical
models to historical production data in order obtain a time-varying representation of production
decline, which can be extrapolated in order to predict future production. The Arps (1945) model
is the most prominent empirical model among these methods. The general form of Arps’ model
(Equation 1-1 below) follows the hyperbolic decline equation, which is a rate-time relationship
primarily governed by a constant 𝑏, known as the hyperbolic decline constant or b-value.
𝑞(𝑡) =

𝑞𝑖

1

(1+𝑏𝐷𝑖 𝑡)𝑏

1-1

In the Equation 1-1 above, 𝑞𝑖 and 𝐷𝑖 are fitted model parameters which describe the
initial flow rate and initial decline rate, respectively. For conventional wells produced under
constant bottomhole pressure and experiencing boundary-dominated flow, 𝑏 is expected to range
between 0 and 1, where 𝑏 = 0 and 𝑏 = 1 represent the limiting cases of exponential and
harmonic decline respectively. However, when we fit the rate data from low-permeability
unconventional wells using the hyperbolic equation, the best-fit line generally yields 𝑏 > 1,
which implies infinite production (Lee and Sidle, 2010). For this reason, a number of more recent
empirical models (e.g., Ilk et at, 2008; Valko, 2009) have extended the Arps’ approach by
including parameters to account for both transient and boundary-dominated flow regimes.
However, the incremental complexity introduced by these models does not yield improved
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explanation of the complex physical phenomena associated with unconventional reservoirs.
Overall, given that these models incorporate limited amounts of physics, the applicability of
decline curve techniques is limited to use-cases involving quick qualitative appraisal of producing
wells.
Another set of approaches have been developed, which provide analytical solutions to the
flow equations under various assumptions regarding reservoir characteristics, fluid properties,
flow geometry, wells constraints. Using these flow solutions, a family of curves, known as type
curves, is generated by varying parameters such as permeability, reservoir extent, skin factor, etc.
Using this approach, the production characteristics of any arbitrary well can then be matched to
these type curves to infer reservoir-related information. However, several of these type curve
methods (Fetkovich, 1980; Palacio and Blasingame, 1993; Agarwal et al, 1998) were developed
for vertical wells in conventional reservoirs, and are generally predisposed to boundarydominated flow, and only provide information about bulk reservoir properties (Anderson et al,
2010). In order to capture flow from hydraulically fractured wells, another set of models (CincoLey,1981; Pratikno et at, 2003) have been proposed which modify boundary conditions and
geometric assumptions to account for linear flow regimes through single vertical fractures.
However, given that these models are developed for vertical fractures within homogeneous
media, they are still too simple to adequately capture the complex flow regimes associated with
multi-stage hydraulically fractured wells within shale/tight gas reservoirs.
Microseismic data from multi-fractured horizontal wells (MFHW) in shale formations
suggests a region of enhanced permeability around these wells, which is surrounded by
undisturbed matrix of low permeability. Therefore, production from MFHWs in shale reservoirs
is commonly modeled based on the stimulated reservoir volume (SRV) concept, which describes
a network of induced hydraulic fractures and rejuvenated natural fractures that provide the
majority of well productivity (Anderson et. al, 2010; Cipolla & Wallace, 2014). On this basis, a
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number of dual-porosity analytical models have been proposed to characterize production from
these reservoirs. The trilinear flow model (Ozkan et al, 2009; Brown et al 2010) is a
representative analytical flow model of this type. In this model, the productive life of a MFHW is
assumed to be typified by negligible contribution of the reservoir matrix beyond the limits of the
SRV, as depicted in Figure 1-1 below.

Figure 1-1: Depiction of symmetry element for trilinear flow model (Ozkan et al, 2009; Brown et
al 2010).
As depicted in the above figure, flow convergence is dominated by linear flow in three
contiguous regions: from the hydraulic fractures to the wellbore, from the inner-SRV region
perpendicular to the hydraulic fractures, and from the outer matrix toward the SRV to depict
long-term linear flow. Like other dual-porosity flow solutions (Bello and Wattenbarger 2008;
Nobahkt et al, 2013; Ogunyomi et al, 2016), the trilinear formulation has been derived in Laplace
space using dual-porosity idealizations for pseudo-steady (Warren & Root, 1963) and/or transient
(Serra et al, 1983) matrix-fracture fluid transfer. This means that a numerical inversion scheme
must be used to express the solution in the time domain. In addition, matching MFHW data using
analytical methods such as the trilinear model requires foreknowledge of numerous well, matrix
and fracture input parameters. Apart from this, type curve methods often suffer from non-
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uniqueness (Clarkson, 2012), in that multiple combinations of reservoir parameters can yield
similar production profiles. Overall, these factors have the potential to lead to manual and tedious
workflows for analyzing well data, and thus limit the applicability of these approaches for
problems involving fast analysis of massive production datasets to identify wells with specific
fracture characteristics, such as re-stimulation candidate selection
Secondly, another important step in reservoir exploration is to develop a spatial
description of subsurface fracture characteristics. This process is essential since fractures of
different scales have the potential to either impede or enhance fluid transport to the wellbore, and
in some cases serve as structural traps for hydrocarbons. Primary sources through which this
information can be inferred, such as cores and image logs, are spatially sparse and are often not
directly scalable (Narr et al, 2006). For these reasons, geostatistical methods such as Liu and
Srinivasan (2012) utilize multiple-point statistics (MPS) in attempt to reproduce complex spatial
patterns by capturing the joint variability of fracture attributes at multiple locations. Some of the
challenges in the application of multi-point statistical simulation (MPS) to spatial fracture
characterization are the reliance on restrictive spatial templates in defining fracture patterns, and
the lack of sufficient training images to provide adequate conceptual models of the underlying
geology.
As an alternative, seismic fracture identification serves as a means through which we can
indirectly infer fracture characteristics using reflection seismic data. There are several existing
techniques to aid inference of subsurface fracture characteristics from seismic data, such as
azimuth variation with offset/azimuth (AVO/AVAZ) approaches, and methods aimed at inverting
seismic anisotropy properties based on effective media models. These models yield aggregate
information on fracture characteristics such as fracture density, spacing, and orientation (Lui and
Martinez, 2012). We limit the scope of this work to discrete fracture identification from poststack seismic data with the objective of delineating discrete fracture location and orientation.
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The traditional method for inferring fracture characteristics from seismic data is to
manually interpret large-scale fault locations by marking regions where displacement in strata is
observed. This manual interpretation approach is however infeasible for larger datasets containing
thousands to millions of sections. For this reason, the one common computer-aided approach for
extracting discrete fracture information from seismic data involves computing a number of
seismic attributes from the raw amplitude data, which allows for better visualization of
discontinuities associated with large-scale fractures such as faults. Typical attributes utilized in
this workflow are coherence and curvature, which are computed on vertical time slice surfaces
known as horizons (Chopra and Marfurt, 2007). The coherence attribute is an edge-based
measure of the localized waveform between seismic traces along a specific horizon (Bahorich and
Farmer, 1995; Chopra and Marfurt, 2007). Curvature on the other hand represents the reciprocal
of the radius of a circle tangent to an arbitrary point, and is used to characterize discontinuities
along horizons based on measures such as mean, most positive and most negative curvature
(Chopra et al, 2006).
Since structural inferences derived from these attributes depends solely on the quality of
the data, preprocessing steps of de-noising and smoothing are required. Neves et al (2004)
illustrates one such fracture detection procedure, in which principal component filtering and dip
steering steps must be performed prior to the computation of the coherence cube. Another set of
papers have proposed derivative seismic attributes which can be computed from vertical sections.
For example, as part of a workflow for extracting fault throw information, Hale (2013) introduced
a semblance-based attribute known as fault likelihood. Other studies (Ouenes, 2012; Gao, 2013;
Thachaparambil, 2015) have also utilized attributes such as chaos, variance, spectral imaging,
curvature derivative, and fault likelihood attributes for identifying faults and mapping fracture
networks. One drawback of these approaches is the computation cost associated with both the
preprocessing and calculation of these seismic attributes. Additionally, time-consuming
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interpretation is often needed to fine-tune the parameters of these attributes, which generally
entails multiple iterations. For example, in Hale (2013), an iterative scan over negative and
positive fault dip and strike angles is used to find the fracture orientation that maximizes fault
likelihood. In addition, most seismic attributes are non-unique, and exhibit sensitivity to other
processes that have seismic signatures, such as gas chimneys. Thus, careful selection of seismic
attributes is required, along with their associated parameters, which often calls for tedious and
time-consuming expert input.
Overall, given the recent proliferation of subsurface Big Data, the above challenges
underline the need for better and faster methods to extract information from both time-series well
production data and spatial seismic datasets, in order to better characterize fractured reservoirs.

1.1.2 Data-driven approaches for analyzing subsurface Big Data
In order to address the above challenges, there has recently been increased interest in the
development of Big Data analytics tools and techniques to aid reservoir exploration and
production operations. Figure 1-2 below depicts the emerging areas in Big Data analytics, as
presented in Feblowitz (2013).
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Figure 1-2: Emerging areas in oil and gas Big Data analytics, based on Feblowitz (2013). The
boxes marked in red represent areas that are of relevance to this research.
In the above figure, we see that recent efforts in Big Data analytics are focused on new
tools and techniques related to infrastructure, data organization and management, analysis and
discovery and decision support. In order to address the challenges presented in Section 1.1.1
above, the scope of this work is limited to analysis and knowledge discovery, which involves the
application of statistical learning techniques to develop predictive models, based on patterns
embedded within massive subsurface datasets. In this section, I will begin with a brief overview
of statistical learning methods. Next, I will highlight existing studies that utilize pattern
recognition approaches towards analyzing subsurface datasets, specifically with applications in
production data analysis and seismic fracture characterization.

Overview of statistical learning methods
In general, supervised statistical learning methods (also referred to as data mining or
machine learning methods) refer to a family of mathematical models and fitting algorithms,
which take in examples of explanatory variables (also referred to as attributes or features) 𝒙𝒊 =
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[𝑥𝑖1 , 𝑥𝑖2 , … , 𝑥𝑖𝑝 ] that relate to a specific phenomenon, along with their associated responses 𝑦𝑖 ,
and determine a set of rules for predicting a target variable 𝑦̂ = 𝑓(𝒙). The subscript 𝑖 = 1,2, … , 𝑁
denotes the index corresponding to each of 𝑁 training examples, while 𝑝 denotes the number of
attributes relating to the phenomenon under study. Problems involving real-valued targets (i.e.
𝑦 ∈ ℝ) are referred to as regression problems, while those involving a discrete set of categorical
outcomes (e.g. 𝑦 ∈ {−1,1}) are referred to as classification problems. In the latter case, the aim is
to define a decision boundary in 𝑝-dimensional feature space, which best demarcates regions
occupied by data belonging to each category (or class). For the purpose of illustration, the
following figure graphically depicts the classification rules for a simple two-dimensional binary
classification problem.

Figure 1-3: Depiction of simple binary classification problem for 2D feature space.
In the above figure, data belonging to the blue class are separated from data belonging to
the red class, by partitioning the feature space into rectangular sub-regions, in a manner aimed at
maximizing the homogeneity of observations in each sub-region. Any arbitrary data point can
subsequently be classified as blue or red, depending on the region it occupies in feature space, as
determined by the values of 𝒙𝒊 = [𝑥𝑖1 , 𝑥𝑖2 ].
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There are multiple statistical learning algorithms for both regression and classification,
which differ based on the form of 𝑓(𝒙) and the fitting procedure. The fundamental case is the
problem of linear regression, which has the general form,
𝑝

𝑓(𝒙) = 𝛽0 + ∑ 𝛽𝑗 𝑥𝑗

1-2

𝑗=1

In the case of ordinary least squares, the fitting procedure involves minimizing the
residual sum of squares between the training data 𝒙𝒊 and their real-valued responses 𝑦𝑖 , in order
to obtain estimates for the model parameters 𝜷 = 𝛽0 , … , 𝛽𝑝 . Logistic regression on the other hand
refers to a class of linear models which aim to model the class conditional probabilities 𝑃(𝑦|𝒙)
for a categorical target as (James et al, 2013),
𝑝

𝑃(𝑦|𝒙)
log [
] = 𝛽0 + ∑ 𝛽𝑗 𝑥𝑗
1 − 𝑃(𝑦|𝒙)

1-3

𝑗=1

In Equation 1-3, the left-hand side is a link function known as a logit function. The model
parameters are determined by maximizing a likelihood function ℓ given by (James et al, 2013),
ℓ(𝜷) = ∏ 𝑃(𝑦𝑖 |𝑥𝑖 ) ∏ 1 − 𝑃(𝑦𝑖′ |𝑥𝑖′ )
𝑖:𝑦𝑖

𝑖 ′ :𝑦𝒊′

1-4

In the Equation 1-4, 𝑦𝑖′ represents the set of classes that are dissimilar to 𝑦𝑖 . Logistic
regression is a classical classification approach which is empirically observed to demonstrate
strong performance for a wide array of applications. However, for problems involving a large
number of input features, dimensionality reduction, feature selection and/or regularization
methods are likely to be required before fitting. Additionally, logistic regression is often not best
suited to multi-class problems (James et al, 2013).
Classification and regression trees (CART) (Brieman et al, 1984) is another statistical
learning techniques such that the feature space is recursively partitioned into a given number of
regions containing data with similar characteristics. As the name implies, these models can be
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applied to both classification and regression problems. Figure 1-3 above graphically depicts a
fitted classification tree model. The general form of these models can be represented as (Hastie et
al, 2009),
𝑀

𝑓(𝒙) = ∑ 𝑐𝑚 𝐼(𝒙 ∈ 𝑅𝑚 )

1-5

𝑚=1

In Equation 1-5, 𝑀 is a meta-parameter which represents the number of regions in feature
space, 𝑐𝑚 is a constant which captures the characteristics of data in region 𝑚, and 𝐼(𝒙 ∈ 𝑅𝑚 ) is
an indicator function which yields a value of 1 if an arbitrary data point falls within region 𝑚, and
0 if not. In regression problems, 𝑐𝑚 is real-valued constant, which is obtained by averaging the
response 𝑦𝑖 over all training data 𝑥𝑖 ∈ 𝑅𝑚 . On the other hand, for classification problems, 𝑐𝑚
represents the modal class in each region. The fitting procedure involves recursively splitting the
feature space in a greedy fashion, in each case minimizing a loss function in order to define the
optimal boundaries of each regions. For regression problems, a residual sum of squares loss
function is generally used, while classification problems utilize impurity measures such as Gini
index, cross-entropy and misclassification error (Hastie et al, 2009). In the latter case, these
impurity measures help to define the homogeneity of observations in each region. Overall,
decision trees offer advantages such as interpretability and scalability. However, they are prone to
overfitting and their predictive power is generally inferior to comparable learning methods
(Hastie et al, 2009).
Another family of statistical learning approach, known as ensemble learning methods,
combine the predictions from multiple base models such as decision trees to yield improved
classification performance. Representative ensemble models include adaptive boosting (also
referred to as AdaBoost) (Freund and Schapire, 1996), random forests (Brieman, 2001) and
gradient boosting machines (GBM) (Friedman, 2001). AdaBoost and its statistical properties are
of special interest for this work and hence are discussed in more detail in Chapter 2. Random
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forests operate by averaging the predictions from several decision trees, which are fitted using
bootstrap samples and random samples of input features. On the other hand, GBM models, when
combined with decision trees, have the general form,
𝑀

𝑓(𝒙) = ∑ 𝑇(𝒙; ∅𝑚 )

1-6

𝑚=1

In Equation 1-6, 𝑇(𝒙; ∅𝑚 ) represents a regression tree fitted at iteration 𝑚 with
parameters ∅𝑚 describing the boundaries of the fitted sub-regions in feature space. 𝑀 is a metaparameter which determines the number of trees in the ensemble model. GBM acts as a
generalized forward stage-wise fitting procedure to minimize a user-specified loss function
evaluated over the training data. This is in contrast to AdaBoost, which minimizes an exponential
loss function. In each iteration 𝑚, this loss function is numerically minimized using gradient
descent methods, after which a regression tree 𝑇(𝒙; ∅𝑚 ) is fitted using the current gradient
vector as a real-valued target variable. Squared error, absolute error and Huber criteria (Huber,
1964) are examples of loss functions used for regressions applications, while deviance and
exponential loss functions are commonly used for classification problems (Hastie et al, 2009).
Support vector machines (SVM) (Cortes and Vapnik, 1995), for classification
applications, aim to solve for an optimal hyperplane in feature space, which separates
observations corresponding each class such that they are as far from the hyperplane as possible.
This idea is depicted in Figure 1-4 below.
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Figure 1-4: Graphical depiction of support vector classification.
The above figure graphically depicts the support vector classification objective for
separating two classes indicated as ‘+’ and ‘o’ in a two-dimensional feature space. The solid line
represents the decision boundary, while the dotted line is the margin adjacent to the decision
boundary. Any arbitrary observation that falls to the left of the boundary is classified as a ‘+’,
while an ‘o’ is predicted if the observation exists to the right of the boundary in feature space.
The overall idea is to maximize the area of the margin by minimizing the sum of distances to the
decision boundary, for all misclassified observations. Tuning parameters for SVM training are the
upper bound on the number of misclassifications and the functional form of the decision
boundary, such as linear and polynomial functions, as well as kernel functions. SVM models
generally display strong classification performance in a wide variety of applications. However,
one drawback of the approach is that it provides hard predictions with no option for extracting
probability estimates (James et al, 2013).
Artificial neural networks (ANN) refer to a family of generalized non-linear statistical
models used for both regression and classification problems. As the name implies, they are
designed to mimic the operation of neurons in the human nervous system. The structure of singlelayer perceptron is depicted below.
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Figure 1-5: Feed-forward neural network with single hidden layer (Hastie et al, 2009).
In the above diagram, the input parameters 𝑋1 , … , 𝑋𝑝 are represented as the nodes at the
bottom of the figure, while the target variable 𝑌1 , … , 𝑌𝐾 are shown at the top. For classification
problems, there are 𝐾 nodes in the final layer, which predict the probability of an observation
belonging to each class. On the other hand, for regression problems, the response of
transformation function (such as the sigmoidal function) applied at the hidden nodes are linearly
combined in order to yield a deterministic prediction. The nodes in the middle layer (referred to
as hidden layers) are derived features, which are linear combinations of the inputs, i.e. (Hastie et
al, 2009),
𝑝

𝑍𝑚 = 𝜎𝑚 (𝛼0𝑚 + ∑

𝑗=1

𝛼𝑗 𝑋𝑗 ) ∀ 𝑚 = 1, … , 𝑀

1-7

In Equation 1-7, 𝑀 is a meta-parameter which denotes the number of nodes in the hidden
layer. 𝜎𝑚 (∙) is an activation function which has the shape of a step function, and can potentially
have different functional forms at each node. Examples of commonly used activation functions
are sigmoid, radial basis functions, and rectifier linear unit (ReLU) functions. In the expression,
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𝛼𝑗 represents the weight assigned to each input in determining 𝑍𝑚 . This structure is repeated for a
user-defined number of hidden layers, until the final layer, where the target is modeled as a linear
combination of 𝑍𝑚 at the final hidden layer. The final transformation can be written compactly as
(Hastie et al, 2009),
𝑀

𝑇𝑘 = 𝛽0𝑘 + ∑

𝑚=1

𝛽𝑚 𝑍𝑚 ∀ 𝑘 = 1, … , 𝐾

1-8

𝑓𝑘 (𝑿) = 𝑔𝑘 (𝑇) ∀ 𝑘 = 1, … , 𝐾

1-9

In Equation 1-8, 𝛽𝑚 represents the weight assigned to hidden layer node 𝑍𝑚 in
determining 𝑇𝑘 . In Equation 1-9 the final prediction for each class 𝑘 is a function of the linear
combination of the outputs from the final hidden layer. For regression problems, 𝑔𝑘 (𝑇) = 𝑇𝑘 ,
while for classification problems, the predictions are transformed into probability estimates as
follows (Hastie et al, 2009),
𝑔𝑘 (𝑇𝑘 ) =

𝑒 𝑇𝑘
𝑇𝑘
∑𝐾
𝑙=1 𝑒

1-10

The fitting procedure for the single or multilayer perceptron involves iterative feedforward and back propagation cycles, where all weights are successively updated to minimize a
loss function, which is evaluated with respect to the target. In the categorical case, the objective is
the maximization of a likelihood function. Overall, neural networks are considered to be a power
set of models capable of fitting a wide array of non-linear relationships between the observations
and targets. However, they are generally prone to overfitting, and are limited by challenges
related to scalability (Hastie et al, 2009).
In the next section, I will discuss how these methods have been applied to help analyze
subsurface datasets.
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Statistical learning applications in subsurface data analysis
For applications in production data analysis, there are several studies that are geared
toward analysis and knowledge discovery, through the implementation of statistical learning
approaches. For example, Seemann et al (2013) developed the “forecast and follow” methodology
for managing large volumes of streaming production data using cluster analysis and automated
data segmentation prior to decline curve analysis. In another study, Aulia et al (2014) have
combined random forests with numerical simulations to identify a critical subset of wells with
maximal impact on field production, in support of well test planning.
For applications in unconventional reservoir exploration, there are a number of studies
which use machine learning for sweet spot identification. For example, Bansal et al (2013)
developed an artificial neural networks (ANN) model that forecasted 3 to 24 months of fluid
production based on a wide variety of inputs acquired from real-world producing wells such as
seismic survey data, well logs, drilling and completion data, well test data, and general well
information. Another set of studies (Shelley, 1999; Mohaghegh et al., 2000) utilized a similar
approach for re-stimulation candidate selection for hydraulically fractured wells, by forecasting
fluid rates after re-fracturing treatment (as characterized by real-valued targets such as 5YCum)
as a function of detailed input parameters such as geographical, reservoir, production, well
completion information.
In all of the above examples, the input parameters 𝒙𝒊 = [𝑥𝑖1 , 𝑥𝑖2 , … , 𝑥𝑖𝑝 ] are a list of
detailed field-collected information. However, there are a number of potential drawbacks of these
techniques that utilize several field-collected and derivative parameters as inputs to statistical
models such as ANN regression models. Firstly, they implicitly assume that the target variable,
such as fluid production, is only related to the specified parameters. Given that these parameters
are largely selected based on availability and their influence on outcomes such as re-stimulation
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success is largely still not understood, there is the potential for these models to neglect some
important unmeasured subsurface characteristics. Secondly, in order to apply the statistical
models to new wells, the complete list of input variables used in the training these models must
be available at the new well locations. In the above discussed examples, there are several input
variables which are expensive to acquire, such as seismic, core analysis, fluid characterization
and well log data. Thirdly, there is the potential for the statistical model to yield non-intuitive
results by allocating importance to likely uninfluential parameters. These drawbacks highlight the
need for a new set of data-driven methodologies for analyzing production data from
unconventional wells, which are not solely depend on a pre-defined set of input variables, and are
able to capture the influence of complex fracture, reservoir, well, fluid and completion effects on
well performance.
Secondly, for applications in seismic fracture characterization, there have been several
studies which have proposed automated workflows for fault and fracture detection in 3D seismic
data, using data mining techniques. A large proportion of these approaches are based on statistical
models which relate the categorical target variable of fracture occurrence within a 2D or 3D
volume to a number of seismic attributes, which are each mathematical functions of seismic
amplitude. For example, Meldahl et al (2001) trained a single hidden layer neural network to
perform fault plane extraction in 3D post-stack seismic data, using a total of twenty-two seismic
attributes such as reference time, dip, several dip-variance, energy, similarity, and amplitude
calculations. This training was embedded in an iterative workflow which utilized image
processing steps to improve the results of the prediction before re-training. A similar approach
was implemented in Aminzadeh (2005), in which the non-linear combinations of these attributes
were referred to as “meta attributes” and used to describe properties such as fracture probability.
In another recent study by Huang et al (2017), using a Hadoop implementation, nine separate
convolutional neural network models were trained on nine seismic attributes: log-scaled stack,
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local dip, planarity, maximum curvature, dip curvature, shape index, fault likelihood, fault dip,
and fault azimuth. The predictions from these models were then pooled and used to train a final
model classifier using support vector machines and logistic regression. Overall, while these
classification algorithms derived from seismic attributes ultimately lead to time savings in
analyzing large datasets, they do not completely mitigate the computation costs associated with
calculating the input seismic attributes. This is a potential bottleneck when assessing massive
seismic datasets. In addition, most seismic attributes are non-unique, with sensitivity to seismic
events other than faults, such as salt bodies. Thus, careful selection of seismic attributes is
required, along with their associated parameters, which calls for tedious and time-consuming
expert input.
As an alternative, another set of publications have attempted to develop classification
algorithms to extract fractures from seismic data, using features computed directly from raw
seismic amplitude. Araya-Polo et al (2017) proposed one of such amplitude-based approaches for
3D fault detection, using a deep neural networks formulation. This method incorporated a
Wasserstein loss function (Frogner et al, 2015) to better handle structured output by exploiting
fault surface continuity. One bottleneck of this approach is the high dimensionality associated
with input seismic amplitude samples within a 3D voxel. For example, as noted in the paper, a 3D
output voxel may encompass from 5,400,000 to 320,000,000 amplitude samples, depending on
acquisition geometry and data resolution. To mitigate challenge, feature transformation and
principal component analysis were used to reduce the dimensionality of the feature space.
However, there is the potential for improved predictive performance by specifically extracting
amplitude-derived features, that are specifically designed to highlight amplitude contrasts
associated with fracture presence or absence. For example, in another study, Guitton et al (2017)
proposed a 3D fault detection scheme which utilized two types of gradient-based features
computed from seismic amplitudes: histogram of gradient (HoG) and scale invariant feature
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transforms (SIFT), which have origins in image object classification methods. Both of these
features are assessed by computing the gradient or change in seismic amplitude relative to a
central reference point within the test window, at different angles. These features were then used
as input to a support vector machine (SVM) classification scheme with Gaussian kernels. While
this approach offers performance improvements, the HoG and SIFT features only describe the
amplitude content using first order gradients. In addition, the use of SVM classifiers provide
deterministic class predictions with no means to estimate probability of fracture occurrence.

1.2 Problem statement
The above discussion can be summarized as follows. With the proliferation of subsurface
Big Data, coupled with increased exploration of unconventional reservoirs, traditional tools and
techniques for extracting fracture information have proven inadequate. There is therefore a
heightened need for better and faster methods to analyze massive volumes of data from fractured
reservoirs. One potential solution is the application of Big Data analytics to facilitate knowledge
discovery, by applying statistical learning methods to develop predictive models which can
uncover masked trends embedded within massive volumes of subsurface data. On this basis, I
have defined the scope of this research as analytics for (1) time series well production and (2)
seismic data from fractured reservoirs.
Big Data analytics for subsurface data is still in the early stages. For applications
involving production data, efforts are largely focused on developing statistical models to predict
performance of producing wells within fractured reservoirs, by forecasting fluid production rate
as a function of several secondary parameters such as geographical, reservoir, production, well
completion information, largely specified based on availability. This approach is likely to have
limited applicability in cases where new wells have missing information, and has the potential to
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omit important unmeasured variables and provide counter-intuitive model coefficients. In
workflows for automated discrete fracture identification, several studies have attempted to build
data-driven models which utilize a pre-specified set of seismic attributes as inputs to
classification models, in order to predict discrete fracture location and orientation using seismic
data. However, these methods still require expert knowledge and iterative processes to select
pertinent parameters. In an attempt to mitigate these challenges, a number of recent papers have
utilized raw seismic amplitudes as inputs to feature identification algorithms for fracture
identification, which rely on generic features and dimensionality reduction methods. There is
further potential to advance these methods to utilize features which are specifically designed to
highlight amplitude discontinuities associated with fracture presence or absence.

1.3 Objectives and Methodology
These challenges have the potential to be addressed by developing a set of Big Data
analytic tools which extract descriptive and discriminative features directly from the subsurface
datasets, to serve as inputs into statistical learning methods, in order to recognize patterns
embedded within large subsurface datasets. The proposed approach is depicted in Figure 1-6
below.

Feature
extraction

Pattern
recognition

Scanning
protocol

•Fast data-derived
attributes

• Statistical learning
aided by HPC

• Probabilistic
predictions
approaching realtime

Figure 1-6: Depiction of proposed pattern recognition framework.
As depicted in the above figure, the proposed Big Data analytic tool will implement a
feature identification approach, which involves the extraction of easy-to-compute spatial patterns
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embedded within production data (1D features) and seismic data (2D and 3D features). These
features are able to provide discriminative information to help distinguish subsurface data on the
basis of fracture-related criteria, while also taking into account the complex physics associated
with fractured reservoirs. These patterns then serve as input to the pattern recognition algorithm,
which uses statistical learning methods, aided by high-performance computing techniques, to
develop a predictive model. This model will be designed to establish a set of numerical rules for
classifying subsurface data based on specific fracture-related categorical targets. Finally, the
trained model can be used to evaluate new data and make probabilistic predictions, with
computation time approaching real-time.
Within the defined framework, this work aims to address the following questions:
•

Can we harness massive data from hydraulically fractured wells to help uncover trends
which are related to fracture properties in the productive region of shale reservoirs?

•

Can we identify spatial patterns in seismic data in order to develop techniques for fast
and accurate discrete fracture identification?

Based on these questions, the governing research objectives for this work are as follows:
1. To develop diagnostic tools for analyzing production data from long-duration
hydraulically fractured wells in naturally fractured shale gas reservoirs
2. To develop classification algorithm for fast and accurate discrete fracture detection from
seismic amplitude data
This dissertation is arranged as follows:
•

Chapter 1 introduces the research problem, pertinent literature and research objectives

•

Chapter 2 discusses the proposed pattern recognition framework for analyzing subsurface
Big Data

•

Chapter 3 details the development of a production data classification algorithm, in
accordance with the first research objective
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•

Chapter 4 details the development of a 2D seismic fracture identification algorithm, in
accordance with the second research objective

•

Chapter 5 presents a field study involving 3D seismic fracture identification, in
accordance with the second research objective

•

Chapter 6 concludes the dissertation by summarizing the findings and outlining
recommendations for future work
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Chapter 2
Pattern Recognition Framework
As discussed in Chapter 1, the approach used in this research involves the application of
feature extraction and pattern recognition methods to rapidly analyze both time-series and spatial
Big Data, for applications in unconventional reservoir management and decision-making. One
useful cross-disciplinary analogy is the problem of real-time image classification, with use-cases
such as face detection and also pedestrian detection in driverless car technology. In these
applications, real-time decisions have to be made by scanning through a massive number of
spatial attributes extracted from images and making categorical decisions – “yay” or “nay” – to
indicate if the spatial features resemble a target such as a face or a pedestrian. For this reason, I
have studied the problem of face detection to aid in the development of the pattern recognition
methodology implemented in this research. In this chapter, I will present an overview of the
image object detection methodology that has motivated the proposed feature extraction and
pattern recognition framework. I will then discuss the steps I have taken to extend the feature
extraction procedure and statistical framework, in order to make the method better suited to
problems involving subsurface Big Data.

2.1 Face detection methodology
The Viola-Jones algorithm (Viola and Jones, 2001) prescribes a methodology for realtime image object classification. It is a highly regarded work in the computer vision domain, due
to strong predictive performance and computational efficiency, with applications in multiple
fields ranging from medical image analysis to pedestrian detection (Zhang and Zhang, 2010).
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Figure 2-1 below summarizes the important procedural steps implemented in the
algorithm.
1. Binary input
data
•Labeled face and nonface examples

2. Rapid feature
extraction and
computation
•Simple spatial
templates

3. Classifier
training

4. Fast and
robust scanning

•Adaptive boosting
(AdaBoost)

•Cascaded classifier
training

Figure 2-1: Viola-Jones framework.
Overall, the Viola-Jones algorithm is a binary classification scheme which uses a
supervised learning approach to develop a categorical predictive model that is capable of
detecting objects within images. In other words, by learning spatial information contained in a set
of examples, the algorithm aims to establish a set of numerical criteria for recognizing image
windows that contain instances of objects of interest, such as faces. Using these rules, any
arbitrary image window can be analyzed and classified as a face or non-face. The specific steps
are discussed in the following sections. In the upcoming sub-sections, I will also introduce the
mathematical notation which will form the basis for the pattern recognition framework
implemented in this thesis.

2.1.1 Input data
The dataset used for classifier training contains 𝑁 examples of input data, each
characterized by a spatially varying property 𝑧(𝐮), where 𝐮 is the vector which describes the
location where 𝑧 is measured. This property 𝑧(𝐮) is distributed over a spatial domain 𝑆, where the
dimensions of 𝑆 are constant for the entire training set. In the context of the Viola-Jones face
detection framework, each training image is a 2D array which contain spatially varying pixel
intensity values within a fixed 24 × 24 pixel domain.

27
Given a collection of training examples, we aim to develop a predictive model that is
capable of recognizing sub-regions of the spatial distribution of 𝑧 that correspond to the presence
or absence of spatial objects such as faces. In order to implement a supervised classification
approach, we specify the ground truth by pre-labeling these training data as positive or negative
examples. In other words, we define a column vector 𝒚 = 𝑦1 , 𝑦2 , … , 𝑦𝑁 where 𝑦𝑖 ∈ {−1,1} for all
𝑖 = 1, . . , 𝑁, i.e. -1 is a categorical label assigned to negative examples, while 1 is assigned to
positive examples. In the Viola-Jones framework, the positive training images contain zoomed
frontal faces, while the negative examples contain a wide variety of non-face windows extracted
from pictures of trees, houses, cars, etc. Figure 2-2 below displays a few examples of face and
non-face training data for face detection.

(a)

Examples of face
windows

(b)

Examples of non-face
windows

Figure 2-2: Examples of pre-labeled training images.
To ensure uniform comparison between image windows, the Viola-Jones preprocessing
steps involve greyscale conversion and variance-normalization, the latter of which serves to
enhance gradient contrasts.
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2.1.2 Image object characterization
Secondly, in order to characterize the spatial distribution of pixel values within the
training images, the Viola-Jones method proposes a set of simple spatial templates called “Haarlike” features, which are depicted below.

Figure 2-3 : Haar-like features for face detection (adapted from Viola and Jones, 2001).
Figure 2-3 shows the Haar-like features used for characterizing training images in the
reference implementation of the Viola-Jones algorithm, within the unit 24 × 24 pixel window. As
shown, there are five Haar-like feature geometries (templates) used in this implementation. For
each template, a real-valued feature score is computed by simply subtracting the sum of pixel
values in the white region from the sum of pixel values in the grey region. In other words,
𝑥𝑖 (𝜅; 𝐮, 𝐡) =

∑
𝐮𝛂 ∈ 𝑔𝑟𝑒𝑦

𝑧(𝐮𝛂 ) −

∑

𝑧(𝐮𝛂 )

𝐮𝛂 ∈ 𝑤ℎ𝑖𝑡𝑒

2-1

In Equation 2-1 above, 𝑥𝑖 represents the Haar-like feature score computed with respect to
training image 𝑖, based on feature geometry 𝜅 ∈ [1,5], at location 𝐮 within the unit window. 𝐡 is
a vector that describes the spatial extent (i.e. scale) of each feature within the unit window.
Therefore, each feature is parameterized by geometry, location and scale within the unit window.
In other words, we can also denote 𝑥𝑖 (𝜅; 𝐮, 𝐡) as 𝑥𝑖𝑗 , where 𝑗 = 1, … , 𝑝 is the index representing
one unique combination of feature geometry, location and scale within the unit window. Thus, by
shifting and scaling these features throughout the image window and computing the net sum of
pixel values, the essence of the spatial image can be computed, and after presenting them to the
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supervised learning algorithms, the essential “patterns” characterizing the distribution of pixel
values in the training images can be extracted.
The use of Haar-like features is also intended to promote computational efficiency. The
2-D cumulative sum of pixels in each training image can be pre-computed, and subsequently,
specific locations within the test window can be systematically visited in order to calculate the
sum of pixels in rectangular sub-regions. For example, if we consider the two-rectangle feature
geometries in Figure 2-3 (𝜅 = 1 and 𝜅 = 3), only the cumulative pixel sums at the six indicated
nodes (black dots) are required to compute feature scores of various dimensions. This means that
scores can be computed in the same time regardless of the size of the feature as regardless of the
scale of the feature, the pixel sums at the six nodes are needed for calculating the feature score.
On the other hand, in the case of the three-rectangle geometries (𝜅 = 2 and 𝜅 = 4), only the
cumulative sums at eight locations within the test window are required in order to compute Haarlike feature scores corresponding to templates of different sizes. This procedure significantly
mitigates cost associated with computation of feature scores, thus making the algorithm amenable
to problems involving massive datasets, where predictions are required in real-time.

2.1.3 AdaBoost classification framework
Shifting and scaling each of the feature geometries within the test window leads to an
over-complete set of attributes for each image (Viola and Jones, 2001). For example, within
24 × 24 pixel test window, we can generate more than 160,000 feature scores to characterize the
spatial distribution of pixel values. Thus, given a large collection of training images with their
associated feature scores and an efficient method for calculating these scores, the fourth step in
the Viola-Jones framework is to select a subset of these features that best capture the difference
between face and non-face examples. This is achieved using a statistical learning technique
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known as adaptive boosting (AdaBoost) (Freund and Schapire, 1996). The following discussion
summarizes the overall statistical framework.
We begin with 𝑁 training data samples (𝒙𝟏 , 𝑦1 ), … , (𝒙𝑵 , 𝑦𝑁 ), where each 𝒙𝒊 =
𝑥𝑖1 , … , 𝑥𝑖𝑝 represents a row vector containing 𝑝 Haar-like feature scores computed with respect to
each training image 𝑖, and 𝑦𝑖 = {−1,1} represents the pre-specified categorical label for each
example – i.e. face (1) or non-face (-1). As earlier mentioned, the index 𝑗 denotes the index of a
feature score computed based on one unique combination of feature geometry, scale and location
in the image window. If we consider the univariate distribution of any given feature computed
over all training images, we are likely to observe significant overlap in the face and non-face
class distributions. This is depicted in Figure 2-4 below.

Predict
non-face
(-1)

Predict
face
(1)
Threshold 𝛾

Figure 2-4 : Sample feature score distribution. Vertical line denotes classification threshold.
The above figure displays the probability distribution of Haar-like feature 𝑗 = 2250,
computed over all training data. In this case, 𝑗 = 2250 is the index corresponding to a feature
with horizontal two-rectangle geometry (𝜅 = 1), which is computed at a vertical coordinate of 8
pixels (downward direction) and a horizontal coordinate of 12 pixels (leftward direction) within
each 24 × 24 pixel training image, with a height of 1 pixel and a width of 4 pixels. The red curve
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represents the univariate distribution of feature scores for images containing faces, while the blue
curve represents the distribution for non-faces. In the figure, the simplest and fastest classification
rule would be to predict all samples to the left of the threshold 𝛾 as non-faces (-1) and samples to
the right as faces (1). However, such a simplistic rule would lead to numerous misclassifications,
due to the large region of intersection between the respective distributions. For this reason, such a
model is referred to as a weak classifier. More formally, we can denote such a classification
model as,
𝑓(𝑥𝑖𝑗 ; 𝛾) = {

−1
1

𝑥𝑖𝑗 ≤ 𝛾
otherwise

2-2

In other words, the classifier depicted in Figure 2-4 functions by partitioning the onedimensional feature space into two regions and selecting the modal class in each sub-region. This
is the simplest form within a family of classification tree models (Brieman et al, 1984), with one
split and two terminal nodes, referred to as a “decision stump”. The structure is depicted below in
Figure 2-5.

𝑓(𝑥𝑖𝑗 ; 𝛾)
𝑥𝑖𝑗 ≤ 𝛾

𝑥𝑖𝑗 > 𝛾

Non-face (-1)

Face (+1)

Figure 2-5: Depiction of decision stump classification model.
Given a collection of weakly discriminative candidate models, the overall intuition
behind AdaBoost is to use a sequential procedure to fit a stronger additive model that combines
the predictions from these weak classifiers by means of a weighted “committee vote.” The
AdaBoost training procedure is summarized in Table 2-1 below.
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Input: 𝑁 training data samples (𝒙𝟏 , 𝑦1 ), … , (𝒙𝑵 , 𝑦𝑁 )
• Training data: 𝒙𝒊 = 𝑥𝑖1 , … , 𝑥𝑖𝑝 ∀ 𝑗 = 1, . . , 𝑝
•

Class labels: 𝑦𝑖 = {−1,1}
(𝑚)

1. Start with equal sample weights 𝑤𝑖 = 1/𝑁
2. For each stage 𝑚
a. Determine decision stump 𝑓𝑚 (𝒙) which minimizes weighted error
(𝑚)
∑𝑁
𝐼(𝑓𝑚 (𝒙𝒊 ) ≠ 𝑦𝑖 )
𝑖=1 𝑤𝑖
𝜖𝑚 =
(𝑚)
∑𝑁
𝑖=1 𝑤𝑖
b. Compute “voting weight” for 𝑓𝑚

1 − 𝜖𝑚
𝛼𝑚 = ln (
)
𝜖𝑚

c. Update sample weights for next stage
(𝑚+1)
(𝑚)
𝑤𝑖
= 𝑤𝑖 exp(𝛼𝑚 𝐼(𝑓𝑚 (𝒙𝒊 ) ≠ 𝑦𝑖 ))
3. Final classifier prediction
𝑀

𝑦̂ = 𝑠𝑖𝑔𝑛 ( ∑ 𝛼𝑚 𝑓𝑚 (𝒙))
𝑚=1

Table 2-1: Base adaptive boosting algorithm (adapted from Viola and Jones, 2001; Hastie et al,
2009).
As shown in the above table, we begin with a set of equal sample weights 𝑤𝑖 for each
training data. For each iteration 𝑚, the first step is to determine the weak classifier 𝑓𝑚 , among all
candidate models, which minimizes the weighted classification error 𝜖𝑚 averaged over all
training data (step 2a). In the expression for 𝜖𝑚 , 𝐼(𝑓𝑚 (𝒙𝒊 ) ≠ 𝑦𝑖 ) is an indicator function which
returns 0 if the prediction matches the true categorical label and returns 1 in the case of a
mismatch. In step 2b, a voting weight 𝛼𝑚 is computed, which is proportional to the weighted
classification accuracy of the selected weak classifier. Next, in step 2c, the samples which are
misclassified by the weak classifier in the current iteration are assigned higher weights for the
next iteration of training. This procedure is repeated for 𝑀 iterations, or “training rounds”. The
final model is a linear combination of weak classifiers whose categorical predictions are weighted
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proportional to their individual classification accuracy, in a manner analogous to a committee
vote. In other words,
𝑀

𝑦̂ = 𝑠𝑖𝑔𝑛 (𝐺(𝒙) = ∑ 𝛼𝑚 𝑓𝑚 (𝒙))

2-3

𝑚=1

In Equation 2-3 𝑦̂ = {−1,1} represents the categorical prediction made by the AdaBoost model.
In other words, given an arbitrary image with a list of feature scores corresponding to those
selected in iterations 𝑚 = 1, … , 𝑀, we can predict a face (1) or non-face (-1) based on the sign of
𝐺(𝒙). 𝐺(𝒙) is equal to the weighted sum of the individual predictions from the weak
classification models selected in each AdaBoost training iteration. Empirically, the boosted
classifier output significantly outperforms individual weak classifiers 𝑓𝑚 (Friedman et al, 2000).
This is depicted below in Figure 2-6.

Figure 2-6: AdaBoost face detection training.
The above figure shows the results of AdaBoost training for 100 iterations. The training
set contains 2,000 faces and 2,000 non-face examples. The blue curve represents the classification
error rate (i.e. ratio of incorrect predictions to total number of samples) at the end of each
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iteration, computed on the training data. The red curve shows the error rate with respect to an
independent test set which contains 1,000 images. We see that with each additional iteration, the
overall model outperforms the error rate achieved by the best weak classifier, which is shown as
the horizontal black line in the above figure. Also, we can observe that the overall classification
error improves with additional training rounds.

2.1.4 Cascaded classifier training
The final step in the overall Viola-Jones classifier training framework is the cascade
training procedure. The overall idea is to train a series of AdaBoost models which are
increasingly more discriminative. In other words, in each successive stage, more iterations are
dedicated to improving the overall classification accuracy. In this way, obvious non-face
examples are weeded out early in the prediction protocol, which means that we only need to
compute a much smaller subset of Haar-like features. This has the potential to lead to significant
time savings in applications involving massive datasets. The cascaded classifier structure is
depicted in Figure 2-7 below.
Decreasing false positive error

Input image

AdaBoost
model

STAGE 1
Face?

STAGE S
Face?

No

No

Predict nonface

Predict nonface

Yes Predict face

Figure 2-7: Depiction of cascaded classification protocol (adapted from Viola and Jones, 2001).
In the above figure, during the cascade prediction protocol for any arbitrary data, we run
the AdaBoost model in each successive stage by evaluating Equation 2-3. At each stage, we only
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proceed to the next stage if a value of 1 is predicted. The cascade model is trained by tuning the
true positive and false positive classification ratios in each successive AdaBoost model to impart
a desired level of accuracy in predicting positive and negative examples. In binary classification
literature, the true positive ratio represents the proportion of data which belong to the positive
class (1) and are predicted correctly. On the other hand, the false positive ratio refers to the
proportion of data which belong to the negative class (-1) and are erroneously predicted as
members of the positive class. In cascade training, the overall strategy is to filter out a userdefined proportion of false positive predictions per stage. This approach is potentially useful in
rare-category classification problems, such as seismic fracture detection, where examples of the
positive class occur much less frequently than the negative class.
More generally, the AdaBoost classification model expression in Equation 2-3 can be
rewritten as follows as,
𝑀

𝑦̂ = 𝑠𝑖𝑔𝑛 (𝐺(𝒙) = ∑ 𝛼𝑚 𝑓𝑚 (𝒙) − 𝜃)

2-4

𝑚=1

When we take the sign of 𝐺(𝒙) as a basis for assigning data to classes -1 or 1, a binary
classification threshold of zero is implied. The 𝜃 parameter, which is zero by default, can
therefore be decreased in order to ensure more training data are assigned to the positive class (i.e.
increase true positive ratio) and vice versa. In the limit, if we set 𝜃 = −∞, all data will be
assigned to the positive class, with true positive and false positive ratios both equaling 1. Using 𝜃,
we can therefore tune each successive AdaBoost model to accept increasingly fewer false positive
classifications, while simultaneously maximizing true-positive classification accuracy and
promoting computational efficiency. The pseudocode for training the cascaded classifier
algorithm is presented in Table 2-2 below.
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Input
•

Pool of 𝐾 training data with class labels, where 𝐾 ≫ 𝑁
o Training-testing data split ratio, 𝑁: 𝑉
• User-defined objectives
o Maximum false positive ratio per stage, 𝐹𝑝𝑠
o Minimum true positive ratio per stage, 𝐷𝑝𝑠
o Number of features per stage multiplier, 𝑛 (optional)
Procedure
1. Randomly select 𝑁/2 positive training examples and 𝑉 test samples from pool
2. Initialize 𝐹0 = 1; 𝐷0 = 1; Stage 𝑠 = 0
3. For 𝑁𝑠 cascade stages:
a. Increment stage 𝑠 = 𝑠 + 1; Initialize number of iterations, 𝑚 = 0
b. While 𝐹𝑠 > 𝐹𝑝𝑠 ∗ 𝐹𝑠−1 or 𝑚 ≤ 𝑛 ∗ s
i.
Begin new AdaBoost iteration, 𝑚 = 𝑚 + 1
ii.
Train AdaBoost classifier with selected training samples
iii.
While 𝐷𝑠 ≤ 𝐷𝑝𝑠 ∗ 𝐷𝑠−1 ,
• Decrease the threshold 𝜃 of the classifier at current stage 𝑠
c. Evaluate new cascade classifier on negative examples in the training pool and
select 𝑁/2 false positives as the new unfavorable training cases
Table 2-2: Cascade training procedure adapted from Viola and Jones (2001).
In Table 2-2, 𝐹𝑝𝑠 and 𝐷𝑝𝑠 are the user-defined false negative and false positive ratios per
cascade stage, while the optional parameter 𝑛 can be used to control the complexity of the
AdaBoost model trained in each stage. As shown in Figure 2-7, the final outcome of this training
process is a series of increasingly complex AdaBoost models, which only allow positive windows
through to later stages.
As will be discussed in subsequent chapters, I have adapted the Viola-Jones methodology
to perform fast and robust classification in subsurface Big Data. The cascaded classification
framework and feature computation procedure render this procedure amenable to real-time
applications. Additionally, the method of characterizing input data using Haar-like features can be
readily extended to analyze both time-series and spatial subsurface data. Specifically, by
characterizing time-series production data using Haar-like features, the result would be a
classifier which is able to distinguish between well production profiles exhibiting the influence of
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different fracture properties by observing subtle changes in well data at different time intervals.
For application in seismic fracture characterization, this approach will be implemented to detect
fractures using raw seismic amplitudes, which would circumvent the need for computationally
expensive seismic attribute computation and de-noising steps. In the next section, I will detail the
steps I have taken to modify and adapt the Viola-Jones face detection methodology for subsurface
data applications.

2.2 Extensions to the face detection methodology
There are a number of factors which limit the applicability of the Viola-Jones face
detection methodology in its base form to applications involving feature detection and
classification of subsurface datasets. Overall, in the problem of face detection, the objects of
interest (i.e. faces) are prominent, distinctly different from non-faces, and can be easily identified
using visual inspection. As will be seen in subsequent chapters, this differs from applications for
seismic fracture identification and production data classification, where the differences between
the data corresponding to positive and negative classes are much more subtle. As a consequence,
a number of modifications are therefore required in order to make the face detection methodology
more amenable to our use cases.
Firstly, we need a formal method for specifying the dimensions of the unit window and
feature dimensions, in order to reduce the dimensionality of the feature space and minimize
redundancy in the characterizing the training data using Haar-like features. Secondly, we need to
generalize the statistical framework beyond the use of decision stumps as base models, in order to
enable the model to capture more complex relationships between the input features and the
outcome of interest (such as the presence or absence of fractures within seismic amplitude data).
Thirdly, for applications involving high-stake reservoir management and decision-making, we
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need a means to quantify the uncertainty associated with our model predictions, beyond the hard
categorical predictions (-1 and 1) which are the outputs of the base Viola-Jones framework. In the
following subsections, I will discuss the steps I have taken to modify the face detection
framework in support of these three objectives.

2.2.1 Specification of feature scale for benchmarking
The cascaded classifier training procedure is highly computationally expensive. One
significant source of computational cost is the AdaBoost classifier training procedure which
involves iteratively assessing a large number of weak classification models. Specifically, in each
iteration, we aim to select one out of 𝑝 = 163,233 candidate weak classifiers, each parameterized
by Haar-like feature geometry, location and scale within the 24 × 24 unit window. Therefore,
one way to cut down this cost is to perform AdaBoost training by considering a smaller subset of
this exhaustive list of features.
Firstly, in order to achieve this, I have eliminated the three-rectangle feature geometries
(𝜅 = 2 and 𝜅 = 4 in Figure 2-3), under the assumption that their salient image texture
information is contained in combinations of two-rectangle features (𝜅 = 1 and 𝜅 = 3 in Figure
2-3). Secondly and more importantly, I have considered the spatial continuity exhibited by
images containing faces. Within the 24 × 24 pixel window, I recognized that the maximum scale
of the Haar templates is likely influenced by the range of spatial correlation exhibited by the
features in the data set. Thus, by estimating the maximum distance (in number of pixels) to which
spatial continuity exists in training images, we can limit the maximum number of feature
combinations within the window.
With this objective in mind, I have computed a geostatistical measure of spatial
continuity, known as the indicator covariance function 𝐶𝐼 , across all training samples. The
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indicator covariance function representing the similarity between two points separated by lag 𝐡
can be computed using the following relationships (Goovaerts, 1997):
𝑁(𝐡)

1
𝐶𝐼 =
∑ 𝐼(𝐮𝛼 ; 𝑧𝑘 ) ∙ 𝐼(𝐮𝛼 + 𝐡; 𝑧𝑘 ) − 𝐹−𝐡 (𝑧𝑘 ) ∗ 𝐹+𝐡 (𝑧𝑘 )
𝑁(𝐡)

2-5

𝛼

1
𝐼(𝐮𝛼 ; 𝑧𝑘 ) = {
0

𝑖𝑓 𝑧(𝐮𝛼 ) ≤ 𝑧𝑘
𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒
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𝑁(𝐡)

1
𝐹−𝐡 (𝑧𝑘 ) =
∑ 𝐼(𝐮𝛼 ; 𝑧𝑘 )
𝑁(𝐡)
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𝛼

𝑁(𝐡)

1
𝐹+𝐡 (𝑧𝑘 ) =
∑ 𝐼(𝐮𝛼 + 𝐡; 𝑧𝑘 )
𝑁(𝐡)

2-8

𝛼

In Equation 2-5, 𝑁(𝐡) denotes the number of samples in a window separated by lag 𝐡,
while 𝐹−𝐡 and 𝐹+𝐡 represent the proportion of all tail and head samples which lie under the
threshold. In Equation 2-6, 𝐼(𝐮𝛼 ; 𝑧𝑘 ) represents the indicator transform of a sample 𝑧 at spatial
location 𝐮𝛼 , where 𝑧𝑘 is a threshold which falls within the overall range of values in domain.
Putting it all together, 𝐶𝐼 measures how often two pixel values separated by 𝐡 are jointly less than
the threshold value. Using the above formulation, I have computed the average indicator
covariance for lags between 1 and 23 in both vertical and horizontal directions, by applying a
threshold corresponding to the 50th percentile. The results are displayed in Figure 2-8 below.

40
(a)

(b)

Figure 2-8: Indicator covariance assessed on training images.
In the above figure, we see qualitatively that there is decreasing spatial continuity with
increasing lag, as expected, which reinforces the need to limit the dimensions of Haar-like
features assessed within the unit window. Overall, there is evidently more continuity in the
horizontal direction over larger distances, than we see in the vertical direction, where we can
observe a significant drop off in spatial correlation between lags of 1 and 5 pixels. This suggests
that in order to capture the critical spatial information contained in the images, we can build
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classifier which uses wider and shorter Haar-like features. Therefore, I have limited the size of
the Haar-like features shown in Figure 2-3 to be 7 pixels wide (horizontal direction) and 4 pixels
high (vertical direction). This, in combination with the omission of three-rectangular features, has
reduced the number of features from 𝑝 = 163,233 to 𝑝 = 31,990.
To serve as benchmark, I have implemented both the base AdaBoost algorithm (Table
2-1) and the cascaded classification scheme (Table 2-2) using the reduced list of feature. To serve
as training data, 13,233 face examples were obtained from the Labeled Faces in the Wild dataset
(University of Massachusetts), and 11,792 images containing non-faces from the 256 Object
Category dataset (Caltech). I implemented the AdaBoost algorithm using open source machine
learning libraries (Sci-Kit Learn) (Pedregosa, 2011). The training was performed using 2,000
examples of faces and non-faces respectively, for a total of 1,000 iterations. Model evaluation
was performed using 500 faces and 500 non-faces. For comparison, I implemented the cascade
algorithm (Table 2-2) using Python, also with 2,000 examples of faces and non-faces, with 𝑉 =
1,000 examples used for model evaluation. In training the cascade model, I specified the false
positive per stage 𝐹𝑝𝑠 = 0.5 and true positive per stage 𝐷𝑝𝑠 = 0.99.
After the training procedure, I validated both the AdaBoost and cascade models by
scanning them across a new unseen image. The results are displayed in Figure 2-9 and Figure
2-10 below, and summarized in Table 2-3.
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Figure 2-9: Monolithic AdaBoost classifier scanned on test image.

Figure 2-10: 4-stage cascaded classifier scanned on test image.
The test image shown in Figure 2-9 and Figure 2-10 contains a total of 298,125 24 × 24
pixel sub-windows and 26 faces. The scanning protocol involves translating the 24 × 24 pixel
unit window across the image, computing 𝑝 = 31,990 Haar-like feature scores, and making a
categorical prediction (face or non-face) at each location. As shown in Figure 2-9 and Figure
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2-10, the locations where a face is predicted are annotated using a red square. In scanning the
image using both models, I have translated the unit window in steps of 3 pixels, in both vertical
and horizontal directions. In Figure 2-9, we see that while most of the faces are identified, there
are numerous false-positive predictions. On the other hand, as shown in Figure 2-10, the
cascaded classifier demonstrates drastically improved performance, with all faces correctly
identified, and only 9 false positive classifications. Overall, these results show that proposed
spatial continuity-based approach for limiting the dimensionality of the Haar-like feature space
has yielded strong classifier performance. The training and testing performance metrics are
summarized in Table 2-3 below.
AdaBoost
Training

Scanning

Number of training data
Training time
Number of stages
Total number of iterations
Test error
Number of subwindows scanned
Scan time (seconds)
Subwindows/second

4,000
52 min
1
1,000
1.3%
33,440
882
37.9

Cascaded
classifier
4,000
5 hr 27 min
4
507
3.5%
33,440
116
288.3

Table 2-3: Classifier training and testing results.
In the above table, we see that the cascade training is over four times more
computationally intensive than AdaBoost training. However, the scanning speed of the final
trained model is significantly faster in the case of the cascade. This can be attributed to the
cascade architecture, as depicted in Figure 2-7. Table 2-4 below shows the number of AdaBoost
iterations in each cascade stage, for the model training in this study.
Stage
1
2
3
4

Number of iterations, 𝑀
4
46
107
350

Table 2-4: Number of AdaBoost iterations per cascade stages.
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In the above table we see that at early cascade stages, much fewer iterations are used in
training the AdaBoost models. In other words, obvious non-face sub-windows can be easily
weeded out by evaluating only a few iterations, thus leading to significant computational savings.
The above results provide a benchmark against which cascaded classifier
implementations in this research will be compared. Overall, this spatial continuity-based
approach is recommended for selecting optimal test window sizes in any other applications
involving object image classification.

2.2.2 Classifier training using higher order base models
As earlier mentioned, in problems involving subsurface Big Data, such as seismic
fracture identification and production data classification, the differences between the data
corresponding to positive and negative classes are much more subtle than that encountered during
face detection. We therefore need to generalize the statistical framework beyond the use of
decision stumps as base models, in order improve model performance by reducing bias and
enabling the weak classifier to capture more complex relationships between the input features and
the outcome of interest (such as fracture presence or absence within seismic amplitude data).
In order to achieve this, as a modification to the Viola-Jones approach, I have
investigated the effect of relaxing the decision-stump constraint and allowing the use of a more
complex classification tree with more than one split node. In other words, in the AdaBoost fitting
procedure shown in Table 2-1, the weak classifier 𝑓𝑚 (𝒙) trained at iteration 𝑚 is now represented
as (Hastie et al, 2009),
𝐽

𝑓(𝒙𝒊 ; 𝛾) = ∑

𝑗=1

𝑐𝑗 𝐼(𝒙𝒊 ∈ 𝑅𝑗 )
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𝐼(𝒙𝒊 ∈ 𝑅𝑗 ) = {

1 𝑖𝑓 𝒙𝒊 ∈ 𝑅𝑗
0 otherwise

2-10

In Equation 2-9, the multidimensional Haar-like feature space has now been partitioned
into 𝐽 orthogonal regions 𝑅𝑗 ∀ 𝑗 = 1, … , 𝐽. In this way, 𝐽 can be thought of as a measure of the
𝐽
complexity (or flexibility) of the decision tree based classifier. In the expression, 𝛾 = {𝑅𝑗 , 𝜑𝑗 }𝑗=1

represents the collection of parameters defining the boundaries of 𝐽 subregions. These parameters
are obtained as a part of the CART fitting procedure (Breiman et al, 1984) which involves
recursively splitting the feature space into 𝐽 subregions by minimizing an impurity function, such
as the Gini index, which is given by Equation 2-11 below.
𝐾

∑ 𝑃(𝑦𝑖 = 𝑘|𝒙𝒊 ) ∗ [1 − 𝑃(𝑦𝑖 = 𝑘|𝒙𝒊 )] ∀ 𝒙𝒊 ∈ 𝑅𝑗

2-11

𝑘=1

Where,
𝑃(𝑦𝑖 = 𝑘|𝒙𝒊 ) =

1
∑ 𝐼(𝑦𝑖 = 𝑘)
𝑁𝑗
𝒙𝒊 ∈𝑅𝑗

2-12

In Equation 2-11 𝐾 represents the number of categories, where 𝐾 = 2 for a binary
classification problem. Based on the expression, partitions with higher probability of observing
any given class have lower Gini index, i.e. lower impurity. As shown in Equation 2-12, the
probability of occurrence of each class 𝑘 is estimated as the proportion of instances within the
region 𝑅𝑗 , where 𝑁𝑗 represents the total number of training samples that fall in region. In other
words, the probability of observing each class 𝑘 is estimated by evaluating the expectation over
the indicator 𝐼(𝑦𝑖 = 𝑘), within region 𝑅𝑗 .
In each of these regions, 𝑐𝑗 in Equation 2-9 represent the modal class of the training
samples in the region, i.e.
𝑐𝑗 = max[𝑃(𝑦𝑖 = 𝑘|𝒙𝒊 )] ∀ 𝒙𝒊 ∈ 𝑅𝑗
𝑘

2-13
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It is easy to see that the weak classification model 𝑓(𝒙𝒊 ; 𝛾) in Equation 2-9 collapses to a
decision stump in the case of 𝐽 = 2 sub regions (Figure 2-5). For the purpose of illustration,
Figure 2-11 below depicts the structure of an example four-node decision tree (𝐽 = 4) within a
2D feature-space.
(a)

(b)

Figure 2-11: Visualization for a simple four-node (𝐽 = 4) decision tree.
In Figure 2-11 above, the structure of a four-node (𝐽 = 4) classification tree model is
depicted, for a simple case where the data in the unit window is characterized using 𝑝 = 2 Haarlike feature scores, i.e. 𝒙 = [𝑥1 , 𝑥2 ]. Given any arbitrary 𝒙𝒊 = [𝑥𝑖1 , 𝑥𝑖2 ], either a face (1) or nonface window (-1) is predicted using the classification rules depicted in Figure 2-11a. Figure 2-11b
a graphical representation of the classification tree model shown on the left. As shown the 2D
feature space is recursively partitioned into 𝐽 = 4 sub-regions. Therefore, given an arbitrary
window 𝑖, the classification model 𝑓(𝒙𝒊 ; 𝛾) maps the feature scores 𝒙𝒊 = [𝑥𝑖1 , 𝑥𝑖2 ] into one of the
four sub-regions and predicts a fracture window (1) or non-fracture window (-1), based on the
category associated with each sub-region.
By including more levels in the decision tree, as shown above, the effect is to change the
weak classifier from one which only considers main effects of the individual Haar-like feature
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distributions (𝑥1 ≤ 𝜑1 ), to one which accounts for (𝐽 − 1)th order interactions between these
attributes (𝑥2 ≤ 𝜑2 and 𝑥3 ≤ 𝜑3 ). Table 2-5 below shows the modified AdaBoost classifier
training scheme that utilizes more complex weak classifiers.
Input: 𝑁 training data samples (𝒙𝟏 , 𝑦1 ), … , (𝒙𝑵 , 𝑦𝑁 )
• Training data: 𝒙𝒊 = 𝑥𝑖1 , … , 𝑥𝑖𝑝 ∀ 𝑗 = 1, . . , 𝑝
•
•

Class labels: 𝑦𝑖 = {−1,1}
Weak classifier complexity, 𝐽
(𝑚)

1. Start with equal sample weights 𝑤𝑖 = 1/𝑁
2. For each stage 𝑚
(𝑚)
a. Fit 𝐽-node weighted classification tree model 𝑓𝑚 (𝒙; 𝛾), using 𝑤𝑖
(𝑚)

b. Compute weighted classification error, 𝜖𝑚 =

∑𝑁
𝑖=1 𝑤𝑖

1−𝜖𝑚
)
𝜖𝑚

𝐼(𝑓𝑚 (𝒙𝒊 )≠𝑦𝑖 )
(𝑚)
𝑁
∑𝑖=1 𝑤𝑖

c. Compute voting weight for 𝑓𝑚 , 𝛼𝑚 = ln (

d. Update sample weights for next stage,
(𝑚+1)
(𝑚)
𝑤𝑖
= 𝑤𝑖 exp(𝛼𝑚 𝐼(𝑓𝑚 (𝒙𝒊 ) ≠ 𝑦𝑖 ))
3. Final classifier prediction, 𝑦̂ = 𝑠𝑖𝑔𝑛(∑𝑀
𝑚=1 𝛼𝑚 𝑓𝑚 (𝒙))
Table 2-5: AdaBoost classification scheme with higher order weak classifiers (Friedman et al,
2000; Hastie et al, 2010)
The fitting procedure in Table 2-5 is the similar to the AdaBoost fitting procedure in
Table 2-1 for decision stumps. The main distinction is that the weak classifier selection protocol
in step 2a has been generalized to higher order decision trees, i.e. 𝐽 ≥ 2. In other words, in Table
2-1, we iterate over 𝑝 decision stumps fitted with respect to each feature 𝑗 = 1, … , 𝑝 and specify
𝑓𝑚 as the decision stump which minimizes the weighted classification error 𝜖𝑚 . On the other
hand, in Table 2-5, we instead use the weighted CART algorithm (Brieman et at, 1984) to fit a
(𝑚)

higher order 𝐽-node classification tree, using the current sample weights 𝑤𝑖

. The weighted

CART algorithm simply multiplies each sample by the corresponding sample weight when
computing the impurity of each region in feature space, and can be easily implement using opensource machine learning libraries such as Scikit-Learn (Pedregosa et al, 2011). Since the final
form of the classifier in step 3 is identical to that used in the AdaBoost model with decision
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stumps (Equation 2-3), it can readily be incorporated into the cascade training procedure
presented in Table 2-2.
Prior to cascade training, I have repeated the AdaBoost classifier training performed in
section 3.2.1 above, using high order weak classification models (Table 2-5).
Min test
Total training time
Tree depth, Min training
error
error
(500 iterations)
(𝐽 − 1)
1
0.0%
1.3%
1 hr 43 min
2
0.0%
1.0%
6 hr
3
0.0%
0.9%
6 hr 25 min
4
0.0%
0.9%
7 hr 7 min
Table 2-6 below shows the results of AdaBoost training using the above procedure, with
weak classifier complexity ranging from 𝐽 = 3 to 𝐽 = 5.
Tree depth,
(𝐽 − 1)
1
2
3
4

Min training
error
0.0%
0.0%
0.0%
0.0%

Min test
error
1.3%
1.0%
0.9%
0.9%

Total training time
(500 iterations)
1 hr 43 min
6 hr
6 hr 25 min
7 hr 7 min

Table 2-6: Summary of AdaBoost training results for increasing weak classifier complexity.
As in the case of decision stump classifiers, these classifiers have been trained for 500
iterations using 8,000 training data and evaluated using 2,000 examples, with an equal number of
face and non-face samples. We see that after 500 iterations, the test errors for 𝐽 = 3 to 𝐽 = 5 are
all marginally higher than the decision stump 𝐽 = 2 case showing the minimum test error. We see
however that the training time increases significantly with increasing complexity of the weak
classifier, due to the increased computational cost incurred during the CART fitting procedure in
step 2a (Table 2-5). This demonstrates the tradeoff incurred by incorporating high order weak
classifiers into the AdaBoost model. Therefore, prior to cascade modeling, a sensitivity analysis
should be performed in order to evaluate the tradeoffs between model performance and
computation time.
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Next, using higher-order weak classifiers for AdaBoost training, I have trained cascade
models with weak classifier complexity ranging from 𝐽 = 3 to 𝐽 = 5. In all cases, with 2,000
examples of faces and non-faces, with 𝑉 = 1,000 examples used for model evaluation. As above,
in training the cascade model, I specified the false positive per stage 𝐹𝑝𝑠 = 0.5 and true positive
per stage 𝐷𝑝𝑠 = 0.99. Figure 2-12, Figure 2-13, and Figure 2-14 below shows the scan results
with respect to the test image used in section 3.2.1 above. The training and scanning performance
for all cases are summarized in Table 2-7.

Figure 2-12: Evaluation of cascaded classifier trained using weak classifiers with 𝐽 = 3 terminal
nodes.
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Figure 2-13: Evaluation of cascaded classifier trained using weak classifiers with 𝐽 = 4 terminal
nodes.

Figure 2-14: Evaluation of cascaded classifier trained using weak classifiers with 𝐽 = 5 terminal
nodes.

Training

Number of training
data
Training time

𝐽=2
(base)
4,000

𝐽=3

𝐽=4

𝐽=5

4,000

4,000

4,000

5 hr 27
min

9 hr 30
min

12 hr
46 min

12 hr
28 min
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Scanning

Number of stages
Total number of
iterations
Test error
Number of
subwindows scanned
Scan time (seconds)
Subwindows/second
False positives
False negatives

4
507

4
296

4
166

4
151

3.5%
33,440

3.6%
33,440

3.2%
33,440

3.3%
33,440

116
288.3
9
0

77
434.3
3
0

73
458.1
4
2

82
407.8
2
1

Table 2-7: Summary of cascade training results for increasing weak classifier complexity.
From Figure 2-12, Figure 2-13, and Figure 2-14 above, we see that the use of higherorder weak classification models in cascade training yields comparable accuracy to Figure 2-10,
in identifying faces. The results shown in Table 2-7 however indicated that the models
implementing 𝐽 = 3 to 𝐽 = 5 trees all show marginally improved false positive classification
accuracy. Overall, the model which utilizes 3-node decision trees performs the best with respect
the given test image, since it is able to identify all faces in the image with only 3 false positives.
In Table 2-7, we see that as is the case in monolithic AdaBoost training (Table 2-6), the
training time increases monotonically with increasing 𝐽. However, interestingly, the
computational cost incurred in scanning the test window decreases from 𝐽 = 2 to 𝐽 = 4. This is
due to the drastic reduction in the total number of AdaBoost iterations used in training the
cascade model between 𝐽 = 2 to 𝐽 = 4. This reduction is due to the fact that increased weak
classifier complexity (i.e. flexibility) helps to reduce bias in representing the relationship between
the multivariate distribution of Haar-like features and the occurrence/absence of faces within the
unit window. Therefore, while each iteration takes longer, each successive step leads to faster
convergence toward the minimum (irreducible) error.
These results also suggest that the computational cost incurred in evaluating weak
classifiers with increasing number of terminal nodes is negligible relative to the reduction in
number of AdaBoost iterations. This can be attributed to the additive form of the weak classifier
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𝑓(𝒙𝒊 ; 𝛾) expressed in Equation 2-9. In other words, for each weak classifier, a prediction is made
by summing 𝐽 scaled indicator functions, which return a value of 0 or 1 based on the location of
an arbitrary data point in feature space. The computational cost of performing addition operations
on 𝐽 = 2 to 𝐽 = 5 terms is likely insignificant. The slight increase in scanning time from 𝐽 = 4 to
𝐽 = 5 is likely due to the relatively small decline in the number of total cascade iterations, which
is outweighed by the cost incurred in adding one more terminal node to each weak classifier.
Overall, the above results demonstrate the validity of the proposed extension to the ViolaJones framework, which involves the use of higher-order weak classifiers in AdaBoost and
cascade model training. While the improvements from 𝐽 = 2 to 𝐽 = 5 are marginal, classification
problems involving more subtle differences between positive and negative data are likely to
benefit from increased weak classifier flexibility in describing more complex boundaries in Haarlike feature space.

2.2.3 Probability estimation
For applications involving high-stake asset management and decision-making, in addition
to categorical predictions output by the classification algorithm, we need a means to quantify
uncertainty associated with our model predictions. For this reason, we need to investigate the
statistical properties of the Viola-Jones cascaded AdaBoost algorithm, in order to extend the
algorithm to extract probability estimates associated with each prediction.
Firstly, Friedman et al (2000) showed that the AdaBoost algorithm described in Table 2-5
can be interpreted as a stage-wise method for fitting an additive model which minimizes an
exponential loss function, 𝐿(𝑦𝑖 , 𝐺(𝒙)) = exp(−𝑦𝑖 𝐺(𝒙)), evaluated over all training data. In other
words, the corresponding objective function can be expressed as (Hastie et al, 2009),
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𝑁

min

{𝛼𝑚 ,𝛾𝑚 }𝑀
1

𝑀

∑ exp [−𝑦𝑖 ( ∑ 𝛼𝑚 𝑓𝑚 (𝒙𝒊 ; 𝛾𝑚 ))]
𝑖=1

2-14

𝑚=1

In the above expression, 𝑓𝑚 (𝒙𝒊 ; 𝛾𝑚 ) denotes a 𝐽-node weak classifier model trained at
stage 𝑚 with model parameters 𝛾𝑚 . Equation 2-14 seeks to find the set of all parameters {𝛼𝑚 , 𝛾𝑚 }
at all iterations 𝑚 = 1, … , 𝑀, which minimize the exponential loss summed across all training
data 𝑖 = 1, … , 𝑁. One method of estimating the solution to such a sizeable optimization problem
is to use a greedy forward stage-wise approach. This involves sequentially fitting one basis
function at a time, while holding the parameters from all previous iterations constant, i.e.
𝑁

(𝛼𝑚 , 𝛾𝑚 ) = argmin ∑ exp[−𝑦𝑖 (𝐺𝑚−1 (𝒙𝒊 ) + 𝛼𝑓𝑚 (𝒙𝒊 ; 𝛾))]
𝛼,𝛾

2-15

𝑖=1
𝑚−1

𝐺𝑚−1 (𝒙𝒊 ) = ∑ 𝛼𝑚′ 𝑓𝑚′ (𝒙𝒊 ; 𝛾𝑚′ )

2-16

𝑚′=1

In other words, in Equation 2-15, the optimization in Equation 2-14 has been reduced to
the problem of selecting the coefficient 𝛼𝑚 and weak classifier parameters 𝛾𝑚 at each iteration 𝑚
which minimizes the exponential loss, by adding on to the previous model 𝐺𝑚−1 (𝒙𝒊 ). Friedman
et al (2000) showed analytically that Equation 2-15 is satisfied for a binary classification problem
with 𝑦 = {−1,1} coding when,
1 − 𝜖𝑚
𝛼𝑚 = ln (
)
𝜖𝑚

2-17

where 𝜖𝑚 represents the weighted classification error in AdaBoost training given by,
𝜖𝑚 =
(𝑚)

In Equation 2-18, 𝑤𝑖
are updated as follows,

(𝑚)
∑𝑁
𝐼(𝑓𝑚 (𝒙𝒊 ) ≠ 𝑦𝑖 )
𝑖=1 𝑤𝑖
(𝑚)

∑𝑁
𝑖=1 𝑤𝑖

2-18

denotes the sample weights used during AdaBoost training which
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(𝑚+1)

𝑤𝑖

(𝑚)

= 𝑤𝑖

exp(𝛼𝑚 𝐼(𝑓𝑚 (𝒙𝒊 ) ≠ 𝑦𝑖 ))

2-19

As shown in Friedman et al (2000), the exponential loss function has the advantage of
being monotone and smooth. This means that even when the training error is zero, the loss
function drives the estimates toward a purer solution, which helps to prevent against overfitting.
This is observable in the AdaBoost training results shown in Figure 2-6, where the test error
continues to decrease with increasing number of training rounds, even when the training error
reaches zero around 𝑚 = 60.
Another useful property of the exponential loss function is that it has a global minimum
which is proportional to the logit transform of 𝑃(𝑦 = 1|𝒙). In other words, for a binary
classification problem with 𝑦 = {−1,1} coding, we can express the expectation over 𝑒 −𝑦𝐺(𝑥) as,
𝐸(𝑒 −𝑦𝐺(𝒙) |𝒙) = 𝑃(𝑦 = 1|𝒙)𝑒 −𝐺(𝒙) + 𝑃(𝑦 = −1|𝒙)𝑒 𝐺(𝒙)

2-20

Thus, the global minimizer of 𝐸(𝑒 −𝑦𝐺(𝒙)|𝒙) is given by,
𝜕𝐸(𝑒 −𝑦𝐺(𝒙) |𝒙)
= −𝑃(𝑦 = 1|𝒙)𝑒 −𝐺(𝒙) + 𝑃(𝑦 = −1|𝒙)𝑒 𝐺(𝒙) = 0
𝜕𝐺(𝒙)

2-21

1
𝑃(𝑦 = 1|𝒙)
𝐺(𝒙) = ln [
]
2
1 − 𝑃(𝑦 = 1|𝒙)

2-22

This provides a mechanism to extract class conditional probability estimates from the AdaBoost
model, i.e.
𝑃(𝑦 = 1|𝒙) =

𝑒 𝐺(𝒙)
𝑒 −𝐺(𝒙) + 𝑒 𝐺(𝒙)

𝑃(𝑦 = −1|𝒙) =

𝑒 −𝐺(𝒙)
𝑒 −𝐺(𝒙) + 𝑒 𝐺(𝒙)

2-23

2-24

Using Equations 2-23 and 2-24, we therefore have a means to quantify the uncertainty
associated with the predictions from the cascade AdaBoost model. In cascade training, we can
therefore estimate the probability associated with each categorical outcome, but evaluating
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Equations 2-23 and 2-24 with respect to the AdaBoost model at the point of termination depicted
in Figure 2-7.

2.3 Proposed pattern recognition workflow
In summary, in this chapter, I have studied the Viola-Jones framework for real-time
image object detection, which utilizes simple spatial features as inputs to a cascaded binary
classification algorithm. I have extended the feature extraction approach by specifying a new
method for parameterizing the feature dimensions. I have also generalized the base cascaded
classification training procedure to allow for higher order classification tree models as weak
classifier, and also to output probability estimates. These modifications are intended to make the
procedure more amenable to classification problems involving subsurface data from fractured
reservoirs, where the fracture-related signatures within the data are more subtle than the case of
face detection, and where we need estimates of confidence associated with categorical predictions
to support capital-intensive reservoir management decisions.
Based on the lessons learned in this chapter, the following table displays the proposed
workflow to aid in the development of Big Data analytic tools for fractured reservoirs, in order to
address the research objectives outlined in Section 1.3.

Feature
extraction
•Training data
specification
•Extraction of
features

Pattern
recognition
•AdaBoost model
calibration
•Cascade classifier
training

Scanning protocol

•Scanning interval
specification
•Probability
estimation
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Figure 2-15: Proposed pattern recognition framework for subsurface Big Data.
a) Feature extraction
1. Training data specification: In line with the supervised learning approach, the
first step in the proposed approach is to specify examples of data which either
display (positive examples) or do not display (negative examples) the desired
fracture-related characteristics, in order to specify the ground truth. This involves
the following steps,
i. Standardization – All training data are pre-processed to represent them in
the same numerical range, in order to ensure uniform comparison.
ii. Domain size specification – Determination of the representative volume
within which maximum spatial variability of a given property (e.g.
seismic amplitude) is observed or beyond which economic constraints
are violated. The domain size is constant across all training data.
iii. Classification criteria – Specification of ground truth, i.e. conditions
under which data is considered to contain the fracture characteristics of
interest.
2. Extraction of features: We characterize the data by extracting simple spatial
templates from all training samples. This involves the following steps,
i. Feature parameterization – Specify the range of feature geometry,
dimensions, and location within the given domain.
ii. Fast feature computation –Pre-compute cumulative sums to aid rapid
feature score evaluation.
b) Pattern recognition: Develop a classification model to recognize the extracted spatial
patterns, in order to identify data that conform to fracture-related characteristics of
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interest for various applications. This procedure may incorporate high performance
computing tools in order to mitigate computational costs of training.
1. AdaBoost model calibration: Perform sensitivity analysis to determine the
optimal complexity of the weak classification model used in AdaBoost training
(Table 2-5).
2. Cascade classifier training: Implement the cascade algorithm (Table 2-2) to train
binary classification model, with the objectives of enhanced computational
efficiency and classification performance.
c) Scanning protocol
1. Scanning interval specification – Specify the spatial sampling interval which
optimizes computational cost and spatial resolution.
2. Probability estimation – Translate the trained cascade classification model in
space and evaluate the probability associated with the fracture-related
characteristic under study, using Equations 2-23 and 2-24.
In the next chapters, I will demonstrate the proposed workflow for feature identification
and pattern recognition for problems involving production data classification and fracture
identification with seismic data.
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Chapter 3
Production Data Classification
In support of the first research objective, this chapter details the procedure through which
the pattern recognition framework based on image object detection has been adapted to analyze
large volumes of time-series hydrocarbon production data from fractured reservoirs. The overall
goal of this study is to demonstrate the viability of the proposed feature identification approach in
classifying well data on the basis of fracture characteristics.
As a use case involving binary classification of well data in fractured reservoirs, I have
considered the problem of re-stimulation candidate selection for hydraulically fractured shale gas
wells. Re-stimulation treatment has the potential to improve economic performance of producing
shale wells by increasing the conductivity of existing fractures and/or enhancing their contact
with the formation (Moore and Ramakrishnan, 2006). However, the influence of matrix and
fracture characteristics on the success of re-stimulation are not completely understood, which has
led to uncertainty in determining favorable candidate wells and optimal timing of re-stimulation
treatment.
A number of re-stimulation candidate selection methods have been proposed in literature.
For example, favorable candidates have been identified by predicting untapped production
capacity (as characterized by real-valued targets such as 5YCum) using artificial neural network
(ANN) models, based on detailed data such as geographical, reservoir, production, well
completion information. (Shelley, 1999; Mohaghegh et al., 2000). However, under these
approaches, there is the potential to impose our understanding of the inputs which influence restimulation success on the model. In other words, there is the potential that some essential
unmeasured properties are not captured as model inputs. Additionally, this approach may
potentially lead to non-intuitive results (for example, the influence of a parameter such as surface
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elevation may be assigned non-zero weights). Also, some of the inputs used in training may be
unavailable for new wells, which limits the generality of these models. In another study,
dimensionless groups related to fracture and other physical parameters have been defined and
correlated with re-stimulation success (Rousell and Sharma, 2011). Numerical simulation studies
have also been used to study field production data, in order to define a set of heuristics for
candidate selection and re-stimulation timing (Tavassoli et al., 2013). Overall, many of these
existing methods tend to require detailed input data and/or lack generality to other reservoir
settings, in addition to being time-consuming to implement, which limits their applicability to
problems involving massive datasets.
As discussed in Chapter 2, the proposed pattern recognition methodology is embedded
within a supervised learning framework. In the context of re-stimulation candidate selection, this
means that we predefine two categories of example wells based on their observed rate response to
re-stimulation – i.e. “favorable” and “unfavorable” re-stimulation candidates. In the abundance of
available field production records where the outcome of re-stimulation treatment is known, these
field profiles can be directly used in training the classification model. The trained model can then
be used to predict if other candidate wells are likely to benefit from re-stimulation treatment. On
the other hand, in the absence of available field data, as is the case in this study, a flow simulation
approach has been used to generate an ensemble of well production profiles to serve as training
data. This is possible because the proposed classification framework outputs a binary categorical
response – “favorable” or “unfavorable” re-stimulation candidate – along with an estimated
probability of refrac success, instead of explicitly forecasting a real-valued flow rate after restimulation. This enables us to generate training data using less detailed flow simulation models,
which need only capture the broad reservoir and fracture characteristics in the productive region
surrounding the wellbore. Using this information, we can then train a statistical model to
distinguish between both sets of examples and estimate the probability of re-stimulation success.
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Figure 3-1 below summarizes the overall workflow I have implemented in the development of the
proposed production data classification algorithm.
1. Forward
flow
simulation

2. Re-stimulation
candidate
characterization

3. Feature
extraction from
well data

4. Classifier
training and
evaluation

•Dual-porosity
model

•Post-refrac
performance
metrics

•1-D Haar like
features

•AdaBoost
cascade model

5. Model
validation
•Field study

Figure 3-1: Summary of overall workflow for developing the proposed production data
classification model.
In the next section, I will discuss the details of the forward flow simulation approach used
in generating training examples and criteria for specifying favorable and unfavorable restimulation candidates. Next, I will present the proposed statistical framework for production data
classification. Finally, I will discuss details of the model training and evaluation before
considering a field study.

3.1 Input production data
In line with the supervised learning approach proposed in this paper, the first step in
implementing a classification scheme for identifying re-stimulation candidates, is to define
examples of wells which have undergone both successful and unsuccessful re-stimulation. As
earlier mentioned, in the abundance of field production data from re-stimulated wells with
accompanying completion information, the proposed classification approach can be applied in
order to “learn” the differences, based on rate decline characteristics. However, due to limited
availability of field data, I have utilized a forward flow simulation approach in this study.
The overall strategy is to simulate multiple realizations of gas flow rate from a
hydraulically fractured shale gas well and assign categorical labels (i.e. ground truths) based on
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post-refrac performance. In the following sections, I will discuss the flow simulation model and
the reservoir characteristics which contribute to re-stimulation success.

3.1.1 Flow simulation model
As earlier mentioned, we utilize a probabilistic classification approach to develop a set of
rules for identifying re-stimulation candidates, using rate decline characteristics. In other words,
in contrast to existing data-driven approaches which explicitly forecast flow rate after restimulation, the proposed classification framework returns a categorical prediction (favorable or
unfavorable candidate) and an accompanying probability of re-stimulation success. Therefore, in
generating well data for training, this enables us to implement less detailed flow simulation
models which need only capture the aggregate rate response to fracture and reservoir properties in
the productive region surrounding hydraulically fractured wells.
On this basis, the flow simulation model used in this study features one multistage
hydraulically fractured shale gas well within a 307-acre reservoir. This model is sized to represent
the areal extent of a shale gas reservoir of mid-range productivity (Kulga, 2014). I have utilized a
61 × 61 × 5 Cartesian grid with the X- and Y- dimensions fixed at 60 feet, while the vertical grid
dimensions have been varied between 20 feet and 60 feet. Within this reservoir model, I have
randomly sampled from a set of uncertainty parameters related to fracture, fluid, reservoir and
operational properties, in order to generate an ensemble of well profiles with realistic shale gas
rate decline characteristics.
Flow in naturally-fractured media is modeled in CMG using the dual-permeability
approach with Gilman and Kazemi (1988) shape factor. In line with the stimulated reservoir
volume (SRV) approach (Mayerhofer et al, 2006), I have assumed that the majority of reservoir
productivity comes from a network of hydraulic fractures and rejuvenated natural fractures in the
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vicinity of the wellbore. Figure 3-2 below depicts the SRV geometry I have specified in order to
model flow within the productive region around the horizontal well.

Figure 3-2: Stimulated reservoir volume (SRV) representation in flow simulator.
In the above figure, the area surrounding the wellbore has been modeled as a series of
planar hydraulic fractures, each flanked by a network of rejuvenated natural fractures. I have
assumed equally-spaced hydraulic fractures with symmetry about the horizontal wellbore. Both
the hydraulic and rejuvenated fractures around the wellbore have been defined using 5 × 5 × 1
logarithmic grid refinement around the fractures, which is intended to accurately capture the fluid
flow within fractures, within the shale matrix, and between fracture and shale, as proposed by
Rubin (2010). Under this framework, a 1-foot grid cell (central block in refined grid) is used to
mimic the effect of a 0.001 foot fracture and the Forchheimer number is scaled to reflect this
assumption. In order to generate an ensemble of well production profiles, I have randomly
sampled uncertainty parameters related to the SRV fracture characteristics, as displayed in Table
3-1 below.
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Property
Hydraulic fracture half length (ft)
Hydraulic fracture spacing (ft)
Number of hydraulic fracture stages
Hydraulic fracture conductivity (md-ft)
Hydraulic fracture tip conductivity reduction (%)
Complex fracture conductivity reduction (%)
Natural fracture spacing reduction in SRV (%)
Pressure dependent fracture conductivity decline constant, 𝑑𝑓

Min Max
270 570
120 300
5
9
10
30
25
90
60
75
0
90
-3
10
10-5

Table 3-1: Flow simulation parameters related to fracture characteristics in SRV region.
In Table 3-1, all parameters are sampled from uniform distributions, with the uncertainty
ranges calibrated using publicly available field production data from West Virginia Marcellus
Shale gas wells. The physical extent of the SRV region is dictated by the hydraulic fracture halflength, hydraulic fracture spacing and the number of hydraulic fracture stages. The conductivity
at the tip of the fracture is allowed to decrease with increasing distance from the wellbore, using a
percent reduction factor. This parameter serves as a proxy to account for mechanisms such as
proppant crushing and fluid leak-off. Likewise, complex fracture conductivity is expressed as a
percentage of induced hydraulic fracture conductivity. Apart from this, I have included a
fractional parameter which accounts for the reduction of natural fracture spacing in the SRV
region.
Finally, in order to capture pressure-dependent conductivity reduction in the induced and
complex fractures, as proposed in Eshkalak et al (2014), we have applied the Chin and Raghavan
(2002) correlation as follows:

𝑘𝑓 (𝛥𝑃) = 𝑘𝑓𝑖 𝑒 −𝑑𝑓Δ𝑃

3-1

In Equation 3-1, 𝑑𝑓 denotes pressure-dependent permeability decline rate (i.e. fracture
closure rate), 𝑘𝑓𝑖 represents initial fracture permeability, and Δ𝑃 is the pressure drop from initial

64
reservoir pressure. The induced and complex fractures are each assigned different rates of
permeability reduction. Since I have used constant fracture width in the flow model, 𝑑𝑓 is referred
to as a conductivity decline constant in Table 3-1.
Apart from the above fracture-related properties, I have randomly sampled 15 additional
reservoir uncertainty parameters as inputs to the flow simulation model. These include diffusion
and sorption effects, in order to account for physical phenomena specific to shale gas reservoirs.
Also, well production is constrained using a constant pressure specification. The ranges of values
from which these parameters have been sampled are shown in Table 3-2 below.
Parameter
Formation thickness (ft)
Non-SRV fracture spacing (ft)
Non-SRV fracture conductivity (md-ft)
Shale porosity (%)
Shale permeability (md)
Shale compressibility (1/psi)
Diffusivity (cm2/s)
Langmuir volume (SCF/ton)
Langmuir pressure (psi)
Bulk density (g/cc)
Initial gas saturation
Initial pressure (psi)
Reservoir depth (ft)
Initial reservoir temperature (oF)
Flowing bottomhole pressure (psi)

Minimum Maximum
100
300
0.1
10
0.0001
0.05
3
13
1.00E-03
1.00E-04
1.00E-06
3.00E-06
2.00E-05
8.00E-05
50
250
500
1500
2.1
3
0.65
0.85
2000
8000
5000
1000
100
350
250
1000

Table 3-2: Additional reservoir and operational parameters.

3.1.2 Re-stimulation candidate specification
Using the flow simulator, the next step is to generate multiple gas production profiles
corresponding to both favorable and unfavorable re-stimulation candidates, to serve as input to
our classifier training algorithm. This is achieved using the following steps.
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1. Sample multiple combinations of the fracture, reservoir and operational parameters in
Table 3-1 and Table 3-2.
2. Put the well under constant pressure production for a fixed number of years before
simulating a re-stimulation event.
3. Compute post-refrac performance metrics using rate response one year after restimulation.
4. Assign a categorical label: favorable candidate (1) or unfavorable candidate (-1),
based on the observed production characteristics. Using these labels, we then present
the pre-refrac production data to the classification algorithm and train it to predict
without having access to the post-refrac outcome.
As discussed in Jayakumar et al. (2013), there are a number of re-stimulation treatment
techniques for multistage hydraulically fractured horizontal wells. Figure 3-3 below depicts the
approach I have implemented in order to model re-stimulation treatment.

Existing hydraulic fractures
New infill fracture stages

Figure 3-3: Modeling of infill re-stimulation treatment (adapted from Jayakumar et al., 2013).
As shown in the figure, we insert new hydraulic fractures between existing planar stages,
to increase contact with the formation within the SRV region. In the absence of detailed fracture
model inputs, I have assumed that the new hydraulic fractures have the same conductivity,
complex fracture geometry (Figure 3-2) and related fracture properties (Table 3-1) as existing
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hydraulic fractures. This is based on an assumption of unchanged operational procedures and rock
properties.
Given an ensemble of re-stimulated well production profiles, the next step is to define
favorable and unfavorable re-stimulation candidate examples, in order to provide a basis for the
classification algorithm to learn patterns associated with each category. To achieve this, I have
fitted an empirical decline model (Arps, 1945) to the initial rate data and forecasted the gas rate
assuming no re-stimulation. Using this information, I have then estimated the percent increase in
cumulative production one year after re-stimulation, relative to the estimated production in the
absence of re-stimulation. Using this approach, I have generated a histogram of percent increase
in cumulative production one year after re-stimulation, and applied a threshold at the 50th
percentile. This procedure is depicted in Figure 3-4 below.

Figure 3-4: Distribution of cumulative production increase one year after re-stimulation, with restimulation taking place after 2 years of production.
In the above figure, all wells exhibiting cumulative production improvement greater than
28.5% are deemed good re-stimulation candidates. Note that the use of a 50th percentile threshold
is arbitrary in this case and more care can be taken in defining the threshold to meet specific

67
economic objectives. Figure 3-5 displays extreme examples of unfavorable and favorable
candidates assigned based on this criterion, for wells refractured after 2 years.

Figure 3-5: Examples of unfavorable (left) and favorable (right) re-stimulation candidates based
on one-year cumulative production increase.
In order to capture the operational rate fluctuations typical of field production data, I have
introduced perturbations (in percent) to the simulated rate volumes, which are drawn from a
Gaussian distribution with a mean of zero and standard deviation of 5%. This serves to provide a
more realistic and challenging problem for the pattern recognition algorithm, compared to the
direct use of clean synthetic rate responses like those shown in Figure 3-5. Figure 3-6 below
displays sample input production data after incorporating rate fluctuations.
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Figure 3-6: Sample training data with perturbed flow rates. The unfavorable candidates display
more drastic decline in flow rate after re-stimulation.
In the above figure, we see that the simulated flow rate at each time instance has been
perturbed, while the overall decline behavior is retained. In line with the criteria for re-stimulation
success depicted in Figure 3-4 above, the well profiles labeled as unfavorable candidates show
significantly steeper decline in production after re-stimulation. In other words, they have been
labeled as unfavorable because they fall below the 50th percentile threshold for cumulative
production enhancement (28.5%).

3.1.3 Multivariate analysis of re-stimulation candidates
Within the defined framework, what specific combination of flow model parameters
contribute to re-stimulation success? I have first performed manual inspection of univariate and
bivariate flow parameter distributions using in simulating the training data, and I have observed
no discernable distinction between the distributions of favorable and unfavorable candidates. This
suggests that there are no individual or simple combinations of physical parameters that can be
modified to guarantee re-stimulation success. Thus, we need to consider higher order
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interrelationship between these variables. In order to establish a link between the observed
outcome of re-stimulation and the influencing reservoir properties, I have therefore performed a
multivariate analysis of the input variables used in generating the training dataset. This has been
achieved by using principal component analysis to determine the direction in multidimensional
flow parameter space along which we can observe maximal separation between the multivariate
distributions of favorable and unfavorable re-stimulation candidates, based on one-year
cumulative production improvement. This is depicted in Figure 3-7 below.

Figure 3-7: Distributions of favorable and unfavorable candidates when flow simulation
parameters are projected along the direction of maximal separation in parameter space. The top
and bottom 25 percentiles of favorable and unfavorable candidates are displayed.
In the above figure, the fracture, reservoir and operational parameters in Table 3-1 and
Table 3-2 have been projected along the direction of maximum separation between favorable and
unfavorable re-stimulation candidates in parameter space. The blue and red histograms represent
the distribution of principal component scores for unfavorable and favorable candidates
respectively. The figure shows the wells in the top and bottom 25 percentiles of cumulative
production increase (total of 1250 wells), based on cumulative production enhancement. The
principal component score 𝑧𝑖 for well 𝑖 is given by,

70

𝑧𝑖 = ∑∀𝑘 𝑙𝑘 𝜓𝑘𝑖

3-2

In Equation 3-2, 𝜓𝑘𝑖 represents the flow simulation parameters, which have been
standardized in order to eliminate the influence of the relative magnitude of each individual
parameter (i.e. scaled to yield zero mean). In the summation, 𝑙𝑘 is the principal component vector
loading coefficient associated with each flow simulation parameter 𝑘. The “loadings” for the flow
simulation parameters used in generating the training data are shown in Table 3-3 below.
Parameter, 𝑘
Hydraulic fracture closure rate
Initial gas saturation
Hydraulic fracture tip
conductivity
Hydraulic fracture spacing
Langmuir volume
Diffusivity
Shale porosity
Reservoir thickness
Flowing bottomhole pressure
Hydraulic fracture half length
Hydraulic fracture conductivity
Shale compressibility

Loading,
𝑙𝑘
0.509
0.432
-0.368
-0.286
0.213
-0.204
-0.204
0.201
-0.179
-0.174
-0.169
0.146

Parameter, 𝑘
Langmuir pressure
Initial reservoir temperature
Complex fracture conductivity
Complex fracture spacing
Initial reservoir pressure
Bulk density
Natural fracture conductivity
Natural fracture spacing
Reservoir depth
Shale permeability
Complex fracture closure rate
Number of hydraulic fracture
stages

Loading,
𝑙𝑘
-0.132
-0.098
0.094
0.078
-0.069
0.069
0.047
-0.042
0.016
-0.008
0.003
-0.001

Table 3-3: Principal component loadings for training data. Loadings are sorted in descending
order of absolute magnitude.
In multivariate flow parameter space, the loadings shown in Table 3-3 are the coordinates
of the vector along which we observe the largest separation between favorable and unfavorable
re-stimulation candidates, as depicted in Figure 3-7 above. These loadings are sorted in
descending order of absolute magnitude. Under the current framework, the significance of the
Table 3-3 is that summarizes the relative influence of the fracture, reservoir and operational
parameters in separating favorable and unfavorable re-stimulation candidates. At the top of the
list, we see that the rate of pressure-dependent hydraulic fracture closure exerts the highest
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influence in distinguishing between both categories, in addition to initial gas saturation, hydraulic
fracture tip conductivity and spacing. On the other end, the loading vector coefficients suggest
that the re-stimulation outcome is largely uninfluenced by factors such as reservoir depth, shale
matrix permeability, pressure-dependent closure of complex fractures and number of hydraulic
fracture stages.
In Figure 3-7, we can observe that favorable candidates tend to have more negative
principal component scores, while unfavorable candidates tend to have more positive scores.
Although caution must be taken in interpreting the signs of the loadings, this suggests that on
aggregate, larger values of parameters with negative loading coefficients in Table 3-3 would lead
to increased chance of re-stimulation success. However, there are multiple combinations of
properties that can yield similar principal component scores, when we compute the sum of
products shown in Equation 3-2. This illustrates one potential pitfall of production data analysis
models and techniques which take into account only a subset of these parameters. Additionally,
the majority of these input parameters are impossible or expensive to infer accurately in practice.
However, given that re-stimulation success can be quantified based on rate response, it is clear
the rate data directly holds information about the aggregate effect of different combinations of
parameters and how their influence is manifested in the outcome of re-stimulation. For this
reason, in the next section, we propose an alternative approach which decomposes production
data into a collection of subtle rate decline characteristics, to serve as input to a classification
model.
Finally, in order to explore the sensitivity of the classification performance to different
re-stimulation candidate selection criteria, I have considered the following two additional
performance metrics:
•

Re-stimulation candidate selection based on instantaneous percent increase in flow
rate, post-refrac.
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•

Change in decline rate after re-stimulation. This is determined by fitting the Arps’
hyperbolic decline model (Arps, 1945) to the data prior to re-stimulation and after restimulation, and defining re-stimulation success based on the percent increase in
Arps’ hyperbolic decline constant.

Table 3-4 below summarizes the criteria used in assigning favorable and unfavorable
candidate labels to the training production data. As shown, we have also considered two different
options for re-stimulation timing – two and three years of production prior to treatment.

Criteria
Change in one-year
cumulative production
Change in
instantaneous rate
Change in decline rate

Min

2 years
Max

0.0724 0.565

P50
0.285

Min

3 years
Max

0.0390 0.634

P50
0.287

0.595

10.135 1.527

0.601

13.055 1.602

-0.429

2.767

-0.133

2.886

0.637

0.944

Table 3-4: Distribution of re-stimulation candidate selection criteria computed from training data.
All values are expressed as proportions (unitless).

3.2 Production data classification framework
In this section, I will discuss how the pattern recognition methodology proposed in
Chapter 2 has been modified and adapted to classify production data on the basis of restimulation success, using the synthetic well dataset. I will first introduce the proposed method
for representing well data, after which I will discuss the feature identification approach in the
context of well production data.
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3.2.1 Well data representation
Firstly, how exactly do we apply face detection to analyze well data? This is achieved by
representing well production data as 1-D vectorized images with pixel values indicating flow rate
magnitudes. This approach is depicted in Figure 3-8 below.

Figure 3-8: 1-D image vector representation of production data.
In the above figure, the gas production rate from a re-stimulated shale gas well is shown,
with the corresponding image vector representation depicted underneath. In other words, the
volume of gas produced during each time interval is proportional to the “pixel intensity” of each
element in the image vector. Intuitively, this can be thought of as a “strip” of an image.
I will now define the notation used in representing the well data. We begin with a well
production dataset, where the gas volume from an arbitrary well 𝑖 at time 𝑡 is denoted as 𝑞𝑖 (𝑡),
for all 𝑖 = 1, … , 𝑁 and 𝑡 = 1, … , 𝑡𝑓 . This implies a structured dataset containing 𝑁 wells, with
each well profile containing rate data sampled at equal and constant intervals for 𝑡𝑓 time units.
Uniform time sampling is generally a valid assumption for most field-collected well data.
However, in cases with missing data, decline curve methods may be used to estimate unavailable
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production information. Also, in a dataset containing wells with dissimilar sampling intervals, all
wells would need to be up-scaled to conform to the coarsest time step available.
As a preprocessing step, in order to provide a uniform basis for comparison between data,
I have normalized all samples by their initial production rate, i.e.
𝑞̃𝑖 (𝑡) =

𝑞𝑖 (𝑡)
𝑞𝑖 (𝑡 = 1)

3-3

3.2.2 Feature extraction from rate data
Given a dataset with normalized rates, the first step in the pattern recognition workflow is
to define a set of attributes for each well profile, to serve as a basis for distinguishing between
wells that exhibit different characteristics. As earlier mentioned, one common approach in
existing data-driven models is to specify a set of uncertain reservoir and completion input
parameters into a pattern recognition scheme such as ANN, which are largely selected based on
availability. In addition to requiring detailed and potentially expensive data, this modeling
approach implicitly assumes that well productivity is only related to the finite set of selected input
parameters, and thus neglects the influence of unmeasured reservoir properties. This has the
potential to yield non-intuitive model coefficients, and also limits the applicability of the model to
wells were exhaustive data is available.
As an alternative, by recognizing that the rate response from a producing well holds the
most reliable truth regarding the multivariate relationship between subsurface characteristics, I
have instead utilized numerical attributes that are extracted directly from rate production data. In
this way, the pattern recognition scheme is able to relate well performance to the subtle rate
decline characteristics observed at different time scales and time periods in large well production
datasets, which reflect the aggregate effect of competing reservoir influences.
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With this objective in mind, I have characterized each production profile by computing 1D Haar-like features, in a manner similar to the Viola-Jones face detection approach discussed in
Chapter 2. The feature geometries I have used are shown in Table 3-5 below.

Feature index, 𝑧

Geometry

1
2
Table 3-5: Features used for production data classification.
For each well profile, we generate a list of feature scores 𝒙𝒊 = [𝑥𝑖1 , 𝑥𝑖2 , … , 𝑥𝑖𝑝 ] by
shifting and scaling each template shown in Table 3-5 throughout the producing life, and
computing a real-valued feature score in each case. These feature scores are computed by simply
subtracting the sum of normalized rates in the white region from the sum of normalized rates in
the grey region. More formally, for each feature geometry 𝑧 ∈ {1,2}, given a feature scale 𝛥𝑡 and
starting time index 𝑡 = 1, … , 𝑡𝑓 , we compute each feature score 𝑥𝑖𝑗 (𝑞̃𝑖 ; 𝑡, 𝛥𝑡, 𝑧) as,
𝑡+

𝛥𝑡
−1
2

𝑡+𝛥𝑡−1

∑ 𝑞̃𝑖

(𝑡 ′ )

− ∑ 𝑞̃𝑖 (𝑡 ′ )
𝛥𝑡
𝑡 ′ =𝑡+
2
2𝛥𝑡
𝑡+
−1
3

𝑡 ′ =𝑡

𝑥𝑖 (𝑞̃𝑖 ; 𝑡, 𝛥𝑡, 𝑧) =

𝑡+

𝛥𝑡
−1
3

∑ 𝑞̃𝑖
{

(𝑡 ′ )

𝑡 ′ =𝑡

−

∑
𝛥𝑡
𝑡 ′ =𝑡+
3

(𝑧 = 1)

3-4

(𝑧 = 2)

3-5

𝑡+𝛥𝑡−1

𝑞̃𝑖

(𝑡 ′ )

+

∑

𝑞̃𝑖 (𝑡 ′ )

2𝛥𝑡
𝑡 ′ =𝑡+
3

Where,
𝛥𝑡 = {

2, 4, 6, … , 𝑡𝑓
3, 6, 9, … , 𝑡𝑓

(𝑧 = 1)
(𝑧 = 2)

3-6

In Equation 3-4, we can denote 𝑥𝑖 (𝑞̃𝑖 ; 𝑡, 𝛥𝑡, 𝑧) as 𝑥𝑖𝑗 , where the index 𝑗 = 1, … , 𝑝
represents a unique combination of feature geometry, time and scale. For example, we can extract
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a total of 𝑝 = 236 feature combinations from a two-year well profile with monthly-sampled data
(i.e. 𝑡𝑓 = 24).
Intuitively, these texture-based features adapted from image objection detection
applications can be considered analogous to rate derivatives, which have traditionally been used
in rate transient analysis to infer flow regime information from well data. In other words, using
basic forward-difference approximations,
𝑑𝑞̃𝑖
𝑞̃𝑖 (𝑡 ′ ) − 𝑞̃𝑖 (𝑡 ′ + 𝛥𝑡 ′ )
≅
|
𝑑𝑡 ′ 𝑡 ′
𝛥𝑡 ′
2
′
′
𝑑 𝑞̃𝑖
𝑞̃𝑖 (𝑡 ) − 2𝑞̃𝑖 (𝑡 + 𝛥𝑡 ′ ) + 𝑞̃𝑖 (𝑡 ′ + 2𝛥𝑡 ′ )
|
≅
(𝛥𝑡 ′ )2
(𝑑𝑡 ′ )2 𝑡 ′

3-7
3-8

Comparing Equation 3-7 with Equation 3-4, we can see that features computed using
two-rectangle template (𝑧 = 1) are related to the first derivative of normalized flow rate.
Furthermore, if we consider the summation terms in Equation 3-4 as upscaling operations which
coarsen the sampling interval from one unit of 𝑡 to a larger time step of

𝛥𝑡
,
2

then Equation 3-7

collapses to Equation 3-4, since 𝛥𝑡 ′ = 1 at this coarser scale. This means that when we compute
multiple combinations of these features for a given well profile at different 𝑡 and 𝛥𝑡, we are
effectively decomposing the signal into a series of rate derivatives at multiple time periods and
scales. Importantly, this implies that the two-rectangle features carry information about flow
regimes experienced over the productive life of the well. Similarly, if we compare Equation 3-8
with Equation 3-5, we see that the three-rectangle features (𝑧 = 1) are analogous to the second
derivative of normalized rate. This attribute on the other hand captures the curvature
characteristics at different periods and scale within the well data. One advantage of considering
each of these features at multiple scales is that it helps to mitigate the impact of instantaneous
fluctuations in rate or measurement error, making the method more robust to noise.
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In Big Data applications involving a significant amount of finely-sampled well data, it
becomes more important to minimize the computational cost incurred in calculating these feature
scores. In order to achieve this, we can take advantage of the simple geometries of these feature
templates. In other words, we can pre-compute the cumulative normalized rate for each well at
each time instance using the Equation 3-9 below:
𝑄̃𝑖 (𝑡) = ∑𝑡𝑡 ′ =0 𝑞̃𝑖 (𝑡 ′ )

3-9

The summation 𝑄̃𝑖 (𝑡) is calculated for all 𝑡 = 1, … , 𝑡𝑓 . After pre-computing 𝑄̃𝑖 (𝑡) for
each well, we can then easily determine all feature scores at each time 𝑡 and scale 𝛥𝑡 using
Equations 3-10 as follows:
𝑥𝑖𝑗 (𝑡, 𝛥𝑡, 𝑧) =
𝛥𝑡
2𝑄̃𝑖 (𝑡 + − 1) − 𝑄̃𝑖 (𝑡 − 1) − 𝑄̃𝑖 (𝑡 + 𝛥𝑡 − 1)
(𝑧 = 1)
2
{
𝛥𝑡
2𝛥𝑡
2𝑄̃𝑖 (𝑡 + − 1) − 𝑄̃𝑖 (𝑡 − 1) − 2𝑄̃𝑖 (𝑡 +
− 1) + 𝑄̃𝑖 (𝑡 + 𝛥𝑡 − 1) (𝑧 = 2)
3

3-10

3

In other words, the summation operations in Equation 3-4 and Equation 3-5 have been
represented as a set of basic arithmetic operations in Equation 3-10, thus minimizing
computational expense incurred through unnecessary iterations. Note that 𝑞̃𝑖 (0) = 𝑄̃𝑖 (0) = 0. By
translating each feature template in time at different scales, the final output from this step is an
exhaustive set of feature scores 𝒙𝒊 = [𝑥𝑖1 , 𝑥𝑖2 , … , 𝑥𝑖𝑝 ] for each well 𝑖 = 1, … , 𝑁, where 𝑝 is the
total number of feature combinations available within each production profile.

3.3 Results and discussion
In this section, I will present the results of model training and evaluation for the proposed
production data classification algorithm. Next, I will compare with the performance of a type
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curve approach in identifying re-stimulation candidates. Finally, I will show the results of a field
validation study, using the proposed pattern recognition approach.

3.3.1 Classifier training and evaluation
Using the generated training production data along with categorical labels denoting
favorable (1) and unfavorable (-1) re-stimulation candidates, I have applied the proposed ViolaJones framework to train a production data classification model. The training and evaluation
procedure involves the following steps:
1. Given a collection of training data, compute feature scores for all combinations of Haarlike feature geometry, scale and starting time within the individual well profiles.
2. Train AdaBoost cascade model (𝐽 = 2) with a random sample of 𝑁 well profiles, using
feature scores computed with respect to the data before re-stimulation.
3. Assess the model predictive performance by scanning 𝑉 wells and comparing the
predicted re-stimulation outcome to the known outcome.
Table 3-6 below displays the cascade training parameters we have implemented.
Number of well production profiles
used for training, 𝑁
Number of well production profiles
used for testing, 𝑉
True positive ratio per stage, 𝐷𝑝𝑠
False positive ratio per stage, 𝐹𝑝𝑠
Features per stage multiplier, 𝑛

400
100
0.97
0.90
10

Table 3-6: Cascaded classifier training parameters.
As earlier discussed, in defining re-stimulation success, I have considered three separate
candidate selection criteria. In each case, in order to capture the impact of timing of re-fracturing,
I have utilized either two or three years of production data prior to the re-stimulation event. After
the training process, the predictive performance of each of these classifiers has been tested by
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assessing a synthetic test set containing 𝑉 = 100 well production profiles, which were not
available to the training algorithm. Table 3-7 below summarizes the results of the production data
classifier training exercise, and their predictive performance with respect to synthetic data.
Timing

2 years

Criteria

Change in one-year
cumulative
production
Change in
instantaneous rate
Change in decline
rate

3 years

Accuracy
(%)

Cascade
stages

Training
time (s)

Accuracy
(%)

Cascade
stages

Training
time (s)

83

13

118

81

11

215

78

13

375

76

14

831

84

10

115

82

13

422

Table 3-7: Production data classifier training results and performance with respect to synthetic
test data.

The above results show that regardless of the re-stimulation candidate selection criteria,
we are able to distinguish between favorable and unfavorable candidates with accuracy of 7684%. By comparison, a monolithic (single-stage) AdaBoost classifier yields an overall
classification accuracy of 76% (for 200 iterations) in the case involving two years of production,
based on the cumulative production improvement criteria. The results in Table 3-7 suggest that
improvement in instantaneous rate after re-stimulation is the least reliable indicator of restimulation success, as highlighted by the lower classification accuracy for both 2-year and 3-year
cases.
In Table 3-7, we see that the trained classifiers have 10-14 cascade stages. We can
observe that that the instantaneous rate change criterion requires more training time for both 2year and 3-year cases. This can be attributed to that fact that more AdaBoost iterations are
required in each cascade stage in order to meet the convergence criteria shown in step 3b of Table
2-2. This is further evidence that instantaneous increase in flow rate after re-stimulation is the
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least discriminative metric for re-stimulation success. Nevertheless in all cases, while training
may potentially be computationally intensive, the final trained classifier is able to provide
predictions on the test set in near real-time. For example, the classifier based on the cumulative
production improvement criterion can make predictions on 100 samples of two-year well
production in 0.35 seconds. All reported runtimes are based on a 64-bit system with 3.4 GHz
processor and 32 GB RAM.
As earlier discussed, only a subset of all Haar-like feature combinations within a well
production profile are utilized in the AdaBoost classification model within each cascade stage. In
other words, the sequential fitting procedure described in Table 2-1 is aimed at selecting the most
discriminative features which best enable us to distinguish between re-stimulation candidates.
Therefore, by looking at the features selected by the AdaBoost model at each stage, we can gain
additional insight into the mode of operation of the proposed classification scheme. Table 3-8
Table 3-9 and Table 3-10 below summarize the features selected by the trained model which
utilizes two years of data prior to the re-stimulation event in classifying wells on the basis of
cumulative production improvement.
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Stage

Ratio of tworectangle
features (z=1)

1
2
3
4
5
6
7
8
9
10
11
12
13
Average

Ratio of threerectangle
features (z=2)

1.00
0.67
0.75
0.88
0.86
0.88
0.94
0.90
0.88
0.94
0.67
0.75
1.00
0.85

0.00
0.33
0.25
0.13
0.14
0.13
0.06
0.10
0.13
0.06
0.33
0.25
0.00
0.15

Table 3-8: Proportions of features selected in each cascade stage, for based on feature template.
Stage

1
2
3
4
5
6
7
8
9
10
11
12
13
Average

Ratio of features
evaluated at
t=[1,6] months

Ratio of features
evaluated at
t=[7,12] months

Ratio of features
evaluated at
t=[13,18] months

Ratio of features
evaluated at
t=[19,24] months

0.44
0.67
0.25
0.40
0.43
0.50
0.29
0.47
0.63
0.35
1.00
0.00
0.25
0.44

0.11
0.00
0.38
0.23
0.14
0.38
0.26
0.20
0.00
0.35
0.00
0.75
0.00
0.21

0.22
0.00
0.38
0.20
0.29
0.13
0.35
0.27
0.38
0.24
0.00
0.00
0.50
0.23

0.22
0.33
0.00
0.18
0.14
0.00
0.10
0.07
0.00
0.06
0.00
0.25
0.25
0.12

Table 3-9: Proportions of features selected in each cascade stage, based on time instance 𝑡 at
which the features are evaluated.
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Stage

1
2
3
4
5
6
7
8
9
10
11
12
13
Average

Ratio of features
with scale
Δt=[1,6] months
0.44
0.67
0.25
0.40
0.43
0.50
0.29
0.47
0.63
0.35
1.00
0.00
0.25
0.44

Ratio of features
with scale Δt =
[7,12] months
0.11
0.00
0.38
0.23
0.14
0.38
0.26
0.20
0.00
0.35
0.00
0.75
0.00
0.21

Ratio of features
with scale Δt =
[13,18] months
0.22
0.00
0.38
0.20
0.29
0.13
0.35
0.27
0.38
0.24
0.00
0.00
0.50
0.23

Ratio of features
with scale Δt =
[19,24] months
0.22
0.33
0.00
0.18
0.14
0.00
0.10
0.07
0.00
0.06
0.00
0.25
0.25
0.12

Table 3-10: Proportions of features selected in each cascade stage, based on feature scale Δ𝑡.
Firstly, from Table 3-8, we see that within all cascade stages, the majority of features
selected are two-rectangle templates (𝑧 = 1), with relatively fewer occurrences of three-rectangle
templates (𝑧 = 2). This suggests that overall, features which relate re-stimulation success to first
order rate-derivatives at different scales and time periods, and help to highlight changes in flow
regimes, are more discriminative than those which consider curvature-related information.
Secondly, from Table 3-9, we see that across all cascade stages, features evaluated within the first
6 months of production have been selected more frequently than those evaluated afterward. This
suggests that the most informative rate decline characteristics useful in identifying re-stimulation
candidates are available at early periods in the life of the well. Thirdly, as shown in Table 3-10,
features with maximum scales of 6 months offer the most discriminative information across
different cascade stages. Overall, larger features evaluated at later periods tend to offer limited
useful information in discerning between favorable and unfavorable re-stimulation candidates.
Finally, it is important to discuss important considerations for calibration of the classifier
model, for wells with more frequent sampling interval than the monthly-sampled data considered
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in this study. Hilton (2018) performed a sensitivity analysis to select AdaBoost model parameters
for daily sampled well data, in order to classify wells on the basis of re-stimulation success. In
this study, it was determined that there are 204,050 combinations of Haar-like features that can be
extracted from 2 years of daily-sampled production data. For this reason, Hilton (2018)
investigated the effect of up-scaling the set of feature sub-window sizes Δ𝑡 and increasing the
time step at which the position 𝑡 is shifted. In order to achieve this, the three scenarios were
considered:
1. Time step – 30 days; Minimum sub-window size – 30 days; Number of feature
combinations – 236
2. Time step – 7 days; Minimum sub-window size – 30 days; Number of feature
combinations – 968
3. Time step – 7 days; Minimum sub-window size – 7 days; Number of feature
combinations – 4,489
For each of the above scenarios, the sensitivity of AdaBoost classification error was
evaluated with respect to the number of training data (200 to 2,200) and the number of terminal
nodes in the weak classifier (𝐽 = 2 to 𝐽 = 4). Firstly, for all the above discussed scenarios, figures
were constructed to analyze the relationship between classification accuracy and both subwindow size and feature time step. These figures showed increasing trends in classification error
for both increasing sub-window size (i.e. up-scaling), and increasing time-step, with steeper
increases with sub-window size in all cases. This suggests that the subtle rate decline
characteristics at shorter time scales play a larger role in distinguishing re-stimulation candidates
than the time instance at which the features are evaluated.
Next, a set of figures were constructed to analyze the effect of both increasing number of
training data and weak classifier complexity on classification error, with respect to 200 test data,
as shown in Figure 3-9 below.
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(a)

(b)

85
(c)

Figure 3-9: Sensitivity of classification error to number of training data and weak classifier
complexity (Hilton, 2018)
In the above figure, depth is an indication of (𝐽 − 1)th order of decision tree complexity.
In all cases, we see that using more training data overall leads to improved classifier performance.
In all cases, we can also observe that with increasing number of training data, the model trained
using weak decision stumps (depth = 1 or 𝐽 = 2) perform less optimally than to the models
trained using 𝐽 = 3 (i.e. depth = 2) and 𝐽 = 4 (i.e. depth = 3) trees. Overall, the results shown in
Figure 3-9 above suggest that the AdaBoost, and consequently cascade models, have the potential
to show stronger performance in the abundance of training data, in which case, higher order
AdaBoost models are likely to be more suitable.
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3.3.2 Comparison with type curve approach
In order to compare the performance of the classification model to traditional approaches,
I have analyzed our synthetic well data using the trilinear flow solution proposed by Brown et al
(2009). I have selected the trilinear model as a representative analytical solution among a number
of existing type curve methods developed specifically for multistage hydraulically fractured shale
wells. In Figure 3-10a below, I have plotted the pre-refrac production data on dimensionless axes
based on the trilinear analytical solution.
(a)

(b)

Figure 3-10: Re-stimulation candidate selection using type curve analysis (trilinear flow solution,
Brown et al., 2011).
In Figure 3-10a, the characteristic dimensionless quantity 𝑃𝑤𝐷 is proportional to the ratenormalized pseudo-pressure drop, and takes into consideration several well, reservoir, fluid, and
dual permeability fracture parameters. In the figure, I have taken the inverse of 𝑃𝑤𝐷 in order to
put the data in terms of pressure-normalized rate. Also, 𝑡𝐷 has been computed using material
balance pseudo-time. These steps, as are standard in rate-transient analysis, serve to account for
non-constant rate and non-linear gas properties as a function of pressure (Clarkson, 2013). In
order to plot the well data, information on hydraulic fracture properties and geometry, fluid and
reservoir properties as well as pressure information is required. Additionally, given that the
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solution is developed in Laplace space, a numerical technique such as the Stehfest (1970)
algorithm is required to represent the results in the time domain.
One potential workflow using this type curve approach would be to select re-stimulation
candidates based on qualitative rate-related criteria inferable from the dimensionless axes, such as
cumulative production. In other words, the wells with similar cumulative production profiles
observed on the dimensionless axes would be grouped together and classified as favorable or
unfavorable candidates. For example, on this basis, curves clustered toward the top right may be
considered favorable candidates, while those located toward the bottom left may be considered
unfavorable candidates. However, this approach can potentially lead to misclassifications and
consequently missed opportunities, as evidenced by the significant overlap between unfavorable
and favorable candidates in Figure 3-10a. To illustrate this, we consider the two highlighted wells
in Figure 3-10a, and observe their post-refrac time-domain response in Figure 3-10b. Judging
from the steeper production decline shown by the lower curve (blue) in Figure 3-10b after refrac,
we see that the higher curve (red) has been missed as a favorable re-stimulation candidate.
We can investigate the combination of fracture, reservoir and operational parameters that
have led to these misclassifications, by revisiting the previously discussed principal component
analysis results. The flow simulation parameters corresponding to both wells and the resulting
principal component data are displayed in Table A-1 (Appendix A). Overall, the properties used
in simulating the false positive well in Figure 3-10b (blue) yield a principal component score of 0.437 while those used in simulating the false negative well (red) yield a score of 1.398. Looking
at Figure 3-7 we see that these scores both fall within the overlapping region between favorable
and unfavorable candidates, which is characterized by high uncertainty in determining the
outcome of re-stimulation. This can be attributed to the counterbalancing effect of competing
reservoir influences. Specifically, if we consider the flow model parameters used in simulating
the false positive case, we see that it is characterized by relatively tight hydraulic fracture spacing
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and low reservoir pressure, based on the uncertainty ranges displayed in Table 3-1 and Table 3-2.
However, these are mitigated by factors such as relatively gentle rate of pressure-dependent
hydraulic fracture closure, high hydraulic fracture conductivity and half length. As shown in
Table A-1, when we evaluate the net weighted sum of these competing reservoir influences
(using Equation 3-2) along the vector of maximal separation between favorable and unfavorable
candidates in multivariate parameter space, the aggregate effect approaches net zero (i.e. 𝑧𝑖 =
−0.437). Similarly, in the false positive case, the influence of high reservoir pressure and half
length, are counteracted by poor completion evidenced by poor hydraulic fracture spacing and
more drastic rate of pressure-dependent hydraulic fracture closure.
Overall, these results demonstrate that the combination of reservoir and well parameters
and their influence on the rate response can render it difficult to gauge good re-stimulation
candidates based solely on traditional data analysis methods such type curve approaches. In other
words, we are not able to resolve influence of competing reservoir effects on phenomena such a
re-stimulation success by visualizing rate data on dimensionless axes, such as those which take
into account a limited set of fracture, fluid, and reservoir properties. On the other hand, by
decomposing the raw production data into a set of attributes which are related to rate derivatives
at multiple time periods and scales within the well life, we are able to train a probabilistic
classification model to better capture the distinction between favorable and unfavorable
candidates. More detailed modeling to incorporate geomechanics and a wider array of well
completion strategies is required to completely understand the full range of reservoir parameters
which affect re-stimulation candidate selection. However, these results depict the manner in
which competing reservoir influences can be masked, and show that we are able to better capture
the multivariate separation between re-stimulation candidates using flow rate-derived features.
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3.3.3 Validation with field data
Finally, I have validated the proposed approach using publicly available field production
data. In order to achieve this, we have considered 17 hydraulically fractured gas wells from
Freestone County, within the Haynesville/Bossier Shale Play in East Texas. The sample size is
limited by the rigorous screening criteria which I have applied to ensure that the field data match
the simulated conditions as closely as possible. Specifically, each selected case is a hydraulically
fractured horizontal shale gas wells which has undergone re-stimulation approximately within the
first 2-3 years of production. Each re-stimulation event has been corroborated by completion
reports which show evidence of re-perforation within the same formation. Also, in order to limit
the effect of variable completion procedures, the selected wells have been constrained to the same
operator within the same county. The production data from the wells used in this study are
displayed in Appendix B and Appendix C.
In order to quantitatively define whether or not each of these wells underwent successful
re-stimulation, I have extrapolated the flow rate from the primary production period using Arps’
hyperbolic model and estimated the percent increase in cumulative production one year after restimulation. On this basis, the field production profiles shown in Appendix B have been defined
as favorable re-stimulation candidates, while those in Appendix C have been defined as
unfavorable candidates for re-stimulation. These class assignments have been determined using
the thresholds specified in Table 3-4.
Next, I have attempted to predict suitability for re-stimulation treatment in each of these
wells by making predictions solely based on the gas rate data prior to the re-fracturing events. In
order to achieve this, I have assessed each of these wells using the cascaded classifiers which
were trained based on cumulative production improvement one year after re-stimulation. As
earlier mentioned, the selected wells were each re-fractured around the second or third year of
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production. Wells which were re-fractured close to the second year of production have been
assessed using the trained two-year classifier, while those re-fractured around the third year have
been assessed using the trained three-year classifier. Due to limited availability of field examples,
missing production data has been estimated using the Arps’ empirical relationship where
necessary. For example, since Well 7 in Appendix B has 21 months of available data, we have
extrapolated the final 3 months of production order to provide two complete years of production
to the algorithm, so as to maintain consistency with the trained two-year classifier. Additionally,
given that the field data is reported in terms of monthly production volumes, I have used the Arps
empirical relationship to estimate the instantaneous daily production at the start of each month, in
order to maintain uniformity with the output of the flow simulator. To account for time-varying
hyperbolic decline constant, I have achieved this by fitting the field data in intervals of six
months.
Table 3-11 displays results of evaluating the field cases using the trained classifiers.

Well

Assumed timing
of restimulation
(years)

Change in
one-year
cumulative
production

Assigned
category

Predicted
category

1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16

3
3
2
3
2
3
2
3
2
3
2
3
3
2
3
3

0.170
0.224
0.462
0.451
0.466
0.288
0.680
0.405
0.256
0.498
0.374
0.373
0.382
0.665
0.281
0.136

Unfavorable
Unfavorable
Favorable
Favorable
Favorable
Favorable
Favorable
Favorable
Unfavorable
Favorable
Favorable
Favorable
Favorable
Favorable
Unfavorable
Unfavorable

Unfavorable
Favorable
Unfavorable
Favorable
Favorable
Favorable
Favorable
Favorable
Unfavorable
Unfavorable
Favorable
Favorable
Favorable
Unfavorable
Unfavorable
Favorable

Estimated
probability of
restimulation
success
0.32
0.92
0.31
0.92
0.97
0.98
0.97
0.92
0.31
0.36
0.97
0.93
0.78
0.31
0.36
0.98
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17

2

0.605

Favorable

Favorable

0.98

Table 3-11: Results of field study to validate classification approach.
The above table shows the assumed timing of re-stimulation for each field case, the class
labels I have assigned based on increase in cumulative production after refrac, the predictions
made by the cascaded classifier, as well as the estimated probability of re-stimulation success.
From these results, we see that 12 out of 17 of the field production profiles have been correctly
classified, using the defined criteria. In other words, using only gas rate data prior to restimulation, we are able to correctly predict the outcome of re-stimulation with approximately
71% accuracy. This is a statistically significant result, based on single proportions t-test (p-value
= 0.02). Overall, these results demonstrate the merit of the proposed classification approach in
analyzing production data from hydraulically fractured gas wells to assist reservoir management
and decision-making. In contrast to existing approaches which aim to directly predict gas
production after re-stimulation, this classification method returns a categorical outcome and an
accompanying probability of re-stimulation success or failure. The computation time required to
assess all 17 field case was instantaneous. The estimated probabilities of fracture success reported
in the table are based on the multivariate distribution of feature scores derived from the synthetic
training dataset. In other words, they are influenced by the similarity between the rate decline
characteristics exhibited by the field data and the synthetic examples, leading up the restimulation event. The predictive performance of the trained models therefore suggest overall
agreement between the synthetic rate profiles used in training and the shale gas production
observed in these field cases.
From the results in Table 3-11, we can observe that when we run our classification model
on field data, 7 out of 10 wells re-stimulated around the third year have been accurately predicted,
while 5 out of 7 of the wells re-stimulated after two years have been accurately predicted. This is
consisted with the assessment of synthetic data in Table 3-7, where we see slightly better
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performance in predicting two-year cases than three-year cases. Table 3-12 below displays two
confusion matrices which describe the classification performance of the trained cascades in
assessing both synthetic and field data, based on the criteria of change in cumulative production
one year after re-stimulation.

(a)

(b)

Predicted
Actual

Unfavorable

Favorable

Unfavorable

83

17

Favorable

19

81

Predicted
Actual

Unfavorable

Favorable

Unfavorable

3

2

Favorable

3

9

Table 3-12: Confusion matrices summarizing classifier error in predicting favorable and
unfavorable candidates based on (a) synthetic test data, and (b) field data.
Table 3-12a summarizes the model predictions based on the synthetic test set, for both
two-year and three-year cases. We see that in the cases of misclassification, there is a slightly
greater tendency to predict favorable re-stimulation candidates as unfavorable, than unfavorable
candidates as favorable (i.e. the number of misclassifications in the lower left corner is slightly
greater than those in the upper right). This implies that the cascade is inherently risk-averse, in
that it is more inclined to allow a practitioner to bypass reserves (false negative or Type II error)
than to lose money on poor performance after refracturing treatment (false positive or Type I
error). This behavior is a consequence of the continuation criterion utilized in the cascade training
procedure (Table 2-2), which is given by:
𝐹𝑠 > 1 − 𝐷𝑠

3-11

The inequality in Equation 3-11 means that cascade training is continued until the false
positive classification ratio 𝐹𝑠 is less than or equal to one minus the true positive ratio 𝐷𝑠 . This
criterion is designed to provide balanced allocation of error between both favorable and
unfavorable categories. However, with fewer number of training and testing data samples, there is
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a greater tendency toward convergence at a value of 𝐹𝑠 slightly lower than 1 − 𝐷𝑠 . This factor can
be mitigated by using more data for cascade training and testing. Additionally, we can adjust
Equation 3-11 as follows:
𝐹𝑠 > 1 − 𝐷𝑠 + 𝛽

3-12

In the above expression, 𝛽 is a positive or negative fraction. A positive value would lead
to increased emphasis on correctly classifying favorable candidates at the expense of error in
predicting unfavorable candidates, while a negative value would have the opposite effect. This
can serve as a flexible tuning parameter to train the cascaded classifier based on various
economic objectives.
We can observe some disparities in predictive performance between the synthetic and
field cases. For example, in Table 3-12b, we see that 2 out of 5 unfavorable wells have been
misclassified (false negative error of 40%) compared to a false positive ratio of 25%. This
contrasts the results we observe in Table 3-12a, where the false positive error is slightly higher.
This can likely be attributed to the small sample size of unfavorable candidates in the field data
pool (5 wells). In other words, if we consider additional field data, the overall classification
accuracy is likely to be more similar to those reported with the synthetic cases. Also, looking
more closely at the estimated probabilities of re-stimulation success in Table 3-11, we see that
while correctly classified re-stimulation candidates have high probability, the probability
estimates for misclassified wells are comparatively high. One potential source of error is the
estimation of multiple months of production using simple empirical relationships, which may
smooth out important decline characteristics and flow regime changes that are useful in
distinguishing between favorable and unfavorable candidates. Overall, the results of this field
study are likely to improve with more complete knowledge of reservoir and completion
information, as well as more detailed flow modeling which is calibrated to the specific field.
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In summary, I have demonstrated the viability of the proposed probabilistic pattern
recognition approach for a use-case in re-stimulation candidate selection. The results show that
we are able to distinguish refrac candidates in the presence of erratic rate fluctuations, by
capturing a series of subtle rate fluctuations embedded in Haar-like features, which are related to
rate derivative and curvature attributes at different time periods and scales.
It is important to emphasize that the use of simulated data in this study is due to a lack of
available field data with known reservoir properties and completion information. However, with
access to field production information, the proposed method can easily also be applied to train a
classification model capable of distinguishing between wells that exhibit any two different criteria
of interest, and to develop fast and robust models to analyze future wells. One potential limitation
of this approach for use with field data is the dependence of the Haar-like features on the duration
and sampling interval of the production data, since they are parameterized by time and scale. This
confines the application of the proposed approach to regularly-sampled production data.
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Chapter 4
2D Seismic Macro-Fracture Detection
This chapter details the manner in which the pattern recognition framework presented in
Chapter 2 has been adapted to detect fracture locations within post-stack seismic amplitude data.
In reservoir exploration, seismic data acquisition serves as one of the most pivotal methods for
understanding geological characteristics in the subsurface. For illustration purposes, the basic
seismic acquisition method is depicted in Figure 4-1 below.

Figure 4-1: Depiction of basic seismic acquisition method (Onajite, 2013).
As shown above, in a seismic survey, an explosive energy source is triggered at the
surface, which generates a dynamic displacement wave field in the subsurface. The rays undergo
reflection from different layers at different times, based on their depth and the rock properties,
which are measured by a set of receivers at the surface. The recorded amplitudes are then collated
and processed into a vertical space-time representation. Figure 4-2 below shows an example of a
processed vertical section from a 3D field seismic survey.
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Figure 4-2: Sample seismic amplitude section with identified fault.
The above figure depicts a vertical section through a 3D seismic data volume. The
seismic amplitude at different times (vertical axis) and locations (horizontal) are shown, where
large positive amplitudes are depicted in red, large negative amplitudes are indicated in blue, and
white corresponds to zero amplitude. The horizontally continuous lines of high/low amplitude
indicate reflections from different structural features in the subsurface. The traditional process of
seismic fracture interpretation involves examining all vertical sections within a survey in order to
infer geological features of interest. For example, the vertical colored lines in Figure 4-2 depict
four interpreted large-scale faults, which are characterized by abrupt discontinuities in seismic
amplitude and vertical displacement in strata.
As discussed in Section 1.1, manual seismic data interpretation for fracture identification
is highly time consuming and often subjective. The use of seismic attributes such as curvature and
coherence help to highlight the discontinuities in seismic amplitude, in order to speed up manual
interpretation. A new set of automated workflows utilize these seismic attributes as inputs into
statistical models for classifying fault locations but these workflows often require expert
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knowledge and iterative workflows to parameterize the seismic attributes, in addition to the
computational cost of computing these seismic attributes.
In order to mitigate these challenges, a pattern recognition approach, based on seismic
amplitude-derived features is proposed, to aid in fast and robust macro-fracture detection from
post-stack seismic data. This is achieved by adapting and modifying the Viola-Jones approach
using the procedure outlined in Section 2.3, to design a classification scheme which utilizes
generic texture-based features that can be rapidly computed from raw seismic amplitude data.
In this chapter, I will detail the development of the proposed 2D fracture detection
algorithm, in line with the methodology presented in Section 2.3. This involves defining the
procedure for - (1) feature extraction, (2) pattern recognition, and (3) probabilistic scanning. In a
manner similar to the production data classification workflow described in Chapter 3, I have
utilized a forward flow modeling approach to generate 2D synthetic post-stack data. In other
words, we specify a geologic model of the subsurface with known fracture locations, after which
we simulate the seismic wave response and generate a set of seismograms to represent
spatiotemporal variations in seismic amplitude. Next, we define the classification scheme for
detecting fracture location within 2D post-stack seismic data. The overall workflow is depicted in
Figure 4-3 below.
1. Forward
modeling
•DG fractured
seismic wave
propagation
model

2. Seismic
survey
simulation
•Seismic signal
processing

3. Feature
extraction

4. Classifier
training

5. Scanning
protocol

•2D Haar-like
features
•Specify fracture
criteria

•AdaBoost
model
calibration
•Cascade
training

•Fracture
probability map

Figure 4-3: Seismic fracture detection workflow.
In the following section, I will first demonstrate the viability of the proposed
methodology for identifying discrete macro-fractures in a 2D synthetic seismic dataset. Next, I
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will attempt to validate the approach using 3D post-stack seismic data from the Niobrara Shale
interval within the Teapot Dome field.

4.1 Fractured seismic forward modeling
In order to develop a classification model which is able to identify the location of
fractures in seismic data, we need multiple examples of seismic sub-windows which contain
fractures. The true location of fractures in field seismic data is never completely known, therefore
we rely on seismic forward simulation to generate training data for classifier model training.
Seismic numerical simulation methods are aimed at computing the displacement wave
field in space in response to an energy source, by solving the elastic wave equation at various
points in a specified physical domain over several time instances. The linear slip model
(Schoenberg, 1980) is used to include discrete fractures into these numerical schemes by
assuming continuous stress field and discontinuous displacement field at fracture locations. The
forward model used in this study, presented in De Basebe et al (2008), has incorporated this linear
slip model into an interior-penalty Discontinuous Galerkin (DG) elastic wave propagation
scheme. The DG method is an extension of finite element methods that allows approximating
functions to be discontinuous at the interface between neighboring elements. Using this property,
fractures are represented as discontinuities between elements, and continuity at non-fracture
locations is imposed using a weak formulation. The linear slip model has also been incorporated
via weak formulation, which allows specification of fracture compliance as a model input. The
scope of this work does not encompass an exhaustive investigation of the numerical
considerations surrounding seismic wave propagation in fractured media using this technique.
The approach has been validated in De Basebe et al (2008; 2016), where numerical stability and
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grid dispersion criteria have been examined. Using this information, Table 4-1 below summarizes
the numerical parameters I have utilized in generating synthetic seismograms in this study.

Finite element domain

Discontinuous Galerkin
parameters
Time stepping

Source function

Geometry
Element dimensions
Absorbing boundary taper
Finite element order
DG formulation
DG penalty
DG basis function
Time stepping method
Time step
Source type
Source wavelet function
Causal time lag
Source width
Source dominant frequency

Rectangular
10m x 10m
50 m
5
Symmetric interior penalty DG
5
Nodal Gauss-Lobatto-Legendre
4th order Lax-Wendroff
50 microseconds
Isotropic
Ricker (2nd derivative of Gaussian)
0.05 seconds
20 meters
50 Hz

Table 4-1: Seismic forward model parameters.
As discussed in De Basebe et al (2008), the conditions for stability and grid dispersion for
the DG elastic wave propagation scheme are influenced by the finite element order, dominant
frequency of the source wavelet, minimum element size, minimum shear wave velocity 𝑉𝑠 and
maximum compressional wave velocity 𝑉𝑝 in the geological model. The parameters in Table 4-1
above as well as the background medium parameters have therefore been selected with the
objective of simulating realistic seismic surveys with source signal wavelengths small enough to
capture vertical layering, while minimizing runtimes and maintaining numerical stability.

4.2 Seismic survey simulation and processing workflow
The proposed approach for fracture detection involves training the classification model
using post-stack data. This is in line with existing approaches for fracture detection (Guitton et al,
2017; Huang et al, 2017) and offers advantages of interpretability over pre-stack data, for
visualization and validation. In order to generate post-stack seismic data, I have simulated a
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seismic survey within a 2D domain with known fracture locations, and developed a signal
processing workflow to collate the data into a post-stack section such as that shown in Figure 4-2
above. This is achieved by simulating wave propagation using the DG model and recording
vertical displacement at equally spaced receivers on the surface, after which the source-receiver
line is moved along the surface at set intervals, and this process is repeated. To depict this
procedure, the following discussion details the steps involved in generating a simple stack
section, which I have used for fracture classifier training.
The geological model is 4,000 meters wide and 2,000 meters deep, and contains three
parallel layers with one vertical 800 meter fracture specified. This medium is depicted in Figure
4-4 below, in addition to material properties of the fracture and rock layers.

𝑉𝑝1 =3200 m/s, 𝑉𝑠1 =2500 m/s, 𝜌1=2.0 g/cc
Fracture coordinates:
(0, 100) – (0,900)
𝑍𝑇 = 8.1 × 10−9 m/Pa
𝑍𝑁 = 2.3 × 10−9 m/Pa

𝑉𝑝2 =3600 m/s, 𝑉𝑠2 =2600 m/s, 𝜌2 =2.2 g/cc

𝑉𝑝3 =4000 m/s, 𝑉𝑠3 =2700 m/s, 𝜌3 =2.4 g/cc

Figure 4-4: Base geologic model with single vertical fracture.
As shown in the above figure, the fracture is parameterized by length, as well as normal
(𝑍𝑁 ) and tangential (𝑍𝑇 ) components of compliance (inverse of fracture stiffness). Using these
media characteristics and the simulations parameters in Table 4-1, I have simulated a seismic
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survey by running the wave propagation model and recording the vertical displacement response
at a series of receivers on the surface. This procedure is depicted in the shot-receiver chart in
Figure 4-5 below. Note that both axes in the figure denote the horizontal coordinates. As is visible
in the shot-receiver chart, there are 24 separate shots, each associated with 15 receivers. The shots
are depicted as blue asterisk-shaped markers, while the receivers are the red dots on the right
hand side of each shot. The shot interval is 50 meters, while the receiver spacing is 100 meters.
Additionally, the near-spacing between each shot and the first receiver is 200 m.

Figure 4-5: Shot-receiver chart for 2D seismic survey
Each realization has been simulated concurrently using the Penn State Lion-X high
performance computing resource. In each case, a parallel implementation of the DG elastic wave
propagation program has been run using C++ OpenMP. The runtime for each individual shot was
between 2 and 3 hours, for a 0.5 second simulation time window. These relatively high runtimes
reflect the computational cost associated with solving the 5th order DG system. Each mesh
element has 25 nodes at which the elastic wave equation and linear slip conditions must be
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solved, which amounts to around 2 million nodes for 80,000 elements within the specified
domain. Also, the DG stability criteria require extremely small time step (50 milliseconds), which
means that we need to perform 10,000 time steps to simulate 0.5 seconds of data.
Figure 4-6 below shows the shot gather from the first shot located at -1,000 meters on the
surface.
(a)

(b)

Direct arrival
(linear moveout)

Second
layer

First
layer

Figure 4-6: Sample shot gather (a) before and (b) after correcting for spherical spreading.
In the above figure, the horizontal axis displays the distance from the source in meters
while the vertical axis shows that that two-way travel time between the source, subsurface
reflector and the receiver. It is easy to show using dimension analysis that two-way travel time is
directly proportional to depth and inversely proportional to the rock velocities, to a first
approximation. In general, the peaks in each signal (shaded in black) carry information about
structural features in the surface. Both figures are scaled by the maximum amplitude in the shot
gather. Thus, the reflection amplitudes in Figure 4-6a are dominated by the first signal around 0.1
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seconds in the first trace. This can be attributed to geometric attenuation or weakening of the
source signal with increasing distance from the source in both the vertical and horizontal
direction, known as spherical spreading. This factor makes it more difficult to resolve peaks in
the signal amplitude due to the reflective surfaces in the subsurface. (later arrival times). In order
to correct for this, the first processing step after acquiring all shot gathers is to apply a simple
scaling factor which is proportional to time, in a procedure known as “gaining”. In the Figure
4-6b above, I have applied a power gain of 1, which has the effect of multiplying each time
sample in each trace by its arrival time. After this correction, the later-time peaks have become
more visible, while retaining the information at earlier times.
In Figure 4-6b, the red line indicates the slope of the direct arrival signal. The direct
arrival signal represents a false peak in the seismic amplitude profile which corresponds to the ray
path that travels directly from the source to each receiver. The direct arrival signal therefore
displays a linear spatial trend, because the receivers have equal spacing. On the other hand, the
nonlinear spatial trend (moveout) observable from trace to trace in Figure 4-6b (blue curves) is a
characteristic of the survey geometry. In other words, it is as a result of the hyperbolic
relationship between the ray path and offset from source to receiver, as governed by Snell’s Law.
In field data, such as those acquired in marine environments, this direct arrival signal would
generally lie above the first reflection, since the receiver spacing is much smaller compared to the
depth of the ocean floor, for example. Therefore, the direct arrival could be easily separated out
from the true reflections by truncating the signal using an aggressive top mute. In other words, all
amplitude samples above the red line in Figure 4-6b would be set to zero. However, an aggressive
top mute for the synthetic data shown in Figure 4-6b would lead to elimination of significant true
reflection peaks. For this reason, I have applied a mild top mute which only eliminates the direct
arrival signal above the first reflection.

104
Having obtained the shot records at all the source locations in the specified survey and
corrected for spherical spreading, the next step is to process all the signals into a post-stack
section. These steps have been performed using Seismic Unix (SU) open source software
(Colorado School of Mines). Based on Snell’s Law, the seismic traces shown in Figure 4-6 exist
at the midpoint between the source and each receiver. Therefore, we need to sort all traces in the
survey by midpoint and correct for hyperbolic moveout. The complete survey contains a total of
360 traces. Figure 4-7 below depicts the spatial arrangement of midpoints for each shot and
receiver in the survey. In the figure, we see that the overall survey coverage spans between -900
meters and 950 meters on the surface, with a spacing of 50 meters. In order to increase the range
and midpoint interval, more shots and receivers would be required.

Figure 4-7: Midpoint-offset configuration for seismic survey.
At each location, a varying number of traces coincide with each midpoint. Figure 4-8
below shows the common midpoint (CMP) fold of the overall survey, which represents the
number of receivers which share the same midpoint, at each reflection point. Note that common
midpoint is also referred to more generally as common depth point (CDP). The resolution at
which we are able to resolve fractures is influenced by the frequency of the source and the CMP
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interval, the latter being a function of the survey geometry. Lower spatial and time frequency
mean that for a given rock velocity, we are only able to resolve larger fractures, and vice versa.

Figure 4-8: Survey fold of coverage.
After sorting the traces by midpoint, I have computed the root-mean-square (RMS)
average P-wave velocity 𝑉𝑝 for each layer in order to serve as input to the normal moveout
correction algorithm. The RMS velocity model is shown in Figure 4-9 below.

Figure 4-9: RMS velocity model.
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Next, the traces have been stacked by adding all the signals which exist at the same
midpoint. This step has the added benefit of noise cancellation. Figure 4-10 and Figure 4-11
below show the resulting post-stack sections after normal moveout for the geologic model in
Figure 4-4, with and without the indicated vertical fracture. In both cases, the figure on the left
shows the stacked normal moveout-corrected traces at each midpoint location, indexed by CMP
bin number, while the figures on the right are image representations of the same stack section
with pixel intensity proportional to seismic amplitude. The CMP bin number range in these
windows are between bin number 8 (-550 meters) and bin number 24 (250 meters).
(a)

(b)

Figure 4-10: Stack section (a) traces and (b) image, for homogeneous three-layer model.
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(a)

(b)

Figure 4-11: Stack section (a) traces and (b) image, with fracture at CMP bin 19 (pre-migration).
In Figure 4-10 above, the horizontal reflections around 0.175 seconds and 0.397 seconds
correspond to the interfaces between the subsurface layers in the model shown in Figure 4-4.
These arrivals are in agreement with those shown at the transition points in the RMS velocity
model (Figure 4-9). There is a clear contrast between the sections shown in Figure 4-10 and
Figure 4-11 which includes a vertical fracture at CMP bin 19 (located along 0 meters in the
geologic model), within a time interval of 0.1125 and 0.485 seconds (as indicated with the red
dotted line). In other words, we can observe diffraction from the points in the subsurface where
the fracture intersects with the interface between the layers. In order to correct for these, I have
performed time migration using the Gazdag phase-shift plus interpolation (Gazdag and
Sguazzero, 1984) method in Seismic Unix. Finally, in order to clean the high frequency noise
from preceding processing steps, I have applied a Butterworth bandpass filter (Butterworth, 1930)
with a passband of 20 Hz to 60 Hz. Figure 4-12 below shows the migrated stack section.
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Figure 4-12: Section-A post-migration. Fracture located at CMP bin 19.
In the above window, we can observe a discontinuity in amplitude around CMP bin 19,
which is indicative of a fracture. Thus, the migration step has allowed is to better resolve the
fracture within the window. In the figure, we can still observe some remnant artifacts and
numerical noise, when compared to the homogenous section shown in Figure 4-10. However,
since field seismic processing is never perfect, it is desirable to develop a classification model
which is robust to different varieties of noise and waveform distortions which are characteristic of
field seismic data. With this in mind, the stack section shown in Figure 4-12, which contains
around 160,000 time samples, will serve as input training data for pattern recognition training. In
upcoming discussions, this stack section will be referred to as Section-A.
In order to capture more complex settings, I have simulated another stack section,
Section-B, which contains multiple vertical fractures within a four-layer background medium.
The geological model and fracture parameters are shown in Figure 4-13 and Table 4-2 below.
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Figure 4-13: Geological model for Section-B.
Layer 1
Background Layer 2
medium
Layer 3
Layer 4
Fracture 1 (400 m)
Fracture 2 (250 m)
Fracture
properties
Fracture 3 (300 m)
Fracture 4 (500 m)

𝑉𝑝1 = 3200 m/s; 𝑉𝑠1 = 2500 m/s; 𝜌1 = 2.0 g/cc
𝑉𝑝2 = 3600 m/s; 𝑉𝑠2 = 2600 m/s; 𝜌2 = 2.2 g/cc
𝑉𝑝3 = 3200 m/s; 𝑉𝑠3 = 2500 m/s; 𝜌3 = 2.0 g/cc
𝑉𝑝4 = 4000 m/s; 𝑉𝑠4 = 2700 m/s; 𝜌4 = 2.4 g/cc
𝑍𝑇1 = 2.00 × 10−8 m/Pa; 𝑍𝑁1 = 4.00 × 10−9 m/Pa
𝑍𝑇2 = 1.25 × 10−8 m/Pa; 𝑍𝑁2 = 2.50 × 10−9 m/Pa
𝑍𝑇3 = 1.50 × 10−8 m/Pa; 𝑍𝑁3 = 3.00 × 10−9 m/Pa
𝑍𝑇4 = 2.50 × 10−8 m/Pa; 𝑍𝑁4 = 5.00 × 10−9 m/Pa

Table 4-2: Medium and fracture properties for Section-B.
As shown above, the range of interval velocities within the geological medium are similar
to those used in simulating Section-A. This is choice is based on convenience, in order to ensure
the same forward simulation time step and stability criteria between both cases. We can also see
that the fracture lengths and compliance parameters are different in each case, with longer
fractures showing broadly higher compliance, in line with experimental observations
(Worthington and Lubbe, 2007). In order to capture a wider spatial range, I have simulated a
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seismic survey with a total of 41 shots, using the same source-receiver line configuration as with
Section-A. The corresponding shot chart is depicted below.

Figure 4-14: Shot-receiver chart for Section-B.
Based on the above figure, the range of midpoints where seismic traces exist is -1,700
meters to 1,000 meters. The fold of coverage is depicted in Figure 4-15 below. Comparing with
Figure 4-8 above, we see that in addition to wider overall spatial range, we have more midpoint
location with 15 available traces.
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Figure 4-15. Survey fold of coverage for Section-B.
The output traces have been gained, NMO-stacked, migrated and filtered using the
processing steps applied in the case of Section-A. The resulting post-stack post-migration image
is shown in Figure 4-16 below for a spatial range of -1,000 meters (CMP bin number 9) to 0
meters (CMP bin number 41), and a time span of 0.7 seconds. From the figure, we can see three
horizontal reflectors which correspond to the interfaces between each of the four layers in Figure
4-13 above. We can also observe discontinuities at the intersections between each fracture and
these interfaces.
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Figure 4-16: Stack Section-B after processing.
Finally, I have simulated a survey with one non-vertically oriented fracture. The forward
seismic wave propagation program only allows rectangular mesh specification, and the fractures
can only be placed parallel to the vertical or horizontal axis. However, the source and receivers
can be specified at arbitrary locations within the geological medium. Therefore, in order to mimic
the seismic wave response to a rotated fracture, I have specified one horizontal fracture within a
homogeneous medium and rotated the orientation of the source-receiver line by 15 degrees. This
is depicted in Figure 4-17 below. In the figure, the red dotted line represents the fracture (1000
meters long, 𝑍𝑇 = 8.1 × 10−9 m/Pa and 𝑍𝑁 = 2.3 × 10−9 m/Pa), while the blue inscribed
rectangular region (3,863.7 by 1,035.3 meters) shows the region captured by the rotated survey.
The entire domain is homogenous with 𝑉𝑝 = 4000 m/s, 𝑉𝑆 = 2700 m/s and 𝜌= 2.4 g/cc.
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Figure 4-17: Rotated survey in homogenous medium. Fracture indicated by red line.
In the above figure, the rotated survey was simulated using the same source-receiver
specification as in the case of Section-A (Figure 4-5, Figure 4-7 and Figure 4-8). Figure 4-18
below shows the final post-stack migrated section, which we will denote as Section-C.

Figure 4-18: Rotated stack Section-C after processing.

114
In the above figure, the rotated fracture is distinctly visible. The spatial extent of the
above stack section is depicted by the solid lines parallel to the vertical rotated axis in Figure
4-17. We see that in Figure 4-18, the fracture ranges from CMP bin 10 to 24, which is consisted
with expectations based on the survey geometry shown in Figure 4-17.

4.3 Feature extraction procedure
Having established a workflow for generating post-stack seismic data for fractured
media, the next step is to define a methodology for extracting fracture information from seismic
amplitude data. As earlier mentioned, the proposed approach for detecting fractures is to define a
unit window within the seismic section, extract amplitude-derived features, and then learn a set of
numerical criteria for distinguishing between fracture and non-fracture windows. After training
the classification model, we can then translate the unit window throughout the stack section and
make predictions in each location, in an approach similar to the face detection method discussed
in Chapter 2.
Firstly, prior to extracting features, we need to preprocess the seismic amplitude data.
The histogram of raw seismic amplitude in the Section-A is shown below.
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(a)

(b)

Outlier

Figure 4-19: Distribution of seismic amplitude in Section-A (a) before and (b) after clip.
In Figure 4-19a, the distribution of raw amplitudes displays a few significant outliers
which have the potential to dominate the scale of all the other samples. For this reason, I have
applied a 2% clip, which means the distribution has been truncated at the 2nd and 98th percentile.
After this, I have normalized the amplitudes by the maximum value in the distribution, as shown
in Figure 4-19b. This serves to establish a uniform metric for comparing between seismic
amplitude sections from different surveys. The result of these steps on Section-A is shown in
Figure 4-20 below. We see from visual inspection that the fracture information from the raw
seismic section in Figure 4-12 has been retained.
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Figure 4-20: Stack section after clip and normalization
The first step in the feature extraction procedure is to define a unit window, which serves
as a representative region that contains amplitude information useful for distinguishing fracture
and non-fracture regions. Defining the characteristics of this unit window requires careful
consideration. Firstly, we need to specify the dimensions of the window such that it captures
sufficient amplitude information located within fractured regions, while maximizing the
resolution of the prediction. In the limit, a unit window containing the entire stack section would
contain all the information about fractures, but would not be able to pinpoint the spatial location
of the fracture. On the other hand, considering one sample at a time would not yield any
distinguishable attributes for learning the differences between fracture and non-fracture windows.
In the horizontal direction, in order to maximize resolution, I have limited the span of the unit
window to 3 CMP samples, which corresponds to 100 meters in width based on the seismic
acquisition geometry in this training set. This is based on the assumption that the amplitude
response to a fracture is maximally identifiable at adjacent traces. In the time domain, I have
limited the extent of the unit window to the period 𝑇𝑐 corresponding to dominant frequency 𝑓𝑐 in
the source wavelet, i.e.
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=
= 0.02 𝑠𝑒𝑐
𝑓𝑐 50 𝐻𝑧

4-1

Since the wavelet is a periodic signal, this value of 𝑇𝑐 approximately represents the extent
of maximum spatial variability (vertical direction) in the amplitude of the signal at each trace.
Based on this information, I have specified a unit window with dimensions of 100 meters by 0.02
seconds (3 by 400 samples). In a manner similar to face detection, the aim of the classifier
training procedure is to define a set of rules within the bounds of the unit window for
distinguishing between fracture and non-fracture locations. In other words, the unit window will
be translated in time and space within the stack section, and the probability that the window is a
fracture or not would be estimated. In addition, a categorical prediction – fracture (1) or nonfracture (-1) window– will be made at each location.
After specifying the dimensions of the test window, we need to carefully consider the
criteria for defining the presence or absence of a fracture within a unit window. This specification
impacts the procedure for training and scanning the classification model, with a tradeoff between
resolution and scan time. In other words, implementing less restrictive criteria means that we can
predict the presence of a fracture if there is minimal intersection with the unit window. This
reduces the number of regions that must be visited by the trained classifier in order to find
fractures, thus improving scan times at the expense of resolution. On the other hand, we can
implement more restrictive criteria by only predicting the presence of a fracture when the unit
window intersects the entirety of the fracture. This criterion would improve resolution at the
expense of scan time, and also the number of training samples available in each stack section.
Taking these tradeoffs into consideration, a fracture window has been specified as one which
intersects with a fracture at two opposite edges, and passes through the center of the unit window,
subject to a specified tolerance. This is depicted in Figure 4-21 below.
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0.02 s
(40 time
samples)

Tolerance
in time
domain

100 m
(3 CMP
samples)
Figure 4-21: Depiction of classification rules for predicting the presence of fractures within the
unit window (black rectangle).
In the above figure, the black rectangle represents the unit window with the above
selected dimensions. As indicated, when this window is translated within a stack section to select
training data or when scanning the trained model, we predict that the window contains a fracture
only when it intersects either the top and bottom edge or the left and right edge of the unit
window, and is symmetrically located about the center of the window. For example, in Figure
4-21, a fracture is predicted within the unit window if it intersects the fracture indicated by the
blue line. On the other hand, if the unit window intersects only the fracture indicated by the red
line, this would be insufficient to predict a fracture in the region encompassed by the unit
window. Additionally, in defining the center of the unit window, since there are only three
samples in the spatial domain (horizontal axis), the fracture would have to exactly intersect the
vertical (up-down) bisector of the unit window. However, in the time domain (vertical axis), I
have allowed a tolerance of 10% equidistant around the horizontal bisector, which is depicted by
the gray region in Figure 4-21. This corresponds to a time range of 0.008 to 0.012 seconds. This
set of classification rules is intended to maximize the resolution and scanning time of the trained
classifier, while also allowing more availability of positive examples for training. In other words,
if our classification rules are too restrictive, we would have limited samples of fracture windows
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in our training set, which would make it more difficult for the classification algorithm to identify
the distinguishing patterns.
Having specified the unit window dimensions and classification criteria, the next step is
to establish a method for extracting patterns to characterize the spatial distribution of amplitudes
within each window, in order to serve as inputs into the classification scheme. In a method similar
to the Viola-Jones framework, this has been achieved using a collection of simple Haar-like
features within the unit window. The features used in characterizing the amplitude characteristics
are shown in Figure 4-22 below.

Figure 4-22: Features used in characterizing seismic unit window.
Similar to the Viola-Jones approach, each of these features is computed by summing the
amplitudes in the grey rectangular region and subtracting from the sum of the amplitudes in the
white region. In this way, these texture-based features serve as a measure of net change in
amplitude within the window, at different scales. Features that are geometrically symmetric (i.e.
opposite polarity) to those shown in Figure 4-22 are not considered, since they would yield
perfectly correlated feature distributions, in each case.
The intuitive interpretation of these features is transferable from image processing to
seismic data analysis. Feature type 1 measures the net change in amplitude between a set of traces
and an equal number of traces on the left or right hand side. On the other hand, feature type 2
considers the amplitude of traces on both the left and right hand side of each group of traces.
Also, feature types 3 and 4 capture the same information in the time domain. Finally, feature type
5 considers the net sum of amplitudes in both time and space domains simultaneously. By
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computing the statistics for each of these feature geometries at different locations in the unit
window as well as different scales, we are able to define a generic set of attributes which can be
used as inputs for classifier training. Note that these features approximate the net gradient and
curvature characteristics at multiple scales and locations within the unit window, thus serving as
“mini-attributes”. Importantly, this implies that in contrast to more generic features extracted
using dimensionality reduction and deep learning approaches (Araya-Polo et al, 2017), the
proposed feature extraction procedure specifically takes into account amplitude discontinuity
characteristics at multiple scales and locations within the unit window, in predicting the presence
or absence of fractures.
Prior to computing these features, I have subsampled the time domain by a factor of 10 to
a sampling rate of 0.5 milliseconds, in order to reducing the computation time without loss of
information. This is well below the Nyquist sampling rate of 10 milliseconds, which is the
minimum sampling rate required to retain frequency content of the traces, i.e. prevent against
frequency aliasing. Thus, the final unit window has dimensions of 40 by 3 samples, from which
we can derive a total of 7,220 combinations of feature type, scale and location within the window.
To speed up the computation of these features, the integral images approach (Viola and Jones,
2001) (discussed in Section 2.1.2) can be implemented by pre-computing the cumulative sum of
amplitudes within each window and strategically visiting the nodes indicated in Figure 4-22
(black dots) for each geometry, in order to compute features at various scale in efficiently.

4.4 Statistical model calibration
Having defined the unit window and a method for characterizing the seismic amplitude
information within it, the next step is to establish the statistical framework for identifying fracture
locations within the stack section. Firstly, we need to calibrate the AdaBoost binary classification
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model to distinguish between fracture (1) and non-fracture (-1) windows. In order to achieve this,
I have randomly selected 2,500 windows which contain fractures from each of the synthetic stack
sections (Sections A, B, and C) and 2,500 windows from non-fracture regions. 80% of these
samples have been used for AdaBoost training using the procedure described in Table 2-5, while
the performance of the trained classifier has been computed used the other 20% of the sampled
windows. In order to select the complexity of the weak classifier to be used in the cascade model,
I have performed a sensitivity analysis of classifier performance with respect to the number of
terminal nodes 𝐽. The AdaBoost training has been performed for 500 iterations. Figure 4-23 and
Table 4-3 below shows the results of AdaBoost training using the above procedure, with weak
classifier complexity ranging from 𝐽 = 2 to 𝐽 = 5. In each case, 7220 Haar-like features have
been computed from 5000 randomly selected windows within Sections A, B, and C, with the
same random seed for all values of 𝐽.
(a)
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(b)

Figure 4-23: Comparison between AdaBoost models with varying complexity of the weak
classifier. The error rate in (a) is computed on training data, while (b) is computed on test data.
Tree depth,
(𝐽 − 1)
1
2
3
4

Min training
error
0.098
0.000
0.000
0.000

Min test
error
0.163
0.069
0.033
0.040

Total training
time
8 hr 56 min
9 hr 18 min
9 hr 9 min
7 hr 3 min

Average time
per iteration
64 seconds
67 seconds
66 seconds
51 seconds

Table 4-3: Summary of AdaBoost training results for varying weak classifier complexity.
Figure 4-23 displays the results of AdaBoost classifier training, with increasing
complexity of the weak classifier. 𝐽 = 2 represents a one-level tree or decision stump (Figure
2-5), while 𝐽 = 5 represents a four-node decision tree. Figure 4-23a shows the classification error
computed with respect to the training data with increasing number of iterations, while Figure
4-23b shows the corresponding error when computed on the independent test data. As expected,
the training error and rate of error decay is lower than test error in all cases. However, we can
observe a drastic change in the performance between 𝐽 = 2 and 𝐽 = 5, with respect to both
training data. For the test dataset, we can observe that the error rate is progressively lower from
𝐽 = 2 and 𝐽 = 4 at each iteration level, while the minimum error observed in the case of 𝐽 = 4
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and 𝐽 = 5 are similar. This model calibration process suggests that an AdaBoost model which
implements weak classifiers with 𝐽 = 4 terminal nodes would provide the best performance in
cascade training for our 2D synthetic macro-fracture identification problem.
This behavior is corroborated in Table 4-3, where we see that the minimum test error
drops significantly from 16.3% to 3.3%. between 𝐽 = 2 and 𝐽 = 4, before slightly increasing in
the case of 𝐽 = 5. The reported training times are similar in all cases. However, it is important to
note that each case was concurrently executed on separate nodes on the Penn State Lion-X cluster
computing resource. Therefore, the computation time would likely vary from node to node.
Overall, these AdaBoost classification results demonstrate that in accordance with the
proposed pattern recognition approach, we are able to build a fracture detection model using the
features extracted from raw seismic amplitude data.
Prior to cascade training, I have assessed the performance of each of the trained
AdaBoost classification models by scanning Section-B (Figure 4-16). Section-B is the most
complex of available synthetic data with multiple fractures, and the largest spatial and time
extent. Each AdaBoost model contains 500 weak classifiers with complexity ranging from for 𝐽 =
2 to for 𝐽 = 5, which have been trained using 4,000 sample windows of size 0.02 seconds by 100
meters, randomly selected from the synthetic Sections A, B, and C. In assessing the trained model
on Section-B, we shift the unit window in time and space and make a categorical prediction at
each location – fracture (1) or non-fracture (-1), in addition to an estimate of fracture probability
based on Equation 2-23. In order to minimize redundancy (i.e. save computation cost), I have
shifted the unit window in time at intervals of 0.01 seconds, which is equivalent to half of the
time range of the unit window. In each case, I have utilized multithreading libraries to speed-up
the scanning protocol by computing feature scores in parallel. These scan results are displayed
below.
(a)

(b)
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(c)

(d)

(e)

(f)
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(h)

Figure 4-24: AdaBoost scan results for different weak classifier complexities. Black vertical lines
in stack section depict true fracture location. The red boxes indicate windows that have been
classified to have fractures. The figure on the right indicates the probability of fracture at each
location.
Tree
depth,
(𝐽 − 1)
1
2
3
4

No. fracture windows
predicted
(True no. of fractures = 84;
Total no. of windows = 2179)
730
439
346
331

Approximate
false positive
rate

Total scan
time
(seconds)

Windows
scanned per
second

0.31
0.17
0.13
0.12

21
20
21
21

103
109
103
103

Table 4-4: Summary of AdaBoost scan results.
In Figure 4-24 above, the charts on the left-hand side show the stack section with the red
rectangles representing the regions predicted to contain fractures by each AdaBoost model. In
these charts, the true fracture locations are shown as black vertical lines. On the other hand, the
charts on the right-hand side show the estimated probability of fracture occurrence in each region.
In all cases, I have estimated the probability of fracture presence at each location, by evaluating
Equation 2-23 at the stage where the cascade prediction protocol is terminated.
The first observation from these results is that the AdaBoost classifier which uses
decision stumps (𝐽 = 2) is unable to resolve the location of fractures under this framework. This
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is evident in the fact that Figure 4-24a shows a significant number of false positive classifications,
and the true fracture locations are indistinguishable using the probability map in Figure 4-24b.
On the other hand, when we utilize two-node decision trees (𝐽 = 3) as weak classifiers in
the AdaBoost model, a large proportion of the red rectangles are eliminated between Figure 4-24a
(580 fracture predictions) and Figure 4-24c (439 fracture predictions). As a result, we can begin
to delineate the vertical fractures in the corresponding probability map shown in Figure 4-24d.
However, there are still a numerous misclassifications which limit the resolution of the model in
pinpointing the location of fracture. As we see in Figure 4-24e and Figure 4-24f, the
discriminative performance is improved (346 fracture predictions) when we further increase the
complexity of the weak classifier to 𝐽 = 4. Finally, in the case of 𝐽 = 5 (Figure 4-24g and Figure
4-24h), the improvements are fairly marginal. On this basis, the parsimonious choice of weak
classifier complexity for our fracture detection problem is a three-node decision tree (𝐽 = 4).
In Table 4-4, we see that the total scan time does not increase significantly with
increasing complexity of the weak classifier. This can be attributed to the additive form of the
classification tree model expressed in Equation 2-9. In other words, for each weak classifier, a
prediction is made by summing 𝐽 scaled indicator functions, which return a value of 0 or 1 based
on the location of an arbitrary data point in feature space. Thus, the computational cost of
performing addition operations on 𝐽 = 2 to 𝐽 = 5 terms is likely insignificant.

4.5 Cascade model training and evaluation
The next step in this study is to implement the cascaded classifier training procedure in
Table 2-2, which utilizes a series of AdaBoost classifiers with increasing number of training
rounds, in order to improve the predictive performance and improve scanning speed. As earlier
discussed, each AdaBoost classifier in the cascade is trained using three-node decision tree (𝐽 =
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4) as weak classifiers. In order to present a more challenging problem to the model, the seismic
processing steps have been modified by omitting the direct arrival mute. This has the effect of
introducing more noise to the seismic amplitude data. The three stack sections used in cascade
model training are shown below.

(a)

(b)

(c)

Figure 4-25: Synthetic stack sections used for cascade training, with noise introduced.
The cascade training and testing procedure utilized a total of 5,000 windows, each of
which was randomly extracted from Sections A, B, and C. The cascade training parameters I have
utilized are summarized in Table 4-5 below.
Number of fracture windows used in
training, 𝑁
Number of fracture windows used for
testing, 𝑉
True positive ratio per stage, 𝐷𝑝𝑠

4000

False positive ratio per stage, 𝐹𝑝𝑠

0.85

Weak classifier complexity, 𝐽

1000
0.99

4

Table 4-5: Cascade training parameters for seismic fracture detector
The cascaded classifier training scheme has been implemented in Python, and training
has been performed using the Penn State Lion-X high performance computing resource. The
training procedure took approximately 8 hours and 55 minutes. The final cascade contains a total
of 1,202 iterations in 8 cascade stages, with a maximum of 428 weak classifiers (i.e. iterations) in
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any stage. The test error is 9.1% with respect to the validation set 𝑉. Using this trained cascaded
classifier, Section-B has been scanned using the same procedure as shown in Figure 4-24. The
scan results are shown below.
(a)

(b)

Figure 4-26: Cascaded classifier scan results on Section-B.
In Figure 4-26 above, we immediately observe dramatic performance improvements over
the corresponding non-cascade AdaBoost classification results shown in Figure 4-24e and Figure
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4-24f. The fracture windows in Figure 4-26a are largely in agreement with the true fracture
locations (indicated by black vertical line), with much fewer false positive misclassifications.
Overall, 99% of fracture windows were predicted out of 2,179 windows, which represents a false
positive rate of around 0.7%, which several times less that the non-cascade model (11%). Also,
the scan time using the cascade is approximately 9 seconds – more than three times faster than the
non-cascade classifier. However, we see regions of low fracture probability along the fractures
tend to coincides with the point of intersection between the fracture and the interface between
rock layers. This leads to the appearance of discontinuity in the fracture. In Figure 4-26b,
examples of these discontinuities are indicated by the black ellipses. This problem is likely
related to the scarcity of training samples extracted from such locations, relative to the rest of the
fracture.
Next, the trained cascade was used to scan Section-A, as shown below.
(a)
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(b)

Figure 4-27: Cascaded classifier scan results on Section-A.
The overall scan time for assessing 735 windows in Section-A is 3 seconds. We see again
from the above figure that the predicted fracture windows align with the true fracture location, as
specified in the geologic model (Figure 4-4). Also, as expected, the regions of high fracture
probability in Figure 4-27b are located along the vertical fracture. Again, we see that regions of
lower fracture probability along the fracture (black ellipses) coincide with the interfaces between
layers, which suggests a need to better account for this unique case in the training set.
Finally, the trained cascade was applied to Section-C, as shown below.
(a)
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(b)

Figure 4-28: Cascaded classifier scan results on Section-C.
The overall scan time for assessing 735 windows in Section-C is 2 seconds. We see again
from the above figure that the predicted fracture windows align with the true fracture location, as
specified in the rotated geologic model (Figure 4-18). The regions of high fracture probability in
Figure 4-28b are located along the rotated fracture, in the expected orientation. We see that the
fracture appears to be more continuous in this case, due to the homogeneous nature of the
background medium (Figure 4-17).
Finally, for the purpose of comparison, three classification models have been trained to
identify fractures within the stack sections under study – artificial neural networks (ANN),
gradient boosting models (GBM), and support vector machines (SVM). These models represent
examples of popular “off-the-shelf” statistical models for classification (Hastie et al, 2009). In
order to achieve this, I have selected 4,000 training windows from the stack sections shown in
Figure 4-25 and computed the same set of Haar-like features used in training the cascade model
above. I have then performed model calibration in order to select the input parameters, using grid
search cross-validation functions in Sci-kit Learn (Pedregosa, 2011). The range of parameters I
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have evaluated in the grid search are shown in Table 4-6 below. Section 1.1.2 provides an
overview of these models and their key parameters.
Model Parameter search

Final model parameters

ANN

Number of hidden layers: 7
Number of nodes per layer:
1024
Activation function: ReLU
Tree complexity: 5
Loss function: Binomial deviance
Number of iterations: 500
Error penalty parameter: 1000
Kernel: Radial basis function
Kernel coefficient: 1e-3

GBM

SVM

Number of hidden layers: 1-10
Number of nodes per layer: 4,
8, 16, 32, 64, 128, 256, 512,
1024, 2048
Complexity of base tree model
(i.e. number of terminal
nodes): 4, 5, 6, 7, 8
Misclassification error penalty
parameter: 1, 10, 100, 1000
Decision function: Linear, radial
basis function
Kernel coefficient: 1e-3, 1e-4

Test error
(4000 window)
3.2%

0.8%

11.9%

Table 4-6: Calibration of models used for comparison.
In the above table, the final model parameter are based on performance of each model
with respect to a fixed test set. Using these parameters, a classification model has been trained in
each case, to identify fractures within the synthetic stack sections, using Python Sci-Kit learn
libraries (Pedregosa, 2011). Since the previously discussed cascaded model was trained in eight
AdaBoost stages, each utilizing 4,000 (potentially overlapping) training windows, the ANN,
GBM and SVM models have been trained using 16,000 training windows, in order to ensure fair
comparison. To compare the performance of these models, I have scanned the trained classifiers
on Section-B, as in Figure 4-26a above. The scan results are displayed as follows.
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(a)

Number of fracture windows predicted: 328
(b)

Number of fracture windows predicted: 180
(c)

Number of fracture windows predicted: 468
Figure 4-29: Scan results for ANN, GBM and SVM models, with respect to Section-B.

134
From the above results, the GBM model displays the highest resolution in pinpointing the
location of the fractures. However, we see that in all cases, while all the fractures are identified by
the models, we can observe a large number of false positive classifications. On the other hand, the
cascade model, trained using approximately the same number of training data, is able to
accurately pinpoint fracture locations with minimal false positive error, as shown in Figure 4-26a.
These results highlight the advantage of the cascade training procedure (Table 2-2) for rare class
problems such as the seismic fracture detection problem under study, where the number of
fracture windows within the stack section (84) is much lower than the total number of windows
(2,179). This is because the cascade training objective is specifically set to improve model
robustness, such that the false positive error in each stage is progressively minimized, subject to a
lower limit on the true positive ratio, as specified by the 𝐹𝑝𝑠 and 𝐷𝑝𝑠 parameters. Additionally, the
training data selection procedure (step 3c in Table 2-2), is aimed at selecting difficult training
examples at the start of each cascade stage. On the other hand, the baseline fitting procedures
used in training the ANN, GBM and SVM models are all aimed at minimizing the overall
classification error. For these reasons, the cascade model is able to accurately pinpoint fracture
locations with much fewer false positive error, as shown in Figure 4-26a.
Overall, these results demonstrate the viability of the proposed methodology, which
involves fast and robust fracture detection from post-stack seismic data using simple features
extracted from raw seismic amplitude information. However, the results shown in this section are
based on three simple geological models, with simplifying assumptions about the fracture
characteristics. In order to extend this approach to field data for macro-fracture identification, a
fast and generalized approach is required for generating several geologic models which display
more heterogeneous properties, such as spatially varying thickness, and dip, as well as
displacement in strata. Additionally, fracture orientation and length information can be sampled
from outcrop images, in order to ensure more representative training sets.
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The proposed pattern recognition approach is developed with the goal of computational
efficiency, in order to make it amenable to the analysis of massive seismic datasets, in line with
the research objective. This is achieved through the use of easy-to-compute Haar-like features for
characterizing seismic amplitude, that serve as input to an AdaBoost algorithm that acts as a
natural feature selection process – thus mitigating the need to compute the full list of features
characterizing the seismic amplitude within the unit window. Furthermore, the above results show
that the cascade model approach further enhances computational efficiency in addition to
promoting classification accuracy. The computational savings have the potential to be further
improved by implementing the proposed scheme within a concurrent programming framework, in
order to speed-up the training and scanning protocols.
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Chapter 5
3D Fracture Identification in Field Seismic Data
Having established the viability of the proposed methodology for a synthetic case, the
next step is to extend the workflow proposed in Chapter 4 and demonstrate its applicability in
identifying fractures in a 3D field data set. With this objective in mind, I have considered the 3D
post-stack seismic data from the Teapot Dome field in Wyoming (Teapot Dome 3D Survey,
2018). In this chapter, I will detail the development of the proposed 3D fracture detection
algorithm, in line with the methodology presented in Section 2.3, which involves defining the
procedure for - (1) feature extraction, (2) pattern recognition, and (3) scanning protocol for
probabilistic predictions. Firstly, I have extracted a sub-volume within the fractured Niobrara
interval and utilized interpreted fullbore microimage (FMI) log data to establish the ground truth
for the presence or absence of fractures associated with the seismic amplitude data. Secondly, I
have extended the feature extraction approach in Chapter 4 to extract 3D Haar-like features from
seismic amplitude data. Finally, I have trained a cascade model to detect sub-seismic fractures in
the Niobrara interval. The overall workflow for 3D fracture detection is depicted in Figure 5-1
below.
1. Input data
specification

2. Feature
extraction

3. Classifier
training

4. Scanning
protocol

•FMI log data

•3D haar-like
features

•AdaBoost
model
calibration

•Fracture
probability map

Figure 5-1: 3D seismic fracture detection workflow
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5.1 Input data specification
The Teapot Dome field (also known as Naval Petroleum Reserve #3 or NPR-3) is located
in the southwestern region of the Powder River Basin, which is a part of an anticlinal system with
several structural hydrocarbon traps (Cooper et al, 2006). Figure 5-2 below displays the
geographic location of the Teapot Dome field.

Figure 5-2: Teapot Dome location (Cooper et al, 2006)
Given that until recently, the field was federally owned, the Teapot Dome dataset
containing seismic, conventional well log, image log, core, and GIS data is publicly available
(Teapot Dome 3D Survey, 2018). There is therefore available literature on geological and
geophysical studies to validate the results of our fracture identification study. The Teapot Dome
dataset includes a 3D post-stack volume which was acquired in 2005 by Rocky Mountain Oilfield
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Testing Center (RMOTC), a U.S. Department of Energy laboratory charged with studying the
Teapot Dome field for potential carbon dioxide sequestration applications (Friedmann and Stamp,
2006). Table 5-1 below summarizes the 3D data acquisition parameters.
Number of inline traces
Inline sampling interval
Number of crossline traces

345
110 feet
188

Crossline sampling interval
Time range

110 feet
3000 ms

Time sampling rate
Datum

2 milliseconds
5500 feet above sea level

Table 5-1: Teapot Dome 3D seismic dataset acquisition parameters
For the purpose of this study, I have focused on the Niobrara Shale formation within the
Upper Cretaceous region of the field. This region has accounted for more than 1.49 million
barrels of oil and 204 million cubic feet of gas production from over 100 wells. Figure 5-3 shows
the location of these intervals within the Teapot Dome geological column. Within this interval, I
have considered two fractured units - Niobrara White Specks (NBBRws) and Smokey Gap
(NBBRsg) - which lie between depths of 1500 feet and 2300 feet. The goal of this study is to
develop a fracture identification model which is able to generate a map of fracture probability to
represent the distribution of fractures within these intervals.
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Figure 5-3: Teapot Dome geological column with Niobrara formation indicated (Teapot Dome
3D Survey, 2018).
The first step in the feature extraction procedure is to specify the ground truth for the
location of discrete fractures. In order to specify the location of discrete fractures, I have utilized
interpreted image log data. Within the Teapot Dome dataset, there are three wells with fullbore
image (FMI) log data which intersect the interval of interest (71-1-X-4, 67-1-TpX-10, and 25-1X-14). The location of these wells within the Teapot Dome field is depicted below.
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(a)

t= 510 ms

IL
2232
(b)

t=360 ms
IL 223
t=720 ms

Figure 5-4: (a) Teapot Dome time amplitude section (t=510 ms) showing location of 3 wells with
FMI log data. (b) Vertical visualization of well location.
Figure 5-4a displays a time slice through the Teapot Dome field (t=510 ms), with the
location of the three FMI log wells indicated. The yellow line shows inline number 223, which is
displayed in Figure 5-4b. Figure 5-4b shows the location of these three wells within a sub-volume
extracted from the Niobrara region (t=360 ms to t=720 ms). Within the cuboidal regions I have
highlighted using red ellipses, there is available data, interpreted from FMI images, which
indicates fracture density along the wellbore. The overall strategy is therefore to extract the
seismic amplitude data surrounding these locations utilize the proposed pattern recognition
approach to model the relationship between the seismic amplitude and fracture occurrence, as
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characterized by the fracture density estimated from the fracture logs at different depths. The
fracture density log data and associated amplitude data is shown in Figure 5-5 below.

Figure 5-5: Interpreted fracture density logs (pink curves) along three wells within the Niobrara
region. These fracture density logs are displayed on top of the surrounding post-stack seismic
traces. These fracture logs have been made available courtesy of Dr. Ahmed Ouenes (FracGeo).
In the above figure, the fracture density logs interpreted from the FMI logs (pink curves)
are displayed, within the vicinity of the nearby seismic amplitude traces. The spikes along the
fracture density log represent regions where the fracture density is non-zero, while all other
depths have zero fracture density. It is worth noting that the raw fracture log density data is
available in terms of depth, in contrast to the amplitude data which has vertical units of time.
Therefore a time-depth calibration is necessary in order to ensure that the fractured regions shown
in Figure 5-5 are matched to their corresponding seismic amplitude in time. I have achieved this
by performing a seismic well-tie using Petrel software. This involves the following steps:
1. Manually track the top of the two fractured units under study- Niobrara White Specks
(NBBRws) and Smokey Gap (NBBRsg), throughout the Teapot Dome cube, in order to
establish the vertical range of the region.
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2. Use density and sonic velocity logs at each well to estimate reflectivity series along each
well.
3. Statistically extract wavelet from seismic data and convolve with the reflectivity series, to
generate a synthetic seismogram.
4. Manually align peaks and troughs from the synthetic seismogram and field seismic data
to calibrate well logs and seismic data in the region under study.
The Teapot Dome dataset also contains formation markers (in terms of depth) along each
well, as well as interpreted horizon data (in terms of time) to mark the top of the major producing
intervals in the region. Therefore, in order to increase confidence in the depth-time calibration, I
have also ensured that the horizon data and well markers are aligned in the seismic well-tie
procedure.
The seismic amplitude data shown in Figure 5-5 is extracted from a filtered and migrated
post-stack 3D seismic volume. Specifically, the raw amplitude data has undergone a number of
processing steps to convert it to the form shown in Figure 5-5. The detailed processing sequence
is provided in the Teapot Dome dataset (Teapot Dome 3D Survey, 2018), and is displayed in
Table D-1 (Appendix D). Some of the important processing steps include amplitude recovery,
deconvolution, spectral balancing, normal moveout correction, trace equalization, muting, dip
moveout correction, CMP stack, bandpass filtering, time migration, FX predictive filtering and
trace scaling. These processing steps have the potential to impact the classification performance
of the proposed fracture detection algorithm. This study does not include a quantitative analysis
of these effects. However, processes such as bandpass filtering, deconvolution and muting, which
may alter the frequency content of the signal, are likely to have more impact on the amplitude
signature associated with fracture presence or absence, through omission and/or distortion. On the
other hand, scaling and shifting operations such as gaining, moveout correction, stacking and
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migration are likely to have less impact on the model performance in identifying fractures, and
their effect may be mitigated by variance normalization of amplitudes within the unit window.
In Figure 5-5 above, we can immediately see from visual inspection that the regions of
high fracture density exist at a scale significantly lower than the wavelength of the seismic traces.
Additionally, there is no distinct signature of the seismic amplitude around the regions of high
fracture density. This illustrates the challenge that exists in extracting natural fracture information
from amplitude data. However, we hypothesize that if we decompose the amplitude data in traces
surrounding fractured regions into a set of Haar-like features using the pattern recognition
workflow presented in Chapter 4, there are likely to be subtle variations which can be used in
distinguishing fractured regions under the proposed statistical framework.

5.2 3D feature extraction from seismic amplitude
Given a set of training windows containing seismic amplitudes from both fracture and
non-fracture regions, the next step is to perform feature extraction in to characterize the spatial
distribution of seismic amplitude which reflects fracture presence or absence. In a method
adapted from real-time face detection (Viola and Jones, 2001), we achieve this by computing a
set of amplitude-derived Haar-like features with respect to several examples of fracture and nonfracture regions sampled from the regions shown in Figure 5-5. These features are depicted in
Figure 5-6 below.
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Figure 5-6: Depiction of 3D Haar-like features used in characterizing amplitude response within
unit window, where k represents the geometry index.
As shown in the above figure, each Haar-like feature consists of adjacent voxels of equal
dimensions with symmetry along one or more axes. For 2D seismic data, the features with twodimensional symmetry (𝑘 = 1, 2, 4, 5, 8) collapse into rectangular regions (shown in Figure 4-22).
In order to compute a feature score for a given training window, we simply subtract the sum of
seismic amplitudes in the grey region from the sum of amplitudes in the white region.
The Haar-like features shown in Figure 5-6 have some important properties. Intuitively,
the feature geometries with two voxels (𝑘 = 1, 2, 3) serve to evaluate the net gradient of seismic
amplitude within the unit window, with respect to time, inline and crossline directions
respectively. On the other hand, the three-voxel features (𝑘 = 4, 5, 6) are analogous to numerical
approximations of second-order gradients (i.e. curvature) in orthogonal directions, at multiple
locations and scales. Thirdly, the four-voxel features (𝑘 = 7, 8, 9) capture amplitude gradients in
two directions at a time, while the eight-voxel features consider amplitude gradients in all three
directions simultaneously.
Importantly, this means that by representing the seismic amplitude information in fracture
and non-fracture windows using Haar-like features, we are decomposing the data into a rich set of
“mini-attributes” which carry both gradient and curvature information at multiple locations and
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scales within the unit window. This allows us to then develop a statistical model which pools
information from each of these “mini-attributes”, weighted by their individual discriminative
performance in distinguishing between fracture and non-fracture amplitude characteristics.
Additionally, the simple arithmetic operations involved in evaluating these feature scores help to
enhance computational efficiency both during training and scanning protocols. To further
enhance computational efficiency, the integral image approach (Viola and Jones, 2001) discussed
in Section 2.1.2 to 3D, by pre-computing the cumulative sum of seismic amplitude in three
dimensions and strategically visiting each vertice at the interface between grey and white regions.
This allows features of various scales to be computed in constant time and helps to mitigate the
cost of unnecessary iterations.
This approach offers advantages over existing classification schemes that instead utilize a
limited set of seismic attributes at fixed scales (Meldahl et al, 2001; Aminzadeh, 2005; Huang et
al, 2017), which are susceptible to suboptimal parameterization and user-imposed bias. In
addition, by characterizing first and second order gradients within the unit window, the use of
these features has the potential to provide more discriminative model inputs than those derived
from simple feature transformation/dimensionality reduction methods applied to amplitude data,
since their directly model seismic amplitude discontinuities at multiple scales and locations.
The next step is to specify the dimensions of the unit window and associated criteria for
defining fracture presence or absence. Since we only have access to fracture density information
at the seismic trace adjacent to the well, we are not able deterministically establish the physical
extent of each discrete fracture. Therefore, I have trained the classification model to predict the
absence or presence of fractures along each trace, on a trace-by-trace basis. In order to define the
lateral extent of the unit window, I have again constrained the inline and crossline radius to 1,
relative to the seismic trace under consideration. In other words, we assume that effect of
fractures on amplitude are maximally perceivable at the neighboring traces in both inline and
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crossline directions. In order to specify the vertical extend of the window, I have taken into
account the dominant frequency of the source wavelet. Figure 5-7 below displays a wavelet
statistically extracted around the northern region of the Teapot Dome field.

35 Hz

Figure 5-7: Time-domain (top), frequency spectrum (middle) and phase spectrum (bottom) of
statistically extracted wavelet
In the above figure, the top pane represents the time-domain response of wavelet
extracted statistically using the Petrel Wavelet Toolbox. We see that the time-domain response
resembles a zero-phase Ricker wavelet. In the middle pane, we see from the frequency spectrum
that the power of the signal displays dominant frequency 𝑓𝑐 ≈ 35 𝐻𝑧. From this information, we
can estimate the period 𝑇𝑐 corresponding to dominant frequency 𝑓𝑐 in the source wavelet as,
𝑇𝑐 =

1
1
≈
≈ 29 𝑚𝑠
𝑓𝑐 35 𝐻𝑧

5-1
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To a first approximation, this suggests that the shape of the waveform at each trace is
repeated in intervals of 29 milliseconds. Therefore, since the sampling interval of the dataset is 2
milliseconds, I have specified a vertical unit window size of 30 milliseconds (15 samples), which
approximately represents the range of maximum spatial variability (vertical direction) in the
amplitude of the signal at each trace. I have also considered the number of Haar-like feature
combinations that are available to characterize the amplitude window, as well as the number of
training windows that can be extracted within the vicinity of the wells with image logs. The unit
window is depicted in Figure 5-8 below.

time

IL

30 ms
x (1 sample/2ms)
= 15 samples
Vertical
tolerance

3 IL

Figure 5-8: Unit window used in extracting training data from region adjacent to density logs.
As depicted above, I have designated a fracture window if an interval of non-zero
fracture density intersects the middle of the central trace, subject to a vertical tolerance.
Therefore, the tolerance value controls the resolution of the classification model in determining
the presence of fractures. Lower values would lead to higher resolution, at the expense of fewer
training examples of fractured windows. In order to explore the effect of varying vertical
resolution, I have considered vertical tolerance ratios of 0.2 (6 milliseconds), 0.3 (9 milliseconds)
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and 0.5 (15 milliseconds). Table 5-2 below shows the number of available training samples based
on these three tolerance ratios.
Tolerance

Vertical
resolution

0.2
0.3
0.5

6 ms
9 ms
15 ms

Number of
fracture
windows
25
30
45

Number of
non-fracture
windows
121
116
101

Table 5-2: Number of available training samples, based on varying vertical tolerance for fracture
presence specified within the unit window
Based on unit window dimensions of 15 samples vertically in time by 3 inline traces by 3
crossline traces, and the Haar template geometries shown in Figure 5-6 above, a total of 9,868
combinations of features can be computed in order to characterize the amplitude data within the
training window.

5.3 Classifier training and model evaluation results
Using the training windows and features extracted using the method described in Section
5.2, the next step is to develop a statistical model to determine a set of numerical criteria for
distinguishing between both fracture and non-fracture windows. I have achieved this using a
cascaded AdaBoost classification model. Given the limited sample size, I have utilized decisionstump weak classifiers in the AdaBoost formulation (Table 2-1). The parameters used in training
the cascade model are summarized below.
True positive ratio per stage, 𝐷𝑝𝑠
False positive ratio per stage, 𝐹𝑝𝑠
Weak classifier complexity, 𝐽

0.99
0.5
2

Table 5-3: Cascaded classifier training parameters used for 3D fracture identification within the
Teapot Dome dataset.
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Using the above parameters, I have trained three separate models, using each of the three
vertical tolerance values shown in Table 5-2 above. The results are summarized in Table 5-4
below.

Tolerance ratio

0.2

0.3

0.5

Number of windows used in training, 𝑁

40

48

64

Number of windows used for model evaluation, 𝑉

10

12

16

Number of cascade stages

2

2

3

Overall classification accuracy

100% 100% 100%

Table 5-4: Cascade training results for varying vertical tolerance
In each case, I have used all available fracture windows in training. Therefore, with
increasing vertical tolerance and more availability of fracture window examples, I have increased
the number of data used in training and model evaluation. In all cases, the converged classifier
has a classification accuracy of 100% in identifying fractures with respect to the model evaluation
set 𝑉. While a larger sample size would enable us to obtain a more robust estimate of
classification accuracy, the results suggest that we are able to detect the presence or absence of
sub-seismic fractures by utilizing solely amplitude data along each trace, using the proposed
framework.
The final step in the pattern recognition workflow is the probabilistic scanning protocol.
Using the trained classifier, I have scanned the amplitude data within a sub-volume of the Teapot
Dome dataset around the Niobrara interval, between 400 milliseconds to 600 milliseconds. In
scanning this sub-volume, the unit window is exhaustively translated along every trace, and the
fracture probability is predicted within a fixed interval corresponding to the vertical resolution at
the center of the unit window, as depicted in Figure 5-8. These classification criteria, as earlier
mentioned, are a consequence of the limited fracture density log information which limits our
understanding of the spatial extent of each fracture. Therefore, the scanning protocol calls for
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computationally expensive exhaustive search in all three cases, leading to several hours of scan
time on during serial execution. These factors can be mitigated with more detailed knowledge of
fracture length and orientation, which would allow us to specify classification criteria similar to
those depicted in the 2D fracture detection case (Figure 4-21), which would in turn minimize the
need to scan overlapping regions. Additionally, although not investigated in this study, there are
opportunities for significant speed-up through parallel execution of the scanning protocol, since
the operations involved in evaluating the cascade model at multiple locations are independent.
The following figure displays the resulting map of predicted fracture probability computed along
the 510 millisecond time slice for all three cases.
(a)

Tolerance
= 0.2 (6ms)

(b)

Tolerance
= 0.3 (9ms)
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(c)

Tolerance
= 0.5 (15ms)

Figure 5-9: Predicted fracture probability map (along slice t = 510 milliseconds), using the trained
classification models with varying tolerance.
Figure 5-9 above displays the predicted fracture probability map, using the trained
classification models. I have estimated the probability of fracture presence at each location, by
evaluating Equation 2-23 at the stage where the cascade prediction protocol is terminated.
Regions indicated in black have fracture probability close to 1, while regions displayed in white
have closer to zero probability of fracture occurrence. From the figure, we can immediately
observe that the classifier that was trained using a vertical tolerance of 0.2 (Figure 5-9a) yields a
fracture probability map with the highest resolution. On the other hand, the fracture map based on
a vertical tolerance of 0.5 (Figure 5-9c) displays significantly lower resolution in identifying
fractures, and the map based on a tolerance of 0.3 (Figure 5-9b) shows intermediate resolution in
locating fractures.
In order to gain an understanding of the aggregate spatial distribution of predicted
fractures, I have up-scaled the fracture map in Figure 5-9a by computing the volumetric sum of
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fracture probability in 5 × 5 × 5 voxels (10 milliseconds by 550 feet by 550 feet), as a fraction of
the total volume. The result is shown in Figure 5-10 below.

Figure 5-10: Up-scaled map of fracture probability.
To investigate the validity of the predicted spatial distribution of fractures, I have
compared the up-scaled map to the results for fracture location reported by other researchers for
the same dataset, as shown in Figure 5-11 below.
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(a)

(b)

Figure 5-11: (a) Inferred faults and hinge-perpendicular fractures from surface geological studies
(Cooper et al, 2006); (b) Up-scaled fracture probability map (t = 510 milliseconds) with
superimposed fault interpretations. The scale denotes the volumetric sum of fracture probability
in 5×5×5 voxels (10 milliseconds by 550 feet by 550 feet), as a fraction of the total volume.
Figure 5-11a above displays the inferred faults and hinge-perpendicular fractures from
surface geological studies at the Teapot Dome field (Cooper 2000; Cooper et al 2006). On the
right-hand side in Figure 5-11b, I have manually interpreted the prominent faults within the
interval of interest (by visual inspection of the amplitudes) and superimposed them on the map of
up-scaled fracture probability in Figure 5-10 above. Firstly, the overall orientation of the
interpreted faults, in a direction perpendicular to the hinge axis of the anticline, is corroborated by
the inferred faults derived from geological studies. Secondly, in Figure 5-11b, we can observe
that the majority of interpreted faults coincide with the regions of higher up-scaled fracture
probability. In other words, the up-scaled fracture probability values adjacent to the interpreted
faults are generally higher than the fracture probability further way from the faults. However, this
behavior is not observed in the northern region of the field, where the up-scaled fracture
probability around the northernmost interpreted fault is relatively low. This can likely be
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attributed to the absence of available FMI well log data in the northern portion of the Niobrara
interval.
Thirdly, to extract orientation statistics, I have developed an approximate discrete
fracture network by tracking surfaces of continuity within the predicted fracture probability map
in Figure 5-9a. This has been achieved using an automatic fracture patch extraction toolkit in
Petrel software. Surfaces which connect regions of high fracture probability are considered highconfidence patches, while those including regions of lower fracture probability are considered
low-confidence patches. The result is displayed in Figure 5-13 below.

Figure 5-12: (a) High-confidence fracture surfaces automatically extracted from predicted
fracture probability map, using commercial software.
The above figure displays the fracture surfaces extracted using automatic patch
extraction, with the low-confidence fracture surfaces filtered out for easier visualization. Figure
5-13 below shows the resulting azimuth orientation statistics derived from the above fracture
network.
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Figure 5-13: Histogram of azimuth angles of extracted fractures.
In another geological study, Schwartz (2006) presented the results of FMI log analysis
performed for five wells within the Tensleep formation in the Teapot Dome field. In this analysis,
Rose diagrams and equal area plots were constructed to study the orientation of open fractures
corresponding to four main fracture sets observed at the surface by Cooper (2000), namely hinge
parallel (Hpl), hinge perpendicular (Hpd), hinge oblique-A (Hoa) and hinge oblique-B (Hob)
fracture sets. The results of these studies are shown in Figure 5-14 below.
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Well name
48-x-28

71-1-x-4

67-1-x-10

61-2-x-15

25-1-x-14

Figure 5-14: Rose diagrams based on fractures observed in FMI logs within Sandstone A,
Dolomite B and Sandstone B intervals of the Tensleep formation (adapted from Figure 3-13 in
Schwartz, 2006). Hinge parallel (Hpl), hinge perpendicular (Hpd), hinge oblique-A (Hoa), hinge
oblique-B (Hob) fracture sets and the fold axis (Fa) are annotated.
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In the above figure, the four fracture sets are annotated on the rose diagrams, with respect
to five wells along the fold axis of the Teapot Dome. In each case, the area of the blue sector is
proportional to the frequency of occurrence for each fracture set. We can observe that all five
wells showed dominant hinge Hoa sets, while three wells displayed dominant Hpd sets (71-1-x-4,
61-2-x-15 and 25-1-x-14). On the other hand, Hpl and Hob sets occurred relatively less
frequently. The azimuth angles corresponding to these fracture sets are also annotated in
histogram of azimuth angles (Figure 5-13), which I have extracted from the predicted fracture
probability map. Based on the extracted distribution of discrete fracture angles, we can observe
that Hoa and Hpd azimuth angles are also the dominant fracture sets, while Hpl and Hob sets
occur relatively less frequently. Thus, these results suggest overall agreement between the
predicted fracture orientation and those observed from existing geological studies based on hard
subsurface data. In other words, using solely amplitude information in traces adjacent to fractured
intervals, we are able to develop a probabilistic classification model to identify subsurface
fractures at multiple scales, which reproduce existing knowledge of fracture spatial distribution in
the field under study.
It is worth noting that the results presented by Schwartz (2006) pertain to sandstone and
dolomite intervals within the Tensleep formation, which are lithologically different from the
Niobrara shale interval. Thus, to further strengthen these findings, more studies are required in
order to establish similarity between the stress conditions under which both Niobrara and
Tensleep fractures were formed. Secondly, the resolution of the predicted spatial distribution of
fractures is limited by sparse image log data, coarse inline and crossline spacing. In addition, the
predictive performance is likely hindered by relatively low signal quality within the Niobrara
interval. The results of this study therefore suggest that more data and improved data quality have
the potential to yield even more detailed and accurate predictions. It is also important to point out
that the method described in this work is not a one-size-fits-all approach. On this basis, a

158
collection of models can be developed to identify fractures within seismic datasets extracted from
different plays. To maintain generality, these models would be cataloged based on survey
acquisition geometry and source parameters, as well as geological factors such as the distribution
of fracture dimensions, density, and orientation.
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Chapter 6
Conclusions

6.1 Summary of work and limitations
The overall objective of this work is to develop better and faster methods for extracting
information on fractured reservoirs, using subsurface Big Data in the form of well production
data (time series) and seismic data (spatial). In order to achieve this, I have proposed a pattern
recognition workflow which involves, feature extraction from subsurface data, statistical learning
to aid identification of features, and finally a scanning protocol which is provides probabilistic
predictions on fracture related characteristics.
In defining the pattern recognition framework, I have adapted and modified the ViolaJones image object detection framework for image object detection. Specifically, I have adapted
the Viola-Jones methodology for image representation using simple spatial templates known as
Haar-like features, for feature extraction in time-series well production data (1-D features), 2-D
synthetic seismic data (2-D features) and 3D field seismic data (3-D features). Additionally, I
have generalized the Viola-Jones methodology to utilize high-order weak classification models in
the cascaded training procedure, in order to improve classifier performance. Thirdly, I have
invoked the statistical properties of the AdaBoost classification algorithm in order to develop a
mechanism for estimating class conditional probabilities from cascade model predictions, in order
to quantify the uncertainty associated with these predictions.
Using the proposed pattern recognition framework, I have then developed a novel Big
Data analytic tool to classify hydraulically fractured shale gas wells on the basis of potential restimulation outcome (favorable or unfavorable). This has been achieved by representing timeseries well data as a 1-D image vector, which enables it to be characterized using 1-D Haar-like
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features. To apply this approach to the problem of re-stimulation candidate selection, I have
simulated multiple realizations of production data from a dual-porosity shale gas forward flow
model, half of which represent favorable re-stimulation candidates. Next, I have used this data as
input to the cascaded classification model. The test results on synthetic production data show 7684% classification accuracy depending on the re-stimulation success criteria and timing of restimulation, in the presence of competing reservoir influences. I have demonstrated that these
results represent significant improvements over traditional approaches such as type curve
analysis, on the basis of accuracy and time requirements. Finally, the trained classification model
has been used to analyze a collection of real-world wells which have undergone re-stimulation.
The results of this field study show that the trained classifier is able properly identify more than
71% of wells as favorable and unfavorable re-stimulation candidates, using solely gas rate data.
The proposed production data classification framework has the potential to be used as a
Big Data analytic tool for long duration production data analysis, in order to serve as a screening
tool for re-stimulation candidate selection and other applications. The methodology can be easily
modified to address other reservoir management/development decisions by harnessing the
information from massive collection of production data. This helps to facilitate a transition
toward workflows involving continuous analysis of well data, in order to bolster confidence and
mitigate uncertainty in reservoir management and decision-making. One potential limitation of
this approach for use with field data is the dependence of the Haar-like features on the duration
and sampling interval of the production data, since they are parameterized by time and scale. This
confines the application of the proposed methodology to regularly-sampled production data.
Secondly, in line with the objective of developing fast and robust techniques to better
extract spatial information from large subsurface datasets, I have adapted the proposed pattern
recognition framework to perform fast and robust macro-fracture detection in 2D seismic data. In
order to achieve this, I have adopted a forward simulation workflow, in a manner similar to the
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production data classifier training procedure. This involves simulating seismic wave propagation
in a fractured geological medium using a discontinuous Galerkin model, and developing a
workflow to process the shot records from a 2D seismic survey into a post-stack seismic section.
Using this procedure, I have generated three synthetic stack sections with different background
medium properties, varying number of fractures and orientations. Utilizing these sections as input
training data, I have established a method for characterizing seismic post-stack data based solely
on raw seismic amplitude data, in order to promote scanning efficiency. I have achieved this by
specifying a unit window which is aimed at capturing maximal fracture information in the time
and spatial dimensions, while also maximizing spatial resolution in pinpointing the location of
fractures. I have also defined the criteria for predicting a fracture within this window with the
same objectives. Next, similar to the Viola-Jones approach, I have characterized the seismic
amplitude data using simple 2D Haar-like features, which serve as inputs into the classification
model. In order improve the classification accuracy and the rate of error decay relative to increase
in model complexity, I have implemented an AdaBoost training scheme which accounts for 3rd
order interactions between attributes in feature space using a four-node classification tree as the
base classifier.
This higher order AdaBoost model has been incorporated into a cascaded classifier
training scheme in order to help identify fractures in post-stack seismic data. The results of this
study show excellent classification accuracy in identifying vertical and rotated fractures in each
of the three synthetic sections. Additionally, the spatial distribution of estimated probability of
fracture occurrence shows concentration of high probability around the fracture and low
probability away from the fracture, with the exception of regions of intersection between the
fracture and the interface between rock layers. This approach has the potential to significantly
mitigate the computational cost involved in calculating seismic attributes as input to traditional
automated fracture detection workflows.
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Thirdly, I have extended the proposed method to 3D seismic fracture detection, with the
objective of mapping fractures within the Niobrara Shale formation in the Teapot Dome field. In
order to achieve this I have incorporated FMI log interpreted fracture density data in order to
establish the ground truth for the presence of fractures in the subsurface and their associated
amplitude response. I have then extended the Viola-Jones 2D image representation method to
extract 3-D Haar-like features from the 3D amplitude data, in order to serve as input features to
the cascade classification algorithm. Using this approach, I have then specified a unit volume and
classification rules for assigning fractures within this volume, and subsequently decomposed the
training volumes into 9,868 combinations of Haar-like features. Using this input data, I have
trained a cascaded classification model to identify subscale fractures within the Teapot Dome
Niobrara formation. The resulting fracture network shows agreement with existing geological
studies in spatial distribution of fractures and aggregate orientation.
As is the case with well production data, the dependence of these Haar-like features on
location and scale within the unit window limits the generality of the classification model for
analyzing seismic data acquired using different geometry and source-receiver parameters.
Additionally, the use of amplitude-derived features means that the results have the potential be
sensitive to processing steps which alter the frequency content of the data.
The following table summarizes the key aspects of the proposed pattern recognition
framework for production data classification (1D), 2D and 3D seismic fracture detection usecases, in line with the methodology outlined in Section 2.3.
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Production data
classification (1D)
Feature
extraction

Pre-processing

Standardize to
initial rate

Specification of
ground truth

Post restimulation
success metrics
1D Haar like
features (2
geometries)
1D cumulative
rate sum
2-year and 3-year
monthly sampled
rate
236 and 684

2D seismic
fracture
detection
Clip and
variance
normalization
Seismic forward
modeling in
fractured media
2D Haar-like
features (5
geometries)
2D cumulative
amplitude sum
20 millisecond
(40 samples) x 3
CMP samples
7,220

200

4,000

J=2

J=4

8-14

8

Feature types

Feature
computation
Unit window

Number of Haarlike feature
combinations
Pattern
Number of
recognition training data
Weak classifier
complexity
Number of
cascade stages
Scanning
Scanning interval
protocol

Scan rate

-

100 wells in 0.35
seconds

Half of unit
window
dimensions in
time and space
242 windows
per second

3D seismic fracture
detection
Variance
normalization
Interpreted FMI log
data
3D-Haar-like
features (11
geometries)
3D cumulative
amplitude sum
30 millisecond (15
samples) x 3 inlines
x 3 crosslines
9,686

40 (due to limited
FMI data)
J = 2 (due to
limited data)
2
Exhaustive traceby-trace scan

221 windows per
second

Table 6-1: Summary of key aspects of pattern recognition framework, for 1D, 2D and 3D use
cases.

6.2 Summary of key findings
In this section, I will outline the key findings of this research, based on the work
discussed in Section 5.1.
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1. Time series well production data can be represented as a 1D vectorized image. Haar-like
features extracted from flow rate data carries information on flow regimes and curvature
characteristics experienced by the well at varying time instances and time scales within
the productive life of the well. Two-rectangle features evaluated earlier in the life of the
well over shorter time scales have displayed the best discriminative performance in
distinguishing re-stimulation candidates, under the proposed framework.
2. Type-curve methods for analyzing multistage hydraulically fractured shale gas wells are
inadequate in distinguishing between favorable and unfavorable re-stimulation
candidates.
3. Cascade training performed using higher order weak classification trees leads to
increased training time. However, by accounting for higher order interactions between
features and the outcome of interest, such as fracture presence/absence in seismic data,
more drastic improvement in accuracy can be achieved with each successive AdaBoost
iteration. As seen in the case of 2D synthetic seismic fracture identification, where there
are subtle differences in amplitude characteristics associated with fracture and nonfracture regions, this approach has the potential to both improve classifier performance
and mitigate computational cost of scanning by reducing the number of AdaBoost
iterations within each cascade stage.
4. The proposed cascade training procedure offers advantages over comparable statistical
learning methods for seismic fracture identification problems. ANN, GBM and SVM
models trained using the same data have displayed high false positive ratios compared to
the cascade model, which lowers the spatial resolution in pinpointing fracture locations.
This is because the cascade model provides flexible tuning criteria and a training
objective specifically aimed at minimizing false positive ratio, as well as a training data
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selection framework which emphasizes to training windows with more subtle
distinguishing characteristics.
5. The proposed Haar-like feature representation of seismic amplitude data serves to
decompose the amplitude information into a collection of “mini-attributes” which
characterize gradient and curvature at an exhaustive set of locations and scales within the
unit window. This means that the proposed classification model takes into account the
discontinuity at multiple locations and scales in distinguishing between fracture and nonfracture regions.
6. Using the proposed pattern recognition approach, we are able to identify both macrofractures and subscale fractures using solely amplitude information in traces adjacent to
fractured intervals.

6.3 Recommendations for future work
The following studies are recommended to advance the findings presented in this
dissertation.
1. Implement production data classification methodology within real-time setting.
2. Incorporate multicomponent seismic amplitude data to improve pattern recognition
model performance and yield new insights on fracture characteristics at multiple
orientations and scales.
3. Re-stimulation candidate selection framework that accounts for variable economic
objectives, in order to predict favorable and unfavorable candidates.
4. Evaluate the impact of extrapolation using empirical relationships on production data
classifier accuracy.
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5. Evaluate the impact of processing steps on the performance of seismic fracture
identification algorithm.
6. Coupled seismic fracture forward modeling and flow simulation to evaluate the
multivariate feature distribution associated with wells in both densely fractured and
sparsely fractured zones.
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Appendix A Principal component analysis data

False positive case
Parameters, 𝑘
Hydraulic fracture closure rate
Initial gas saturation
Hydraulic fracture tip conductivity
Hydraulic fracture spacing
Langmuir volume
Diffusivity
Shale porosity
Reservoir thickness
Flowing bottomhole pressure
Hydraulic fracture half length
Hydraulic fracture conductivity
Shale compressibility
Langmuir pressure
Initial reservoir temperature
Complex fracture conductivity
Complex fracture spacing
Initial reservoir pressure
Bulk density
Natural fracture conductivity
Natural fracture spacing
Reservoir depth
Shale permeability
Complex fracture closure rate
Number of hydraulic fracture stages
Principal component score, 𝑧𝑖

False negative case

Value

𝑙𝑘 𝜓𝑘𝑖

Value

𝑙𝑘 𝜓𝑘𝑖

3.37
0.797
19.38
120
86.04
5.27E-05
8.89E-02
253
490.34
570
28.24
2.57E-06
580.28
325.02
11.05
0.519
2455.30
2.955
4.43E-03
2.948
8825
3.007E-04
4.26
7

-0.548
0.343
-0.518
0.378
-0.232
-0.024
-0.065
0.187
0.107
-0.253
-0.239
0.145
0.186
-0.136
0.148
-0.110
0.102
0.106
-0.065
0.031
0.014
0.008
0.001
0.000
-0.437

4.19
0.801
5.56
120
54.56
6.26E-05
4.26E-02
276
451.83
510
11.90
2.25E-06
586.41
149.35
3.27
1.561
6462.52
2.615
3.02E-02
2.184
5840
1.856E-04
4.07
9

0.169
0.377
-0.091
0.378
-0.348
-0.142
0.264
0.268
0.139
-0.151
0.239
0.062
0.183
0.102
-0.105
0.048
-0.060
0.014
0.019
0.042
-0.018
0.011
0.000
-0.001
1.398

Table A-1: Principal component analysis data corresponding to false positive and false negative
cases identified in type curve analysis. 𝑙𝑘 𝜓𝑘𝑖 represents the product of the standardized flow
parameter and the corresponding principal component loading (see Equation 3-2).
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Appendix B Favorable candidate wells used in field validation study
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Appendix C Unfavorable candidate wells used in field validation study
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Appendix D Teapot Dome Processing Sequence

2
3
4

Process
Format conversion – SEGD IEEE to
Internal
Geometry application
Record and trace edits
Refraction and statics derivation

5

Amplitude recovery

6

Surface consistent amplitude
scaling
Minimum phase conversion
Surface consistent minimum phase
spiking deconvolution
Spectral balancing
Statics to processing datum
CDP sort
Velocity Analysis
Surface consistent residual statics
Velocity analysis
Surface consistent residual statics
Normal moveout correction
Trace equalization
First break mute
Statics to final flat datum

1

7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
31
32

Dip moveout correction
Inverse normal moveout correction
CMP stack
SEGY output of unfiltered stack
Bandpass filter
Stolt 3D time migration
SEGY output of unfiltered poststack time migration
FX predictive filter
Bandpass filter
Trace scaling
SEGY output of FX filtered
migration
FX predictive filter
Bandpass filter

Parameters

Green Mountain Delay Time Method - Single
Layer Case - Vo = 4000 ft/s
Statics computed to 6500ft datum @ 9000 ft/s
1/(time*vel**2) spherical divergence correction
t**1.4 Gain Correction

Filter derived from correlated sweep
140 msec Operator - 0.1% pre-whitening
6/10 – 90/100 Hz 8 gates

1000 msec AGC
Datum = 6500 ft - Replacement Velocity = 9000
ft/sec

8-12 – 90/100 Hz
100% of the RMS stacking velocities

8/12-90/100 Hz
1000 ms windows, 50% overlap

8/16-80/90 Hz

180
33
34

Trace scaling
SEGY output of FX filtered DMO
stack

1000ms windows, 50% overlap

Table D-1: List of processing steps for 3D Teapot Dome dataset. This information is included
with the RMOTC Teapot Dome dataset, which was available in the public domain (Teapot Dome
3D Survey, 2018).

VITA
Egbadon is a PhD candidate in Petroleum and Natural Gas Engineering, who holds a
Bachelor’s degree in Electrical Engineering from Texas Christian University and a Master’s
degree in Energy and Mineral Engineering from Penn State University.
His unique background has fostered an interest in statistical learning approaches for
knowledge discovery in large datasets. On this basis, his interests are centered around the
application of Big Data analytics towards characterizing fractures and complex subsurface
features in unconventional shale reservoirs, by harnessing information from well production and
seismic data.

