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Abstract
In this dissertation, we develop statistical methods for providing access to sensitive
data, with the goal of simultaneously protecting individuals’ privacy and enabling high
quality research. In addition to the theoretical contributions we provide to the area of
statistical data privacy, our work is motivated by collaborations with practitioners and
real policy problems, and as such is meant to be highly practical and easy to implement.
We present two alternative paradigms for providing researchers access to sensitive
data that build on ideas from statistical disclosure control (SDC) methodology, and
techniques of secure multiparty computation (SMPC) and di↵erential privacy (DP)
from computer science.
First, under the SMPC framework we develop an algorithm for computing secure
maximum likelihood estimates (MLE) over partitioned databases without sharing
any data or intermediate statistics. This is motivated by the scenario where di↵erent
entities (or individuals) hold separate partitions of data, and researchers wish to
obtain model estimates or statistics utilizing all the data which cannot be combined.
We show that under a certain set of assumptions our method for estimation across
these partitions achieves identical results as estimation with the full data but without
violating privacy. We demonstrate the utility of the algorithm through the simulations
and estimation of structural equation models with real data, and point out that is
more widely applicable to factor models, linear regression, and PCA.
Second, we provide new theoretical results for the utility evaluation of synthetic
data based on its distributional similarity to the original data. The release of synthetic
data is motivated by the desire for researchers to have downloadable microdata which
they can use for exploration and model testing but that do not violate privacy. We
derive new theoretical results for the propensity score mean-squared-error (pMSE)
utility measure, and demonstrate how its use can improve on the choice of synthetic
data models. We further combine the pMSE with di↵erentially private methodology to
produce synthetic data that maximize distributional similarity under the constraints
of ✏-DP. This ensures that we not only release synthetic data that o↵ers high utility,
but it also guarantees quantifiable and provable privacy protections for the individuals
in the data.
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CHAPTER

ONE

MOTIVATION AND OVERVIEW

Statistical data privacy tackles the problem of providing researchers with the ability to
carry out high quality research using data or statistics that have undergone alterations
in order to protect the information of individuals or organizations. Due to the
constraints on the original data, this is a complex problem requiring a variety of
statistical tools. Given the di↵erent needs of both the data stakeholders and the
researchers, there are numerous di↵erent ways to approach this problem. For example,
we may provide access to summary or model statistics only, or we may release entire
microdata sets for public use. Both scenarios carry privacy risks and simply releasing
aggregate information is not always enough to protect privacy.
The core concepts of well-developed statistical data privacy methodology are: (1)
minimizing risk of privacy disclosure for individuals or organizations represented in the
data, (2) maximizing analytic accuracy for researchers, and (3) delivering clear and
provable protection methods. The first two goals may seem obvious, but the difficulty
comes from the fact that they work in opposition. It may be possible to release highly
useful public data, but it may reveal significant information about the entities in the
data, for example. Alternatively, it may be possible to prove strong guarantees that no
information will be leaked, but it is only possible to release relatively trivial statistics.
The third goal focuses on the relation between these methods and the real world.
Outside of the technical framework, we must convince real stakeholders who have
information at risk that our statistical privacy methods achieve desirable results in

practice. Ultimately, the usefulness and implementation of these methods is a policy
decision based on societal demands for privacy and research data.
Our work draws on ideas from across traditional concepts of Statistical Disclosure
Control (SDC) (Hundepool et al. (2012)), cryptographic concepts of Secure Multiparty
Computation (SMPC) (Yao (1982)), and formal learning theories of Di↵erential Privacy
(DP) (Dwork et al. (2006)). Methodologically, these areas seek to answer related
questions on privacy-enabling data sharing based on di↵erent sets of asssumptions
and tools, and they develop varying solutions accordingly. Broadly speaking, all of
these areas contribute to the concept of statistical data privacy, though often di↵ering
in technique.
National Statistical Offices (NSOs) in various countries have implemented these
approaches, most notably the U.S. Census Bureau with products such as OnTheMap,
the Synthetic Longitudinal Business Database (SynLBD), the Synthetic Suvery of
Income and Program Participation (SIPP) data, and the American Community
Survey Quarters Data; see OnTheMap (2015), Kinney et al. (2011), Benedetto et al.
(2013), and Hawala (2008), respectively. The Census Bureau has also committed
to implementing new measures based on Di↵erential Privacy for the 2020 Decennial
Census and future projects. Private companies have also begun to implement some of
these techniques in order to improve transparency and access for researchers, notably
the Google RAPPOR project and Apple’s Di↵erential Privacy for machine learning
project; see Erlingsson et al. (2014); Fanti et al. (2016) and Team (2017), respectively.
In the following section, we briefly review the di↵erent chapters and the corresponding contributions. Each proceeding chapter provides further in-depth overview and
literature review for each topic.

1.1

Overview of Chapters

Chapter 2 addresses the situation where a researcher wishes to analyze data sitting
behind two or more firewalls, which can neither be combined nor shared with the
researcher. This chapter draws on our work in Snoke et al. (2016, 2018). We present
a secure algorithm drawing on ideas from Secure Multiparty Computation in order
to produce maximum likelihood estimates (MLE) without sharing any true data or
statistics. Apart from privacy, this situation can also arise due to proprietary concerns
2

or the size of the data. We focus on the privacy issue, since it is common in many
fields for researchers to require data from numerous di↵erent stakeholders. Behavioral
research, for example, requires data from many sources such as the U.S. Census
Bureau, the National Center for Health Statistics, the National Center for Educational
Statistics, or the Bureau of Labor Statistics with serious privacy guarantees, as noted
by the National Human Research Protections Advisory Committee (NHRPAC)1 . In
such cases, researchers typically acquire the data through user agreements, or they
work to organize a data sharing agreement among the data centers to pool the data in a
trusted central repository. Either of these can often take months if not years to set up,
and it places a heavy burden on the researchers. While the release of public versions of
each data set may be infeasible, an alternative is to allow researchers to query specific
models or statistics in a distributed setting. This approach is akin to a standard
remote query, but it allows for information to be combined from multiple data sources
residing behind di↵erent firewalls. Researchers in the behavioral sciences have begun to
explicitly argue for analysis in distributed settings both for ensuring confidentiality and
for furthering research possibilities; see Boker et al. (2015) on distributed estimation
with an initial applications to structural equation models (SEMs).
We provide a solution to the aforementioned problem for securely achieving accurate
multivariate normal MLE estimates. We present a round robin approach to sharing
noisy statistics which allows the calculation of the correct joint log-likelihood for
a given set of parameters without sharing any true intermediate statistics or data.
This algorithm can then be used with any standard optimization method to provide
maximum likelihood estimates. We envision a research network with data holders
who have agreed to allow their data to be queried through a secure algorithm and a
central node who controls the optimization and facilitates researchers’ queries. We
focus on this class of models, since the multivariate normal MLE is used to fit various
classes of models such as factor models, SEMs, PCA, and linear regression models.
Our work relates to other partitioned data model estimation methods; see Karr et al.
(2007, 2009); Lin and Karr (2010); Fienberg et al. (2009). We improve on them by
expanding the class of potential models and improving the security of the estimation
algorithm.
Chapter 3 presents a method for comparing di↵erent synthetic data sets in order
1

See http://www.hhs.gov/ohrp/archive/nhrpac/documents/dataltr.pdf
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to determine preferred public data releases. This chapter is based on the work in
Snoke et al. (2018). Synthetic data methodology, in particular, as introduced by
Rubin (1993), Raghunathan et al. (2003), and Reiter (2002), has become a popular
method for providing access to microdata that maintains many distributional aspects
of the original data. Synthetic data allows users to carry out exploratory data analysis
(EDA) and fit models to get a general idea of the statistics they would expect in the
original data. The key idea behind synthetic data is to model the joint distribution on
the original data and generate new records from this generative model, which will then
be released in place of the confidential values. If the correct generative distribution
were known, the synthetic data would represent an equivalent sample as the original
data, but it would (presumably) contain none of the same records as the original data.
The goal of synthetic data is to approximate the correct generative model as best
as possible, in order to get as close to an equivalent sample. To this extent we measure
utility by the general distributional similarity between the original and released data
files. Previous work on this includes Karr et al. (2006) and Woo et al. (2009), and in
particular we focus on a method for estimating distributional distance using propensity
scores estimates. The utility statistic of interest is the mean-squared error (MSE) of
the propensity scores, which we will term the pMSE. We extend this approach by
giving theoretical results on the distribution of the pMSE under the null case that the
correct synthesizing distribution is known. We use this to rescale the utility estimate
to a more interpretable value, and we show that it can also be approximated using
non-parametric approaches.
In addition to theoretical developments, we show through extensive simulations
and real data applications that this approach aids in practical decision making when it
comes to choosing the best synthetic data release. The distributional measure reveals
information about the synthetic data which more traditional utility measures, such as
a comparison of beta coefficients from a linear regression model fit on the original and
synthetic data set, miss in certain situations. The distributional utility should be used
in tandem to more specific measures such as those and visual inspections of the data.
Chapter 4 follows directly on the method developed in Chapter 3, and we use
it to develop a method for generating Di↵erentially Private synthetic data which
is continuous and unbounded. Di↵erential Privacy (DP) is a formal framework for
releasing data or statistics which have a provable level of privacy. It is appealing
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to combine this with synthetic data, since synthetic data does not o↵er any formal
guarantees about the risk, relying instead only on the fact that the generated values
are not linked to any “true” individuals. On the other hand, DP methods do not
traditionally allow for the release of continuous, unbounded data, so typical methods
are forced to deal only with count data or make assumptions about “reasonable”
bounds. By combining the pM SE statistic from Chapter 3 with a method known as
the Exponential Mechanism, we can synthesize data that maximizes the utility under
the constraint of DP, and we do not need to make any assumptions on the range
or distribution of the data. This allows us to adapt the method for many di↵erent
datasets. We give theoretical results and also discuss the implications computational
limitations when using standard software. Through simulation, we show that our
method o↵ers strong utility compared with other methods of generating DP synthetic
data.
In Chapter 5 we summarize the major contributions of this dissertation to the
statistical data privacy methodology, reflect on open questions and future directions,
and o↵er concluding remarks.
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CHAPTER

TWO

MODELING ACROSS PRIVATE PARTITIONED DATA

This chapter is based on the papers Snoke et al. (2016, 2018). The research originated
through collaboration with Professor Timothy Brick from the Department of Human
Development and Family Studies at the Pennsylvania State University and as an
extension of the MID/DLE (Maintained Individual Data / Distributed Likelihood
Estimation) project (Boker et al. (2015). My contributions include all the theoretical
development, the production of the secure algorithm code, the implementation of the
simulations, and the majority of the real data analysis.

2.1

Introduction

In many real-life settings, researchers wish to utilize data from separate databases
but are unable to physically combine the data due to restrictions such as privacy
concerns, proprietary issues, sheer size of the data, or massively distributed data such
as proposed by Boker et al. (2015). Consider situations such as with health data where
a researcher wishes to carry out a longitudinal study on PTSD for veterans who utilize
di↵erent hospitals and primary care physicians, with education data where students
switch between schools, or with behavioral psychology in a twin study where the twins
do not wish to share their data with each other. In all these cases, standard practice
is to go through user agreements or to develop trusted data centers which are allowed
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to pool data. Both of these options take lengthy periods of time, and sometimes it is
not even possible to establish such a trusted party. Alternatively, estimates may be
obtained through algorithms that pool information across the databases to produce
aggregrate statistics or estimate models without sharing the data. When privacy is
a concern, we want to do this pooling of information in a “secure” manner. This
implies two elements: first that the private inputs, the data, from each database are
not shared or revealed, and second that the estimates produced are accurate to what
would be produced if all the data were combined. While guaranteeing the data are
not shared, di↵erent algorithms can provide di↵erent levels of security based on the
potential for data leakage through the sharing of intermediate values.
Motivating this work is a real model based on research data that came from multiple
sources and could only be combined through a lengthy process with a trusted research
network. Specifically we utilize data collected between 2012 and 2015 on kinship
foster placements from a collaboration between the University of Oklahoma Health
Sciences Center (OUHSC), the Oklahoma Department of Human Services (OKDHS),
and the North Oklahoma County Mental Health Center (NorthCare). Because of the
partnership between OUHSC, OKDHS, and NorthCare all data could be gathered
and merged into a single data table for analyses, but establishing trust and data
sharing agreements between these kinds of agencies in many states is often difficult
and tenuous at best. Though the government and university institutions involved in
the data collection have been collaborating for over twenty years, the data sharing
agreement still took months to establish.
Similar agreements often never come to fruition because sufficient trust and legal
protection cannot be forged to release potentially sensitive and identifying information
to outside institutions. Moreover, laws (e.g., the Health Insurance Portability and
Accountability Act and the Family Educational Rights and Privacy Act) sometimes
preclude data transfers without special permissions from the individuals themselves.
Even when data sharing is mandated by funding agencies or journals, the compliance
rate is typically near zero percent, for example as Savage and Vickers (2009) showed
using the PLoS journals. However, without gathering all the data into a single location,
only aggregated summaries would typically be possible and no relationships across
variables stored in separate places could be investigated. In particular, no statistical
model could be built from data stored at separate locations without at some point
bringing all the data to the same location. Our work shows that for a wide class of
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models results can be reproduced accurately without needing to physically combine
the data, providing a mechanism to allow statistical model building across multiple
separate data sources, obviating the need for many data sharing agreements, and
dramatically reducing the amount of trust required for institutions to collaborate.

Figure 2.1.1: Data partition types, with rows for individual entries and columns for
attributes.
A key feature of this paper is that we present our algorithm with real applicability
in mind. We imagine this method working inside a framework that includes a research
network of data holders who have agreed to be part of a research network in which
they allow their data to be queried using the secure algorithm, but they do not share
their data. In addition to the parties holding data, our algorithm includes a “central”
party who is responsible for facilitating researchers’ model requests and initiating
the algorithm. Past work has focused on hypothetical situations where two or more
groups who all hold data have an interest in jointly computing some statistic. While
our framework allows for the possibility that a data holder also has research questions,
we believe it is at least as useful if not more so to assume that the researcher is an
outside entity who wishes to query a model across various data sets which they are
unable to physically access. In that case, the data nodes play no role in choosing the
model but have agreed, as part of being in the research network, to go along with the
algorithm.
Our method relies on the framework known as secure multiparty computation
(SMPC), which was introduced and originally termed such by Yao (1982) (see also
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Goldwasser (1997); Lindell and Pinkas (2009)). Various algorithms using SMPC have
been proposed in the statistical disclosure control (SDC) literature for the purpose
of statistical inference. While much of the SDC work has focused on releasing noisy
microdata sets through perturbation, suppression, or generation of synthetic data (see
Hundepool et al. (2012); Willenborg and De Waal (2001); Fienberg and Slavković
(2011); Raghunathan et al. (2003) for more on these methods), the work based on
SMPC has focused on providing accurate model estimates without sharing the data
and minimizing sharing of intermediate statistics. This is essentially a secure query
on multiple physically separate data sets.
Partitioned data can be classified as vertically, horizontally, or complexly partitioned;
see Figure 2.1.1. Vertical partitions imply each database holds the same set of
individuals but di↵erent variables. The converse, horizontal partitions, implies common
variables across databases but di↵erent sets of individuals. Finally complex partitions
imply some combination of vertical and horizontal. Another case, which we do not
address in this paper, is the case of overlapping partitions. Reiter et al. (2004)
considered this problem, but it fundamentally changes the security question. In this
paper we will assume the data sets are not overlapping, but that they can be correctly
linked using a unique identifier that is shared across all databases. This unique ID is
necessary in the vertical partitions case because each database will contain di↵erent
variables measured on the same individuals, and we need to correctly match these
individuals across databases.
SMPC techniques have been used for parameter estimation in various papers
previously in the SDC literature. For example, Karr et al. (2007) and Lin and Karr
(2010) proposed distributed likelihood estimation (DLE) for horizontally and vertically
partitioned data using secure sums and oblivious transfer. Karr et al. (2009) proposed
a secure matrix multiplication algorithm to estimate the sample data covariance matrix
without combining data, and Ghosh et al. (2007) proposed adaptive regression splines
for horizontal data. Sanil et al. (2004), Karr et al. (2005), Fienberg et al. (2006),
Fienberg et al. (2009), and Nardi et al. (2012) proposed various methods for secure
logistic regression and log-linear models for categorical data. There is also a large body
of literature on achieving data mining or machine learning results through SMPC (e.g.,
see Vaidya and Clifton (2004) or Vaidya et al. (2008)), but this literature is typically
concerned only with prediction and not parameter estimation and interpretation.
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When dealing with horizontally partitioned data, a secure routine can often be
devised easily, but it is more tricky with vertically or complexly partitioned data.
Previous work related to ours focused on two strategies for vertical partitions, either
devising secure methods to compute the sample covariance matrix (e.g., Karr et al.
(2009)) or finding maximum likelihood estimates for specific models such as logistic
regression (e.g., Nardi et al. (2012)), including performing Lasso (e.g., Samizo (2016)).
In this paper we will not compute the sample covariance in closed form but achieve it
by maximum likelihood. By doing this for the multivariate normal parameters, rather
than specific parameters for models such as logistic regression, we allow the flexibility
to fit a wider class of models.
We rely on a couple of common assumptions used in SMPC algorithms, which are
also included in all of the previous related work. We assume semi-honesty, which
means that all parties will follow the algorithm as stated, and we assume that they will
not collude to try to uncover a third party’s information. These two assumptions have
been termed “honest but curious”, coined by Kissner et al. (2005), and it allows that
the parties may use available information to try to uncover other parties’ information.
Another assumption is that the final output is itself not risky, such as an estimated
covariance matrix in the case of vertically partitioned regression, see Karr et al. (2009).
We also make that assumption here, while noting that this may very well not always
be the case. Further work should consider methods to combine our algorithm with
e↵orts to minimize any risk of releasing model estimates, but here we focus on getting
accurate estimates without sharing data or intermediate statistics, minimizing data
leakage.
Ultimately, this paper presents a secure algorithm to calculate the correct multivariate normal log-likelihood for a set of parameters (mean and covariance matrix)
given the partitioned data, which can be used with standard optimization techniques
to produce maximum likelihood estimates (MLEs) of the parameters. This extends
our previous algorithm given in Snoke et al. (2016), where we showed it was possible
to accurately compute multivariate normal maximum likelihood estimates without
passing any data or statistics that allow for immediate reconstruction of the data. In
this paper we go a step further and show that by using secure multiparty computation techniques we can get accurate estimates without sharing any true information
between partitions, minimizing any possible data leakage. From a privacy standpoint,
this greatly reduces disclosure risk due to the algorithm, leaving only the risk from
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disclosure due to releasing final model estimates.
For inference, the MLEs of the multivariate normal parameters are commonly
used to estimate a variety of models, such as linear models, factor analysis, principal
components analysis (PCA), or structural equation models (SEMs). This approach
provides a more general modeling framework from previous work, which focused on
specific model classes. Under our algorithm any analysis relying on the multivariate
normal MLE can be performed across partitioned data sources. Additionally, our
algorithm naturally extends to complex partitions (see Figure 2.1.1), which we demonstrate, while previous methods have focused solely on horizontal or vertical partitions
(o↵ering only hints of solutions for complex partitions). Finally, our method reduces
the remaining privacy risks in the vertical partition setting over previous methods
of computing the sample covariance matrix directly through methods such as secure
matrix multiplication, and the risk under our algorithm does not increase with the
number of partitions, as is the case for some previous methods which we will discuss
further in Section 2.2.
The rest of this paper is organized as follows. Section 2.2 reviews related prior
methods and discusses potential security or computational improvements. Section 2.3
covers the mechanics of distributed likelihood estimation. Section 2.4.3 presents a
detailed walk-through of our secure algorithm. Section 2.5 presents simulations to test
the computational complexity and accuracy of the algorithm. Section 2.6 addresses
the motivating real data problem, discussing various models, and showing accurate
results without combining the data. Section 2.7 gives final remarks and discussion.

2.2

Previous secure methods

Here we detail some of the relevant prior methods used for secure MLE and covariance
modeling, and we cover some of the ways in which we improve on these methods. We
focus on previous algorithms that allow for general covariance modeling to show how
we improve on them with respect to data leakage. We do not cover specific secure
methods such as linear or logistic regression, since our method generalizes to a larger
class of models. We also focus on the vertical partition case, since secure MLE in the
purely horizontal case has been shown to be easily generalizable (see e.g., Karr et al.
(2007)).
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2.2.1

Sample covariance estimation by secure matrix multiplication

One straight-forward applications of secure protocols with statistical quantities is an
algorithm for calculating the sample covariance by secure matrix multiplication. The
computation of the sample covariance in this way allows for various model estimation,
most notably linear and logistic regression as shown in Karr et al. (2009), Fienberg
et al. (2009), and Slavkovic et al. (2007). This is a general estimation algorithm,
similar to our method. Algorithm 1 gives details. Suppose we have two parties, with
data X1 2 Rn⇥p1 and X2 2 Rn⇥p2 , who wish to securely compute the o↵-diagonal
elements of the covariance matrix X1T X2 .
Algorithm 1 Secure Matrix Multiplication (Karr et al. (2009))
Input: X1 2 Rn⇥p1 and X2 2 Rn⇥p2 held by party 1 and 2 respectively
Output: X1T X2
1: Party 1 generates an orthonormal matrix Z 2 Rn⇥a , such that ZiT X1j = 0 8i, j
(columns)
2: Party 1 sends Z to party 2
3: Party 2 computes W = (I
ZZ T )X2 where I 2 Rn⇥n is the identity matrix
4: Party 2 sends W to party 1
5: Party 1 computes X1T W = X1T (I
ZZ T )X2 = X1T X2
6: (Optional) Party 1 sends X1T X2 to party 2
The strength of this algorithm is that it is fairly simple and easy to implement. It
can also be implemented when only two parties exist, which we will see in Section 2.2.2
is not always possible. The downside to this algorithm is that there exists some
data leakage, so it is possible the parties involved can learn about the other parties’
data. Karr et al. (2009) gives a preliminary explanation of the data leakage, and
Samizo (2016) provides an in-depth analysis. Simply put, each party will learn a
certain number of linearly independent constraints on the other party’s data matrix
(contingent on the choice of a in step 1 of Algorithm 1). Additionally, if there
are more than two parties, the o↵-diagonal elements will need to be computed for
each pair of databases, increasing both the computational burden (O(n2 )) and more
importantly the data leakage. This is because the routine will need to be run for every
pairwise combination of parties and every party will learn a certain number of linearly
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independent constraints on every other parties’ data, implying an increase in data
leakage for an increase in the number of data parties.

2.2.2

Maximum likelihood estimation by secure summation
and oblivious transfer

In the case of horizontally partitioned data, Karr et al. (2007) and Lin and Karr (2010)
describe a method to get MLE estimates for general exponential family models using
secure summation. This is a fairly straightforward method, since each partition relies
on the same parameters and can compute the likelihoods individually.
Suppose each party computes the log-likelihood for a set of parameters given only
their data. In the case of K parties, we can refer to these values as LL1 , LL2 , ... LLK ,
respectively. We can get the total log-likelihood sum in a secure manner by adding
random noise at the beginning and removing this noise only when all intermediate
summations have been completed. This routine is known as secure summation, and
this guarantees that as long as the noise is adequately large and random, only the
final sum will be learnable to all parties. The secure summation steps are shown in
Algorithm 2.
Algorithm 2 Secure Summation (three or more parties)
Input: LL1 , LL2 , ... LLK held by parties 1, 2, ... K respectively
Output: LL1+2+...+K
1: Party 1 computes L̃L1 = LL1 + R where R is a large random value
2: Party 2 receives L̃L1 and computes L̃L1+2 = L̃L1 + LL2
3: for i in 3,..., K do
4:
Party i receives L̃L1+2+...+i 1 and computes L̃L1+2+...+i = L̃L1+2+...+i 1 + LLi
5: end for
6: Party 1 receives L̃L1+2+...+K and computes LL1+2+...+K = L̃L1+2+..+K
R
7: Party 1 shares LL1+2+...+K with all other parties
This routine also allows for a clear understanding of collusion. If party 1 were to
collude with party 3, they could send L̃L1 , their noisy log-likelihood, to party 3. This
would allow party 3 to learn LL2 , disclosing party 2’s information at no cost to parties
1 or 3. Thus in this horizontal setting with secure summation, we must assume no
collusion to ensure security. We must also assume at least three parties, since the
other party’s value could be learned from the total sum in the case of only two parties.
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For vertically partitioned data, Lin and Karr (2010) o↵er a method to get MLE
estimates for the general exponential family; see Algorithm 3 for details. This method
is nice because it generalizes to the exponential family, but it is not as strong from
a security standpoint. In the oblivious transfer protocol, the computational burden
increases significantly with the ability to obscure the data, so in some cases satisfactory
privacy is (computationally) difficult to achieve. In the oblivious transfer, one of the
two parties has a 1/s chance of correctly guessing the other party’s data, so s must
be sufficiently high, which can be computationally difficult. Also each party learns
certain sufficient statistics, which in the case of the multivariate normal log-likelihood
function is the sum of the other party’s data. This could be highly disclosive in certain
situations. A final drawback, as with the secure matrix multiplication, is that this
routine will need to be run for each pairwise combination of parties if there are more
than two total parties, again increasing the risk as the number of parties grows.
Algorithm 3 Exponential family likelihood by oblivious transfer (Lin and Karr
(2010))
Input: Data matrices X1 , X2 held by parties 1 and 2 respectively
Output: ✓ˆ = argmax a(✓)T ⌃ni=1 t(Xi ) nc(✓).
✓

Party 1 generates a vector W of length s, one component of which is X1i , and the
other s 1 of which are random, and sends it to party 2
2: Party 2 computes t(W1 , X2i )...t(Ws , X2i ), generates a random value ✏i , and calculates t(W1 , X2i ) ✏i ...t(Ws , X2i ) ✏i
3: Party 1 obtains t(X1i , X2i )
✏i from these using 1 out of s oblivious transfer
(Di Crescenzo et al. (2000))
4: Party 1 holds ⌃i [t(X1i , X2i )
✏i ] and party 2 holds ⌃i ✏i , which add to
⌃ni=1 t(X1i , X2i )
1:

Disclosure from sharing of aggregated statistics has long been researched at places
such at the Census Bureau, where the concern primarily stemmed from outliers, see
Sullivan (1992). More recently, many works stemming from the computer science
literature have shown there are significant risks, particularly in the case of high
dimensional data and in the presence of other external sources, e.g., see Dinur and
Nissim (2003), Homer et al. (2008), and Calandrino et al. (2011). Such cases, in part,
have motivated the rise of Di↵erential Privacy (DP), a formal framework for defining
the worst-case risk. For further review of this theory see Dwork et al. (2014), and for
a non-technical primer see Nissim et al. (2017). DP is beyond the scope of this paper,
14

but in Section 2.7 we address a potential interplay of DP with our proposed method.

2.3

Distributed likelihood estimation

Distributed likelihood estimation (DLE) refers generally to the concept of calculating
a likelihood for estimation purposes, i.e., using maximum likelihood, in separate
pieces and combining the resulting likelihoods to get the total. We discuss it here
specifically in the context of partitioned data, where likelihoods must be calculated
at separate databases and combined to get estimates because the data cannot be
physically combined. Furthermore, with partitioned data, maximum likelihood must
be achieved through an optimization routine, such as gradient descent, because the
closed form function requires a non-partitioned data matrix.
To facilitate this optimization, we assume a central party exists who controls no
data but chooses the initial parameters (based upon a requested or agreed model),
the intermediate parameters, and ultimately the convergence criterion. The central
node does not control any data, but it is possible they are the most interested in the
estimates. This can be imagined as a research node where users can request models
and receive estimates. Note that this does not mean the central party is a trusted
party, as has been implemented by de Montjoye et al. (2014) or Gaye et al. (2014).
The central node, along with the data nodes, does not receive any data or intermediate
statistics from the other nodes which is a typical case with a trusted third party.
A strength of our setup is that having a central party allows us to utilize secure
summation techniques with only two data-holding parties, since there are still three
total parties. As discussed in the introduction, the central party also enables the
practicality of our algorithm. Previous methods have either utilized a trusted central
party to facilitate an implementation of their algorithm, or they have only addressed
a practical implementation in general terms. For example, the secure matrix multiplication or secure summation methods given in Section 2.2 do not specifically address
the question of the origin of the research question(s) or model choice(s).
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2.3.1

Modeling by multivariate normal MLE

We focus on the multivariate normal MLE, a well-known and flexible modeling
framework which allows for the estimation of a variety of models such as linear models,
factor models, PCA, and SEMs. Assuming a multivariate normal distribution, the
goal of MLE is to maximize the likelihood equation:
L(µ, ⌃|Z) =

n
Y
i=1

Li (µi , ⌃i |zi ) =

n
Y
i=1

(2⇡)

1
p
2 i

|⌃i |

1
2

e(zi

µi )⌃i 1 (zi µi )T

(2.3.1)

for mean and covariance parameters µi 2 Rpi and ⌃i 2 Rpi ⇥pi given a data matrix
Z 2 Rn⇥p . We will work with the log-likelihood:
`(µ, ⌃|Z) =

n
X
i=1

`i (µi , ⌃i |zi ) =
n
X
i=1

1
[pi ⇤ log(2 ⇤ ⇡) + log(|⌃i |) + (zi
2

µi )⌃i 1 (zi

µi )T ] (2.3.2)

rather than the likelihood, since it is easier to work with sums than products across
each data row. We use the formulation that allows the parameters to vary for each
data row, i.e., the full-information likelihood (e.g., see Arbuckle et al. (1996)). This
is often used to deal with missing data in order to compute a likelihood for rows
with missing elements rather than performing listwise deletion. We use it because
the log-likelihood will be calculated in separate partitions, and in the vertical case
the parameters are partitioned to only pertain to certain variables in the data matrix
(see Section 2.3.3 for more details). Maximizing over Equation 2.3.2 gives the MLE
ˆ With the full data matrix, the maximum can be found in closed
estimates µ̂ and ⌃.
form, but in our case because the data are partitioned we can find the maximum by
using any standard optimization routine.

2.3.2

Horizontally distributed likelihood

Horizontally partitioned data are separated by observations, such that each database
has di↵erent sets of individuals all measured on the same variables. The parameters
are the same for each partition, so DLE in this case requires only a secure summation
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of total log-likelihoods from each partition as described in Section 2.2.2. If we consider
the log-likelihood given in Equation 2.3.3, we can separate this into di↵erent elements
based on the rows in each database. All variables are the same across databases, so
the parameters relating to the data are the same in each. This is shown in Equation
⇣
⌘T
2.3.4 for a theoretical combined database Z with partitions X1 X2 X3 , where
Xk denotes the data matrix of the k th partition. Note that these partitions do not
need to be of equal size.
`(µ, ⌃|Z) =

n
X
i=1

`(µ, ⌃|Z) =

n X1
X
i=1

`i (µ, ⌃|x1i ) +

n X2
X

`i (µi , ⌃i |zi )

`i (µ, ⌃|x2i ) +

i=1

n X3
X

(2.3.3)

`i (µ, ⌃|x3i )

(2.3.4)

i=1

In this case, each node receives the full set of model-defined parameters from the
central optimizer and calculates their portion of the total log-likelihood. The results
are added using a secure summation and new parameter estimates are chosen for the
next step of the optimization; see Figure 2.3.1 for a visual depiction. In the horizontal
case, as noted by Karr et al. (2007), the form of the likelihood function does not
matter, so applications are not constrained to the multivariate normal case.

2.3.3

Vertically distributed likelihood

Vertically partitioned data are separated by variables, with each database containing
di↵erent measurements on the same set of individuals. This implies that the set of
parameters used in calculating the log-likelihood di↵ers at each partition. As shown
in Snoke et al. (2016), DLE must combine log-likelihoods calculated using marginal
and conditional parameters to get the correct total log-likelihood. Note that complex
partitions can be formulated as a combination of horizontal and vertical DLE, which
we discuss further in Section 2.4.3.
Equation 2.3.5⇣shows the decomposition
of the log-likelihood function in the vertical
⌘
case, where Z = X1 X2 X3 and Xk is the data matrix of the k th partition. Note
that these partitions do not need to be of equal size. This adds complexity because
some intermediate parameters and statistics must be calculated and shared in order
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Figure 2.3.1: Example of three node system using secure summation for horizontally
partitioned data. Red solid lines denote path of noisy log-likelihood, green dashed
lines denote path of model-implied parameters.
to accurately calculate the total log-likelihood. These must be shared securely, and a
simple secure summation of the log-likelihoods is not possible because each partition
needs di↵erent parameters. We address this further in Section 2.4.3.
`(µ, ⌃|Z) =

n
X
i=1

`i (µX1 , ⌃X1 |x1i ) +

n
X
i=1

`i (µ̂X2 |X1 , ⌃X2 |X1 |x2i )+
n
X
i=1

2.3.3.1

`i (µ̂X3 |X2 ,X1 , ⌃X3 |X2 ,X1 |x3i ) (2.3.5)

Marginal and Conditional Parameters for Vertical Partitions

To calculate the partitioned log-likelihoods, we need to calculate marginal and conditional parameters from µ and ⌃. Subsetting the parameters as shown in Equations
2.3.6 and 2.3.7 for the combined dataset, we can write the conditional parameters as
shown in Equations 2.3.8, 2.3.9, 2.3.10, and 2.3.11. These relationships come from
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the well-known properties of the multivariate normal distribution and are also known
as the Schur Complement in matrix theory (e.g., see Schur (1905) and Haynsworth
(1968)).
0

1
⌃X 1 X 1 ⌃X 2 X 1 ⌃X 3 X 1
B
C
⌃ = @⌃ X 1 X 2 ⌃ X 2 X 2 ⌃ X 3 X 2 A
⌃X 1 X 3 ⌃X 2 X 3 ⌃X 3 X 3
⇣

µ = µX 1 µX 2 µX 3

(2.3.6)

⌘

(2.3.7)

⌃Xk Xk and ⌃Xk Xl are the model-implied marginal covariance elements for the variables
in Xk and the model-implied covariance elements between the variables in Xk and Xl
respectively. µXk are the mean parameters for the variables in Xk .
It is important to note here that these mean and covariance parameters are not
the observed sample estimates from the data, since it would be impossible to calculate
⌃Xk Xl across partitioned data without sharing data. They are parameters defined by
our model with values chosen at each step according to the optimization routine. The
exception, though, are the conditional mean parameters that are estimated using real
data (see Equations 2.3.9 and 2.3.11), and thus are denoted with the hat notation.
Based on these equations, we can estimate a distributed log-likelihood for vertical
partitions that is equivalent to the joint log-likelihood.
Before proceeding, a note on notation: let X + denote all variables following X in
the node sequence, i.e., X1+ = (X2 , X3 ) (the variables in node 2 and 3 for a 3-node
system) and X2+ = (X3 ). In the same way let X denote all prior variables.
Condition X1+ on X1 :
⌃X1+ |X1 = ⌃X1+ X1+

⌃X1 X1+ ⌃X11 X1 ⌃X1+ X1 =

⌃X2 X2 |x

⌃X2+ X2 |X1

⌃X2 X2+ |X1 ⌃X2+ X2+ |X1

!

(2.3.8)

and
µ̂X1+ |X1 = µX1+ + ⌃X1 X1+ ⌃X11 X1 (X1

⇣
⌘
µX1 ) = µ̂X2 |X1 µ̂X + |X1 .
2

(2.3.9)

19

Condition X2+ on X1 , X2 :
⌃X2+ |X3 = ⌃X2+ X2+ |X1

⌃X2 X2+ |X1 ⌃X12 X2 |X1 ⌃X2+ X2 |X1 =
⌃X3 X3 |X3

⌃X3 X3+ |X3

⌃X3+ X3 |X3

⌃X3+ X3+ |X3

!

(2.3.10)

and
µ̂X2+ |X3 = µ̂X2+ |X1 + ⌃X2 X2+ |X1 ⌃X12 X2 |X1 (X2

µ̂X2 |X1 ) =
⇣

µ̂X3 |X3

µ̂X3+ |X3

⌘

. (2.3.11)

This conditioning process can be repeated for as many partitions as necessary.
Next, we combine these with techniques from SMPC to produce a secure algorithm.

2.4

Secure algorithm for vertically partitioned data

Here we describe in more detail our proposed algorithm for secure multiparty loglikelihood estimation for vertically partitioned data with K partitions (or nodes). This
also extends to complex partitions as discussed in Section 2.4.3.

2.4.1

Notation

The following terms are used in ⇣the algorithm and
⌘ their corresponding equations.
For nodes k 2 1, ..., K with data X1 X2 ... XK with dimensions (n ⇥ p1 ), (n ⇥
p2 ), ..., (n ⇥ pK ):
• Pk , Rk , Qk , Mk random noise matrices with dimensions (n ⇥ pk ), (n ⇥ pk ), (pk ⇥
n), (n ⇥ pk ) respectively
• A1k = ⌃X1 X

k |Xk

• A2k = ⌃X1 X

k |Xk

k

k

(Xk

µ̃Xk |X + Rk )

(Xk

µ̃Xk |X

k

k

Rk ) + Q k

• Bk = µ̃X + |X + ⌃Xk X + |X A1k
k

k

k

k
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• Ck = ⌃Xk X + |X (⌃Xk Xk |X ) 1
k
k
k
⇣
µ̃Xk+2 |X
• µ̃X + |X = µ̃Xk+1 |X
k

k+1

k+1

k+1

... µ̃XK |X

k+1

⌘

= Bk

Mk

Ck (Rk

Pk )

As noted before, the + and notation denote all variables in partitions following
or preceding a node, e.g., µX1+ |X2 denotes the conditional mean parameters for all
variables in node 2 and following, conditional on all variables in node 1. The ⇠ and ⇤
notation denote noisy versions of the true statistics. There are two noise notations,
since the same statistics will have multiple stages of noise addition or removal.

2.4.2

Adaptation from non-secure algorithm

From Snoke et al. (2016), Algorithm 4, gives a method for estimating the joint loglikelihood without sharing any data, but it does not provide that nothing can be
learned from the statistics which are passed. There are four elements computed and
shared in this original algorithm in order to obtain correct parameter estimates that
we consider to be risky. Two are statistics of the data and two converge to statistics
(recall that we use optimization to find maximum likelihood estimates of ⌃ and µ).
For each node k they are:
1. ⌃Xk Xk |X
2. µ̂Xk |X

k

k

3. ⌃Xk X + |X
k

k

4. LLk
We handle these elements as follows. First, rather than the central node sending
⌃ and µ to the first data node and each node calculating the following conditional
covariance parameters, the central node will calculate ⌃Xk Xk |X for each node k. These
k
will be distributed only to each node with the corresponding variables, so nodes will
not learn the covariance parameters for other nodes’ variables.
Secondly, the central node no longer sends µ to the first node for each node to do
the conditioning. The true conditional means are risky even for data nodes containing
the corresponding variables to see because they are statistics that depend on all the
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Algorithm 4 Non-Secure Passing Algorithm (Snoke et al. (2016))
Input: µ, ⌃ (cental node), Xk 2 Rn⇥pk 8k 2 K (data nodes)
Output: LL⌃K
j=1 j
1: CN ! DN1 : ⌃, µ
2: DN1 compute: ⌃X1 X1 , µX1 , ⌃X + X + |X1 , µ̂X + |X1
1
1
1
3: DN1 compute: LL1
4: DN1 ! DN2 : LL1 , ⌃X + X + |X1 , µ̂X + |X1
1
1
1
5: for k in 2,...,(K-1) do
6:
DNk compute: ⌃Xk Xk |X , µ̂Xk |X , ⌃X + X + |X , µ̂X + |X
k
k
k
k
k+1
k
k+1
7:
DNk compute: LLk
8:
DNk ! DNk+1 : LL⌃kj=1 j , ⌃X + X + |X , µ̂X + |X
k
k
k+1
k
k+1
9: end for
10: DNK compute: ⌃XK XK |X , µ̂XK |X
K
K
11: DNK compute: LLK
12: DNK ! CN : LL⌃K j
j=1
previous nodes’ data. To protect this information, we add noise to µ. We also must
calculate them in parts and combine the pieces in such a way that true values are not
recoverable, since the conditional means are calculated using unshareable information
both from the data nodes and the central node.
Next, we protect the o↵-diagonal covariance elements by not passing them unless
combined with other terms which cannot be di↵erenced out. Though the o↵-diagonal
elements are not statistics, it is possible through the iteration of the optimization
routine that a partition could learn how another partition’s data covary with their
own data. Since they know their own data, they may disclose information about the
other partition’s data.
Lastly, we share noisy log-likelihood totals instead of the true values, since these
are statistics of data. There are two noise components to the log-likelihood. First,
by adding noise to the mean parameters this introduces noise into the log-likelihoods.
Second, we use an altered log-likelihood form which allows us to record the noise
introduced and remove it at the final step after safely passing it through all the nodes.
We can think of the secure algorithm as having two primary functions: one being a
secure summation of log-likelihoods across partitions and the second being a multiparty
computation of the conditional mean parameters for each node. Vitally, the solution
to these goals work together both in obscuring the true values and in removing all the
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noise by the end in order to obtain the correct joint log-likelihood value. In Figure
2.4.1, we give a visual representation of the algorithm for a three node system, and we
highlight these two complimentary functions. The solid red lines denote the flow of
the noisy log-likelihood, and the dashed green lines denote the steps in computing the
conditional mean parameters.

2.4.3

Algorithm walk-through

Algorithm 5 gives the complete K data partition secure process for calculating the total
log-likelihood across vertical partitions. There are a number of internal algorithms
referenced, which are given in Appendix A and named as shown. We will refer to them
by number in the following description of the algorithm. To help with understanding
the details, Appendix C gives a small numerical example showing each step of the
algorithm explicitly.
This algorithm represents one step in an optimization routine, returning the total
log-likelihood value for a given set of parameters which will then be used to choose
new values until convergence. The inputs are parameters, µ and ⌃, according to an
assumed multivariate normal distribution. The output is a single number, the sum of
log-likelihoods across the entire set of partitioned databases.
In the initial step of the algorithm the central node, which runs the optimization and
has no data, partitions the model-defined parameters corresponding to the variables
present at each data node. It then produces the marginal and conditional covariance
matrices for each partition, which it can do without any information from the data
nodes. It also calculates the marginal mean vectors for each node, adding noise to
them,
⇣

⌘

⇣

µ̃ = µ̃X1 µ̃X2 ... µ̃XK = µX1 + P1 µX2 + P2 ... µXK + PK

⌘

(2.4.1)

⇣
⌘
and saving the noise vectors P1 P2 ... PK . It passes on to the first data node
the marginal parameters for that node as well as the noise vector which was added to
the part of the mean vector pertaining to the K th node’s variables (PK ). This will be
used for de-noising in a later step.
The first data node uses the marginal covariance and noisy mean parameters to
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Algorithm 5 Secure Multiparty Log-Likelihood Estimation for Vertical Partitions
Input: µ 2 Rp , ⌃ 2 Rp⇥p (cental node), Xk 2 Rn⇥pk 8k 2 K (data nodes)
Output: LL⌃K
j=1 j
1: CN compute: CN Initiate(µ, ⌃)
2: CN ! DN1 : ⌃X1 X1 , µ̃X1 , PK
3: DN1 compute: EN Compute(µ̃X1 , ⌃X1 X1 , X1 , ;)
4: DN1 ! CN: A11 , A21
5: DN1 ! DN2 : L̃L1 , R1 , Q1
6: for k in 2,..., K do
7:
CN compute: CN Adjust(A1k 1 , µ̃X + |X , ⌃Xk 1 Xk 1 |X )
k 1
k 1
k 1
8:
CN ! DNk : ⌃Xk Xk |X , Bk 1 , Ck 1 , Pk 1
k

9:

10:
11:
12:
13:

DNk compute: EN Adjust(Bk 1 , Ck 1 , Rk 1 , Pk 1 , Qk 1 , L̃L⌃k

1
j=1 j

DNk compute: EN Compute(µ̃Xk |X , ⌃Xk Xk |X , Xk , L̃L⇤⌃k
k

DNk ! CN: A1k , A2k
if k != K then
DNk ! CN: µ̃⇤X + |X
k

1
j=1 j

k

, Mk 1 )

)

k

DNk ! DNk+1 : L̃L⌃kj=1 j , Rk , Qk , Mk
15:
end if
16: end for
17: DNK ! DN1 : L̃L⌃k j , Qk
j=1
14:

18:

DN1 compute: F N Adjust(L̃L⌃K
, Pk , Qk )
j=1 j

19:

DN1 ! CN: L̃L⇤⌃K

20:

j=1 j

CN compute: CN F inal(L̃L⇤⌃K j , Pk , A1k , A2k , ⌃Xk Xk |X 8k 2 K)
j=1

k
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calculate a noisy version of the total of the log-likelihood for its data using the following
formula:
L̃L1 = ⌃ni=1 [p1 log(2⇡) + log(|⌃X1 X1 |)+
(X1i

µ̃X1 + R1 )⌃X11 X1 (X1i

µ̃X1

R1 )T + R1T ⌃X11 X1 R1 ] (2.4.2)

with the R1 random noise vector generated at the node level; see Algorithm 12 for
more details. This di↵erent formula allows the log-likelihood to be calculated with
noise that will enable it to be passed securely to other data nodes without revealing
the true value, but it is also noise which can be recorded and removed partially at
each node and partially at the final step. We can rewrite it as:
L̃L1 = LL1
|{z}

true value

A11 P1T
|

P1 (A21 )T
{z

P1 ⌃X11 X1 P1T +
}

noise to be removed at the end by central node

P1 Q 1
| {z }

(2.4.3)

noise to be removed by next data node

where there are two noise elements that keep the true values from being revealed.
One term will be removed by the following data node, since the Qk vectors cannot be
known by the central node. The other terms are removed only at the final step by the
central node and serve to keep the following data nodes from knowing the true value.
Since the running total is only passed back to the central node at the final step, when
it removes all the noise it only learns a single number, the true total log-likelihood
across all the data.
This noisy formulation serves a second purpose of calculating the conditional
mean parameter, namely through A1k . As mentioned previously, the conditional mean
parameters are statistics, depending on information at both the data node and central
node levels, so they must be calculated securely in multiple stages. The data nodes can
safely pass A1k and A2k back to the central node because they contain noise generated at
the node level (Rk and Qk ). This facilitates both the computation of the conditional
mean parameter and the eventual de-noising of the log-likelihood.
After performing these computations, the first data node passes the objects discussed
back to the central node, and they also pass along the noisy log-likelihood and noise
vectors they generated to the next data node. The noisy log-likelihood needs to be
25

passed along to each data node with each noisy total being added before returning to
the central node for final de-noising, akin to the process of secure summation. The
noise vectors passed to the second data node, R1 and Q1 , are used both for intermediate
de-noising of the log-likelihood, removing noise which cannot be computed by the
central node, and in finishing the calculation of the conditional mean parameter; see
Algorithm 14 for more details.

Figure 2.4.1: Example three node secure algorithm visual following Algorithm 5. Red
solid lines denote path of noisy log-likelihood, green dashed lines denote path of
conditional parameters.
Before moving on to the second data node, the central node needs to make the
next step in computing the conditional mean parameter. This combines information
received from the previous data node with information known only the central node,
computing:
B1 = µ̃X1+ + ⌃X1 X1+ A11 ,

(2.4.4)

see Algorithm 13 for more details. This is then passed on to the next data node, along
with the conditional covariance parameters (⌃X2 X2 |X1 ), the noise vector (P1 ), and the
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other element needing for calculating the conditional mean parameter (C1 ).
The second data node finalizes the computation of the conditional mean parameter,
producing a parameter which is noisy in the same way the original marginal mean
parameter (µ̃X1 ) was noisy, with only a noise vector unknown to the data node.
µ̃X1+ |X1 = B1

C1 (R1

P1 ) = µ̂X1+ |X1 + P1+

(2.4.5)

From here the steps start to repeat and look identical at each node. There is one
additional wrinkle, as can be seen in Algorithm 14. From data node 2 onwards the
conditional mean parameters corresponding to the nodes in the following partitions
must be passed back to the central node, so that the conditioning stacks. Because the
central node knows the noise added to this parameter (Pk ), it would be disclosive to
return it as is to the central node. Additional noise Mk is generated by the data node
and added to prevent this. This noise matrix is also passed along to the next node, so
it can be removed in the final step of computing the next conditional mean parameter:
µ̃X2+ |X2 = B2

M2

C2 (R2

P2 ) = µ̂X2+ |X2 + P2+

(2.4.6)

After all the nodes have completed the process of obtaining parameters and calculating
noisy log-likelihoods, the total sum is passed back to the first node, not the central
node yet, where it undergoes one final de-noising; see Algorithm 15 for details. This
is the same intermediate de-noising that occurs at each data node. It must occur
at the first node before returning to the final node, since there is no node following
the last node. Finally, the central node receives the noisy value, and knowing all the
noise that has accumulated throughout the process is able to remove it and obtain
the correct total value; see Algorithm 16 for details.
A simple extension exists for complex partitions by subsetting the routines by
horizontally distinct vertical routines and then summing all values at the end. Figure
2.4.2 gives a visual depiction of this process. As mentioned earlier, this requires an
assumption that the central node knows how the partitions are complexly divided and
can appropriately divide the algorithm into subroutines. Each subroutine yields a
total log-likelihood value as if it were a pure vertical partition, and each total from
all subroutines are added to get the total across all partitions. In the next section
we present a simulation study to further evaluate the accuracy and computational
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Figure 2.4.2: Splitting complex partitions into vertical subroutines
efficiency of the proposed algorithm.

2.5

Simulations for Accuracy and Computational
Complexity

We ran simulations (available along with code for the algorithm at https://github.
com/jsnoke/Firewall) to test the computational complexity of the algorithm as the
number of observations (n), variables (p), and partitions (k) increase. For each value
of n, p, and k we generated twenty replicates of data from a multivariate normal
distribution with parameters defined by a true latent growth model (LGM) with
intercept and slope latent variables, variance and covariance parameters on the latent
variables, and a fixed variance parameter across the manifest variables. See Section
2.6 for a more detailed description of this class of models. We then estimated these
true model parameters using our partitioned algorithm and standard SEM software
from the OpenM x R package. Results are plotted in Figure 2.5.1 for all replicates.
Experiments were run on an Intel Xeon E5-2680 with 20 processors at 2.80GHz.
We expected the algorithm to scale normally with respect to variables and observations, and we see this in the top two left panels of Figure 2.5.1. When we vary the
number of observations, each line for a di↵erent number of nodes shows the same
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Figure 2.5.1: Simulations for run time (left column) and parameter accuracy (right
column) for varying numbers of variables (p), observations (n), and nodes (k).
slope, but shifted from one another. In the case of varying number of variables, again
each line shows the same curve, but the optimal point is in a di↵erent place due to the
relationship between p and k. This implies that our algorithm does not change the
computational complexity with respect to n or p. Increasing the number of partitions
will not alter the fundamental computational complexity as n or p increase, but it
shifts the location of the curve.
We are also interested to see the results as the number of nodes increase. In
one respect, the run time should slow because the number of total computations is
increasing, but as each node holds fewer variables the covariance inversions will shrink,
reducing run time. As we see from the bottom left plot in Figure 2.5.1, this tradeo↵
does exist. When we look at fixed p and n, we again see an optimal number of nodes,
k = 10, for p = 100 and then an uptick after that. Generally though, there is not a
significant di↵erence in times for the di↵erent number of partitions (apart from 1).
It is possible as k gets much larger that this could change, but in applications we
envision 100 data parties each holding separate variables is already many more than
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we would expect.
The three right panels show the accuracy of the estimates compared to standard
software for non-partitioned estimates. Theoretically the estimates should be identical,
but we were curious to investigate possible numerical di↵erences in the actual computation. On average there is less than 0.01 error in value, which is less than 1% error
for the scale of the parameters we used. Recall that theoretically there is no di↵erence
between the maximum likelihood estimates from the partitioned or non-partitioned
algorithms, so these di↵erences occur due to numerical precision and the software used
to find the MLE. For practical purposes, this shows our secure partitioned algorithm
produces equivalent results. Next we address the motivating problem, showing how
accurate results can be obtained across a real complex data partition without needing
to combine data.

2.6

Kinship Foster Placement Study

We consider a data set collected over four years (2012 - 2015) from multiple sources
gathered by a trusted research network between the University of Oklahoma Health
Sciences Center (OUHSC), the Oklahoma Department of Human Services (OKDHS),
and the North Oklahoma County Mental Health Center (NorthCare). Specifically we
examine a study aimed at improving the stability of foster care placements when the
foster caregiver was a relative or person known to the family of the child. These are
so-called kinship foster placements. In the collaboration, families with kinship foster
placements were randomized to receive either (a) services as usual through OKDHS
or (b) OKDHS services and additional services termed Family KINnections from a
community resource specialist (CRS) associated with NorthCare. OUHSC conducted
the randomization and OUHSC data collectors gathered baseline data on families
randomized to services as usual. However, to aid in subsequent service administration
the CRS gathered baseline data for families receiving Family KINnections. Research is
ongoing, but initial work has shown the program reduced the time for a foster family
to become certified and increased the stability of a placement by roughly a factor of
two, see Hecht et al. (2016).
As initially collected, the baseline data (wave 1) were horizontally partitioned
into two databases. Waves 2 through 7 of data collection were conducted by an
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OUHSC data collector for both wave 1 groups, but these later waves were stored
in a separate database from the baseline data, giving us a total of three databases
complexly partitioned (both horizontally and vertically). For the application here we
model only the Family Needs Scale (FNS) (e.g., see Dunst et al. (1988)). The FNS
measures a family’s needs for di↵erent resources and support with 41 items such as the
extent to which the family has a need for “Having money to pay the bills” or “Getting
clothes”. The items are scored from 1 (“Almost Never”) to 5 (“Almost Always”) with
higher scores indicating more need.
To investigate whether a family’s needs change over time, we use a Latent Growth
model (LGM) which is a common way to model a longitudinal trajectory within the
SEM framework, see Meredith and Tisak (1990). Algebraically we write the model as:
F N Sij = intercepti +

j

⇤ slopei + ei

(2.6.1)

where i denotes the observation and j denotes the wave. The latent factors are
denoted by intercept and slope, and the j ’s are fixed at {0, 1, ..., j 1}. We are
interested in estimating the covariance matrix for the latent factors (3 parameters),
the residual error for the observed variables (1 parameter), and the latent factor means
(2 parameters). We assume here the residual error term is fixed across waves and the
observed data has mean zero.
Table 2.6.1 shows the estimates for the six parameters in the model. We fit the
models in three ways to compare estimates and standard errors. The first is with our
secure algorithm across the three partitions. For optimization we used the optimx
package (Nash and Varadhan (2011)) in R (R Core Team (2017)). The data was
partitioned as follows: the first partition held roughly two thirds (158 out of 244) of
the observations for the first wave of FNS, the second partition held the other subset
of the first wave, and the third partition held all observations for waves 2-7. This gave
the data a complex partition, similar to that depicted in Figure 2.4.2. The second
estimation method was with all data combined also using the optimx package, and the
third method again used a combined dataset but used the OpenMx package (Neale
et al. (2016)) which utilizes a di↵erent optimizer. Recall that the combined data was
only possible due to a research data sharing agreement between the data collection
agencies. The purpose of having both these non-partitioned methods was to parse out
the two potential causes for di↵erence in estimates: the partitioning and the software.
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Table 2.6.1: Simple Latent Growth Curve Model with three estimation methods and
three imputation methods. Standard errors given in parenthesis (NA when model did
not return an estimate).

Marg.
Imputation

Joint
Imputation

FIML

Parameter
ˆintercept
ˆintr slp
ˆslope
ˆe
µ̂intercept
µ̂slope
ˆintercept
ˆintr slp
ˆslope
ˆe
µ̂intercept
µ̂slope
ˆintercept
ˆintr slp
ˆslope
ˆe
µ̂intercept
µ̂slope

Partitioned
Non-Part.
OpenMx
0.4468 (0.0236) 0.4470 (0.0236) 0.4470 (0.0256)
0.0000 (NA)
0.0000 (NA) 0.0000 (0.0062)
0.0460 (0.0063) 0.0462 (0.0063) 0.0462 (0.0065)
0.3657 (0.0074) 0.3646 (0.0074) 0.3645 (0.0077)
2.0230 (0.0318) 2.0722 (0.0327) 2.0721 (0.0327)
-0.0809 (0.0059) -0.0750 (0.0053) -0.0750 (0.0053)
0.5173 (0.0285) 0.5183 (0.0285) 0.5183 (0.0294)
0.0000 (NA)
0.0000 (NA) 0.0000 (0.0104)
0.0701 (0.0064) 0.0704 (0.0064) 0.0704 (0.0082)
0.3608 (0.0079) 0.3594 (0.0078) 0.3594 (0.0079)
2.0963 (0.0359) 2.1585 (0.0367) 2.1584 (0.0367)
-0.1050 (0.0069) -0.0978 (0.0063) -0.0978 (0.0063)
0.5941 (0.0421)
0.0000 (0.0191)
0.0456 (0.0270)
0.4365 (0.0179)
2.1097 (0.0483)
-0.0697 (0.0129)

In addition to the di↵erent methods of estimation, we employed three di↵erent
approaches to handle missing data. As with most real data problems, missingness is
an issue in this data, and currently our algorithm only works for complete data. In
order to run the secure algorithm without imputing, some parties would need to know
the missing data pattern of other parties, which we believe constitutes too much of a
privacy risk. Future work should consider ways, if any, to get around this issue, but
for this analysis we impute all missing values before estimating parameters.
To handle the missingness in the real data, we employed imputation as is commonly
done in behavioral and social science research, see Schafer (1997). The first method,
marginal imputation, reflects the type of imputation that would need to be done
in a real partitioned setting, since joint imputation requires combining all the data.
For comparison purposes we also employed joint imputation and full-information
maximum likelihood (FIML), a method that subsets the mean and covariance when
calculating the log-likelihood in order to calculate the total log-likelihood without
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Table 2.6.2: Results from 2 goodness-of-fit test. (1) Test of slope parameter versus
reduced model with slope fixed at zero. (2) Test of LGM model with slope versus
saturated model. All test statistics shown have p-values  1e-6.
Marg. Imputation
Joint Imputation
FIML
Marg. Imputation
Joint Imputation
FIML

H0
µ̂slope = 0
µ̂slope = 0
µ̂slope = 0
LGM is true
LGM is true
LGM is true

DF
1
1
1
29
29
29

Partitioned
727.12
673.36

Non-Part.
735.49
683.39

799.57
876.00

799.57
877.53

OpenMx
151.48
169.71
24.54
799.95
877.53
103.96

imputing or performing listwise deletion. Note that only the OpenMx software is
capable of performing the FIML approach since this keeps the missing data. Future
work could also consider a type of EM approach that combines our secure estimation
with a joint imputation in order to perform joint imputation while preserving the
data partitions, potentially akin to what was proposed in Reiter et al. (2004). This
extension might improve estimates over the marginal imputation approach.
We see in Table 2.6.1 that for a given imputation method, the parameter estimates
and standard errors for the di↵erent estimation methods are very similar, generally
identical up to two decimal places, and for inferential purposes they are equivalent. This
follows from the theory that the estimates should be the same for the partitioned and
non-partitioned methods. We do see larger di↵erences across the di↵erent imputation
methods, particularly FIML versus the imputation methods, which is understandable
given the real data has a decent amount of missingness to impute. Sixty-three percent
of all data were missing, varying from 28% at the initial wave to 84% at the final wave.
Substantively, we see that family’s needs decrease over time, as evidenced by the
negative latent slope mean parameter. While this e↵ect is small compared to the
inherent baseline need (intercept mean), it does appear significantly negative. From
the first wave to the seventh wave we would expect an average decrease of roughly 0.5
in responses on the FNS.
For further analysis, we considered two hypotheses and tested them using 2
goodness-of-fit tests. The first question we tested was whether the slope parameter in
the LGM was indeed non-zero. This helps us further investigate whether the decrease
we see in the first model is a real change. To test this we estimated the same model
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but with the slope parameter fixed to zero. We then compared the reduced model’s
log-likelihood with the larger model to get a 2 test statistic. The full parameter
results for the reduced model are given in Table 2.6.3. Table 2.6.2 gives the hypothesis
test results for each of the imputation and estimation approaches. As we can see
there is no substantive di↵erence in the outcomes; all of them significantly reject the
hypothesis that the slope parameter is zero. This further confirms the evidence that
family’s needs decreased over time in this study.
Table 2.6.3: Latent Growth Curve Model with slope parameter fixed to zero, with
three estimation methods and three imputation methods. Standard errors given in
parenthesis (NA when model did not return an estimate).

Marg.
Imputation

Joint
Imputation

FIML

Parameter
ˆintercept
ˆintr slp
ˆslope
ˆe
µ̂intercept
ˆintercept
ˆintr slp
ˆslope
ˆe
µ̂intercept
ˆintercept
ˆintr slp
ˆe
µ̂intercept

Partitioned
Non-Part.
2.1336 (0.0982) 2.1670 (0.1000)
0.0000 (NA)
0.0000 (NA)
0.0567 (0.0065) 0.0569 (0.0064)
0.3608 (0.0073) 0.3596 (0.0073)
-0.0715 (0.0063) -0.0653 (0.0057)
2.2548 (0.1035) 2.3021 (0.1062)
0.0000 (NA)
0.0000 (NA)
0.0908 (0.0064) 0.0909 (0.0063)
0.3491 (0.0071) 0.3481 (0.0071)
-0.0946 (0.0078) -0.0871 (0.0072)

OpenMx
0.4567 (0.0266)
0.0000 (0.0118)
0.0842 (0.0065)
0.3643 (0.0077)
1.9819 (0.0490)
0.5662 (0.0234)
0.0000 (NA)
0.1208 (NA)
0.3533 (0.0074)
2.0898 (NA)
0.6078 (0.0434)
0.0000 (0.0245)
0.4292 (0.0181)
2.0325 (0.0512)

Next we considered the overall fit of the models in order to test whether a LGM
is an appropriate model for this data. While in the partitioned setting one must
submit a model without seeing the data, we can test our hypothesized model against
a saturated model in order to test the overall fit. This type of goodness-of-fit test is
common in the SEM framework (among others), and it is a strength of our approach
that a researcher can still perform these tests using our secure algorithm.
The saturated model in this case estimates a parameter for every element of the mean
and covariance matrices for the observed variables, which results in n + n(n+1)
= 35
2
parameters. We are less interested in the actual parameter estimates for the saturated
model and more interested in the 2 test statistic given in Table 2.6.2. We see that
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the saturated model shows significant improvement over our proposed LGM model,
and that the test results agree regardless of the estimation or imputation method.
While this does not directly contradict the previous evidence we found for a decreasing
family need over time, it does make us consider whether a more complex model would
be better. It is possible that introducing other covariates or higher order latent growth
factors (such as quadratic) would improve the fit. A better fit model would likely give
us more accurate parameter estimates and a better understanding of the change in
FNS over time.
In terms of the accuracy of the secure algorithm, we find that the di↵erences from
the imputation method far outweigh any di↵erences from using a partitioned versus
non-partitioned estimation procedure. Interestingly, the goodness-of-fit statistics are
quite a bit smaller using the FIML approach for missingness, suggesting that the test
is sensitive to the missing data method. For a given imputation method, our method
produces roughly equivalent values using partitioned estimation versus non-partitioned
estimation. In practice, our inference will be limited to the estimation based on
complete data models, and currently only marginal imputation is possible in the
partitioned setting. If the method for handling missing data will have a large impact
of the analysis, such as the goodness-of-fit test, that is a potential limitation of the
partitioned setup.

2.7

Discussion

In this paper we address the growing need of doing estimation over partitioned
databases, which cannot be combined due to privacy constraints. By focusing on
maximum likelihood, we enable a wide range of models that rely on covariance
modeling, allowing researchers to answer questions for numerous applications. This
can greatly aid research fields where the current alternatives require building research
networks or developing data sharing agreements which can take months if not years.
Through the kinship study presented in this paper and further simulations, we showed
our theoretical methods translate into accurate inference for real data problems.
We extend previous methods for covariance modeling by strengthening the privacy
guarantees, particularly for increasing numbers of partitions, and our method allows
estimation in the case of horizontal, vertical, or complex partitions. The algorithm
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presented here provides a solution for partitioned estimation when researchers are
interested in covariance modeling under a multivariate normal assumption, and it
guarantees no sharing of data or intermediate statistics for two or more data parties.
Some practical issues still exist, such as the need to impute missingness marginally
and the general complexity of the algorithm, but these are details which can and
should be further tuned as part of future work. The algorithm contains a fair level of
complexity, with numerous steps needed to obtain the correct values without sharing
any true information. It may be possible in future work to simplify the algorithm,
potentially making it easier to understand or save on computation time. By giving
detailed algorithms and making the code easily accessible we hope to facilitate any
future implementations or improvements of this methodology.
For a practical implementation, decisions need to be made concerning the random
noise distributions used in the algorithm and the optimization method. Fortunately,
these do not fundamentally a↵ect the guarantees, either of security or accuracy, that
we present in this paper. Assuming the random noise distributions used by the central
and data nodes are non-trivial and not disclosed to other parties, there is reasonable
surety that no one would be able to guess the noise added. Generally the larger the
noise added, the more certain this guarantee, and the only constraint would be running
up against the machines’ numerical precision. The noise is all removed at the final
step, so the distributions used will not a↵ect the final result’s accuracy. Similarly, our
algorithm does not alter the theoretical optimality of any optimization routines. If an
optimization method if susceptible to local modes or poor convergence, it will be the
case regardless of using the secure algorithm or a non-secure one.
We note that a general drawback of secure multiparty methods such as ours is that
models are somewhat blindly chosen. Though our method provides standard errors
and goodness of fit statistics in addition to parameter estimates, researchers are still
unable to do the typical exploratory data analysis (EDA) or model diagnostics which
a thorough statistical analysis demands. For example, in the case of regression the
inability to examine residual plots or visualize the underlying variable relationships is
a significant drawback. In some cases, privacy restrictions will be such that this is the
best we can do, but we caution any potential implementers or users of these methods
in this regard.
As a final remark, there has been a move in the privacy literature towards formal
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privacy methods, such as Di↵erential Privacy. While this work guarantees security
under a di↵erent definition, we believe future work should look for ways to combine
the methods here with formal protections such as o↵ered by perturbations of the
output statistics. In some applications it may be the case that revealing the true
estimated model (or mean and covariance matrix) constitutes a violation of privacy.
For problems where that is not the case, the algorithm presented here provides a
strong guarantee of security that multiple parties can engage in partitioned estimation
with only the final model values being shared.
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CHAPTER

THREE

GENERAL UTILITY ESTIMATION FOR SYNTHETIC
DATA

This chapter is based on the paper Snoke et al. (2018). The research originated
through collaboration with Professor Gillian Raab, Dr. Beata Nowok, and Professor
Chris Dibben at the Adminstrative Data Centre - Scotland. This group is tasked
with producing synthetic data for researchers utilizing the Scottish Longitudinal
Survey (SLS) data. My contributions include work on the theoretical development,
development of the non-parametric models and resampling approaches, implementation
of the code and simulations, and carrying out data analysis.

3.1

Introduction

Dissemination of data to external researchers is an important goal for statistical
agencies. With sensitive data, the agencies may be constrained in their ability to
allow access to raw records, except perhaps to approved users in restricted locations,
such as data safe havens (e.g., U.S. Census Research Data Centers). To make their
data more available agencies have developed methods of statistical disclosure control
(SDC), also known as statistical disclosure limitation (SDL). SDC methods alter the
data in order to reduce the risk of disclosure for sensitive information, i.e., protect
privacy, while maintaining the utility of the data as judged by the validity of inference
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carried out using the altered data. Traditional methods include microaggregation, top
or bottom coding, perturbation by adding random noise and the swapping of values
(e.g., for more details see Fienberg and Slavković (2011) and Hundepool et al. (2012)).
An alternative SDC method involves the generation of synthetic datasets where
some or all of the observed data have been replaced by synthetic values generated from
models based on the original data. The risk of disclosure is reduced by replacing the
original sensitive values. There is an extensive literature on methods for generating
synthetic data and making inferences from them, e.g., Raghunathan et al. (2003),
Reiter (2003), Kinney and Reiter (2010), Slavković and Lee (2010), Drechsler (2011a),
Raab et al. (2017b), to cite only a few key references. The U.S. Census Bureau, in
partnership with academics, has made significant advances in practical applications and
released several synthetic data products, including the Survey of Income and Program
Participation (SIPP) Synthetic Beta Data (Benedetto et al., 2013), the Synthetic
Longitudinal Business Database (Kinney et al., 2011) and OnTheMap (2015), a webbased interface to a partially synthetic version of the Longitudinal Employer-Household
Dynamics dataset. Synthetic data are now becoming more widely accepted and are
being developed by other institutions worldwide. For example, bespoke synthetic data
are provided to individual users of the Scottish Longitudinal Study (SLSs), and the
synthpop package for R (R Core Team (2014)) has been developed by Nowok et al.
(2016) to facilitate the generation of synthetic data extracts. Synthetic microdata are,
however, still experimental and for the examples mentioned above they are supplied
to the users to carry out exploratory analyses, but the final results for publication are
almost always obtained from the original data. This final analysis is referred to as the
gold-standard analysis.
It is well understood that inferences from synthetic data will only be valid if the
models used to synthesize the data correspond to those that can be considered as
having generated the original data. It is important for sta↵ synthesizing the data to
assess how well this condition is fulfilled by their synthetic dataset, and this can be
done by so-called general and specific measures of utility. The former are summaries
of di↵erences between the distributions of the original and the altered data while the
latter compare the di↵erences between results from particular analyses.
Synthetic data utility has most often been assessed by analysis-specific measures
which compare data summaries and/or the coefficients of models fitted to synthetic
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data with those from the original data. If inferences from original and synthetic
data agree, the synthetic data are said to have high utility. Published evaluations of
synthetic data using specific utility measures, usually for just a few selected analyses,
have highlighted di↵erences in the quality of syntheses (Reiter (2005a), Dreschler and
Reiter (2009), Kinney et al. (2011), Miranda and Vilhuber (2016), Nowok (2015)).
However, when an agency prepares synthetic data for a user they will not know, except
in very general terms, what analyses will be carried out. In practice, a user usually
carries out a number of exploratory analyses in order to decide which models to fit
and present.
When the synthesizer does have some knowledge of the models that the analyst
has in mind and bases the synthesis on these models, this may falsely reassure the
analyst that their model is the correct one. When the generative model that informs
the synthesis adheres too closely to the proposed utility model, the validity checks
such as the existence of other interactions will not be apparent in the synthesized
data; see Nowok et al. (2017) and Raab et al. (2017b) for examples. Thus general
measures of utility could be more helpful in allowing an assessment of how well the
final inference might agree with what would have been obtained had the user had
access to the unchanged data for all of the analyses, rather than just at the final stage
of a gold-standard analysis. Global measures of utility that can be used for any type
of altered data have been proposed by several authors, such as Karr et al. (2006) and
Woo et al. (2009), and Drechsler (2011a) has illustrated their use for a real example
of synthetic data.
The disclosure risk associated with releasing any data from a statistical agency
is clearly important. Agencies most commonly release data in the form of crosstabulations or other summaries and there is an extensive literature on methods for
assessing disclosure risk for such data, see Willenborg and De Waal (2001) for a review.
Disclosure risk measures for micro-data releases, such as synthetic data, are less well
developed. Methods have often been tailored to individual data products, e.g. Elliot
(2015), Benedetto et al. (2013), Dreschler and Reiter (2009), Loong et al. (2013). More
recent research with synthesized categorical data has proposed methods that can be
used to identify individual records with disclosure potential (e.g., Hu et al. (2014);
Reiter et al. (2014); McClure and Reiter (2016)), but at present does not provide
measures that can be used with the complexity of real data sets. This is clearly an
area where further research is required but we do not address it here where our focus
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is on utility measures.
In this paper we evaluate and recommend extensions to existing global and specific
measures of utility for the special case of synthetic data, and we compare general
utility results to specific utility for data generated by di↵erent methods of synthesis.
In Section 3.2 we review methods for generating and making inference from synthetic
data and introduce our notation. In Section 3.3 we review previous work on general
utility measures. In Section 3.4 we extend previous work for a propensity-score-based
general utility measure by proposing two statistics specifically designed for synthetic
data. In Section 3.5 we cover specific utility measures typically used for synthetic data.
In Section 3.6 we give two data examples comparing outcomes based on general and
specific measures and highlighting di↵erences in their evaluation of di↵erent syntheses.
In Section 3.7 we o↵er concluding remarks and recommendations.

3.2
3.2.1

Brief Review of Synthetic Data Methodology
Data synthesis

Synthesis is performed by a researcher with access to the original data which we
denote as (X, Y ), where X denotes the data that will be released with their original
values and Y are the sensitive data that will be replaced with synthetic values. It is
possible for all the data to be synthesized in which case X is empty. The synthesizing
process assumes that the data come from an underlying joint generative distribution,
f (Y |X, ✓).
Here we consider the situation when new values of Y are generated by fitting the
observed data to f (Y |X, ✓) to give an estimate ✓ˆ and by generating a new sample from
ˆ In practice this is typically approximated with a sequence of conditional
f (Y |X, ✓).
models. A total of m synthetic datasets are produced, where m = 1 gives just a single
dataset. Some methods of inference from synthetic data require that the synthetic
data are generated from the posterior distribution of Y , given the observed data. In
the next section we discuss why this requirement does not apply in our case.
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3.2.2

Inference for Synthetic Data

Inference from synthetic data can be required for a particular model or a set of
summary statistics defined by a parameter vector Q that could be estimated from
the original data. Inference involves carrying out the same procedure on each of the
synthetic datasets and details on notation are given in table 3.2.1.
Value
Q̂
Vorig
vorig
q1 , · · · , qi , · · · , qm
q̄m
v1 , · · · , vi , · · · , vm
v̄m

Description
Estimate of Q from the original data.
Estimated variance matrix of Q̂ from the original data.
Diagonal elements of Vorig
Estimate from thePfit to the ith synthesis
Mean vector, i.e. m
i=1 qi /m
Estimated variances of each qi calculated from
each synthetic data
as if it were the original
Pset
m
Mean vector, i.e. i=1 vi /m

Table 3.2.1: Notation for inference to vector Q.

We are assuming throughout this paper that methods appropriate for simple random
sampling are used for inference from both the original and synthetic data. To make
inferences for Q from only the synthetic data we use the average q̄m as an estimate.
Much of the literature on synthetic data is concerned with using the synthetic data
to make inferences to the population parameter Q, allowing for both the variation
between Q and Q̂ and those between Q̂ and q̄m . However, for this paper we focus on
the situation where researchers use synthetic data produced for exploratory purpose
and then will carry out a gold-standard analysis (i.e., using the original data) after
models are chosen. This scenario has been implemented by some researchers and
agency sta↵; see Nowok et al. (2017) or Reiter et al. (2009) for further examples.
When such a gold-standard analysis is to be carried out, the user of synthetic data is
interested in estimating Q̂ and its variance-covariance matrix Vorig .
When the original data are generated from the same model used for synthesis, and
when the asymptotic conditions specified in Raghunathan et al. (2003) and Raab et al.
(2017b) are met, q̄m is a consistent estimator of Q̂, and the simple plug-in estimator v̄m
is a consistent estimator of Vorig . Note that neither multiple syntheses with combining
rules nor sampling from the posterior distribution of Y are required to calculate these
quantities, see Raab et al. (2017b).
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To evaluate specific utility, we compare results from the synthetic datasets with
what would be obtained from the original data. Thus we need not be concerned
with population inference, and can compare confidence intervals and standardized
coefficients from the original data with the equivalent quantities for synthetic data,
calculated from q̄m and v̄m . This approach uses the same estimator for any type of
synthetic data, e.g., whether all of the observations or only selected variables or data
values are synthesized. If the data generating model used for the synthetic data is the
one that generated the original data then the confidence intervals from the synthetic
data will be consistently estimated by this approach, see Raab et al. (2017b) for more
on inference with synthetic data under di↵erent situations and Raab and Nowok (2017)
for details of their implementation in the synthpop package.

3.3

General Utility Measures for Masked Data

Previous work has suggested various general measures of utility for data that have
undergone disclosure control. Generally these measures consider the distributional
similarity between the original and the masked datasets, with greater utility attributed
to masked data that are more similar to the original data. In the broadest sense,
measures such as distance between empirical CDFs or the Kullback-Liebler (KL)
divergence give an estimate of di↵erence.
Karr et al. (2006) and the follow-up paper Woo et al. (2009) discussed and implemented various distributional measures such as the KL divergence, an empirical
CDF measure, a method based on clustering, and one that uses propensity scores to
estimate general utility. They compared these measures for microaggregation, additive
noise, swapping, and resampling methods, and they evaluated the propensity score
method as the most promising. In this paper we focus on expanding this measure for
the specific case of synthetic data. The notation used in calculating the propensity
scores is given in table 3.3.1.
Propensity scores represent probabilities of group memberships, commonly used
in causal inference studies. To use them as a measure of utility, we need to model
group membership between the original and the masked data to get an estimate of
distinguishability. Small distinguishability relates to high distributional similarity
between the original and masked data. If we can model the propensity scores well,
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Value
n 1 , n2 , N
c
k
Zorig
Zsyn
Z
I
p̂

Description
Number of records in the original, synthesized, and combined data
Proportion of synthesized rows in the combined data
Number of predictors in the propensity score model, including intercept
n1 ⇥ k matrix of predictors from the original data
n2 ⇥ k matrix of predictors from the synthetic data
N ⇥ k matrix of predictors from the combined data
Indicator vector with 0 for original rows and 1 for synthetic rows
Length N vector of predicted probabilities: P (I = 1|Z)

Table 3.3.1: Notation for estimation of the propensity scores and following algorithms.
this general measure should capture relationships among the data that methods such
as the empirical CDF may miss. The propensity score method, given in Woo et al.
(2009), described in Algorithm 6, proceeds as follows. A set of predictor variables
are specified and calculated for the original and masked data. The two datasets are
combined with the addition of an indicator variable I giving the source of the data
(0 for original data and 1 for altered). A propensity score is estimated for each of
the rows of the combined data, as the probability of classification for the indicator
variable.
The mean squared di↵erence between these estimated probabilities and the true
proportion of records from the masked data in the combined data (denoted by c,
usually 0.5), gives the utility statistic N1 ⌃(p̂i c)2 , the propensity score mean-squared
error, henceforth referred to as pM SE. In the case of synthetic data with m > 1 the
pM SE would be calculated for each dataset and the mean taken as the overall utility.
The method can be thought of as a classification problem where the desired result
is poor classification (all records giving a probability of being synthetic close to 0.5),
giving better utility for low values of the pM SE.
Algorithm 6 General Utility Statistic Based on Propensity Score Mean-Squared
Error
1: stack the original n1 rows, Yreal and the n2 rows of masked data Ysyn to create
the N = n1 + n2 rows of Ycomb
2: add an indicator variable, I, to Ycomb s.t. I = {1 : yi 2 Ysyn }
3: fit a model to predict I using predictors Z calculated from Ycomb .
4: predict propensity scores, p̂i , for each row of Z
1 N
5: obtain the utility statistic from N
⌃i=1 (p̂i c)2
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3.4

General Utility for Synthetic Data

We extend the propensity score method for general utility specifically for the case of
synthetic data. In particular, when the pM SE is calculated from a logistic regression,
we derive its large-sample expectation and variance under the null case of synthesizing
data from the correct generative model of the original data, and use this to standardize
the observed pM SE.
This standardization transforms to a scale that has a clear interpretation for
synthetic data. The previous use of the propensity score measure for general utility
gave better utility as the value became closer to 0, where a value of 0 would occur
when the original and altered data are identical. This is highly unlikely to occur
for synthetic data as the goal is not to have identical entries, but to achieve the
distributional similarity between the distribution of the observed data and the model
used to generate the synthetic data. This condition is required for any inferences from
synthetic data to be valid, and we will refer to it as correct synthesis and when we
refer to the null distribution of a statistic this will imply the distribution under correct
synthesis. With expressions for the null expectation and standard deviation of the
pM SE for synthetic data, we can use two standardized statistics either the ratio to
its null expectation, the pM SE ratio, or the standardized pM SE calculated as its
di↵erence from this expectation in units of the estimated null standard deviation. The
former has an expected value of 1 and the latter an expectation of zero and a standard
deviation of 1 in the null case. In both cases, increased values of these statistics are
expected if correct synthesis does not hold.
We also consider other models used to compute the pM SEs, such as non-parametric
classification and regression trees (CARTs) which may improve the specification of
utility for complex datasets over previously used models such as logistic models,
general additive models or polynomial splines. In this case the theoretical results
for the null pM SE do not hold, but we show null values can be approximated using
resampling techniques. CART models were found to be promising for measuring utility
in complex datasets and are included in the real data examples.
These general utility measures, with a choice of model for the propensity score,
are implemented in the synthpop package (Nowok et al., 2016), so data custodians
creating synthetic data can compute the pM SE, pM SE ratio or the standardized
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pM SE as measures of the appropriateness of di↵erent synthesis models.

3.4.1

Null Distribution of the Mean-Squared Error calculated from a logistic regression

We assume the original data has n1 observations and the synthesized data n2 . To
compute the pM SE we fit a logistic regression model of the indicator variable I on
an n1 + n2 by k matrix of predictors Z where
"

#
" #
Zorig
I1
Z=
,I =
Zsyn
I2
and I1 is a n1 vector of zeros, I2 a n2 vector of ones, Zorig is derived from the original
data and Zsyn from the synthesized data. Note, that the usual formulae for the
standard errors of logistic regression will not apply here, since I is fixed, and not
random. The distribution of any statistic is derived from that of the random variables
Zsyn , conditional on the observed values of Zorig and I. Note that the Z matrix here
will include a column of 1s for the intercept and will usually contain the original Yorig
and Ysyn values as well as interaction and product terms or other functions calculated
from them.
A logistic regression model can be fitted by updating the current estimate of
the coefficient vector ⇤ by iterative reweighted least squares. The weights are
w⇤ = p⇤ (1 p⇤ ) where p⇤ is the current estimate of the fitted proportion and the
dependent variable is Z ⇤ + W 1 (I p⇤ ) where W ⇤ is an N ⇥ N diagonal matrix
with elements w⇤ (McCullagh and Nelder (1989)). Once the fitting has converged to
give estimates ˆ we can write the estimated coefficients of the logistic regression as
ˆ = (Z 0 W Z) 1 Z 0 W [logit(p̂) + W

1

(I

p̂)]

(3.4.1)

where p̂ is the vector of predicted probabilities for each row of Z, i.e., the propensity
score, and W is an N ⇥ N diagonal matrix with i element wi = p̂i (1 p̂i ). Thus at
convergence W 1 (I p̂) becomes zero leading to a set of k equations:
h

0
0
Zorig
: Zsyn

i

"

#
p̂1
=0
1 p̂2

(3.4.2)
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where pˆ1 and pˆ2 are vectors of length n1 and n2 of the propensity scores for the original
and synthetic data respectively. Thus the first equation corresponding to the intercept
gives the following expression for the mean of the propensity score as
p̂¯ = n2 /(n1 + n2 ) = n2 /N = c.

(3.4.3)

The assumption that (p̂ c) << (I c), for every row of Z leads to the folllowing
results. Since I takes the values 1 and 0 only it follows that all elements of w can
be approximated by c(1 c). This approximation means that we can express the
deviation of logit(p̂) from its mean as w 1 (p̂ c) since the derivative of logit(p̂) at its
mean is w 1 . Thus from equation (3.4.1) we get
¯
Z ˆ = Z(Z 0 Z) 1 Z 0 w 1 [(p̂

Zˆ

c)]

(3.4.4)

which can become
Zˆ
because W

1

(I

¯
Z ˆ = Z(Z 0 Z) 1 Z 0 w 1 [(p̂

c) + (I

p̂)],

(3.4.5)

p̂) is zero at convergence as we saw in equation (3.4.1), and then
¯
Z ˆ = Z(Z 0 Z) 1 Z 0 w 1 [(I

Zˆ

c)].

(3.4.6)

We can write this in terms of its component matrices as
Zˆ

"
#
i
Zorig h 0
¯ˆ
0
Z =
Zorig Zorig + Zsyn
Zsyn
Zsyn

1

h

i

Zorig : Zsyn w

1

"

n2 /N
n1 /N

#

where the final column vector consists of a unit vector with n1 entries equal to
and n2 entries equal to n1 /N . Using the approximation
p̂

we get p̂

c = (Z ˆ

c = (Z ˆ

¯ dp̂
Z ˆ)
|p̂=c
d(Z ˆ)

¯
Z ˆ)w, since the derivative becomes c(1

(3.4.7)
n2 /N

(3.4.8)

c) = w. Applying this
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with equation (3.4.7) we get
p̂

"

#
i
Zorig h 0
0
c=
Zorig Zorig + Zsyn
Zsyn
Zsyn

1

h

i
Z̄orig n1 n2 /N

Z̄syn

(3.4.9)

and the mean-squared error from the propensity score becomes
0

h

ih
i
0
0
Zorig Zorig + Zsyn Zsyn
orig

1

h

i

Z̄orig (n1 n2 /N )2 /N.
(3.4.10)
The first element of [Z̄syn Z̄orig ], from the intercept term of the regression, becomes
zero, and the expectation of the matrix
pM SE = (p̂ c) (p̂ c)/N =

Z̄ 0

h

syn

Z̄ 0

0
Zorig
Zorig

+

0
Zsyn
Zsyn

i

1

Z̄syn

(3.4.11)

without its first row and column becomes
h

0
(Zorig

Z̄ 0 orig )(Zorig

0
Z̄orig ) + (Zsyn

Z̄ 0 syn )(Zsyn

Z̄syn )

i

1

,

(3.4.12)

because the independence of Zorig and Zsyn ensure that the contribution of crossproduct terms to the inverse will be zero. When the synthetic data are generated from
the distribution that generated Zorig the expected value of [Z̄syn Z̄orig ] will converge
to zero for large samples and its variance to V /n2 where V is the variance of Zsyn .
Also, the expression
h

0
(Zorig

Z̄ 0 orig )(Zorig

0
Z̄orig ) + (Zsyn

Z̄ 0 syn )(Zsyn

Z̄syn )

i

(3.4.13)

will converge to N V for large samples. Thus we can see that equation (3.4.10) is a
multiple of a quadratic form in Z̄syn Z̄orig of dimension (k 1), so it is distributed as
( nN1 )2 ( nN2 )
N

2
k 1.

Thus the expected value and standard deviation of the pM SE
E[pM SE] =

(1

c)2 c
(k
N

1)

(3.4.14)
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StDev(pM SE) =
becoming (k

1)/(8N ) and

p
2(k

(1

c)2 c p
(2(k
N

1)

(3.4.15)

1)/(8N ) when n1 and n2 are equal.

The assumption that (p̂ c) << (I c) appears to be a rather strong one. The
assumption is required for the null distribution when we would not expect the regression
to provide much discrimination, so we would expect all the predicted values to be
close to c in that case. We have found through simulation in some cases with very
high order interactions and nonlinear terms it is possible to produce scores that are
not close to c. In this case the assumption can be violated, but in practice we do not
think these would be advisable propensity score models.
A crucial assumption in this derivation is that the large sample expectation of each
column of Zsyn , under repeated syntheses from the same original data, will be the
mean of the corresponding column of Zorig . This follows trivially, and without the
asymptotic assumption, for the columns of Zorig and Zsyn that correspond to Yorig .
For other columns we note that the expectation of any function of the variables in a
distribution can be written as a function of its parameters ✓ and that any function
of consistent estimators is a consistent estimator of the corresponding function of
✓. Thus, for large samples, the means of the columns of Zorig will be functions of
ˆ Since the columns of Zsyn are combinations of variables generated from f (y|✓),
ˆ
✓.
their expectation will be given by the same function of ✓ˆ that defines the mean of the
corresponding column of Zorig .

3.4.2

Null Distribution in the case of Incompletely synthesized data

When some part of the data are left unchanged this may involve synthesizing only
selected variables (incomplete by variables), only selected records (incomplete by rows),
or only some variables for some observations (incomplete by observations). When
synthesis is incomplete by rows (or observations), the selection is usually restricted to
those observations that are expected to pose a high disclosure risk such as observations
with extreme, potentially disclosive, values. When this is the case, estimation of the
models used to create the synthetic data must use records from only those observations
that will be replaced, e.g., see Reiter (2003). Our theoretical results will not apply
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because the selected observations will not follow the same distribution as the complete
data. This will also be the case even for randomly selected rows, unless the pM SE is
calculated from only the synthesized rows.
On the the other hand, the theoretical results easily extended to the case of
incomplete variables. The derivations in the previous section require that all elements
of each variable are replaced by synthetic values. When synthesis is incomplete because
only some variables are synthesized, while others remain as in the original data, a
variant of this result can be used as follows. Some of the predictors Z used in the
logistic regression will use only the unsynthesized variables. We can denote this subset
by Z f ix and the remaining variables by Z ⇤ which will be assumed to have k ⇤ columns,
f ix
f ix
including the intercept term. The values of [Z̄syn
Z̄orig
] will all be identically zero
because their synthesized values are identical to the original. Thus the pM SE can be
written in terms of a quadratic form from [Z¯⇤ syn Z¯⇤ orig ].
Therefore, by arguments paralleling those above, the pM SE for this type of
incompletely synthesized data will have the distribution given above with k ⇤ replacing
k, where k ⇤ is the dimension of the predictor matrix involving only synthesized
variables (including interactions between synthesized and unsynthesized variables).
Equations (3.4.14) and (3.4.15) still hold with k replaced by k ⇤ the number of variables
in the predictor matrix which relate to synthesized variables (including interaction
terms between synthesized and unsynthesized variables). The following sections
presents simulation studies confirming these results, both for complete and incomplete
synthesis, with a multivariate Normal example. The simulation also illustrates the
behaviour of the pM SE ratio, or the standardized pM SE under increasingly incorrect
synthesis.

3.4.3

Simulation to Validate Asymptotic Expressions for the
Expectation and Variance of pMSE

We present simulation studies to show that the asymptotic results derived in Sections
3.4.1 and 3.4.2 hold under correct synthesis and to show how they deviate from the
expectations for incorrect synthesis. We ran 1000 simulations, and for each simulation
we generated ten original datasets (referred to henceforth as Real datasets) of size
5000 from a multivariate Normal distribution of dimension 10 with means 0, variances
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1, and o↵-diagonal covariances of the ith dataset taking values 0, 0.1, ..., 0.9 for
i = 1, ..., 10.
In the first simulation, for each Real dataset we generated a correct and incorrect
complete synthesis. For the correct synthesis we use the variance matrix fitted to the
Real data to generate synthetic multivariate Normal data. For the incorrect synthesis
we use the sample means and a variance matrix with its o↵-diagonal elements set to 0.
The incorrect synthesis uses a model progressively further from the true generative
model as the Real data are generated from a model with covariances that increase
from 0 to 0.9. This emulates synthesis that fails to account for correlations between
the variables.
We model the propensity scores with a logistic regression model including all main
e↵ects and first-order interactions for the variables, but omitting the quadratic terms,
giving us k = 56 parameters. The expected null mean of the pM SE becomes:

E[pM SE] = (k

1)(1

c)2 c/N = 55 ⇤ 0.53 /10000 = 0.000688

(3.4.16)

and its standard deviation:
StDev(pM SE) =

p

(2(k

1)(1

c)2 c/N =

p

110 ⇤ 0.53 /10000 = 0.000131 (3.4.17)

Table 3.4.1 gives the means of the simulation results. For correct synthesis the mean
pM SE agrees with equation (3.4.16) and that of its standard deviation with equation
(3.4.17) (data not shown for (3.4.17)). Thus the pM SE ratio (mean pM SE divided
by (3.4.16)) and the standardized pM SE (mean pM SE minus (3.4.16) divided by
(3.4.17)) are close to 1 and 0 respectively, as expected. Values below 1 for the ratio
pM SE or 0 for the standardized pM SE are acceptable, simply a result of random
variation, and implying correct synthesis.
For the incorrect syntheses models that fail to capture the correlations between
the variables, pM SE values compared to the original data increase as the covariance
values increase as does its standard deviation (the latter not shown). Note that for
the first line of Table 3.4.1 when the synthetic data are generated from a model with
covariances of zero, it still does not give a value at the expectation, as was the case
for synthesis from the correct model. This is because even though the population
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covariances are set to 0, the simulated Real data do not have exactly zero covariances,
so the incorrect synthesis here is not generated from a model correctly fitted to the
observed data. As the covariances in the original data increase the pM SE ratio and
the standardized pM SE increase, the latter very steeply. The ratio is an appropriate
measure of the discrepancy which the pM SE model finds between the two distributions.
The standardized value gives a measure (like a t-statistic) of its deviation from the
null value. Given that we know that correct synthesis can rarely be fully achieved,
except for simulated data, the standardized measure may be over-sensitive to small
di↵erences and the ratio pM SE is likely to be a more useful measure.
Table 3.4.1: Results from 1,000 simulated syntheses of multivariate Normal data
using correct and incorrect models with the pM SE calculated from a logistic model
including all main e↵ects and first order interactions.
Population
covariances
0.0
0.1
0.2
0.3
0.4
0.5
0.6
0.7
0.8
0.9

Correct Synthesis
pM SE
Mean
Ratio Standardized
0.000684 0.995
-0.024
0.000693 1.007
0.039
0.000696 1.013
0.068
0.000688 1.000
0.001
0.000686 0.998
-0.008
0.000686 0.998
-0.010
0.000684 0.996
-0.024
0.000686 0.998
-0.010
0.000688 1.001
0.005
0.000691 1.005
0.029

Incorrect Synthesis
pM SE
Mean Ratio Standardized
0.00124 1.805
4.221
0.01428 20.77
103.7
0.03158 45.93
235.6
0.04696 68.31
353.0
0.06021 87.57
454.0
0.07202 104.8
544.1
0.08248 120.0
623.9
0.09192 133.7
695.9
0.10054 146.2
761.7
0.10830 157.5
820.9

Ratios and standardized scores from theoretical expectations.

In the second simulation, for each Real dataset we generated a correct and incorrect
incomplete synthesis, leaving eight of the ten original variables unchanged. For the
correct synthesis we fit linear models using all unsynthesized variables as predictors
(and the first synthesized variable as a predictor for the second) to generate new
synthetic draws. For the incorrect synthesis we take a parametric bootstrap of the two
variables using the sample means and standard deviations. In the same way as the
complete synthesis, the incorrect synthesis ignores the correlations between variables
and grows progressively further from the true generative model as the Real data are
generated from a model with covariances that increase from 0 to 0.9.
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Equations (3.4.18) and (3.4.19) gives the new expected value and standard deviation
of the pM SE with only two synthesized variables. Recall, k ⇤ is the dimension of
the propensity score predictor matrix that involves synthesized variables. Including
main e↵ects and first order interactions, this reduces from 55 previously to 19. The
simulation results given in Table 3.4.2 confirm this, as well as showing a similar pattern
for the ratio and standardized pM SE values for incorrect synthesis as was seen in
Table 3.4.1.

E[pM SE] = (k ⇤

1)(1

c)2 c/N = 19 ⇤ 0.53 /10000 = 0.0002375

(3.4.18)

and its standard deviation:
StDev(pM SE) =

p
(2(k ⇤

1)(1

c)2 c/N =

p

38 ⇤ 0.53 /10000 = .000077055
(3.4.19)

Table 3.4.2: Results from 1,000 simulated syntheses of multivariate Normal data
with only two of the 10 columns synthesized, using correct and incorrect models with
the pM SE calculated from a logistic model including all main e↵ects and first order
interactions.
Population
Covariance
0.0
0.1
0.2
0.3
0.4
0.5
0.6
0.7
0.8
0.9

Correct Synthesis
pM SE
Mean Ratio Standardized.
0.000244 1.027
0.083
0.000239 1.007
0.022
0.000239 1.007
0.022
0.000237 0.996
-0.013
0.000232 0.975
-0.076
0.000236 0.994
-0.019
0.000233 0.982
-0.055
0.000236 0.995
-0.015
0.000233 0.981
-0.060
0.000232 0.978
-0.066

Incorrect Synthesis
pM SE
Mean Ratio Standardized
0.00045 1.902
2.781
0.00618 26.00
77.05
0.01553 65.39
198.5
0.02551 107.4
328.0
0.03563 150.0
459.3
0.04576 192.7
590.8
0.05614 236.4
725.5
0.06697 282.0
866.0
0.07849 330.5
1016
0.09118 383.9
1180

Ratios and standardized scores from theoretical expectations.

3.4.3.0.1 Using Resampling Techniques for the Distribution of the pMSE
We can use the results above when calculating propensity scores using a fully specified
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logistic model which provides a value of k for the number of fitted parameters, but
we may be interested in using data adaptive models, such as stepwise regressions or
CART. In these cases, we cannot use the previous results, but we would still like to
estimate the null pM SE. We show that the null distribution can be estimated using
resampling techniques. The theoretical derivations in the previous section assumed
that the two datasets compared were drawn from the same underlying generative
model. By resampling, we can compare two datasets which we know were generated
from identical distributions, and we can use the resulting pM SE values to estimate of
the theoretical null pM SE.
One such resampling method is to calculate the pM SE between pairs of synthetic
datasets generated from the same original data. The pairs can be used to obtain
an estimate of the expected pM SE even when the synthesizing model is incorrect,
since both datasets are drawn from the same distribution. This method requires much
additional computation if only one synthetic set is planned. An alternative method
in the case of a single synthetic dataset is to use a permutation test to obtain null
expectations. We describe it here for the case when the synthetic data has the same
number of records as the original. The indicator variable used with the Z matrix
from the original and a single synthetic dataset is permuted, and a pM SE calculated
from each permutation (see Algorithm 7). This method can be less computationally
burdensome than producing extra syntheses, and it can also produce utility estimates
when only a single synthetic dataset has been produced. Its disadvantage is that
it does not give the correct null pM SE unless all the data are synthesized. This
can be understood by considering the contribution to the pM SE from columns of Z
corresponding the unsynthesized data X. In calculating the pM SE from the original
data there will be no contribution from these columns because the di↵erence in means
will be zero; see Section 3.4.2. But the contribution will not be nothing with the
permutation distribution because the permutation no longer treats X as fixed. An
alternative approach would be to omit any Z variables that depend on X variables
from the calculation of the pM SE, but this would be unsatisfactory since it would
not evaluate whether the relationships between Ysyn and X were maintained.
When the pM SE is calculated from two synthetic datasets, each synthesisied from
the same original data, the expression [Z̄syn Z̄orig ] is replaced by [Z̄syn1 Z̄syn2 ]
which can be written as [(Z̄syn1 Z̄orig ) (Z̄syn2 Z̄orig )]. Conditional on Zorig , these
two terms are independent and each has variance covariance matrix V . Thus the
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Algorithm 7 Permutation Test for Null Mean and Standard Deviation Estimates
1: if m > 1 synthetic datasets then
2:
randomly assign a synthetic dataset for each permutation
3: end if
4: for each permutation do
5:
randomly shu✏e the group indicator variable I to produce Ip
6:
follow algorithm 6 using Ip in place of I
7:
obtain pM SEP ermi from the predicted propensity scores
8: end for
9: return pM SEP ermi and sd(pM SEP ermi ) for null mean and s.d. values
pM SE calculated from two synthesized datasets, each of size n2 will have expected
value and standard deviation 2(k 1)(1 c)2 c/N , twice that of the null expected
pM SE for a sample of size n2 . This result was confirmed by simulations from logistic
models and applies when the propensity score models use the same Z matrix for each
resynthesis.
When CART methods are used for the propensity score model the argument above
does not hold because the null pM SE will include a component for model selection
that will be the same for a comparison of pairs as for the comparison of synthesized
data with the original. This implies that the mean between-pair estimates of the
pM SE for CART models will have expectation between the expected null pM SE and
twice the expected null pM SE. This was also confirmed by simulations. For data
sets where the propensity score models can generate a large number of nodes in the
trees the expectation of the pM SE from pairs will be close to the null expectation, as
is shown in the simulations in Section 3.4.4. When the original data consist of only
a few categorical variables, with a small choice of possible trees, the estimate from
pairs will be close to twice the expected null pM SE. In practice most datasets will
be sufficiently complex to allow the assumption that the estimate from pairs gives the
null expectation. These results apply to the pM SE calculated either from pairs or
from permutations, since in both cases the data sets being compared will have the
same distribution.
For most large complex data sets, synthesized by CART models, the expected
pM SE from pairs will be close to, or slightly lower than the null pM SE. Thus we
propose two resampling methods that can be used when methods, such as CART,
without a known number of parameters are used to calculate the distribution of the
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pM SE and derive the pM SE ratio and the standardized pM SE utility statistics. To
confirm our results, the simulation study described above was extended to include our
evaluation of the resampling method, and it is given in Section 3.4.4.
For logistic models with known k, the resampling methods gave estimates of the null
distribution of the pM SE that agreed with the theoretical results (data not shown).
For CART propensity score models, where we do not know k, the expected values
under permutation stayed constant across di↵erent syntheses as expected and the
ratio of the pM SE to the null expectation increased as the model used for synthesis
was further from the correct one. We present results for complete synthesis and for
incomplete columns. We also investigated the possibility of using resampling methods
for the null distribution of the pM SE for synthesis with selected rows. While the
pairwise method gave satisfactory results for randomly selected incomplete rows, we
have not investigated the important, but more complicated, situation when the data
to be replaced are selected according to their perceived disclosure potential.
Table 3.4.3: Estimation Methods of the Null pM SE for Di↵erent Synthesis and
Propensity Score Model Scenarios

Complete Synthesis
Incomplete (Columns)

Propensity Score Model Type
Logistic regression
CART
Theoretical
Permutation (or Pairwise)
Theoretical
Pairwise

Table 3.4.3 summarizes the applicable methods under di↵erent synthesis and
propensity score model scenarios. If the pM SE is calculated from a method with a
known number of parameters, k, then the ratio and standardized measures can be
calculated from equations (3.4.14) and (3.4.15) for both complete and incomplete
(by variables) synthesis. For complete synthesis with a model where k is unknown,
permutation methods are recommended to obtain the ratio and standardized pM SE.
Repeated pairwise synthesis could also be used in this case but have the disadvantage
of requiring multiple syntheses. When only some of the variables are synthesized then
the only method possible for CART models is the paired comparisons of multiple
syntheses.
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3.4.4

Simulations of Null pMSE with CART Propensity Score
Models

Here we show results for simulations using the same setup as described in Section 3.4.3,
but we switch the logistic propensity score models for non-parametric CART models.
In the first case all the data are synthesized, and in the second case only two of the
ten variables are synthesized, as before. First we estimate the null as described in
Section 3.4.3.0.1 by resampling and comparing pairs of synthetic datasets which we
know were drawn from the same generative model.
Table 3.4.4: Results from 1,000 simulated complete syntheses of multivariate Normal data, using correct and incorrect models with the pM SE calculated from nonparametric CART models.
Population
Covariance
0.0
0.1
0.2
0.3
0.4
0.5
0.6
0.7
0.8
0.9

Correct Synthesis
pM SE
Mean
Ratio
Std.
0.02134 0.96584 -0.20497
0.02162 0.98190 -0.11288
0.02134 0.97505 -0.14870
0.02067 0.95014 -0.27136
0.02055 0.95326 -0.25137
0.02051 0.95946 -0.21945
0.01991 0.94439 -0.28992
0.01944 0.93813 -0.30129
0.01893 0.93915 -0.28086
0.01748 0.92756 -0.26846

Incorrect Synthesis
pM SE
Mean
Ratio
Std.
0.02194 0.99360 -0.04966
0.02812 1.27088 1.45820
0.03800 1.71642 3.88034
0.05137 2.32482 7.11181
0.06837 3.08777 11.31911
0.08866 4.01128 16.16698
0.11269 5.10356 22.04270
0.14155 6.40335 29.09392
0.17431 7.89067 37.06338
0.20365 9.23024 43.92087

Ratios and standardized scores calculated from the null distribution estimated from 45
pairs formed from 10 multiple syntheses of each simulated data set.
The CART method was carried out with the rpart function from the rpart package for
R, Therneau et al. (2015), with the complexity parameter cp = 1e-3.

Table 3.4.4 shows the simulation results for the CART propensity score models.
Note that the pM SEs calculated for CART models are much larger than those
from the logistic models, with the estimated null indicating that di↵erences have
been introduced via model-selection resulting in what we might term an over-fitting
component of variation. We can see that in this case, as with the simulations using
a parametric model, the ratio and standardized pM SE values stay constant for the
correct synthesis across di↵erent correlations. As can be seen from the first column,
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the expected value under di↵erent correct synthesis changes, since the number of
parameters in the propensity score model is no longer fixed. As expected, the pM SE
from the simulated data is slightly lower than the between synthesis for pairs, giving
ratios just below unity. This ratio is sufficiently close to 1.0 to allow standardisation
by the between-pair pM SE in practical situations. Another important di↵erence from
using the logistic propensity score model is that the ratios for the wrong synthesis
increase on a slower scale, which is due to an increase in the pM SE scores both for the
observed and the null due to the size of the trees. All of this amounts to a trade-o↵
in return for the greater flexibility to assess a wider range of departures from the
synthesis model with CART models.
Relating to what was discussed in Section 3.4.3.0.1, it is important to not use
overly large trees, since it will make it harder to discern between worse syntheses. As
the number of splits in the tree approaches the number of observations, the expected
pM SE ratio will be limited at 2, no matter how bad the synthesis. This is because
the maximum value for the pM SE is 0.25, and the maximum expectation under the
null is 0.125 (1/8) when the original and synthetic datasets have the same number of
rows. When using CART propensity score models, it is important to monitor the size
of the models being produced. The complexity parameters that control the fitting
must allow models to be large enough to provide splits in the null case, from pairs
or permutations. However, the models must not be so large, in this null case, that
there is little room for improvement and hence low power to detect problems with the
synthesis models.
Next, we replicate the incomplete synthesis simulation from Section 3.4.3 using
the CART propensity score model and null approximation. The results shown in
Table 3.4.5 are once again what we expect, exhibiting the same patterns as the
complete data simulation, and showing that this resampling method can be used to
estimate the null pM SE for CART models when some variables are not synthesized.
We also carried out corresponding simulations using the permutation method (data
not shown) and obtained results for complete data which were in agreement with
those from in Table 3.4.1 to within the uncertainty of the simulations. As anticipated
in Section 3.4.3.0.1, for incomplete data like Table 3.4.5 the permutation method
over-estimated the null pM SE.
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Table 3.4.5: Results from 1,000 simulated syntheses of multivariate Normal data with
only two of the 10 columns, synthesized using correct and incorrect models with the
pM SE calculated from non-parametric CART models.
Population
Covariance
0.0
0.1
0.2
0.3
0.4
0.5
0.6
0.7
0.8
0.9

Correct Synthesis
pM SE
Mean
Ratio
Std.
0.016106 0.991741 -0.028395
0.015956 0.996262 -0.012367
0.015331 0.993628 -0.019922
0.015085 1.012724 0.038179
0.013968 0.998023 -0.005400
0.012879 0.989164 -0.028306
0.012119 1.004021 0.009555
0.010523 1.002788 0.005776
0.009099 0.989744 -0.019050
0.007091 1.054471 0.087836

Incorrect Synthesis
pM SE
Mean
Ratio
Std.
0.016259 0.987100 0.004145
0.019528 1.207032 0.738865
0.024894 1.534692 1.912159
0.031738 1.967164 3.618090
0.040502 2.559000 5.430248
0.051799 3.290095 7.915648
0.066470 4.217474 11.584360
0.085163 5.488950 16.148351
0.110642 7.366080 20.769889
0.148356 10.417990 29.718231

Ratios and standardized scores calculated from the null distribution estimated from 45
pairs formed from 10 multiple syntheses of each simulated data set.

3.4.5

Choice of model for the propensity score

As Woo et al. (2009) have discussed, the choice of model for the propensity score is
crucial to the way in which the pM SE measures compare masking methods. Woo et al.
(2009) evaluated some di↵erent logistic regression propensity score models, and they
found it was important to include higher order terms, including cubic terms, for the
pM SE to discriminate between methods such as incorrect simulation, adding random
noise, and aggregation. However, their simulated data largely relied on inappropriate
marginal distributions for the incorrect model. This type of inadequacy should be
readily checked for synthetic data by visual comparisons of the real and synthetic
data, as is done in the synthpop package (Nowok (2015)). For their real data example,
Woo et al. (2009) used a model with all main e↵ects and first-order interactions
between variables, where generalized additive models were used for the continuous
variables. This approach would seem to be a useful starting point, although it might
be more helpful to use the transformations that would normally be used in modelling
continuous variables, rather than the additive models.
We consider expanding the propensity score models to include classification and
regression tree models (CART) (Breiman et al. (1984)). These models have proved
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useful for generating synthetic data (Reiter (2005b)), and have been shown to outperform other machine learning techniques (Drechsler and Reiter (2011), Nowok
(2015)) and parametric models (Nowok et al., 2017) for this purpose . Additionally,
boosted tree models have been found to be useful for estimating propensity scores in
causal inference applications, see McCa↵rey et al. (2013).
It is well known that CART models are subject to over-fitting and parameters can
be set to control the complexity to prevent this. This is not generally a problem for
generating synthetic data but it can be when the pM SE score is calculated, since a
substantial proportion of the propensity scores may be close to zero or 1 even under
data generated from a correct synthesis. This leaves little room for the pM SE value
to increase when an incorrect synthesis model is used, since the over-fit model picks
up higher di↵erences even when the synthetic data are drawn from the correct model.
It is important to check whether drastic over-fitting is occurring, by looking at the
propensity scores, and if necessary adjusting the tuning parameters.
At the other extreme the parameters should be set to allow adequate discrimination.
If the classification tree fails to perform any splits all estimated propensity scores
will equal 0.5 and the pM SE will be zero. While you may argue this indicates good
synthesis, it is more likely that the tuning parameters for the decision tree were not set
appropriately. The resamples used to evaluate the expected null utility can inform the
choice of tuning parameter. If any CART models used to calculate the null distribution
fail to split, then the tuning parameters should be adjusted to produce larger trees.
For the case of a simple synthetic dataset, logistic models with first-order interactions
should be tried first. As the data become more complex, we recommend also fitting
parametric models with higher order interactions (if computationally feasible) and
CART models for comparison. The utility function in the synthpop package currently
includes both CART models and logistic models with a maximum order of interactions
between variables to be specified.

3.5

Specific Utility Measures for Synthetic Data

In contrast to the general utility approach, we can measure the utility of a synthetic
dataset by assessing the similarity of results for specific analyses using both the original
and synthetic data. For high utility we expect close similarity between the results
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for the same analysis calculated from the two di↵erent data sources. Most of the
previous literature has used specific utility measures rather than general measures,
usually for other types of disclosure-controlled data, e.g., produced by top-coding or
micro-aggregation, rather than for synthesized data. Karr et al. (2006) and Reiter
et al. (2009) refer to this type of utility as fidelity measures, since it provides the
masked data users with a measure of trustworthiness for the analysis compared to the
analysis on the unreleased data.
The most common and understandable examples of analysis-specific measures
compare estimated summary statistics or general linear model coefficients obtained
from the original and masked data. The percentage overlap of confidence intervals,
for each of the coefficients or summary statistics of interest, are calculated from the
observed and masked data, e.g., Karr et al. (2006), Reiter et al. (2009), Dreschler
and Reiter (2009), Slavković and Lee (2010), and Woo and Slavković (2015). An
interval-overlap measure, given in equation (3.5.1), can then be calculated for each
statistic of interest and summarized by the average, with a higher IO corresponding
to greater utility. Note that this measure is negative when there is no overlap and will
decrease as the intervals move further apart.
IO = 0.5



min(uo , us )
uo

max(lo , ls ) min(uo , us )
+
lo
us

max(lo , ls )
ls

(3.5.1)

The IO measure has been extended by Karr et al. (2006) to a measure of ellipsoid
overlap (EO) which uses an estimate of the overlap between the joint posterior
distribution of all the parameters for the original and synthetic data. The EO is a
more satisfactory measure because it allows for the correlation between the parameter
estimates. However, it is much more onerous to compute, the easiest method involving
simulation, and may be less easily understood by those analyzing the data.
An alternative summary of the di↵erences in summary statistics is the standardized
di↵erence between the original estimate and the synthetic estimate calculated as
| ˆorig ˆsyn |/s.e.( ˆorig ), where ˆorig and ˆsyn are the coefficients of the same model
estimated from the real and synthetic data and s.e.( ˆorig ) is the estimated standard
error of the coefficients from the original data. This measure was used in Woo and
Slavković (2015) to test data that had undergone post randomization method (PRAM),
and it is similar to the standardized bias suggested by Loong et al. (2013), which
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di↵ers only by using the estimated standard error from the synthesized data.
For our examples we present both the confidence interval overlap and the standardized di↵erence as measures of specific utility. These two related measures are
implemented in the synthpop package under the compare.fit.synds() function, and can
be used to compare results from synthetic data to a gold-standard analysis once a
researcher’s code is run on the original data. For a model with many coefficients the
IO and the standardized di↵erence can be summarized by their mean or their median
and range or, more usually, displayed graphically.

3.6

Data Examples

As discussed in previous sections, specific utility measures the inferential usefulness
of a dataset for a given model. When the model to be used with synthetic data
is well specified, it may be misleading to rely only on specific measures if they are
close to the model used for the synthesis (Raab et al., 2017b). General measures
assess a broader set of di↵erences, including those that might influence the results of
exploratory analyses and of model validation. Di↵erent models for the propensity score
will be sensitive to di↵erent aspects of these di↵erences. General utility and specific
utility, each with a range of models, should be used along with data visualizations and
marginal distribution checks to aid synthetic data producers in determining which
synthesis is best for release. We use two real data examples to illustrate the need for
this holistic approach.

3.6.1

Scottish Health Survey

We use data from the 2013 Scottish Health Survey (SHeS ), focusing specifically on
the data used for the 2015 report on Mental Health and Wellbeing, see Wilson et al.
(2015). This report uses a subset of the SHeS dataset containing 8,721 observations on
15 variables covering demographic information, behavioral factors, and mental health
indicators: see Table 3.6.1.
The study focused on mental health outcomes for males and females as measured
by the two scores, the Warwick-Edinburgh Mental Wellbeing Scale (WEMWBS) and
the General Health Questionnaire (GHQ12), while controlling for demographic and
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Table 3.6.1: Summary of Data for Report on Mental Health and Wellbeing
Variable
Label
Sex
Sex
Age Group
ag16g10
Martial Status
maritalg
Parental Employment Type
pnssec5
Income Quintile
eqv5
In 15% Most Deprived Area
SIM D15 12
Economic Activity
econac12
Provides Caregiving
RG17a
Physical Activity Level
adt10gpT W
Servings of Fruits and Veg.
porf tvg3
Has Alcohol Dependence
AU DIT 20
Smoker Status
cigst3
COP Diagnosis
COP DDoct
WEMWBS Mental Health Score
wemwbs
GHQ12 Mental Health Score
ghq12scr

Range
Male = 1, Female = 2
7 categories, minimum = 16
6 categories
7 categories
6 categories
1 = No, 2 = Yes
6 categories
5 categories
4 categories
3 categories
1 = No, 2 = No Answer, 3 = Poss.
1 = Current, 2 = Never, 3 = Ex
1 = Yes, 2 = No
1=“issues” 0=“standard”
1=“issues” 0=“standard”

behavioral factors. The WEMWBS is derived from 14 questions concerning personal
thoughts and feelings with self-reported answers. The GHQ12 entails 12 experiential
questions, six positively worded and six negatively worded, with self-reported responses
of the participants’ level of agreement. Specifically the models estimated, which we
replicate, were four logistic regression models, two for men and two for women with the
two mental health indicators as the response variables, detailed in Table 3.6.2. While
these responses were originally continuous they were dichotomised to 0/1 variables,
with 1 indicating a higher level of mental health problems.
Table 3.6.2: Wellbeing Fitted Models for the SHeS data used to calculate specific
utility.
Model
(1)

Sex
Male

(2)

Female

(3)

Male

(4)

Female

Response
Covariates
wemwbs ag16g10, maritalg, SIM D15 12, econac12, eqv5, RG17a,
adt10gpT W , AU DIT 20, cigst3, porf tvg3, COP DDoct
wemwbs ag16g10, maritalg, SIM D15 12, econac12, eqv5, RG17a,
adt10gpT W , AU DIT 20, cigst3, porf tvg3, COP DDoct
ghq12scr
ag16g10, maritalg, pnssec5, econac12, eqv5, RG17a,
adt10gpT W , AU DIT 20, cigst3, COP DDoct
ghq12scr
ag16g10, maritalg, pnssec5, econac12, eqv5, RG17a,
adt10gpT W , AU DIT 20, cigst3, COP DDoct
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We create three synthetic data sets by di↵erent methods, sequential parametric
regression models, sequential non-parametric CART models, and non-parametric
bootstrap samples of each variable (sampling). In each case we replace all the
original observations by synthesized values. These syntheses are evaluated by three
general utility measures, each using a di↵erent model for the propensity score: logistic
regression with main e↵ects only, with main e↵ects and first order interactions and a
CART model. The logistic models had 44 and 964 degrees of freedom, respectively.
Results are in Table 3.6.3 for the pM SE and its ratio and standardized values from the
theoretical null distribution for logistic models and from permutations for the CART
model. Table 3.6.3 also presents the specific utility measures given in Section 3.5
for models (1)-(4), i.e., confidence interval overlap and standardized di↵erences in
coefficient values. For both of these, the median across all covariates in the models is
reported.
The parametric regression model is evaluated as satisfactory by all three general
utility measures. The CART method is judged less satisfactory by the logistic interactions model. The sampling method is judged inadequate by the logistic interactions
and the sampling methods. The propensity score from main-e↵ects only fails to
identify any of these problems.
The specific utility models assess the synthesis models similarly. Parametric synthesis gives highest interval overlaps and lowest standardised di↵erences for all models.
Model (4) has the largest di↵erences between specific utility for di↵erent synthesising models and this is illustrated in Fig. 3.6.1 where C.I. overlap and standardized
di↵erences for all 39 coefficients are displayed as boxplots. For this example, general
and specific utility measures agree that the parametric synthesis method performs
best and both evaluate the synthesis model as compatible with the distribution of the
original data.

3.6.2

Historical Census Data

Our second example uses data from the 1901 Census of Scotland made available by the
Integrated Census Microdata (I-CeM ) project1 . These datasets have many features
that make them similar to current census data from the UK, such as large sample sizes,
1

https://www.essex.ac.uk/history/research/icem/
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Table 3.6.3: SHeS General and Specific Utility Results; Comparing Synthesis Models
with Di↵erent pM SE Models
General Utility
Measure
pM SE
pM SE
pM SE

pM SE
Model
logistic main e↵ects
logistic interactions
CART

pM SE Ratio
pM SE Ratio
pM SE Ratio

logistic main e↵ects
logistic interactions
CART

1.19
1.05
0.996

1.01
2.09
0.920

1.30
18.5
2.09

Standardized pM SE
Standardized pM SE
Standardized pM SE

logistic main e↵ects
logistic interactions
CART

0.908
1.14
-0.157

0.064
23.8
-2.86

1.43
384
45.7

Specific Utility
Median C.I. Overlap
Median Std. ˆ Di↵.
Median C.I. Overlap
Median Std. ˆ Di↵.
Median C.I. Overlap
Median Std. ˆ Di↵.
Median C.I. Overlap
Median Std. ˆ Di↵.

Fitted
Model
Model
Model
Model
Model
Model
Model
Model

.737
1.03
.906
0.369
.834
0.651
.822
0.697

.670
1.29
.797
0.796
.695
1.19
.675
1.27

.630
1.45
.270
2.86
.587
1.62
.487
2.01

model
(1)
(1)
(2)
(2)
(3)
(3)
(4)
(4)

Methods for Synthesis
P arametric CART
Sampling
0.000384
0.000327 0.000420
0.00726
0.0144
0.1277
0.0512
0.0457
0.1221

mainly categorical data (some with small categories), some highly skewed continuous
variables and data organised by household, but they have the advantage that the
original data are freely available to disseminate.
To illustrate our methods we use a subset of the data consisting of private households
in the historic county of Midlothian and the parish of the City of Edinburgh leaving
46,110 records. The variables shown in Table 3.6.4 consist of individual characteristics
of the head of the household, plus data on household composition and number of
rooms. The variable disability had a large number of categories, many with only
a few cases, but only 164 individuals a↵ected. Thus this category is reduced to
a binary one indicating any disability. There were also many small categories for
country of birth so that all individuals born outside the UK are coded to “other”.
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Figure 3.6.1: SHeS Model (4) Specific Utility. Boxplots, one for each synthesizing
method, of the 95% confidence interval overlap and standardized beta di↵erence for
each coefficient.
The variable work status is derived from the census data on employer status and
occupation and has four categories according as whether a head of household was
a worker, an employer, had independent means or this was irrelevant (e.g. students
or retired people). This dataset is available in the [online supplementary material]
for this paper, as is the code used to create the synthetic datasets and evaluate their
utility.
The variables sex and age are left unsynthesized. The remaining variables are
synthesized using three di↵erent methods: CART, parametric models with Normal
linear regression for numeric variables (Normal) and the same parametric model with
Normal replaced by linear regression on the expected Normal deviates from the ranks
(rank). The synthesis was conditional on the values of the unsynthesized variables
and the order of the remaining variables was chosen by synthesizing the numerical
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Table 3.6.4: I-CeM 1901 Historical Census Data: N = 46,110
Variable
Head of household characteristics
Sex
Disability
Marital Status
Age (years)
Working Status
Country of Birth
Household characteristics
Number of Related Individuals
Number of Lodgers and Boarders
Number of Others (servants, visitors or unknown)
Total Rooms in Dwelling

Label

Range

sex
disability
mar stat
age
work status
ctry bth

2 categories
2 categories
4 categories
10 - 96
4 categories
5 categories

n relations
n lodgers
n others
totrooms

1
0
0
1

-

26
11
12
54

variables first and the categorical variables second, giving:
{totrooms, n relations, n others, n lodgers, work status, disability, mar stat, ctry bth}
and 15 synthetic datasets were generated from each method, and the observed pM SE
taken as the average from the pM SE calculated with each dataset.
General utility was assessed from a CART model and from a logistic model with first
order interactions. For the CART propensity models the null pM SE was calculated
from the 105 pairwise comparisons of the 15 synthetic datasets. The logistic interactions
propensity score model had 141 parameters, but the expectation of the pM SE was
calculated from the 138 parameters that included synthesized variables. Table 3.6.6
gives the observed pM SE for each combination of synthesis method and propensity
score model, along with the two measures rescaled by the null propensity score
estimates.
Table 3.6.5: I-CeM Fitted Models
Model
(1)

Response
work status

Type
multinomial

(2)
(3)

disability
totrooms

logistic
linear

Covariates
sex, age, mar stat
n relations, n lodgers, n others
sex, age, mar stat
sex, age, mar stat, n relations,
n lodgers, n others
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For specific utility, three models are estimated as shown in Table 3.6.5, and measures
of confidence interval overlap and standardized ˆ di↵erence are calculated. Results
for each are also given in Table 3.6.6.
Table 3.6.6: General and Specific Utility Results for syntheses of the I-CeM data by
three methods, evaluated with two propensity score models.
General Utility
Measure

pM SE Model

pM SE
pM SE

Methods for synthesis
P arametric
CART
N ormal Rank
logistic interactions 0.000833 0.00268 0.0157
CART
0.000663
0.118
0.0294

pM SE Ratio
pM SE Ratio

logistic interactions
CART

4.46
1.51

14.3
18.8

83.9
6.73

Standardized pM SE
Standardized pM SE

logistic interactions
CART

28.7
4.76

110
257

689
79.9

Specific Utility
Median C.I. Overlap
Median Std. Di↵.
Median C.I. Overlap
Median Std. ˆ Di↵.
Median C.I. Overlap
Median Std. ˆ Di↵.

Fitted
Model
Model
Model
Model
Model
Model

0.357
2.52
0.564
1.71
0.68
1.24

0.621
1.48
0.778
0.869
0.476
2.06

0.560
1.72
0.844
0.611
-0.250
4.90

model
(1)
(1)
(2)
(2)
(3)
(3)

We can see that the general utility measures judge the two parametric syntheses
as quite unsatisfactory. The coefficients of the logistic utility model and the trees
produced by CART (not presented here) show that it is the distribution of n relations,
n lodgers, n others and totrooms that discriminate between the real and synthetic
data. Plots comparing the original and synthetic data, by each of the three methods,
for these four variables are available from [online supplementary material].
The Normal method produces negative values in the synthetic data for each of these
variables which readily allow the propensity score model to predict that they are not
part of the original distribution. The rank method attempts to overcome this by fitting
models to z-scores. But this is not satisfactory, especially for the most skewed variables
(n lodgers and n others) giving synthetic data with too high a proportion of zeros.
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The general utility for the rank method is slightly better than the Normal synthesis
when evaluated with a CART propensity score model, but much worse when evaluated
with the logistic interactions model. The coefficients of the logistic propensity score
model show that the rank synthesis is worse than the Normal synthesis at modelling
the interactions between pairs of variables. The CART synthesis method, in contrast,
reproduces the distributions of these four variables very well. However, the general
utility results indicate that there are other problems with this synthesis. Examination
of the tree for the propensity score CART model and the coefficients of the logistic
propensity score models indicate that the problem lies with the interaction between
certain pairs of variables.
Clearly none of these methods of synthesis is satisfactory, and this is also reflected in
the specific utility measures for the three chosen models none of which are satisfactory.
The parametric models perform best for Model (2) which does not involve any of the
four problematic variables and worst for Model (3) which includes them all. Figure 3.6.2
visualizes the confidence interval overlaps for Model (3), synthesized by CART and
Normal models. We see that the CART performs poorly primarily with the mar stat
variable, while the others are fine. The interaction between mar stat and totrooms
was one of the interactions identified by the diagnostics from the utility models for
the CART synthesis. Marital status comes late in the sequence of conditional models
so that it will generate a complex prediction tree. Other strong predictors of marital
status, like age, will produce many splits that prevent the e↵ect of marital status on
number of rooms being captured. The Normal model has a di↵erent problem where it
underestimates the strong relationship between the number of rooms and the number
of other individuals 2 . The rank method (data not shown) distorts the relationship
between the number of rooms and family members even more than the Normal model.
The synthesis methods illustrated here were chosen arbitrarily to illustrate our
methodology. The two models for the propensity score along with visualisation of the
distributions has allowed us to identify two di↵erent problems with the syntheses. To
produce a satisfactory synthetic extract from data like this will require a customised
synthesis where the models selected, the methods used, the choice of predictors and
the order in the sequence for each conditional model are specified, as discussed in
Raab et al. (2017a). The utility measures can inform the sta↵ producing synthetic
2
The explanation for this finding is probably related to the fact that many of the others were
servants who were predominantly found in households with more rooms
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data in making these choices.

Figure 3.6.2: I-CeM Model (3) Confidence interval overlap plots for CART and
Normal synthesis. Lines show synthetic (above) and observed (below) confidence
intervals for each standardised coefficient.

3.7

Conclusions

In this paper we develop extensions to general utility measures for synthetic data. Our
extensions include two new general utility statistics, the pM SE ratio and standardized
pM SE, calculated by standardizing the statistic by its null expected value and
standard deviation. Rescaling by the null statistic aids the interpretation of utility,
for the specific case of synthetic data. Rather than basing our distance measure from
identical data matrices, the standardized distance measures evaluate whether the
synthesizing model is the correct one for the original data. Our measures are easier to
compare because they do not depend on sample size. The methods described here
are implemented as functions in the synthpop package for R and they are used in the
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code available from [online supplementary material] that produced the analyses of the
I-CeM data described in Section 3.6.2.
As Woo et al. (2009) have discussed, the choice of model used to calculate the
pM SE is crucial to its performance as a utility measure. We proposed extending the
models suggested by including non-parametric CART models to estimate propensity
score values. Our examples of both real and simulated data suggest that CART models
may be useful, particularly in the case of complex data. Parametric models with
higher order interactions deserve further exploration, but are often not computationally
feasible with many categorical variables. One solution might be to identify a subset of
variables and investigate how well general utility suggests that relationships between
them are maintained. Di↵erent propensity score models are sensitive to particular
aspects of the shortcomings of the synthesising model. Thus we recommend that a
synthesis should be evaluated with more than one such model.
The utility evaluations for our two examples of synthesising real data are very
di↵erent from one another. For the SHeS example one of the synthesising methods
evaluates well and the synthetic data are able to reproduce the conclusions of models
from a published analysis of these data. For the I-CeM data neither of our initial
choices of synthesising method is satisfactory, and a customised synthesis will be
needed to produce useful synthetic data for this example. In our experience of
producing synthetic versions of confidential data we have encountered many examples
that resemble the I-CeM data in their need to tailor the synthesis methods to the
structure of the data and the needs of potential users.
All utility measures in this paper are being implemented in the synthpop package
in R. The general utility measures can be used by sta↵ creating synthetic data
extracts to tailor the methods used to synthesize a data set so as to provide users
with synthetic data that will be fit for their purposes. The researchers can use the
specific utility measures when they carry out a gold-standard analysis at the end of
their projects to be reassured that the synthetic data used for exploratory analyses
was not misleading. Thus, our methodological developments will help agency sta↵ to
produce useful synthetic data and thus widen access to the use of confidential data by
researchers.
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CHAPTER

FOUR

DIFFERENTIALLY PRIVATE SYNTHETIC DATA

This chapter is based on the paper Snoke and Slavković (2018). My contributions
include the theoretical proofs and implementation of the code and simulations.

4.1

Introduction

In many contexts, researchers wish to gain access to data which are restricted due to
privacy concerns. While there are many proposed methods for allowing researchers to
fit models or receive query responses from the data, there are other cases where either
due to methodological familiarity or modeling flexibility, researchers desire to have
an entire dataset rather than a set of specific queries. This paper proposes a method
for releasing synthetic datasets under the framework of ✏-di↵erential privacy, which
formally quantifies and guarantees the privacy loss from these releases.
Following on the previous chapter, the common use case for synthetic data occurs with data providers such as the U.S. Census Bureau. The goal is to produce
downloadable datasets which maintain the same structure and general analytical
usefulness of the original data, but preserve privacy by containing altered values. See
Section 3.1 for a more detailed discussion of the purpose of synthetic data. Ideally,
the researcher should not need to perform additional manipulations to the datasets in
order to perform EDA or fit models. The one exception is when multiple synthetic
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datasets are generated and combining rules are needed to obtain estimates across the
multiple datasets. We rely of combining rules in this paper and recommend reading
Raab et al. (2017b) for an in-depth and practical explanation of combining rules.
Di↵erential privacy(DP), originally proposed by Dwork et al. (2006), is a formal
method of quantifying the privacy loss related to any release of information based on
private data; for a more in-depth review see Dwork et al. (2014), and for a non-technical
primer see Nissim et al. (2017). Since its inception, DP has spawned a large literature
in computer science and some in statistics. It has been explored in numerous contexts
such as machine learning algorithms (e.g., Blum et al. (2005); Kasiviswanathan et al.
(2011); Kifer et al. (2012)), categorical data (e.g., Barak et al. (2007); Li et al. (2010)),
dimension reduction (e.g., Chaudhuri et al. (2012); Kapralov and Talwar (2013)),
performing statistical analysis (e.g., Wasserman and Zhou (2010); Karwa et al. (2016)),
and streaming data (e.g., Dwork et al. (2010)), to name only a few applications.
While DP is a rigorous risk measure, it has lacked flexible methods for modeling and
generating synthetic data. Non-di↵erentially private synthetic data methods (e.g., see
Raghunathan et al. (2003); Reiter (2005b, 2002); Drechsler (2011b); Raab et al. (2017b))
while not o↵ering provable privacy, provide good tools for approximating accurate
generative models reflecting the original data. Our proposed method maintains the
flexible modeling approach of synthetic data methodology, and in addition maximizes
a metric of distributional similarity, the pMSE, between the released synthetic data
and the original data, subject to satisfying ✏-DP. We also do not require one of the
most common DP assumptions concerning the input data, namely that it is bounded,
and we do not limit ourselves to only categorical or discrete data. We find that
our method produces good results in simulations, and it provides a new avenue for
releasing DP datasets for potentially a wide-range of applications.
Our specific contributions are: (1) the combination of the flexible synthetic data
modeling framework with the guarantee of ✏-DP, (2) the relaxation of DP assumptions
concerning boundedness or discreteness of the input data, (3) the embedding of a
metric within our mechanism guaranteeing maximal distributional similarity between
the synthetic and original data, and (4) a proof for the sensitivity bound of the Gini
Index for CART models in the presence of continuous predictors.
The rest of the paper is organized as follows. Section 2 gives a review of important
results from di↵erential privacy that we rely on and provides a review of related meth73

ods to ours which we use for comparison in our simulation study. Section 3 details
our proposed methodology for sampling di↵erentially private data with maximal distributional similarity. Section 4 provides theoretical results for the privacy guarantees
of our algorithm. Section 5 shows simulations that support our theoretical findings
and provide an empirical estimate of the privacy loss under standard computational
practices. Section 6 provides simulation results for the comparison of the accuracy
of linear regression coefficients calculated from our method and other DP methods.
Section 7 details conclusions and future considerations.

4.2

Di↵erential Privacy Preliminaries

Di↵erentially Privacy is a formal framework for quantifying the disclosure risk associated with the release of statistics or raw data derived from private input data. The
general concept relies on defining a randomized algorithm which has similar output
probabilities regardless of the presence or absence of any given record, as formalized
in Definition 4.2.1. We replicate the definitions and theorems here using notation
assuming X 2 Rn⇥q and ✓ 2 Rk . X is an original data matrix, and we wish to release
instead a private version, X s , with the same dimension. ✓ is a vector of parameters
corresponding to a chosen parameteric model, which can be used to generate synthetic
data that reflects the generative distribution of X. Further restrictions may be placed
on ✓ depending on the parametric model.
Definition 4.2.1 (Dwork et al. (2006)). A randomized algorithm, M, is ✏-Di↵erentially
Private if for all S ✓ Range(M) and for all X, X 0 such that (X, X 0 ) = 1:
P (M(X 0 ) 2 S)
 exp(✏).
P (M(X) 2 S)
The privacy is controlled by the ✏ parameter, with values closer to zero o↵ering
stronger privacy. Relaxations of ✏-DP have been proposed to reframe the privacy
definition or to improve the statistical utility. A few examples are approximate
di↵erential privacy (also known as (✏, )-DP, see Dwork et al. (2006)), probabilistic
di↵erential privacy (Machanavajjhala et al. (2008)), on-average K-L privacy (Wang
et al. (2016)), or concentrated privacy (Dwork and Rothblum (2016); Bun and Steinke
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(2016)). We do not cover these relaxtions further, since our work relies on the stronger
✏-DP.
A general example of an ✏-DP mechanism, which produces private outputs, is the
Exponential Mechanism defined by McSherry and Talwar (2007); see Definition 4.2.2.
For a given ✓ that we wish to release, this mechanism defines a distribution from
which private samples, ✓˜i , can be made and released in place of the original vector.
Definition 4.2.2 (McSherry and Talwar (2007)). The mechanism that releases values
with probability proportional to
exp

!
✏ u(X, ✓)
,
2 u

where u(X, ✓) is a quality function that assigns values to each possible output, ✓,
satisfies ✏-DP.
u is the global sensitivity, and it is defined as the greatest possible change in the
u function for any two inputs, di↵ering in one row. Note that some definitions of DP
use the addition or deletion of a row, but here we assume X and X 0 have the same
dimension. More formally:
Definition 4.2.3 (Dwork et al. (2006)). For all X, X 0 such that (X, X 0 ) = 1, the
Global Sensitivity (GS) of a function u : Rn⇥q ! R 0 is defined as:
u = sup sup |u(X, ✓)
✓

u(X 0 , ✓)|

(X,X 0 )=1

We also rely on two theorems, known as post-processing and sequential composition.
The first, stated in Proposition 4.2.1, says that any function applied to the output
from a di↵erentially private algorithm is also di↵erentially private. We use this to
generate synthetic data based on private parameters, rather than directly generating
di↵erentially private data.
Proposition 4.2.1 (Dwork et al. (2006); Nissim et al. (2007)). Let M be any
randomized algorithm, such that M(X) satisfies ✏-di↵erential privacy, and let g be
any function. g(M(X)) also satisfies ✏-di↵erential privacy.
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Sequential composition, stated in Theorem 4.2.1, says that for multiple outputs
from a di↵erentially private algorithm, one must compose the ✏ values for each output
to produce the overall privacy loss of the process. We need to compose the privacy if
we make multiple draws of private parameters from which we produce multiple private
synthetic datasets. We may want to release multiple synthetic datasets for better
accuracy in estimates based on the data. Estimates based on multiple datasets are
calculated using appropriate combining rules; see Raab et al. (2017b) for details.
Theorem 4.2.1 (McSherry (2009)). Suppose a randomized algorithm, Mj , satisfies
✏j -di↵erential privacy for j = 1, ..., q. The sequence Mj (X) carried out on the same
X provides (⌃j ✏j )-di↵erential privacy.
These theorems and definitions lay the groundwork for our method. Next, we give
a brief overview of some related methods to ours which we use for comparison in our
simulations in Section 4.6.

4.2.1

Review of Related Methods

A number of di↵erent methods have been proposed for releasing di↵erentially private
synthetic datasets, although only a few are focused on real-valued, n ⇥ q matrices.
Bowen and Liu (2016) proposed drawing data from a noisy Bayesian Posterior Predictive Distribution (BPPD), and Wasserman and Zhou (2010) generate data from
smooth histograms. Bowen and Liu (2016) provides a fairly comprehensive list of DP
synthetic data methods. Many of these methods are limited to specific data types,
such as categorical data (e.g., Abowd and Vilhuber (2008); Charest (2011)), or network
data (e.g., Karwa et al. (2016, 2017)), or they are computational infeasibile for data
with a reasonable number of dimensions, such as the Empirical CDF (Wasserman
and Zhou (2010)), NoiseFirst/StructureFirst (Xu et al. (2013)), or the PrivBayes
(Zhang et al. (2017)), though some recent work has proposed alternative ways to
reduce the computation time and improve the accuracy (Li et al. (2018); Soria-Comas
and Domingo-Ferrer (2018)).
The noisy BPPD method from Bowen and Liu (2016) is similar to ours in the sense
that focuses on drawing generative model parameters from a noisy distribution and
then using these private parameters generates private synthetic data according to
post-processing. In this case private parameters are drawn from posterior distribution
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f (✓|s⇤ ) where s is the Bayesian sufficient statistic and s⇤ is the statistic perturbed
according to the Laplace mechanism given in Theorem 4.2.2. Bowen and Liu (2016)
recommend drawing multiple sets of private parameters and producing a synthetic
dataset for each one, which requires composing ✏.
Theorem 4.2.2 (Dwork et al. (2006)). The Laplace mechanism adds independent
noises e from the Laplace distribution Lap(0, s/✏) to each of the elements of the
original result s to generate perturbed output s⇤ = s + e.
The smooth histogram method from Wasserman and Zhou (2010) works nonparametrically by binning the data, using these bins to estimate a consistent density
function, and applying smoothing to the function which guarantees DP before drawing
new samples. The DP smooth histrogram is defined as:
fˆK⇤ (x) = (1

where K is the total number of bins, ⌦ =

)fˆK (x) + ⌦
Qp

j=1 (cj1

cj0)

(4.2.1)
!

1

,

K
,
K+n(e✏/n 1)

and

fˆK (x) is a mean-squared consistent density histogram estimator. This method does
not need to generate multiple datasets, since it is not redrawing model parameters,
and accordingly does not need to split ✏ across multiple synthetic datasets.
However, both of these methods require bounded data. This can be seen explicitly
in the smooth histogram formulation where we assume the jth variable has bounds
[cj0 , cj1 ]. We also need to assume bounds in order to create (and sample from) a finite
K bins. The boundedness assumption is less explicit in the noisy BPPD method, but
it comes into play when calculating the sensitivity of the statistics. If the data were
unbounded, the sensitivity could be infinite, which would mean we have to sample the
noise from a Laplace distribution with infinite variance.
We want to avoid this assumption in our method because assuming bounds is
problematic when it comes to approximating the underlying generative distribution.
Continuous data may be naturally unbounded, and at best in many real data scenarios
we do not know what the bounds should be. If our bounds are too loose, we introduce
more noise than necessary through the privacy process, limiting our accuracy. On the
other hand, we introduce bias if we set the bounds too low because that truncates the
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generative distribution below its true range. We further explore the e↵ect of these
assumed bounds using a simulation study in Section 4.6.
Our method avoids the bounding problem by sampling from a distribution that
shrinks in probability as we move to the tails. We do not bound the sample space, but
we have low probability of sampling values which are far from the truth. This allows
us to produce private data that accurately reflects the natural range of the data. We
describe this further in Section 4.3.1.
Furthermore, the smooth histogram method su↵ers from computational limitations
as the number of variables increases, since it divides the data matrix into bins, the
number of which grows O(pp ). Our method has computational limitations too, though
of a di↵erent nature, which we discuss further in Section 4.3. One nice aspect of the
noisy BPPD method is that it is computationally fast.
Finally, our method improves over these methods by incorporating a measure of
distributional similarity on the resulting synthetic data. The noisy BPPD and smooth
histogram add noise to the generative model for the synthetic data. These mechanisms
concern only minimizing the noise added to the parameters, but they guarantee nothing
concerning the data generated using these parameters. Our method on the other hand,
finds the private parameters which can be used to generate synthetic data that will
maximize the distributional similarity with respect to the original data. Regardless of
the dataset, our method finds the best private parameters for an assumed synthesizing
model. Sections 4.3 and 4.4 give a detailed explaination and theoretical results for our
method.

4.3

Sampling Di↵erentially Private Synthetic Data
via the pMSE Mechanism

We propose to release a DP synthetic data matrix, X s , in place of the original data X
and with the same dimension, n ⇥ q. In practice it is infeasible to sample a matrix of
this size using the Exponential Mechanism. More simply, we sample private model
parameters and then generate synthetic data based on these noisy parameters. We
know from the results on post-processing, see Proposition 4.2.1, that data generated
based on these DP parameters are also DP. Based on the exponential mechanism we
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draw DP samples using
f (✓) / exp

!
✏ u(X, ✓)
,
2 u

(4.3.1)

where ✏ is our privacy parameter, u(X, ✓) is our quality (or utility) function, and u
is the sensitivity of the quality function. In practice we use a Monte Carlo Markov
Chain (MCMC) approach, using the Metropolis algorithm to generate samples from
this unnormalized density, since we do not know the value of the u function a priori.
Next we define our quality function and derive a bound on its sensitivity.

4.3.1

Defining the Quality Function using the pMSE

We base our quality function on the pMSE statistic developed in Woo et al. (2009)
and Snoke et al. (2018):
1
pMSE = ⌃N
(p̂i 0.5)2 ,
N i=1
where p̂i are predicted probabilities (i.e., propensity scores) from a chosen classification
algorithm. Algorithm 8 gives the steps for calculating the pMSE statistic. The pMSE
is simply the mean-squared error of the predicted probabilities from this classification
task, and it is a metric to assess how well we are able to discern between datasets based
on a classifier. If we are unable to discern, the two datasets have high distributional
similarity. A pM SE = 0 means every p̂i = 0.5, and it implies the highest utility. There
has been much work dedicated to tuning models for out-of-sample prediction, but for
our purposes we only use the classifier to get estimates of the in-sample predicted
probabilities.
Algorithm 8 General Method for Calculating the pMSE
1: stack the n rows of original data X and the n rows of masked data X s to create
X comb with N = 2n rows
2: add an indicator variable, I, to X comb s.t. I = {1 : xcomb
2 X s}
i
comb
3: fit a model to predict I using predictors Z = f (X
).
4: find predicted probabilities of class 1, p̂i , for each row of X comb
1 N
5: obtain the pMSE = N
⌃i=1 (p̂i 0.5)2
To make our quality function a function of ✓, the vector of parameters we wish to
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sample, we use the expected value of the pMSE given ✓, i.e.,
u(X, ✓) = E[pM SE(X, X✓s )|X, ✓]

(4.3.2)

where X s ⇠ g(✓). In practice we approximate this by generating m datasets for
a given set of parameters and calculate the average pMSE across each data set.
This approximation does not a↵ect the privacy guarantee (as shown in the proof for
Theorem 4.4.1), but for accuracy m should be large enough to give satisfactory results
for estimating the expected value of u(X, ✓).
As we mentioned before, this quality function makes no assumptions concerning
whether the original data are categorical, discrete, or continuous. Secondly, because
the pMSE is a function of the predicted probabilities, p̂, which are bounded 2 [0, 1],
the pMSE is bounded 2 [0, 0.25]. This is true regardless of the range of the data, X,
so we do not need to assume any kinds of bounds on the data.
We refer to our method as the pMSE Mechanism, since we rely on the pMSE for
our quality function in the exponential mechanism. Algorithm 9 outlines the steps of
the pMSE mechanism. The main assumption we need is that a reasonable generative
model for the data, g(✓), exists.
Algorithm 9 Sampling DP Synthetic Data via the pMSE Mechanism
Input: Original dataset: X, chosen value: ✏, synthesis model: g(✓), quality function:
u(X, ✓)
1: Sample l vectors {✓˜1 , ..., ✓˜l } from a density proportional to equation 4.3.1
2: For each ✓˜i generate synthetic data set Xis ⇠ g(✓˜i ), giving m total synthetic
datasets {X1s , ..., Xls } each with the same dimension as X
3: Releasing {X1s , ..., Xls } satisfies (l✏)-DP

4.3.2

Estimating the pMSE using Classification and Regression Tree (CART) Models

A key component to defining our quality function is the classification model used to
estimate the predicted probabilities, p̂, used in computing the pMSE. We choose the
classification trees (Breiman et al. (1984)) fit using the Gini Index, for two primary
reasons. First, we need a tight bound on the sensitivity of u(X, ✓). While other
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machine learning models have been shown to outperform CART in many applications,
we would have a far weaker bound on the sensitivity and would need to add much
more noise. Secondly, as was shown in Snoke et al. (2018), CART models exhibit at
least satisfactory performance in determining the distributional similarity. Future
work may prove desirable bounds on the sensitivity of the pMSE when using stronger
classifiers, in which case those models should certainly be adopted.
CART is a non-parametric model for estimating the conditional distribution of an
outcome variable given one or more predictor variables. It does this by partitioning the
predictor space in discrete bins (or nodes) and within each of these making predictions
for the outcome variable based on the majority outcome values in the bins. Ideally
these bins would be as close to homogenous on the outcome variable as possible, so that
given a particular partitioning of the predictor variables, there is little variability in
the outcome. Assuming a binary outcome, {0, 1}, these models are simplest, because
the prediction in each node is simply the proportion of outcomes with value 1, which
can be viewed as a predicted probability. An example tree plot is given in Figure
4.3.1.
We use the impurity function known as Gini Index from Breiman et al. (1984),
defined as:
⇣
GI = argmin ⌃D+1
a
i=1 i 1

ai ⌘
,
mi

(4.3.3)

where mi are the total number of observations in each node, ai are the number of
observations labeled 1 in each node, and D is the total number of nodes. In practice
these models are fit in a greedy manner for computational purposes. The process
is to make the first optimal split that minimizes the impurity for two nodes, and
then to make proceeding splits and adding additional nodes if doing so continues to
minimize the impurity according to a chosen cost function. If computation is not a
concern, it would also be possible for any fixed D to do a full grid search to determine
the optimal D splits that minimize the impurity over D + 1 nodes. The di↵erence
between globally optimal and greedy trees is important for our theoretical results. In
our theoretical results in section 4.4 we prove the sensitivity bound when trees are fit
based on the globally optimal Gini Index, and in our simulations in section 4.5 we
perform an emperical examination of how frequently the greedy fitting violates our
theoretical results.
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Figure 4.3.1: Example of a CART model splitting on two predictor variables with a
binary outcome. Splits show the value (and variable) for separating observations as
you move down the tree. Six terminal nodes shown. Values from top to bottom are
predicted class, predicted probability of observations in the node, and percentage of
total observations.

4.4

Theoretical Results for the Sensitivity Bound

In order to sample from the exponential mechanism, we need to give a bound on the
sensitivity of the quality function. The pMSE function is naturally bounded, but in
Theorem 4.4.1 we prove a much tighter bound.
(p̂i 0.5)
Theorem 4.4.1. Given u(X, ✓) = E✓ [pM SE(X, X✓s )|X, ✓] where pM SE = ⌃2n
i=1
2n
with p̂i estimated from a classification tree with optimal splits found using the Gini
Index. Then
1
u = sup sup |u(X, ✓) u(X 0 , ✓)|  ,
n
✓ (X,X 0 )=1

where X, X✓s 2 Rn⇥q .
Proof. We first show that using the expected value, and approximating it, can be
bounded above by the supremum across all possible datasets X s generated using ✓.
u = sup
✓

sup
(X,X 0 )=1

|u(X, ✓)

u(X 0 , ✓)|

(4.4.1)
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2

can be rewritten as
u = sup

sup
(X,X 0 )=1

✓

|E✓ [pM SE(X, X✓s )|X, ✓]

E✓ [pM SE(X 0 , X✓s )|X, ✓]|

(4.4.2)

where u(X, ✓) = E✓ [pM SE(X, X✓s )|X, ✓]. Since the absolute value is a convex function,
we can apply Jensen’s inequality and get
 sup

(X,X 0 )=1

✓

pM SE(X 0 , X✓s )||X, ✓].

E✓ [|pM SE(X, X✓s )

sup

(4.4.3)

Then by taking the supremum over any data set X✓s , we obtain
 sup

sup

X✓s

(X,X 0 )=1

pM SE(X 0 , X✓s )|.

|pM SE(X, X✓s )

(4.4.4)

This also bounds our approximation of the expected value that we propose to use in
practice, since the supremum is also greater than or equal to the sample mean.
Now writing this explicitly in terms of the CART model, we get
sup

ai , mi , a0i , m0i

1 D+1 ⇣ ai
⌃
mi
2n i=1
mi

0.5

⌘2

m0i

⇣ a0

i
m0i

0.5

⌘2

(4.4.5)

where ai , mi , and D are defined as before, and a0i and m0i are the corresponding values
for the model fit using X 0 . Expanding this we get
sup

ai , mi , a0i , m0i

1 D+1 ⇣ a2i
⌃
2n i=1 mi

ai

0.25mi

⌘

⇣ a02
i

m0i

a0i

0.25m0i

⌘

(4.4.6)

D+1 0
and we can cancel the third terms because ⌃D+1
i=1 mi = ⌃i=1 mi . When we multiple by
2n, the remaining inside term is equivalent to the sensitivity of the impurity, i.e.,

sup

ai , mi , a0i ,

m0i

GI(X, X s , D)

GI(X 0 , X s , D) =

GI

(4.4.7)

By bounding the impurity, we bound the pMSE. We can rewrite the above as
min GI(X, X s , D)
D

min GI(X 0 , X s , D)
D

(4.4.8)
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since the optimal CART model finds the minimum impurity across any D. The
greatest possible di↵erence then is the di↵erence between these two optimums. And
we can bound this above by
 sup GI(X, X s , D)

GI(X 0 , X s , D) .

(4.4.9)

D

Let X comb and X 0comb be the combined data matrices as described in Algorithm
8, including the 0, 1 outcome variable. Recall that only one record has changed
between X comb and X 0comb (total number of records staying fixed), and it is labeled
0. We know that for a given D optimal split points producing D + 1 nodes on
X comb , there are ai records labeled 1 and m̃i total records in each bin, such that
9 j 6= k 6= l1 6= ... 6= lD 1 s.t. m̃j mj = mk m̃k = 1, m̃lv = mlv for v = {1, ..., D 1}.
In the same way, for a given D optimal split points producing D + 1 nodes on
X 0comb , there are a0i records labeled 1 and m̃0i total records in each bin, such that
0
0
9 j 0 6= k 0 6= l10 6= ... 6= lD
m0j 0 = m0k0
m̃0k0 = 1, m̃0lv0 = m0lv0 for
1 s.t. m̃j 0
v = {1, ..., D 1}. What this simply means is that after changing one record, the
discrete counts in the nodes change by at most one in two of the nodes and does not
change in the other D 1 nodes.
Due to the fact that the CART model produces the D splits that minimize the
impurity, we know both that
0
⌃D+1
i=1 ai

⇣

1

⇣
a0i ⌘
D+1
 ⌃i=1 ai 1
m0i

ai ⌘
m̃i

(4.4.10)

1

⇣
ai ⌘
D+1 0
 ⌃i=1 ai 1
mi

a0i ⌘
.
m̃0i

(4.4.11)

and
⌃D+1
i=1 ai

⇣

The inequality 4.4.10 implies that after changing one record, if new split points are
chosen, the impurity must be equivalent or better than simply keeping the previous
splits and changing the counts. The inequality 4.4.11 implies that the first split points
chosen must be equivalent or better than using the new splits with the changed counts.
If this were not the case, the first split points would have never been made in the first
place. These lead to the final step.
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Because we have an absolute value, we consider two cases.
Case 1: GI(X, X s , D)
⇣
sup ⌃D+1
a
i=1 i 1
D

ai ⌘
mi

GI(X 0 , X s , D)
⇣
0
⌃D+1
a
i=1 i 1

⇣
0
sup ⌃D+1
a
i=1 i 1
D

⇣
a0j 0 1

a0j 0 ⌘
m̃0j 0

⇣
a0j 0 1

a0i ⌘

m0i

a0i ⌘
m̃0i

⇣
0
⌃D+1
a
i=1 i 1

⇣
a0j 0 ⌘
0
+
a
k0 1
m0j 0

a0k0 ⌘
m̃0k0

a0i ⌘
=
m0i
⇣
a0k0 1

0
0
a02
m0j 0 ) a02
a02
m0k0 )
j 0 (m̃j 0
j0
k0 (m̃k0
+
=
0
0
0
0
0
m̃j 0 mj 0
m̃k0 mk0
m̃j 0 m0j 0

The last step we know because ai  mi , and
Case 2: GI(X 0 , X s , D)
⇣
sup ⌃D+1
a
1
i
i=1
D

ai ⌘
mi

⇣
0
⌃D+1
a
i=1 i 1

⇣
sup ⌃D+1
a
1
i
i=1
aj ⌘
m̃j

 2.

⇣
aj 1

a0i ⌘

m0i

ai ⌘
m̃i

⇣
⌃D+1
a
1
i
i=1

⇣
aj ⌘
+ ak 1
mj

ak ⌘
m̃k

ai ⌘
=
mi
⇣
ak 1

a02
mj ) a02
a02
mk )
j (m̃j
j
k (m̃k
+
=
m̃j mj
m̃k mk
m̃j mj

Finally, this gives us

a02
k0
 2 (4.4.12)
m̃0k0 m0k0

GI(X, X s , D)

D

⇣
aj 1

n2
n(n 1)

a0k0 ⌘
=
m0k0

GI  2 =)

GI
2n

=

ak ⌘
=
mk

a02
k
 2 (4.4.13)
m̃k mk

u  n1 .

Intuitively, the proof follows from the fact that we can relate the pMSE to the Gini
Index. We can then bound the change in Gini Index given a change in one row of
the input data due to the fact that we are finding the global optimum. We will not
suddenly do much better or much worse. In fact, we can quantify exactly how much
better or worse we can do, which leads to the bound.
This bound is nice because it decreases with n, meaning the noise added decreases
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as the number of observations increase. This bound matches the results derived for
the sensitivity of the Gini Index when assuming discrete predictors from Friedman
and Schuster (2010). Our proof shows this the bound remains the same when using
continuous predictors. The result in Friedman and Schuster (2010) was used for
performing classification under di↵erential privacy, rather than producing synthetic
data, and we see our extension of the proof to include continuous predictors as a useful
side result of this paper.
It is important to note that this proof is for the theoretical case when we can find
the optimal partitioning for any number of nodes. The greedy method can violate
the bound because we can no longer control how much the Gini Index can change
after changing one row. While it would be possible to use our method with a full grid
search, computationally this is a poor idea. On the other hand, it is necessary in order
to satisfy ✏-DP. An alternative method could be to use adaptive composition, i.e., fit
the CART models greedily but in a way that satisfies DP. We could then compose
the privacy between fitting the CART model and sampling from the exponential
distribution, which we explore in future work.

4.5

Empirical Failure Rate of the Sensitivity Bound

These simulations show the empirical rate for which the greedy fitting violates the
bound. We can also view the maximum simulated value as an empirical estimate of
the sensitivity for this particular dataset, but we are more interested in the failure
rate. We generated datasets, X, with q = 2 and n = 5000. X1 ⇠ N (2, 10) and
X2 ⇠ N ( 2.5 + 0.5x1 , 3), and we produced X 0 by taking X and adding random
Gaussian noise, N (0, 25), to each variable for one observation. We then drew a synthetic
dataset X s with X1s ⇠ N (✓1 , ✓2 ) and X2s ⇠ N (✓3 + ✓4 xs1 , ✓5 ) where ✓i ⇠ N (0, 10). We
estimated the pMSE with respect to X s for both X and X 0 and calculated the
di↵erence. Recall the theoretical sensitivity bound is 1/n = 0.0002, and any values
larger than this violate the bound. We repeated this process 1,000,000 times each
using CARTs of depths 1, 2, 5, and unlimited for the pMSE model. For all trees we
included a complexity parameter (cp) requiring a certain percentage improvement in
order to make an additional split. This parameter is necessary in order to not produce
trees that are fully saturated (one terminal node per observation) when there is no
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depth limitation.
Table 4.5.1: Empirical failure rates of 1,000,000 simulations for the sensitivity bound
when using the greedy CART fitting algorithm for di↵erent tree sizes and di↵erent
complexity parameters.
Tree Depth
Depth 1
Depth 2
Depth 5
Depth Unlimited
Depth 1
Depth 2
Depth 5
Depth Unlimited

cp
0.01
0.01
0.01
0.01
0.001
0.001
0.001
0.001

Percentage Violating Bound
0.0%
0.3%
0.6%
0.7%
0.0%
0.5%
2.0%
2.5%

Figure 4.5.1 shows a sample of the simulated empirical sensitivity results. There
are four groupings, for the trees with di↵erent depths, and darker points denote those
violating the theoretical bound due to the greedy fitting algorithm. Table 4.5.1 gives
the full results. The percentage of simulations which violate the bound increases with
tree depth size, and in the unlimited case for cp = 0.01 the empirical failure rate is
 1%. As expected, there are no results which violate the bound when only one split
is made. This confirms our theoretical results because with only one split, greedy is
equivalent to optimal, so the bound is never violated in simulation. The empirical
sensitivity also depends on the cp, so we ran simulations for two di↵erent values. A
lower cp will lead to larger trees (subject to depth constraints), which means we are
making more greedy splits and increasing the chance of violating the bound.

4.6

Empirical Evaluation of Di↵erentially Private
Linear Regression

In order to assess the practical statistical utility of our method, we ran simulations
testing the accuracy of an estimated linear regression model. Our method guarantees
maximal distributional similarity of the synthetic data based on the pMSE metric, but
many researchers may be interested in more specific comparisons such as regression
outputs.
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Figure 4.5.1: Random sample of 10,000 simulations for each tree depth. Values shown
are di↵erences between u(X, ✓) calculated with X and X 0 . Darker points violate the
theoretical bound. Cp = 1%.
We simulate datasets, X, in the same way as in Sections 4.5 and 4.7. Using this
data, we regress X2 on X1 and get ordinary least squares (OLS) estimates of the
intercept ( ˆ0 ) and slope ( ˆ1 ) coefficients. We calculate the absolute di↵erence between
these estimates and the corresponding estimates we get by fitting the same model with
the di↵erentially private methods, i.e., | ˆ ˆpriv |. Our comparison methods are the
noisy Bayesian method from Bowen and Liu (2016) and the smooth histogram from
Wasserman and Zhou (2010), both described in Section 4.2.1. We also compare with
methods that do not produce synthetic data but produce DP regression estimates.
Specifically, we use the Functional Mechanism of Zhang et al. (2012) and Awan and
Slavkovic (2018), considering l1 and l1 mechanisms, respectively. Note that these
methods require the data to be bounded in the same way as the noisy Bayes and
smooth histogram methods. Finally we compare with estimates from non-DP synthetic
data, sampled from the unperturbed BPDD.
For the pMSE mechanism, we carry out the simulations using trees of depths 1, 2,
5, and unlimited with a cp = 0.01. We see that the utility significantly improves as we
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Figure 4.6.1: Lineplots showing the mean simulation results. X-axis indicates di↵erent
values of ✏. Lines are also subdivided within methods by the tree depth and the bound.
move from depth 1 to 2 and from 2 to 5, but there is little change from 5 to unlimited.
This is likely because trees of depth 5 are large enough to evaluate this dataset. The
tree size is a potential tuning parameter for future work using this method. Astute
readers may have noticed that the unnormalized distribution we propose for the pMSE
mechanism does not neccesarily exist, since the probability in the tails remains very
flat. To fix this, we add a very flat prior, N (0, 100, 000), to each of our parameters
when sampling. The flatness ensures it does not a↵ect the utility, but by adding it we
also ensure the probability in the tails eventually goes to zero.
We run the mechanisms with values ✏ 2 {0.25, 0.5, 1}. For the pMSE mechanism
and the noisy BPDD we generate l = 10 private datasets each satisfying (✏/l)-DP,
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and for the smooth histogram and functional mechanisms we produce only one output
satisfying ✏-DP. This ensures all mechanisms satisfy the same level of privacy. The
non-DP synthetic data method does not guarantee any privacy.
For the noisy Bayes, smooth histogram, and functional mechanism methods, we ran
the simulations truncating the data at di↵erent assumed bounds. For both variables,
we set these bounds at two, four, five, or ten times the standard deviation. Four or
five can be thought of as roughly the appropriate bounds, since this is Gaussian data
and most observations will fall into those ranges. Two was chosen to be a range that
is too narrow and excludes part of the true distribution, and ten was chosen for a
looser bound. We see from the results that the smaller bound achieves better results
on the regression, even when it is more narrow even than the truth. This is an artefact
of the model we chose, and if an even tighter bound was chosen it may have greater
adverse e↵ects. The loose bound (10 times) performs quite poorly, since we must add
much more noise. Figure 4.6.1 visualizes the better performing results (limited only
for readability). Full results for all tree sizes and bounds are shown in Figure 4.8.1.
Overall our method outperforms the other two synthesis methods when using trees
of depth 5 or unlimited, regardless of the bounds chosen. Even trees of depth 2 perform
roughly the same or better than the other methods. For deeper trees, our method
performs almost as well as the functional mechanism. This is quite encouraging,
since that method focuses only on providing regression estimates rather than entire
synthetic datasets. For a slight decrease in utility from the functional mechanism, our
method provides an entire synthetic dataset, which can be used to fit any number
of models using our synthetic data without changing the privacy guarantee. For the
functional mechanism, it requires further splitting of the privacy parameter to estimate
a di↵erent model.
These results show good performance, and further work should consider simulations
with larger numbers of variables or a mixture of categorical and continuous variables.
We expect our method will only improve against the other methods with more variables,
since theoretically our method maximizes similarity on the entire distribution.
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4.7

Empirical Evaluation of the pMSE

We guarantee theoretical maximization of the pMSE for the di↵erentially private
synthetic data produced from the pMSE mechanism, but as many practitioners know
empirical tests often look slightly di↵erent from theory. To evaluate this, we ran
simulations to estimate the pMSE from datasets generated using our method, two
other DP synthesis methods, and a standard non-DP synthesis method.

Figure 4.7.1: Simulations results showing the mean pMSE calculated using synthetic
producing according to four di↵erent methods. pMSE is calculated from comparison
with original data, with values closer to 0 implying higher utility.
We again simulate datasets, X, in the same way as in Sections 4.5 and 4.6. For
each X we generated synthetic datasets X s and then calculated the pMSE using X
and X s . Our four synthesis methods were the pMSE mechanism, the noisy Bayesian
method from Bowen and Liu (2016), the smooth histogram from Wasserman and
Zhou (2010), and sampling from the non-di↵erentially private BPPD using fully
conditional sequential models. We ran 2,500 simulations each for five di↵erent values
of ✏ 2 {0.25, 0.5, 1, 2, 4}. For our method we used CART trees with unlimited depth,
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and for the other two DP methods we assumed a bound on the data of four times the
standard deviation, which is roughly the correct bound given that it is Gaussian data.
Figure 4.7.1 shows the results for the mean simualtions results and Table 4.7.1 shows
the full mean and variance of the results.
Table 4.7.1: Simulation results giving the mean and variance of the pMSE values
calculated using four di↵erent synthesis methods and five di↵erent levels of ✏.
✏
0.25
0.5
1
2
4

Values
pMSE Mean
pMSE Var.
pMSE Mean
pMSE Var.
pMSE Mean
pMSE Var.
pMSE Mean
pMSE Var.
pMSE Mean
pMSE Var.

Non-DP
0.00660
8.681e-07
0.00663
8.929e-07
0.00661
8.342e-07
0.00660
8.342e-07
0.00660
8.671e-07

pMSE Mech.
0.09281
1.347e-03
0.03610
8.020e-05
0.02107
1.648e-05
0.01459
1.648e-05
0.01161
3.329e-06

DP Bayes
0.20509
3.079e-03
0.17876
5.914e-03
0.14372
8.579e-03
0.11177
8.579e-03
0.07919
9.087e-03

Smooth Hist.
0.08206
2.826e-05
0.05398
1.809e-05
0.03278
1.069e-05
0.01892
1.069e-05
0.01129
5.964e-06

We see that as expected, the pMSE mechanism o↵ers either the best or one of
the best values of the pMSE among the methods guaranteeing di↵erential privacy.
Interestingly the smooth histogram method is fairly good as well, even o↵ering
comparable values at ✏ = 0.25 or ✏ = 4. The noisy BPPD method on the other hand
is quite bad, even at high levels of ✏, so should be used with caution.
We also see that the variance in the estimated pMSE values changes quite a bit
depending on the method and level of ✏. Both the pMSE mechanism and the smooth
histogram show higher variances for either low (0.25) or high (4) values of ✏, while the
noisy BPPD method increases in variance as ✏ increases. This variance is something
to keep in mind both in choosing a protection method and in developing the practical
implementation. We could likely improve our current implementation of the pMSE
mechanism in order to better sample noisy parameters and generate synthetic data
with less variance in the resulting pMSE. On the other hand, it should also be expected
that the variance decreases some as ✏ grows because we are adding less noise through
the privacy mechanism.
Comparing the DP methods to the traditional synthetic data approach, we see that
the best method at ✏ = 4 produces an average pMSE roughly two times that from
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the non-DP synthesis method, which is producing synthetic data from the correct
generative model. This is actually quite good considering we are adding the strong
guarantee of DP. Even for ✏ = 1 our method produces pMSE values only roughly
three times that of the non-DP synthetic data.

4.8

Conclusions and Future Work

The pMSE mechanism we propose provides a novel flexible method to produce
high-quality synthetic datasets guaranteeing ✏-DP. By sampling generative model
parameters from the exponential mechanism and using the pMSE as our quality
function, we produce synthetic data with maximal distributional similarity to the
original data. By using the pMSE, we ensure the sensitivity depends neither on the
dimension nor the range of the data, and the bound decreases as we increase the
sample size. This allows us to use this mechanism for continuous data, and the amount
of noise we add will not grow with the dimension (apart from sampling from a more
complex distribution).
Our simulations in Sections 4.6 and 4.7 confirm that the pMSE mechanism generally
performs as well or better than the other standard DP synthesis methods. In the case
of linear regression the pMSE mechanism even performs roughly as well as methods
that produce estimates of regression coefficients only rather than entire synthetic
datasets. In the case of the empirical pMSE, as expected our method performs worse
than non-DP synthetic data, but the utility cost seems reasonable for the privacy gain.
The pMSE mechanism relies on defining an appropriate form for the generative
distribution from which to draw synthetic values. It is possible to misspecify this model,
which would lead to poor utility. This is one drawback of the synthetic approach as
opposed to simply adding noise. Fortnately, this aspect has been addressed in great
detail in the synthetic data literature, so we feel that finding an appropriate model is
possible without too much difficulty.
Our primary limitation is the computational feasibility to ensure the theoretical
sensitivity bound. From the empirical simulations we saw that the bound does
not always hold when using typical greedy fitting algorithms. Fitting the models
using the global optimum would ensure the theoretical bound and guarantee ✏-DP.
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Proposals have been made to carry out machine learning using global optimums, such
as Bertsimas and Dunn (2017), so methods may exist to aid the computation.
An alternative implementation of our method would be to consider fitting the
CART models in a way that satisfies ✏-DP and then composing this ✏ with that from
sampling from the pMSE mechanism. This is similar to the approach of Li et al. (2018).
This is desirable because we could use any standard CART software to implement
the method. Other future work could consider using di↵erent impurity measures than
the Gini Index, deriving measures of choosing the best tree size, or best practices for
sampling from the unnormalized density we get through the exponential mechanism.
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Figure 4.8.1: Boxplots showing simulation results. The rows indicate the di↵erent coefficients, and the columns indicate
di↵erent values of ✏. Boxplots are also subdivided within methods by the tree depth (for the pMSE mechanism method)
and the bound (for others).

CHAPTER

FIVE

SUMMARY AND FUTURE WORK

This dissertation proposes multiple methods addressing the problem of statistical data
privacy. The goal is to enable high quality research while preserving the privacy of
individuals or organizations represented in the data. We consider two paradigms.
Chapter 2 proposes an algorithm for providing access to model estimates and statistics
when the data are held by separate entities, and Chapters 3 and 4 concern the provision
of entire synthetic datasets for public use when the data are combined. Both options
come with their own risks and value. We seek to maximize the similarity of any
statistics derived from the private releases with respect to the corresponding statistics
derived from the original data. We balance this against the risk of privacy loss, which
can be quantified in a couple di↵erent ways. Along with these primary goals, this
work seeks to be practical and easily applicable by real data maintainers who are
tasked with making their private data accesible.
In Chapter 2, we rely on techniques of Secure Mutliparty Computation to provide
privacy and model estimates across partitioned data. Specifically, we enable accurate
multivariate normal maximum likelihood estimates across data this is either patitioned
by observations (horizontal), variables (vertical), or a combination of the two (complex).
We do this without sharing any data or true statistics either with the researcher quering
the estimates or with the di↵erent parties holding the data. We guarantee the same
level of security regardless of the number of partitions, and we only assume that the
parties will follow the algorithm, not collude, and that the final MLE values are not
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risky to share. We envision this algorithm being used as part of a research network
where di↵erent data holders have agreed to have their data queried securely, but do not
wish to share data. Researchers can submit queries to a central node, which manages
researchers queries and initiates the process of running the secure algorithm across
the separate partitions. While we must assume that the query outputs themselves
are okay to share, this approach enables a high level of information sharing without
sharing data. Additionally, by focusing on the multivariate normal MLE we enable
estimation for a wide class of models, such as linear regression, factor models, PCA,
and structural equation models. Future work in this direction includes simplifying the
algorithm complexity to make it more understandable, incorporating concepts such as
the local di↵erential privacy model, see Kasiviswanathan et al. (2011); Duchi et al.
(2013), in order to also protect the query outputs, and expanding the algorithm for
more general forms of the likelihood equation.
Chapter 3 o↵ers expanded theoretical results and practical advice for evaluating the
utility of synthetic data using a distributional measure known as the pMSE. There are
typically many di↵erent options for generative models when releasing synthetic data,
so it is important to release those that o↵er strong utility. We focus on distributional
similarity, as opposed to specific model estimates, because this is a better measure as
the dimension or complexity of the dataset grows. We derive the first two moments for
the null distribution of the pMSE, and we use them to rescale the utility statistic in a
way that is more interpretable for synthetic data. We also show that non-parametric
classification models work well for evaluating the distributional similarity, and we
propose methods for approximating the null pMSE when using non-parameteric
models. We provide guidelines in using this general utility statistic in tandem with
other measures such as the similarity in specific models and visual checks. Future work
could consider other statistics derived from classification models, rather than the MSE
of the predicted probabilities, using other machine learning models for classification,
and the distribution of the pMSE statistic not under the null.
Chapter 4 builds on the measure derived in Chapter 3 to propose a method for
releasing ✏-di↵erentially private synthetic data. Synthetic data and DP have become
two of the leading methods for statistical data privacy, and we combine them in such
a way as to draw on the strength of both. Whereas Chapter 3 focuses on choosing
synthetic datasets with the best utility, DP guarantees that the data released will
o↵er strong privacy. We do this by perturbing the parameters of the generative model
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which we use to generate the synthetic data. In other words, by incorporating the
pMSE function as the quality function in the exponential mechanism, we can sample
parameters for the synthetic generative model that o↵er maximal distributional utility
while satisfying ✏-DP. We give a proof for the validity of this method when the pMSE
is found using classification trees fit using the globally optimal Gini Index, and we
o↵er an empirical estimate when standard greedy fitting techniques are used instead.
We show that this method o↵ers high utility as compared with other methods for
✏-DP synthetic data. In addition, our method does not assume bounds on the data or
specific data types, so it can be easily adapted for many di↵erent datasets. Future
work could consider computationally efficient methods for finding the global optimum,
privacy guarantees when using greedy fitting, more principled approaches to choosing
the correct tree size, and considering other impurity measures.
The ideas developed in this dissertation represent some of the many ways to address
the growing problem of statistical data privacy. With the vast amounts of data
currently available and the ever growing concerns over privacy attacks, there is a great
need for quantifiable, comprehendible, and practical methods to utilize our data and
protect all individuals. While no one method will comprehensively solve this problem,
this work pushes forward the boundaries of what is and what may be possible.

98

BIBLIOGRAPHY

Abowd, J. M. and L. Vilhuber (2008). How protective are synthetic data? In
International Conference on Privacy in Statistical Databases, pp. 239–246. Springer.
Arbuckle, J. L., G. A. Marcoulides, and R. E. Schumacker (1996). Full information
estimation in the presence of incomplete data. Advanced structural equation modeling:
Issues and techniques 243, 277.
Awan, J. and A. Slavkovic (2018). Structure and sensitivity in di↵erential privacy:
Comparing k-norm mechanisms. arXiv preprint arXiv:1801.09236 .
Barak, B., K. Chaudhuri, C. Dwork, S. Kale, F. McSherry, and K. Talwar (2007).
Privacy, accuracy, and consistency too: a holistic solution to contingency table
release. In Proceedings of the twenty-sixth ACM SIGMOD-SIGACT-SIGART
symposium on Principles of database systems, pp. 273–282. ACM.
Benedetto, G., M. H. Stinson, and J. M. Abowd (2013). The creation and use
of the SIPP Synthetic Beta. http://www.census.gov/content/dam/Census/
programs-surveys/sipp/methodology/SSBdescribe_nontechnical.pdf.
Accessed: 2014-08-05.
Bertsimas, D. and J. Dunn (2017). Optimal classification trees. Machine Learning 106 (7), 1039–1082.
Blum, A., C. Dwork, F. McSherry, and K. Nissim (2005). Practical privacy: the sulq
framework. In Proceedings of the twenty-fourth ACM SIGMOD-SIGACT-SIGART
symposium on Principles of database systems, pp. 128–138. ACM.

99

Boker, S. M., T. R. Brick, J. N. Pritikin, Y. Wang, T. v. Oertzen, D. Brown, J. Lach,
R. Estabrook, M. D. Hunter, H. H. Maes, et al. (2015). Maintained individual data
distributed likelihood estimation (middle). Multivariate behavioral research 50 (6),
706–720.
Bowen, C. M. and F. Liu (2016). Comparative study of di↵erentially private data
synthesis methods. arXiv preprint arXiv:1602.01063 .
Breiman, L., J. H. Friedman, R. A. Olshen, and C. J. Stone (1984). Classification and
Regression Trees. Belmont, Wadsworth, CA.
Bun, M. and T. Steinke (2016). Concentrated di↵erential privacy: Simplifications,
extensions, and lower bounds. In Theory of Cryptography Conference, pp. 635–658.
Springer.
Calandrino, J. A., A. Kilzer, A. Narayanan, E. W. Felten, and V. Shmatikov (2011). ”
you might also like:” privacy risks of collaborative filtering. In Security and Privacy
(SP), 2011 IEEE Symposium on, pp. 231–246. IEEE.
Charest, A.-S. (2011). How can we analyze di↵erentially-private synthetic datasets?
Journal of Privacy and Confidentiality 2 (2), 3.
Chaudhuri, K., A. Sarwate, and K. Sinha (2012). Near-optimal di↵erentially private
principal components. In Advances in Neural Information Processing Systems, pp.
989–997.
de Montjoye, Y.-A., E. Shmueli, S. S. Wang, and A. S. Pentland (2014). openpds:
Protecting the privacy of metadata through safeanswers.
Di Crescenzo, G., T. Malkin, and R. Ostrovsky (2000). Single database private
information retrieval implies oblivious transfer. In International Conference on the
Theory and Applications of Cryptographic Techniques, pp. 122–138. Springer.
Dinur, I. and K. Nissim (2003). Revealing information while preserving privacy. In
Proceedings of the twenty-second ACM SIGMOD-SIGACT-SIGART symposium on
Principles of database systems, pp. 202–210. ACM.
Drechsler, J. (2011a). Synthetic datasets for statistical disclosure control: theory and
implementation, Volume 201. Springer Science & Business Media, New York.
100

Drechsler, J. (2011b). Synthetic datasets for statistical disclosure control: theory and
implementation, Volume 201. Springer Science & Business Media.
Drechsler, J. and J. P. Reiter (2011). An empirical evaluation of easily implemented,
nonparametric methods for generating synthetic datasets. Computational Statistics
& Data Analysis 55 (12), 3232–3243.
Dreschler, J. and J. P. Reiter (2009). Disclosure risk and data utility for partially
synthetic data: An empirical study using the german iab establishment survey.
Journal of Official Statistics 25 (4), 589–603.
Duchi, J. C., M. I. Jordan, and M. J. Wainwright (2013). Local privacy and statistical
minimax rates. In Foundations of Computer Science (FOCS), 2013 IEEE 54th
Annual Symposium on, pp. 429–438. IEEE.
Dunst, C. J., C. M. Trivette, and A. G. Deal (1988). Enabling and empowering
families: Principles and guidelines for practice. Cambridge, MA: Brookline Books.
Dwork, C., K. Kenthapadi, F. McSherry, I. Mironov, and M. Naor (2006). Our
data, ourselves: Privacy via distributed noise generation. In Annual International
Conference on the Theory and Applications of Cryptographic Techniques, pp. 486–503.
Springer.
Dwork, C., F. McSherry, K. Nissim, and A. Smith (2006). Calibrating noise to
sensitivity in private data analysis. In Theory of cryptography, pp. 265–284. Springer.
Dwork, C., M. Naor, T. Pitassi, G. N. Rothblum, and S. Yekhanin (2010). Pan-private
streaming algorithms. In ICS, pp. 66–80.
Dwork, C., A. Roth, et al. (2014). The algorithmic foundations of di↵erential privacy.
Foundations and Trends R in Theoretical Computer Science 9 (3–4), 211–407.
Dwork, C. and G. N. Rothblum (2016). Concentrated di↵erential privacy. arXiv
preprint arXiv:1603.01887 .
Elliot, M. (2015). Final report on the disclosure risk associated with the synthetic
data produced by the sylls team. Report 2015-2, Cathie Marsh Institute for Social
Research (CMIST), University of Manchester.

101
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APPENDIX

ONE

INTERNAL ALGORITHMS FOR SECURE ESTIMATION

Reference Notation:
• Pk , Rk , Qk , Mk random noise matrices with dimensions Rn⇥pk , Rn⇥pk , Rpk ⇥n , Rn⇥pk
respectively
• A1k = ⌃X1 X

k |Xk

• A2k = ⌃X1 X

k |Xk

k

k

(Xk

µ̃Xk |X + Rk )

(Xk

µ̃Xk |X

k

k

Rk ) + Q k

• Bk = µ̃X + |X + ⌃Xk X + |X A1k
k

k

k

k

• Ck = ⌃Xk X + |X (⌃Xk Xk |X )
k

• µ̃X + |X
k

k+1

k

= Bk

1

k

Mk

Ck (Rk

Pk )
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Algorithm 10 Central Node Initiate (CN Initiate)
Input: µ, ⌃
Output: ⌃Xk Xk |X , Pk , µ̃Xk , Ck 8k 2 K
k
1: for k in 1,..., K do
2:
Compute ⌃Xk Xk |X
k
3:
Generate random Pk 2 Rn⇥pk
4:
Compute µ̃Xk = µXk + Pk
5:
Compute Ck = ⌃Xk X + |X (⌃Xk Xk |X ) 1
k
k
k
6: end for
Algorithm 11 External Node Computation (EN Compute)
Input: µ̃Xk |X , ⌃Xk Xk |X , Xk , L̃L⇤⌃k
k

1
j=1 j

k

Output: L̃L⌃kj=1 j , A1k , A2k , Rk , Qk
1: Generate random Rk 2 Rn⇥pk
2: Generate random Qk 2 Rpk ⇥n
3: Compute A1k = ⌃ 1
(Xk µ̃Xk |X + Rk )
X X |X
k

k

k

k

4:

Compute A2k = ⌃X1 X

5:

Compute L̃Lk = computeN oisyLL(µ̃Xk |X , ⌃Xk Xk |X , Xk , Rk )

6:
7:

k

if L̃L⇤⌃k

k |Xk

(Xk

µ̃Xk |X

Rk ) + Q k

k

k

1
j=1 j

k

! = ; then

L̃L⌃kj=1 j = L̃L⇤⌃k

else
L̃L⌃kj=1 j = L̃Lk
10: end if

1
j=1 j

+ L̃Lk

8:
9:

Algorithm 12 Compute Noisy LL (computeNoisyLL)
Input: µ̃Xk |X , ⌃Xk Xk |X , Xk , Rk
k

k

Output: L̃Lk
1: Compute L̃Lk = ⌃n
i=1 [pk log(2⇡) + log(|⌃Xk Xk |Xk |) + (Xki
Rk )⌃X1k Xk (Xki µ̃Xk |X
Rk )T + RkT ⌃X1 X |X Rk ] = LLk A1k PkT
k

Pk ⌃X1k Xk PkT

k

k

k

µ̃Xk |X +
k
Pk (A2k )T

+ Pk Q k

Algorithm 13 Central Node Adjustment (CN Adjust)
Input: A1k , µ̃X + |X , ⌃Xk Xk |X
k
k
k
Output: Bk
1: Compute Bk = µ̃X + |X + (⌃Xk X + |X A1k )T
k

k

k

k

113

Algorithm 14 External Node Adjustment (EN Adjust)
Input: Bk , Ck , Rk , Pk , Qk , L̃L⌃kj=1 j , Mk
Output: L̃L⇤⌃k

j=1 j

, µ̃X + |X
k

k+1

, µ̃⇤X +

k+1 |Xk+1

1:

Compute L̃L⇤⌃k

2:
3:

if Mk ! = ; then
Compute µ̃X + |X = Bk
k
k+1
else
Compute µ̃X + |X = Bk
k
k+1
end if
Generate Mk+1 2 Rn⇥pk
Compute µ̃⇤X + |X = µ̃X +

4:
5:
6:
7:
8:

j=1 j

k+1

= L̃L⌃kj=1 j

k+1

, Mk+1

Pk QTk

Mk

Ck (Rk

Ck (Rk

k+1 |Xk+1

Pk )

Pk )

+ Mk+1

Algorithm 15 First Node Adjustment (FN Adjust)
Input: L̃L⌃K
, PK , QK
j=1 j
Output: L̃L⇤⌃K

j=1 j

1:

Compute L̃L⇤⌃K

j=1 j

= L̃L⌃K
j=1 j

PK QTK

Algorithm 16 Central Node Final De-Noising (CN Final )
Input: L̃L⇤⌃K j , Pk , A1k , A2k , ⌃Xk Xk |X 8k 2 K
k
j=1
Output: LL⌃K
j
j=1
1: for k in 1,..., K do
2:
Compute LLN oisek = ⌃ni=1 [A1k PkT + Pk (A2k )T + Pk ⌃X1 X |X PkT ]
k k
k
3: end for
4: Compute LL⌃K j = L̃L⇤⌃K j + ⌃K
j=1 LLN oisej
j=1
j=1
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APPENDIX

TWO

SECURE ALGORITHM DATA LEAKAGE EVALUATION

We acknowledge an asymmetry among the objects received by the di↵erent nodes. By
showing that none of the nodes receive disclosive statistics, we make this asymmetry
irrelevant.

B.1

Node C

B.1.1

Starting objects

Node C holds ⌃ and µ (model defined parameters not statistics).

B.1.2

Received objects

• A1k for k 2 1...K
• A2k for k 2 1...K
• µ̃⇤X + |X for k 2 2...K
k

1

k

• L̃L⇤⌃K

j=1 j
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B.1.3

Anaylsis

The central node recieves A1k and A2k for i 2 1...K, such that:
A1k = ⌃X1 X
k

A2k = ⌃X1 X
k

k |Xk

(Xk

k |Xk

µ̃Xk |X + Rk ) = ⌃X1 X

(Xk

µ̃Xk |X

k

k

k

Rk ) + Qk = ⌃X1 X
k

k |Xk

k |Xk

(Xk

(Xk
µXk |X

µXk |X
k

k

Pk

Pk + R k )
Rk ) + Q k
(B.1.1)

Clearly it is important that Xk should not be recovered, and for k > 1, µ̃Xk |X is
k
also risky because it is a statistic. Importantly, the central node knows ⌃X1 X |X and
k k
k
Pk , so these can be di↵erenced out. To protect disclosure, Rk and Qk are random
noise added which the central node does not know. Rk protects the values in A1k and
Qk protects from learning Rk by di↵erencing the two equations (both A1 and A2 are
needed to calculate the correct log-likelihood).
Next, the central node receives µ̃⇤X + |X
k

k 1

for k 2 2...K

1 such that:

µ̃⇤X + |X = µ̃X + |X + Mk = µX + |X + Pk + Mk
k

k

k

k

k

k

(B.1.2)

The central node knows Pk , so Mk is essential here to protect the true value of the
conditional mean statistic. With that, there is no way for the central node to recover it.
Lastly, the central node receives L̃L⇤⌃K j . They can remove all the noise (as we
j=1
want) to get the true total log-likelihood, LL⌃K
, since this is one value composed
j=1 j
across the entire set of partitioned databases. As assumed, this total is not risky and
is necessary to obtain accurate estimates.

B.2
B.2.1

Node 1
Starting objects

Node 1 holds X1
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B.2.2

Received objects

• ⌃X 1 X 1
• µ̃X1
• PK
• L̃L⌃K
j=1 j
• QK

B.2.3

Analysis

The only object received by Node 1 that is conditioned on other nodes’ data and
potentially disclosive is L̃L⌃K
.
j=1 j
Fortunately, this value is heavily perturbed with a variety of noise that Node 1
cannot access. Another note is that Node 1 could potentially estimate the value of P1 ,
since µ̃X1 = µX1 + P1 and the sample mean of Node 1’s data should converge to µX1 .
Again though, this value is non-disclosive, since there isn’t anything Node 1 can learn
from having P1 .

B.3
B.3.1

Nodes 2 through K
Starting objects

Node k holds Xk

B.3.2

Received objects

• ⌃Xk Xk |k
• Bk

1

• Ck

1
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• Pk

1

• L̃L⌃k

1
j=1 j

• Rk

1

• Qk

1

• Mk

1

B.3.3

(M1 = 0)

Analysis

There is an asymmetry among nodes, since Nodes 2 and following receive more information than Node 1. That being said, if none of it is actually disclosive the asymmetry
is acceptable.
The first objects received that are potentially disclosive are Bk
that:
Bk

= µX +

k 1 |xk 1

1

= µ̃X +

k 1 |xk 1

+ (Pk Pk+1 ... PK ) + ⌃Xk

Ck

1

= ⌃Xk

+ ⌃X k

+
1 Xk 1 |xk 1

+
1 Xk 1 |xk 1

+
1 Xk 1 |xk 1

(⌃Xk

(⌃Xk

A1k

)

and Ck

1

such

(B.3.1)

1

1 Xk 1 |xk 1

1 Xk 1 |xk 1

1

) 1 (Xk

1

1

µ̃Xk

Pk

1 |xk 1

(B.3.2)

Node k is able to remove some of the noise, since:
Bk

1

Ck 1 (Rk

1

Pk 1 ) = µ̃X + + ⌃Xk
k 1

+
1 Xk 1 |xk 1

⌃X1

k 1 Xk 1 |xk 1

(Xk

1

µ̃Xk

1 |xk 1

The key is that the noise (Pk Pk+1 ... PK ) is still present to protect the true value of
the data and parameters. More importantly, since Node k does not know any of the
other individual components (apart from Pk 1 and Rk 1 ), it cannot decompose Bk 1
or Ck 1 futher.
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).

1

+ Rk 1 )

Ck 1 is unperturbed, but two things convince us it is okay to share these. First it
is a product of two matrices, neither of which Node k knows. Second these are low
risk objects. It is possible Node k learns the scale of Node (k 1)’s data, but for now
we consider that acceptable.
Lastly Node k receives L̃L⌃k 1 j , a noisy version of the running total log-likelihood.
j=1
Node k can remove some noise based on Pk 1 and Qk 1 (which we want), but does
not know A1k 1 or A2k 1 and thus cannot recover the true LL value.
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APPENDIX

THREE

SECURE ALGORITHM DATA LEAKAGE EVALUATION

C.1

Appendix: Numerical Example

This follows step for step Algorithm 5 given in Section 2.4.3 and visualized in Figure
2.4.1 with a simple 3x3 data set.

Input
Central node chooses, based on research model of interst, ⌃ and µ, model defined
parameters, where:
2

3 2
3
⌃X 1 X 1 ⌃X 2 X 1 ⌃X 3 X 1
1 0.1 0.1
6
7 6
7
⌃ = 4⌃X1 X2 ⌃X2 X2 ⌃X3 X2 5 = 40.1 1 0.15
⌃X 1 X 3 ⌃X 2 X 3 ⌃X 3 X 3
0.1 0.1 1

(C.1.1)

h
i h
i
µ = µX1 µX2 µX3 = 0.1 0.1 0.1

(C.1.2)
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Data node 1 holds X1 , data node 2 holds X2 , data node 3 holds X3 , where:
h
Data = Z = X1 X2

C.1.1

2

0.36 1.31
i
6
X3 = 4 0.09 0.75
0.92 0.43

3
0.23
7
2.82 5
0.64

(C.1.3)

Central Node (CN) Initiates

The follow objects are generated by CN:
1. ⌃X1 X1 = [1], ⌃X2 X2 |X1 = [0.99], ⌃X3 X3 |X2 ,X1 = [0.9818182]
" #
0.1
2. C1 = ⌃X1 X1+ ⌃X11 X1 =
, C2 = ⌃X2 X3 |X1 (⌃X2 X2 |X1 ) 1 = [0.09090909]
0.1
2

3
2
3
65.18644
181.81430
6
7
6
7
3. Generated from random distribution: P1 = 4 20.088495, P2 = 4 280.12343 5,
135.41011
26.61653
2
3
196.07673
6
7
P3 = 4 89.11074 5
44.19684
4. µ̃X1 = µX1

µ̃X3 = µX3

C.1.2

2

3
2
3
65.28644
181.71430
6
7
6
7
+ P1 = 4 19.988495, µ̃X2 = µX2 + P2 = 4 280.22343 5,
135.51011
26.51653
2
3
195.97673
6
7
+ P3 = 4 89.21074 5
44.09684

Central Node Passes to Data Node 1

1. ⌃X1 X1
2. µ̃X1
3. P3
121

C.1.3

Data Node 1 Computes

The first data node generates the following matrices:
2
3
1494.8524
h
i
6
7
1. Generated from random distribution: R1 = 41930.34405, Q1 = 4113.309 557.0139 964.1046
161.8065
h
i
1
1
T
2. A1 = ⌃X1 X1 (X1 µ̃X1 + R1 ) = 1429.206 1950.242 25.37639
h
i
3. A21 = ⌃X11 X1 (X1 µ̃X1 R1 )T + Q1 = 2552.81
1353.432 665.868
And then the noisy log-likelihood based on its data:
˜ 1 = ⌃3i=1 [1 ⇤ log(2 ⇤ ⇡) + log(|⌃X1 X1 |) + (X1
4. LL
R1 )Ti + R1T ⌃X11 X1 R1 ] = 23324.09

C.1.4

µ̃X1 + R1 )i ⌃X11 X1 (X1

µ̃X1

Data Node 1 Passes to Central Node

1. A11
2. A21

C.1.5

Data Node 1 Passes Data Node 2

1. R1
2. Q1
˜1
3. LL

C.1.6

Central Node Computes

First half of noisy conditional mean parameter:
2
3
38.79370
53.05613
6
7
1. B1 = µ̃X1+ + (⌃X1 X1+ A11 )T = 4 475.24768 284.23498 5
23.97889
41.55920
122

C.1.7

Central Node Passes to Data Node 2

1. P1
2. B1
3. C1
4. ⌃X2 X2 |X1

C.1.8

Data Node 2 Computes

Second half of noisy conditional mean parameter and partially denoised log-likelihood:

1. µ̃X1+ |X1 = B1

C1 (R1

˜ ⇤1 = LL
˜1
2. LL

Q 1 P1 =

C.1.9

2

3
196.02273
7
89.19174 5
44.19884

181.76030
6
P1 ) = 4 280.20443
26.61853
364167.8

Data Node 2 Computes

The second data node generates the following matrices:
2

3
214.6229
h
i
6
7
1. Generated from random distribution: R2 = 4 860.1230 5, Q2 = 781.3601 530.806 227.6579
1393.1503
h
i
2. A12 = ⌃X12 X2 |X1 (X2 µ̃X2 |X1 + R2 )T = 401.7103 586.5339 1434.544
3. A22 = ⌃X12 X2 |X1 (X2

µ̃X2 |X1

h
R2 )T + Q2 = 749.4888
2

620.2823

3
1437.0787
6
7
4. Generated from random distribution: M2 = 4 323.9371 5
301.7027

1152.243

i
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5. µ̃⇤X3 |X1 = µ̃X3 |X1

2

3
1241.0559
6
7
+ M2 = 4 413.1288 5
257.5039

And then the noisy log-likelihood based on its data:
˜ 2 = ⌃3 [1 ⇤ log(2 ⇤ ⇡) + log(|⌃X X |X |) + (X2
6. LL
i=1
2 2
1
µ̃X2 |X1 R2 )Ti + R2T ⌃X12 X2 |X1 R2 ] = 387491.9

C.1.10

µ̃X2 |X1 + R2 )i ⌃X12 X2 |X1 (X2

Data Node 2 Passes to Central Node

1. A12
2. A22
3. µ̃⇤X3 |X1

C.1.11

Data Node 2 Passes to Data Node 3

1. R2
2. Q2
˜ ⇤1 + LL
˜2 =
3. LL˜1+2 = LL

250686.5

4. M2

C.1.12

Central Node Computes

First half of noisy conditional mean parameter:

1. B2 = µ̃⇤X3 |X1

2

3
1277.2099
6
7
+ (⌃X2 X2+ |X1 A12 )T = 4 465.9168 5
386.6128
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C.1.13

Central Node Passes to Data Node 3

1. P2
2. B2
3. C2
4. ⌃X3 X3 |X1 ,X2

C.1.14

Data Node 3 Computes

Second half of noisy conditional mean parameter and partially denoised log-likelihood:

1. µ̃X3 |X2 ,X1 = B2
2. LL˜⇤1+2 = LL˜1+2

C.1.15

M2

C2 (R2

Q 2 P2 =

2

3
195.90854
6
7
P2 ) = 4 89.25255 5
44.15956

251255.8

Data Node 3 Computes

The third data node generates the following matrices:
2

3
363.1359
h
i
6
7
1. Generated from random distribution: R3 = 4 310.8918 5, Q3 = 1848.916 1849.285 309.7504
1739.9768
h
i
2. A13 = ⌃X13 X3 |X2 ,X1 (X3 µ̃X3 |X2 ,X1 + R3 )T = 569.1629 228.6159 1816.524
h
3. A23 = ⌃X13 X3 |X2 ,X1 (X3 µ̃X3 |X2 ,X1 R3 )T +Q3 = 1678.358 1444.602

1418.123

i

And then the noisy log-likelihood based on its data:
˜ 3 = ⌃3 [1⇤log(2⇤⇡)+log(|⌃X X |X ,X |)+(X3 µ̃X |X ,X +R3 )i ⌃ 1
4. LL
i=1
3 3
2
1
3
2
1
X3 X3 |X2 ,X1 (X3
µ̃X3 |X2 ,X1 R3 )Ti + R3T ⌃X13 X3 |X2 ,X1 R3 ] = 48542.58
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C.1.16

Data Node 3 Passes to Central Node

1. A13
2. A23

C.1.17

Data Node 3 Passes to Data Node 1

1. Q3
˜
˜3 =
2. LL1+2+3
= LL˜⇤1+2 + LL

C.1.18

202713.2

Data Node 1 Computes

Partially denoised log-likelihood:
˜
˜
1. LL⇤1+2+3
= LL1+2+3

C.1.19

Q3 P3 = 8715.143

Data Node 1 Passes to Central Node

˜
1. LL⇤1+2+3

C.1.20

Node Final De-Noising

Let LLN oisei = ⌃ni=1 [Pi A1i + Pi A2i + Pi ⌃X1i Xi Pi ]. The central node computes the
following:
˜
1. LL = LL⇤1+2+3
+ LLN oise1 + LLN oise2 + LLN oise3 = 8715.143 + 364174.6 +
112904.4 + 259957.5 = 27.91202
Compare with:
1. LL = ⌃3i=1 [3 ⇤ log(2 ⇤ ⇡) + log(|⌃|) + (Z

µ)i ⌃ 1 (Z

µ)Ti = 27.91202

This concludes one complete secure calculation of the true log likelihood of a set of
parameters given the data. Parameter estimates are obtained by maximizing over this
value using an optimizer of choice.
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