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Abstract

Advances in machine learning (ML) in recent years have enabled a dizzying array of
applications such as object recognition, autonomous systems, security diagnostics, and
playing the game of Go. Machine learning is not only a new paradigm for building software and systems, it is bringing social disruption at scale. There is growing recognition
that ML exposes new vulnerabilities in software systems, yet the technical community’s
understanding of the nature and extent of these vulnerabilities remains limited.
In this thesis, I focus my study on the integrity of ML models. Integrity refers here
to the faithfulness of model predictions with respect to an expected outcome. This
property is at the core of traditional machine learning evaluation, as demonstrated by
the pervasiveness of metrics such as accuracy among practitioners.
A large fraction of ML techniques were designed for benign execution environments.
Yet, the presence of adversaries may invalidate some of these underlying assumptions
by forcing a mismatch between the distributions on which the model is trained and
tested. As ML is increasingly applied and being relied on for decision-making in critical
applications like transportation or energy, the models produced are becoming a target
for adversaries who have a strong incentive to force ML to mispredict.
I explore the space of attacks against ML integrity at test time. Given full or limited access to a trained model, I devise strategies that modify the test data to create
a worst-case drift between the training and test distributions. The implications of this
part of my research is that an adversary with very weak access to a system, and little
knowledge about the ML techniques it deploys, can nevertheless mount powerful attacks
against such systems as long as she has the capability of interacting with it as an oracle:
i.e., send inputs of the adversary’s choice and observe the ML prediction. This systematic exposition of the poor generalization of ML models indicates the lack of reliable
confidence estimates when the model is making predictions far from its training data.
Hence, my e↵orts to increase the robustness of models to these adversarial manipulations strive to decrease the confidence of predictions made far from the training distribution. Informed by my progress on attacks operating in the black-box threat model, I
first identify limitations to two defenses: defensive distillation and adversarial training.
iii

I then describe recent defensive e↵orts addressing these shortcomings. To this end, I
introduce the Deep k-Nearest Neighbors classifier, which augments deep neural networks
with an integrity check at test time. The approach compares internal representations
produced by the deep neural network on test data with the ones learned on its training points. Using the labels of training points whose representations neighbor the test
input across the deep neural network’s layers, I estimate the nonconformity of the prediction with respect to the model’s training data. An application of conformal prediction
methodology then paves the way for more reliable estimates of the model’s prediction
credibility, i.e., how well the prediction is supported by training data. In turn, we distinguish legitimate test data with high credibility from adversarial data with low credibility.
This research calls for future e↵orts to investigate the robustness of individual layers
of deep neural networks rather than treating the model as a black-box. This aligns well
with the modular nature of deep neural networks, which orchestrate simple computations
to model complex functions. This also allows us to draw connections to other areas like
interpretability in ML, which seeks to answer the question of: “How can we provide an
explanation for the model prediction to a human?” Another by-product of this research
direction is that I better distinguish vulnerabilities of ML models that are a consequence
of the ML algorithms from those that can be explained by artifacts in the data.
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a↵ective support, along with the one of my sister and brother, have made and continue
to make living far from home easier.
When I arrived in State College to begin my graduate studies, I was very lucky
to be welcomed warmly by my advisor Patrick McDaniel and his family. Beyond the
tremendous transformative impact his advice has had on my professional career, I owe
Patrick my passion for computer security. I am grateful for his advising style; he gave
me the freedom and support required to conduct my research in ideal conditions while
being present when needed. He valued me as a peer from my first research results, and
always encouraged me to engage with the broader scientific community by attending
conferences or visiting other institutions. The work presented in this dissertation would
not have been possible without him.
Early in my research, I also learned a lot from Somesh Jha and Ian Goodfellow.
Somesh was patient and kind enough to question my assumptions and his many comments guided me in the writing of my first scientific articles, which make the basis for
this dissertation. Ian taught me a lot about machine learning. He also took the time
to give me feedback on much of my written and oral material; and through our collaborations, he often pointed me in research directions that contributed to make my work
more precise and impactful. I am thankful for his friendship and support—as he was an
early believer in the need for more security and privacy research on machine learning.
I am also extremely grateful to my colleagues at Google, especially Martı́n Abadi,
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Chapter

1

Introduction
Advances in machine learning (ML) coupled with growth in computational and storage
capacities have transformed the technology landscape. ML is not only a new paradigm
for building software and systems, it is bringing social disruption at scale. ML algorithms
now achieve human level performance or better on several tasks, such as face recognition
[8], optical character recognition [9], object recognition [10] and playing the game of Go
[11]. Most ML algorithms are designed to approximate an unknown mapping from an
input domain to an output domain by observing sample pairs of inputs and outputs
from these domains. This is a key distinctive characteristic of ML: rather than explicitly
describing the solution to a problem through code, the programmer describes a way to
discover this solution through examples of solved problem instances—or training data
referred to as the dataset. The result of learning is thus a model representing the
approximate solution learned through a principled exploration of this data, as we detail
in Chapter 2.
ML is already used for many highly important applications. Search algorithms, automated financial trading algorithms, data analytics, autonomous vehicles and malware
detection are all critically dependent on the underlying ML algorithms that interpret
their respective domain inputs to provide intelligent outputs that facilitate the decision
making process of users or automated systems. ML has traditionally been developed
with an assumption that the environment is benign during both training and evaluation
of the model. Specifically, it is assumed that the statistical properties of the data which
the model is deployed on to make predictions are identical to the ones of the data it was
trained on. This assumption has been useful for designing e↵ective ML algorithms, but
they implicitly rule out the possibility that an adversary could alter some of these sta-

2
tistical properties. As ML is used in more contexts where malicious adversaries have an
incentive to interfere with the operation of the ML system, it is increasingly important
to provide protections against such adversarial manipulations.
In spite of the spectacular advances mentioned above, the technical community’s
understanding of the vulnerabilities inherent to the design of systems built on machine
learning and the means to defend against them are still in its infancy. As is often the case
in security, machine learning systems face three broad types of risks: failure to provide
confidentiality, integrity, and availability. We provide a security model encompassing
these three risks in Chapter 3. In this thesis, we embrace a concept of integrity that
refers to the faithfulness of a model to produce an expected output.
Integrity risks can be understood at the level of the machine learning model itself
rather than the entire system deploying machine learning. Indeed, attacks on integrity
are with respect to model outputs. Here the goal is to induce model behavior as chosen
by the adversary. For example, attacks that attempt to induce false positives in a
face recognition system a↵ect the authentication process’ integrity [12]. Closely related,
attacks on availability attempt to reduce the quality (e.g., confidence or consistency),
performance (e.g., speed), or access (e.g., denial of service). Here again, while the goals of
these two classes of attacks may be di↵erent, the means by which the adversary achieves
them is often similar.
Integrity is essential in ML, and is the center of attention for most performance
metrics used: e.g., accuracy [13]. However, researchers have shown that the integrity of
ML systems may be compromised by adversaries capable of manipulating model inputs
to create adversarial examples [14, 15, 16]. In Chapter 4, we present algorithms for
finding adversarial examples that evade various machine learning techniques—including
decision trees and deep neural networks. Input misprocessing aims at misleading the
model into producing wrong outputs for some inputs, either modified at the entrance of
the pipeline, or at the input of the model directly. Depending on the task type, the wrong
outputs di↵er. For a ML classifier, it may assign the wrong class to a legitimate image, or
classify noise with confidence. However, when the adversary is capable of subverting the
input-output mapping completely, it can control the model and the system’s behavior.
For instance, it may force an automotive’s computer vision system to misprocess a traffic
sign, potentially resulting in the car accelerating.

3

1.1

Thesis Statement

The focus of this work is on improving our understanding and characterization of extrapolation from training data in machine learning to improve the security of deployed
models. As mentioned earlier, the underlying assumption made my most machine learning techniques—the training and test distributions being identical—does not hold in
adversarial settings.
This thesis begins to formalize the worst-case distribution drifts caused by adversaries
manipulating the test distribution. We do so through a principled exploration of the
space of attack strategies: we consider adversaries whose knowledge and capabilities
range from full-access to the victim model (i.e., white-box adversaries) to limited querying
(i.e, black-box adversaries).
Next, we ask how to best construct defenses against such adversaries. Striving to
build defensive techniques generally applicable to a variety of machine learning tasks,
we focus our attention on improving the algorithmic aspects of learning and inferring,
rather than the training data involved. Our intuition is to adapt learning techniques so
as to gradually decrease the confidence of a model when predicting further away from
its training data. This part of our research demonstrates that rich representations of
the training data, such as the ones learned internally by deep neural networks or the
class probabilities assigned to di↵erent possible outcomes, can be leveraged to enable
the integrity of ML predictions. Our designs are also informed by findings in the attack
space, such as the vulnerability of models to adversarial example transferability.
We thus formulate the following thesis statement:
Developing an understanding of machine learning robustness requires a rigorous characterization of the attack surface of models deployed in adversarial
settings. Specifically, quantifying the confidence of machine learning models
as they generalize from their training data to predict can be used to enable the
analysis of their security properties. Given expressive representations of the
training data, we can strengthen the integrity of predictions made by models
on adversarial inputs.

1.2

Contributions and Dissertation Outline

We now present an overview of the research problems investigated in this thesis. Following the above thesis statement, this dissertation makes the following contributions, each
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presented in an individual chapter:
• We present in Chapter 4 algorithms for finding adversarial examples. The attacks

and machine learning models presented in this chapter are used throughout the
remainder of this thesis. Namely, this includes deep neural networks, logistic regression, k-nearest neighbor, support vector machines and decision trees. Most
algorithms for finding adversarial examples (against di↵erentiable models) require
that the adversary compute gradients of the model’s output with respect to its
inputs, which is a proxy for the sensitivity of the model to small perturbations of
its inputs. These attacks are mounted in the white-box threat model. We also
experimentally demonstrate that these attacks apply to three application domains
of ML: computer vision, malware detection, and reinforcement learning.

• We study in Chapter 5 adversarial example transferability across the machine learning space. We find that examples largely transfer well across models trained with
the same machine learning technique, and across models trained with di↵erent
techniques or ensembles taking collective decisions [17]. For example, a support
vector machine and decision tree respectively misclassify 91.43% and 87.42% of
adversarial examples crafted for a logistic regression model. Previous work on adversarial example transferability has primarily studied the case where at least one
of the models involved in the transfer is a neural network [14, 16, 18], while we aim
to more generally characterize the transferability between a diverse set of models
chosen to capture most of the space of popular machine learning algorithms.
• We introduce in Chapter 6 the first practical demonstration of an attacker con-

trolling a remotely hosted DNN with no knowledge of either the model internals
or its training data. Indeed, the only capability of our black-box adversary is to
observe labels given by the DNN to chosen inputs. Our attack strategy consists in
training a local model to substitute for the target DNN, using inputs synthetically
generated by an adversary and labeled by the target DNN. We use the local substitute to craft adversarial examples, and find that they are misclassified by the
targeted DNN. To perform a real-world and properly-blinded evaluation, we attack
a DNN hosted by MetaMind, an online deep learning API. We find that their DNN
misclassifies 84.24% of the adversarial examples crafted with our substitute. We
demonstrate the general applicability of our strategy to many ML techniques by
conducting the same attack against models hosted by Amazon and Google. They
yield adversarial examples misclassified by Amazon and Google at rates of 96.19%
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and 88.94%. We also find that this black-box attack strategy is capable of evading
defense strategies previously found to make adversarial example crafting harder.
• We show in Chapter 7 that if one exploits the very nature of deep learning, and
in particular the modularity a↵orded by its layered architectures, this paves the

way for new learning-based inference and decision strategies that possess desirable
properties like robustness. We take a first step in this direction and introduce the
Deep k-Nearest Neighbors. This hybrid classifier combines the k-nearest neighbors
algorithm with representations learned by DNNs: a test input is compared to its
nearest neighboring training points according to the distance that separates them
in the representation space learned by each layer of the DNN. We show the labels of
these neighboring points a↵ord confidence estimates at test time that are better calibrated than DNN probabilities away from the model’s training manifold, including
on malicious inputs like adversarial examples. This is because the nearest neighbors can be used to estimate the nonconformity of, i.e., the lack of support for, a
prediction in the training data. The neighbors also constitute human-interpretable
explanations of predictions that complement locally-applicable saliency techniques.
Before diving into these technical contributions, we first describe in Chapter 2 the
various components of the pipeline that make up most ML systems—from the data
collection stage to their deployment upon completion of their training. In Chapter 3, we
give an overview of the related literature through the prism of the classical confidentiality,
integrity, availability model—which we adapt to propose a security model for systems
deploying machine learning.

Chapter

2

Preliminary Concepts: An Overview
of Machine Learning
We start with a brief overview of how systems apply ML. In particular, we compare different kinds of learning tasks, and some specifics of their practical implementation. The
terminology introduced below is used throughout the remainder of this thesis, notably
to formulate a security model for machine learning in Chapter 3.

2.1

Machine Learning Tasks

Machine learning automates the analysis of (typically) large data sets, producing models or decision procedures reflecting general relationships found in that data [19]. ML
techniques are commonly divided into three classes, characterized by the nature of the
data available for analysis.

2.1.1

Supervised learning

Methods that are given training examples in the form of inputs labeled with corresponding outputs are supervised learning techniques. Generally, the objective is to induce a
model mapping inputs (including unseen inputs) to outputs. If the output domain is
categorical, the task is called classification, and if cardinal the task is regression. Classic
examples of supervised learning tasks include: object recognition in images [20], machine
translation [21], and spam filtering [22].
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2.1.2

Unsupervised learning

When the method is given unlabeled inputs, its task is unsupervised. This includes
problems such as clustering points according to a similarity metric [23], dimensionality
reduction to project data in lower dimensional subspaces [24], and model pre-training [25].
For instance, clustering may be applied to anomaly detection [26].

2.1.3

Reinforcement learning

Data in the form of sequences of actions, observations, and rewards (e.g., runs of video
game play) fall in the scope of reinforcement learning (RL) [27, 28]. The goal of RL is to
produce a policy for acting in the environment, and so it is the subfield of ML concerned
with planning and control. RL agents learn by experience exploring their environments.
It was reinforcement learning in combination with supervised and unsupervised methods
that recently enabled a computer to defeat a human champion at the game of Go [11].
Readers interested in surveys of ML are well served by many books covering this
rich topic [19, 29, 30]. This thesis will focus on the supervised settings in the interest of
readability, as reflected by our presentation in the following chapters. However, security
issues are just as relevant for unsupervised and reinforcement learning, and we will strive
to point out the applicability of our results to these settings when meaningful.

2.2

Data Collection

Before one can learn a model that solves a task of interest, training data must be collected. This consists in gathering a generally large set of examples relevant to the task
that one wants to solve with machine learning. For each of the ML problem classes
introduced above, we describe one example of a task and how the corresponding training
dataset would be collected.
The first example task is to classify software executables as malicious or benign.
This is a supervised classification problem, where the model must learn some mapping
between inputs (software executables) and categorical outputs (a binary classification in
this example). The training data comprises a set of labeled instances, each an executable
marked as malicious or benign [31].
Second, consider the task of extracting a pattern representative of normal activity
in a computer network. The training data could consist of TCP dumps [32]. Such a
scenario is commonly encountered in anomaly-based network intrusion detection [33].
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Since the model’s desired outputs are not given along with the input—that is, the TCP
dumps are not associated with any pattern specification—the problem falls under the
scope of unsupervised learning.
Finally, consider the same intrusion-detection problem given access to metrics of system state (CPU load, free memory, network load, etc.) [34], which define an objective
function. This variant of the intrusion detector can then be viewed as an agent, with
actions taken based on its observations (e.g., shut down part of the network infrastructure), and rewards determined by the system state indicator. In this form, the problem
is one of reinforcement learning.

2.3

Training and Inference in Machine Learning

It is helpful to separate the training stage where a model is learned from input data,
from the inference stage where the trained model is applied to a task.

2.3.1

Training

Once the data is collected and pre-processed, a ML model is trained. Most ML models
can be described as functions f✓ (x) taking an input x and parametrized by a vector
✓ 2 ⇥.1 The output f✓ (x) is the model’s prediction for x of some property of interest.
The input x is typically represented as a vector of values called features. The space of

functions H = {x 7! f✓ (x) | ✓ 2 ⇥} is the set of candidate hypotheses. A learning

algorithm utilizes the training data to determine ✓. When learning is supervised, the
parameters are adjusted to align model predictions f✓ (x) with the expected output y as
indicated by the dataset. This is achieved by minimizing a loss function that captures
the dissimilarity of f✓ (x) and corresponding y. The model performance is then validated
on a test dataset, which must be disjoint from the training dataset in order to measure
the model’s generalization (performance on unseen data). For a supervised problem, we
can evaluate model accuracy with respect to test data: a set of labeled data held distinct
from training data. For example, in malware classification (see above), accuracy would
measure the proportion of predictions f✓ (x) that matched the label y (malware or benign)
associated with the executable x in the test dataset. In reinforcement learning, f✓ encodes
a policy, and the aim of training is to prescribe actions that yield the highest expected
reward for input history x. When learning is done in an online fashion (supervised,
1

Some models (e.g., nearest-neighbor [35]) are non-parametric.
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unsupervised, or reinforcement), parameters ✓ are updated as new training points become
available.

2.3.2

Inference

Once training completes, the model is deployed to infer predictions on inputs unseen
during training. That is, the value of parameters ✓ are fixed, and the model computes
f✓ (x) for new inputs x. In our malware classification example, the model predicts the
label for each executable x encountered. The model prediction may take di↵erent forms
but the most common for classification is a vector assigning a probability for each class
of the problem, which characterizes how likely the input is to belong to that class. For
our unsupervised network intrusion detection system, the model would instead return
the pattern representation f✓ (x) that corresponds to a new input network traffic x.

Chapter

3

Security Model and Literature
Review
In this chapter, we develop a unified perspective on the security of machine learning,
based on a threat model that considers characteristics of the attack surface, adversarial
goals, and possible defense and attack capabilities particular to systems built on machine
learning. This security model serves as a roadmap for surveying knowledge about attacks
and defenses of ML systems.
In exploring security and privacy in this domain, it is instructive to view systems
built on ML through the prism of the classical confidentiality, integrity, and availability
(CIA) model [36]. In this work, confidentiality is defined with respect to the model or its
data. Attacks on confidentiality attempt to expose the model structure or parameters
(which may be highly valuable intellectual property) or the data used to train and test
it (e.g., patient data). The latter class of attacks have a potential to impact the privacy
of the data source, especially when model users are not trusted, which in cases such as
patient clinical data used to train medical diagnostic models may be highly sensitive.
We define attacks on the integrity as those that induce particular outputs or behaviors of
the adversary’s choosing. They are often conducted through manipulations of the data
on which the ML system trains or predicts. Where those adversarial behaviors attempt
to prevent legitimate users from accessing meaningful model outputs or the features of
the system itself, such attacks fall within the realm of availability.
A second perspective in evaluating security focuses on attacks and defenses with
respect to the machine learning pipeline. Here, we consider the lifecycle of a ML-based
system from training to inference, and identify the adversarial goals and means at each
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phase. We observe that attacks on training generally attempt to influence the model by
altering or injecting training samples—in essence guiding the learning process towards a
vulnerable model. Attacks at inference time (runtime) are more diverse. Adversaries use
exploratory attacks to induce targeted outputs, and oracle attacks to extract the model
itself.
In exploring these facets of machine learning attacks and defense, we make the following contributions:
• We introduce a unifying threat model to allow structured reasoning about the security of systems that incorporate ML (Section 3.1). This model departs from

previous e↵orts by considering the entire data pipeline, of which ML is a component, instead of ML algorithms in isolation.
• We taxonomize attacks and defenses identified by the various technical communities. Section 3.3 details the challenges of inferring in adversarial settings. Beyond

previous surveys of these areas, we cover attacks mounted with adversarial examples.
Based on our analysis of the ML threat model, we have selected seminal and representative works from the literature. While we attempt to be comprehensive, it is a
practical impossibility to cite all works. For instance, we do not cover trusted computing
platforms for ML [37] or the implications of AI on safety in societies [38]. We build on
the basic structure and lexicon of ML systems introduced in Chapter 2.

3.1

Threat Model

The security of any system is measured with respect to the adversarial goals and capabilities that it is designed to defend against–the system’s threat model. In this section,
we taxonomize the definition and scope of threat models in ML systems and map the
space of security models.
We begin by identifying the attack surface of ML systems to inform where and
how an adversary will attempt to subvert the system. Our development of the threat
model in following sections builds on previous treatments [39, 40, 41]. We further draw
on insights from recent developments such as adversarial examples and membership
inference attacks.
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Figure 3.1: System’s attack surface: The generic model (top row) is illustrated with
two example scenarios (middle and bottom rows): a computer vision model used by
an automotive system to recognize traffic signs on the road and a network intrusion
detection system.

3.1.1

The ML Attack Surface

The attack surface of a system built with data and machine learning depends on its
purpose. Nevertheless, one can view such systems within a generalized data processing
pipeline (see Figure 3.1, top).
At inference, (a) input features are collected from sensors or data repositories, (b) processed in the digital domain, (c) used by the model to produce an output, and (d) the
output is communicated to an external system or user and acted upon. Figure 3.1 illusrates this pipeline generically (top), and for autonomous vehicle (middle), and network
intrusion detection systems (bottom). The ML systems collect sensor inputs (video image, network events) from which features (pixels, flows) are extracted and input to the
models. The meaning of the model output (stop sign, network attack) is then interpreted
and action taken (stopping the car, filtering future traffic from an IP). Here, the attack
surface for the system can be defined with respect to the data processing pipeline. Adversaries can attempt to manipulate the collection of data, corrupt the model, or tamper
with the outputs.
Recall that the model is trained using either an o✏ine or online process. The training
data used to learn the model includes vectors of features used as inputs during inference,
as well as expected outputs for supervised learning or a reward function for reinforcement
learning. As discussed below, the means of collection and validation processes o↵er
another attack surface—adversaries who can manipulate the data collection process can
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do so to induce targeted model behaviors. Similar attacks in an online setting can
be quite damaging, where the adversary can slowly alter the model with crafted inputs
submitted at runtime. Such attacks on anomaly detectors have been observed in domains
such as spam and network intrusion [42].
Attacks against ML can have potentially devastating consequences as they become
more practical [12]. Defending against them is necessary to maintain essential properties for high-stakes ML systems: safety (e.g., for autonomous vehicles), security (e.g.,
intrusion detectors), and correctness (e.g., regulated financial markets).

3.1.2

Trust Model

The trust model of a any ML-based system is determined in large part by the context of
its deployment as it relates to the trust placed in the relevant actors. To abstract a bit,
we can think of the several classes of actors relevant to a deployed ML-based system.
First, there are data-owner s, who are the owners or trustees of the data/environment
that the system is deployed within, e.g., an IT organisation deploying a face recognition
authentication service. Second, there are system providers which construct the system
and algorithms, e.g., the authentication service software vendors. Third, there may be
consumers of the service the system provides, e.g., the enterprise users. Lastly, there are
outsiders who may have explicit or incidental access to the systems, or may simply be
able to influence the system inputs, e.g., other users or adversaries within the enterprise.
Note that there may be multiple users, providers, data-owners, or outsiders involved in
a given deployment.
A trust model for the given system assigns a level of trust to each actor within
that deployment. Any actor can be trusted, untrusted, or partially trusted (trusted to
perform or not perform certain actions). The sum of those trust assumptions forms
the trust model–and therein identifies the potential ways that bad actors may attack
the system. We do not seek in this paper to identify a specific trust model or even set
of “good” trust models (a likely impossible endeavour), but to highlight the dangers
presented by bad actors. Here, we explore the space of trust models simply by viewing
them through the prism of the adversarial capability space (see next Section). In this
way, we provide insight into any trust model appropriate for a given deployment.

3.1.3

Adversarial Capabilities

A threat model is also defined by the actions and information the adversary has at their
disposal. The definition of security is made with respect to stronger or weaker adversaries
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Figure 3.2: Adversarial Capabilities: Adversaries attack ML systems at inference
time by exploiting model internal information (white box) or probing the system to infer
system vulnerabilities (black box). Adversaries use read or write access to the training
data to mimic or corrupt the model.
who have more or less access to the system and its data. The term capabilities refers
to the whats and hows of the available attacks, and defines the possible attack vectors
on a threat surface. For instance, in network intrusion detection, an internal adversary
may have access to the model used to distinguish attacks from normal behavior, whereas
a weaker eavesdropping adversary may have access only to TCP dumps of the network
traffic. Here the attack surface is constant, but the attacker with more information is a
strictly stronger adversary. We explore the range of attacker capabilities in ML systems
as they relate to inference and training phases (see Figure 3.2).
3.1.3.1

Inference Phase

Attacks at inference time—exploratory attacks [39]—do not tamper with the targeted
model but instead either cause it to produce adversary selected outputs (an example of
an Integrity attack in the taxonomy of adversarial goals below) or collect evidence about
the model characteristics (a privacy attack). As discussed in Section 3.3, the e↵ectiveness
of such attacks is largely determined by the information that is available to the adversary
about the model and its use in the target environment.
Inference phase attacks can be classified into either white box or black box attacks.
In white box attacks, the adversary has some information about the model or its original training data. White box attacks may be further distinguished by the information
used: about the model architecture (algorithm and structure of the hypothesis f ), model

15
parameters ✓ (weights), training data, or combinations of these. The adversary exploits
available information to identify where a model is vulnerable. For example, an adversary
who has access to the model f and its parameters ✓ may identify parts of the feature
space for which the model has high error, and exploit that by altering an input to into
that space, as in adversarial example crafting [14].
Conversely black box attacks assume no knowledge about the model. The adversary
in these attacks use information about the setting or past inputs to infer model vulnerability. For example, in an oracle attack, the adversary explores a model by providing a
series of carefully crafted inputs and observing outputs [43]. Oracle attacks work because
a good deal of information about a model can be extracted from input/output pairs, and
relatively little information is required because of the transferability property exhibited
by many model architectures (See Section 3.3.2).
3.1.3.2

Training Phase

Attacks on training attempt to learn, influence, or corrupt the model itself. The simplest
and arguably weakest attack on training is simply accessing a summary, a portion, or all
of the training data. Depending on the quality and volume of data, the adversary can
create a substitute model (also referred to as a surrogate or auxiliary model) to mount
attacks on the victim system. For example, the adversary can use a substitute model to
test potential inputs before submitting them to the victim [44]. Note that these attacks
are o✏ine attempts at model reconnaissance, and thus may be used to undermine privacy
(see below).
There are two broad attack strategies for altering the model. The first alters the
training data either by inserting adversarial inputs into the existing training data (injection) or altering the training data directly (modification). In the case of reinforcement
learning, the adversary may modify the environment in which the agent is evolving.
Lastly, the adversaries can tamper with the learning algorithm. We refer to these attacks as logic corruption. Obviously, adversaries that alter the learning logic (and thus
controls the model itself) are very powerful and difficult to defend against.

3.1.4

Adversarial Goals

The last piece of a threat model specifies the goals of the adversary. We model desired
ends as impacting confidentiality, integrity, and availability (the CIA framework mentioned in the introduction) and adding a fourth property, privacy. An interesting duality
emerges when taking a view in this way: attacks on system integrity and availability
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are closely related in goal and method, as are confidentiality and privacy. Integrity and
privacy can both be understood at the level of the ML model itself, as well as for the
entire system deploying it. Availability is however ill defined for a model in isolation
but makes sense for the ML-based system as a whole. We discuss below the range of
adversarial goals that relate to each risk.

3.1.5

Confidentiality and Privacy

Attacks on confidentiality and privacy are with respect to the model and data. If the
adversary is an untrusted user of the model, it may attempt to extract information about
the model. These attacks generally fall under the realm of confidentiality. When the
ML model itself represents intellectual property and its consumers are not trusted by
the model owner, it requires that the model and its parameters be confidential, e.g.,
financial market systems [45]. On the contrary, if the model owner is not trusted by
model users, these users might want to protect the confidentiality of their data from the
model owner or the privacy of their data from attacks mounted by other model users.
This is a common setting in medical applications [46]. Regardless of the goal, the attacks
and defenses for confidentiality and privacy relate to exposing or preventing the exposure
of the model and training data. Distinguishing the two notions is a result of the trust
model.
Machine learning models have enough capacity to capture and memorize elements
of their training data [47]. As such, it is hard to provide guarantees that participation
in a dataset does not harm the privacy of an individual. Potential risks are adversaries
performing membership test (to know whether an individual is in a dataset or not) [48],
recovering of partially known inputs (use the model to complete an input vector with
the most likely missing bits), and extraction of the training data using the model’s
predictions [47].
3.1.5.1

Integrity and Availability

Attacks on integrity and availability are with respect to model outputs. Here the goal
is to induce model behavior as chosen by the adversary. Attacks attempting to control
model outputs are at the heart of integrity attacks—the integrity of the inference process
is undermined. For example, attacks that attempt to induce false positives in a face
recognition system a↵ect the authentication process’s integrity [12]. Closely related,
attacks on availability attempt to reduce the quality (e.g., confidence or consistency),
performance (e.g., speed), or access (e.g., denial of service). Here again, while the goals of
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these two classes of attacks may be di↵erent, the means by which the adversary achieves
them is often similar.
Integrity is essential in ML, and is the center of attention for most performance metrics used: e.g., accuracy [13]. However, researchers have shown that the integrity of ML
systems may be compromised by adversaries capable of manipulating model inputs [14]
or its training data [49]. First, the ML model’s confidence may be targeted by an adversary: reducing this value may change the behavior of the overall system. For instance,
an intrusion detection system may only raise an alarm when its confidence is over a
specified threshold. Input misprocessing aims at misleading the model into producing
wrong outputs for some inputs, either modified at the entrance of the pipeline, or at the
input of the model directly. Depending on the task type, the wrong outputs di↵er. For a
ML classifier, it may assign the wrong class to a legitimate image, or classify noise with
confidence. For an unsupervised feature extractor, it may produce a meaningless representation of the input. For a reinforcement learning agent, it may act unintelligently
given the environment state. However, when the adversary is capable of subverting the
input-output mapping completely, it can control the model and the system’s behavior.
For instance, it may force an automotive’s computer vision system to misprocess a traffic
sign, resulting in the car accelerating.
Availability is somewhat di↵erent than integrity, as it is about the prevention of
access to an asset: an output or an action induced by a model output. Hence, the goal
of these attacks is to make the model inconsistent or unreliable in the target environment.
For example, the goal of the adversary attacking an autonomous vehicle may be to get
it to behave erratically or non-deterministically in a given environment. Yet most of the
attacks in this space require corrupting the model through training input poisoning and
other confidence reduction attacks using many of the same methods used for integrity
attacks.
If the system depends on the output of the ML model to take decisions that impact
its availability, it may be subject to attacks falling under the broad category of denial
of service. Continuing with the previous example, an attack that produces vision inputs
that force a autonomous vehicle to stop immediately may cause a denial of service by
completely stopping traffic on the highway. More broadly, machine learning models may
also not perform correctly when some of their input features are corrupted or missing [50].
Thus, by denying access to these features we can subvert the system.
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3.2

Training in Adversarial Settings

As parameters ✓ of the hypothesis f are fine-tuned during learning, the training dataset
analyzed is potentially vulnerable to manipulations by adversaries. This scenario corresponds to a poisoning attack [39], and is an instance of learning in the presence of
non-necessarily adversarial but nevertheless noisy data [51]. Poisoning attacks alter the
training dataset by inserting, editing, or removing points with the intent of modifying the
decision boundaries of the targeted model [49], thus targeting the learning system’s integrity per our threat model from Section 3.1. It is somewhat obvious that an unbounded
adversary can cause the learner to learn any arbitrary function f leading to complete
unavailability of the system. Thus, all the attacks below bound the adversary in their
attacks [52]. Modifications of the training data can be seen as altering the distribution D
that generated the training data, thereby creating a mismatch between the distributions
used for training and inference. In Section 3.4, we present a line of work that builds on
that observation to propose learning strategies robust to distribution drifts [53].
Kearns et al. theoretically analyzed the accuracy of learning classifiers when the adversary is allowed to modify training samples with probability

[49]. For large datasets,

this adversarial capability can be interpreted as the ability to modify a fraction

of the

training data. One of their fundamental results states that achieving an error rate of ✏
at inference requires



✏
1+✏

for any learning algorithm. For example, to achieve 90%

accuracy (✏ = 0.1) the adversary manipulation rate must be less than 10%. The e↵orts
below explore this result from a practical standpoint and introduce poisoning attacks
against ML algorithms. We organize our discussion around the adversarial capabilities
highlighted in the preceding section. Unlike some attacks at inference (see Section 3.3.2),
training time attacks almost always require some degree of knowledge about the learning
procedure, in order to disrupt it through manipulations of the data.

3.2.1

Label manipulation

When adversaries are able only to modify the labeling information contained in the
training dataset, the attack surface is limited: they must find the most harmful labels
to perturb in the data given partial or full knowledge of the learning algorithm ran by
the defender.
The baseline strategy is to perturb the labels (i.e., randomly draw new labels) for a
fraction of the training data. In practice, Biggio et al. showed that this was sufficient
to degrade the inference performance of SVM classifiers [54], as long as the adversary
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randomly flips about 40% of the training labels. It is unclear whether this attack would
generalize to multi-class classifiers, with k > 2 output classes (these results considered
only problems with k = 2 classes, where swapping the labels is guaranteed to be very
harmful to the model).
Some heuristics improve the adversary’s chances of success. Biggio et al. [54] observe
that poisoning points classified with confidence by the model is a compelling heuristic
to later degrade the model’s performance during inference. They reduce the ratio of
poisoned points needed to reduce accuracy by about 10 percentage points when compared
to random label flipping. A similar attack approach has been applied in the context of
healthcare [55]. These attacks require that a new ML model be learned for each new
candidate poisoning point in order to measure the candidate’s impact on the updated
model’s performance during inference. This high computation cost can be explained by
the largely unknown relationship between performance metrics respectively computed
on the training and test data. However, for models where such a relationship is better
understood, it is possible to find near-optimal sets of labels that need to be flipped—as
demonstrated by Xiao et al. with SVMs [56].

3.2.2

Input manipulation

In this threat model, the adversary can corrupt the input features of training points
processed by the model, in addition to its labels. These works assume knowledge of the
learning algorithm and training set.
3.2.2.1

Direct poisoning of the learning inputs

The attack surface of a system built with ML is often exacerbated when learning is
performed online, that is, with new training points added by observing the environment
in which the system evolves. Most e↵orts in this area focus on clustering models, where
the intuitive strategy for adversaries is to slowly displace the center of the cluster to have
points misclassified at inference.
Kloft et al. insert poisoned points in a training set used for anomaly detection, and
demonstrate how this gradually shifts the decision boundary of a centroid model, i.e.
a model that classifies a test input as malicious when it is too far from the empirical
mean of the training data [42]. This model is learned in an online fashion—new training
data is collected at regular intervals and the parameter values ✓ are computed on a
sliding window of that data. Poisoning points are found by solving a linear programming
problem that maximizes the displacement of the centroid. This formulation exploits the
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simplicity of centroid models, which essentially evaluate Euclidean distances to compute
the empirical mean of the training data. This attack is unlikely to apply when the
relationship between training data and the model is not as explicit. The approach was
later revisited in the context of malware clustering [57]: malware is modified to include
additional behavioral features that place it between two existing clusters in the model’s
input domain, thus eventually decreasing the distance between clusters.
In the settings of o✏ine learning, Biggio et al. introduce an attack that identifies
poisoning points by gradient ascent on the test error of the model [58]. Adding these
inputs to the training set results in a degraded classification accuracy at inference. Their
approach is (at least in theory) specific to SVMs, because it relies on the existence of a
closed-form formulation of the model’s test error, which in their case follows from the
assumption that support vectors1 do not change as a result of the insertion of poisoning
points. Mei et al. [59] fall under this class of approaches but derive the gradient ascent
formulation di↵erently, by relaxing a bilevel optimization problem (similarly to label
flipping attacks like [56]). Later, this same gradient ascent strategy was adapted to
feature selection algorithms like LASSO [60].
Such manipulations of the learning inputs are also e↵ective ways to target reinforcement learning agents. Behzadan et al. showed that gradient ascent techniques designed
in the context of adversarial examples (see Section 3.3 for a detailed presentation of these
techniques) were able to induce the agent into learning the wrong policy [61].
3.2.2.2

Indirect poisoning of the learning inputs

Adversaries with no access to the pre-processed data must instead poison the model’s
training data before its pre-processing (see Figure 3.1). For instance, Perdisci et al.
prevented Polygraph, a worm signature generation tool [62], from learning meaningful
signatures by inserting perturbations in worm traffic flows [63]. Polygraph combines a
flow tokenizer together with a classifier that determines whether a flow should be in the
signature. Polymorphic worms are crafted with noisy traffic flows such that (1) their
tokenized representations will share tokens not representative of the worm’s traffic flow,
and (2) they modify the classifier’s threshold for using a signature to flag worms. This
attack forces Polygraph to generate signatures with tokens that do not correspond to
invariants of the worm’s behavior.
1

Support vectors are the subset of training points that suffice to define the decision boundary of a
support vector machine.
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Figure 3.3: Attacks at inference: all of these works are discussed in Section 3.3 and
represent the threat models explored by the research community.

3.3

Inferring in Adversarial Settings

In this thesis, we exclusively consider adversaries that attack ML systems at inference
time, once the deployed model’s parameters have been fixed. Strong white-box attackers have access to the model internals (e.g., its architecture and parameters), whereas
black-box adversaries are limited to interacting with the model as an oracle (e.g., by
submitting inputs and observing the model’s predictions). In practice, capabilities range
on a spectrum between these two extrema. This perspective is used to structure the
present section, of which Figure 3.3 provides an overview.

3.3.1

White-box adversaries

White-box adversaries have varying degrees of access to the model f as well as its parameters ✓. This strong threat model allows the adversary to conduct particularly devastating
attacks. While it is often difficult to obtain, white-box access is not always unrealistic.
For instance, ML models trained on data centers are compressed and deployed to smartphones [71], in which case reverse engineering may enable adversaries to recover the
model’s internals (e.g., its parameter values) and thus obtain white-box access.
To target a system’s prediction integrity at inference, adversaries perturb the inputs
of the ML model. This can be interpreted as modifying the distribution that generates data at inference. Our discussion of attacks is two-fold: (1) we describe strategies
that require direct manipulation of model inputs, and (2) we consider indirect perturbations resilient to the pre-processing stages of the system’s data pipeline (as illustrated in
Figure 3.1).
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3.3.1.1

Direct manipulation of model inputs

Here, adversaries directly alter the feature values processed by the model. For instance,
the adversary’s goal may be to have a classifier assign the wrong class to inputs [39].
Szegedy et al. coined the term adversarial example to refer to such inputs [14]. Similar to concurrent work [15], they formalize the search for adversarial examples as a
minimization problem:
arg min f (x + r) = l
r

s.t.

x⇤ = x + r 2 D

(3.1)

The input x, correctly classified by f , is perturbed with r to produce an adversarial
example x⇤ that remains in the input domain D but is assigned the target label l. When
the target l is chosen, the attack is a source-target misclassification [41] (also referred
to as targeted in the literature). When l can be any label di↵erent from f (x), the
attack is said to be a simple misclassification (or sometimes to be untargeted ). Attacks
constructing adversarial examples di↵er from one another by the approximation they use
to solve Equation 3.1 when the model f is not convex.
The first class of attack techniques applies existing optimizers. For instance, Szegedy
et al. use the L-BFGS algorithm [72] to solve Equation 3.1, which handles the input
domain constraint by design. They were the first to find that a wide range of ML models,
including deep neural networks with state-of-the-art accuracy on vision tasks were misled
by perturbations r imperceptible to humans. Carlini et al. [66] revisited this approach
with a di↵erent optimizer, Adam, by encoding the domain constraint as a change of
variable.
Other techniques make assumptions to solve Equation 3.1 efficiently. This is notably the case of the fast gradient sign method introduced by Goodfellow et al. [16].
A linearization assumption reduces the computation of an adversarial example x⇤ to:
x⇤ = x + ✏ · sign(r~x Jh (✓, x, y)), where Jh is the cost function used to train the model

f . Despite the approximation made, a model with close to state-of-the-art performance
on MNIST2 misclassifies 89.4% of this method’s adversarial examples. This empirically
validates the hypothesis that erroneous model predictions on adversarial examples are
likely due to the linear extrapolation made by components of ML models (e.g., individual
neurons of a DNN) for inputs far from the training data.
In Equation 3.1, the minimization of perturbation r can be expressed with di↵erent
2

The MNIST dataset [3] is a widely used corpus of 70,000 handwritten digits used for validating image
processing machine learning systems.
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metrics. These formulations all lead to di↵erent attacks [41, 64, 73]. The choice of an
appropriate metric (often a `p norm) is problem-dependent. For instance, when crafting
malware that evades detection by a ML system, it is easier to introduce perturbations r
that only modify a limited subset of the features, rather than making small changes to
all features [67]. To this e↵ect, Papernot et al. introduced a Jacobian-based adversarial
example algorithm that minimizes the L0 norm of r [41], i.e. the number of features
perturbed. On average, only 4% of the features of an MNIST test set input are perturbed
to have it classified in a chosen target class with 97% success—whereas most of the
approaches introduced previously perturbed the entire input (albeit by smaller changes)
to achieve this success rate.
We cover the Fast Gradient-Sign Method (FGSM) and Jacobian-based Saliecy Map
Approach (JSMA) in more details in Chapter 4. They are used extensively in the research
presented in the following chapters of this thesis.
The variety of algorithms that find adversarial directions suggests that model errors
form a continuous space rather than being scattered in small pockets throughout the
models’ output surface. Warde-Farley and Goodfellow showed that adversarial examples form a space of dimension at least two [18]. Later, Tramèr et al. introduced the
Gradient Aligned Adversarial Subspace method, which uses a first-order approximation
similar to the one used to define the fast gradient sign method to directly estimate the
dimensionality of the dense space formed by adversarial examples [74].
3.3.1.2

Indirect manipulation of model inputs

When the adversary cannot directly modify feature values used as model inputs, it
must find perturbations preserved by the data pipeline that precedes the classifier in the
overall targeted system. Strategies operating in this threat model construct adversarial
examples in the physical domain stage of Figure 3.1.
Kurakin et al. showed how printouts of adversarial examples produced by the fast
gradient sign algorithm were still misclassified by an object recognition model [68]. They
fed the model with photographs of the printouts, thus reproducing the typical preprocessing stage of a computer vision system’s data pipeline. They also found these
physical adversarial examples to be resilient to pre-processing deformations like contrast
modifications or blurring. Sharif et al. applied the approach introduced in [14] to find
adversarial examples that are printed on glasses frames, which once worn by an individual
result in its face being misclassified by a face recognition model [12]. Adding penalties
to ensure the perturbations are physically realizable (i.e., printable) in Equation 3.1
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is sufficient to conduct misclassification attacks (the face is misclassified in any wrong
class), and to a more limited extent source-target misclassification attacks (the face is
misclassified in a chosen target class).
Beyond classification Alfeld et al. [65] examine autoregressive models, where the
prediction xt of a time series depends on previous k realizations of x, that is, xt =
Pk
i=1 ci xt i ; such models are widely used for market prediction. An adversary can manipulate the input data with the goal of achieving their desired prediction, given budget

constraints for the adversary. The authors formulate the adversary’s manipulation problem as quadratic optimization and provide efficient solutions.
Adversarial examples also apply to reinforcement learning. Huang et al. demonstrated that a RL agent is vulnerable to adversarial perturbations of its environment
after it has been trained [75]. Using the fast gradient method (see above), the adversary
induces the agent into misbehaving immediately or at a later time—e↵ectively creating
“sleeper agents” that behave correctly for several time steps after the environment was
perturbed before taking wrong actions.

3.3.2

Black-box adversaries

When performing attacks against black-box systems, adversaries do not know the model
internals. This prohibits the strategies described in Section 3.3.1: for instance, integrity
attacks require that the attacker compute gradients defined using the model f and its
parameters ✓. However, black-box access is perhaps a more realistic threat model, as all
it requires is access to the output responses. For instance, an adversary seeking to penetrate a computer network rarely has access to the specifications of the intrusion detection
system deployed–but they can often observe how it responds to network events. Similar
attacks are key to performing reconnaissance in networks to determine their environmental detection and response policies. We focus on strategies designed irrespectively
of the domain ML is being applied to, albeit heuristics specific to certain applications
exist [76, 77], e.g., spam filtering.
A common threat model for black-box adversaries is the one of an oracle, borrowed
from the cryptography community: the adversary may issue queries to the ML model
and observe its output for any chosen input. This is particularly relevant in the increasingly popular environment of ML as a Service cloud platforms, where the model is
potentially accessible through a query interface. Without access to the training data or
ML algorithm, querying the target model and knowledge of the class of target models
allows the adversary to reconstruct the model with similar amounts of query data as
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used in training [78] Thus, a key metric when comparing di↵erent attacks is the wealth
of information returned by the oracle, and the number of oracle queries.
Lowd et al. estimate the cost of misclassification in terms of the number of queries to
the black-box model [79]. The adversary has oracle access to the model. A cost function
is associated with modifying an input x to a target instance x⇤ . The cost function is
a weighted l1 di↵erence between x⇤ and x. The authors introduce ACRE learnability,
which poses the problem of finding the least cost modification to have a malicious input
classified as benign using a polynomial number of queries to the ML oracle. It is shown
that continous features allow for ACRE learnability while discrete features make the
problem NP-hard. Because ACRE learnability also depends on the cost function, it is
a di↵erent problem from reverse engineering the model. Following up on this thread,
Nelson et al. [80] identify the space of convex inducing classifiers—those where one of the
classes is a convex set—that are ACRE learnable but not necessarily reverse engineerable.
3.3.2.1

Direct manipulation of model inputs

Adversaries with access to class probabilities can recover many details of the underlying black-box model, as shown by model extraction attacks (see paragraph below). In
these settings, Xu et al. apply a genetic algorithm. The fitness of genetic variants obtained by mutation is defined in terms of the oracle’s class probability predictions [69].
The approach evades a random forest and SVM used for malware detection. However,
computing the genetic variants is a challenge for problems where the number of input
features is larger.
When the adversary cannot access probabilities, it is more difficult to extract information about the decision boundary, a pre-requisite to find input perturbations that result
in erroneous predictions. In the following works, the adversary only observes the first
and last stage of the pipeline from Figure 3.1: e.g., the input (which they produce) and
the class label in classification tasks. Szegedy et al. first observed adversarial example
transferability [14]: i.e., the property that adversarial examples crafted to be misclassified by a model are likely to be misclassified by a di↵erent model. This transferability
property holds even when models are trained on di↵erent datasets.
Assuming the availability of surrogate data to the adversary, Laskov et al. explored
the strategy of training a substitute model for the targeted one [44]. They exploit a
semantic gap to evade a malware PDF detector: they inject additional features that are
not interpreted by PDF renderers. As such, their attack does not generalize well to other
application domains or models.
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3.3.2.2

Data pipeline manipulation

Using transferability, Kurakin et al. [68] demonstrated that physical adversarial example
(i.e., printouts of an adversarial example) can also mislead an object recognition model
included in a smarphone app, which di↵ers from the one used to craft the adversarial
example. These findings suggest that black-box adversaries are able to craft inputs
misclassified by the ML model despite the pre-processing stages of the system’s data
pipeline.

3.4

Learning Robust Machine Learning Models

After presenting attacks conducted at inference in Section 3.3, we cover e↵orts at the
intersection of security and ML that are relevant to their mitigation. Specifically, we
survey previous work towards achieving robustness to distribution drifts.
To mitigate the integrity attacks presented in Section 3.2 and 3.3, ML needs to be robust to distribution drifts: i.e., situations where the training and test distributions di↵er.
Indeed, adversarial manipulations are instances of such drifts. During inference, an adversary might introduce positively connotated words in spam emails to evade detection,
thus creating a test distribution di↵erent from the one analyzed during training [77].
The opposite, modifying the training distribution, is also possible: the adversary might
include an identical keyword in many spam emails used for training, and then submit
spam ommiting that keyword at test time.

3.4.1

Defending against training-time attacks

Most defense mechanism at training-time rely on the fact that poisoning samples are
typically out of the expected input distribution.
Rubinstein et al. [81] pull from robust statistics to build a PCA-based detection
model robust to poisoning. To limit the influence of outliers to the training distribution,
they constrain the PCA algorithm to search for a direction whose projections maximize
a univariate dispersion measure based on robust projection pursuit estimators instead
of the standard deviation. In a similar approach, Biggio et al. limit the vulnerability
of SVMs to training label manipulations by adding a regularization term to the loss
function, which in turn reduces the model sensitivity to out-of-diagonal kernel matrix
elements [54]. Their approach does not impact the convexity of the optimization problem
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unlike previous attempts [82, 83], which reduces the impact of the defense mechanism
on performance.
Barreno et al. make proposals to secure learning [39]. These include the use of
regularization in the optimization problems solved to train ML models. This removes
some of the complexity exploitable by an adversary. Alternatively, they also propose
using obfuscation or disinformation: the defender keeps a holdout set of the data or
some details of the model secret. However, this violates security fundamentals, such as
the ones stated by Kerckho↵s [84].
Recently, Steindhardt et al. extended this line of work by augmenting the defender
with a detection model that attempts to remove data points outside a feasible set (i.e.,
outliers) before the model is learned [85].

3.4.2

Defending against inference-time attacks

The difficulty in attaining robustness to adversarial manipulations at inference stems
from the inherent complexity of ML models’ output surfaces. Yet, a paradox arises from
the observation that this complexity of ML hypotheses is necessary to confer modeling capacity sufficient to train robust models, which may indicate a fundamental disadvantage
for the defender. Defending against inference attacks remains largely an open problem.
Learning models robust to adversarial examples is a challenging task. Defining robustness is difficult, and the community has resorted to optimizing for robustness in a
`p norm ball around the training data (i.e., making sure that the model’s predictions
are constant in a neighborhood of each training point defined using a lp norm). Szegedy
et al. [14] first suggested injecting adversarial examples, correctly labeled, in the training set as a means to make the model robust. They showed that models fitted with
this mixture of legitimate and adversarial examples were regularized and more robust to
adversaries using their attack.
These was later made practical by Goodfellow et al. [16]: the efficiency of the fast
gradient sign method allows for the integration of a di↵erentiable adversarial objective
during training. The defender minimizes the error between the model’s predictions
on adversarial examples (computed using the current parameter candidates throughout
training) and the original labels. For instance, the misclassification rate of a MNIST
model is reduced from 89.4% to 17.9% on adversarial examples [16]. Huang et al. [73]
developed the intuition behind adversarial training. They formulate a min-max problem
between the adversary applying perturbations to each training point to maximize the
model’s classification error, and the learning procedure attempting to minimize this error.

28
The performance improvements over previous e↵orts are however often statistically nonsignificant.
Although adversarial training defends against attacks on which the model is trained,
it is weak in the face of adaptive adversaries. For instance, Moosavi et al. [64] use
a di↵erent heuristic to find adversarial examples when training and attacking. Their
evaluation shows that the model is no longer robust in these settings.
Progress has also been made by discretizing the input space [86], training on adversarial examples [87, 88] or attempting to remove the adversarial perturbation [89, 90].
Using robust optimization would be ideal but is difficult—often intractable—in practice
because rigorous definitions of the input domain region that adversarial examples make
up are often non-convex and thus difficult to optimize for. Recent investigations showed
that a convex region that includes this non-convex region defined by adversarial examples
can be used to upper bound the potential loss inflicted by adversaries and thus perform
robust optimization over it. Specifically, robust optimization is performed over a convex
polytope that includes the non-convex space of adversarial examples [91, 92].
Following the analysis of Szegedy et al. [14] suggesting that each layer of a neural
network has large Lipschitz constants, there has been several attempts at making the
representations better behaved, i.e., to prove small Lipschitz constants per layer, which
would imply robustness to adversarial perturbations: small changes to the input of a layer
would be guaranteed to produce bounded changes to the output of said layer. However,
techniques proposed have either restricted the ability to train a neural network (e.g.,
RBF units [16]) or demonstrated marginal improvements in robustness (e.g., Parseval
networks [93]). Similarly, Gu et al. introduce deep contractive networks, a class of models
trained using a smoothness penalty [94]. The penalty is defined with the norm of the
model’s Jacobian matrix, and is approximated layer by layer to preserve computational
efficiency. Although contractive models are more robust to adversaries, the penalty
reduces their capacity, with consequences on their performance and applicability.

Chapter

4

Adversarial Examples Crafting
This section describes machine learning techniques used in this thesis, along with methods used to craft adversarial examples against classifiers learned using these techniques.
Building on previous work [14, 16] describing how adversaries can efficiently select perturbations leading deep neural networks to misclassify their inputs (see Section 3.3.1 for
a survey), we introduce new crafting algorithms for adversaries targeting Deep Neural
Networks (DNNs), Support Vector Machines (SVMs) and Decision Trees (DTs).

4.1

Deep Neural Networks

A deep neural network (DNN), as illustrated in Figure 4.1, is a ML technique that uses
a hierarchical composition of n parametric functions to model an input x. Each function
fi for i 2 1..n is modeled using a layer of neurons, which are elementary computing units
applying an activation function to the previous layer’s weighted representation of the

input to generate a new representation. Each layer is parameterized by a weight vector
✓i (we omit the vector notation) impacting each neuron’s activation. Such weights hold
the knowledge of a DNN model f and are evaluated during its training phase, as detailed
below. Thus, a DNN defines and computes:
f (x) = fn (✓n , fn

1 (✓n 1 ,

... f2 (✓2 , f1 (✓1 , x))))

(4.1)

The training phase of a DNN f learns values for its parameters ✓f = {✓1 , ..., ✓n }.

We focus on classification tasks, where the goal is to assign inputs a label among a
predefined set of labels. The DNN is given a large set of known input-output pairs
(x, y) and it adjusts weight parameters to reduce a cost quantifying the prediction error
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Figure 4.1: DNN Classifier: the model processes an image of a handwritten digit and
outputs the probility of it being in one of the N = 10 classes for digits 0 to 9 (from [1]).
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between the prediction f (x) and the correct output y. The adjustment is typically
performed using techniques derived from the backpropagation algorithm. Briefly, such
techniques successively propagate error gradients with respect to network parameters
from the network’s output layer to its input layer.
During the test phase, the DNN is deployed with a fixed set of parameters ✓f to make
predictions on inputs unseen during training. We consider classifiers: the DNN produces
a probability vector f (x) encoding its belief of input x being in each of the classes (cf.
Figure 4.1). The weight parameters ✓f hold the model knowledge acquired by training.
Ideally, the model should generalize and make accurate predictions for inputs outside of
the domain explored during training. However, attacks manipulating DNN inputs with
adversarial examples showed this is not the case in practice [16, 41, 14].
To craft adversarial examples misclassified by DNNs, an adversary with knowledge
of the model f and its parameters ✓ can use several attacks surveyed in Chapter 3. In
this thesis, we use primarily two algorithms: the fast gradient sign method introduced
in [16] (sometimes referred to as the Goodfellow et al. algorithm) or the Jacobian-based
iterative approach proposed in [41] (also referred to as the Papernot et al. algorithm).

4.1.1

Fast Gradient Sign Method

To find an adversarial example x⇤ approximatively solving the optimization problem
stated in Equation 3.1, Goodfellow et al. [16] proposed to compute the following perturbation:
x

= " sgn(rx c(f, x, y))

(4.2)

where f is the targeted DNN, c its associated cost, and y the correct label of input x. In
other words, perturbations are evaluated as the sign of the model’s cost function gradient
with respect to inputs. An adversarial example x⇤ = x +
misclassified by model f —it satisfies

f (x⇤ )

x

is successfully crafted when

6= f (x)—while its perturbation

x

remains

indistinguishable to humans. The input variation " sets the perturbation magnitude:
higher input variations yield examples more likely to be misclassified by the DNN model
but introduce more perturbation, which can be easier to detect.

4.1.2

Jacobian-based Saliency Map Approach

Algorithm 1 shows our process for constructing adversarial examples. This approach,
named the Jacobian-based Saliency Map Approach was introduced in [41]. As input,
the algorithm takes a benign sample x, a target output y ⇤ , an acyclic feedforward DNN
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f , a maximum distortion parameter ⌥, and a feature variation parameter ✓. It returns
new adversarial example x⇤ such that f (x⇤ ) = Y⇤ , and proceeds in three basic steps:
(1) compute the forward derivative rf (x⇤ ), (2) construct a saliency map S based on the

derivative, and (3) modify an input feature imax by ✓. This process is repeated until the
network outputs Y⇤ or the maximum distortion ⌥ is reached. We now detail each step.
4.1.2.1

Forward Derivative of a Deep Neural Network

The first step is to compute the forward derivative for the given sample x. As introduced
previously, this is given by:
rf (x) =


@fj (x)
@f (x)
=
@x
@xi

(4.3)
i21..M,j21..N

This is essentially the Jacobian of the function corresponding to what the neural network
learned during training. The forward derivative computes gradients that are similar to
those computed for backpropagation, but with two important distinctions: we take the
derivative of the network directly, rather than on its cost function, and we di↵erentiate
with respect to the input features rather than the network parameters. This allows us
to find input components that lead to significant changes in network outputs.
Our goal is to express rf (x⇤ ) in terms of x and constant values only. To simplify our

expressions, we now consider one element (i, j) 2 [1..M ] ⇥ [1..N ] of the M ⇥ N forward

derivative matrix defined in Equation 4.3: that is the derivative of one output neuron
fj according to one input dimension xi . Of course our results are true for any matrix
element. We start at the first hidden layer of the neural network. We can di↵erentiate the
output of this first hidden layer in terms of the input components. We then recursively
di↵erentiate each hidden layer k 2 2..n in terms of the previous one:

@fk,p (wk,p · hk
@hk (x)
=
@xi
@xi

1

+ bk,p )

(4.4)
p21..mk

where hk is the output vector of hidden layer k and fk,j is the activation function of
output neuron j in layer k. Each neuron p on a hidden or output layer indexed k 2 1..n+1
is connected to the previous layer k

1 using weights defined in vector wk,p . By defining

the weight matrix accordingly, we can define fully or sparsely connected interlayers, thus
modeling a variety of architectures. Similarly, we write bk,p the bias for neuron p of layer
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k. By applying the chain rule, we can write a series of formulae for k 2 2..n:
@hk (x)
@xi

=
p21..mk

✓

@hk 1
wk,p ·
@xi

◆

@fk,p
(wk,p · hk
@xi

We are thus able to express

@hn
@xi .

⇥
1

+ bk,p )

(4.5)

We know that output neuron j computes the following

expression:
fj (x) = fn+1,j (wn+1,j · hn + bn+1,j )
Thus, we apply the chain rule again to obtain:
@fj (x)
@xi

=

✓

wn+1,j

@hn
·
@xi

◆

⇥

@fn+1,j
(wn+1,j · hn + bn+1,j )
@xi

In this formula, according to our threat model, all terms are known but one:

(4.6)
@hn
@xi .

This

is precisely the term we computed recursively. By plugging these results for successive
layers back in Equation 4.6, we get an expression of component (i, j) of the DNN’s
forward derivative. Hence, the forward derivative rf of a network f can be computed

for any input x by successively di↵erentiating layers starting from the input layer until
the output layer is reached. Notably, the forward derivative can be computed using
symbolic di↵erentiation with software packaged like Theano [95] or TensorFlow [6].
4.1.2.2

Adversarial Saliency Maps

We extend saliency maps previously introduced as visualization tools [96] to construct
adversarial saliency maps. These maps indicate which input features an adversary should
perturb in order to e↵ect the desired changes in network output most efficiently, and
are thus versatile tools that allow adversaries to generate broad classes of adversarial
examples.
Adversarial saliency maps are defined to suit problem-specific adversarial goals. For
instance, we later study a network used as a classifier, its output is a probability vector
across classes, where the final predicted class value corresponds to the component with
the highest probability:
label(x) = arg max fj (x)
j

(4.7)

In our case, the saliency map is therefore based on the forward derivative, as this gives
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the adversary the information needed to cause the neural network to misclassify a given
sample. More precisely, the adversary wants to misclassify a sample x such that it is
assigned a target class t 6= label(x). To do so, the probability of target class t given by f ,
ft (x), must be increased while the probabilities fj (x) of all other classes j 6= t decrease,

until t = arg maxj fj (x). The adversary can accomplish this by increasing input features
using the following saliency map S(x, t):
8
>
@fj (x)
< 0 if @ft (x) < 0 or P
j6=t @xi > 0
@xi
S(x, t)[i] =
⇣
⌘ P
>
@fj (x)
: @ft (x)
otherwise
@xi

j6=t

(4.8)

@xi

where i is an input feature. The condition specified on the first line rejects input components with a negative target derivative or an overall positive derivative on other classes.
Indeed,

@ft (x)
@xi

Similarly,

P

should be positive in order for ft (x) to increase when feature xi increases.

j6=t

@fj (x)
@xi

needs to be negative to decrease or stay constant when feature

xi is increased. The product on the second line allows us to consider all other forward
derivative components together in such a way that we can easily compare S(x, t)[i] for
all input features. In summary, high values of S(x, t)[i] correspond to input features
that will either increase the target class, or decrease other classes significantly, or both.
By increasing these features, the adversary eventually misclassifies the example into the
target class. A saliency map example is shown on Figure 4.2.
It is possible to define other adversarial saliency maps using the forward derivative,
and the quality of the map can have a large impact on the amount of distortion that
Algorithm 1 introduces; we will study this in more detail later. Before moving on, we
introduce an additional map that acts as a counterpart to the one given in Equation 6.5
by finding features that the adversary should decrease to achieve misclassification. The
only di↵erence lies in the constraints placed on the forward derivative values and the
location of the absolute value in the second line:
8
>
@fj (x)
< 0 if @ft (x) > 0 or P
j6=t @xi < 0
@xi
S(x, t)[i] =
⇣P
⌘
>
@fj (x)
: @ft (x)
otherwise
@xi

4.1.2.3

j6=t

(4.9)

@xi

Modifying examples

Once an input feature has been identified by an adversarial saliency map, it needs to be
perturbed to realize the adversary’s goal. This is the last step in each iteration of Algorithm 1, and the amount by which the selected feature is perturbed (✓ in Algorithm 1)
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Algorithm 1 Crafting adversarial examples
x is the benign sample, y ⇤ is the target network output, f is the function learned by
the network during training, ⌥ is the maximum distortion, and ✓ is the change made to
features.
Input: x, y ⇤ , f , ⌥, ✓
1: x⇤
x
2:
= {1 . . . |x|}
3: while f (x⇤ ) 6= y ⇤ and || x || < ⌥ do
4:
Compute forward derivative rf (x⇤ )
5:
S = saliency map (rf (x⇤ ), , y ⇤ )
6:
Modify x⇤imax by ✓ s.t. imax = arg maxi S(x, y ⇤ )[i]
7:
x⇤ x
x
8: end while
9: return x⇤

Figure 4.2: Visualization of a column of the Jacobian matrix: plotted for a
784-dimensional MNIST input to the LeNet architecture. The 784 input dimensions
are arranged to correspond to the 28x28 image pixel alignment. Large absolute values
correspond to features with a significant impact on the output for the class corresponding
to the Jacobian column plotted when perturbed.
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is also problem-specific. We discuss in Section 6.3 how this parameter should be set in
an application to computer vision. Lastly, the maximum number of iterations, which is
equivalent to the maximum distortion allowed in a example, is specified by parameter ⌥.
It limits the number of features changed to craft an adversarial example and can take
any positive integer value smaller than the number of features. Finding the right value
for ⌥ requires considering the impact of distortion on humans’ perception of adversarial
examples – too much distortion might cause adversarial examples to be easily identified
by humans.

4.2

Multi-class Logistic Regression

Multi-class logistic regression is the generalization of logistic regression to classification
problems with N > 2 classes [19]. Logistic regression seeks to find the hypothesis best
matching the data among the class of hypothesis that are a composition of a sigmoid
function over the class of linear functions. A multi-class logistic regression model f can
be written as:

"

ewj ·x

f : x 7! PN

l=1 e

wl ·x

#

(4.10)
j21..N

where ✓ = {w1 , ..., wN } is the set of parameters learned during training, e.g., by gradient
descent or Newton’s method.
Adversaries can also craft adversarial examples misclassified by multi-class logistic

regression models using the fast gradient sign method [16]. In the case of logistic regression, the method finds the most damaging perturbation

x

(according to the max norm)

by evaluating Equation 4.2, unlike the case of deep neural networks where it found an
approximation.

4.3

Nearest Neighbors

The k nearest neighbor (kNN) algorithm is a lazy-learning non-parametric classifier [19]:
it does not require a training phase. Predictions are made on unseen inputs by considering the k points in the training sets that are closest according to some distance. The
estimated class of the input is the one most frequently observed among these k points.
When k is set to 1, as is the case in this thesis, the classifier is:


f : x 7! Y arg min kz
z2X

xk22

(4.11)
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which outputs one row of Y , the matrix of indicator vectors encoding labels for the
training data X.
Although the kNN algorithm is non-parametric, it is still vulnerable to adversarial
examples as pointed out in [43, 97]. In this thesis, we used the fast gradient sign method
to craft adversarial examples misclassified by nearest neighbors. To be able to di↵erentiate the models, we use a smoothed variant of the nearest neighbor classifiers, which
replaces the argmin operation in Equation 4.12 by a soft-min, as follows:
h

4.4

e
f : x 7! P

kz xk22

z2X e

i

z2X
kz xk22

·Y

(4.12)

Multi-class Support Vector Machines

One possible implementation of a multiclass linear Support Vector Machine classifier f
is the one-vs-the-rest scheme. For each class k of the machine learning task, a binary
Support Vector Machine classifier fk is trained with examples of class k labeled as positive
and examples from other classes labeled as negative [29]. To classify a sample, each binary
linear SVM classifier fk makes a prediction and the overall multiclass classifier f outputs
the class assigned the strongest confidence. Each of these underlying linear SVMs is a
model fk classifying unseen examples x using the following:
fk : x 7! sgn(w[k] · x + bk )

(4.13)

We now introduce an algorithm to find adversarial examples misclassified by a multiclass linear SVM f . To the best of our knowledge, this method is more computationally
efficient than previous [15]: it does not require any optimization. To craft adversarial
examples, we perturb a given input in a direction orthogonal to the decision boundary
hyperplane. More precisely, we perturb legitimate examples correctly classified by model
f in the direction orthogonal to the weight vector w[k] corresponding to the binary SVM
classifier fk that assigned the correct class k output by the multiclass model f . The
intuition, illustrated in Figure 4.3 with a binary SVM classifier, can be formalized as
follows: for a sample x belonging to class k, an adversarial example misclassified by the
multiclass SVM model f can be computed by evaluating:
x~⇤ = x

"·

w[k]
kwk k

(4.14)

where k·k is the Frobenius norm, w[k] the weight vector of binary SVM k, and " the input
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Figure 4.3: SVM Adversarial Examples: to move a sample x away from its legitimate
class in a binary SVM classifier fk , we perturb it by " along the direction orthogonal to
w[k].
variation parameter. The input variation parameter controls the amount of distortion
introduced as is the case in the fast gradient sign method.

4.5

Decision Trees

Decision trees are defined by recursively partitioning the input domain [19]. Partitioning
is performed by selecting a feature and a corresponding condition threshold that best
minimize some cost function over the training data. Each node is a if-else statement
with a threshold condition corresponding to one of the sample’s features. A sample is
classified by traversing the decision tree from its root to one of its leaves accordingly
to conditions specified in intermediate tree nodes. The leaf reached indicates the class
assigned.
Adversaries can also craft adversarial inputs misclassified by decision trees. To the
best of our knowledge, this is the first adversarial example crafting algorithm proposed
for decision trees. The intuition exploits the underlying tree structure of the classifier
model. To find an adversarial example, given a sample and a tree, we simply search for
leaves with di↵erent classes in the neighborhood of the leaf corresponding to the decision
tree’s original prediction for the sample. We then find the path from the original leaf to
the adversarial leaf and modify the sample accordingly to the conditions on this path so
as to force the decision tree to misclassify the sample in the adversarial class specified
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by the newly identified leaf.
This intuition, depicted in Figure 4.4, is formalized by Algorithm 2. The algorithm
takes a decision tree T , a sample x, the legitimate class for sample x, and outputs an
adversarial example x⇤ misclassified by decision tree T . The algorithm does not explicitly
minimize the amount of perturbation introduced to craft adversarial examples, but as
shown in Section 5.2.3, we found in practice that perturbations found involve a minuscule
proportion of features.

4.6

Adversarial Examples beyond Computer Vision

Although most of the research on adversarial examples considers computer vision tasks,
techniques developed to attack vision models also apply to other tasks. Here, I describe
research demonstrating the vulnerability of models for malware detection [67] and reinforcement learning [75], which were respectively led by my collaborators Grosse et al.
and Huang et al. and which I contributed to.

4.6.1

Malware Detection

Adversarial crafting for malware detection, for example, would arguably entail much
more severe consequences. S̆rndić and Laskov [44] show the viability of adversarially
crafted inputs against a PDF malware detection system based on random forests. Their
adversarial crafting algorithm, however, focuses on features in the semantic gap between
classifier and PDF renderer, i.e. those features that are only considered by the classifier they study and not by most PDF renderers. While this allows them to generate
unobservable adversarial perturbations, their approach does not generalize to arbitrary
classifiers.
Generalizing adversarial crafting of examples from the previously well-studied setting
of computer vision raises one challenge specifically: inputs have significantly less entropy.
They are usually not represented on a continuous scale of real numbers, but as binary
values—an application either uses a certain system call or not. Moreover, approaches
perturbing a given application are considered valid only if they do not modify or jeopardize the application functionality. This was a significantly easier task in computer vision
settings where this condition was replaced by requiring indistinguishability of images
for a human observer (technically: minimizing a distance between the adversarial and
original images that is appropriate to characterize the di↵erences perceived by humans).
Since to the best of our knowledge there is no mature and publicly available malware
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Figure 4.4: Decision Tree Adversarial Examples: leaves indicate output classes
(here the problem has 3 output classes) whereas intermediate nodes with letters indicate
binary conditions (if condition do else do). To misclassify the sample from class 3
denoted by the green leaf, the adversary modifies it such that conditions g and i evaluate
accordingly for the sample to be classified in class 2 denoted by the red leaf.

Algorithm 2 Crafting Decision Tree Adversarial Examples
Input: T , x, legitimate class
x⇤
x
legit leaf
find leaf in T corresponding to x
ancestor
legitimate leaf
components
[]
while predict(T, x⇤ ) == legitimate class do
if ancestor == ancestor.parent.left then
advers leaf
find leaf under ancestor.right
else ancestor == ancestor.parent.right
advers leaf
find leaf under ancestor.left
end if
components
nodes from legit leaf to advers leaf
ancestor
ancestor.parent
end while
for i 2 components do
perturb x⇤ [i] to change node’s condition output
end for
return x⇤

41
detection system that uses neural networks, we develop our own classifier. We train and
evaluate it on the DREBIN data set introduced by Arp et al. [98], which contains more
than 120,000 android application samples, among which over 5,000 are malware samples.
All features were extracted using static analysis on the given application. Our classifier
achieves up to 97% accuracy with 7.6% false negatives and 2% false positives, despite
minimal e↵ort for hyperparameter selection. This matches state of the art malware
detection systems that rely on static features.
4.6.1.1

Methodology

Application Model

Before we can start to train a neural network-based malware

detection system, we first have to decide on a representation of applications that we use
as input to our classifier. In this work, we focus on statically determined features of
applications. As a feature, we understand some property that the statically evaluated
code of the application exhibits. This includes whether the application uses a specific
system call or not, as well as a usage of specific hardware components or access to the
Internet.
A natural way to represent such features is using binary indicator vectors: Given
features 1, . . . , M , we represent an application using the binary vector x 2 {0, 1}M ,

where Xi indicate whether the application exhibits feature i, i.e. xi = 1, or not, i.e.
xi = 0. Due to the varied nature of applications that are available, M will typically be
very large and sparse: each single application only exhibits very few features.
This leads to very sparse feature vectors, and overall, a very sparsely populated
space of applications in which we try to successfully separate malicious from benign
applications. Neural networks have shown to be very successful at separating classes in
sparsely populated domains. Hence, we will use them to build our malware detection
system.
Training the Malware Classifier

To the best of our knowledge, there is no publicly

available malware detection system based on neural networks that considers static features. While Dahl et al. [99] use a neural network to classify malware, their approach uses
random projections and considers dynamic data. Since perturbing dynamically gathered
features is a lot more challenging than modifying static features, we stick to the simpler,
static case in this work and leave the dynamic case for future work.
Convolutional neural networks are common architectures for computer-vision tasks,
and recurrent neural networks for natural language processing and hand-writing recog-
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nition. These architectures, however, take advantage of special properties of their input
domains to improve their classification performance. On the one hand, convolutional
neural networks work well on input containing translation invariant properties, which
can be found in images [100]. Recurrent neural networks, on the other hand, work well
with input data that needs to be processed sequentially [101].
The binary indicator vector x we use to represent an application does not possess
any of the above structural properties. We therefore stick to regular, feed-forward neural
networks as described in Chapter 2 to solve our malware classification task. Regular feedforward neural networks are known not to work as well on established use cases as the
structured networks mentioned above. However, the absence of such structures in our
input domain only leaves unstructured feed-forward neural networks. As we will see in
Section 4.6.1.2, these work well enough for our use case.
We train several classifiers using varying configurations: while each network takes
the same binary indicator vector x as input, they di↵er in the amount of hidden layers
(between one and four). Furthermore, we also vary the amount of neurons per layer,
ranging between 10 and 300.
We use a rectifier as the activation function for each hidden neuron in our network.
We choose a dropout of 50% between each hidden layer to avoid over-fitting, i.e. the
output of 50% of all neurons in each layer is ignored and set to 0.
Since the DREBIN data set that we use for our evaluations (cf. Section 4.6.1.2) has
a fairly unbalanced ratio between malware and benign applications, we experiment with
di↵erent ratios of malware in each training batch to compare the achieved performance
values. The number of training iterations is then set in such a way that all malware
samples are at least used once. We evaluate the classification performance of each of
these networks using accuracy, false negative and false positive rates as performance
measures. Afterwards, we evaluate the best performing networks against the adversarial
crafting attack we discuss next.
Crafting Adversarial Malware Examples

The goal of adversarial example crafting

in malware detection is to mislead the detection system, causing the classification for a
particular application to change according to the attackers wishes.
Describing more formally, we start with x 2 {0, 1}m , a binary indicator vector that

indicates which features are present in an application. Given x, the classifier f returns
a two dimensional vector f (x) = [f0 (x), f1 (x)] with f0 (x) + f1 (x) = 1 that encodes the
classifiers belief that x is either benign (f0 (x)) or malicious (f1 (x)). We take as the
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Algorithm 3 Crafting Adversarial Examples for Malware Detection
Input: x, y, f , k, I
1: x⇤
x
2:
= {1 . . . |x|}
3: while arg maxj fj (x⇤ ) 6= y and || x || < k do
4:
Compute forward derivative rf (x⇤ )
@fy (x)
5:
imax = arg maxj2 \I,Xj =0 @x
j
6:
if imax  0 then
7:
return Failure
8:
end if
9:
x⇤imax = 1
10:
x⇤ x
x
11: end while
12: return x⇤
classification result y the option that has the higher probability, i.e. y = arg maxi fi (x).
The goal of adversarial example crafting now is to find a small perturbation
the classification results

y0

such that

of f (x + ) is di↵erent from the original results, i.e. y 0 6= y.

We denote y 0 as our target class in the adversarial crafting process.

Our goal is to have a malicious application classified as benign, i.e. given a malicious
input x, we want a classification results y 0 = 0. The opposite case is to misclassify a
benign application as malicious. While this is also possible, we assume that the perturbation of the application will be performed by the original author of this application. Since
an honest author has no interest in having his benign application classified as malware,
we ignore this case.
We adopt the adversarial crafting algorithm based on the Jacobian matrix:

@f (x)
@fi (x)
Jf =
=
@x
@xj

i20,1,j2[1,m]

of the neural network f introduced in Section 4.1.2. Despite it originally being defined
for images, we show that a careful adaptation to a di↵erent domain is possible.
To craft an adversarial example, we take mainly two steps. In the first, we compute
the gradient of f with respect to x to estimate the direction in which a perturbation in
x would change f ’s output. In the second step, we choose a perturbation

of x with

maximal positive gradient into our target class y 0 . For malware misclassification, this
means that we choose the index i = arg maxj2[1,m],xj =0 f0 (xj ) that maximizes the change
into our target class 0 by changing xi . Note that we only consider positive changes
for positions j at which xj = 0, which correspond to adding features the application
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represented by x (since x is a binary indicator vector). We discuss this choice later.
Ideally, we keep this change small to make sure that we do not cause a negative
change of f due to intermediate changes of the gradient. For computer vision, this is
not an issue since the values of pixels are continuous and can be changed in very small
steps. In the malware detection case, however, we do not have continuous data, but
rather discrete input values: since x 2 0, 1m is a binary indicator vector, our only option
is to increase one component in x by exactly 1 to retain a valid input to f .

The adversarial example crafting process is iterative: after computing the gradient,
we choose a feature whose gradient is the largest for our target class and change it’s
value in x (i.e. by making corresponding changes to the application) to obtain our new
input vector x(1) . We then recompute the gradient under this new input x(1) and find
the second feature to change. We repeat this process until either a) we reached the limit
for maximum amount of allowed changes or b) we successfully cause a misclassification.
A pseudo-code implementation of the algorithm is given in Algorithm 3. The di↵erences
between this algorithm and the one presented in Section 4.1.2 are motivated by the
restrictions imposed by our application domain, which we now describe in further detail.
Restrictions on Adversarial Crafting

To make sure that modifications do not

change the application too much, we bound the maximum distortion

applied to the

original sample. As in the computer vision case, we only allow distortions with k k  k.

We use the `0 norm to bound the overall number of features modified. While the main
goal of adversarial crafting is to achieve misclassification, for malware detection, this
cannot happen at the cost of the application’s functionality: feature changes determined
by Algorithm 3 can cause the application in question to lose its functionality in parts
or completely. To avoid this case, we adopt the following additional restrictions on the
adversarial crafting algorithm: we only add features, and only add those that do not
interfere with other features already present in the application. This prevents us from
unknowingly destroying the applications functionality. Formally, we encode the above
restriction through the index set I: it contains the indices corresponding to features that
can be added without a↵ecting the applications functionality.
Generating Suitable Perturbations

The adversarial example crafting algorithm we

presented above only identifies a perturbation

x

on the features that needs to be added

to a malware sample x to achieve a misclassification by the attacked classifier. In the
next step we would have to find a perturbation of the sample x itself that corresponds
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ID

Name

Manifest

Code

Cardinality

S1

Hardware Components

X

4513

S2

Permissions

X

3812

S3

Components

X

218951

S4

Intents

X

6379

S5

Restr. API Calls

X

733

S6

Used Permissions

X

70

S7

Susp. API Calls

X

315

S8

Network Addresses

X

310447

Table 4.1: DREBIN dataset features: types, source, and cardinality.
to

x.

However, finding a suitable perturbation carries significant challenges: interde-

pendencies between features can cause a single line of code that is added to a malware
sample to change several features at the same time. S̆rndić and Laskov [44] acknowledge
these interdependencies, however ultimately ignore them in their generation of suitable
perturbation, hoping this process still results in a misclassified example.
While we do not ignore these interdependencies, we circumvent this problem by
focusing on a specific set of features: we will focus in our evaluation on so-called manifest
features only. These features have a one-to-one correspondence to single line entries in
the malware sample and can thus easily be generated from the perturbation

x

found

by the adversarial crafting algorithm. Note that this only makes the adversarial crafting
process harder: instead of using features that have a high impact on misclassification,
we skip those that are not manifest features.
Finding suitable perturbations for arbitrary features with interdependencies boils
down to an optimization problem where gradient information determined by the adversarial crafting algorithm is used as a fitness function to rate perturbations (by weighing
each feature a↵ected by a perturbation with the feature’s gradient). This was, in fact,
essentially the intuition behind the adversarial saliency maps introduced in Section 4.1.2
to find adversarial image perturbations. Finding a suitable perturbation thus boils down
to finding the perturbation with maximal fitness. To this end, it is necessary to identify
the set of all possible perturbations that can be performed without alterting an applications behavior (as by the restrictions formulated above). This issue is, in general,
highly dependant on the specific application domain and we consider it orthogonal to
the general adversarial crafting problem we examine in this paper.
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4.6.1.2

Experimental Evaluation

We evaluate the training of the neural network based malware detector and adversarial
example-induced misclassification of inputs on it. Through our evaluation, we want to
validate the following two hypotheses: first, that the neural network based malware
classifier achieves performance comparable to state of the art malware classifiers (on
static features) presented in the literature. Second, the adversarial example crafting
algorithm discussed in Section 4.6.1.1 allows us to successfully mislead the neural network
we trained. As a measure of success, we consider the misclassification rate achieved by the
adversarial crafting algorithm. The misclassification rate is defined by the percentage of
malware examples that are misclassified after applying the adversarial crafting algorithm,
but were correctly classified before that.
Data Set We base our evaluations on the DREBIN data set, originally introduced by
Arp et al. [98]: DREBIN contains 129.013 android applications, of which 123,453 are
benign and 5,560 are malicious. Extracted static features are provided for all applications. In total, the data set contains 545,333 features that are divided into 8 feature
classes, each of which is represented by a binary value that indicates whether the feature
is present in an application or not. This directly translates to the binary indicator vector
x 2 {0, 1}M used to represent applications, with M = 545, 333.

The 8 feature classes in DREBIN cover various aspects of android applications, in-

cluding: A) Permissions and hardware component access requested by each application
(e.g. for CAMERA or INTERNET access). B) Restricted and suspicious (i.e. accessing
sensitive data, e.g. getDeviceID()) API-calls made by the applications. C) application components such activities, service, content provider and broadcast receivers used
by each applications, and D) intents used by applications to communicate with other
applications. Table 4.1 lists each feature class and its cardinality.
In Table 4.2 we give average and quantile statistics on the amount of features exhibited by the applications in DREBIN. Given these numbers, we decide to set our distortion
bound k = 20 – assuming we are modifying an application of average size, it still remains
within the two main quartiles when adding at most 20 features.
Since the DREBIN data set contains Android applications, we decide to only add
features that can be added through modifications in the AndroidManifest.xml file of
the android application’s APK. The manifest is used by the application to announces its
components (i.e. its activities, services, broadcast receivers, and content providers), the
permissions it requests and further information about the application the system needs
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1st Quantile

Mean

3rd Quantile

max

all

23

48

61

9661

malicious

35

62

83

666

Table 4.2: DREBIN feature statistics: Statistics on the number of features per app.
to run the application. Changes in the manifest are particularly easy to implement, since
they only incur an additional line in the manifest and do not cause any interference with
the application’s functionality. Changes to the code, on the other hand, would require
more e↵ort and would have to be handled more carefully. Table 4.1 lists where each
feature class in DREBIN originates from, identifying those features that originate in the
manifest and that we will consider in the adversarial crafting algorithm. In Algorithm 3,
we represent the set of valid features for modification by the index set I.
Malware Detection

We train numerous neural network architecture variants, ac-

cording to the training procedure described in Section 4.6.1.1. Our baseline architecture
includes 2 hidden layers of 200 neurons each. From here, we vary the number of neurons
per layer (from 200 to 10, 50, 100 and 300), and the number of layers (from 2 to 1, 3 and
4). We also vary the malware ratio in each training batch by steps of 0.1 from 0.1 to 0.5
and measure its impact on the overall performance of the neural network in correctly
classifying the applications in the DREBIN data set.
The results for the di↵erent neural networks can be found in Table 4.3. We first list
previous classifiers from the literature, then the architecture (in neurons per layer) that
we trained. As performance measures we consider the overall accuracy on the DREBIN
data set, as well as the false positive and false negative rates.
Using the malware ratio in our training batches as a parameter to be optimized, we
achieve false negative rates at a level comparable to state of the art classifiers. This,
however, happens at a trade-o↵ with overall accuracy and false positive rates. In comparison, Arp et al. [98] achieve a 6.1% false negative rate at a 1% false positive rate.
Sayfullina et al. [102] even achieve a 0.1% false negative rate, however at the cost of
17.9% false positives.
We can observe high accuracy (> 90%) across results. The network architecture has
some impact on the trade-o↵ between accuracy, false positive, and false negative rates at
the various malware ratios. However, no clear trends can be observed that would indicate
how many neurons should be chosen on the first and second layer. Overall, the baseline
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Classifier

MWR

Accuracy

FNR

FPR

Arp et al. [98]

6.1

1

Sayfullina et al. [102]

0.1

17.9

[200]

0.4

97.83

8.06

1.86

[200]

0.5

95.85

5.41

4.06

[10, 10]

0.3

97.59

16.37

1.74

[10, 200]

0.3

97.53

11.21

2.04

[10, 200]

0.4

96.14

8.67

3.6

[200, 10]

0.3

95.63

15.25

3.86

[200, 10]

0.4

93.95

10.81

5.82

[50, 50]

0.3

96.57

12.57

2.98

[50, 50]

0.4

96.79

13.08

2.73

[50, 200]

0.3

97.58

17.30

1.71

[50, 200]

0.4

97.35

10.14

2.29

[50, 200]

0.5

95.65

6.01

4.25

[200, 50]

0.3

96.89

6.37

2.94

[200, 50]

0.4

95.87

5.36

4.06

[100, 200]

0.4

97.43

8.35

2.27

[200, 100]

0.4

97.32

9.23

2.35

[200, 100]

0.5

96.35

6.66

3.48

[200, 200]

0.1

98.92

17.18

0.32

[200, 200]

0.2

98.38

8.74

1.29

[200, 200]

0.3

98.35

9.73

1.29

[200, 200]

0.4

96.6

8.13

3.19

[200, 200]

0.5

95.93

6.37

3.96

[200, 300]

0.3

98.35

9.59

1.25

[200, 300]

0.4

97.62

8.74

2.05

[300, 200]

0.2

98.13

9.34

1.5

[300, 200]

0.4

97.29

8.06

2.43

[200, 200, 200]

0.1

98.91

17.48

0.31

[200, 200, 200]

0.4

97.69

10.34

1.91

[200, 200, 200, 200]

0.4

97.42

13.08

2.07

[200, 200, 200, 200]

0.5

97.5

12.37

2.01

Table 4.3: Performance of DREBIN classifiers: Given are used malware ratio
(MWR), accuracy, false negative rate (FNR) and false positive rate (FPR).
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architecture with 200 neurons on 2 layers each achieves, according to our experimental
setup, the best trade-o↵ between false positive, false negatives and overall accuracy.
With this architecture, we achieve around 98% overall accuracy, with about 7% false
negatives and 3.3% false positives. We expect that this performance can further greatly
be improved by searching for hyperparameters better fitting this use case. Overall,
we thus validate our hypothesis that a neural network based classifier can successfully
classify the DREBIN malware data set.
Adversarial Malware Crafting

Next, we apply the adversarial crafting algorithm

described in Section 4.6.1.1 and observe how frequently the adversarial inputs are able to
successfully mislead our neural network based classifiers. We quantify the performance of
our algorithm through the achieved misclassification rate, which measures the amount of
previously correctly classified malware that is misclassified after the adversarial crafting.
In addition, we also measure the average number of modifications required to achieve
the measured misclassification rate to assess which architecture provided a harder time
being mislead. As discussed above, allow at most 20 modification to any of the malware
applications.
The performance results are listed in Table 4.4. As we can see, we achieve misclassification rates from at least 50% in the case of the two layer neural network with 200
and 10 neurons in each layer, to up to 84% in the case of the two layer network with 10
neurons in both layers. Again, we cannot directly observe any rule that directly connects
network architecture to resistance against adversarial crafting. However, we can observe
that the malware ratio used in the training batches is correlated to the misclassification
rate: a higher malware ratio in general results in a lower misclassification rate, albeit
with exceptions (e.g. in the case of the 2 layer network with 10 neurons in each).
While the set of frequently modified features across all malware examples di↵er
slightly, we can observe trends for frequently modified features across all networks. For
the networks highlighted in Table 4.4, the most frequently modified features are permissions, which are modified in roughly 30-45% of the cases. Intents and activities come in
at second place, modified in 10-20% of the cases.
More specifically, for the network with ratio 0.3, the feature intent.category.DEFAULT
was added to 86.4% of the malware examples. In the networks with the other malware
ratios, the most modified feature was permission.MODIFY AUDIO SETTINGS (82.7% for
malware ratio 0.4 and 87% for malware ratio 0.5).
Other features that are modified frequently are for example activity.SplashScreen,

50

Classifier

MWR

MR

Distortion

[200]

0.4

81.89

11.52

[200]

0.5

79.37

11.92

[100, 200]

0.4

74.93

12.87

[200, 100]

0.4

71.42

13.12

[200, 100]

0.5

73.02

12.98

[200, 200]

0.1

78.28

10.99

[200, 200]

0.2

63.49

13.43

[200, 200]

0.3

63.08

14.52

[200, 200]

0.4

64.01

14.84

[200, 200]

0.5

69.35

13.47

[200, 300]

0.3

70.99

13.24

[200, 300]

0.4

61.91

14.19

[300, 200]

0.2

69.96

13.62

[300, 200]

0.4

63.51

14.01

[200, 200, 200]

0.1

75.41

10.50

[200, 200, 200]

0.4

71.31

13.08

[200, 200, 200, 200]

0.4

62.66

14.64

Table 4.4: Performance of our adversarial sampling strategy on DREBIN classifiers: The misclassification rates (MR) and required average distortion (in number of
added features) with a threshold of 20 modifications are given for various architectures
and malware ratio (MWR).
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feature

total (0.3)

total (0.4)

total (0.5)

activity

16 (3)

14 (5)

14 (2)

feature

10 (1)

10 (3)

9 (3)

intent

18 (7)

19 (5)

15 (5)

permission

44 (11)

38 (10)

29 (10)

provider

2 (1)

2(1)

2 (1)

service receiver
P

8 (1)

6 (1)

8 (1)

99 (25)

90 (26)

78 (23)

Table 4.5: Perturbed features by type: Feature types from the manifest and how
much they were used to provoke misclassification. Values in brakets denote how many
features were used in more then 1,000 Apps.
android.appwidget.provider or the GPS feature. And while for all networks the
service receiver feature was added to many malware examples, the specifics between
the networks: for malware ratio 0.3 it is the BootReceiver, for 0.4 the AlarmReceiver
and for 0.5 the Monitor.
Overall, of all features that we decided to modify (i.e. the features in the manifest),
only 0.0004%, or 89, are used to mislead the classifier. Of this very small set of features,
roughly a quarter occurs in more than 1,000 adversarial crafted examples. A more
detailed breakdown can be found in Table 4.5.
Since our algorithm is able to successfully mislead most networks for a large majority
of malware examples, we validate the hypothesis that our adversarial crafting algorithm
for malware can be used to mislead neural network based malware detection systems.
Discussion

As our evaluation results show, adversarial sampling is a real threat also

for neural network based malware detection. We therefore confirm that findings from
applications in the domain of computer vision can successfully be transferred to more
security critical domains such as malware detection. Despite heavy restrictions on the
type of modifications we are allowed to undertake, we are able to mislead our classifiers
on about 60% to 80% of the malicious application examples (depending on considered
architecture and ignoring corner cases).

4.6.2

Reinforcement Learning

Recent advances in deep reinforcement learning (RL) have made it possible to learn
end-to-end policies that map directly from raw inputs (e.g., images) to a distribution
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action taken: down
original input

action taken: noop
adversarial input

Figure 4.5: Fooling a policy trained with DQN [2] to play Pong: The policy
chooses a good action given the original input, but the adversarial perturbation results
in missing the ball and losing the point. (The dotted arrow starts from the ball and
denotes the direction it is traveling in, and the green rectangle highlights the action that
maximizes the Q-value, for the given input.)
over actions to take. These policies are parametrized by neural networks, which have
been shown to be vulnerable to adversarial attacks in supervised learning settings [14].
Unlike supervised learning, where a fixed dataset of training examples is processed during
learning, in reinforcement learning these examples are gathered throughout the training
process. Thus, policies trained to do the same task could conceivably be significantly
di↵erent (e.g., in terms of the high-level features they extract from the raw input),
depending on how they were initialized and trained.
We use the Fast Gradient Sign Method (FGSM) [103], an existing method for efficiently generating adversarial examples in the context of computer vision classification.
FGSM is fast because it makes a linear approximation of a deep model and solves the
maximization problem analytically, to compute the optimal adversarial perturbation under the linear approximation.
4.6.2.1

Applying FGSM to Policies

FGSM requires calculating rx J(✓, x, y), the gradient of the cost function J(✓, x, y) with

respect to the input x. In the reinforcement learning setting, we assume the output
y is a weighting over possible actions (i.e., the policy is stochastic). When computing
adversarial perturbations with FGSM for a trained policy ⇡✓ , we assume the action with
the maximum weight in y is the optimal action to take: in other words, we assume the
policy performs well at the task. Thus, J(✓, x, y) is the cross-entropy loss between y and
the distribution that places all weight on the highest-weighted action in y.1
1

Functionally, this is equivalent to a technique introduced in the context of image classification, to
generate adversarial examples without access to the true class label [104].
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4.6.2.2

Choosing a Norm Constraint

FGSM typically restricts the `1 -norm of the adversarial perturbation ⌘. We additionally

consider restriction of the `1 - and `2 -norms, since in certain situations it may be desirable
to change all input features by no more than a tiny amount (i.e., constrain k⌘k1 ),
whereas in others it may be better to change only a small number of input features (i.e.,

constrain k⌘k1 ). Linearizing the cost function J(✓, x, y) around the current input x, the
optimal perturbation for each type of norm constraint is:

8
>
>
✏ sign(rx J(✓, x, y)) for constraint k⌘k1  ✏
>
>
>
>
p
>
>
✏ d⇤
>
>
<
⌘ = f racrx J(✓, x, y)krx J(✓, x, y)k2 for constraint k⌘k2  k✏1d k2
>
>
>
>
>
maximally perturb highest-impact dimensions with budget ✏d
>
>
>
>
>
:
for constraint k⌘k1  k✏1d k1

(4.15)

where d is the number of dimensions of input x. Note that the `2 -norm and `1 -norm
constraints have ✏ adjusted to be the `2 - and `1 -norm of the vector ✏1d , respectively,
since that is the amount of perturbation under the `1 -norm constraint. The optimal

perturbation for the `1 -norm constraint either maximizes or minimizes the feature value
at dimensions i of the input, ordered by decreasing |r✓ J(✓, x, y)i |. For this norm, the

adversary’s budget — the total amount of perturbation the adversary is allowed to
introduce in the input — is ✏d.
4.6.2.3

Experimental Evaluation

We evaluate our adversarial attacks on four Atari 2600 games in the Arcade Learning
Environment [105] — Chopper Command, Pong, Seaquest, and Space Invaders — and
train each with three deep reinforcement learning algorithms: A3C [106], TRPO [107],
and DQN [2]. We use the same pre-processing and neural network architecture as in [2].
The input is a concatenation of the last 4 images, converted from RGB to luminance (Y)
and resized to 84 ⇥ 84. Luminance values are rescaled to be from 0 to 1. The output of
the policy is a distribution over possible actions.

For each game and training algorithm, we train five policies starting from di↵erent
random initializations. For our experiments, we focus on the top-performing trained
policies, which we define as all policies that perform within 80% of the maximum score,
averaged over the last ten training iterations. We cap the number of policies at three for
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Figure 4.6: Comparison of the e↵ectiveness of `1 , `2 , and `1 FGSM adversaries
on four Atari games trained with three learning algorithms: The average return
is taken across ten rollouts. Constraint on FGSM perturbation (from top to bottom):
`1 -norm, `2 -norm, `1 -norm
each game and training algorithm. Certain combinations (e.g., Seaquest with A3C) had
only one policy meet these requirements.
We are interested in how vulnerable neural network policies are to adversarialexample attacks, and how this is a↵ected by the type of adversarial perturbation and
training algorithm. We find regardless of which game the policy is trained for or how it
is trained, it is indeed possible to significantly decrease performance through introducing
small perturbations (4.6).
Notably, in many cases an `1 -norm FGSM adversary with ✏ = 0.001 decreases the

agent’s performance by 50% or more; when converted to 8-bit image encodings, these
adversarial inputs are indistinguishable from the original inputs. In contrast, `1 -norm
adversaries are able to sharply decrease the agent’s performance just by changing a few
pixels (by large amounts). We see that policies trained with A3C, TRPO, and DQN are
all susceptible to adversarial inputs. Interestingly, policies trained with DQN are more
susceptible, especially to `1 -norm FGSM perturbations on Pong, Seaquest, and Space
Invaders.

Chapter

5

Adversarial Example Transferability
Adversarial example transferability 1 is the property that some adversarial examples produced to mislead a specific model f can mislead other models f 0 —even if their architectures greatly di↵er [14, 16, 43]. A practical impact of this property is that it leads
to oracle-based black box attacks, which we will discuss in more details in Chapter 6.
Briefly put, this attack extract a copy of the victim model, which is then used to generate adversarial examples that are highly e↵ective on the original victim model. The key
here was that the adversary has very limited information—they know nothing about the
architecture or parameters but only know that the victim was using machine learning.
To motivate these attacks, we explore in this chapter transferability within and between di↵erent classes of machine learning classifier algorithms. We explore neural networks (DNNs), logistic regression (LR), support vector machines (SVM), decision trees
(DT), nearest neighbors (kNN), and ensembles (Ens.). In this, we demonstrate that
transferability attacks are generally applicable to machine learning and can e↵ectively
target classifiers not built using deep neural networks.
We study adversarial example transferability across the machine learning space and
find that examples largely transfer well across models trained with the same machine
learning technique, and across models trained with di↵erent techniques or ensembles
taking collective decisions. For example, a support vector machine and decision tree
respectively misclassify 91.43% and 87.42% of adversarial examples crafted for a logistic
regression model.
Previous work on adversarial example transferability has primarily studied the case
1
Note that this is distinct from knowledge transfer, which refers to techniques designed to transfer
the generalization knowledge learned by a model f during training—and encoded in its parameters—to
another model f 0 [71].
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where at least one of the models involved in the transfer is a neural network [14, 16, 97],
while we aim to more generally characterize the transferability between a diverse set of
models chosen to capture most of the space of popular machine learning algorithms.

5.1

Approach Overview

In this section, we describe our approach, which is structured around the evaluation
of two hypotheses relevant to the design of black-box attacks against machine learning
classifiers.
Let us precisely define adversarial example transferability. Consider an adversary
interested in producing an adversarial example x⇤ misclassified in any class di↵erent
from the class assigned by model f to legitimate input x. This can be done by solving
the following optimization problem [14]:
x⇤ = x +

x

where

x

= arg min f (x + z) 6= f (x)
z

(5.1)

Finding a closed form solution to this problem is not always possible, as some machine learning models f preclude the optimization problem from being linear or convex.
Nevertheless, several approaches have been proposed to find approximative solutions
to Equation 5.1. They yield adversarial examples e↵ectively misleading non-linear and
non-convex models like neural networks. We introduced some of these techniques in
Chapter 4 for the di↵erent machine learning techniques used in this chapter.
Examples x⇤ solving Equation 5.1 are specifically computed to mislead model f .
However, as stated previously, such adversarial examples are in practice also frequently
misclassified by models f 0 di↵erent from f . To facilitate our discussion, we formalize
this adversarial example transferability notion as:
⌦X (f, f 0 ) =

f 0 (x) 6= f 0 (x +

x)

:x2X

(5.2)

where set X is representative of the expected input distribution for the task solved by
models f and f 0 . We partition adversarial example transferability in two variants characterizing the pair of models (f, f 0 ). The first, intra-technique transferability, is defined
across models trained with the same machine learning technique but di↵erent parameter initializations or datasets (e.g., f and f 0 are both neural networks or both decision
trees). The second, cross-technique transferability, considers models trained using two
techniques (e.g., f is a neural network and f 0 a decision tree).
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ML

Di↵erentiable

Linear

Lazy

Technique

Model

Model

Prediction

DNN

Yes

No

No

LR

Yes

Log-linear

No

SVM

No

No

No

DT

No

No

No

kNN

No

No

Yes

Ens

No

No

No

Table 5.1: Machine Learning Techniques: studied in Section 5.2

Hypothesis 1: Both intra-technique and cross-technique adversarial example transferabilities are consistently strong phenomena across the space of machine learning techniques.
In this first hypothesis, we explore how well both variants of transferability hold
across classes of machine learning algorithms. The motivation behind this investigation
is that adversarial example transferability constitutes a threat vector against machine
learning classifiers in adversarial settings. To identify the most vulnerable classes of
models, we need to generate an accurate comparison of the attack surface of each class
in constrained experimental settings.
To validate this hypothesis, we perform a large-scale study in Section 5.2. Each of
the study’s two folds investigates one of the adversarial example transferability variants:
intra-technique and cross-technique. For completeness, we consider a collection of models representatively spanning the machine learning space, as demonstrated by Table 5.1.
Models are trained on MNIST data [3] to solve the hand-written digit recognition task.
In the first fold of the study, we measure intra-technique adversarial example transferability rates ⌦X (f, f 0 ), for each machine learning technique, across models trained on
di↵erent subsets of the data. In the second fold of the study, we measure inter-technique
adversarial example transferability rates ⌦X (f, f 0 ) across models corresponding to all
possible pairs of machine learning techniques.
Again, our motivation is to demonstrate that deployment of machine learning in
settings where there are incentives for adversaries to have models misbehave must take
into account the practical threat vector of adversarial examples. Indeed, if black-box
attacks are realistic in practical settings, machine learning algorithm inputs must be
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validated as being part of the expected distribution of inputs. As is the case for SQL
injections, the existence of adversarial examples calls for input validation in production
systems using machine learning.

5.2

Transferability of Adversarial Examples

In this section, our working hypothesis is that intra-technique and cross-technique adversarial example transferability are strong phenomena across the machine learning space.
Thus, we empirically study these two phenomena across a range of machine learning
techniques: deep neural networks (DNNs), logistic regression (LR), support vector machines (SVM), decision trees (DT), nearest neighbors (kNN), and ensembles (Ens.). All
models are found vulnerable to intra-technique adversarial example transferability—
misclassification of examples by di↵erent models trained using the same machine learning
technique, the phenomenon is stronger for di↵erentiable models like DNNs and LR than
for non-di↵erentiable models like SVMs, DTs and kNNs. Then, we observe that DNNs
and kNNs boast resilience to cross-technique transferability, misclassifications of adversarial examples by models trained with distinct machine learning techniques. We find
that all other models, including LR, SVMs, DTs, and an ensemble of models collectively
making predictions, are considerably more vulnerable to cross-technique transferability.

5.2.1

Experimental Setup

We describe here the dataset and models used in this section to study both types of
transferability.
5.2.1.1

Dataset

We use the seminal MNIST dataset of handwritten digits [3]. This dataset has been wellstudied in both the machine learning and security communities. We chose it because its
dimensionality is suitable to the range of machine learning techniques included in our
study, which all perform at least reasonably well on this dataset. The task associated
with the dataset is classification of images in one of the 10 classes corresponding to
each possible digit ranging from 0 to 9. The dataset includes 50, 000 training samples,
10, 000 validation samples, and 10, 000 test samples. Each 28x28 gray-scale pixel image
is encoded as a vector of intensities whose real values range from 0 (black) to 1 (white).
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5.2.1.2

Machine learning models

We selected five machine learning techniques: DNNs, LR, SVMs, DTs, and kNNs. All
of these machine learning techniques, as well as the algorithms used to craft adversarial
examples, are presented in Chapter 4 of this thesis. As outlined in Table 5.1, DNNs were
chosen for their state-of-the-art performance, LR for its simplicity, SVMs for their potential robustness stemming from the margin constraints when choosing decision boundaries
at training, DTs for their non-di↵erentiability, and kNNs for being lazy-classification2
models. To train DNN, LR, and kNN models, we use Theano [108] and Lasagne [109].
The DNN is made up of a hierarchy of 2 convolutional layers of 32 3x3 kernels, 2 convolutional layers of 64 3x3 kernels, 2 rectified linear layers of 100 units, and a softmax layer
of 10 units. It is trained during 10 epochs with learning, momentum, and dropout rates
of respectively 10

2,

0.9, and 0.5 decayed by 0.5 after 5 epochs. The LR is performed

using a softmax regression on the inputs. It is trained during 15 epochs at a learning
rate of 10

2

with a momentum rate of 0.9 both decayed by 0.5 after 10 epochs. The

linear SVM and DT are trained with scikit-Learn.

5.2.2

Intra-technique Transferability

We show that di↵erentiable models like DNNs and LR are more vulnerable to intratechnique transferability than non-di↵erentiable models like SVMs, DTs, and kNNs. We
measure intra-technique transferability between models i and j, both learned using the
same machine learning technique, as the proportion of adversarial examples produced to
be misclassified by model i that are misclassified by model j.
To train di↵erent models using the same machine learning technique, we split the
training set in disjoint subsets A,B,C,D,E of 10, 000 samples each, in order of increasing
indices. For each of the machine learning techniques (DNN, LR, SVM, DT, kNN), we
thus learn five di↵erent models referred to as A,B,C,D,E. Model accuracies, i.e. the
proportion of labels correctly predicted by the model for the testing data, are reported
in Figure 5.1a. For each of the 25 models, we apply the suitable adversarial example
algorithm described in Section 5.2.2 and craft 10, 000 examples from the test set, which
was unused during training. For adversarial example algorithms with parameters, we
fine-tune them to achieve a quasi-complete misclassification of the 10, 000 adversarial
examples by the model on which they are crafted. Upon empirically exploring the input variation parameter space, we set it to " = 0.3 for the fast gradient sign method
2

No model is learned during training. Predictions are made by finding k points closest to the sample
in the training data, and extrapolating its class from the class of these k points.
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(a) Model Accuracies

(b) DNN models

(c) LR models

(d) SVM models

(e) DT models

(f) kNN models

Figure 5.1: Intra-technique transferability for 5 ML techniques: Figure 5.1a
reports the accuracy rates of the 25 models used, computed on the MNIST test set.
Figures 5.1b-5.1f are such that cell (i, j) reports the intra-technique transferability between models i and j, i.e. the percentage of adversarial examples produced using model
i misclassified by model j.
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algorithm, and " = 1.5 for the SVM algorithm.
Figures 5.1b-5.1f report intra-technique transferability rates for each of the five machine learning techniques. Rates (i, i) on the diagonals indicate the proportion of adversarial examples misclassified precisely by the same model i on which they were crafted.
O↵-diagonal rates (i, j) indicate the proportion of adversarial examples misclassified by
a model j di↵erent from the model i on which they were crafted. We first observe that all
models are vulnerable to intra-technique transferability in a non-negligible manner. LR
models are most vulnerable as adversarial examples transfer across models at rates larger
than 94%. DNN models display similarly important transferability, with rates of at least
49%. On the SVM, DT, and kNN matrices, the diagonals stand out more, indicating
that these techniques are to some extent more robust to the phenomenon. In the case of
SVMs, this could be explained by the explicit constraint during training on the choice of
hyperplane decision boundaries that maximize the margins (i.e. support vectors). The
robustness of both DTs and kNNs could simply stem from their non-di↵erentiability.

5.2.3

Cross-technique Transferability

We define cross-technique transferability between models i and j, trained using di↵erent
machine learning techniques, as the proportion of adversarial examples produced to be
misclassified by model i that are also misclassified by model j. Hence, this is a more
complex phenomenon than intra-technique transferability because it involves models
learned using possibly very di↵erent techniques like DNNs and DTs. Yet, cross-technique
transferability is surprisingly a strong phenomenon to which techniques like LR, SVM,
DT, and ensembles are vulnerable, making it easy for adversaries to craft adversarial
examples misclassified by models trained using diverse machine learning techniques.
We study the cross-technique transferability phenomenon across models trained using
the five machine learning techniques already used in Section 5.2.2 and described in
Section 5.2.1 and Chapter 4. To these, we add a 6th model: an ensemble f (x). The
ensemble f is implemented using a collection of 5 experts, which are the 5 previously
described models: the DNN denoted f1 , LR denoted f2 , SVM denoted f3 , DT denoted
f4 , and kNN denoted f5 . Each expert makes a decision and the ensemble outputs the
most frequent choice (or the class with the lowest index if they all disagree):
f (x) = arg max

i20..N 1

X

fj,i (x)

(5.3)

j21..5

where fj,i (x) = 1fj (x)==i indicates whether classifier fj assigned class i to input x. Note
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Figure 5.2: Cross-technique Transferability matrix: cell (i, j) is the percentage
of adversarial examples crafted to mislead a classifier learned using machine learning
technique i that are misclassified by a classifier trained with technique j.
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that in this section, we only train one model per machine learning technique on the full
MNIST training set of 50, 000 samples, unlike in Section 5.2.2.
In this experiment, we are interested in transferability across machine learning techniques. As such, to ensure our results are comparable, we fine-tune the parameterizable
crafting algorithms to produce adversarial examples with similar perturbation magnitudes. To compare magnitudes across perturbation styles, we use the L1 norm: the sum
of each perturbation component’s absolute value. Perturbation added to craft adversarial examples using the DNN, LR, and SVM have an average L1 norm k x k1 of 11.5%.

To achieve this, we use an input variation parameter of " = 0.25 with the fast gradient
sign method on the DNN, LR, and kNN. To craft adversarial examples on the SVM,
we use an input variation parameter of " = 5 with the crafting method introduced in
Chapter 4. Unfortunately, the attack on DT cannot be parameterized to match the L1
norm of DNN, LR, kNN and SVM attacks. Hence, perturbations selected have much
lower average L1 norms of respectively 1.05%.
We build a cross-technique transferability matrix where each cell (i, j) holds the percentage of adversarial examples produced for classifier i that are misclassified by classifier
j. In other words, rows indicate the machine learning technique that trained the model
against which adversarial examples were crafted. The row that would correspond to
the ensemble is not included because there is no crafting algorithm designed to produce
adversarial examples specifically for an ensemble, although we address this limitation in
Chapter 6 using insight gained in this experiment. Columns indicate the underlying technique of the classifier making predictions on adversarial examples. This matrix, plotted
in Figure 5.2, shows that cross-technique transferability is a strong but heterogeneous
phenomenon. The most vulnerable model is the decision tree (DT) with misclassification
rates ranging from 47.20% to 89.29% while the most resilient is the deep neural network
(DNN) with misclassification rates between 0.82% and 38.27%. Interestingly, the ensemble is not resilient to cross-technique transferability of adversarial examples with rates
reaching 44.14% for examples crafted using the LR model. This is most likely due to the
vulnerability of each underlying expert to adversarial examples.
We showed that all machine learning techniques we studied are vulnerable to two
types of adversarial example transferability. This most surprisingly results in adversarial examples being misclassified across multiple models learned with di↵erent machine
learning techniques. This cross-technique transferability greatly reduces the minimum
knowledge that adversaries must possess of a machine learning classifier in order to force
it to misclassify inputs that they crafted. We leverage this observation to justify design
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choices in the attack described in Chapter 6.

5.3

Conclusions

This chapter exposed the strong phenomenon of adversarial example transferability
across the machine learning space. Not only do we find that adversarial examples are
misclassified across models trained using the same machine learning technique, but also
across models trained by di↵erent techniques.
In the following chapter, we build on the observations made in this chapter to propose
a black-box attack. Specifically, we demonstrate in properly-blinded experiments that an
adversary with no access to a victim model or its training data can still mount an e↵ective
attack based on transferring adversarial examples from a substitute model trained by
querying the victim model.

Chapter

6

Practical Black-Box Attacks against
Machine Learning
E↵orts in the security [40, 15, 41, 69] and machine learning [14, 16] communities, surveyed
in Chapter 3, exposed the vulnerability of classifiers to integrity attacks. Such attacks are
often instantiated by adversarial examples. To illustrate, consider the following images,
potentially consumed by an autonomous vehicle [4]:

To humans, these images appear to be the same: our biological classifiers (vision) identify
each image as a stop sign. The image on the left [4] is indeed an ordinary image of a
stop sign. We produced the image on the right by adding a precise perturbation that
forces a particular DNN to classify it as a yield sign, as described in Section 6.3.3. Here,
an adversary could potentially use the altered image to cause a car without failsafes to
behave dangerously. This attack would require modifying the image used internally by
the car through transformations of the physical traffic sign. Related works showed the
feasibility of such physical transformations for a state-of-the-art vision classifier [68] and
face recognition model [12]. It is thus conceivable that physical adversarial traffic signs
could be generated by maliciously modifying the sign itself, e.g., with stickers or paint.
In this chapter, we introduce the first demonstration that black-box attacks against
DNN classifiers are practical for real-world adversaries with no knowledge about the
model. We assume the adversary (a) has no information about the structure or parameters of the DNN, and (b) does not have access to any large training dataset. The
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adversary’s only capability is to observe labels assigned by the DNN for chosen inputs,
in a manner analog to a cryptographic oracle.
Our novel attack strategy is to train a local substitute DNN with a synthetic dataset:
the inputs are synthetic and generated by the adversary, while the outputs are labels
assigned by the target DNN and observed by the adversary. Adversarial examples are
crafted using the substitute parameters, which are known to us. They are not only
misclassified by the substitute but also by the target DNN, because both models have
similar decision boundaries.
This is a considerable departure from previous work, which evaluated perturbations
required to craft adversarial examples using either: (a) detailed knowledge of the DNN
architecture and parameters [15, 16, 41, 14], or (b) an independently collected training
set to fit an auxiliary model [15, 16, 14]. This limited their applicability to strong
adversaries capable of gaining insider knowledge of the targeted ML model, or collecting
large labeled training sets. We release assumption (a) by learning a substitute: it gives
us the benefit of having full access to the model and apply previous adversarial example
crafting methods. We release assumption (b) by replacing the independently collected
training set with a synthetic dataset constructed by the adversary with synthetic inputs
and labeled by observing the target DNN’s output.
Our threat model thus corresponds to the real-world scenario of users interacting
with classifiers hosted remotely by a third-party keeping the model internals secret.
In fact, we instantiate our attack against classifiers automatically trained by MetaMind,
Amazon, and Google. We are able to access them only after training is completed. Thus,
we provide the first correctly blinded experiments concerning adversarial examples as a
security risk.
We show that our black-box attack is applicable to many remote systems taking
decisions based on ML, because it combines three key properties: (a) the capabilities
required are limited to observing output class labels, (b) the number of labels queried
is limited, and (c) the approach applies and scales to di↵erent ML classifier types (see
Section 6.5), in addition to state-of-the-art DNNs. In contrast, previous work failed
to simultaneously provide all of these three key properties [16, 14, 44, 110, 69]. Our
contributions are:
• We introduce in Section 6.2 an attack against black-box DNN classifiers. It crafts
adversarial examples without knowledge of the classifier training data or model.

To do so, a synthetic dataset is constructed by the adversary to train a substitute
for the targeted DNN classifier.
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• In Section 6.3, we instantiate the attack against a remote DNN classifier hosted by
MetaMind. The DNN misclassifies 84.24% of the adversarial inputs crafted.

• The attack is calibrated in Section 6.4 to (a) reduce the number of queries made
to the target model and (b) maximize misclassification of adversarial examples.

• We generalize the attack to other ML classifiers like logistic regression. In Section 6.5, we target models hosted by Amazon and Google. They misclassify adversarial examples at rates of 96.19% and 88.94%.
• Section 6.6 shows that our attack evades defenses proposed in the literature because

the substitute trained by the adversary is una↵ected by defenses deployed on the
targeted oracle model to reduce its vulnerability.

• In Section 6.7, we provide an intuition of why adversarial examples crafted with
the substitute also mislead target models by empirically observing that substitutes
have gradients correlated to the target’s.
Disclosure.

We disclosed our attacks to MetaMind, Amazon, and Google. Note

that no damage was caused as we demonstrated control of models created for our own
account.

6.1

Threat Model

A taxonomy of adversaries against DNN classifiers is found in Chapter 3. In this chapter,
the adversary seeks to force a classifier to misclassify inputs in any class di↵erent from
their correct class. To achieve this, we consider a weak adversary with access to the
DNN output only. The adversary has no knowledge of the architectural choices made to
design the DNN, which include the number, type, and size of layers, nor of the training
data used to learn the DNN’s parameters. Such attacks are referred to as black box,
where adversaries need not know internal details of a system to compromise it.

6.1.1

Targeted Model

We consider attackers targeting a multi-class DNN classifier. It outputs probability
vectors, where each vector component encodes the DNN’s belief of the input being part
of one of the predefined classes. We consider the ongoing example of a DNN classifying
images, as shown in Figure 4.1. Such DNNs can be used to classify handwritten digits
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MNIST Dataset

GTSRD Dataset

Figure 6.1: Adversarial examples: misclassified inputs in the bottom row are created
from the legitimate examples [3, 4] in the top row. The DNN outputs are identified below
the examples.
into classes associated with digits from 0 to 9, images of objects in a fixed number of
categories, or images of traffic signs into classes identifying its type (STOP, yield, ...).

6.1.2

Adversarial Capabilities

The oracle O is the targeted DNN. Its name refers to the only capability of the adversary:
accessing the label Õ(x) for any input x by querying oracle O. The output label Õ(x) is
the index of the class assigned the largest probability by the DNN:
Õ(x) = arg max Oj (x)
j20..N 1

(6.1)

where Oj (x) is the j-th component of the probability vector O(x) output by DNN O.
Distinguishing between labels and probabilities makes adversaries realistic (they more
often have access to labels than probabilities) but weaker: labels encode less information
about the model’s learned behavior. Accessing labels Õ produced by the DNN O
is the only capability assumed in our threat model. We do not have access to
the oracle internals or training data.

6.1.3

Adversarial Goal

We want to produce a minimally altered version of any input x, named adversarial
example, and denoted x⇤ , misclassified by oracle O: Õ(x⇤ ) 6= Õ(x). This corresponds
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to an attack on the oracle’s output integrity. Adversarial examples solve the following
optimization problem:
x⇤ = x + arg min{z : Õ(x + z) 6= Õ(x)} = x +

x

(6.2)

Examples of adversarial examples can be found in Figure 6.1. The first row contains
legitimate samples and the second corresponding adversarial examples that are misclassified. This misclassification must be achieved by adding a minimal perturbation

x

so

as to evade human detection. Even with total knowledge of the architecture used to
train model O and its parameters resulting from training, finding such a minimal perturbation is not trivial, as properties of DNNs preclude the optimization problem from
being linear or convex. This is exacerbated by our threat model: removing knowledge
of model O’s architecture and training data makes it harder to find a perturbation such
that Õ(x +

x)

6= Õ(x) holds.

In Appendix C, we give a presentation of attacks conducted in related threat models—
with stronger assumptions.

6.2

Black-Box Attack Strategy

We introduce our black-box attack. As stated in Section 6.1, the adversary wants to
craft inputs misclassified by the ML model using the sole capability of accessing the
label Õ(x) assigned by classifier for any chosen input x. The strategy is to learn a
substitute for the target model using a synthetic dataset generated by the adversary and
labeled by observing the oracle output. Then, adversarial examples are crafted using
this substitute. We expect the target DNN to misclassify them due to transferability
between architectures [14, 16]
To understand the difficulty of conducting the attack under this threat model, recall
Equation 6.2 formalizing the adversarial goal of finding a minimal perturbation that
forces the targeted oracle to misclassify. A closed form solution cannot be found when
the target is a non-convex ML model: e.g., a DNN. The basis for most adversarial attacks [16, 41, 14] is to approximate its solution using gradient-based optimization on
functions defined by a DNN. Because evaluating these functions and their gradients requires knowledge of the DNN architecture and parameters, such an attack is not possible
under our black-box scenario. It was shown that adversaries with access to an independently collected labeled training set from the same population distribution than the
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oracle could train a model with a di↵erent architecture and use it as a substitute [14]:
adversarial examples designed to manipulate the substitute are often misclassified by
the targeted model. However, many modern machine learning systems require large and
expensive training sets for training. For instance, we consider models trained with several tens of thousands of labeled examples. This makes attacks based on this paradigm
unfeasible for adversaries without large labeled datasets.
In this paper, we show black-box attacks can be accomplished at a much lower cost,
without labeling an independent training set. In our approach, to enable the adversary
to train a substitute model without a real labeled dataset, we use the target DNN
as an oracle to construct a synthetic dataset. The inputs are synthetically generated
and the outputs are labels observed from the oracle. Using this synthetic dataset, the
attacker builds an approximation f of the model O learned by the oracle. This substitute
network f is then used to craft adversarial examples misclassified by f Indeed, with its
full knowledge of the substitute DNN f parameters, the adversary can use one of the
previously described attacks [16, 41] to craft adversarial examples misclassified by f . As
long as the transferability property holds between f and O, adversarial examples crafted
for f will also be misclassified by O. This leads us to propose the following strategy:
1. Substitute Model Training: the attacker queries the oracle with synthetic inputs selected by a Jacobian-based heuristic to build a model f approximating the
oracle model O’s decision boundaries.
2. Adversarial Example Crafting: the attacker uses substitute network f to craft
adversarial examples, which are then misclassified by oracle O due to the transferability of adversarial examples.

6.2.1

Substitute Model Training

Training a substitute model f approximating oracle O is challenging because we must:
(1) select an architecture for our substitute without knowledge of the targeted oracle’s architecture, and (2) limit the number of queries made to the oracle in order to ensure that
the approach is tractable. Our approach, illustrated in Figure 6.2, overcomes these challenges mainly by introducing a synthetic data generation technique, the Jacobian-based
Dataset Augmentation. We emphasize that this technique is not designed to maximize
the substitute DNN’s accuracy but rather ensure that it approximates the oracle’s decision
boundaries with few label queries.
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Figure 6.2: Training of the substitute DNN f : the attacker (1) collects an initial
substitute training set S0 and (2) selects an architecture f . Using oracle Õ, the attacker
(3) labels S0 and (4) trains substitute f . After (5) Jacobian-based dataset augmentation,
steps (3) through (5) are repeated for several substitute epochs ⇢.

6.2.1.1

Substitute Architecture

This factor is not the most limiting as the adversary must at least have some partial
knowledge of the oracle input (e.g., images, text) and expected output (e.g., classification). The adversary can thus use an architecture adapted to the input-output relation.
For instance, a convolutional neural network is suitable for image classification. Furthermore, we show in Section 6.4 that the type, number, and size of layers used in the
substitute DNN have relatively little impact on the success of the attack. Adversaries
can also consider performing an architecture exploration and train several substitute
models before selecting the one yielding the highest attack success.
6.2.1.2

Generating a Synthetic Dataset

To better understand the need for synthetic data, note that we could potentially make an
infinite number of queries to obtain the oracle’s output O(x) for any input x belonging
to the input domain. This would provide us with a copy of the oracle. However, this is
simply not tractable: consider a DNN with M input components, each taking discrete
values among a set of K possible values, the number of possible inputs to be queried
is K M . The intractability is even more apparent for inputs in the continuous domain.
Furthermore, making a large number of queries renders the adversarial behavior easy to
detect.
A natural alternative is to resort to randomly selecting additional points to be
queried. For instance, we tried using Gaussian noise to select points on which to train
substitutes. However, the resulting models were not able to learn by querying the oracle. This is likely due to noise not being representative of the input distribution. To
address this issue, we thus introduce a heuristic efficiently exploring the input domain
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and, as shown in Sections 6.3 and 6.4, drastically limits the number of oracle queries.
Furthermore, our technique also ensures that the substitute DNN is an approximation
of the targeted DNN i.e. it learns similar decision boundaries.
The heuristic used to generate synthetic training inputs is based on identifying directions in which the model’s output is varying, around an initial set of training points.
Such directions intuitively require more input-output pairs to capture the output variations of the target DNN O. Therefore, to get a substitute DNN accurately approximating
the oracle’s decision boundaries, the heuristic prioritizes these examples when querying
the oracle for labels. These directions are identified with the substitute DNN’s Jacobian
matrix JF , which is evaluated at several input points x (how these points are chosen is
described below). Precisely, the adversary evaluates the sign of the Jacobian
matrix di⇣
⌘
mension corresponding to the label assigned to input x by the oracle: sgn Jf (x)[Õ(x)] .
⇣
⌘
To obtain a new synthetic training point, a term · sgn Jf (x)[Õ(x)] is added to the
original point x. We name this technique Jacobian-based Dataset Augmentation. We
base our substitute training algorithm on the idea of iteratively refining the model in
directions identified using the Jacobian.
Algorithm 4 - Substitute DNN Training: for oracle Õ, a maximum number max⇢
of substitute training epochs, a substitute architecture f , and an initial training set S0 .
Input: Õ, max⇢ , S0 ,
1: Define architecture f
2: for ⇢ 2 0 .. max⇢
1 do
3:
// Label
the
substitute
training
set
n
o
4:
D
(x, Õ(x)) : x 2 S⇢
5:
// Train f on D to evaluate parameters ✓F
6:
✓F
train(f, D)
7:
// Perform Jacobian-based dataset augmentation
8:
S⇢+1
{x + · sgn(Jf [Õ(x)]) : x 2 S⇢ } [ S⇢
9: end for
10: return ✓F

6.2.1.3

Substitute DNN Training Algorithm

We now describe the five-step training procedure outlined in Algorithm 4:
• Initial Collection (1): The adversary collects a very small set S0 of inputs
representative of the input domain. For instance, if the targeted oracle O classifies
handwritten digits, the adversary collects 10 images of each digit 0 through 9.
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We show in Section 6.3 that this set does not necessarily have to come from the
distribution from which the targeted oracle was trained.
• Architecture Selection (2): The adversary selects an architecture to be trained
as the substitute f . Again, this can be done using high-level knowledge of the clas-

sification task performed by the oracle (e.g., convolutional networks are appropriate
for vision)
• Substitute Training: The adversary iteratively trains more accurate substitute
DNNs f⇢ by repeating the following for ⇢ 2 0..⇢max :

– Labeling (3): By querying for the labels Õ(x) output by oracle O, the
adversary labels each sample x 2 S⇢ in its initial substitute training set S⇢ .
– Training (4): The adversary trains the architecture chosen at step (2) using
substitute training set S⇢ in conjunction with classical training techniques.
– Augmentation (5): The adversary applies our augmentation technique on
the initial substitute training set S⇢ to produce a larger substitute training
set S⇢+1 with more synthetic training points. This new training set better
represents the model’s decision boundaries. The adversary repeats steps (3)
and (4) with the augmented set S⇢+1 .
Step (3) is repeated several times to increase the substitute DNN’s accuracy and the
similarity of its decision boundaries with the oracle. We introduce the term substitute
training epoch, indexed with ⇢, to refer to each iteration performed. This leads to this
formalization of the Jacobian-based Dataset Augmentation performed at step (5) of our
substitute training algorithm to find more synthetic training points:
S⇢+1 = {x +
where

· sgn(Jf [Õ(x)]) : x 2 S⇢ } [ S⇢

(6.3)

is a parameter of the augmentation: it defines the size of the step taken in the

sensitive direction identified by the Jacobian matrix to augment the set S⇢ into S⇢+1 .

6.2.2

Adversarial Example Crafting

Once the adversary trained a substitute DNN, it uses it to craft adversarial examples. This is performed by implementing two previously introduced approaches described
in [16, 41]. We provide an overview of the two approaches, namely the Goodfellow et al.
algorithm and the Papernot et al. algorithm. Both techniques share a similar intuition
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of evaluating the model’s sensitivity to input modifications in order to select a small
perturbation achieving the misclassification goal1 . Additional details can be found in
Chapter 4.
6.2.2.1

Goodfellow et al. algorithm

This algorithm is also known as the fast gradient sign method [16]. Given a model f
with an associated cost function c(f, x, y), the adversary crafts an adversarial example
x⇤ = x +

x

for a given legitimate example x by computing the following perturbation:
x

= " sgn(rx c(f, x, y))

(6.4)

where perturbation sgn(rx c(f, x, y)) is the sign of the model’s cost function

2

gradi-

ent. The cost gradient is computed with respect to x using example x and label y as
inputs. The value of the input variation parameter " factoring the sign matrix controls
the perturbation’s amplitude. Increasing its value increases the likelihood of x⇤ being
misclassified by model f but on the contrary makes adversarial examples easier to detect
by humans. In Section 6.4, we evaluate the impact of parameter " on the successfulness
of our attack.
6.2.2.2

Papernot et al. algorithm

This algorithm is suitable for source-target misclassification attacks where adversaries
seek to take examples from any legitimate source class to any chosen target class [41].
Misclassification attacks are a special case of source-target misclassifications, where the
target class can be any class di↵erent from the legitimate source class. Given model f ,
the adversary crafts an adversarial example x⇤ = x +
x by adding a perturbation

x

x

for a given legitimate example

to a subset of the input components xi .

To choose input components forming perturbation

x,

components are sorted by de-

creasing adversarial saliency value. The adversarial saliency value S(x, t)[i] of component
i for an adversarial target class t is defined as:

S(x, t)[i] =
1

8
>
< 0 if
>
:

@ft
@xi (x)

@ft
@xi (x)

< 0 or
P
@fj
j6=t

P

@fj
j6=t @xi (x)

>0

(6.5)

@xi (x) otherwise

Our attack can be implemented with other adversarial example algorithms. We focus on these two
in our evaluation.
2
As described here, the method causes simple misclassification. It has been extended to achieve chosen
target classes.
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h

i

@fj
@xi ij is the model’s Jacobian matrix. Input components i are
added to perturbation x in order of decreasing adversarial saliency value S(x, t)[i] until
the resulting adversarial example x⇤ = x + x is misclassified by f . The perturbation

where matrix JF =

introduced for each selected input component can vary: greater perturbation reduce the
number of components perturbed to achieve misclassification.
Each algorithm has its benefits and drawbacks. The Goodfellow algorithm is well
suited for fast crafting of many adversarial examples with relatively large perturbations
thus potentially easier to detect. The Papernot algorithm reduces perturbations at the
expense of a greater computing cost.

6.3

Validation of the Attack

We validate our attack against remote and local classifiers. We first apply it to target
a DNN remotely provided by MetaMind, through their API3 that allows a user to train
classifiers using deep learning. The API returns labels produced by the DNN for any
given input but does not provide access to the DNN. This corresponds to the oracle
described in our threat model. We show that:
• An adversary using our attack can reliably force the DNN trained using MetaMind on MNIST [3] to misclassify 84.24% of adversarial examples crafted with a
perturbation not a↵ecting human recognition.
• A second oracle trained locally with the German Traffic Signs Recognition Bench-

mark (GTSRB) [4], can be forced to misclassify more than 64.24% of altered inputs
without a↵ecting human recognition.

6.3.1

DNN architectures

Figure 6.3 provides the specific DNN architectures used throughout Sections 6.3, 6.4,
and 5.2.3. The first column is the identifier used in the chapter to refer to the architecture.
The second and third columns respectively indicate the input and output dimensionality
of the model. Finally, each additional column corresponds to a layer of the neural
network.
3

The API can be accessed online at www.metamind.io
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ID

In

Out

CM

CM

RL

RL

RL

S

A

784

10

32

64

200

200

-

10

B

3072

43

64

128

256

256

-

43

C

3072

43

32

64

200

200

-

43

D

3072

43

32

64

200

200

-

43

E

3072

43

64

64

200

200

100

43

F

784

10

32

64

200

-

-

10

G

784

10

32

64

-

-

-

10

H

784

10

32

-

200

200

-

10

I

784

10

-

-

200

200

200

10

J

784

10

-

-

1000

200

-

10

K

784

10

-

-

1000

500

200

10

L

784

10

32

-

1000

200

-

10

M

784

10

32

-

-

200s

200s

10

Figure 6.3: DNN architectures: ID: reference used in the chapter, In: input dimension,
Out: output dimension, CM: convolutional layer with 2x2 kernels followed by maxpooling with kernel 2x2, RL: rectified linear layer except for 200s where sigmoid units
are used, S: softmax layer.

6.3.2
6.3.2.1

Attack against the MetaMind Oracle
Description of the Oracle

We used the MNIST handwritten digit dataset to train the DNN [3]. It comprises
60, 000 training and 10, 000 test images of handwritten digits. The task associated with
the dataset is to identify the digit corresponding to each image. Each 28x28 grayscale
sample is encoded as a vector of pixel intensities in the interval [0, 1] and obtained by
reading the image pixel matrix row-wise.
We registered for an API key on MetaMind’s website, which gave us access to three
functionalities: dataset upload, automated model training, and model prediction querying. We uploaded the 50, 000 samples included in the MNIST training set to MetaMind
and then used the API to train a classifier on the dataset. We emphasize that training
is automated: we have no access to the training algorithm, model architecture, or model
parameters. All we are given is the accuracy of the resulting model, computed by MetaMind using a validation set created by isolating 10% of the training samples. Details
can be found on MetaMind’s website.
Training took 36 hours to return a classifier with a 94.97% accuracy. This performance cannot be improved as we cannot access or modify the model’s specifications and
training algorithm. Once training is completed, we could access the model predictions,
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for any input of our choice, through the API. Predictions take the form of a class label.
This corresponds to the threat model described in Section 6.1.
6.3.2.2

Initial Substitute Training Sets

First, the adversary collects an initial substitute training set. We describe two such sets
used to attack the MetaMind oracle:
• MNIST subset: This initial substitute training set is made of 150 samples from the

MNIST test set. They di↵er from those used by the oracle for training as test and
training sets are distinct. We assume adversaries can collect such a limited sample
set under the threat model described in Section 6.1 with minimal knowledge of the
oracle task: here, handwritten digit classification.

• Handcrafted set: To ensure our results do not stem from similarities between the
MNIST test and training sets, we also consider a handcrafted initial substitute
training set. We handcrafted 100 samples by handwriting 10 digits for each class
between 0 and 9 with a laptop trackpad. We then adapted them to the MNIST
format of 28x28 grayscale pixels. Some are shown below.

6.3.2.3

Substitute DNN Training

The adversary uses the initial substitute training sets and the oracle to train subsitute
DNNs. Our substitute architecture A, a standard for image classification, is described
in Table 6.3. The substitute DNN is trained on our machine for 6 substitute epochs.
During each of these 6 epochs, the model is trained for 10 epochs from scratch with a
learning rate of 10

2

and momentum of 0.9. Between substitute epochs, we perform a

Jacobian-based dataset augmentation with a step size of

= 0.1 to generate additional

synthetic training data, which we label using the MetaMind oracle.
The accuracy of the two substitute DNNs is reported in Figure 6.4. It is computed
with the MNIST test set (minus the 150 samples used in the first initial substitute
training set). The adversary does not have access to this full test set: we solely use it to
analyze our results. The two substitute DNNs respectively achieve a 81.20% and 67.00%
accuracy on the MNIST test set after 6 substitute training epochs. These accuracies
fall short of current state-of-the-art accuracies on this task. However, the adversary has
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Substitute

Initial Substitute Training Set from

Epoch

MNIST test set

Handcrafted digits

0

24.86%

18.70%

1

41.37%

19.89%

2

65.38%

29.79%

3

74.86%

36.87%

4

80.36%

40.64%

5

79.18%

56.95%

6

81.20%

67.00%

Figure 6.4: Substitute DNN Accuracies: each column corresponds to an initial
substitute training set: 150 MNIST test samples, and handcrafted digits. Accuracy is
reported on the unused 9,850 MNIST test samples.
access to a limited number of samples (in this case 6, 400 = 100 ⇥ 26 instead of 50, 000
for state-of-the-art models). Furthermore, the adversarial goal is to craft adversarial

samples misclassified by the oracle. Instead of learning a substitute DNN with optimal
accuracy, the adversary is interested in learning a substitute capable of mimicking the
oracle decision boundaries.
6.3.2.4

Adversarial Example Crafting

Using the substitute DNNs, we then craft adversarial examples using Goodfellow’s algorithm. We decided to use the 10, 000 samples from the MNIST test set as our legitimate
samples.4 We evaluate example crafting using two metrics: success rate and transferability. The success rate is the proportion of adversarial examples misclassified by the
substitute DNN. Our goal is to verify whether these examples are also misclassified by
the oracle or not. Therefore, the transferability of adversarial examples refers to the
oracle misclassification rate of adversarial examples crafted using the substitute DNN.
Figure 6.5 details both metrics for each substitute DNN and for several values of
the input variation " (cf. Equation 6.4). Transferability reaches 84.24% for the first
substitute DNN and 78.72% for the second, with input variations of " = 0.3. Our
attack strategy is thus e↵ectively able to severely damage the output integrity of the
MetaMind oracle. Using the substitute training set handcrafted by the adversary limits
4

Again, adversaries do not need access to the dataset and can use any legitimate sample of their
choice to craft adversarial examples. We use it in order to show that expected inputs can be misclassified
on a large scale.
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Figure 6.5: Success Rate and Transferability of Adversarial Examples for the
MetaMind attacks: performed using MNIST-based and handcrafted substitutes: each
bar corresponds to a di↵erent perturbation input variation.
the transferability of adversarial examples when compared to the substitute set extracted
from MNIST data, for all input variations except " = 0.2. Yet, the transferability of
both substitutes is similar, corroborating that our attack can be executed without access
to any of the oracle’s training data.
To analyze the labels assigned by the MetaMind oracle, we plot confusion matrices
for adversarial examples crafted using the first substitute DNN with 4 values of ". In
Figure 6.6, rates on the diagonal indicate the proportion of examples correctly classified
by the oracle for each of the 10 classes. O↵-diagonal values are the proportion of examples
misclassified in a wrong class. For instance, cell (8, 3) in the third matrix indicates that
89% instances of a 3 are classified as a 8 by the oracle when perturbed with an input
variation of " = 0.25. Confusion matrices converge to most examples being classified as
4s and 8s as " increases. This could be due to DNNs more easily classifying inputs in
these classes [41].

6.3.3

Attacking an oracle for the GTSRB

We now validate our attack on a di↵erent dataset, using an oracle trained locally to
recognize traffic signs on the GTSRB dataset. The attack achieves higher transferability
rates at lower distortions compared to the MNIST oracle.
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" = 0.05

" = 0.25

" = 0.20

" = 0.30

Figure 6.6: MetaMind Oracle Confusion Matrices for di↵erent input variations
": Cell (x, y) indicates the share of digit y instances classified by the oracle as digit x.
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6.3.3.1

Oracle Description

The GTSRB dataset is an image collection consisting of 43 traffic signs [4]. Images vary
in size and are RGB-encoded. To simplify, we resize images to 32x32 pixels, recenter
them by subtracting the mean component, and rescale them by factoring their standard
deviations out. We keep 35, 000 images for our training set and 4, 000 for our validation
set (out of the 39, 209 available), and 10, 000 for our test set (out of 12, 630). We train
the oracle on our machine, using the DNN B from Table 6.3 (cf. appendix), for 50
epochs with a learning rate of 10

2

and a momentum of 0.9 (both decayed by 0.5 every

10 epochs).
6.3.3.2

Substitute DNN Training

The adversary uses two initial substitute training sets extracted from the GTSRB test
set. The first includes the first 1, 000 samples and the second the first 500. The number
of initial samples is higher than for MNIST substitutes as inputs have a higher dimensionality. We train three substitute architectures C, D, and E (cf. Table 6.3) using
the oracle for 6 substitute training epochs with a Jacobian-based dataset augmentation
parameter of

= 0.1. Substitute C and E where trained with the 1, 000 sample initial

substitute training set and achieve a 71.42% accuracy. Substitute D was trained with
the initial set of 500 samples. Its accuracy of 60.12% is lower than C and E.
6.3.3.3

Adversarial Crafting

We use Goodfellow’s algorithm with " between 0.01 and 0.5 to craft adversarial examples
from the test set. Results are shown in Figure 6.7. Adversarial examples crafted with
variations " < 0.3 are more transferable than those crafted with the same " for MNIST
models. This is likely due to the higher input dimensionality—3, 072 components instead
of 784—which means almost 4 times more perturbation is applied with the same ".
Nevertheless, with success rates higher than 98.98% and transferability rates ranging
from 64.24% to 69.03% for " = 0.3, which is hard to distinguish for humans, the attack is
successful. The transferability of adversarial examples crafted using substitute DNN D is
comparable or higher than corresponding samples for DNNs C and E, despite being less
accurate (trained with less samples). This emphasizes that there is no strong correlation
between substitute accuracy and transferability.
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Figure 6.7: Success Rate and Transferability of Adversarial Examples crafted
on the GTRSRB dataset: each bar corresponds to a di↵erent input variation.

6.4

Attack Algorithm Calibration

Having shown in Section 6.3 that an adversary can force an MNIST oracle from MetaMind, and a GTSRB oracle trained locally, to misclassify inputs, we now perform a
parameter space exploration of both attack steps–the substitute DNN training and the
adversarial example crafting. We explore the following questions: “(1) How can substitute training be fine-tuned to improve adversarial example transferability?” and (2) “For
each adversarial example crafting strategy, which parameters optimize transferability?”.
We found that:
• In Section 6.4.1, we show that the choice of substitute DNN architecture (number
of layers, size, activation function, type) has a limited impact on adversarial exam-

ple transferability. Increasing the number of epochs, after the substitute DNN has
reached an asymptotic accuracy, does not improve adversarial example transferability.
• At comparable input perturbation magnitude, the Goodfellow and Papernot algorithms have similar transferability rates (see Section 6.4.2).

In this section, we use an oracle trained locally to limit querying of the MetaMind API.
We train architecture A (cf. Table 6.3) for 50 epochs with a learning parameter 10
and a momentum 0.9 (both decayed by 0.5 every 10 epochs).

2
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6.4.1

Calibrating Substitute DNN Training

We first seek to quantify the impact of substitute training algorithm parameters on
adversarial example transferability and introduce a refinement to reduce oracle querying.
6.4.1.1

Choosing an Architecture

We train substitute DNNs A and F to M (cf. Table 6.3) using 150 samples from the
MNIST test set as the substitute training set. During each of the 6 substitute training
epochs, the DNN is trained for 5 epochs from scratch. Between epochs, synthetic data
is added to the training set using Jacobian-based dataset augmentations with step

=

0.1. The substitute architectures di↵er from the oracle’s by the type, number, and
size of layers. In Table 6.1, we report the accuracy of each architecture after 2 and
6 substitute training epochs, as well as the adversarial example transferability after 6
epochs. Adversarial examples are crafted using the Goodfellow algorithm with an input
variation of " = 0.4 (which we justify later). The last column of Table 6.1 shows that the
choice of architecture has a limited impact on adversarial example transferability, and
therefore on the attack success. The most important transferability drop follows from
removing all convolutional layers. Changing the hidden layer activation function from
rectified linear to a sigmoid does not impact transferability significantly.
6.4.1.2

Choosing the number of substitute epochs

Another tunable parameter is the number of epochs for which substitute DNNs are
trained. Intuitively, one would hypothesize that the longer we train the substitute, the
more samples labeled using the oracle are included in the substitute training set, thus the
higher the transferability of adversarial examples will be. This intuition is confirmed only
partially by our experiments on substitute DNN A. We find that for for input variations
"  0.3, the transferability is slightly improved by a rate between +3% to +9%, but for
variations "
6.4.1.3

0.4, the transferability is slightly degraded by less than 1%.

Setting the step size

We trained substitute A using di↵erent Jacobian-based dataset augmentation step sizes
. Increasing or decreasing the step size (from

= 0.1 used in the rest of this chapter)

does not modify the substitute accuracy by more than 3%. Larger step sizes decrease
convergence stability while smaller values yield slower convergence. However, increasing
step size

negatively impacts adversarial example transferability : for instance with a
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step size of 0.3 compared to 0.1, the transferability rate for " = 0.25 is 10.82% instead
of 22.35% and for " = 0.5, 82.07% instead of 85.22%.
However, having the step size periodically alternating between positive and negative
values improves the quality of the oracle approximation made by the substitute. This
could be explained by the fact that after a few substitute epochs, synthetic inputs are
outside of the input domain and are thus clipped to produce an acceptable input. We
introduce an iteration period ⌧ after which the step size is multiplied by
step size

1. Thus, the

is now replaced by:
⇢

=

⇢

· ( 1)b ⌧ c

(6.6)

where ⌧ is set to be the number of epochs after which the Jacobian-based dataset augmentation does not lead any substantial improvement in the substitute. A grid search
can also be performed to find an optimal value for the period ⌧ . We also experimented
with a decreasing grid step amplitude

, but did not find that it yielded substantial

improvements.
6.4.1.4

Reducing Oracle Querying

Algorithm 5 Jacobian-based augmentation with Reservoir Sampling: sets are
considered as arrays for ease of notation.
Input: S⇢ 1 , , Jf , ⇢
1: N
|S⇢ 1 |
2: Initialize S⇢ as array of N +  items
3: S⇢ [0 : N
1]
S⇢ 1
4: for i 2 0.. 1 do
5:
S⇢ [N + i]
S⇢ 1 [i] + ⇢ · sgn(Jf [Õ(S⇢ 1 [i])])
6: end for
7: for i 2 ..N
1 do
8:
r
random integer between 0 and i
9:
if r <  then
10:
S⇢ [N + r]
S⇢ 1 [i] + ⇢ · sgn(Jf [Õ(S⇢ 1 [i])])
11:
end if
12: end for
13: return S⇢
We also introduce the use of reservoir sampling [111] as a mean to reduce the number
of queries made to the oracle. This is useful when learning substitutes in realistic environments where the number of label queries an adversary can make without exceeding
a quota or being detected by a defender is constrained. Reservoir sampling is a class of
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algorithms that randomly select  samples from a list of samples. The total number of
samples in the list can be both very large and unknown. In our case, we use reservoir
sampling to select a limited number of new inputs  when performing a Jacobian-based
dataset augmentation. This prevents the exponential growth of queries made to the
oracle at each augmentation iteration. At iterations ⇢ >
formed normally), when considering the previous set S⇢
we select  inputs from S⇢

1

(the first
1

iterations are per-

of substitute training inputs,

to be augmented in S⇢ . These  inputs are selected using

reservoir sampling, as described in Algorithm 5. This technique ensures that each input
in S⇢

1

has an equal probability

1
|S⇢ 1 |

to be augmented in S⇢ . The number of queries

made to the oracle is reduced from n · 2⇢ for the vanilla Jacobian-based augmentation
to n · 2 +  · (⇢

) for the Jacobian-based augmentation with reservoir sampling.

Our experiments in Section 6.5 show that the reduced number of training points in the
reservoir sampling variant does not significantly degrade the quality of the substitute.

6.4.2

Adversarial Example Crafting

We compare the transferability of adversarial examples produced by each algorithm
introduced previously [16, 41], to elect the strongest technique under our threat model.
6.4.2.1

Goodfellow’s algorithm

Recall from Equation 6.4 the perturbation computed in the Goodfellow attack. Its
only parameter is the variation " added in the direction of the gradient sign. We use
the same architecture set as before to quantify the impact of " on adversarial example
transferability. In Figure 6.8, architecture A outperforms all others: it is a copy of the
oracle’s and acts as a baseline. Other architectures have asymptotic transferability rates
ranging between 72.24% and 80.21%, confirming that the substitute architecture choice
has a limited impact on transferability. Increasing the value of " above 0.4 yields little
improvement in transferability and should be avoided to guarantee indistinguishability
of adversarial examples to humans.
6.4.2.2

Papernot’s algorithm

This algorithm is fine-tuned by two parameters: the maximum distortion ⌥ and the
input variation ". The maximum distortion5 defines the number of input components
5
In [41], the algorithm stopped perturbing when the input reached the target class. Here, we force
the algorithm to continue perturbing until it changed ⌥ input components.
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Figure 6.8: Impact of input variation " in the Goodfellow crafting algorithm
on the transferability of adversarial examples: for architectures from Table 6.1.
that are altered in perturbation

x.

The input variation, similarly to the Goodfellow

algorithm, controls the amount of change induced to altered input components.
We first evaluate the impact of the maximum distortion ⌥ on adversarial example
transferability. For now, components selected to be perturbed are increased by " =
1. Intuitively, increasing the maximum distortion makes adversarial examples more
transferable. Higher distortions increase the misclassification confidence of the substitute
DNN, and also increases the likelihood of the oracle misclassifying the same example.
These results are reported in Figure 6.9. Increasing distortion ⌥ from 7.14% to 28.57%
improves transferability: at a 7.14% distortion, the average transferability across all
architectures is 14.70% whereas at a 28.57% distortion, the average transferability is at
55.53%.
We now quantify the impact of the variation " introduced to each input component
selected in

x.

We find that reducing the input variation from 1 to 0.7 significantly

degrades adversarial example transferability, approximatively by a factor of 2 (cf. Figure 6.10). This is explained by the fixed distortion parameter ⌥, which prevents the
crafting algorithm from increasing the number of components altered to compensate for
the reduced e↵ectiveness yielded by the smaller ".
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DNN

Accuracy

Accuracy

Transferability

ID

(⇢ = 2)

(⇢ = 6)

(⇢ = 6)

A

30.50%

82.81%

75.74%

F

68.67%

79.19%

64.28%

G

72.88%

78.31%

61.17%

H

56.70%

74.67%

63.44%

I

57.68%

71.25%

43.48%

J

64.39%

68.99%

47.03%

K

58.53%

70.75%

54.45%

L

67.73%

75.43%

65.95%

M

62.64%

76.04

62.00%

Table 6.1: Substitute Accuracy at ⇢ = 2 and ⇢ = 6 substitute epochs and Transferability of Adversarial Examples: for " = 0.4 after ⇢ = 6 substitute epochs.
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Figure 6.9: Impact of the maximum distortion ⌥ in the Papernot algorithm
on success rate and transferability of adversarial examples: increasing ⌥ yields
higher transferability rates across DNNs.
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Figure 6.10: Impact of the input variation " in the Papernot algorithm on
the success rate and adversarial example transferability: computed for " 2
{0.5, 0.7, 1} on DNNs from Table 6.1 with distortion ⌥ = 39.80%.
6.4.2.3

Comparing Crafting Algorithms

To compare the two crafting strategies and their di↵ering perturbation styles fairly, we
compare their success rate given a fixed L1 norm of the introduced perturbation

x,

which can be defined as:
k x k1 = " · k x k0
where k x k0 is the number of input components selected in the perturbation

(6.7)
x,

and " the

input variation introduced to each component perturbed. For the Goodfellow algorithm,
we always have k x k0 = 1, whereas for the Papernot algorithm, values vary for both " and

k x k0 . For instance, k x k1 = 0.4 corresponds to a Goodfellow algorithm with " = 0.4 and
a Papernot algorithm with " = 1 and ⌥ = 40%. Corresponding transferability rates can

be found in Table 6.1 and Figure 6.9 for our running set of architectures. Performances
are comparable with some DNNs performing better with one algorithm and others with
the other. Thus, the choice of algorithm depends on acceptable perturbations: e.g., all
features perturbed a little vs. few features perturbed a lot. Indeed, the Goodfellow
algorithm gives more control on the maximum change per pixel " while the Papernot
algorithm gives more control on the total number of pixels changed ⌥.
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6.5

Generalization of the Attack

So far, all substitutes and oracles considered were learned with DNNs. However, no part
of the attack limits its applicability to other ML techniques. For instance, we show that
the attack generalizes to non-di↵erentiable target oracles like decision trees. As pointed
out by Equation 6.3, the only limitation is placed on the substitute: it must model a
di↵erentiable function—to allow for synthetic data to be generated with its Jacobian
matrix. We show below that:
• Substitutes can also be learned with logistic regression.
• The attack generalizes to additional ML models by: (1) learning substitutes of 4

classifier types (logistic regression, SVM, decision tree, nearest neighbors) in addition to DNNs, and (2) targeting remote models hosted by Amazon Web Services
and Google Cloud Prediction with success rates of 96.19% and 88.94% after 800
queries to train the substitute.

6.5.1

Generalizing Substitute Learning

We here show that our approach generalizes to ML models that are not DNNs. Indeed,
we learn substitutes that are not DNNs: we train them with a logistic regression. We
also learn substitutes for 4 representative types of victim ML classifiers in addition to
DNNs: logistic regression (LR), support vector machines (SVM), decision trees (DT),
and nearest neighbor (kNN). All of these classifiers are trained on MNIST, with no
feature engineering (i.e. directly on raw pixel values) as done in Section 6.3. We also
find that SVMs are not good algorithms to learn substitutes.
6.5.1.1

Deep Neural Network Substitutes

In [43], the oracle classifier approximated was always a DNN. However, the authors concluded with preliminary results suggesting applicability to a nearest neighbors classifier.
We here show that in fact the technique is generalizable and applicable to many machine learning techniques by evaluating its performance on 5 types of ML classifiers: a
DNN, LR, SVM, DT, and kNN. This spectrum is representative of machine learning (cf.
Section 5.2.1). Our experiments suggest that one can accurately transfer the knowledge
from many machine learning classifiers to a DNN and obtain a DNN mimicking the
decision boundaries of the original classifier.
Using the Jacobian-based augmentation technique, we train 5 di↵erent substitute
DNNs to match the labels produced by 5 di↵erent oracles, one for each of the ML
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techniques mentioned. These classifiers serving as oracles are all trained on the 50, 000
sample MNIST training set using the models described previously in Section 5.2.1. To
approximate them, we use the first 100 samples from the MNIST test set (unseen during
training) as the initial substitute training set and follow three variants of the procedure
detailed in Section 6.2.1.2 with

= 0.1: (1) vanilla Jacobian-based augmentation, (2)

with ⌧ = 3 periodic step size, (3) with both ⌧ = 3 periodic step size and reservoir
sampling with parameters

= 3 and  = 400. The substitute architecture is identical

to the DNN architecture from Section 5.2.1. We allow experiments to train substitutes
for 10 augmentation iterations, i.e. ⇢  9.

Figure 6.11a plots at each iteration ⇢ the share of samples on which the substitute

DNNs agree with predictions made by the classifier oracle they are approximating. This
proportion is estimated by comparing the labels assigned to the MNIST test set by the
substitutes and oracles before each iteration ⇢ of the Jacobian-based dataset augmentation. The substitutes used in this figure were all trained with both a periodic step size
and reservoir sampling, as described previously. Generally speaking, all substitutes are
able to successfully approximate the corresponding oracle, after ⇢ = 10 augmentation
iterations, the labels assigned match for about 77% to 83% of the MNIST test set, except
for the case of the DT oracle, which is only matched for 48% of the samples. This di↵erence could be explained by the non-di↵erentiability of decisions trees. On the contrary,
substitute DNNs are able to approximate the nearest neighbors oracle although it uses
lazy classification: no model is learned at training time and predictions are made by
finding close training sample(s).
The first three rows of Table 6.2 quantify the impact of the two refinements introduced
above on the proportion of test set labels produced by the oracle that were matched by
DNN substitutes. The first refinement, the periodic step size, allows substitutes to
approximate more accurately their target oracle. For instance at ⇢ = 9 iterations, the
substitute DNN trained with a periodic ste size for the DNN oracle matches 89.28% of the
labels whereas the vanilla substitute DNN only matched 78.01%. Similarly, the substitute
DNN trained with a periodic ste size for the SVM oracle matches 83.79% of the labels
whereas the vanilla substitute only matched 79.68%. The second refinement, reservoir
sampling allows us to train substitutes for more augmentation iterations without making
too many queries to the oracle. For instance, 10 iterations with reservoir sampling (using
= 3 and  = 400) make 100 · 23 + 400(10

3) = 3, 600 queries to the oracle instead

of 102, 400 queries with the vanilla technique. The reduced number of queries has an
impact on the substitute quality compared to the periodic step size substitutes but it is
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Substitute

DNN

LR

SVM

DT

kNN

DNN

78.01

82.17

79.68

62.75

81.83

DNN+PSS

89.28

89.16

83.79

61.10

85.67

DNN+PSS+RS

82.90

83.33

77.22

48.62

82.46

LR

64.93

72.00

71.56

38.44

70.74

LR+PSS

69.20

84.01

82.19

34.14

71.02

LR+PSS+RS

67.85

78.94

79.20

41.93

70.92

Table 6.2: Impact of our refinements: Periodic Step Size (PSS) and Reservoir Sampling (RS), on the percentage of label predictions matched between the substitutes and
their target classifiers on test data after ⇢ = 9 substitute iterations.
still superior to the vanilla substitutes. For instance, when approximating a DNN oracle,
the vanilla substitute matched 7, 801 labels, the periodic step size one 8, 928, and the
periodic step size with reservoir sampling one 8, 290.
6.5.1.2

Logistic Regression Substitutes

Having generalized substitute learning with a demonstration of the capacity of DNNs to
approximate any machine learning model, we now consider replacing the substitute itself
by another machine learning technique. Experiments in Section 5.2.3 led us to conclude
that cross-technique transferability is not specific to adversarial examples crafted on
DNNs, but instead applies to many learning techniques. Looking at Figure 5.2 again, a
natural candidate is logistic regression, as it displays large cross-technique transferability
rates superior to DNNs except when targeting DNNs themselves.
The Jacobian-based dataset augmentation’s implementation for DNNs is easily adapted
to multi-class logistic regression. Indeed, multi-class logistic regression is analog to the
softmax layer frequently used by deep neural networks to produce class probability vectors. We can easily compute the (i, j) component of the Jacobian of a multi-class LR
model:

wj ewj [i]·x
Jf (x)[i, j] =
⇣P
N

PN

l=1

l=1 wl [i]
⌘2
ewl [i]·x

· ewl ·x

(6.8)

where notations are the ones used in Equation 4.10.

Hence, we repeat the experiment from Section 6.5.1.1 but we now train multi-class
logistic regression substitute models (instead of the DNN substitutes) to match the labels produced by the classifier oracles. Everything else is unchanged in the experimental
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(a) DNN substitutes

(b) LR substitutes

Figure 6.11: Label predictions matched between the DNN and LR substitutes
and their target classifier oracles on test data.
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setup. As illustrated in Figure 6.11b, the change of model type for the substitute generally speaking degrades the approximation quality: the proportion of labels matched is
reduced. Performances of LR substitutes are competitive with those of DNN substitutes
for LR and SVM oracles. Here again, the substitutes perform poorly on the decision tree
oracle, with match rates barely above 40%.
The last three rows of Table 6.2 quantify the impact of the two refinements introduced
above on the proportion of test set labels produced by the oracle that were matched by
LR substitutes. The first refinement, the periodic step size, allows LR substitutes to approximate more accurately their target oracle, as was also the case for DNN substitutes.
For instance at ⇢ = 9 iterations, the LRsubstitute trained with a periodic ste size for the
LR oracle matches 84.01% of the labels whereas the vanilla LR substitute only matched
72.00%. Similarly, the LR substitute trained with a periodic ste size for the SVM oracle
matches 82.19% of the labels whereas the vanilla substitute only matched 71.56%. The
second refinement, reservoir sampling allows us to reduce the number of queries with a
limited impact on the substitute quality: less labels are match than the periodic step size
substitutes but more than the vanilla substitutes. For instance, when approximating a
SVM oracle, the vanilla substitute matched 71.56% of the labels, the periodic step size
one 82.19%, and the periodic step size with reservoir sampling one 79.20%.
The benefit of vanilla LR substitutes compared to DNN substitutes is that they
achieve their asymptotic match rate faster, after only ⇢ = 4 augmentation iterations,
corresponding to 1, 600 oracle queries. Furthermore, LR models are much lighter in
terms of computational cost. These two factors could justify the use of LR (instead
of DNN)substitutes in some contexts. The reservoir sampling technique gives good
performances, especially on LR and SVM oracles.
6.5.1.3

Support Vector Machines Substitutes

Having observed that deep learning and logistic regression were both relevant when
approximating classifier oracles, we now turn to SVMs for substitute learning. This is
motivated by the strong cross-technique transferability of adversarial example crafted
using an SVM observed in Section 5.2, making SVMs good candidates for substitutes in
a black-box attack.
6.5.1.3.1

SVM-based dataset augmentation

To train SVMs to approximate

oracles in a manner analogous to the Jacobian-based dataset augmentation, we introduce
a new augmentation technique. We replace the heuristic described in Section 6.2.1.2 by
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the following, which is adapted to the specificities of SVMs:
S⇢+1 = {x

·

w[Õ(x)]
w[Õ(x)]

x : x 2 S⇢ )} [ S⇢

(6.9)

where w[k] is the weight indicating the hyperplane direction of subclassifier k used to implement a multi-class SVM with the one-vs-the-rest scheme as detailed in Equation 4.13.
This heuristic selects new points in the direction orthogonal to the hyperplane acting as
the decision boundary for the binary SVM subclassifier k corresponding to the input’s
label. This is precisely the direction used in Equation 4.14 to find adversarial examples
but parameter

is here generally set to lower values so as to find examples near the

decision boundary instead of on the other side of the decision boundary.
6.5.1.3.2

Experimental Validation

We repeat experiments from Sections 6.5.1.1

and 6.5.1.2 but we now train 18 di↵erent SVM models to match labels produced by
the classifiers—instead of training DNN or LR substitutes. Unfortunately, our results
suggest that SVMs are unable to perform knowledge transfer from oracles that are not
SVMs themselves using the dataset augmentation technique introduced in Equation 6.9,
as well as the refinements introduced previously: the periodic step size and reservoir
sampling. Indeed, the SVM substitute matches 79.80% of the SVM oracle labels, but
only 11.98% and 11.97% of the DNN and LR oracle labels. These numbers are not
improved by the use of a periodic step size and/or reservoir sampling. This could be
due to the specificity of SVM training and the decision boundaries they learn. Future
work should investigate the use of alternative augmentation techniques to confirm our
findings.
In this section, we evaluated the capacity of DNN, LR, and SVM substitutes to approximate a classifier oracle by querying it for labels on inputs selected using a heuristic
relying on the substitute’s Jacobian. We observed that predictions made by DNN and LR
substitutes more accurately matched the targeted oracles than SVM substitute predictions. We emphasize that all experiments only required knowledge of 100 samples from
the MNIST test set. In other words, learning substitutes does not require knowledge of
the targeted classifier’s type, parameters, or training data, and can thus be performed
under realistic adversarial threat models.
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Amazon

Google

Epochs

Queries

DNN

LR

DNN

LR

⇢=3

800

87.44

96.19

84.50

88.94

⇢=6

6,400

96.78

96.43

97.17

92.05

⇢ = 6⇤

2,000

95.68

95.83

91.57

97.72

Table 6.3: Misclassification rates (%) of the Amazon and Google oracles: on
adversarial examples produced with DNN and LR substitutes after ⇢ = 3, 6 epochs. The
2nd column is the number of queries during substitute training. Last row uses a periodic
step size and reservoir sampling.
.

6.5.2

Attacks against Amazon & Google oracles

6.5.2.1

Amazon oracle

Amazon o↵ers a machine learning service, Amazon Machine Learning,6 as part of their
Amazon Web Services platform. We used this service to train and host a ML classifier
oracle. First, we uploaded a CSV encoded version of the MNIST training set to an
S3 bucket on Amazon Web Services. We truncated the pixel values in the CSV file
to 8 decimal places. We then started the ML model training process on the Machine
Learning service: we loaded the CSV training data from our S3 bucket, selected the
multi-class model type, provided the target column in the CSV file, and kept the default
configuration settings. Note that Amazon o↵ers limited customization options: the
settings allow one to customize the recipe (data transformations), specify a maximum
model size and number of training epochs, disable training data shu✏e, and change the
regularization type between L1 and L2 or simply disable regularization. The training
process takes a few minutes and outputs a classifier model achieving a 92.17% accuracy
on the MNIST test set. We have no way to improve that performance beyond the limited
customizing options as the intent of the service is to automate model training. Finally,
we activate real-time predictions to be able to query the model for labels from our local
machine.
We then use the Python API provided with the Amazon Machine Learning service
to submit prediction queries to our trained oracle model and retrieve the output label.
Although confidence values are available for predictions, we only consider the label to
ensure our threat model for adversarial capabilities remains realistic.
6

https://aws.amazon.com/machine-learning
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6.5.2.2

Google oracle

We also target the Google Cloud Prediction API service7 . The procedure to train a
classifier on Google’s platform is similar to Amazon’s. We first upload to Google’s Cloud
Storage service the CSV encoded file of the MNIST training data identical to the one
used to train the oracle on Amazon Machine Learning. We then activate the Prediction
API on Google’s Cloud Platform and train a model using the API’s method named
prediction.trainedmodels.insert. The only property we are able to specify is the
expected multi-class nature of our classifier model as well as the column in the CSV
indicating target labels. We then evaluate the resulting model using the API method
prediction.trainedmodels.predict and an uploaded CSV file of the MNIST test set.
The API reports an accuracy of 92% on this test set for the model trained. We now use
the Google Cloud Python API to connect our experimental setup to the Prediction API,
thus allowing our algorithms to make queries to the Google classifier oracle.
6.5.2.3

Substitute Training

By augmenting an initial training set of 100 test set samples, we train a DNN and LR
substitute for each of the two oracles. We measure success as the rate of adversarial
examples misclassified by the corresponding oracle, among the 10, 000 produced from
the test set using the fast gradient sign method with parameter " = 0.3. These rates,
computed after ⇢ 2 {3, 6} dataset augmentation iterations, are reported in Table 6.3.

Results reported in the last row use both a periodic step size and reservoir sampling
(hence the reduced number of queries made to train the substitute).
6.5.2.4

Experimental Results

Misclassification rates of the Amazon Machine Learning oracle on adversarial examples
crafted using both the DNN and LR substitutes after ⇢ 2 {3, 6} dataset augmentation it-

erations are reported in Table 6.3. Results are given for models learned without and with
the two refinements—periodic step size (PSS) and reservoir sampling (RS)—introduced
in Section 6.4.1. With a misclassification rate of 96.19% for an adversarial perturbation
" = 0.3 using a LR substitute trained with 800 queries (⇢ = 3) to the oracle, the model
trained by Amazon is easily misled. To understand why, we carefully read the online
documentation and eventually found one page indicating that the type of model trained
by the Amazon Machine Learning service is an “industry-standard” multinomial logis7

https://cloud.google.com/prediction/
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tic regression.8 As seen in Section 5.2, LR is extremely vulnerable to intra-technique
and to a lesser extend vulnerable to cross-technique transferability. In fact, as pointed
out by Goodfellow et al. [16], shallow models like logistic regression are unable to cope
with adversarial examples and learn a classifier resistant to them. This explains why (1)
the attack is very successful and (2) the LR substitute performs better than the DNN
substitute.
Additionally, Table 6.3 shows how the use of a periodic step size (PSS) together with
reservoir sampling (RS) allows us to reduce the number of queries made to the Amazon oracle while learning a DNN substitute producing adversarial examples with higher
transferability to the targeted classifier. Indeed, we reduce by a factor of more than 3
the number of queries made from 6, 400 to 2, 000, while only degrading the misclassification rate from 96.78% to 95.68%—still larger than the rate of 87.44% achieved after
800 queries by the substitute learned without PSS and RS. For the LR substitutes, we
do not see any positive impact from the use of PSS and RS, which is most likely to the
fast convergence of LR substitute learning.
The model trained using Google’s machine learning service is a little more robust to
adversarial examples than the one trained using Amazon’s service, but is still vulnerable to a large proportion of examples: 88.94% of adversarial examples produced with a
perturbation " = 0.3 using a LR substitute trained with 800 queries to the oracle are
misclassified. This confirms the above demonstration of the feasibility of black-box attacks against the classifier hosted by Amazon. Furthermore, if we use PSS and RS, the
misclassification rate is 91.57% for the DNN substitute and 97.72% for the LR substitute, which again demonstrates that combining PSS and RS increases misclassification
compared to the original method for ⇢ = 3, and reduces by a factor of 3 the number of
queries (2, 000) compared to the original method for ⇢ = 6.

6.6

Defense Strategies

The two types of defense strategies are: (1) reactive where one seeks to detect adversarial
examples, and (2) proactive where one makes the model itself more robust. Our attack
is not more easily detectable than a classic adversarial example attack. Indeed, oracle
queries may be distributed among a set of colluding users, and as such remain hard to
detect. The defender may increase the attacker’s cost by training models with higher
input dimensionality or modeling complexity, as our experimental results indicate that
8

http://docs.aws.amazon.com/machine-learning/latest/dg/types-of-ml-models.html
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S!S

S!O

Training "

Attack "

O!O

0.15

0.3

10.12%

94.91%

38.54%

0.15

0.4

43.29%

99.75%

71.25%

0.3

0.3

0.91%

93.55%

1.31%

0.3

0.4

29.56%

99.48%

10.30%

Table 6.4: Evaluation of adversarial training: the columns indicate the input variation parameter used to inject adversarial examples during training and to compute the
attacks, the attack success rate when examples crafted on the (O)racle are deployed
against the (O)racle, the attack success rate when examples crafted on the (S)ubstitute
are deployed against the (S)ubstitute, and the attack success rate when examples crafted
on the (S)ubstitute are deployed against the (O)racle.
.
these two factors increase the number of queries required to train substitutes. In the
following, we thus only analyze our attack in the face of defenses that seek to make the
(oracle) model robust.
Many potential defense mechanisms fall into a category we call gradient masking.
These techniques construct a model that does not have useful gradients, e.g., by using a
nearest neighbor classifier instead of a DNN. Such methods make it difficult to construct
an adversarial example directly, due to the absence of a gradient, but are often still
vulnerable to the adversarial examples that a↵ect a smooth version of the same model.
Previously, it has been shown that nearest neighbor was vulnerable to attacks based on
transferring adversarial examples from smoothed nearest neighbors[16].
We show a more general flaw in the category of gradient masking. Even if the defender attempts to prevent attacks by not publishing the directions in which the model
is sensitive, these directions can be discovered by other means, in which case the same
attack can still succeed. We show that the black-box attack based on transfer from a substitute model overcomes gradient masking defenses. No fully e↵ective defense mechanism
is known, but we study the two with the greatest empirical success so far: adversarial
training [16, 14], and defensive distillation for DNNs [1].

6.6.1

Adversarial training

It was shown that injecting adversarial examples throughout training increases the robustness of significantly descriptive models, such as DNNs [16, 14, 18]. We implemented
an approximation of this defense using the Google Prediction API. Since the API does
not support the generation of adversarial examples at every step of training, as a correct
implementation of adversarial training would do, we instead inject a large amount of
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adversarial examples infrequently. After training in this way, the model has a misclassification rate of 8.75% on the unperturbed test set, but the adversarial misclassification
rate rises to 100% when ⇢ = 6. To evaluate this defense strategy using a correct implementation, we resort to training the oracle locally, using our own codebase that includes
support for generating adversarial examples at each step. After each training batch,
we compute and train on adversarial examples generated with the fast gradient sign
method before starting training on the next batch of the original training data. Results
are given in Table 6.4. We observe that for " = 0.15, the defense can be evaded using
the black-box attack with adversarial examples crafted on the substitute and misclassified by the oracle at rates up to 71.25%. However, for " = 0.3, the black-box attack
is not e↵ective anymore. Therefore, making a machine learning model robust to small
and infinitesimal perturbations of its inputs is an example of gradient masking and can
be evaded using our substitute-based black-box approach. However, making the model
robust to larger and finite perturbations prevents the black-box attack. To confirm this
hypothesis, we now show that defensive distillation, which makes the model robust to
infinitesimal perturbations, can be evaded by the black-box approach.

6.6.2

Defensive distillation

Due to space constraints, we refer readers to [1] for a detailed presentation of defensive
distillation, which is an alternative defense. Because the remotely hosted APIs we study
here do not implement defensive distillation or provide primitives that could be used to
implement it, we are forced to evaluate this defense on a locally trained oracle. Therefore,
we train a distilled model as described in [1] to act as our MNIST oracle.
We train several variants of the DNN architecture A at di↵erent distillation temperatures T = 5, 10, 100. For each of them, we measure the success of the fast gradient
sign attack (i.e., the Goodfellow et al. algorithm) directly performed on the distilled
oracle—as a baseline corresponding to a white-box attack—and using a substitute DNN
trained with synthetic data as described throughout the present chapter. The results
are reported in Figure 6.12 for di↵erent values of the input variation parameter " on
the horizontal axis. We find that defensive distillation defends against the fast gradient sign method when the attack is performed directly on the distilled model, i.e. in
white-box settings. However, in black-box settings using the attack introduced in the
present chapter, the fast gradient sign method is found to be successful regardless of the
distillation temperature used by the oracle. We hypothesize that this is due to the way
distillation defends against the attack: it reduces the gradients in local neighborhoods of

Adversarial examples misclassified by oracle
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Goodfellow attack input variation parameter
no distillation
T=100
T=100 (direct)

T=5
T=5 (direct)

1

T=10
T=10 (direct)

Figure 6.12: Evaluation of defensive distillation: Percentage of adversarial examples
crafted using the Goodfellow algorithm at varying " misclassified by the oracle. T is
the temperature of distillation [1]. Curves marked by (direct) indicate baseline attacks
computed on the oracle, all other curves where computed using a substitute, as described
in Section 6.2. Despite distillation preventing the attack on the oracle directly, using a
substitute allows us to evade it.
training points. However, our substitute model is not distilled, and as such possesses the
gradients required for the fast gradient sign method to be successful when computing
adversarial examples.
Defenses which make models robust in a small neighborhood of the training manifold
perform gradient masking: they smooth the decision surface and reduce gradients used
by adversarial crafting in small neighborhoods. However, using a substitute and our
black-box approach evades these defenses, as the substitute model is not trained to be
robust to the said small perturbations. We conclude that defending against finite perturbations is a more promising avenue for future work than defending against infinitesimal
perturbations.
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6.7

Intuition behind Transferability

Previous work started explaining why adversarial examples transfer between di↵erent
architectures [16, 14]. Here, we build an intuition behind transferability based on statistical hypothesis testing [112] and an analysis of DNN cost gradient sign matrices. A
formal treatment is left as future work.
Recall the perturbation in the Goodfellow algorithm. Inspecting Equation 6.4, it is
clear that, given a sample x, the noise added would be the same for two DNNs F and G if
sgn(rx cost(F, x, y)) and sgn(rx cost(G, x, y)) were equal. These matrices have entries in
{+1, 1}. Let us write the space of these matrices as Sgnn⇥m . Assume that the samples

x are generated from a population distribution D (e.g., in our case the distribution from

which the images of digits are drawn). The formula sgn(rx cost(F, x, y)) and D induce
a distribution DF over Sgnn⇥m (i.e. randomly draw a sample from the distribution D

and compute the quantity). Similarly, DNN G and distribution D induce a distribution
DG over Sgnn⇥m . Our main conjecture is:

For two “similar” architectures F and G distributions DF and DG induced
by a population distribution D are highly correlated.

If distributions DF and DG were independent, then the noise they add during adversarial

example crafting are independent. In this case, our intuition is that adversarial examples
would not transfer (in the two cases you are adding noise that are independent). The
question is: how to verify our conjecture despite the population distribution D being
unknown?

We turn to statistical hypothesis testing. We can empirically estimate the distributions DF and DG based on known samples. First, we generate two sequences of sign
matrices

1

= hM1 , M2 , · · · i and

2

= hN1 , N2 , · · · i using the sample set (e.g. MNIST)

for a substitute DNN F and oracle G. Next we pose the following null hypothesis:
HN : The sequences

1

and

2

are drawn from independent distributions.

We use standard tests from the statistical hypothesis testing literature to test the hypothesis HN . If the hypothesis HN is rejected, then we know that the sign matrices
corresponding to the two architectures F and G are correlated.
We describe the test we use. There are several algorithms for hypothesis testing: we
picked a simple one based on a chi-square test. An investigation of other hypothesistesting techniques is left as future work. Let pi,j and qi,j be the frequency of +1 in the
(i, j)-th entry of matrices in sequences

1

and

2,

respectively. Let ri,j be the frequency
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Random Matrices

Substitute ⇢

=0

Substitute ⇢

Substitute

=3

⇢=6

0.64
0.60
0.56
0.52
0.48
0.44
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0.36

Figure 6.13: Frequencies of cost gradient sign matrix components equal between substitute A and the oracle: at substitute training epochs ⇢ 2 {0, 3, 6} (three
on the right), compared to a pair of random sign matrices (first image).
of the (i, j)-th entry being +1 in both sequences

1

and

2

simultaneosuly.9 Note that if

the distributions were independent then ri,j = pi,j qi,j . However, if the distributions are
correlated, then we expect ri,j 6= pi,j qi,j . Consider quantity:
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for the MNIST data. The
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-square test, we compute the probability

has degrees of freedom (m

1)(n

1) = 27 ⇥ 27 = 729

scores for substitute DNNs from Table 6.1 range between

61, 403 for DNN A and 88, 813 for DNN G. Corresponding P-values are below 10

5

for all

architectures, with confidence p < 0.01. Thus, for all substitute DNNs, the hypothesis
HN is largely rejected: sequences

1

ans

2,

and therefore sign matrices corresponding to

pairs of a substitute DNN and the oracle, are highly correlated. As a baseline comparison,
we generate 2 random sign matrices and compute the corresponding

2⇤

score: 596. We

find a P-Value of 0.99 with a confidence of 0.01, meaning that these matrices were indeed
drawn from independent distribution.
However, we must now complete our analysis to characterize the correlation suggested
by the hypothesis testing. In Figure 6.13, we plot the frequency matrix R = [ri,j ] for
several pairs of matrices. The first is a pair of random matrices of {+1, 1}. The other

matrices correspond to substitute DNN A and the oracle at di↵erent substitute training epochs ⇢. Frequencies are computed using the 10, 000 samples of the MNIST test
set. Although all frequencies in the random pairs are very close to 1/2, frequencies corresponding to pixels located in the center of the image are higher in the (substitute, oracle)
matrix pairs. The phenomenon amplifies as training progresses through the substitute
9

We assume that the frequencies are normalized so they can be interprested as probabilities, and also
assume that all frequencies are > 0 to avoid division by zero, which can be achieved by rescaling.
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Figure 6.14: Frequencies of cost gradient sign matrix components equal between substitute A and the oracle.
epochs. We then compute the frequencies separately for each sample source class in
Figure 6.14. Sign matrices agree on pixels relevant for classification in each class. We
plotted similar figures for other substitute DNNs. They are not included due to space
constraints. They show that substitutes yielding lower transferability also have less
components of their cost gradient sign matrix frequently equal to the oracle’s. This suggests that correlations between the respective sign matrices of the substitute DNN and
of the oracle—for input components that are relevant to classification in each respective
class—could explain cross-model adversarial example transferability.

6.8

Conclusions

We introduced an attack, based on a novel substitute training algorithm using synthetic
data generation, to craft adversarial examples misclassified by black-box DNNs. Our
work is a significant step towards relaxing strong assumptions about adversarial capabilities made by previous attacks. We assumed only that the adversary is capable of
observing labels assigned by the model to inputs of its choice. We validated our attack
design by targeting a remote DNN served by MetaMind, forcing it to misclassify 84.24%
of our adversarial samples. We also conducted an extensive calibration of our algorithm
and generalized it to other ML models by instantiating it against classifiers hosted by
Amazon and Google, with success rates of 96.19% and 88.94%. Our attack evades a
category of defenses, which we call gradient masking, previously proposed to increase
resilience to adversarial examples. Finally, we provided an intuition for adversarial example transferability in Section 6.7.

Chapter

7

Deep k-Nearest Neighbors
Deep learning is ubiquitous: deep neural networks achieve exceptional performance on
challenging tasks like machine translation [21, 113], diagnosing medical conditions such
as diabetic retinopathy [114, 115] or pneumonia [116], malware detection [67, 117, 118],
and classification of images [20, 119]. This success is often attributed in part to developments in hardware (e.g., GPUs [120] and TPUs [121]) and availability of large datasets
(e.g., ImageNet [122]), but more importantly also to the architectural design of neural
networks and the remarkable performance of stochastic gradient descent. Indeed, deep
neural networks are designed to learn a hierarchical set of representations of the input domain [123]. These representations project the input data in increasingly abstract
spaces—or embeddings—eventually sufficiently abstract for the task to be solved (e.g.,
classification) with a linear decision function.
Despite the breakthroughs they have enabled, the adoption of deep neural networks
(DNNs) in security and safety critical applications remains limited in part because they
are often considered as black-box models whose performance is not entirely understood
and are controlled by a large set of parameters–modern DNN architectures are often
parameterized with over a million values. This is paradoxical because of the very nature
of deep learning: an essential part of the design philosophy of DNNs is to learn a modular
model whose components (layers of neurons) are simple in isolation yet powerful and
expressive in combination—thanks to their orchestration as a composition of non-linear
functions [123].
In this paper, we harness this intrinsic modularity of deep learning to address three
well-identified criticisms directly relevant to its security: the lack of reliable confidence
estimates [124], model interpretability [125] and robustness [14]. We introduce the Deep
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k-Nearest Neighbors (DkNN) classification algorithm, which enforces conformity of the
predictions made by a DNN on test inputs with respect to the model’s training data. For
each layer in the DNN, the DkNN performs a nearest neighbor search to find training
points for which the layer’s output is closest to the layer’s output on the test input of
interest. We then analyze the label of these neighboring training points to ensure that
the intermediate computations performed by each layer remain conformal with the final
model’s prediction.
In adversarial settings, this yields an approach to defense that di↵ers from prior
work in that it addresses the underlying cause of poor model performance on malicious
inputs rather than attempting to make particular adversarial strategies fail. Rather
than nurturing model integrity by attempting to correctly classify all legitimate and
malicious inputs, we ensure the integrity of the model by creating a novel characterization
of confidence, called credibility, that spans the hierarchy of representations within of
a DNN: any credible classification must be supported by evidence from the training
data. Conversely, a lack of credibility indicates that the sample must be ambiguous
or adversarial. Indeed, the large error space of ML models [88] exposes a large attack
surface, which is exploited by attacks through threat vectors like adversarial examples
(see below).
Our evaluation shows that the integrity of the DkNN classifier is maintained when its
prediction is supported by the underlying training manifold. This support is evaluated
as level of “confidence” in the prediction’s agreement with the nearest neighbors found at
each layer of the model and analyzed with conformal prediction [126, 127]. Returning to
desired properties of the model; (a) confidence can be viewed as estimating the distance
between the test input and the model’s training points, (b) interpretability is achieved
by finding points on the training manifold supporting the prediction, and (c) robustness
is achieved when the prediction’s support is consistent across the layers of the DNN, i.e.,
prediction has high confidence.

Intuition for the Deep k-Nearest Neighbors
The intuition behind DkNN is presented in Figure 7.1. Discussed below, this gives
rise to explorations of the definition and importance of confidence, interpretability and
robustness and their role in machine learning in adversarial settings.
Confidence There have been recent calls from the security and ML communities to
more precisely calibrate the confidence of predictions made by DNNs [124]. This is criti-
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Figure 7.1: Intuition behind the Deep k-Nearest Neighbors (DkNN)—Consider
a deep neural network (left), representations output by each layer (middle) and the nearest neighbors found at each layer in the training data (right). Drawings of pandas and
school buses indicate training points. Confidence is high when there is homogeneity
among the nearest neighbors labels (e.g., here for the unmodified panda image). Interpretability of the outcome of each layer is provided by the nearest neighbors. Robustness
stems from detecting nonconformal predictions from nearest neighbor labels found for
out-of-distribution inputs (e.g., an adversarial panda) across di↵erent layers. Representation spaces are high-dimensional but depicted in 2D for clarity.
cal in tasks like pedestrian detection for self-driving cars [128] or automated diagnosis of
medical conditions [129]. Probabilities output by DNNs are commonly used as a proxy
for their confidence. Yet, these probabilities are not faithful indicators of model confidence (see Section 7.1.1). A notable counter-example is the one of adversarial examples,
which are often classified with more “confidence” (per the DNN’s output probabilities)
than their legitimate counterpart, despite the model prediction being erroneous on these
inputs [14, 15]. Furthermore, when a DNN assigns equal probabilities to two candidate labels (i.e., it has low confidence in either outcomes), it may do so for at least
two di↵erent reasons: (a) the DNN has not analyzed similar inputs during training and
is extrapolating, or (b) the input is ambiguous—perhaps as a result of an adversary
attempting to subvert the system or the sample being collected with a naturally noisy
observation process.
In the DkNN, the number of nearest neighboring training points whose label does
not match the prediction made on a test input defines an estimate of the input’s nonconformity to the training data. The larger that number is, the weaker the training data
supports the prediction. To formalize this, we operate in the framework of conformal
prediction [130] and compute both the confidence and credibility of DkNN predictions.
The former quantifies the likelihood of the prediction being correct given the training
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set, while the later characterizes how relevant the training set is to the prediction. In
our experiments (see Sections 7.3 and 7.5), we find that credibility is able to reliably
identify the lack of support from the training data when predicting far from the training
manifold.
Interpretability

This property is the ability to construct an explanation for model

predictions that can be easily understood by a human observer [131], or put another
way to rationalize DNN predictions based on evidence—and answer the question: “Why
did the model decide that?”. DNN decisions are difficult to interpret because neurons
are arranged in a complex sequence of computations and the output representation of
each layer is high-dimensional. This limited interpretability inhibits applications of deep
learning in domains like healthcare [116], where trust in model predictions is key. In contrast, the DkNN algorithm is more interpretable by design because the nearest neighbors
themselves provide explanations, for individual layer and overall DNN predictions, that
are easily understood by humans because they lie in the input domain.
Robustness

Robustness to input perturbation is another important requirement for

security [132, 79, 39, 133, 134] and safety [38] in ML systems. While DNNs are robust to
random perturbations of their inputs, they are vulnerable to small intentional perturbations of their inputs at test time—known as adversarial examples [14, 15]. This attack
vector allows an adversary to fully control a DNN’s predictions, even if it has no access to
the model’s training data or internal parameters [135]. Small perturbations introduced
by adversarial examples are able to arbitrarily change the DNN’s output because they
are gradually magnified by non-linearities successively applied by each layer in the model.
Put another way, when the DNN is misclassifying an input, there is necessarily one of its
layers that transformed the input’s representation, which was by definition in the correct class initially. In contrast, the DkNN classifier prevents this by identifying changes
in the labels of nearest neighboring training points between lower and higher layers of
the DNN as an indicator that the DNN is mispredicting (see Figure 7.1). In essence,
the DkNN removes exploitable degrees of freedom available to adversaries attempting to
manipulate the system’s predictions—thus o↵ering a form of robustness to adversarial
example attacks (see Section 7.5). Note that this is not simply an ensemble approach
that combines the predictions from multiple models; our DkNN algorithm inspects the
intermediate computations of a single DNN to ensure its predictions are conformal with
its training data.
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Contributions
To summarize, we make the following contributions:
• We introduce the Deep k-Nearest Neighbors (DkNN) algorithm that measures the
nonconformity of a prediction on a test input with the training data as an indirect
estimate of the credibility of the model predictions (see Section 7.2).
• We empirically validate that predictions made by a DkNN are more reliable esti-

mates of credibility than a DNN on naturally occurring out-of-distribution inputs.
On inputs geometrically transformed or from classes not included in the training
data, the DkNN’s credibility measurement is below 10% versus 20%-50% for a
given DNN.

• We demonstrate DkNN interpretability through a study of racial bias and fairness
in a well known DNN (Section 7.4).

• We show that the DkNN is able to identify adversarial examples generated using

existing algorithms because of their low credibility (see Section 7.5). We also show
that adaptive attacks against the DkNN often need to perturb input semantics to
change the DkNN’s prediction.

We find these results encouraging and note that they highlight the benefit of analyzing
confidence, interpretability and robustness as related properties of a DNN. Here, we
exploit the DNN’s modularity and verify the conformity of predictions with respect to
training data at each layer of abstraction, and therein ensure that the DNN converges
toward a rational and interpretable output. Interestingly and as explored in Section 7.5,
Sabour et al. [136] investigated the vulnerability of internal representations as a vehicle
for creating malicious inputs. This suggests that in addition to enforcing these properties
at the level of the model as a whole, it is important to defend each abstraction from
malicious manipulation. Indeed the work discussed throughout suggests that is is not
only necessary, but also a useful tool in providing a potential defense against existing
adversarial algorithms.

7.1

On Confidence, Interpretability & Robustness

We systematize knowledge from previous e↵orts that tackled the problem of confidence
in machine learning. Their strengths and limitations motivate the choices made in Section 7.2 to design our approach for measuring confidence in DNNs. Finally, we position
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our work among existing literature on interpretability and robustness in (deep) machine
learning.

7.1.1

Confidence in Machine Learning

There exist several sources of uncertainty in ML applications [140]. Observations made
to collect the dataset introduce aleatoric uncertainty by not including all necessary explanatory variables in the data. For instance, a spam dataset that only contains email
metadata but not their content would introduce substantial aleatoric uncertainty. In
this paper, we focus on epistemic uncertainty—or model uncertainty—introduced by a
ML model because it is learned from limited data.
Below, we survey approaches for estimating the confidence of DNNs. The most
frequently used, adding a softmax layer to the DNN, is not reliable for inputs that fall
o↵ the model’s training manifold. Other approaches like Bayesian deep learning remain
computationally expensive. In Section 7.2, we thus introduce an approach to provide
more reliable model uncertainty estimates.
7.1.1.1

Softmax probabilities

The output of DNNs used for classification is a vector f (x) that is typically interpreted
as estimates of the model’s confidence for classifying input x in class j of the task considered. This vector is almost always obtained by adding a softmax layer that processes
the logits—or class scores—output by the penultimate model layer. Known as Platt
scaling [141], the approach is equivalent to fitting a logistic regression to the classifier’s
class scores:
fl

e zj
(x)[j]
=
P
1
n 1
p=0

The logits zj = fl

2

zp

(7.1)

· w[j] (i.e., class scores) are originally floating point values whose

values are unbounded, whereas the output of the softmax is a vector of floating point
values that sum up to 1 and are individually bounded between 0 and 1.

Contrary to the popular belief, this approach is not a reliable estimator of confidence [142]. Adversarial examples are good counter-examples to illustrate the weakness
of this metric: they are inputs crafted by adding a perturbation that force ML models to
misclassify inputs that were originally correctly classified [15, 14]. However, DNNs output a larger confidence for the wrong class when presented with an adversarial example
than the confidence they assigned to the correct class when presented with a legitimate
input [14]: In other words, the softmax indicates that the DNN is more confident when
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it is mistaken than when its predicts the correct answer.
7.1.1.2

Bayesian approaches

Another popular class of techniques estimate the model uncertainty that deep neural
network architectures introduce because they are learned from limited data by involving
the Bayesian formalism. Bayesian deep learning introduces a distribution over models or
their parameters (e.g., the weights that link di↵erent layers of a DNN) in order to o↵er
principled uncertainty estimates. Unfortunately, Bayesian inference remains computationally hard for neural networks. Hence, di↵erent degrees of approximations are made
to reduce the computational overhead [143, 144, 145, 146], including about the prior that
is specified for the parameters of the neural network. Despite these e↵orts, it remains
difficult to implement Bayesian neural networks; thus radically di↵erent directions have
been proposed recently. They require less modifications to the learning algorithm. One
such proposal is to use dropout at test time to estimate uncertainty [147]. Dropout was
originally introduced as a regularization technique for training deep neural networks: for
each forward and backward pass pairs (see above for details), the output of a random
subset of neurons is set to 0: i.e., they are dropped [148]. Gal et al. instead proposed to
use dropout at test time and cast it as approximate Bayesian inference [147]. Because
dropout can be seen as an ensembling method, this approach naturally generalizes to
using ensembles of models as a proxy to estimate predictive uncertainty [149].

7.1.2

Interpretability in Machine Learning

It is not only difficult to calibrate DNN predictions to obtain reliable confidence estimates, but also to present a human observer with an explanation for model outputs.
Answering the question “Why did the model decide that?” can be a complex endeavor
for DNNs when compared to somewhat more interpretable models like decision trees (at
least trees that are small enough for a human to understand their decision process). The
ability to explain the logic followed by a model is also key to debug ML-driven autonomy.
Progress in this area of interpretability for ML (or sometimes explainable AI), remains
limited because the criteria for success are ill-defined and difficult to quantify [125].
Nevertheless, legislation like the European Union’s General Data Protection Regulation
require that companies deploying ML and other forms of analysis on certain sensitive
data provide such interpretable outputs if the prediction made by a ML model is used
to make decisions without a human in the loop [150]; and as a result, there is a growing
body of literature addressing interpretability [151, 152, 153, 154, 153, 155, 156, 157].
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A by-product of the approach introduced in Section 7.2 is that it returns exemplar
inputs, also called prototypes [158, 159], to interpret predictions through training points
that best explain the model’s output because they are processed similarly to the test
input considered. This approach to interpretability through an explanation by example
was pioneered by Caruena et al. [160], who suggested that a comparison of the representation predicted by a single layer neural network with the representations learned on its
training data would help identify points in the training data that best explain the prediction made. Among notable follow-ups [161, 162, 163], this technique was also applied to
visualize relationships learned between words by the word2vec language model [164]. As
detailed in Section 7.2, we search for nearest neighboring training points not at the level
of the embedding layer only but at the level of each layer within the DNN and use the
labels of the nearest neighboring training points to provide confidence, interpretability
and robustness.
Evaluating interpretability is difficult because of the involvement of humans. DoshiVelez and Kim [131] identify two classes of evaluation for interpretability: (1) the model
is useful for a practical (and perhaps simplified) application used as a proxy to test
interpretability [153, 165, 152] or (2) the model is learned using a specific hypothesis
class already established to be interpretable (e.g., a sparse linear model or a decision
tree) [166]. Our evaluation falls under the first category: exemplars returned by our
model simplify downstream practical applications.

7.1.3

Robustness in Machine Learning

The lack of confidence and interpretability of DNN outputs is also illustrated by adversarial examples: models make mistake on these malicious inputs, yet their confidence
is often higher in the mistake than when predicting on a legitimate input. The literature related to this particular topic has already been extensively surveyed earlier in this
thesis, including in Chapters 2 and 3. The approach introduced in Section 7.2 uses a
nearest neighbors operation to ensure representations output by layers at test time are
consistent with those learned during training.

7.2

Deep k-Nearest Neighbors Algorithm

The approach we introduce takes a DNN trained using any standard DNN learning
algorithm and modifies the procedure followed to have the model predict on test data:
patterns identified in the data at test time by internal components (i.e., layers) of the
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DNN are compared to those found during training to ensure that any prediction made
is supported by the training data. Hence, rather than treating the model as a blackbox and trusting its predictions obliviously, our inference procedures ensures that each
intermediate computation performed by the DNN is consistent with its final output—the
label prediction.
The pseudo-code for our Deep k-Nearest Neighbors (DkNN) procedure is presented
in Algorithm 6. We first motivate why analyzing representations internal to the deep
neural network (DNN) that underlies it allows the DkNN algorithm to strengthen the
interpretability and robustness of its predictions. This is the object of Section 7.2.1.
Then, in Section 7.2.2, we inscribe our algorithm in the framework of conformal prediction to estimate and calibrate the confidence of DkNN predictions. The confidence,
interpretability and robustness of the DkNN are empirically evaluated respectively in
Sections 7.3, 7.4 and 7.5.

7.2.1
7.2.1.1

Predicting with Neighboring Representations
Motivation

As we described in Chapter 2, DNNs learn a hierarchical set of representations. In other
words, they project the input in increasingly abstract spaces, and eventually in a space
where the classification decision can be made using a logistic regression—which is the
role of the softmax layer typically used as the last layer of neural network classifiers
(see Section 7.1.1). In many cases, this hierarchy of representations enables DNNs to
generalize well on data presented to the model at test time. However, phenomena like
adversarial examples—especially those produced by feature adversaries [136], which we
cover extensively in Section 7.5.3—or the lack of invariance to translations [170] indicate
that representations learned by DNNs are not as robust as the technical community
initially expected. Because DNN training algorithms make the implicit assumption that
test data is drawn from the same distribution than training data, this has not been an
obstacle to most developments of ML. However, when one wishes to deploy ML in settings
where safety or security are critical, it becomes necessary to invent mechanisms suitable
to identify when the model is extrapolating too much from the representations it has
built with its training data. Hence, the first component of our approach analyzes these
internal representations at test time to detect inconsistencies with patterns analyzed in
the training data.
Briefly put, our goal is to ensure that each intermediate computation performed by
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the deep neural network is conformal with the final prediction it makes. Naturally, we
rely on the layered structure a↵orded by DNNs to define these intermediate computation
checks. Indeed, each hidden layer, internal to the DNN, outputs a di↵erent representation
of the input presented to the model. Each layer builds on the representation output by
the layer that precedes it to compute its own representation of the input. When the
final layer of a DNN indicates that the input should be classified in a particular class, it
outputs in a way an abstract representation of the input which is the class itself. This
representation is computed based on the representation output by the penultimate layer,
which itself must have been characteristic of inputs from this particular class. The same
reasoning can be recursively applied to all layers of the DNN until one reaches the input
layer, i.e., the input itself.
In the event where a DNN mistakenly predicts the wrong class for an input, there
is necessarily one of its layers that transformed the input’s representation, which was
by definition in the correct class initially because the input is itself a representation in
the input domain, into a representation that is closer to inputs from the wrong class
eventually predicted by the DNN. This behavior, depicted in Figure 7.1, is what our approach sets out to algorithmically characterize to make DNN predictions more confident,
interpretable and robust.
7.2.1.2

A nearest neighbors approach

In its simplest form, our approach (see Figure 7.1) can be understood as creating a
nearest neighbors classifiers in the space defined by each DNN layer. While prior work
has considered fitting linear classifiers [154] or support vector machines [171], we chose
the nearest neighbors because it explicits the relationship between predictions made
by the model and its training data. We later leverage this aspect to characterize the
nonconformity of model predictions.
Once the neural network f has been trained, we record the output of its layers f for
2 1..l on each of its training points. For each layer , we thus have a representation

of the training data along with the corresponding labels, which allows us to construct a
nearest neighbors classifier. Because the output of layers is often high-dimensional (e.g.,
the first layers of DNNs considered in our experiments have tens of thousands of neuron
activations), we use the algorithm of Andoni et al. [172] to efficiently perform the lookup
of nearest neighboring representations in the high-dimensional spaces learned by DNN
layers. It implements data-dependent locality-sensitive hashing [173, 174] to find nearest
neighbors according to the cosine similarity between vectors. Locality-sensitive hashing
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Algorithm 6 – Deep k-Nearest Neighbor.
Input: training data (X, Y ), calibration data (X c , Y c )
Input: trained neural network f with l layers
Input: number k of neighbors
Input: test input z
1: // Compute layer-wise k nearest neighbors for test input z
2: for each layer 2 1 .. l do
3:
k points in X closest to z found w/ LSH tables
4:
⌦
{Yi : i 2 }
. Labels of k inputs found
5: end for
6: // Compute prediction, confidence and credibility
7: A = {↵(x, y) : (x, y) 2 (X c , Y c )}
. Calibration
8: for each label j 2 1..n do
P
9:
↵(z, j)
. Nonconformity
21..l |i 2 ⌦ : i 6= j|
|{↵2A:↵ ↵(z,j)}|
10:
pj (z) =
. empirical p-value
|A|
11: end for
12: prediction
arg maxj21..n pj (z)
13: confidence
1 maxj21..n,j6=prediction pj (z)
14: credibility
maxj21..n pj (z)
15: return prediction, confidence, credibility
(LSH) functions di↵er from cryptographic hash functions; they are designed to maximize
the collision of similar items. This property is beneficial to the nearest neighbors problem
in high dimensions. Given a query point, locality-sensitive hashing functions are first
used to establish a list of candidate nearest neighbors: these are points that collide (i.e.,
are similar) with the query point. Then, the nearest neighbors can be found among this
set of candidate points. In short, when we are presented with a test input x:
1. We run input x through the DNN f to obtain the l representations output by its
layers: {f (x) |

2 1..l}

2. For each of these representations f (x), we use a nearest neighbors classifier based
on locality-sensitive hashing to find the k training points whose representations at
layer

are closest to the one of the test input (i.e., f (x)).

3. For each layer

, we collect the multi-set ⌦ of labels assigned in the training

dataset to the k nearest representations found at the previous step.
4. We use all multi-sets ⌦ to compute the prediction of our DkNN according to the
framework of conformal prediction (see Section 7.2.2).

115
The comparison of representations predicted by the DNN at test time with neighboring representations learned during training allows us to make progress towards providing
certain desirable properties for DNNs such as interpretability and robustness. Indeed,
we demonstrate in Section 7.4 that the nearest neighbors o↵er a form of natural—and
most importantly human interpretable—explanations for the intermediate computations
performed by the DNN at each of its layers. Furthermore, in order to manipulate the
predictions of our DkNN algorithm with malicious inputs like adversarial examples, adversaries have to force inputs to closely align with representations learned from the
training data by all layers of the underlying DNN. Because the first layers learn lowlevel features and the adversary is no longer able to exploit non-linearities to gradually
change the representation of an input from the correct class to the wrong class, it becomes harder to produce adversarial examples with perturbations that don’t change the
semantics (and label) of the input. We validate these claims in Section 7.5 but first
present the second component of our approach, from which stem our predictions and
their calibrated confidence estimates.

7.2.2

Conformal Predictions for DkNN Confidence Estimation

Estimating DNN confidence is difficult, and often an obstacle to their deployment (e.g., in
medical applications or security-critical settings). Literature surveyed in Section 7.1 and
our experience concludes that probabilities output by the softmax layer and commonly
used as a proxy for DNN confidence are not well calibrated [124]. In particular, they
often overestimate the model’s confidence when making predictions on inputs that fall
outside the training distribution (see Section 7.3.3 for an empirical evaluation). Here,
we leverage ideas from conformal prediction and the nearest neighboring representations
central to the DkNN algorithm to define how it makes predictions accompanied with
confidence and credibility estimates. While confidence indicates how likely the prediction
is to be correct according to the model’s training set, credibility quantifies how relevant
the training set is to make this prediction. Later, we demonstrate experimentally that
credibility is well calibrated when the DkNN predicts in both benign (Section 7.3) and
adversarial (Section 7.5) environments.
7.2.2.1

Inductive Conformal Prediction

Conformal prediction builds on an existing ML classifier to provide a probabilistically
valid measure of confidence and credibility for predictions made by the underlying classifier [126, 127, 130]. In its original variant, which we don’t describe here in the interest
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of space, conformal prediction required that the underlying classifier be trained from
scratch for each test input. This cost would be prohibitive in our case, because the
underlying ML classifier is a DNN. Thus, we use an inductive variant of conformal prediction [175, 176] that does not require retraining the underlying classifier for each query
because it assumes the existence of a calibration set—holdout data that does not overlap
with the training or test data.
Essential to all forms of, including inductive, conformal prediction is the existence of
a nonconformity measure, which indicates how di↵erent a labeled input is from previous
observations of samples from the data distribution. Nonconformity is typically measured
with the underlying machine learning classifier. In our case, we would like to measure
how di↵erent a test input with a candidate label is from previous labeled inputs that
make up the training data. In essence, this is one of the motivations of the DkNN. For
this reason, a natural proxy for the nonconformity of a labeled input is the number of
nearest neighboring representations found by the DkNN in its training data whose label
is di↵erent from the candidate label. When this number is low, there is stronger support
for the candidate label assigned to the test input in the training data modeled by the
DkNN. Instead, when this number is high, the DkNN was not able to find training points
that support the candidate label, which is likely to be wrong. In our case, nonconformity
of an input x with the label j is defined as:
↵(x, j) =

X

21..l

|i 2 ⌦ : i 6= j|

(7.2)

where ⌦ is the multi-set of labels for the training points whose representations are
closest to the test input’s at layer .
Before inference can begin and predictions made on unlabeled test inputs, we compute
the nonconformity of the calibration dataset (X c , Y c ), which is labeled. The calibration
data is sampled from the same distribution than training data but is not used to train the
model. The size of this calibration set should strike a balance between reducing the number of points that need to be heldout from training or test datasets and increasing the precision of empirical p-values computed (see below) Let us denote with A the nonconformity
values computed on the set of calibration data, that is A = {↵(x, y) : (x, y) 2 (X c , Y c )}.

Once all of these values are computed, the nonconformity score of a test input is com-

pared with the scores computed on the calibration dataset through a form of hypothesis
testing. Specifically, given a test input x, we perform the following for each candidate
label j 2 1..n:
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1. We use neighbors identified by the DkNN and Equation 7.2 to compute the nonconformity ↵(x, j) where x is the test input and j the candidate label.
2. We calculate the fraction of nonconformity measures for the calibration data that
are larger than the test input’s. This is the empirical p-value of candidate label j:
pj (x) =

|{↵ 2 A : ↵ ↵(x, j)}|
|A|

(7.3)

The predicted label for the test input is the one assigned the largest empirical p-value, i.e.,
arg maxj21..n pj (x). Although two classes could be assigned identical empirical p-values,
this does not happen often in practice. The prediction’s confidence is set to 1 minus the
second largest empirical p-value. Indeed, this quantity is the probability that any label
other than the prediction is the true label. Finally, the prediction’s credibility is the
empirical p-value of the prediction: it bounds the nonconformity of any label assigned
to the test input with the training data. In our experiments, we are primarily interested
in the second metric, credibility.
Overall, the approach described in this Section yields the inference procedure outline
in Algorithm 6.

7.3

Evaluation of the Confidence of DkNNs

The DkNN leverages nearest neighboring representations in the training data to define
the nonconformity of individual predictions. Recall that in Section 7.2, we applied the
framework of conformal prediction to define two notions of what commonly falls under
the realm of “confidence”: confidence and credibility. In our experiments, we measured
high confidence on a large majority of inputs. In other words, the nonconformity of the
runner-up candidate label is high, making it unlikely—according to the training data—
that this second label be the true answer. However, we observe that credibility varies
across both in- and out-of-distribution samples.
Because our primary interest is the support (or lack of thereof) that training data
gives to DkNN predictions, which is precisely what credibility characterizes, we tailor our
evaluation to demonstrate that credibility is well-calibrated, i.e., identifies predictions
not supported by the training data. For instance, we validate the low credibility of
DkNN predictions on out-of-distribution inputs. Here, all experiments are conducted in
benign settings, whereas an evaluation of the DkNN in adversarial settings is found later
in Section 7.5.
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7.3.1

Experimental setup

We experiment with three datasets. First, the handwritten recognition task of MNIST is
a classic ML benchmark: inputs are grayscale images of zip-code digits written on postal
mail and the task classes (i.e., the model’s expected output), digits from 0 to 9 [177].
Due to artifacts it possesses, e.g., redundant features, we use MNIST as a “unit test”
to validate our DkNN implementation. Second, the SVHN dataset is another seminal
benchmark collected by Google Street View: inputs are colored images of house numbers
and classes, digits from 0 to 9 [178]. This task is harder than MNIST because inputs are
not as well pre-processed: e.g., images in the same class have di↵erent colors and light
conditions. Third, the GTSRB dataset is a collection of traffic sign images to be classified
in 43 classes (each class corresponds to a type of traffic sign) [4]. For all datasets, we
use a DNN that stacks convolutionnal layers with one or more fully connected layers.
Specific architectures used for each of the three datasets are detailed in 7.1. Models were
trained with Adam at a learning rate of 10

3.

Layer

Layer Parameters

MNIST

SVHN

GTSRB

Conv 1

64 filters, (8x8), (2x2), same

Y

Y

Y

Conv 2

128 filters, (6x6), (2x2), valid

Y

Y

Y

Conv 3

128 filters, (5x5), (1x1), valid

Y

Y

Y

Linear

200 units

N

N

Y

Linear

10 units

Y

Y

Y

Table 7.1: DNN architectures for evaluation: the last three columns indicate which
layers are used for the di↵erent datasets. All architectures were implemented using
TensorFlow [6] and CleverHans [7]. Parameters for convolutions are in the following
order: filters, kernel shape, strides, and padding.
For each model, we implement the DkNN classifier described in Algorithm 6. We
use a grid parameter search to set the number of neighbors k = 75 and the size (750 for
MNIST and SVHN, 850 for GTSRB because the task has more classes) of the calibration
set, which is obtained by holding out a subset of the test data not used for evaluation.
Table 7.2 o↵ers a comparison of classification accuracies for the DNN and DkNN. The
impact of the DkNN on performance is minimal when it does not improve performance
(i.e., increase accuracy).
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Dataset

DNN Accuracy

DkNN Accuracy

MNIST

99.2%

99.1%

SVHN

90.6%

90.9%

GTSRB

93.4%

93.6%

Table 7.2: Classification accuracy of the DNN and DkNN: the DkNN has a limited
impact on or improves performance.

7.3.2

Credibility on in-distribution samples

Given that there exists no ground-truth for the credibility of a prediction, qualitative
or quantitative evaluations of credibility estimates is often difficult. Indeed, datasets
include the true label along with training and test inputs but do not indicate the expected
credibility of a model on these inputs. Furthermore, these inputs may for instance present
some ambiguities and as such make 100% credibility a non-desirable outcome.
One way to characterize well-behaved credibility estimates is that they should truthfully convey the likelihood of a prediction being correct: high confident predictions should
almost always be correct and low confident predictions almost always wrong. Hence, we
plot reliability diagrams to visualize the calibration of our credibility [179]. They are
histograms presenting accuracy as a function of credibility estimates. Given a set of test
points (X, Y ), we group them in bins (Xab , Yab ). A point (x, y) is placed in bin (Xab , Yab )
if the model’s credibility on x is contained in the interval [a, b). Each bin is assigned the
model’s mean accuracy as its value:
bin(a, b) :=

1
|Xab |

X

1f (x)=y

(7.4)

(x,y)2(Xab ,Yab )

Ideally, the credibility of a well-calibrated model should increase linearly with the accuracy of predictions, i.e., the reliability diagram should approach a linear function:
bin(a, b) '

a+b
2 .

Reliability diagrams are plotted for the MNIST, SVHN and GTSRB dataset in Fig-

ure 7.2. On the left, they visualize confidence estimates output by the DNN softmax;
that is the probability arg maxj fj (x) assigned to the most likely class. On the right, they
plot the credibility of DkNN predictions, as defined in Section 7.2. At first, it may appear
that the softmax is better calibrated than its DkNN counterpart: its reliability diagrams
are closer to the linear relation between accuracy and DNN confidence. However, if one
takes into account the distribution of DkNN credibility values across the test data (i.e.,
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(a) Softmax - MNIST test set

(b) DkNN - MNIST test set

(c) Softmax - SVHN test set

(d) DkNN - SVHN test set

(e) Softmax - GTSRB test set

(f) DkNN - GTSRB test set

Figure 7.2: Reliability diagrams of DNN softmax confidence (left) and DkNN
credibility (right) on test data: bars (left axis) indicate the mean accuracy of predictions binned by credibility; the red line (right axis) illustrates data density across
bins. The softmax outputs high confidence on most of the data while DkNN credibility
spreads across the value range.
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Figure 7.3: Mislabeled inputs from the MNIST (top) and SVHN (bottom)
test sets: we found these points by searching for inputs that are classified with strong
credibility by the DkNN in a class that is di↵erent than the label found in the dataset.
the number of test points found in each credibility bin reflected by the red line overlaid
on the bars), it surfaces that the softmax is almost always very confident on test data
with a confidence above 0.8. Instead, the DkNN uses the range of possible credibility
values for datasets like SVHN, whose test set contains a larger number of inputs that
are difficult to classify (reflected by the lower mean accuracy of the underlying DNN).
We will see how this behavior is beneficial when processing out-of-distribution samples
in Section 7.3.3 below and adversarial examples later in Section 7.5.
In addition,the credibility output by the DkNN provides insights into the test data
itself. For instance, we find that credibility is sufficiently reliable to find test inputs
whose label in the original dataset is wrong. In both the MNIST and SVHN test sets,
we looked for images that were were assigned a high credibility estimate by the DkNN for
a label that did not match the one found in the dataset: i.e., the DkNN “mispredicted”
the input’s class according to the label included in the dataset. Figure 7.3 depicts some
of the images returned by this heuristic. It is clear for all of them that the dataset
label is either wrong (e.g., the MNIST 4 labeled as a 9 and SVHN 5 labeled as a 1) or
ambiguous (e.g., the penultimate MNIST image is likely to be a 5 corrected into a 0 by
the person who wrote it, and two of the SVHN images were assigned the label of the
digit that is cropped on the left of the digit that is in the center). We were not able to
find mislabeled inputs in the GTSRB dataset.
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(a) MNIST

(b) SVHN

Figure 7.4: DkNN credibility vs. softmax confidence on out-of-distribution
test data: the lower credibility of DkNN predictions (solid lines) compared to the
softmax confidence (dotted lines) is desirable here because test inputs are not part of the
distribution on which the model was trained—they are from another dataset or created
by rotating inputs.

7.3.3

Credibility on out-of-distribution samples

We now validate the DkNN’s prediction credibility on out-of-distribution samples. Inputs considered in this experiment are either from a di↵erent classification task (i.e.,
drawn from another distribution) or generated by applying geometrical transformations
to inputs sampled from the distribution. Due to the absence of support for these inputs
in our training manifold, we expect the DkNN’s credibility to be low on these inputs:
the training data used to learn the model is not relevant to classify the test inputs we
ask the model to classify.
For MNIST, the first set of out-of-distribution samples contains images from the
NotMNIST dataset, which are images of unicode characters rendered using computer
fonts [180]. Images from NotMNIST have an identical format to MNIST but the classes
are non-overlapping: none of the classes from MNIST (digits from 0 to 9) are included in
the NotMNIST dataset (letters from A to J) and vice-versa. For SVHN, the analog set
of out-of-distribution samples contains images from the CIFAR-10 dataset: they have
the same format but again there is no overlap between SVHN and the objects and animals from CIFAR-10 [24]. For both the MNIST and SVHN datasets, we rotate all test
inputs by an angle of 45 to generate a second set of out-of-distribution samples. Indeed, despite the presence of convolutional layers to encourage invariance to geometrical
transformations, DNNs poorly classify rotated data unless they are explicitly trained on
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examples of such rotated inputs [170].
The credibility of the DkNN on these out-of-distribution samples is compared with
the probabilities predicted by the underlying DNN softmax on MNIST (left) and SVHN
(right) in Figure 7.4. The DkNN algorithm assigns an average credibility of 6% and 9%
to inputs from the NotMNIST and rotated MNIST test sets respectively, compared to
33% and 31% for the softmax probabilities. Similar observations hold for the SVHN
model: the DkNN assigns a mean credibility of 15% and 18% to CIFAR-10 and rotated
SVHN inputs, in contrast with 52% and 33% for the softmax probabilities.
DkNN credibility is better calibrated on out-of-distribution samples than softmax
probabilities: outliers to the training distribution are assigned low credibility reflecting
a lack of support from training data.
Again, we tested here the DkNN only on “benign” out-of-distribution samples. Later,
we make similar observations when evaluating the DkNN on adversarial examples in
Section 7.5.

7.4

Evaluation of the Interpretability of DkNNs

The internal logic of DNNs is often controlled by a large set of parameters, as is the case
in our experiments, and is thus difficult to understand for a human observer. Instead, the
nearest neighbors central to the DkNN are an instance of explanations by example [160].
Training points whose representations are near the test input’s representation a↵ord
evidence relevant for a human observer to rationalize the DNN’s prediction. Furthermore,
research from the neuroscience community suggests that locality-sensitivity hashing, the
technique used in Section 7.2) to find nearest neighbors in the DkNN, may be a general
principle of computation in the brain [181, 182].
Defining interpretability is difficult and we thus follow one of the evaluation methods
outlined by Doshi and Kim [131]. We demonstrate interpretability through a downstream
practical application of the DkNN: fairness in ML [183].
Machine learning models reflect human biases, such as the ones encoded in their
training data, which raises concerns about their lack of fairness towards minorities [184,
185, 186, 187, 188, 189, 190]. This is for instance undesirable when the model’s predictions are used to make decisions or influence humans that are taking them: e.g.,
admitting a student to university [191], predicting if a defendant awaiting trial can be
released safely [192], modeling consumer credit risk [193].
We show that nearest neighbors identified by the DkNN help understand how training
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data yields model biases. This is a step towards eliminating sources of bias during DNN
training.
Here, we consider model bias to the skin color of a person. Models for computer vision
potentially exhibit bias towards people of dark skin [194]. In a recent study, Stock and
Cissé [5] demonstrate how an image of former US president Barack Obama throwing an
American football in a stadium (see Figure 7.5) is classified as a basketball by a popular
model for computer vision—a residual neural network (ResNet [195]).
In the following, we reproduce their experiment and apply the DkNN algorithm to
this architecture to provide explanations by example of the prediction made on this input.
To do so, we downloaded the pre-trained model from the TensorFlow repository [6], as
well as the ImageNet training dataset [122].
We plot the 10 nearest neighbors from the training data for the class predicted by the
model in Figure 7.5. These neighbors are computed using the representation output by
the last hidden layer of the ResNet model. On the left, the test image that is processed
by the DNN is the same than the one used by Stock and Cissé [5]. Its neighbors in the
training data are images of 7 black and 3 white basketball players (female and male).
Note how the basketball is similar in appearance to the football in the image of Obama:
it is of similar color and located in the air (often towards the top of the image). Hence,
we conjecture that the ball may play an important factor in the prediction.
We repeat the experiment with the same image cropped to remove the football (see
Figure 7.5, right). The prediction changes to racket. Neighbors in this new training class
are all white (female and male) tennis players. Here again, images share several characteristics of the test image: most noticeably the background is always green (and a lawn)
but also more subtly the player is dressed in white and holding one of her or his hands
in the air. While this does not necessarily contradict the bias identified in prior work,
it o↵ers alternative—perhaps complementary—explanations for the prediction made by
the model. In this particular example, in addition to the skin color of Barack Obama,
the position and appearance of the football contributed to the model’s original basketball
prediction.
The simplicity of the heuristic suggests that beyond immediate benefits for human
trust in deep learning, techniques that enable interpretability—like the DkNN—will make
powerful debugging tools for deep learning practitioners to better identify the limitations
of their algorithms and models in a semi-automated way [155]. This heuristic also suggests steps towards eliminating bias in DNN training. For instance, one could remove
ambiguous training points or add new points to prevent the model from learning an un-
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Prediction: Basketball (68%)

Prediction: Racket (49%)

Figure 7.5: Debugging ResNet model biases: This illustrates how the DkNN algorithm helps to understand a bias identified by Stock and Cissé [5] in the ResNet model
for ImageNet. The image at the bottom of each column is the test input presented to
the DkNN. Each test input is cropped slightly di↵erently to include (left) or exclude
(right) the football. Images shown at the top are nearest neighbors in the predicted class
according to the representation output by the last hidden layer. This comparison suggests that the “basketball” prediction may have been a consequence of the ball being in
the picture. Also note how the white apparel color and general arm positions of players
often match the test image of Barack Obama.
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desired correlation between a feature of the input (e.g., skin color) and one of the class
labels (e.g., a sport). In the interest of space, we leave a more detailed exploration of
this aspect to future work.

7.5

Evaluation of the Robustness of DkNNs

The lack of robustness to perturbations of their inputs is a major criticism faced by
DNNs. Like other ML techniques, deep learning is for instance vulnerable to adversarial
examples. Defending against these malicious inputs is difficult because DNNs extrapolate
with too much confidence from their training data (as we reported in Section 7.3.3). To
illustrate, consider the example of adversarial training [14, 16]. The resulting models
are robust to some classes of attacks because they are trained on inputs generated by
these attacks during training but they remain vulnerable to adapted strategies [88]. In
a direction orthogonal to defenses like adversarial training, which attempt to have the
model always output a correct prediction, we show here that the DkNN is a step towards
correctly handling malicious inputs like adversarial examples because it:
• outputs more reliable confidence estimates on adversarial examples than the softmax (Section 7.5.1)

• provides insights as to why adversarial examples a↵ect undefended DNNs. In the
applications considered, they target the layers that automate feature extraction

to introduce ambiguity that eventually builds up to significantly change the end
prediction of the model despite the perturbation magnitude being small in the
input domain (Section 7.5.2)
• is robust to adaptive attacks we considered, which modify the input to align its
internal representations with the ones of training points from a class that di↵ers
from the correct class of the input (see Section 7.5.3)

7.5.1

Identifying Adversarial Examples with the DkNN Algorithm

In Section 7.3, we found that outliers to the training distribution modeled by a DNN
could be identified at test time by ensuring that the model’s internal representations are
neighbored in majority by training points whose labels are consistent with the prediction. This is achieved by the conformal prediction stage of the DkNN. Here, we show
that this technique is also applicable to detect malicious inputs: e.g., adversarial examples. In practice, we find that the DkNN algorithm yields well-calibrated responses on
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Dataset

Attack

Attack Parameters

DNN

DkNN

MNIST

FGSM
BIM
CW

"=0.25
"=0.25, ↵=0.01, i=100
=0, c=10 4 , i=2000

27.1%
0.7%
0.7%

54.9%
16.8%
94.4%

SVHN

FGSM
BIM
CW

" = 0.05
"=0.05, ↵=0.005, i=20
=0, c=10 4 , i=2000

9.3%
4.7%
4.7%

28.6%
17.9%
80.5%

GTSRB

FGSM
BIM
CW

" = 0.1
"=0.1, ↵=0.005, i=20
=0, c=10 4 , i=2000

12.3%
6.5%
3.0%

22.3%
13.6%
74.5%

Table 7.3: Adversarial example classification accuracy for the DNN and
DkNN: attack parameters are chosen according to prior work. All input features were
clipped to remain in their range. Note that most wrong predictions made by the DkNN
are assigned low credibility (see Figure 7.6 and the Appendix).
these adversarial inputs—meaning that the DkNN assigns low credibility to adversarial
examples unless it can recover their correct class.
We craft adversarial examples using three representative algorithms: the Fast Gradient Sign Method (FGSM) [16], the Basic Iterative Method (BIM) [68], and the CarliniWagner `2 attack (CW) [66]. Parameters specific to each attack are reported in Table 7.3.
We also include the accuracy of both the undefended DNN and the DkNN algorithm on
these inputs. From this, we conclude that even though attacks successfully evade the
undefended DNN, when this DNN is integrated with the DkNN inference algorithm,
some accuracy on adversarial examples is recovered because the first layers of the DNN
output representations on adversarial examples whose neighbors in the training data are
in the original class (the true class of the image from which adversarial examples are
crafted).
We will come back to this aspect in Section 7.5.2 and conclude that the ambiguity
introduced by adversarial examples is marked by a large multi-set of candidate labels
in the first layers compared to non-adversarial inputs. However, the DkNN’s error rate
remains high, despite the improved performance with respect to the underlying DNN.
We now turn to the credibility of these predictions, which we left out of consideration
until now, and show that because the DkNN’s credibility on these inputs is low, they
can largely be identified.
In Figure 7.6, we plot reliability diagrams comparing the DkNN credibility on GTSRB
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(a) Softmax - FGSM

(b) DkNN - FGSM

(c) Softmax - BIM

(d) DkNN - BIM

(e) Softmax - CW

(f) DkNN - CW

Figure 7.6: Reliability Diagrams on Adversarial Examples: The DkNN’s credibility is better calibrated (i.e., it assigns low confidence to adversarial examples) than
probabilities output by the softmax of an undefended DNN. All diagrams are plotted
with GTSRB test data.
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(a) Softmax - FGSM

(b) DkNN - FGSM

(c) Softmax - BIM

(d) DkNN - BIM

(e) Softmax - CW

(f) DkNN - CW

Figure 7.7: Reliability Diagrams on Adversarial Examples: All diagrams are for
MNIST test data, see Figure 7.6 for details.
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(a) Softmax - FGSM

(b) DkNN - FGSM

(c) Softmax - BIM

(d) DkNN - BIM

(e) Softmax - CW

(f) DkNN - CW

Figure 7.8: Reliability Diagrams on Adversarial Examples: All diagrams are for
SVHN test data, see Figure 7.6 for details.
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adversarial examples with the softmax probabilities output by the DNN. Similar graphs
for the MNIST and SVHN datasets are found in Figures 7.7 and 7.8. Credibility is low
across all attacks for the DkNN, when compared to legitimate test points considered
in Section 7.3—unless the DkNN’s predicted label is correct as indicated by the quasilinear diagrams. Recall that the number of points in each bin is reflected by the red line.
Hence, the DkNN outputs a credibility below 0.5 for most inputs because predictions
on adversarial examples are not conformal with pairs of inputs and labels found in the
training data. This behavior is a sharp departure from softmax probabilities, which
classified most adversarial examples in the wrong class with a confidence often above 0.9
for the FGSM and BIM attacks. We also observe that the BIM attack is more successful
than the FGSM or the CW attacks at introducing perturbations that mislead the DkNN
inference procedure. We hypothesize that it outputs adversarial examples that encode
some characteristics of the wrong class, which would also explain its previously observed
strong transferability across models [68, 70, 88].
DkNN credibility is better calibrated than softmax probabilities. When the DkNN
outputs a prediction with high credibility, this often implies the true label of an adversarial example was recovered.
We conclude that the good performance of credibility estimates on benign out-ofdistribution data observed in Section 7.3 is also applicable to adversarial test data considered here. The DkNN degrades its confidence smoothly as adversarial examples push
its inputs from legitimate points to the underlying DNN’s error region. It is even able
to recover some of the true labels of adversarial examples when the number of nearest
neighboring representations in that class is sufficiently large.

7.5.2

Explaining DNN Mispredictions on Adversarial Examples

Nearest neighboring representations o↵er insights into why DNNs are vulnerable to small
perturbations introduced by adversarial examples. We find that adversarial examples
gradually exploit poor generalization as they are successively processed by each layer of
the DNN: small perturbations are able to have a large impact on the model’s output
because of the non-linearities applied by each of its layers. Recall Figure 7.1, where we
illustrated how this behavior is reflected by neighboring representations, which gradually
change from being in the correct class—the one of the corresponding unperturbed test
input—to the wrong class assigned to the adversarial example.
To illustrate this, we analyze the labels of the k = 75 nearest neighboring training
representations for each layer when predicting on adversarial data. We expect this num-
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Figure 7.9: Number of Candidate Labels among k = 75 Nearest Neighboring
Representations: Shown for GTSRB with clean and adversarial data across the layers
of the DNN underlying the DkNN. Points are centered according to the number of labels
found in the neighbors; while the area of points is proportional to the number of neighbors
whose label matches the DNN prediction. Representations output by lower layers of the
DNN are less ambiguous for clean data than adversarial examples (nearest neighbors are
more homogeneously labeled).
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Figure 7.10: Number of Candidate Labels among the k Nearest Neighboring
Representations: Shown for MNIST. See Figure 7.9 for a detailed interpretation.
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Figure 7.11: Number of Candidate Labels among the k Nearest Neighboring
Representations: Shown for SVHN. See Figure 7.9 for a detailed interpretation.
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ber to be larger for adversarial examples than for their legitimate counterpart because
this ambiguity would ultimately lead to the model making a mistake. This is what we
observe in Figures 7.9, 7.10 and 7.11. For both clean and adversarial examples, the
number of candidate labels (i.e., the multi-set of labels for the k training points with
nearest neighboring representations) decreases as we move up the neural architecture
from its input layer towards its output layer: the model is projecting the input in increasingly more abstract spaces that are better suited to classify the input. However,
adversarial examples have more candidate labels for lower layers than legitimate inputs:
they introduce ambiguity that is later responsible for the model’s mistake.
In addition, the number of candidate labels (those of the k = 75 nearest neighboring
training representations) that match the final prediction made by the DNN is smaller
for some attacks compared to other attacks, and for all attacks compared to legitimate
inputs. This is particularly the case for the CW attack, which is likely the reason
why the true label of adversarial examples it produces is often recovered by the DkNN
(see Table 7.3). Again, this lack of conformity between neighboring representations at
di↵erent layers explicitly characterizes weak support for the model’s prediction in its
training data.
Nearest neighbors provide a new avenue for measuring the strength of an attack: if
an adversarial example is able to force many of the k nearest neighboring representations
to have labels in the wrong class eventually predicted by the model, it is less likely to be
detected (e.g., by a DkNN or other techniques that may appear in the future) and also
more likely to transfer across models.
Targeting internal representations of the DNN is the object of Section 7.5.3, where
we consider such an adaptive attack that targets the internal representation of the DNN.

7.5.3

Robustness of the DkNN Algorithm to Adaptive Attacks

Our experimental results suggest that we should not only study the vulnerability of
DNNs as a whole, but also at the level of their hidden layers. This is the goal of feature
adversaries introduced by Sabour et al. [136]. Rather than forcing a model to misclassify, these adversaries produce adversarial examples that force a DNN to output an
internal representation that is close to the one it outputs on a guide input. Conceptually,
this attack may be deployed for any of the hidden layers that make up modern DNNs.
For instance, if the adversary is interested in attacking layer l, it solves the following
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optimization problem:
x⇤ = arg min kfl (x)
x

fl (x⇤ )k s.t. kx

x⇤ k  "

(7.5)

where the norm is typically chosen to be the `1 norm.

This strategy is a natural candidate for an adaptive attack against our DkNN classifi-

cation algorithm. An adversary aware that the defender is using the DkNN algorithm to
strengthen the robustness of its predictive model needs to produce adversarial examples
that are not only (a) misclassified by the DNN that underlies the DkNN algorithm but
also (b) closely aligned with internal representations of the training data for the class
that the DNN is mistakenly classifying the adversarial example in.
Hence, we evaluate the DkNN against feature adversaries. We assume a strong,
perhaps insider, adversary with knowledge of the training set used by the defender. This
ensures that we consider the worst-case setting for deploying our DkNN algorithm and
not rely on security by obscurity [196].
Specifically, given a test point x, we target the first layer l = 1 analyzed by the
DkNN, e.g., the output of the first convolutional layer in our experiments on MNIST
and SVHN. In our feature adversaries attack, we let the guide input be the input from
a di↵erent class whose representation at layer l = 1 is closest from the input we are
attempting to attack. This heuristic returns a guide input that is already semantically
close to the input being attacked, making it easier to find smaller pertubations in the
input domain (here, the pixel domain) that forces the predicted representation of the
input being attacked to match the representation of the guide input. We then run the
attack proposed by Sabour et al. [136] to find an adversarial input according to this
guide and n test the prediction of our DkNN when it is presented with the adversarial
input.
Figure 7.12 shows a set of adversarial images selected according to their order of
appearance SVHN test set (a similar illustration for MNIST is found in Figure 7.13).
Images are laid out on the grid such that the rows indicate the class they were originally
from (that is the correct class for the input that was attacked) and columns correspond
to the model’s prediction on the adversarial image. Although the adversarial images
depicted evade our DkNN algorithm in the sense that the images are not classified in
the class of the original input they were computed from, the perception of a human is
also a↵ected significantly: all images are either ambiguous or modified so much that
the wrong (predicted) class is now drawn in the image. In other words, when the attack
succeeded on MNIST (19.6% of the inputs at " = 0.3) and SVHN (70.0% of the inputs at
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Figure 7.12: Feature Adversarial Examples against our DkNN algorithm:
Shown for SVHN. Adversarial examples are organized according to their original label
(rows) and the DkNN’s prediction (columns).
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Figure 7.13: Feature Adversarial Examples against our DkNN algorithm:
Shown for MNIST (see Figure 7.12 for details)
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" = 0.1), it altered some semantics in order to have the adversarial input’s representation
match the representation of the guide input from a di↵erent class. This can be explained
by the fact that the adversary needs to target the representation output by the first layer
in order to ensure the DkNN algorithm will find nearest neighbors in the predicted class
when analyzing this layer.
The ambiguity of many adversarial images returned by the feature adversarial attack—
together with the small perturbation in `1 norm that these images have (0.3 for MNIST
and 0.1 for SVHN)—raises some questions about the methodology commonly followed

in the literature to evaluate adversarial example attacks and defenses. Indeed, the robustness of a machine learning model for a computer vision application (e.g., image
classification) is often defined as its ability to constantly predict the same class for all inputs found within an `p norm ball centered in any of the test set’s inputs. The existence
of inputs that are ambiguous to the human’s visual system in this ball suggests that we
should establish a di↵erent definition of the adversarial space that characterizes human
perception more accurately (perhaps one of the metrics used to evaluate compression
algorithms for instance [197]). Note that this is not the case in other application domains, such as adversarial examples for malware detection [44, 67], where an algorithmic
oracle is often available—such as a virtual machine running the executable as shown in
Xu et al. [69]. This suggests that future work should propose new definitions that not
only characterize robustness with respect to inputs at test time but also in terms of the
model’s training data.

7.6

Conclusions

We introduced the Deep k-Nearest Neighbors (DkNN) algorithm, which inspects the internals of a deep neural network (DNN) at test time to provide confidence, interpretability
and robustness properties. The DkNN algorithm compares layer representation predictions with the nearest neighbors used to train the model. The resulting credibility measure assesses conformance of representation prediction with the training data. When the
training data and prediction are in agreement, the prediction is likely to be accurate. If
the prediction and training data are not in agreement, then the prediction does not have
the training data support to be credible. This is the case with inputs that are ambiguous (e.g., some inputs contain multiple classes or are partly occluded due to imperfect
preprocessing) or were maliciously perturbed by an adversary to produce an adversarial
example. Hence, this characterization of confidence that spans the hierarchy of represen-
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tations within of a DNN ensures the integrity of the model. The neighbors also enable
interpretability of model predictions because they are points in the input domain that
serve as support for the prediction and are easily understood and interpreted by human
observers.
Our findings highlight the benefits of integrating simple inference procedures as ancillary validation of the predictions of complex learning algorithms. Such validation is a
potentially new avenue to provide security in machine learning systems. We anticipate
that many open problems at the intersection of machine learning and security will benefit from this perspective, including availability and integrity. We are excited to explore
these and other related areas in the near future.

Chapter

8

Directions for Secure Machine
Learning
Machine learning is undoubtedly disrupting society as it takes an increasingly important
part of decision-making processes—sometimes to the extent that models replace humans
and take decision autonomously—in domains like healthcare, energy, transportation or
education. Given the high dimensionality and complexity of input domains that machine
learning is applied to, models almost exhibit a large error space as one simply cannot
sample enough training data (or that data may not be available) to learn models that
capture all subtleties of the entire input domain. This results in a vulnerability of ML
models to adversaries who are able to systematically exploit the attack surface exposed.
In this thesis, I focused on attacks against integrity mounted at test time, when the
model is trained and deployed. My research first demonstrated that adversaries are not
only able to find adversarial examples that enable them to fully control the model’s
output in settings where they have access to the model, but also when they are able
to interact with the model through an oracle only. Indeed, by combining a reconnaissance phase—that extracts an approximate copy of the model targeted thanks to queries
answered by the oracle—together with the transferability of adversarial examples, my
work on black-box attacks against deep learning models showed that it was practical
for an adversary to mount powerful attacks with very limited knowledge—as showed
by the first demonstration of a properly-blinded black-box attack against a deep neural
network. This has direct implications for the benchmarking of systems deploying ML
in adversarial settings, including commercial cloud platforms exposing models through
APIs that return label predictions. Future work may draw connections with Probably
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Approximately Correct or Vapnik-Chervonenkis learning theories to characterize the adversarial e↵ort needed to perform the reconnaissance phase and bound the number of
queries needed to the model oracle before mounting a successful attack.
Beyond a principled characterization of the attack surface, this research also helps appreciate the difficulty of defending against adversarial examples. Indeed, a consequence
of the black-box strategy is that gradient masking, i.e., modifying gradients or altogether
making them null, does not make model robust to adversarial examples because the underlying model error space can still be located with the model copy extracted during
the black-box attack. Unfortunately, many intuitive defenses against adversarial examples, such as adversarial training (i.e., training the model on a mixture of legitimate and
adversarial data) or defensive distillation (i.e., training the model on confidence values
rather than class labels) lead to gradient masking, albeit in di↵erent forms. Future work,
in the spirit of Ensemble Adversarial Training [88], is needed to isolate the causes of gradient masking in these defenses and propose adaptations of these learning approaches
that do not su↵er from this failure of optimization. The pervasiveness of gradient masking, together with the high dimensionality of adversarial subspaces, explains in part why
defending against adversarial examples is so difficult.
In the last Chapter of this thesis, we show how the modularity of deep neural networks a↵orded by their layered architecture is the basis for a precise characterization of
their behavior at inference. Specifically, we found that by ensuring that the representations predicted at test time were consistent with representations learned on the model’s
training data, we were able to measure the nonconformity of predictions made by the
model. Using conformal prediction, this enables the defender to augment the output of
the model with estimates for the credibility of predictions. We found empirically that
this metric returned reliable estimates on inputs that were or were not sampled from
the training distribution. Indeed, the metric assigns higher credibility to predictions
made on legitimate test data and low credibility on inputs from classes not found in the
training data or those that were perturbed geometrically and using adversarial example
crafting algorithms. Future work is needed to improve the scalability of the nearest
neighbor search, in particular to enable the deployment of the approach in environments
with limited computing power or energy resources.
The outcome of this work also helps distinguishing vulnerabilities of the models that
stem purely from (a) their algorithmic design or (b) artifacts of the data sampled from
the unknown training distribution. This opens new directions for drawing connections
between security and the impact of AI in society. For instance, the DkNN has appli-

143
cations to increase the trust of the general public in machine learning technology by
contributing to the interpretability of model predictions: the DkNN provides explanations of these predictions with examplars from the training data. I expect that future
work will be able to refine these techniques to better explain both correct and wrong
predictions, including those that result in discrimination against minorities. Indeed, we
drew a connection between neighbors identified by the DkNN classifier and fairness in
ML: neighboring training points can be used by human observers to understand whether
the bias exposed by a discriminatory prediction comes from the training data itself or
the model learned or both.
As the security of machine learning models continues to improve through more reliable assessments of model confidence and learning algorithms that produce models whose
predictions are more robust when they extrapolate from training data, there will be a
growing need for a formal definition of the notion of robustness of learning in adversarial
settings. A strong and well-motivated definition can play a driver role similar to the
one of di↵erential privacy in the privacy community. This would for instance directly
facilitate research in the formal verification of neural networks.
To conclude, let me cite Economist Charles Goodhart who posited in 1975 that
“When a measure becomes a target, it ceases to be a good measure.” As ML makes
up an increasingly important part of the decision-making processes in our society it is
becoming a target. In particular, we as humans will have to satisfy ML models taking
decisions relevant to our well-being: e.g., admissions into colleges or whether our broker
should trade a particular stock. For this reason, adversaries will have incentives to
have models misbehave and we must continue to make progress towards the security of
machine learning broadly speaking—otherwise ML will cease to be a good measure.
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