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Abstract
The primary goal of this work is to analyze crowd scene videos to perform camera
calibration using a data-driven method. Instead of using video files that are already available for
performing computer vision research, the ones studied in this work have been recorded from
publicly available online livestream video sources. Doing this will help to test the feasibility of
calibrating remote webcams with minimal setup. Camera calibration is performed by studying
the relationship between a person's foot location and height in varying spatial regions throughout
the video frames. Obtaining information about a person's height as a function of foot location,
"good" detections of a pedestrian detector (detections with reasonable heights) are filtered from
the "bad" ones (detections with implausible heights). In the process, the camera's line of horizon
is also computed which is related to the elevation angle of the camera. The key focus of this
work includes generating video files of crowd scenes, filtering a pedestrian detector's results, and
computing the camera's line of horizon.
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Chapter 1. INTRODUCTION
The relation between a person in an image frame of video and their corresponding
locations in a real-life scene can be studied by performing camera calibration [1]. The problem
being studied in this thesis is camera calibration from unknown video sources. A data-driven
method is used for calibration of crowd scene videos recorded from online livestream video
sources. Analyzing the relationship between foot locations and heights of people throughout the
frames of the video helps in calibrating the camera. In this work, a robust estimation method that
is based on the RANSAC (Random Sample Consensus) algorithm is used to obtain a camera’s
line of horizon and to filter outputs from a pedestrian detector using a classifier mechanism.
The data set generated from an input video consists of data pairs of a person's foot
location and the corresponding height. A key step in obtaining these coordinates is to perform
pedestrian detection on a given input video. The output from the pedestrian detector is a data
structure describing a set of bounding boxes which are boxes placed around each detection made
by the detector. From this information, the row number of the bottom edge of each bounding box
and the height of each bounding box are obtained. The term "foot location" in this work denotes
the row number of the bottom edge of the bounding box, and the term "height" denotes the
height of the bounding box. Hence, a person's foot location and height in an image are
approximated by the row number of the bounding box's bottom edge and the box's height
respectively.
Following the terminology in [2], the "observed" value here is the foot location and the
value to be "inferred" is the height. Assuming a linear relationship between the foot location and
height (where the independent variable is the foot location and the dependent variable is the
height), the slope and y-intercept of the line of least squares regression is computed from the data
points. The RANSAC algorithm is used to perform robust estimation of these parameters by
separating inlier from outlier data points. The variance of the inliers is then computed based on
the slope and y-intercept values.
The slope, y-intercept, and variance comprise the three parameters of the probability
distribution of the height given an observed foot location. This information helps in
approximately determining whether a particular detection made by the pedestrian detector is
actually a person or not (based off of what the height should be given a specific foot location) as
well as in computing the horizon line of the camera. Given detections from the pedestrian
detector primarily being used in this work [3, 4, 5], the classifier mechanism developed in this
work shows higher accuracy as compared to the raw detector results.
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Chapter 2. BACKGROUND
The work presented in [1] provides a framework for autocalibration of several cameras
through joint optimization using robust statistical estimation methods. Here, calibration of
remote webcams is performed using a simpler regression model. The process of predicting a
continuous value describing the world state given observed data is known as regression [2]. A
discriminative regression model describes a probability distribution of the world state value
given the observed data value [2]. In this work, the observed value is a particular foot location of
a person in an image approximated by the row number of the bottom edge of the bounding box.
The world state value is the height of the person corresponding to this foot location
approximated by the height of the bounding box. The probability distribution of heights given a
particular observed foot location will be represented by a normal distribution with mean ϕ0 + ϕ1xi
and variance σ2, where "xi" is the observed foot location.
Let's assume that (xi, wi) represents a data pair where xi is the foot location and wi is the
height of the bounding box. The following discriminative regression model can be used to
represent the distribution of heights at a particular foot location: P(wi | xi, θ) = Norm(ϕ0 + ϕ1xi, θ)
[2]. Here, θ = {ϕ0, ϕ1, σ2}. The expression ϕ0 + ϕ1xi is the mean, or expected value, of the height
wi given an observed foot location xi. Assuming "N" represents the number of data points in the
data set and that the points are independently and identically distributed, the following
mathematical expressions show how to obtain the joint likelihood function of the parameters θ =
{ ϕ0, ϕ1, σ2} for the data points (xi, wi) with "i" ranging from 1 to N.
P(wi | xi, θ) = Normwi(ϕ0 + ϕ1xi, σ2)
P(w1,…,wN | x1,…,xN, θ) = ∏N
i = 1 P(wi | xi , θ)
2
So, P(w1,…,wN | x1,…,xN, θ) = ∏N
i = 1 Normwi (ϕ0 + ϕ1 xi , σ ) where
2
P(wi | xi, θ) = Normwi(ϕ0 + ϕ1xi, σ )
=

1

exp [-0.5
2

(wi - (ϕ0 + ϕ1 xi ))2
σ2

√2πσ

].

The following shows the maximum likelihood estimators (MLE) for ϕ0, ϕ1, and σ2:
ϕ1 =

ϕ0 =

σ2 =

N
N
N ∑N
i = 1 xi wi − ∑i = 1 wi ∑i = 1 xi
N
2
N ∑N
i = 1 xi − (∑i = 1 xi )

(∑N
i = 1 wi )
N

-

2

2

N
(∑N
i = 1 xi )(∑i = 1 xi wi )
N
2
N ∑N
i = 1 xi − (∑i = 1 xi )

∑N
i = 1(wi − (ϕ0 + ϕ1 xi ))

2

+

N
(∑N
i = 1 xi ) (∑i = 1 wi )
N
2
N2 ∑N
i = 1 xi − N(∑i = 1 xi )

2

2

N

“N” represents the number of data points, “xi” represents the foot location, and “wi” represents
the corresponding height. The variance is calculated by first obtaining the sum of the squares of

2

the difference between the given height and the corresponding expected height, and then this
sum is divided by the number of data points.
Using ground truth data from ‘MOT16-05’ obtained from [6], the values for ϕ0, ϕ1, σ2
were obtained to be -379.6316, 1.7488, and 691.3263 respectively. Figures 1 and 2 show a
sample of the ground truth bounding boxes and the best fit (MLE) regression line with slope, ϕ1,
and y-intercept, ϕ0, through the data points, respectively.

1. Ground truth data obtained from [6]

2. The line of best fit and line of best fit plus/minus 2 standard deviations
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Chapter 3. GENERATING DATASETS
Crowd scene videos that are already available for research can be obtained from sources
such as [6]. However, the video datasets used in this research were recorded from publicly
available online livestream video sources [7, 8, 9, 10, 11]. The goal was to be able to record
these videos in an automatic manner where the length of recording and other information can be
specified by the user. The videos studied here were recorded by running the “ffmpeg” command
obtained from [12]. For example, the following shows the command used to generate the video
file “nycOct14.mp4”:
ffmpeg –i http://video3.earthcam.com/fecnetwork/9974.flv/playlist.m3u8 -t 30 -c copy bsf:a aac_adtstoasc nycOct14.mp4
In this command, the link to the video file must be provided. For example, the link for the source
of the video file in the above command is
“http://video3.earthcam.com/fecnetwork/9974.flv/playlist.m3u8”. The number after the time
parameter “-t” specifies the length of the recording in seconds while the last part of the command
denotes the name of the output file. The link for the source of the video file is not the same as the
link for the website where the video resides [13]. The correct link for the “ffmpeg” command can
be found in the HTML source code (obtained by right-clicking the webpage and selecting “View
Source”) of the webpage generally.
However, for a particular online livestream video, the entire “.m3u8” link might not be
available directly in the HTML source code. In this case, closer inspection of the code is required
in order to find the relevant components of the link. For example, the link
“http://video3.earthcam.com/fecnetwork/9974.flv/playlist.m3u8” was not directly available in
the HTML source code. In the code, the following relevant components had to be found:
“android_livepath”: “\/fecnetwork\/9974.flv\/playlist.m3u8” [7]
“streamingdomain”: “rtmp:\/\/video3.earthcam.com” [7]
These two components combined formed the final link
“http://video3.earthcam.com/fecnetwork/9974.flv/playlist.m3u8” which was used as the input
source for the “ffmpeg” command. The video files “nycOct14.mp4”, “WallStOct14.mp4”,
“OceanDriveOct13.mp4”, “MyrtleBeachOct13.mp4”, and “FifthAvenueOct13.mp4” were
generated by recording from the online livestream video websites [7], [8], [9], [10], and [11]
respectively.
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Chapter 4. PEDESTRIAN DETECTORS
The purpose of using a pedestrian detector in this work was to obtain data pairs of foot
locations and corresponding heights of people in crowd scene videos. Several types of pedestrian
detectors are available to carry out research in the field of computer vision. The difference
between these detectors lie in the theory used to develop them. For example, the pedestrian
detector described in [3, 4, 5] is based on deformable part models. The deformable part model
described in [14] uses two scales of HOG (histogram of gradient) features. Here, a part template
and a rigid template are used to obtain fine and course features respectively [14]. Furthermore,
the built-in MATLAB pedestrian detector [15] uses a combination of a SVM classifier and HOG
features to perform pedestrian detection.
As described in [16], each cell (or a particular spatial region of an image) is associated
with a collection of different gradient orientations representing the varying intensity gradients
computed at that location. A person is represented by the total collection of these gradient
orientations spanning all cells of their bounding box in the image [16]. One of the final steps of
detection is performed by a linear SVM which determines whether a computed representation
vector is that of a person or not [16]. In addition to using the deformable parts model or HOG
features, some state-of-the-art pedestrian detectors rely on finding the skeletons of the people
being detected [17]. Different parts of a person are connected together via edges where the parts
represent the nodes of the graph (or skeleton), and in the step where detection of a person is
performed, the skeleton is analyzed to determine whether the skeleton is of a person or of
another object [17].
The built-in MATLAB pedestrian detector [15] was used in the initial stages of this
research. However, due to poor results, it was later replaced with the pedestrian detector based
on deformable part models [3, 4, 5]. A significant problem while using the built-in MATLAB
pedestrian detector was that detections were dependent on the size of the people in the image. If
the people in the image were too small, then the video frames had to be resized in order to obtain
detections. However, resizing the images led to numerous false detections as well.
The pedestrian detector primarily used in this work was one based on deformable part
models [3, 4, 5]. This detector places bounding boxes around individual parts of the body, and
several of these bounding boxes form the detection of a single person enclosed within another
bounding box. One of the advantages of using this pedestrian detector was that it did not require
the input images to be resized. Furthermore, the use of deformable part models allowed for a
greater quantity of better detections as compared to the built-in MATLAB pedestrian detector
outputs which resulted in a greater number of true positives.
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Chapter 5. DESIGN FRAMEWORK
Robust Estimation Method using RANSAC
The primary purpose of this work is to analyze the correlation between height and foot
locations of people throughout the frames of a given input video dataset. The data is then further
analyzed to obtain specific parameters of the camera such as its line of horizon.
A major component of the framework is the generation of the dataset that will be used for
the RANSAC algorithm. In order to generate this data, every tenth frame of the video is saved as
a ‘.jpg’ file. The sampling interval being used is 10. This file (a particular frame of the video in
the format of an image) will be used as the input to the pedestrian detector. The output of the
pedestrian detector is then saved as another ‘.jpg’ file. This output image, corresponding to a
frame in the video, has bounding boxes around each detection made by the pedestrian detector.
The data that will be used in the RANSAC algorithm is a list of data pairs of foot locations and
corresponding heights. The foot location is approximated by the row number in the image of the
bounding box’s bottom edge, and the height is approximated by the bounding box’s height. This
information is obtained for all the bounding boxes in a frame, and this process is done for every
tenth frame in the video. These coordinate values are computed by using the data structure
returned as a part of the pedestrian detector’s output. The data structure contains information
about each bounding box present in the image. In the case of the pedestrian detector which is
based on deformable part models [3, 4, 5], this data structure is a table with five columns. The
value in the fourth column denotes the row number of the bottom edge of the bounding box. The
height of the bounding box needs to be computed by subtracting the value in the second column
from the value in the fourth column. Here, the number in the second column is the row number
of the top edge of the bounding box.
After these coordinates are stored in a proper data structure, the next major component of
the program is the RANSAC algorithm which operates on the list of (foot location, height)
coordinates to generate the plot. The following steps outline the main parts of this algorithm:

1. Two points are randomly selected from the set of (x, y) coordinates.
2. A line is fit to these two points by applying least-squares regression using MATLAB’s
“regress” function [18].
3. The distance of the remaining points to this line is computed and stored using the formula
from [19].
4. A random distance threshold is set.
5. The points that lie within this threshold are denoted as inliers.
6. The number of inliers are counted and the max count (amongst all the iterations of these
steps thus far) is updated accordingly.
7. The set of inliers and outliers are saved temporarily for each iteration.
8. Steps 1-7 are repeated for a certain number of iterations. (The number of iterations can be
chosen arbitrarily.)
9. After all the iterations, the set of inliers with the maximum number of inliers and the
corresponding set of outliers have been generated.
10. The MATLAB “regress” function [18] is run on the set of data points from step 9.
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Generating Ground Truth Results
Figures 3 through 22 show the inliers, the line of best fit through these inliers, a line that
is 3 standard deviations above the line of best fit, a line that is 3 standard deviations below the
line of best fit, and a ground truth line. The ground truth line is the line of best fit generated by
applying least-squares regression on a set of data points which represent true detections of
pedestrians in the scene.

Computing Horizon Line and Optimal Threshold
The slope of the line of best fit through the inliers (the line generated by the RANSAC
algorithm) represents the value for ϕ1, and the y-intercept represents the value for ϕ0 where ϕ0 +
ϕ1xi is the expected value (or mean) of the height (wi) given an observed foot location, xi, as
described previously. The variance, σ2, of the inliers is then computed given ϕ0 and ϕ1. In
addition, the line of horizon of the camera is also computed. The horizon line is the row number
in the image where the height is 0. So, the dependent variable is set to 0 in order to solve for this
row number. Hence, the horizon line is the ratio of the y-intercept of the line of best fit to the
slope multiplied by -1. The horizon line represents the location where, in the limit, a person
walks infinitely far away on the ground plane. Hence, the height in this case is zero.
An optimal threshold refers to a particular distance threshold of the RANSAC algorithm.
This particular threshold is optimal as it is the threshold which generates the smallest error
(where the error metric being used is squared error loss).

Classifier Mechanism
After estimating parameters of a statistical model relating pedestrian size versus location
in the image, we use this information to build a new classifier (on top of the pedestrian detector
based on the deformable part models [3, 4, 5]) that filters detections based on expected size. The
main purpose of the classifier framework is to predict an output from the detector to be either a
person or not a person. If the classifier is given a true positive from the detector, then the two
possible categories for the classifier’s prediction will be a true positive (prediction made by
classifier was a person) or a false negative (prediction made by classifier was not a person). In
this case, the true positive is an inlier since it falls within a certain number of standard deviations
of the expected height value which is determined using the values ϕ0, ϕ1, and σ2 that were
previously obtained using the robust estimation method based on the RANSAC algorithm.
Further, in this case, the false negative is an outlier since it does not fall within a certain number
of standard deviations of the expected height. If the classifier is given a false positive from the
detector, then the two possible categories for the classifier’s prediction will be a false positive
(prediction made by classifier was a person) or a true negative (prediction made by classifier was
not a person). In this case, the false positive is an inlier as it falls within the range of a certain
number of standard deviations of the expected height while the true negative is an outlier since it
falls outside of this range. Note that ϕ0, ϕ1, and σ (the standard deviation which was saved along
with the variance) are computed values specific to each individual input video dataset.

7

Chapter 6. RESULTS
The plots in Figures 3 through 22 show the (foot location, height) data points for the
videos. The inliers are represented as blue data points while the outliers are orange. The leastsquares regression line determined by applying a RANSAC-based robust estimation method is
shown by the red line while the green line represents the ground truth. The two black lines
correspond to plus and minus three standard deviations of the red line.
Figures 3 through 6 show the plots of “Height vs. Foot Location” generated for the video file
“nycOct14.mp4”. Here, the number of iterations for the RANSAC algorithm was 50,000.

3. Plot for “nycOct14.mp4”,
threshold = 10

5. Plot for “nycOct14.mp4”,
threshold = 35

4. Plot for “nycOct14.mp4”,
threshold = 20

6. Plot for “nycOct14.mp4”,
threshold = 50
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Figures 3 through 6 show that the RANSAC-based robust estimation method worked well as the
best fit line is similar to the ground truth line regardless of the presence of several outliers.
Figures 7 through 10 show the plots of “Height vs. Foot Location” generated for the video file
“WallStOct14.mp4”. Here, the number of iterations for the RANSAC algorithm was 50,000.

7. Plot for “WallStOct14.mp4”,
threshold = 10

9. Plot for “WallStOct14.mp4”,
threshold = 35

8. Plot for “WallStOct14.mp4”,
threshold = 20

10. Plot for “WallStOct14.mp4”,
threshold = 50
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Figures 7 through 10 also show that the robust estimation method worked well since the
RANSAC and ground truth lines are similar. However, “nycOct14.mp4” generated results which
show that the RANSAC and ground truth lines are more similar.
Figures 11 through 14 show the plots of “Height vs. Foot Location” generated for the video file
“OceanDriveOct13.mp4”. Here, the number of iterations for the RANSAC algorithm was
100,000.

11. Plot for “OceanDriveOct13.mp4”,
threshold = 10

12. Plot for “OceanDriveOct13.mp4”,
threshold = 20

13. Plot for “OceanDriveOct13.mp4”,
threshold = 35

14. Plot for “OceanDriveOct13.mp4”,
threshold = 50
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Figure 11 shows that the method failed due to a very low threshold used to determine the inliers.
Figures 15 through 18 show the plots of “Height vs. Foot Location” generated for the video file
“MyrtleBeachOct13.mp4”. Here, the number of iterations for the RANSAC algorithm was
100,000.

15. Plot for “MyrtleBeachOct13.mp4”,
threshold = 10

17. Plot for “MyrtleBeachOct13.mp4”,
threshold = 35

16. Plot for “MyrtleBeachOct13.mp4”,
threshold = 20

18. Plot for “MyrtleBeachOct13.mp4”,
threshold = 50
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Figures 19 through 22 show the plots of “Height vs. Foot Location” generated for the video file
“FifthAvenueOct13.mp4”. Here, the number of iterations for the RANSAC algorithm was
100,000.

19. Plot for “FifthAvenueOct13.mp4”,
threshold = 10

21. Plot for “FifthAvenueOct13.mp4”,
threshold = 35

20. Plot for “FifthAvenueOct13.mp4”,
threshold = 20

22. Plot for “FifthAvenueOct13.mp4”,
threshold = 50
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Figures 15-22 show that the input videos “MyrtleBeachOct13.mp4” and
“FifthAvenueOct13.mp4” are failure cases. The reason might be due to sparse data in the videos
which include false detections. This leads to erroneous results because the presence of false
detections in a sparse data set leaves very few data points for analysis which are true positives.
One of the steps of the RANSAC algorithm implemented in this work is to set a distance
threshold which in turn plays a role in distinguishing inliers from the outliers. Instead of
arbitrarily deciding on a distance threshold to use in the algorithm, an optimal threshold can be
used instead. An optimal threshold in this work represents a specific threshold for a video dataset
for which the error between the ground truth slope and the experimental slope (ϕ1 generated by
RANSAC) is the smallest. The error metric being used is the squared error loss computed by
squaring the difference between the actual and experimental values.
Figures 23 through 25 show the optimal threshold plots generated for the specific video
files “nycOct14.mp4”, “OceanDriveOct13.mp4”, and “MyrtleBeachOct13.mp4”. The video files
“nycOct14.mp4”, “OceanDriveOct13.mp4”, and “MyrtleBeachOct13.mp4” have optimal
thresholds of 12, 23, and 49 respectively. A threshold that falls in the low error range of the plot
can be chosen as a viable optimal threshold.

23. Optimal threshold plot of
“nycOct14.mp4”

24. Optimal threshold plot of
“OceanDriveOct13.mp4”

25. Optimal threshold plot of
“MyrtleBeachOct13.mp4”
13

Chapter 7. DISCUSSION OF RESULTS

Relation between Threshold and Horizon Line
Table 1 summarizes the results of the slopes generated via the RANSAC algorithm as well as the
line of horizon for the video files being analyzed in Figures 3 through 22.
Video A: “nycOct14.mp4”
Video B: “WallStOct14.mp4”
Video C: “OceanDriveOct13.mp4”
Video D: “MyrtleBeachOct13.mp4”
Video E: “FifthAvenueOct13.mp4”

Slope

Horizon
line

Threshold
10
20
35
50
10
20
35
50

Video A
0.3833
0.3562
0.3583
0.3338
118.3999
105.0472
99.1635
68.4014

Video B
0.0592
0.0534
0.0585
0.0688
-1.7388e+03
-2.0211e+03
-1.8526e+03
-1.5350e+03

Video C
1.2042
0.3377
0.1952
0.1975
446.0706
157.0653
-172.1722
-167.1078

Video D
6.3929
3.9944
1.4472
0.3824
605.7504
590.9690
504.5305
245.5033

Video E
2.9235
0.2208
0.1813
0.1841
625.5951
-246.5297
-518.0778
-468.9567

1. Slope and Horizon line values for Videos A-E

Table 2 shows the ground truth slope values generated for Videos A-E.

Ground truth
slope

Video A
0.3669

Video B
0.0909

Video C
0.2552

Video D
0.1840

Video E
0.0003

2. Ground truth slope values for Videos A-E
(The ground truth slope values are likely to vary depending on which detections are chosen for
the ground truth slope calculation.)
The horizon line denotes the row number of the image (this row number could also lie off
of the image) for which the height is zero. For Videos A and D, as the threshold increases from
10 to 50, the line of horizon decreases. No specific relation between the change in distance
threshold and the corresponding horizon line row number can be obtained for the other videos.
Video A (“nycOct14.mp4”) was the video with the densest crowds as compared to the other four
videos. So, due to more data being present, the difference between the theoretical slope value (or
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ground truth slope value) and the experimental slope values (at varying distance thresholds) was
less as compared to the difference between the ground truth and experimental values of videos
with much more sparse crowds such as Video E (“FifthAvenueOct13.mp4”). So, from this
information, it can be deduced that analyzing datasets with a high crowd density leads to a higher
probability of generating more accurate results. The video with the largest difference between its
ground truth slope and experimental slope values (at varying thresholds) as compared to the
other videos is “FifthAvenueOct13.mp4”. The reason for this might lie partly in the fact that the
people in the frames of this video were significantly smaller than the people in the other four
videos. So, the location of the camera of this video was at a much higher elevation as compared
to the other camera elevations for the other video files which is why not many true detections
were outputted by the detector for this particular input. Therefore, the ground truth slope
obtained was approximately zero because it was challenging to obtain true detections spanning a
range of heights.

Results of Classifier based on Robust Estimation Method using RANSAC
Experimental values were obtained for ϕ0, ϕ1, and σ2 by applying a robust estimation
method based on the RANSAC algorithm. These three values constitute a classifier that predicts
a detection from the pedestrian detector based on deformable part models [3, 4, 5] to be either a
person or not a person. If the height (given the foot location of the detection) falls within a
certain number of standard deviations of the expected height (ϕ0 + ϕ1x, where “x” is the foot
location), then this detection is an inlier. If it falls outside this range, this detection is an outlier.
The predictions made by the classifier can be categorized into four categories: true positives,
false negatives, false positives, and true negatives. A true positive is a detection which is a
person in reality and is predicted to be a person by the classifier. A false negative is a detection
which is a person in reality and is predicted to not be a person by the classifier. A false positive
is a detection which is not a person in reality and is predicted to be a person by the classifier. A
true negative is a detection which is not a person in reality and is predicted to not be a person by
the classifier. The detections made by the detector can be categorized into two categories: true
positives and false positives.
When the input to the classifier is a detection which is a person in reality (a true positive
from the detector), then the number of inliers denote the number of true positives of the classifier
while the number of outliers denote the number of false negatives of the classifier. When the
input to the classifier is a detection which is not a person (a false positive from the pedestrian
detector), then the number of inliers denote the number of false positives of the classifier while
the number of outliers denote the number of true negatives of the classifier. Tables 3 through 14
show the results of the classifier and the pedestrian detector data for the videos “nycOct14.mp4”,
“WallStOct14.mp4”, and “OceanDriveOct13.mp4”. “TP”, “FN”, “FP”, and “TN” denote true
positives, false negatives, false positives, and true negatives respectively.
For Tables 3 through 5, the values for ϕ0, ϕ1, and standard deviation for “nycOct14.mp4” used to
generate the following results were -35.5303, 0.3583, and 17.5272 respectively. For Tables 7
through 9, the values for ϕ0, ϕ1, and standard deviation for “WallStOct14.mp4” used to generate
the following results were 108.3464, 0.0585, and 16.1388 respectively. For Tables 11 through
13, the values for ϕ0, ϕ1, and standard deviation for “OceanDriveOct13.mp4” used to generate
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the following results were 33.6069, 0.1952, and 17.2216 respectively. These numbers were
generated from the experiment where the distance threshold was set to 35.

Reality

Predicted by classifier
Person
Not a person
Person
86/155 =
34/155 =
55.5% (TP)
21.9% (FN)
Not a person
1/155 = 0.6%
34/155 =
(FP)
21.9% (TN)
3. Classifier results for “nycOct14.mp4”,
number of standard deviations = 1

Reality

Predicted by classifier
Person
Not a person
Person
112/155 =
8/155 = 5.2%
72.3% (TP)
(FN)
Not a person
4/155 = 2.6%
31/155 = 20%
(FP)
(TN)
4. Classifier results for “nycOct14.mp4”,
number of standard deviations = 2
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Reality

Predicted by classifier
Person
Not a person
Person
117/155 =
3/155 = 1.9%
75.5% (TP)
(FN)
Not a person
7/155 = 4.5%
28/155 =
(FP)
18.1% (TN)
5. Classifier results for “nycOct14.mp4”,
number of standard deviations = 3

Person
Not a person

Deformable part models pedestrian detector
[3, 4, 5]
120/155 = 77.4% (TP)
35/155 = 22.6% (FP)
6. Deformable part models pedestrian detector
[3, 4, 5] data for “nycOct14.mp4”
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Reality

Predicted by classifier
Person
Not a person
Person
53/97 = 54.6% 25/97 = 25.8%
(TP)
(FN)
Not a person
1/97 = 1% (FP) 18/97 = 18.6%
(TN)
7. Classifier results for “WallStOct14.mp4”,
number of standard deviations = 1

Reality

Predicted by classifier
Person
Not a person
Person
73/97 = 75.3%
5/97 = 5.2%
(TP)
(FN)
Not a person
1/97 = 1% (FP) 18/97 = 18.6%
(TN)
8. Classifier results for “WallStOct14.mp4”,
number of standard deviations = 2

Reality

Predicted by classifier
Person
Not a person
Person
78/97 = 80.4% 0/97 = 0% (FN)
(TP)
Not a person
2/97 = 2.1%
17/97 = 17.5%
(FP)
(TN)
9. Classifier results for “WallStOct14.mp4”,
number of standard deviations = 3

Person
Not a person

Deformable part models pedestrian detector
[3, 4, 5]
78/97 = 80.4% (TP)
19/97 = 19.6% (FP)
10. Deformable part models pedestrian detector
[3, 4, 5] data for “WallStOct14.mp4”
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Predicted by classifier
Person
Not a person
Person
11/42 = 26.2%
5/42 = 11.9%
(TP)
(FN)
Not a person
8/42 = 19%
18/42 = 42.9%
(FP)
(TN)

Reality

11. Classifier results for “OceanDriveOct13.mp4”,
number of standard deviations = 1

Predicted by classifier
Person
Not a person
Person
16/42 = 38.1% 0/42 = 0% (FN)
(TP)
Not a person
16/42 = 38.1% 10/42 = 23.8%
(FP)
(TN)

Reality

12. Classifier results for “OceanDriveOct13.mp4”,
number of standard deviations = 2

Predicted by classifier
Person
Not a person
Person
16/42 = 38.1% 0/42 = 0% (FN)
(TP)
Not a person
20/42 = 47.6%
6/42 = 14.3%
(FP)
(TN)

Reality

13. Classifier results for “OceanDriveOct13.mp4”,
number of standard deviations = 3

Person
Not a person

Deformable part models pedestrian detector
[3, 4, 5]
16/42 = 38.1% (TP)
26/42 = 61.9% (FP)
14. Deformable part models pedestrian detector
[3, 4, 5] data for “OceanDriveOct13.mp4”
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In the process of generating this data, true positives and false positives from the pedestrian
detector based on the deformable part models [3, 4, 5] had to be manually selected. While doing
this, different detections selected at times were the same person in approximately the same
location in different frames. Frames 15, 45, 75, 105, and 135 were chosen for analysis for each of
the three video sequences.

Conclusion
The video datasets used in this research reflect a variation in the density of crowds
present in the scenes. For sequences with low density crowds, the results proved to be erroneous.
A challenging task here was to generate a ground truth slope due to the lack of detections
spanning a range of different foot locations and heights. However, for sequences with higher
density crowds, the results were better. It was seen that for particular videos, the line of horizon
decreased as the distance threshold increased.
The accuracy of a classifier based on the values obtained from the robust estimation
method based on the RANSAC algorithm can be compared to the accuracy of the pedestrian
detector based on the deformable part models [3, 4, 5] using the results presented in Tables 3
through 14. The general observation that can be made from this data is that for three standard
deviations, the percentage of false positives is significantly lower for the classifier than that of
the detector. In these cases, the percentage of true positives is slightly less for the classifier as
compared to the detector or is the same. The significant decrease in the false positives for the
classifier indicates that it is able to successfully filter out several of the incorrect detections
outputted by the detector. For one and two standard deviations, the percentage of true positives
show a significant decrease even though the false positives decrease. The way the classification
mechanism was implemented, the percentage of true positives cannot increase. However, the
observation that the percentage of false positives decreases shows that this classifier will be able
to filter any pedestrian detector’s outputs successfully.
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