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ABSTRACT

The notion of a Network-on-Chip (NoC) is rapidly gaining a foothold as the
communication fabric in complex System-on-Chip (SoC) architectures including recent MultiCore architectures. Scalability is the NoC's most valuable asset, which makes it ideal for larger
designs. However, the NoC architectures have intrinsic challenges from various aspects such as
reliability issues stemming from the deep sub-micron technology, and more stringent requirement
for high-performance and low-power consumption for multi-core chips. A plethora of research
has been conducted in these areas and along this line, in this thesis, I present a set of techniques
targeting high-performance, energy-efficient, and reliable NoC architectures.
The advent of deep sub-micron technology has exacerbated reliability issues in on-chip
interconnects. In particular, single event upsets, such as soft errors, and hard faults are rapidly
becoming a force to be reckoned with. This spiraling trend highlights the importance of detailed
analysis of these reliability hazards and incorporation of comprehensive protection measures into
all Network-on-Chip (NoC) designs. In this thesis, I examine the impact of transient/permanent
failures on the reliability of on-chip interconnects and develop comprehensive counter-measures
to either prevent or recover from them. In this regard, I propose several novel schemes to remedy
various kinds of error symptoms, while keeping area and power overhead at a minimum. The
proposed solutions are architected to fully exploit the available infrastructures in an NoC and
enable versatile reuse of valuable resources.
On the other hand, increasingly diminishing feature sizes have rendered the interconnect
as the primary bottleneck in terms of both latency and power consumption in on-chip systems. It
is, therefore, imperative to optimize the network infrastructure to maximize performance.
Research has primarily focused on architectural improvements within the router and the
development of deadlock avoidance/recovery schemes. The latter tend to rely on fairly complex
algorithms, which are sometimes infeasible to implement in NoCs due to their resourceconstrained nature. In this thesis, I introduce a new NoC topology and architecture which injects
data into the network using four sub-NICs (Network Interface Controllers), rather than one NIC,
per node. The proposed scheme achieves significant improvements in network latency and energy
consumption with only negligible area overhead and complexity over existing architectures. Most
importantly, this implementation is inherently deadlock-free, thus eliminating the need to rely on
specialized, resource-hungry algorithms for deadlock avoidance.
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In an effort to improve network performance, I also propose a dynamic path management
scheme that exploits network traffic information during switch arbitration. Consequently, flits
transferred across frequently used paths are expedited by traversing a reduced router pipeline.
This technique also allows pipeline bypassing for frequent paths, further improving the
performance while incurring only minimal area / power overhead.
Recent introduction of 3D chip design methodologies encourages 3D NoC architecture.
Since three dimensional (3D) integration has emerged to mitigate the interconnect delay problem,
exploring the NoC design space in 3D can provide ample opportunities for designing high
performance and energy-efficient NoC architectures. However, without proper countermeasures
against its inherent flaws such as thermal problem and increased vulnerability to error sources, its
advantage would be despoiled. In this thesis, I propose a 3D stacked NoC router architecture,
called MIRA, which unlike the 3D routers in previous works, is stacked into multiple layers and
optimized to reduce overall area requirements and power consumption. I discuss the design
details of a four-layer 3D NoC and its enhanced version with additional express channels, and
compare them against a (6×6) 2D design and a base line 3D design. The proposed multi-layered
NoC routers can outperform the 2D and naïve 3D designs in terms of performance and power.
In summary, the overall aim of this research is to design high-performance, energyefficient, and reliable on-chip networks considering advanced technologies applicable to NoCs.
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Chapter 1

Introduction

The recent technology advances in deep sub-micron technology has enabled higher
integration of functional modules within a single chip. This state-of-the-art technology introduced
a new paradigm in chip design methodology and many recent high performance chips are
developed based on such multi-core concepts [1]. While this has proven beneficial in terms of
overall performance, there are still many challenges posed by this new technique mainly due to
the reduced feature size in deep sub-micron technologies. Particularly, the interconnection
between functional modules (IP blocks) becomes problematic since on-chip traffic increases
dramatically and the traffic behavior becomes more complicated as the number of IP blocks
increases. As a result, the on-chip interconnects turn into a critical bottleneck in terms of
performance and power consumption. A recent study showed that up to 77% of the overall delay
in a SoC chip can come from the interconnect in the 65nm regime [2].
Traditional on-chip interconnects have been implemented mostly using a shared bus
architecture but due to its limited scalability, it becomes less suitable in meeting the requirements
of the future multi-core environment. As an alternative, recently, the concept of packet-based onchip communication networks, also known as network-on-chip (NoC) architectures, has been
introduced [3, 4] as a successor of the shared bus architecture to address the challenges of
increasing interconnect complexity. NoCs are scalable, much like traditional macro networks, and
are seen as the prime candidate to form the network infrastructure of complex SoCs of the future,
allowing concurrent transfer in the network. NoCs, however, pose several design challenges
emanating from their inherently stringent resource constraints; namely, area and power
limitations. These limitations dictate the choice of routing algorithms and protocols, as well as the
architectural implementation. Also, as we are entering the deep sub-micron regime, ensuring
reliable operation becomes another key issue in NoC designs.
As NoCs become de-facto standards in on-chip interconnection, both academia and
industry have spotlighted such issues and they demand huge research effort. In this regards,
exploration on the design of high-performance, energy-efficient, and reliable NoC architectures is
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of great importance and in this thesis, I investigate the challenges and present several techniques
in an effort to tackle and resolve them as summarized below.
With aggressive technology scaling, NoCs are becoming more vulnerable to various
types of errors. The errors can by classified into two broad categories – transient and permanent
errors. Transient errors such as soft upsets of the data or control signals can be caused by sources
like cross-talks, coupling noise and transient faults, etc. [5]. They can possibly degrade the
integrity of the data and/or corrupt the control signals and as a result, lead to abnormal and invalid
behavior of the system. Among them, while combinational logic circuits have traditionally been
considered less prone to soft errors than memory elements, rapidly diminishing feature sizes and
increasing clock frequencies are exacerbating their prominence. In fact, recent studies predict that
the soft error rate (SER) per chip of logic circuits will become comparable to the SER per chip of
unprotected memory elements by 2011 [6]. The lack of protection from logic errors implies that
soft errors afflicting a router's logic would escape the error detecting/correcting measures because
they do not actually corrupt the data, but, instead, cause erroneous behavior in the functionality of
the routing process. Therefore, it is imperative to provide robust protection against such upsets.
Similarly, hardware resources such as logics or functional modules can become
permanently faulty making them unusable. These permanent faults, caused mainly from the
accelerated aging effects such as Hot Carrier Effect [7], Time Dependent Dielectric Breakdown
[8, 9], Electromigration [10], Thermal Cycling and Stress Migration [11], can significantly
degrade system performance unless the system can isolate the faults and manage remaining
resources appropriately. Especially, these permanent faults can cause other problems such as
deadlock and livelock. Therefore, it is crucial to provide proper counter-measures for these
increasing errors in the era of the deep sub-micron technology.
Many researchers [12-19] have proposed solutions for various individual aspects of onchip reliability. For example, to handle transient errors, both error correction (e.g., Forward Error
Correction) and retransmission (e.g., Hop-by-Hop, End-to-End) schemes are widely used to either
correct detected errors or retransmit corrupted data again from the nodes where fresh copy of the
data are stored. Also, in order to handle permanent faults in the on-chip networks, several faulttolerant routing algorithms [15-19] have been proposed. However, complex routing algorithms,
which require global knowledge of the network status, are not viable in on-chip environments,
where silicon real-estate and power are at a premium, and ultra-low latency is of paramount
significance.
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On the other hand, to maximize the performance of a system, prior works have also
concentrated on several aspects such as design of efficient routers [20-23], deadlock
avoidance/recovery schemes [24, 25], including the development of fault-tolerant [16, 26]
architectures. Nevertheless, a comprehensive approach encompassing all issues pertaining to NoC
reliability has yet to evolve. Moreover, most previous researches focus mainly on performance
improvement and low energy consumption, often neglecting the importance of the reliability
issues, although they can have significant impact on both performance and energy/power
consumption. Therefore, it is vital to provide all-inclusive solutions that consider all these aspects
in order to achieve truly optimal performance.
A primary of motivation of the thesis is to investigate a comprehensive set of techniques
to protect against the most common sources of errors together with architectural improvement to
enhance overall performance and minimize energy consumption. In this context, first, I propose
several techniques to handle transient failures in on-chip interconnects. To ensure protection from
link errors due to crosstalk and capacitive loading, I propose a flit-based hop-by-hop (HBH)
retransmission scheme, and the corresponding retransmission architecture. With a minimal
latency overhead of three clock cycles in the event of an error, this scheme will successfully
address the problems afflicting one of the most vulnerable components of an on-chip network, the
inter-router link. In addition to providing link protection, the same architectural framework can be
also employed in a newly proposed deadlock-recovery scheme. While prior work in deadlock
recovery has assumed additional dedicated resources, the proposed technique uses existing
retransmission buffers instead. This will help in maximizing resource utilization without incurring
additional overhead.
In the sequel, in order to analyze the possible symptoms of logic errors in each module in
the router pipeline and provide detailed recovery mechanisms for each case, we* propose a novel
Allocation Comparator (AC) unit, which provides full error protection to the virtual channels and
switch allocation units at minimal cost. All the mechanisms proposed are architected in such a
way as to avoid negative impacts on the router's critical path. The mechanisms should work in
parallel with other vital stages in the router pipeline, without increasing the pipe depth. The
proposed mechanisms are expected to incur minimal overhead, while providing fool-proof
protection. The schemes will be designed to cleverly employ resource sharing techniques to
minimize the overhead imposed by the additional hardware.
* This is a joint work with my colleague Chrysostomos Nicopoulos and the initial concept of the
Allocation Comparator unit is proposed by him.
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Switching to the permanent faults handling, second, I introduce a Proximity-Aware (PA)
routing algorithm which dynamically adapts its routing strategy to bypass faulty nodes. The
algorithm employs a look-ahead snooping mechanism which collects a router’s health
information from nodes up to 2 hops away. The proposed look-ahead technique avoids faulty
regions by rerouting messages to a safer area well in advance; this avoids unnecessary
entanglement into highly faulty regions, thereby optimizing routing performance. Unlike other
deadlock recovery algorithms [11, 27], the proposed technique can also guarantee deadlock
freedom in the presence of faulty nodes or links. This algorithm, then, can be extended to detect
and avoid possible temperature hot-spots in the network by observing flit activity in the router.
Since high temperatures can adversely affect performance and reliability [11], thermal-aware
routing becomes a useful protection mechanism. The proposed proximity and thermal-aware
routing algorithm (TPA) can be used to distribute network traffic more evenly than generic
routing algorithms, mitigating hotspot phenomena. Next, I investigate a new routing paradigm
called Service-Based Networking (SBN). Instead of routing packets based on destination address,
I propose routing based on destination type. Recent trends in SoC design indicate that future
systems will contain a number of identical processing elements on a single chip [28-30]. This
characteristic can be exploited to provide fault-tolerance against hard failures. Thus, even if a
processing element (PE; IP block) fails, a SBN can redirect messages to another PE, if any, which
provides identical functionality. A SBN can dynamically reroute traffic in the event of a hard
failure without service disruption.
Third, from the architectural perspective, I propose a Multiple Entry Point (MEP)
topology that provides both low-latency and inherent deadlock freedom without relying on the
architecture of the routers or any proprietary and complex algorithms. The proposed MEP can be
applied to existing router designs with minimal modifications to further improve the on-chip
interconnect performance. Unlike other topologies adopted in NoC architectures, which employ a
Node:Router mapping of either 1:1 (MESH or k-ary n-cube) or N:1 (clustered topology, where
several nodes are connected to a single router), the proposed MEP topology uses N:M mapping.
This can significantly reduce the overall message latency. For the connection among multiple PE
(processing element)-nodes and routers, a generic Network Interface Controller (NIC) is divided
into four smaller sub-NICs which are interconnected within a PE-node. Hence, messages in a
router can be forwarded to another router via these additional paths, reducing network latency and
alleviating contention. In addition, by placing minimal requirements from the routing algorithm,
the MEP architecture offers deadlock freedom. This will enable the routing algorithms to
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concentrate on traffic distribution rather than deadlock freedom, and will provide much more
flexibility in algorithm design. Also, as the topology/architecture can adopt most on-chip router
designs currently available (with only minimal modifications), we can expect greater latency
savings when coupled with advanced router designs.
To further optimize the performance, fourth, I looked into the network transfer pattern
since typical on-chip traffic tends to be biased to favor some parts of the network, increasing
contention in those areas. For this, I analyzed the utilization of each path in a router and to reduce
the effect from possible blocking, I propose a dynamic path management scheme called Fast Path
(FP) architecture, which is a combination of both reduced router pipeline and priority-based
switch arbitration scheme. Each router identifies the most frequently used input-output pairs and
once they meet the predetermined requirement, they are set as FPs. Then the switch arbiter logic
will give higher priority to flits in FPs over those in normal paths, promoting flits in FP to move
faster. This also enables pipeline bypassing via pre-computation of switch arbitration achieving a
single-cycle router pipeline for flits in FP. This, of course, increases blocking in flits in normal
paths, but considering that FP dominates overall router transfer, its impact on overall performance
is not significant. This is verified by thorough simulations in terms of network latency and
average power consumption and also, the proposed FP architecture is shown to improve the
performance while incurring only minimal area / power overhead.
Besides the optimization of previous router architectures in macro networks onto on-chip
domain, and to keep up with recent trends in SoC design, state-of-art techniques can be also
applied to NoCs. Recently, three dimensional integration (3D) has emerged to mitigate the
interconnect wire delay problem by stacking active silicon layers, resulting in a smaller die
footprint [31, 32]. Therefore, I studied the design of 3D-NoCs where on-chip routers can take
advantage of the characteristics of 3D integration techniques. 3D ICs offer a number of
advantages over the traditional 2D design [33-35]: (1) shorter global interconnects; (2) higher
performance; (3) lower interconnect power consumption due to wire-length reduction; (4) higher
packing density and smaller footprint; and (5) support for the implementation of mixedtechnology chips. In this context, several 3D designs starting from distributing different logical
units to different layers to splitting a unit (such as a processor) into multiple layers have appeared
recently [34]. However, 3D stacking may result in temperature hotspots due to increased
thermal/power density. Thus, any 3D design should consider the thermal issue in addition to other
design parameters.
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In this thesis, I investigate various architectural alternatives for designing a high
performance, energy-efficient, and a 3D stacked NoC router called MIRA. The design is based on
the concept of dividing a traditional 2D NoC router along with the rest of the on-chip
communication fabric into multiple layers, with the objective of exploiting the benefits of the 3D
technology in enhancing the design of the router micro-architecture for better performance and
power conservation. Furthermore, such a multi-layered NoC design complements a recent study,
where a processor core is partitioned into multiple (four) layers [34]. It was shown that by
switching off the bottom three layers based on the operand manipulation characteristics, it is
possible to achieve significant power savings, resulting in minimizing the thermal impacts
compared to a standard 3D stacking. I believe that if the future CMP cores are designed along this
line, the underlying interconnect should also exploit the concept of a stacked multi-layered NoC
architecture, as proposed here.
This thesis is organized as follows. Chapter 2 provides preliminaries for NoC
architectures and fault-tolerance techniques. Also, the simulation platform used throughout the
simulations is explained in this chapter. Then, transient error handling techniques are described in
Chapter 3. Permanent error handling techniques are presented in Chapter 4, followed by the
description of the MEP topology in Chapter 5. Chapter 6 describes the Fast Path architecture and
then, the proposed 3D router architecture is discussed in Chapter 7. Chapter 8 concludes the
thesis.

Chapter 2

Preliminaries

In this chapter, I first describe the basic concepts of NoC architectures in Section 2.1
which is the base of the research presented in this thesis. Then the fundamental fault-tolerance
issues are explained in Section 2.2. Section 2.3 introduces basics of recent 3-Dimensional
integration techniques. Finally the simulation platform used in the research is described in the
Section 2.4.

2.1 A Generic NoC Architecture
A generic NoC interconnects a set of PE (processing element) nodes or other IP blocks
on a chip via a packet-based network as shown in Figure 1. A PE/IP block is connected to a router
(R) via a Network Interface Controller (NIC) associated to it and the set of routers form the
network; a 3×3 MESH network in this case. Packets generated from a source node will move
along the paths to their destinations based on the routing algorithms and flow control mechanisms
adopted. In NoCs, one of the most widely used flow control mechanism is the wormhole flow
control and the architecture of a generic virtual channel (VC) based wormhole router is shown in
Figure 2.
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Figure 1. A Generic NoC Architecture (a 3×3 MESH Network)
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Figure 2. A generic NoC router architecture with P PCs and V VCs per PC

A router typically consists of the following major components: a Routing Unit (RT) per
VC,

a

Virtual

Channel

Allocator

(VA),

a

Switch

Allocator

(SA),

a

crossbar,

transmission/retransmission buffers per VC, an error detection/correction unit, and the
handshaking signals (used between neighboring routers; not shown in Figure 2).
When a flit comes in (either from a local tile or from different router), it is stored in the
input buffer of the designated input VC first. Then, the routing computation logic will determine
which output ports it can use. Typically, a simple deterministic X-Y routing algorithm is used. In
X-Y routing, flits will be forwarded to X-direction first and if the displacement in X-direction
reaches 0, then it is forwarded to Y-direction. The X-Y routing algorithm is widely used in 2D
mesh interconnects due to its simplicity and inherently deadlock freedom. However, it does not
consider network traffic and thus may not be suitable for non-uniform traffic patterns where
network imbalance can occur. In such case, a fully adaptive routing algorithm can be used instead
to dynamically load-balancing network load, but they are typically vulnerable to deadlock and
more complex than X-Y routing algorithm.
Once a routing decision has been made, the virtual channel (VC) allocation logic assigns
the output VC the flit can use and if another flit is also contending for the same output VC, it
performs the arbitration among them as well and chooses one winner per output VC. The Switch
allocation logic arbitrates among multiple flits from different input ports to determine which of
them can use a given crossbar output port. Since a typical on-chip router has 5 input ports (one
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Figure 3. Fundamental Modules and Pipeline of NoC Routers

injection port from local PE and four ports from each cardinal direction), we use a 5×5 crossbar
and the maximum of five concurrent transfers can occur at each cycle. The Switch allocation
logic consists of several arbiters and the grant signals from the arbiter logics are fed to the
crossbar control logic to appropriately turn on/off the crossbar connection points (typically, tristate buffers / pass gates are used in matrix-type crossbars). Finally, the winners from the switch
allocation will go through the crossbar and then either be ejected to local PE or forwarded to the
next router via an inter-router link.
Pipelining the router architecture can significantly improve performance by increasing
throughput much like the pipeline of a microprocessor, thereby, reducing the average latency. The
RT, VA, SA, and crossbar represent the fundamental modules within an NoC router’s pipeline.
The interdependencies of these modules in a pipelined architecture are illustrated in Figure 3. A
simple architecture consists of a 4-stage pipeline router, one stage for each module. Low network
latency can be achieved in several ways and the most common approach is to reduce the number
of pipeline stages within the router. These approaches used Look-ahead routing [36] that enabled
the Routing (RT) stage to be executed in parallel with other pipeline stages, such as Virtual
channel Allocation (VA) and Switch Arbitration (SA). They also used speculative SA [20] to
reduce latency, which assumed that a flit will always win the arbitration. Overhead occurs only
when this speculation is wrong (mis-speculation), in which case, the flit will go through a nonspeculative arbitration in the next cycle. A single-stage router implementation, proposed in [22],
uses a doubly speculative pipeline (speculation in both VA and SA), running the RT, VA and SA
stages simultaneously to minimize routing latency.

2.2 Fault-Tolerance
Various sources of errors exist in the deep sub-micron design of on-chip interconnects,
endangering reliable operation of NoCs. For example, a circuit or a wire can be disturbed by
crosstalk, which is an undesired capacitive, inductive, or conductive coupling from other circuits,
or channels. Also, noise from power supply and substrate, process variation, electromagnetic
interference can cause unexpected transient errors [5]. More significantly, a SoC chip operating
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under higher thermal profile would experience increased vulnerability against both permanent
and transient errors. Hot Carrier Effect [7], caused from the mismatch between device dimension
scaling and operating voltage scaling, can lead to a degraded or faulty circuit. Also,
Electromigration [10], exacerbated by high current densities and the Joule heating of the
conductor in deep sub-micron technology, can lead to eventual failure of electrical components.
To handle transient errors, error correction schemes such as the Forward Error Correction
(FEC) can be used, where an error correcting code is encoded into a message at a source node and
is decoded at the destination node [37, 38]. However, such schemes cannot always guarantee
reliable operation against multiple-bit errors since complex logics that can handle multiple bit
errors may not be incorporated onto the resource-constrained on-chip environments. As
alternatives to the error correction schemes, several retransmission schemes can be used. In
retransmission schemes, error checking codes are encoded into a message and errors are checked
either at the destination only (End-to-End; E2E) or at every intermediate node (Hop-by-Hop;
HBH) [39-41]. In case of an error, a fresh copy of the message is sent either from a source node
(in E2E) or from a previous node (in HBH).
Permanent faults need to be isolated so that messages do not experience eternal blocking,
causing congestion in the whole network. These faults can also cause deadlocks even in a
deadlock-free network, such as a 2D MESH network adopting X-Y routing algorithm. Permanent
faults can be avoided by either providing redundant resources or adopting adaptive routing
algorithms. Since redundant resources will increase the area overhead unless they serve different
purposes simultaneously, such scheme may not be feasible for on-chip interconnects. Therefore,
many researchers have proposed fault-tolerant adaptive routing algorithms that can endure faults
without incurring significant silicon overhead [15-19]. However, such algorithms are open to
another issue, livelock, where a message keeps moving without reaching its destination. Thus,
those algorithms need to be carefully designed to prevent livelocks. The most widely used
technique for the livelock problem is to set the TTL (Time-To-Live) value inside a message so
that it can be discarded from the network after specified lifetime [42].
In summary, a comprehensive solution that can handle all possible types of faults, while
considering the resource-constrained on-chip environment, will be required to ensure reliable
operation of SoCs.

11

Figure 4. 3D Stacking Techniques

2.3 Three-Dimensional (3D) Integration Techniques
With the recent advent of 3-dimensional chip manufacturing techniques [43, 44], all the
functional components of a chip can be spread across multiple layers. Current 3D integration
techniques can be classified into two categories [45]: (a) 3D fabrication, where each silicon
substrate layer is attached on top of the already-fabricated wafer[46], and (b) 3D stacking, where
each layer is stacked on top of each other [47]. However, since the former requires high
temperature processing for upper layers, impairing the transistor quality in the bottom layer, the
3D stacking is a more viable option. In addition, in the 3D stacking technique, each layer can be
designed using a different fabrication process, offering flexibility in chip design. The dies can be
stacked either Face-to-Face or Face-to-Back as shown in Figure 4 [45]. Face-to-Face provides
shorter interconnection among the layers, but is less scalable than the Fact-to-Back approach if
more than two layers are stacked. There are several different ways of providing vertical
interconnection among different layers in a 3D stacked chip, such as the traditional wire bonding
technique (which dates back to 1957), microbump, contactless, and inter-layer via mechanisms
[48].
Modern SoC designs, such as Chip Multi-Processors (CMPs), can benefit from the 3D
integration. For example, by placing processing memory, such as the DRAM and/or L2 cache, on
top of the processing core in different layers, the bandwidth between them can be significantly
increased and the critical path can be shortened [49]. In this context, [50] proposed a 3D
Network-in-Memory architecture and explored the challenges of managing 3D CMPs together
with L2 cache design space issues. They also proposed the use of an NoC-Bus Hybrid structure
for the 3D interconnect. In [32], a CMP design with stacked memory layers is proposed. The
authors show that the L2 cache can be removed due to the availability of wide low-latency intralayer buses between the processing core layer and DRAM layers, and the area saved from this can
be recycled for additional cores. Also, [31] and [51] have proposed a multi-bank uniform on-chip
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cache structure using 3D integration. Even in the FPGA community, 3D integration is shown to
significantly reduce the resource usage of the interconnection, which dominates the area and
power consumption in the FPGA [52, 53]. However, the 3D switch box architecture design is still
in its infancy [54].

2.4 Simulation Platform
A cycle-accurate network simulator, named NoX, has been developed to conduct detailed
evaluation of the proposed schemes (see Figure 5). The NoX operates at the granularity of
individual architectural components, accurately emulating their functionalities. The simulation
test-bench can model any of the pipelined routers and their interconnection links. The NoX can
simulate various on-chip network configurations supporting various network size (# nodes),
network topologies (MESH or TORUS), traffic patterns (such as normal random, bitcomplement, tornado, transpose, etc [55] and actual traces), routing algorithms (deterministic /
adaptive), router pipelines (2,3, and 4 stage routers) and etc. To evaluate fault-tolerance in the
network, both permanent and transient faults can be randomly injected into the simulator. The
NoX provides performance outputs, such as overall network latency and overall power/energy
consumption of the networks as well. For analyzing the power/energy behavior, design specific
power numbers can be input to the simulator. The simulator has been used extensively in
conducting the research described throughout the thesis.
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Figure 5. NoX Simulation Platform

Chapter 3

Transient Error Handling in NoCs

Aggressive technology scaling has accentuated the issue of reliability due to a rapid
increase in the prominence of permanent faults; these are mostly caused from accelerated aging
effects, such as electromigration, and manufacturing and testing challenges. Furthermore, soft
upsets caused by cross-talk, coupling noise and transient faults are also a concern to overall
reliability. The growing concern about reliability has prompted extensive research in this area.
Many researchers [12, 13, 15-19] have proposed solutions for various individual aspects of onchip reliability, such as soft faults and handling of hard failures within the network. Nevertheless,
a comprehensive approach encompassing all issues pertaining to NoC reliability has yet to be
made. In this chapter, I propose a comprehensive set of techniques to protect against the most
common sources of transient errors in on-chip interconnects (including link errors, single-event
upsets within the router logics). The proposed mechanisms incur minimal overhead while
providing fool-proof protection. Moreover, the proposed schemes cleverly employ resource
sharing techniques to minimize the overhead imposed by the additional hardware.
To ensure protection from link errors due to crosstalk and capacitive loading, I present a
flit-based hop-by-hop retransmission scheme and the corresponding retransmission architecture.
With a minimal latency overhead of three clock cycles in the event of an error, this scheme
successfully addresses the problems afflicting one of the most vulnerable components of an onchip network, the inter-router link. In addition to providing link protection, the same architectural
framework is also employed in a newly proposed deadlock-recovery scheme. While prior work in
deadlock recovery has assumed additional dedicated resources, the proposed technique uses the
existing retransmission buffers instead. This way, utilization of resources is maximized without
incurring additional overhead.
While combinational logic circuits have traditionally been considered less prone to soft
errors than memory elements, rapidly diminishing feature sizes and increasing clock frequencies
are exacerbating their prominence. In fact, recent studies predict that the soft error rate (SER) per
chip of logic circuits will become comparable to the SER per chip of unprotected memory
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elements by 2011 [6]. This observation has a profound impact on the reliability of on-chip routers
in the near future. The lack of protection from logic errors implies that soft errors afflicting a
router's logic would escape the error detecting/correcting measures because they do not actually
corrupt the data, but, instead, cause erroneous behavior in the functionality of the routing process.
Therefore, it is imperative to provide robust protection against such upsets. A recent study [26]
has addressed the issues of single-event upsets in the logic of individual hardware components.
However, the proposed techniques were applicable to a specific type of router architecture. In this
work, I analyze the intricacies of intra-router logic errors, and provide comprehensive solutions
relevant to all router architectures. I analyze the possible symptoms of logic errors in each module
in the router pipeline and provide detailed recovery mechanisms for each case. My exploration of
this topic culminates with the introduction of a novel Allocation Comparator (AC) unit, which
provides full error protection to the virtual channel and switch allocation units at minimal cost.
This chapter is organized as follows. Inter-router link error handling techniques are
presented in Section 3.1, followed by logic soft-error handling in Section 3.2. Then, 3.3
summarizes the chapter.

3.1 Inter-Router Link Errors
Primarily two types of soft faults could upset the on-chip network infrastructure: link
errors occurring during flit traversal from router to router, and intra-router logic errors occurring
within individual router components. This section focuses on link errors, which are mostly caused
by channel disturbances such as cross-talk, coupling noise and transient faults [5]. Link errors
have been studied extensively by researchers, since they have so far been considered the
dominant source of errors in on-chip network fabrics. They have been tackled within the context
of two central themes – error correction and retransmission. Some degree of error correction can
be achieved through the use of Error Correcting Codes (ECC), as in [37, 38]. These codes achieve
what is known as Forward Error Correction (FEC). Similarly, retransmission schemes can also be
used to compensate for link errors.
Hybrid techniques [12], which provide both error correction and retransmission, allow for
more robust protection of data. Hybrid solutions compensate for the limitations of error correcting
codes. For example, Single Error Correction and Double Error Detection (SEC/DED) codes can
correct at most one error, but can detect double-bit errors. Therefore, upon detection of a doublebit error, the SEC/DED unit may invoke a retransmission mechanism. Retransmission can occur
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in two different forms: End-to-End (E2E) or Hop-by-Hop (HBH). In an E2E scheme, the original
data is checked only at the destination node, while in an HBH scheme, data is checked in all
routers along the path from a source to a destination. Both flavors require dedicated buffers, as
opposed to FEC techniques, but they can handle multiple-bit errors, since a clean copy of the data
is always maintained.
Both FEC techniques and E2E retransmission schemes suffer from errors in the header
flit. For example, if the destination node address of a packet is corrupted during the transfer, the
packet might be routed to a wrong destination. Even if FEC can correct the error at the (wrong)
destination node, the packet should be sent to the correct destination, creating additional network
traffic. Similarly, the E2E schemes need to send a retransmission request from the wrong
destination to the source node. Moreover, if the source node address is corrupted, the E2E
techniques cannot send the retransmission request to the correct source. Thus, it is very important
to keep the header information from being contaminated even if the probability of header error is
small. [26] addressed this problem by adopting a HBH header error checking in both FEC and
E2E schemes. Figure 6 shows that E2E schemes suffer from prohibitive latency penalties as the
error rates increases. E2E schemes also require larger retransmission buffers to account for the
worst case round-trip delay between a source and destination [26].
Considering all these aspects, HBH retransmission together with FEC seems to be the
best choice to handle link faults. To that extend, I propose a minimal-overhead flit-based HBH
retransmission scheme. The impact of the additional buffer overhead is mitigated by utilizing
these same buffers for a newly-proposed deadlock recovery mechanism.

3.1.1 A Flit-based HBH retransmission scheme
The proposed minimal overhead HBH retransmission scheme requires a 3-flit-deep
retransmission buffer per virtual channel, since a flit should be kept for 3 cycles after it leaves the
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current node. This 3 cycle delay corresponds to the sum of the link traversal delay (1 cycle), error
checking delay at the adjacent receiving node (1 cycle), and the Negative Acknowledgement
(NACK) propagation delay (1 cycle). The retransmission buffer is implemented as a barrel-shift
register. This way, a flit is stored at the back of the buffer upon transmission on the link, and it
moves to the front by the time a possible NACK signal arrives from the receiving node. The
simplest type of transmission buffer is a First-In-First-Out (FIFO) buffer. Such an implementation
has one input port and one output port, and involves simple control logic. The proposed
architecture is shown in Figure 7.
Conceptually, the proposed scheme works similar to the simple retransmission schemes
described in [39-41]. However, in terms of implementation, [39-41] use a single transmission
buffer that contains both sent and unsent flits together, and use pointers to track their positions.
This requires that every buffer slot has an exit port so that flits can be transmitted from the middle
of the buffer. This complicates the logic and incurs wiring overhead. Further, they use both
acknowledgement (ACK), as well as NACK signals, whereas the proposed scheme only sends
NACK signals when an error is detected. [40] uses link-level retransmission together with the
Unique-Token Protocol (UTP) to ensure reliability. However, it requires at least two copies of a
packet at all times in the network, increasing buffer occupancy and flow control complexity.
In case of a flit error in the proposed scheme, two subsequently arriving flits must be
dropped until the correct flit arrives from the previous node upon retransmission. Once the correct
flit is received, all previously dropped flits must then be retransmitted. This scenario is illustrated
with a flit-flow example in Figure 8. The example traces the operation of the HBH retransmission
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mechanism when the header flit H1 is corrupted during link traversal. A clean copy of H1 is
stored in the retransmission buffer when H1 is sent to the link. The error check logic detects
errors in H1 in the receiving node and sends a NACK signal to the transmitting node in the next
clock cycle. As seen in Figure 8, the receiving router drops the subsequent two flits (D2 and D3).
While this may seem an inefficient recovery method, it should be noted that a
retransmission event will be highly unlikely under normal operation, since the architecture
already employs a single-error correction scheme. The probability of a double (or higher) error
within a single flit is low in on-chip networks. Furthermore, the corrected flit (H1 in the example
of Figure 8) arrives within 3 clock cycles, as explained at the beginning of this sub-section. This
implies that only two flits need to be dropped during a retransmission event. Retransmission of
these two flits incurs a latency penalty of only two clock cycles. Therefore, a possible latency
improvement of two clock cycles does not warrant the implementation of a more complex
architecture which would be able to handle in-situ re-arrangement of flits within each router.
While such implementations are very common in macro networks, they are prohibitive in on-chip
environments, because the latter have a much stricter area and power budget. The excessive area
and power penalty imposed by these modifications, compounded by the increased wiring
complexity, clearly overshadow the small improvement in latency during a low-probability
retransmission event. Cycle-accurate simulation of the proposed scheme in an 8×8 network
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validates these assertions, as shown in Figure 9. Simulations are run under three different traffic
patterns; NR (Normal Random), BC (Bit-Complement), and TN (Tornado). The retransmission
scheme is so efficient that average latency remains almost constant even at 10% error rates. This
behavior is a direct consequence of the minimal latency incurred during a retransmission, as
shown in Figure 8. Furthermore, retransmission occurs only between two adjacent hops; this
restricts movement of retransmitted flits to a single inter-router link, which, in turn, has minimal
impact on overall network traffic. Similarly, Figure 10 illustrates the negligible effect of the
proposed scheme on the energy consumption per packet. Since retransmission is done on a hopby-hop basis for individual flits, the power overhead of a single-hop flit transmission is
insignificant compared to the total power budget for complete packet traversal from source to
destination.
It should be noted that the retransmission buffer also constitutes an essential component
of the proposed deadlock recovery scheme, which is analyzed in detail in Section 3.1.2. Utilizing
the same hardware for both schemes further subsidizes the area and power overhead incurred by
the additional circuitry.

3.1.2 Deadlock Recovery
The concept of deadlock has been extensively researched in the literature. Some
researchers use preventive schemes [56, 57], while others propose recovery schemes [25, 27].
However, these methods typically place constraints on resource use, preventing the system to
work at full throttle. For example, an adaptive routing algorithm can use escape Virtual Channels
(VCs) to recover from deadlocks, as described in [27]. The flits in these escape VCs, however,
are managed by a deadlock-free deterministic routing algorithm, thereby limiting adaptivity.
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Moreover, many of these techniques cannot guarantee deadlock freedom in a network
with hard faults (router or link faults). They all assume a fault-free environment. This assumption,
however, no longer seems reasonable in NoC environments where the probability of failure is
relatively high. Several techniques have been proposed to address this issue in macro networks
[41, 58], but most of them adopt complex algorithms which are not suitable in resourceconstrained environments like on-chip interconnects. Thus, it is imperative to provide simple, yet
effective solutions to minimize performance degradation.

3.1.2.1 Proposed Deadlock Recovery Scheme
To address these issues, I propose a scheme, which (1), instead of using additional
dedicated resources, utilizes the existing retransmission buffers to break deadlocks, and (2)
provides deadlock recovery in both fault-free and faulty environments using a very simple
retransmission-buffer management policy. Hence, through efficient resource sharing, we can
transform the retransmission buffers into a multifaceted reliability component in the system.
The retransmission buffers can serve a dual purpose, mainly because they are used only
when packets are being transferred from one node to another. As network traffic increases, packet
blocking increases, and as a result, the utilization of the HBH retransmission buffers will decrease
due to decreased flit transmissions. Figure 11 shows the utilization of both transmission and
retransmission buffers, respectively, for a minimal fully-adaptive (AD) and a deterministic (DT)
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X-Y routing algorithms under uniform traffic pattern in an 8 8 mesh network. In most cases, the
utilization of the retransmission buffer does not follow that of the transmission buffer; instead, the
retransmission buffers are mostly underutilized. Furthermore, if a packet is permanently blocked
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due to a deadlock, the associated retransmission buffer will be empty, since there has been no
data transmission for an extended period of time. Based on these observations, I propose a smart
HBH-retransmission-buffer management scheme that exploits these idle buffers for deadlock
recovery.
When a deadlock occurs, if any of the packets involved in the deadlock configuration can
proceed by one buffer slot, all the other packets also involved in the deadlock can proceed as
well. This can be achieved with the presence of a single empty buffer slot; if all packets continue
to proceed in this fashion, the deadlock will eventually be broken, since some packets will
ultimately move out of the deadlock configuration. In other words, instead of providing a
dedicated escape channel to the destination node, as proposed in [25, 27], the proposed scheme
gradually shifts flits without breaking the cyclic dependency, until the deadlock is broken.
For example, assuming that four nodes are involved in a deadlock configuration, we have
(4×3) retransmission buffers (12 in total) that are empty. Therefore, if each node temporarily
moves 3 flits from the normal transmission buffers to the retransmission buffers, it will create an
additional available buffer space for the preceding node in the deadlock configuration. As soon as
the buffer space becomes available, the flits in the retransmission buffer can be sent to the next
router. Thus, flits will be able to advance, and after several iterations, some flits will move out of
the deadlock configuration, thereby breaking the deadlock situation.
Figure 12 shows an example of this scenario in detail, where a packet consists of 4 flits
and the normal transmission buffer can store up to 4 flits. In step 1, a deadlock is detected and
flits are moved to the retransmission buffers, as shown in step 2. The additional buffer space
created by this move allows flits in the retransmission buffers to be transmitted to the next nodes.
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Since the retransmission buffers in the proposed architecture are barrel shifters, transmitted flits
also move to the back of the retransmission buffer (flits enclosed by a thick square), as shown in
steps 3 to 5. Three clock cycles later, the retransmission buffer will be empty again, as shown in
step 7. At this point, the buffer state is exactly the same as in step 1, except that every flit has
advanced by 3 buffer slots. This procedure will be repeated until at least one of the packets breaks
the deadlock by going out to a direction away from the deadlock configuration. Once the
deadlock configuration is broken, each node resumes its normal operation. In the example of
Figure 12, I assume that all three nodes involved in the deadlock initiate deadlock recovery action
simultaneously for the sake of clarity. However, deadlock recovery need not be synchronized, as
long as all nodes eventually start deadlock recovery.
For this scheme to work correctly, several other things need to be considered. For
example, the proposed scheme places a lower limit on buffer size to ensure correct functionality.
Therefore, the technique must account for the worst-case scenario, where partially transferred
messages prevent other messages from entering the transmission buffers, and thus, absorption of
these partially transferred messages is necessary during the deadlock recovery process, as
illustrated in Figure 13. To handle the worst-case scenario, the total buffer size (i.e. transmission
and retransmission buffers) must be large enough to accommodate the remaining flits of a partial
packet and still have at least one empty slot. The following theorem provides a buffer size
requirement for the proposed scheme.

Theorem: The proposed scheme ensures deadlock freedom if the buffer size is larger than the
lower limit specified in Equation (1).
Minimum Buffer Requirement:
B > M x
B=
-

 B1

B 2

∑ i =1 Ni ,

where

= T =

∑ i =1 Ti

n

Eq. (1)

n

= T + R =

, normal mode

∑ i =1 (Ti + Ri )
n

, deadlock recovery mode

B
: Total buffer size (either B1 or B 2 )
T , (Ti ) : Total size of the Transmission buffer (at node i )
R, ( Ri ) : Total size of the Retransmission buffer (at node i )
n
: Number of nodes involved in the deadlock
M
: Number of flits per packet (message)
Ni
: Maximum number of different packets in a
transmission buffer at node i (= Ti / M  )

Proof: When a deadlock is detected, the transmission buffers cannot accommodate any more
flits, and therefore,

B = B1 ≤ M × ∑ i =1 Ni
n

. At this point, the nodes switch to the deadlock recovery
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Figure 13. A Worst Case Deadlock Example

mode and if

B = B 2 > M × ∑ i =1 Ni
n

, then all the messages involved in the deadlock can be absorbed

into the buffers (transmission + retransmission) with at least one empty slot still available. Since
only flits involved in the deadlock can use this empty buffer slot(s), they can now proceed, and
eventually, the network can recover from the deadlock. ■
Examples of the lower limit condition in deadlock recovery mode are shown below for
the configurations of Figure 12 and Figure 13. Both examples show that they meet the minimum
buffer requirement, and therefore, the deadlock can be broken.
- Figure 12:

Ti = 4, Ri = 3, M = 4, Ni =  4 / 4  = 1, n = 3
∴ B = B 2 = n × ( 4 + 3 ) = 21 > 4 × ( n × 1) = 12

- Figure 13:

Ti = 6, Ri = 3, M = 4, Ni = 6 / 4  = 2, n = 4
∴ B = B 2 = n × (6 + 3 ) = 36 > 4 × ( n × 2 ) = 32

If the retransmission buffers are not to be used for deadlock recovery, then this lower
limit for the total buffer size is no longer necessary. Therefore, if we forego deadlock recovery
support, only three retransmission buffers will be needed per VC for link error correction (see
3.1), regardless of the regular transmission buffer size.

3.1.2.2 Probing for Deadlock Detection and Recovery
To detect possible deadlocks, most of the previous approaches adopted a threshold value
of blocked cycles, after which the router assumed that the blocked flit was involved in a deadlock.
This approach is guaranteed to detect all possible deadlocks [27]. However, it can also give false
positives, where a node assumes a deadlock even though the flit is simply experiencing long
blocking delay. Increasing the triggering threshold value will decrease the number of false
positives, but increasing the threshold value arbitrarily will cause the number of blocked flits in
the network to increase. In order to predict the most appropriate threshold value, one needs to
consider a multitude of parameters, such as the network traffic among nodes, the traffic load, the
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routing algorithm and the deadlock recovery scheme. This can be a daunting feat, since the
exploration space is huge.
To overcome this limitation, I aim to formulate a different methodology, which will
detect only actual deadlocks without any false positives; this optimizes network performance,
while eliminating the need to precisely identify an optimal threshold value.
I propose a probing technique, whereby a compact probing signal is sent along the
suspected deadlock path after a flit has experienced more than a predefined number of cycles
(Cthres) of blocking. The probe checks whether the flit is involved in a real deadlock or not. While
the selection of Cthres will also affect network performance (as the threshold value described
above), its impact is less pronounced because the probing technique will ensure that no action is
prematurely taken. In other words, the threshold itself does not initiate deadlock recovery. The
probing technique will first assess the situation to prevent the occurrence of any false positives.
Therefore, the value of Cthres need not be precisely calculated; its effect on overall network
performance will be minimal as long as the value chosen is not excessively high.
The proposed probing technique detects a deadlock based on the following two rules:

Rule 1: After a flit experiences more than Cthres cycles of blocking, the router sends a probing
signal to the next node via a separate control path, specifying the VC buffer of the suspected flit.

Rule 2: When a node receives a probing signal, it checks the status of the buffer specified in the
probing signal. If the VC buffer is also blocked in the current node or the node is in deadlock
recovery mode, it forwards the probing signal to the next node, modifying the VC identifier
accordingly. Otherwise, it discards the probing signal.

If the probing signal returns to the original sender node, then the latter can safely assume
that the flit under investigation is involved in a deadlock configuration; this is because the
probing signal can return to the sender only if there is a cyclic path dependency and all
intermediate nodes also experience blocking (by Rule 2). If increased blocking delay due to a
hard failure causes a node to suspect deadlock, the subsequent probing signal will be discarded by
the router adjacent to the faulty node, which will redirect the blocked flits to another direction
using an adaptive routing scheme, breaking the deadlock if any.
After the probe returns, the sender sends an activation signal that triggers the nodes
involved in the deadlock to switch to the deadlock recovery mode. The sender node switches to
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the deadlock recovery mode after the activation signal returns. To handle the case where multiple
nodes in the same deadlock configuration send probing signals at the same time, we need two
more rules:

Rule 3: A node will discard an activation signal unless it has received a probing signal from the
same sender node before.

Rule 4: If a node receives a valid activation signal (as per Rule 3), while it is waiting for its own
probe to return, it switches to the deadlock recovery mode and discards its own probe when it
finally returns, since the deadlock recovery mode has already been activated by another node
involved in the same deadlock configuration

To avoid incurring any additional overhead in supporting dedicated probing lines, I
propose using a regular flit transmission for the probing signal, which can use the retransmission
buffers in each suspected node to propagate. Note that the retransmission buffers are empty in
nodes experiencing long blocking. This will ensure that the probing signal itself will not be
blocked in an intermediate router. Figure 7 shows how an incoming link can feed the
retransmission buffer directly. Since the probing signal is a regular flit, it will also be protected by
the error correcting blanket, thus ensuring its safe traversal through the network.

3.2 Intra-Router Logic Errors
Until recently, soft errors were tackled within the context of memory cells or registers.
This has led to the widespread use of error detection and correction circuits to protect memory
arrays. Combinational logic circuits, on the other hand, have been found to be less susceptible to
soft errors in equivalent device technologies due to the naturally occurring logical, electrical and
latching-window masking effects [59]. However, decreasing feature sizes and higher operating
frequencies are rapidly thinning the protective effect of these masking phenomena. As mentioned
before, research has indicated an exponential increase in the soft error rate (SER) per chip of
logic circuits in the future [6]. Hence, it is crucial that modern router designs account for these
events to ensure reliable and uninterrupted operation of the on-chip network. The notion of logic
errors resulting from soft error upsets is directly related to the number of pipeline stages within
the router. While the proposed measures are the same for all implementations, the recovery
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process differs depending on the number of pipeline stages present (and, thus, the amount of
speculation employed by the architecture). The following sub-sections discuss the effects of soft
errors on each of the router component (logics such as Routing, VA, SA, etc.) along with
proposed counter-measures. The proposed recovery process for the different pipeline
implementations is also analyzed. The latency overhead in the cases of 2-stage and 1-stage
routers assumes successful speculative allocation in the recovery phase. Mis-speculation will
increase the overhead, but it occurs during normal operation as well and is unpredictable.

3.2.1 Virtual Channel Allocator Errors
The VA, like the routing unit, operates only on header flits. All new packets request
access to any one of the valid output VCs, returned by the routing function. The VA arbitrates
between all those packets requesting the same output VC. The VA maintains states of all
successful allocations through a pairing between input VCs and allocated output VCs. It is this
state that effectively opens up the "wormhole" for all subsequent flits of the same packet. Soft
errors within the VA may give rise to four different scenarios:

(1) One input VC is assigned an invalid output VC: For example, suppose a PC has 3 VCs –
designated by 00, 01, and 10. A soft error might cause the assignment of invalid VC 11. Such an
assignment will block further traversal of the packet through the network.

(2) An unreserved output VC is assigned to two different input VCs: This will lead to packet
mixing, and, eventually packet/flit loss. Flits from both packets will follow the same wormhole,
since they are seen as one packet by the routers. As soon as the tail flit of one of the two packets
releases the wormhole, any subsequent flits of the other packet will essentially be stranded in the
network. For example, incoming packets from the North and West both can be assigned the same
output VC in the South.

(3) A reserved output VC is assigned to a requesting input VC: This case is very similar to
case (2) above. The new packet will erroneously follow the existing wormhole, following a path
to a wrong destination. The same consequences will result as above.
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(4) An erroneous, yet unreserved, output VC is assigned to a requesting input VC: In this
scenario, there are two different types of erroneous output VC assignments:

(a) The wrong output VC belongs to the intended PC. This is a benign case, since the
packet will still be forwarded to the same physical direction as originally intended.

(b) The wrong output VC belongs to a PC other than the intended one. This case is
similar to the misdirection situation to be analyzed in Section 3.2.2. It may lead to deadlock in
deterministic routing algorithms. The solution described in Section 3.2.2 will also protect against
this type of error.

The proposed safeguard for VA logic errors is the addition of a compact hardware unit,
called the Allocation Comparator (AC). The proposed AC unit is shown in Figure 14. The unit
employs purely combinational logic, in the form of XOR gates, to compare the RT state entries,
SA state entries, and the VA state entries. The AC unit performs three types of comparisons in
parallel, within one clock cycle. It first checks to see if the output VCs assigned by the VA unit
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Input VC

VC Allocator State Info

Valid
Output VC(s)

Input VC

Output VC

N_1

South VCs
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W_3
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Here we assume that Routing
Function returns all VCs of a
single PC (R => P)

Switch Allocator State Info
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N
E
S
W
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Allocation Comparator (AC)
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Duplicate PCs?
Error Flag
(Invalidate last allocation)
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Figure 14. The Allocation Comparator (AC) Unit.
* The AC unit uses state information from the three router units (RT, SA, and VA) to perform
three computations in parallel.
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are in accordance with the output of the routing function (i.e. RT unit). For instance, if a soft error
causes the VA to erroneously assign an output VC in the North PC, while the RT unit had
indicated the assignment of a VC in the South PC, the AC unit will trigger an error flag, thus
invalidating the VA allocation of the previous clock cycle. This comparison protects against
scenario (4b) above. Secondly, the AC unit checks the VA state info to detect both invalid and
duplicate output VC assignments. Should any of these cases appear, an error flag is raised. This
comparison safeguards against scenarios (1) through (3) above. Finally, the AC unit checks for
Switch Allocation errors as discussed in the following sub-section.
The duration of the recovery phase is independent of the pipeline architecture. In all cases
except the 4-stage router, parallelization implies that the AC unit will operate in the same stage as
the crossbar traversal (i.e. after the VA operation concludes). This means that if an error is
detected by the AC unit, a NACK should be sent to all neighboring routers to ignore the previous
transmission. Then the previous VA allocations are repeated in the current router, thus incurring
single-clock latency overhead. In a 4-stage router, the AC unit will detect the error by the end of
stage 3 (i.e. before crossbar traversal); therefore, no erroneous transmission will occur. The
latency delay is still one clock cycle.
While adding additional hardware increases the overall area and power consumption of
the router, the proposed unit is expected to incur minimal overhead in both area and power
consumption. First, the number of state entries to be compared is equal to PV, where P is the
number of input/output ports and V is the number of VCs per port. For a typical 5-port mesh NoC
router (North, East, South, West, PE) with 4 VCs per PC, the number of entries is 5×4=20. The
size of the entries is minimal, since the VC IDs are only a few bits long (e.g. 2 bits for 4 VCs per
PC). Thus, the data to be compared is very small.

3.2.2 Routing Unit Errors
A transient fault in the routing unit logic could cause a packet to be misdirected. Since
the subsequent virtual channel allocation and switch allocation would be performed based on the
misdirection, no data corruption will occur. The erroneous direction, however, may be blocked,
either because of a link outage (hard fault), or a network edge in various topologies (e.g. mesh).
This will be caught by the VA, which maintains the state information for its adjacent routers. The
VA is able to detect such erroneous behavior, because the allocator is aware of blocked links or
links which are not permitted due to physical constraints (e.g. a network edge); they are either
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pre-programmed in the allocator's state table or they are dynamically specified through incoming
state information from adjacent routers. The recovery, however, depends on whether look-ahead
routing is used or not. If such a routing is employed, then the error will be caught by the VA of
the following router and reported to the previous router through an appropriate NACK message.
This will invalidate the erroneous decision and force the routing unit to repeat the routing process
on the specific packet.
Note that the header flit is still in the previous router's retransmission buffer (as described
in Section 3.1). The whole recovery process will take 3 clock cycles (one for the NACK
propagation to the previous router, one for the new routing process, and one for the
retransmission) in a 2-stage router. It would take 2 clock cycles in a single-stage router (one for
the NACK and one for the new routing process and retransmission). To increase the efficiency in
non-minimal, adaptive routing schemes, the current router may reset the invalid direction and
assign a new direction without informing the previous router. If current-node routing is used (i.e.
4-stage and 3-stage routers), then the recovery phase is simpler, since the error is caught by the
VA in the same router, which will inform the routing unit before the transmission occurs. This
will incur a single-cycle delay for re-routing.
Misdirection to a non-blocked, functional path, however, will not be caught by the VA,
since its state information will not raise an error flag (i.e. an error signal, as shown in Figure 14).
It could potentially cause deadlock in deterministic routing algorithms. In such algorithms,
however, the error will be detected in the router that receives the misdirected flit. A NACK to the
sending router would then fix the problem. The latency overhead is dependent on the number of
pipeline stages (n) within the router. The delay penalty is equal to 1+ n, (NACK + re-routing and
retransmission). In adaptive routing schemes, the error cannot be detected. However, in such
schemes, a misdirection fault is not catastrophic; it simply delays the flit traversal.

3.2.3 Switch Allocator Errors
A switch allocator error could give rise to the following four different problems, some of
which would lead to packet/flit loss: (a) A soft error in the control signals of the switch allocator
could prevent flits from traversing the crossbar. This case is the least problematic, since the flits
will keep requesting access to the crossbar until they succeed. (b) If a data flit is mistakenly sent
to a direction different from the header flit, it would cause flit/packet loss, because it would
deviate from the wormhole created by its header flit. (c) A soft error could cause the allocator to
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direct two flits to the same output. This will lead to a corrupt flit, which will be detected by the
error detection code in the next router. A NACK will be sent and the correct flits retransmitted
from the retransmission buffer. Regardless of the number of pipeline stages, this error recovery
process will incur two cycles (NACK + retransmission) latency overhead. (d) An error could
cause the allocator to send a flit to multiple outputs (multicasting). If the flit is a data flit, the
same error will occur as in case (b) above. If the flit is a header flit, then multiple virtual channels
will mistakenly be reserved in all the receiving routers (essentially opening multiple wormholes
for the same message). Those wormholes will stay permanently reserved, thus, reducing the
effective buffer space in those routers.
The most challenging cases are (b) and (d). To prevent such scenarios, we propose use of
the Allocation Comparator (AC) Unit, which was introduced to protect against VA errors. As
shown in Figure 14, the AC unit also checks for invalid SA allocations (such as multicasting) and
duplicate SA allocations; upon detection of an erroneous behavior, the AC unit will invalidate the
SA allocation in the previous clock cycle. In this case, the overhead involved does not depend on
the number of pipeline stages of a router. In all cases, an SA error will be caught by the AC unit
after the SA stage finishes. This implies that the AC unit will be operating in the same stage as
crossbar traversal. Therefore, a NACK signal must be sent to all adjacent routers to ignore the
previous transmission, and a new SA process will commence; this amounts for single-clock
latency overhead.
I examined the impact of the proposed solutions by simulating three types of error
situations. These are routing logic errors (RT-Logic), switch allocator logic errors (SA-Logic) and
link errors (LINK-HBH). Each one of the cases was simulated independently by varying the error
rate and measuring the number of errors corrected and energy consumption per message. Figure
15 (a) illustrates the number of errors corrected by the proposed measures. Errors in the routing
unit are significantly less than errors in the SA, since routing errors occur only in header flits. The
SA, however, operates on every flit, and many flits often undergo multiple arbitrations before
winning access to the switch. Link traversal, on the other hand, only occurs once for each flit per
hop, thus the link errors detected in this experiment were less than the SA errors. Figure 15 (b)
depicts the energy consumed per packet under the different error schemes. As shown, link errors
induce more energy overhead because of retransmissions. Nevertheless, even with
retransmissions, the overhead is still minimal, thereby validating the previous assertions.
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3.2.4 Crossbar Errors
A transient fault within the crossbar would produce single-bit upsets, not entire flits being
misdirected as in the switch allocator case. Single-bit upsets are taken care of by the error
detection and correction unit employed within each router, thus eliminating the problem.

3.2.5 Retransmission Buffer Errors
A single soft error in the retransmission buffer would be corrected by the error-correcting
unit in the receiving router. A double (or more) error, however, would yield an endless
retransmission loop since the original data itself is now corrupt. Given that a double bit-flip is
highly unlikely, such a scenario can be ignored. However, a fool-proof solution would be to use
duplicate retransmission buffers. This will double the buffer area and power overhead.

3.2.6 Handshaking Signal Errors
Every router has several handshaking signal lines with neighboring routers to facilitate
proper functionality and synchronization. Transient faults on these lines would disrupt the
operation of the network. Since the number of handshaking signal lines is small, Triple Module
Redundancy (TMR) can be used, in which three lines and a voter are used to ensure protection
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against soft errors. There is a slight area and power overhead increase, but the area occupied by
these lines is negligible compared to the area of the other router components.

3.3 Summary
In this chapter, I presented a comprehensive plan of attack on various types of reliability
hindrances in on-chip networks, focusing on transient error handling techniques. I have tackled
most common error types by proposing a series of architectural techniques, which work in
tandem to protect the interconnect infrastructure.
A new hop-by-hop retransmission scheme was presented to combat link errors. The
scheme was shown to be very efficient in terms of both latency and power even under high error
rates. The retransmission buffers required by this mechanism were also used in a newly proposed
deadlock recovery technique, which utilizes existing resources to break deadlocks, thus,
minimizing the incurred overhead. A detailed analysis of possible symptoms resulting from intrarouter logic errors was also presented, along with an array of protective measures and their
effectiveness in various router architectures.
More importantly, all the mechanisms proposed in this work kept the critical path of the
NoC router intact. For on-chip networks, ultra-low latencies are an absolute necessity; thus, any
reliability solution which inflicts significant burden on latency is not well suited. The proposed
schemes work in parallel with the critical components without deepening the router pipeline.

Chapter 4

Permanent Error Handling in NoCs

Besides soft fault handling techniques, on-chip interconnects also require proper
strategies to deal with hard (or permanent) faults in various modules, as well as in the
interconnect links. Previous research has tackled this problem through either fault-tolerant routing
algorithms [56, 58, 60] or by using redundant hardware for key modules in the architecture.
However, a facet of permanent failures often ignored in prior studies is that they can also induce
deadlocks in some routing algorithms, since a single fault can block the only allowed path for a
packet. For example, in X-Y routing, if a packet directed to the X dimension encounters a fault in
its path, it will be blocked there perpetually. Some prior research has successfully reflected
deadlock issues in their reliability studies [41, 58], but those studies target generic
interconnection networks which have less constraints than on-chip interconnects. Schemes
employed in off-chip and macro networks are unsuitable for on-chip implementations, because
the latter impose stringent area and power restrictions. This attribute prevents the use of elaborate
mechanisms in NoCs. Consequently, a simple and deadlock free fault-tolerant routing scheme is
vital for on-chip reliability.
Another well established topic in the design of reliable networks is fault-tolerant routing
algorithms [15-19]. A fault-tolerant algorithm should be able to avoid faulty nodes and interrouter links to ensure correct delivery of messages. However, complex routing algorithms which
require global knowledge of the network status are not viable in on-chip environments, where
silicon real-estate and power are at a premium, and ultra-low latency is of paramount
significance. In this work, I propose a simple Proximity-Aware (PA) routing algorithm which
dynamically adapts its routing strategy to bypass faulty nodes. The algorithm employs a lookahead snooping mechanism which collects health information from nodes up to 2 hops away. The
look-ahead technique avoids faulty regions by rerouting messages to a safer area well in advance;
this avoids unnecessary entanglement into highly faulty regions, thereby optimizing routing
performance. Unlike other deadlock recovery algorithms [27], the proposed technique can also
guarantee deadlock freedom in the presence of faulty nodes or links. This algorithm is then
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modified to detect and avoid possible temperature hot-spots in the network by observing flit
activity in the router. Since high temperatures can adversely affect performance and reliability
[11], thermal-aware routing becomes a useful protection mechanism. Simulation results show that
the proposed proximity and thermal-aware routing algorithm (TPA) distributes network traffic
more evenly than generic routing algorithms, mitigating hotspot phenomena.
Finally, I introduce a new routing paradigm called Service-Based Networking (SBN).
Instead of routing packets based on destination address, I propose routing based on destination
type. Recent trends in SoC design indicate that future systems will contain a number of identical
processing elements on a single chip [28-30]. This characteristic can be exploited to provide fault
tolerance against hard failures. Thus, even if a PE fails, SBN can redirect messages to another PE
which provides identical functionality. SBN can dynamically reroute traffic in the event of a hard
failure without service disruption. Simulation results validate the efficiency of this scheme even
under multiple hard failures. Details of these techniques are described in Section 4.1 and Section
4.2, respectively, followed by chapter summary in Section 4.3.

4.1 A Proximity-Aware (PA) Fault-Tolerant Routing Algorithm
The proposed fault-tolerant adaptive routing algorithm dynamically adapts the routing
strategy based on the status of nearby nodes. The novelty in the new algorithm is two-fold: its
dynamic nature allows the network to react to run-time faults in real-time. Furthermore, the
algorithm uses a novel look-ahead "snooping" mechanism, which ranks possible paths as far
away as two hops from the current node. This allows for the best possible path selection in the
presence of faults, thus minimizing the latency penalty.
In fault-free environments, packets are dynamically routed to their destination using a
minimal fully adaptive routing considering the status of neighbor nodes. On the other hand, in PA
Routing, a node is always aware of the state of each node up to two network hops away. This
health status information is received from the nodes in its direct vicinity (i.e. its four neighboring
nodes). These Direct Neighbors (DN) convey information about their status and the status of their
three neighbors, as shown in Figure 16. These three neighbors (i.e. the ones that are two hops
away from the current node) are the Indirect Neighbors (IN) of the current node. Therefore, every
node receives four different Information Sets (IS), one from each of its four DNs. These ISs are
the result of the look-ahead "snooping" mechanism, and are denoted as ISE, ISN, ISW, and ISS in
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Figure 16. Combining all four ISs, each router is now aware of the health status of both its DNs
and INs.
Based on the information from its DNs, every node can classify the nodes in its vicinity
(i.e. DNs and INs) into one of four different categories – Healthy (H), Good (G), Bad (B), or
Worse (W) – depending on the number of faults in each IS received; this is shown in Table 1. As
shown in Figure 16, there can never be an IS with four faults, since such a scenario would imply
that the DN is itself faulty; if the DN is faulty, though, it would not be able to send the IS in the
first place. Therefore, if a node is unable to receive an IS from a DN, it assumes that the DN is in
a Failed (F) mode.
Using this information, each node can assign a path score to all possible paths up to two
hops away, i.e. from current node to any of its INs (via one of its DNs). For example, a path
scoring scheme as shown in Table 2 can be used (a lower path score is better). Initially, paths are
pre-sorted based on the location of the destination node as compared to the location of the current
node. This is illustrated in Figure 17 where the minimal path to the destination is prioritized
(lowest number) whereas the path on the opposite direction from the destination has lowest

Table 1. Node Status Classification
# faults

status

0

Healthy (H)

1

Good (G)

2

Bad (B)

3

Worse (W)

4

Fail (F)

Table 2. Path Scoring Table
Score
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G
B
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priority. Once the paths are pre-sorted, they are all assigned scores as described above. This score
will subsequently dictate the most preferable path for a packet to take. The scoring scheme of
Table 2 is founded on the observation that the statuses of the INs are more important than the
statuses of the DNs in preventing possible backtracking of a flit. For example, if the DN is in
good status (H or G), while the IN is in worse (W) status, a packet might be forced to backtrack
after two hops. On the other hand, if the IN is in H status, while the DN is in bad (B) status, a
packet can escape the faulty region after two hops.
In other words, a healthy IN compensates for a weaker DN. Hence, the proposed PA
technique with look-ahead snooping can broaden the scope of the routing algorithm by
considering path traversal two hops in advance. This prevents a packet from being directed to a
highly faulty area. When two paths have the same score, a decision is made based on buffer
availability. It should be noted that in MESH-like topologies, where edge nodes have fewer
output channels, the output directions to those missing channels will be designated as faulty
channels, since a packet cannot proceed in that direction anyway.
Figure 18 shows the routing examples of the PA algorithm and simple adaptive routing
algorithm with various fault types, indicating the advantage of the proposed scheme. For example,
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the PA algorithm ensures that flits never go to a node in a W state, where all three directions other
than the input direction are blocked by faults, unless it is the destination node. This can eliminate
unnecessary backtracking, as shown in Figure 18 (a) and Figure 18 (d), as compared to a faulttolerant algorithm without look-ahead snooping (i.e. with no IN consideration). In addition, since
a router can check the status of two-hop-away nodes in advance, possible detours can be avoided
that would otherwise be undetected (Figure 18 (b) and Figure 18 (c)). In general, the proposed PA
routing algorithm avoids unnecessary movement of flits and can, thus, reduce overall network
latency.

4.1.1 Extension of PA Routing for Hot-Spot Avoidance
The operational integrity of functional modules in a chip is significantly affected by
excessive temperatures. Of critical importance is the avoidance of hotspots, i.e. areas in the chip
where the peak temperature is extremely high. Hotspots can substantially degrade performance
and adversely affect the lifetime of the chip [11]. The temperature profile is directly related to
power density, i.e. dynamic power consumption over unit area. As technology scales to ever
diminutive sizes, power density increases. Therefore, to ensure better device reliability, thermal
issues need to be addressed. Network traffic patterns in NoCs can lead to thermal issues if certain
routers are overloaded. For example, NoC routers situated in the middle section of a MESH-like
network topology are usually more congested than the remaining routers. Those routers are,
therefore, much more likely to suffer from thermal issues. The problem can be mitigated by
adopting load-balancing techniques which distribute the network workload as evenly as possible
to all nodes. By balancing workloads among all nodes, peak temperatures are lower, and there is
less thermal variation between routers.
The proposed PA routing algorithm can be extended to dynamically load-balance the
network traffic with minimal additional logic. Existing research in temperature-aware design [61,
62] has adopted either system-level distributed thermal management schemes (where no
specialized hardware is required), or mechanisms which employ on-chip temperature sensors.
The proposed scheme in this work follows the former approach; it utilizes existing infrastructure,
thus incurring negligible overhead.
The proposed approach is based on the correlation between temperature and dynamic
power consumption [61]. In turn, dynamic power consumption within a router depends on flit
activity. Hence, simple monitoring of flit activity can identify possible hotspot creation.
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When using the proposed PA routing algorithm, a node will not send data to blocked
nodes, i.e. nodes in either W (Worse) or F (Fail) states. Therefore, if a node designates itself as
blocked, other nodes will try to re-route messages via other paths to avoid the faulty region.
Hence, based on average node utilization, a node can dynamically choose to switch to this
artificial blocked state to reduce its workload. However, unlike actual blocked nodes, an
artificially blocked node should resume normal operation as soon as the workload reduces to a
desired level. Failure to do so would negatively affect the network latency in favor of load
balancing. This degradation in network performance becomes more apparent in topologies where
efficient traffic load balancing is inherently difficult due to blocked paths at the edge of the
network (e.g. 2D-MESH topology).
This modified PA algorithm, named Thermal-aware PA (TPA) algorithm, was simulated
and compared to existing routing algorithms in terms of average workload distribution. The

×

simulation assumed a 8 8 MESH topology. Figure 19 (a) and Figure 19 (b) illustrate the average
flit activities (in flits/cycle) when using the TPA and deterministic X-Y algorithms, respectively.
The XY plane represents the 8×8 MESH network, while the Z axis indicates average flit activity
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when using the TPA algorithm, with no pronounced peaks (which could cause hotspots). Figure
19 (c) depicts this trend numerically; average and maximum flit activities, as well as standard
deviation (σ), are reduced in the TPA case. Reduced standard deviation implies more uniform
activity distribution, without large fluctuations.
Buffer occupancy may also be used as a metric for triggering the load balancing
mechanism. High buffer occupancy may lead to increased blocking delay within a router [26, 63].
This affects network performance. Therefore, sustained buffer occupancy over a pre-defined
threshold value could invoke load balancing to alleviate the situation. This way, buffer occupancy
can be more uniformly distributed over the network. Simulation results using the modified PA
algorithm with this metric as compared to existing routing algorithms are illustrated in Figure 19
(d) and Figure 19 (e). Again, the XY plane represents the MESH network, while the Z axis
represents the percent buffer occupancy within the routers. Similar to flit activity, the TPA
algorithm redistributes traffic across the network, thereby smoothing out overall buffer occupancy
(reduced by 40% on an average). Figure 19 (f) shows a significant drop in average buffer
occupancy and standard deviation in the TPA case.

4.2 Service-Based Network (SBN)
The fault-tolerant schemes proposed so far can guarantee the transfer of a flit to its
destination node. However, if the destination PE is offline due to a hard failure, the packet would
circle around the destination node indefinitely. Packet loss, however, can be avoided if the packet
can be redirected to a different PE that has similar or exactly the same function as that of the
faulty destination node. This would allow the system to remain fully functional, even in the
presence of hard faults. This destination node handover has significant importance in minimizing
performance degradation in faulty environments. Usually, a new destination is determined by the
upper (software) layers in traditional networks [64]. However, if task handover can be carried out
in the physical (hardware) layer instead of the software layers, the overhead of maintaining state
and delivering signals to and from the upper layers can be eliminated. This will benefit both the
software performance (since it no longer needs to worry about reliability) and overall system
integration (since the hardware can dynamically reroute traffic in real-time, eliminating the need
to reprogram network parameters if the PE assignment changes). Recent trends in SoCs indicate
that future chips will include several PEs of the same type. Chip multiprocessors (CMP) and
media processors (e.g. MPEG encoding/decoding systems) are such examples [28-30]. Hence, it
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would be beneficial to adopt such task handover schemes to further improve the on-chip
reliability.
I, therefore, propose a technique called Service-Based Networking (SBN), where the
packet header contains a destination PE type instead of destination node address. The type of a
PE is assigned based on the service that the PE offers. The router then automatically forwards a
packet to one of the best PE of that type. Thus, even if a current destination node suddenly
becomes unavailable, a packet will dynamically be rerouted to the next best PE without any
disruption. By adopting this SBN scheme, we can establish hardware-level packet handover to
protect against node failures. To achieve this, a Direction Lookup Table (DLT) along with ultracompact Service Information Provider (SIP) modules at each router provides the routing
information to the best PE node.

4.2.1 Direction Lookup Table (DLT) and Service Information Provider (SIP)
When a node detects a fault in one of its neighboring nodes, it broadcasts a message
notifying about the failure. Then, all the nodes with the same PE type as that of the faulty node
broadcast their locations to other nodes. Each node can, therefore, update its Direction Lookup
Table (DLT), which keeps track of the best destination node for each PE type, based on a predefined metric. To avoid contention for access to the DLT by all input ports, a more compact
version of the DLT is replicated in the form of Service Information Provider (SIP) modules, as
shown in Figure 20, with one SIP module per input port. Once the DLT is updated, it can then
proceed to update the SIP modules. It is important to note that the DLT and SIP modules in
Figure 20 are not drawn to scale for clarity; they are, in fact, much smaller than the remaining
router components. They contain a compact table which holds as many entries as there are
different PE types. Given that the number of different PE types in a network is very small, both
the DLT and SIP modules incur negligible area and power overhead.
Based on the information provided by the local SIP module, the routing unit (RT) makes
a final routing decision for the packet. Since the broadcasting of faults and the DLT updates
require a finite amount of time to propagate through the network, some packets may still be
directed toward a faulty node, until the DLT and SIP tables are fully updated. However, this will
only cause the packets to experience increased delay; it will not cause any flit loss. This delay can
also be reduced by placing PEs with the same type closer to each other. In such environments, the
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direction to the new destination may be the same as that to the faulty node, inflicting no
additional delay.
Various performance metrics can be considered when the DLT determines the best
destination node for each PE type. For example, the best PE of a particular type may be the one
which is closest to the current node in terms of network hops. Workload is a different metric
which can also be used; the PE with the least workload is considered the best PE, if we focus on
load balancing rather than network performance. Any parameter can be used as a deciding factor
in SBN implementations. In this work, I used minimum distance as the handover metric. Note
that workload-based handover would require periodical broadcasting of load information to each
node, thereby increasing network traffic.
SBN reaps more benefits from networks which include more PEs of the same type, rather
than fewer PEs of many different types. In a fixed-size network, the smaller the number of PE
types, the more PEs of the same type are available. In the opposite extreme, if all PEs are of
different types, then a node failure would leave no alternative PEs; then, the SBN architecture
becomes pure overhead. However, if redundant PEs are available, SBN can efficiently utilize
them under a fault scenario by minimizing the destination handover delay. Therefore, SBN will
be beneficial in SoC architectures with higher module redundancy, such as CMPs. Figure 21 (a)
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illustrates the variation in average latency as the number of PE types increases. The network is
assumed to be a fixed 8×8 MESH, so an increasing number of PE types imply fewer PEs of any
one type. As predicted, latency increases with the number of PE types in the network. Figure 21
(b) shows the same trend, but in average number of hops; as the number of PE types increases,
packets have to travel farther on average to reach a new PE of the same type. Figure 21 (c) and
Figure 21 (d) depict the efficiency of the proposed SBN scheme. As the number of faulty PEs
increases from zero to 10, the latency and average number of hops only increase slightly,
highlighting the fact that the hardware handoff procedure works very efficiently in faulty
environments.

4.3 Summary
In this chapter, I presented an algorithmic technique to remedy hard failures in on-chip
networks. I introduced a novel Proximity-Aware (PA) routing algorithm which employs lookahead snooping to classify possible routing paths up to two hops away. The algorithm can
6
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dynamically adapt its routing decisions to account for run-time hard failures without any
disruption in service. Unlike prior fault-tolerant routing algorithms, the proposed one can provide
deadlock freedom even in faulty environments. Furthermore, the PA algorithm was extended to
accommodate thermal aware routing through observation of average flit activity in the router.
Then, a new routing methodology was presented, in the form of Service-Based
Networking (SBN). This novel concept routes messages based on destination type, rather than
destination address. This scheme takes advantage of the presence of redundant, identical
processing elements in modern SoCs to provide dynamic and real-time hardware handoff in the
event of hard failure.
As in the transient error handling techniques in previous chapter, the proposed schemes
are not in the critical path of router pipeline. The techniques presented in this chapter only affect
routing algorithm without creating any dependency on other router pipeline stages.

Chapter 5

Multi-Entry Point Topology

In on-chip systems, maximizing the performance is a critical requirement in addition to
the reliability measures described in previous chapters. To achieve maximum sustainable
performance, we should coordinate efficient architecture design together with fault-tolerant
schemes. To this end, I propose a Multi-Entry Point (MEP) topology which enhances both
network performance and energy consumption, while inherently providing the ability to handle
deadlocks. While prior works have concentrated on the design of efficient routers [20-23],
development of fault-tolerant architecture [16, 26], and deadlock avoidance/recovery schemes
[24, 25] to maximize the performance of a system, in this work, I approach the issue from the
perspective of the network topology itself.
In this chapter, I describe the details of the proposed MEP topology, NIC architecture and
router architecture design, respectively, in the following sub-sections. Alongside the NIC design,
I also provide an interface between a PE (core) and an intra-PE network (sub-NIC-to-sub-NIC
connections) that surrounds the PE, so as to enable the use of the proposed multiple entry
topology with any general core/PE without any modification.
The proposed topology and NIC/router architectures were evaluated through cycleaccurate simulation and hardware synthesis implementations, and compared to those of generic
topologies and architectures in terms of latency and power consumption. Simulation results show
that the proposed MEP topology and accompanying architectures can significantly reduce overall
latency in both deterministic X-Y routing and minimal adaptive routing, especially at higher
message injection rates. Specifically, the average latency and Energy-Delay-Product (EDP) are
reduced by approximately 20% and 50%, respectively, over existing implementations. The
removal of restrictions on the use of Virtual Channels (VC) for deadlock-free routing in the MEP
topology model enables more efficient and versatile use of VCs, resulting in substantially reduced
network contention.
This chapter is organized as follows. First, a short summary of existing works and
motivation is given in Section 5.1. Then, detailed descriptions of the proposed MEP topology,
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NIC/router architectures and the deadlock recovery scheme are presented in Section 5.2.
Simulation results are shown in Section 5.3, and, finally, Section 5.4 summarizes the chapter.

5.1 Related Work
As discussed in previous section, many researches have focused on several techniques to
reduce router pipeline to improve performance. However, latency savings can also be achieved by
distributing traffic as evenly as possible over the whole network. Since network behavior is not
always predictable, adaptive routing algorithms, rather than deterministic, are more suitable for
this purpose. But adaptive routing algorithms usually suffer from deadlocks and, thus, additional
efforts to provide either deadlock recovery or avoidance are necessary. Even deterministic routing
algorithms suffer from deadlock, depending on the topology. For example, the X-Y routing
algorithm cannot avoid deadlock in a TORUS topology and [27] uses virtual channels to
overcome this problem. For deadlock recovery, one approach is to use VCs to avoid cyclic
dependency. But all these solutions rely entirely on complex routing algorithms which make the
router implementation more complicated, and, thus, area and power hungry. A software-based
deadlock recovery scheme is proposed in [65], but it requires a software layer to temporarily
absorb deadlocked messages out of the network. Providing a software layer may not be feasible in
NoCs due to the increased implementation complexity. The proposed topology/architecture offers
deadlock freedom with only minimal requirements from the routing algorithm. This will enable
the routing algorithms to concentrate on traffic distribution rather than deadlock freedom, and
will

provide

much

more

flexibility in

algorithm design.

Also,

as the

proposed

topology/architecture can adopt most on-chip router designs currently available (with only
minimal modifications), we can expect greater latency savings when coupled with advanced
router designs.

5.2 Proposed Topology & Router Model
5.2.1 Topology
Traditional NoC topologies such as MESH (MESH-GEN, GEN stands for Generic) and
TORUS (TORUS-GEN) assume that a PE is connected to a router as shown in Figure 22 (a). In
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the proposed topology model (MESH-MEP and TORUS-MEP), a PE is connected to four
adjacent routers at the same time, as shown in Figure 22 (b).
In an n×n network, both TORUS and MESH topologies require n×n routers. In the
proposed architecture, the TORUS topology, i.e. TORUS-MEP, still requires n×n routers.
However, in the MESH topology, i.e. MESH-MEP, (n-1)×(n-1) routers are required instead, as
shown in Figure 23 (b). This is a direct result of the advantageous N:M mapping of the MEP
topology. This mapping allows more than one PE to be connected to a single router (Figure 22
(b)). Hence, the edge routers in a MESH topology are no longer required with the MEP mapping.
On the contrary, a generic MESH requires one router per PE (Figure 22 (a)). The proposed
architecture, therefore, requires (2n-1) fewer routers in an n×n MESH topology. This result is
illustrated in Figure 23, which compares the two topologies using a 3×3 MESH network. The
reduction in number of routers amounts to considerable area and energy savings, with no sacrifice
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in performance. It is important to note that in the MESH-MEP topology, the size of the NICs
should be adjusted based on the location of each node. This will be discussed in the following
section.
The fundamental differentiator between the MEP topology and generic implementations
is the existence of two, instead of one, types of network hops in MEP. While traditional
topologies transfer messages through inter-router hops, MEP employs both inter-router hops
(called external hops) and sub-NIC-to-sub-NIC hops (called internal hops). This characteristic is
illustrated in Figure 24 (a). Even though the total number of hops from a source to a destination is
the same in both the MEP and generic architectures, the former requires fewer external hops. For
example, in a generic mapping, if we assume that a destination node is on a north-west direction,
while the injection point is in the south-east corner, as shown in Figure 22 (a), a message should
traverse two more external (inter-router) hops than in the MEP mapping case. External hops
induce more network latency than internal hops, because of increased contention and router
complexity. Since most routers use pipelined architectures, a single external hop includes router
pipeline delay plus link traversal delay, which sum up to a total of P+1 cycles, where P is the
number of pipeline stages in the router. Internal hops, on the other hand, require two clock cycles,
and suffer from significantly reduced contention, as will be explained in the next section.
Consequently, reducing the number of external hops equates to reduced latency in the network.
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This assertion is validated in Figure 24 (b), which shows the average per-hop loaded latencies
(i.e. including contention) for both internal and external links against injection rate. Clearly,
internal hops are significantly faster than external hops. Hence, the key advantage of the MEP
topology is that the overall network latency can be markedly decreased by reducing the average
number of external hops from a source node to a destination node through the use of more
efficient internal hops.
However, since most generic PE cores are not able to inject messages in four different
directions, and modifying the PEs for this purpose would be extremely costly, we need to provide
an interface between a traditional, single-point injection PE, and the surrounding routers. This
will allow multiple entry points to the network without any PE modifications. The proposed
interface will be described in the following section.
Another advantage of the MEP topology is its automatic deadlock recovery, which
inherently places minimum requirements on the routing algorithms employed. Deadlock is
avoided regardless of the routing algorithm chosen, as long as the algorithm follows a set of
minimal requirements which will be presented in Section 5.2.4 in detail.

5.2.2 NIC Design
An interface between a PE and the attached NoC router is required to facilitate
communication between the PE and the on-chip communication fabric. This interface is provided
by the Network Interface Controller (NIC), as shown in Figure 25. The NIC is responsible for the
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packetization and de-packetization of data, and may also include an error detection/correction
module [66, 67]. Most of its area, though, is consumed by data buffers for packets injected into
and ejected from the network.
To provide multiple entry points to a PE core, we need to provide as many NICs in a
single node, so that each NIC communicates with a corresponding router. To that extent, a
generic NIC is divided into four sub-NICs which are then connected via internal links, as shown
in Figure 22 (c). A sub-NIC can be either a ‘Master’ or a ‘Slave’, depending on its location. The
sub-NIC located at the PE injection/ejection point is the master sub-NIC, while the remaining
three are slaves. Note that the proposed architecture simply divides one NIC into four smaller
ones by redistributing existing resources; the additional overhead is kept to a minimum. The
packetization and de-packetization modules are located in the Master sub-NIC, and the buffers
are equally distributed to all sub-NICs.
A PE injects messages into the master sub-NIC, and then, depending on their
destinations, messages are either injected to the router connected to the master sub-NIC, or
forwarded to appropriate slave sub-NICs through the forwarding path around the PE. Similarly,
all the ejecting messages coming into each sub-NIC are forwarded to the master sub-NIC, where
they are ejected to the PE.
The architecture of the master/slave sub-NICs is shown in Figure 26. Each of the three
slave sub-NICs has three input/output ports (Router, Y-dir, X-dir), while the master sub-NIC has
four ports (Router, Y-dir, X-dir, PE). Each of these ports has an associated input buffer, as shown
in Figure 26. The output ports are directly connected to the input buffer of the ports of the
adjacent sub-NIC. For communication among these ports within a sub-NIC, I adopted the
transaction-less dTDMA (dynamic Time Division Multiple Access) bus architecture [68]. In
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dTDMA, a bus arbiter dynamically grows and shrinks the number of timeslots to match the
number of active clients. When a client needs to transmit data, it requests a timeslot from the
arbiter. The arbiter then modifies the timeslot configuration of the system before the next clock
cycle. When a client is finished communicating, the arbiter de-allocates a timeslot in a similar
manner. This method of dynamic allocation always produces the most efficient timeslot
configuration, making the dTDMA bus nearly 100% bandwidth efficient [68]. Furthermore, its
single-hop communication nature and lack of transaction-style arbitration, allows for low and
predictable latencies. Each client requires a compact transceiver module to interface with the bus.
Therefore, by using dTDMA buses in the four sub-NICs, an internal hop (i.e. sub-NIC-tosub-NIC) requires only two clock cycles, assuming no contention: one for bus arbitration within
the sub-NIC, and one for internal link traversal. Moreover, contention is significantly lower in the
internal links compared to the external ones, since the former are used primarily by traffic
destined to, or originating from, the local PE. On the other hand, external links are used by all
network traffic.
As four sub-NICs are connected in a circular manner, deadlocks can occur within a PE’s
forwarding path network. This necessitates the use of X-Y routing to prevent intra-PE deadlocks.
The dTDMA bus arbiter should know where to forward each message; this can be done
by padding 3 control bits to the message that indicate the desired direction. Table 3 shows the
details of these control bits. For example, assuming the sub-NIC placement of Figure 22 (c), a
message to be injected through the NW slave sub-NIC will have control bits ‘011’ (set by master
sub-NIC), indicating that it should be forwarded to both X and Y direction and then it should be
sent to the router. Likewise, a message to be ejected coming through a SW slave sub-NIC will
have control bits ‘101’ (set by ejecting router), indicating that it should be forwarded to the X
direction and then ejected to the PE.
One of the most powerful attributes of this topology is that this forwarding path can also
serve as an alternate path for messages that are blocked for a long time either by network
congestion or by a deadlock. A blocked message is simply absorbed into the intra-PE network
through a sub-NIC, then forwarded to an appropriate sub-NIC, and finally injected again in the

Table 3. Message Control Bits
Bit
0 (LSB)
1
2 (MSB)

Value 0
No forwarding to X-dir
No forwarding to Y-dir
To Router (Injection into network)

Value 1
Forward to X-dir
Forward to Y-dir
To PE (Ejection from network)
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network just like a new message is injected from a node. In most cases, this alternate path is much
faster than normal inter-router links in terms of latency, especially if the message is forwarded to
both X and Y directions, since forwarding between two sub-NICs requires fewer cycles than
routing between two routers, as explained in Section 5.1. This will alleviate traffic delays in
highly congested areas significantly.
To minimize the amount of area and power overhead incurred by the MEP architecture,
the sum of all sub-NIC buffer sizes was chosen to be equal to the size of a single generic NIC
buffer. The area and power budget of a NIC is dominated by the buffers – the area and power
consumption of the control logic is negligible compared to the buffers. Hence, since the buffer
size of the MEP architecture is the same as a generic NIC, the overall area and power overhead of
the proposed architecture is minimal, as shown in Table 4 (both the generic NIC and the
combined MEP NIC have a total buffer space of 128 flits). As previously mentioned, the NIC
buffer size affects the queuing latency in the network. I experimented with various NIC buffer
sizes and concluded that the relative trends in the total average latencies for both the MEP and
generic architectures remained unchanged. Therefore, I only show results with a NIC buffer size
of 128 flits for both the MEP and generic implementations. The key point is that both
architectures have the same NIC buffer size to ensure fairness. In the MEP case, the 128 flits are
divided into the four smaller sub-NICs.
The NIC overhead in the MEP architecture (shown in Table 4) includes the dTDMA
buses. In fact, the slight increase in area and power over the generic NIC is due to the dTDMA
buses. However, since the NIC area in both the MEP and generic architectures is dominated by
the buffers (hence the large area in Table 4), this small dTDMA overhead is negligible; 1.17%
and 1.87% of the entire NIC area and power budgets, respectively.
Table 4. Overhead of the MEP Architecture
Architecture

Router

NIC

Area

Power (Dynamic/Leakage)

Generic

374,765.54 µm2

119.52 mW/25.16 µW

MEP

376,350.92 µm2

120.26 mW/25.33 µW

MEP Overhead

+ 1,585.38 µm2
+ 0.42 %

+ 0.74 mW/+ 0.17 µW
+ 0.62 %/+ 0.68 %

Generic

542,361.86 µm2

170.24 mW/37.37 µW

MEP (includes dTDMA Buses)

548,703.21 µm2

173.43 mW/37.95 µW

MEP Overhead

+ 6,431.35 µm2
+ 1.17 %

+ 3.19 mW/+ 0.58 µW
+ 1.87 %/+ 1.55 %
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The proposed architecture inflicts additional wiring complexity to the system due to the
internal links. However, wiring occupies a separate layer in the VLSI implementation of this
architecture. Since the area of the PE core is much larger compared to the network infrastructure,
there is sufficient space in the wiring layer to accommodate the extra wires of the MEP topology
on top of the PEs.
In the MESH-MEP topology, the number of sub-NICs in the edge nodes is smaller than
that of internal nodes, as shown in Figure 23 (b). The nodes in the four corners of the network
will always inject (eject) messages to (from) only one direction and, thus, need only one master
sub-NIC with a buffer size equal to that of a generic NIC. Similarly, other edge nodes need two
sub-NICs (each with a buffer half the size of a generic NIC buffer), since they can inject (eject)
messages to (from) two directions. This ensures that the total NIC buffer size of edge nodes is
still equal to the buffer size of a generic NIC.

5.2.3 Router Design
The router itself should also be modified to fit into this architecture, but the required
modifications are minimal, as demonstrated below. Figure 27 shows the internal layouts of both a
generic (Figure 27 (a)) [41] and an MEP router (Figure 27 (b)). ‘R’, ‘VA’ and ‘SA’ represent

(a) A Generic Router Architecture

(b) Proposed MEP Router Architecture

Figure 27. Two Router Architectures and a Generic NIC Architecture
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routing logic, virtual channel allocator and switch arbiter, respectively. Both architectures adopt
input buffering and both routers have five Physical Channels (PCs) each with four virtual
channels. The only difference between them is the injection/ejection port which, in the case of the
proposed MEP router, is divided into four different injection/ejection ports for each attached PE
(Northwest, Northeast, Southwest, and Southeast), as shown at the top of Figure 27 (a) and Figure
27 (b). The DEMUX at the output of the crossbar in the MEP router (marked as PE-DEMUX at
the top of Figure 27 (b)) is not an overhead; it is used in the generic router architecture as well.
The DEMUX simply moves from the PE input side of the injection/ejection channel in the
generic router to the output of the crossbar in the MEP router, as indicated by the arrow. It is used
to DEMUX the output from the crossbar to each sub-NIC during flit ejection.
In the generic router, the four virtual channels from a local PE contend for the crossbar
through the MUX (marked as PE-MUX in Figure 27 (a)). The same contention exists in the MEP
case between the four attached PEs (through PE-MUX in Figure 27 (b)). Furthermore, in the
generic case, the local PE can only inject into one virtual channel at a time through the input
DEMUX (marked as PE-DEMUX in Figure 27 (a)). However, in the MEP case, all four attached
PEs can inject at the same time into their respective virtual channels, helping to alleviate blocking
delay in the PE NIC buffers.
Overall, the results of Table 4 indicate that the area overhead of the proposed architecture
over a generic one is minimal; both the NIC (four sub-NICs combined) and router are only
slightly larger (1.16% and 0.42%, respectively). Power consumption follows the same trend;
MEP consumes on an average 1.17% more power (in NIC and router). However, when we
consider the (2n-1) routers saved by the MEP implementation in an n×n MESH, then the total
area and power budgets of the on-chip network actually decrease.

5.2.4 Deadlock Recovery
The proposed topology model inherently supports deadlock recovery regardless of the
routing algorithm used, as long as the routing algorithm follows the requirements below:
•

If a message is blocked in a router buffer more than Tthres cycles, it should be temporarily
absorbed into one of two nearby nodes closer to the desired direction. Then, it will be
forwarded to a sub-NIC within that node, which is closest to its final destination, and, finally,
it will be re-injected into the network again.
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•

When messages are injected into the network (including both new messages and temporarily
absorbed and forwarded messages), the router should send them to one of the two directions
away from the injecting sub-NIC's PE. For example, if the message is re-injected through a
SE sub-NIC into the router, as shown in the dotted line in Figure 28 (b), the message should
be sent to either the south or east direction from that router, i.e. away from the injecting PE.
This will avoid inter-dimensional deadlocks.

Theorem: The MEP topology ensures deadlock freedom if the above two requirements are met.
(Proof) There are two possible deadlock situations in the MEP topology. A proof is provided for
each cases.

Case 1: Circular deadlock (in both MESH and TORUS)
For a circular, or inter-dimensional, deadlock, as shown in Figure 28 (a), to occur, all the
messages involved in the deadlock configuration should be unable to be absorbed into a node
even after the preset threshold value of Tthres cycles has elapsed. However, messages can always
be absorbed into a node eventually, as long as the forwarding path is not blocked forever. The
only situation where the forwarding path might be blocked forever occurs when the router
connected to that sub-NIC cannot send the message to any of its two intended inter-router links
due to permanent blocking of the links. The permanent blocking of these links will occur only
when they are also involved in another deadlock configuration already (temporary blocking of
those links is not enough to cause deadlock, since blocking will eventually disappear).
In other words, for a deadlock to occur there should be other “prior” deadlocks that have
already blocked all the re-injection directions such that temporary absorption of messages
becomes impossible. In turn, these prior deadlocks also need other “prior-prior” deadlocks,
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following the same reasoning. This dependency will propagate throughout the network until all
deadlock configurations block each other completely.
However, since the network is initially deadlock-free, deadlocks can only occur in this
network if the whole network is involved in deadlocks simultaneously. All these deadlocks must
occur at the same time and satisfy all the inter-dependencies among them. However, the
formation of a deadlock requires message movement toward the deadlock configuration, leaving
available buffer spaces behind that can be used by other messages. In turn, these available buffer
spaces ensure that the whole network cannot be deadlocked at the same time. Therefore,
absorption, forwarding and re-injection cycles can always break deadlocks in the proposed
topology.

Case 2: Ring deadlock (in TORUS only)
In a TORUS topology, deadlock can also occur along a row or a column (also known as
intra-dimensional deadlock), as shown in Figure 29 (a). As in case 1, as long as one of the
messages involved in the deadlock configuration can be forwarded as shown in Figure 29 (b) the
deadlock will be broken. Once again, the only reason that such a forwarding path might not exist
is if there are prior deadlocks. Following the same reasoning as in Case 1, the MEP topology
ensures deadlock-free operation.

5.3 Performance Evaluation
To evaluate the performance of the proposed topology, I performed experiments using a
cycle-accurate NoC simulator. A network with 64 nodes (8×8) was tested using the four different
topologies – MESH-GEN, TORUS-GEN, MESH-MEP and TORUS-MEP – discussed in the
R

R
S

S

R
S

PE
S

M

S

S

M

S

S

S

S
R

M

S

S

S

R
S

S

M

S

M

S
R

(a) Ring Deadlock

S

S

S

M

S

S

S
R

M

S

S

S
R

S

S

M

S

S

S
R

S

S

S
PE

M

S
R

(b) Absorption/Forwarding

Figure 29. Deadlock Recovery - Case 2

M
R

PE
M

S
PE

R

PE
M

S

R

PE

R

S

R

PE

R
S

M

S

R

PE

R

PE

R

S

R

PE

R

PE
M

S

R

PE
M

S

R

PE

R

PE
S

S

R

PE

R
S

S

PE

R

R

S

R

M
R

55
previous sections. The simulator injected 300,000 messages (including 100,000 warm-up
messages) into the network. Each message consists of four flits. For all results discussed, a
uniform traffic pattern is used for message injection, where a node injects messages into the
network at regular intervals. In the experiment, source and destination nodes are randomly
selected.
A 4-flit buffer was assigned to each VC within the router and the number of VCs per
Physical Channel (PC) (i.e. North, South, East, West and PE) was set to four. The number of VCs
can vary, but for deadlock recovery in generic topologies, at least 2 (TORUS-GEN with
deterministic routing and MESH-GEN with adaptive routing) or 3 (TORUS-GEN with adaptive
routing) VCs are required, as described below. For fair comparison, the total buffer size of a
generic NIC was set to be the same as the sum of all MEP sub-NIC buffers in a node, namely 128
flits. In the generic case, these are divided into a 64-flit input NIC buffer and a 64-flit output NIC
buffer. In the MEP case, the 128-flit buffer space is distributed equally to the four sub-NICs.
For deterministic (DT) routing, a dimension-ordered X-Y routing was used. In the
MESH-GEN topology, this routing is deadlock-free since cyclic dependency cannot occur in the
network. In the TORUS-GEN topology, however, a ring deadlock may arise, as described in the
previous section. To solve this problem, [27] proposed a scheme that classified available VCs into
two sets. If the source node is to the left (bottom) of the destination node when the flit is
traversing the X (Y) direction, it uses VC set 0. Otherwise, VC set 1 is used. This prevents the
occurrence of a ring deadlock.
For adaptive (AD) routing, I used a minimal adaptive routing algorithm, where flits are
sent to one of two directions (based on available buffer space) that reduce the distance to the
destination. However, this algorithm suffers from deadlock (both Cases 1 and 2 of the previous
section) under both MESH-GEN and TORUS–GEN topologies. To tackle this, I used the
techniques proposed in [27] that reserve one VC (in MESH-GEN) or two VCs (in TORUS-GEN)
as escape channel(s) to break possible deadlocks. When a flit using an adaptive VC has been
blocked for more than a specified number of cycles, the router assigns a deterministic VC to this
flit. Since deterministic VCs are deadlock-free, the deadlock configuration is broken. In the
TORUS-GEN topology, two VCs are required for the VC classification scheme described above.
On the other hand, for MEP topologies, simple routing algorithms – X-Y deterministic
routing and minimal adaptive routing – that do not include deadlock avoidance/recovery schemes
were used due to the inherent ability of the proposed topology to avoid deadlocks through the
intra-PE network. A Tthres (see Section 5.2.4) of 35 clock cycles was used to initiate temporary
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Table 5. Deadlock Recovery/Avoidance Schemes

DT
AD

GENERIC
MESH
TORUS
None
VC classification
Reserve one VC for escape
Reserve two VCs
path that uses simple X-Y
for escape paths that use VC

MEP
MESH
TORUS
Temporary absorption
into intra-PE network
(Tthres=35 cycles)

absorption. Table 5 summarizes the deadlock recovery/ avoidance schemes used during the
simulations.
Figure 30 (a) and Figure 30 (b) show the overall latency vs. message injection rate with
both Deterministic (DT) and Adaptive (AD) algorithms for both MESH (ME) and TORUS (TR)
topologies. In most cases, the proposed MEP-based topologies showed lower latencies, especially
at higher injection rates, where the networks tend to saturate. Even though MESH-GEN with
adaptive routing performs better than MESH-MEP at injection rates higher than 0.7, it saturates at
much lower injection rates, resulting in significantly higher latency, as shown in Figure 30 (b). In
deterministic routing, the MEP topology lowers latency by 19% and 40% (on average) in TORUS
and MESH implementations, respectively. With adaptive routing, the latency reduces by 23% and
20% (on average) in TORUS and MESH, respectively.
The finite buffer size of the NICs implies that the actual injection rate into the network
might be less than intended, due to blocking. This achieved injection rate (AIR) is examined in
Figure 30 (c) and Figure 30 (d). AIR increases linearly (following the requested injection rate)
before the network saturates, but remains flat afterwards. As already mentioned, AIR depends on
the size of the NIC input buffer, since PEs cannot inject messages if the NIC input buffers are
full. Even though the proposed architecture has a smaller (16 flits) master sub-NIC input buffer
(PE-In buffer in Figure 26(a)) than the NIC input buffer in the generic topology (16 flits × 4 VCs
= 64 flits), it still provides better AIR at all times. The MEP architecture has a smaller master
sub-NIC input buffer, because the remaining buffers are distributed to all other sub-NICs.
However, MEP achieves higher AIR due to the removal of the input DEMUX from the injection
ports, as described in Section 5.2.3.
AIR directly affects the Time-to-Completion, i.e. the time it takes to eject a fixed number
of messages from the network (Figure 30 (g) and Figure 30 (h)). Therefore, despite the fact that
MESH-MEP with adaptive routing exhibits slightly higher latency at injection rates greater than
0.7, its higher AIR causes its Time-to-Completion to be almost half that of MESH-GEN. In other
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words, in MESH-GEN, fewer messages are injected every cycle due to excessive NIC-buffer
blocking.
The Energy-Delay-Product (EDP) is shown in Figure 30 (e) and Figure 30 (f). EDP is a
metric combining both energy efficiency and latency. A lower EDP value signifies a more energy
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Figure 31. Simulation Results (Self-Similar Traffic)

efficient system. In all cases, EDP increases with injection rate; the higher the injection rate, the
higher the activity in the network, which implies increased dynamic energy consumption. As the
network begins to saturate at high injection rates, blocking begins to dominate in the routers.
This, in turn, translates into saturated latency and energy consumption; hence, the EDP curves are
fairly flat at high injection rates. Clearly, the proposed MEP topology significantly reduces the
EDP, a consequence of the reduced number of external hops and message forwarding paths,
which consume less energy than inter-router paths that involve router pipelining. This result is
crucial, because it illustrates the fact that despite the slight power overhead in the control logic of
the MEP topology, the overall energy consumption is lowered due to the aforementioned two
reasons. Specifically, with deterministic routing, EDP is lowered by 47% and 63% (on average)
in TORUS and MESH, respectively. With adaptive routing, MEP lowers EDP by 50%, on an
average, in both TORUS and MESH.
Self-similar and multimedia traffic patterns were also investigated; with the results
exhibiting similar trends (Only latency results for Self-Similar traffic are shown in Figure 31).

5.4 Summary
In this chapter, I proposed a new network topology which injects messages into the onchip network from four, rather than one, points per node. It is shown that this topology requires
minimal modifications to existing NIC and router architectures; the changes involve dividing
existing NIC resources and rearranging them into four smaller sub-NICS. Thus, the proposed
Multiple Entry Point (MEP) topology can be retrofitted to existing router architectures to boost
network performance. MEP incurs negligible area overhead, while providing significant
improvements in both latency and energy consumption. Cycle-accurate simulations indicate that
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the average latency and Energy-Delay-Product (EDP) are reduced by approximately 20% and
50%, respectively, over existing implementations. In the case of MESH network implementations,
the proposed MEP scheme also provides significant area savings, because it requires fewer
routers than a generic MESH. This flexibility stems from the fact that multiple PEs can connect to
a single router. More importantly, the new topology inherently avoids deadlock through its intraPE network, eliminating the need for resource-hungry deadlock-avoidance algorithms.
The additional links of the proposed MEP topology are expected to substantially improve
the fault-tolerance of the communication fabric as well.

Chapter 6

A Fast Path Router Architecture

An on-chip router architecture has a significant effect on the overall performance and
energy consumption in NoCs. Thus, in this chapter, I propose an efficient router architecture that
accelerates flit traversal in frequently used paths. The proposed architecture dynamically
establishes/releases frequently used paths based on the traffic behavior to ensure balanced
utilization of valuable resources, while improving overall performance. Each router maintains the
statistics of flit transfer for each path (input-output pair) within the router for a fixed transfer
interval, and paths that dominate the overall transfer will switch to a fast path mode, and will be
prioritized during switch arbitration.
Also, a pipeline bypassing technique is proposed to reduce the router pipeline along the
critical path in the fast paths. Using this technique, a typical 2-stage router pipeline can be
reduced to a single-stage pipeline. Simulation results with real-world application traces in a 8×8
MESH network indicate that the proposed architecture can improve overall performance up to
30% compared to a generic NoC router architecture. The average power consumption is
comparable to a generic one (average 2.5% improvement). Also, the overhead of the proposed
architecture is minimal.
This chapter is organized as follows. First, the proposed router architecture is explained
in Section 6.1, followed by its evaluation of the architecture in Section 6.2. Then, existing related
works are briefly described in Section 6.3. Section 6.4 summarizes the chapter.

6.1 Proposed router design
6.1.1 A Typical NoC Router Pipeline
A generic on-chip router consists of multiple atomic pipeline stages; Routing
Computation (RC), Virtual Channel Allocation (VA), Switch Allocation (SA), and Switch
Traversal (ST) as shown in Figure 3 in Section 2.1. Also, a separate inter-router link traversal
stage is generally assumed.
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(a) TORUS-DT-NR

(b) MESH-DT-NR

(c) MESH-DT-TP

Figure 32. Normalized Link Utilization Patterns
(DT: Deterministic Routing, NR: Normal Random Traffic Pattern, TP: Transpose Traffic Pattern)

The generic architecture assumed in this work is a two-stage pipelined router which
allows the RC, VA, and SA stages to execute in parallel, using both Look-ahead Routing [36],
and Speculative SA [20] techniques (see Figure 37 (a)).

6.1.2 Proposed Fast Path Architecture
Typical NoC routers have four physical inter-router links connected to its neighbors, one
for each cardinal direction, respectively. However, the actual utilization of these links varies
significantly depending on many factors, such as network topology and traffic pattern. Figure 32
shows examples of such diverse link utilization for an 8×8 MESH and TORUS topologies with
deterministic (DT) routing algorithm and normal-random (NR) and transpose (TP) traffic patterns.
As shown in the figure Figure 32, many packets tend to contend for highly utilized links
resulting in network blocking and consequent deterioration in network performance. Therefore,
relieving this bottleneck problem has been a key issue in network research. One way to remedy
this problem is adopting clever load-balancing techniques, such as adaptive routing algorithms
that dynamically route packets based on the network congestion to reduce network blocking.
Another possible approach would be to identify frequently communicating patterns and then
prioritize packets that match such patterns over other packets. This will allow recurrent packets in
the frequently used paths to move faster, thereby reducing the probability of chained blocking.
Despite the possible increase of blocking delay in low priority packets in non-frequent paths,
overall network performance can be significantly improved through this approach.
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(a) A Generic Router Architecture

(b) Proposed FP Router Architecture

Figure 33. Router Architecture

In this work, based on this premise, I propose a Fast Path (“FP”) architecture that
dynamically detects frequent communication patterns in the network and adjusts the priority
during switch allocation. The proposed architecture also enables the flits in the FP (“Fast Flit”) to
bypass the SA pipeline stage by pre-computing switch allocation one cycle before they arrive.
Thus, a Fast Flit can directly enter the crossbar if it has won the arbitration, achieving a singlestage router pipeline. If it loses the arbitration, however, it will simply follow the normal router
pipeline, but still with a high priority during the switch arbitration.
The proposed architecture is shown in Figure 33 (b) and it requires small additional
modules for this purpose. The architectural details and overhead of each module are described in
the following sub-sections.

6.1.2.1 Path Frequency Analyzer (PFA)
To determine the frequent communication patterns, we need to collect the statistics of
intra-router transfer patterns, where a simple counting mechanism can be applied. I propose a
Path Frequency Analyzer (PFA) unit which is a set of simple counters that measure the number of
actual transfer of every possible path within a router.
The PFA unit initially gathers the statistics for a fixed interval ∆mcount (number of
transfers within the whole router; Frequency Counting Interval in Figure 34). Then, it
determines which paths are used frequently by comparing the number of transfers of each path
against a threshold value ( Tsetup ). If a path has transferred more flits than Tsetup , it is marked as a
FP. If the threshold is set too high, the number of FPs will decrease, whereas if it is set too low,
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Figure 34. Statistic Gathering Interval

more conflicts will occur among FPs in a same router, degrading the performance. Therefore, an
appropriate threshold value should be determined considering overall transfer frequency.
The PFA updates the Path Frequency Table (PFT) that indicates whether a path is a FP
(‘1’) or a normal path (‘0’) as shown in Figure 35. The switch arbiters will refer to this table
during switch arbitration and give priority to the path whose PFT value is set to 1. The
information in this PFT is maintained for another fixed interval ∆mhold (Path Holding Interval in
Figure 34). During this period, the FP information will remain the same. Once the interval
expires, the same procedure will be repeated. However, since the PFT is updated only after the
counting ( ∆mcount ) is done in the next iteration, the PFT, in fact, is maintained for

∆mhold + ∆mcount transfers.
Note that the unit of the intervals and threshold value are not the actual time (cycle). The
numbers they represent are the number of flit transfer and therefore, actual time (cycle) of each
interval can vary for each iteration. This interval time can be used as a good prediction method of
the traffic burstiness. For example, if the time interval is short, the number of flits traversing the
crossbar at each cycle is high, indicating a possible bursty traffic. Likewise, if the time interval is
long, the router is relatively idle, transferring smaller number of flits at each cycle.
Typical NoC routers have 5 physical channels (PCs) including the injection/ejection and I
assume that the backtracking of a flit is not allowed. Therefore, we have 20 possible paths (5
input PCs, each of which can be connected to one of the 4 possible output PCs as shown in Figure

Figure 35. Path Frequency Table (PFT) with 20 paths
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(a) Generic RR arbiter

(b) Priority-based RR arbiter

Figure 36. Switch Arbiter Design

35), requiring 20 small counters and comparators.
As part of these paths can overlap at either input or output side, sometimes two FPs can
share the same input/output PC. However, this will not affect the operation of the proposed
architecture since these FPs still follow the worm-hole flow control, and if one message reserved
the common path, the other message in the partially overlapping path will be simply blocked until
that path is released as in normal paths.

6.1.2.2 A Priority-based Switch Allocation
Once a path is set as a FP, a virtual channel (VC) in both input and output PCs along the
FP (“FVC”) is dedicated for the Fast Flits. Other flits will use the remaining VCs as in generic
routers. Note that only one VC is reserved for FVC within a PC.
Then, the switch arbiters will give the FVC higher priority over normal VCs to expedite
transfer of Fast Flits to their destination. Therefore, normal flits will be blocked if they are
contending with the Fast Flits. This can lead to starvation of normal flits and I handle this
problem by using a starvation threshold ( Tstarvation ) such that a normal flit blocked for more than

Tstarvation transfers will have the same priority as Fast Flits during switch allocation stage.
However, if the threshold is set too low, it will increase the probability that a FP is blocked.
Therefore, it should be set to a value several times greater than average blocking cycle in a router
to maximize the benefit from a priority-based operation.
A simple priority-based arbiter, as shown in Figure 36, is used in the proposed
architecture. This arbiter grants a request with a higher priority first and if there are multiple
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requests with the same priority, it will select the winner in a round-robin fashion for each priority
level. Together with the pipeline bypassing technique described in the next sub-section, this
scheme can decrease the network latency of Fast Flits significantly.

6.1.2.3 Pipeline Bypassing
The router pipeline along the FP can be further reduced by sending the switch arbitration
request of a Fast Flit to the next node before the Fast Flit actually enters the node. When a Fast
Flit enters the next node, it can directly enter the ST stage, achieving a single-stage router
pipeline. However, the SA request of the Fast Flit at the next node can be generated only after the
output PC and output VC of the Fast Flit are determined. This information is readily available
since the output PC is fixed by the look-ahead routing algorithm and the output VC of the FP is
also set as described above.
When a flit can enter a FP in the next node, it sends a SA request signal as it traverses the
crossbar (ST stage) together with the routing information generated by the look-ahead routing
logic. Then, in the next cycle, the flit traverses the inter-router control link, while the next node
pre-computes the SA for this incoming Fast Flit. Note that the look-ahead routing logic of the
next node will also compute the output PC/VC for its next node in this cycle. Thus, the flit can
directly enter the ST stage at the next node (only when it has won the switch arbitration) without
any pipeline delay. The same procedure will be repeated if the flit is entering another FP. Figure
37 depicts this procedure in more detail.

6.1.2.4 Dynamic Fast Path Management
While the FP architecture can facilitate faster flit transfer in general, the overall
performance can be significantly affected by various factors such as the burstiness of the traffic,

(a) A Generic 2-stage Pipeline

(b) The Proposed Bypassed Pipeline

Figure 37. Router Pipeline (SIG: pre-computation request signal)
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traffic pattern (spatial distribution of source and destination nodes), and routing algorithms used.
Especially, the burstiness of the traffic has a considerable effect since it can cause unbalanced
utilization between normal VCs and the FVC.
Since the proposed architecture encourages the use of FPs, if many bursty flits follow the
same path repeatedly, a FP will be set along that path. However, most flits will contend for that
FP, causing significant blocking in the worst case, where all the flits request for the FVC, while
the normal VCs remain idle. In such a case, the FPs can be a major source of chained blocking.
The pipeline bypassing may no longer work since the bypassing is available only when there’s no
blocking in the FVC.
To address this problem, the setup/release criteria of the FPs should be dynamically
updated based on the traffic behavior. The blocking in the FVC can be simply detected by
measuring the number of cycles a Fast Flit is blocked, while it’s in a FP. For improved FP
performance, the blocking within the FVC should be minimal. To ensure this, I use a dynamic FP
management scheme.
If a Fast Flit experiences higher blocking than a FP blocking threshold ( Tblocking ), then
that FP will be released, switching the FVC back to a normal VC. This will enable equivalent use
of all the VCs and the Fast Flits entering the node can now be drained via one of the available
VCs.
While this appears to be a downside of the proposed architecture, since it just switches
back to the normal architecture, it will cause only a slight degradation in performance when the
FP is released. Also, considering the versatility of the proposed architecture, which entails only
minimal overhead, this limitation can be compensated for in most cases. This is verified through
simulation results, where we can get up to 30% improvements in the overall performance for realworld application traces.

6.1.2.5 Overhead Analysis
To compute the overhead of the proposed architecture, I implemented both architectures
in structural Register-Transfer Level (RTL) Verilog and then synthesized in Synopsys Design
Compiler using TSMC 90 nm cell libraries. The resulting designs operate at a supply voltage of
1V and a clock speed of 500 MHz. A flit width of 128 bits was used for all implementations.
The area overhead incurred by the proposed architecture is only 1.34% and the per-logic
power consumption overhead is 2.2%. Thus, the proposed architecture poses only minimal
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Table 6. Overhead of Additional Logics
Logic
Path Frequency Analyzer
Counters
Path Frequency Table (PFT)
Priority Based SA overhead
Overhead Total
Generic Architecture
Overhead (%)

Area (µm2)
5,628.60
570.94
741.89
314.50
7,255.93
543,630.38
1.34%

Power (mW)
2.830
0.200
0.330
0.155
3.515
159.480
2.2%

overhead. The detailed overhead is summarized in the Table 6. Actual power consumption results
are shown in next section.

6.2 Performance evaluation
6.2.1 Simulation setup
To evaluate the proposed architecture, a detailed trace driven cycle-accurate simulator
was developed for CMP architectures. The memory hierarchy implemented consists of a twolevel directory cache coherence protocol. While each core has a private write-back first-level (L1)
cache, the second-level (L2) cache is shared among all cores and split into banks. Then these
banks are interconnected via NoC routers. The cache coherence model includes a detailed timing
model of the MESI protocol with distributed directories, where each bank maintains its own local
directory and L2 caches maintain inclusion of L1 caches. The memory model is implemented as
an event driven simulator to speed up the simulation and have tractable simulation time. The
simulated memory hierarchy mimics SNUCA [69, 70] and the sets are statically placed in the
banks depending on the low order bits of the address tags. The network timing model simulates
all kinds of messages such as invalidates, requests, response, write backs, and acknowledgments.
The interconnect model implements a state-of-the-art low-latency packet-based 2-stage NoC
router architecture. The NoC router adopts the deterministic X-Y routing algorithm, finite input
buffering, and wormhole flow control. The power estimates extracted from the synthesized
implementations is also fed to the simulator to compute overall power consumption.
The interconnect is modeled as an 8×8 MESH topology, where each node (IP block) is
either a core or a last level cache bank. I assume that a 16 MB last level cache is split into 64
banks.
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Table 7. Router and FP Configuration Parameters
Router Configuration
FP-Related Parameters

Number of PCs per router
Number of VCs per PC
Number of buffer slots per VC
Frequency Counting Interval (∆mcount)
Path Holding Interval (∆mhold)
FP Setup Threshold (Tsetup)
FP Starvation Threshold (Tstarvation)

5 PCs
4 VCs
4 flits
16
24
6 (>16×0.35)
30

The memory traces were generated by executing applications from the SPLASH [71]
benchmark suite running on the Simics full system simulator [72]. The baseline configuration for
these benchmarks is Solaris 9 Operating system running on eight UltraSPARCIII cores.
Benchmarks execute 16 parallel threads. The number of banks for the last level shared cache
banks is 64. So, we have 64 nodes in the network, 8 nodes having a common router for the first
level cache and one bank of last level cache; 56 nodes have one router for each of the remaining
banks. The traces were collected for the parallel portions of execution. The L2 access latency and
off-chip memory access delay were assumed to be 6 cycles and 300 cycles, respectively.
Detailed configuration of the on-chip router and FP related parameters are summarized in
Table 7. Parameters in the router configuration are typically used values in prior research and FPrelated parameters are in most cases attained through initial simulation runs and optimizations
considering the message inter-arrival rates and traffic patterns.
Note that the Tsetup is set to an integer value, which is greater than 35% of ∆mcount ,
meaning that a path will be set up as a FP if that path delivered more than 35% of the total traffic
during the checking interval. This limits the maximum number of FPs per router to two (no three
paths can deliver more than 35% traffic at the same time), and it is done to reduce the probability
of FP overlapping, which can cause blocking within FPs.

6.2.2 Simulation Result
Figure 38 (a) shows the normalized average network latency of the application traces and
the average of all of them. The proposed architecture, on an average, improved the performance
by 17% with the maximum up to 30% (‘FFT’ trace). Also, the average power consumption
decreased slightly by 2.5% (maximum up to 4.2% in ‘BARNES’ trace) as shown in Figure 38 (b).
Such performance improvement is obtainable due to the fact that many flits are utilizing the FP;
up to 93.6% of flits used a FP at least one hop during their traversal in the network. The
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utilization of the FP is shown in Figure 38 (c). On an average, flits in the network used the FP for
about 65% (in hop count) during the transfer. Considering that the average number of hops in the
8×8 MESH network is approximately 7 hops, they traversed about 4.5 hops in a FP. Also, about
94% of the pipeline bypassing requests are granted in the FP indicating that an FP does not suffer

Norm. Latency

from bottleneck in most cases.

(a) Average Network Latency

(b) Average Power Consumption

(c) Average Number of Hops
Figure 38. Simulation Results
(FFT: FFT, RAD: Radix, WSP: Water Spatial, WNS: Water NSquared,
CHO: Cholesky, VOL: Volrend, BARNES: barnes)
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Simulations with synthetic workloads, at higher injection rates, blocking in FPs increased
significantly without the proposed FP management scheme, disabling most pipeline bypassing
requests. However, the proposed FP management scheme maintained the FP blocking level to its
minimum by dynamically releasing the FPs, and thus, preventing such worst case behavior.

6.3 Related Work
Circuit switching allocates network resources a priori for a given path so that continuing
transfers on the path can occur with almost ideal network latency. Prior research has explored
many variants of hybrid flow control mechanisms [73-75]. Circuit switching has the disadvantage
of a large setup time and low utilization of links due to inefficient sharing. The proposed
technique differs from pure circuit switching in that we do not set up a path between a source and
destination pair. Instead, it gives higher priority and reserve buffer resources on per node basis. It
does not incur any set up overhead as the setup and hold is continuous and dynamic. The
proposed technique is also dynamic in releasing the FPs unlike circuit switching, and thus,
ensures low blocking and high link utilization.
Some state-of-art router architectures achieve single cycle per hop latency [22] by various
speculation mechanisms. However the proposed technique tries to achieve single cycle latency
with very minimal area and energy overhead, utilizing the differential traffic patterns of real
world applications. Most programs have localized data footprints in memory due to spatial
locality during different phases of execution. Thus, cores in various phases will more
aggressively access a subset of banks. The effect of such behavior is that a few nodes
communicate far more frequently than the rest. I exploit this phase behavior of program
execution. Extensive research has been done in developing routing algorithms [76, 77] and
exploiting different topologies [41]. These, however, target to minimize length of paths whereas
the proposed technique do not minimize path lengths; instead, it just makes few segments of the
path faster. Kim et al [23] proposed to reduce contention by separating traffic in different
dimensions. This is orthogonal to the proposed work as it does not aim to minimize latency via
reducing contention based on dimension, but rather based on frequency and link utilization. R.
Marculescu et al [78, 79] proposed to optimize network topology by inserting additional physical
links. The proposed scheme does not add extra physical links but it utilizes given network
resources differentially for overall improvement.
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6.4 Summary
To facilitate the optimization of the resources in traditional NoC routers, a dynamic Fast
Path architecture is proposed, which dynamically throttles the network traffic based on the history
of the path utilization. The proposed architecture prioritizes traffic in frequent paths during the
switch arbitration and the router pipeline in such frequent paths can be further reduced by the
proposed pipeline bypassing technique.
To evaluate the proposed architecture, a cycle-accurate simulation framework based on
the NoC simulator and cache simulator was developed and extensively used. According to the
simulation results, the average network latency is reduced by up to 30% and the proposed
architecture has minimal impact on power efficiency. Considering the minimal overhead of the
proposed architecture, it is a suitable approach for future multi-core SoC designs.

Chapter 7

Three-Dimensional (3D) NoC

Thermal considerations have been a significant concern for 3D integration[80]. Various
techniques have been developed to address thermal issues in 3D architectures such as physical
design optimization through intelligent placement [81], increasing thermal conductivity of the
stack through insertion of thermal vias [80, 82], and use of novel cooling structures [83]. Further,
a recent work demonstrated that the spatial power density is a more important design constraint in
placement of the processing cores in a 3D chip, as compared to their location in the 3D stack [84].
Consequently, thermal concern can be managed as long as high power density components are
not stacked on top of each other. Architectures that stack memory on top of processor cores, or
those that rely on low-power processor cores have been demonstrated to not pose severe thermal
problems. In spite of all these advances, one can anticipate some increase in temperature as
compared to a 2D design and also a temperature gradient across layers. Increased temperatures
increase wire resistances, and consequently the interconnect delays as well as error rates. To
capture this effect, I propose a 3D stacked NoC router called MIRA where a traditional 2D NoC
router is divided into four chunks and placed over multiple layers.
The proposed multi-layer NoC design is primarily motivated by the observed
communication patterns in a Non-Uniform Cache Architecture (NUCA)-style CMP [69, 70]. The
NoC in a NUCA architecture supports communication between the processing cores and the 2ndlevel cache banks. The NUCA traffic consists of two kinds of packets, data and control. The data
packets contain certain types of frequent patterns like all 0’s and all 1’s as shown in Figure 39
[85]. A significant part of the network traffic also consists of short address / coherence-control
packets as shown in Figure 40. Thus, it is possible to selectively power down the bottom layers of
a multi-layer NoC that have redundant or no data (all 0 word or all 1 word or short address flits),
helping in energy conservation, and subsequently mitigating the thermal challenges in 3D
designs.
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Figure 39. Data Pattern Breakdown

Figure 40. Packet Type Distribution

In this work, I investigate three 3D design options for a mesh interconnect:
(1) 3D baseline router (3DB): First, I study the direct extension of a 2D NoC into 3D by
providing two additional ports in each router for connections in the third dimension. I call this as
the 3D baseline router (3DB).
(2) 3D multi-layered router (3DM): In this approach, I analyze the design implications of
splitting the router components such as the crossbar, virtual channel allocator (VA) and buffer in
the third dimension, and the consequent vertical interconnect (via) design overheads. I show that
the multi-layered design renders several advantages in terms of reduced crossbar size and wire
length with respect to the 3DB design.
(3) 3D multi-layered router with express paths (3DM-E): The saving in chip area in 3DM
approach can be used for enhancing the router capability, and is the motivation for the third
design, which is called a 3D router with express paths (3DM-E). These express paths between
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non-adjacent nodes reduce the average hop count, and helps in boosting the performance and
power behavior.
Using a cycle-accurate simulator, power models from Orion [86] and the Hotspot tool
[87] for thermal analysis,
I have conducted a comprehensive performance, power, and temperature analysis of the
above three architectures and also that of a 2D mesh network using synthetic workloads and
application traces. The analysis reveals that the 3DM and 3DM-E designs are the winners in the
multi-objective design space. Due to the structural benefits obtained by utilizing the third
dimension, the link traversal stage can be squeezed into the crossbar stage without increasing the
cycle time, leading to reduced latency. The 3DM-E shows the best performance with up to 51%
latency reduction and up to 42% power savings over the 2D baseline router. Also, it has up to
26% and 37% improvement in latency and power with respect to the baseline 3D router under
synthetic workloads. With the application traces, the performance and power benefits are around
38% and 67%, respectively. In addition, the thermal analysis shows that by utilizing the shutdown
technique, the average temperature can drop by 1.3K with 50% short flit traffic in the network.
The rest of the chapter is organized as follows: The related work is discussed in Section
7.1 and Section 7.2 describes three design options for 3D router architectures. The experimental
platform and the performance results are presented in Section 7.3, followed by the summary in
Section 7.4.

7.1 RELATED WORK
The prior work can be categorized into two sub-sections: NoC Router Architectures and
3D Integration Techniques.

7.1.1 NoC Router Architecture
Due to the resource constrained nature of an NoC router, many researchers have focused
on two major themes; improving the performance and reducing power consumption. Performance
can be improved by smart pipeline designs with the help of advanced techniques such as lookahead routing [41] and path speculation [20, 22]. Also, dynamic traffic distribution techniques [21,
23] can be used to reduce the contention during the switch arbitration, reducing overall latency.
These architectures can also save the crossbar power consumption by decomposing a monolithic
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crossbar into smaller sub-crossbars. Recently, [88] proposed a shared buffer design that achieves
improved performance by dynamically varying the number of virtual channels. This can improve
buffer utilization of a router and consequently maintain similar performance even with half the
buffer size, significantly reducing area and power consumption.
3D on-chip interconnection architectures are investigated by a few researchers [50, 89,
90]. An NoC-Bus Hybrid structure for 3D interconnects is proposed in [50], and [90] [90]
[90]proposed a dimensionally decomposed crossbar design for 3D NoCs. The design of on-chip
caches can take advantage of the characteristics of 3D interconnection fabrics, such as the shorter
vertical connections [91] and increased bandwidth between layers. A CMP design with stacked
memory layers was proposed in [32], where the authors claim to remove L2 cache and connect
the CPU core layer directly to the DRAM layer via wide, low-latency inter-layer buses. In
addition, [51] has proposed a multi-bank uniform on-chip cache structure using 3D integration
and [92] performed an exploration of the 3D design space, where each logical block can span
more than one silicon layers.
However, all these approaches assume that planar 2D cores are simply distributed on
multiple layers and then a 3D-aware interconnection fabric connects them. None of them have
considered the actual 3D design of the interconnect spanning across multiple layers. On the other
hand, as proposed in [34], processor cores can benefit from 3-Dimensional multi-layered design
and the proposed 3DM routers can directly work with such true 3D cores.

7.1.2 3D Integration Techniques
In a three dimensional chip design, multiple device layers are stacked on top of each
other and connected via vertical interconnects tunneling through them [44, 93]. Several vertical
interconnect technologies have been explored, including wire bonding, microbump, contactless
(capacitive or inductive), and through-silicon-via (TSV) vertical interconnect [48]. Among them,
the through-silicon-via (TSV) approach offers the best vertical interconnection density, and
thereby, has gained popularity. Wafers can be stacked either Face-to-Face (F2F) or Face-to-Back
(F2B) and both have pros and cons. In this work, I assumed the F2B approach with TSV
interconnects since it is more scalable when more than two active layers are used.
The move to a 3D design offers increased bandwidth [49] and reduced average
interconnection wire length [94], which leads to a saving in overall power consumption. It has
been also demonstrated that a 3D design can be utilized to improve reliability [95]. However, the
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adoption of a 3D integration technology faces the challenges of increasing chip temperature due
to increasing power density compared to a planar 2D design. The increased temperature in 3D
chips has negative impacts on performance, leakage power, reliability, and the cooling cost.
Therefore, the layout of 3D chips should be carefully designed to minimize such hotspots. To
mitigate the thermal challenges in 3D designs, several techniques, such as design optimization
through intelligent placement [81], insertion of thermal vias [80], and use of novel cooling
structures [83] have been proposed[83]. The proposed 3DM / 3DM-E architectures can minimize
the formation of hotspots by placing highly active modules closer to heat sink to avoid severe
thermal problems.

7.2 3D NOC ROUTER ARCHITECTURES
On-chip routers are major components of NoC architectures and their modular design
makes them suitable for 3D architectures as well. Such a 3D design of an NoC router can help
reduce the chip footprint and power consumption, leading to an optimized architecture. In this
section, I investigate the three 3D design options for NoC routers that are using mess
interconnects: (1) a baseline 3D router (3DB); (2) a 3D multilayered router (3DM); and (3) a 3D
multilayered router with express paths (3DM-E). Micro-architectural details of each 3D router
design approach are described in the following sub-sections.

7.2.1 A Baseline 3D Router (3DB)
Towards integrating many nodes into a 3D chip, a naïve approach is to group the nodes
into multiple layers and simply stack them on top of each other as shown in Figure 41 (b), which
shows 4 layers stacked together, each with 4 nodes, totaling 16 nodes. I define such approach as
the baseline-3D (3DB) architecture.
The nodes considered here can be any type of IP blocks (e.g. CPUs or cache banks).
However, if a node consumes significant power by itself, for instance a CPU node, it is not
desirable to stack them on top of each other since such a design would significantly increase the
on-chip temperature due to higher power density. Therefore, a good design approach would be to
put all the power-hungry nodes in the top layer (which is closer to the heat sink), while
accommodating the other relatively low-power consuming nodes in the lower layers. Thus, if all
nodes are power-hungry, then the naïve approach may not be a good design choice. In this work, I
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2L

(a) baseline 2D (2DB)

(b) baseline 3D
(3DB naïve approach)

(c) Multi-layered
3D (3DM)

Figure 41. Area Comparison of 2D and 3D Architectures

use both CPU and cache nodes and place the CPU nodes only on top layers to avoid thermal
problems.
A typical on-chip router consists of six major functional modules; routing computation
logic (RC), virtual channel allocation logic (VA), switch allocation logic (SA), crossbar, input
buffer, and inter-router link. In comparison to a 2DB design, the 3DB design requires two more
physical ports for inter-layer transfers (one to reach an upper layer and one to reach a lower
layer). Consequently, the crossbar size increases from 5×5 to 7×7, incurring more wiring
overheads. In addition, the size of buffer space and the complexity of routing logic and arbitration
logics (in both VA and SA) also increase due to these additional ports. Considering the fact that
crossbar and buffer are two major power consuming modules in a router [96], the increase in their
power consumption can have significant impact on the overall network power. Therefore, a more
optimal 3D router design is required that can address such problems. The distributed router
architecture described in the following section is one of such alternatives.

7.2.2 A Multi-layered 3D Router Architecture (3DM)
Puttaswamy and Loh [34] proposed a 3D processor design, where the design of
individual functional modules spans across multiple layers. Although such a multi-layer stacking
of a processor is considered aggressive in current technology, I believe that such stacking will be
feasible as the 3D technology matures. I propose a similar on-chip network based on a 3D multilayered router (3DM) that is designed to span across the multiple layers of a 3D chip. Logically,
the 3DM architecture is identical to the 2DB case (see Figure 41 (a)) with the same number of
nodes albeit the smaller area of each node and the shorter distance between routers (see Figure 41
(c)). Consequently, the design of a 3DM router does not need additional functionality as
compared to a 2D router and only requires distribution of the functionality across multiple layers.
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I classify the router modules into two categories – separable and non-separable, based on
the ability to systematically split a module into smaller sub modules across different layers with
the inter-layer wiring constraints, and the need to balance the area across layers. The input buffers,
crossbar, and inter-router links are classified as separable modules, while arbitration logic and
routing logic are non-separable modules since they cannot be systematically broken into submodules. The following subsections describe the detailed design of each component.

7.2.2.1 Input Buffer
Assuming that the flit width is W-bits, we can place them onto L layers, each with W/L
bits per layer. For example, if W=128bits and L=4 layers, then each layer has 32bits starting with
the LSB on the top layer and MSB at the bottom layer.
Typically, an on-chip router buffer uses a register-file type architecture and it is easily
separable on a per-bit basis. In the proposed approach as shown in Figure 42 (b) and Figure 42
(c), the word-lines of the buffer span across L layers, while the bit-lines remain within a layer.
Consequently, the number of inter-layer vias required for this partitioning is equal to the number
of word-lines. Since this number is small in the case of on-chip buffers (e.g., 8 lines for 8
buffers), it makes it a viable partitioning strategy. The partitioning also results in reduced
capacitive load on the partitioned word-lines in each layer as the number of pass transistors
connected to it decreases. In turn, it reduces the driver sizing requirements for the partitioned
word-lines [33].
Since buffers contribute about 31% of the router dynamic power [96], exploiting the data
pattern in a flit and utilizing power saving techniques (similar to the scheme proposed in [34])

(a) 2DB, 3DB

(b) 3DM (full)
Figure 42. Input Buffer Distribution

(c) 3DM (partial)
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can yield significant power savings.
The lower layers of the router buffer can be dynamically shutdown to reduce power
consumption when only the LSB portion has valid data. I define a short-flit as a flit that has
redundant data in all the other layers except the top layer of the router data-path. For example, if a
flit consists of 4 words and all the three lower words are zeros, such a flit is a short flit. The
clock-gating I assumed is based on a short-flit detection (zero-detector) circuit, one for each layer.
The overhead of utilizing this technique in terms of power and area is negligible compared to the
number of bit-line switching that can be avoided. Figure 42 (b) shows the case, where all the four
layers are active and Figure 42 (c) ) depicts the case, where the bottom three layers are switched
off.

7.2.2.2 Crossbar
In the proposed 3DM design, a larger crossbar is decomposed into a number of smaller
multi-bit crossbars positioned in different layers. As shown in Figure 43, the crossbar size and
power are determined by the number of input/output ports (“P”) and flit bandwidth (“W”) and
therefore, such a decomposition is beneficial. In the 2DB case, P=5 and the total size is 5W×5W,
whereas in the 3DM case with 4 layers, the size of the crossbars for each layer is (5W/4) ×
(5W/4). If we add up the total area for the 3DM crossbar, it is still four times smaller than the
2DB design.
I use the matrix crossbar for illustrating the ideas in this work. However, such 3D
splitting method is generic and is not limited to this structure. In the proposed design, each line
has a flit-wide bus, with tri-state buffers at the cross points for enabling the connections from the
input to the output. In the 3D designs, the inter-layer via area is primarily influenced by the

Figure 43. Crossbar Distribution / Relative Area Comparison
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vertical vias required for the enable control signals for the tri-state buffers (numbering P×P) that
are generated in the topmost layer and propagated to the bottom layers. The area occupied by
these vias is quite small (see Table 8) making the proposed granularity of structure splitting
viable.
Table 8. Router Component Area
Area (µm2)

2DB

3DB

3DM*

3DM-E*

RC

1,717

2,404

1,717

3,092

SA1

1,008

1,411

1,008

1,814

SA2

6,201

11,306

6,201

25,024

VA1

2,016

2,822

2,016

3,629

VA2

29,312

62,725

9,770

41,842

Crossbar

230,400

451,584

14,400

46,656

Buffer

162,973

228,162

40,743

73,338

Total area

433,628

760,416

260,829

639,063

2P+PV+Vk

2P+PV+Vk

Total vias

0

W= 128

Via overhead per layer
0%
0.4%
1.6%
*Maximum area in a single layer, k is the buffer depth in flits per VC

0.6%

7.2.2.3 Inter-router Link
Inter-router links are a set of wires connecting two adjacent routers, and therefore, they
can also be distributed as in the crossbar case above. Assuming that the link bandwidth is W and
the number of layers is L, the cross-section bandwidth across L layers is W×L in the 3DB case as
shown in Figure 44 (a). To maintain the same cross-section bandwidth in the proposed 3DM case
for fair comparison, this total bandwidth should be distributed to multiple layers and multiple
nodes. For example, if we assume 4 layers (L=4), the 3DB architecture has 4 separate nodes
(A,B,C, and D), with one node per layer, as shown in Figure 44 (b), whereas in the 3DM case, we
have only 2 separate nodes (A and B in Figure 44 (c)), s since now the floor-plan is only half of
the size of a 3DB node. Consequently, in the 3DB design, 4 nodes share 4×W wires; while in the
3DM design, 2 nodes share 4×W wires. This indicates that the available bandwidth is doubled
from the perspective of a 3DM node. For example, node A in Figure 44 (c) has 4×(W/2) = 2×W
wires available, which doubles the bandwidth over the 3DB case. This extra bandwidth can be
used to support topologies with higher connectivity, such as adding one more PC, as will be
explored latter in this work.
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(a) Wire distribution
(b) 3DB bandwidth usage (c) 3DM bandwidth usage
Figure 44. Inter-router Link Distribution

7.2.2.4 Routing Computation (RC) Logic
A physical channel (PC) in a router has a set of virtual channels (VCs) and each VC is
associated with a routing computation (RC) logic, which determines the output port for a message
(packet); however, a RC logic can be shared among VCs in the same PC, since each PC typically
takes at most one flit per cycle. Hence, the number of RC logic blocks is dependent on the
number of VCs (or PCs if shared) per router. Since the RC logic checks the message header and
is typically very small compared to other logics such as arbiters, it is best to put them in the same
layer where the header information resides; we can avoid feeding the header information across
layers, thereby eliminating the area overheads from inter-wafer vias. In this work, I fix the
number of VCs per PC to be 2 and evaluate the increase in RC logic area and power. The choice
of 2 VCs is based on the following design decisions: (i) low injection rate of NUCA traffic (ii) to
assign one VC per control and data traffic, respectively (iii) to increase router frequency to match
CPU frequency, and (iv) to minimize power consumption. However, the proposed technique is
not limited to this configuration.

7.2.2.5 Virtual-Channel Allocation (VA) Logic
The virtual channel allocation (VA) logic typically performs a two-step operation [97].
The first step (VA1) is a local procedure, where a head flit in a VC is assigned an output VC. If
the RC logic determines the output VC in addition to the output PC, this step can be skipped. In
this work, I assume that the RC logic assigns only the output PC and requires P×V V:1 arbiters,
where P is the number of physical channels and V is the number of virtual channels. The second
step (VA2) arbitrates among the requests for the same output VC since multiple flits can contend
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for the same output VC. This step requires P×V PV:1 arbiters. As the size of VA2 is relatively
large compared to VA1, I place the VA1 stage arbiters entirely in one layer and distribute the
P×V arbiters of the VA2 stage equally among different layers. Consequently, we require P×V
inter-layer vias to distribute the inputs to the PV:1 arbiters on different layers. It should also be
observed that the VA complexity for 3DM is lower as compared to 3DB since P is smaller.
Hence, 3DM requires smaller number of arbiters and the size of the arbiters is also small (14:1 vs.
10:1).

7.2.2.6 Switch Allocation (SA) Logic
In the proposed design, since the SA logic occupies a relatively small area, I keep it
completely in one layer to help balance the router area in each layer. Further, the SA logic has a
high switching activity due to its per-flit operation in contrast to the VA and RC logics that
operate per-packet. Hence, the SA logic is placed in the layer closest to the heat sink.

7.2.2.7 3DM Router Design Summary
In summary, the 3DM router design has the RC logic, the SA logic and the VA stage1
logic in the layer closest to the heat sink and the VA stage2 logic is distributed evenly among the
bottom 3 layers. The crossbar and buffer are divided equally among all the layers. All these
designs were implemented in HDL and each of the modules was synthesized using a 90nm
TSMC standard cell library. The pitch size for the through-silicon via (TSV) is assumed to be 5×5
µm2 in dimension (based on technology parameters from [98]). The resulting area of each of the
modules is shown in Table 8. Note that in the 3DM design, via overhead is less than 2%.

7.2.3 Enhanced 3D Architecture (3DM-E)
The extra wire bandwidth available in the 3DM architecture (refer to Section 7.2.2.3 and
Figure 44 (c)) can be used to support an additional physical port per direction. This extra physical
port can be used for purposes such as QoS provisioning, for fault-tolerance, or for express
channels. In this work, I use the extra bandwidth to support multi-hop express channels as shown
in Figure 45 to expedite the flit transfer [99]. The express topology (3DM-E) requires each router
to support 9 physical ports (4×2 ports on cardinal directions and one port to local node).
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Figure 45. A 6×6 MESH Topology with Multi-hop Links

Consequently, it requires additional buffers and a larger crossbar in comparison to the 3DM
design. Since 3DM-E components are distributed across multiple different layers, the area in a
single layer is still much smaller than that of the 2DB and 3DB designs. For example, the
crossbar size in a single layer is 7W×7W for 3DB and (9W/4)×(9W/4) for 3DM-E. Overall, the
router area for the 3DM-E case is 2.4 times that of the 3DM case and 0.7 times that of the 2DB
case.

7.2.4 Design Metrics
As discussed earlier, the proposed 3DM architecture has inherent structural benefits over
the traditional 2DB and the baseline 3D cases. These benefits can be leveraged for better
performance and reduced power consumption. In this section, I explore these benefits and
propose architectural enhancements.

7.2.4.1 Performance Optimization
The performance of a router depends on many factors such as traffic patterns, router
pipeline design, and network topology. Among these, we have less control over traffic patterns
compared to router pipeline design and network topology. Therefore, optimizing the router in
terms of these two aspects will lead to improved performance.
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(a) 4-stage router pipeline

(b) 3-stage router pipeline

(c) 2-stage router pipeline

(d) 3DM router pipeline

Figure 46. Router Pipeline

A typical on-chip router pipeline consists of four stages, RC, VA, SA, ST, and one interrouter link-traversal stage (“LT”) as shown in Figure 46 (a). ). Many researchers have proposed
techniques to reduce the router pipeline using techniques such as speculative SA (Figure 46 (b)),
look-ahead routing (Figure 46 (c)).
In the proposed 3DM router using 4 layers, the distance between two adjacent nodes is
halved as compared to the 2DB or 3DB cases, leading to reduced inter-router link delay. Also, the
crossbar length is shortened by 1/4 as described in the previous section. This reduces the crossbar
wire delay, which is a significant portion of the crossbar delay, and enables the combination of
ST and LT stage together (see Figure 46 (d)). Therefore, basically, each hop of the transfer will
take one less cycle than the comparable designs using 2DB/3DB. The viability of this design is
demonstrated for a 90nm router based on the switch design from [100] scaled to 90nm and a link
with optimal buffer insertion using parameters from [101]. I use the design parameters as shown
in Table 9 and the resulting delays are shown in Table 10 for a 2GHz router that has a maximum
per stage delay of 500 ps.

Link delay per mm
Inverter delay (HSPICE)

Table 9. Design Parameters
254ps
Inter-router
Link length
9.81ps

2DB

3.1mm

3DM

1.58mm
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2DB
3DM
3DM-E

Table 10. Delay Validation for Pipeline Combination
XBAR(ps)
Link(ps)
Combined Delay (ps)
ST and LT combined
378.57
309.48
688.05
No
142.86
154.74
297.60
Yes
182.85
309.48
492.33
Yes

7.2.4.2 Energy Behavior
The dynamic energy breakdowns of the different router designs were evaluated using the
Orion power model [86], and are reported in Figure 47. The 3DM design exhibits the lowest
energy consumption due to reduced dimensions (and associated capacitance) of its structures. The
biggest savings for 3DM comes from the link energy due the length reduction as described
earlier. Further, decomposing the crossbars to smaller parts provides significant energy savings. I
observe a 35% reduction in energy for the 3DM case over 2DB. In contrast to 3DM, the energy
consumed by 3DB is higher primarily due to the increased number of ports to support
communication in the vertical dimension. In the 3DM-E design, the extra ports to support the
express links incur energy overheads compared to the 3DM design.

7.3 PERFORMANCE EVALUATION
In this section, I conduct an in-depth evaluation of the six architectures 2D-Base (2DB),
3D-Base(3DB), 3D-Multilayer (3DM) with switch traversal and link traversal combined into one

Figure 47. Flit Energy Breakdown
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stage, 3DM without switch traversal and link traversal combining ((3DM(NC)), 3DM with
Express paths (3DM-E), and (3DM-E (NC)) with respect to average latency, average power
consumption, and thermal behavior. I use a cycle-accurate NoC simulator for the performance
analysis. The simulator simulates the router pipeline and adopts worm-hole flow control. I use the
X-Y deterministic routing algorithm in all the experiments, and analyze the metrics with both
synthetic workloads (uniform random injection rate and random spatial distribution of source and
destination nodes) and application traces. The energy consumption of the router modules are
obtained from Orion [86] and fed into the cycle-accurate NoC simulator to estimate overall power
consumption. For the thermal analysis, I use HotSpot 4.0 [87]. All the cores and routers are
assumed to operate at 2GHz. For fair comparison, I keep the bisection bandwidth constant in all
configurations.

7.3.1 Experimental Setup
7.3.1.1 Interconnection network configuration
For the experiments, I use a 36-node network configuration and used four layers in all 3D
cases. Out of the 36 cores, 8 cores are assumed to be processors and other 28 cores are L2 caches.
For the CPU, I assume a core similar to Sun Niagara [30] and use SPARC ISA in the Simics
simulation [72]. Each L2 cache core is 512KB, and thus, the total shared L2 cache is 14MB.
For the 2DB, 3DM, and 3DM-E cases, I configure a 6×6 2D MESH topology, where the
processor cores are spread in the middle of the network as shown in Figure 48 (a) and Figure 48
(b). Also, in 3DM and 3DM-E, I assume that the processor cores can be implemented in a multilayered (four layers in this study) fashion as proposed in [34]. Although I do not implement the
power saving techniques proposed in [34] in this work, such techniques can also be applied to the
cores in 3DM and 3DM-E cases, so that the overall power consumption will be less and
temperature reduction will be greater. In the experiments, I assume that all four layers in each
processor and cache core statically consume the same amount of power. In the 3DB case, I form a
3×3×4 topology and place most of the cache cores in the bottom three layers, while all the
processor cores and one cache core are placed in the top (4th) layer so that more active cores stay
closer to a heat sink, as shown in Figure 48 (c).
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(single layer)

(Layers 1~4)

(a) 2DB

(b) 3DM-E

(Layer 1~3)

(Layer 4)
(c) 3DB

Figure 48. Node Layouts for 36 Cores

7.3.1.2 Cache configuration
The memory hierarchy in the experiments consists of a two-level directory cache
coherence protocol. While each core has a private write-back first-level (L1) cache, the secondlevel (L2) cache is shared among all cores and split into banks. These banks are interconnected
via the NoC routers. The cache coherence model includes a detailed timing model of the MESI
protocol with distributed directories, where each bank maintains its own local directory and the
L2 caches maintain inclusion of L1 caches. The memory model is implemented as an event
driven simulator to speed up the simulation and have tractable simulation time. The simulated
memory hierarchy mimics SNUCA [69, 70] and the sets are statically placed in the banks
depending on the low order bits of the address tags. The network timing model simulates all kinds
of messages such as invalidates, requests, response, write backs, and acknowledgments. The
memory traces were generated by executing the applications on the Simics full system simulator
[72]. The memory configurations for the experiments are summarized in Table 11. The workloads
used are:
•

TPC-W: I use an implementation of the TPC-W benchmark [102] from New York

University. It consists of two tiers - a JBoss tier that implements the application logic and
interacts with the clients and a Mysql-based database tier that stores information about
items for sale and client information - under conditions of high consolidation. It models
an online book store with 129,600 transactions and 14,400 customers. (tpcw).
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Table 11. Memory Configuration
Private L1 Cache
Shared L2 Cache
Memory

•

Split I and D cache, each cache is 32KB and 4-way set associative and
has 64 bit-lines and 3-cycle access time.
Unified 14MB with 28 512KB banks and each bank has 4 cycle access
time (assuming 2GHz clock).
4GB DRAM, 400 cycle access time. Each processor can have up to 16
outstanding memory requests.

Java Server Workload: SPECjbb. SPECjbb2000 [103] is a Java based benchmark that

models a 3-tier system. I use eight warehouses for eight processors; I start measurements
30 seconds after the ramp up time. (sjbb)
•

Static Web Serving: Apache. I use Apache 2.0.43 for SPARC/Solaris 10 with the default

configuration. I use SURGE [104] to generate web requests. I use a repository of 20,000
files (totaling 500MB) and simulate 400 clients, each with 25 ms think time between
requests. (apache)
•

Static Web Serving: Zeus. Zeus [105] is the second web server workload I used. It has an

event-driven server model. I use a repository of 20,000 files of 500MB total size, and
simulate with an average 400 clients and 25 ms think time. (zeus)
•

SPEComp: I used SPEomp2001 [106] as another representative workload. (apsi, art,

swim mgid)
•

SPLASH 2: SPLASH [107] is a suite of parallel scientific workloads. (barnes, ocean)

•

Multimedia: Mediabench. I use eight benchmarks (cjpeg, djpeg, jpeg2000enc,

jpeg2000dec, h263enc, h263dec, mpeg2enc and mpeg2dec) from the Mediabench II
[108] suite to cover a wide range of multimedia workloads. I used the sample image and
video files that came with the benchmark. To compute throughput, I simultaneously
executed all benchmarks on each individual core for 30 back-to-back runs. (multimedia)

Although I have experimented with the entire set of applications, for clarity, I present
results using only six of them that represent different categories of data patterns observed from
Figure 39 (shown for all applications); the applications shown in Figure 39 demonstrate diverse
percentile of short flits (very low to very high).
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7.3.2 Simulation Results
7.3.2.1 Latency Analysis
I start with the performance analysis by measuring the average latency for the six
configurations with the synthetic Uniform Random Traffic (UR), simulated Uniform Random
traffic with the NUCA layout constraints (NUCA-UR-Traffic), and six Multiprocessor Traces
(MP-Traces). The results are shown in Figure 49 (a) through Figure 49 (c). The UR traffic
represents the most generic case, where any node can make requests to any other nodes with
uniform probability. This does not capture any specific layout of the cores and is the baseline
configuration for all the comparisons. From the performance perspective for UR traffic, 3DM-E
is the best architecture since it has the least average hop counts as shown in Figure 49 (d). The
simulation results corroborate this; 3DM-E has about 26% saving on an average over 3DB, 51%
over 2DB, and 49% over 3DM at 30% injection rate. Also, the pipeline combination (merging ST
and LT stages to a single stage) in 3DM and 3DM-E reduces the latency significantly before the

(a) Uniform Random (UR)

(b) NUCA-UR
6

Avg. Number of Hops

5
4

3
2
3DM
3DM‐E
2DB
3DB

1
0

(c) Normalized MP Traces

UR

NUCA‐UR

(d) Avg. Hop Count

Figure 49. Average Latency Results

MP‐Traces
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network saturates. Thus, the pipeline combination makes 3DM/3DM-E architectures attractive at
low injection rates, which is typical of NUCA networks. Also, for 3DM-E, since the average
latency is lower as pointed out before, the network saturates at higher injection rates compared to
other architectures, making it more robust even in the saturation region.
NUCA traffic is typically different from uniform random traffic in a sense that the source
and destination sets are constrained. A CPU needs to communicate only with cache nodes and a
cache node only needs to communicate with CPU nodes. Thus, the average hop counts will be
layout dependant. Hence, we should have different results with MP traces. To capture this layout
specific traffic pattern, I also run experiments that model the request-response type bi-modal
traffic, where the eight CPU nodes generate requests to the 28 cache nodes with uniform random
distribution. Every request is matched with a response to a CPU. The results are shown in Figure
49 (b).
Interestingly, 3DB performance takes a hit for layout dependant traffic simulations. This
can easily be explained by analyzing the traffic patterns between different layers. Because of
thermal constraints, all the CPU nodes need to be placed in the top layer and most of the cache
nodes in the lower layers (refer to Figure 48 (c)). Thus, the average hop count increases as most
requests go from the top layer to the bottom layers and similarly, from the bottom layers to the
top layer for responses. The trend can be seen in Figure 49 (d), which shows the average hop
count for the three kinds of simulations. 3DM-E has the minimal hop count, while both 2D and
3DM have the same hop counts as expected. All these three architectures are almost agnostics to
the traffic patterns, while the 3DB configuration suffers with NUCA-UR and MP traces. MP trace
simulation results present similar trend in latency behavior. 3DM-E performs around 38% better
than 3DB and 2DB on an average. 3DM exhibits on an average 21% and 23% lower latency than
3DB and 2DB architectures, respectively. As expected, the 2DB and 3DM (NC) configurations
have similar performance since they have the same logical network layout. Pipeline combination
gives 3DM latency reduction up to 14% over 3DM (NC), and 3DM-E results around 23% latency
reduction compared to 3DM-E (NC). Thus, the pipeline combination, possible due to smaller
crossbars and shorter wires in the proposed 3D architectures, helps in performance improvement.

7.3.2.2 Power Analysis
Figure 50 (a) shows the average power consumption of the six architectures with 0%
short flits. This result shows purely the power improvements of designing the self stacked multi-
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layered router without any impact of layer shutdown techniques. The 3DM, 3DM-E designs show
lower power consumption than 2DB and 3DB. This can be explained by looking at the per flit
energy in case of 3DM, 3DB and 2DB as shown in Figure 47. Due to reduced router footprints,
crossbar size and link length reduction, the 3DM router has lower power consumption than the
2DB and 3DB architectures. In the 3DM-E case, although the individual router power is higher
due to increased radix, because of reduced number of hops via express channels, the overall
power consumption has decreased, on an average, by 37% and 42% over the 3DB and 2DB,
respectively. 3DM design offers around 22% and 15% power savings over 2DB and 3DB,
respectively. Unlike the latency case above, in general, the pipeline combining does not have
significant impact on power consumption.
I also evaluated the power saving due to the layer shutdown technique. Figure 51 (b)
shows the power savings with 25% and 50% layer shutdown. We save up to 36% power when
50% of the flits are short (32 bits and thus, use only one layer) on an average for the 3DM/3DME/2DB configurations. This demonstrates the potential of the shutdown technique. Comparing
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Figure 50. Average Power Consumption Results
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3DM-E with 50% short flits with 2DB (0% short flits), I observe a power reduction of 63%.
Similarly comparing 3DM with 50% short flits with 2DB (0% short flits), I see a power reduction
of 50%. The MP traces (Figure 51 (a)) show up to 58% short flits and on an average 40% of the
flits are short. This results in significant power savings (Figure 50 (c)); 3DM-E and 3DM both
reduce power consumption around 67% and 70% with respect to 2DB and 3DB, respectively,
with no layer shut down in the base cases. The power savings obtained with traces are due to the
structural benefits of the self stacked routers and due to the layer shutdown techniques. 3DB
exhibits the worst power behavior because of increased hop count / latency per flit.
As a combined metric of both performance and power consumption, I measured the
power delay product (PDP), which is the product of delay and power consumption. The
normalized PDP result with respect to 2DB is shown in Figure 50 (d), and it shows that 3DM-E
and 2DB are the best and worst choices, respectively. At lower injection rates, all 3DM-based
techniques performed better than the 2DB and 3DB architectures.

(a) Short Flit Percentage

(b) Power saving Techniques

(c) Temperature Reduction
Figure 51. Power and Temperature Simulation Results
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7.3.2.3 Thermal Analysis
For the thermal analysis, I use the Hotspot simulator [87] which uses the complete layout
of the entire chip along with the power numbers for each component. I use the power numbers
from the SUN Niagara design (90nm) [30] for the processors and power numbers for the cache
memory from CACTI [109]. In the experiments, I assumed that a processor core consumes 8W
and a 512KB cache bank consumes 0.1W. The network power numbers for the six configurations
are obtained from Orion and then, fed into the NoC simulator. The NoC simulator generates
power trace for Hotspot and for processor cores and cache banks, I assumed static power
consumption in power trace. For the multi-layered configurations, the processor and memory
powers are divided equally among the four layers.
The shutdown technique can be applied to all four architectures, but the 3DM and 3DME architecture would benefit more from reduced overall temperature since lower layers will not
be active for short messages, thereby reducing the overall power density. Figure 51 (c) shows the
temperature difference between 50% short message and 0% (none) short message cases in the
3DM (with pipeline combining) at three different injection rates. The temperature drops up to
1.3K and on an average, we get up to 1K temperature reduction. Also, as the injection rate
increases, we tend to get more temperature reduction. I speculate that this is due to increased
number of flit activities in the router, which triggers more activities in separable modules (buffer,
crossbar, inter-router links), where we can benefit from short flits. Although the temperature
saving is small, it is reasonable since the average power each router consumes is relatively small.
Overall chip temperature will depend heavily on CPU/cache core power consumption rather than
router power.
I conclude the performance evaluation with a qualitative comparison with the 3D work,
most closely related to ours. In [90] the authors proposed a dimensionally decomposable 3D
crossbar for designing generic 3D routers, which are suitable for the 3DB layout. The proposed
work differs in that I divide the router data path into multiple layers and provides better
opportunity for performance, power and thermal optimizations. In addition, the proposed design
is better customized for CMP-NUCA architectures.
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7.4 Summary
As the 3D technology is envisioned to play a significant role in designing future multicore / SoC architectures, it is imperative to investigate the design space of one of the critical
components of multi-core systems, the on-chip interconnects, in the 3D setting. In this work, I
propose the design of a multi-layered 3D NoC router architecture, called MIRA, for enhancing
the performance, energy efficiency, and thermal behavior of on-chip interconnects. The design of
the proposed router is based on the observation that since a large portion of the NUCA
communication traffic consists of short flits and frequent patterns, it is possible to dynamically
shut down the bottom layers of the multi-layer router to optimize the power consumption while
providing better performance due to smaller footprints in the 3D design. Three 3D design
alternatives, called 3D-base (3DB), 3D multi-layer (3DM), and 3DM with Express channels
(3DM-E) are discussed along with their area and power analysis, using the TSMC 90nm standard
cell library and Orion power model. The Hotspot thermal model is used to study thermal behavior
of the entire chip with respect to the on-chip interconnect.
A comprehensive evaluation of the performance, power, and thermal characteristics of
the three 3D router designs along with the standard 2D design was conducted with synthetic and
real traces from scientific and commercial workloads. The experimental results show that the
proposed 3DM and 3DM-E designs can outperform the 3D base case and the 2D architectures in
terms of performance and power (up to 51% reduction in latency and 42% power savings with
synthetic workloads, and up to 38% reduction in latency and 67% power savings with traces).
These benefits are quite significant and make a strong case for utilizing the 3D technology in
designing future NoCs for CMP architecture.

Chapter 8

Conclusions

With the advent of complex System-on-Chip (SoC) architectures, the chip design
paradigm continuously changes and recently, multi-core chip architectures become a de facto
standard. To handle the ever increasing number of cores efficiently and to ensure optimal chip
performance, an efficient interconnection fabric is vital. The Network-on-Chip (NoC) architecture
has gained popularity as a good candidate for future on-chip interconnection framework and
therefore, research on the architectural design of NoCs is crucial. Along this line, this thesis
introduced several architectural techniques to handle various aspects of NoCs, targeting reliable,
high-performance, and energy-efficient designs.
The thesis begins by presenting a comprehensive strategy against various types of
reliability hindrances in on-chip networks. I proposed to tackle most common failure types by
adopting a series of architectural techniques, which work in tandem to protect the interconnect
infrastructure. Then, a new hop-by-hop retransmission scheme is proposed to combat inter-router
link errors. The scheme is expected to be very efficient in terms of both latency and power even
under high error rates. The retransmission buffers required by this mechanism were also used in a
newly proposed deadlock recovery technique, which utilizes existing resources to break
deadlocks, thus minimizing the incurred overhead. Also, a detailed analysis of possible symptoms
resulting from intra-router logic errors is presented, along with an array of protective measures
and their effectiveness in various router architectures.
Attention then shifted to hard failures. I proposed a novel Proximity-Aware (PA) routing
algorithm which employs look-ahead snooping to classify possible routing paths up to two hops
away. The algorithm can dynamically adapt its routing decisions to account for run-time hard
failures without any disruption in service. Unlike prior fault-tolerant routing algorithms, the
proposed one can provide deadlock freedom even in faulty environments. The PA algorithm will
be extended to accommodate thermal aware routing through observation of average flit activity in
the router.
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After that, a new routing methodology was illustrated, in the form of Service-Based
Networking (SBN). This novel concept routes messages based on destination type, rather than
destination address. This scheme takes advantage of the presence of redundant, identical
processing elements in modern SoCs to provide dynamic and real-time hardware handoffs in the
event of hard failures.
More importantly, all the mechanisms proposed in this work kept the critical path of the
NoC router intact. For on-chip networks, ultra-low latencies are an absolute necessity; thus, any
reliability solution which inflicts significant burden on latency is not well suited. The schemes
work in parallel with the critical components without deepening the router pipeline.
From the architectural perspective, I also proposed a new network topology which injects
messages into the on-chip network from four, rather than one, points per node. It is shown that
this topology requires minimal modifications to existing NIC and router architectures; the
changes involve dividing existing NIC resources and rearranging them into four smaller subNICS. Thus, the proposed Multiple Entry Point (MEP) topology can be retrofitted to existing
router architectures to boost network performance. Besides, the new topology inherently avoids
deadlock through its intra-PE network, eliminating the need for resource-hungry deadlockavoidance algorithms. In addition, the additional links of the proposed MEP topology are
expected to substantially improve the fault-tolerance of the communication fabric as well.
To exploit the characteristics of various traffic patterns, I have proposed a Fast Path (FP)
router which dynamically setups/releases the FPs based on recent traffic movement. The most
frequently used input-output path pairs in a router are identified at a fixed time interval and then
based on this information, the FPs are established in they meet the predetermined requirement.
The flits in FP have higher priority during the switch arbitration and thus, can move faster than
normal flits. Also, each router can shorten router pipeline for FPs by performing the precomputation of switch arbitration; The arbitration decisions for the incoming flits in FPs are done
while they’re crossing the inter-router links such that when they enter a node, they can directly
move to the crossbar traversal stage. These two techniques, together with the dynamic nature of
FPs, serve to further optimize the overall network performance on the fly.
As the current trend shifts toward the 3D chip design, I proposed to adopt 3D integration
techniques to NoC design. I proposed a 3D NoC router architecture, called MIRA, where typical
planar 2D router design is partitioned into smaller chunks and then they are stacked on top of
each other, forming a 3D router. The modules in NoC router are classified into two categories,
separable and non-separable, considering their modularity. Separable modules, such as links,
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buffers, and crossbars, are spread evenly over multiple layers and non-separable modules, such as
routing, switch allocation, and virtual channel allocation, are grouped such that highly active
modules are placed near the heat sink to minimize thermal effect. The MIRA architecture can
significantly reduce overall router size and this area saving enables the use of additional physical
channels that can be used as express channels; they can improve overall performance by
providing multi-hop channels, reducing average hop count from a source to a destination.
In summary, the overall objective of this thesis is to design high performance and reliable
NoCs for future SoCs considering the power and area constraints. As future works, I will extend
the works presented in this thesis to further optimize them for upcoming processor technologies
and will also work on the actual chip implementation to validate the simulation results. Since
most of the techniques proposed in this thesis are orthogonal to each other, they can be jointly
implemented to meet the requirements of specific SoC design. The composite architecture, then,
can be further optimized for best performance, reliability, and energy-efficiency.
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