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ABSTRACT
The field of protocol analysis arose from the increasing need for network security.
Analysis and identification of the protocols of traffic on a network allowed for some classification
of whether or not the behavior on the network was permissible. This type of protocol
classification can address similar needs in the software-defined radio space as well as in various
military applications. In these, as well as many other, applications there is a need to classify the
protocol of an unknown wireless signal and to provide some general insights into the activity that
is present on such signals.
To this end, a protocol detection system was developed to compare the protocol of an
unknown set of recorded packet traces to a set of known and previously characterized protocols.
The basis for this detection system was the concept that protocols can be defined by the related
sets of packets that get transmitted between the client and server of a connection. Many protocols
have a request-and-response communication structure in which one side of the connection, often
the client, is requesting data from the other, often the server. In the case of the server sending
command or configuration packets to the client device, there are often sets of acknowledgment
packets that follow this request-and-response structure.
This system was designed to analyze a network trace using an unknown protocol by
comparing the packets to the request-and-response structure of previously characterized, known
protocols. By determining how similar the unknown protocol traffic is to known protocols, a
detection decision can be made based on the number of packets that are identified as belonging to
each of the known protocols. This approach is shown to be relatively successful for the limited,
available sets of network traces that were recorded for this research. Packet trace lengths of
greater than 200 packets are shown to provide a sufficient amount of detection accuracy when
comparing an unknown trace to the Bluetooth and ZigBee protocols. However, there is much
room for improvement for this system in its detection-decision criteria.
iii

TABLE OF CONTENTS
LIST OF FIGURES ................................................................................................................. vi
LIST OF TABLES ................................................................................................................... viii
ACKNOWLEDGMENTS ....................................................................................................... ix
Chapter 1 Introduction ............................................................................................................ 1
1.1. Project Contributions................................................................................................ 2
1.2. Thesis Overview....................................................................................................... 2
Chapter 2 Background Information ........................................................................................ 4
2.1. Network Protocol Analysis ...................................................................................... 5
2.1.1. Cryptographic Protocol Analysis ................................................................... 6
2.1.2. Encrypted versus Unencrypted Traffic........................................................... 7
2.2. Size, Timing, and Direction ..................................................................................... 8
2.2.1. Encapsulation ................................................................................................. 8
2.2.2. Flow Direction................................................................................................ 11
2.2.3. Packet Sizing .................................................................................................. 12
2.2.4. Packet Sizing and Timing............................................................................... 15
2.3. Bioinformatics Approaches to Protocol Analysis .................................................... 22
2.3.1. Sequence Alignment Techniques ................................................................... 23
2.3.1.1. Global Sequence Alignment ................................................................ 23
2.3.1.2. Local Sequence Alignment.................................................................. 27
2.3.2. Phylogenetic Trees ......................................................................................... 30
2.3.3. Clustering Analysis ........................................................................................ 33
Chapter 3 System Development and Approach ...................................................................... 35
3.1. Scope of Work.......................................................................................................... 36
3.2. System Approach ..................................................................................................... 37
3.2.1. Protocol Set .................................................................................................... 38
3.2.2. Packet Metric Set ........................................................................................... 39
3.2.3. Heat Mapping ................................................................................................. 41
3.2.4. Arrays of Packet-Pairings............................................................................... 46
Chapter 4 Data Results and Analysis ...................................................................................... 50
4.1. Trace Data Set .......................................................................................................... 51
4.2. Heat-Mapping Results .............................................................................................. 53
4.3. Results of Characteristic Arrays of Packet-Pairings ................................................ 59
Chapter 5 Conclusion and Future Work ................................................................................. 71
Appendix A List of Acronyms and Abbreviations .................................................................. 76
Appendix B MATLAB Code for Detection System ................................................................ 77
iv

References ................................................................................................................................ 87

v

LIST OF FIGURES
Figure 2-1: ISO Open System Interconnection Model [ISO/IEC 7498-1, 1994]..................... 5
Figure 2-2: 802.11 Frame Control Field [IEEE Std 802.11, 2007].......................................... 8
Figure 2-3: OSI environment demonstrating packet construction [Stallings 2004]................. 10
Figure 2-4: OSI environment demonstrating reception and packet reduction [Stallings,
2004] ................................................................................................................................ 11
Figure 2-5: Cluster-based traffic classification of two application protocols, SMTP and
eDonkey [Bernaille et al., 2006] ...................................................................................... 14
Figure 2-6: Cluster-based traffic classification of a set of FTP packets [Bernaille et al.,
2006] ................................................................................................................................ 14
Figure 2-7: Comparison of HTTP line plot to heat maps of HTTP, SMTP, AIM, and SSH
protocols Negative packet sizes indicate server-to-client packets. Positive packet
sizes indicate client-to-server packets [Monrose et al., 2006] ......................................... 17
Figure 2-8: Comparison of SMTP connection to packet unigram frequency heat maps of
HTTP, SMTP, AIM, and SSH protocols. Negative packet sizes indicate server-toclient packets. Positive packet sizes indicate client-to-server packets [Monrose et
al., 2006] .......................................................................................................................... 19
Figure 2-9: Bigram packet frequency heat maps of HTTP, SMTP, AIM, and SSH
protocols. Negative packet sizes indicate server-to-client packets. Positive packet
sizes indicate client-to-server packets [Monrose et al., 2006] ......................................... 21
Figure 2-10: The scoring and summation operations shown part-way through the
summation process that will complete the values of the matrix necessary for
determining the optimal alignment path [Needleman and Wunsch, 1970] ...................... 25
Figure 2-11: The path through the alignment matrix representing the maximally matched
alignment [Needleman and Wunsch, 1970] ..................................................................... 26
Figure 2-12: The global alignment of sequences from two packets of the text based
protocol HTTP [Beddoe, 2004]........................................................................................ 27
Figure 2-13: The local alignment of sequences from two RNA strands. The underlined
elements show the trace-back outlining the maximum alignment [Smith and
Waterman, 1981] .............................................................................................................. 30
Figure 2-14: Multiple sequence alignment of three HTTP packets and the resulting
consensus sequence [Beddoe, 2004] ................................................................................ 32
Figure 3-1: Flow chart showing the process for creating packet size heat maps. For each
occurrence of a pairing of packet sizes, the corresponding entry in the size matrix

vi

was increased by one. These pixels in the resulting heat map image are lightened
with increasing number of occurrences of the packet size pairings. ................................ 44
Figure 3-2: The flow chart showing the procedure for protocol detection based upon the
calculation of protocol similarity of the data trace for X-number of known protocols.... 48
Figure 4-1: Bluetooth normalized packet-size heat map showing the collective analysis
of traces recorded from wireless mice, telephone headsets, and file transfers between
devices.............................................................................................................................. 54
Figure 4-2: Bluetooth normalized packet-size heat map showing the collective analysis
of traces recorded from wireless mice, telephone headsets, and file transfers between
devices for packets of 50 bytes or less. ............................................................................ 55
Figure 4-3: ZigBee normalized packet-size heat map showing the collective analysis of
traces recorded from ZigBee devices designed to report energy usage data.................... 57

Figure 4-4: Graph showing the percentage of 1000 simulated ZigBee traces that were
detected as using the ZigBee protocol versus the increasing length of each of the
1000 simulated traces in number of packets. ................................................................... Error! Bookmark not
Figure 4-5: Graph showing the average number of packets for 1000 simulated ZigBee
traces that were identified as part of a Bluetooth file transfer versus the increasing
length of each of the 1000 simulated traces in number of packets. Packet trace
analyzed was that from the Bluetooth file transfer data. .................................................. 67
Figure 4-6: Graph showing the average number of packets for 1000 simulated ZigBee
traces that were identified as Bluetooth wireless mouse data versus the increasing
length of each of the 1000 simulated traces in number of packets. Packet trace
analyzed was that from the recorded wireless mouse data............................................... 68
Figure 4-7: Graph showing the average number of packets for 1000 simulated ZigBee
traces that were identified as Bluetooth wireless headset data versus the increasing
length of each of the 1000 simulated traces in number of packets. Packet trace
analyzed was that from the recorded headset data. .......................................................... 68

vii

LIST OF TABLES

Table 4-1: Bluetooth Characteristic Array of Packet Size Pairings ......................................... Error! Bookmark not
Table 4-2: ZigBee Characteristic Array of Packet Size Pairings ............................................. 62

viii

ACKNOWLEDGMENTS
This project and thesis could not have been completed without the encouragement,
support, intellectual and moral guidance, and patience of a great number of people in my life.
There is growth and wisdom that is gained through any challenge if we are sensitive to it, and this
thesis is no exception.
My thanks and gratitude go to my advisor, Dr. Sven Bilén, whose guidance and support
through my time at Penn State as an undergraduate and graduate student have been invaluable.
Through many educational difficulties, Sven offered his time and advice, and through many of
the challenges of this project thesis, he has been integral not just in the research, but also in
gaining the focus to bring this thesis to completion. I thank him for not giving up on me, and I’m
incredibly grateful for his genuine interest in my academic and personal development. He
provided a means for my graduate education, and supported me through it.
I thank my co-adviser at the Applied Research Lab, Dr. Mark Mahon, who offered his
time and research guidance throughout this project. From its early phases through its completion,
I’m grateful for his genuine interest in this project that helped guide the motivations and direction
of the research.
I thank Dr. Julio Urbina for serving as a committee member on this thesis as well. It has
been motivating and encouraging having all three members of my committee show support and
interest in the research and the work that has been done to achieve its goals.
My long-time friends and business partners, Erik Davidson and Erik Weir, have been
continually supportive and understanding as time and focus had been taken away at points from
our company in order to complete this thesis. Their close friendship throughout undergraduate
and graduate school has been a source of moral and intellectual support, and I would not be where
I am today without them.

ix

I can never thank my parents, Dan and Ann, enough for how they encourage and see me
through everything I go through in my life. Their words, encouragements, prayers, and love have
been a necessary element in my studies, and this thesis would not have been completed if not for
their patience and how they spur me on to complete what I have begun. I am blessed to have
parents that take such interest in the personal growth, development, and education of their son.
I thank my dear companion, Haley, whose prayer and encouragement have been a light to
push through the final stages of this project and complete this thesis. And for everyone at our
church she had praying for me, I thank them for their unseen support and encouragement.
Most of all, I thank God for accomplishing what He tasks us with through the gifts and
abilities He has blessed us with.

x

Chapter 1
Introduction
The field of protocol analysis has risen out of the need for network security in a variety of
applications. Network intrusion detection systems have leveraged protocol analysis techniques in
order to characterize application-level network traffic. A traffic analysis system that contains
information and specifications of various protocols can aid the identification and understanding of
applications that may communicate over non-standard ports or application data that is
encapsulated in other protocols [Wondracek et al., 2008]. These systems can be run in real-time
on a network to monitor live traffic in order to enable early detection, and potentially prevention,
of an intrusion into the network.
In the field of software-defined radio, these types of protocol identification techniques
can be applied to the detection of available wireless networks, which is relevant for many
cognitive radio applications in which a radio would be able to communicate over a number of
potentially available networks and protocols. A cognitive radio is an intelligent radio that can
sense its environmental conditions and change its communication parameters accordingly.
Cognitive radio technology enables dynamic spectrum access that allows for devices to be able to
use a variety of available frequencies and protocols in order to communicate successfully within
the increasingly crowded radio frequency (RF) space [Preet and Kaur, 2014]. An automatic
wireless protocol detection scheme would complement the dynamic spectrum access capabilities
of a cognitive radio by enabling the radio to communicate using the protocol of an available
wireless network.
There are also defense applications for protocol analysis systems, such as the need to
determine whether the source of an unknown signal is friend or foe. These are often referred to
as Identify Friend or Foe (IFF) systems, and they can perform their function via analysis of a
signal’s behavior, its protocol, and what type of activity is present on that signal or what type of
1

information is being sent. For these and similar applications, there is a need to identify and make
some general classification of the wireless protocol of an unknown signal. In addition,
determining the field structure of the packets used by an unknown signal can enable an IFF
system to gain insights into the nature and identity of the signal’s protocol.

1.1.

Project Contributions

To address these needs, the purpose of this research was to develop a system to
characterize and determine the wireless protocol of a signal without a priori knowledge of its
protocol or packet structure. The approach for this system was to be applicable to both encrypted
and unencrypted network traffic. The contributions of this work include the applications of
network protocol-analysis techniques to the wireless space, enabling the detection of an overall
wireless protocol by investigation of the behaviors of its lower layer protocols and functions.
This research furthered previous work by adding automated detection to a basic system of packet
metrics used to identify one protocol from another, in which a protocol detection system extended
the concepts from previous work to an automated system. The protocol detection system was
also developed with a flexible approach to determining the similarity of an unknown packet trace
to a set of known protocols, which enables this research to be adapted for a variety of applications
and protocol sets.

1.2.

Thesis Overview

The introduction in Chapter 1 of this paper has covered some of the applications and the
motivations behind this project of developing an automatic detection system for wireless
protocols. Chapter 2 discusses previous work that has been done in developing protocol analysis
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and detection systems. It begins with a brief explanation of networking and protocol
fundamentals to lay the ground work for the remainder of the chapter. This includes the basic
networking layers commonly used to describe the internal functions of a communication system,
encapsulation of data through the protocols at each of these network layers, and the implications
of encryption on protocol analysis systems. This is followed by related research on
differentiation between application layer protocols and the detection of various protocol
behaviors. The applicable research projects that are covered achieve analysis and protocol
detection by using the byte-size of transmitted packets, the arrival time of these packets, and their
flow direction through the network. The remainder of Chapter 2 is devoted to the application of
bioinformatics algorithms to the field of protocol analysis in order to deduce the packet field
structure of a protocol. This discussion is included primarily to serve as a basis for any future
work that may follow in this area of study.
Chapters 3, 4, and 5 cover the work that has been done for this research. Chapter 3
discusses the protocol detection system that was developed, the basis for the development
approach that was taken, the scope of the work that was completed, and the implementation of the
different subsystems that were used. Chapter 4 includes the data results of running the detection
system on recorded network traffic for the protocols that were chosen for analysis. This includes
the heat map–based analysis that provides some general insights into the behavior carried out by
the protocol, as well as results showing the application of detection system for detecting the
wireless protocol of an unknown signal. Chapter 5 concludes this work by discussing the
implications of the data set and results on the effectiveness of the protocol detection system, as
well as areas of improvement for future work that may continue in this research.
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Chapter 2
Background Information
The determination of the communication scheme of an unknown signal is a multi-layered
problem that may require different solutions at different layers of the International Organization
of Standards (ISO) Open System Interconnection (OSI) network model. Reception of a signal
begins at the physical layer, where knowing the modulation scheme is necessary for interpreting
the transmitted bits. Once the bit-stream of the signal is recovered, the data-link and network
layers begin to handle the decoding of the frame and packet structure in order to properly recover
the transmitted data. In typical communications systems, the receiver must know the protocol
used by the transmitter to package the bytes in order to properly decode and receive the data. If
the protocol of the signal is unknown, then any further information about the signal data is lost in
the streams of bits and bytes. However, by investigating similarities and correlations between a
number of transmitted packets, it may be possible to determine recurring behaviors in order to
determine the possibility that a certain protocol is being used by the transmitter.
This chapter provides a background on protocol analysis, bioinformatics-based
approaches to protocol analysis, bioinformatics techniques for handling large data sets, and
machine learning and neural networks. Section 2.1 contains a brief background on protocol
analysis and discusses considerations for encrypted and unencrypted network traffic. Section 2.2
extends the concepts introduced in the previous section into the realm of wireless protocols and
discusses, in further detail, the viable metrics available to a system operating on encrypted,
wireless traffic. Section 2.3 provides a background on previously-proposed bioinformatics
approaches to protocol analysis, including data-clustering techniques that are useful for reducing
large data sets into a limited number of classifiable clusters of data points.
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2.1.

Network Protocol Analysis

The field of protocol analysis arose from the need to ensure the security of network or
radio communications. Over time, various methods of testing communications protocols and
monitoring network use have been developed. These methods typically function at the higher
levels of the OSI model, shown in Figure 2-1, which describes the layers of a network
communications system. The highest layer, the Application Layer, interacts directly with the
end-user software that is communicating over the network. Since most protocol analysis efforts
have been focused on maintaining security of user-based networks, many of the techniques that
have been developed have targeted detection of rogue behaviors in the higher network layers.

Figure 2-1: ISO Open System Interconnection Model [ISO/IEC 7498-1, 1994]

The analysis of protocols at the application layer has led to network-activity classification
techniques of varying complexity. A common approach to identifying an application
communicating over a network is to monitor the service access point (SAP), also known as a port,
on which the packets are received. For example, the Hypertext Transfer Protocol (HTTP)
typically transfers Transfer Control Protocol (TCP) packets over ports 80 and 8080. However,
5

once applications began using randomized port numbers over unspecified ranges, the analysis of a
packet’s or frame’s protocol became necessary in order to determine what application was
communicating on the network. This protocol classification enables the identification of
unexpected communication behaviors and threatening protocol activity, allowing network
administrations to more quickly identify and possibly prevent network security breaches.

2.1.1.

Cryptographic Protocol Analysis
A more ideal way to avoid network security leaks is not just to detect them, but to prevent

them entirely. Thus, some type of encryption is often employed when communicating over a
network. Cryptographic protocol analysis can be used to determine how secure a particular form
of encryption is. By attempting to decipher the cryptographic algorithm, the hardness of the
algorithm can be determined. This type of deciphering analysis is known as cryptanalysis. The
two main classes of cryptanalysis are linear cryptanalysis and differential cryptanalysis. Linear
cryptanalysis attempts to create a linear equation to map unencrypted data to its ciphered
equivalent. This approach to cryptanalysis exploits known probabilistic and statistical
information of a set of encrypted data and its corresponding plain data. Differential cryptanalysis
differs from linear cryptanalysis in that it compares the set of differences between each
unencrypted data stream to the set of differences between each corresponding encrypted data
stream. The assumptions in this case are that the plain bytes input to the cipher are known and
that the output encrypted bytes can be observed [Kartalopoulos, 2009]. Both of these techniques
require that there is some known knowledge of both the unencrypted and encrypted data. This is
a principle that is recurrent in protocol analysis, i.e., using previously known bits of information
to interpolate and deduce the underlying structure of the system that is being analyzed.

6

2.1.2.

Encrypted versus Unencrypted Traffic
In addition to network security concerns, analyzing a transmission’s protocol can yield

information about the source of the signal. For example, if the protocol of a set of signals does
not seem to exhibit the behavior of any of a standardized list of protocols employed by a
country’s military communications, it might be inferred that the source of the signal is of enemy
or unfriendly origin. This type of classification is known as Identify Friend or Foe (IFF). Simple
pieces of information, such as packet sizes, may provide more precise information about what
that protocol is being used for. Large packet sizes, for example, consistently being transmitted
from one address may mean that that address is the server from which several client systems are
downloading information.
In these cases, signals are intercepted and analyzed based on the information that is
readily intelligible. If the signals are encrypted, often the only type of information available to a
system that does not know the encryption scheme is the source address, destination address, and
size of the packet. For some protocols, there may be a field that is often unencrypted that
describes some information about the current frame or packet; however, such fields contain bytes
in which each bit or set of bits will hold different meanings depending on the protocol. For
example, in the Institute of Electrical and Electronics Engineers (IEEE) 802.11 protocol, there is
a field called the frame control field with the structure shown in Figure 2-2. Each subfield within
the frame control field has a specific purpose, and without prior knowledge of the protocol and
the structure of similar fields and their subfields, it is difficult to discern the meaning of these bits
and bytes.
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Figure 2-2: 802.11 Frame Control Field [IEEE Std 802.11, 2007]

When dealing with any unknown encrypted protocol, it is difficult to discern which fields
are encrypted and which are not. Even if a system is able to decide which parts of a packet are
encrypted and which are not, more information is often needed to interpret the unencrypted
packets, as seen in the example above. If byte-by-byte analysis of a protocol is impractical, as in
the case of applied encryption, then the available information is often limited to more general
information such as the packet sizes, transmission timings, and the direction of network flows
(provided the addresses are unencrypted, which is commonly the case for network routing
purposes).

2.2.

2.2.1.

Size, Timing, and Direction

Encapsulation
In any particular communication network, each layer of the OSI model present in that

system typically has a specific protocol data unit (PDU) that is transmitted and received by that
layer on the server or client system. A standardized structure of a protocol’s data unit is what
allows any two systems using that protocol to begin transmitting and receiving data properly. As
a user’s data is prepared for transmission over the communication network, each layer receives
the PDU of the higher layer and attaches a header that contains control information for the
receiver to interpret that layer’s PDU. This process, shown in Figure 2-3, continues until the
8

packet reaches the data-link layer, which usually attaches a header and a trailer that often consists
of some kind of error checking such as a check sum. The PDU at the data-link layer is referred to
as a frame, and the frame is then transmitted over the physical layer of the communication
network. This process is known as encapsulation, and the receiver must understand the protocol
used at each layer in order to properly strip off each layer’s header until the original data is
recovered and handled according to the information in the layer headers [Stallings, 2004]. When
viewed together, Figure 2-3 and Figure 2-4 show the fundamental steps for packet construction
and transmission and for packet reduction and reception based on the OSI model. The data flows
from Application X in Figure 2-3 to Application Y in Figure 2-4 that receives and acts upon data
received.
If a system is attempting to analyze the network-layer protocol used in a series of
transmissions, it must be able to know the protocols used at the physical and data-link layers in
order to access the PDU of the network layer. The deconstruction of a frame requires the receiver
to understand the header structures in order to determine the starting and ending bytes of the
payload and properly extract the PDU. This means that, if a protocol analysis system cannot
receive the layers below the layer of the protocol of interest, it will have difficulty isolating the
parts of the packet belonging to the protocol to be analyzed. In addition, this encapsulation
process makes it difficult to determine which behaviors of the signal are driven by which protocol
at which layer of the network.
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2.2.2.

Flow Direction
When operating on unclassified encrypted network traffic, a protocol-analysis system

may only be able to read the data-link layer header and trailer of any given packet. For most
common internet protocols, this header contains the packet source address, destination address,
payload length, and various fields that relay information about the current packet such as
sequence numbers and fragmentation information for fragmented transmissions. The information
in the fields of a frame header can provide characteristic information about a protocol. If a piece
of user data is so large such that it has to be fragmented to be transmitted over several frames of
transmissions, then the maximum packet size of the protocol may be determined by observing
repeated packet sizes across multiple instances of fragmentation. The addresses can be used to
11

classify protocol behavior based on distinguishing which packets are being sent from the client
and server ends, which may yield an understanding of how clients are handled on a given
protocol. Additionally, packet sizes and packet timings can be further specified by using flow
direction. For example, if a client sends a small packet to the server that is followed by a number
of consecutive large packets sent from the server to the client, this may indicate that the client
sent a request to download a file or a set of data from the server. Obtaining flow direction
information can enable inferences to be made about how clients are handled on the network,
which may fit the behavior of some protocols while excluding other possible protocols.
In most networks, there is a defined client–server relationship. For the case of IEEE
802.11, the wireless router functions as the server while connected computers and devices are
clients of that server. However, this relationship may be less defined in certain network
configurations. In a mesh network, for example, the network is formed by a series of wireless
nodes, referred to as routers, to which wireless end devices connect and communicate through
across the network. In an IEEE 802.15.4 ZigBee network, an individual end device will pair with
a router, known as its parent node. The network is controlled through a single device called the
coordinator or gateway. In this case, a network trace recorded by a sniffer might show single
message transmissions copied from one address to another to another, which would follow the
hopping of the routing protocol used in a ZigBee network.

2.2.3.

Packet Sizing
An investigation of packet sizes can yield more information than might be expected upon

an initial consideration. Many protocols, including IEEE 802.3 Ethernet, 802.11 Wi-Fi, and
802.15.4 ZigBee, have a maximum packet length that is set in their specification. A simple
classification scheme might use the fact that a network trace contained a significant number of
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packets that were longer than the maximum packet lengths of protocols X and Y, thereby ruling
out protocols X and Y as probable protocols contained within that trace. Protocol analysis
systems may use a classification scheme based upon comparisons of the size of one packet to the
size of its following packet across a set of network flows. Bernaille et al. [2006] presented a
network-traffic classification system based upon defining clusters of data points on mappings of
the first packet size versus the second packet size of each Transmission Control Protocol (TCP)
flow on a network. Figure 2-5 shows their results for distinguishing between two application
protocols, the Simple Mail Transfer Protocol (SMTP) and a peer-to-peer file sharing program
called eDonkey. Figure 2-6 shows an additional benefit from investigating packet sizes, which is
that their system was able to classify end-user activity based upon clustering of packet sizes
within a given protocol, in this case, the File Transfer Protocol (FTP). Most of the FTP command
packets consisted of smaller packets sizes sent from both the client and the server, whereas
downloading and uploading where detected by large packets sent from the server and client,
respectively [Bernaille et al., 2006].
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Figure 2-5: Cluster-based traffic classification of two application protocols, SMTP and eDonkey
[Bernaille et al., 2006]

Figure 2-6: Cluster-based traffic classification of a set of FTP packets [Bernaille et al., 2006]
14

Comparisons of the size of each packet versus the size of its subsequently transmitted
packet have been used by several groups to build protocol analysis systems for traffic
classification. The intuition behind such comparisons is that they will reveal the stimulated
response behaviors of the protocol, as well as the kinds of packets the protocol generates on
average [Monrose et al., 2006]. For example, the command packets of a protocol typically have a
consistent packet size since their packet structure and field sizes are consistent. Protocol
commands will often stimulate responses from the network of similarly consistent-sized packets
that contain the information required by the source of the request. In addition, the command
frames of a data link layer protocol do not contain encapsulated protocols from higher layers of
the OSI model since they are not used to transfer data but only to perform functional
communication tasks isolated to the data link layer. As such, command frames will exhibit the
communication and sizing behavior of only the data link protocol and not a combination of the
encapsulated higher layer protocols.

2.2.4.

Packet Sizing and Timing
Monrose et al. [2006] have presented various approaches to traffic classification systems

for identification of application-layer protocols based solely on the size, timing, and direction of
encrypted network packets. One of these approaches consisted of comparisons of visual patterns
in a series of heat maps for classifying network traffic protocols. Heat maps were constructed for
packet size vs. time, packet size vs. following packet size, and packet size vs. inter-arrival time.
The method used for generating the heat maps was to begin with a black image and brighten each
pixel according to the number of packets occurring at the pixel’s corresponding x,y-coordinates.
The first set of these mappings was constructed by observing the client–server-sourced packet
sizes of individual network flows. By investigating the first 20 seconds of each flow,

15

characteristic client–server behaviors could be captured for each protocol, which included each
protocol’s handshaking mechanism. Figure 2-7 shows the application of this technique for an
unknown network flow compared to heat maps of HTTP, SMTP, AOL Instant Messenger (AIM),
and Secure Shell (SSH). The protocol-unknown TCP connection, shown as the blue line plot
overlaid over each of the protocol heat maps in Figure 2-7, was confirmed to be an HTTP
connection due to the heavier distribution of server-to-client packets sent when compared to the
behavior of the other three known protocols. In addition, there is an initial request packet from
the client of about 500 bytes at the beginning of the new TCP connection that triggers the server
to send a series of packets about 1500 bytes in size to client. The client sends back a packet of a
much smaller byte size after each server packet is received. This set of transmissions can be
compared to the loading of a webpage during which the client would request a page to load from
the server, then proceed to download the larger data packets including the page information, after
each of which the client would send an acknowledgement to the server that the data packet was
received.
More general observation of the heat maps shown in Figure 2-7 reveals that the protocols
tend to follow the notion of transient initial activity followed by more steady-state behavior.
Even when analyzing only the first 20 seconds of a protocol’s network flow, it can be seen that
the packet sizes are somewhat variant for the first five seconds or so of a connection, whereas the
initial request is processed before evening out to a more consistent distribution of packet sizes
over time [Monrose et al., 2006].
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Figure 2-7: Comparison of HTTP line plot to heat maps of HTTP, SMTP, AIM, and SSH
protocols Negative packet sizes indicate server-to-client packets. Positive packet sizes indicate
client-to-server packets [Monrose et al., 2006]

These types of timeline plots capture the linear progression of a protocol as it is carried
out from the start of a connection to its finish. Protocols that are driven more by human
interaction, such as Telnet or interactive SSH, have much more free-form behavior. The nonlinear behavior of such protocols was captured using unigram packet frequencies, i.e., the types of
packets a protocol will generate on average. This metric was captured by investigating the sizes
of packets that arrive at particular intervals between each other. When classifying the protocol of
an unknown connection, observing packet sizes versus their inter-arrival times can give a broader
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understanding of a protocol’s behavior over the spectrum of its uses, the packet types it may
generate, and the steady-state behavior of the protocol [Monrose et al., 2006].
Packet sizes were plotted against inter-arrival times, the time elapsed since the arrival of
the previous packet, in order to capture the steady-state behavior of the more non-linear protocols.
Monrose et al. [2006] found using the log of the inter-arrival times to be more convenient because
inter-arrival times typically have a heavy-tailed distribution that is bounded on the left at zero and
unbounded on the right. Figure 2-8 shows an example of a TCP connection plotted against
packet unigram frequency heat maps for HTTP, SMTP, AIM, and SSH. In this case, the
connection most correlates with the behavior of SMTP, although it can be seen that there is also
some overlapping with the distribution of smaller packet sizes for the AIM protocol. The
distinguishing factors in this case are that SMTP typically contains sets of larger packet sizes
transmitted from the client than AIM and that the individual packets for the connection-under-test
are centered around more dense areas of the heat map for SMTP than for AIM. HTTP can also be
ruled out due to the fact that larger packets are generated from the server in HTTP, whereas the
dot plot shows that larger packet sizes are generally sent from the client in the unknown
connection. SSH may also seem like a possibility for the protocol of the TCP connection;
however, the lack of variability of packet sizes and the lack of any server-to-client packets of any
size greater than 250 bytes indicate that the protocol is more likely to be SMTP than SSH.
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Figure 2-8: Comparison of SMTP connection to packet unigram frequency heat maps of HTTP,
SMTP, AIM, and SSH protocols. Negative packet sizes indicate server-to-client packets.
Positive packet sizes indicate client-to-server packets [Monrose et al., 2006]

As seen in the examples given above, protocol activity can be characterized using packet
size, direction, and arrival time to provide a basis for detection of a new connection’s unknown
protocol. The unigram packet-frequency heat maps as seen in Figure 2-8 are based upon the
assumption that packet sizes and inter-arrival times for a given protocol are independent and
identically distributed. However, since many application-layer protocols have a general query–
response structure and TCP also uses ACK packets to confirm successful packet transmissions,
packet sizes and inter-arrival times are typically highly correlated. As such, the packet type that
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may be transmitted over a protocol at any given time is often very dependent on the previous
packet sent or received on that protocol. This can be leveraged to generate another characteristic
heat map referred to as bigram packet frequencies. These heat maps are created by plotting the
size of each packet transmitted over the connection versus the size of its immediate preceding
packet. In this way, a connection using a specific protocol can be thought of as a Markov process
in which the type of packet to be transmitted next is dependent only on the current packet
received or transmitted. While this may not be true in practice, making this assumption produces
another characteristic metric that shows what types of packets a protocol will generate based upon
the properties of the previous packet in the connection. Qualitatively, this metric can be
interpreted as how a protocol typically responds to packets received, while also capturing similar
protocol properties as the unigram frequencies such as what types of packets are generated on
average by which end of the connection [Monrose et al., 2006].
Figure 2-9 shows four bigram packet frequency heat maps for connections using HTTP,
SMTP, AIM, and SSH protocols. Packet sizes for the first packet were plotted on the x-axis, and
packet sizes for the immediately following packet were plotted on the y-axis. Once again,
negative packet sizes indicate that the packet was transmitted from the server to the client, and
positive packet sizes are packets sent from the client to the server. Several general behaviors can
be noted in these plots. First, HTTP often responds to client-side acknowledgment (ACK)
packets with data packets from the server. This is displayed in the thick vertical line in the lower
half of the heat map centered just to the positive side of 0 on the x-axis. SMTP can be seen to be
used almost exclusively for transmission of packets from client to server since all of the activity
used on that protocol is in the top right quadrant of the heat map, showing that most large packets
sent from the client are followed by either succeeding large data packets or small ACK packets
from the server. This is consistent with the purpose of SMTP, which is for outgoing mail
transfer. AIM transmits relatively small data packets in both directions, yielding a heat map with
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most activity occuring around the center of the plot with packets fairly evenly dispersed in each
of the four directions. The heat map for SSH shows much more dispersed activity. A feature of
note is the series of packets forming the thick borders on the edges of the top right quadrant and
the lower left quadrant. This can be attributed to large data transfers in both directions: uploads
in the case of the top right quadrant and downloads in the case of the lower left quadrant
[Monrose et al., 2006].

Figure 2-9: Bigram packet frequency heat maps of HTTP, SMTP, AIM, and SSH protocols.
Negative packet sizes indicate server-to-client packets. Positive packet sizes indicate client-toserver packets [Monrose et al., 2006]
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The heat map–based metrics presented by Monrose et al. [2006] provide a very strong
basis for visually interpreting the behavior of a given protocol. Information about a protocol’s
initiation of a connection between the client and the server, a protocol’s response-time
characteristics, and a protocol’s response packet types together can create a qualitative picture of
how a protocol behaves on a broad scale. Each of these metrics can potentially be used as a basis
for traffic classification as well, and because there is no leveraging of any values of packet fields,
encrypted traffic can also be characterized and interpreted meaningfully.

2.3.

Bioinformatics Approaches to Protocol Analysis

Bioinformatics as a field arose out of the needs to process, analyze, and extract
meaningful information from large sets of obtuse biological and medical data. Research efforts
like the Human Genome Project required the creation of algorithms to efficiently store, access,
and manipulate data sets such as the three-billion chemical base pairs of human DNA. A
common goal of bioinformatics research is to determine the specific sequence of base pairs in a
strand of DNA that make up a particular gene responsible for producing a given protein.
Sequence alignment algorithms have been developed to track these genes across variant
mutations in order to extract related, but not necessarily identical, sequences. In protocol
analysis, an analogue to gene sequencing is the identification of the location, purpose, and format
of packet fields. Just as sequences of DNA can be compared to extract related subsets of base
pairs, packets can be compared to each other in order to identify common subsets that may reveal
the structure of a packet’s fields. In addition, recurring values in specific locations in a packet or
field may be indicative of a characteristic property of a protocol.
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2.3.1.

Sequence Alignment Techniques
Sequence alignment attempts to compare two strings of data to discover occurrences of

common subsets of data in each set. There are two main types of alignment: local-sequence
alignment and global-sequence alignment. Local-sequence alignment is focused more on finding
the strongest common subsequences among two strings of data, whereas global-sequence
alignment is used to align two sequences from beginning to end in order to investigate similar
subsequences in the context of the entire data string.

2.3.1.1. Global Sequence Alignment
Global alignment is typically used when two sequences are already considered somewhat
similar. Algorithms to compute global alignments will often insert gaps into the compared
sequences in order to align subsections that both sequences contain. The central idea of common
global-alignment algorithms is to align two sequences at their beginning, or at their first common
subsequence, then insert gaps in each sequence at locations that maximize the local similarity
across the length of the compared sequences. As applied to protocol analysis, global alignment
algorithms could be used to compare the field structure of two packets. Fields that are common
to two packets should share byte values that identify the field, whereas the information carried by
that field may vary. This can yield further information about the range of values a field may
contain when a large number of packets are compared against each other. Through the use of
global-alignment algorithms on a large set of packets carrying one protocol, the protocol’s field
structure could be determined. In addition, a packet containing an unknown protocol could be
compared to packets of known protocols to determine the similarity of their packet structures
[Needleman and Wunsch, 1970; Smith and Waterman, 1981; Beddoe, 2004].
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A commonly used global-alignment algorithm was introduced by Needleman and
Wunsch in 1970. Referred to as the Needleman–Wunsch algorithm, it is often used for
identifying similar sequences of amino acids in proteins. The algorithm works by operating on a
matrix in which one protein’s amino acid sequence is placed along the top side, and another
protein’s amino acid sequence is placed along the left side of the matrix. A single acid in each
sequence will represent its respective row or column. This algorithm has three stages to its
function. The first step is a scoring similarity in which each cell in the matrix is given a value
according to how similar the amino acids are contained in the respective indices of each protein
sequence. Using a simplistic similarity scoring function, cells containing identical pairs of amino
acids may be given a value of one, and cells containing non-identical amino acids would be given
a value of zero. The similarity scoring can be computed with any function of how similar the
pieces of data are that are being compared.
The second step is a summation that will complete the values in the matrix through which
an alignment path will be found. The summation begins with the cell that is in the last row and
column of the matrix and proceeds row-by-row towards the cell in the first row and column.
Figure 2-10 shows an alignment matrix of two proteins for which the summation step is partially
completed. The top half of the matrix shows the similarity scoring in which ones were attributed
to cells of matching amino acids and blank spaces, representing zeros, were used for all dissimilar
amino pairings. Figure 2-10 shows the summation process for the singular cell that is boxed
containing a 1. The maximum value obtained in the subcolumn and subrow of the cell being
operated on, also boxed in the figure, are added to the current cell’s similarity scoring. This
summation represents the optimally matched alignment path from the point in each sequence. By
repeating this summation from the bottom right to the top left of the scored matrix, the maximum
value in the matrix will represent the beginning point of the maximally aligned path through the
matrix.
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Figure 2-10: The scoring and summation operations shown part-way through the summation
process that will complete the values of the matrix necessary for determining the optimal
alignment path [Needleman and Wunsch, 1970]

The third step of this algorithm, shown in Figure 2-11, is to begin at the largest number in
the first row or first column in the matrix and traverse along the maximum values in the subrow
or subcolumn to find the path representing the maximally matched alignment of both sequences.
Gaps would be inserted each time the maximally matched path skips a row or column in one of
the sequences. There can be alternative alignments, which are also seen in Figure 2-11. The
alignments generated by the operation shown in Figure 2-10 and Figure 2-11 would be the
following:
1. ABCNJ_RQCLCR_PM
AJC_JNR_CKCRBP

2. ABC_NJRQCLCR_PM
AJCJN_R_CKCRBP

As can be seen in the above alignments, gaps (represented by underscores) are inserted into one
sequence when the alignment path skips a row or column in the other sequence. In both
alignments it can be seen that there are eight amino acids that are aligned in the same position in
the sequence, which is the meaning of the each value in the alignment matrix. It is the number
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matches that will occur for alignments that begin at a cell’s index in each sequence. For example,
if the sequences were aligned beginning at the second amino acid in each sequence, there would
be a maximum of seven matches in the optimal alignment [Needleman and Wunsch, 1970].

Figure 2-11: The path through the alignment matrix representing the maximally matched
alignment [Needleman and Wunsch, 1970]

Beddoe [2004] applied this algorithm to protocol analysis as part of the Protocol
Informatics Project, whose goal was to create a readily available set of software tools for
sequence and protocol stream analysis using bioinformatics algorithms. An example used for the
application of the Needleman–Wunsch global alignment to protocol analysis was the comparison
of sections of two HTTP packets containing the sequences “GET / HTTP/1.0” and “GET
/index.html HTTP/1.0”. The alignment matrix for this operation is shown in Figure 2-12. The
algorithm was modified to begin the summation process from the top left of the matrix and to
begin the path-finding traversal from the largest value in the last row and column of the matrix.
In addition, gap insertions were defined by horizontal movements in the same row rather than
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skipping indices in a subrow or subcolumn as was the case in the Needleman–Wunsch example.
The obtained alignment of these packet segments was the following:
GET /index.html HTTP/1.0
GET /__________ HTTP/1.0

Figure 2-12: The global alignment of sequences from two packets of the text based protocol
HTTP [Beddoe, 2004]

The example shown in Figure 2-12 for global alignment of a text based protocol shows
the potential for sequence alignment to reveal the packet field structure of a protocol. Matches in
the alignment can be the constant bytes that define a field, and mismatches and gap insertions
would be the data values of the information carried by the field. Comparison across a large
number of packets may yield a common packet or frame structure that can be used to characterize
and identify the protocol in use by undefined network traffic [Beddoe, 2004].

2.3.1.2. Local Sequence Alignment
Local-alignment algorithms are used to identify regions of similarity among sequences
that are considered to be generally dissimilar and/or of significantly differing lengths. Instead of
aligning two sequences across their entire lengths, local alignment is more concerned with
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extracting the longest, most similar subsequences common to the compared sequences. Often, a
local-alignment algorithm will be used to identify these similar subsequences, which are further
analyzed using global alignment to investigate the location and context within the full length
sequences [Beddoe, 2004]. A commonly used local-alignment algorithm is the Smith–Waterman
algorithm, which is a modified version of the Needleman–Wunsch global-alignment algorithm.
This algorithm uses an iterative matrix method of calculation similar to the Needlman–Wunsch
algorithm, but it supports insertions and deletions of arbitrary lengths allowing greater flexibility
to find an optimal alignment among a large number of possible alignments. Scores are attributed
to matches, mismatches, and deletions/gap insertions [Smith and Waterman, 1981].
For two sequences, A = a1, a2, … an and B = b1, b2, … bm, an initial similarity s(a,b) is
given between sequence elements a and b. Element deletions required to maximize the sequence
matching are given a weight of Wk. First, all values in the alignment matrix H are set to 0:

H k 0  H 0i  0 for 0  k  n and 0  l  m .

(2-1)

The matrix is then populated with similarity scorings according to the function s(a,b) with the
interpretation that the value of Hij is the maximum similarity of two segments ending in ai and bj.
These values are entered into the alignment matrix H according to the following:





H ij  max H i 1, j 1  s a i , b j , maxH i  k ,l  Wk , maxH i , j l  Wl ,0 ,
k 1

l 1

for 1  i  n and 1  j  m .

(2-2)

This formula can be understood intuitively by observing the meaning of each part:
(1) If ai and bj are considered to be a matched pairing, the similarity scoring is:

H i 1, j 1  sa a , b j  ;
(2) If ai is at the end of a deletion of length k, the similarity scoring is:

H i  k , j  Wk ;
(3) If bj is at the end of a deletion of length l, the similarity scoring is:
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H i  k , j  Wl ; and
(4) A zero is included in order to prevent negative similarity, indicating no similarity for any
sequence ending in ai and bj.
Once these values are obtained for each element in the sequences, the most similar pair of
subsequences is found by executing a trace-back procedure, similar to that which is used in the
Needleman–Wunsch algorithm detailed above, that begins at the maximum value in the
alignment matrix and ends at a value of zero. The second most similar pair of subsequences can
be obtained by beginning the trace-back procedure at the second largest value in H. Further
alignments can be obtained by running the trace-back at decreasingly maximum values in the
matrix [Smith and Waterman, 1981].
The following example presented by Smith and Waterman [1981] shows this algorithm
applied to the local alignment of two Ribonucleic Acid (RNA) sequences. The alignment matrix
shown in Figure 2-13 shows the scoring and alignment trace-back for two example strands of
RNA. The similarity scoring scheme was chosen based on known statistical baselines for
DNA/RNA. A value of one was given for matched pairs, zero for mismatched pairs, and the
value for the deletion weight was Wk = 1 + 1/3k. The match and mismatch values used have an
average of zero for long, random sequences over an equally probable four-letter set. The deletion
weight chosen must be at least equal to the difference between a match and mismatch. The
optimal alignment obtained from Figure 2-13 contains both a mismatch and an internal deletion
and is as follows:
G-C-C-A-U-U-G
G-C-C-_-U-C-G

29

Figure 2-13: The local alignment of sequences from two RNA strands. The underlined elements
show the trace-back outlining the maximum alignment [Smith and Waterman, 1981]

The Smith–Waterman local-alignment algorithm can be applied to protocol analysis by
identifying the most similar subsequences present among a set of packets, which may identify
common fields or encapsulations employed by the protocols in use. When combined with a
global-alignment algorithm, these common subsequences may be strung together in order to
obtain an understanding of their ordering within the context of the overall packet. With enough
comparisons, a generic packet structure can be generated consisting of an ordering of the most
common subsequences, representing common fields and byte values employed by the protocol in
use [Beddoe, 2004; Ma et al., 2006].

2.3.2.

Phylogenetic Trees
Sequence-alignment comparisons of a significant number of packets can be a

computationally infeasible process. Comparisons of three sequences using one of the matrixtraversal methods described above, which require running these algorithms on a cube. Four30

sequence comparisons would require traversal of a hypercube. This approach quickly scales out
of useful bounds as it is O(Nn). Multiple-sequence alignment has typically been done by
biologists using very heuristic methods. Tree-based approaches are widely used in conjunction
with progressive-alignment methods in order to create a more readily interpretable structure for
the alignments. A phylogenetic tree is an evolutionary tree that can be useful in this process as it
provides a visual basis for tracking mutations that occur over time. Mutations in genes over time
are analogous to variations in packet field values that can change over time as well. Just as
identifiable markers of a gene may remain constant while expressed traits may vary, fields may
have constant values that identify them while their carried data or parameters may change
[Beddoe, 2004].
The building of the tree generally consists of grouping common subsequences into
similar clusters then ordering those clusters into the tree accordingly. Similar clusters are
combined before being placed into the universal set represented by the tree. The cluster
comparison is commonly calculated using a simplistic clustering method called the Unweighted
Pair Group Method by Arithmetic Mean (UPGMA) algorithm. This algorithm employs the use of
a distance metric to determine the similarity of two clusters. Once the subsequences are obtained
and initially clustered using a local alignment algorithm, these clusters are compared and
combined according to their similarity calculated by the UPGMA. The equation used for the
UPGMA algorithm is as follows:

d ij 

1
ci c j

D

pq

,

(2-3)

pCi , qC j

where dij is the distance between clusters Ci and Cj, and Dpq is the Smith–Waterman similarity
score for a sequence p in cluster Ci and a sequence q in cluster Cj. Once the tree is formed, it is
used as a guide in order to perform the progressive alignment across the entire set of sequences.
The concept employed by progressive alignment is to align the most similar sequences merging
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these alignments with the results as the tree is propagated moving towards the root of the tree.
Newly inserted gaps in an alignment are carried throughout the process so as to ultimately obtain
a consensus sequence resulting from the progressive alignment procedure that clearly shows static
and dynamic sections of a packet or protein [Beddoe, 2004; Dayhoff et al., 1978].
A simple example of using multiple-sequence alignment to obtain a description of a textbased protocol is shown in Error! Reference source not found.. Three HTTP packets are
aligned and merged in order to obtain the consensus sequence shown. This example shows how
the field structure of a protocol can be determined using multiple-sequence alignment. The
consensus sequence shown in Error! Reference source not found. contains the constant and
variant sequences of HTTP packets, representing the sections of the packets that carry the data for
each field [Beddoe, 2004]. A drawback of this approach is that the description ultimately
achieved from the multiple sequence alignment may be less descriptive of the protocol than
desired. While a general packet structure is obtained, the ultimate consensus sequence carries
little information about the behavior of the protocol or what types of values those data fields
carried. In application to characterizing an unknown protocol, this approach can be used to
determine whether the packet structure of a protocol matches the structure of any known
protocols. This can be a very valuable method of protocol detection, but because of the heuristic
methods used by the progressive alignment, this approach can be difficult to automate in a
protocol-analysis system.

Figure 2-14: Multiple sequence alignment of three HTTP packets and the resulting consensus
sequence [Beddoe, 2004]
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2.3.3.

Clustering Analysis
Similar to sequence alignment, data clustering and cluster analysis arose out of the need

to process and interpret large amounts of gene data as quickly and efficiently as possible.
Clustering analysis is applicable to many data sets in which there is some spatial component or
dimension, in which each data point can be described according to its proximity to similar points.
As more complex databases needed to be analyzed, more and more development went into
optimizing clustering analysis algorithms for various types of data. As many other fields that
require complex algorithmic techniques, there are a variety of clustering algorithms that are
optimal for various types of data.
There are two general types of clustering algorithms: partitioning algorithms and
hierarchical algorithms. Partitioning algorithms divide a database into a set of clustered
partitions. The clustering is typically driven by the optimization of some type of objective
function. Common partitioning algorithms will first determine k representatives that minimize
the objective function and then assign each point to the cluster with its representative closest to
the considered point [Ester et al., 1996]. Hierarchical algorithms create a decomposition of a
database in the form of a tree whose nodes represent clusters of similar data points. Where
partitioning algorithms take the k number of clusters as an input, hierarchical algorithms typically
take a terminating condition as an input defining the end of a branch in the tree [Ester et al.,
1996].
Density-based clustering is a partitioning approach that defines the clusters based upon
the density of points inside the clusters. A commonly used density-based clustering algorithm is
called the Density Based Spatial Clustering of Applications with Noise algorithm, or DBSCAN.
The key concept behind DBSCAN is that, for any given point belonging to a cluster, there must
be at least a minimum number of points that lie within the neighborhood of a given radius of that
point. This general rule ensures that, for any given point in a cluster, there is a local density of
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points exceeding a specified threshold. DBSCAN can tolerate certain levels of noise because of
its two inputs: the minimum number of local points to define a cluster and the distance function
defining the size and shape of the local neighborhood. The distance function can be any arbitrary
function, which allows for flexibility in the algorithm to accommodate data clusters of a variety
of shapes. Defining the minimum number of local points in a cluster allows the algorithm to
identify clusters of similar data points amidst a less dense noise floor that may be present in the
data [Ester et al., 1996].
Data clustering algorithms can be useful for analyzing protocol characteristics and
network-traffic behavior because various sets of packets and transmissions performing specific
functions within the protocol can be thought of as analogous to the functions served by expressed
genes in a strand of DNA. For example, if a client attempts to associate itself with the server of a
network using a particular protocol, there are sets of packets transmitted and received that are
prescribed by the protocol in order to achieve the commissioning of that client device into the
network. When analyzing a large data set of packets recorded in a network trace, these sets of
packets can be thought of as protocol markers that indicate a particular behavior or function is
being performed. Bioinformatics tools, such as sequence alignment and data clustering
algorithms, become invaluable for the identification and analysis of protocol characteristics and
behaviors in such large network traces. From this foundation, multiple approaches were formed
for identifying the protocol used in recorded network traces of devices communicating over an
unknown protocol.
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Chapter 3
System Development and Approach
In this work, the problem being addressed was the detection of the wireless protocol used
by a set of network transmissions whose protocol was unknown. Several techniques were
employed to achieve this system goal with varying levels of success. While several of the
approaches taken from the field of bioinformatics seemed to have great potential for analyzing
and piecing together the packet and field structure of undefined network traffic, these techniques
become much less useful for discovering the structure of encrypted traffic. The approaches based
on sequence-alignment algorithms reveal commonalities in the byte-to-byte patterns across a
number of packets and frames. Probabilistic approaches such as those based on developing a
Markov transition matrix for a protocol also become much less effective when operating under
encryption. The main point of failure for these techniques is the fact that, with any encryption
algorithm that uses a constantly changing encryption key, byte-level patterns become meaningless
without decryption first. For a system whose operational goal is to be able to intercept wireless
transmissions and detect their data-link layer protocol, the encryption scheme will not be known,
and the system must be able to perform its intended function regardless of the varied number of
encryption schemes that could be used.
The system that was designed and implemented compares a set of received transmissions
using unknown protocols against a set of pre-known protocols to determine the maximum
likelihood of the wireless protocol of the received transmissions. The maximum likelihood
metric is calculated via a similarity metric between known protocols and the unknown wireless
protocol of the received packets. A related requirement was the capability to inform the user that
the protocol in use by the received transmissions was sufficiently dissimilar to any of the
protocols known to the system. This set of known protocols was specified to be modular and
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flexible such that new protocols could be easily trained into the system so that its set of known
protocols could expand over time. As such, the method for determining the behavioral
characteristics unique to a particular protocol mostly had to be automated.

3.1.

Scope of Work

As a first approach to implementing this system, the number of possible protocols was
limited to two somewhat-similar wireless protocols: IEEE 802.15.1 Bluetooth and IEEE 802.15.4
ZigBee. These protocols were chosen for their smaller packet sizes, which would ease the
computational load of the clustering that was initially used in the later stages of the detection
algorithm. In addition, they were two protocols whose network traces could be readily recorded
at a lower network level than other available protocols such as IEEE 802.11. Under these
restrictions, the system was specified to provide proper detection of each protocol and also
determine if the protocol under inspection is not using any of the known protocols used to train
the system. Proper operation under encrypted traffic was an important stipulation in this research
from the beginning in order that it could operate under conditions in which the intercepted
transmissions were using an unknown encryption scheme. Another significant requirement of the
protocol classification algorithm was that it should have automated detection, that is, outside of a
limited number of input parameters that can be changed by the user to modify system
performance, the operations required by the classification algorithms should be performed
autonomously by the system.
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3.2.

System Approach

The research for this system began with testing a number of different bioinformaticsbased protocol-detection algorithms. The motivation for this approach was that if the protocol of
an unknown signal was not sufficiently similar to one of the protocols in the system’s pre-defined
set, the general field structure of the protocol could be deduced from inspection of the similarities
and variances in chunks of bytes from a large number of packets from recorded network traces.
This type of algorithm would leverage common substrings of values at specific positions in a
packet that would be revealed through comparisons of thousands of network trace packets.
Significant pieces of information that would be identified by this analysis would be consistentlyvalued bytes across all packets that determine the field type of the following bytes, as well as the
values in each field that vary in combination with the distribution of those values of each field. A
proposed method of extracting this information would be a combination of sequence-alignment
techniques, possibly coupled with phylogenetic-tree algorithms for attaining simultaneous
sequence alignment across a set of packets, and probabilistic algorithms including the product
distribution and Markov process models proposed by Ma et al. [2006]. The sequence-alignment
techniques would give an idea of field lengths and their positions in a packet, while the
probabilistic models would yield information about the values contained in each field and how
those values transition from one byte to the next and from one packet to the next. However,
encryption disrupts any algorithms that are dependent upon byte values, so, for this research, the
set of available information was limited to the size, arrival time, and transmission direction of
packets in a network trace. Thus, methods proposed by Monrose et al. [2006] were used as the
basis for wireless protocol detection and were applied in an automated detection scheme that
would be functional for encrypted or unencrypted traffic equally.

37

3.2.1.

Protocol Set
As mentioned in Section 3.1, the set of pre-defined protocols was initially limited to two

protocols: IEEE 802.15.1 Bluetooth and IEEE 802.15.4 ZigBee. From a functional standpoint,
these two protocols were chosen because of their relatively similar structure and uses, e.g.,
device-to-device personal area networks (PANs). In addition, devices using these protocols could
be more readily recorded at a lower network layer than other available wireless protocols. An
underlying goal of this research is that data-link layer protocol detection algorithms would be part
of a larger communication detection system, such that they would be used in conjunction with a
physical-layer protocol and modulation detection system that would provide a means to
thoroughly classify the data encoding scheme at each network layer of an unidentified wireless
signal. To this end, the IEEE 802.15.1 Bluetooth and IEEE 802.15.4 ZigBee protocols would
serve as an example of two protocols with similar physical layers that could be used to test the
data-link layer protocol detection algorithms when used as part of a larger, wireless-signal
protocol-classification system. The similarity of usages, encoding schemes, and relative packet
size of these two protocols provided an initial application that could more rigorously test the
viability of the implemented protocol-detection algorithms.
One of the central research goals was to design the protocol detection system in a
scalable way such that new protocols could be added, by means of automated training, to its set of
known protocols. Coupled with this goal was the need for system to be able to inform the user
how likely the signal-under-test was to be using a protocol that did not belong to its set of known
protocols. Thus, the detection algorithms were tested against a very limited set of protocols so
that other protocols such as IEEE 802.11 could be analyzed to test the system’s ability to identify
sufficiently distinct protocols from those that it has been trained to detect. Protocols such as
IEEE 802.15.1, IEEE 802.15.4, and IEEE 802.11 were used for analysis as network traces of
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these protocols could be more readily recorded as they are prevalent in more commercially
available products.

3.2.2.

Packet Metric Set
Many of the techniques that leverage the specific values of bytes and fields were unviable

as the detection and decryption of encryption algorithms was outside the scope of this research.
Thus, the available pieces of information to base a detection scheme on were the size, timing, and
flow direction of the transmitted packets. Flow direction of a packet is typically accessible as the
addressing headers are often unencrypted. Using these metrics in various combinations with each
other can provide an understanding of the characteristic behaviors of a protocol. For example,
viewing the transmitted packet sizes versus the packet arrival times for a short duration following
the beginning of the connection can show the behavior of the protocol as the device attempts to
establish a connection with the network. Typically, the set of packets that are used to associate a
client device with its server and to allow that device to communicate over a network are unique to
each protocol. The flow direction of each packet is also significant because it provides
information as to the relative participation of both the client and server in establishing a
connection. A practical example of the information provided by this type of data could show that
the server sends larger packets than it receives, meaning that the authentication procedure of that
protocol is more reliant on the server sending information to the client in order for the client to
properly assimilate into the network. This could indicate that authentication over the protocol in
use by that network requires the server to send a set of security keys and/or device identifiers to a
new client device before it can securely communicate over the network.
These types of protocol behavioral indicators can be observed throughout the duration of
a client’s connection to the server. Consistently larger packet sizes sent by the server indicate
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that the client is most likely primarily downloading data. The size of these downloaded packets
may be sufficient information to rule out certain protocols. For example, packet sizes of more
than 128 bytes indicate that the wireless protocol in use is unlikely to be the IEEE 802.15.4
ZigBee protocol since packets are specified to be 128 bytes or less according to the ZigBee
specification. However, a detection scheme based on maximum packet size alone would not be
sufficient for protocol detection since two protocols designed to be used for lower-data-rate
applications could be easily misclassified. Additionally, software could be written to fragment all
data to be transmitted over an 802.11 Wi-Fi network into transmitted chunks of less than 128
bytes to mimic the behavior of a ZigBee network. For this reason, the combination of size,
arrival time, and direction of packets can be used to more accurately and uniquely determine the
behavior and characteristics of a particular protocol. The system-limiting data transmission over
its Wi-Fi link may have more difficultly simulating the typical ZigBee response time of a server
when given a request by a client.
In this context, the value of observing the request and response behavior of a connection
can be seen. Commonly used wireless protocols in consumer products have sets of
communications between the client and server devices for certain handshaking procedures like
authentication and association of the client with the network. These types of transmissions will
be the same regardless of the user- or client-driven communication over the network protocol.
For example, in a ZigBee network, the process of updating transmission routes to a network
device consists of a set of route request packets that will travel through the network in consistent,
predictable manner with similar transmission times, packet sizes, and flow directions for a given
network. However, to identify the occurrence of a route-request event, a system should recognize
short inter-arrival times of the route reporting packets at the coordinator in conjunction with
specific sizes of the route record packet along with their flow direction to the network coordinator
from the routers.
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The overarching goal of using these three parameters together was to identify specific
communication behaviors in a network trace and correlate them with behaviors of the protocols
that would be trained into the system. A series of packets with a similar sequence of packet sizes,
arrival times, and flow directions can be attributed to performing a particular network function
over the protocol. Subsets of all transmissions that might occur in a connection will be unique to
the protocol in use. For example, the security authentication procedures for two protocols will
most likely consist of different sets of communication packets between the server and client for
devices connected over a ZigBee network versus a Wi-Fi network. In a ZigBee network, there is
an exchange of shared network keys prior to the device successfully joining and associating with
the network. In a Wi-Fi network, the client needs to know the network key prior to attempting to
join a network, and it cannot receive this from the server. Thus, when comparing the
authentication transmissions of the two protocols, there will be additional server-to-client
transmission(s) prior to the joining procedure for ZigBee traffic when compared to Wi-Fi traffic.
The size of those packets and their inter-arrival times can aid in identification of the security
authentication procedure of a particular protocol.

3.2.3.

Heat Mapping
In order to create a basis for automated analysis of the chosen metrics for protocol

detection, a method for processing aggregated packets from recorded network traces had to be
developed. This was necessary so that characteristic behaviors of a protocol could be more
readily identified as recurring combinations of packet metrics. The ability to process large
amounts of packets across multiple recorded traces at once enabled the system to generate an
overall picture of a protocol that could then be analyzed for behaviors. Heat maps of the packet
traces were used in the same basic manner as Monrose et al. [2006]. For a particular set of packet
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metrics, a heat map was generated in which the color of each pixel represented the number of
occurrences of a pairing of metric values. For example, one of the metrics investigated was the
packet size of one packet compared with the size of its following packet. Each time that a 24byte packet was followed by a 36-byte packet, the pixel corresponding to 24 bytes on the x-axis
and 36 bytes on the y-axis of the heat map would be lightened. Areas of the heat map that show
high densities of color represented frequently occurring combinations of packets. These
combinations of packets are indicative of the common behaviors that this system was attempting
to identify. As an example, part of the route-management functionality of a ZigBee network is
performed with route-reporting packets that inform the network coordinator device of optimal
routes to particular devices on the network. These route reporting packets are often 51 bytes in
length and are received by the coordinator sequentially with very minimal inter-arrival times. So,
a high density of 51-byte packets followed by 51-byte packets on the previously described heat
map can be identified as a characteristic behavior of the routing capabilities of the ZigBee
protocol.
The types of heat maps that can be constructed according to the most useful combinations
of behaviors are the size of one packet versus the size of its following packet, packet size versus
packet inter-arrival time, and packet size versus time. For the implementation of this system, the
heat maps that were used for analysis were those showing packet size versus following-packet
size. To construct one of these heat maps, the recorded packets in a network trace were traversed
while counting the occurrences of packet sizes. As the packets were counted, the number of
occurrences of a packet’s size and its following packet’s size were entered into a two-dimensional
matrix whose size was determined by the pixels in the heat map being generated. Each entry of
this matrix determined the color of its relative pixel in the heat map. Areas of warmer color in the
heat map represent those packets and timings that more frequently occurred over the course of a
connection in the recorded network trace. Packet sizes were counted as negative if the packet
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was transmitted from server to client, and packets transmitted from client to server were counted
as positive. This provided flow direction information in addition to packet size. By comparing
areas of warmer color that indicated more frequent occurrences of packet sizes between heat
maps generated from various network traces, similarities and differences in the more prominent
communication behaviors could be identified. Under the assumption that protocols can be
characterized and differentiated according to their packet behavior, these comparisons could be
used to determine the protocol in use in recorded traces.
These heat maps were generated for each protocol in the protocol set that the system
should be trained to detect. Packet traces with unknown protocols that would be characterized
later by the system were also analyzed by generating heat maps and then comparing these heat
maps against those of the trained protocols. Heat map areas that represented common behaviors
were intended to be identified using clustering algorithms so that these areas on various heat
maps could be compared with each other according to the cluster center point on the heat map
and the size of the cluster. This setup was to serve as the basic framework to identify and
compare known-protocol behavior to unknown-protocol traces. The process that was
implemented in order to generate these heat maps is shown in Figure 3-1.
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Figure 3-1: Flow chart showing the process for creating packet size heat maps. For each
occurrence of a pairing of packet sizes, the corresponding entry in the size matrix was increased
by one. These pixels in the resulting heat map image are lightened with increasing number of
occurrences of the packet size pairings.

This analysis assumes that a protocol can be viewed similar to a Markov process in which
the size of one packet is determined by the size of the previously transmitted packet. There is an
assumption that the function of a particular packet can be distinguished from other packets by its
packet size. This was considered a valid approach as often packets that serve a specific function
such as device identification requests or routing requests have a consistent packet size according
to the fields denoting the requested information. Responses to these requests may be consistently
sized, or they may contain arbitrarily-sized data that was requested. In the latter case, this
behavior can also be identified by this heat map when generated using a sufficiently large sample
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size of packets; it will often appear as a line representing various packet sizes that were
transmitted in the opposite flow direction as the consistently-sized request packets. This type of
heat map considers a transmitted packet size and its following packet size as two states with a
transition probability that can be represented by the number of occurrences of this transition over
a large sample size of packets in recorded network traces of a specific protocol.
As this heat-map-based analysis was implemented and clustering algorithms were used to
identify these characteristic regions, a few important issues arose. The first of these issues was
that it became clear that there may not be a meaningful interpretation of a cluster on this type of
heat map. Since packets of similar sizes may or may not contain similar information and, thus,
may not serve similar purposes in the protocol, grouping collections of similarly sized packets
into clusters resulted in comparing clusters that did not necessarily indicate any single or related
subset of protocol behaviors. When studying the recorded network traces and relating packet
sizes to their function in the protocol, it became clear, particularly with protocols of smaller
maximum packet sizes, that the specific pairing of a packet size with the size of its corresponding
response packet was the best indicator of the function that was performed by those packets in the
network. When clustering these pairings together, this information would be lost in that
aggregation.
Another issue that arose stemmed from using recorded network traces of live traffic as
the primary data set for developing the system. In a real network, a data request packet will be
sent out to a specific client or device, and more often than not, the packet that is next transmitted
on the network is not related to that data-request packet. As such, the heat-map-generation
approach that maps a packet size to the size of the following packet is somewhat flawed.
Response packets that were triggered as a result of a request packet were often sent within a
certain window of packets, but rarely were they the next packet sent on the network. A protocol
is responsible for handling a number of its functions in an interleaved fashion, and these functions
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are not performed in a serial manner such that one is completed before another is started. Thus, a
different approach was needed to capture characteristic request and response behaviors of a
protocol.

3.2.4.

Arrays of Packet-Pairings
In order to better capture characteristic behaviors of a protocol, network traces were

recorded for both Bluetooth and ZigBee networks. Bluetooth traces were recorded from the use
of a wireless mouse, from a phone call using a wireless headset, and from transferring files from a
cellular phone to a computer over a paired Bluetooth connection. ZigBee traces were recorded
from networks that leveraged the read- and write-attribute functions of a ZigBee network. A
ZigBee attribute is a data point that can be read from or written to on a remote device. A sensor
node, for example, will typically be regularly updating an attribute containing its sensor data that
the gateway of the network can request at will. Configuration of that sensor node will often be
performed with attributes that the gateway can update. This allows a sensor node to be able to be
remotely configured from a base station. Using this type of ZigBee network provided network
traces with types of packets that would be used on devices that closely adhere to the ZigBee
specification and its device profiles.
From these traces, the packets were inspected in order to create an array of packet sizes
that capture the request and response pairings of each protocol. These arrays were structured as
two-column arrays where the first column of a row represented the request packet size, with
negative sizes indicating they were sent by the client and positive sizes being sent by the server,
and the second column of a row represented the corresponding response packet size. Each row
then would be a request–response pairing that serves a particular function of the protocol. By
building out this array row-by-row, a picture of the characteristic behaviors of a protocol could be
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captured in a way that more readily allowed for analysis and comparison between protocols.
Once a protocol array for each protocol was generated, the number of occurrences of each of the
entries in those arrays could be counted and compared. The general assumption in this approach
was that a device communicating on a network over a particular protocol would show a greater
number of these characteristic request-response pairings for its protocol than any other protocol.
This system was implemented such that, once the number of events of each pairing was counted,
the percentage of packets that could be identified as ZigBee or Bluetooth behaviors was
compared. The system process for the MATLAB code to perform this is shown in Figure 3-2.
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Figure 3-2: The flow chart showing the procedure for protocol detection based upon the
calculation of protocol similarity of the data trace for X-number of known protocols

Since the available data sets were relatively small, and similar data that was used to build
the characteristic arrays were used to test the system, a Monte-Carlo approach was used for
testing the system. A random starting point was chosen in the data sets, and a simulated packet
trace was created by grabbing a given number of packets following that starting packet. The
length of this smaller set of packets was used as a parameter in the code, so the system could be
tested with longer and shorter sets of packets starting from random points in the network traces.
This could also be easily repeated several times in a single run, so a large number of smaller data
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sets starting at random places in the network traces could be processed at once. This served to
simulate having more data sets than were actually on hand to test the system. This also provided
a means to test the system in a meaningful way with an increasing number of packets in order to
get a sense of how effective the detection scheme was with increasingly large data sets.
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Chapter 4
Results and Analysis
In the course of this project, multiple approaches were implemented in order to create a
system to automatically detect the protocol of an unidentified packet trace. Of these, the two
most promising approaches were based on packet heat maps and on characteristic arrays of
packet-pairings for known protocols. While the heat mapping did not prove to be the most
effective for robustly detecting protocols in an automated fashion, the maps can still provide a
basis for comparing and investigating the characteristics of different protocols, as well as the
behaviors of a packet trace of an unknown protocol. This type of heat mapping can enable visual
analysis of a large data set in a more understandable fashion than other types of analyses that
would be done on mass sets of packets of network traffic.
The more practical approach for an automated protocol-detection system proved to be
based on the building of the characteristic arrays of packet-pairings. These arrays contained
pairings of packet sizes that represented a picture of the request and response communication
structure between clients and servers of a given protocol. The characteristic arrays for this project
were created by inspection of sets of recorded Bluetooth and ZigBee packet traces. To test the
system, a ZigBee trace that was not used for the array creation was run through the analysis
engine. This system was implemented in the coding of a set of MATLAB functions that would
count the number of packets of a network trace that matched the packet-size pairings in the
characteristic arrays of the system’s known protocols. A pairing of packets that matched the sizes
and flow directions of an entry in these characteristic arrays was identified as a packet-pairing of
that protocol. For a given packet trace, the number of packets that were identified as belonging to
each of the known protocols were counted and compared. Based on a relatively simple detection
decision, a set of packets was labeled as either a ZigBee or Bluetooth trace.
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4.1.

Trace Data Set

In order to create this system, a set of network traces was needed to generate heat maps,
create characteristic protocol arrays, and test the effectiveness of the system. These traces were
recorded from live Bluetooth and ZigBee devices. For the Bluetooth data set, a Linux package
called “hcidump” was used to record the traffic on the on-board Bluetooth chip of a Linux
computer. Traces were recorded for the Bluetooth traffic generated by a wireless mouse, a
Bluetooth headset used on Skype calls, and file transferring over the Bluetooth connection
between a mobile phone and a computer. For the ZigBee data set, Silicon Labs’ Ember Desktop
software was used to record the traffic generated by a ZigBee network consisting of a gateway
and a small number of remote nodes that contained energy usage information of HVAC units. In
this network the gateway was requesting the energy data from remote nodes at regular intervals.
These data were stored on the devices in ZigBee attributes, which are addressable data points on a
device that can be used by the gateway to retrieve sensor data from a remote device.
These traces were analyzed using Wireshark, an open source, network-protocol analysis
software. Wireshark was used to inspect the relative presence of various request and response
pairings of packets and their function within the network. This was the primary method by which
the characteristic protocol arrays were manually constructed for this project. Wireshark was also
used to save both the Bluetooth and ZigBee traces into file types with more similar data structures
than how the hcidump package and Ember Desktop recorded the raw traffic. The system’s
protocol-detection code was written as a set of MATLAB functions and scripts, so the data from
the network trace files needed to be read into MATLAB. The packet sizes, timings, and flow
directions were the important data from the traces, so MATLAB code was written to read through
and extract this information from the packet capture file types that Wireshark recorded (.pcap file
for the ZigBee data and .cap for the Bluetooth data). The flow-direction information was saved
via the sign of the packet size, for which a negative packet size indicated a packet sent from the
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client to the server of the network and a positive packet size indicated a packet sent from the
server to the client. These signed packet sizes were stored along with the arrival times of each
packet in comma-separated values (.csv) files. These .csv files were much smaller in size and
more readily analyzed by MATLAB, which enabled faster analysis once these files were
generated. The larger capture files containing all of the traffic information only needed to be
parsed through once, during which these .csv files were created. MATLAB code was then used
to import the list of packet sizes from a particular trace or set of traces. The packets in the array
of packet sizes that was created from this importing process were still ordered according to the
sequence in which the packets were originally transmitted on the network when the data were
recorded. This ordering of packets was relevant to the identification of the request- and responsepacket pairings since a request packet could be searched for in the set of packets, and the response
packet could be expected to be found within a certain number of following packets under the
assumption that the request packet was properly received.
Once this process of data recording and importing into MATLAB was complete,
functions were written to generate packet-size heat mappings and to implement the protocoldetection system based on characteristic arrays of packet-pairings that represented the requestand-response structure of the protocol as determined by manual inspection of the traces in
Wireshark. The packet-size heat maps were generated and compared against each other to obtain
insights into the overall differences between protocols, and the analysis based on the
characteristic packet-pairing arrays yielded an understanding of the how similar the structure of
an unknown protocol was to that of the set of known protocols, which were ZigBee and Bluetooth
for this system.
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4.2.

Heat-Mapping Results

The set of packet sizes for a given number of network traces could be represented as a
heat map that showed how frequently the transmission of a packet of a particular size was
followed by the transmission of a packet of another size. There are a few underlying assumptions
when using these packet-size heat maps to analyze a set of network traces. The first assumption
is common to both the heat-mapping approach and the characteristic packet-pairing approach.
This assumption is that the size of a packet is closely tied to and can be used as a representation
of the function of that packet on the network. The second assumption of packet-size heat
mapping is that any packet that is transmitted on the network is related to the packet that is
transmitted next. The heat map is generated by counting the number of occurrences of a given
packet’s size with that of the following packet’s size. On a two-dimensional graph of packet size
versus packet size in number of bytes, the number of times a pairing of packet sizes occurred was
represented by the color of that corresponding set of pixels on the heat map. The scale that was
chosen was a typical heat scale that ranged from black showing no occurrences, to white showing
the maximum occurrences that was present in the data set. Two-dimensional convolution was
used to increase the physical size of each of these data points in the heat map image to make them
more readily visible since the number of pixels that represented each packet size event was not
necessarily sufficient to be able to visually identify them.
The packet-size heat mapping for the collective recorded-Bluetooth traces can be seen in
Figure 4-1. While there are isolated hotspots at larger packet sizes, it can be seen that there are
more protocol behaviors centered between 0 and 100 bytes for both client-sourced and serversourced packets. The frequent larger packet sizes that are present derived from the file transfer
traces for which packet sizes of the fragmented data tended to be much larger than the data
packets sent by the wireless mouse and the Bluetooth headset. The maximum allowed packet size
can be a suitable delineator between protocols if one set of data contains packets that are of
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greater size than some of the known protocols allow. However, in this example it can be seen
that many of the Bluetooth data packets used in this heat map are within the 128-byte maximum
packet size specification of the ZigBee standard. If the data set had not included the larger packet
sizes, it would be more readily comparable to the heat map of the ZigBee traces.

Figure 4-1: Bluetooth normalized packet-size heat map showing the collective analysis of traces
recorded from wireless mice, telephone headsets, and file transfers between devices.

The heat map shown in Figure 4-1 is rather sparse. This is due to the limited data set that
only captured a few of the applications for which Bluetooth can be used. From this first heat
map, it can be seen that using clustering algorithms to compare data sets would not necessarily
represent a meaningful analysis. Much of the warmer areas of the heat map are single pairings of
packet sizes. A grouping of these localized pairings would consist of a single data point where
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most of the protocol activity is found, or, if the clustering radius is widened sufficiently to capture
multiple spots of greater protocol activity, the cluster itself would consist of mostly empty space
of no activity. As such, clustering analysis, while implemented, was not found to be an effective
method of comparison of heat maps. This point is made further evident when comparing the heat
map above with those below in Figure 4-2 and Figure 4-3.

Figure 4-2: Bluetooth normalized packet-size heat map showing the collective analysis of traces
recorded from wireless mice, telephone headsets, and file transfers between devices for packets of
50 bytes or less.

Figure 4-2 shows a view of the heat map in Figure 4-1 for only those packets in the
Bluetooth data trace that were 50 bytes in size or less. This heat map shows how sparse the
Bluetooth data are, even for its area of most activity. The white spots in this mapping represent
data packets that were sent from the Bluetooth devices. The applications that were captured
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involved traffic of regular data updates that were sent between the computer and the connected
Bluetooth devices. The packets of 52 bytes were the data packets sent between the computer and
the Bluetooth headset, and the packets of 17 bytes were data packets that were sent between the
wireless mouse and the computer. The packets of −17 bytes sent from the computer were bytes
that were part of the Bluetooth device connection, association, and configuration process. There
are a number of protocols that are represented in this heat map including the Host Controller
Interface (HCI) transport-layer protocol, the Logical Link Control and Adaptation Protocol
(L2CAP) protocol that is used to pass packets to the HCI protocol, and the Radio Frequency
Communication Bluetooth protocol (RFCOMM) that is used to emulate a serial communication
link over a wireless connection. Identifying the collection of these sub-protocols according to
common packet sizes used for each of the functions they are responsible for performing can serve
as a strong basis for identifying the overall protocol in use. While inspecting these heat maps
might give some general insights into the protocol behaviors, it can be difficult to accurately
identify the collection of these sub-protocol functions with analysis of the heat maps alone. This
is also apparent in the analysis of the heat maps of the ZigBee data below.
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Figure 4-3: ZigBee normalized packet-size heat map showing the collective analysis of traces
recorded from ZigBee devices designed to report energy usage data.

The heat map in Figure 4-3 is the packet-size analysis of the ZigBee traces that were
used. As can be seen, the packets are limited to just over 100 bytes or less in size, which is
specified by the ZigBee standard. The ZigBee data that were used contained various data
requests of the attributes of a remote ZigBee device. The requesting of attributes on a ZigBee
network is how the gateway of the network retrieves various sensor data from remote nodes on
the network. The remote sensor stores its data such that it associates the type of data with
corresponding attributes on the network. Each attribute on a network has a unique 16-bit
identifier under each ZigBee cluster. The ZigBee cluster library (ZCL) defines various clusters
that each serves a device specific purpose. For example, for Heating, Ventilation, and Air
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Conditioning (HVAC) applications, there is a thermostat cluster, which has a cluster
identification number of 0x0201, with attributes for the measured local temperature and outdoor
temperature. A ZigBee thermostat would store the temperature sensor data for local and outdoor
temperature data in these attributes, which have attribute identifiers of 0x0000 and 0x0001. If the
gateway of the ZigBee network wanted to retrieve the measured local temperature of that device,
it would issue an attribute-request packet for attribute 0x0000 of cluster 0x0201, which would tell
the remote thermostat to send an attribute-response packet containing the measured local
temperature. These attribute request and response packets are the standard method for sensor
data to be sent and received on a ZigBee network.
The ZigBee data represented in Figure 4-3 contain a number of attribute request and
responses for a network of HVAC control devices that report their sensor data to the gateway.
These attribute packets can be seen in the diagonal lines in the heat map and the surrounding
warmer areas. The gateway of a ZigBee network can request multiple attributes in a single
attribute request packet, so as the packet field that contains the requested attribute identifiers
would grow in size, the attribute-response packet would also grow in size since the multipleattribute data would also be sent back in a single packet. These are the areas of the heat maps
where the sensor data are being requested and reported over the ZigBee network.
As is often seen in these packet-size heat mappings, there are a number of straight lines
that appear in the ZigBee data heat map. These are often a representation of the default packet
responses of a protocol such as the 802.15.4 ACK packet that is sent on ZigBee networks to let
the transmitting device know that its sent packet was received successfully. These ACKs are 5
bytes in size, which can be seen in the heat map as being sent in response to a variety of packets.
The ACK packets also show why this type of analysis is somewhat flawed as well. The lines that
occur at just over 0 bytes in size, that is these ACK packets of 5-byte lengths, occur in the heat
map as responses to certain packets, show in the horizontal lines on the map, but these lines also
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occur vertically on the heat map as well. This shows that the ACKs are not just seen as responses
to packets, but that every packet following an ACK is shown as relating to that ACK. Since each
packet is paired with the packet size of the immediately following packet, there are warmer areas
on the heat map that do not necessarily represent packets that are related in behavior but only in
their proximity of transmission in the sequence of packets sent over the network. This is another
reason why the clustering analysis of these heat maps was not completed. It is clear that these
heat maps may provide visual insights into the behavior of the protocol that allow an observer to
get a general sense of what is occurring on the protocol, but calculations or technical comparisons
may not be accurate enough to ensure the reliability of a protocol-detection system. As such,
another approach was developed that would serve to better identify the functional pairings of
packets present in a data set, and to identify the overall data set as likely containing Bluetooth or
ZigBee data.

4.3.

Results of Characteristic Arrays of Packet-Pairings

The central concept of this protocol-detection system was to identify the request- and
response-packet behavior of a data set in order to determine its similarity to a set of known
protocols. This request-and-response structure was somewhat captured in the packet-size heat
maps shown in the previous section; however, another approach was needed to implement the
detection system. This approach was based on counting the number of occurrences of a set of
request-and-response packet pairings in a data set. For the two known protocols, Bluetooth and
ZigBee, the collective sets of network traces were analyzed in Wireshark. The most prevalent
pairings of request-and-response packets for each protocol were identified and put into arrays that
were treated as characteristic for that protocol. These packet pairings were represented by a two-
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column array in which each row contained the packet request size in the first column and the
corresponding packet response size in the second column.
Once these arrays were created by general inspection of the recorded network traces, they
were used to analyze a new set of network data. The packets of the new trace would be analyzed
by counting the number of times the Bluetooth and ZigBee array pairings were found in the data
set. To avoid some of the issues with the packet-size heat maps, a packet window was used so
that once a request packet size of the characteristic arrays of the known protocols was identified
in a new data set, the system would look for the corresponding response packet size for a set
number of packets after the request packet was sent. This packet window size was used as an
input into the system. It allowed for the system to detect the occurrence of a request-response
pairing even if the two packets of the pairing did not occur sequentially in the network trace.
This was an important, though seemingly minor, detail as related packets are often not transmitted
in sequence in actual practice. The characteristic arrays that were used for the Bluetooth and
ZigBee arrays are shown in Table 4-1.
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Table 4-1: ZigBee Characteristic Array of Packet Size Pairings
Request Packet
Size in Bytes

Response Packet
Size in Bytes

14

−24

L2CAP Connection Oriented Channel

−17

17

L2CAP Disconnection Request and Response

−17

23

L2CAP Host-Driven Configure Request

−17

21

L2CAP Host-Driven Configure Request for RFCOMM

21

−23

L2CAP Device-Driven Configure Request

13

−11

HCI Connect Request and Accept Connection Response

−7

7

HCI Disconnection Packets

−13

7

HCI Periodic Inquiry Mode

−4

7

HCI Exit Periodic Inquiry Mode

−17

7

HCI Create Connection

−14

7

HCI Remote Name Request

−43

19

SDP Service Search Attribute Request

−29

89

SDP Service Search Attribute Request for OBEX File Transfer

−13

13

RFCOMM Tx SABM Channel, Rx UA Channel

−23

23

RFCOMM UIH Channel, DLC Parameter Negotiation

−17

17

RFCOMM UIH Channel = 0

−14

14

RFCOMM UIH Channel = 30

−39

44

RFCOMM Packets

517

510

HCI ACL Packet, RFCOMM Packet, for File Tx

0

52

Headset Data Packet

0

9

HCI Event Mode Change Packet

0

8

HCI Number of Completed Packets

0

17

Mouse Data Input Packet

Description
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Table 4-2: ZigBee Characteristic Array of Packet Size Pairings
Request Packet
Size in Bytes

Response Packet
Size in Bytes

21

−17

Device Association Request and Response

−10

−28

Beacon and Beacon Response

62

−55

Match Description Request and Response

54

−53

Match Description Request and Response

47

57

Rejoin Request and Response between Child and Parent

68

−53

Single One-byte Attribute Request and Response

68

−61

APS ACK on Attribute Read Request

−53

47

APS ACK on Attribute Read Response

69

−64

Discover Attribute Request and Response

69

−61

Discover Attribute Request and Response

69

−52

Discover Attribute Request and Response

70

−61

APS ACK on Attribute Read Request

−66

45

APS ACK on Attribute Read Response

70

−66

Attribute Read Request and Response for 3 Attributes

86

−122

Attribute Read Request and Response for 11 Attributes

86

-61

APS ACK on Attribute Read Request

−122

45

APS ACK on Attribute Read Response

68

−49

Single Attribute Write Request and Response

68

−61

APS ACK on Write Request

−69

45

APS ACK on Write Response

−55

47

APS ACK on Match Description Response

0

5

802.15.4 ACK

Description
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Error! Reference source not found. and Table 4-2 show the characteristic arrays that
were used for detecting whether a packet trace had behaviors that were similar to Bluetooth or
ZigBee. These arrays show each pairing of packet sizes and a short description of their function
on the network. The negative packet sizes are packets that were sent from the client of the
system, and the positive packet sizes are packets that were sent from the server of the system. For
sensor networks, the server is often defined as the device that contains the data, and the client is
the device that requests that data. Thus, for these traces the Bluetooth peripheral or ZigBee
sensor node was treated as the server, and the connected computer or gateway was the client.
There are a few pairings at the end of the arrays that have a request packet size of zero. These
were included at the end of the arrays in order to catch common packets that are expected to be
sent over a network, but may not necessarily be paired or related to a previously transmitted
packet size. An example of this is the 5-byte 802.15.4 ACK that gets sent in response to every
packet that gets received successfully on the lower layers of a ZigBee network.
MATLAB code was written to step through each packet in a trace looking for these
packet sizes in each of these arrays. Once a request packet size was found, the corresponding
response packet size was searched for within the number of packets stipulated by the packet
window-size parameter. If the response packet was found in that window of packets after the
request packet was found, then that packet pair was considered to belong to the known protocol to
which the packet trace was being compared. These packets were counted for both the Bluetooth
and ZigBee arrays to determine what behaviors of the known protocols were present in the data
trace being analyzed. The number of packets that corresponded to each characteristic array were
counted and compared to the total number of packets in the data trace, which yielded the
percentage of packets in the trace that were identified as Bluetooth packets and the percentage
identified as ZigBee packets. These percentages were compared against each other to create a
basic decision rule for determining if the data trace under analysis was likely to be from a
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Bluetooth or ZigBee device. As a first test of the detection system, this decision was made such
that if there were a greater percentage of total packets that were identified as Bluetooth than
ZigBee, the trace was labeled as a Bluetooth trace, and vice versa. This rule seemed to suffice
since the data traces used did not have many overlapping packet sizes between the Bluetooth and
ZigBee data. This resulted in relatively distinct characteristic arrays of packets that were used to
identify a trace-under-test as either Bluetooth or ZigBee.
In order to simulate a larger data set, shorter sequences of packets from the available data
traces were isolated and run through the detection system individually as though they each were a
new trace. Each of these shorter sequences started from a random packet in the data trace. The
length of these sequences was treated as an input parameter to the system. MATLAB code was
written to run this analysis on a given number of sequences as well, so a larger number of
detection tests could be run at once. The traces that were used to create the characteristic arrays
were previously described, and the set of traces that was used to test the detection system was a
small set of traces capturing a number of failed attempts of a ZigBee device to join a secure
ZigBee network. This was done in order to test a set of packets that would be sufficiently
different from those that were used to create the characteristic packet arrays, which were ZigBee
traces recorded from devices that were successfully communicating sensor data over a secure
network.
Using the randomized approach to create a number of simulated traces from the available
data-under-test, the detection system was run for increasing lengths of these simulated traces. For
each individual simulated trace length, 1000 simulated traces were selected from random starting
packets in the data, and these were analyzed according to the characteristic array for Bluetooth
and ZigBee that were generated. The simulated trace lengths were varied from a length of 10
packets to a length of 1000 packets, and the packet window length for this analysis was set to 5
packets. For a given simulated trace length, the percentage of the 1000 generated traces that were
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identified as ZigBee traces was tracked. This was done in order to ascertain how accurate the
detection system could be with a limited number of recorded packets.
The results for the analysis described above are shown in Error! Reference source not
found.. There is an increasing accuracy for the system as the number of packets increased. It can
be seen that once the simulated trace length reached 240 packets, the system would always
correctly identify the trace as using the ZigBee protocol. There are a number of reasons for this,
but it should not be read as being perfectly accurate. As the simulated trace-length increased, the
percentage of packets that were identified as ZigBee packets in a given simulated trace tended
toward about 25% for the packet trace that was tested. For shorter trace lengths, this percentage
was 0 in some cases as there may not have been any packets in that simulated trace that were
captured in the ZigBee characteristic packet array. This is largely due to the fact that the behavior
in that trace was very different from the behaviors that were seen in the ZigBee traces used to
create the array. The detection decision between Bluetooth and ZigBee was so accurate largely
because the Bluetooth and ZigBee characteristic arrays were so distinct. This was also due to the
fact that the data in the Bluetooth and ZigBee traces used in this project were very distinct as
well. The packet-pairing structure of the detection system created delineation between shared
packet sizes between the protocols as they were identified by not just their own byte size but also
by the size of their corresponding packet.
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Figure 4-4: Graph showing the percentage of 1000 simulated ZigBee traces that were detected as using
the ZigBee protocol versus the increasing length of each of the 1000 simulated traces in number of
packets.

A similar analysis was completed to determine if this same system structure could be
used for detecting the device type of the recorded Bluetooth traces. This was to be achieved by
creating characteristic arrays of packet pairings that attempted to isolate the behaviors associated
with each of the devices recorded. An array of packet sizes was created for the file transfer data,
the wireless mouse data, and the Bluetooth headset data. The same detection scheme was used
for this analysis as was used for detecting between Bluetooth and ZigBee protocols. One
thousand simulated traces each starting from random packets in one of the Bluetooth data traces
were run through the detection system comparing each trace to the arrays of packet pairings for
file transferring, for the wireless mouse, and for the wireless headset. The packet lengths of these
simulated traces were increased in order to gain an understanding of the quantity of data that was
needed in order to properly detect the device behavior. It was found that the accuracy of the
detection decision did not significantly increase over increasing trace lengths as was found in the
Bluetooth and ZigBee protocol analysis. For each simulated trace, the system calculated the
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number of packets in the trace that were identified as belonging to a device type according to the
packet pairing arrays. By observing the percentage of packets that were associated with a device
type, greater insight was gained into the performance of the detection system than merely
observing the type of device that was detected. These results are shown in Figure 4-5, Figure 4-6,
and Figure 4-7, which show the average number of packets across the 1000 simulated traces that
were detected as a device behavior for a given trace length.

Figure 4-5: Graph showing the average number of packets for 1000 simulated traces that were identified
as part of a Bluetooth file transfer versus the increasing length of each of the 1000 simulated traces in
number of packets. Packet trace analyzed was that from the Bluetooth file transfer data.
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Figure 4-6: Graph showing the average number of packets for 1000 simulated traces that were identified
as Bluetooth wireless mouse data versus the increasing length of each of the 1000 simulated traces in
number of packets. Packet trace analyzed was that from the recorded wireless mouse data.

Figure 4-7: Graph showing the average number of packets for 1000 simulated traces that were identified
as Bluetooth wireless headset data versus the increasing length of each of the 1000 simulated traces in
number of packets. Packet trace analyzed was that from the recorded headset data.
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The results for the device type detection reveal more about the nature of the data set than
the effectiveness of the detection system. It can be seen that with a simple characteristic array
description of the packet pairings in the traces of each device, there is a relatively high percentage
of average packets that were associated with each device. These percentages were sufficiently
high to enable the system to properly detect the device type across the set of increasing trace
lengths. Similar to the detection results for detecting a data set as Bluetooth or ZigBee, a trace
length of greater than 200 packets provides the system with enough data to approach its
maximum detection capability.
These results show how distinct and sparse the recorded data was since there is very little
overlap between the packet behaviors of each of the devices. By investigating the Bluetooth
traces in Wireshark, it was found that the shared behaviors between these three devices were
primarily the packets used to establish the host-device connection. The majority of the traces
consisted of the actual data that were sent across the Bluetooth connection, which was very
distinct between the devices. The file transfer data was primarily comprised of relatively large
packet sizes when compared to the rest of the Bluetooth data. After establishing connection, the
wireless mouse data was nearly fully composed of seventeen byte packets sent from the mouse to
the computer that served to update the mouse position. The Bluetooth headset data looked very
similar to the wireless mouse, but the data packets were 52 bytes in length. For shorter trace
lengths, there was still a high average number of packets that matched the device behavior. Since
the simulated traces were started at random packets in the data, it shows that most of the data
recorded consisted of the actual data packets that carried the meaningful information from the
device to the host. There was a small likelihood that a single simulated trace started at a random
packet would primarily consist of the shared connection behavior packets that would confuse the
detection system. As such, the results appear highly successful for determining the device type of
recorded trace data; however, this should be tempered by the fact that the recorded data were
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already relatively distinct. This may serve true in actual practice as well, but these specific results
reflect both the structure of the detection system and the nature of the recorded data used in this
analysis. Further analysis on a more diverse set of data recorded from a variety of Bluetooth
devices would be needed in order to better analyze how effective this detection setup would be
for determining the type of device of a set of packet data.
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Chapter 5
Conclusion and Future Work
There were a variety of approaches that were investigated in order to create a system that
was capable of detecting the protocol of an unknown packet trace. Initially, application of
bioinformatics concepts and algorithms seemed promising, but the restriction of using the
detection system for encrypted traffic prevented any analysis that leveraged the byte values
contained in packet fields that were not in an unencrypted header. The implication of this
limitation was that the only readily available data metrics for protocol analysis were the packet
sizes, the packet arrival times, and the packet flow directions of network traffic. As such, the
work of Monrose et al. [2006] was used as a basis for creating a protocol-detection scheme based
on packet-size heat maps that depicted the behaviors of a protocol according to the request and
response structure of the protocol. These heat maps were shown to provide general insights into
protocol behaviors and activity, but did not prove to be best suited for the type of detection that
was intended for this project. The approach that was used for the detection system involved
generating an array of request- and response-packet sizes that represented various characteristic
behaviors of the overall protocol. A larger encompassing protocol, such as Bluetooth or ZigBee,
has several different functions that can be performed on its network, and the identification of a
subset of these functions was assumed to be sufficient for the classification of the overall protocol
of a packet trace with an unknown protocol.
This approach was implemented in a set of MATLAB functions designed to count the
occurrences of each of the characteristic packet pairings of the known protocols in the packet
trace of an unknown protocol. By comparing these relative counts for each of the system’s
known protocols, a simple detection decision was implemented to enable the system to decide if
the trace-under-test was using either of the known protocols. While this was not the most robust
decision as currently implemented, it served to show that a simple implementation of this general
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approach could be accurate even with a limited set of available data. It was apparent in the
testing of this implementation that the more distinct the characteristic packet arrays are for the
system’s known protocols, the more likely the system is to more accurately detect the protocol of
an unknown data set.
There are a number of areas in which this system could be improved. While the approach
seemed to be functional for the available data sets that were recorded for this project, a larger set
of Bluetooth and ZigBee traces should be run through the detection system to better understand
how its accuracy changes with varying parameters such as the length of the packet window and
the length of the packet traces. While the latter was tested in this system, this analysis was
relatively limited in its reliability due to the lack of overlapping packet sizes that occurred in the
Bluetooth and ZigBee data sets. This may be an overall characteristic of how these two protocols
relate to each other, but it is likely that more traces recorded from a larger number of different
Bluetooth and ZigBee devices would strain the detection system to the point of showing the areas
of failure that most needs improvement. The data sets that were used had relatively sparse data in
terms of the distributions of packet sizes as could be seen in the results of the heat map analysis.
This resulted in a fairly incomplete characterization of the wireless protocols that were used when
compared to the full extent of functions and behaviors these protocols are capable of performing.
As such, the results presented show what this type of detection system is able to achieve with
limited available information, but this limitation should be kept in mind while interpreting the
results and conclusions.
The simplicity of the detection decision is another one of these areas that would need to
be improved for more complete data sets that are inherently more similar than those that were
used for this project. Network traces that included a greater variety of protocol behaviors would
naturally have an increased number of occurrences of each individual packet size. This would
result in a single packet size no longer mapping one-to-one to a unique function or behavior of
72

the protocol. The structure of the detection system was designed such that a packet’s function is
identified according to the pairing of both its size and the size of its corresponding request or
response packet. This helps to lessen the effects of losing the strictness of the packet size to
protocol behavior mapping. However, if more complete descriptions of the protocol’s behaviors
were used in the characteristic arrays of packet pairings, it is likely that the protocol detection
system would encounter pairings that were repeated across protocols, which would confuse the
detection results. This is an area where the criteria used for the detection decision could be
improved. Attributing weightings to each of the behaviors would be one way to address this,
which would result in certain packet pairings being treated as representing functions that are more
characteristic of the protocol than others. This would allow more complete descriptions of the
protocols to still have some level of distinctness built into them since certain protocol functions,
and thus their corresponding packet size pairings, are expected to be more important for certain
protocols than others. The detection decision in this scenario would involve comparing the
number of packets identified as each protocol according to the packet-pairing weightings, which
would incorporate inherent differences in the specifications of each protocol directly into the final
detection.
One of the main flaws of this system derives from the packet metrics that were used as a
basis to identify protocol behaviors. The packet sizes of network traffic could be manipulated by
a system to confuse the detection system presented in this research. If all packets transmitted by a
system were padded to be 500 bytes, then the functions of the protocol could no longer be easily
determined by the size of the packet. The assumption that the packet size relates to the protocol
function of that packet would break down, and the detection system could no longer identify
protocol functions according to their packet size. This type of spoofing would be difficult to
protect against for encrypted traffic or for packets that were padded with random or seeminglymeaningful byte values. One method to address this would be to utilize the transmission timings
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of the packets. Packets that are triggered by other packets, such as the data request and response
packets that were leveraged in the implemented detection system, could be assumed to have
shorter elapsed times between their transmissions. If this were the case, then packet times could
be used to determine inter-arrival times between packets. Sets of packets with shorter interarrival times could be attributed to the packets being related in purpose for the protocol on the
network. For asynchronous protocols that transmit packets when needed, for example when
driven by a user, this type of timing analysis would seem to be most effective. For protocols that
transmit packets at regular intervals, it could be difficult to identify the purpose of a packet based
on its transmission timing. However, the synchronicity of transmitted network traffic could be
used as a characteristic behavior to compare protocols. A device might confuse this type of
system by continually transmitting useless packets to obfuscate the natural transmission timing
profile of a protocol, but the combination of packet sizes and packet timings could provide a
system that was more difficult to spoof than one dependent on packet sizes or timings alone.
Another area of improvement would be the creation of the characteristic packet arrays
that defined the behaviors of the system’s known protocols. In this project, these were created by
inspection of the available packet traces using a protocol analysis software package called
Wireshark. However, in practice it would be better if the creation of these arrays could be
automated. This would require the creation of a set of rules that would relate two packets
together and identify them as a request and response pairing. A best approach for this is not
inherently apparent, but ideally a characteristic set of packet traces that represent a broad array of
the functions and behaviors of a known protocol could be fed into a set of code that would
generate a characteristic array automatically. This would ease the process of adding known
protocols to the system and would ultimately create a highly flexible and expandable architecture.
This would also increase the number of applications that this detection system could be used for.
The Bluetooth and ZigBee protocols were chosen for this project as they were two somewhat
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similar protocols with readily accessible consumer products that could be obtained and whose
wireless traffic could be easily recorded. For other sets of protocols, an automated generation of
characteristic arrays would make adding these protocols to the system much easier, which would
increase the technical fields in which this system could be used.
Overall, the detection scheme based on capturing the request-and-response packet
structure of a protocol was shown to be effective for classifying the protocol of an unknown data
set. However, since the data sets that were used were limited in the quantity of behaviors each
protocol is capable of performing, it is difficult to draw definitive conclusions about the
effectiveness of the system. While there are clear areas of improvement for the system and
methods of testing the system that would improve its functionality, even a simple implementation
was shown to be somewhat efficient at determining similarities between known protocols.
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Appendix A
List of Acronyms and Abbreviations
ACK

Acknowledgment

AIM

AOL Instant Messenger

CSV

Comma-Separated Values

DNA

Deoxyribonucleic Acid

FTP

File Transfer Protocol

HTTP

Hypertext Transfer Protocol

IEEE

Institute of Electrical and Electronics Engineers

IFF

Identify Friend or Foe

ISO

International Organization of Standards

OSI

Open System Interconnection

PAN

Personal Area Network

PDU

Protocol Data Unit

RF

Radio Frequency

RNA

Ribonucleic Acid

SAP

Service Access Point

SMTP

Simple Mail Transfer Protocol

SSH

Secure Shell

TCP

Transmission Control Protocol

UPGMA

Unweighted Pair Group Method by Arithmetic Mean

ZCL

ZigBee Cluster Library
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Appendix B
MATLAB Code for Detection System

MATLAB function for comparing a data set to a given characteristic packet pairing array
function [match, varargout] = match_protocol(pkt_array, psize, ptime, varargin)
%Compares array of packets sizes against set rules for generic protocol
%identification.
%
%
match = match_protocol(pkt_array, psize, ptime, varargin);
%
match = match_protocol(pkt_array, psize, ptime, pkt_window, parray_length);
%
[match, varargout] = match_protocol(pkt_array, psize, ptime, varargin);
%
varargout = [pkt_counts, permatch, matched_pkts, unique_pkts]
%
varargin = [pkt_window, parray_length]
%
%Function returns a percentage match that the provided array describes the
%tested psize traffic
%
%To-Add: Checking of request/response pairings within inter-arrival time
%threshold in order to verify that the first packet triggered the paired
%packet
%Packet window for looking for incoming response packet
if nargin > 3
pkt_window = varargin{1};
else
pkt_window = 5;
end
%varargin{2} can be shortened length of pkt array for testing
if nargin > 4
pkt_array = pkt_array(1:varargin{2},:);
end
%Counts number of protocol-matched packets
matched_pkts = 0;
%Counts number of occurrences of each entry in pkt_array
pkt_counts = zeros(length(pkt_array),1);
%Tracks whether a packet has been counted already or not
unique_pkt = zeros(length(psize),1);
for i = 1:length(psize)
if(unique_pkt(i) == 0)
for j = 1:length(pkt_array)
%Checks if current packet pairing is unidirectional
if(pkt_array(j,1) == 0)
if(psize(i) == pkt_array(j,2) && (unique_pkt(i) == 0))
unique_pkt(i) = unique_pkt(i)+1;
pkt_counts(j) = pkt_counts(j) + 1;
matched_pkts = matched_pkts + 1;
end
%Checks if current packet matches request size of current
%packet pairing
elseif(psize(i) == pkt_array(j,1))
%Use a search window to look for response size of current
%packet pairing
for n = 0:pkt_window
if(i+n < length(psize))
if((psize(i+n) == pkt_array(j,2)) && (unique_pkt(i+n) == 0))
%Packet pairing was found, mark both as counted
%in unique packet array, increment
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%protocol-matched packet counters
unique_pkt(i) = unique_pkt(i) + 1;
unique_pkt(i+n) = unique_pkt(i+n)+1;
pkt_counts(j) = pkt_counts(j) + 1;
matched_pkts = matched_pkts + 2; %Matched pkt pairs
break;
end
end
end
end
end
end
end
%Return array of number of occurrences of each entry in pkt_array
match = pkt_counts;
%Return the percentage of the total number of packets in the trace that
%were identified as packets of the protocol characterized by pkt_array
if(nargout > 1)
varargout{1} = matched_pkts/length(psize);
end
%Return the raw number of protocol-matched packets
if(nargout > 2)
varargout{2} = matched_pkts;
end
%Return the array used to track uncounted packets
if(nargout > 3)
varargout{3} = unique_pkt;
end
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MATLAB function for comparing between Bluetooth and Zigbee protocols. The bluetooth() and
zigbee() calls are equivalent in function to the match_protocol() call shown above with
predefined pkt_array variables that implement the characteristic arrays shown in Table 4-1 and
Table 4-2.
function [match, varargout] = compare_protocol(psize, ptime, varargin)
%Compares packet trace to protocol description array
%
%
match = compare_protocol(psize, ptime, varargin);
%
match = compare_protocol(psize, ptime, pkt_window, parray_length);
%
[match, varargout] = compare_protocol(psize,ptime,varargin);
%
[match, zpermatch, bpermatch] = compare_protocol(psize,ptime,varargin);
%
%
varargout = [zpermatch, bpermatch, zunique_pkts, bunique_pkts,
%
zmatched_pkts, bmatched_pkts];
%
%match is the enum of which protocol it matched against
%
0 - Zigbee
%
1 - Bluetooth
%
%zpermatch is the percentage of the total number of packets that matched
%the zigbee charateristic array
%
%bpermatch is the percentage of the total number of packets that matched
%the bluetooth charateristic array
%
%unique_pkts are the arrays used to mark packets that were already counted
%in order to ensure packets were only counted once during detection
%(z for zigbee, b for bluetooth)
%
%matched_pkts is the raw number of packets that matched the corresponding
%protocol's characteristic array (z for zigbee, b for bluetooth)
if(nargin > 2)
pkt_window = varargin{1};
else
pkt_window = 20;
end
if(nargin >3)
[bmatch, bpermatch, bunique_pkts,
pkt_window, varargin{2});
[zmatch, zpermatch, zunique_pkts,
varargin{2});
else
[bmatch, bpermatch, bunique_pkts,
pkt_window);
[zmatch, zpermatch, zunique_pkts,
end

bmatched_pkts] = bluetooth(psize, ptime,
zmatched_pkts] = zigbee(psize, ptime, pkt_window,

bmatched_pkts] = bluetooth(psize, ptime,
zmatched_pkts] = zigbee(psize, ptime, pkt_window);

if(nargin > 4)
end
%Comparison metric of protocol similarities
%********Protocol Detection Decision********
if(zpermatch > bpermatch)
match = 0;
else
match = 1;
end
%*******************************************
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if(nargout > 1)
varargout{1}
end
if(nargout > 2)
varargout{2}
end
if(nargout > 3)
varargout{3}
end
if(nargout > 4)
varargout{4}
end
if(nargout > 5)
varargout{5}
end
if(nargout > 6)
varargout{6}
end

= zpermatch;

= bpermatch;

= zunique_pkts;

= bunique_pkts;

= zmatched_pkts;

= bmatched_pkts;
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MATLAB function that implements the simulated trace analysis used to simulate a larger data set
by isolating a given number of packets that start at a random starting packet.
function [permatch, varargout] = mc_analysis(psize, ptime, reps, varargin)
%Monte-Carlo Analysis of sets of traces
%
Performs number of repetitions (reps) of protocol detection using
%
simulated traces of numPkts length (default: 100 packets) beginning at
%
random starting packets in the psize trace. Simulates a larger data
%
set than available.
%
%
[permatch, varargout] = mc_analysis(psize, ptime, reps, varargin)
%
varargin: [numPkts, pkt_window, parray_length]
%
varargout: [matches, zpermatch, bpermatch]
%
permatch is percentage of runs that return 0 - zigbee matched
%
matches is the individual match of each repetition
%
numPkts is the length of the packet trace to use
%
reps is the number of repetitions to perform
if(nargin > 3)
numPkts = varargin{1};
else
numPkts = 100;
end
%Check to see if numPkts is greater than length of pkt trace
if(numPkts > length(psize))
numPkts = length(psize)/10;
end
%Determine packet length of search window used to find the response packet
%after the request packet of a pairing is found
if(nargin > 4)
pkt_window = varargin{2};
else
pkt_window = 20;
end
%Choose a random starting packet in the data trace
startPkt = ceil((length(psize)-numPkts).*rand(reps,1));
matches = zeros(reps, 1);
zpermatch = zeros(reps, 1);
bpermatch = zeros(reps, 1);
if(nargin > 5)
for i=1:reps
[matches(i),zpermatch(i),bpermatch(i)] =
compare_protocol(psize(startPkt(i):(startPkt(i)+numPkts)),
ptime(startPkt(i):(startPkt(i)+numPkts)), pkt_window, varargin{3});
end
else
for i=1:reps
[matches(i),zpermatch(i),bpermatch(i)] =
compare_protocol(psize(startPkt(i):(startPkt(i)+numPkts)),
ptime(startPkt(i):(startPkt(i)+numPkts)), pkt_window);
end
end
permatch = sum(matches==0)/length(matches);
if(nargout > 1)
varargout{1} = matches;
end
if(nargout > 2)
varargout{2} = zpermatch;
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end
if(nargout > 3)
varargout{3} = bpermatch;
end
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MATLAB script that was used to run the simulated trace analysis across increasing packet
lengths to determine the system effectiveness as trace length increased.
%Mass running of mc_analysis with varying parameters
%For permatch: permatch > 50% = Zigbee detected, permatch < 50% = Bluetooth
%
detected
runs = 100;
n = (1:runs)';
numpkts = n.*10;
reps = 1000;
pkt_window = 5;
results = zeros(runs,6); %results = [numpkts, permatch, mean(zpermatch), std(zpermatch),
mean(bpermatch), std(bpermatch)];
for i=1:runs
[permatch, matches, zpermatch, bpermatch] = mc_analysis(psize, ptime, reps,
numpkts(i), pkt_window);
results(i,:) = [numpkts(i),permatch, mean(zpermatch), std(zpermatch),
mean(bpermatch), std(bpermatch)];
end
%Percent detected as Zigbee vs number of packets
figure;
plot(results(:,1), results(:,2));
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MATLAB function for creating a heat map of two sets of data. To generate the heat maps shown
in this work, this function was called with psize(1:end−1) and psize(2:end) as the two inputs
where psize was array of packet lengths for a given recorded network trace.
function hm = heatmap(x,y,varargin)
%Create a heatmap of the number of occurences of each value of y for each
%value of x.
%
hm = heatmap(x,y,varargin)
%
%
hm = heatmap(x,y,type)
%
Third argument, type, is a string to be either 'size' for packet size
%
vs packet size heatmap or 'iat' for packet size vs inter-arrival time
%
For size vs time maps, x is vector of inter-arrival times, and y is
%
the corresponding packet sizes.
%
If this type input is omitted, it will default to packet sizes.
%
%
hm = heatmap(pkt_size_next,pkt_size,'size')
%
%
hm = heatmap(pkt_size,int_arrival_time,'iat',res)
%
For packet size vs inter-arrival time plots. A fourth argument can be
%
input defining the resolution of time to use to create the heatmap.
%
Format of res should be in the inverse of the decimal precision
%
e.g.: res = 1e3 would use a time precision in the thousandths
%
Default is res = 1e4.
%
%
Note: MATLAB indexes according to (row,col), so the x input array will
%
determine the rows and the y input array will determine the columns.
%
This results in the opposite of common convention in terms of x-axis
%
and y-axis variables when function is denoted as heatmap(x,y,type).
%
The "x" input will end up defining your y-axis, and the "y" input will
%
determine your x-axis since the heatmap will be a matrix indexed by
%
(row,col) -> (x,y) where rows are indexed down the y-axis and columns
%
are indexed along the x-axis.

if nargin == 2
type = 'size';
elseif nargin == 3
type = varargin{1};
zr = 1e4;
elseif nargin == 4
type = varargin{1};
zr = varargin{2};
end
if strcmp(type,'size')
if length(x)~=length(y)
disp('Error: length of inputs must be equal');
return;
end
s = length(x);
xll = min(x);
xul = max(x);
yll = min(y);
yul = max(y);
hm = zeros((xul-xll)+1,(yul-yll)+1);
for i = 1:s
hm((x(i)-xll)+1,(y(i)-yll)+1) = hm((x(i)-xll)+1,(y(i)-yll)+1)+1;
end
elseif strcmp(type,'time')
s = length(x);
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xll = min(x);
xul = max(x);
yll = min(y);
yul = max(y);
yrng = ceil(yul) - floor(yll);
hm = zeros((xul-xll)+1,zr*yrng);
for i = 1:s
hm((x(i)-xll)+1,round((y(i)-yll)*zr)+1) = hm((x(i)-xll)+1,round((y(i)yll)*zr)+1)+1;
end
elseif strcmp(type,'iat')
s=length(x);
xll = min(x);
xul = max(x);
yll = min(y*zr);
yul = max(y*zr);
yrng = ceil(yul) - floor(yll);
hm = zeros((xul-xll)+1,yrng+1);
for i = 1:s
hm((x(i)-xll)+1,(round(y(i)*zr)-floor(yll))+1) = hm((x(i)-xll)+1,(round(y(i)*zr)floor(yll))+1) + 1;
end
end
hm = flipud(hm);
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MATLAB script for calculating and plotting the packet size heat maps. A 2D convolution was
used to increase the size of the points in the image in order to enable greater visibility and
understanding of the heat map data.
%Heatmapping
%Points of greater heat have occurred more often; possibly characteristic
x = psize(1:end-1);
y = psize(2:end);
hm = heatmap(x,y);
%Square pixel size to use to increase the visibility of heat map points
hs = 5;
h = impresp2(hs,'d');
hmc = conv2(hm,h);
figure; image(hmc);colormap('hot');hold on;
%yTicks = max(y)-get(gca,'YTick');
set(gca,'YTickLabel',num2str(flipud(yTicks')));
%set(gca,'YDir','reverse');
%xTicks = get(gca,'XTick')-max(x);
set(gca,'XTickLabel',num2str(xTicks'));
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