The Pennsylvania State University
The Graduate School
College of Engineering

HARDWARE ACCELERATION OF VISUAL OBJECT SEARCH

A Thesis in
Computer Science and Engineering
by
IKENNA J. OKAFOR

 2017 IKENNA OKAFOR

Submitted in Partial Fulfillment
of the Requirements
for the Degree of

Master of Science

May 2017

ii

The thesis of Ikenna J. Okafor was reviewed and approved* by the following:

Vijaykrishnan Narayanan
Distinguished Professor of Computer Science and Engineering
Thesis Adviser

John Sampson
Assistant Professor of Computer Science and Engineering

Kevin Irick
CEO of SiliconScapes LLC

Chita Das
Distinguished Professor of Computer Science and Engineering
Head of the Department of Computer Science and Engineering

*Signatures are on file in the Graduate School.

iii

ABSTRACT

Visual Object Search, the process of locating an object within an image, is a key task in many
automated vision systems with applications ranging from surveillance to medical imaging. The task is
typically performed using one of two methods: an exhaustive/semi – exhaustive search, or region proposal
followed by classification. In practice, reasonable classification accuracies, especially in real time systems,
have been achieved by incorporating the latter to avoid expensive searching of the entire scene. However,
localizing the object within the scene still presents a challenge to visual object search systems. Hardware
acceleration has the potential to remove this dependency by making exhaustive/semi-exhaustive image
search feasible from a latency perspective. This work aims to investigate the computational performance
benefits of using either method, provided the opportunity for hardware acceleration.
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Introduction

The problem of detecting objects in images has proven to be a difficult computer vision task. In practice,
visual search systems utilize region proposal algorithms to generate ROIs (Regions of Interests) from
images. These ROIs are then passed to a recognition subsystem for classification. Consequently, the overall
system detection performance is dependent on the robustness of the region proposal subsystem. A more
naïve yet robust alternative is to perform detection in a sliding window fashion across the entire image. At
each location in the image the current window is passed to a detector that asserts whether the ROI contains
the object of interest. This 2D – row and column – search process is costlier than region proposal as the
recognition subsystem is invoked for a prohibitively large number of ROIs such as in figure 1. Moreover,
if an object can appear at arbitrary size then the search is in three dimensions: row, column, and scale. For
example, a system that examines a 4K image for an object that is 256x256 pixels would need to process
roughly 3585x3585 ROIs, to cover the entire image. Even if the detector was capable of 1ms latency, it
would take more than three hours to process a single fame. Such a system would be prohibitive for most
latency sensitive applications.

Figure 1 Sliding Window Image Processing
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This work details the architecture of a custom hardware accelerator for a sliding window detector and
investigates the performance benefits over a region proposal approach. To evaluate the design, the
accelerator was implemented on Xilinx’s Kintex UltraScale FPGA and integrated into the IBM CAPI
shared memory framework. Performance comparisons were gathered from a 10 core twin IBM POWER8
processor and an NVidia 770M and 970 GPUs. Furthermore, the computational performance of the custom
accelerator was compared to a CNN-like detection algorithm, using both a sliding window, and a region
proposal scheme.

Motivation
State of the art algorithms have shown promise in terms of single object recognition performance. These
systems are typically presented with very well cropped images of an object of interest and tasked with
assigning a label to the object.

Recently Convolutional Neural Networks have shown reasonable

classification accuracy for a relatively small (10-100s) number of object categories. In these applications,
the classifier is designed to have good accuracy over a broad range of object categories. Visual object
search aims to solve a related but different problem: given the appearance(s) of a query object, find its
location(s) within an image. This is a difficult task because the functionality of the system involves object
localization as well as classification. In practice, a region proposal stage produces ROIs for the subsequent
single-class classification stage. In mission critical applications, region proposal methods may not
consistently produce ROIs to achieve high overall system accuracy. In many cases the performance of the
region proposal is image dependent and an ensemble of approaches would yield the best results. The
alternative to performing region proposal on the image is to perform an exhaustive or semi-exhaustive
search on the image. Carrying out an exhaustive search with state of the art detection algorithms can be
costly for the most accurate, yet computational expensive algorithms. The sparse feature representations
such as SURF and SIFT enable an effective use of exhaustive search. These feature extractors generate
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sparse interest points from images that are subsequently applied to a feature correspondence matching
algorithm. In this work, a novel data structure is proposed that maintains the sparse feature representation
in a way that allows efficient feature correspondence matching at arbitrary row/column/scale offsets. As
such, exhaustive search becomes a viable approach to visual object search.

In recent years, FPGAs have become a sought after fabric for computationally expensive algorithms in
terms of exploiting parallelism within applications. Unlike ASICs, FPGAs provide flexibility by delivering
re-programmability to the design. The combination of these two elements make FPGAs the desirable fabric
to implement the accelerator.

Related Works
Viola and Jones demonstrated a very popular sliding window approach to face detection [1]. Their work
demonstrated considerable detection performance on real world images.

The used Integral Image

representation and a novel short-circuiting classifier cascade to achieve computation efficiency. Other
works [2, 3, 4] continued to establish the proficiency of sliding window based detectors with HOG
(Histogram of Orientated Gradients) based pedestrian detection, as well as part – based generic object
detection. [5, 6] have suggested that sliding window methods may have a tendency to reduce accuracy by
introducing false positives. In these cases, techniques such as non-maximal suppression and score
aggregation can mitigate these false positives. Other notable object detection works include SURF [7],
SIFT [8], and BRISK [9], which leverage feature matching of interest points to detect object(s) within an
image.

Recently there has been a resurgence of work that apply neural networks to object detection and
classification. Sermanet et al. [10] have shown that CNNs (Convolutional Neural Networks) combined
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with a dense sliding window method is able to outperform traditional region proposal methods. Szegedy
et al. [14] proposed a method using Deep Neural Networks to detect objects by training a network to create
a binary mask for objects, which is then applied to a multiscale input during inference. Still, a system that
employs a region proposal scheme explicitly links the overall system detection performance to the
performance of the proposal system: system accuracy is bounded by the accuracy of the proposal system.

Visually Impaired Grocery Assist
A visual prosthesis device that can aid the visually impaired in daily tasks is one compelling application
that would have accelerated visual object search as critical component. Helping a visually impaired person
independently perform a task such as grocery shopping would benefit the convenience and quality of their
life tremendously. The challenge in this application is the largely unconstrained placement of products on
a grocery shelf. Even in well-maintained grocery environments the predictability of product placement
decreases over time due to shopper interaction. A vision based solution would employ visual object search

Figure 2 Grocery Product Detection System
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to detect the presence and location of items in the shopper’s vicinity. The search would be performed
exhaustively to images captured from the shelves without reliance on precise product location information.
The computational requirements of this real-time visual search problem exceeds the computational capacity
of a modern embedded device. Instead, such a system would leverage a network attached compute server
comprised of several acceleration technologies. Figure 2 shows the details of such a system that leverages
a heterogeneous mix of high performance GPU, CPU, and FPGAs to accelerate the detection process. The
shopper is equipped with a wearable device capable of acquire images of grocery shelves and forwarding
them wirelessly to the backend server. Indoor location information along with the shopper’s grocery list is
used to select the product appearance models to search for in the images being captured from the current
aisle. The FPGA and GPU accelerators extract the features from the incoming images and performance a
brute-force sliding window correspondence matching with the product models.
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Hardware Architecture

Architecture Overview
The proposed approach to tackling the object detection problem exploits the sparse feature representation
offered by visual features such as SURF. A divide and conquer scheme is used to not only provide an
efficient detection / recognition solution, but to extend the utility of SURF in exhaustive search applications.
The proposed method shows an average CPU execution time of 30ms to create the data structure used find
an object in an image that is comprised of 4000 SURF features. The primary bottleneck is due to the
inability of the CPU to exploit all the parallelism to the algorithm. In contrast, the proposed custom
hardware architecture leverages DSP primitives of modern FPGAs and optimized scratch buffers to speed
the generation of a coarse cell-wise feature map that can be subsequently merged to find objects at arbitrary
spatial extents and scale.

SURF
SURF (Speeded up Robust Features) is an algorithm that extracts scale invariant interest points within an
image, as depicted in Figure3 SURF operates by applying an approximated Laplacian of Gaussian to
multiscale inputs to detect corners within an image. It then utilizes the determinant of a Hessian Matrix for
assigning the scale and location of extracted interest points (keypoints) within the image.

Figure 3 Model with SURF Keypoints Extracted
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Once a keypoint has been extracted from an image, it is described by creating a 64-element distribution of
Haar-wavelet responses. For this approach, SURF was used due to its robustness to scale and orientation
changes, as well as its reduced computational cost through the usage of integral images. However, the
proposed system is agnostic to the underlying feature, and can be extended to other sparse features such as
SIFT and BRISK.

Brute Force Matching
Brute Force Matching can be applied to a sparse feature such as SURF to match feature points in different
images. This method can be used to recognize an object given an ROI, or detect the location of an object
given a frame. Figure 4 details the pseudo code for this technique. The match to any keypoint y in
keypointSet1 is defined as the keypoint xi with the minimum Euclidean distance to y in set keypointSet2 of
potential candidates {xi, xi+1, xi+2, . . . . , xi+n}, where xi is defined in Equation 1 and j defines the jth descriptor
element.

Figure 4 Brute Force Matching pseudocode

𝑁

𝑥𝑖 =

𝑥𝑖,𝑗 − 𝑦𝑗

2

𝑗=0

Equation 1 Euclidean Distance Calculation
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As shown by the pseudo code, the inner and outer loop to the brute force matching algorithm is completely
parallelizable, as both the sweep for the best and second best match in keypointSet2, and the sweep to find
the best match to any keypoint in keypointSet1 are independent of one another. Thus, the computation can
be spread over as many computational units that an accelerator can support. To avoid any unnecessary
buffering within the accelerator, parallelism within the inner loop is exploited since the keypoints in
keypointSet1 are not changing as often as the keypoints in keypointSet2. However, parallelism in the outer
loop is advantaged by instancing multiple accelerators that each can each process multiple keypoints from
keypointSet1.

Cell partitioning
A common issue with brute force matching occurs when multiple occurrences of an object exists within a
frame. For example, in figure 5, with just one instance of an object, brute force matching can match the
model to that instance. However, in a scenario where there are multiple instances present, such as in a
grocery store environment, there can be false matches due to the self-similar features that are spread

Figure 5 Standalone Brute Force Matching
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Figure 6 Brute Force Matching with ROIs

throughout the image. The matches are not constrained to any one instance of the object but to all that are
sufficiently visible. Ideally, if favorable ROI’s can be produced, matching can be done to the individual
ROIs to improve the matching accuracy such as in figure 6To alleviate this issue, this work uses the sparse
feature representation in a divide and conquer scheme that allows dynamically scaling and merging a search
window until the given model is detected. In addition, because of its sparse representation, SURF allows a
sliding window scheme to be implemented efficiently by the extraction of keypoints beforehand, binning
the keypoints into cells based on location, and creating ROIs of various sizes for later processing.

(a)

(c)

(b)

(d)

Figure 7 Brute Force Matching with Cell Partitioning
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First SURF keypoints and descriptors are extracted from an image as depicted in figure 7b. Then, individual
keypoints along with their descriptors are binned based on their location within the image into cells as
denoted in figure 7c. Finally, brute force matching is performed at the cell level against a given model such
as in figure 7d. Once the individual match tables have been created, ROIs of arbitrary sizes are created as
necessary. Hardware acceleration enables exhaustive/semi-exhaustive visual search to be performed.

Figure 8 Dynamic ROI Scaling

ROI Scoring
Brute force matching is applied to every cell created from the cell partitioning. Through this process, a table
is created which indicates the best and the second-best cell keypoint that matched to a particular model
keypoint, along with their corresponding Euclidean distances. Once the tables for individual cells are
created, cells can be merged into ROIs by taking the best match for each model keypoint across a given set
of the cells. After the creation of an ROI, match-filtering methods such as the ratio test [8], and voting for
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dominant size and orientation is used to score each ROI. As a measure of the filtering accuracy, the F1score is computed to determine the final score of the ROI. The location of the object the system is searching
for is determined by the ROI with the best score.

IBM’s CAPI system
IBM’s CAPI (Coherent Accelerator Processor Interface) system was used to create the hardware
accelerator. CAPI is a shared memory system between accelerators and the CPU. This system is
accomplished by placing a cache on the FPGA chip, which is coherent with IBM’s POWER8 processor
cache, creating a shared memory system between the accelerator and the CPU. This allows the accelerator
to access the OS managed virtual memory address space of the processor. The CAPI system eliminates the
need for memory transaction interfaces to lock pages in memory and manage a physical address space.
Figure 9 shows an overview of the architecture for the system. Each accelerator communicates with CAPI
to fetch memory from Host Memory through an existing interface known as SOC_IT. SOC_IT ports
provides up to 1.4 GB/s bandwidth between host memory and each accelerator.

Figure 9 Accelerator System Framework
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Xilinx Kintex UltraScale
The Xilinx XCKU115 FPGA was used to create the matching hardware accelerator. This model is part of
Xilinx’s Virtex 7 family of FPGA’s equipped with fabric optimized for performance/watt, and
computationally intensive DSP applications. The XCKU115 in was particularly beneficial to the design
because of an extra multiplexer added to the DSP module as shown in Figure 11, which enables the squaring
of the result of a pre-adder within the same DSP slice. This resulted in a 2x reduction of DSP usage for the
Euclidean distance calculation as opposed to smaller midrange FPGA platforms such as the ZYNQ – 7000
Z-7012S geared more towards embedded design or the mid – range ZYNQ UltraScale.

Figure 11 Virtex 7 DSP

Figure 11 Kintex UltraScale DSP

Matching Architecture
Figure 15 depicts the matching accelerator architecture. The brute force matching pipeline consists of two
circular buffers, which holds the observed keypoint descriptors and model keypoint descriptors, and a
descriptor pipeline engine, which calculates the Euclidean distance between two keypoints. From
experiments done with sample set of grocery aisle images of varying sizes and different hessian thresholds,
a 64x64 cell size with an average of 16 keypoints per cell seemed appropriate for the range of image sizes
and hessian thresholds, expected by the system. However, varying cell sizes of even non-uniform cell size
distributions can be utilized if seen fit. The descriptor pipeline engine depicted in is implemented by
cascading a series of DSP’s to one another, followed by accumulation and taking the square root of the
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result. The matches for different cells to individual model keypoints are then buffered to a matching table
using on chip BRAM.

Observed Descriptors

Match
Table

Match
Table

Match
Table

Match
Table

Match
Table

Match
Table

Match
Table

Match
Table

Model Descriptors

Select

Descriptor Pipelines

ꟾꟾxꟾꟾ

ꟾꟾxꟾꟾ

ꟾꟾxꟾꟾ

ꟾꟾxꟾꟾ

ꟾꟾxꟾꟾ

ꟾꟾxꟾꟾ

ꟾꟾxꟾꟾ

ꟾꟾxꟾꟾ

ꟾꟾxꟾꟾ

Figure 12 Brute Force Matching Accelerator

Each table entry consists of the observed keypoint ID, model keypoint ID, corresponding cell keypoint ID,
and the best and second best distance seen for the entry. Once the descriptor pipeline engine has gone
through every observed keypoint in the observed descriptor buffer for a model keypoint, the matches are
retired to main memory.

Circular Buffers
The keypoint descriptors are stored in two circular buffers. These buffers are responsible for appending the
pipelined flags to the input data for streamlined performance. Figure 16 details the pseudocode to generate
the flags. In total the amount of bandwidth needed to fetch the observed and model keypoints is given by
equation 2. For observed 4000
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Figure 15 Average Keypoints per Cell with Hessian Threshold 300

Figure 15 Average Keypoints per Cell with
Hessian Threshold 500

Figure 15 Average Keypoints per Cell with Hessian
Threshold 800

keypoints, 8000 keypoints, 16,000 keypoints, and 256 model keypoints the memory bandwidth required is
544MB, 1056MB, and 2080MB respectively.
𝑀𝑒𝑚𝐵𝑎𝑛𝑑𝑤𝑖𝑡𝑑𝑡ℎ = (#𝑂𝑏𝑠𝑒𝑟𝑣𝑒𝑑𝐾𝑝 + #𝑀𝑜𝑑𝑒𝑙𝐾𝑝) ∗ #𝐷𝑒𝑠𝑐𝐸𝑙𝑒𝑚𝑒𝑛𝑡𝑠 ∗ 𝐵𝑦𝑡𝑒𝑠𝑃𝑒𝑟𝐷𝑒𝑠𝑐𝐸𝑙𝑒𝑚𝑒𝑛𝑡
Equation 2 Accelerator Memory Bandwidth

Figure 16 Circular Keypoint Flag pseudocode
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Descriptor Pipeline Engine
The descriptor pipeline engine was implemented using cascaded DSP compute modules. To pipeline the
design, subsequent DSPs have their inputs delayed using a shift register. The last DSP in the cascade acts
as both a SSD (sum of squared difference) operator and accumulator for the final output. Another possible
design route for the descriptor pipeline engine is simultaneously calculating the SSD between
corresponding input vectors and then performing a summation. However high speed design would warrant
the results to be inputted into an adder tree, which has shown in practice to be a performance bottleneck,
and detrimental to cost, logic resources, and power consumption. Figure 17 details the architecture of the
descriptor pipeline engine in one, four, and sixty-four DSP configurations.
Oi

Mi

+/-

X2

Reg

+/-

x

Figure 17 Accelerator DSP Configurations

In case of pipeline stalling during potential periods of unavailable input, the pipeline uses flags which are
shifted to the accumulate enable signal of the last DSP. Otherwise a global stall signal could result in highfanout issues such as subpar timing and incomplete placement and route.

Match Table
The match tables store the current best and second-best matches for the observed descriptor keypoints that
have been processed by the pipeline. Once the match table has seen all the possible distance values for a
given model keypoint for all the keypoints in the observed keypoint buffer, the final state of the match is
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retired to memory. In order to continue the execution of the pipeline, two match tables are utilized: the
match table that is currently being used to process incoming matches from the descriptor pipeline, and the
table that is being stored to main memory.

Accelerator Modes of operation
Based on FPGA resources, the architecture can expand to support multiple accelerators on the same chip to
function in two modes of operation. The first mode of operation is ROI Mode, whereby keypoints belonging
to a ROI are assigned to a dedicated match engine and its corresponding match table. The second mode of
operation is known as Global Mode whereby keypoints are assigned to individual accelerators in a roundrobin fashion. In Global Mode, each engine may produce a match targeting any of the cells that are currently
present across all the engines. Therefore, in Global Mode each engine must be able to route its match
results to any of the possible physical match tables. To facilitate both modes of operation, each accelerator
can forward match results to its left/right neighbor, creating a lightweight ring network. This scheme not
only adds scalability to the design, but also increases the utilization of the accelerators by providing a means
of aggregating match table results across all available match tables.
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Experimental Evaluation

CPU Setup
The prototype grocery assist system utilizes IBM’s Power S822LC for high performance cloud computing.
The S822LC contains a twin IBM POWER8 processor system with 10 cores per socket. The processor is
clocked at 2.92 GHz with each core having the ability to run up to eight threads. Individual cores have their
own dedicated 64KB data cache and 32KB instruction cache. On the front side, each core has a 512KB
SRAM L2 cache, an 8MB eDRAM L3 cache, and a 64MB eDRAM L4 off chip cache. In this work, the
cell table generation was profiled on this processor, to attain a baseline CPU performance.

GPU Setup
Cell table generation and match table generation were profiled on GPU. The GPUs used to test the
performance was an Nvidia GeForce GTX 770M and an Nvidia GeForce GTX 970. The GTX 770M is
clocked at 811 MHz and is equipped with 960 CUDA cores. The 770M has 3 GB of GDDR5 memory
clocked at 2000 MHz with a memory bandwidth of 96 GB/s. The GTX 970 is clocked at 1050 MHz and is
equipped with 1664 CUDA cores. The 970 has 4 GB of GDDR5 memory clocked at 7 Gbps MHz with a
memory bandwidth of 224 GB/s.

Keypoint Extraction and Description
SURF Keypoint extraction was performed using a FPGA SURF accelerator integrated with the IBM CAPI
system. Keypoint description was performed on the Nvidia Geforce GTX 970 GPU.
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Theoretical Hardware Performance
Equation 3 details the theoretical performance evaluation for the hardware architecture. In this work, several
different architectures were evaluated. Table 1 details the theoretical execution times of each architecture
given similar parameters when conducting the CPU and GPU experiments. In the experiments, the
accelerators were simulated to run at a 100 MHz clock frequency.
𝐿𝑎𝑡𝑒𝑛𝑐𝑦 =

(𝐶𝑦𝑐𝑙𝑒𝑠𝑃𝑒𝑟𝑀𝑎𝑡𝑐ℎ)(#𝐾𝑒𝑦𝑝𝑜𝑖𝑛𝑡𝑠𝐹𝑒𝑡𝑐ℎ𝐴𝑚𝑡)(#𝐾𝑒𝑦𝑝𝑜𝑖𝑛𝑡𝑠𝑃𝑒𝑟𝑀𝑜𝑑𝑒𝑙)(#𝐾𝑒𝑦𝑝𝑜𝑖𝑛𝑡𝐺𝑟𝑜𝑢𝑝𝑠)
𝐶𝑙𝑜𝑐𝑘𝐹𝑟𝑒𝑞𝑢𝑒𝑛𝑐𝑦
Equation 3 Accelerator Theoretical Latency Evaluation

Table 1 Accelerator Theoretical Performance

The first architecture, Arch0, defines the descriptor pipeline equipped with a 64-component DSP cascade.
This architecture allows for the computation of a single Sum-of-Squared-Distance calculation per cycle.
Arch1 shown in figure 19 duplicates the number of descriptor pipelines within an accelerator by eight,
effectively dividing the execution time by eight. Arch2 shown in Figure 20 instantiates eight accelerators
to work in tandem.

Figure 19 Arch0 Diagram

Figure 18 Arch1 Diagram
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Figure 20 Arch2 Diagram

Typically, 80% of an FPGA’s resource can be utilized before significant placement, routing, and timing
issues may be encountered. In the case of the Kintex UltraScale Ku115, that equates to 4416 DSPs in total.
As can be seen in figure 21, the most advanced architecture, Arch2, can be implemented while still
maintaining the DSP max utilization constraint. Arch2 is the top tier architecture, which uses the most
DSPs and is designed for high end FPGA’s with a large supply of DSP slices such as the Kintex UltraScale
with over 5000 DSP’s. Arch2 will support two modes of operation as discussed in chapter 2. Arch0 is geared
more towards the embedded space such as the ZYNQ-7000 Z-7012S which has a conservative amount of
DSP’s nearing 120. Arch1 is the middle ground between these two for a mid-range ZYNQ UltraScale
ZU4CG with about 728 DSP’s.

Figure 21 Accelerator DSP Usage
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HMAX Model
A comparison of the performance of the sliding window approach to a CNN like algorithm known as
HMAX was performed in this work. HMAX (“Hierarchical Model and X”) is a neuromorphic algorithm
which mimics the mammalian ventral visual stream. In its most commonly used form, the model consists
of four layers, which perform template matching, and maximum response collection to extract the edgebased features that are present within an image. An HMAX accelerator had been previously implemented
by Al Maashri et al. [15]. To do the comparisons against HMAX, the accelerator was ported from its
Nallatech Virtex 5 platform to an Alpha Data Virtex 7 platform, incorporated with the CAPI system. The
experiments examined the latency of performing an exhaustive sliding window with the proposed
algorithm, versus HMAX. In addition to, the latency of the proposed algorithm versus HMAX was
examined if a region proposal system is present. The latency evaluation of these schemes for both HMAX
and SURF are given in equations 4, 5 and 6.
𝐿𝑎𝑡𝑒𝑛𝑐𝑦 = (𝐹𝑒𝑎𝑡𝑢𝑟𝑒𝐸𝑥𝑡𝑟𝑎𝑐𝑡𝑖𝑜𝑛 + 𝑀𝑎𝑡𝑐ℎ𝐶𝑜𝑟𝑟𝑒𝑠𝑝𝑜𝑑𝑒𝑛𝑐𝑒) + (#𝑅𝑂𝐼 ∗ (𝑀𝑒𝑟𝑔𝑖𝑛𝑔 + 𝑅𝑂𝐼𝑆𝑐𝑜𝑟𝑖𝑛𝑔))
Equation 4 Cell Partitioning Sliding Window Latency

𝐿𝑎𝑡𝑒𝑛𝑐𝑦 = #𝑅𝑂𝐼 ∗ (𝐹𝑒𝑎𝑡𝑢𝑟𝑒𝐸𝑥𝑡𝑟𝑎𝑐𝑡𝑖𝑜𝑛 + 𝑀𝑎𝑡𝑐ℎ𝐶𝑜𝑟𝑟𝑒𝑠𝑝𝑜𝑑𝑒𝑛𝑐𝑒 + 𝑅𝑂𝐼𝑆𝑐𝑜𝑟𝑖𝑛𝑔)
Equation 5 Cell Partitioning Region Proposal Latency

𝐿𝑎𝑡𝑒𝑛𝑐𝑦 = #𝑅𝑂𝐼 ∗ (𝐹𝑒𝑎𝑡𝑢𝑟𝑒𝐸𝑥𝑡𝑟𝑎𝑐𝑡𝑖𝑜𝑛 + 𝐶𝑙𝑎𝑠𝑠𝑖𝑓𝑖𝑒𝑟)
Equation 6 HMAX Latency
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Results

CPU/GPU Baseline Performance
Figures 22 and 23 show the performance of the sliding window matching algorithm running on the CPU
and GPU. For these experiments, the amount of observed keypoints being processed was varied by 4000,
8000, and 16000 keypoints. As shown in the figures the processing time increases as the amount of
keypoints present increases, and decreases as the number of threads is increased. Taking advantage of the
GPU saw approximately 2x and 3x reduction in execution time for the 8000 and 16000 keypoint
experiments respectively. Figures 24 and 25 detail the latency per operation of the sliding window scheme

Figure 23 GPU Execution Time

Figure 24 CPU Tasks Latencies

Figure 22 CPU Execution Time

Figure 25 GPU Tasks Latencies
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with 4000 keypoints. When running on the CPU, it is evident that creating the cell table generation is one
of the most latency intensive operation. Running the algorithm on the 970 GPU demonstrated a 3x speedup
for the generation of the cell tables. However, upon inspecting the breakdown of the entire execution, it is
evident that the cell merging and ROI scoring take up the majority of the entire execution time, as seen in
figures 26 and 27. These latencies are a direct function of the number of ROIs that are processed. In the
experiments, a 4K images were processed with a cell size of 64x64, with an ROI size of 8x8, and a stride
of one. This resulted in approximately 3000 ROI’s needing to be processed. This motivates the need for
hardware acceleration for this, particularly in applications, which require expansive search but would like
to exploit the dynamic ROI size adjustments.

Figure 27 CPU Task Breakdown

Figure 26 GPU Task Breakdown

Hardware Simulation Performance
Table 2 shows the performance of the hardware accelerator in simulation. The simulated latencies of each
architecture was shown to be within 5% of the theoretical latencies. The added latencies are due to the
initial fetching of keypoints from memory, and the final storing of the last match table to memory. All other
processes are overlapped during execution. Figure 28 shows a comparison of the matching accelerator
responsible for the cell table creation against the CPU and GPU. From the fastest architecture, a 30x

Table 2 Accelerator Simulation Performance
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Figure 28 Accelerator Performance Comparison

the creation of the match tables over CPU was achieved, along with a 12x improvement over GPU. Figures
29 and 30 depict the latencies of sliding window and ROI processing for both Arch0 and HMAX. As shown,
the latency for both methods increase as the number of ROI’s increase. The Sliding Window approach
performed better than HMAX in both cases, as the number of ROIs increase. However if only one ROI is
processed in the sliding window scheme, HMAX outperforms the cell partitioning approach due to the
latency of feature extraction, description, and processing one ROI. The utilization for each accelerator
architecture is given by Table 3.

Figure 30 Accelerator ROI Performance Comparison

Figure 29 Accelerator Sliding Window Performance
Comparison

Table 3 Accelerator Architecture Utilization
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Conclusion
This work demonstrates a method for object detection. This work demonstrates the viability of using the
cell-wise feature map using both a sliding window and region proposal approach. This work shows that this
approach not only makes sliding window practical in visual search systems, but also extends the utility of
detection algorithms with sparse feature representation. Furthermore, this work shows how algorithms with
sparse feature representation can be exploited to create a feedback system that adjust ROI size at run time
to find objects at different scales.

This work demonstrates a hardware architecture designed for brute force feature matching. Simulation
results for the architecture show execution time enhancements of 30x over CPU and 12x over GPU.
Analysis of the total execution time of the algorithm motivate the necessity of building a hardware
accelerator for the cell merging process to realize the full potential of the algorithm. Compared against a
CNN – like detection algorithm, the divide and conquer approach outperformed the algorithm using both
sliding window and region proposal given a substantial amount of ROIs.

The brute force matching architecture outlined in this work can be further augmented to improve the
matching process. Currently the accelerator attempts to match every model keypoint to every cell keypoint.
However, Bay et al. have shown that through SURF, the matching process execution time can be decreased
by taking the Laplacian of keypoints into account [7]. By examining the Laplacian of each keypoint,
matching between keypoints of opposite Laplacian values can be preempted.
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