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Abstract
In recent years there has been a growing trend of tenant workload needs in public cloud
platforms, which may lead to an increasingly competitive cloud market wherein the cloud
providers will be forced to operate their data centers at signiﬁcantly higher utilization
levels than seen today. As a negative outcome, public cloud providers may ﬁnd increased
occurrence of periods when tenant needs exceed available resources, which may hurt
both the cloud’s and the tenants’ proﬁtability. In the traditional cluster computing and
private cloud setting, since the tenants have full control over the computing resources
provisioned by the cloud, the cloud and the tenants could collaborate to optimize the
cost-eﬃcacy of the overall eco-system. However, when moving to public clouds, the
cloud provider and its tenants become selﬁsh entities that interact with each other but
only focus on their own proﬁtability; the existence of multi-tenancy further complicates
the situation. It is thus essential to revisit the prior work of both private and public
cloud settings and the emerging technologies in public clouds, and explore eﬀective ways
of improving both entities’ cost-eﬃcacy.
On the cloud side, on the one hand, there have been proposals to minimize the cloud’s
operational costs via various control knobs. However, despite these eﬀorts, it remains
a challenging problem due to (i) the complexity of diﬀerent control knobs and (ii) the
complexity of utility pricing, which could combine to result in optimal control problem
formulations that are computationally intractable and diﬃcult to cast and update upon
changes. On the other hand, utility providers usually take two canonical approaches for
incentivizing appropriate customer behaviors as well as maximizing their proﬁtability:
(i) dynamic pricing and (ii) dynamic capacity modulation. When adapting to public
clouds, new challenges arise due to the cloud’s lack of knowledge of the tenants’ demands
and responses, and the idiosyncrasies of tenants’ computing resource needs, which are
entirely diﬀerent from that of the traditional utility providers.
On the tenant side, public clouds already oﬀer a variety of procurement options,
catering to the needs of a growing and diverse body of tenant workloads. The tenant
is now confronted with a dizzying array of resource procurement options with tradeoﬀs
of price dynamism vs. capacity dynamism vs. scaling granularity, which implies great
iii

cost-saving potential but may also result in tenant procurement problems that grow exponentially in size. In particular, Amazon EC2 spot instance is a representative virtual
machine (VM) oﬀering that is provisioned with such a price dynamism vs. capacity
dynamism tradeoﬀ. Prior works have usually employed simple statistical models for
price dynamism prediction of spot instances for tractability concerns. However they neglect the key features of spot instance prices that could be leveraged to further improve
the tenant’s service contiguity and application performance. Therefore, constructing a
scalable yet eﬀective solution is of great importance for cost-eﬀective tenant resource
procurement and is one of the main focuses of this dissertation.
This dissertation develops solutions for improving both the cloud’s and the tenants’
cost-eﬃcacy in a public cloud eco-system subject to cloud-tenant interactions. The
dissertation is composed of two main parts. In the ﬁrst part, we focus on the cloud-side
control problem: (a) We investigate the problem of optimizing the cloud’s operational
costs in the face of the scalability limitations of such optimal control problems. We
design a hierarchical framework that employs temporal aggregation and spatial (control
knob) abstraction to achieve scalability and an ease of casting/updating upon changes.
We also provide a suite of algorithms within the framework to deal with workloads with
diﬀerent degrees of predictability. (b) We explore the problem of improving the cloud’s
proﬁtability via explicit dynamic eﬀective capacity modulation and dynamic pricing.
We formulate a leader/follower game-based control framework and evaluate the beneﬁts
of the proposed approaches using both trace-driven simulation and lab-based prototype
system experiments. Our evaluation also provides useful insights for tenants that may
choose such public cloud oﬀerings.
In the second part, we focus on the tenant-side cost-eﬀective resource procurement.
Since the current public cloud providers do not oﬀer VMs with the futuristic properties
proposed in this dissertation, we take Amazon EC2 spot instance, on-demand instances
and burstable instances as representative VM oﬀerings from public clouds with similar
(yet not the same) properties, and explore the potential cost-beneﬁt for tenants that use
these options (or a subset of these) collectively. To better assist tenant operations, we
identify the key features of spot instance prices and provide scalable data-driven models when applicable. Then we present two real-world tenant case studies incorporating
these key features, as well as using these VM options to achieve the desirable costperformance trade-oﬀ. We also adapt existing system techniques and develop software
suites, customized according to the speciﬁc application properties. To further improve
the tenant’s cost-eﬃcacy through ﬁne-grained resource scaling, we devise feedback controllers which incorporate the idiosyncrasies of diﬀerent computing resources. In the
evaluation, we show that our proposed approaches can achieve signiﬁcant cost-savings
while satisfying application performance targets.
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Chapter 1 |
Introduction
1.1 Motivation and Objectives
The rapid growth of Internet services and the increasing reliance of organizations on
information technology (IT) have led to the proliferation of cloud computing. As more
enterprises and businesses move increasing portions of their IT needs to various cloud
computing platforms, it is expected that the tenants’ resource needs will far exceed the
rate of data center infrastructure expansion [44]. To cope with this gap and operate costeﬀectively in this competitive market, cloud providers will be forced to operate their data
centers at much higher levels of utilization than seen today for proﬁtability concerns.
Most current data centers are under-utilized (around 6% to 12% in 2012 [104]), with the
best practices in Google clusters somewhere between 20% to 50% [7]. According to a
survey of 829 data center professionals, 72% of participants expect IT resource utilization
rates to be at least 60% in 2025 [33]. A key outcome would be the increased occurrence of
periods where “demand” exceeds “supply” (i.e., tenant needs exceed available resources),
which may hurt both the cloud’s and the tenants’ proﬁtability and sustainability. In
the traditional cluster computing and private cloud setting, since the cloud and the
tenants belong to the same organization (no conﬂict of interest) and the tenants have full
control/management power over the computing resources provisioned by the cloud, the
cloud and the tenants could collaborate to optimize the cost-eﬃcacy of the overall ecosystem. However, when moving to a public cloud environment, the cloud provider and
its tenants become selﬁsh entities that interact with each other but only focus on their
own proﬁtability. The existence of multi-tenancy, wherein diﬀerent tenants’ applications
share physical resources and may interfere with each other, further complicates the
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situation. It is thus essential to revisit the prior work under both private and public
cloud settings and the emerging technologies in public clouds, and explore eﬀective ways
of improving both entities’ cost-eﬃcacy. Towards this goal, this dissertation focuses on
two main aspects to address these concerns.

1.1.1 Improving the Cloud’s Cost-eﬃcacy
Minimizing the cloud’s operational costs. As data centers are large and signiﬁcant
consumers of power (in part due to their rapidly growing numbers and sizes to support
various forms of cloud and utility computing), the power consumption of data centers
has become an important and growing contributor to their operational costs as well as
overall costs, with large data centers spending millions of dollars per year on their electric
utility bills [7, 59]. Therefore, in this dissertation we choose energy as a representative
resource and focus on the cloud’s energy bills to optimize the cloud’s operational costs.
Some of the lessons from our work might be easy to generalize when considering other
resources, as well.
A large body of work now exists in the broad area of power management which
data centers can leverage for optimizing their utility bills. Our focus is on a subset of
related work that carries out power management by modulating the operation of the
data center’s IT equipment. Examples of control “knobs” include Dynamic Voltage
Frequency Scaling (DVFS) for CPUs [15, 48, 57], entire server/cluster shutdown [17,
82], load balancing and scheduling of jobs/requests [85, 169], and partial execution to
consume lower power though oﬀering low-quality results [163], just to name a few.
However, despite these eﬀorts, optimizing the utility bill using DR based on these
IT knobs remains challenging due to (i) the complexity of IT knobs, which oﬀer discrete
control options that lead to complicated combinatorial optimization formulations when
employed collectively, and (ii) the complexity of utility pricing, ranging from peak-based
pricing [37] to time-varying pricing [115,135], which further contributes to the scalability
challenge. These factors can combine to result in optimization problem formulations
that are (a) computationally intractable, and (b) diﬃcult to cast and update upon
changes within the workloads, pricing, or IT infrastructure. A signiﬁcant portion of
related work is concerned with optimization problems using a much smaller and speciﬁc
set of knobs, and ignores/simpliﬁes these complexities of pricing, allowing such work
to overcome these scalability problems. However, our goal is to devise an optimization
2
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Figure 1.1: Illustration of classiﬁcation for representative public cloud VM oﬀerings.
framework that can overcome these scalability problems while still being general enough
to accommodate both (a) the multitude of IT knobs on which extensive research has been
carried out individually, and (b) the idiosyncrasies of real-world utility pricing schemes.
We would also like our approach to be capable of handling uncertainty in workloads and
electricity prices. We present the details of our approaches in Section 3.1.
Maximizing the cloud’s proﬁtability. Generally speaking, utility providers employ
two canonical approaches for incentivizing appropriate customer behaviors as well as
maximizing their proﬁtability: (i) dynamic pricing, e.g., the time-varying or coincident
peak pricing used by the electric utility companies [27], and (ii) dynamic service/commodity quality, e.g., the transportation overbooking wherein the ground transportation
might be overbooked when demand exceeds supply and the passengers may not be able
to obtain the resource that they want. Not surprisingly, both have emerged in public
cloud platforms. Figure 1.1 shows our vision of a public cloud that oﬀers a variety of
virtual machine (VM or “instance”) types with diﬀerent degrees of dynamism both in
prices and eﬀective capacities. We also show some examples of representative VM types
oﬀered by public cloud providers on this qualitative spectrum in Figure 1.1.
Along the price dynamism axis, most of the public cloud VM oﬀerings have relatively
static prices (change over months) except Amazon EC2 spot instances that exhibit frequently changing (over minutes) prices. Numerous research papers have explored the
cloud’s pricing design for proﬁtability [32, 42, 72, 80, 117, 148]. However, a common
assumption in existing research has been that the tenants’ demands and responses to
cloud’s dynamic prices can be well inferred by the cloud, generally for theoretic tractability reasons. This may not work well for scenarios in which the cloud only has poor
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predictability of the tenants’ resource demands and responses to prices.
Along the capacity dynamism axis, we introduce the notion of the eﬀective capacity of a cloud-oﬀered resource type. We deﬁne the eﬀective capacity of a resource
type as its actual oﬀered capacity, which may be diﬀerent from its advertized capacity.
Although the regular on-demand and reserved instances are advertized to be provisioned
with a ﬁxed capacity, several studies report temporal dynamism in eﬀective capacity is
already prevalent among the public cloud VMs [40, 46, 52, 99, 154, 156]. Such eﬀective
capacity dynamism is generally a side-eﬀect of other resource management decisions,
rather than being an explicit control knob modulated based on anticipating the tenants’
tolerance and response to it. Another real-world example is Amazon EC2’s burstable
instance wherein only a certain base CPU capacity is guaranteed, with the rest of the
CPU capacity being dynamic. However, dynamism of the VM’s CPU capacity purely
depends on the tenant’s resource usage (CPU credits) decisions, thereby leaving little
room for the cloud to modulate resource capacity explicitly for its own proﬁtability
concerns.
Therefore, how should a public cloud provider use dynamic pricing and dynamic
eﬀective capacity as explicit and strategic control knobs to maximize its proﬁt remains a
critical problem and leaves a rich set of research questions. It becomes challenging due
to the cloud’s lack of knowledge of the tenants’ sensitivities to performance and prices.
We present our solutions in Section 3.2.
Note that in addition to the above two axis, we can also classify a public cloud
VM oﬀering along a third axis–scaling granularity. Although most of the mainstream
public cloud providers only allow coarse-grained scaling (also known as scaling-out),
there exist startups such as ProﬁtBricks that oﬀer ﬁne-grained scaling (also known as
scaling-up), i.e., the tenant is allowed to scale up an existing instance at extremely
ﬁne-grained resource allocation while it is running. While it certainly helps the cloud
reduce internal resource fragmentation and improve data center utilization, the eﬃcacy
of such techniques crucially depends on the tenant’s application properties and resource
needs (many real-world applications may not be suitable for scaling-up). This results
in limited utility for the cloud’s optimal control for proﬁtability. Therefore, in this
dissertation we do not consider this axis for the cloud’s control.
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1.1.2 Tenant’s Cost-eﬀective Resource Orchestration
As discussed in Section 1.1.1, public clouds already oﬀer a variety of VM procurement
options to cater to the needs of a growing and diverse body of tenant workloads. For
example, Amazon EC2, Google Compute Engine, and Microsoft Azure all oﬀer dozens
of diﬀerent types of pre-speciﬁed VM conﬁgurations. Therefore, tenant-side resource
procurement has emerged as an important problem area both in research [20, 22, 29,
62, 68, 97, 130, 155, 156, 160, 164, 176] and practice (including startups and commercial
products [25]). Tenant-side resource procurement must navigate the (often tricky and
delicate) pros and cons associated with diﬀerent VM types to reduce operational expenses while ensuring satisfactory workload performance.
The most natural trade-oﬀ to consider for improving the tenants’ cost-eﬃcacy is price
vs. capacity. Two prominent examples that fall into this category are Amazon EC2 spot
instances and burstable instances. Since spot instance is currently the most prevalent
VM oﬀering (also the only one to our knowledge) that has real-time per-minute unit
prices1 , many prior studies have focused on exploring tenant resource procurement in
the context of spot and on-demand/reserved instances [75,98,119,122,129,131,133,171].
However, as we will point out in Chapter 4, such prior analysis usually use simple statistical models (e.g., cumulative distribution of historical spot instance prices) for spot
price analysis/prediction, which overlooks the key features of spot prices that could
be leveraged to further improve the tenant’s service contiguity and application performance. On the other hand, burstable instances–usually provisioned with micro/small
capacity–are much less touched in research work, possibly due to their dynamic capacities. However, since burstable instances (at their peak capacities) are much cheaper
than regular on-demand instances with the same capacity, they might be able to provide better cost-savings if used in scenarios wherein the tenant’s application has bursty
resource needs. It is thus important for the intelligent, cost-aware tenants to collectively
incorporate all the cost-eﬀective VM options as much as possible in their resource procurement. Novel research problems arise in this area, e.g., what are the right features to
model to eﬀectively use spot instances? How to apply those key features in real-world
1
The price of a spot instance could be as low as 10
of that for a equally-sized on-demand instance.
The tenant has to place a bid when launching a spot instance; however, the instance would be revoked
by the cloud when the realtime spot price exceeds the tenant’s bid. Therefore, a spot instance may not
always be available whereas on-demand instances are always available, which brings another tradeoﬀ of
price vs. availability. We view it as a special case of price vs. capacity (spot instance has 0-1 capacity)
in this dissertation. Detailed discussions can be found in Chapter 4.
1
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tenant’s applications? How should we exploit the beneﬁt of burstable instances? How
could these diﬀerent VM oﬀerings complement each other to achieve better cost-eﬃcacy?
We address these concerns in Chapters 4 and 5.
Along the scaling granularity axis, public cloud providers have generally allowed
resource allocation at the relatively “coarse” granularity of an entire VM (or recently,
a container) with ﬁxed advertized resource capacities. Whereas the actual resource
allocations for these VMs might vary at a ﬁner granularity, it results from actions
carried out unilaterally by the provider without involving the tenants. An alternate
option is oﬀered by ProﬁtBricks wherein additional vCPUs may be dynamically added
to an existing VM. Researchers have begun to explore various aspects of ﬁne-grained
resource scaling, e.g., CPU scaling [34, 70, 77, 124, 167], memory [100, 123], disk I/O
scaling [106]. However, some of them neglect the idiosyncracies of diﬀerent resources
in control design (e.g., “stateful” resource vs. “stateless” resource) [86], and many of
them (e.g., [86,123,124]) only investigate private cloud settings which may not adapt to
the highly dynamic public cloud environment. Therefore, a tenant’s cost-eﬀective use
of ﬁne-grained scaling in a dynamic, multi-tenant public cloud environment remains a
critical and challenging problem. We explore this problem in Chapter 6.

1.1.3 Our Approach
This dissertation develops solutions for improving both the cloud’s and the tenants’
cost-eﬃcacy in a public cloud eco-system.
From the cloud side, it ﬁrst investigates the problem of optimizing the cloud’s operational costs (Section 3.1). In the face of the scalability limitations of optimal control
problem formulations discussed in Section 1.1.1, it designs and evaluates a hierarchical
framework that employs temporal aggregation and spatial (control knob) abstraction to
achieve scalability and ease of casting/updating upon changes. Moreover, it provides a
suite of algorithms under the framework to deal with workloads with diﬀerent degrees of
predictability. Second, it explores the problem of leveraging explicit dynamic eﬀective
capacity modulation, complementing dynamic pricing, for a public cloud’s proﬁtability
(Section 3.2). A leader/follower game-based control framework is designed and implemented to evaluate the beneﬁts of the proposed approaches. It also provides real-world
use cases for tenants that may engage in public clouds with such oﬀerings.
From the tenant side, since the current public cloud providers do not oﬀer VMs
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with the futuristic properties proposed in this dissertation, it uses Amazon EC2 spot
instance, on-demand instances and burstable instances as representative VM oﬀerings
from public clouds with similar (yet not the same) properties and explores the potential
cost-beneﬁt for tenants that use these options (or a subset of these) collectively. To
address the limitations of prior studies that may hurdle the eﬀective use of spot instances,
it identiﬁes, models and evaluates the key features of spot instances using real-world
spot price traces (Chapter 4). The resulting models and predictors are scalable and
computationally eﬃcient to use. Then it presents two real-world tenant case studies
incorporating these key features, as well as these VM options, in the tenant’s resource
procurement to achieve the desirable cost-performance trade-oﬀ (Chapter 5). It also
adapts existing techniques and develops software suites, customized according to the
speciﬁc application properties, for the tenant’s cost-eﬀective resource orchestration. In
addition, to further improve the tenant’s cost-eﬃcacy through ﬁne-grained resource
scaling, it devises feedback controllers which incorporate the idiosyncrasies of diﬀerent
computing resources while satisfying the application’s performance requirements on a
public cloud platform with multi-tenancy.

1.2 Contributions
This dissertation makes the following speciﬁc research contributions:
Modeling and control for optimizing a cloud’s operational costs (Section 3.1).
These problems are generally computationally diﬃcult due to the complexity on
multiple fronts: large control space (while we use the example of certain IT-based knobs,
in fact many more exist, even non-IT), complex input modeling (for both utility prices
and in workloads as shown in related work, as well as from our collaboration with IBM
and an investigation of their traces), large state space in general (e.g., necessitated when
delays are allowed). We propose a general hierarchical DR framework with the abstract
knobs of power demand dropping and delaying, and examples of tractable formulations
based on it. We develop a suite of cloud control algorithms capable of accommodating
diﬀerent kinds of workload uncertainty (both stochastic and completely adversarial).
Our evaluation results based on real-world traces and workloads show the eﬃcacy of
our proposed approaches and help us understand various subtelties of when and why
these control knobs might be (or might not be) useful for cost-eﬃcacy.
Methodology development for improving a public cloud’s proﬁtability via
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dynamic capacity modulation and dynamic pricing (Section 3.2).
We identify dynamic eﬀective capacity modulation as a key explicit control knob,
complementing dynamic pricing, for a cloud’s proﬁt maximization. We provide a variety
of evidence that dynamic eﬀective capacity already occurs in current clouds and argue
for why it might grow and for its potential proﬁtability. Based on a general and systematic deﬁnition of SLA classes, we construct mechanisms for a cloud’s decision-making
in the context of a set of tenants once they have chosen an appropriate SLA class. In
particular, we propose a leader/follower game-based cloud control framework using both
dynamic eﬀective capacity modulation and pricing for a cloud provider’s proﬁt maximization. We carry out both a trace-driven simulation and OpenStack-based prototype
experiments with realistic tenant benchmarks to help understand how the proposed
system might work in the real world. Some of our key ﬁndings include: (i) eﬀective capacity modulation and dynamic pricing are not interchangeable but complementary, (ii)
the provider should avoid exposing the tenant to operating regions where performance
degradation is unacceptable, (iii) the inappropriate choice of SLA class may result in
poor application performance, and such a tenant may ﬁnd it better to choose an SLA
class with more guaranteed capacity, and (iv) the provider may ﬁnd it proﬁtable to
even provide diﬀerentiated service within the same SLA class if it has good estimates
of tenant’s performance/price sensitivities.
Identiﬁcation of key features of spot instance pricing (Chapter 4).
We take Amazon EC2 spot instance as a representative VM oﬀering to study the
tenant’s cost-eﬀective orchestration under the price vs. capacity tradeoﬀ. To better
assist the tenant’s operation, we identify the key features that we think a tenant should
model: (i) lifetime of an instance, (ii) average spot price during lifetime, (iii) simultaneous revocations, and (iv) startup delay. For each feature, we identify shortcomings
in existing approaches, present a quantitative model, and develop scalable data-driven
predictors. Our key idea is that the analysis and modeling of spot instance properties
should take into account the speciﬁc bid values, which has been usually overlooked by
prior analysis that only used raw historical spot prices. Our study reveals novel insights
about spot operation with implications for tenant control.
Tenant resource procurement leveraging price/capacity dynamism (Chapter 5).
We pick two representative real-world workloads and provide case studies to demonstrate the tenant’s cost-eﬀective operations along the price/capacity dynamism axis, par8

ticularly after incorporating the key features identiﬁed in Chapter 4. The ﬁrst case study
involves an in-memory data store deployed using a combination of both on-demand and
spot instances. We employ the novel idea of hot/cold mixing, complementing our models
of the key features for spot instance pricing, to reduce the resource wastage and improve
cost-savings. We employ burstable instances as backup replicas to handle the performance degradation due to spot bid failures. The second case study focuses on batch
job processing: we leverage a fault-tolerance mechanism, replicating computation, to
optimize the cost vs. performance trade-oﬀ for a tenant running delay-tolerant batch
jobs. We design heuristic-based strategies, which rely on a subset of the key spot price
features, for the placement decisions of the primary and backup copies of a batch job.
For both case studies, we adapt existing system techniques and develop software suites,
customized according to the speciﬁc application properties. Our case studies show that
the proposed approaches, with the help of our models of the key features of spot prices,
can achieve signiﬁcant cost-savings compared to the baseline approaches.
Tenant resource procurement leveraging ﬁne-grained resource scaling (Chapter 5).
Along the scaling granularity axis, we focus on ﬁne-grained resource scaling. We
identify the opportunities and challenges in augmenting the current cloud provider’s
service interface to also include ﬁne-grained resource scaling, and present qualitative
arguments for why this would oﬀer cost beneﬁts for both the provider and its tenants. We focus on the cost-eﬀective operation of a tenant in the highly variable cloud
environment with various sources of complexity, and devise a feedback control-based
ﬁne-grained resource scaling architecture. In particular, we identify the performance
degradation due to scaling down stateful resource (even with perfect knowledge) and
design the controller accordingly with a dynamic slackness based on our deﬁnition of
“turnover”, which is rarely explored in the literature. We demonstrate the eﬃcacy of
our ideas by implementing a case study with a Memcached tenant workload in our labbased cluster. Our experiment results exhibit signiﬁcant cost-savings by coordinating
ﬁne-grained CPU and memory scaling while meeting the application’s performance target. In addition, we implemented our ﬁne-grained resource scaling (as a local controller
within each VM), combined with coarse-grained scaling in a prototype system on EC2,
and show the beneﬁt of such a combination in dealing with unexpected ﬂash crowds.
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1.3 Organization
The remainder of this dissertation is organized as follows. First, we introduce the background and related work in Chapter 2. In Chapter 3, we study the problem of improving
the cloud’s cost-eﬃcacy by (i) minimizing the cloud’s operational costs (Section 3.1) and
(ii) maximizing the cloud’s proﬁtability via dynamic eﬀective capacity modulation and
dynamic pricing (Section 3.2). Before delving into tenant orchestration, we identify and
model the key features for using spot instances eﬀectively in Chapter 4. Then in Chapter 5, we present two real-world tenant case studies which leverage these key features,
as well as burstable instances, for resource procurement. In Chapter 6, we present our
feedback controller design for the tenant’s cost-eﬀective operations when ﬁne-grained resource scaling is enabled. Finally, we summarize our work and discuss future directions
in Chapter 7.
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Chapter 2 |
Background and Related Work
2.1 Background
Public cloud VM oﬀerings.
In Chapter 1, we present our classiﬁcation of public cloud VM oﬀerings along three
axes (Figure 1.1) and brieﬂy introduce the problems the tenants may face when leveraging tradeoﬀs of diﬀerent oﬀerings. Here we discuss our understanding/vision of these
oﬀerings in detail, which serve as the basis for this dissertation.
• Price Dynamism: Most VMs today have relatively static prices (change over months).
Amazon EC2’s spot instances are the most prominent examples of VMs with dynamic
pricing. Associated with a spot instance is a highly dynamic (may change in a matter
of minutes) spot price that the cloud provider uses to incentivize certain types of
tenant behavior (presumably to ﬁx supply-demand mismatches and improve its own
cost-eﬃcacy). Several papers have explored alternate dynamic pricing designs and
tenant procurement in the context of such pricing [32,42,72,80,117,148,160,162,164].
It is reasonable to assume, therefore, that one or more forms of dynamic pricing will
continue to exist in the public cloud and continue to appeal to certain tenants.
• Capacity Dynamism: A key feature of public cloud VMs that is now well-appreciated
by many tenants is that there may be a discernible gap between their advertized and
oﬀered capacities. This gap tends to be higher for cheaper VMs and likely arises due to
diﬀerential cost-eﬃcacy measures employed by the provider such as diﬀerent degrees
of consolidation and other types of resource under-provisioning for diﬀerent VM types.
Furthermore, numerous sources report that this gap can exhibit temporal variation,
introducing additional complexity for tenants that wish to use such VMs [69, 149].
11

We ﬁnd it useful to think of Amazon EC2 spot instances as representing an extreme
form of such capacity dynamism - when a tenant’s bid for a VM fails, the VM oﬀers
“0 capacity.” Google’s pre-emptible VMs may be viewed similarly, although their
prices are ﬁxed and the tenant’s control on pre-emption is less direct (there is no
bidding). Capacity dynamism may be explicitly documented for certain VM types,
e.g., as with Amazon EC2 burstable instances. Finally, plenty of evidence exists,
including our own measurements, that such dynamism exists even for many VMs of
ﬁxed advertized capacity [23, 24, 46, 156]. It is reasonable to expect many VM types
with diﬀerent types of capacity dynamism will continue to be oﬀered.
• Granularity of Resource Allocation: Public cloud providers have generally allowed
resource allocation at the relatively “coarse” granularity of an entire VM (or recently,
a container) with ﬁxed advertized resource capacities. Whereas the actual resource
allocations for these VMs might vary at a ﬁner granularity (recall the aforementioned
gap between oﬀered and advertized capacities), it results from actions carried out
unilaterally by the provider without involving the tenants (with tenants implicitly
inferring such changes through their own performance observations and modeling). A
recent trend is the emergence of options for ﬁner scaling starting with very small VMs,
e.g., EC2 ElastiCache nodes (1 vCPU, 0.555 GB DRAM). Following this, options
for scaling of individual resources for already-procured VMs have started to appear,
variously labeled resource-as-a-service [2] and vertical scaling [125]. E.g., Amazon’s
burstable instances allow for a VM’s CPU capacity to be scaled up/down dynamically
(although via a token bucket like SLA) and its recent C4 instances may alter the P- and
C-states of cores. A more explicit option is oﬀered by ProﬁtBricks, wherein additional
CPUs may be dynamically added to an existing VM (although dynamically scaling
down of CPUs is not oﬀered as far as we know); the tenant is charged based on its
CPU x time usage. It is conceivable that even ﬁner, more ﬂexible, and more diverse
(spanning other resources) scaling could be oﬀered.
Each of these three axes, when considered separately, could be leveraged by the cloud
provider to improve resource utilization. However, when combined together for a new
(futuristic) VM oﬀering, would these aspects achieve better proﬁtability for the cloud?
Or would they be interchangeable such that VMs that are provisioned with higher dynamism along a single axis would be enough for proﬁtability concerns? These questions
shed a light on our methodology development for the cloud’s control in Chapter 3. On
the other hand, due to the complex VM oﬀerings shown in Figure 1.1, the tenant is now
12

confronted with a dizzying array of resource procurement options and the corresponding resource orchestration problem grows exponentially in size, which motivates us to
explore scalable yet eﬀective solutions in Chapters 4, 5 and 6.

2.2 Related Work
2.2.1 Improving Cloud’s Cost-eﬃcacy
.
Cloud’s pricing design. Pricing design is a canonical approach for balancing supplydemand and maximizing proﬁtability in many areas. When moving to the cloud, there
has been a large body of related work in cloud pricing design, including techniques such
as Nash games [32,42], auction framework [80], MDP [162], non-optimization-based [72,
117], etc. A common assumption in prior work is that the cloud can predict well the
tenant’s demand and control for theoretical tractability. However, in this thesis we
look at a more general spectrum of tenant applications/workloads, including real-world
workloads and strategic control with poor predictability. Our prior work, [148] proposes
a game-based cloud pricing framework which also explores the cloud’s proﬁtability with
poor predictability in workloads under dynamic pricing. However, it does not explicitly
consider a tenant’s application performance in framework formulation.
Eﬀective Capacity modulation. Modulating the service quality is another salient
idea employed by many utility providers; one such example is ﬂight overbooking in
the airline industry, wherein more seats are sold than the ﬂight actually has. In the
cloud computing area, plenty of research has shown the evidence of dynamic eﬀective capacity on commercial IaaS cloud platforms [40, 46, 52, 99, 154, 156]. However,
to the best of our knowledge, the implications of eﬀective capacity modulation on a
provider’s operation/proﬁt (particularly taking into account the tenants’ response to
such modulation), complementing dynamic pricing, has not yet been explored in existing research. Several speciﬁc forms of eﬀective capacity modulation have been explored.
As one example, a popular line of work focuses on cloud cost optimization via VM
consolidation [31, 159, 161] (mostly in private clouds), one way in which eﬀective capacity modulation might be realized. However, such an approach does not consider the
tenant’s strategic behavior (based on its utility model) in response to the degraded application performance, thereby losing the opportunity of further improving the cloud’s
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proﬁt by exploiting the “slackness” in the tenant’s tolerance to eﬀective capacity reduction. In public clouds, the only research work we ﬁnd related to eﬀective capacity
is [99], wherein Google researchers discuss the potential beneﬁt of modulating provisioned network bandwidth without the tenants’ awareness, which seems “cheating” to
tenants and complicates/worsens their resource procurement strategies. However, in
this thesis a tenant chooses from multiple SLA classes and a corresponding baseline
capacity deﬁned in the chosen SLA class is guaranteed.
Optimizing Cloud’s operational costs. Energy costs take up a large portion of
the cloud’s overall costs (as high as 24% in 2012 according to [7, 59]) and are of great
importance in improving the cloud’s cost-eﬃcacy. Research studies in this area mainly
focus on employing demand-side management techniques within data centers, in response to electric utility pricing complexities (e.g., coincident peaks [83], peak pricing [5, 55, 132, 151–153, 163, 175], time-varying prices [36, 85, 89, 110, 140], etc.), and also
to avail of cost beneﬁts oﬀered by “supply-side” options such as local generation (including renewables) [35,53,84,113] or such oﬀerings from the grid as ancillary services [21,87],
carbon credits [35, 89, 113], etc. This body of work has explored the use of a variety of
demand-side control knobs such as DVFS [17], geographical load balancing [36, 85, 110],
partial application execution [163], energy storage [5, 6, 56, 140, 153, 165], etc. These
existing techniques are complementary to the proposed approach in this thesis, since
our implementation may beneﬁt from their ideas when translating our aggregate control
decisions into real control decisions.

2.2.2 Tenant Strategic Resource Procurement
Tenant strategic operations under futuristic cloud oﬀerings with dynamic
prices and capacities. There exists a plethora of related work that investigates how
tenants react to dynamic pricing strategically in public clouds [32,148,164]. Many recent
papers have also explored how to improve a tenant’s application performance or costeﬃcacy using VM oﬀerings with explicit eﬀective capacity modulation [156] or implicit
dynamic capacity modulation [28,40,69]. These studies are complementary to our work
and could be incorporated into our cloud control framework introduced in Section 3.2
to make our tenant’s model more realistic.
Tenant cost-eﬀective resource procurement under existing cloud oﬀerings.
As discussed in Chapter 1, tenants could leverage the trade-oﬀs of price vs. capacity
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to improve their cost-eﬃcacy. Since Amazon EC2 spot instance is a representative
VM type (and the only one) which oﬀers the trade-oﬀ of price vs. availability via
dynamic pricing and bidding, there exist a plethora of related work providing costeﬀective solutions for tenant’s procurement of spot instances, combined with on-demand
and/or reserved instances, for diﬀerent workloads or applications, e.g., delay-tolerance
batch jobs [75,98,122,129,133,146,171], video streaming [61], data caching [164]. Several
fault-tolerance mechanisms have been explored to deal with bid failures, e.g., checkpointing, live-migration, replication, which are complementary to our work and can be
incorporated into the proposed framework in this thesis to provide better performance.
Towards the trade-oﬀ of price vs. eﬀective capacity, on the one hand most of the research
works explore spatial capacity variation, i.e., the heterogeneity of capacity variations of
diﬀerent instance types, which leads to cost-optimal instance selection and operations for
heterogeneous clusters [14,81,142]. On the other hand, some recent research works begin
to exploit the cost-beneﬁt of using instances with high temporal capacity variation, e.g.
EC2 burstable instances, for executing jobs with intermittent resource needs [156]. A
more detailed discussion about the related work in this area can be found in Section 5.1.
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Chapter 3 |
Cloud Control: Optimizing Public Cloud’s Proﬁtability
Optimizing cloud’s proﬁtability involves both minimizing its operational costs and improving its revenue. Therefore, in this chapter, we take two steps to address the problem:
(i) Optimizing cloud’s operational costs using aggregate control knobs to overcome scalability limitations, and (ii) optimizing cloud’s revenue by dynamic eﬀective capacity
modulation, complementing dynamic pricing.
Throughout this chapter, we take energy as a representative resource to estimate
the cloud’s operational costs, with the following points about the generality/relevance
of our ﬁndings: (a) the contribution of energy costs to the cloud’s operational costs (and
its impact on the cloud’s proﬁts) might be small in the current cloud data centers in
the US but may be much higher in other energy-thirsty areas, (b) already a signiﬁcant
contributor of cloud’s overall costs [7, 58, 108, 144], the energy price/costs will likely
be higher in the future, (c) good starting point as a single resource rather than the
complexity that will result if multiple resources are brought into the picture, and (d)
simpler than some other resources in some ways including the fact that these costs
are charged/exchanged at relatively short time scales making accounting/attribution
easier. Given the availability of demand data (i.e., energy usage) from real-world clouds
and their tenants, the pricing and control mechanisms devised in this thesis may be
applicable to other resources, e.g., cloud network bandwidth, as well.
Figure 3.1 shows the system model we focus on throughout this chapter. We consider
a discrete-time system wherein the control decisions are made at the beginning of each
time-slot (e.g., an hour), indexed by t. In our system, the cloud is charged by the electric
utility based on a hybrid electricity pricing scheme which combines peak-based and time16
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Figure 3.1: Overview of our system model.
varying pricing. We denote as Pt the cloud’s power consumption during time-slot t. We
assume that power demand is “ﬂuid” and can be deferred or dropped. We denote as αt
the dynamic energy prices and as β is peak power price. The hierarchical DR framework
in Section 3.1 is based on this hybrid utility pricing. However, in Section 3.2, since we
employ myopic control approach in which the cloud only optimize its proﬁts over shortterm horizon due to the complexity of tenants’ demands and responses, we will only
look at the scenario wherein the cloud is charged based on time-varying pricing and the
peak power cost β is ignored.
The real-world tenants usually have various resources/services to pick from the cloud,
e.g., storage, computing resource packed as virtual machines (VMs), network bandwidth,
software service, etc. As one simpliﬁcation, we choose VMs as the only resource that
tenants procure from the cloud. And in our theoretic framework we only work with one
type of VM for simplicity although in the real world various kinds of VMs are provided
with diﬀerent capacity and prices. The cloud publishes VM price θt− at the beginning
of time-slot t. Then the tenants have to determine the number of VMs they need from
the cloud, denoted as di,t for tenant i at time-slot t, based on their workloads and the
VM price.
Under the hybrid utility pricing, the cloud could carry out a variety of control knobs,
e.g., job scheduling, VM consolidation, DVFS. We assume that the cloud’s control does
not aﬀect utility pricing. However, in this dissertation, the tenants could carry out
their control, e.g. via diﬀerent VM procurement strategies or VM deferral, which will
aﬀect the cloud’s prices. Note that although we only look at one cloud provider in the
system model, implicitly our proposed framework can also be used for other scenarios
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with multiple providers by allowing tenants to reduce/drop their demand and move to
other providers.

3.1 Minimizing Cloud’s Operational Costs
In this section we focus on the minimizing the cloud’s operational costs, in particular,
the energy/power costs. The tenants’ strategic interactions, although not explicitly
considered here, can be incentivized to be aligned with the cloud’s control decisions via
appropriate pricing design and dynamic capacity modulation introduced in Chapter 3.2.

3.1.1 Background and Motivation
There are various sources of complexity involved in cloud’s control problem with the
goal of minimizing the cloud’s power costs. We discuss these in the following:
1. Complexity of IT Knobs1 : Most IT knobs oﬀer discrete control options (e.g., DVFS
states of a CPU, number of severs to shutdown, particular requests to turn away,
etc.) which leads to combinatorial optimization formulations. Their operation
is often intimately tied to idiosyncrasies of the software workload (e.g., load balancing or admission control at the unit of a “request,” scheduling at the unit
of a “job” or a “process,” etc.). Finally, they exhibit signiﬁcant diversity in the
temporal (ranging from seconds to hours) and resource granularity (from single
thread/CPU to much larger collections of resources) over which they operate. Due
to these factors, even though these knobs are very well-understood individually,
employing them collectively for optimizing a data center’s utility bill remains diﬃcult.
2. Complexity of Utility Pricing: Further contributing to the scalability challenge is
the fact that utility bills are computed over signiﬁcantly long periods of time (typically a month) compared to the time granularity at which most IT knobs operate
(seconds or minutes). Furthermore, real-world utility bills for large consumers
such as data centers are not merely based on raw energy consumption over the
billing cycle, but involve one (or a combination) of the following: (i) peak-based
1
Although there are various ways for the cloud to carry out control, we only focus on IT-based
control knobs in this thesis.
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pricing, wherein a component of the electricity bill is dependent on the peak power
drawn over the billing cycle [37] and (ii) time-varying pricing, wherein the per unit
energy price ﬂuctuates over time (there are many examples of this operating at
diﬀerent time granularity such as very ﬁne time-scale spot prices [115] or higher
prices during periods of coincident peaks experienced by the utility [27]).
3. Uncertainty of Real-world Workload: Many real-world workloads of the cloud/tenants exhibit uncertainty [112]. Although existing literature shows that data
center workloads can sometimes be captured well via statistical modeling techniques [16], we do observe complex workloads (for both IT resource and power)
in related work as well as from our own collaboration with IBM and investigation of their traces. For example, by looking into the IBM traces, we ﬁnd that
the lifetime of diﬀerent tenants’ virtual machines (VMs) exhibit entirely diﬀerent
behaviors, which do not follow exponential distribution; the job arrivals do not
follow Poisson process, and are not even stationary, which, however, is commonly
assumed in prior work.
These factors can combine to result in cloud’s control problem formulations that are (a)
computationally intractable 2 , and (b) diﬃcult to cast and update upon changes within
the workloads, pricing, or IT infrastructure. A signiﬁcant portion of related work is
concerned with optimization problems deﬁned over much shorter time-spans using a
small and speciﬁc set of knobs, and ignores/simpliﬁes these complexities of pricing,
allowing such work to overcome these scalability problems. A small set of papers do
look at the utility bill optimization problem but tend to focus on speciﬁc knobs and
utility pricing schemes.
In this thesis, we propose to overcome these complexities by aggregating diverse IT
knobs as “dropping” and/or “delaying” power demands. Furthermore, we propose a
general control framework and a suite of algorithms to for the cloud to optimize its
energy bill in a scalable way. The control framework and aggregate control knobs of
this chapter could also be used to further facilitate (i) the cloud pricing design and (ii)
modeling and evaluating the interactions between cloud’s and tenants’ operations in
Chapter 3.2.
2

Exceptions do exist and in some cases certain special structural properties allow for scalable optimization formulations. We are, however, interested in the general case.
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3.1.2 System Design
We propose a hierarchical optimization framework wherein the “upper” layer carries out
decision-making based on two complementary forms of aggregation. First, it employs
temporal aggregation whereby it restricts the number of decision instances over the
billing cycle to computationally feasible values. Second, it employs spatial (i.e., control
knob) aggregation whereby it replaces the large and diverse set of IT knobs available
to the data center with two abstract DR knobs labeled demand dropping and demand
delaying that operate upon a ﬂuid power demand. Figure 6.2 presents an illustration of
the main ideas underlying our approach.
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Figure 3.2: An overview of our optimization framework.
The key insight underlying our modeling is that despite their immense diversity,
all IT knobs can be viewed as having the eﬀect of either reducing (i.e., dropping) or
postponing (i.e., delaying) a portion of the power consumption (or a combination of
these eﬀects). To appreciate this, consider the following concrete examples:
1. Demand Dropping: A Web search application employing the knob of partial execution for some of its queries for meeting response time targets [163] is an example
of a workload that is delay-sensitive and can drop some of its power needs (relative
to that corresponding to the best quality results) to meet delay targets. Another
example is a video server that exploits multiple ﬁdelity videos that MPEG allows
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to guarantee ﬂuent streaming [45] by sending lowering the video quality during
overloads (with lower power consumption).
2. Demand Delaying: For several batch workloads (e.g., a MapReduce-based set of
tasks [166]), dropping is intolerable but delaying demand as long as it ﬁnishes
before a deadline (typically with suﬃcient ﬂexibility for scheduling) is acceptable.
3. Both Dropping and Delaying: Some applications can have combinations of the
above two. E.g., a search engine typically has a user-facing Web front-end as
well as a backend component that does crawling and indexing, with these two
components’ power demand modulated via dropping and delaying, respectively.
Since many data center workloads exhibit uncertainty [112] as do electricity prices [83],
we devise control techniques that can adapt their behavior to workload and price evolution in an online manner. We design and present three such control algorithms for
sequential decision-making in Section 3.1.2.2. Our algorithms diﬀer in the assumptions
they make about input predictability (with correspondingly diﬀerent eﬀorts involved in
“learning” their respective input models) and oﬀer diﬀerent computational complexities
(i.e., scalability). A data center might ﬁnd one of these more appropriate than others
based on how this trade-oﬀ between input prediction accuracy and computational complexity applies to it. Finally, the “bottom” layer of our hierarchical framework employs
techniques from existing work to enforce the power modulation decisions made by the
upper layer. To illustrate our approach, we conduct a case study which relies on existing work on power/performance trade-oﬀ associated with admission control and MPEG
video quality modulation for our streaming media server workload (details in our prior
work [152]).
3.1.2.1

Problem formulation

In this section, we formulate the optimization problem that the upper layer of our
hierarchical framework solves.
Input Parameters: We consider a slotted model wherein control decisions are made
at the beginning of control windows of equal duration δ. We denote by T the number
of such control windows within a single billing cycle, which constitutes our optimization
horizon. Let the time-series {pt : 1 ≤ t ≤ T } denote the power demand of the data
center over the optimization window of interest, with 0 ≤ pt ≤ pmax denoting its power
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demand during the tth control window. Here pmax denotes the maximum power demand
the data center may pose during a single control window and would depend on the data
center’s workload, its IT/cooling infrastructure, and the power delivery infrastructure
provisioned by the data center. To represent the time-varying pricing employed in
many electric tariﬀs (e.g., [115]), we deﬁne a time-varying energy price of αt dollars per
unit energy (in units of $/kWH). To represent peak-based charging (e.g., [37, 55, 163]),
we deﬁne a peak price of β dollars per unit peak power per billing cycle (in units of
$/kW). Based on evidence in existing work, we employ (i) a convex non-decreasing
function to model the revenue loss due to demand dropping (ldrop (demand)), and (ii) a
linear non-decreasing function to model revenue loss (per slot of delay) due to demand
delaying (ldelay (demand) = kdelay · demand, kdelay > 0), where demand is in units of
power [45, 85, 141].
Decision Variables: At the beginning of a control window t (or simply t henceforth),
the data center can have “residual” power demands due to delaying in the past (in
addition to the newly incoming demand pt ). Let rt denote the aggregate residual demand
at the beginning of time slot t. Denote as ymax the peak demand admitted in any window
during [1, ..., T ]. The control actions to be taken by the data center during t involve
admitting, postponing, and dropping portions of rt and pt . We denote as dt and at the
demand that is dropped and admitted out of pt respectively, a′ t and d′ t the demand that
is dropped out of rt . Finally, we denote as A the set {at }t∈[1,T ] , A′ the set {a′ t }t∈[1,T ] ,
D the set {dt }t∈[1,t] , and as D′ the set {d′ t }t∈[1,t] of decision variables.
Objective: We choose as our data center’s objective the minimization of the sum of its
utility
from DR O({A}, {D}, {A′ }, {D′ }): βymax +
( bill and any revenue loss resulting
)
∑

αt (at + a′ t ) + ldrop (dt ) + kdelay rt .
Notice that our objective does not have an explicit revenue term which might give the
impression that it does not capture the data center’s incentive for admitting demand. It
is important to observe that the incentive for admitting demand comes from the costs
associated with dropping or delaying demand. Generally, one would have ldrop (a) >
αt (a) · a to disallow scenarios where the data center prefers dropping all demand to
admitting it. However, there can be situations (e.g., extremely high energy prices during
coincident peaks [27, 83]) when this is not so. Finally, we could also include a revenue
model of accepted demand, simply resulting in αt (.) < 0 in our problem formulation.
Constraints: The aggregate demand in the data center at the beginning of t is given
by the new demand pt , and any demand unmet so far (deferred from previous time
t
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slots) rt . Since this demand must be treated via a combination of the following: (i)
serve demand at and a′ t , (ii) drop demand dt and d′ t , and (iii) postpone/delay demand
(rt+1 ) (to be served during [t + 1, ..., T ]), we have:
(pt − at − dt ) + (rt − a′ t − d′ t ) = rt+1 , ∀t.

(3.1)

Any residual demand or new demand that is not admitted or dropped during t is postponed to the next time slot:
rt − a′ t − d′ t ≥ 0, ∀t.
(3.2)
pt − at − dt ≥ 0, ∀t.

(3.3)

To keep our problem restricted to one billing cycle, we add an additional constraint that
any delayed demand must be admitted by the end of our optimization horizon:
rT +1 = 0.

(3.4)

Alternate formulations that minimize costs over multiple billing cycles may relax the
constraint above. The peak demand admitted ymax must satisfy the following:
ymax ≥ at + a′ t , ∀t.

(3.5)

ymax , at , dt , a′ t , d′ t , rt ≥ 0, ∀t.

(3.6)

Finally, we have:

Oﬄine Problem: Based on the above, we formulate the following oﬄine problem
(called OFF):
Minimize
subject to

O({A}, {D}, {A′ }, {D′ }),
(3.1) − (3.6).

OFF will serve as a baseline against which we compare the eﬃcacy of our stochastic/online algorithms. Owing to the following lemma, we can simplify our problem
formulation by setting d′ t = 0, ∀t):
Lemma 1. If ldelay (.) > 0, then there always exists an optimal solution of OFF that
never postpones some demand only to drop it in the future.
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Our proof is based on a contradiction-based argument. We present it in the Appendix.
Discussion: We point out some limitations and possible generalizations of our formulations below:
• A key assumption in our modeling is what one might call “conservation” of power
demand (as captured by constraint (1)). E.g., we do not capture possibilities such as
delaying of some power demand resulting in a change in overall power needs. Also, we
assume that a power demand modulation decision does not aﬀect the future external
demand process. E.g., a request that is turned away (due to some power demand
being “dropped”) does not return. Finally, we work with a ldelay (demand) function
that is linear in the demand delayed per slot. A non-linear ldelay (demand, delay) would
require that all the “residual” power demands that are postponed till a time slot
and have not been admitted so far have to be recorded as state variables such that
the delay costs can be evaluated based on their individual delay, which makes the
framework unscalable. We make all of these simpliﬁcations for scalability (one of our
primary goals), and leave it to future work to evaluate their impact on the eﬃcacy of
our approach.
• Our problem formulation is general enough to incorporate the so-called “coincident
peak” as in [83]. This would be done by appropriately setting the αt values for the
windows when energy prices go up due to the occurrence of a coincident peak.
• Finally, one key beneﬁt of our approach is the ease of casting (or re-casting upon
changes in the environment) the overall optimization problem. In particular, the
hierarchical nature of our approach implies that any changes only necessitate updates
to the lower layer translations associated with these changes rather than the overall
optimization framework.
In the following sections, we present a suite of algorithms under the proposed hierarchial power cost optimization framework to deal with diﬀerent scenarios of workload
uncertainty.
3.1.2.2

Decision making algorithms

A. Decision making under predictable input: Stochastic dynamic programming
Since data center workloads can often be captured well via statistical modeling
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techniques [16,83], we develop a stochastic dynamic programming (SDP) that leverages
such modeling. We choose as the goal of our SDP the minimization of the expectation
of the sum of the data center’s electricity bill and demand modulation penalties over
an optimization horizon, and denote it Ō({A}, {A′ }, {D}). One key diﬃculty in our
formulation arises due to the somewhat unconventional nature of our SDP wherein our
objective is a hybrid of additive (total energy) and maximal (peak power) components.3
Consequently, we deﬁne as our state variable a combination of the residual demands rt
and the peak power admitted so far. Using yt to denote the peak demand admitted
during [1, ..., t − 1], we represent the state at time t as the 2-tuple st = (rt , yt ). The peak
demand at the end of the optimization horizon yT +1 then corresponds to the variable
ymax employed in OFF.
More details about the SDP formulation can be found in [152]. Note that this SDP
oﬀers a runtime of O(R · L5p · Lα · T ) under the assumptions of stage-independence for
demands and prices and denoting as O(R) the runtime of a sub-problem SDP(t) (Lp
and Lα are the number of discretization levels used for power demands and electricity
prices, respectively). We conjecture that this SDP can be solved eﬃciently if the input
prediction models are “simple” (e.g., stage-independent or ﬁrst-order Markov chains).
For more complex input models, however, the SDP is likely to run into the well-known
“curses of dimensionality” and become intractable.
Special Case of Only Dropping: For some workloads, delaying is not tolerable and
dropping is the only option. E.g., consider a Web search engine which is delay-sensitive
but can do partial execution of search queries to save energy as long as response time
guarantees are maintained [163]). For such cases, the state simpliﬁes even further to
st = yt and the set of control variables shrinks to only dt to describe dropping. This
specialized SDP (that we label SDPDrop ) has a reduced runtime of O(R · L3p · Lα · T ).
More interestingly, the structure of the optimal policy for SDPDrop given by the following
lemma (proof in the Appendix) provides a way of explicitly ﬁnding the optimal control
policy [8]. Deﬁne µt = aptt , µt ∈ [0, 1], Gt (µt ) = E{αt (µt pt ) × µt pt + ldrop (pt − µt pt ) +
Vt+1 (max{µt pt , yt })} and ϕt (yt ) = arg minµt ∈R+ Gt (µt ).
Lemma 2. If the demands pt are independent across t, SDPDrop has the following
3
This represents an important diﬀerence from other existing SDP formulations in this area, such
as [143], where their objective is optimizing a purely energy-based cost.
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threshold-based optimal control policy:
(a∗t , d∗t ) =



(ϕt pt , pt − ϕt pt ),

ifϕt ≤ 1


(pt , 0),

ifϕt > 1

B. Decision making under predictable input: gSBB-based control
When the data center workload is not stage-independent or is not even modeled well
by a Markov process, the resulting SDP becomes computationally diﬃcult to solve. For
cases, we propose a gSBB-based control approach which uses a general queuing model
for the workload involving only a few statistical parameters. We describe this next.
Let µ be the mean of the data center’s “raw” power demand. Here we consider more
general demand modulation wherein units of demand will drop out and not return if
they are deferred (or to be deferred) by more than τ ∗ time slots. In addition to µ and
τ ∗ , suppose the “raw” demand is also modeled by a “generalized stochastically bounded
burstiness” (gSBB) curve [170] {(γ, ϕ(γτ ∗ ))|γ > µ}; i.e., a queue whose arrivals are the
"raw" demands and is served at rate γ will have backlog Qγ such that
P r(Qγ ≥ γτ ∗ ) ≤ ϕ(γτ ∗ )
The basic procedure of this gSBB-based control is as follows (see Figure 3.3(a)): The
data center as a “server” in the gSBB queuing system runs at a maximum service rate
γ, which is equivalent to regulating the peak power consumption to be within γ. Upon
new arrival, if the queue is empty, the new power demand can be admitted directly. If
the queue backlog is γτ ∗ , it would take the data center τ ∗ time slots to service all the
backlog demand, and new demand will have to be dropped since it needs to wait for τ ∗
time slots has to be serviced. Otherwise, the new demand can enter the queue and be
served within τ time slots in an FIFO order.
Note that the peak rate (and peak power consumption henceforth) of the queueoutput is limited to γ. Under the peak-based pricing scheme, the objective of the top
level demand modulation becomes one of selecting γ to minimize the expected cost over
a billing cycle of length T :
∫

min T µ
γ≥0

0

∞

C(τ )dFγ (τ ) + βγ

where T µ is the expected total demand obtained from historical data. Here Fγ (τ ) is
26

1

g=1500kWh
g=1700kWh
g=2000kWh

*

f (gt )

0.8

Qγ=0 Admit
Data
center

Arrival

Qγ≥ γτ*
Drop

0<Qγ< γτ*
Delay

0.6
0.4
0.2

Departure
0
0

Queue
backlog Qγ

Maximum
service rate: γ

(a) gSBB-based control loop.

5

10

15

20

*

t /Time slot

(b) Example of ϕ(γ, τ ∗ )
proﬁled for Google trace
in [152].

Figure 3.3: gSBB-based control.
the for the random delay of unit demand given that the service rate of the departure
process is γ, which will be explained in detail later. We deﬁne C(τ ) as the “price/cost”
(including energy cost, delay cost and dropping cost) imposed upon one unit of demand
with delay τ . For any unit of demand, if it is not delayed, the “price/cost” is equivalent
to the energy cost α; if it is delayed for τ time slots, the unit “price/cost” of α + kdelay τ
(or other forms of delay penalty) will be incurred for linear delay cost; if it is dropped,
the “price/cost” will be kdrop . Here C(τ ) can be viewed as an approximation for the
actual unit “price/cost.”
Correspondingly, we deﬁne ∆γ as a random variable for the delay of unit demand
given that the service rate of the departure process is γ, and denote as Fγ (τ ) the CDF
of ∆, therefore
Fγ (τ ) = P r(∆γ ≤ τ ) = P r(

Qγ
≤ τ ) = 1 − ϕ(γτ )
γ

wherein the second equality holds since new demand will have delay Qγγ when the backlog
is Qγ . Then dFγ (τ ) = −dϕ(γτ ). The objective cost function becomes:
min −T µ
γ≥0

∫

∞

C(τ )dϕ(γτ ) + βγ

0

in which C(τ ) and τ ∗ are pre-determined by the speciﬁc application running in the data
center; ϕ(γτ ) can be obtained from historical data by proﬁling ϕ(γτ ∗ ). 4
4

Note that the βγ term approximates a peak power (γ) penalty. The γ term here could be replaced
instead by the approximation (µ + 2σ)(1 − ϕ(τ γ)) + 2σ̂, i.e., mean power consumed plus two standard
deviations (by an abuse of PASTA and “ﬂuctuations increase delay,” the latter implying the standard
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Implementation Considerations: To implement our gSBB-based control, the ﬁrst
step is to proﬁle ϕ(γτ ∗ ). Choose γ from (0, pmax ] and τ ∗ from [0, τmax ] and obtain a
table of ϕ(γ, τ ∗ ) by repeatedly performing the basic procedure of gSBB-based control
using given γ, τ ∗ and historical data. Figure 3.3(b) shows an example of proﬁling ϕ(γτ ∗ ).
The next step is to solve the above oﬄine optimization problem. The solution (γ) of
the problem together with τ ∗ determined by the application can be used to perform
gSBB-based control on the new demand. Note that the gSBB-based control can also
be done in a partially online fashion by repeating the above steps with most recent
historical data periodically.
C. Decision making under unpredictable input: A fully online algorithm
For the extreme case that the cloud’s workload is purely unpredictable, we present
a fully online algorithm labeled ONDrop and competitive analysis for it for the special
case where only power demand dropping is allowed. Notice that the resulting problem
setting is identical to that considered for SDPDrop with the diﬀerence that whereas
ONDrop assumes adversarial power demand inputs, SDPDrop was designed for power
demands that can be described stochastically. The following lemma is key to the design
of ONDrop :
Lemma 3. If only demand dropping is allowed, and ldrop (x) = kdrop x, the optimal
solution of OFF has a demand dropping threshold θ of the following form: if we denote
p̂t as the tth largest demand value in {pt }Tt=1 and α̂t the corresponding energy price, then
∑n
∑
θ = p̂n , where β − n−1
t=1 (kdrop − α̂t ) ≤ 0. As a special case,
t=1 (kdrop − α̂t ) ≥ 0 and β −
if αt = α for all t (pure peak-based pricing), n = ⌈ (kdropβ−α) ⌉.
The proof of Lemma 3 implies that the optimal demand dropping threshold of OFF
when only dropping is allowed can be found in an eﬃcient way. If we can keep track of
the p̂n in an online fashion, ﬁnally we can ﬁnd the optimal demand dropping threshold
after observing all the demand in the optimization horizon. So we exploit Lemma 3, to
devise ONDrop as follows:
For the special case of αt = α for all t (pure peak-based pricing), since n = ⌈ (kdropβ−α) ⌉
according to Lemma 3, step 3 can be simply becomes: if t < n, θ = 0; Otherwise,
θ = p̂n .
Theorem 1. ONDrop oﬀers a competitive ratio of 2 under peak-based pricing.
deviation of the departures may be greater than than of the arrivals), where σ is the standard deviation
of the incident power demand process (arrivals).
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ONDrop : Online Algorithm With Only Dropping.
1: Initialization: Set demand dropping threshold θ0 = 0.
2: At time t, sort p1 , ..., pt into p̂1 , ..., p̂t such that p̂1 ≥ p̂2 ≥ ... ≥ p̂t .
∑n−1
3: Update θt as follows: ﬁnd index n such that β − m=1
(kdrop − α̂m ) ≥ 0 and β −
∑n
m=1 (kdrop

− α̂m ) ≤ 0; set θt = p̂n .

4: Decision-making: Admit min(pt , θt ), drop [pt − θt ]+ .

Corollary 1. ONDrop oﬀers a competitive ratio of 2 − n1 under peak-based pricing when
αt = α for all t.
We present our proofs in the Appendix. One useful way of understanding ONDrop
is to view it as a generalization of the classic ski-rental problem [71]: Increasing the
dropping threshold is analogous to purchasing skis while admitting/dropping demands
according to the existing threshold is analogous to renting them. The generalization
lies repeating the basic ski-rental-like procedure after every n slots.
Implementation Considerations:. At the Initialization step of ONDrop , the demand dropping threshold is set to 0, which will not be changed until t ≥ n. However,
this is not practical in the real world (all the power demand before t ≥ n is dropped) and
results in the ineﬃciency of ONDrop . In fact, to reduce a monthly electricity bill, we can
perform ONDrop upon the most recent historical power demand data over a short period
of time (e.g., one-day dataset) to obtain a better initial demand dropping threshold. We
will evaluate this improved algorithm as ON∗Drop in Section 3.1.3.2.

3.1.3 Evaluation
In this section, we evaluate our approach using real-world workload power traces and
utility prices. Since cloud’s control under time-varying utility prices has been extensively
explored, we restrict the focus of our evaluation to peak-based pricing (while noting that
our framework is general enough to also capture time-varying prices including coincident
pricing as in [83].
Experimental Setup
Demand Traces: We employ three real-world demand traces (spanning 30 days)
adopted from recent studies:
• MediaServer: a service request trace [79] from a live video streaming system which
provides MPEG-4 video to its clients. For simplicity, we assume that the system will
send a 10-min MPEG-4 video to incoming clients at one of 3000 kb/s or 1500 kb/s
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Figure 3.4: Workloads from the 14th day to the 16th day. The blue line is the original trace,
and the red line is the time-of-day behavior of the trace.

(MPEG-4 standard [101]) during a control window. We transform the MPEG-4 bit
rate into power consumption based on data reported in [120] and generate the power
demand trace for our MediaServer.
• Facebook: a power demand trace based on data reported from a Facebook data
center [18] which runs MapReduce batch jobs.
• Google: a power demand trace based on data reported from a Google data center [39]
which runs a mixture of MapReduce, Webmail, and Web search jobs.
Additionally, we create a Synthetic power demand series with an emphasis on including an unpredictable surge in power demand (e.g., as might occur due to a ﬂash crowd),
which is built by adding a high power surge to the demand for MediaServer on the 15th
day. We show these power demand traces in Figure 3.4. Note that all of these real-world
traces (except for Synthetic) exhibit a strong time-of-day behavior.
Parameter Settings: We set the energy price α = 0.046$/kW h and the peak power
price β = 17.75$/kW based on the Duke electric utility pricing [37]. We work with
a monthly electricity billing cycle, wherein the control window (one time slot) spans
10 minutes, so there are 4320 time slots in the optimization horizon. We set kdelay =
0.02$/kW h based on [85], and kdrop = α + kdelay τ ∗ = 0.246, wherein τ ∗ = 10 is the
maximum delay allowed in the gSBB-based control. Our choice of kdrop implies that
it would be better to drop demand than to delay the demand for more than τ ∗ time
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slots. Because of the strong time-of-day behavior seen in the traces above, we use this
time-of-day plus a zero-mean Gaussian noise in SDP and SDPDrop . For ON∗Drop , we
train the algorithm using the demand of the ﬁrst two days to obtain the initial dropping
threshold, and then run the algorithm for the remaining 28-days.
Our Evaluation Metric and Baseline: Our baseline is the case with no demand modulation on the workload, thereby no revenue/performance loss attached to the power
costs. The metric we use to evaluate our framework is cost saving which is the percentage reduction in costs due to a particular algorithm compared to our baseline.
3.1.3.1
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Figure 3.5: Cost compositions of various algorithms.
We show the cost compositions and savings for both real-world and synthetic traces
in Figure 3.5. First, let us consider the MediaServer workload. During peak hours the
streaming media system can either send low quality video or reject new clients both of
which amount to power demand dropping. We ﬁnd that both stochastic control and
online control achieve near-optimal cost-savings (up to 25%) with revenue loss, with
ON∗Drop providing a slightly higher cost-saving because the demand dropping threshold
is trained using historical data. We also ﬁnd that SDPDrop provides higher cost savings
than ONDrop with more demand being dropped, which is because the beneﬁts of dropping
peak demand outweigh the costs incurred by dropping.
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Next, let us look at the Facebook workload (Figure 3.5(b)), wherein dropping MapReduce batch jobs is not acceptable. However, the data center can delay demand via batch
job scheduling or DVFS (or other techniques which have similar eﬀects). We ﬁnd that
SDP provides 11.75% lower costs compared to OFF. At the same time, inappropriate demand delaying during non-peak time results in the ineﬃciency (and higher delay-related
costs) of SDP.
Moving to the Google workload (Figure 3.5(c)), both of our abstract knobs are
employed since the MapReduce jobs can be delayed and Web search engine can reduce
power consumption via demand dropping (e.g., partial execution of search requests).
We ﬁnd that SDP provides near-optimal cost savings whereas gSBB provides little cost
savings due to much larger demand being delayed. We also notice that neither gSBB
nor SDP drop demand whereas a small portion of the “raw” demand is dropped in the
optimal solution.
To see how our framework and algorithms work when there is unpredictable ﬂash
crowd, we evaluate the cost savings with Synthetic with both abstract knobs. In this
case, SDP is not able to provide near-optimal cost saving whereas gSBB provides much
better cost savings.
Finally, we observe that the total energy consumption in all cases are very similar
before (i.e., with our baseline) and after DR. This means that the real peak over the
billing cycle, which occurs rarely in the real-world, can be shaved by using our framework
to greatly save the power costs without resulting in signiﬁcant revenue loss (e.g., users
might not come back once rejected (“raw” demand dropped)), which is true even when
the only available knob is to drop (MediaServer). A second observation is that although
OFF gives the optimal costs savings, it does not always have the least pure power costs,
which is as expected since our goal is to optimize the total costs (including those due to
revenue loss) instead of just the utility bill. This can also be explained by the (possibly)
wrong decision makings (dropping more demand than the optimal solution during nonpeak time) of other stochastic/online algorithms. We also ﬁnd that sometimes the cost
savings under the peak-based pricing might not always be signiﬁcant even if the peak
power costs take a large portion of the overall costs. For example, for Google, peak
costs are almost 50% of the total costs, whereas the optimal cost saving is only 11.83%.
MediaServer and Facebook have similar peak cost percentages, but much larger cost
savings. This can be explained by the impact of workload properties, which we evaluate
in later section.
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Key insights: (i) Under peak-based pricing, our approach is able to provide significant cost savings (up to 25% for MediaServer) for real-world workloads without losing
much “raw” demand. (ii) Our stochastic control and online control approaches achieve
near-optimal cost-savings; however, they are not so beneﬁcial when there is unexpected
ﬂash crowd (Synthetic), whereas the gSBB-based control is still able to handle workload
unpredictability and provide cost-savings. (iii) In terms of pure power costs, OFF does
not always have the least costs since other control approaches might drop/delay more
power demand (with higher performance/revenue loss) than the optimal solution and
therefore incur lower pure power costs.
A Closer Look At Control Decisions
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Figure 3.6: An example of control decisions of real knobs corresponding to demand dropping.
We take a closer look at the actual IT knob control decisions (i.e., client-level admission control and MPEG-4 modulation) for the experiment involving our MediaServer
workload trace. Our translation is based on the following simple heuristic: degrade the
Quality-of-Service (from 3000 kb/s to 1500 kb/s) to meet the demand dropping decision as much as possible; otherwise, reject some of the client requests to compensate
for the target dropping power that is unmet. We show the real control decisions of our
algorithms on the ﬁfth day in Figure 3.6. We ﬁnd that the control approaches of our
framework make decisions similar to those made by OFF during the peak hour: all the
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clients are serviced via a lower bit rate; some clients are turned away. We also ﬁnd
that ONDrop drops more demand than ON∗Drop during the ﬁrst 40 time slots from Figure 3.6(c)(d), which is in consistent with our expectation that ON∗Drop provides better
cost saving than ONDrop by choosing a higher initial demand dropping threshold.
3.1.3.3

Impact of Workload Properties

workload
Google
Facebook
MediaServer
Synthetic

OFF
7.52
18.21
24.59
45.01

SDPDrop
7.5
18.15
23.4
43.78

Drop
ONDrop
4.54
15.15
22.85
42.96

ON∗Drop
6.28
16.36
23.91
43.69

Delay
OFF
SDP
11.52
11.04
17.61
11.75
29.21
26.69
42.47
-3.68

OFF
11.83
19.21
29.6
48.46

Drop+Delay
SDP
gSBB
11.04
3.15
9.44
6.31
21.95
24.3
32.3
42.09

Table 3.1: Cost savings (%) oﬀered by diﬀerent algorithms under peak-based tariﬀ.
In this section, we try to evaluate the impact of workload properties on cost savings
under peak-based pricing. To help understand the features of our workloads, we select
two workload properties that we intuitively expect to be informative about achievable
cost savings: (i) the peak-to-average ratio (PAR), which captures the peak-shaving potential of the workload and (ii) peak width (P70 ), which is deﬁned as the percentage of
the time slots in which the power demand value is larger than 70% of the peak power
demand. We show these parameters in Fig. 3.4. Since we only focus on the shape
of the power demand traces, we ignore the real-world implications of those traces and
evaluate the cost-savings oﬀered by diﬀerent algorithms with diﬀerent control on all the
real-world traces as well as on the synthetic trace.
Let us ﬁrst consider only using dropping. According to Lemma 3, the optimal
demand dropping threshold under peak-based pricing is determined by p̂n , n = ⌈ (kdropβ−α) ⌉
in the non-increasing array of {p̂t }Tt=1 . Since n is ﬁxed for all workloads given the pricing
parameter settings, a larger P70 implies higher probability of the optimal dropping
threshold (θ) being high, which means less power demand can be dropped to reduce the
peak demand with lower cost savings. Among our workloads, Google has very “wide”
peak/near-peak power values, which is the reason for the meager 7.52% cost savings.
On the other hand, Synthetic exhibits “sharp” and “tall” peaks, for which a greater cost
saving (45.01%) is possible.
Next, let us consider only using delaying. Deferring demand is possible only when a
near-peak demand pt is followed immediately by much lower power demands, and the
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costs saving due to the resulting peak reduction is larger than the delay cost incurred.
The lower and longer these succeeding low demand periods are (typically for larger PAR
and smaller P70 ), the better should be the cost savings achieved. Our experiment results
verify these intuitions. As shown in Figure 3.4, PAR increases drastically from Google,
Facebook, MediaServer, Synthetic (in that order) while P70 decreases, and correspondingly, the cost savings improve (from 11.52% for Google to 42.47% for Synthetic).
Thirdly, let us consider the cost savings when both knobs are allowed: why are the
cost savings very similar to those when only delaying is allowed? If a unit of delayed
demand can be serviced with a small delay, the cost incurred is small compared to that
for dropping. The low demand periods within short interval from near-peak demands
in our workloads are plentiful, making dropping a rarely used knob. Only for Synthetic
do we ﬁnd that dropping demand helps improve cost saving by a non-trivial amount:
from 42.47% with only delaying to 48.46% with both the knobs.
Finally, let us consider how our control algorithms perform. SDP and SDPDrop
works well under all workloads, since the workloads exhibit strong time-of-day behavior, implying our SDP has a reliable prediction model to work with. However, we
observe that the cost saving from SDP for Synthetic becomes negative (-3.68%) when
only delaying is employed, which suggests stochastic model is not suitable for capturing unexpected ﬂash crowd. The gSBB-based control, although not very eﬀective for
Google and Facebook, provides near-optimal cost savings for MediaServer and even for
Synthetic despite the unpredictable peak in the workload. ONDrop performs well for
almost all workload/control-knob combinations, except the 4.54% for Google with only
dropping. Note that, in this case, there isn’t much room for savings to begin with (the
optimal savings are only 7.52%). We report similar observations for ON∗Drop with 6.28%
cost savings for Google.
Key Insights: (i) For our workloads and parameters, delaying demand oﬀers more
beneﬁts more than dropping, (ii) workload properties strongly aﬀect the cost savings
under peak-based tariﬀ, and (iii) our stochastic control techniques are able to leverage
workload prediction to oﬀer near-optimal cost savings when there is no unexpected ﬂash
crowd.
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3.2 Maximizing Cloud’s Proﬁtability by Dynamic Eﬀective Capacity Complementing Dynamic Pricing
In this section, we focus on employing dynamic eﬀective capacity modulation as an explicit control knob, complementing dynamic pricing, for improving cloud’s proﬁtability
while incorporating strategic tenants’ behaviors. The eﬃcacy of explicitly controlled
dynamic eﬀective capacity would crucially depend upon the existence of (and adequate
volume of) tenants that are capable of gainfully using such VMs and navigating the associated price-performance trade-oﬀs. Next, we will oﬀer evidence of such tenants both
from related work and our own case studies. Equally crucial would be the ability of the
cloud provider to estimate tenant’s reaction to its oﬀered style of dynamic eﬀective capacity and incorporate this into its resource allocation decisions. We will oﬀer evidence
for feasibility of this via our empirical evaluation based on realistic tenant workloads.

3.2.1 Motivation and SLA Model
We oﬀer several pieces of evidence for eﬀective capacity dynamism in existing cloud
systems and provide arguments for why we expect this trend to become more pervasive.
We then present an SLA model that our envisioned public cloud might use to systematize
its VM oﬀerings.
A. Explicit Eﬀective Capacity Dynamism
Commercial clouds already oﬀer VMs with some equivalent to our deﬁnition of dynamic eﬀective capacity. For example, Amazon EC2 provides “burstable” VMs that
only guarantee a certain baseline CPU capacity with the rest marked as “variable”. The
“pre-emptible” VMs from Google Compute Engine, which can be revoked at any time,
and EC2’s spot instances, which become unavailable once price exceeds tenant’s bid,
lead to dynamism in available resource for tenants.
In a alternative evolution of the cloud (than studied here), the provider could allow
explicit tenant’s participation in eﬀective capacity modulation. E.g., Amazon EC2’s
C4 instances provide tenants the new option of controlling CPU C-state and P-state to
meet their variable resource needs [145]. In our work, tenants infer eﬀective capacity
dynamism created by the cloud provider and then respond to it. Regardless, these
knobs oﬀer supporting evidence for the growing occurrence of capacity dynamism in the
public cloud.
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Table 3.2: Benchmarks and performance comparisons. The cases with higher performance
variations in our lab have been shaded.
benchmark

description

luindex
iperf
copy
Stream
add
read
ﬁo
write

index a set of documents using lucene and measure execution time
transfer large chunk of data and measure network bandwidth
perform simple memory operations (copy, add) on vectors and
measure sustainable memory bandwidth
generate random disk I/O workloads and measure iops

dominant
resource
CPU
Network b/w
Memory
bandwidth
Disk I/O
bandwidth

coeﬃcient of
t2.micro
(7.4, 3.92)
(0.55, 0.34)
(1.73, 0.78)
(1.57, 0.63)
(25.74, 1.87)
(25.96, 1.88)

variation (%)
m3.medium
(7.55, 4.87)
(1.96, 0.34)
(4.85, 0.5)
(9.88, 0.38)
(3.18, 1.87)
(2.96, 1.88)

(EC2, Lab)
m4.large
(8.95, 3.38)
(2.42, 0.34)
(0.37, 0.92)
(0.17, 0.81)
(15.49, 1.87)
(15.58, 1.88)

B. Capacity Dynamism in VMs with “Fixed” Capacity
Even for the VM types that are claimed to be provisioned with ﬁxed (advertized)
capacity, we still ﬁnd evidence of eﬀective capacity variation through our own measurements (below) and from a variety of related work, possibly due to the eﬀect of
multi-tenancy and the fact that some VMs types may be more aggressively packed than
others. It is natural and reasonable to assume that as cloud’s utilization level grows,
this dynamism will continue to increase.
Evidence from benchmarking on EC2: For a diverse set of benchmarks with diﬀerent
bottleneck resources (see Table 3.2), we compare the dynamism in their performance
(across multiple runs) (a) when they are executed on diﬀerent types of VMs procured
from Amazon EC2 versus (b) when they are executed on similarly sized VMs created
on a machine in our lab. We perform experiments on a large number of Amazon EC2
VM types and show a subset of our results for 3 diverse VM types: t2.micro (burstable
with 1 vCPU and 1GB RAM), m3.medium (1 vCPU and 3.75GB RAM) and m4.large
(2 vCPUs and 8GB RAM), all in the availability zone us-east-1c. We repeat our benchmarking on a machine in our lab (2.4 GHz with 12 cores and 16GB RAM) with the same
resource allocations (using cgroups) as advertized for the EC2 VMs 5 . As shown in Table 3.2, we consistently ﬁnd higher cv (coeﬃcient of variation) for instances in the cloud
than our lab-based host, with only a few exceptions. Although we can not know what
precise resource management decisions on the machines hosting the EC2 VMs cause this
higher level of dynamism, it is reasonable to interpret these ﬁndings as evidence for the
following: when running in the cloud, the benchmarks experience a larger dynamism in
oﬀered resource capacities leading to higher dynamism in their performance. Even if
advertized as having ﬁxed capacity (as opposed to variable capacity for burstable VMs),
5

It is diﬃcult to know the exact hardware conﬁguration EC2 uses but we try our best to achieve
similar eﬀects by using “cgroups” to change the amount of CPU and memory capacities of the process(es)
running the benchmarks.
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some on-demand instance types might exhibit lower eﬀective capacity than advertized.
For example, we ﬁnd m3.medium has 5% to 10% more cv for memory bandwidth (Stream)
compared to other instance types, which suggests that such VMs may have been more
aggressively consolidated than others. Similarly, for CPU-bounded benchmark luindex,
we ﬁnd the performance variation across all VM types in the cloud is more than twice
compared to that on our lab-based host.
Evidence from other measurements: Plenty of recent work oﬀers evidence of dynamic eﬀective capacity on single or multiple instance types, within a single IaaS cloud
provider or across multiple cloud platforms, resulting in the “unobservability” problem
described in [46]. These temporal/spatial performance variations have been observed
across diﬀerent resource types, e.g., CPU capacity [40, 156], block I/O [52], network
latency and bandwidth [99, 154]. CloudLook [24] reports that even under similar advertized CPU capacity, VMs from some providers (e.g., DigitalOcean) demonstrate 10%
to 20% more performance variations than other providers, attributable to lower CPU
eﬀective capacity. Similarly, diﬀerences in CloudHarmony’s [23] CCU (CloudHarmony
Compute Unit) scores across cloud providers are evidence of eﬀective capacity variation
across clouds.
C. Why Dynamic Eﬀective Capacity Can Improve Cloud’s Proﬁtability
In a public cloud, the cloud’s lack of knowledge of tenants’ workloads and their resource needs makes the potential proﬁtability opportunities of dynamic eﬀective capacity unclear. Let us consider preliminary arguments to motivate: (i) why a public cloud
provider might beneﬁt from oﬀering diﬀerent eﬀective capacities to diﬀerent tenants,
and (ii) why it might also beneﬁt from varying eﬀective capacities over time. Towards
this, we create two tenants, each running Memcached (a popular key-value store) whose
dominant/critical resource is the DRAM capacity. Each tenant runs a single VM with
4 vCPUs and 7GB RAM storing 6GB dataset, hosted on an OpenStack cluster. We use
Yahoo! Cloud Serving Benchmark (YCSB) closed-loop generator to send queries (100%
GET) to the tenants. For tenant 1, the key popularity follows exponential distribution
with 95% of requests going to 5% of the working set while for tenant 2 it follows Zipf
distribution with Zipﬁan constant equals to 0.99. We vary the eﬀective RAM capacity of
the VM and show the average throughput and the corresponding latency in Figure 3.7.
As we reduce the eﬀective DRAM capacity of the VM, data items (originally in memory) will be moved to swap space of the host which has much higher latency than DRAM.
Therefore, we observe degraded throughput and higher latency as eﬀective capacity de38
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Figure 3.7: Average throughput (norm. against arrival rate) and corresponding latency for a
data caching benchmark with one Memcached server and one YCSB workload client.

creases for both tenants. Since tenant 1’s key popularity distribution is much more
skewed than tenant 2’s distribution, lesser data is moved to swap for the former tenant
at the same eﬀective capacity level. Thus tenant 1’s performance degradation is much
“slower” than that of tenant 2. In particular, we ﬁnd three operation regions (qualitatively) for the tenants wherein tenants might react to eﬀective capacity modulation in
diﬀerent ways depending on the perceived performance and their utility models:
1. Region A: The performance degradation is (statistically) imperceptible to the tenant. It is, therefore, reasonable to expect that the tenant would operate as if
there is no eﬀective capacity modulation.
2. Region B: The performance degradation is perceptible but acceptable if there exists
a meaningful trade-oﬀ against the additional cost of procuring more resources for
overcoming this performance degradation. The exact nature of such a trade-oﬀ
would be tenant-speciﬁc.
3. Region C: The tenant cannot tolerate such performance degradation due to unacceptable revenue loss.
The above regions would vary across tenants depending on their workload properties,
e.g., acceptable latency levels, time-varying arrival rates. From Figure 3.7 we see that
tenant 1 has a very long region A up to 40% reduction of eﬀective capacity, whereas
tenant 2’s region A only corresponds to 10% reduction of eﬀective capacity based on
its acceptable latency level. This provides cloud an opportunity for under-provisioning
resources without aﬀecting tenant’s performance. Furthermore, real-world workloads
demonstrate time-varying arrival rates, hence the range of the above regions might also
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vary with diﬀerent loads across time. These observations motivates the use of dynamic
eﬀective capacity by the cloud for its proﬁt optimization. However, the key challenge
for the cloud’s control is dealing with its lack of knowledge of tenant’s sensitivity to
eﬀective capacity modulation.
D. Cloud’s SLA Model
There are many possible ways in which such a cloud interface could evolve. In particular, how and what the cloud provider discloses about eﬀective capacity dynamism and
what kinds of guarantees its SLA makes can take many forms. In our work, we assume
that the cloud provider oﬀers multiple VM SLA classes, each of which is deﬁned as a
guaranteed baseline capacity plus variable capacity out of the advertized capacity. Examples of today’s oﬀerings with explicit SLA guarantees are closer to what we advocate and
are special cases of our proposal. Our SLA model is also general enough to capture VM
types with best-eﬀort capacity guarantees. Another direction could be that the tenants
infer eﬀective capacity (out of claimed capacity). Note that our focus is not SLA design;
rather, we want to explore how the provider could leverage dynamic eﬀective capacity
for proﬁtability once a speciﬁc SLA class has been chosen by the tenants.
We restrict our focus to a single SLA class under one advertized type of VM hosted on
a homogeneous subset of physical machines (PMs). However, our model and formulation
can be extended to incorporate multiple SLA classes and advertized VM types easily.
We assume that other resources (e.g., network bandwidth, software services) to be either
free and non-performance bottlenecks or not required for our workloads. We take one
PM as one unit of physical resource and assume that the requested/advertized physical
resource capacity of one VM is r(≤ 1). We deﬁne eﬀective capacity
alloc
ηi,t = ri,t
/r

as the ratio of actually allocated/oﬀered resource over the advertized resource capacity,
alloc
wherein ri,t
is the amount of physical resource actually allocated to a VM of tenant i
at time-slot t 6 . For example, if the advertized RAM capacity for a VM on a PM with
8GB RAM is 2GB (r = 0.25), but the provider limits the amount of RAM that can
alloc
= 0.1875), then the eﬀective capacity is 0.75.
be used for a new VM to 1.5GB (ri,t
Furthermore, for the single SLA class used in our problem formulation, we denote as
6

We assume a tenant workload to only have one bottleneck or “dominant” resource, allowing us to
deﬁne eﬀective capacity as a ratio (or scaling parameter for a resource vector as done in [51]). A more
general treatment would consider multiple resources, which is part of our future work.
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Figure 3.8: Illustration of our cloud eco-system and the proposed game framework. Cloud’s
dynamic costs come from a combination of various dynamic inputs, e.g., dynamic energy price.

η LB the guaranteed baseline capacity. The provider and the tenant may have diﬀerent
valuations for eﬀective capacity. In the above example, it is possible that the tenant’s
application is not so sensitive to RAM capacity modulation, or that the tenant procures
resource for its peak load which only lasts for relatively short duration. In such a case,
the tenant might not even be aware of such eﬀective RAM capacity modulation. The
aforementioned two tenants can be viewed as a concrete example of diﬀerent tenants’
tolerance of such eﬀective capacity variation.

3.2.2 System Design
In our system, the tenant chooses appropriate SLA classes for its VMs at a coarse timescale, and carries out resource procurement within the SLA class (or a combination
of multiple SLA classes) at a ﬁner time granularity to leverage eﬀective capacity v.s.
price tradeoﬀs. At the cloud side, the cloud has to estimate the tenant’s responses
under dynamic pricing and dynamic eﬀective capacity. We model this setting via a
leader/follower game with the cloud provider being the leader and tenants the followers.
The interaction these parties is multi-step, capturing both the causal relationship and
dynamism of price and eﬀective capacity.
Figure 3.8 shows a high-level overview of our proposed game framework. We choose
to work with a time-slotted system wherein the cloud provider and its tenants make
strategic control decisions at the beginning of each time-slot (e.g., one hour), indexed
by t. Based on their relative temporal ordering, we identify three steps making up the
overall decision-making in the game. In step I, the provider estimates the tenants’ VM
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demands and responses and decides the VM price vt to maximize its “myopic” proﬁt.
In step II, given vt , previous performance observations and inferred eﬀective capacity,
tenant i decides and presents the provider with its VM demand di,t . In step III,
once tenants have submitted their VM demands, the provider determines the eﬀective
capacity ηi,t and implements appropriate control to enforce this eﬀective capacity. Note
that although all tenants see the same VM price during a given time-slot, the eﬀective
capacity could be diﬀerent both across time and across tenants.
3.2.2.1

Game-based Cloud Control Framework

In this section, we expand the above ideas to devise a leader/follower game-based cloud
pricing and eﬀective capacity modulation framework and study the interactions between
the participants (i.e., the provider and the tenants).
Step I: Cloud’s pricing control
∑
Denote as dt (= i∈I di,t ) the aggregate VM demand from all tenants during timeslot t, wherein I is the set of all tenants. At the start of time-slot t, the provider
predicts its revenue vt dˆt − pt mt where dˆt is the prediction of dt , pt mt is the operational
cost with mt denoting the number of active PMs and pt the dynamic cost of keeping
one PM operational which could come from multiple sources (e.g., energy costs charged
by electric utility, network bandwidth costs charged by ISPs)7 . We assume that the
∑
provider estimates the number of PMs needed during time-slot t as mt = ⌈ i dˆi,t rηi,t ⌉.
Demand Prediction: The provider’s prediction of tenant i’s VM demand di,t (denoted
ˆ
as di,t ) depends on (i) temporal eﬀects (e.g., time-of-day or seasonal patterns), (ii) VM
price (which aﬀects the tenants’ reactions), and (iii) eﬀective capacity ηi,t−1 (which
aﬀects tenant i’s performance and thereby its reaction). Since the provider knows
that the tenants have to infer eﬀective capacity in previous time-slots from previous
performance observations and then use these to predict eﬀective capacity in the next
time-slot (which will be implemented only after step III), it can simply assume that di,t
depends on VM price vt and the previous eﬀective capacity ηi,t−1 ; thus the estimated
t−1
t
demand dˆi,t = gi,t ({di,s }t−1
s=1 , {vs }s=1 , {ηi,s }s=1 ), a predictive function with parameters
recursively obtained from appropriate prediction techniques (e.g., machine learning or
interpolation as used in our evaluation) with historical data8 . We set s to take only one
7

In reality, there could be multiple sources of dynamic costs, e.g., energy costs charged by electric
utility, network bandwidth costs charged by ISPs. In this work, we use pt to reﬂect the aggregate costs
of keeping one PM operational for ease of analysis.
8
Overheads of maintaining models for individual tenants can be reduced by aggregating tenants into
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past time-slot t − 1 throughout this section for (i) keeping our analysis simple and also
(ii) since older observations are likely to be much less important than the latest one in
such a highly variable environment.
Provider’s Pricing Design Problem. We assume that the provider optimizes its proﬁts
over τ ≥ 1 successive time-slots. Again, for ease of presentation and empirical analysis,
we restrict ourselves to τ = 2 throughout this section while noting that extensions
to larger τ are easily done using a standard dynamic programming framework. At the
beginning of time-slot t, assuming that the provider is well-informed of its dynamic costs
pt and pt+1 , the provider’s optimization problem can be written as follows (Problem
P1):
∑
∑
max vt
dˆi,t − pt mt + vt+1
dˆi,t+1 − pt+1 mt+1
vt , vt+1 , ηi,t

i

i

Subject to
0 ≤ dˆi,s = gi,s (di,s−1 , vt , ηi,s−1 ), s = t, t + 1, ∀i
η LB ≤ ηi,t ≤ 1, ∀i
∑
ms = ⌈ dˆi,s rηi,s ⌉ ≤ M, s = t, t + 1
i

ηi,t+1 = ηi,t , ∀i
wherein ηi,t−1 , di,t−1 are known from the previous time-slot. M is the total number
of PMs available (“alive” plus “sleeping”). The ﬁrst constraint captures the provider’s
estimation of tenants’ demands and reactions given the VM prices, the eﬀective capacity,
and their resource demands. The second constraint captures that the provider would
alloc
never allocate more resources than those requested by a VM, i.e., ri,t
≤ r, and ηi,t is
LB
lower bounded by η (guaranteed baseline capacity of the SLA class considered). The
third constraint guarantees that the resource capacity of the provider is not exceeded
(if exceeded after real di,t is revealed at the end of step II, the cloud has to do more
aggressive eﬀective capacity modulation in step III). Since ηi,t+1 will aﬀect demand di,t+2
which is not considered in the myopic objective, we need to set a terminal condition
for ηi,t+1 to avoid the trivial solution (ηi,t+1 = η LB ). We set ηi,t+1 = ηi,t in the last
constraint assuming the same control is used for the next interval.
The provider only publishes the price vt after solving the above optimization problem;
the ﬁnal eﬀective capacity ηi,t will emerge from a re-calculation in step III after tenants’
demands are revealed in step II.
groups based on their price/performance sensitivity.
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Step II: Tenants’ Strategic Behavior
Upon receiving VM price vt and, each tenant has to determine the number of VMs
it needs from the cloud based on the inferred eﬀective capacity η̂i,t (using performance
measurements in the previous time-slot) and its own predicted raw demand. Denote
as Di,t the raw physical resource demand of tenant i. We assume that any unsatisﬁed
physical resource demand (Di,t − di,t rηi,t )+ will cause the tenant to incur a demand
“dropping” cost due to performance degradation and/or revenue loss (e.g., being able to
serve less clients’ requests), which should be embedded into the tenant’s utility function
during evaluation. We also assume that admitting more than Di,t does not result in
extra proﬁt, thus di,t rηi,t ≤ Di,t .
Tenant’s Utility Model: A tenant’s utility depends on the eﬀective capacity it obtains
from the provider, which aﬀects the performance of the tenant’s application (including
the demand from its own clients). Denote as Ui (di,t , ηi,t ) the tenant’s utility function,
which is non-decreasing and concave in both di,t and ηi,t , e.g.,
Ui (di,t , ηi,t ) = b2 log(b1 di,t rηi,t + 1) − b0 (Di,t − di,t rηi,t )
wherein the ﬁrst term implies that the revenue increases as the tenant procures more
resources, and the second term reﬂects the penalty due to “dropping” demand. Such utility functions assuming diminishing marginal revenue are commonly assumed and even
though we do not have access to exact forms for these, we expect to ﬁnd qualitatively
meaningful insights from using them.
Estimation of Eﬀective Capacity: Denote as ϕi,t the performance metric (e.g., average latency) of tenant i during time-slot t, as λi,t the corresponding average arrival
rate per VM. We assume that the relationship between the performance metric and
eﬀective capacity can be captured by the function ϕi,t = Fi (ηi,t , λi,t ), which can be
learned via suitable techniques. Recall that we assume ηi,t ≥ η LB according to the
cloud’s SLA. Extensive related work exists on both oﬄine/online proﬁling to obtain
empirical relationships between latency vs. request arrival rate vs. eﬀective capacity
for e-commerce sites [76,107,127], throughput vs. eﬀective capacity for MapReduce-like
workloads [173], response time vs. eﬀective capacity for streaming servers [11] and many
more. We assume that given the actual arrival rate λi,t−1 and measured performance
value ϕi,t−1 , the tenant infers the ηi,t−1 via interpolation and estimates the new eﬀective
capacity via a suitable prediction technique, e.g., η̂i,t = β1 ηi,t−1 + β2 ηi,t−2 if η̂i,t ≥ η LB
44

and η̂i,t = η LB otherwise, wherein parameters β1 , β2 can be adaptively obtained by using
historical data.
Tenant’s Myopic Control Problem: Given the VM price vt and estimated eﬀective
capacity η̂i,t , we express tenant i’s proﬁt maximization problem as follows (Problem
P2):
max Ui (di,t , η̂i,t ) − vt di,t
di,t

Subject to
di,t rη̂i,t ≤ Di,t
A real-world tenant might also deﬁne performance bounds (e.g., latency upper
bounds) as part of its SLA requirement, instead of implicitly incorporating revenue loss
due to performance degradation into a “dropping” cost as we have done. We evaluate
such tenants through our case studies in Section 3.2.3.
Step III: Provider’s Corrective Control
In this step, since the provider already observes the tenants’ VM demands di,t , it
can put di,t and vt back into Problem P1 and solve it again to obtain more proﬁtable
alloc
(and feasible) eﬀective capacities ηi,t . Thus tenant i’s VMs will get capacity ri,t
= ηi,t r,
and the total number of PMs needed in the ideal case (no migration costs) would be
∑
mt = ⌈ i di,t ηi,t r⌉. We evaluate the proposed framework under the ideal scenario in
Section 3.2.3.
3.2.2.2

Understanding “Optimal” Solutions

In this section, we derive the “best responses” for both the tenant and the cloud with
simplifying assumptions to get preliminary understanding of the interactions between
them. We present all proofs in the Appendix. Due to its idealized assumption of
perfect prediction by both parties, our theoretic analysis suggests that dynamic pricing
and eﬀective capacity are interchangeable. However, in practice, capacity modulation
acts as a corrective knob when prediction errors may cause the provider to publish
sub-optimal prices.
Claim 1. Assume that (i) the tenant i is able to predict the eﬀective capacity ηi,t offered by the provider, (ii) its VM demand is continuous, and (iii) its utility function
Ui (di,t , ηi,t ) = ui (di,t rηi,t ) is strictly concave and increasing. Then there exists the fol-
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lowing unique optimal solution to Problem P2:
d∗i,t =
where xi,t =

vt
;
rηi,t

1
′
min{Di,t , (ui )−1 (xi,t )}
rηi,t

′

′

(ui )−1 (·) is the inverse function of ui (·).

In particular, if ui (di,t rηi,t ) = b2 log(b1 di,t rηi,t + 1) − b0 (Di,t − di,t rηi,t ), the optimal
solution becomes
Di,t
b2
1
d∗i,t = min{
,
−
}
rηi,t vt − b0 rηi,t b1 rηi,t
We obtain several useful insights from Claim 1 and the special case above: (i) The
t
optimal amount of eﬀective capacity d∗i,t rηi,t only depends the ratio of xi,t = rηvi,t
if there
is large enough raw demand Di,t . This implies that even if the cloud only provides very
low eﬀective capacity, the tenant might still maintain its demand of eﬀective capacity
as long as the VM price is also low to compensate for the its performance degradation.
(ii) If the parameters (b1 , b2 ) of tenant’s utility function are smaller, which means the
tenant makes less revenue by procuring VMs from the cloud, it will be more sensitive to
the price/performance changes, and even a small rise in price might result in signiﬁcant
demand reduction.
Claim 2. Assume that (i) the provider has a single tenant, (ii) the provider has perfect
knowledge of its tenant’s raw demand and optimal DR as in Claim 1, and (iii) the
provider’s control decision variables are continuous. Then its optimal solution (vt , ηt )
vt
that maximizes the
is not unique. However, there exists an optimal ratio of xt = rη
t
cloud’s proﬁt.
Claim 2 implies that a single control knob would be enough for the cloud’s proﬁt
maximization, given that it has perfect knowledge of the single tenant’s raw demand
and optimal DR. However, the advantage of using eﬀective capacity as a second control
knob, even for the case where price and eﬀective capacity are interchangeable, still holds
since it can serve as a correction to one already published price. More importantly, with multiple tenants and less predictable tenant demands and their reactions
to price/performance changes, the cloud may not be able to maximize its proﬁts by
only using a single control knob. We demonstrate this discrepancy between theory and
practice in Section 3.2.3.
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Figure 3.10: Provider’s normalized proﬁt and cost under (a) dynamic vs. static pricing, (b)
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3.2.3 Evaluation
We evaluate the proposed game framework in two complementary ways. First, we carry
out trace-driven simulations using month-long tenant demand data from a large commercial data center. Second, since these traces do not provide performance measurements,
we present two case studies deployed on an OpenStack-based prototype cloud platform
in our lab involving live tenant workloads.
3.2.3.1

Trace-driven simulation

Experiment setup
Provider Conﬁguration. We emulate a public cloud platform whose dynamic costs
pt of keeping a PM operational for an hour is proportional to its energy costs which are
based on the day-ahead hourly energy price from an electric utility in [65] (Figure 3.9(a)).
We attribute 10% of the overall operation costs of the provider to these energy costs.
Each PM has 8 cores and 16GB RAM. We assume that the full resource capacity of
a PM is one unit, and the advertized capacity of each VM is r = 1/4 (i.e., a VM
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is assigned two cores), which means up to four VMs can be packed on the same PM
with full capacity. The range of eﬀective capacity ηi,t is [0.5, 1] with η LB = 0.5. We
predict tenants’ aggregate demands, using scattered interpolation on the predictors.
The training set does not overlap with the dataset that we use in our game.
Tenant Conﬁguration. We pick two tenants’ CPU usage (in MHz) time series (30-day
trace) from a commercial production data center (Figure 3.9(b)) as their raw eﬀective
capacity demand. We choose the log-form utility function. We assume that the tenant
can directly predict eﬀective capacity using the following predictor: η̂i,t = 0.5ηi,t−1 +
0.5ηi,t−2 . To diﬀerentiate their performance/price sensitivity, we set smaller b2 for tenant
1 which implies that tenant 1 makes less revenue from VMs and thus is more sensitive
to higher VM price and/or reduced eﬀective capacity. We expect tenant 1 to be oﬀered
higher eﬀective capacity than tenant 2.
Baseline. We create baseline “OPT” based on myopic objective assuming that the
cloud has perfect knowledge of tenant’s control and demand.
Impact of Dynamic Pricing
In Figure 3.10(a), we evaluate the impact of dynamic pricing without varying eﬀective capacity. We choose three static prices (High, Medium, Low) representing (1.5, 1.0, 0.5)
times the average price generated from Dyn, which employs dynamic pricing with full
capacity. The proﬁts have been normalized w.r.t. OPT proﬁt. We observe that dynamic pricing is able to provide 74% of the proﬁt as compared to the OPT. These static
pricing schemes not only reduce the proﬁts but also increase the provider’s costs in some
cases. For instance, Low hurts the proﬁts by setting VM price to only half the average
price of Dyn. The provider can attract a large demand, thereby incurring high cost.
However, due to the corresponding cheap VM price, it is not able to recover the cost of
provisioning VMs, resulting in a loss (-14%).
Impact of Eﬀective Capacity Modulation From Figure 3.10(b), we ﬁnd that the
game with dynamic eﬀective capacity and prices, i.e., dyn-dyn, provides 11% higher
proﬁt than that from dynamic pricing only (dyn-full). This happens because by having
the extra degree-of-freedom in control knobs, the cloud is able to lower VM prices,
attracting more demand, yet maintaining costs similar to the strategy with just dynamic
pricing. Reducing the eﬀective capacity signiﬁcantly (dyn-low) causes tenants to reduce
their demand signiﬁcantly, resulting in almost no proﬁt for the provider.
We observe provider’s capacity violation in dyn-full, i.e., the total demand exceeds
capacity, whereas no violation happens in dyn-dyn, which is because in step III of
48

the game the provider is able to carry out eﬀective capacity modulation after the real
demand is revealed.
To see the eﬀectiveness of the proposed framework without capacity limits (hence
mimicking the behavior in an under-utilized cloud platform), we remove the provider’s
resource capacity constraint in another set of experiments, and we observe similar proﬁt
improvement over baselines.
A Closer Look at the Game Output
Figures 3.10(c)(d) show timeseries of VM price and eﬀective capacity generated from
the game. VM price tracks dynamic cost closely but is not exactly the same. This is expected since both VM price and eﬀective capacity can impact tenants’ demands (thereby
aﬀecting cloud’s costs). For example, at around 82nd hour, although dynamic cost is
high, the cloud still sets low VM price to encourage tenants’ demand while lowering the
eﬀective capacity to reduce costs. We also observe that the eﬀective capacity oﬀered to
tenant 2 is almost always less than that of tenant 1, which is because tenant 1 is more
sensitive to performance/price (with smaller b2 ).
Key insights: (i) Dynamic eﬀective capacity, if combined with dynamic pricing, can
further improve the provider’s proﬁtability. (ii) The cloud can avoid capacity violation
by having eﬀective capacity modulation after the real demand is revealed, which is
advantageous over no eﬀective capacity modulation when it is overloaded. (iii) Having
learnt tenants’ performance sensitivity, the provider can use it to provide diﬀerentiated
service to tenants with the same guaranteed baseline capacity.
3.2.3.2

Case Study I: Web Serving

We present a case study based on the Wikipedia Web server benchmark in [158], as a
cloud tenant whose dominant resource is CPU. Our goal is to provide guidance on how
such a tenant can react to dynamic pricing and eﬀective capacity modulation, as well as
insights on how the application performance is aﬀected by diﬀerent operation regions.
Experiment setup.
Provider Conﬁguration. We carry out our case study on a small cluster of servers
with each PM having 8 cores and 16GB RAM.
Tenant Conﬁguration. We assume that in addition to determining VM demand
di,t , this tenant can also drop requests to improve performance of admitted requests
when the predicted eﬀective capacity is too low or price is too high. Denote as Λi,t
the raw request arrival rate during time-slot t, as λi,t the admitted arrival rate of each
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Figure 3.11: Average throughput (a) and average latency (b) with a Wikipedia Web server
under diﬀerent load. “load” is norm. w.r.t. the peak arrival rate.

VM, assuming perfect load balancing across replicated VMs (each VM has the same
full database and the workload is read-only). Then the total admitted arrival rate is
di,t λi,t (di,t λi,t ≤ Λi,t ). We denote as hi,t the actually achieved throughput on a single
VM, as ϕi,t the corresponding latency. We assume that Λi,t is known or have been
predicted using short-term predictive models. Given prediction of eﬀective capacity η̂i,t ,
we maximize the tenant’s proﬁt as follows (Problem P3):
max b2 log(b1 di,t hi,t + 1) − b0 (Λi,t − di,t λi,t ) − vt di,t

di,t , λi,t

Subject to
hi,t = Fih (η̂i,t , λi,t )
di,t λi,t ≤ Λi,t
ϕi,t = Fiϕ (η̂i,t , λi,t ) ≤ ϕ̄i
The ﬁrst two terms in the objective are the tenant’s utility model, with the ﬁrst term
denoting the revenue collected by achieving actual throughput di,t hi,t (the log(.) function
is commonly used for capturing diminishing returns), and the second term denoting
the revenue loss due to dropping requests. Fih (.) and Fiϕ (.) denote the relationship of
performance metrics vs. eﬀective capacity and admitted arrival rates, respectively. ϕ̄i is
the upper bound of latency; so the last constraint reﬂects the SLA requirement of this
tenant.
Obtaining Fih (.) and Fiϕ (.): We run the benchmark on a single VM with 8 vCPUs
and 12GB RAM. A client generates Web page requests with Zipf distribution (Zipf
constant=1). We vary the CPU resource allocated to this VM under diﬀerent loads
and show average throughput and latency in Figure 3.11, which we use to ﬁt Fih (.) and
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under dyn-dyn. (c) Web serving tenant’s raw arrival and admitted rates. (d) Achieved latency.
Fiϕ (.) via interpolation. We assume that this tenant can infer eﬀective capacity from
previous measurements by interpolation, i.e., ηi,t−1 = Hi (ϕi,t−1 , λi,t−1 ) wherein Hi (.) is
the interpolating function also obtained from Figure 3.11. We scale the CPU usage (in
MHz) demand of tenant 1 in Figure 3.9(b) to generate raw request rates Λi,t .
Provider’s Proﬁtability. Figure 3.12(a) shows the provider’s normalized proﬁts under
diﬀerent strategies. We observe eﬀects similar to those in our trace-driven simulation:
having dynamic eﬀective capacity (dyn-dyn) improves the provider’s proﬁts by almost
10% over dynamic pricing with full eﬀective capacity (dyn-full). Unlike the trace-driven
simulation, we do not observe provider’s capacity violation in dyn-full (assuming cloud
has limited capacity). This is because the provider can still set much higher VM prices
to discourage tenant’s demand when it is overloaded.
Tenant’s Performance.
We show timeseries of VM prices and eﬀective capacity under dyn-dyn in Figure 3.12(b). The corresponding request admission rate and latency for the tenant are
shown in Figures 3.12(c)(d), respectively. We qualitatively deﬁne three operation regions
for the tenant’s slackness in eﬀective capacity in Figure 3.11, and also ﬁnd examples of
such regions in Figure 3.12. In region A, this tenant might not be aware of performance
degradation down to 80% eﬀective capacity, so it admits all raw arrivals as if the cloud
is providing full capacity. However, in region B, the tenant starts to perceive degraded
performance, e.g., achieved throughput is lower than expected due to cloud’s eﬀective
capacity modulation, but the tenant’s overall proﬁtability is still acceptable. So the
tenant starts to drop requests in order to meet its SLA requirement. Correspondingly,
we don’t observe any SLA violations in time-slots corresponding to regions A and B in
Figure 3.12(d). When the eﬀective capacity reaches region C, the tenant’s performance
(and revenue) starts to drop signiﬁcantly; therefore, it has to drop large portions of
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raw arrivals to maintain proﬁtability. However, whenever the tenant falls into region C,
there is an SLA violation as in Figure 3.12(d). We do not observe any SLA violations
with OPT, which implies that SLA violations might be further reduced if the tenant
were able to better predict the eﬀective capacity oﬀered by the provider.
Key insights: (i) We ﬁnd evidence that the provider’s proﬁtability can be improved
by dynamic eﬀective capacity modulation for a realistic performance-sensitive tenant.
(ii) Tenant can use oﬄine performance proﬁling to facilitate eﬀective capacity inference.
(iii) When lowering eﬀective capacity for improving its proﬁts, an important concern
for the provider is to avoid exposing the tenant to operating regions where performance
degradation is unacceptable. In general, detecting such regions would be tenant-speciﬁc
and hence challenging.
3.2.3.3

Case Study II: Data Caching

We host two tenants based on a real-world key-value store benchmark with the same
conﬁguration as in the movating example, with memory capacity as the critical resource.
The two tenants have diﬀerent key popularity skewness, which results in diﬀerent tolerance to eﬀective capacity modulation. Our goal is to see how the provider treats tenants
diﬀerentially, and how tenant’s performance is aﬀected by the provider’s control.
Experiment Setup.
Provider Conﬁguration. We carry out our case study on a small OpenStack cluster
consisting of 2.66GHz PMs with 12 cores and 16GB DRAM.
Tenant Conﬁguration. We assume that both tenants can determine the number of
VMs to procure and arrival rates to admit at the beginning of each time-slot. They have
the same utility function (and parameters), and solve the same optimization problem
(Problem P3), with the only diﬀerence in their Fih (.) and Fiϕ (.) (due to diﬀerent key
popularity distribution). Such conﬁgurations help us focus on the impact of tenants’
performance sensitivity on the provider’s control.
For performance proﬁling, we run the same benchmark and use the same workload
conﬁguration as described in Section 3.2.1. We vary the load and eﬀective RAM capacity
and show the measured average throughput in Figure 3.13. The corresponding average
latency is not shown due to space limit. It is obvious that tenant 1 can tolerate more
eﬀective capacity modulation than tenant 2; therefore, we expect that the cloud sets
lower eﬀective capacity to tenant 1. We use the same methodology as described in
the Web serving case study to ﬁt Fih (.) and Fiϕ (.). We scale the demand traces in
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Figure 3.13: Average throughput from a data caching benchmark with one memcached server
and one YCSB workload client under diﬀerent loads and key popularity distributions.
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Figure 3.14: (a) Proﬁts and costs of the cloud with the data caching tenants (norm. against
OPT proﬁt and cost). (b) Normalized VM price and eﬀective capacity under the full game
dyn-dyn. (c) Achieved average throughput per VM. (d) Achieved latency. SLA requirements
are 0.7ms and 2ms for tenant 1 and tenant 2, respectively. The circled areas reﬂect tenant 2’s
severe performance degradation due to aggressive eﬀective cap. modulation.
Figure 3.9(b) to generate raw request rates Λi,t for the two tenants separately.
Provider’s Proﬁtability From Figure 3.14(a), again we ﬁnd that dyn-dyn provides
much higher proﬁts than other strategies. In particular, dyn-low (half eﬀective capacity)
has almost 0 proﬁt due to the fact that both tenants experience severe performance
degradation at ηi,t = 0.5 as shown in Figure 3.13. dyn-full is also not able to provide
good proﬁtability due to its inability to reduce costs.
Tenants’ Performance
As we expected, the provider modulates tenant 1’s eﬀective capacity more aggressively (Figure 3.14(b)) since it is less sensitive to performance degradation. The consequence is, as shown in Figure 3.14(c)(d), that tenant 1 is still able to achieve high
throughput with almost no SLA violations, whereas tenant 2 suﬀers from a low throughput (by dropping large portions of raw arrivals) but still has many SLA violations. This
is because tenant 2 only has around 10% eﬀective capacity slackness; if the eﬀective capacity drops below 90%, its performance degrades severely as in Figure 3.13(b). Due to
the short-term prediction and myopic control that the provider uses to estimate tenants’
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reactions, it becomes very diﬃcult for the provider to know that it should not “steal”
more than 10% eﬀective capacity from tenant 2. On the other hand, since the provider
always carries out real eﬀective capacity modulation after the tenants reveal their VM
demands, it is also diﬃcult for the tenants to predict the eﬀective capacity. In fact, even
a little bit of mis-prediction might be fatal to such performance-sensitive tenants.
Therefore, it may not be wise for tenant 2 that is so sensitive to eﬀective capacity
modulation to choose VMs of the SLA class in evaluation with η LB = 0.5 for hosting
its services. Rather, it might be a good idea for such tenants to pay higher costs for
an SLA class with large baseline capacity or dedicated H/W resource with full capacity
guarantees.
Key insights: (i) The provider oﬀers diﬀerentiated eﬀective capacity (in addition
to the same baseline capacity) to tenants based on observations of their reactions to
eﬀective capacity modulation. (ii) Tenants can have diﬀerent tolerance to eﬀective
capacity modulation. As an extreme, for some tenants expensive resource types with
more guaranteed capacity might be the appropriate choice.

3.3 Summary
This chapter took two steps to optimizing public cloud’s proﬁtability. As the ﬁrst step,
in order to minimize the cloud’s operational costs, we took energy as a representative
resource to estimate cloud’s costs and proposed a general framework for optimizing data
center electric utility bills. To overcome the diﬃculty of casting/updating such control
problems and the computational intractability they are likely to suﬀer from in general,
our optimization framework was hierarchical and employed the key idea of control knob
aggregation: The power modulation eﬀects of most IT control knobs could be thought of
as dropping or delaying a portion of the power demand (or a combination of these). We
developed a suite of algorithms to deal with diﬀerent workload scenarios. Our initial
ﬁndings were promising: e.g., our approach oﬀered net cost savings of about 25% and
18% to a streaming media server and a MapReduce-based batch workload (both based
on real-world traces and utility pricing), respectively.
As the second step, we explored the eﬃcacy of eﬀective capacity modulation as
a control knob for a cloud provider’s proﬁt maximization when tenants react to such
modulation. Towards this, we proposed a leader/follower game-based cloud control
framework with dynamic pricing and eﬀective capacity modulation. Our evaluation
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showed 10-30% proﬁt improvement compared with static pricing and/or static eﬀective
capacity. We also carried out realistic case studies on a prototype cloud platform with
insights about performance in real-world settings.

55

Chapter 4 |
Tenant Procurement: Characterizing Spot Instance Pricing
Chapter 3 presents our ideas on improving public cloud’s proﬁtability by dynamic eﬀective capacity modulation and dynamic pricing. Ideally, we should explore a real-world
tenant’s cost-eﬀective resource procurement in a public cloud with these control knobs,
which however, are futuristic settings and do not exist in current public clouds. Therefore, we pick representative VM oﬀerings from contemporary mainstream public cloud
providers with properties close to what are proposed in Chapter 3. The most prominent
example is Amazon EC2’s spot instance. As mentioned in Chapter 1, prior work in
this area suﬀers from limitations which may hurdle the eﬀective use of spot instances.
Therefore, in this chapter, we identify the key features of spot instance prices that we
think a tenant should model and present our scalable data-driven models and predictors
accordingly. These models/predictors are evaluated through extensive spot price traces,
and are also used in the case studies in Chapter 5 to further demonstrate the eﬃcacy
of our proposed approaches.

4.1 Background and Motivation
4.1.1 Life of a Spot Instance
We show the key events in the life of a spot instance in Figure 4.1; more details can
be found in [126]. We assume that Bid 1 and Bid 2 (with the former being higher) are
placed. After a tenant submits a bid, there can be a period during which its bid is strictly
less than the spot price. It is quite well-known that during such a period, the tenant’s
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Figure 4.1: Illustration of spot instance operation using two hypothetical bids (Bid 1 and Bid
2).

request for an instance is not granted (EC2 shows the status of the tenant’s request as
“pending: bid too low.”) It is less well-known, however, that there may sometimes be
an additional delay 1 with the request status being “pending: capacity not available” or
“pending: capacity oversubscribed” even after the spot price has fallen below the bid.
According to EC2, this happens if the spot market does not have available capacity or
capacity is oversubscribed. After the request is “fulﬁlled,” EC2 launches a spot instance
and “initializes” it with the tenant-speciﬁed conﬁguration, after which the instance is
“ready to use.”
In Fig. 4.1, both the bids are fulﬁlled at the same time resulting in the two instances
becoming ready to use at the same time. The following two ways for an instance to
terminate are well-known: (i) the tenant may use the instance till its needs are met and
then voluntarily terminate the instance, or (ii) the bid may fall below the spot price that
would cause EC2 to revoke the instance (shown for Bid 1 with a status of “terminated:
out of bid”). A third less well-known way for an instance to terminate, however, is
one shown occurring for Bid 2 wherein the instance is reclaimed by EC2 allegedly due
to capacity scarcity (with a status of “terminated: out of capacity” or “terminated:
oversubscribed”). Startup delays or involuntary terminations due to alleged capacity
scarcity are aspects of spot instance operation that bring additional complexity into
their usage but have not been considered in related work.
1

There may in fact be even more reasons of delay. We discount these since these are mostly due to
issues with the tenant’s conﬁguration. E.g., the tenant may tell EC2 to launch a set of spot instance
only if it can launch them all (a.k.a. launch group); the bid status would be “launch-group-constraints”
if EC2 cannot launch all at the same time.

57

When an instance is revoked by EC2, the tenant loses all its local state (contents of
main memory and local disks of the instance). EC2 does issue a warning to the tenant
before revoking a spot instance (2 minutes prior to revocation). The tenant may choose
to use this warning period to save some or all of that instance’s local state. Finally, it
must be noted the tenant is billed based on the spot price during the instance’s lifetime
(and not based on its bid).

4.1.2 Related Work in Spot Price Modeling/Prediction

Price

Price

Price

Prior work on spot price modeling/prediction ranges from relatively simple ones (in
terms of the amount of historical data employed as well as the computational complexity of the model), e.g., auto-regressive models [1, 147, 174] or empirically measured
probability distributions of key parameters [67, 91, 118, 119, 129, 131] (referred to as
CDF-based in subsequent sections), to more complex ones, e.g., employing Markovian
models [98, 122, 171], including adapting model parameters over time. Simple regressive models might fail to provide insights on how the spot price might evolve in the
long run since it could change at a minute’s granularity. Models based on empirical
distributions, although oﬀering an improved treatment of longer term properties than
regressive models, usually discard valuable temporal information about the continuity
of the spot price staying below diﬀerent bid values. Therefore, they may fail to capture
well the continuity of service availability, which is of great concern particularly for longlived and “stateful” applications. We refer to such approaches as “CDF-based” (short
for cumulative density function based) and illustrate their pitfalls using Figure 4.2 via
three synthetic traces. Although all traces have availability of 0.7 under the same bid,
the bottom trace is clearly much worse than the top one since it incurs more frequent
bid failures, which CDF-based approaches would fail to distinguish.
To our knowledge, one exception to the above models
Availability = 0.7
is [122] wherein the “sojourn time” of a spot instance pro1
Bid
0.5
cured via a particular bid is modeled and predicted via a
0
1
Semi-Markov chain. However, tenant control based on such 0.5
0
multidimensional models would likely suﬀer scalability lim1
0.5
itations when considering multiple spot markets with mul0
5
10
15
20
Time (hour)
tiple bids for better availability and proﬁtability.
Prior work models concerns arising from simultane- Figure 4.2: Pitfalls of CDFbased approaches used in
prior work.
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ous revocation of spot instances across markets via crosscorrelations of raw spot price traces. In Section 4.2.2, we
argue why this can be misleading and why it is important to consider simultaneous revocations conditioned on speciﬁc bid values. Finally, related work has ignored the startup
delay of spot instances (which can be longer than that of on-demand instances) and its
implications for control design and operation. The only one exception is [90]. Even this,
however, focuses on the boot time of instances which is only part of the overall startup
delay.

4.2 Identifying Useful Features of Spot Instance Pricing
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Figure 4.3: Sample spot price timeseries collected during the 90-day period (2015/07/08 to
2015/10/06) and are chosen due to their very diﬀerent properties. The green “*” and error
bars represent moving average and standard deviations over 2-day interval.
We describe four spot instance related features that we think a tenant should focus
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on. For each, we present a quantitative representation (a “model”) and oﬀer intuition
behind why it might be useful in online resource procurement (“control”). A key idea
cross-cutting our models is to express our features as quantities that are conditioned
on speciﬁc bids chosen out of a small set of pre-selected values. For each feature, we
explore one or more of the following properties that one might ﬁnd intuitively appealing
for their potential in oﬀering predictive value:
• Temporal Locality: Does historical data oﬀer useful hints about future evolution of
this feature? If so, what is the right amount of historical data to consider?
• Spatial Locality: How does the evolution of this feature in a market relate to that in
others in the same vs. diﬀerent availability zones or geographic regions?
• Capacity Measurements: Do eﬀective capacity measurements have any predictive
value? That is, do such measurements serve as faithful indicators of changes in spot
prices or availability capacity in the concerned marketplace?
Using lessons learnt from this exercise, we design computationally eﬃcient predictors for our features. Finally, we evaluate our predictors on a large set of spot price
marketplaces. Figure 4.3 shows 90-day long spot price timeseries for 16 marketplaces
for which we present such evaluation in this chapter. We also plot the moving average
and standard deviation of spot prices over a two-day sliding window in the same ﬁgures. These measurements show high variations especially in spot markets with frequent
spikes, e.g., c3.2xlarge in us-west-1a and suggest that raw spot prices are best considered
(highly) non-stationarity making questionable the eﬃcacy of approaches in existing work
(e.g., [1,147,174]) that rely on modeling them directly (i.e., implicitly assumes temporal
locality in raw prices). A key ﬁnding of our work (elaborated upon throughout the rest
of this section) is that while assuming temporal locality in raw spot prices may not be
reasonable, the features we identify (and which we ﬁnd useful for control) do indeed
show short-term temporal locality.

4.2.1 Features 1 & 2: Lifetime and Average Price during Lifetime
We present our ﬁrst two features together due to signiﬁcant connections between their
modeling and prediction.
A tenant would like a spot instance to be available for long enough to serve its needs.
That is, it would be interested in the following question: How long is a successful bid
going to last? To answer this, our ﬁrst feature is concerned with the lifetime of a spot
60

instance, which we deﬁne as the duration between when it becomes ready to use till its
termination. An eﬀective model for this feature should not overestimate this quantity
- doing so may render a control scheme overly optimistic in its estimation of the cost
vs. performance trade-oﬀ. On the other hand, underestimating it may lead to higher
than desired costs. Based on Section 4.1.1, a spot instance could be terminated due to
either bid failure (“terminated: out of bid”) or non-bid failure (“terminated: not enough
capacity” or “terminated: capacity oversubscribed”). We ﬁnd the latter to be a rare
event in today’s EC2 spot markets. Therefore, in what follows, we ignore time to non-bid
failure and only focus on time to bid failure in our analysis. It should be pointed out that
in an alternate spot market (e.g., in a future cloud with higher data center utilization
and/or one using alternate resource management policies [74]), such terminations may
not be non-negligible. Modeling of spot instance lifetime in such environments would
be made especially complex because these two types of terminations may themselves
not be independent (due to possible dependence through load on the data center).
Our second feature is the average spot price during an instance’s lifetime. Since spot
prices tend to be signiﬁcantly smaller than on-demand prices (of equally-sized instances)
during periods when a bid is successful, and since EC2 charges a tenant based on the
spot price during such periods (but not the bid), attempting to predict spot prices
accurately is of little value. A visual inspection of the 90-day spot prices in Figure 4.3
and how these prices compare with a bid that equals to the on-demand price clariﬁes
this. In particular, it suﬃces that we predict the average spot price during such periods
with reasonable accuracy (since that is what will determine our costs).
Limitation of Prior Work: As discussed in Section 4.1.2, prior work that relies on
CDF-based modeling (even if dynamically updated) of spot price to predict instance
lifetime may not be able to capture well service contiguity. E.g., with such a model
a tenant might be tempted to use spot instances more aggressively which would cause
performance degradation due to more frequent than desired service interruption. On
the other hand, more complex statistical models usually result in control that suﬀer
from scalability limitations (the so-called “curses of dimensionality” that for Dynamic
Programming based approaches).
Models and Temporal Locality-based Prediction: For both these features, we
ﬁnd that eﬀective models are oﬀered by viewing them as random variables informed by
empirically measured probability distributions in the recent past. A key requirement for
such modeling to be eﬀective lies in choosing the right amount of historical data as we
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describe momentarily. First, we introduce the deﬁnitions for the random variables we
choose. We model as a random variable L(b) the length of a contiguous period during
which the spot price is less than or equal to a bid b. In other words, L(b) captures the
lifetime of a spot instance using bid b. We denote as p̄(b) = E[pt |L(b)] a random variable
for the average spot price pt during a period when the bid b is successful 2 , which serves
to estimate the cost of a spot instance procured by placing a bid b. Figure 4.4 illustrates
our deﬁnitions of L(b) and p̄(b).
Our prediction techniques assume temporal locality over
a recent sliding time window (H most recent time slots, e.g., Spot price
days) for making predictions of L(b) and p̄(b). H must be
( )
Bid
3
chosen such that temporal locality indeed holds for these
b
quantities. Large L(b) and small p̄(b) imply long service con!( )
"
tinuity and low costs, thereby encouraging the use of spot
Time
instances using bid b. We use a small percentile (e.g., 5th)
Bid failures
of the recently constructed distribution of L(b) - denoted as
L̂(b) - as our prediction in the ongoing horizon. The reason- Figure 4.4: Illustration of
features 1 and 2: lifetime of
ing behind this choice is that if the statistical properties of a spot instance and average
L(b) do not change much over H, we expect that with a very spot price during lifetime.
high probability, bid b would be successful for at least L̂(b)
time units. We use average of p̄(b) during the relevant H as its predictor (denoted as
p̄ˆ(b)). Note that our prediction approach would result in a control formulation wherein
the number of state/control variables grows linearly with the number of (market,bid)
pairs, whereas the Semi-Markov model-based approach discussed in Section 4.1.2 has to
discretize all state and control variable including spot prices from diﬀerent markets, bids,
sojourn time (from minutes to hours), and other application-speciﬁc variables, which
results in optimization problem that suﬀers from scalability limitations.
Evaluation of Our Predictors: To evaluate our predictors, we introduce the following
assessment metrics. We say that an over-estimation of L(b) has occurred when L̂(b) >
L(b). This represents a scenario wherein the tenant was likely overly ambitious in
using spot instances. We further deﬁne L(b) over-estimation rate as the fraction of
2

We are overloading the term L(b) to mean a contiguous duration when bid b is successful as well
as its length. We are avoiding additional notational complexity since the distinction is very clear based
on context.
3
By temporal locality, we mean that over relatively short time-scales (a day to a few days), the key features tend to
change little, whereas over longer time-scales (weeks to months), they might undergo more substantial changes.
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L(b) predictions that result in over-estimation, denoted as f (b). The assessment metric
for p̄ˆ(b) should capture the extent of its deviation from actual values. Therefore, we
compute ξ(b) = (p̄(b) − p̄ˆ(b))/p̄(b) and deﬁne as relative deviation of p̄(b) the mean value
of ξ(b) for all occurrences of p̄(b) in the relevant H. Lower values are better for both.
We focus on the right choice of history window size (for model training), which turns
out to be dependent on both the market and the bid. None of the prior works (to our
knowledge) have analyzed these idiosyncracies.
Setup: We vary instance types, markets, bids, history window size H and show the
assessment metrics f (L(b) over-estimation rate) and ξ (p̄(b) relative deviation) in Table 4.1. The 90-day spot price traces are chosen from Figure 4.3, with bid b picked
from {0.5d, d, 2d, 5d, 10d}, where d is the corresponding on-demand price4 . As a baseline approach, we also present the above metrics based on predictions of L(b) and p̄(b)
by using the empirical cumulative density function (CDF) of spot prices within H (updated dynamically), denoted as “CDF-based.” For this baseline, L̂(b) = H · P rob(pt ≤ b)
and p̄ˆ(b) = E[pt |pt ≤ b]. This baseline represents approaches commonly considered in
related work.
Validation of Predictor Eﬃcacy: Under most of (market, bid) pairs, the best (lowest)
f and ξ are below 10%, which we consider a reasonable demonstration of the eﬃcacy
of our predictors. We do see a small number of exceptions. E.g., for c3.large-c, even if
we use 5th percentile as prediction for L(b), f and ξ are much higher than those from
other markets. It might be better not to use this market temporarily until we observe
better predictability.
The “Right Choice” for History Window Size: We ﬁnd that (i) the best choice of H
varies across markets and bids, implying the necessity for considering diﬀerent markets
separately when determining history window size, instead of blindly choosing a single
window size for all markets, and (ii) changing bid values may not aﬀect f and ξ much
(e.g., m3.large-c), possibly due to the fact that the L(b) and p̄(b) do not vary much when
spot price exceeds bid.
More generally, we ﬁnd that the evolution of L(b) is often not smooth, and regressionbased models (one natural alternative to our approach) may not work well. Again,
accurate prediction of L(b) may not be necessary as discussed before. Our choice of
prediction with 5th percentile of L(b) tends to be conservative such that higher proba4

This is based on the discussions from [118, 129] and our observations that high spot price values
are usually around multiples of on-demand prices.
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Bid

c3.large-d

c3.large-c

m3.large-d

m3.large-c

H
0.5d
1d
2d
5d
10d
0.5d
1d
2d
5d
10d
0.5d
1d
2d
5d
10d
0.5d
1d
2d
5d
10d

7
0.12
0.07
0.02
0.02
0.02
0.10
0.10
0.10
0.13
0.07
0.10
0.12
0.14
0.14
0.00
0.10
0.06
0.06
0.06
0.00

f (b)
14
21
0.12 0.13
0.08 0.08
0.03 0.03
0.03 0.03
0.03 0.03
0.07 0.07
0.06 0.07
0.08 0.09
0.12 0.14
0.08 0.08
0.09 0.08
0.17 0.19
0.18 0.19
0.17 0.18
0.00 0.00
0.08 0.09
0.06 0.07
0.06 0.07
0.06 0.07
0.00 0.00

28
0.14
0.09
0.03
0.03
0.03
0.08
0.07
0.10
0.16
0.09
0.08
0.20
0.21
0.20
0.00
0.10
0.09
0.08
0.08
0.00

7
0.08
0.07
0.09
0.09
0.09
0.06
0.07
0.10
0.09
0.19
0.06
0.11
0.11
0.13
0.87
0.06
0.07
0.07
0.07
0.34

ξ(b)
14
21
0.08 0.08
0.07 0.10
0.10 0.10
0.10 0.10
0.10 0.10
0.06 0.08
0.07 0.09
0.10 0.11
0.12 0.12
0.19 0.17
0.07 0.13
0.16 0.19
0.16 0.19
0.16 0.18
0.76 0.73
0.06 0.07
0.11 0.11
0.10 0.10
0.10 0.10
0.22 0.18

28
0.09
0.11
0.11
0.11
0.11
0.07
0.09
0.12
0.13
0.17
0.00
0.21
0.21
0.19
0.70
0.07
0.10
0.10
0.10
0.16

f (b) CDF-based
7
14
21
28
0.29 0.28 0.28 0.30
0.09 0.09 0.08 0.09
0.02 0.03 0.01 0.02
0.02 0.03 0.01 0.02
0.02 0.03 0.01 0.02
0.62 0.60 0.61 0.65
0.50 0.50 0.53 0.56
0.45 0.44 0.47 0.51
0.40 0.39 0.42 0.45
0.34 0.32 0.34 0.37
0.56 0.52 0.49 0.52
0.33 0.32 0.32 0.33
0.31 0.30 0.29 0.30
0.30 0.29 0.28 0.30
0.00 0.00 0.00 0.00
0.16 0.15 0.17 0.19
0.08 0.09 0.10 0.11
0.06 0.06 0.08 0.09
0.06 0.06 0.08 0.09
0.00 0.00 0.00 0.00

ξ(b) CDF-based
7
14
21
28
0.14 0.14 0.15 0.16
0.11 0.12 0.12 0.14
0.11 0.12 0.13 0.14
0.11 0.12 0.13 0.14
0.11 0.12 0.13 0.14
0.23 0.23 0.24 0.25
0.22 0.23 0.23 0.24
0.22 0.22 0.23 0.24
0.23 0.23 0.24 0.25
0.25 0.25 0.25 0.27
0.21 0.21 0.22 0.22
0.25 0.25 0.26 0.26
0.25 0.26 0.26 0.26
0.26 0.26 0.27 0.27
0.84 0.72 0.68 0.63
0.11 0.11 0.12 0.13
0.10 0.10 0.10 0.11
0.10 0.10 0.10 0.11
0.10 0.10 0.10 0.11
0.40 0.26 0.22 0.20

Table 4.1: The assessment metrics f (b) and ξ(b) under diﬀerent bid values and history window
sizes (H in days). The shaded cells represent the best window size that minimizes f (b) and
ξ(b). “-c” and “-d” represent the markets. We round up the results and only show two digits
after the decimal point due to space limit. “CDF-based” f (b) and ξ(b) are computed based
on predictions of L(b) and p̄(b) using CDF of spot prices.

bility of service contiguity can be achieved. If the application can tolerate more frequent
service interruptions, higher percentiles or more aggressive prediction techniques could
be used.
Insights and implications: (i) There exists short-term temporal locality in L(b) and
p̄(b) and the history window size can be leveraged to improve the quality of prediction,
(ii) modeling of these features should be conditioned on speciﬁc bids; (iii) our approach
outperforms CDF-based approaches by oﬀering smaller over-estimation rate of L(b) and
less relative deviation from the actual p̄(b).

4.2.2 Feature 3: Simultaneous Revocations
Limitations of Prior Work: When placing bids for multiple instances, a tenant may
wish avoid picking spot markets with “high” likelihood of simultaneous revocations (the
spot instances may be terminated simultaneously due to coincident bid failures). Prior
works, e.g., [118, 129], suggest bidding across markets where there are no signiﬁcant
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(a) coef(mkt1,mkt2) = 0.24
mkt 1
mkt 2
Bid 1
Bid 2
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(b) coef(mkt1, mkt2) = 0.91
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Bid 1
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Figure 4.5: Synthetic examples with simultaneous revocations related to bids. “coef” is
correlation coeﬃcient.

statistical correlations among the “raw” historical spot price traces. However, such
raw correlations might be misleading. To appreciate this, let us consider illustrative
examples in Figure 4.5. We generate synthetic spot prices for two markets: (a) the crosscorrelation between the two markets’ spot prices is low and (b) the cross-correlation is
high. In (a) the tenant might be tempted to use both markets whereas in (b) it may
not want to use the two markets together at all, if its decision is only based on the
raw correlation. However, it is obvious that the bid failures from the two markets are
highly correlated under bid 1 but not under bid 2. Therefore, it may be imprudent for
the tenants to make decisions solely based on the raw correlations without considering
the actual bids. More speciﬁcally, what the tenant really needs are measurements of
simultaneous revocations conditioned on bids. Furthermore, the statistical correlation of
bid failures across markets may not be very informative for decision-making regarding
bid placement. Instead, a tenant might ﬁnd it more beneﬁcial to learn the absolute time
durations of simultaneous revocations, i.e., the total amount of time that a bid fails in
two markets within the history window.
Model and Temporal Locality-based Prediction: Based on these insights, a more
informative metric that we propose is based on characterizing simultaneous revocations
conditioned on pre-speciﬁed bids. Under a given bid, we denote as A and B the sets
of time periods when the bid fails in two spot markets under comparison5 , respectively.
Denote as T (A) and T (B) the corresponding lengths/sizes of A and B. T (A ∩ B) and
T (A ∪ B) represent the time durations of coincident bid failures and total bid failures,
(A∩B)
respectively. TT (A∪B)
reﬂects the probability that the bid fails in both markets when the
bid already fails at one market. It is informative to look at both the durations of bid
failures (e.g., T (A)) and TT (A∩B)
when comparing markets. E.g., even if T (A) and/or
(A∪B)
5

Our analysis can be easily generalized to compare more than two markets.

65

c3.2xl
c3.l

H
0.5d
d
5d
0.5d
d
5d

3
0.1778
0.1353
0.0789
0.0242
0.0141
0.0000

7
0.1563
0.1129
0.0799
0.0126
0.0000
0.0000

14
0.1286
0.0894
0.0842
0.0000
0.0000
0.0000

21
0.1426
0.1008
0.0952
0.0000
0.0000
0.0000

28
0.1270
0.0971
0.0892
0.0000
0.0000
0.0000

Table 4.2: Under-estimation rate of simultaneous revocations. We vary the history window
H (days) and only show a subset of results here; the simultaneous revocation is computed for
(us-west-1a, us-west-1c) for each instance type. The shaded cells represent the best H.

T (B) are relatively small compared with the history window size, if TT (A∩B)
is high,
(A∪B)
which implies markets (A,B) almost always fail together under the given bid, it may be
better not to place bids in markets (A,B) simultaneously. On the other hand, even if
(A∩B)
both TT (A∪B)
and T (A ∩ B) are small, we may use neither A nor B if L(b) is also small
in both markets. Tenants can use such metrics, together with predicted L(b) and p̄(b),
to get a better understanding of simultaneous revocations and carry out cost analysis.
Again, we ﬁnd temporal locality useful for predicting simultaneous revocations. Similar to prediction of average price during lifetime, we use the measured simultaneous
revocations from a history window H as prediction for the near future. We vary the
history window and explore the temporal locality. Our assessment metric is the rate of
under-estimation to the actual simultaneous revocations: the fraction of simultaneous
revocation predictions that result in under-estimation.
From Table 4.2, we ﬁnd that (i) the under-estimation rate is low in general, implying
good temporal locality for prediction, (ii) history window size matters for diﬀerent spot
markets under diﬀerent bids and (iii) the under-estimation rate could be 0, implying few
bid failures in such markets under the particular bid. A tenant can use such information
to de-correlate bid failures in his dynamic resource procurement.
Spatial Locality: Since EC2 regions and availability zones are geo-distributed, some
naturally appealing ideas for improving the (market,bid) selection are: Is there any
spatial locality in spot prices? Are markets spread across regions/availability zones
un-correlated? Are such eﬀects aﬀected by bids? We show our measurements on simultaneous revocations across multiple regions, availability zones and instance types in
Table 4.3. We have several observations: (i) Increasing bid may de-correlate bid failures:
even if spot prices of two markets always jump simultaneously, they don’t usually reach
the same high spot price. When the bid increases, one of the markets may experience
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less bid failures whereas the other remains unaﬀected (possibly because the bid is not
high enough). (ii) Increasing bid may also increase the extent to which the simultaneous
revocation occurs, e.g., as the total failure time T (A ∪ B) decreases in markets (c,d) of
c3.large (highlighted in Table 4.3), the fraction of time that concurrent bid failure occurs
becomes less. (iii) Since the properties of simultaneous revocations highly depend on
markets and bids (and possibly also history window size), simply comparing the raw
statistical correlations of multiple markets’ spot prices may not suﬃce and might even
lead to faulty decision making. It is crucially important to take into account the impact of bid values. (iv) Although the EC2 regions and availability zones are created for
other types of failures, e.g., infrastructure failure, we ﬁnd that they unintentionally also
amount to similar eﬀects for tenants’ spot bid failures.
Additionally, if we look at the simultaneous revocations across instance types but ﬁx
the availability zone (Table 4.4), we observe that in general the spot prices across diﬀerent instance types are not highly correlated; even for the pair (c3.large,c3.2xlarge) that
has the highest “coef”, TT (A∩B)
is still quite low under all bids. Such observation encour(A∪B)
ages the tenant to spread its bids across diﬀerent instance types. However, although both
T (A) and T (B) decrease as we increase the bid from 0.5d to d for (m3.large,m3.xlarge),
increases from 0.0044 to 0.1304, which re-emphasizes our key ﬁndwe notice that TT (A∩B)
(A∪B)
ing that analysis of simultaneous revocations should take into account the bids instead
of blindly looking at the “coef” as done by the prior work.
Heuristic for Eﬃciently Finding Marketplaces with Low Likelihood of Simultaneous Bid Failures: One possible way to exploit the observed spatial locality is
through clustering of candidates formed by (market, bid) pairs. For example, similar
to the K-mean clustering idea, we can interpret our model of simultaneous revocations
) as the distance between two candidates. Then standard clustering algorithms
( TT (A∩B)
(A∪B)
can be applied to create clusters of candidates wherein candidates in the same cluster
have higher probability of simultaneous bid failures. A tenant can simply spread his
choice of (market, bid) across clusters to reduce correlated bid failures6 .
Insights and implications: (i) Temporal locality can be employed for predicting simultaneous revocations. (ii) Modeling and prediction of simultaneous revocations should
take into account bids; only looking at the raw cross-correlation may lead to faulty
6

Picking instances from multiple marketplaces (especially those geographically distributed) is of
course more complex. E.g., there may be concerns related to communication between instances over
a WAN or issues of proximity to tenants that we can not consider in our work [160]. An actual
decision-making would need to consider these against the issues that we do model here.
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c3.2xlarge

c3.large

m3.xlarge

m3.large

Bid
b,c
c,d
d,e
b,c’
c,a’
a’,c’
b,c
c,d
d,e
b,c’
c,a’
a’,c’
b,c
c,d
d,e
b,c’
c,a’
a’,c’
b,c
c,d
d,e
b,c’
c,a’
a’,c’

coef
0.0968
0.1102
0.0594
0.0748
-0.0120
-0.0846
0.2268
0.2109
0.0859
0.0027
0.2001
0.1462
0.6614
0.7728
0.4177
-0.0766
-0.0158
0.3268
0.1456
0.3704
0.3315
-0.0238
0.0125
0.3680

A
2590
1347
2391
2590
1347
0
13314
103
3408
13314
103
5
1459
3725
1408
1459
3725
565
6291
22998
8039
6291
22998
9727

B
1347
2391
10204
0
7
0
103
3408
279
84
5
84
3725
1408
298
2487
565
2487
22998
8039
7115
7593
9727
7593

0.5d
A∩B
607
58
727
0
0
0
54
32
5
0
0
0
1121
1211
251
60
51
335
5036
6272
2350
144
1915
4407

A∩B
A∪B

0.1823
0.0158
0.0613
0
0
0
0.0040
0.0092
0.0014
0
0
0
0.2759
0.3088
0.1725
0.0154
0.0120
0.1233
0.2076
0.2533
0.1935
0.0105
0.0622
0.3413

A
1386
35
1730
1386
35
0
7050
0
1070
7050
0
0
1103
2340
1200
1103
2340
470
1589
3917
14
1589
3917
7233

B
35
1730
4517
0
0
0
0
1070
9
50
0
50
2340
1200
284
470
470
124
3917
14
756
4011
7233
4011

d
A∩B
6
24
329
0
0
0
0
0
0
0
0
0
976
1189
238
0
0
22
946
0
0
8
301
2609

A∩B
A∪B

0.0042
0.0138
0.0556
0
0
0
0
0
0
0
0
0
0.3956
0.5057
0.1910
0
0
0.0385
0.2075
0
0
0.0014
0.0277
0.3021

A
900
6
1489
900
6
0
376
0
774
376
0
0
1059
2274
1194
1059
2274
0
511
1152
0
511
1152
5047

B
6
1489
0
0
0
0
0
774
9
4
0
4
2274
1194
279
0
0
0
1152
0
0
2899
5047
2899

5d
A∩B
6
0
0
0
0
0
0
0
0
0
0
0
921
1184
233
0
0
0
18
0
0
0
20
1504

A∩B
A∪B

0.0067
0
0
0
0
0
0
0
0
0
0
0
0.3818
0.5184
0.1879
0
0
0
0.0109
0
0
0
0.0032
0.2335

Table 4.3: Simultaneous revocations across diﬀerent pairs of markets (b,c,d,e) from region
us-east and (a’,c’) from region us-west under diﬀerent bids. The measurements are in minutes.
The T (.) operator is omitted for space. “coef” is the coeﬃcient of variation of two price traces.
We set A∩B
A∪B = 0 when A ∪ B = 0, which we interpret as no bid failures.

m3.l, m3.xl
m3.l, c3.l
m3.l, c3.2xl
m3.xl, c3.l
m3.xl, c3.2xl
c3.l, c3.2xl

Bid
coef
0.1357
0.0146
0.1939
0.1153
0.2870
0.3214

A
1046
1566
35
431
60
2327

B
328
3631
41898
3348
29769
45478

0.5d
A∩B
6
11
29
0
56
1987

A∩B
A∪B

0.0044
0.0021
0.0007
0
0.0019
0.0434

A
24
987
6
28
0
2306

B
28
2335
17538
2317
15715
18261

d
A∩B
6
3
0
0
0
1492

A∩B
A∪B

0.1304
0.0009
0
0
0
0.0782

A
6
6
6
0
0
0

B
0
2274
1167
1552
1158
1167

5d
A∩B
0
0
0
0
0
0

A∩B
A∪B

0
0
0
0
0
0

Table 4.4: Simultaneous revocations across diﬀerent instance types in us-east-1c.
understanding/prediction of simultaneous bid failures. (iii) There is spatial locality of
spot bid failures across regions, availability zones and diﬀerent instance types, which
can better help the tenant de-correlate bid failures.

4.2.3 Feature 4: Time to Start
Time to start is an important feature for tenant’s resource procurement. For example,
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(a)Spot instance time−to−start (sec)
m3.m us−east−1e
500

Time−to−start (sec)
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0
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0
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c3.l us−east−1e

0
05/18 16:00

(b) Time−to−start vs. bid
500

300
200
100
0

05/19 16:00

05/20 16:00

1/4d1/2d3/4d d 2d 5d 10d max
Bid

Figure 4.6: (a) Spot instance time-to-start. (b) Spot instance time-to-start vs. bids. We
request one instance every 5 min across two days from 2016/05/18 16:00 to 2016/05/20 16:00
with bids uniformly chosen from { 14 d, 12 d, 34 d, d, 2d, 5d, 10d, max}, wherein d is the on-demand
price and max is the maximum bid allowed. The time-to-start is set to 0 if bid is less than
spot price. The largest two time-to-start values in the bottom trace of (a) are 2800+ seconds.

during unexpected ﬂash crowds, if the tenant wants to allocate new spot instance but
ﬁnds that the spot bid status is still pending after a long waiting time, the application
performance might be severely degraded. EC2’s oﬃcial documentation only provides
rough estimates of maximum instance boot times (corresponding to the duration labeled
“Initialization” in Figure 4.1) which range from 1 to 5 min [38]. However, recall from
Figure 4.1 that there can be additional contributors to spot instance startup delay of
two types: (i) a period when the bid is lower than the spot price and (ii) a period (even
after the spot price has become lower than the bid) during which EC2 makes the tenant
wait (allegedly) due to a lack of capacity at its end.
Limitations of Prior Work: To the best of our knowledge, this feature has been
ignored by related work. The only research work that explores a limited aspect of this
issue is [90], which focuses only on instance boot up times. For spot instance, they
observe no signiﬁcant correlation between spot price and time-to-start; however, they
do not explore/report the temporal locality and the predictive property of time-to-start.
Model and Temporal Locality-based Prediction: Of course, (i) depends on the
bid placed by the tenant - a higher bid will exceed the spot price sooner than a lower
bid. We ﬁnd that for relatively high bids (greater than or equal to the price of the
comparable on-demand instance), this type of delay can be ignored for all practical
purposes. However, for lower bids (that certain cost-conscious tenants may prefer), we
do not ﬁnd any patterns that can be generalized readily for useful prediction.
To see the predictability of (ii), we choose instance types and several spot markets
across diﬀerent time zones and bid spot instances every 5 min over two days. The
bids are uniformly chosen from { 14 d, 12 d, 34 d, d, 2d, 5d, 10d, max}, wherein d is the on69

demand price and max is the maximum bid allowed. We report a subset of our results
in Figure 4.6. In some cases (top and middle traces shown in Figure 4.6(a)) we ﬁnd
time-of-day like behavior or small variance around a ﬁxed value. This seems to depend
very much on the market with no other obvious predictive indicators (e.g., more in
a particular region or availability zone or instance type, etc.) In such marketplaces, a
tenant may be able to exploit such predictability. In others, however, a tenant may have
to resort to working with worst-case values. E.g., in the bottom trace in Figure 4.6(a),
the largest two time-to-start samples are greater than 2800 seconds.
We also explore the relationship between time-to-start vs. bid. Intuitively, higher
bids should give the tenant higher priority for resource procurement, thus shorter timeto-start, since EC2 might make more proﬁt by serving higher bids ﬁrst. However, we
do not observe a statistically signiﬁcant correlation between time-to-start and diﬀerent
bid values (Figure 4.6(b)).
Insights and implications: It is important to model this feature, which has not
been addressed in related work. However, we do not ﬁnd generally useful evidence for
temporal locality like we do for our features 1-3. Therefore, tenants may be forced to
work conservatively with this feature, e.g., allowing for a large delay just to be safe
based on high percentiles of previous observations.

4.2.4 Do Eﬀective Capacity Measurements Provide Predictive Power?
EC2 claims that the spot price is set based on its supply/demand relationship [10].
Therefore, a natural thought is: Can we further improve the predictability of spot
prices if we can somehow infer the current resource demand vs. capacity status in
the spot pool? For example, when there are too many tenants’ spot requests and the
spot pool becomes “congested,” it is highly possible that the “eﬀective” capacity, as
opposed to the advertized capacity, perceived by the tenant could be lower or have
higher variations (reﬂected by degraded application performance) than when the spot
pool has enough unused capacity. In particular, we have the following hypotheses: (i)
Is there any predictive power in eﬀective capacity vs. spot price? (ii) Is there any
predictive power in eﬀective capacity vs. sudden revocations? Such relationships, if
observed, can be exploited by the tenants to improve their prediction of spot prices (or
of features 1-3).
To test our hypotheses, we conduct experiments on several EC2 spot markets wherein
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Figure 4.7: Scatter plots of 24-hour micro-benchmark performance measurements on a single
r3.xlarge instance vs. spot price from us-east-1d. avrora is a CPU-intensive benchmark [4];
STREAM [128], iperf [66] and ﬁo [66] are commonly used benchmarks that measure the bandwidths of memory, network and disk I/O. The performance measurements are normalized w.r.t.
the best performance samples in the experiments. The spot price varies from 17 to 10 times
the on-demand price.

we record eﬀective capacity variations based on performance measurements from commonlyused micro-benchmarks. Due to space limit, we only show a subset of our measurement
results in Figure 4.7. As illustrated by the scatter plots of normalized performance vs.
spot price, we do not observe enough predictive power in dynamic eﬀective capacity
(reﬂected by the varying performance measurements) for spot prices. We further infer
that the evolvement of spot prices may not be reﬂected by local congestion signals, or
that even when there is not enough capacity (peak price periods) EC2 would rather kick
oﬀ spot instances by raising the spot prices instead of sacriﬁcing capacity/performance7 .
We do not see signiﬁcant performance/capacity diﬀerence across on-demand and
spot instances with the same resource conﬁguration. Our interpretation is that EC2
might have provided the same guarantee of performance and capacity isolations for
both on-demand and spot instances. However, when the on-demand resource pool lacks
capacity, EC2 might revoke spot instances to make room for the more proﬁtable ondemand instances.

4.3 Summary
In this chapter, we identiﬁed four key features that we think a tenant should model:
(i) lifetime of an instance, (ii) average spot price during lifetime, (iii) simultaneous
revocations, and (iv) startup delay. For each feature, we discussed the shortcomings
in existing approaches, presented a quantitative model, and developed computationally7

By reverse engineering the spot price itself, [1] ﬁnds that Amazon EC2’s spot price is not set
based on the supply/demand relationship, which is consistent with our conjecture about EC2 spot
management.
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eﬃcient predictors (when possible based on our data analysis). We will leverage diﬀerent
combinations of these feature for diﬀerent case studies of tenants’ cost-eﬀective resource
procurement in Chapter 5.
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Chapter 5 |
Tenant Procurement: Exploiting
Price/Capacity Dynamism
In this chapter, we carry out two case studies, which are representative real-world workloads, to demonstrate the tenant’s cost-eﬀective operations along the price/capacity
dynamism axis after incorporating the key features of spot instance prices identiﬁed in
Chapter 4.

5.1 Case Study I: In-memory Data Store
In this case study, we consider the problem of cost-eﬀective operation for a Memcachedbased [94] in-memory data store deployed in a public cloud platform. We pick Memcached because it is a popular key-value store that is commonly used as caching-tier of
a multi-tier application or as a stand-alone service/application.

5.1.1 Background and Related Work
5.1.1.1

Memcached

memcached is a widely used distributed in-memory key-value cache [94]. In addition
to being used by many popular web applications (Facebook, LiveJournal, Wikipedia,
Twitter, Flickr, to name a few), it is also very popular among smaller, cost-conscious
tenants that form our focus. Instead of running its own memcached on infrastructure-asa-service (IaaS) instances (like we consider), a tenant may instead use a “managed” (i.e.,
software-as-a-service or SaaS) in-memory storage service built using memcached. One
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ﬁnds examples of such SaaS oﬀerings both from IaaS providers themselves (e.g., Amazon
EC2’s ElastiCache, Microsoft Azure’s RedisCache) and from other entities that procure
instances from these IaaS providers (e.g., Redislabs’ Memcached cloud [95], Heroku’s
MemCachier [96]). Our techniques could be useful to the latter type of tenants as well.
In a typical conﬁguration, memcached employs a cluster of nodes (instances or physical machines) for housing its cache contents with a load balancer orchestrating data
placement, client request forwarding, failure handling, and data replication (if used). In
high-throughput environments, memcached clusters are routinely composed of 100s to
1000s of nodes, and the load balancer may itself be replicated for scalability and fault
tolerance. memcached uses consistent hashing to map both keys and nodes to points on
the same hashing ring. Each instance is responsible for hosting keys whose hash values
fall into the interval mapped to it. Consistent hashing has been chosen for its wellknown beneﬁts: it maps data objects to the same cache node as far as possible, which is
particularly useful when adding/removing nodes. These properties allow a memcached
cluster to be dynamically scaled up or down. Given the time-varying nature of many
memcached workloads, these properties make it well-suited for dynamically adjusting
(auto-scaling) its instance usage to workload conditions on a public cloud.
memcached implements options whereby its cache contents may be replicated for
redundancy to improve both service availability and performance. Finally, it employs
a least-recently used (LRU) cache eviction policy. Read requests for evicted or nonexistent keys are served by the back-end.
Because spot instances may be revoked, not all workloads can beneﬁt from their
lower prices. memcached may be a good candidate for using spot instances. The failure
of a memcached node does not aﬀect application correctness if all data is persisted in
the back-end. Similarly, a failure does not make the overall service unavailable but
may slow it down (depending on how many requests now need to be serviced from
the slower back-end). It is crucial that the cost reduction by using spot instances not
result in a signiﬁcant loss of performance. Of course, acceptable levels of performance
loss would be tenant-speciﬁc. We assume that the tenant has mechanisms for carefully
considering and specifying this. One way of doing this could be based on comparing
against reasonable baselines that operate the application on a well-provisioned cluster
comprising highly available nodes; see Section 5.1.1.3.
Finally, our design targets read-heavy workloads. We leave it to future work to
extend our system to improve write performance, possibly by adapting techniques from
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Instance type
Regular

On-demand (OD)
Reserved

Spot
Burstable

Base capacity
Peak capacity

Per unit resource price
vCPU ($/vCPU*hour) RAM ($/GB*hour)
0.0397
0.0057
26-37% cheaper than OD (equal size)
70-90% cheaper than OD (equal size)
0 (see caption)

0.013

Smallest size
vCPU RAM (GB)
1
3.75
1
3.75
1
3.75
0.05
0.5
1
0.5

CPU or net. bw to RAM ratio
vCPU/GB
Mbps/GB
0.13-0.53
18-146
0.13-0.53
18-146
0.13-0.53
18-146
0.075-0.1
70
0.25-2
125-1000

Table 5.1: Comparisons of important aspects of regular, spot, and burstable oﬀerings from
Amazon EC2. The unit prices are calculated by using linear regression models (R2 = 0.99).
Surprisingly, network bandwidth does no play a role in our regression models; for burstables,
neither CPU nor network bandwidth ﬁgure in the pricing model and the instance price is
perfectly proportional to the RAM capacity.

prior work, e.g., using a small amount of on-demand instances (highly available) to serve
write requests [164] faster than in our system where we write-through to a persistent
back-end.
5.1.1.2

EC2 Instance Oﬀerings

We ﬁnd it useful to consider the following ﬁrst-order classiﬁcation of EC2 instance types:
(i) regular, by which we mean conventional on-demand (i.e., not including burstable) and
reserved instances that oﬀer high availability and near-ﬁxed resource capacities, (ii) spot,
and, (iii) burstable instances. Within each of these classes, there is further variety. We
do consider multiple resource capacity sizes (EC2 oﬀers about 40 diﬀerent sizes for all of
on-demand, reserved, and spot) in Section 5.1.3 but ignore other second-order price vs.
capacity/performance trade-oﬀs (e.g., “compute-optimized” vs. “memory-optimized”
vs. “IO-optimized”).
Price per unit resource: We ﬁnd that a linear regression model is able to oﬀer an
almost perfect explanation of EC2 on-demand instance prices as functions of the number
of vCPUs and RAM capacity. As an example, for 24 class of on-demand instances, the
model p = 0.0397 · c + 0.0057 · m explains instance prices with R2 = 0.99, where p, c, m
are the hourly instance price, number of vCPUs and amount of RAM (GB), respectively.
Other classes may have slightly diﬀerent coeﬃcients but are also explained equally well.
Similar model for burstable instances expresses their prices perfectly solely in terms of
their RAM capacities. The per unit resource prices reveal interesting relative strengths
for cost-eﬃcacy and are used in our optimization in Section 5.1.3.
CPU and network bandwidth per unit RAM: For each instance type, we denote
as “vCPU/RAM” and “Network BW/RAM” the CPU capacity in units of a regular
EC2 vCPU (could be fractional as for burstables) and the network bandwidth (Mbps)
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associated with per unit RAM capacity (GB), respectively. High values for these ratios
are desirable features for instances used in our passive backup (to be described in Section 5.1.2). The key observation we make is that, when operating at their peak capacity
(the timing of which may be carefully controlled by the tenant itself), burstable instances
oﬀer much higher ratios for every dollar invested than regular or spot instances.
Table 5.1 summarizes the above trade-oﬀs.
5.1.1.3

Baselines and Shortcomings

We now present several “baselines” for procuring instances for a memcached workload.
These baselines represent a combination of (a) salient ideas from literature on dynamic
resource allocation as well as (b) recent related work on memcached-speciﬁc resource
procurement on the public cloud (see Section 5.1.1.4 for details). Our baselines serve as
strawman approaches in the following ways: (i) we use them to identify and illustrate
shortcomings in the state-of-the-art, (ii) we use them to motivate important aspects of
our system design, and (iii) we use them as points of comparison in our experimental
evaluation (Section 5.1.4) to quantify the beneﬁts oﬀered by our proposed approach.
The ﬁrst 3 rows of Table 5.3 summarize our baselines.
On-demand instances only: A natural ﬁrst baseline is based on only using the highly
available regular instances. Although reserved instances are 26-37% cheaper than their
on-demand counterparts, their eﬃcacy for unpredictable workloads is questionable since
they require an upfront commitment for usage lasting 1-3 years. That is, in the absence
of signiﬁcant long-term predictability in resource needs, using reserved instances may
be a “high-risk” proposition [155]. Therefore, we restrict our baseline to on-demand
instances (billed at an hour’s timescale). Using only on-demand instances would eliminate the complexity of bidding for spot instances and reacting to their revocations and
the corresponding performance degradation. Within this, we consider two baselines.
The ﬁrst of these called ODPeak provisions for the peak resource needs at all times,
whereas the second approach ODOnly modulates its allocation of on-demand instances
to match the dynamic needs. Both baselines are computed oﬄine (or equivalently represent hypothetical scenarios with perfect knowledge of the workload). ODOnly represents
a state-of-the-art dynamic resource allocation (auto-scaling) technique being adapted
to our problem.
Popularity-aware data separation among on-demand and spot: memcached
workloads (and storage system workloads in general) usually exhibit skewed data popu76

larity distributions wherein a small fraction of the overall content (“hot”) receives most
of the requests with the remaining being relatively unpopular (“cold”). Much work
exists on accurately and eﬃciently identify hot vs. cold data (including extensions for
more ﬁne-grained classiﬁcation) in an online manner [172] and we assume such a technique is available to our system. This motivates our second class of baselines wherein
we wish to combine spot instances with on-demand instances as follows: use cheaper
spot instances for storing cold content and the more expensive on-demand instances for
storing hot content.
Clearly, an approach using such “hot-cold separation” to combine spot and ondemand instances is likely to oﬀer signiﬁcant cost savings compared to ODOnly. Note
that, although based on a straightforward idea, this hot-cold separation is novel to
our knowledge. More importantly, it is complementary to other recent proposals for
operating in-memory caches cost-eﬀectively on the public cloud, e.g., [164] - see a detailed discussion in Section 5.1.1.4. We refer to this approach as OD+Spot_Sep in our
evaluation.
Although appealing due to its potential cost savings over using only on-demand
instances, this class of baselines presents us with three important challenges.
• Resource wastage: Since hot data only takes a small portion of the overall working set
but receives a large fraction of the requests, on-demand instances that hold the hot
data would need more CPU/network resources but much less memory capacity than
spot instances that hold the cold data, which may lead to resource wastage due to the
rigid instance oﬀerings of current public clouds. For example, as we show in detail
in Section 5.1.4, using hot-cold separation for a scaled wikipedia workload employs 6
on-demand and 4 spot instances during the hour with the peak intensity. The average
CPU utilization of the spot instances is a poor 18% whereas the memory occupancy
of the on-demand instances is only 25%. The scheme on bottom-left of Figure 5.1
oﬀers an illustration of such resource wastage.
• Spot instance selection: Most prior studies [67, 91, 118, 119, 129, 131] use empirical
cumulative distribution function (CDF) of historical spot prices for spot price prediction. Such CDF-based models end up discarding valuable temporal information
about the continuity of the spot price staying below diﬀerent bid values, which may
lead to poor decision-making. For example, as we show in Figure 5.7, although there
are frequent bid failures under bid1 , the CDF-based approach still fails to anticipate
bid failures since the CDF of spot prices does not vary much over time. We refer to
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this baseline approach as OD+Spot_CDF.
• Spot revocations: A ﬁnal challenge is, of course, to be able to recover from spot
instance revocations eﬀectively.
5.1.1.4

Related Work

Spot instance for tenant procurement: A large body of recent work has explored
the use of spot instances (possibly in combination with regular instances) for costeﬀective operation of a variety of workloads, e.g., delay-tolerance batch jobs [75, 98, 122,
129,134,171], video streaming [61], and (closer to our focus) for in-memory storage [164].
Various techniques have been explored for spot price modeling and prediction, e.g., ,
auto-regressive models [1, 147, 174] or empirically measured probability distributions of
key parameters [67, 91, 118, 119, 129, 131] (generally described as “CDF-based” by us),
to more complex Markovian models [98, 122, 171]. Simple regressive models might fail
to provide insights on how the spot price might evolve in the long run since it could
change at a minute’s granularity. CDF-based approaches, although oﬀering an improved
treatment of longer term properties than regression models, usually discard valuable
temporal information about the continuity of the spot price staying below diﬀerent bid
values. Therefore, they may fail to capture well the continuity of service availability,
which is of great concern particularly for long-lived and “stateful” applications. To
our knowledge, one exception on this front is [122] wherein the “sojourn time” of a
spot instance procured via a particular bid is modeled and predicted via a semi-Markov
chain. However, tenant control based on such multidimensional models would likely
suﬀer scalability limitations given the large number of spot markets and bid space - our
approaches are geared towards achieving a balance between these scalability concerns
(for eﬀective use in online control) and accuracy.
Burstable instances for tenant procurement: These instances have not received
much attention, possibly due to their recent introduction (ca. 2014 for the t2 family). A
few papers [78,156] and technical blogs [73,103] have benchmarked their performance by
comparing their capacity variability against regular instances. Close to our work, [156]
focuses on “staggering” burstable instances (in time) for batch jobs by intentionally
injecting delays between successive jobs. Our work oﬀers another novel and compelling
use case for these instances as passive backups for in-memory caches. A key distinguishing aspect of our work is that we exploit the deterministic nature of CPU and network
bandwidth variations which are regulated by token buckets (rather than viewing them
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as externally-controlled random phenomena).
Operating in-memory caches on public clouds: There has been a signiﬁcant
work on deploying in-memory data caches on public clouds with a variety of foci, e.g.,
improving application performance by addressing load imbalance [19, 63, 172], synchronization/concurrency [50], geo-replication [116, 160, 164], scalability [88, 105, 157], etc.
These are all complementary to our work. Closest to our work, [164] blends spot and
on-demand instances to lower costs for in-memory storage. This work considers a design
space diﬀerent from ours. Some of their key ideas include (i) using spot instances for
read-only content and using on-demand instances for applying updates, and (ii) using
replication across multiple spot markets for performance and fault tolerance. Our spot
price prediction techniques might oﬀer additional improvements were they to replace
their CDF-based approaches. Similarly, it appears feasible to combine our ideas related to hot-cold mixing and use of burstable instances with theirs. On the other hand,
our evaluation was restricted to a single-site setting whereas geo-replication receives
signiﬁcant attention in their work. Similarly, their ideas for using a small number of
on-demand instances (high availability) to speedily serve write requests may be useful
in extending the scope of our work from its current focus on read-heavy workloads.
Overall, we consider our papers to be highly complementary.

5.1.2 Key Design Ideas
Assuming extensive prior work on predicting resource needs and hot vs. cold content
can be leveraged, our solution must then a
• Procurement: how many spot and on-demand instances (and what sizes) to procure?
for spot instances, what bids to place and on which markets?
• Usage: what portion of the overall workload to place on procured spot and on-demand
instances?
• Recovery: how to ensure that we recover quickly from a spot revocation? how to
ensure that any adverse impact on performance due to such failure and the overheads
of recovery is kept within acceptable limits?
Procurement: Exploiting Short-Term Temporal Locality
In order to answer the ﬁrst set of questions, a tenant needs to model well the following
two properties both conditioned on speciﬁc bids values (chosen from a small set of preselected values): “lifetime of a spot instance” and “average spot price during lifetime.”
79

Although an empirical distribution of historical spot prices would be able to predict
these properties, it would fail to capture service contiguity (recall discussions on the
shortcomings of the CDF-based baseline in Section 5.1.1.3). See Chapter 4 for details
of our models and predictors for the lifetime of a spot instance and average spot price
during lifetime.
Usage: Combining Spot and On-Demand
Recall the resource wastage we identiﬁed for OD+Spot_Sep. In order to improve
resource utilization and reduce costs, we devise a content placement scheme that mixes
hot and cold content among on-demand and spot instances to achieve a desirable balance
between using procured resources well and keeping spot failure induced performance
degradation within tolerable limits. Figure 5.1 provides an illustration of the basic idea
using a hypothetical heavy-tailed content popularity distribution.

Access
frequency

Key popularity
distribution

Hot

Memcached
servers

Cold

Burstable pool
(backup for spot)
RAM

Key rank

Spot pool

OD pool

RAM

RAM

RAM

RAM

RAM

CPU and
net b/w
wastage

RAM

RAM

Prop: Hot-cold mixing

RAM

RAM

OD pool

RAM

RAM

RAM
wastage

RAM

RAM

OD+Spot_Sep: hot on OD, cold on spot

Spot pool

Figure 5.1: Illustration of hot-cold mixing and burstable-based passive backup of spot contents.

In our model, we denote as α (0 < α ≤ 1) the percentage out of the whole working
set that needs to be held in memory. A choice of α equal to or close to 1 represents
an in-memory data store, whereas a smaller α probably represents a caching tier of
a multi-tier application where only a small subset of the working set needs to be in
memory to improve performance as well as saving costs for the caching tier. We put
the data into diﬀerent popularity classes by denoting as H (0 < H ≤ α) the portion
of working set that is hot1 . Both α and H are application/workload-speciﬁc and could
also be time-varying.
1

We consider as hot the most popular subset of the overall working set that accounts for 90% of
accesses. There can be other ways of deﬁning hotness and it is also possible to consider more levels of
popularity than just two as we do. Our formulation easily extends to incorporate these.
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Denote as B the set of all bid values. Denote as the set of all markets S = {{regions}×
{availability zones} × {Instance types}} ∪ {On-demand}. Note that on-demand instances
can be viewed as a special type of spot instance for which the bid price equals the
ﬁxed price of the on-demand instance and the lifetime is inﬁnite. Then we denote as
sb
xsb
t , yt ∈ [0, 1] the portions of hot and cold data that will be placed in market s ∈ S
using a bid b ∈ B at time t, respectively. The amount of resource capacities allocated in (s, b) should be suﬃcient to accommodate the corresponding percentage of the
working set and request arrival rate. We leave the details of how to use our models
sb
in an optimization problem (with the goal of minimizing costs) to solve for xsb
t , yt to
Section 5.1.3.
Recovery: Burstable-based Passive Backup
We build upon ideas from the classic primary-backup fault-tolerance technique [12].
Unlike the classic technique, however, we only replicate the hot cached elements that
our hot-cold mixing has placed on spot instances (i.e., these are the cache elements
we would like to be able to access with low latencies even upon the revocation of the
spot instances holding them). It would be desirable to achieve low costs while keeping
the failure recovery period short such that the performance degradation is kept small.
Given that the amount of hot data is usually small, smaller instances might be a good
ﬁt for backup due to their low prices if they can still oﬀer adequate capacities.
We illustrate diﬀerent scenarios of how the failure recovery could be carried out in
Figure 5.2. In scenario 1, the replacement is stared before the spot instance is revoked.
Then the backup starts to warm up the cold cache of the replacement. If this copying
ﬁnishes before the revocation (1(a)), we update the load balancer conﬁguration and
switch to the replacement immediately. Otherwise (1(b)), we either switch to the backend (events 4 − 6) till the replacement is ready, or use the backup to serve the requests
temporarily (events 6′ −7′ ) which however may slow down the failure recovery and result
in a long interim period ∆ (spot is revoked but replacement is not warmed up yet). In
scenario 2, the replacement is not started yet when the spot instance is revoked, and
similar strategies as 1(b) could be applied.
A common observation across these scenarios is that we want the backup to have
high CPU/network capacities per unit RAM, so that the data copying process can
be fast, and/or the backup could have enough resource capacity to serve the requests
during the interim ∆. From Table 5.1, we notice that burstable instances, if operated
at their peak capacity, may be a better option than others in that they oﬀer the highest
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Figure 5.2: Diﬀerent scenarios for the failure recovery process. “S, B, R” denote spot, backup
and replacement, respectively. Events 4-7 and 6′ -7′ represent the strategies that the backup
is only used for warming up the replacement, and the backup is used for both failure recovery
and serving requests, respectively.
Burstable type
t2.nano
t2.micro
t2.small
t2.medium
t2.large

Unit price ($/hour)
0.0065
0.013
0.026
0.052
0.104

OD price ($/hour)
0.0425
0.0454
0.0511
0.1022
0.125

Table 5.2: Cost comparison of EC2 burstable instances. The OD price is calculated based on
the peak capacity of burstable instances and the unit price of OD in Table 5.1.

CPU and network bandwidth to RAM ratio, yet with much cheaper prices (Table 5.2).
Although the resource capacities of burstables are variable, they are not random; in fact,
based on EC2’s documentation and our measurements (Figure 5.3), the CPU capacity
and network bandwidth follow deterministic token-bucket mechanisms which the tenant
can control by adjusting its resource usage patterns. instances would be an appealing
cost-eﬀective option for such a use case. In our implementation, we keep track of the
token status of the burstables and adapt to diﬀerent strategies based on how much data
needs to be copied and how many tokens are available.
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Figure 5.3: The token-bucket mechanisms of the CPU capacity and network bandwidth for
t2.micro.

5.1.3 System Design and Implementation
5.1.3.1

Predictive Optimizer Design

We consider a slotted time system with time slots of length ∆ (predictive control window, e.g., one hour) indexed by t. We cast an online optimization problem that takes
predictions of workload properties - request arrival rate λ̂t and “working set” size M̂t
as inputs, procures instances from multiple EC2 markets with appropriate bids, and
devises a suitable cache placement. The goal of our formulation is to minimize the
tenant’s costs while satisfying performance target during the next time slot.
Denote as Ntsb and Ñtsb the number of existing instances (“system state”) and additional instances to be procured (“control actions”) at the start of time slot t, respectively,
in market s ∈ S with bid b ∈ B, with cs and ms being the number of vCPUs and amount
of RAM 2 for the corresponding instance type. Ñtsb could be negative (corresponding
to a need for de-allocation).
Denote as M̂t the predicted working set size in time slot t. Based our key idea on
hot/cold mixing, we have
∑∑

xsb
= H, ∀s ∈ S, b ∈ B
t

s∈S b∈B

∑∑

ytsb = α − H, ∀s ∈ S, b ∈ B
(5.1)

s∈S b∈B

(Ntsb

∑

+

Ñtsb )ms

≥

(xsb
t

+

ytsb )M̂t ,

∀s ∈ S, b ∈ B

sb
(xsb
t + yt ) ≥ ζ

s∈S OD
2
Although we also consider network bandwidth - crucial to memcached performance - in our allocation decision-making, we omit it and conduct our discussion only in terms of CPU capacity and
RAM.
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where the last constraint guarantees that at least ζ fraction of the entire working set
would be placed on on-demand instances which preserve service availability (and performance to some extent) upon one or more bid failures. S OD is the set of all on-demand
instance types. Both α and H are application-speciﬁc and could also be time-varying.
Denote as lt the latency target and lT GT the target performance. Deﬁne F (.)(∈ [0, 1])
as the CDF of data popularity distribution (measured and updated in an online manner).
Since F (α) percentage of the arrivals would be hit and the rest would be miss, we have
F (α)lHIT + (1 − F (α))(lHIT + lM ISS ) ≤ lT GT
where lHIT and lM ISS represent the hit latency and the additional latency due to miss,
respectively. lM ISS can be measured empirically and lHIT depends on the resource
allocation. Given lT GT and α, we can obtain lHIT as the latency bound of an instance
with 100% hit rate in order to satisfy the overall performance target.
Deﬁne lt = ϕ(λt , vCPU, RAM) to capture how resource allocation aﬀects application
performance wherein λt is the request arrival rate. The ϕ(.) function can be either
empirically measured oﬄine (as is done in our evaluation in Section 5.1.4) and updated
periodically online (i.e., ϕ(.) would either be a regression model or a lookup table based
on the performance proﬁling results), or theoretically modeled, e.g., via queueing analysis [49, 138]. Given the latency bound lHIT , we have (∀s ∈ S, b ∈ B)
ytsb
xsb
t
F (H) +
(F (α) − F (H)))
H
α−H
s
sb
sb
s
sb
sb
HIT
ϕ(λsb
t , c (Nt + Ñt ), m (Nt + Ñt )) ≤ l
λsb
t = λ̂t (

wherein λsb
t represents the arrival rates assigned to instances in market s under bid
b. According to Eq. 5.1, we would allocate enough RAM capacity so that the full α
percentage of dataset could be in memory. Therefore, we can re-write the above equation
as follows:
(Ntsb + Ñtsb )λsb ≥ λsb
(5.2)
t , ∀s ∈ S, b ∈ B
wherein λsb is the maximum workload on one instance in market s under bid b without
sb
violating the latency bound lHIT , when the full dataset (xsb
t + yt )M̂t is held in memory.
λsb can be obtained via oﬄine performance proﬁling. This simpliﬁcation converts Eq. 5.2
into a linear constraint.
ˆsb
Resource costs: Denote as p̄ˆsb
t the predicted average price during t (p̄t is the on84

demand price for on-demand instances). Therefore, the total resource costs (with a slight
over-estimation due to ignoring bid failures during this time slot ∆) can be expressed
∑
∑
sb
sb
as s∈S b∈B p̄ˆsb
t (Nt + Ñt )∆.
Bid failure penalty: When spot price exceeds the bid associated with an instance,
the tenant may incur one or both of (i) performance degradation due to the capacity
loss and (ii) explicit additional costs incurred by remedial actions it may take. Diﬀerent
choices for (ii) have been explored for EC2 spot instances wherein a warning is oﬀered
a little ahead (2 minutes as of this paper) of spot revocation. In eﬀect, procuring a
spot instance is made “more expensive” by an amount that is a function both of the
spot price evolution as well as the bid. Whereas this additional expense is explicit for
(ii), it has to be translated from performance degradation for (i) in a tenant-speciﬁc
way. We devise the following simple (yet eﬀective as seen in our evaluation) model
for capturing this as a “penalty” or “loss rate” associated with a (spot instance, bid)
β xsb +β y sb
combination given as 1 tL̂s (b)2 t wherein L̂s (b) denotes the predicted L(b) in market
s. β1 and β2 are coeﬃcients reﬂecting the penalty of losing hot data and cold data,
respectively. The choice of coeﬃcients would be tenant/application-speciﬁc. In our
evaluation, we choose the values such that all terms/parameters in the tenant’s cost
function are non-negligible.tenant’s overall costs.
Resource deallocation penalty: De-allocating resources may not be “free”. CPU is
a relatively “stateless” resource that can be scaled up/down instantaneously without affecting application performance much (barring hardware caching/TLB-related eﬀects),
if ﬁne-grained scaling is enabled. However, memory, even if scaled down assuming perfect prediction of the application’s needs, might degrade application performance since
the evicted data might become popular in future time slots. Therefore, we introduce
into our cost model an additional term η max{0, −Ñtsb } in order to dampen memory
de-allocation.
Optimization problem formulation: At the beginning of time slot t (proactive
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control window), we solve the following online control problem:
Minimizexsb
sb
t ,yt

∑∑


p̄ˆsb (N sb + Ñ sb )∆
t
t
t

s∈S b∈B

+ η max{0, −Ñtsb }



sb
(β1 xsb
t + β2 yt )M̂t 
+∆
L̂s (b)

s.t. (1), (2).
wherein Ntsb and Ñtsb are integer variables. Note that λ̂t and M̂t need to be predicted
via appropriate predictive models, e.g., an AR(2) model λ̂t = γ1 λt−1 + γ2 λt−2 , before
solving the optimization problem.
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Figure 5.4: Key elements of our prototype implementation.
Figure 5.4 depicts the salient aspects of our prototype implementation on EC2. We
use Facebook’s mcrouter [92] as the front-end of our memcached cluster wherein we
implement these two components of our overall system: (i) a key partitioner, and (ii) a
load balancer. A ﬁnal component of our system is a global controller. Next, we describe
these 3 components in detail (including a discussion of some elements for which we
assume existing work can be leveraged).
Global controller: The global controller, running on dedicated instance, periodically
updates workload properties and spot price predictions, solves the online optimization
sb
problem from Section 5.1.3 and determines the hot xsb
t and cold yt weights for the
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market s with bid b. This information is then sent to the load balancer (implemented
within mcrouter)3 . Within the same market and under the same bid, the weights are
evenly distributed among all instances, i.e., each instance obtains the same portions of
hot and cold weights. For a multi-tier application, the global controller would also be
responsible for coordinating resource scaling for/across diﬀerent tiers, e.g., scaling up
the CPU capacity of the database tier vs. scaling up the RAM capacity of the caching
tier. We do not consider these issues in our design [47, 139]; in our evaluation we locate
our back-end on an instance provisioned for worst-case workload needs. Finally, we also
implement a reactive element in our global controller to take corrective resource allocation decisions in case of unexpected events such as ﬂash crowds that are not captured
by the above predictive mechanisms. We do not discuss it due to space constraints. The
idea of combining complementary predictive and reactive elements into a hierarchical
control framework to deal with unexpected ﬂash crowds and mis-prediction of the workloads is a very well-established design principle numerous speciﬁc forms of which have
been studied [49, 111, 121, 139].
Key partitioner: We create Bloom ﬁlters using access frequency-based heuristics
which are periodically refreshed to keep track of “hot” keys (which we deﬁne as keys
with access frequency above a certain threshold within a given time window). More
sophisticated heuristics such as ghost lists [93], probabilistic counters [43], Count-Min
Sketch [30], etc., can easily replace our simpler approach. This information is used to
annotate keys as hot (via a preﬁx “h”) or cold (via a preﬁx “c”). This can be easily
generalized to additional popularity levels if needed.
Load balancer: Periodically, mcrouter updates its records of the hot and cold weights
of all memcached instances based on the output of the optimization problem solved
by the global controller. We leverage mcrouter’s PreﬁxRouting technique (“h” and “c”
in our case) to create separate “virtual” pools for hot and cold keys. These pools
exist on the same set of memcached servers, allowing hot/cold key segregation without
having to resort to instance separation. Within each virtual pool, we use a weighted
consistent hashing algorithm (implemented in mcrouter) to forward the requests such
that the amount of hot/cold data placed on the memcached nodes are proportional to
their hot/cold weights. For approaches with passive backup, during normal operations,
update/write requests for the content on spot instances are also sent to the appropriate
3

In this work, we assume a reliable mechanism to commit this information consistently across all
mcrouters if there exist more than one load balancers. Systems such as Chubby [13], Zookeeper [64]
can be used for this purpose.
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Figure 5.5: Normalized working set size and request arrival rates from Wikipedia access
trace [136]. Normalization is done against the maximum value in each trace.

backup nodes to maintain consistency. Read requests are not served by backup nodes
based on burstable instances, allowing them to accumulate CPU and network bandwidth
tokens in anticipation of the work they would need to do upon a spot revocation. Finally,
upon receiving warning about an impending spot revocation, we allocate a new ondemand instance as its replacement. We implement all the options - direct transition
to the replacement or via a backup node - discussed in Section 5.1.2 (recall Figure 5.2)
to be able to compare them in our evaluation.

5.1.4 Evaluation
5.1.4.1

Experimental Setup

Workloads: We scale the Wikipedia access trace [136] (Figure 5.5) to create workloads
with diﬀerent peak arrival rates and maximum working set sizes. We use the YCSB
benchmark to generate requests (100% read) to memcached instances. The requests are
generated based on Zipﬁan popularity distribution with the Zipﬁan parameter varied in
the range 0.5-2 (higher value yields a more skewed popularity distribution).
memcached conﬁguration: For the prototype experiments, we set the dynamic working set size to 25-60GB (with 4KB item size) and the maximum arrival rate to 320k
operations per second (Ops), respectively. We consider a average latency target of
800us and an 95%ile latency target of 1ms. Our workloads can be handled by a single
mcrouter running on a well-provisioned c4.2XL on-demand instance and we do not need
to consider replicating mcrouter.
EC2 instance types considered: Although our implementation is ﬂexible enough
to consider the full array of EC2 instance on-demand, spot, and burstable types, we
experiment using a limited set both for ease of understanding/explaining interesting
phenomena and for addressing certain peculiarities of memcached. It is well-known that
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Approach
ODOnly
OD+Spot_Sep
OD+Spot_CDF
Prop_NoBackup
Prop

Uses our
spot modeling?
×
√

Uses our
hot-cold mixing?
×
×
√
√
√

×
√
√

Passive
backup?
×
×
×
×
√

Table 5.3: Procurement approaches that we compare.
memcached does not scale well beyond four cores [19]. Therefore, we exclude larger
instances and only consider instance types within the m3.*, c3.* and r3.* series with
less than or equal to four vCPUs as candidates for on-demand (a total of 6 instance
types). For spot instances, we consider the 90-day long spot price traces of m4.large
and m4.xlarge collected from the us-east-1c and us-east-1d regions (Figure 4.3). We use
the ﬁrst 7-day sub-trace of each spot price trace as the training data to obtain initial
parameters of our spot feature predictors. We pick d and 5d as the bid prices for each
spot market wherein d is the on-demand price for that spot market. All our experiments
are on instances running Ubuntu 14.04 operating system.
Procurement approaches: We consider two operating modes of our system: one
without a passive backup (Prop_NoBackup) and the other with a passive backup (Prop).
In Table 5.3, we list these approaches as well as the baselines presented in Section 5.1.1.3.
We oﬀer a summary comparison of all approaches in terms of whether each: (i) uses our
spot modeling and prediction, (ii) exploits hot-cold mixing, and (iii) employs a passive
backup.
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Figure 5.6: Normalized costs (divided by costs of ODOnly) and percentage of days when the
performance target is violated when using Prop_NoBackup and OD+Spot_CDF.
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5.1.4.2

Eﬃcacy of Our Spot Feature Modeling

We compare the following two approaches: OD+Spot_CDF and Prop_NoBackup. The
only diﬀerence between these approaches is how spot instance features (residual lifetime
and average spot price during lifetime) are predicted.
First, we conduct trace-driven simulations and compare long-term costs and memcached performance with the two approaches assuming only one of the four spot markets
of Figure 4.3 is available at a time. This corresponds to the real-world scenario where
the tenant is forced to stick to a single market for performance/management concerns,
e.g., the tenant wanting to place its cache nodes in physical proximity of its back-end
or its client base. We specify a peak arrival rate to 500k Ops and the maximum size
of the cache contents (henceforth also called the working set size) to 100 GB. The
popularity distribution is zipﬁan with parameter 2.0. Figure 5.6 shows the normalized
costs (obtained by dividing by the costs for ODOnly) and percentage of days when the
performance target is likely to have been violated (more than 1% of requests are affected by bid failures). We ﬁnd that Prop_NoBackup is able to achieve much better
performance than OD+Spot_CDF while still obtaining comparable cost-savings (only
5% lower than). We may attribute these improvements to our spot feature modeling
techniques. Figure 5.7 shows the predicted instance residual lifetimes available to the
two approaches when operating in the spot market m4.XL-c (OD+Spot_CDF performs
the worst in this market), thereby helping us appreciate the role of our spot feature
modeling. By directly modeling and predicting residual lifetime instead of relying on
cumulative distribution of historical spot prices, our predictor is able to help the optimizer avoid using bid1 (lower bid) when the spot price exceeds this bid frequently (e.g.,
the interval between the 30-th and 60-th days) whereas the CDF-based approach fails
to do so.
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Figure 5.7: Spot price and predicted instance residual lifetime under diﬀerent strategies.
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Figure 5.8: Resource allocation and performance measurement on EC2 (impact of spot prediction).

We run 24-hour long experiments (with spot prices for the 51-st day for the market
m4.XL-c) on our EC2-based prototype. With OD+Spot_CDF, our tenant experiences
three partial bid failures (a subset of the procured spot instances fail) whereas with
Prop_NoBackup there are no such failures. We show our performance measurements
in Figure 5.8. We ﬁnd that Prop_NoBackup outperforms OD+Spot_CDF. In particular,
although the two approaches oﬀer similar average latency, Prop_NoBackup has a superior
tail latency owing to fewer spot revocations.
5.1.4.3

Eﬃcacy of Our Hot-Cold Mixing

We now compare Prop_NoBackup with OD+Spot_Sep which are identical in all respects
except that the former uses hot-cold mixing whereas the latter places all hot content on
on-demand instances and all cold content on spot instances. We construct experiments
using spot prices from market m4.L-d. We run 24-hour experiments on (for day 45) our
EC2-based prototype. We specify a maximum arrival rate of 320 kops and a maximum
working set size of 60 GB. Figure 5.9 shows the resource allocation and performance
measurements in the spot market under diﬀerent strategies. First, we ﬁnd that, our
spot feature modeling enables the placement of multiple bids for both strategies, thereby
causing only a subset of spot instances fail (at any given time) over the course of the
day. In particular, we ﬁnd that Prop_NoBackup allocates fewer spot instances using the
lower bid (bid1 ) than using the higher bid (bid2 ) - our predictive optimizer deems it
risky to allocate all spot instances under the lower bid (despite the possibly lower costs
with the lower bid). After the bid failure, we ﬁnd that the number of spot instances
with the lower bid reduces to 0 under both strategies, since our conservative prediction
of VM residual lifetime is updated to a much lower value.
Second, as shown in Figure 5.9(c), we observe that, on average the two approaches
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oﬀer comparable performance. Prop_NoBackup occasionally exhibits poorer tail latency.
This may arise from the higher likelihood of resources reaching saturation levels with
Prop_NoBackup due to its more aggressive resource usage. In addition, Prop_NoBackup
oﬀers correspondingly better costs - around 20-95% extra-savings over OD+Spot_Sep
based on our results from Section 5.1.5. This illustrates the cost vs. performance tradeoﬀ associated with our hot-cold mixing and also serves to set the context for exploring
how adding a passive backup can help alleviate this poorer performance.
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Figure 5.9: Instance allocation and performance measurements in spot market m4.L-d (impact
of hot/cold mixing).

5.1.4.4

Eﬃcacy of Our Passive Backup

Recall that EC2 issues a warning 2 minutes prior to an impending spot instance revocation. We consider two diﬀerent scenarios, (A) wherein the replacement instances
requested upon receiving such a warning become operational before the actual revocation occurs and (B) wherein they become operational only past the actual revocation.
(A) and (B) correspond to cases 1(b) and 2 in Figure 5.2.
Scenario (A): Existing measurement studies (including our own) show that it usually
takes about 100 seconds to launch a small/medium-sized on-demand instance [38, 90].
Therefore, this (more desirable) scenario is likely to be the usual (or at least frequent)
case. We consider Prop employing the following backup options: (i) t2.medium, (ii)
m3.medium and (iii) c3.large. (i) is a burstable instance whereas (ii) and (iii) are regular
on-demand instances that are closest in their RAM capacities to t2.medium. Our workload has 40k Ops maximum arrival rate and 10GB working set size out which 3GB we
deem as hot data, with the zipﬁan parameter for popularity distribution chosen to be
1. In Figure 5.10(a) we compare latency during the recovery period for these 3 conﬁgurations of Prop versus those for Prop_NoBackup (no backup, so all misses serviced from
a slow back-end) and OD+Spot_Sep (only cold data lost upon revocation). We focus
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only on the content aﬀected by a bid failure. t = 0 corresponds to the beginning of
the period when a newly launched replacement is ready and the copying process begins.
The copying ﬁnishes at round t = 300 (latency falls back to within 1.05x the target
average latency). The backup is not used for serving the requests during this process.
As expected, warm-up using passive backup provides much better performance than
Prop_NoBackup in terms of both the maximum latency and the time for it to settle
down to pre-revocation levels (length of the warmup period). The burstable t2.medium
is able to oﬀer similar recovery-time performance as the about 2x expensive c3.large, and
outperforms the slightly expensive m3.medium, while getting closer to OD+Spot_Sep
where no loss of hot data. In addition, by using the burstable instance t2.medium, the
95% latency during failure recovery improves by 25% compared to a backup based on
regular instance m3.medium.
Figure 5.10(b) shows the warmup time under diﬀerent popularity distributions and
burstable instance types. The dataset sizes are chosen to be closest to their RAM
capacities. We also show the times needed to earn enough credits for the burstable
instances to burst during the warmup period, which could reﬂect the mean time between
failures that the burstables might aﬀord for failure recovery. For the same instance type,
we observe longer warmup times when the popularity distribution is less skewed, since
it would take less time to copy over the hottest keys (enough to bring the latency back
to normal) under more highly skewed distributions.
Scenario (B): Here, the replacement for the revoked spot instance is not yet ready
for use when the actual revocation occurs. During this interim period, the backup
may both assist in warming up the replacement and also serve content for the revoked
spot instances. We emulate such scenario on our prototype and still observe similar
performance improvement over Prop_NoBackup when the interim period is not too long
such that the burstables use all resource tokens. Due to space limit, we omit these
results here.

5.1.5 Impact of Workload Properties on Long-Term Costs
Finally, we focus on understanding cost savings that Prop can oﬀer relative to other
approaches. We are also interested in exploring how these savings depend on important workload properties (arrival rate, working set size, and popularity distribution).
Towards this, we create a variety of workloads by picking diﬀerent values for the maxi93
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Figure 5.11: Impact of workload properties on long term costs.
mum arrival rate ∈ {100kops, 500kops, 1000kops}, the maximum working set size ∈ {10
GB, 100 GB, 500 GB}, and the Zipﬁan parameter ∈ {1.0, 2.0}, which yields 18 diﬀerent
workloads in total. In each experiment, we use all the on-demand/spot types and all spot
markets with three-month price traces described in our experimental setup. Figures 5.11
and 5.12 show the long term costs and cost breakdown for various approaches.
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Figure 5.12: Long term (90-day) cost breakdown (max. arrival rate: 500kops; max. working
set size: 100 GB).

We make several observations from these experiment results. First, as expected,
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Prop_NoBackup is able to outperform OD+Spot_Sep and ODOnly under all workload
scenarios. It matches the costs for OD+Spot_CDF, while oﬀering better tail latency
due to incurring fewer spot revocations. Second, using OD+Spot_Sep may surprisingly
result in costs even higher than ODOnly when the workload is highly skewed (e.g.,
Zipf=2.0). This is because when the popularity distribution is highly skewed (only
a very small subset of the data is “very hot”) OD+Spot_Sep may end up wasting
too much RAM capacity on on-demand instances and CPU/network capacity on spot
instances. Third, for certain workloads with less skewed popularity distribution, the
cost of passive backup may not be negligible and the tenant must carefully consider
its pros and cons. In Figure 5.11, the normalized cost of Prop approaches 1 for such
workloads. However, as the workload becomes more skewed (Zipf=2.0), the cost of the
backup becomes negligible. This can also be veriﬁed from Figure 5.12. Fourth, when
we ﬁx the maximum working set size, the maximum arrival rate has little impact on
the normalized costs (although it does aﬀect the absolute costs); however, when we
ﬁx the maximum arrival rate, the maximum working set size inﬂuences the normalized
costs a lot. Additionally, workloads with higher ratios of arrival rate vs. working set
size may beneﬁt more from Prop_NoBackup than workloads with lower ratios. In the
former scenarios CPU capacity becomes the dominant resource; since the unit price for
vCPU is much higher than that of RAM (recall Table 5.1), the cost savings would be
higher for such workloads if Prop_NoBackup were able to ﬁnd a suitable combination of
on-demand and spot instances that reduces wastage.

5.2 Case Study II: Batch Processing
In this case study, we leverage a fault-tolerance mechanism, replicating computation, to
optimize the cost vs. performance trade-oﬀ for a tenant running delay-tolerant batch
jobs. Our focus is on combining the key features identiﬁed in Chapter 4: (i) lifetime of
a spot instance, (ii) average price during lifetime and (iii) simultaneous revocations, for
such a tenant’s cost-eﬀective resource procurement.

5.2.1 Background and Related Work
We focus on running non-interactive batch computing jobs on a public IaaS cloud using
the instances that might be revoked by the cloud (to balance supply and demand) but
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have cheaper prices than those equally-sized regular instances. Real-world examples
include Amazon EC2 spot instances and GCE pre-emptible instances. In this case
study, we choose Amazon EC2 spot markets since it is the most prevalent oﬀering of
this kind.
We assume that our jobs come into the system in a sequence with a certain arrival
rate λt . For each job, we run a primary copy of it on a spot instance and a backup
copy of the same job on an OD instance (either existing instances or newly allocated
ones). For ease of analysis, we further assume that the jobs have no dependencies, i.e.,
the failure of one job does not impede the regular execution of other jobs. However, in
practice, our system can be combined with an upper level controller which implements
certain fault-tolerant mechanism to achieve rollback/suspend of parallel and dependent
jobs.
Related Work. There has been a plethora of related work on using spot instances
for batch job processing, e.g., [75, 98, 122, 129, 133, 146, 171]. However, most of them
focus on spreading jobs across spot markets with a single copy (no replication) while
minimizing the tenant’s operation costs and mitigating the impact of spot revocations by
means of strategic bidding [122,171], checkpointing and live migration [75,146,168], etc.
These works usually evaluate the proposed approaches via simulation which neglects
the extra overhead by implementing such techniques. For example, compute-intensive
jobs might beneﬁt from checkpointing since the overhead of it is relatively low; however,
if remote storage is used, I/O intensive jobs may suﬀer from performance degradation
when checkpointing.
On the other hand, recent prior works begin to explore replicating batch jobs across
multiple markets (either spot+spot or spot+OD), complementing periodic checkpointing and strategic bidding, to improve the tenant’s cost-savings while minimizing the
service downtime and performance degradation due to spot bid failures [118, 129, 146].
Whereas these systems perform well in evaluations, all of them rely on the empirical
cumulative distribution of historical spot prices to predict the future spot prices, and
the cross correlation of raw spot price prices from diﬀerent markets to estimate the
probability of simultaneous revocations. However, as we already identiﬁed in Chapter 4,
these models do not consider the impact of bid values in their predictions and thus fail to
capture well service contiguity and the actual probability of simultaneous revocations.
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Figure 5.13: Overview of our batch processing system design.

5.2.2 System Design
Figure 5.13 illustrates our overall system design. We assume that the jobs come in a
sequence (parallel/concurrent job arrivals can be ordered). When a batch job arrives,
we put a “primary copy” of it on a spot instance and a “backup copy” on an on-demand
instance. Jobs on the spot instances are guaranteed to have enough resource capacity
(regular capacity) for their normal execution, whereas the on-demand instance capacities
are over-subscribed so that the backup copies only get a small portion out of their own
regular capacities. Therefore, primary copies are expected to ﬁnish sooner than backup
copies. Since spot instances are in general much cheaper than on-demand instances and
the on-demand capacities are over-subscribed, the expected costs would be much lower
than if we run the jobs only on on-demand instances and with over-subscription. If
the spot instance is not revoked by the time when the primary copy ﬁnishes, we will
terminate the backup copy to save costs and make more room for new jobs; otherwise,
we will boost the performance of the backup copies whose primary copies have failed by
allowing them to use more computing resources temporarily.
By default, we place one primary copy per vCPU in the primary pool (spot) but
at most four backup copies per vCPU in the backup pool (on-demand). As an initial
step towards a more comprehensive solution, we apply a simple yet eﬀective strategy
for primary copy placement: Upon the arrival of a new job j, ﬁnd all the valid
(market, bid) pairs that satisfy L̂(b) ≥ ˆlj as candidates, wherein ˆlj is the predicted
execution time of job j if given regular capacity; then randomly choose a candidate
with p̄(b) less than or equal to the n-th smallest p̄(b) to execute the primary copy. For
backup copy placement, we compute an index for each instance in the backup pool
which is a function of the probability of simultaneous revocations of each existing job
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on that instance vs. the new job; then we choose the instance with the lowest index
value, which indicates less probability of simultaneous revocations and probably oﬀers
more capacity headroom for the backup copy of the new job for performance boosting
when unexpected bid failure occurs. If the lowest index exceeds a certain threshold, a
new on-demand instance will be allocated.
Performance boosting. To further improve performance when bid failure occurs, we
boost the CPU capacity allocated to a backup copy once its corresponding primary copy
fails. More speciﬁcally, we use “Linux Cgroups” inside a backup instance to change the
“CPU share” of the backup copies which share the same vCPU. CPU share reﬂects the
relative percentage of one core that is allocated to a process. We set the initial CPU
share of each backup copy to 256 so that all the backup copies have the same CPU
capacity if their corresponding primary copies do not fail. Once a primary copy fails,
we boost the CPU share of its backup copy to 1024, so that this backup copy could use
as much as four times the CPU capacity of other backup copies that are not boosted.
It is still possible that more than one backup copies on the same core need to boost
performance at the same time; however, the probability of such events can be reduced
greatly by considering our proposed simultaneous revocations in the backup placement
strategy described above.

5.2.3 Evaluation
Experimental Setup: We use m3.xlarge (4 vCPUs) across us-east-1c and us-east-1d
(denoted as s1 and s2 ) with bids of b = d, 5d (denoted as b1 , b2 ) where d is the on-demand
price. We mark four markets: s1 b1 , s1 b2 , s2 b1 and s2 b2 . The three-month price traces
are shown in Figure 4.3. We use an exponential distribution to generate the inter-arrival
time of jobs, with λ = 10 jobs per hour. The lengths of the jobs are uniformly selected
from the range [30, 300] (minutes). The jobs are CPU-intensive, with little memory I/O
and no network traﬃc.
Our Baselines: We create BL-OD which does not use spot instances and runs one
job per vCPU on on-demand instances without replication. To compute the index for a
pair of jobs (existing vs. new), we use the summation of probabilities of simultaneous
revocations, which is calculated via TT (A∩B)
for our approach PROP, and via “coeﬃcient
(A∪B)
of variation” for another baseline BL-COEF (mimicking the approach used by prior
work [118, 129]).
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Trace-driven Simulation
We conduct trace-driven simulation using the three-month spot price traces to
demonstrate the long-term beneﬁt of our proposed approach. Figure 5.14 shows the
cost break-down and CDF of job execution time under diﬀerent strategies.
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Figure 5.14: (a) Cost break-down and (b) CDF of job execution time. The CDFs of BL-CDF
and PROP overlap.

We have several observations. First, PROP saves as much as 33.7% and 17.7% costs
compared to BL-OD and BL-COEF (Figure 5.14(a)), respectively. This is because BLOD only uses on-demand instances which are expensive and BL-COEF does not compute
probability of simultaneous revocations conditioned on bids, thereby determining the
backup placement conservatively and using more on-demand instances. For example, if
two jobs’ primary copies are in the same spot market but under diﬀerent bids, BL-COEF
would consider them to fail simultaneously with probability of 1, which may not be true
if spot price falls between the two bids and only one of the jobs fails. Second, from
Figure 5.14(b), we ﬁnd that BL-OD oﬀers best performance since there is no bid failure.
BL-COEF and PROP has almost the same CDF of job execution time, implying PROP
captures the simultaneous revocations well and provides similar capacity headroom for
performance boosting when failures occur compared to the conservative BL-COEF.
Experiments with Prototype on EC2
To demonstrate the eﬃcacy of our proposed approach in a real-world setting, we
deploy a prototype system on EC2 with 24-hour spot price traces of m3.xlarge (Figure 5.15(a)) and conduct realtime experiments. A bid failure occurs at around 1100-th
minute under Bid 1. Since the predicted L(b) is smaller for us-east-1c, these two markets
are excluded by our algorithm in this experiment.
We show the performance under diﬀerent strategies in Figure 5.15(b). We observe
that the relative performance of all strategies are similar from trace-driven simulation to
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Figure 5.15: (a) 24-hour spot price of m3.xlarge from two markets with Bid1= d and Bid2= 5d
where d is the on-demand price. (b) The CDF of job execution time under diﬀerent strategies.

the real-world experiment. However, we notice that the performance of PROP is better
(though not much) than BL-COEF for jobs that are aﬀected by bid failures. This is
possibly because BL-COEF is not only conservative but may also be misleading: even if
the “coef” is low for two spot markets, the probability of simultaneous revocation could
become high depending on the speciﬁc bids (cf. example in Figure 4.5).
Key insights: For batch jobs that can tolerate bid failure-induced delay, our approach
can save more costs by applying simultaneous revocation features while still providing comparable (if not better than) performance with the traditional approach which
neglects the impact of bids.

5.3 Summary
In this chapter, we conducted two real-world case studies to demonstrate the tenant’s
cost-eﬀective operations along the price/capacity dynamism axis. The ﬁrst case study
involves an in-memory data store deployed using a combination of both on-demand and
spot instances. We employed the novel idea of hot/cold mixing, complementing our
models of the key features for spot instance pricing, to reduce the resource wastage and
improve cost-savings. We exploited burstable instances as backup replicas to handle the
performance degradation due to spot bid failures. The second case study focused on
batch job processing. We replicated batch jobs across spot and on-demand instances.
The placement of the primary and backup copies depends on our predictions of spot price
features. For both case studies, we adapted existing system techniques and developed
software suites, customized according to the speciﬁc application properties. Our case
studies showed that the proposed approaches, with the help of our models of the key
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features of spot prices, could achieve signiﬁcant cost-savings compared to the baseline
approaches.
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Chapter 6 |
Tenant Procurement: Exploiting
Fine-grained Resource Scaling
Chapter 5 explores the tenant’s resource procurement along the axis of price/capacity
dynamism. In this chapter, we focus on the axis of scaling granularity and exploit
ﬁne-grained resource scaling for tenant’s cost-eﬀective resource procurement. We ﬁrst
identify the opportunities and challenges in augmenting the current cloud provider’s
service interface to also include ﬁne-grained resource scaling, then present qualitative
arguments for why this would oﬀer cost beneﬁts for both the provider and its tenants.
We focus on the cost-eﬀective operation of a tenant in the highly variable cloud environment with various sources of complexity and devise a feedback control-based ﬁne-grained
resource scaling architecture.

6.1 Motivation and Related Work
While workload consolidation and multi-tenancy is helping improve the cloud’s resource
utilization, we believe a key hurdle to improve utilization levels going forward is the
rigid set of resource procurement interfaces that current cloud providers expose, only
allowing their tenants to carry out relatively coarse-grained resource allocations at the
granularity of an entire VM or container. As a key negative outcome, the provider
is faced with fragmentation wherein residual resources on servers cannot be bundled
into new VMs and are “wasted”. Improving server utilization by inferring opportunities
for statistical multiplexing across workloads and co-locating VMs with complementary
resource needs [137] crucially relies upon the provider’s ability to eﬀectively predict the
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resource needs of its tenants. This is made particularly challenging by factors such as the
complexity of tenant workloads, high diversity in the lifetime of tenants (especially in
public clouds), etc. A related approach consists of dynamic (perhaps “live”) migration
to “correct” VM placement for better utilization [121]. However, such approaches are
not generally applicable and their overheads may limit scalability and cost-eﬃcacy.
Tenants “value” resources diﬀerently depending on their workload/application properties and over time. For example, the stateless front-end Web server of a Website may
need signiﬁcantly higher IO and CPU bandwidth during peak demand periods (than at
other times) to handle its HTTP traﬃc and render Web pages but may have relatively
small and ﬁxed memory needs, whereas an in-memory key-value store may require larger
memory capacity to absorb a burst of new temporary objects without changing its CPU
needs to meet its performance goals. With the existing resource procurement interfaces,
the only recourse a tenant has for changing its resource allocation in response to changes
in its needs is to modulate - add or release - resources at the granularity of an entire VM.
Not only is such a modulation slow (may require copying state between VMs), it may
lead to high over-provisioning while adding signiﬁcant cluster management complexity
for the tenants.
VM oﬀering
ProﬁtBricks
CloudSigma
EC2 on-demand*
Google pre-deﬁned*

vCPU price
($/(vCPU · hour))
0.024
0.01875
0.0412
0.0246

RAM price
($/(GB · hour))
0.0071
0.0092
0.0061
0.0036

Table 6.1: Fine-grained resource prices from representative cloud providers. Note that vCPUs
may not be perfectly comparable and there may be many other reasons for price diﬀerences.
“*” means that the cloud provider does not yet explicitly oﬀer ﬁne-grained resource scaling.
In such cases, we infer ﬁne-grained resource prices using regression model.

Fine-grained Resource Scaling: To overcome the above shortcomings, some commercial cloud providers have begun oﬀering ﬁne-grained scaling options (also known
as “vertical scaling”), e.g., ProﬁtBricks [109], CloudSigma [26], which allow tenants to
request ﬁne-grained modulation of individual resources (CPU and memory) within their
already procured VMs at runtime. Such scaling provides tenants the ability to quickly
adapt their resource allocations to dynamically changing workloads. In Table 6.1, we
report CPU and main memory prices oﬀered by ProﬁtBricks and CloudSigma (as of
February 2016). Also shown are our inferred prices for Amazon EC2 and Google - note
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that these providers do not yet oﬀer such ﬁne-grained scaling and our prices reﬂect our
“best guess” at the ﬁne-grained resource pricing that would apply to these providers
were they to oﬀer such allocation. As we show in Figure 5.5(a), the working set size
(amount of unique data accessed per unit time) change can be as high as 2x within
24 hours for a real-world Wikipedia access trace [136]. A ﬁne-grained resource scaling
strategy which provisions DRAM based on working set size for an in-memory Wikipedia
trace can lead to 30% cost savings rather than procuring VMs for peak workloads.
Fine-grained allocation facilities for tenants can be beneﬁcial for providers also (helping them improve costs possibly lowering prices for tenants thus creating a virtuous
cycle). Instead of implicitly inferring tenant demands, the provider can get explicit
feedback from the tenants through ﬁne-grained resource procurement requests. This
can help improve the accuracy of its prediction models resulting in better statistical
multiplexing of resources and better VM scheduling/placement decisions. Furthermore,
lower over-provisioning by the tenants along with provider’s ability to monetize resources
which would otherwise have been left “wasted” not only improves data center resource
utilization but can increase provider’s proﬁts as well. Providers may choose to pass on
some of these proﬁts to its tenants in the form of lower infrastructure prices; a win-win
for both the entities.
Related Work. Research works have begun to explore various aspects of ﬁne-grained
resource scaling, e.g., CPU scaling [34, 70, 77, 124, 167], memory [100, 123], disk I/O
scaling [106], with the assumption that the workloads only have a single bottleneck
resource, or a combination of both CPU and memory scaling [41, 60, 86]. However,
some of them neglect the idiosyncracies of diﬀerent resources in control design (e.g.,
“stateful” resource vs. “stateless” resource) [86], or may not adapt to the highly dynamic
cloud environment (e.g., Farokhi et al’s [41] application of fuzzy control using manually
collected, pre-deﬁned fuzzy rules). Furthermore, many of them (e.g., [86, 123, 124]) only
investigate private cloud settings 1 , or explore scaling from the cloud’s perspective which
may not be cost-eﬀective for the tenants [60]. Therefore, a tenant’s cost-eﬀective use
of available ﬁner control knobs in a dynamic, multi-tenant public cloud environment
without violating its performance SLA’s remains a critical and challenging problem.
1

A fundamentally diﬀerent problem arises in public clouds due to the non-cooperative nature wherein
(i) congestion/eﬀective capacity must be inferred by tenants while in a private setting you may be able
to use the same machines for proﬁling and benchmarking, and (ii) where there is explicit cost to be
optimized based on prices set by the provider.
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6.2 System Design
6.2.1 System Model and Assumptions
Cloud Model: We consider an IaaS cloud provider that provides its tenants an interface (APIs and CLIs) with facilities for ﬁne-grained CPU and memory scaling (at
the granularity of 1 vCPU for CPU scaling with memory being ﬂuid) of an existing
VM’s capacity. An important concern is the assumption to make about how individual
ﬁne-grained resources might be priced by such a cloud provider. Generally speaking, we
expect that larger allocation requests for a given resource within a VM might be less
expensive per-unit capacity analogous to the buy-in-bulk eﬀect exhibited by many commodities. Additionally, in such environments prices might also reﬂect the current/nearterm expected resource competition on servers (e.g., higher on busier servers). We leave
more rigorous modeling and design of ﬁne-grained resource pricing for future work and
take a simpler approach guided by our observations of current VM prices. As a representative example, we choose sample VM prices corresponding to diﬀerent VM types
(with diﬀerent CPU and memory capacities) oﬀered by Google Compute Engine [54],
and ﬁt VM price as a function of number of vCPUs and amount of RAM via linear
regression. We ﬁnd that the resulting plane pG = 0.0246 · c + 0.0036 · m ﬁts the VM
prices very well with R2 = 0.9992. Similarly, we take the same approach and obtain
pG = 0.0412 · c + 0.0061 · m for Amazon EC2 with R2 = 0.9992. In our evaluation, we
use pc = 0.0246$/(vCPU · hour) and pm = 0.0036$/(GB · hour).
(a) Google Compute Engine

(b) Amazon EC2
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Figure 6.1: Our pricing model for ﬁne-grained CPU and memory scaling. Each “*” mark
represents a sample VM price with a certain VM type. (a) Google Compute Engine [54] with
pG = 0.0246 · c + 0.0036 · m and R2 = 0.9992. (b) Amazon EC2 with pA = 0.0412 · c + 0.0061 · m
and R2 = 0.9999. p, c, m are the hourly VM price, number of vCPUs and amount of RAM
(GB), respectively.
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Tenant Model: We assume that the tenant carries out online resource allocation with
the goal of maximizing some meaningful notion of its “utility” while satisfying certain
performance targets (e.g., latency). We restrict our attention only to ﬁne-grained scaling
and leave more complex decision-making wherein this is combined with VM-level scaling
(or other resource allocation knobs) for future work. Finally, we also assume that our
tenant’s resource scaling requests are always satisﬁed - it is certainly possible for the
cloud provider we envision to (at times) deny certain requests (e.g., due to lack of
requested resource on the physical machine).
CPU scaling
Arrival rate
Working set size
Time

Memory scaling
Predict workload
characteristics (arrival
rate, working set size)
Resource scaling
Performance
controllers
target
+
CPU scaling

-

Performance
measure.
Actuator

Memory
scaling

Tenant
application

Figure 6.2: An illustration of our general control architecture for ﬁne-grained resource scaling.

6.2.2 Overview of System Architecture
We propose a tenant-side resource scaling technique based on a feedback control-based
architecture shown in Figure 6.2. Our design has three components: (i) resource scaling
controllers (one for CPU and the other for memory, (ii) an actuator, and (iii) the
tenant application itself. We assume a slotted time model and that the resource scaling
controllers make decisions at the beginning of each time slot. A tenant may choose to
scale CPU and memory capacities separately and at diﬀerent time-scales. E.g., CPU is
scaled more frequently than memory in the illustrative example in Figure 6.22 .
If CPU scaling is enabled, at the beginning of a time slot, the CPU scaling controller
predicts the arrival rates of the workload during this time slot, and then decides the
2

One reason that motivates more frequent CPU scaling than memory scaling is that CPU is relatively
“stateless” in that changes in CPU capacity can take eﬀect almost immediately, whereas the eﬀect of
scaling memory might take a much longer time to show up.
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number of vCPUs3 needed to satisfy the performance target given performance measurements from previous time slot. Similarly, if memory scaling is enabled, the memory
scaling controller predicts the working set size for the time slot, then decides the amount
of RAM for the current time slot. If both controllers are enabled, the tenant identiﬁes
the bottleneck resource(s) that causes the performance degradation (if any), and add
performance feedback to the corresponding controller(s) accordingly. The goal of adding
the feedback loop is to compensate for the mis-prediction of workload characteristics
and various (unknown) sources of system noise (including multi-tenancy). The relative
diﬀerence between the measured performance metric and the target is fed to the controllers to decide the new resource scaling policy. The actuator then implements the
control policy (scaling up/down resources) by calling the resource scaling CLIs or APIs
exposed by the cloud. Additional actions inside the tenant application might have to
be taken by the actuator to help enforce such control policies. E.g., after scaling up the
number of vCPUs, the actuator might increase the number of service threads of a Web
application to fully utilize the newly added CPU capacity.
We described the above design in terms of a general tenant workload. However,
unlike traditional feedback controllers that treat the system as a blackbox, we envision
customizing these controllers for diﬀerent applications using domain knowledge.
Remark. Our feedback controllers for ﬁne-grained scaling can be easily integrated
with general coarse-grained scaling techniques to provide better performance and costeﬃcacy for the tenants. In fact, we have designed and implemented an overall system
(presented in a technical report [150]) that combines predictive control, which makes
global resource allocation decisions periodically, and reactive control, which simply concerns with keeping the minimum amount of resources that can meet performance goals
by using local ﬁne-grained scaling controllers within each VM. Due to space limit, we
only present our ﬁne-grained scaling control design.

6.2.3 Controller Design
Memory Scaling Controller Design We assume that the VM procured by the tenant
has suﬃcient number of vCPUs for impending workload such that CPU is not the
bottleneck resource. We ﬁrst present three heuristic-based baseline strategies.
3

We restrict ourselves to CPU scaling at the granularity of an individual vCPU but it is conceivable
that even ﬁner allocation might be useful.
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• peak: The tenant has perfect knowledge (or a good estimation) of the peak RAM
demand and always procures peak RAM demand. Memory scaling is disabled.
• just-enough: The tenant has perfect knowledge of the dynamic working set size xt in
each time slot4 and procures exactly a RAM capacity that is “just enough” to hold the
working set in memory. One may expect to see that just-enough always outperform
other strategies w.r.t. tenant’s utility and achieved performance, which however is
not true in our experiments due to the “stateful” property of memory and system
noise.
• pred: Assume that the tenant can predict the working set size during time slot t,
x̂t via statistical techniques, e.g., a simple AR(2) predictor x̂t = A1 xt−1 + A2 xt−2
where A1 , A2 are regression parameters obtained from training set. The tenant simply
t
procures RAM capacity mt = mt−1 xx̂t−1
.
Next, we present our feedback controller.
• pred-perf: Since pred does not incorporate any performance-related feedback information, pred may not be able to achieve the target latency lT GT , especially when pred
procures less RAM capacity than just-enough and the miss rate worsens. We introduce latency feedback as a correction for mis-prediction as follows (assuming that the
prediction error changes smoothly):
mt = mt−1

lt−l − lT GT
x̂t
(γ m
+ 1)
xt−1
lT GT

where lt−1 is the measured latency from time slot t − 1 and lt−llT−lGT
reﬂects the
relative latency violation. γ m (> 0) is a scaling factor used to mitigate the oscillations
incurred by feedback control. If measured latency exceeds the target in time slot
t − 1, the controller will further scale up RAM capacity on top of pred in time slot t
according to the relative latency violation, and vice versa.
• pred-perf-slack: Sometimes adding performance feedback may not suﬃce due to the
“stateful” property of memory. This problem arises when keys evicted from memory in previous time slots are accessed again in future time slots when scaling down,
which requires a second read request to the slow persistent back-end database and an
insert operation to add the key-value pair into Memcached, thereby causing perforT GT

4

In general, working set size refers to the size of unique data accessed. For our case study with
Memcached, we use number of unique keys accessed in a time slot as working set size assuming equal
key size.
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mance degradation. Toward this, we “pro-actively” add dynamic slackness as follows
(especially when scaling down):
mt = mt−1

x̂t
lt−l − lT GT
(γ m
+ 1)(1 + st )
xt−1
lT GT

wherein the dynamic slackness st (0 ≤ st < 1) is determined based on the following
heuristics: If the key popularity does not change much across time slots, there is
a higher chance that keys accessed in previous time slots might be accessed again
in future time slots. Therefore, the tenant should be more conservative when scaling down RAM capacity. To capture the key popularity change, we further deﬁne
“turnover” Ot as the number of new keys plus the number of evictions during time
t−1
slot t. When scaling down RAM capacity, i.e., x̂t < xt−1 , if the relative turnover Oxt−1
is smaller than a pre-speciﬁed threshold (which implies that the key popularity might
not change much) we add more slackness. Otherwise, we add less (or no) slackness.
In our evaluation, we expect to see that dynamic slackness together with performance
feedback can be used to compensate for the impacts of mis-prediction, multi-tenancy
and other random/unknown system noise that might aﬀect application performance.
CPU Scaling Controller Design We assume that our tenant’s VM has enough RAM
capacity to keep all items in memory such that memory is not the bottleneck. Again,
we consider some baseline heuristics:
• peak: Always procure vCPUs corresponding to the peak arrival rate.
• just-enough: Assuming that the tenant has perfect knowledge of request arrival rates,
it procures vCPUs that are “just-enough” to serve all the requests without violating
latency target. To achieve this, we discretize the arrival rates into multiple levels and
carry out oﬄine performance proﬁling to ﬁnd the smallest number of vCPUs needed
to satisfy the arrivals without violating the latency target. The results of oﬄine
proﬁling are stored in a look-up table, denoted as ct = F (λt ), which speciﬁes the
ranges of arrival rates that can be served by diﬀerent number of cores while satisfying
latency target5 .
• pred: The tenant predicts the request arrival rates (using AR(2) predictor in our
evaluation) and procures enough vCPUs to serve the predicted arrivals λ̂t , i.e., ct =
5

The results from oﬄine proﬁling, when applied to the highly variable cloud environment, might
not work well. However, such discrepancy between oﬄine proﬁling and online execution would be
compensated (to some extent) by adding performance feedback into the control loop.
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F (λ̂t ).
Next, we describe our feedback-based technique.
pred-perf: Similar to memory scaling, we add latency feedback to CPU scaling to
compensate for mis-prediction and system noise:
ct = ⌈F (λ̂t )(γtc

lt−l − lT GT
+ 1)⌉
lT GT

Note that in our current design, CPU resource is controlled at the granularity of cores
(discrete variable) whereas memory capacity is considered as a ﬂuid variable. Therefore,
high oscillations might occur in both the control decisions and performance measurements. To avoid such undesirable behavior, we make the scaling factor γtc dynamic:
When lt << lT GT that results in scaling down decisions, we set γtc to a smaller value
(being conservative) whereas γtc can be larger when lt > lT GT .
Note that due to the “stateless” property of CPU resource, there is no need to add
dynamic slackness when scaling down.
Combining Memory and CPU Scaling Now we combine memory and CPU scaling
to obtain a more comprehensive ﬁne-grained resource scaling controller. We create baseline strategies peak, just-enough and pred similar to the ones described above. However,
if performance feedback is added, the tenant has to identify the “culprit” resource(s) that
might have caused performance degradation, in order to avoid the over-compensation
(not cost-eﬀective) by simply adopting a naive strategy of carrying out memory and
CPU scaling separately without coordination.
pred-perf-slack: We monitor the average per-core CPU utilization and miss rate
in each time slot, which are commonly considered as indicators of CPU and memory
resources being scarce or abundant. We set lower/upper bounds for the two metrics
separately. Then we identify the bottleneck resource(s) based on the following heuristics:
we add performance feedback to CPU scaling controller if (i) the average per-core CPU
utilization exceeds the upper bound which indicates that CPU resource might have
become the bottleneck or (ii) it falls below the lower bound, implying possible surplus
of CPU resource. Otherwise, the CPU utilization falls between the two bounds, we
apply pred to the CPU scaling controller. Similar heuristics can be applied to memory
scaling controller (with pred-perf-slack) by monitoring the miss rate. When both CPU
and memory are bottlenecks, attributing performance degradation among bottleneck
resources itself become a non-trivial problem. In evaluation, we choose to add latency
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Figure 6.3: Results under diﬀerent strategies with only memory scaling. Normalization is
done w.r.t. peak.
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feedback equally to both resources and leave more complex scenarios to our future work.

6.3 Evaluation
In this section, we use Memcached, a popular in-memory key value store, as a case study
to explore the eﬃcacy of our ideas. We choose Memcached because it is an important
part of many workloads (e.g., as the caching tier for many persistent data stores).
Experimental Setup
Cloud Conﬁguration: We implement ﬁne-grained resource scaling (CPU, memory)
on a cluster of 5 physical machines connected via a 10Gbps LAN. Each machine has 6
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Figure 6.5: Results under diﬀerent strategies with both memory and CPU scaling. Normalization is done w.r.t. peak.
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cores with multi-threading degree of 2 and 16 GB RAM. We create Docker containers in
the cluster to run Memcached server and clients. We dynamically change the memory
limit and number of server threads within Memcached and cap the resource capacity
of the container accordingly to emulate ﬁne-grained resource scaling. We set pc =
0.0246$/(vCPU · hour) and pm = 0.0036$/(GB · hour) as vCPU price and RAM price.
Workload: We run the Yahoo! Cloud Serving Benchmark (YCSB) to generate realworld workloads according to statistics obtained from the Wikipedia access trace [136].
The key popularity follows a Zipﬁan distribution (Zipﬁan constant equal to 0.53). We
use the same arrival rates and working set size (number of unique pages accessed in
a time-slot) as in the trace. By default, the workload has 100% READ operations
and Memcached is initialized as an empty cache. Upon READ miss, the client looks
up the key in the remote DB and inserts the key-value pair into Memcached. To
emulate aggregate eﬀect of various sources of system noise, e.g., multi-tenancy, resource
overbooking, in some of the experiments, we bring in up to 40% uniformly generated
random noise in each time-slot by adding extra clients as a second tenant who competes
with the original tenant for resources.
Tenant Conﬁguration: We deﬁne tenant’s utility Ut as“throughput per dollar” for
time slot t, i.e., the ratio of average throughput over resource costs. We choose as
lT GT (= 600us) the latency target. In case of a latency violation (the measured average
T GT
latency lt > lT GT ), we add a multiplicative penalty to the tenant’s utility, i.e., β l lt Ut
with β = 0.8. Next, we will show experiment results with only memory scaling, and
combining memory and CPU scaling.

6.3.1 Only Memory Scaling
Figures 6.3(a)(b)(c) show the normalized RAM allocation, average latency, and normalized utility under diﬀerent strategies, respectively. First, we observe that even with
perfect knowledge of working set size (just-enough), there are time slots where the latency target is violated due to the aforementioned stateful nature of memory. However,
by adding slackness, pred-perf-slack is able to scale down more conservatively and obtain
higher utility improvement. Second, we ﬁnd that the tenant’s utility can be improved
by as much as 50% compared to peak whereas there is little utility improvement even
under just-enough during time slots 16-22. This is because the working set sizes in these
time slots are already quite close to the peak working set size, which limits the potential
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utility improvement. Generally, workloads with higher demand variations may beneﬁt
more from ﬁne-grained resource scaling than those without much demand ﬂuctuation.
As a the limitation of our feedback control, we ﬁnd that the prediction error in time
slot 14 is so high that even adding performance feedback (pred-perf) does not suﬃce.
This is because of the “reactive” nature of feedback control: pred-perf does not have
prior knowledge of this sudden mis-prediction, thereby failing to compensate for latency
violation. However, pred-perf-slack is still able to mitigate latency violation to some
extent by adding a small amount of slack RAM capacity.
To see how the memory scaling controller works under system noise, we add up to
40% uniformly generated noise to the actual working set (mimicking the eﬀect of various
sources of system noise), and show the utility under diﬀerent strategies in Figure 6.3(d).
We ﬁnd that pred-perf-slack is able to outperform all other baselines by adding dynamic
slackness, making it more robust to system noise.
Key insights. (i) Fine-grained memory scaling can help improve tenant’s utility
signiﬁcantly when there is high variation in resource demands. (ii) just-enough may
violate latency target due to “stateful” memory. (iii) By adding performance feedback
and dynamic slackness, the tenant is almost always able to achieve better utility than
pred (and sometimes just-enough) and maintain the latency target. Even with system
noise, pred-perf-slack is still able to outperform all others.

6.3.2 Only CPU Scaling
Here we allocate enough RAM capacity such that the full workingset is in memory.
First, we observe that the resource scaling decisions, average latencies and normalized
utilities under diﬀerent strategies are quite similar (Figure 6.4(a)(b)(c)). This is because
we do CPU scaling at the granularity of a single vCPU; one vCPU can serve a range of
arrival rates without violating the target latency. Therefore, if the diﬀerence between
the predicted and the actual arrival rates is not large enough, the control decisions of
pred will be similar to those of just-enough, resulting in similar performance. However,
after adding extra up to 40% uniformly generated noise to the actual arrival rates, we
observe that pred violates performance target frequently (though results not shown for
space limit) with its poor predictions under the random noise, whereas pred-perf is able
to keep the latency below the target latency most of the time by adding performance
feedback and achieves higher utility henceforth (Figure 6.4(d)). Our generation of noise
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can also be used to mimic scenarios with other sources of noises in the cloud environment,
e.g., the arrival rates can be well predicted but other co-located VMs are competing for
CPUs and the resulting “eﬀective” CPU capacity allocated to the VM becomes variable.
In this case, oﬄine performance proﬁling-based or knowledge-based approaches may not
work well.
Key insights. (i) Diﬀerent from results of memory scaling, without system noise,
both pred and pred-perf could achieve similar utility improvement as just-enough without
violating latency target due to the discreteness of CPU resource. (ii) However, under
up to 40% system noise, pred could improve tenant’s utility whereas pred-perf is still
able to outperform other strategies while maintaining the latency target.

6.3.3 Memory+CPU Scaling
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Figure 6.6: Per-core CPU utilization and miss rate under pred-perf.
First, we observe that pred-perf-slack is able to track just-enough well in terms of
CPU resource allocation (though sometimes with small lag and/or over-provision) as
shown in Figure 6.5(a) and the RAM allocation results are quite similar to those in
Figure 6.3. This is because CPU resource is “stateless,” and pred-perf-slack reduces to
pred-perf without extra slackness when scaling CPU resource. Second, compared with
the average latency and utility with only memory scaling, it seems that there are more
latency violations when both memory and CPU scaling are applied (Figure 6.5(b)) since
the former is given enough CPU resource such that CPU does not become the bottleneck.
However, we don’t ﬁnd latency violations in both cases to be statistically diﬀerent.
Third, when we move to tenant’s normalized utility, we do observe signiﬁcant utility
improvement (e.g., in time slots 7-9) over only memory scaling by adding CPU scaling
into the control loop. Again, pred-perf-slack is able to outperform other strategies with
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only short-term prediction of arrival rates and working set size. Fourth, from Figure 6.6,
we observe that the per-core CPU utilization under pred-perf-slack has been kept at a
relatively high utilization level but rarely exceeds the upper bound, which improves the
cloud resource utilization without sacriﬁcing tenant’s application performance much.
Key insights. (i) With both ﬁne-grained memory and CPU scaling, the tenant
could further improve its utility compared with single resource scaling. (ii) Cloud resource utilization can be improved by allowing tenants to do ﬁne-grained resource scaling.
(iii) The proposed pred-perf-slack could help improve tenant’s utility while satisfying latency target with only short-term prediction of workload characteristics.

6.3.4 Extension: Combined with Coarse-grained Scaling
We combine coarse-grained scaling with ﬁne-grained scaling and implement a prototype
system on Amazon EC2. A global controller decides the total amount of resources that
are needed based on its prediction of workload properties every hour. We deploy one
reactive controller for each VM which makes local ﬁne-grained scaling decisions every
10 minutes. Since EC2 does not support ﬁne-grained scaling, we mimic such eﬀects by
running Docker containers within VMs and limiting resource allocation of containers at
runtime using Cgroups. We focus on the eﬃcacy of our ﬁne-grained scaling approach
and leave the details of our implementation to [150].
Let us focus on the performance after adding reactive control with ﬁne-grained scaling. We make the arrival rate in the 8-th hour three times as high as the original
arrival rate in order to mimic the eﬀect of an unexpected ﬂash crowd which results in
latency violation that cannot be handled by predictive control. Denote as Prop our proposed approach. We create a baseline strategy, ElastiCache, for reactive control: local
ﬁne-grained scaling requests from existing VMs are merged by a global controller which
then translates the overall resource request into extra number of cache nodes (we choose
cache.t2.small with 1 vCPU and 1.55GB RAM from EC2’s ElastiCache node) instead of
using ﬁne-grained scaling. We expect to see that reactive control is able to handle unexpected ﬂash crowd and ﬁne-grained scaling further helps improve performance more
swiftly than coarse-grained scaling.
We show the application performance under ElastiCache and Prop in Figure 6.7. We
observe that after doing the predictive control, both strategies experience slightly higher
latency due to load re-distribution among servers and cold cache warm-up (ﬁrst get re115
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Figure 6.7: Performance comparison during a ﬂash crowd period.
quest to a new key will result in a get-miss and a second get request to the same key
is served by the remote DB). Then the latency violation occurs after the ﬂash crowd
suddenly comes. At around 680-th second, both strategies detect the performance degradation and start to do reactive control. Prop scales up CPU resource on existing VMs
almost immediately and the latency drops below latency target very quickly, whereas
ElastiCache has to wait for around 100 seconds (VM boot delay) for new cache nodes
to become available. The newly started VM has to be warmed-up whereas no cold
cache warm-up is needed in Prop since we only need extra CPU resource and there
is enough headroom in the existing VMs. However, when there is not enough CPU
capacity headroom in the existing VMs or the existing ones have reached the application’s scalability limits (meaning adding more resource capacity to an instance does not
improve performance), new VMs still need to be started.
Key insights: (i) Reactive control helps handle the sudden burst of workload. (ii)
With enough headroom in existing VMs, our ﬁne-grained resource scaling approach
takes eﬀect more responsively/faster than coarse-grained VM scaling (no need for cache
warm-up), thereby resulting in better performance. (iii) However, when the headroom
in existing VMs is not enough, even ﬁne-grained resource scaling does not suﬃce; new
VMs have to be started, incurring performance degradation due to VM boot delay and
cold cache warm-up.

6.4 Summary
In this chapter, we argued that a key enabler of next-generation high-utilization cloud
ecosystems would be facilities for tenants to engage in ﬁne-grained resource allocation
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in addition to those oﬀered by current providers. We focused on the tenant-side resource procurement process, and devised ﬁne-grained resource scaling controllers based
on feedback control techniques to improve tenant’s cost-eﬃcacy while meeting its performance target. Our controllers make resource scaling decisions by leveraging predicted
workload properties and performance feedback information to deal with mis-prediction
and system noises. In particular, our controller design takes into consideration the
idiosyncracies of resources and treats stateful resource (e.g., memory) diﬀerently from
stateless resource (e.g., CPU) by adding dynamic slackness based on our deﬁnition of
“turnover” when scaling down capacity of a stateful resource. The eﬃcacy of our ideas is
illustrated by implementing a case study in a Memcached tenant workload. Our results
are promising and point to an interesting and broad area for further research - e.g.,
with the real-world workload in our evaluation, up to 50% utility improvement can be
achieved by just applying memory scaling; a further 66% improvement can be achieved
by coordinating ﬁne-grained CPU and memory scaling. In addition, our ﬁne-grained
scaling controllers can be deployed in a decentralized manner and combined with general coarse-grained scaling techniques (e.g.: horizontal VM scaling) to provide better
performance and cost-eﬃcacy for the tenants.

117

Chapter 7 |
Concluding Remarks and Future
Work
7.1 Summary of Contributions
In this dissertation, we propose both theoretic models and control frameworks, and carry
out prototype system implementation and evaluation, to address issues of improving the
cost-eﬃcacy in a public cloud eco-system subject to cloud-tenant interactions.

Improving the cloud’s cost-eﬃcacy (Chapter 3).
• Overcoming scalability limitations for optimizing the cloud’s operational
costs (Section 3.1). We have proposed a hierarchical framework that employs temporal aggregation and spatial (control knob) abstraction to achieve scalability and
ease of casting/updating upon changes. The central idea underlying our modeling is
our use of the abstract knobs of power demand dropping and delaying to encompass
the many IT knobs that have been extensively studied (mostly individually). We
have developed a suite of cloud control algorithms capable of accommodating diﬀerent kinds of workload uncertainty (both stochastic and completely adversarial). Our
framework and algorithms can be invaluable for optimizing the cloud’s operational
costs, capturing a broad spectrum of workload scenarios as well as helping us understand various subtelties of when and why these control knobs might be (or might not
be) useful for the cloud’s cost-eﬃcacy.
• Dynamic capacity modulation complementing dynamic pricing for a public
cloud’s proﬁtability (Section 3.2). In addition to optimizing operational costs,
we have also explored, using dynamic capacity modulation, complementing dynamic
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pricing to further improve a cloud’s proﬁtability. Toward this front, we have identiﬁed the cost-saving potential of employing dynamic capacity modulation as an explicit
control knob in public clouds, using real-world tenant examples. Based on a general
and systematic deﬁnition of SLA classes, we have constructed a multi-step leader/follower game-based cloud control framework, using both dynamic eﬀective capacity
modulation and pricing for a cloud provider’s proﬁt maximization, in the context of a
set of tenants that have chosen an appropriate SLA class. Both our trace-driven simulation and OpenStack-based prototype experiments have demonstrated signiﬁcant
improvement in the cloud’s proﬁtability and could be useful for understanding how
the proposed system might work in the real world.

Tenant cost-eﬀective resource procurement (Chapters 4, 5 and 6).
• Identiﬁcation of key features of spot instance pricing (Chapter 4). Since we
take spot instance as a representative VM oﬀering to study the tenant’s procurement
along the price/capacity dynamism axis, we have identiﬁed four key features that we
think a tenant should model to eﬀectively use spot instance. For each feature, we have
identiﬁed shortcomings in existing approaches, and presented a quantitative model,
and developed scalable data-driven predictors. Our study has revealed novel insights
about spot operation which provide useful implications on tenant procurement.
• Leveraging price/capacity dynamism (Chapter 5). We have demonstrated
the eﬃcacy of our identiﬁed key features of spot instances through two case studies constructed using representative real-world workloads. For our ﬁrst case study,
an in-memory data store, we have employed the novel idea of hot/cold mixing, in
addition to the spot instance features, to reduce the resource wastage and improve
the tenant’s cost-savings. Furthermore, we have employed burstable instances as
backup replicas to handle the performance degradation due to spot bid failures. In
our second case study, we leveraged the technique of replicated computation across
spot and on-demand markets for cost-eﬀective batch job processing. We have developed novel heuristic-based strategies to determine the placement of the primary and
backup copies of a batch job, which crucially relies on our predictions of spot price
features. In both case studies, we have adapted existing system techniques and developed software suites, customized according to the speciﬁc application properties. Our
case studies could provide useful insights and guidance on exploiting the trade-oﬀ of
price vs. capacity for real-world tenant operation.
• Leveraging ﬁne-grained resource scaling (Chapter 5). Along the scaling gran119

ularity axis, we have presented qualitative arguments for why ﬁne-grained scaling
would oﬀer cost beneﬁts for both the cloud provider and its tenants. We have devised a feedback control-based ﬁne-grained resource scaling architecture and a suite
of resource scaling controllers for the cost-eﬀective operation of a tenant in the highly
variable, public cloud environment. In particular, we have identiﬁed the performance
degradation due to scaling down stateful resource (even with perfect knowledge) and
improved the controller accordingly with dynamic slackness. Our case study on the
lab-based cluster has shown signiﬁcant cost-savings by coordinating ﬁne-grained CPU
and memory scaling while meeting the application’s performance target.

7.2 Future Work
Our work makes notable steps toward improving the cost-eﬃcacy of a public cloud ecosystem subject to cloud-tenant interactions. Nonetheless, there are several interesting
directions for further study to enhance and advance our current work.

Cloud control framework enhancements.
• Enhancing the cloud’s power control framework. In Section 3.1, we have
modeled the IT-based control knobs using abstract demand dropping and demand
delaying. However, in the real-world, ESDs and renewable energy have received great
attention since they have less negative impact on the performance of workloads. In
the future, we plan to incorporate new features of these non-IT knobs to enhance our
theoretic framework and algorithms, to further reduce the cloud’s operational costs.
• Enhancing game-based cloud control framework. There are various ways to
enhance our game-based cloud pricing framework. (i) Although a generally incomplete information game-theoretic framework, wherein the utility does not have full
knowledge about its tenants’ responses as in our scenario, has been studied in other
areas via Bayesian games and hypergames [114], it is less touched in a cloud’s control
design subject to cloud-tenant interactions. We will consider extending such frameworks with cloud-speciﬁc features as a future area of study. Other options, such as
VCG and PSP auctions (e.g., [9]), are also worth exploring to better understand the
impact of such pricing schemes on cloud-tenant interactions with the existence of
dynamic capacity modulation. (ii) In our current work, we assume that the tenants’
responses to cloud’s control are time-invariant, which is often not the case in the
real-world. How the cloud could obtain an eﬀective estimate of the tenants’ time120

varying responses remains a challenging problem for our future work. (iii) Similar to
the airline ticket booking system, the cloud could also allow a tenant to make a VM
reservation before it actually uses the VM, which gives the tenants more ﬂexibility.
However, VM demands and airline tickets are diﬀerent in many ways, and the control
actions that the service providers can take vary a lot. Therefore, it is also worth
investigating the eﬀectiveness of such a control scheme with respect to maximizing
a cloud’s proﬁt. (iv) In this dissertation, the cloud’s resource management decisions
in Section 3.2 are actually implemented in the form of aggressive VM consolidation,
which is also a canonical approach for reducing the cloud’s operational costs. How to
combine this with the control framework in Section 3.1 is an interesting problem and
is also worth exploring in the future.

Tenant procurement enhancements.
• More comprehensive exploration of burstable instances. Burstable instances
are usually provisioned with micro/small capacity and cheap prices (cheaper than
a non-burstable on-demand instance with capacity equal to the burstable instance’s
peak CPU capacity). Cloud providers, Amazon EC2 and GCE, promote burstable instances as cheap options for testing/development, small Web servers with intermittent
traﬃc bursts (and resource needs henceforth), etc. Although we only use burstable
instances as the backup replica of an in-memory data store in this dissertation (cf.
Section 5.1), we believe that they can go further and may prove cost-eﬀective resource
procurement options (while still oﬀering acceptable performance levels) for other applications as well. For example, burstable instances might be a good choice for reactive
control, to handle unexpected ﬂash crowds. Traditional solutions may employ autoscaling techniques that only use regular on-demand instances or spot instances to
add incremental capacity to the existing cluster. However, if the ﬂash crowd does not
last for long and is not frequent, burstable instances might provide higher CPU capacity and network bandwidth (yet at a cheaper price) than non-burstable instances
with a similar capacity according to recent measurement studies in [102] and [3]. To
achieve this potential of burstable instances, however, a tenant would need to carefully understand the idiosyncrasies of their unconventional capacity variations and
pricing.
• More realistic tenant case studies. In this dissertation, we only present two
case studies: an in-memory data store and a batch job processing system. Although
both are representative real-world workloads, they have simple scaling-out properties
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due to our simplifying assumptions. On the one hand, we can enhance the existing
case studies: (i) A new case study could be based on a multi-tier Web application
wherein the in-memory data store is just the caching-tier of the whole application.
Tenant resource orchestration among diﬀerent tiers while incorporating the trade-oﬀs
of public cloud VM oﬀerings may be an area of novel research problems, since the
resource needs of diﬀerent tiers may aﬀect or complement each other. (ii) For the
batch job case study, we can relax the current assumptions that the jobs have no
dependencies and that CPU capacity is the only bottleneck resource, which would
make our case study more realistic. On the other hand, we may consider tenant case
studies along all three axes of VM oﬀerings (cf. Figure 1.1) collectively. For example,
can we devise a scalable control framework that employs a blend of spot, on-demand
and burstable instances as well as ﬁne-grained resource scaling? Although it might
provide better cost-savings and performance, the diverse pricing and provisioning
policies of these VM options make it a challenging problem to solve.

Putting it all together: A closed-loop prototype system for the
public cloud eco-system.
• Ideally, in this dissertation, we should explore and evaluate a real-world tenant’s
cost-eﬀective resource procurement in a public cloud with the proposed dynamic
capacity modulation and dynamic pricing as in Section 3.2. However, since the current
public cloud providers do not oﬀer such futuristic VM (SLA) options, we resort to a
subset of VM oﬀerings with properties close to (yet not the same as) the proposed
ones. As our future work, it may be helpful to implement a closed-loop prototype
system in a lab-based environment, mimicking both the cloud’s control decisions
of dynamic capacity modulation and dynamic prices, and the tenant’s decisions of
strategic resource procurement, and their interactions. This would provide more
insights on how the proposed approaches in this dissertation would evolve in the real
world.
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Appendix |
Proofs of Theorems
Proof for Lemma 1
Proof. Let us assume an optimal solution A in which there exists some control window
t1 (where 1 ≤ t1 < T ) which violates the condition of our lemma. Therefore, of the
demand (rt,t+1 = pt − at,t − dt,t ) postponed (i.e., unmet) during t1 , there exists some
portion ν (where 0 < ν ≤ at,t ), that is dropped during the control windows [t1 +1, t1 +τ ].
Let us focus on a portion νt2 > 0 of ν that is dropped during the control window t2
(where t1 < t2 ≤ t1 + τ ). Delaying νt2 over the period (t2 − t1 ) and dropping it during
t2 contributes the following to the objective: ldrop (νt2 ) + ldelay (νt2 )(t2 − t1 ). Let C(A)
denote the objective/cost oﬀered by A.
Let us now compare C(A) with the cost oﬀered by an alternate solution A′ which
drops νt2 during t1 instead of delaying it. The two algorithms’ treatment of all other
power demands (i.e., except for that for νt2 ) is exactly identical. This leads us to the
following comparison of the diﬀerent components of C(A) and C(A′ ):
• Energy costs: Since both A and A′ admit the same overall energy, they have
identical energy costs.
• Peak power cost: A′ drops νt2 before A does. Consequently, the peak power
consumption of A′ cannot be worse (i.e., greater) than that of A.
• Loss due to delaying or dropping demand: Finally, whereas A incurs a cost of
ldelay (νt2 )(t2 − t1 ) + ldrop (νt2 ) for its treatment of νt2 , A′ incurs a smaller cost of
ldrop νt2 .
Combining the above, we ﬁnd that C(A′ ) < C(A), which contradicts our assumption
that A was optimal.
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Proof for Lemma 2
Proof. If the demands pt are independent across t, and we deﬁne µt =
SDPDrop becomes the following:

at
, µt
pt

∈ [0, 1],

VT (yT ) = min E{αT aT + ldrop (dT ) + βyT +1 }
aT ,dT

= min E{αT pT µT + ldrop (pT (1 − µT )) + β max{yT , pT µT }}
µT ∈[0,1]

Vt (yt ) = min E{αt at + ldrop (dt ) + Vt+1 (yt+1 )}
at ,dt

= min E{αt pt µt + ldrop (pt (1 − µt )) + Vt+1 (max{yt , pt µt })}, t = 1, ..., T − 1
µt ∈[0,1]

Deﬁne Gt (µt ) = E{αt pt µt + ldrop pt + Vt+1 (max{yt , pt µt })}, and suppose Gt is convex,
which will be proved later, and Gt has an unconstrained minimum with respect to yt ,
denoted by ϕt : ϕt = arg minµt ∈R+ Gt (µt ). Then, in view of the constraint 0 ≤ µt ≤ 1
and the convexity of Gt , it is easily seen that an optimal policy can determined by the
sequence of scalars {ϕ1 , ϕ2 , ..., ϕT } and has the form
µ∗t (yt ) =



ϕt ,

ifϕt ≤ 1


1,

ifϕt > 1

For SDPDrop , we have
(a∗t , d∗t ) =



(ϕt pt , pt − ϕt pt ),

ifϕt ≤ 1


(pt , 0),

ifϕt > 1

Now we will prove the convexity of the cost-to-go functions Vt (and hence Gt ), so
that the minimizing scalars ϕt exist. We use induction to prove the convexity.
For the base case, as shown above, an optimal policy at time T is given by
µ∗T (yT ) =



ϕT ,

ifϕT ≤ 1


1,

ifϕT > 1
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Furthermore, by plugging µT ∗ back into VT , we have







VT (yT ) =







E{αT pT ϕT + ldrop (pT (1 − ϕT ))
+β max{yT , pT ϕT }}, ifϕT ≤ 1
E{αT pT + β max{yT , pT }}, ifϕT > 1

which is a convex function since max{yT , .} is convex function of yT . This argument
can be repeated to show that for all t = T − 1, ..., 1, if Vt+1 is convex, then we have







Vt (yt ) =

E{αt pt ϕt + ldrop (pt (1 − ϕt ))
+Vt+1 (max{yt , pt ϕt })}, ifϕt ≤ 1







E{αT pT + Vt+1 (max{yt , pt ϕt })}, ifϕt > 1

is also convex function of yt . By induction, Vt is convex for all t = 1, ..., T . Thus, the
optimality of the above policy is guaranteed.
Proof for Lemma 3
Proof. Without demand delaying, ri,t = 0, i ∈ h(t)∀t. Therefore, we have dt = pt −xt , ∀t.
The objective becomes:
min

at ,ymax

= amin
,y
t

max

∑

{αt at + kdrop (pt − at )} + βymax

t

∑

(αt − kdrop )at + βymax

t

Since ymax ≥ at , ∀t, ymax will be equal to the largest at in the optimal solution. For
pt ≥ ymax , we have at = ymax , whereas for pt < ymax , we have at = pt . We denote this as:
at = pt − (pt − ymax )I{pt ≥ymax } , where I. is the standard indicator function. The optimal
value is:
(
)
∑
min (αt − kdrop ) pt − (pt − ymax )I{pt ≥ymax } + βymax
ymax

= min
y
max

t

∑

(kdrop − αt )(pt − ymax )I{pt ≥ymax } + βymax

t

∑

We denote as V (ymax ) the expression t (kdrop − αt )(pt − ymax )I{pt ≥ymax } + βymax , and
prove that V (ymax ) is a convex piecewise-linear function of ymax . We sort the array {pt }
into {p̂t } such that p̂1 ≥ p̂2 ≥ ... ≥ p̂T . We denote as α̂t the energy pricing corresponding
to p̂t . Observing that multiple time slots might have the same power demand value, we
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denote pki i , 1 ≤ i ≤ T ′ (T ′ is the number of distinct power demand values in {p̂t }) as the
ith largest value in {p̂t } with ki time slots having the same value p̂i . Then the following
holds:
• If ymax > pk11 , none of the power demand values are larger than ymax . This implies
that V (ymax ) = βymax .
• If pk11 ≥ ymax > pk22 , k1 power demand values are larger than ymax . This implies
∑ 1
∑ 1
that V (ymax ) = [β − kt=1
(kdrop − αt )]ymax + kt=1
(kdrop − αt )pk11 .
• ...
k

• Finally, if ymax ≤ pTT′ ′ , all power demand values are larger than ymax . This implies
∑
∑
that V (ymax ) = (β − Tt=1 (kdrop − αt ))ymax + Tt=1 (kdrop − αt )pt .
The slope of V (ymax ) does not increase as ymax decreases since kdrop − αt > 0 for
∀t ∈ [1, ..., T ]. Therefore, V (ymax ) (and hence the objective function of OFF with only
demand dropping) is a convex piecewise-linear function of ymax . If there exists an index
∑
∑n
n such that β − n−1
t=1 (kdrop − α̂t ) ≥ 0 and β −
t=1 (kdrop − α̂t ) ≤ 0, the optimal demand
dropping threshold θ of OFF will be p̂n ; otherwise, θ = 0. Furthermore, if αt = α,
n = ⌈ (kdropβ−α) ⌉, which can be veriﬁed easily. This optimal threshold can be found in
O(T · log T ), the time needed for sorting the array {pt }Tt=1 plus the time for ﬁnding
n.
Proof for Theorem 1
Proof. From the algorithm description of ONDrop , we can obtain the following properties:
Property 1: The demand dropping threshold of ONDrop keeps non-decreasing and
is guaranteed to converge to the optimal threshold after all demands in the optimization
horizon are observed.
Property 2: The demand dropping threshold of ONDrop never exceeds the optimal
threshold. Furthermore, if we denote as adt the admitted demand by ONDrop at time t,
and am
t the admitted demand by OFF at time t when only the demand values in the
ﬁrst m time slots are observed, 1 ≤ m ≤ T , then adt ≤ am
t .
It is very easy to verify Property 2 by induction. For Property 1, according
∑n−1
(kdrop − α̂m ) nor
to ONDrop , if pt ≤ θt−1 at time t, it will aﬀect neither β − m=1
∑n
β − m=1 (kdrop − α̂m ); therefore θt = θt−1 . If pt > θt−1 , assuming pt has index w in
∑
{p̂m }tm=1 , 1 ≤ w < n + 1, apparently β − w−1
m=1 (kdrop − α̂m ) ≥ 0. If further we have
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∑

β− w
m=1 (kdrop − α̂m ) ≤ 0, then θt = pt > θt−1 . Otherwise θt−1 ≤ θt < pt . So θt keeps
non-decreasing. The convergence of ONDrop is guaranteed by the proof of Lemma 3.
See Figure .1 for an illustration of the properties and how ONDrop works. A direct
pt
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pt
m

å (k
å (k

drop
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drop
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m m+1

t

m+3

Figure .1: An illustration of ONDrop for the proof of Theorem 1.
m+1
corollary we can obtain from Property 1 and 2 is that am
, ∀t ∈ [1, ..., T ] and
t ≤ at
∀m ∈ [1, ..., T − 1]. According to Property 1 and 2, the total costs of ONDrop and OFF
are:

CostOFF = βθT +

T
∑

αt aTt + kdrop

t=1

= βθT + kdrop

T
∑

pt −

t=1

CostONDrop = βθT +

T
∑

(kdrop − αt )aTt

t=1

t=1

= βθT + kdrop

t=1

(pt − aTt )

t=1
T
∑

αt adt + kdrop
T
∑

T
∑

pt −

T
∑

(pt − adt )

t=1
T
∑

(kdrop − αt )adt

t=1

We deﬁne competitive ratio CR of ONDrop as the upper bound of
all possible workload scenarios, which is:
CR = sup
{pt }T
t=1

CostONDrop
CostOFF

under

CostONDrop
CostOFF
∑

Note that the only diﬀerence between the denominator and numerator is Tt=1 (kdrop −
∑
∑
αt )adt and Tt=1 (kdrop − αt )aTt . From Property 2 we know that Tt=1 (kdrop − αt )aTt ≤
CostONDrop
∑T
∑T
d
t=1 (kdrop − α̃t )at , so CostOFF ≥ 1. However, we can still ﬁnd a bound
t=1 (kdrop −
∑
αt )aTt − Tt=1 (kdrop − αt )adt ≤ β(θT − θ1 ) (when αt = α, the upper bound reduces to
(kdrop − α)(n − 1)θT , n = ⌈ (kdropβ−α) ⌉) to make sure that CR will not go to inﬁnity. We
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will prove this upper bound later. Now with this bound we have:
CostONDrop
CostOFF
∑
∑
βθT + kdrop Tt=1 pt − Tt=1 (kdrop − αt )adt
=
∑
∑
βθT + kdrop Tt=1 pt − Tt=1 (kdrop − αt )aTt
∑
∑
βθT + kdrop Tt=1 pt − Tt=1 (kdrop − α)aTt + β(θT − θ1 )
≤
∑
∑
βθT + kdrop Tt=1 pt − Tt=1 (kdrop − αt )aTt
β(θT − θ1 )
=1 +
∑T
∑
βθT + kdrop t=1 pt − Tt=1 (kdrop − αt )aTt
1 − θθT1
=1 +
∑T
∑T
kdrop
p − t=1 (kdrop −αt )aT
t
t=1 t
1+
βθT
<2
CostON

Drop
≤ 2 − n1 .
Speciﬁcally, when αt = α, we have CostOFF
∑
∑
Next we prove Tt=1 (kdrop − αt )aTt − Tt=1 (kdrop − αt )adt ≤ β(θT − θ1 ).

T
∑

T
∑

t=1
T
∑

t=1

(kdrop − αt )aTt −

=
=

(kdrop − αt )adt

(kdrop − αt )(aTt − adt )

t=1
1
∑

T∑
−1

t=1

t=1

(kdrop − αt )(a2t − a1t ) + ... +

(kdrop − αt )(aTt − aTt −1 )

Since θm (1 ≤ m ≤ T ) equals to the optimal demand dropping threshold of OFF
when only the ﬁrst m time slots are considered, we have
m
∑

(kdrop − αt )(am+1
− am
t
t )

t=1

=

∑

(kdrop − αt )(θm+1 − θm )

1≤t≤m
am+1
>am
t
t

=(θm+1 − θm )

∑

(kdrop − αt )

1≤t≤m
am+1
>am
t
t

If we only consider the ﬁrst m time slots, according to Lemma 3, β should be larger
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∑

than or equal to t (kdrop − αt ), and t denotes the time slots during which pt > am
t .
∑
Therefore, (θm+1 − θm )
1≤t≤m (kdrop − αt ) ≤ (θm+1 − θm )β.
am+1
>am
t
t

Finally,
T
∑

T
∑

t=1
1
∑

t=1

(kdrop − αt )aTt −

=

(kdrop − αt )adt

(kdrop − αt )(a2t − a1t ) + ... +

t=1

T∑
−1

(kdrop − αt )(aTt − aTt −1 )

t=1

≤β(θ2 − θ1 ) + ... + β(θT − θT −1 )
=β(θT − θ1 )
which completes our proof for the competitive ratio of ONDrop .
Proof for Corollary 1
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Figure .2: An illustration of ONDrop for proof of Corollary 1.
Proof. Based on the algorithm description of ONDrop and the proof of Theorem 1, we
have the same Property 1 and 2, and the deﬁnition of the competitive ratio CR of
ONDrop .
∑
Note that the only diﬀerence between the denominator and numerator is Tt=1 adt
CostONDrop
∑
∑
∑
and Tt=1 aTt . From Property 2 we know that Tt=1 aTt ≤ Tt=1 adt , so CostOFF
≥ 1.
∑T
∑T
β
d
T
However, we can still ﬁnd a bound t=1 at − t=1 at ≤ (n − 1)θT , n = ⌈ (kdrop −α) ⌉ to
make sure that CR will not go to inﬁnity. We will prove this bound later. Now with
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this bound we have:
CostONDrop
CostOFF
∑
∑
βθT + kdrop Tt=1 pt − (kdrop − α) Tt=1 adt
=
∑
∑
βθT + kdrop Tt=1 pt − (kdrop − α) Tt=1 aTt
∑
∑
βθT + kdrop Tt=1 pt − (kdrop − α)( Tt=1 aTt − (n − 1)θT )
≤
∑
∑
βθT + kdrop Tt=1 pt − (kdrop − α) Tt=1 aTt
∑
∑
βθT + kdrop Tt=1 pt − (kdrop − α) Tt=1 aTt + βθT − (kdrop − α)θT
=
∑
∑
βθT + kdrop Tt=1 pt − (kdrop − α) Tt=1 aTt
β
⌉)
(Since n = ⌈
(kdrop − α)
βθT − (kdrop − α)θT
=1 +
∑
∑
βθT + kdrop Tt=1 pt − (kdrop − α) Tt=1 aTt
1 − n1
=1 +
∑T
∑T
k
pt −(k
−α) t=1 aT
t
1 + drop t=1 βθdrop
T
1
<1 + 1 −
(Since pt ≥ aTt )
n
1
=2 −
n
∑

∑

Next we prove Tt=1 aTt − Tt=1 adt ≤ (n − 1)θT ≤ nθT , n = ⌈ (kdropβ−α) ⌉ by induction.
∑
∑m
m
d
For simplicity, we deﬁne ∆m = m
t=1 at −
t=1 at and ∆m,m+1 = ∆m+1 − ∆m . Then
our inductive hypothesis is ∆m ≤ (n − 1)θm for n ≤ m ≤ T . Since the demand
dropping threshold of ONDrop is 0 for the ﬁrst n − 1 time slots, which means adt = 0 for
1 ≤ t ≤ n − 1, we choose m = n as the base case.
For the base case, m = n, the optimal threshold is θn according to Lemma 3, which
is the nth largest power value in the ﬁrst n time slots. Clearly ant = θn for 1 ≤ t ≤ n.
For ONDrop , adt = 0 for 1 ≤ t ≤ n − 1 and adn = θn . See Figure .2 for an illustration
∑
∑
of the base case. Therefore, ∆n = nt=1 ant − nt=1 adt = (n − 1)θn , and the inductive
hypothesis holds for the base case.
Then suppose the inductive hypothesis holds for n ≤ m ≤ i, i ≤ T − 1, which means
∆m ≤ (n − 1)θm holds for n ≤ m ≤ i. By Lemma 3, we know that there are at most
(n − 1) power values that are strictly larger than θi (otherwise θi will not be the nth
largest power value in the ﬁrst i time slots).
When m = i + 1, the optimal threshold becomes θi+1 when only the ﬁrst i + 1 time
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slots are considered. If θi+1 = θi (only when pi+1 ≤ θi ), both the optimal solution and
ONDrop will admit pi+1 and drop 0 demand. In that case ∆i+1 = ∆i ≤ (n − 1)θi =
(n − 1)θi+1 , and the inductive hypothesis holds. If θi+1 > θi (i.e., pi+1 > θi ), we still
d
have ai+1
i+1 = ai+1 by Lemma 3. The non-zero area between θi and θi+1 is ∆i,i+1 , and
∆i,i+1 ≤ (n − 1)(θi+1 − θi ) since at most (n − 1) power values are strictly larger than
θi . Therefore ∆i+1 = ∆i + ∆i,i+1 ≤ (n − 1)θi + (n − 1)(θi+1 − θi ) = (n − 1)θi+1 and the
inductive hypothesis holds.
Now we can conclude that ∆m ≤ (n − 1)θm for n ≤ m ≤ T , which completes our
proof for the competitive ratio of ONDrop .
Proof of Claim 1
Proof. Denote tenant i’s cost function as Jt (di,t ) := ui (di,t rηi,t ) − vt di,t . Then we can
obtain the following
′
′
Jt (di,t ) = rηi,t ui (di,t rηi,t ) − vt
′′

′′

Jt (di,t ) = (rηi,t )2 ui (di,t rηi,t ) < 0
wherein the latter is due to the assumption that ui (.) is strictly concave. Therefore,
Jt (di,t ) is also strictly concave w.r.t. di,t , and there exists a unique optimal solution
for the unconstrained optimization problem maxdi,t Jt (di,t ). Now taking the ﬁrst-order
derivative of Jt (.) and setting to 0, we can obtain the optimal solution for the unconstrained problem as follows:
d˜∗i,t =

vt
1
′
(ui )−1 (
)
rηi,t
rηi,t

′

′

wherein (ui )−1 (.) is the inverse function of ui (.). Now let us look at the original constrained optimization problem with boundary constraint di,t rηi,t ≤ Di,t . Since Jt (di,t )
Di,t
≥ d˜∗i,t , the optimal solution of the constrained problem is
is strictly concave, when rη
i,t
Di,t
.
d∗i,t = d˜∗i,t ; otherwise, d∗i,t = rη
i,t
t
If we further deﬁne xi,t := rηvi,t
, the optimal solution of the constrained optimization
problem can be re-written as follows:
d∗i,t =

1
′
min{Di,t , (ui )−1 (xi,t )}
rηi,t

Proof of Claim 2
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Proof. Assume that the cloud only has a single tenant and it has perfect knowledge
Dt
of tenant’s raw demand and optimal solution as in Claim 11 . When rη
≥ d˜∗t , the
t
′
vt
tenant’s optimal demand is d∗t = d˜∗t = rη1 t (u )−1 (xt ) where xt = rη
, and mt = ⌈d∗t rηt ⌉ =
t
′
⌈(u )−1 (xt )⌉. Note that with perfect knowledge, the cloud does not have to consider
consecutive time-slots in the optimization window, since the tenant’s optimal demand
only depends on the VM price and eﬀective capacity ration in the current time-slot.
Therefore, the cloud’s optimization problem becomes
′

′

max
xt (u )−1 (xt ) − pt ⌈(u )−1 (xt )⌉
v ,η
t

t

Subject to
′

⌈(u )−1 (xt )⌉ ≤ M
Clearly although there exists an optimal xt = ηvtt that maximizes the cloud’s proﬁt, the
optimal solution (vt , ηt ) of the above optimization problem is not unique.
Dt
Dt
On the other hand, when rη
< d˜∗t , we have d∗t = rη
, and mt = ⌈d∗t rηt ⌉ = ⌈Dt ⌉. The
t
t
cloud’s optimization problem becomes
max xt Dt − pt ⌈Dt ⌉
vt ,ηt

Subject to
⌈Dt ⌉ ≤ M
The optimal solution (vt , ηt ) is also not unique.
vt
In sum, we conclude that there exists an optimal ratio of xt = rη
that maximizes
t
the cloud’s proﬁt, whereas the optimal solution (vt , ηt ) is not unique.

1

We remove the subscript i since there is only one tenant.
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