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Abstract
The discovery of Earth-like exoplanets has profound implications for our understanding of the origins and diversity of life in our universe. As such, developing new
and improved Doppler radial velocity (RV) spectrometers capable of discovering
and characterizing these planets is a high priority in the astronomical community.
However, detection of true Earth-analogs remains beyond the technical reach of
current Doppler RV instruments.
This thesis discusses a number of technological developments designed specifically to overcome classical instrumental limitations of high precision Doppler RV
measurements. These technologies are essential components of next generation instruments that aim to achieve the RV precision necessary to detect low-mass planets.
This instrumentation research is driven by the development of the Habitable-zone
Planet Finder (HPF), a near-infrared (NIR) Doppler spectrograph currently under
development at Penn State that will detect terrestrial-mass planets orbiting nearby
M-dwarfs. Furthermore, many technologies discussed will also be applied to the
NASA-NSF Extreme Precision Doppler Spectrometer concept NEID, a Doppler RV
instrument for the 3.5 meter WIYN telescope, slated for delivery in 2019. NEID
is an ultra-stable, high resolution optical spectrometer also under development at
Penn State.
This thesis describes new specialized optical fiber delivery systems, designed
to significantly improve instrument illumination stability, modal noise suppression
systems, which suppress mode interference in optical fibers and allow spectrometers
to fully realize the exquisite precision of modern wavelength calibration sources,
and new photonic calibration sources, which show significant promise as potential
Doppler wavelength references. These technologies represent important steps
in enabling next generation instruments to reach precisions sufficient to detect
terrestrial-mass planets orbiting in the Habitable-zones of nearby stars. Improving
measurement capabilities in both the optical and NIR is not only essential for
enabling precision RV studies on a wide variety of stars, but can also aid in
disentangling stellar activity signals from true reflex motion. Beyond independent
iii

planet discoveries, these instruments will be indispensable tools for measuring
masses and densities of planets identified by future space observatories, and play
key roles in directing future atmospheric characterization studies with the James
Webb Space Telescope.
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1.1

Cartoon of Doppler radial velocity method. The spectrum of the
star, as measured by the observer edge-on to the planetary orbital
plane, periodically shifts in frequency as the star orbits the center of
mass of the system. This radial velocity (RV) shift is then measured
by high resolution spectrometers to infer the presence of the orbiting
planet. Physical properties of the planet, such as minimum mass
and orbital period, can be directly measured from the RV time series.
1.2 Left: Radial velocity measurements of 51 Peg (Mayor & Queloz,
1995) showing a clear Doppler signature due to an unseen companion.
Right: RV measurements of 70 Virgo (Marcy & Butler, 1996).
Source: exoplanets.org . . . . . . . . . . . . . . . . . . . . . . . . .
1.3 Top: Number of exoplanet discoveries by date using the Doppler
radial velocity method. To date, over 400 planets have been discovered using this technique in the past thirty years. Bottom: Reported
radial velocity semi-amplitude of discovered planetary systems over
time. Colors and symbol sizes scale with estimated planet mass.
The downward trend is indicative of both improved instrumentation and techniques, and longer time baselines of repeated Doppler
measurements. Figures generated using exoplanet.org. . . . . . . . .
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1.4

Earth-size planets expected from TESS in a 2-D domain of Doppler
reflex amplitude, and apparent magnitude for two stellar samples
(M-dwarfs, left, FGK, right). Simulated data are from Sullivan
et al. (2015). Gray points are super-Earths (1.5–4 R⊕ ), black points
are Earth-size (0.5–1.5 R⊕ ). Rough detection limits (including
instrumental error, approximate photon noise scaling, and ignoring
stellar activity) for HPF (top) and NEID (bottom) are shown in
colored lines for typical exposure lengths. Both HPF and NEID
(discussed later in the section) will play vital and complimentary
roles in both confirming and measuring densities of Earth-size planets
detected by TESS . . . . . . . . . . . . . . . . . . . . . . . . . . . .
1.5 Left: Kepler light curves of Kepler 78, showing the shallow ‘dip’
in brightness of the host star, consistent with the transit of a 1.1
R⊕ companion in a 0.355 day orbit. Right: Phased ground-based
radial velocity measurements of Kepler 78 from the HARPS-N
instrument, showing a clear Doppler reflex signal consistent with
a 1.86 M⊕ planet. Measurement of planetary density relies on
both high precision radial velocity measurements and photometric
measurements. Nearly all Earth-size planet candidates discovered by
Kepler induce Doppler signals too small to be detectable by current
RV instruments. Figures from Pepe et al. (2013). . . . . . . . . . .
1.6 Measured planetary radii vs mass for planets smaller than 2.7 R⊕ .
Only planets with masses measured to better than 20% precision
are included. Figure from Dressing et al. (2015). Measurement of
both the radii (from transit observations) and mass (from Doppler
spectroscopy) yields a precise estimate of the bulk planet density.
Overplotted are a variety of different mass-radius relations for different planetary compositions. With the imminent launch of TESS and
the many high precision Doppler spectrometers slated for delivery
in the next several years, there will likely be numerous additions to
this mass-radius map by the end of the decade. . . . . . . . . . . .
1.7 Distribution of stellar spectral types within 10 pc. Data are from
the RECONS survey. Over 70% of nearby stars are M-stars. These
stars represent a rich exoplanet discovery space that has yet to be
fully explored. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
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1.8

Synthetic spectrum of 3000 K (roughly M4) M-dwarf. The majority
of flux is emitted in the near-infrared (red-ward of 700 nm). While
the stellar absorption line density is high in the visible, the flux is
relatively low compared to the NIR. Overplotted are the operating
wavelength bandpasses of the HARPS, EPDS, HPF, and APOGEE
instruments (each discussed later in the text). . . . . . . . . . . . .
1.9 Left: Graphical representation of the habitable zone of different
M-star spectral types (blue band, figure adapted from Mahadevan
et al. (2014b)). Lines of constant velocity semi-amplitude are overplotted for the various spectral types. Right: Occurrence rate of
terrestrial-mass planets orbiting in the Habitable-zones of M-dwarfs,
as estimated using the Kepler cool star sample from Dressing &
Charbonneau (2013). . . . . . . . . . . . . . . . . . . . . . . . . . .
1.10 Habitable-zone Planet Finder (HPF) instrument solid model rendering. HPF consists of a stainless-steel vacuum chamber, a liquid
nitrogen (LN2) reservoir tank, an aluminum radiation shield and
optical bench, and a high resolution near-infrared spectrometer.
The instrument is cooled to 180 K (via a combination of thermally
conductive copper straps attached to the LN2 tank and a network of
resistive heaters) to minimize the thermal background seen by the
spectrometer optics and detector. Custom heater panels maintain
precise temperature control across the radiation shield to ensure
the spectrometer optics are surrounded by a uniform radiation load.
Charcoal getters, attached to the LN2 reservoir, provide long-term
vacuum stability. Solid model image courtesy of Guðmundur Stefánsson. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
1.11 Overview of the HPF optical train. Light from the HET is coupled
into an optical fiber, which is then routed into the HPF instrument
room in the telescope basement. A 100 µm slit on the fiber face is
used to increase spectral resolution to 50,000. Light exiting the fiber
is then re-imaged to a slower beam to match the focal ratio of the
parabola (M1) and collimated. The collimated light then falls onto
the echelle grating, where is it dispersed and reflected. Dispersed
light returning from the grating is then refocused off the parabola
and folded using a flat mirror. A spherical mirror (M2) is then used
to compress the spectrometer pupil and feed the cross-disperser and
camera optics. The entire cross-dispersed spectrum is then imaged
on a 2048 × 2048 Hawaii-2 RG NIR detector. . . . . . . . . . . . .
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1.12 Echellogram of HPF focal plane showing the spectral grasp of the
instrument. Individual echelle diffraction orders are labelled on the
right, with the corresponding wavelength limits on the left. The
HPF spectrometer covers the entire 0.81 – 1.27 µm bandpass on a
single 2048×2048 near-infrared array. . . . . . . . . . . . . . . . . .
1.13 Extreme Precision Doppler Spectrometer (EPDS) instrument concept solid model rendering. NEID consists of a stainless-steel vacuum
chamber (identical to HPF), an aluminum radiation shield and optical bench, and a high resolution optical spectrometer. Similar to
HPF, the temperature of the radiation shield is precisely controlled
by a set of heaters (orange squares). NEID will use the inner vacuum
chamber walls (held at ambient room temperature), rather than
liquid nitrogen, as the thermal ‘cold-sink’. An LN2 tank will still be
used to cool the charcoal getters, ensuring the excellent vacuum is
preserved in the same fashion as HPF. Solid model image courtesy
of Guðmundur Kári Stefánsson. . . . . . . . . . . . . . . . . . . . .
1.14 Top-down view of NEID optical train. Light from the WIYN telescope is coupled into a 0.9200 optical fiber, which is then routed into
the NEID instrument room under the telescope. Light exiting the
fiber is then re-imaged to a slower beam (to match the focal ratio
of the pupil mirror) and collimated to a large (∼200 mm) beam.
The collimated light then falls onto the echelle grating, where is it
dispersed and reflected. Dispersed light returning from the grating
is then refocused by the parabola and folded using a flat mirror
before being re-collimated prior to the camera. A large PBM2Y
prism cross-disperser spatially separates the echelle orders and feeds
the five element (four powered) camera. Spectra are recorded on a
large, 9k × 9k CCD. . . . . . . . . . . . . . . . . . . . . . . . . . .
1.15 Spectral orders in the NEID focal plane. The spectrometer covers
the entire 378 - 930 nm wavelength region on a single large-format 9k
×9k CCD. Echelle diffraction orders are listed on the right, with the
corresponding central wavelengths of each order on the left. Gray
lines represent detector stitching boundaries, an artifact of the large
detector mosaic process for the NEID CCD (discussed further in
Chapter 7). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
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2.1

Example I2 Doppler measurement technique (figure from Sato et al.
(2002)) on RV standard star. A high resolution iodine template (top)
and stellar template (second from top) are used to fit an observed
stellar spectrum through the I2 cell (dotted line). RV measurements
are derived by simultaneously fitting the combined spectrum with
a stellar template at a given velocity shift, and the measured I2
template spectrum. . . . . . . . . . . . . . . . . . . . . . . . . . . .
2.2 Example image from the PARAS instrument (Chakraborty et al.,
2014) showing Thorium-Argon (Th-Ar) lamp spectrum (order trace
with bright emission features) taken contemporaneously with stellar spectrum (traces with continuum). The ThAr light is injected
through a dedicated calibration channel, which is spatially offset
from the target spectrum. With a stable instrument, precise stellar velocities can be measured by repeatedly calibrating the stellar
spectrum against the ThAr lamp spectrum over time. This process
removes instrumental drifts that affect both the target and calibration spectrum, though does require an intrinsically stable instrument
for high precision measurements. . . . . . . . . . . . . . . . . . . .
2.3 Top: Example image from the H-band (1.5 – 1.7 µm) Pathfinder
instrument (Ramsey et al., 2010) showing custom laser frequency
comb (LFC) and observed stellar spectrum taken simultaneously
for a single echelle order. The rich density of bright, uniform
frequency markers allows for unparalleled wavelength calibration
precision. Image adapted from Ycas et al. (2012). Bottom: First
light image of broadband optical (450 – 600 nm) ‘astro-comb’ on
HARPS spectrometer showing the dense forest of bright, uniformly
spaced emission features. Image from Wilken et al. (2012). . . . . .
2.4 Top: Measured R∼50,000 spectrum of prototype near-infrared (800
– 900 nm) Fabry-Pérot etalon on bench-top fiber spectrograph. The
rich density of sharp spectral features allows for precise calibration
of instrument drift. Bottom: Extracted spectrum showing well
separated wavelength markers. Figure from Halverson et al. (2013b).
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2.5

2.6

2.7

2.8

2.9

Near-infrared (NIR) theoretical photon-limited velocity precision
of reference sources discussed in the text using the methods from
Bouchy et al. (2001). Velocity errors were computed for 20 nm
sections of model spectra assuming R = 50 000 with three pixel
sampling of the resolution element and maximum SNR of 200 in the
extracted spectrum. The peak signals for the simulated frequency
comb (LFC) and Fabry-Pérot (FP) spectra are assumed to be uniform for all lines. The squares are the total velocity precision in
each NIR band. From an information content perspective, the LFC
and Fabry-Pérot references show significant precision advantages
over classical emission lamps (Th-Ar, U-Ne). Figure from Halverson
et al. (2014a) . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Cartoon of planar Fabry-Pérot interferometer cavity. Light entering
the cavity undergoes a discrete number of reflections, leading to
a multi-beam interference ‘fringing’ effect. This effect leads to a
spectral filtering effect, resulting in only selected wavelengths being
transmitted. The output spectrum of the cavity illuminated on-axis
(θo = θ = 0) is, to zeroth order, dictated by the cavity length, L,
refractive index, n, and reflectivity of the mirror coatings. . . . . . .
Example theoretical transmission functions of Fabry-Pérot cavity.
The free spectral range (FSR) is set by the phase delay between cavity
mirrors, which is proportional to the cavity length and refractive
index. The finesse of the interferometer is primarily dictated by
the cavity mirror reflectivity (the higher the reflectivity the more
narrow the resonance.) . . . . . . . . . . . . . . . . . . . . . . . . .
38 degree C temperature scan of commercial fiber Fabry-Pérot
etalon using narrowband (10 MHz) 1550.6 nm single-mode laser.
The frequency scale for the entire scan (top axis) is roughly 65 GHz.
Figure adapted from Halverson et al. (2014a). . . . . . . . . . . . .
Measured stability of FFP temperature control system in laboratory
conditions, with approximate velocity drift (right vertical axis). The
cavity is set to 298 K, roughly five degrees above ambient room
temperature. The peak-to-peak temperature variation of the cavity
is 100 µK over a 24 hour interval. Figure from Halverson et al.
(2014a). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
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2.10 Left: Schematic cartoon of internals of FFP device. The device
consists of SMF-28 fiber and custom coated dielectric mirrors. A
thermistor sensor and thermo-electric cooler are epoxied directly
to the central cavity section. Right: Picture of Micron-Optics Hband FFP. The pins on either side of the casing are leads for the
temperature control system. Figure from Halverson et al. (2014a). .
2.11 Typical spectrum of SuperK Compact supercontinuum light source
showing high power density across the majority of the visible and
near-infrared regions. Figure from Halverson et al. (2014a). . . . . .
2.12 On-mountain setup of FFP with APOGEE spectrograph. All FFP
components were placed on a small optical breadboard in a temperature controlled room at APO. Light from the SuperK supercontinuum source is coupled to the FFP through a SMF-28 patch cable.
The NIR fiber is used as the input fiber to the FFP. The output fiber
of the FFP is coupled to 50 m of SMF-28 fiber and connected to the
integrating sphere that houses the standard APOGEE calibration
sources. Figure adapted from Halverson et al. (2013a). . . . . . . .
2.13 First light frame of fiber Fabry-Pérot on the APOGEE spectrograph,
consisting of three detectors with wavelength coverage from 1514
nm on the right to 1696 nm on the left. The 300 individual fibers
from the telescope are arranged vertically, yielding over 120 000
interferometric features across the detector mosaic. The red, green
and blue colors of the chips correspond to the colors in Chapter2/Figures 2.16 - 2.21. Figure from Halverson et al. (2014a). . . . . .
2.14 Example FFP spectra on APOGEE for the same fiber on both nights
of observations. The intensity modulation in the spectrum from the
first night (black) is due to fringing from the ND filter placed at the
output of the supercontinuum source. Figure from Halverson et al.
(2014a). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
2.15 Illustration of pixel mask cross-correlation technique used to derive
instrument drifts from FFP data. Top: Each fiber spectrum is
cross-correlated with a mask template derived from an averaged
spectrum. Bottom: The cross-correlation function is sampled at
different mask template pixel shifts and fit with a Gaussian function
to determine the pixel offset. Figure from Halverson et al. (2014a).
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2.16 Measured scatter when subtracting adjacent fiber drifts for night
one (top) and night two (bottom). For both nights of observations,
neighboring fibers track each other at close to the photon-limited
measurement precision, σphoton . The vertical dashed lines indicate
the location of each of the ten fiber mounting blocks comprising
the pseudo-slit. Fibers with the largest deviations (e.g. 60 and 90)
are on the edges of their respective v-groove blocks on the pseudoslit. The different colors correspond to different detectors in the
APOGEE mosaic. Figure from Halverson et al. (2014a). . . . . . .
2.17 Top: Image of APOGEE fiber pseudo-slit. The 10 fiber v-groove
blocks comprising the pseudo-slit hold the 300 APOGEE science
fibers. Image credit: SDSS-III Collaboration. Bottom: Median resolving power (λ/∆λ) of all 300 fibers for each of the three APOGEE
detectors as measured using the FFP lines. Note that these values
are approximately 6% lower than the intrinsic instrument resolution
due to the finite width of the FFP features. Vertical dashed lines
show the location of the 10 fiber v-grooves. Figure from Halverson
et al. (2014a). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
2.18 Top: Observed spectrograph drift as function of LN2 coolant level.
Note that measured drift is significantly different for each detector.
Additionally, the correlation varies spatially across any given detector, implying the drifts are not related to the FFP. Bottom: Radial
velocity drift of single APOGEE fiber over 12 hour interval for each
of the three chips in the detector mosaic. The RMS scatter for each
fiber is roughly 2-3 m s−1 after removal of a low-order polynomial
fit to the data series. Figure from Halverson et al. (2014a). . . . . .
2.19 Residual velocity scatter for all 300 APOGEE fibers illuminated
with the FFP for both nights of observations after removal of loworder spectrograph drift and pressure correlated RV signal. Overplotted are the expected photon-limited precisions (dashed line) as
calculated using Equation 2.1. The FFP likely adds very little short
term scatter to the overall RV precision. Figure from Halverson
et al. (2014a). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
2.20 Correlation between internal cryostat pressure and measured RV
signal in FFP data during second night of observations for each
APOGEE detector. A clear correlation is present at the several m
s−1 level. Figure from Halverson et al. (2014a). . . . . . . . . . . . .
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2.21 Averaged residuals for all 300 APOGEE fibers with low-order trend
removed for both nights of data. Residual values prior to removal of
pressure-correlated drift are shown in the boxed plot labels. The first
night shows no significant pressure variations. The residuals for both
nights reduce to roughly 80 cm s−1 or better for all three-detectors
once the pressure signal is subtracted. Figure from Halverson et al.
(2014a). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
2.22 FTS spectrum of FFP illuminated with a commercial NIR SLED
source. Note the periodic ripples in the SLED spectrum and the
FFP emission peak intensity deviation from the continuum at certain
wavelengths. Figure adapted from Halverson et al. (2013a). . . . . .
2.23 NIST Fourier transform spectrum of the FFP using an H-band
SLED source at decreasing wavelength intervals showing the cleanly
resolved interferometric features. Figure from Halverson et al. (2013a).
2.24 Top: Diagram outlining FFP polarization sensitivity. The strong
birefringence of the SMF-28 fiber dominates the line locations. The
two refractive indices produce two separated Airy peaks. Bottom:
Intensity-temperature scans of the SMF-28 FFP. A linear polarizer
was inserted prior and rotated between four different positions (vertical, horizontal, +45 degrees and -45 degrees). A precise temperature
ramp was used to map the Airy peaks for each input polarization
using a narrow-band (10 MHz) 1550 nm diode laser as the illumination source. The output intensity was measured using a photodiode
while the cavity temperature was steadily increased. Figure from
Halverson et al. (2014a). . . . . . . . . . . . . . . . . . . . . . . . .
2.25 Transmission and contrast ratio of NIR high contrast linear polarizer
used to stabilize polarization state incident on FFP cavity. The
polarizer provides high contrast ratios in all NIR bands, and >105
in the H-band. Figure from Halverson et al. (2014a). . . . . . . . .
2.26 Top: Schematic of FFP configuration with linear polarizer. Input
light is collimated on a small fiber bench, passed through a highcontrast linear polarizer, and focused onto a short section of fiber.
This setup ensures a single polarization state is incident on the FFP
input. Bottom: Image of FFP system with linear polarizer. Figure
from Halverson et al. (2014a). . . . . . . . . . . . . . . . . . . . . .
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2.27 Overview of etalon locking scheme. A synthesizer is used to drive
an optical phase modulator, which introduces side-modes at discrete
frequencies about the primary CW laser frequency. The error signal
is generated by mixing the reflected signal from the etalon (measured
with a fast photodiode) with the reference signal used to drive the
modulator. A phase shifter is used to match absolute phase offsets
between the two signals prior to mixing. The error signal is then
fed into a precision temperature controller, which finely adjusts the
temperature of the fiber cavity to maintain lock. . . . . . . . . . . .
2.28 Example measured fiber etalon transmission and error signal. Signals
were recorded by scanning the (modulated) 1550 nm diode laser.
The side-modes are driven at a frequency of 3.4 GHz to maximize
error signal slop near the center of the etalon resonance. The primary
resonance mode bandwidth is ∼1 GHz. . . . . . . . . . . . . . . . .
2.29 Pound-Drever-Hall Drever et al. (1983) error signal time series for
sample overnight data set of Micron Optics fiber etalon locked to
1550 nm diode laser. The etalon resonance remains robustly locked
to the 1550 nm laser for many hours, with an RMS precision of
<1 MHz at the native error signal sampling rate (0.1 seconds).
The histogram on the right shows the cumulative error signal value
distribution. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
2.30 In-loop locking precision standard deviation as function of averaging
time. The red curve represents the theoretical behavior assuming
white noise. With our current locking scheme and fiber Fabry-Pérot,
locking precisions of ∼100 kHz can be reached in roughly 60 seconds.
2.31 Top: out-of-loop frequency stability and dispersion characterization
technique. A tunable CW laser simultaneously scans the FabryPérot resonance and generates a running beat against individual
modes of a 250 MHz near-infrared laser frequency comb. The beat
note between the CW laser and frequency comb is recorded with
a fast photodiode and passed through two separate RF band-pass
(BP) filters, producing measurable calibration markers when the
CW laser frequency is at a known frequency offset relative to the
nearest comb mode. This simultaneous scanning and beat-note
detection method allows for 1) a direct, repeatable, and entirely
independent measurement of cavity stability during lock and 2)
a robust measurement of the dispersion of the cavity dispersion.
Bottom: Measured scan of etalon resonance using 1319 nm CW
laser, showing both the interferometer airy profile and recorded
calibration markers used to derive frequency axis. . . . . . . . . . .
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3.1

3.2

3.3

3.4

3.5

Left: Cartoon of ray propagation for typical step index fiber. An
incoming ray enters the fiber core and reflects off of the cladding.
The numerical aperture (NA = sin θ) is set entirely by the refractive
index difference between the core (n1 ) and cladding (n2 ). Rays that
enter the fiber at angles less than the NA will undergo total internal
reflection and propagate though the fiber. Right: Microscope image
of 300 micron octagonal fiber showing glass core, cladding, and
Polyimide protective buffer (outermost layer). . . . . . . . . . . . .
Example intensity distributions of low-order propagation modes in a
typical multi-mode step-index optical fiber. The subscripts l and m
denote the number of pairs of azimuthal maxima and radial maxima,
respectively, for each guided mode solution. Image adapted from
rp-photonics.com . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Example of dual-lens optical double scrambler system placed between
two fibers. The two figures show (a) the path of rays emerging from
a given field point on the fiber face (b) the path of rays exiting
the fiber at a specific angle. The symmetry between the two angleto-field and field-to-angle conversions implies that the near and
far-fields of the two fibers have been interchanged, resulting in a
fiber output that is scrambled both radially and azimuthally. Figure
inspired from Barnes & MacQueen (2010), which itself was originally
inspired from Hunter & Ramsey (1992). . . . . . . . . . . . . . . . .
Theoretical guiding-induced velocity error for HPF for a range
of guiding precisions. Colored curves represent different guiding
errors. The solid black line is the expected velocity error based
on the HET guiding precision (0.2500 RMS). The colored dots are
theoretical velocity errors associated with the near-field scrambling
measurements for fiber configurations measured in the laboratory
(see Section 3.8.1). Vertical bars show an estimated range of possible
guiding precisions for the HET during a given exposure. Figure
from Halverson et al. (2015a). . . . . . . . . . . . . . . . . . . . . .
Basic characteristics of a ball lens scrambler, including diameter
of the lens (D), diameter of input fiber (d), effective focal length
(EFL) and back focal length (BFL). Figure generated by Arpita
Roy, originally adapted from Edmund Optics technical resources
and published in Halverson et al. (2015a). . . . . . . . . . . . . . .
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3.6

3.7

3.8

3.9

3.10

Refractive index profiles for a variety of high-index glasses in the
visible (left) and near-infrared (right). The lens used in our doublescrambler device is made of Ohara S-LAH79 glass. The ideal glass
for a ball scrambler has refractive index of n ∼ 2 across a desired
wavelength range with low dn/dλ. Figure from Halverson et al.
(2015a). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Left: Solidworks model of FC connector ball lens double scrambler.
The junction is held together by a commercial ceramic mating sleeve
(not shown). Right: An assembled ball lens double scrambler with
octagonal fiber cables on either side. Figure made by Arpita Roy,
and published in Halverson et al. (2015a). . . . . . . . . . . . . . .
V-groove mount for ball lens double scrambler. The ball lens is
placed in a custom sized bevel in the center of the v-groove block.
Polished octagonal fibers are guided inside the v-groove and held in
direct contact with the lens on both side. Figure from Halverson
et al. (2015a). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Top: Schematic of fiber scrambling measurement test-stand. Light
from a broad-band lamp is coupled into a 50 µm illumination fiber.
The output of the 50 µm fiber is imaged onto a 300 µm test fiber
on an XY translation stage through a NIR filter. An iris is used
to precisely control the input numerical aperture of the test fiber.
The output of the test fiber is then imaged on a laboratory CCD. A
lens is added to switch between near and far field imaging modes. A
separate camera system is used to image the input face of the test
fiber and track the location of the 300µm fiber relative to the fixed
illumination fiber. A third detector can be inserted to measure the
input pupil incident on the fiber. Bottom: Image of scrambling gain
measurement apparatus. The majority of components are connected
through a series of lens tubes to reduce differential mechanical drift.
Figures adapted from Halverson et al. (2015a). . . . . . . . . . . . .
Stability of test fiber output on measurement test stand. The input
illumination was not moved during measurements. Centroid offset
values for individual near-field images are shown in gray. The vertical
axis is the measured centroid drift in units of microns on the fiber
face. 30 second binned centroid values are shown in red. The binned
RMS stability of the fiber image is 0.011 µm over tens of minutes of
uninterrupted measurements, allowing for reliable measurements of
scrambling gains <20,000. Figure from Halverson et al. (2015a). . .
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3.11 Cartoon illustration of scrambling measurement method. The test
fiber is translated across a fixed illumination spot and the fiber
output is recorded at each position. The measured centroid shifts
in the fiber near field (NF) and far field (FF) are compared to the
distance translated at the input to calculate scrambling gain. Figure
from Halverson et al. (2015a). . . . . . . . . . . . . . . . . . . . . .
3.12 Near-field scrambling measurements for different fiber configurations.
Top panels show the location of the input face of the test fiber relative
to illumination spot. The near-field output images are shown in the
middle panels. Scrambling gains (SG) are calculated by dividing
input illumination shift by output centroid drift. Bottom panels
show the 1D intensity distribution along the center of the fiber for
the two different illumination positions and the difference (∆, in
percentage) between the two 1D profiles. Note the vertical axis
scales differ between individual difference plots. The full doublescrambler system, which includes octagonal fibers (coupled by a
ball lens) and a circular fiber, produces a stable and uniform output
illumination that is significantly desensitized to input illumination
variations. Figure from Halverson et al. (2015a). . . . . . . . . . . .
3.13 Effect of near-field variations on the fiber far-field output for different fiber configurations. The addition of the double-scrambler
significantly improves the far-field uniformity and stability. Figure
from Halverson et al. (2015a). . . . . . . . . . . . . . . . . . . . . .
3.14 Similar to Figures 3.12 & 3.13. Effect of input pupil variations
on fiber far-field output for a single circular fiber (left) and the
octagonal-circular fiber double scrambler system (right). The top
images show the input pupil to the test fiber. The middle panel
shows the far-field output of the fiber system, and the lower plots
show the 1D fiber cross-section profile. Even with extreme variation
of the input pupil, the double-scrambler fiber system shows minimal
change in output illumination. Figure from Halverson et al. (2015a).
3.15 Overview of far-field scrambling assessment method (Stürmer et al.,
2014). A measured fiber far-field output is used to modulate the
spectrometer pupil illumination. Weighted rays are then traced to
the focal plane for centroid determination. Weighting the instrument
pupil differently will result in centroid shifts in the individual spots
in the focal plane, which manifest as spurious Doppler shifts. . . . .
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3.16 Centroid shifts of spots across the HPF focal plane between two measured fiber far-field patterns. The shifts are calculated by comparing
centroids of individual traced spots for the two extreme input pupils
shown in Figure 3.14 (right). Echelle diffraction order numbers are
listed on the right of the figure. . . . . . . . . . . . . . . . . . . . .
3.17 Left: Ray trace of ball lens scrambler showing characteristic conversions from field-to-angle, where the pupil of the first fiber is projected
onto the near field of the second fiber, and vice versa. Right: Spot
diagrams for a variety of input field points are shown. Spots were
generated at a wavelength of 1 µm. The black circle is the expected
diameter of the Airy disk (8 µm). Figure from Halverson et al.
(2015a). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
3.18 Theoretical throughput budget of double scrambler system with a
BBAR coating on the ball lens and two (uncoated) 300 µm octagonal
fibers. Our measured throughput values at 830 and 1310 nm (black
crosses) are close to the theoretical maximum for this configuration.
The dashed line is the theoretical throughput curve shifted to the
measurement values. Figure from Halverson et al. (2015a). . . . . .
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Quantitative comparison of propagation modes in fibers for different
RV instruments on various telescopes. For HPF on the HET, a 300
µm fiber with a 100 µm slit is used to achieve a resolution of 50,000.
For NEID, with a smaller telescope, slower beam, and smaller fiber,
the number of populated modes is significantly lower. . . . . . . . . 100
4.2 Theoretical modal noise limited signal-to-noise of the NEID fiber
(62.5 µm fiber illuminated at f/4) at different wavelengths. The
modal-noise limiting SNR is a strong function of both wavelength,
and filling fraction. Instruments relying on small fibers and image
slicers pose significant performance risks, as the modal noise limiting
SNR will likely set the achievable Doppler measurement floor. . . . 101
4.3 Prototype mechanical fiber agitator for HPF. A pair of stepper
motors drives a movable platform that the fibers are hard-mounted
to. The motors are purposely driven at different speeds to aid
speckle suppression at two different frequencies (in this case, roughly
∼0.2 and 3 Hz). Fiber bend radii are kept large (>125 mm) during
agitation to minimize potential damage of the fiber cables. For HPF,
all three fibers (science, calibration, sky) are routed through the
same mechanical agitator. Figure adapted from McCoy et al. (2012). 102
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Sketch of the experimental layout with image insets showing the
diffuser next to the integrating sphere. Light from the laser is
coupled by an SMF fiber through the diffuser, into the integrating
sphere, and into a multi-mode fiber. The near-field output of the
multi-mode fiber is imaged on a laboratory infrared detector. Figure
adapted from Halverson et al. (2014b). . . . . . . . . . . . . . . . .
Images of the spatial distribution of light for (A) single-mode laser
directly coupled to the un-agitated multi-mode fiber, (B) mechanical
agitation of fiber, (C) with static diffuser and integrating sphere,
(D) with manual hand agitation of the fiber, (E) with dynamic
diffuser turned on and integrating sphere, and (F) synthetic image
constructed using low order polynomials fit to the previous images
to determine underlying noise floor. Figure from Mahadevan et al.
(2014a). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Azimuthally averaged power spectra of fiber near-field images shown
in Figure 4.5. The fit to the power spectrum of the smooth polynomial image is shown as a black line and sets the achievable floor to
modal noise mitigation. The static diffuser alone does not significantly reduce the higher frequencies, whereas the dynamic diffuser
(coupled with the integrating sphere) reduced modal noise to within
a factor of two of the expected floor. Figure from Mahadevan et al.
(2014a) . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
Measured centroid scatter for images acquired with the integrating
sphere (top), integrating sphere and dynamic diffuser (middle), and
with the integrating sphere and rotating mirror assembly (bottom)
discussed in § 4.5. Image insets shows the near-field fiber speckle
pattern, and the region of the image that used to calculate the
centroid shifts. Note that all centroid scatter values correspond to
the scatter in a single emission line in the spectrograph focal plane.
Figure from Halverson et al. (2014b). . . . . . . . . . . . . . . . . .
Illumination coupling scheme for highest modal noise suppression.
Light from a narrow-band 1550 nm fiber laser is coupled to a 300
micron test fiber through a NIR optimized integrating sphere. A 45
degree mirror on a motorized rotation stage is placed opposite to
the illumination fiber. This ensures the input beam is periodically
redirected within the sphere during a given exposure, thereby maximizing modal mixing in the output fiber. Figure from Halverson
et al. (2014b). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
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4.13

Top: Near-field images of 300 micron multi-mode fiber illuminated
with a narrow-band (1 MHz line-width) 1550 nm SMF laser. Each
image is taken using a different fiber coupling configuration. In
all cases the 300 micron test fiber is illuminated with an f/3.5
beam, roughly equivalent to the illumination from the HET foreoptics. The vertical fringe patterns are due to interference at the
detector window. Bottom: Intensity profiles of near field images.
The combination of integrating sphere and rotating mirror produce
the smoothest near-field image with no visible speckles. Figure from
Halverson et al. (2014b). . . . . . . . . . . . . . . . . . . . . . . . .
Laboratory measurement setup. Light from a weakly (∼10%) polarized supercontinuum source is coupled into an SMF-28 patch cable.
The polarization exiting the fiber is measured with a MeadowLark
PMI-NIR polarimeter as the fiber is physically perturbed. Figure
from Halverson et al. (2015b). . . . . . . . . . . . . . . . . . . . . .
Laboratory measurements of stress-dependent polarization mode
coupling in a 2 meter SMF-28 fiber illuminated by a weakly (∼10%)
polarized supercontinuum source. Top: Effective polarization rotation induced by variable twisting of the fiber cable. Bottom:
Bend-induced polarization rotation measurement. In both cases, the
effective polarization angle exiting the fiber varied by 10’s of degrees
with minimal stress applied. Figure from Halverson et al. (2015b). .
Blaze efficiency functions for a variety of echelle orders of a standard
Aluminum-coated Newport R4 echelle grating (MR160) multiplied
by high resolution synthetic G2 spectrum. Blaze efficiency data provided by Newport RGL. Efficiency response functions for orthogonal
polarization states are shown in red and blue. Model stellar spectra
assume R=100,000 instrument resolution and 3-pixel sampling of
the instrument PSF. Discrepancies between blaze efficiency curves
and synthetic spectra are due to continuum suppression in certain
spectral regions. Velocity offsets were measured by modulating the
stellar spectrum with a linear combination of both S and P blaze
curves. Figure from Halverson et al. (2015b). . . . . . . . . . . . . .
Similar to previous plot, though for a different Newport R4 echelle
grating (MR257). Order blaze efficiencies are multiplied by a synthetic 3000 K, M Dwarf spectrum. Model spectra parameters are
identical to the previous case. Figure from Halverson et al. (2015b).
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4.14 Calculated velocity offsets for synthetic spectra modulated by polarizationdependent echelle efficiency curves. Wavelengths for each of the
four orders are listed on the right. All velocity offsets are calculated
relative to a 45 degree effective polarization incident on the echelle.
Left: Velocity offsets for the MR160 grating using a synthetic G2
stellar spectrum. Right: Offsets for the MR257 using a synthetic
M-dwarf spectrum. Figure generated by Arpita Roy and included
in Halverson et al. (2015b). . . . . . . . . . . . . . . . . . . . . . . 119
Diagram of focal ratio degradation (FRD) effects in optical fibers.
Multi-mode fibers, due to imperfections in the manufacturing process,
imperfect end faces, and variable stresses, will not conserve étendue
(also commonly refereed to as the AΩ product). This upscattering
effect leads to an output beam that is ‘faster’ than the input beam.
The degree of FRD is dictated by the amount of stress on the fiber
core, and the magnitude and number of imperfections throughout
the cable, from end-face to end-face. . . . . . . . . . . . . . . . . . 123
5.2 Flowchart of fiber processing and characterization techniques. Both
cleaving (blue) and polishing (orange) processes have advantages and
disadvantages (outlined in the text). Post-processing inspection is
done with a FiBO interferometric microscope to measure the detailed
surface properties of the fiber face at the sub-nm level. Finally, the
fiber FRD is measured using the test apparatus described in § 5.3.1
and 5.3.2. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 125
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Chapter 1 |
The detection of extra-solar
planets via Doppler velocimetry: methods and instruments
Discovering worlds beyond our solar system has been at the forefront of astronomical
research ever since the discovery of the first confirmed extra-solar planet (exoplanet)
(Wolszczan & Frail, 1992). Since this initial discovery, the field of exoplanetary
science has evolved significantly. To date, over 1500 exoplanets have been detected
and confirmed using a variety of different detection methods. Prior to this initial
discovery, little was known about the population of planetary companions beyond
our solar system. The first planet discovered orbiting a sun-like star (Mayor &
Queloz, 1995) further invigorated efforts to pursue dedicated exoplanet discovery
instruments and specialized observational surveys.
With the confirmed discovery of so many planetary systems, robust statistical
estimations of planetary frequencies, also commonly referred to as planetary occurrence rates, have shown that our galaxy is potentially teeming with exoplanets
orbiting a variety of host stars (Dressing & Charbonneau, 2013; Kopparapu, 2013;
Petigura et al., 2013a). With improved instrumentation and analysis techniques
the field is rapidly pushing the boundaries of low-mass planet detection.
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1.1 Background & Motivation
While this rich discovery space has yielded significant insight into the planetary
population, a true Earth-analog (an Earth-mass planet orbiting a Sun-like star)
has yet to be discovered. Of particular interest to the exoplanet community
are terrestrial-mass planets orbiting in the habitable-zones (HZ) of their host
stars. The HZ is (generally) defined as the region surrounding a star where the
surface temperature of an orbiting body within this region is appropriate for the
existence of liquid water (Kopparapu, 2013). Discovery of these planets has profound
implications for our understanding of both the diversity and habitability of planetary
systems in our universe. As such, detecting and characterizing a terrestrial-mass
planet in the HZ of a distant star remains a top priority in exoplanet science and,
with the technological improvements reached over the past several years, has only
recently been brought within our grasp.
The Kepler mission has given the astronomical community significant insight
into the distribution of planets in the galaxy by discovering thousands of planetary
systems orbiting a wide variety of host stars. The K2 and Transiting Exoplanet
Survey Satellite (TESS ) missions will likely add thousands more candidates by the
end of the decade. While these missions are vital for the future of the field, the
future of exoplanetary science relies on a multitude of detection and characterization
methods to progress our knowledge of the planetary census within our universe.
Answering the fundamental question of the commonality of life in our galaxy
will require extraordinary technologies, dedicated observational surveys on large
telescopes, and exquisite understanding of the physical features of potential planet
hosts.

1.2 The Doppler radial velocity method
Among the most successful exoplanet discovery techniques is the Doppler radial
velocity (RV) method. As a gravitationally bound object orbits its host star, both
bodies orbit the common center of mass of the system. In the context of planetary
systems, this results in the star periodically ‘wobbling’ in conjunction with the
orbiting planet(s). This small, periodic wobbling manifests as a radial velocity shift
to a distant observer, which induces a measurable Doppler shift in light emitted by
2

the host star. Figure 1.1 presents a simplified overview of this process.
By precisely tracking this observed Doppler shift over time, physical parameters
of the unseen planet (such as orbital period and minimum mass) can be inferred
from the data.
The amplitude of the induced velocity shift (Kp ) of the star due to an orbiting
planet (in the limit where the planet mass is considered to be negligible relative to
the stellar mass) is detailed in Equation 1.2:
Mp
Kp ≈ 8.9 √
sin (i) [cm s−1 ] (Mp  M? ),
aM?

(1.1)

where Mp is the planet mass in Earth masses (M⊕ ), a is the semi-major axis of
the planet orbit in astronomical units (AU), M? is the stellar mass in solar masses
(M ), and i is the orbital inclination of the planet relative to the observer.
The expression relating this induced velocity shift to effective fractional shift in
wavelength (or frequency) of the spectrum of the star can then be quantified as:
∆ν(t)
RV(t)
∆λ(t)
=
=
,
λo
νo
c

(1.2)

where ∆λ(t) is the observed wavelength shift in the stellar spectrum and λo is
the rest-frame wavelength in vacuum (∆ν(t) and νo are the equivalent frequency
values).
The stellar Doppler signal is measured by repeatedly recording spectra of the
host star over time and measuring the precise wavelengths of thousands of spectral
features. For stars with orbiting companions, spectral features will shift periodically
in conjunction with the planetary orbits (see Figure 1.2 for examples of discoveries
using the Doppler method). The amplitude of these fractional spectral shifts is
typically quite low (10−6 to 10−10 for planetary companions), requiring exquisitely
stable instruments, specialized wavelength calibration sources, and state-of-theart software and algorithms for reliable detection of these signals (particularly
considering that the planet-induced stellar reflex signal is a small perturbation on
the much larger 30 km s−1 barycentric motion velocity signiture.)
Equation 1.2 has been purposely condensed to ‘solar-system’ units to emphasize
the scope of the challenge that is the detection of Earth-like planets: the Earth
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Center of mass

Redshifted

Blueshifted

Figure 1.1. Cartoon of Doppler radial velocity method. The spectrum of the star,
as measured by the observer edge-on to the planetary orbital plane, periodically shifts
in frequency as the star orbits the center of mass of the system. This radial velocity
(RV) shift is then measured by high resolution spectrometers to infer the presence of the
orbiting planet. Physical properties of the planet, such as minimum mass and orbital
period, can be directly measured from the RV time series.
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Figure 1.2. Left: Radial velocity measurements of 51 Peg (Mayor & Queloz, 1995)
showing a clear Doppler signature due to an unseen companion. Right: RV measurements
of 70 Virgo (Marcy & Butler, 1996). Source: exoplanets.org

induces a mere ∼9 cm s−1 velocity reflex amplitude for the Sun, corresponding to
a ∼3×10−10 fractional shift in observed spectral features.
Currently, the most precise Doppler instruments can reach ∼1 m s−1 measurement precision on chromospherically ‘quiet’ stars (Pepe et al., 2014). This
technological achievement is particularly impressive when one considers this number
in context; this is equivalent to a measurement of an optical frequency (∼500 ×
1014 Hz) at a precision of roughly one part in 109 emitted by a celestial object over
1016 meters away from Earth. Even when considering this impressive technological
feat in its own right, detection of true Earth-twins remains far beyond the reach of
currently available instruments.

1.2.1 Prolificacy of planetary detections with radial velocity measurements
Over the past twenty years, the field of exoplanetary science has drastically expanded.
Much of this is due to the resounding success of the Doppler RV method, as
highlighted by numerous discoveries by instruments such as HARPS (Mayor et al.,
2003) on the 3.6 meter La Silla telescope and HIRES (Vogt et al., 1994) on the
10 meter Keck I telescope. These instruments have set the standard for precision
RV measurements for the past decade, and continue to push towards lower-mass
planetary discoveries each year with improved software algorithms and periodic
instrumental upgrades. Figure 1.3 shows the distribution of low-mass planets
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discovered via the radial velocity method by date.

1.3 Synergies with space observatories
Beyond independent planet discoveries, ground-based Doppler spectrometers will
be indispensable tools for measuring masses and densities of planets orbiting bright
targets identified by TESS (see Figure 1.4 for example detection thresholds for two
next generation RV instruments discussed later in the chapter) and K2. Without
capable ground-based Doppler instrumentation, the true masses of transiting planets
discovered by these space-borne observatories will only be measurable in a select
few circumstances with favorable orbital configurations (e.g. Jontof-Hutter et al.
2015).
Combining the exquisite planetary radii measurements from these dedicated
transit observatories with precise RV measurements from ground-based instruments
will be critical for determining accurate densities of the plethora of small planets
discovered (see Figure 1.5 for an example case with a transiting super-Earth
discovered by Kepler). Robust measurements of planetary densities is the first step
in determining bulk planetary composition, as shown in Figure 1.6. Gaining a deep
understanding of the densities and compositions of nearby planets will be crucial
for determining the occurrence rate of Earth-like planets, frequently dubbed ‘η⊕ ’
(Howard et al., 2010; Marcy et al., 2014; Petigura et al., 2013a,b; Wittenmyer et al.,
2011).
Results of these combined surveys will not only yield a robust census of the nearby
rocky planet population, but also play a pivotal role in directing future atmospheric
studies with James Webb Space Telescope and direct imaging surveys with the
WFIRST-AFTA and HabEx missions. These missions will require exquisitely well
vetted target lists, as observing resources are extremely limited for these missions
given the finite lifetimes and world-wide user base.

1.3.1 Motivation for high precision radial velocity measurements
in the near-infrared
A new area of exoplanet exploration lies in the selection of stars studied in Doppler
surveys. The overwhelming majority of planets discovered, both by space-based
6

Figure 1.3. Top: Number of exoplanet discoveries by date using the Doppler radial
velocity method. To date, over 400 planets have been discovered using this technique in
the past thirty years. Bottom: Reported radial velocity semi-amplitude of discovered
planetary systems over time. Colors and symbol sizes scale with estimated planet mass.
The downward trend is indicative of both improved instrumentation and techniques,
and longer time baselines of repeated Doppler measurements. Figures generated using
exoplanet.org.
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Figure 1.4. Earth-size planets expected from TESS in a 2-D domain of Doppler reflex
amplitude, and apparent magnitude for two stellar samples (M-dwarfs, left, FGK, right).
Simulated data are from Sullivan et al. (2015). Gray points are super-Earths (1.5–4 R⊕ ),
black points are Earth-size (0.5–1.5 R⊕ ). Rough detection limits (including instrumental
error, approximate photon noise scaling, and ignoring stellar activity) for HPF (top) and
NEID (bottom) are shown in colored lines for typical exposure lengths. Both HPF and
NEID (discussed later in the section) will play vital and complimentary roles in both
confirming and measuring densities of Earth-size planets detected by TESS.
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Figure 1.5. Left: Kepler light curves of Kepler 78, showing the shallow ‘dip’ in
brightness of the host star, consistent with the transit of a 1.1 R⊕ companion in a 0.355
day orbit. Right: Phased ground-based radial velocity measurements of Kepler 78 from
the HARPS-N instrument, showing a clear Doppler reflex signal consistent with a 1.86
M⊕ planet. Measurement of planetary density relies on both high precision radial velocity
measurements and photometric measurements. Nearly all Earth-size planet candidates
discovered by Kepler induce Doppler signals too small to be detectable by current RV
instruments. Figures from Pepe et al. (2013).

transit observatories and ground-based Doppler instruments, have been found
orbiting stars of spectral type similar to our own Sun (FGK dwarfs). These stars
are brightest in the visible and have fairly well characterized spectral features, but
do not comprise the majority of stars in our Galaxy. M-dwarfs are estimated to
makeup the majority (over 70 percent) of stars in the Milky Way (RECONS, see
Figure 1.7).
These small (∼0.1 - 0.5 M ), cool (Teff < 3500 K) stars are brightest in the nearinfrared (NIR) bands, where few high-resolution spectrographs currently operate.
Figure 1.8 shows an example synthetic spectral energy distribution of a 3000 K
M-dwarf, showing the majority of flux is emitted in the 0.8 – 1.0 µm region.
M-dwarfs are attractive Doppler RV targets for a number of reasons:
• M-dwarfs have lower masses than their Solar-type counterparts. The lower host
star mass results in larger Doppler reflex signals due to orbiting companions
for a given planet mass and orbital period.
• Habitable-zones are much closer to the host stars in M-dwarf systems than
for solar-type stars due to the decreased surface brightness (see Figure 1.9
left), further increasing the induced Doppler RV signal of HZ planets. For
9

Figure 1.6. Measured planetary radii vs mass for planets smaller than 2.7 R⊕ . Only
planets with masses measured to better than 20% precision are included. Figure from
Dressing et al. (2015). Measurement of both the radii (from transit observations)
and mass (from Doppler spectroscopy) yields a precise estimate of the bulk planet
density. Overplotted are a variety of different mass-radius relations for different planetary
compositions. With the imminent launch of TESS and the many high precision Doppler
spectrometers slated for delivery in the next several years, there will likely be numerous
additions to this mass-radius map by the end of the decade.

reference, an Earth-mass planet orbiting in the Habitable-zone of a mid-M
star induces a ∼1 m s−1 velocity signal in the host star, whereas the same
planet produces a ∼9 cm s−1 signal when orbiting in the HZ of a G-dwarf.
• Recently, Dressing & Charbonneau (2013) used Kepler data to estimate the
frequency of terrestrial planets in the HZ of cool stars (see Figure 1.9 right).
They arrived at a planetary occurrence rate of 0.15+0.13
−0.06 per star for Earth-size
planets (0.5-1.4R⊕ ). Kopparapu (2013) reanalyzed this data using new HZ
boundaries and arrive at an even higher terrestrial planet frequency of 0.48+0.12
−0.24
per M-dwarf. These high occurrence rates imply the solar neighborhood is
potentially teeming with terrestrial-mass planets orbiting in the HZs of these
small, cool stars.
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Figure 1.7. Distribution of stellar spectral types within 10 pc. Data are from the
RECONS survey. Over 70% of nearby stars are M-stars. These stars represent a rich
exoplanet discovery space that has yet to be fully explored.

This represents an exciting and, until recently, largely untapped region of
exoplanet discovery space. As such, many dedicated Doppler instruments are being
built specifically to survey these low-mass stars (Artigau et al., 2014a; Kotani et al.,
2014; Mahadevan et al., 2014a; Quirrenbach et al., 2014).
NIR Doppler velocimeters have historically trailed their optical counterparts
in performance due to lack of available technologies (such as adequate detector
arrays) and added practical complexities (e.g. the need for both cryogenic and
vacuum operation). Because of this technological lag, the M-dwarf planet discovery
space has remained largely untapped due to lack of capable Doppler instruments.
Additionally, due to the intrinsic faintness of these stars relative to their Solar-type
counterparts, large telescopes are required to achieve adequate signal-to-noise on
many targets for precision RV work.
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Figure 1.8. Synthetic spectrum of 3000 K (roughly M4) M-dwarf. The majority of flux
is emitted in the near-infrared (red-ward of 700 nm). While the stellar absorption line
density is high in the visible, the flux is relatively low compared to the NIR. Overplotted
are the operating wavelength bandpasses of the HARPS, EPDS, HPF, and APOGEE
instruments (each discussed later in the text).
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Figure 1.9. Left: Graphical representation of the habitable zone of different M-star
spectral types (blue band, figure adapted from Mahadevan et al. (2014b)). Lines of
constant velocity semi-amplitude are over-plotted for the various spectral types. Right:
Occurrence rate of terrestrial-mass planets orbiting in the Habitable-zones of M-dwarfs,
as estimated using the Kepler cool star sample from Dressing & Charbonneau (2013).
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1.3.2 Technological challenges of high precision Doppler measurements
This section broadly discusses several critical challenges associated with Doppler RV
measurements using high resolution, contemporaneously calibrated spectrometers
fed by optical fibers. While primarily focused in the NIR, most of these challenges
are present in both the optical and NIR and must be overcome with improved
instrumentation if measurement precision is to be improved for future instruments.
Each of these challenges will be more thoroughly discussed in the chapters following,
though we briefly introduce several of the major technological hurdles here. It is
worth noting that thus far, RV measurements at the ∼1 m s−1 level have never
been demonstrated in the NIR.
1.3.2.1

The near-infrared challenge

Designing and constructing high precision Doppler spectrometers to operate in the
NIR, where M-dwarfs are most luminous, presents unique technological challenges.
Infrared instruments typically must be operated in cryogenic environments to
minimize thermal background noise. To reach such low temperatures temperatures,
these instruments must generally be enclosed in high quality vacuum chambers
during standard operation. In addition to this added complexity, improvements
in detector technology in the infrared have classically been incrementally behind
optical detectors, largely due to the lack of diversity in private-sector applications
for NIR detector arrays relative to their optical CCD counterparts.
1.3.2.2

Wavelength calibration

Modern RV surveys require precisely calibrated spectrographs to measure the
minute spectral shifts due to unseen companions. Low mass planets in particular
require stable, accurate calibration for confident Doppler detections. Simultaneous
wavelength calibration of starlight, either by imprinting spectral features directly
onto the stellar spectrum (e.g. Butler et al. (1996)) or by having a dedicated
calibration channel illuminated with a known frequency standard (e.g. Mayor
et al. (2003)), with a stable wavelength reference is required to achieve the highest
measurement precisions (and therefore the highest sensitivity to low-mass planets).
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These references are required to precisely track any inevitable instrumental drifts
that would otherwise be indistinguishable from astrophysical Doppler shifts.
Wavelength calibrators such as molecular iodine cells and Thorium-Argon (ThAr) lamps have been used to great success in the visible as references against which
Doppler shifts are measured, but are limiting factors in the push for increasing
RV precision. The narrow bandwidth and non-uniform spectral features in these
sources limits the wavelength coverage of Doppler measurements. Development of
broadband spectrograph references rich with spectral features spanning hundreds
of nanometers of bandwidth is therefore critical for the advancement of precise
Doppler velocimetry. This is particularly an issue in the NIR, where few precise
wavelength calibrators have been traditionally available.
Chapters 2 and 6 detail our work towards producing a broadband calibration
source for future Doppler instruments, and give an overview of our unique optical
coupling scheme to inject calibration light into modern Doppler spectrometers.
1.3.2.3

Illumination stability

For a typical high resolution RV instrument, a 1 m s−1 astrophysical Doppler
shift in the spectrometer focal plane translates to less than a thousandth of a
detector pixel. In order to measure this minute signal, the instrument must either
be directly calibratable with spectrally-rich absorption cells Butler et al. (1996) or
both mechanically and optically stable Mayor et al. (2003) to significantly better
levels. In the latter case (which we will focus on for the majority of this study),
any variations in illumination on the spectrometer optics, due to telescope guiding
errors, atmospheric seeing variations, or telescope pupil illumination variations, will
manifest as apparent shifts in stellar spectral features in the instrument focal plane
and degrade measurement performance.
This issue is particularly insidious for instruments that rely on non-common
path calibration sources, as these shifts are not traced when using dedicated spectral
calibration channels that are spatially offset from the science illumination (Latham
et al., 1989; Pepe et al., 2014). To combat this source of error, much attention has
been paid to developing new optical fiber delivery systems to feed spectrometers
with a stable, repeatable illumination (Avila et al., 1998, 2006; Barnes & MacQueen,
2010; Halverson et al., 2015a; Hunter & Ramsey, 1992). The addition of an
optical fiber provides significant improvement in illumination stability over more
14

classical ‘slit-fed’ instruments, though the addition of fibers alone does not perfectly
homogenize the instrument illumination.
Chapters 3, 4 and 5 outline our work on providing Doppler spectrometers with
stable, repeatable illumination from the telescope. Significant attention has been
paid to this issue, particularly as instrumental precisions improve to the cm s−1
level.
1.3.2.4

Optomechanical stability

The most precise Doppler measurements rely on extremely stable spectrometers
for reliable recovery of stellar velocity shifts. Without a stable spectrometer
environment, measurement precision will be dominated by instrumental systematics,
rather than the desired higher level astrophysical sources (such as stellar noise
and target photon noise), and detection of terrestrial-mass planets orbiting nearby
stars would not be possible. As such, exquisite environmental control, including
temperature and pressure stabilization, is an absolute necessity for next generation
Doppler velocimeters (Hearty et al., 2014). We explore the effects of optomechanical
instabilities in Chapter 7, particularly in the context of precision RV measurements.

1.4 The Habitable-zone Planet Finder instrument
The Habitable-zone Planet Finder (HPF) instrument, currently in development at
Penn State University (Mahadevan et al., 2014b), is a stabilized NIR spectrograph
scheduled for delivery to the 10-meter Hobby Eberly Telescope (HET) in Fall
2016. Once deployed, HPF will survey hundreds of nearby M-dwarfs to search
for low-mass companions orbiting in the HZs. This section summarizes the major
design traits of the HPF instrument, and details the performance goals of the
science survey.
It is worth noting that the majority of the body of work presented in this thesis
is driven by the development of HPF, though many of the technologies presented
here are directly applicable to other instruments currently in development in the
broader Doppler RV community.
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1.4.1 Instrument overview
The HPF instrument consists of a high resolution spectrometer enclosed in a
thermally stabilized vacuum chamber (see Figure 1.10). As mentioned previously,
high precision environmental stability is crucial for precision RV measurements.
HPF uses a custom designed vacuum cryostat to achieve unprecedented pressure
and temperature control of the environment surrounding the spectrometer (Hearty
et al., 2014).
The HPF vacuum chamber and environmental control system inherit many of
the virtues of the proven APOGEE cryostat system (Wilson et al., 2012), albeit
with significant improvements in the thermal control system and thermal isolation
of the spectrometer optics. The entire instrument optical train is enclosed in
an aluminum radiation shield, which in turn is wrapped in custom multi-layer
insulation (MLI) to ensure minimal thermal coupling to the external chamber walls.
The MLI layers further isolate the radiation shield from temperature variations in
the surrounding environment by dampening the radiative coupling to the inside of
the vacuum chamber walls.
HPF uses a series of heaters to warm the radiation shield surrounding the
optical bench while the liquid nitrogen (LN2) tank, attached to the radiation shield
at several points using thermally-conductive copper straps, acts as the thermal
‘coldsink’ (see Figure 1.10). The combination of cooling from the LN2 and warming
from the heaters produces a stable temperature profile across the radiation shield.
Stabilizing the temperature of the shield is crucial, as the optical bench is only
directly coupled (radiatively) to the inner shield walls. Laboratory tests by HPF
team members have demonstrated ∼1 milliKelvin (mK) thermal control stability
inside the shield. This represents a nearly two orders of magnitude improvement
over previous instrument environmental control systems such as HARPS, and
ensures HPF will be thermo-mechanically quite stable.
The charcoal getters (shown at the end of the cryogen reservoir tank in Figure 1.10), when combined with the LN2, act as a natural ‘cryo-pump’, absorbing
residual molecules percolating through the vacuum chamber seals over time and
preserving the high quality vacuum. This ‘passive’ pumping mechanism allows
HPF to be fully evacuated at the <1 µTorr level for long periods of time without
ever requiring more classical mechanical pumping.
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Figure 1.10. Habitable-zone Planet Finder (HPF) instrument solid model rendering.
HPF consists of a stainless-steel vacuum chamber, a liquid nitrogen (LN2) reservoir tank,
an aluminum radiation shield and optical bench, and a high resolution near-infrared
spectrometer. The instrument is cooled to 180 K (via a combination of thermally
conductive copper straps attached to the LN2 tank and a network of resistive heaters) to
minimize the thermal background seen by the spectrometer optics and detector. Custom
heater panels maintain precise temperature control across the radiation shield to ensure
the spectrometer optics are surrounded by a uniform radiation load. Charcoal getters,
attached to the LN2 reservoir, provide long-term vacuum stability. Solid model image
courtesy of Guðmundur Stefánsson.

1.4.2 Optical design
An overview of the spectrometer optics at the heart of the HPF instrument is shown
in Figure 1.11. The optical train consists of a a series of relay optics, an asymmetric
while pupil mirror relay, a large R4 echelle grating, a volume-phase holographic
(VPH) grating-prism (grism) cross-disperser, and a five element camera. The VPH
grism is oriented perpendicular to the echelle grating grooves to cleanly separate
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Figure 1.11. Overview of the HPF optical train. Light from the HET is coupled into
an optical fiber, which is then routed into the HPF instrument room in the telescope
basement. A 100 µm slit on the fiber face is used to increase spectral resolution to 50,000.
Light exiting the fiber is then re-imaged to a slower beam to match the focal ratio of the
parabola (M1) and collimated. The collimated light then falls onto the echelle grating,
where is it dispersed and reflected. Dispersed light returning from the grating is then
refocused off the parabola and folded using a flat mirror. A spherical mirror (M2) is then
used to compress the spectrometer pupil and feed the cross-disperser and camera optics.
The entire cross-dispersed spectrum is then imaged on a 2048 × 2048 Hawaii-2 RG NIR
detector.

individual diffraction orders in the focal plane (without this combination, the high
dispersion of the echelle grating would yield overlapping spectra).
The pupil compression factor, indicative of the relative size between the beam
incident on the echelle grating (∼200 mm) and the beam entering the VPH crossdisperser (∼140 mm), is ∼0.7. The beam compression allows for the camera optics
and cross-dipserser assembly to be more compact, which eases overall manufacturability, though does result in added field curvature and steeper angles entering the
camera optics. The VPH-prism combination provides the requisite order separation
and also homogenizes the cross-dispersion across the bandpass, providing a more
uniform separation of diffraction orders in the focal plane when compared to a
prism or grating alone.
With a 100 µm slit, HPF achieves a resolution of R∼50,000 with a point spread
function (PSF) sampling of ∼3.3 pixels across the majority of the 0.81 – 1.27 µm
bandpass. Figure 1.12 shows the full spectral grasp of the HPF spectrometer in
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Figure 1.12. Echellogram of HPF focal plane showing the spectral grasp of the instrument. Individual echelle diffraction orders are labelled on the right, with the corresponding
wavelength limits on the left. The HPF spectrometer covers the entire 0.81 – 1.27 µm
bandpass on a single 2048×2048 near-infrared array.

the instrument focal plane.
Spectra are recorded on a single 2048 × 2048 Hawaii-2RG (H2RG) CMOS
detector with 18 µm pixel pitch. The HPF H2RG has sensitivity cut-off of 1.7
µm, set by the band-gap detector absorption layer. This lower-wavelength cutoff
reduces sensitivity to thermal background radiation at longer wavelengths, allowing
the instrument to operate at warmer temperatures compared to instruments using
longer cut-off detectors.
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1.4.3 Performance goals
HPF is designed to achieve 1 m s−1 measurement precision in the z/Y/J NIR bands
on bright (J<8) M-dwarfs, representing a significant technological leap over previous
NIR instruments. Achieving this precision enables detection of terrestrial-mass
planets orbiting in the HZ of nearby M-dwarfs. HPF will be delivered to the HET
towards the end of 2016, and begin the formal commissioning phase the following
semester.

1.5 The Extreme Precision Doppler Spectrometer, NEID
The Extreme Precision Doppler Spectrometer (EPDS) is an instrument concept for
a high resolution, ultra-stable, optical RV spectrometer for the 3.5 meter WIYN
telescope. The instrument is the product of a NASA-NSF partnership to deliver
a new Doppler RV capability to the US community. The primary goal of this
program is to construct an instrument capable of detecting terrestrial-mass planets
orbiting in the HZ of Sun-like stars. This instrument is also meant to provide a key
ground-based Doppler followup capability for future NASA space missions such
as TESS and K2, and help identify promising targets for future direct imaging
observations with JWST and WFIRST .
Our collaboration was one of many teams (six or seven) proposing to lead the
development of the EPDS instrument. In Summer 2015, NASA down-selected to
two teams to further develop their instrument concepts, with the final selection of
the PSU-led team occurring in Spring 2016.
This section gives an overview of the major design aspects of our EPDS instrument concept, dubbed ‘NEID’ (short for NN-explore Exoplanet Investigations with
Doppler spectroscopy), and highlights many of our design choices. NEID fills a
unique niche in Doppler instrumentation, aiming for 10 – 50 cm s−1 measurement
precision. This precision is far beyond what has been demonstrated by the community thus far, though we have identified a credible path towards reaching this
goal. Many of the technologies outlined in this thesis, the majority of which were
initially developed for HPF, will be directly applied to NEID.

20

Figure 1.13. Extreme Precision Doppler Spectrometer (EPDS) instrument concept
solid model rendering. NEID consists of a stainless-steel vacuum chamber (identical to
HPF), an aluminum radiation shield and optical bench, and a high resolution optical
spectrometer. Similar to HPF, the temperature of the radiation shield is precisely
controlled by a set of heaters (orange squares). NEID will use the inner vacuum chamber
walls (held at ambient room temperature), rather than liquid nitrogen, as the thermal
‘cold-sink’. An LN2 tank will still be used to cool the charcoal getters, ensuring the
excellent vacuum is preserved in the same fashion as HPF. Solid model image courtesy of
Guðmundur Kári Stefánsson.

1.5.1 Instrument overview
NEID inherits many of the design traits of HPF, including the proven vacuum
chamber and radiation shield design, the environmental control system, and many
aspects of the optical design (nearly identical diffraction grating, efficient white-pupil
relay, etc.). An overview of the NEID instrument, in a similar vein as Figure 1.10,
is shown in Figure 1.13.
Unlike HPF, NEID is an optical (380 – 930 nm) instrument. This shorter
wavelength range alleviates the need for cryogenic operation, and allows for the
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use of more classical detector technologies (such as commercial CCDs). NEID will
use a commercial broadband laser frequency comb (LFC), manufactured by Menlo
Systems GmbH, for precise wavelength calibration. This subsystem is a unique
technological cornerstone of the overall instrument, and will be essential if NEID is
to meet its bold precision goal. More information about the NEID LFC will be
provided in later chapters.
The instrument optics are all enclosed in a custom, thermally controlled radiation
shield. Like HPF, the radiation shield is entirely surrounded by MLI to precisely set
the radiative coupling between shield and vacuum chamber walls when evacuated.
The instrument will use the ambient room environment, rather than the LN2
reservoir, as the thermal cold-sink against which the instrument will be heated.
A suite of precisely controlled resistive heaters, shown as orange rectangles in
Figure 1.13, will maintain the temperature of the radiation shield with ∼0.1 mK
precision. This tight control of the radiation shield environment ensures the
temperature of the enclosed optics remains stable over long periods of operation.

1.5.2 Optical design
An overview of the NEID optical train is shown in Figure 1.14. The spectrometer
consists of a series of relay optics, a symmetric (no pupil compression) while pupil
relay that uses a single, large (530 mm wide) parabola in ‘triple-pass’ mode, an
R4 echelle grating, a flat fold mirror, a large prism cross-disperser, and a four
element, all-spherical camera. The grating is quite similar to the HPF grating,
albeit manufactured with a different grating ‘master’ and a different coating.
With a 0.9200 fiber, the spectrometer will achieve an effective resolution of
∼100,000 without requiring the use of a slit or aperture mask. The spectrometer
covers nearly a hundred echelle orders, spanning the entire 380 – 930 nm region, on
a single large format 9k × 9k e2v CCD detector with a 10 µm pixel pitch.
Figure 1.15 shows the spectral layout of our spectrometer design at the instrument focal plane. The very broad wavelength coverage has many distinct
advantages: it maximizes spectral information content (crucial for reaching <50
cm s−1 precision), allows for precision Doppler studies of a wide variety of stellar
spectral types (from F to mid-M), and contains a broad range of known stellar
activity indicator features, each of which will be essential for disentangling stellar
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Figure 1.14. Top-down view of NEID optical train. Light from the WIYN telescope is
coupled into a 0.9200 optical fiber, which is then routed into the NEID instrument room
under the telescope. Light exiting the fiber is then re-imaged to a slower beam (to match
the focal ratio of the pupil mirror) and collimated to a large (∼200 mm) beam. The
collimated light then falls onto the echelle grating, where is it dispersed and reflected.
Dispersed light returning from the grating is then refocused by the parabola and folded
using a flat mirror before being re-collimated prior to the camera. A large PBM2Y prism
cross-disperser spatially separates the echelle orders and feeds the five element (four
powered) camera. Spectra are recorded on a large, 9k × 9k CCD.

activity-induced noise from true Doppler reflex motion. The large PBM2Y prism
provides the requisite cross dispersion across the entire bandpass, though does
result in variable order separation in the focal plane (as noticeable in Figure 1.15).

1.5.3 Performance goals
NEID is designed to achieve extremely precise (<50 cm s−1 on sky) RV measurement
precision on nearby stars. The primary goal of NEID is to detect Earth-twins, which
will require unprecedented instrument stability (amongst other traits) for reliable
detections. Utilizing the ultra-stable vacuum chamber design, broad wavelength
bandpass, and state-of-the-art frequency calibration system, NEID will achieve
∼27 cm s−1 on-sky precision on bright, sun-like stars. Achieving this measurement
precision will enable the detection of Earth-size planets orbiting sun-like stars,
though remains a significant instrumental challenge. NEID will require all manner
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Figure 1.15. Spectral orders in the NEID focal plane. The spectrometer covers the
entire 378 - 930 nm wavelength region on a single large-format 9k ×9k CCD. Echelle
diffraction orders are listed on the right, with the corresponding central wavelengths of
each order on the left. Gray lines represent detector stitching boundaries, an artifact of
the large detector mosaic process for the NEID CCD (discussed further in Chapter 7).

of new technologies developed over the past decade, including many that have
been developed for HPF, to reach this bold precision goal. Further details on our
approach to reaching this precision goal are discussed Chapter 7.
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Chapter 2 |
Spectrograph calibration using
photonic wavelength references
To measure the minute spectral shifts associated with low amplitude Doppler
shifts, recorded stellar spectra must be precisely calibrated against stable, reliable
wavelength standards. These standards are used to both derive absolute wavelength
solutions for observed spectra and to track instrumental effects that would otherwise
dominate the Doppler measurement noise floor. Historically, these references have
been either molecular absorption cells used in ‘common-path’ (Butler et al., 1996),
or well-characterized atomic emission lamps (Mayor et al., 2003) that have spectra
spatially displaced from the stellar spectrum in the spectrometer focal plane. This
chapter summarizes the current state of wavelength calibration precision for Doppler
spectroscopy, and introduces our work on development of a custom Fabry-Pérot
calibration source for HPF and the greater astronomical community.
The description the passive fiber Fabry-Pérot etalon was published in Halverson
et al. (2013a) and Halverson et al. (2013b) (§ 2.2), and the on-instrument tests
with the APOGEE spectrometer were published in in (Halverson et al., 2014a)
(§ 2.3 – §2.5). The characterization of the actively-locked fiber etalon (§ 2.6.3) has
significant contributions from by Jeff Jennings and Ryan Terrien at NIST Boulder,
and will appear in a published article later this year (Jennings et al. 2016 in prep.)
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2.1 Summary of currently used frequency standards
for precision radial velocity measurements
To begin, I will briefly review the current suite of wavelength references commonly
used for precision Doppler work in both the visible and near-infrared. These
references include the more classical molecular absorption cells and atomic emission
lamps, as well new photonic sources that have been only recently adapted to
astronomical applications such as broadband optical frequency combs and FabryPérot interferometers.

2.1.1 Molecular Absorption Cells
Simultaneous calibration of stellar spectra using molecular Iodine (I2 ) cells has
achieved long-term RV precisions of 1−3 m s−1 on bright targets (Anglada-Escudé
et al., 2012; Butler et al., 1996) using the entire 500 – 620 nm bandwidth of the I2
cell (few deep iodine features exist outside of this bandwidth). Incident starlight is
passed through a temperature controlled I2 absorption cell, which imprints a dense
forest of stable molecular features onto the stellar spectrum. To calculate formal
stellar velocities, spectra are broken up into smaller wavelength chunks. Each chunk
is then fit with a combination of I2 and stellar template spectrum at a particular
fitted velocity. The fitted velocities of each chunk are then combined to derive a
single RV measurement.
This common-path calibration allows for both precise correction of instrument
point-spread function (PSF) variations (e.g. due to guiding offsets, instrument
instabilities, etc.) and simultaneous wavelength calibration (assuming the iodine
spectrum is well characterized a-priori). An example Doppler measurement using a
I2 cell is shown in Figure 2.1.
For this process to work reliably, the intrinsic molecular absorption spectrum
must be measured to very high accuracy in order to correctly model PSF variations
and extract precise velocity measurements. Additionally, targets must be relatively
bright since the absorption cell has limited bandwidth, which limits the number
of stellar spectral features available for Doppler measurements, and acts as an
absorbing agent for stellar photons, reducing signal-to-noise.
Currently no such absorption cell exists that covers major portions of the
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Figure 2.1. Example I2 Doppler measurement technique (figure from Sato et al. (2002))
on RV standard star. A high resolution iodine template (top) and stellar template (second
from top) are used to fit an observed stellar spectrum through the I2 cell (dotted line).
RV measurements are derived by simultaneously fitting the combined spectrum with a
stellar template at a given velocity shift, and the measured I2 template spectrum.

z/Y/J/H NIR bands (0.8 – 1.7 µm), where the majority of the flux lies for a typical
mid to late M-dwarf, though many development efforts are currently underway
using a variety of molecular gas cells to buildup sufficient line density for precision
velocity measurements (e.g, Plavchan et al., 2013).
Bean et al. (2010) achieved ∼3 m s−1 RV precision on bright M-dwarfs in the
K band using simultaneous calibration with a NH3 cell on the CRIRES Kaeufl
et al. (2004) instrument on VLT. The wavelength coverage of this method is narrow,
spanning roughly 36 nm. This also required the high resolving power (R = 100 000)
of CRIRES and bright (K<8 mag) targets, but represents an interesting wavelength
region as K band is densely populated with telluric absorption features from H2 O
and CH4 .
Blake et al. (2010) utilized the stable forest of telluric H2 O and CH4 bands
near 2.3 µm to obtain RV precisions of ∼50 m s−1 on ultracool dwarfs using the
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NIRSPEC instrument on the Keck II telescope. These telluric features are not
static however, and require unique reduction methods and careful atmospheric
monitoring to reach <10 m s−1 precision.
Mahadevan & Ge (2009) explored using a number of commercially available
molecular gas cell references and concluded that a combination of H13 C14 N, 12 C2 H2 ,
12
CO, and 13 CO cells, illuminated by a continuum source, could provide a dense
enough set of features for precise calibration in the H-band. Redman et al. (2012)
discuss the plans to improve the measurement precision of CRIRES using these
cells, though have yet to record concrete results.

2.1.2 Emission Lamps
Hollow cathode lamps (HCLs) are widely used in high-resolution spectroscopy to
derive precise wavelength solutions. These lamps produce a dense set of emission
features to calibrate against (see Figure 2.2 as an example), though the nonuniform density and variable relative strengths of these features can lead to a
significant number of line blends even at the high resolutions of typical astronomical
spectrometers. Additionally, while bright lines from the lighter gases used to fill
typical HCL tubes, such as Argon or Neon, can be used for coarse wavelength
calibration, these fill gases do introduce a significant number of variable parasitic
emission features that result in systematic errors in high-precision calibration.
The popular Thorium-Argon (Th-Ar) HCL has been used to attain sub m
s−1 long term precision on stable, inactive Solar-type stars with HARPS (Mayor
et al., 2003). The wealth of available atomic 232 Th transitions provides emission
features spanning the UV to NIR regions, making the element ideal for use as a
broadband wavelength reference. However Thorium does not contain sufficient
bright lines beyond 1 µm to be the optimal wavelength calibration source in the
NIR. Additionally, emission lines from the Ar fill gas in these lamps are bright in
the NIR, and can saturate detector areas during typical exposure timescales. Ar
lines are also susceptible to pressure shifts, making them highly sensitive to ambient
conditions (Lovis et al., 2006). More recently, the availability, or lack thereof, of
pure Thorium lamps (as opposed to Thorium oxide lamps) has become a major
issue for current and future RV instruments relying on atomic lamps for precise
calibration. Newer lamps made by the majority of vendors are made with Thorium
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Figure 2.2. Example image from the PARAS instrument (Chakraborty et al., 2014)
showing Thorium-Argon (Th-Ar) lamp spectrum (order trace with bright emission
features) taken contemporaneously with stellar spectrum (traces with continuum). The
ThAr light is injected through a dedicated calibration channel, which is spatially offset
from the target spectrum. With a stable instrument, precise stellar velocities can be
measured by repeatedly calibrating the stellar spectrum against the ThAr lamp spectrum
over time. This process removes instrumental drifts that affect both the target and
calibration spectrum, though does require an intrinsically stable instrument for high
precision measurements.

oxides, which have many more weak, unresolved features that have wavelengths and
intensities that vary significantly between lamps. This presents a pressing problem
for the RV community, as maintaining a repeatable wavelength solution over many
years is paramount for exoplanet detection.
Precise calibration using Uranium-Neon (U-Ne) hollow-cathode lamps has
yielded RV precisions of <10 m s−1 using the Pathfinder testbed instrument (Ramsey
et al., 2010) on bright RV standard stars. 238 U, like 232 Th, is a heavy element with
a long half-life that has a wealth of well-characterized atomic transitions. This
represents one of the few emission lamps tested specifically for use in NIR Doppler
instruments. A high density of lines is present in all commonly used NIR bands
(Redman et al., 2011, 2012), making the lamp ideal for use as a precise reference
source. The U-Ne lamp in the NIR does not suffer from the bright Ar lines, though
the high density of Uranium lines results in many blended features even at high
resolution.

29

2.1.3 Laser Frequency Combs
Laser Frequency Combs (LFC) represent the pinnacle of astronomical wavelength
references, producing sharp emission features at frequencies traceable to a stable
atomic transition (see Figure 2.3 for an example spectrum taken on various astronomical spectrographs). LFCs used in astronomical applications are generally
frequency stabilized by locking both the offset frequency and laser repetition rate
to a global positioning system-stabilized atomic clock, which can yield absolute
precisions better than 10−12 (Ycas et al., 2012). These devices intrinsically have a
high degree of complexity however, requiring many precision photonic and electronic
subsystems to work in concert for prolonged operation.
Despite the high cost and design complexity, LFC development is a high priority
in the spectroscopic community due to the desire to increase RV precision to the
levels required to detect Earth-like planets. Frequency combs currently represent the
only viable calibration sources that have the potential to yield <10 cm s−1 precision.
The difficulty lies in creating an LFC that spans wide spectral regions (100’s of
nm), is stable over long intervals, and does not require frequent maintenance to
remain operational.
Custom LFCs have been shown to be stable to the cm s−1 level (Li et al., 2008),
but are not quite yet at the ‘turn-key’ stage of use in astronomical applications.
While our group and other groups are actively pursuing this path (Phillips et al.,
2012; Ycas et al., 2012), custom LFCs are generally quite expensive to develop
and are likely only a viable option for a limited number of high profile, large-scale
instruments on large telescopes.
More recently, Menlo Systems has developed a commercially available broadband
optical frequency comb specifically for astronomical applications (Molaro et al.,
2013; Probst et al., 2014; Zou et al., 2016). The Menlo LFC is based on proven
femtosecond mode-locked laser oscillator technologies and has demonstrated long
term (many month) operation at several observatories around the globe. While
this system will be used on several large-scale instruments in the future (including
EPDS), development of alternative reference sources with comparable precision is
a high priority in the astronomical community.
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Figure 2.3. Top: Example image from the H-band (1.5 – 1.7 µm) Pathfinder instrument
(Ramsey et al., 2010) showing custom laser frequency comb (LFC) and observed stellar
spectrum taken simultaneously for a single echelle order. The rich density of bright,
uniform frequency markers allows for unparalleled wavelength calibration precision. Image
adapted from Ycas et al. (2012). Bottom: First light image of broadband optical (450
– 600 nm) ‘astro-comb’ on HARPS spectrometer showing the dense forest of bright,
uniformly spaced emission features. Image from Wilken et al. (2012).

2.1.4 Fabry-Pérot References
To an astronomical spectrograph the output spectrum of a Fabry-Pérot interferometer (FPI) is quite similar to that of an LFC, despite originating from very different
spectral generation principles. The intrinsic spectrum of the FPI is a picket fence
of interferometric Airy peaks filtered from a broadband continuum source (see
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Figure 2.4. Top: Measured R∼50,000 spectrum of prototype near-infrared (800 – 900
nm) Fabry-Pérot etalon on bench-top fiber spectrograph. The rich density of sharp
spectral features allows for precise calibration of instrument drift. Bottom: Extracted
spectrum showing well separated wavelength markers. Figure from Halverson et al.
(2013b).

Figure 2.4 for an example recorded spectrum of a laboratory Fabry-Pérot device),
rather than a discrete set of emission lines generated from a series of laser pulses
(as is the case with a mode-locked frequency comb). FPIs can yield high velocity
precision with precise environmental control, though lack innate absolute frequency
referencing.
Wildi et al. (2012) tested custom air-gap FPIs for the HARPS and HARPSN spectrographs, achieving 10 cm s−1 stability over a nightly interval. In both
instruments Zerodur was used as the cavity spacer material to minimize sensitivity
to thermal sensitivity. Additionally, the entire FPI assembly was placed in a vacuum
chamber to further improve stability. Previous versions of the device were subject
to large velocity drifts, possibly due to varying collimation from the multi-mode
fiber illumination (Wildi et al., 2010). This was corrected by redesigning the
interferometer housing and overfilling the illumination fiber to provide a more
constant illumination incident on the cavity. Night to night drift of the updated
device is very low, averaging 10 cm s−1 stability over one night and 1 m s−1 stability
over 60 days (Wildi et al., 2012).

2.1.5 Photon-Limited Precision Comparison of Sources
The ideal Doppler calibration spectrum is a picket fence of stable, sharp features
either in absorption or emission. Spectral regions with large flux gradients have
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the highest information content, and therefore contribute the highest calibration
precision. Continuum regions, areas with low line density, and areas with many
blended lines do little to improve calibration precision significantly. A high density
of uniform and fairly evenly separated lines will therefore give the highest velocity
measurement precision (as shown in Murphy et al. (2007) and references therein).
Fabry-Pérots and frequency comb spectra have both of these attributes, and are
therefore ideal calibrations for precision Doppler measurements.
For a given velocity shift, as measured in detector pixel i, at wavelength λ(i),
and with associated noise σF (i) in an extracted spectrum F (i), the limiting velocity
precision, σv (i), is (as described in Bouchy et al. (2001)):
σF (i)
σv (i)
=
.
c
λ(i)[∂F (i)/∂λ(i)]

(2.1)

The total velocity precision, σv , from all pixels is then:
σ v = qP

1

−2
i σv (i)

.

(2.2)

Figure 2.5 shows the expected photon-limited velocity measurement precision for
several NIR calibration sources discussed in the text, assuming a noiseless detector,
R∼50,000 instrument resolving power, maximum signal-to-noise of 200 per pixel in
extracted spectrum, and three-pixel sampling of the resolution element. The LFC
and Fabry-Pérot references clearly enable higher calibration precision than typical
atomic emission lamps.
The atomic lamp spectra used to calculate the velocity errors in Figure 2.5 are
generated from archival FTS line lists Kerber et al. (2008); Redman et al. (2011).
The fill gas elements (either Argon or Neon) were not included in the analysis as
they are generally excluded for precise calibration work. Further more, emission
lines from the fill gases also tend to be much brighter than the features emitted
from the lamp filament, exacerbating spectral extraction issues.

2.1.6 Expected Fabry-Pérot output spectrum
Figure 2.6 shows a diagram of a simple planar Fabry-Pérot interferometer, outlining
the physical relevant parameters. Light entering the Fabry-Pérot is selectively
filtered based on the physical aspects of the cavity, such as the refractive index and
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Figure 2.5. Near-infrared (NIR) theoretical photon-limited velocity precision of reference
sources discussed in the text using the methods from Bouchy et al. (2001). Velocity errors
were computed for 20 nm sections of model spectra assuming R = 50 000 with three pixel
sampling of the resolution element and maximum SNR of 200 in the extracted spectrum.
The peak signals for the simulated frequency comb (LFC) and Fabry-Pérot (FP) spectra
are assumed to be uniform for all lines. The squares are the total velocity precision in
each NIR band. From an information content perspective, the LFC and Fabry-Pérot
references show significant precision advantages over classical emission lamps (Th-Ar,
U-Ne). Figure from Halverson et al. (2014a)

effective length, and interferometer mirrors.
More specifically, the theoretical output spectrum of a single FPI cavity is an
interferometric Airy function that depends on both the cavity delay and absolute
mirror reflectivity:
I(δ) =

1
2F
1+
π


2

δ
sin
2

!2 ,

(2.3)

where δ is the cavity delay, related to the free spectral range (FSR) and wavenumber
k: δ = ck/FSR, and F is the finesse value of the interferometer (see below). The
FSR can be rewritten in frequency units:
FSRν =

c
,
2nL cos (θ)
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(2.4)
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Figure 2.6. Cartoon of planar Fabry-Pérot interferometer cavity. Light entering the
cavity undergoes a discrete number of reflections, leading to a multi-beam interference
‘fringing’ effect. This effect leads to a spectral filtering effect, resulting in only selected
wavelengths being transmitted. The output spectrum of the cavity illuminated on-axis
(θo = θ = 0) is, to zeroth order, dictated by the cavity length, L, refractive index, n, and
reflectivity of the mirror coatings.

or expressed in terms of wavelength at a given central wavelength, λ0 :
FSRλ =

λ0
.
2nL cos (θ)

(2.5)

The finesse, F , is set amount of round-trip power loss inside the cavity:
F =

π
π
√ !∼
√ ,
1− ρ
1− ρ
2 arcsin
2ρ0.25

(2.6)

where ρ is the fraction of power that remains after one round-trip inside the resonator.
For well-aligned etalons with good mode-matching, ρ is generally dictated by the
reflectivity of the cavity mirrors, R (ρ approaches R for etalons with minimal
absorption and coupling losses). Figure 2.7 shows example transmission spectra of
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Figure 2.7. Example theoretical transmission functions of Fabry-Pérot cavity. The
free spectral range (FSR) is set by the phase delay between cavity mirrors, which is
proportional to the cavity length and refractive index. The finesse of the interferometer
is primarily dictated by the cavity mirror reflectivity (the higher the reflectivity the more
narrow the resonance.)

a planar Fabry-Pérot for several different cavity parameter combinations.
Few wavelength references yield the ability to model the inherent emission
spectrum using basic laws of interference. This ability to model the intrinsic
emission line profile can allow for precise instrument profile modeling, though
mirror phase dispersion, polarization, and collimation issues can complicate the
inherent functional form of the transmitted Fabry-Pérot spectrum.

2.2 Fiber Fabry-Pérot devices for astronomical wavelength calibration
This section describes our work on the development of compact, optical fiber based
Fabry-Pérot interferometers for precision Doppler spectroscopy. A fiber Fabry-Pérot
(FFP) is a miniature optical resonator made entirely of single-mode optical fiber
(SMF). The intrinsic cavity is commercial SMF mounted in a custom fiber ferrule.
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We explore the use of both passive and actively locked broadband etalons for precise
wavelength calibration, outlining the advantages and disadvantages of both, though
primarily focus on the use and characterization of a commercial passively stabilized
FFP.

2.2.1 A passively stabilized, commercial fiber Fabry-Pérot filter
The FFP used in this first study was purchased from Micron Optics and consists of
SMF-28 fiber with two dielectric stack mirrors coated directly on the fibers. This
FFP is designed specifically for the H-band (1.5 – 1.7µm). The chosen mirror
coatings and cavity length yield a theoretical finesse of 36 and a free spectral
range (FSR) of 41 GHz1 , respectively. The combination of chosen finesse and FSR
values for our device is not standard, so custom mirror coatings were requested
that required a longer (∼6 month) lead-time. The device also has a built-in 10 kΩ
thermistor and 2 A thermo-electric cooler for precise temperature control.
The uniform density of spectral features produced by the FFP allows for a much
wider bandwidth over which RV measurements are possible. The FFP provides
a wealth of sharp, uniformly spaced emission lines from 1260 to 1640 nm. As
mentioned previously, the interferometric nature of the FPI does not by itself yield
a wavelength reference, and a stabilized laser or emission lamp reference source
is needed for absolute wavelength calibration. This could conceivably be done by
observing both a U-Ne lamp and the FFP, either simultaneously through separate
fibers or in succession. The U-Ne would provide absolute tracking of the FFP lines,
and the FFP would provide broad-band calibration for the spectrograph. This
combination will be explored in the near future as an absolute wavelength reference.

2.2.2 Laboratory testing and characterization
2.2.2.1

‘Thermal’ scanning

The temperature-sensitive nature of the fiber cavity allows for precise, high resolution sampling of the transmission line profiles. To probe the spectral profile
of the FFP output, a narrowband 1550.6 nm distributed feedback (DFB) laser
was used to illuminate the etalon while the temperature of the interferometer was
1

41 GHz corresponds to 0.33 nm spacing at 1550 nm.
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Figure 2.8. 38 degree C temperature scan of commercial fiber Fabry-Pérot etalon using
narrowband (10 MHz) 1550.6 nm single-mode laser. The frequency scale for the entire
scan (top axis) is roughly 65 GHz. Figure adapted from Halverson et al. (2014a).

increased so that the cavity scanned through two separate resonance peaks. The
FP interferometer acts a natural narrow filter for off-line wavelengths, allowing
for a precise line profile to be measured. The DFB laser source was held at fixed
temperature and wavelength while the transmitted intensity through the FFP
resonance was monitored using a NIR Ge photodiode. The final laser scan is shown
in Figure 2.8. The peak wavelength spacing to temperature spacing is in excellent
agreement with the theoretical value at this wavelength based on the spacing to
temperature relation derived in the following Section.

2.2.3 Temperature Stability
While useful for laboratory diagnostics and measurements, this same temperature
sensitivity places a fundamental limit on the native spectral stability. Typical
thermal properties of the SMF-28 fiber used in our FFP are listed in Table 5.1. The
wavelength stability is dominated by refractive index variation with temperature,
dn/dT. This requires that the cavity be stable to <500 µK in order to reach a
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velocity stability of 1 m s−1 based on refractive index variations alone.
The FFP TEC and thermistor are used together in a proportional-integralderivative (PID) feedback loop to precisely maintain a specified cavity temperature.
An off-the-shelf Stanford Research Systems temperature controller is used to read
the on-board thermistor, which is epoxied directly onto the the central fiber
section of the FFP, and control the TEC. The controller allows for sub-milliKelvin
temperature control for small devices with good thermal contact and fast response
times. The electronics noise floor of our controller is estimated by measuring the
apparent resistance drift of a fixed resistance source (Vishay 10 kΩ high precision
resistor). The RMS measurement noise of the reference resistor temperature was
50 µK (after conversion from resistance units to approximate temperature). The
achieved temperature control stability of the FFP is 100 µK (see Figure 2.9), close
to the electronics noise floor of the temperature controller. This corresponds to
an approximate velocity stability of 22 cm s−1 based on the thermal properties
(dn/dT and dL/dT) of the SMF-28 fiber used in the etalon. This excellent control
precision is a result of both a small cavity and good thermal coupling with the
thermistor and TEC unit.
We show in the next section that the device demonstrates 50 - 80 cm s−1
stability over a 12 hour period, close to the expected measurement noise floor when
considering temperature control precision and photon-noise alone.

2.3 First tests with APOGEE
The FFP used here is a monolithic commercially available unit manufactured by
Micron Optics. The device consists of a pig-tailed input fiber that is epoxied to
a central SMF interferometer cavity, which is coated with two highly reflective
dielectric mirrors, and an output fiber cable (see Figure 2.10). Corning SMF-28,
one of the more widely used fibers in the world, is used as the fiber waveguide.
Input and output fibers are terminated with standard 2.5 mm FC connectors. The
fiber cavity is epoxied into a solid stainless ferrule for added rigidity and improved
thermal conductivity.
The single-mode waveguide ensures a stable beam propagates through the
interferometer, enabling high finesse values and excellent illumination stability. The
central ferrule that contains the cavity fiber is small enough to be temperature
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Figure 2.9. Measured stability of FFP temperature control system in laboratory
conditions, with approximate velocity drift (right vertical axis). The cavity is set to 298
K, roughly five degrees above ambient room temperature. The peak-to-peak temperature
variation of the cavity is 100 µK over a 24 hour interval. Figure from Halverson et al.
(2014a).
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Figure 2.10. Left: Schematic cartoon of internals of FFP device. The device consists
of SMF-28 fiber and custom coated dielectric mirrors. A thermistor sensor and thermoelectric cooler are epoxied directly to the central cavity section. Right: Picture of
Micron-Optics H-band FFP. The pins on either side of the casing are leads for the
temperature control system. Figure from Halverson et al. (2014a).
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Table 2.1. Optical and thermal properties of SMF-28 fiber at 1550 nm, 25o C

Parameter

Value

Mode Field Diameter [µm]
Single-mode Wavelength Range [nm]
Effective Refractive Index, n

10.4
1260 - 1640
1.468

dn
(K−1 )
dT
1 dL
(K−1 )
L dT

1.06 × 10−5
5.61 × 10−7

controlled with bench-top controllers at high precision, as we demonstrate in the
following section. The manufactured cavity length of 2.6 mm corresponds to an
approximate frequency spacing of roughly 41 GHz, equivalent to approximately
0.34 nm wavelength spacing (roughly 4.5 resolution elements in the APOGEE focal
plane, as discussed later in the chapter) in the H-band. Cavity spacing is chosen
to minimize interline continuum and maximize spectral information content. The
selected dielectric mirror coatings yield a finesse of 36 across the H-band (1.5 – 1.7
µm) with very low losses (>50% peak transmission). The finesse of the mirrors
was chosen to yield under-resolved features at the APOGEE instrument resolution
and maintain sufficient peak flux in the convolved spectrum.
As the device uses a single-mode waveguide as the cavity material, a supercontinuum source or fiber-coupled superluminescent diode is necessary for illumination.
Typical broadband lamps and light-emitting diode sources do not couple sufficient
flux into SMFs to be practically considered as illumination sources for our FFP. An
NKT supercontinuum light source is used as the illumination source, as it efficiently
couples large amounts (100 mW integrated) of light directly into a SMF. Figure 2.11
shows the typical power distribution for the supercontinuum source. Roughly 2
mW of integrated power is present in the H-band, which is more than sufficient
for most astronomical spectrometers. A NIR dichroic is inserted prior to the FFP
to filter out potentially contaminating continuum flux bleu-ward of 900 nm. The
resulting power distribution is coupled efficiently into an SMF-28 delivery fiber and
coupled into the FFP input fiber using a commercial fiber mating sleeve connector.
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Figure 2.11. Typical spectrum of SuperK Compact supercontinuum light source showing
high power density across the majority of the visible and near-infrared regions. Figure
from Halverson et al. (2014a).

The Apache Point Observatory Galactic Evolution Explorer instrument (APOGEE;
Wilson et al. (2010)), as part of the SDSS-III survey, is surveying 100,000 red stars
spanning a large range of galactic latitudes to study the chemical and kinematical
history of all Milky Way populations. The instrument is a recently commissioned
multi-object, 300 fiber, R∼22,500, H-band fiber-fed spectrograph (Wilson et al.,
2012) at the 2.5 m Sloan telescope (Gunn et al., 2006) at Apache Point Observatory.
APOGEE is a cold (80 K), stabilized instrument enclosed in a vacuum cryostat.
The RV precision requirement goal for the instrument is <300 m s−1 (Eisenstein
et al., 2011) for the primary survey.
Such an instrument is a prime candidate for the addition of a stable, precise
wavelength reference source to augment its existing calibration toolbox of traditional
Th-Ar and U-Ne emission lamps and enable high RV measurement precision on
hundreds of targets per night. Figure 2.12 shows an overview of the integration of
our H-band FFP with the APOGEE instrument. At these resolutions the spectrum
of a high finesse etalon will be not easily distinguishable from that of an LFC.
The FFP calibration system was tested on the APOGEE spectrograph at the
2.5 m Sloan telescope in Spring 2012. Light from the FFP was injected into the
integrating sphere that houses the standard APOGEE calibration suite through a
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Figure 2.12. On-mountain setup of FFP with APOGEE spectrograph. All FFP
components were placed on a small optical breadboard in a temperature controlled room
at APO. Light from the SuperK supercontinuum source is coupled to the FFP through a
SMF-28 patch cable. The NIR fiber is used as the input fiber to the FFP. The output
fiber of the FFP is coupled to 50 m of SMF-28 fiber and connected to the integrating
sphere that houses the standard APOGEE calibration sources. Figure adapted from
Halverson et al. (2013a).

50 m SMF patch cable. The FFP was kept in an adjacent building with moderate
temperature control. Light from the integrating sphere and calibration system is
fed into the spectrograph through a fiber bundle that couples directly to the 300
primary APOGEE science fibers.
The first light frame of the FFP on the three-detector APOGEE mosaic is
shown in Figure 2.13. While the intrinsic FFP features are narrow compared to the
spectrograph response, their width is not negligible. The observed line-widths in
the APOGEE focal plane are ∼6 % wider than a typical resolution element. This
is expected based on the relatively low finesse and wide FSR of the interferometer.
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Figure 2.13. First light frame of fiber Fabry-Pérot on the APOGEE spectrograph, consisting of three detectors with wavelength
coverage from 1514 nm on the right to 1696 nm on the left. The 300 individual fibers from the telescope are arranged vertically,
yielding over 120 000 interferometric features across the detector mosaic. The red, green and blue colors of the chips correspond to
the colors in Chapter-2/Figures 2.16 - 2.21. Figure from Halverson et al. (2014a).

2.3.1 Observations on APOGEE
Several hundred FFP exposures were taken over the two-night observing period. The
default APOGEE observation sequence is an ABBA ABBA dithering of the detector
mosaic between two detector positions offset by 0.5 pixels. We chose not to use this
observation mode as it may introduce added instrument instabilities due to detector
motion, and instead opted for (slightly sub-Nyquist) fixed-detector observations.
Data for each of the three Hawaii-2RG detectors is extracted independently for
each fiber. Instrument drifts are calculated separately for each detector to better
separate any differential systematic drifts. Exposure times when using the FFP
were typically 6 minutes, resulting in a peak flux of roughly 40,000 counts in
the brightest regions for a single exposure. This flux level was chosen to achieve
high signal to noise in relatively short exposures while avoiding nonlinear detector
effects2 .
Our initial optical setup included a neutral density filter at the output of the
supercontinuum source to reduce the risk of severely saturating the detectors. This
filter introduced noticeable spectral fringing in data taken during the first night
(see Figure 2.14). We removed the filter prior to the second night and decreased
the output intensity of the supercontinuum source to a comparable level by slightly
misaligning the fiber coupling into the FFP.

2.3.2 Calculating Instrument Drift
To precisely characterize instrument drift, we generate a template spectral mask
using all measured FFP lines for each fiber from an averaged spectrum for each
detector on the APOGEE mosaic. Mask lines are centered on measured pixel centers
of FFP lines in the averaged spectrum, with a width of five pixels (Figure 2.15). All
template lines are assigned equal mask weights, as the intrinsic signal of the data
determines the cross-correlation weight. Effective spectral shifts on each detector
are derived by cross-correlating the extracted FFP spectrum with the corresponding
template mask for that particular fiber. The cross correlation function is then fit
with a simple Gaussian function to derive the effective pixel offset in the dispersion
direction, which is then converted to an equivalent velocity shift using the average
2

The typical full well depth for the detectors is roughly 100,000 ADU, corresponding to 50,000
counts.
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Figure 2.14. Example FFP spectra on APOGEE for the same fiber on both nights of
observations. The intensity modulation in the spectrum from the first night (black) is
due to fringing from the ND filter placed at the output of the supercontinuum source.
Figure from Halverson et al. (2014a).

wavelength dispersion across the detector. This technique is an adaptation of the
CCF mask technique discussed in Baranne et al. (1996) (and also described in
Chakraborty et al. (2014)).
We find the median successive RV difference to be ∼3 m s−1 between neighboring
fibers. This tracking precision is close to the expected photon-noise limited RV
precision for a single exposure, as calculated using the methods described in
Section 2.1.5 . Figure 2.16 shows the relative tracking precision between two
adjacent fibers for each night of data. The majority of fiber pairs track each other
to close to the photon-limit, though certain fiber pairs deviate significantly. These
large deviations are attributed to PSF variations between different fibers. The
300 APOGEE fibers are arranged in a single fiber pseudo-slit that consists of
10 individual fiber v-groove blocks, each holding 30 fibers (see Figure 2.17 left).
Figure 2.17 shows the measured spectral resolving power, in units of λ/∆λ, for
all 300 fibers as measured using the FFP lines. Towards the edges of the fiber
blocks, the scatter in spectral resolution increases significantly, leading to a large
scatter in relative drifts between adjacent fibers. Adjacent fibers in the same
mounting grooves, unsurprisingly, yield the best tracking precisions due to the
minimal differential drift.
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Figure 2.15. Illustration of pixel mask cross-correlation technique used to derive
instrument drifts from FFP data. Top: Each fiber spectrum is cross-correlated with
a mask template derived from an averaged spectrum. Bottom: The cross-correlation
function is sampled at different mask template pixel shifts and fit with a Gaussian function
to determine the pixel offset. Figure from Halverson et al. (2014a).

2.3.3 Drift Due to Liquid-Nitrogen Fill and Other Systematics
A distinct correlation exists between observed spectral drifts in the APOGEE
focal plane and the measured fill level of the liquid Nitrogen (LN2 ) tank3 used
to cool the instrument. The LN2 tank is attached underneath the optical bench
of the instrument and is topped-off each morning by an automated fill system to
maintain the requisite 80 K cryostat operating temperature. As the LN2 boils off
throughout the day, the change in weight load in the storage tank results in a small
3

A capacitance-based liquid level sensor and controller from American Magnetics are used to
measure the cryogen level in real-time.
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Figure 2.16. Measured scatter when subtracting adjacent fiber drifts for night one
(top) and night two (bottom). For both nights of observations, neighboring fibers track
each other at close to the photon-limited measurement precision, σphoton . The vertical
dashed lines indicate the location of each of the ten fiber mounting blocks comprising the
pseudo-slit. Fibers with the largest deviations (e.g. 60 and 90) are on the edges of their
respective v-groove blocks on the pseudo-slit. The different colors correspond to different
detectors in the APOGEE mosaic. Figure from Halverson et al. (2014a).

but measurable flexing of the optical bench. This flexing affects the optical path
enough to induce shifts in the focal plane in both spatial and spectral dimensions.
This effect had been noted by the APOGEE team previously and is seen clearly
in the FFP data. The magnitude of this correlated RV signal matches previous
measurements that used a combination of atmospheric airglow lines to coarsely
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Figure 2.17. Top: Image of APOGEE fiber pseudo-slit. The 10 fiber v-groove blocks
comprising the pseudo-slit hold the 300 APOGEE science fibers. Image credit: SDSS-III
Collaboration. Bottom: Median resolving power (λ/∆λ) of all 300 fibers for each of the
three APOGEE detectors as measured using the FFP lines. Note that these values are
approximately 6% lower than the intrinsic instrument resolution due to the finite width
of the FFP features. Vertical dashed lines show the location of the 10 fiber v-grooves.
Figure from Halverson et al. (2014a).

track the spectral drift as a function of coolant fill-level. In the FFP data, this
systematic drift is corrected by removing a low-order polynomial trend in the RV
time series (see Figure 2.18).
While this trend removal is likely accounting for other systematics beyond the
LN2 -fill flexure of the optical bench, such as detector temperature changes and
pressure variations within the LN2 tank, we do not believe the FFP contributes
to this signal as the trend varies significantly between each detector and spatially
across different fibers.
A residual scatter of 1 - 3 m s−1 is measured in each fiber after the correlated
spectrograph drift is removed for both nights of data. This precision is close
to the expected photon-limited velocity precision floor (see Figure 2.19), though
the residuals for the second night still show signs of systematic variations. The
fiber-averaged residuals over the first night of data show a residual scatter of 80 cm
s−1 over a 12 hour period with no significant remaining structure.
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Figure 2.18. Top: Observed spectrograph drift as function of LN2 coolant level. Note
that measured drift is significantly different for each detector. Additionally, the correlation
varies spatially across any given detector, implying the drifts are not related to the FFP.
Bottom: Radial velocity drift of single APOGEE fiber over 12 hour interval for each of
the three chips in the detector mosaic. The RMS scatter for each fiber is roughly 2-3 m
s−1 after removal of a low-order polynomial fit to the data series. Figure from Halverson
et al. (2014a).
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Figure 2.19. Residual velocity scatter for all 300 APOGEE fibers illuminated with the
FFP for both nights of observations after removal of low-order spectrograph drift and
pressure correlated RV signal. Over-plotted are the expected photon-limited precisions
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4
Night 2

RV Signal [m s-1]

2

0

-2

-4
66.5

67.0
67.5
Cryostat Pressure [µPa]

68.0

Figure 2.20. Correlation between internal cryostat pressure and measured RV signal
in FFP data during second night of observations for each APOGEE detector. A clear
correlation is present at the several m s−1 level. Figure from Halverson et al. (2014a).
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Figure 2.21. Averaged residuals for all 300 APOGEE fibers with low-order trend
removed for both nights of data. Residual values prior to removal of pressure-correlated
drift are shown in the boxed plot labels. The first night shows no significant pressure
variations. The residuals for both nights reduce to roughly 80 cm s−1 or better for
all three-detectors once the pressure signal is subtracted. Figure from Halverson et al.
(2014a).

2.3.4 Cryostat Pressure - RV Correlation
The residual velocity variations observed on the second night correlate strongly
with measured pressure variations inside the APOGEE cryostat4 . The correlation becomes more obvious when averaging the residuals for all 300 fibers (see
Figure 2.20.) During the second night of data collection, the pressure inside the
cryostat varied periodically during the observation period. These variations were
very small, on the scale of 10 µPa (75 nano-Torr), but correlate strongly with
the observed spectral drifts in the FFP data. The residual scatter after removing
this pressure-correlated RV signal is ∼80 cm s−1 for each night, approaching the
expected photon-noise limit of 20 cm s−1 (see Figure 2.21.)
The pressure variations inside the cryostat are too small in amplitude to change
the refractive index (and by extension RVs) of the residual gas inside the cryostat at
any measurable level and do not correlate with mountain temperature or pressure
fluctuations, implying that the internal variations must be a proxy for some other
environmental parameter affecting the optical bench. We resist the temptation
to explain this effect here, as the goal of this study is to determine the intrinsic
4

Two pressure probes are used to monitor the internal vacuum pressure of the cryostat, an MKS
972 DualMagTM Cold-Cathode MicroPiraniTM and a Pfeiffer Full Range Pirani Cold Cathode
gauge. Both gauges agree to within respective errors.
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stability of the FFP.
We do not believe there is any significant pressure sensitivity in the FFP as the
central fiber section is epoxied into a ferrule. The ferrule and epoxy encasement
effectively shield the short section of SMF that would otherwise be susceptible to
pressure-induced strain. Furthermore, we see no correlation between the measured
shifts in the FFP spectra and recorded mountain pressure, though this intrinsic
polarization sensitivity must be solved for long-term calibration accuracy to be
maintained (see § 2.5).

2.4 Fourier Transform Spectometer Scans
As has been mentioned previously, the interferometric nature of the FFP does
not by itself provide an absolute wavelength reference. A stabilized laser, atomic
emission lamp, or molecular absorption cell reference is needed for absolute calibration of the etalon output spectrum. Absolute wavelength measurements of
astronomical Doppler calibration sources are usually done with stabilized high
resolution spectrographs (e.g. Th-Ar measurements by Lovis et al. (2006)).
To derive an absolute wavelength solution for the FFP, high resolution scans
were taken using the 2.0 m Fourier Transform Spectrometer (FTS) at the National
Institute of Standards and Technology (NIST) in Gaithersburg, MD. The aim of
the FTS scans was to accurately measure the line centers of the FFP spectrum
and calibrate against a NIST standard reference molecular gas cell. Ideally, the
measured wavelength solution could then be applied to any future recorded FFP
spectra. C2 H2 and HCN cells were used to derive precise wavenumber corrections
for the FTS before and after each scan, as these molecular species have a multitude
of features in the H-band.
Initial spectra of the FFP output using the supercontinuum illumination source
were unexpectedly noisy, even after combining a large number of coadded scans
(SNR < 50 when combining 20 – 30 scans). The high noise level is attributed to both
the quasi-stable pulsation rate of the Q-switching laser used in the supercontinuum
generation, and the very bright emission line at the 1064 nm pumping wavelength.
Using an oscilloscope, we observed the repetition rate of the laser to vary by
between 5 % and 10 % around the 24 kHz laser repetition frequency. Since the
NIST 2-m FTS takes data at equal time intervals, fluctuations in the frequency of
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Figure 2.22. FTS spectrum of FFP illuminated with a commercial NIR SLED source.
Note the periodic ripples in the SLED spectrum and the FFP emission peak intensity
deviation from the continuum at certain wavelengths. Figure adapted from Halverson
et al. (2013a).

the supercontinuum source add significant noise to the interferogram and resulting
spectrum. Addition of a 1100 nm long-pass filter reduced the measured noise level
due to the 1064 nm spike, but still resulted in insufficient signal-to-noise in the
final spectra for precise characterization of individual FFP line centers.
Several other continuum sources were tested, including higher power supercontinuum sources with more stable repetition rates and a commercial NIR superluminescent diode(SLED). The SLED produced ∼5 mW of power across 1500 – 1600
nm, sufficient for scans of the FFP at S/N ∼ 400 with reasonable exposure times.
An example FTS scan across the operating wavelengths of the SLED is shown in
Figure 2.22.
However, a known issue with these SLED sources is periodic spectral ringing,
likely due to parasitic etalons within the source generator. This ripple effect can vary
significantly over time, and was permanently imprinted on the FFP transmission
function (see Figure 2.22).
To accurately measure the line wavenumbers in the FFP spectrum, a scan of the
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reference C2 H2 cell was taken directly before and after each FFP scan to precisely
determine the wavenumber correction factor of the spectrograph. This was done
without replacing the output fiber of the SLED or the illumination fiber to the
FTS. A high S/N scan of the FFP using the wavelength solution from the C2 H2 cell
is shown in Figure 2.23. While individual recorded spectra had sufficient SNR to
measure precise line centers of individual features, the variable ringing of the SLED
source, combined with the unstable output polarization, hindered high accuracy
wavelength derivation.

2.5 Polarization Sensitivity
Single-mode fibers, like most optical fibers, are inherently birefringent. For any
birefringent material, there is a different refractive index for the S and P polarizations (nS and nP ). In the case of a Fabry-Pérot, this leads to an output
spectrum that is dependent on the incident polarization state (see Figure 2.24).
Imperfections, stresses, or temperature variations in the fiber can dramatically
alter the polarization state of any input source. A polarized illumination source
can have its original polarization state altered to any random axis by propagating
through a short section of fiber. Our initial device configuration did not precisely
control the polarization state of light incident on the cavity, which can lead to the
large spectral drifts between different input fiber configurations as seen in the FTS
data. Both the location and width of the Airy peaks change significantly between
polarization states.
Laboratory measurements of this effect are shown in Figure 2.24. The 1550 nm
DFB laser was used to illuminate the FFP as the temperature of the cavity was
steadily increased through a single Airy peak illuminated with a range of input
polarizations. This temperature scanning technique allows for a very high sampling
of the intrinsic interferometer profile as a function of relative polarization change.
A linear polarizer was inserted between the DFB laser and the FFP input and
rotated between scans.
One potential solution to this polarization dependence is to ensure a single,
stable polarization state is always incident on the interferometer cavity input. For
the FFP used here, a contrast ratio of roughly 104 between orthogonal polarization
states propagating through the cavity is required to maintain output spectral
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features. Figure from Halverson et al. (2013a).
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Figure 2.24. Top: Diagram outlining FFP polarization sensitivity. The strong birefringence of the SMF-28 fiber dominates the line locations. The two refractive indices
produce two separated Airy peaks. Bottom: Intensity-temperature scans of the SMF-28
FFP. A linear polarizer was inserted prior and rotated between four different positions
(vertical, horizontal, +45 degrees and -45 degrees). A precise temperature ramp was used
to map the Airy peaks for each input polarization using a narrow-band (10 MHz) 1550
nm diode laser as the illumination source. The output intensity was measured using a
photodiode while the cavity temperature was steadily increased. Figure from Halverson
et al. (2014a).

stability at the 10’s cm s−1 level based on our laboratory measurements of the
cavity birefringence. Polarization maintaining (PM) fibers were initially considered
as viable options to control the input polarization, but do not provide sufficient
extinction ratios and are intrinsically highly temperature sensitive. Our solution
to this birefringence issue is to insert a commercial ThorLabs high-contrast linear
polarizer5 prior to the FFP input. Figure 2.25 shows the typical contrast curve of
the polarizer used.
Light from the supercontinuum source is first refractively collimated on a small
fiber bench and then passed through the high-contrast polarizer. The collimated
5

Thorlabs LPNIR polarizer
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Figure 2.25. Transmission and contrast ratio of NIR high contrast linear polarizer
used to stabilize polarization state incident on FFP cavity. The polarizer provides high
contrast ratios in all NIR bands, and >105 in the H-band. Figure from Halverson et al.
(2014a).

beam is then refocused onto the input fiber of the FFP. The input fiber of the FFP
was trimmed from 2 m to approximately 5 cm to reduce the amount of birefringent
material prior to the interferometer. The modified FFP is shown in Figure 2.26.
This allows for a much more rigid input configuration and significantly reduces the
device’s sensitivity to source polarization and fiber birefringence.
The polarization modifications were not completed prior to the APOGEE
observing period, though we do not believe the fiber birefringence was an issue over
the course of our experiments as the supercontinuum source is unpolarized and the
input fiber configuration was not altered over a given night of data collection.

2.6 Future work: A laser-locked fiber Fabry-Pérot
cavity
While much attention has been paid to developing passively stabilized fabry-perot
etalons for astronomical wavelength calibration (Bauer et al., 2015; Halverson et al.,
2014a), the absolute frequencies of these devices will inevitably drift over time to
some degree. While the spectral output from a high finesse etalon illuminated with a
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Figure 2.26. Top: Schematic of FFP configuration with linear polarizer. Input light is
collimated on a small fiber bench, passed through a high-contrast linear polarizer, and
focused onto a short section of fiber. This setup ensures a single polarization state is
incident on the FFP input. Bottom: Image of FFP system with linear polarizer. Figure
from Halverson et al. (2014a).

white-light source is nearly indistinguishable from an optical frequency comb (from
the perspective of the spectrometer), the absolute wavelength solution is not known
a-priori, as is the case with a mode-locked frequency comb. A secondary frequency
standard is needed to determine the absolute frequencies of individual etalon modes
and track spectral drifts due to physical perturbations in the inteferometric cavity.
Actively tying an etalon to a stable and well-characterized atomic transition
could potentially yield long-term stability comparable to optical frequency comb
technologies for a single etalon resonance. This optically-locked Fabry-Pérot system
has the potential to achieve relative precisions far better than typical atomic
lamps, while costing a small fraction of a typical broadband frequency comb. This
makes the system attractive for a wide range of potential instruments beyond the
several discussed here. Active optical locking of broadband Fabry-Pérot cavities
has been implemented to some degree for astronomical applications in the past
(McCracken et al., 2014; Reiners et al., 2014; Schwab et al., 2015), though to date no
optically-locked etalon has been deployed for use on an astronomical spectrograph.
Here we discuss the ongoing development and performance of a laser-locked
FFP as an alternative astronomical calibration source for high precision radial
velocity measurements. The end-goal of this study is to 1) explore the viability
of an optically-locked, broadband FFP as a precise long-term calibration source
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that maintains both long and short-term accuracy and 2) characterize the longterm stability using a novel frequency measurement method that yields a precise
out-of-loop estimate of spectral stability.
We are currently working with a several collaborators at NIST Boulder to
develop the active locking scheme, as well as an alternative method of measuring
the locking stability at a spectral resonance displaced from the primary locking
frequency. The results presented in this section are preliminary and ongoing, though
we expect to have concrete results by Fall 2016. Additionally, we are exploring
methods of characterizing the long term stability of the spectral dispersion of the
etalon output. The dispersion measurement will be crucial for determining the
long-term viability of these devices as practical calibration sources that have the
potential to bridge the gap between classical atomic lamp emission sources and
broadband frequency combs.
The FFP being used for the following optical-lock tests is the same device that
was used ‘passively’ on APOGEE, as described earlier in this section (Halverson
et al., 2013a; Halverson et al., 2014a; Halverson et al., 2013b). The locking system
described in § 2.6.1 was developed and assembled in collaboration with Ryan Terrien,
Jeff Jennings, and Scott Diddams at NIST Boulder. The out-of-lock frequency
measurements and dispersion measurements, discussed briefly in § 2.6.3 are being
led by Jeff Jennings and Ryan Terrien at NIST Boulder. A more detailed description
of the measurement apparatus and data reduction process will be published in an
upcoming article (Jennings et al. 2016 in prep).

2.6.1 Laboratory setup
We employ an active locking scheme based on proven frequency referencing technologies to stabilize the etalon resonance to a continuuous-wave (CW) laser, achieving
<1 MHz locking precision on a single resonance. An overview of our frequency
locking setup is shown in Figure 2.27. We employ a modified Pound-Drever-Hall
(PDH, Drever et al., 1983) locking technique to robustly lock the etalon to a fixed
CW laser (rather than the more classical locking of the laser to the etalon) via
thermal tuning of the cavity temperature.
A high-frequency synthesizer is used to drive an optical phase modulator,
which introduces side-modes at discrete frequencies about the primary laser mode
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Figure 2.27. Overview of etalon locking scheme. A synthesizer is used to drive an
optical phase modulator, which introduces side-modes at discrete frequencies about the
primary CW laser frequency. The error signal is generated by mixing the reflected signal
from the etalon (measured with a fast photodiode) with the reference signal used to
drive the modulator. A phase shifter is used to match absolute phase offsets between
the two signals prior to mixing. The error signal is then fed into a precision temperature
controller, which finely adjusts the temperature of the fiber cavity to maintain lock.

frequency. Our selected reference signal frequency (3.4 GHz) ensures the resultant
optical sidebands are well outside of the central etalon resonance (approximately
1 GHz FWHM) when locked, producing a high SNR error signal with a steep
discriminator slope and sufficiently wide capture region to maintain lock (see
Figure 2.28). The reflected signal returning from the etalon is filtered through an
optical circulator, isolating the out-of-phase signal. This reflected optical signal
is then recorded with a fast photodiode. The signal from from the photodiode is
then mixed with the original oscillation signal, labelled as the ‘reference signal’ in
Figure 2.28, to generate the error signal used to drive the temperature of the fiber
etalon.
A precision temperature controller receives the mixed PDH error signal, and
adjusts the cavity heater current appropriately to minimize the measured voltage
signal, thereby maintaining frequency lock at the center of the resonance (assuming
the phase delay between the reference and reflected signals is well-matched). Unlike
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Figure 2.28. Example measured fiber etalon transmission and error signal. Signals were
recorded by scanning the (modulated) 1550 nm diode laser. The side-modes are driven
at a frequency of 3.4 GHz to maximize error signal slop near the center of the etalon
resonance. The primary resonance mode bandwidth is ∼1 GHz.

more classical free-space piezo-driven cavities, the equivalent ‘servo’ for fiber-based
etalons is thermal tuning of the fiber cavity. Varying the cavity temperature alters
the phase delay in the cavity by changing both effective refractive index, n, and
effective cavity length, L. The MicronOptics FFP used for these tests has a stainless
steel ferrule that surrounds the fiber cavity, allowing for relatively fast thermal
response times and uniform heating of the central fiber section.

2.6.2 Demonstrated in-loop locking precision
Initial tests of prolonged locking precision show a stability of <1 MHz based on
the RMS of error signal amplitude measured at 1550 nm (0.1 second sampling).
An example recorded time series of the PDH error signal is shown in Figure 2.29
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Figure 2.29. Pound-Drever-Hall Drever et al. (1983) error signal time series for sample
overnight data set of Micron Optics fiber etalon locked to 1550 nm diode laser. The
etalon resonance remains robustly locked to the 1550 nm laser for many hours, with an
RMS precision of <1 MHz at the native error signal sampling rate (0.1 seconds). The
histogram on the right shows the cumulative error signal value distribution.

2.6.3 Out-of-loop stability tracking
In the future, we plan to characterize the etalon stability further by actively
measuring the frequency of an etalon resonance ∼200 nm from the primary locking
wavelength. This technique gives an independent, fully out-of-loop measurement of
the achieved locking precision and simultaneously yields a quantitative measurement
of the long-term dispersion stability of the Fabry-Pérot. This out-of-loop frequency
measurement technique is outlined in Figure 2.31. Further details will be presented
in Jennings et al. 2016 (in prep), though we provide a brief summary here.
To probe the etalon dispersion stability, we use a scanning CW laser (in this
case, a 1319 nm diode laser) to precisely track the absolute frequency of an
etalon resonance spectrally displaced from the 1550 nm locking frequency. This
measurement involves periodically scanning the CW laser (via input current tuning)
to simultaneously probe the etalon resonance peak profile and beat against individual
modes of a broadband laboratory optical frequency comb. During the scanning
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Figure 2.30. In-loop locking precision standard deviation as function of averaging time.
The red curve represents the theoretical behavior assuming white noise. With our current
locking scheme and fiber Fabry-Pérot, locking precisions of ∼100 kHz can be reached in
roughly 60 seconds.

process, the CW laser generates a running RF beat note against the stabilized 250
MHz comb modes. Sending the recorded beat note signal through a narrowband
band RF filter, and recording the output with an laboratory data acquisition card,
results in a fine grid of calibration ‘ticks’ at known frequencies whenever the beat
note falls within the band-pass filter (f = fcomb ± fBP1 ). For our measurement
apparatus, our two selected band-pass filters (BP1 and BP2, centered at 31.25 and
93.75 MHz respectively) generated uniformly spaced frequency calibration markers
every 62.5 MHz. These markers are essential for calibrating the frequency axis of
each scan and determining the absolute frequency of the Fabry-Pérot resonance.
This measurement scheme is similar to the methods detailed in Del’HayeP. et al.
(2009), where a similar CW laser and frequency comb combination is used to probe
the dispersion of a broadband micro-resonator cavity, though we apply this to our
actively-locked etalon. Measurements are currently underway at NIST Boulder.
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Figure 2.31. Top: out-of-loop frequency stability and dispersion characterization
technique. A tunable CW laser simultaneously scans the Fabry-Pérot resonance and
generates a running beat against individual modes of a 250 MHz near-infrared laser
frequency comb. The beat note between the CW laser and frequency comb is recorded
with a fast photodiode and passed through two separate RF band-pass (BP) filters,
producing measurable calibration markers when the CW laser frequency is at a known
frequency offset relative to the nearest comb mode. This simultaneous scanning and
beat-note detection method allows for 1) a direct, repeatable, and entirely independent
measurement of cavity stability during lock and 2) a robust measurement of the dispersion
of the cavity dispersion. Bottom: Measured scan of etalon resonance using 1319 nm CW
laser, showing both the interferometer airy profile and recorded calibration markers used
to derive frequency axis.
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Chapter 3 |
Maximizing illumination stability with optical fibers
The expected RV amplitude of an Earth-size planet orbiting in the Habitablezone of a Sun-like star is ∼10 cm s−1 , far below the precision achievable with
the current generation of dedicated Doppler spectrographs. As mentioned previously, reaching this precision will require, among other things, an unprecedented
level of long-term instrument stability. One of the major technical challenges
in improving the measurement capability of these instruments is stabilizing the
illumination of the spectrometer optics. Conventional slit-fed spectrometers have
point-spread-functions that vary significantly with changing seeing conditions and
variable telescope guiding, placing a limit on their ultimately achievable RV precision. Consequently, these instruments require specialized methods of simultaneous
calibration and data reduction to retrospectively discern stellar RV signals from
instrument illumination variations (e.g. Butler et al. (1996)). It has been widely
known that instrument illumination stability can be improved significantly by
feeding the spectrometer with an optical fiber (Avila et al., 1998, 2006; Barnes &
MacQueen, 2010; Heacox, 1986; Hunter & Ramsey, 1992). The addition of a single
fiber significantly decouples the instrument from telescope illumination variations
and can improve RV measurement performance significantly. However, even the
addition of an optical fiber does not guarantee a fundamentally stable instrument
PSF. In this chapter we explore the ‘scrambling’ properties of a variety of optical
fiber systems and introduce a miniaturized optical ‘double-scrambler’ designed
specifically to improve PSF stability of future RV instruments.
Much of this work was done in collaboration with Arpita Roy, who derived much
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of the crucial theoretical framework that influenced the optomechanical design of
the double scrambler system. Her calculations, as described in § 3.6, determined the
optical material, sizing, and mounting scheme. She also performed many of the key
laboratory measurements that showcased the exemplary scrambling performance of
our system, and provided much of the text throughout the chapter. § 3.3, § 3.5,
§ 3.6, § 3.8.1 were all co-written with Arpita Roy.
The majority of this material, other that the far-field simulations detailed in
§ 3.8.2 and the introductory material in § 3.1 and § 3.2, was published in Halverson
et al. (2015a).

3.1 Overview of optical fibers
Optical fibers offer a convenient and efficient method of transporting light from
telescopes, allowing instruments to be physically decoupled from the telescope
focus. While the addition of a conventional circular (or cylindrical) fiber provides
a significant improvement in instrument PSF stability, the output of a typical
astronomical fiber is still sensitive to the flux distribution incident on the fiber
from the telescope (Avila et al., 1998; Hunter & Ramsey, 1992). As this input
illumination varies (e.g. due to guiding errors, seeing, or telescope pupil variations),
the output intensity distribution also varies. This is particularly an issue for
fiber-fed Doppler RV instruments since any illumination variations in the fiber
output directly manifest as PSF changes, degrading performance. This effect cannot
be calibrated with standard emission wavelength references that use a dedicated
calibration fiber, since the output illumination is specific to the fiber and source
and thus the calibration source does not accurately trace any variations in the
stellar illumination propagating through the object fiber. In fact, the problem of
spectrograph illumination is currently acknowledged to be one of the precisionlimiting factors in Doppler spectroscopy, along with scientific source stability and
wavelength calibration (Pepe et al., 2014).

3.2 Modes in optical fibers
In the visible and the near infrared, fibers are generally made of pure fused silica
(SiO2 ) cores with fluorine-doped cladding. The doping process lowers the effective
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Figure 3.1. Left: Cartoon of ray propagation for typical step index fiber. An incoming
ray enters the fiber core and reflects off of the cladding. The numerical aperture (NA =
sin θ) is set entirely by the refractive index difference between the core (n1 ) and cladding
(n2 ). Rays that enter the fiber at angles less than the NA will undergo total internal
reflection and propagate though the fiber. Right: Microscope image of 300 micron
octagonal fiber showing glass core, cladding, and Polyimide protective buffer (outermost
layer).

refractive index of the cladding. This combination of pure silica core and doped
cladding sets the fiber numerical aperture (NA), which dictates the requisite beam
entrance characteristics for guided total internal reflection. These conditions are
dictated by the properties of the fiber core and cladding (see Figure 3.1).
For these ‘step-index’ waveguides, an incoming ray will only propagate if the
entrance angle, θ, satisfies: sin θ <NA, where NA is defined below and depends on
the relative refractive index difference between the cladding and core of the fiber:
NA = sin θ =

q

n1 2 − n2 2 .

(3.1)

Typical fibers have NA ranging between 0.12, corresponding to an acceptance angle
of θ = 6.9o (typical for single-mode fibers), and 0.22 (θ = 12.7o , standard for most
telecommunications multi-mode fibers), though other NA values can be selected by
selectively tweaking the properties of the fiber core and cladding.
Upon entering the fiber, light will be forced to populate a finite number of
propagation ‘modes’. These modes are discrete solutions to specific wave equations
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Figure 3.2. Example intensity distributions of low-order propagation modes in a typical
multi-mode step-index optical fiber. The subscripts l and m denote the number of pairs
of azimuthal maxima and radial maxima, respectively, for each guided mode solution.
Image adapted from rp-photonics.com

used to describe the guiding properties of cylindrical waveguides (example solutions
are shown in Figure 3.2). These solutions are the result of stringent boundary
conditions, and represent the only set of guided modes supported in the fiber.
The maximum number of modes at a wavelength λ supported by a standard
multi-mode cylindrical step index fiber of diameter d, and input numerical aperture
NA is given by:
πdNA
M = 0.5
λ

!2

(3.2)

The finite number of support propagation modes leads to unique challenges for
astronomical applications, though this effect will be more thoroughly discussed in
the chapter following.

69

3.3 ‘Scrambling’ properties of optical fibers
Step-index multimode fibers have long been used as optical image ‘scramblers’ to
decouple the distribution of flux in the output beam from the illumination pattern
at the telescope focal plane (Heacox, 1986). In agreement with theory (Heacox,
1987), repeated laboratory tests show that standard circular-core fibers yield a
high degree of azimuthal scrambling, but minimal radial scrambling (e.g. Avila &
Singh, 2008; Avila et al., 2006). In more recent years, fibers with non-circular cores
have been tested to some degree and demonstrated significant improvement over
standard circular core fibers (e.g. Avila, 2012; Spronck et al., 2012). However, a
single non-circular core fiber cannot deliver the kind of illumination homogeneity,
neither in near-field nor far-field, required by spectrographs aiming for high-precision
RV measurements below the 1 m s−1 level. These instruments require high levels
of scrambling in both the near and far fields of the beam, without significantly
compromising overall throughput.
The fiber near-field, defined as the positional intensity distribution across the
fiber face, is re-imaged in the spectrograph focal plane while the far-field is the
angular distribution of the propagating beam at a large distance from the face.
Any variations in the near-field will manifest as PSF variations, degrading overall
instrument stability and measurement precision. The far-field pattern is projected
onto the grating, and time-varying inhomogeneities that change groove illumination
can introduce variable wavelength shifts at the detector. Changes in the far field also
affect the illumination of the camera and other spectrograph optics, and therefore
can change the amount of aberrations contributing to the PSF shape, causing
velocity shifts of spectral lines on the detector. Any spurious profile changes in
the spectra diminish RV precision, and hence stabilizing both the near-field and
far-field of the fiber is key for precision Doppler spectroscopy.
A popular optical method of increasing the scrambling gain (SG) of a system is
to introduce an optical double scrambler into the instrument fiber delivery system
that exchanges the near and far fields by means of a lens relay (Brown, 1990;
Connes, 1985; Hunter & Ramsey, 1992). Coupling octagonal fibers on either side
of a double scrambler not only boosts the level of scrambling, but also stabilizes
both the near and far field illumination patterns. The inclusion of even a single
octagonal fiber with a double scrambler has been shown to significantly improve
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on-sky RV precision and instrument stability (Bouchy et al., 2013).

3.3.1 Scrambling in the context of RV instruments
The classical metric used to quantify scrambling performance is scrambling gain
(SG). The formal definition of SG is the ratio of the relative displacement of the
illumination distribution at the input of the fiber to the relative displacement of
the illumination distribution at the output (Avila & Singh, 2008):
SG =

∆dinput /Dinput
,
∆doutput /Doutput

(3.3)

where ∆dinput is the illumination shift on the fiber, Dinput is the fiber diameter,
∆doutput is the measured output centroid shift, and Doutput is the width of the
fiber (for near-field measurements) or the width of the output pupil (for far-field
measurements). Several factors influence the minimum scrambling gain required to
reach a given velocity precision goal, including telescope guiding precision, spectrograph dispersion, and focal plane sampling. In the case of near-field scrambling (i.e.
guiding induced errors) the expected velocity error is estimated in Equation 3.4:
σv,

near−field

=

c ∆θ 1
,
Reff θ SG

(3.4)

where Reff is the effective instrument resolution, ∆θ is the telescope guiding error,
θ is the size of the fiber on-sky, and SG is the scrambling gain of the fiber delivery
system. Note that for instruments that rely on the use of a slit, Reff is the effective
resolution of the slit-less fiber in the detector focal plane: Reff = Rslit × (wslit /wfiber ),
where Rslit is the slit-limited instrument resolution, wslit is the slit width and wfiber
is the fiber core diameter.

3.4 Characterization of scrambling in optical fibers
and a compact optical fiber double scrambler
This section provides a detailed study of the scrambling properties of different
optical fiber delivery systems tested for HPF. These system include classical circular
fibers, octagonal fibers, and optical double scramblers (and combinations of each).
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3.5 Overview of optical double scramblers
To improve scrambling performance over single fibers, much effort has been placed
in developing optical ‘double-scramblers’ for RV spectroscopy. Double-scramblers
invert the near field (fiber image) and far field (fiber pupil) between two fibers,
providing additional image scrambling and improved illumination homogeneity.

3.5.1 Working principle
It has been widely known that typical fibers provide a high degree of azimuthal
scrambling, but are poor radial scrambling devices (Heacox, 1987). To improve
scrambling further over single fiber delivery systems, Hunter & Ramsey (1992) were
the first to introduce optical double-scramblers for high resolution fiber spectroscopy.
These double-scramblers were simplistic optical systems that imaged the near-field
intensity of one fiber onto the pupil plane of another, and vice versa. Figure 3.3
shows an example double-scrambler design showing characteristic field exchange
between two fibers.
This interchange of angular (far-field) and positional (near-field) rays between
two fibers drastically improved scrambling performance. Demonstration of the
benefits of such a device led to a plethora of double-scrambler systems designed for a
variety of RV instruments (Avila, 2012; Avila et al., 1998; Barnes & MacQueen, 2010;
Spronck et al., 2013, 2012). While each of these devices demonstrated significant
improvements over single-fibers, achieving high efficiency is practically quite difficult
with these classical ‘macroscopic’ double-scrambler systems.

3.6 A ball-lens double scrambler system
Here we present a compact, easy-to-align double scrambler system based on a high
refractive index ball lens. This device, when combined with octagonal fibers, yields
SGs in excess of 10,000. The measured efficiency of the scrambler assembly is 87% in
the NIR (measured at both 0.83 µm and 1.31 µm), close to the theoretical maximum
of the system in its current state (with uncoated fiber faces). The addition of a
circular fiber increases the SG of the system to >20,000. The prototype device used
in the majority of testing uses all off-the-shelf components and takes advantage
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Fiber A

Fiber B Fiber A

Fiber B

Fiber A

Fiber B Fiber A

Fiber B

a) Field point to angle (near-field to far-field)

b) Angle to field point (far-field to near-field)

Figure 3.3. Example of dual-lens optical double scrambler system placed between two
fibers. The two figures show (a) the path of rays emerging from a given field point on the
fiber face (b) the path of rays exiting the fiber at a specific angle. The symmetry between
the two angle-to-field and field-to-angle conversions implies that the near and far-fields of
the two fibers have been interchanged, resulting in a fiber output that is scrambled both
radially and azimuthally. Figure inspired from Barnes & MacQueen (2010), which itself
was originally inspired from Hunter & Ramsey (1992).

of existing high-tolerance components used in commercial telecommunications
industries. Our prototype scrambler is customized for the NIR (0.82 – 1.3 µm),
but with careful selection of lens material, this design could easily be adapted
to visible wavelengths (380 – 900 nm) given the recent availability of broadband,
high-index glasses from a variety of manufacturers. The simple design and minimal
alignment requirements, when compared to classical double scramblers, implies that
this device could easily be replicated for multiplexed fiber instruments on larger
scales.
Our design of a high scrambling gain system is motivated by the requirements
of HPF on the HET. While scrambling is important for any high precision RV
instrument, it is critical for an instrument on the HET since the fixed-elevation
telescope design yields a highly variable entrance pupil relative to other telescopes.
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Stellar tracking is accomplished by moving a spherical aberration corrector (SAC)
and prime focus instrument package (PFIP) over the primary spherical mirror.
The actual telescope pupil is therefore defined by the geometric intersection of
the SAC, wide-field corrector (WFC) pupil, and the HET primary, and both
its orientation and shape change continuously during a track (Lee et al., 2010).
Without adequate scrambling, the changing pupil introduces large errors in the
radial velocity measurements, and greatly undermines our primary science goals.
During a set of observations, these pupil variations may average out over the track
as a function of the target elevation and exposure time. Nevertheless, we aim for
maximal scrambling gains such that the spectrograph PSF is desensitized to even
the most extreme cases of input illumination change.
In the case of the HPF spectrograph on HET, with expected guiding precision
of 0.2500 (Lee et al., 2012), 1.700 fibers on sky (300 µm core diameter), a 100 µm slit,
and an operating resolution of 50,000, a scrambling gain of ∼9,000 is required to
achieve 30 cm s−1 stability. In practice, we aim for scrambling gains above 18,000
to ensure comparable velocity precisions even with guiding accuracies as low as
0.500 (see Figure 3.4). Reaching this scrambling gain is essential if HPF is to meet
its overall performance goals.
Ball lenses have previously been considered for astronomical scrambling devices,
but have had varying success due to the unavailability of optimally sized spheres,
alignment constraints, and high throughput losses (Avila & Singh, 2008; Barnes
& MacQueen, 2010; Spronck et al., 2013). Our design of the ball lens scrambler
is motivated by the recent availability of high-index glasses that provide shorter
back focal lengths and simplify fiber coupling. A ball lens inherently either focuses
or collimates light according to input source geometry, and in interchanging angle
and position essentially acts as a single lens double scrambler.
The back focal length of the lens (BFL, see Figure 3.5) is calculated from
characteristic parameters of a ball lens using Equation 3.5, where D is the diameter
of the lens, n is the refractive index of the glass used, and EFL is the effective focal
length1 .
nD
D
BFL = EFL − , EFL =
.
(3.5)
2
4(n − 1)
1

http://www.edmundoptics.com/
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Figure 3.4. Theoretical guiding-induced velocity error for HPF for a range of guiding
precisions. Colored curves represent different guiding errors. The solid black line is the
expected velocity error based on the HET guiding precision (0.2500 RMS). The colored
dots are theoretical velocity errors associated with the near-field scrambling measurements
for fiber configurations measured in the laboratory (see Section 3.8.1). Vertical bars show
an estimated range of possible guiding precisions for the HET during a given exposure.
Figure from Halverson et al. (2015a).

Figure 3.5. Basic characteristics of a ball lens scrambler, including diameter of the
lens (D), diameter of input fiber (d), effective focal length (EFL) and back focal length
(BFL). Figure generated by Arpita Roy, originally adapted from Edmund Optics technical
resources and published in Halverson et al. (2015a).
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2d(n − 1)
D=
n

s

2d(n − 1)
1
.
2 −1 ≈
n × NA
NA

(3.6)

The remarkable providence in our ball scrambler design arises from the fact that
when material of n ∼ 2 is used, the BFL goes to zero, irrespective of ball diameter.
This implies optimum coupling is achieved when the entrance and exit fibers are
in direct contact with the lens surface, simplifying the overall scrambler design.
This greatly mitigates the need to position and control the ball lens at a specific
distance, centered with high tolerance on the fibers.
We considered two high-index glasses, S-LAH79 (Ohara, nd =2.00330) and
LASF35 (Schott, nd =2.02204) but chose to test S-LAH79 for the prototype ball
scrambler due to its availability from vendors in small quantities. The optimal
choice between materials depends on the specific wavelength range of interest
but both glasses are well suited for the HPF bandpass. However, there are a
variety of recently available high-index glasses from several manufacturers that
cover large wavelength ranges in the visible and NIR with relatively low dispersion
(see Figure 3.6). When selecting the appropriate high-index glass for a particular
application, both the refractive index and internal glass transmission must be
considered to maximize efficiency. The two primary glasses discussed here have high
throughput in the NIR (>99% for a 2 mm lens), but have significantly diminished
efficiency at wavelengths lower than 400 nm. However, select glasses shown in
Figure 3.6 (left) do have relatively high transmission (>97%) in the 380 - 400 nm
regime for lens diameters under 1 mm, and would be more appropriate for optical
instruments.
The ideal size of the ball (D) is calculated using Equation 3.6, as a function of
the refractive index of the glass (n), the diameter of the input beam or fiber (d),
and the input numerical aperture (NA). Our system is designed for a 300 µm fiber
fed at f /3.65 at the telescope focal plane, implying an ideal ball lens diameter of
2.15 – 2.17 mm for our wavelengths. For concept verification purposes, we used
more readily available 2 mm S-LAH79 ball lenses. For optimum coupling and
efficiency, the expected focal ratio exiting the fiber incident on the lens, rather than
the native telescope focal ratio, should be used to select the size of the ball.
Alignment of the ball between contiguous fiber faces is critical to producing
a high efficiency scrambler. Classical double scramblers suffer throughput losses
of 20 – 30%, and an important aspect of our design is to substantially decrease
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Figure 3.6. Refractive index profiles for a variety of high-index glasses in the visible
(left) and near-infrared (right). The lens used in our double-scrambler device is made of
Ohara S-LAH79 glass. The ideal glass for a ball scrambler has refractive index of n ∼ 2
across a desired wavelength range with low dn/dλ. Figure from Halverson et al. (2015a).

this light loss. While concentricity between the lens and fiber faces is key, it is also
necessary to control the distance between ball and fiber tip. With BFL ranging
between 10 – 20 µm for our ball diameter and material, we essentially want the
fiber butt-coupled to the ball. We developed two mounting methods to minimize
coupling losses between the fibers and simplify the alignment process. Both devices
yield 85 – 87% efficiency, as measured using two NIR fiber lasers, with minimal
alignment effort using anti-reflective (AR) coated ball lenses (see §3.8.3).

3.6.1 FC connector prototype
In anticipation of a custom-built alignment piece, we implemented a simple and
inexpensive design whereby the ball lens is held between two small rubber O-rings
(Figure 3.7). The outer diameter of the O-rings (2.5 mm) matches the ferrule
size of the commercially standardized FC/PC fiber connectors used on our test
fibers, and the entire junction can be placed within an off-the-shelf high-tolerance
ceramic split sleeve of inner diameter 2.5 mm. The lens is naturally kept along the
central axis of the fibers by the pressure applied by the mating sleeve. In spite of
the simplicity of this design, we are able to demonstrate efficiencies close to the
theoretical maximum for a perfectly aligned system (§3.8.3) with this coupling
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Figure 3.7. Left: Solidworks model of FC connector ball lens double scrambler. The
junction is held together by a commercial ceramic mating sleeve (not shown). Right: An
assembled ball lens double scrambler with octagonal fiber cables on either side. Figure
made by Arpita Roy, and published in Halverson et al. (2015a).

scheme. This device was used for the the scrambling measurements presented in
§3.8.1.

3.6.2 V-groove prototype
Our second prototype device consists of a custom manufactured, monolithic vgroove block to mount both fibers and the ball lens. The fibers are placed in a
high precision v-groove, while the ball is placed in a drilled mount at the center of
the stainless-steel block. This block was manufactured by Nick MacDonald at the
University of Washington precision machine shop. The block is ground to size such
that three faces can be used as reference indexing surfaces to within ∼12 µm. Much
attention was payed to maintaining the central axis of each element (input fiber,
lens, output fiber) to high accuracy (<3 µm). This level of accuracy was achieved
by taking repeated surface measurements of the the machined block at several
stages of the machining process using a high precision SmartScope measurement
microscope. A tapered mounting pocket was machined on the block surface to
secure the lens on the center of the block face. The SmartScope was then used
to measure the central axis of the mounted lens relative to the polished block
surface. The microscope measurements dictate the location and depth of the fiber
v-groove relative to the block face, ensuring concentricity between the mounted lens
and the fibers. The v-groove was etched using a high precision electric discharge
machine. Post machining, the central axis of the lens and fibers were measured to
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Figure 3.8. V-groove mount for ball lens double scrambler. The ball lens is placed in
a custom sized bevel in the center of the v-groove block. Polished octagonal fibers are
guided inside the v-groove and held in direct contact with the lens on both side. Figure
from Halverson et al. (2015a).

be concentric at the measurement precision of the SmartScope (∼3 µm). An image
of the completed v-groove block is shown in Figure 3.8. Polished octagonal fibers
are placed in the groove on either side of the lens and attached to the block with
Kapton tape.

3.7 Scrambling measurements
For laboratory experiments we measure centroid values as a a proxy for scrambling
performance. While this is a reasonable metric for near-field scrambling gains, since
near-field illumination centroid drifts will directly manifest as velocity drifts in
the focal plane, the direct effect of fiber far-field variation on velocity precision is
not as easily quantifiable. This can be done with accurate ray-tracing of the fiber
far-field through the spectrograph optics for a given instrument to set scrambling
gain requirements (Stürmer et al., 2014), as shown in § 3.8.2.

3.7.1 Laboratory apparatus
To be sensitive to scrambling gains larger than ∼10,000, a compact laboratory
test-stand was designed to maximize measurement stability. An overview of the
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Figure 3.9. Top: Schematic of fiber scrambling measurement test-stand. Light from a
broad-band lamp is coupled into a 50 µm illumination fiber. The output of the 50 µm
fiber is imaged onto a 300 µm test fiber on an XY translation stage through a NIR filter.
An iris is used to precisely control the input numerical aperture of the test fiber. The
output of the test fiber is then imaged on a laboratory CCD. A lens is added to switch
between near and far field imaging modes. A separate camera system is used to image
the input face of the test fiber and track the location of the 300µm fiber relative to the
fixed illumination fiber. A third detector can be inserted to measure the input pupil
incident on the fiber. Bottom: Image of scrambling gain measurement apparatus. The
majority of components are connected through a series of lens tubes to reduce differential
mechanical drift. Figures adapted from Halverson et al. (2015a).
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experimental setup used to measure scrambling gain for a variety of fiber configurations is shown in Figure 3.9. Light from a 50 µm illumination fiber is focused onto
a 300 µm test-fiber at a speed comparable to the HET telescope delivery optics
(f /3.65). A broadband Quartz lamp is used for illumination to minimize modal
noise effects. We found speckle-noise to be the dominant source of measurement
error when using narrow-band laser sources. A NIR filter is used to restrict the
wavelength coverage to the HPF bandpass (0.8 – 1.3 µm). All optical elements
and stages are connected through a series of lens tubes that are all bolted onto
a common 2’ × 2’ optical breadboard. This ensures differential mechanical drift
between optical components is reduced. The output of the test fiber is imaged over
roughly 500 pixels of a 1024 × 1024 pixel laboratory CCD. A second 400 × 400
pixel CCD is used to image the fiber input face and measure the location of the
illumination spot relative to the fiber. A third detector can be placed in the pupil
plane to measure the input pupil of the test fiber (see Figure 3.9 left).

3.7.2 Measurement limits
Our test apparatus does not allow for simultaneous measurement of both the near
and far fields of the fiber output, though both have comparable measurement
precisions. Over typical measurement time-scales (tens of minutes), our measurement apparatus is sufficiently stable to measure scrambling gains of <20,000 (see
Figure 3.10).
Optical fibers used for scrambling gain measurements are commercial 300 µm
Polymicro products. Octagonal fibers (FBP300/345/380) were connectorized and
polished by C Technologies and circular fibers (FIP300/330/370) were terminated
and polished by Polymicro. All patch cables were connectorized with standard 2.5
mm FC/PC connectors. Each cable used is roughly 2 m in length. Due to the high
degree of FRD in our test fibers, the majority of the incident f /3.65 beam exited
the test fiber at a faster f /3.3 beam. This faster beam happens to be well matched
to the 2.0 mm ball lens used in our prototype device, minimizing any additional
FRD due to the ball lens.
Scrambling measurements were taken by shifting the test fiber input face across
a fixed illumination spot and measuring the centroid offset in the fiber output in
both near and far fields. The test fiber is shifted by ∼250 µm across the fixed
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Figure 3.10. Stability of test fiber output on measurement test stand. The input
illumination was not moved during measurements. Centroid offset values for individual
near-field images are shown in gray. The vertical axis is the measured centroid drift in
units of microns on the fiber face. 30 second binned centroid values are shown in red. The
binned RMS stability of the fiber image is 0.011 µm over tens of minutes of uninterrupted
measurements, allowing for reliable measurements of scrambling gains <20,000. Figure
from Halverson et al. (2015a).

50 µm near-field illumination. Rather than taking measurements at intermediate
points between two edges of the test fiber input, data are taken only at maximum
displacement on the fiber face (see Figure 3.11). Multiple 3-s exposure images were
recorded at each edge of the test fiber face and averaged. Dark frame and flat-field
corrections were then applied to the averaged images. An image mask was applied
to isolate flux coming from only the fiber face.
The centroid of the output fiber illumination is then calculated in both spatial
directions and compared to the location of the illumination spot to calculate a
formal scrambling gain. ∆dinput is the distance translated by the focused input
illumination and ∆doutput is the measured centroid shift in the fiber output (near
or far field) along the axis that yields the largest measurable shift. Output centroid
measurements at both illumination positions are used to calculate individual
scrambling gain estimates for both the near-field and far-field outputs. The quoted
scrambling gains are averages of 10 point-to-point scrambling gain measurements.
This method has the benefit of producing the largest measurable output cen82

Figure 3.11. Cartoon illustration of scrambling measurement method. The test fiber
is translated across a fixed illumination spot and the fiber output is recorded at each
position. The measured centroid shifts in the fiber near field (NF) and far field (FF) are
compared to the distance translated at the input to calculate scrambling gain. Figure
from Halverson et al. (2015a).

troid shift over the shortest time-scale, thereby minimizing sensitivity to short-term
optomechanical instabilities in the measurement apparatus. Measurements were
repeated along several translation axes on the fiber face to verify results. Much
attention was paid to make sure that the cladding of the test fiber was not illuminated, though no visible cladding modes were present even when the illumination
was off the fiber core entirely.
Note that, as mentioned previously, this measurement is only gauging the effect
of near-field illumination variation on the near and far-field of the fiber output
(i.e. the input pupil incident on the test fiber is not varying). In order to measure
the effect of a varying input pupil on the fiber output, a variable pupil mask was
inserted at the fiber input pupil and rotated. This experiment is meant to probe
the extreme case of possible input pupil variation for the HET, though we do not
calculate a formal scrambling gain for this measurement.
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Table 3.1. Measured scrambling gains for different fiber configurations.

Fiber Configuration
Circular Fiber
Octagonal Fiber
Circular + Octagonal
Octagonal + DS + Octagonal
Octagonal + DS + Octagonal + Circular

Near-field
8
169
2750
13,134
>20,000

Far-field
21
370
771
10,176
>20,000

3.8 Scrambling performance of the optical fibers
3.8.1 Near-field performance
Laboratory measurements of scrambling gains for a variety of fiber configurations
are shown in Figures 3.12 & 3.13. Measured scrambling gains are listed in Table 3.1
for both near and far field outputs. Circular fibers, as expected, yield relatively
low scrambling gains. A single octagonal fiber yields modest scrambling gains of
∼100-400, consistent with previous measurements. We find the highest scrambling
gain (>20,000) is achieved when using a combination of octagonal fibers, a doublescrambler, and circular fibers. In this configuration, the circular fiber is coupled
to the end of the second octagonal fiber with a standard FC connector mating
sleeve, The complete fiber train now includes, in order of light travel: first octagonal
fiber, ball lens scrambler, second octagonal fiber, circular fiber. In future iterations
of this configuration, individual fibers will be coupled with high tolerance FC
connectors, or spliced together, to maximize throughput of the complete fiber
train. This dictates the fiber feed configuration for HPF, since the HET has a
particularly variable illumination pattern incident on the instrument fiber. As
this measurement is limited by our laboratory apparatus, the true scrambling
gain is likely higher. Nevertheless, this near-field scrambling gain translates to a
∼10 cm s−1 velocity shift for HPF, significantly better than our performance goal
of 30 cm s−1 guiding-induced velocity error.
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Figure 3.12. Near-field scrambling measurements for different fiber configurations. Top
panels show the location of the input face of the test fiber relative to illumination spot.
The near-field output images are shown in the middle panels. Scrambling gains (SG) are
calculated by dividing input illumination shift by output centroid drift. Bottom panels
show the 1D intensity distribution along the center of the fiber for the two different
illumination positions and the difference (∆, in percentage) between the two 1D profiles.
Note the vertical axis scales differ between individual difference plots. The full doublescrambler system, which includes octagonal fibers (coupled by a ball lens) and a circular
fiber, produces a stable and uniform output illumination that is significantly desensitized
to input illumination variations. Figure from Halverson et al. (2015a).
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3.8.2 Far-field performance
To measure the far-field scrambling performance, we performed a series of tests
that mimic an extreme case of pupil variation. For these experiments, the near-field
illumination was kept static (i.e. the spot was fixed with respect to fiber face),
but the pupil prior to the fiber entrace was varied with a rotating aperture mask
that obscures half of the input pupil. Figure 3.14 shows the measured far-field
output of a single circular fiber compared to the fiber configuration that produces
the best scrambling gains (octagonal fiber + double scrambler + octagonal fiber
+ circular fiber). While the single circular fiber system changes dramatically to
reflect the extreme pupil obscuration we impose at the input, our double scrambler
fiber system shows minimal sensitivity to input pupil illumination variations. This
is crucial for HPF in particular, since the spectrograph will need to be insensitive
to changes in the wildly-variable HET input pupil if the instrument is to meet the
1 m s−1 overall RV precision goal.
To gauge the impact of fiber far-field variations on velocity precision, we use
methods similar to those outlined in Stürmer et al. (2014). We trace the rays from
the spectrometer pupil (closest to the fiber exit) through the optical train, and
onto the spots in the focal plane. The rays in the pupil are then weighted by the
measured fiber far-fields (e.g. the ones shown in Figure 3.14), and the centroids of
individual spots in the focal plane are compared (see Figure 3.15).

3.8.3 Optical double-scrambler efficiency
Apart from excellent scrambling performance, our compact double scrambler system yields high throughput when coupled with octagonal fibers. Classical doublescrambler systems yield measured efficiencies varying between 20-80% (see Table 3.2), limited mainly by the tight alignment tolerances and intrinsic reflective
losses associated with uncoated optical systems.
Consistent with Zemax simulations, we calculate our potential sources of throughput loss, namely Fresnel reflection, aberrations from the ball lens (see Figure 3.17),
diffraction effects, and geometric losses arising from rotational misalignment between the two octagonal fiber faces on either side of the ball. A single ball lens
element intrinsically has low spherical aberration compared to standard lenses of
the same material (Riedl, 2001). While the distance between the ball lens and the
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fiber tip can vary by ∼20 µm without large throughput penalties in our system
(<2% loss), any decentration between the fiber and lens can cause significant light
loss (3% loss for 10µm fiber-core offset, 8% loss for a ∼20 µm offset.) This drove
our concentricity tolerance requirements for both the v-groove and FC connector
prototype devices. Rotational misalignment of the two octagonal faces of connecting
fibers can cause up 4% additional loss (2% on average is carried for our efficiency
estimation). Note that alignment tolerances are dictated by the diameters of the
fiber and ball lens, and must be calculated individually for each instrument.
With uncoated fibers, a BBAR coating on the ball, and a simple alignment
scheme, we measure 85 – 87% throughput for both prototype devices using 830
nm and 1310 nm fiber lasers. The predicted maximum for this configuration is
∼89% at these wavelengths. Figure 3.18 shows the theoretical throughput for the
prototype device in its current configuration.
The stainless steel connectors used in our FC connector prototype have typical
tolerances of 5 µm between the center of the connector bore to the outer diameter
of the ferrule. This prototype has the benefit of practical rotational alignment
ability, as the fibers can be freely rotated inside the mating sleeve to better match
octagonal core geometries. The v-groove mount has somewhat better concentricity
due to the better manufacturing tolerance (<3 µm vs 5 µm), but does not easily
allow for repeatable rotation of the fiber cores. Our measured throughput for
the sleeve and connector prototype could likely be improved by using custom,
tight tolerance (<0.5 µm) ferrules rather than standard commercial connectors to
maintain concentricity between the lens and the fiber centers.
Our theoretical maximum design throughput, with dual-band AR or broadband
AR (BBAR) coatings on both the ball and the fiber faces, and perfect alignment
of the octagonal cores, is roughly 94% for our wavelength range. The inefficiency
of previous double scrambler designs was the principal deterrent in their common
use. The high efficiency of this design now enables the achievement of very high
scrambling gains with a minimal overall throughput penalty.

3.8.4 Summary
The ideal scrambler for fiber fed instruments is effective at scrambling both the
fiber near and far fields, while still being easy to align and efficient. The high-index
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Table 3.2. Efficiencies and laboratory scrambling gains of optical fiber double-scrambler
systems. 3 denotes the FC connectors with ceramic mating sleeve prototype, while 4 is
the measured efficiency of the V-groove mount prototype.

Reference
Hunter & Ramsey (1992)
Casse & Vieira (1997)
Avila et al. (1998)
Raskin & Van Winckel (2008)
Barnes & MacQueen (2010)
Avila (2012)
Chazelas et al. (2012)
Spronck et al. (2013)
This work2 (oct + DS + oct)

Efficiency
20%
20%
68%
70%
75%
70%
∼80%
65%
85%3 , 87%4

SG (if reported)
1100
6000
∼10,000
13,000

ball-lens scrambler, when used with a combination of octagonal fibers, satisfies all
of these quantities in a single, compact system. This device is being developed for
the near-infrared Habitable-zone Planet Finder spectrograph on the 10-m Hobby
Eberly Telescope, but its versatility implies that it could easily be adapted for
other current and future fiber-fed precision radial velocity spectrographs such as
the CARMENES (Quirrenbach et al., 2014), MINERVA (Swift et al., 2014), NRES
(Eastman et al., 2014), and PARAS (Chakraborty et al., 2008) spectrographs. Since
the HET has a uniquely variable illumination pupil, the HPF fiber train will require
a configuration that maximizes scrambling, i.e. a combination of octagonal fibers,
circular fibers, and a double-scrambler to minimize the scrambling-induced velocity
errors.
We have demonstrated the high scrambling performance of this prototype
double-scrambler system by examining the extreme cases of input illumination
variation. Pairing the ball lens scrambler with octagonal fibers yields scrambling
gains in excess of 10,000 with high thoughput (87%). Adding a circular fiber further
improves the scrambling gain to >20,000, limited by our measurement apparatus.
This translates to roughly 10 cm s−1 velocity error for the HPF instrument due to
telescope guiding error, exceeding our goal of 30 cm s−1 guiding-induced velocity
measurement error.
In replicating this system for other fiber-fed spectrographs it might not be
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necessary to include every scrambling element, but the inclusion of a compact
efficient ball-lens scrambler would stabilize instrument illumination and could
substantially benefit many high precision spectrographs. Decoupling the instrument
PSF from the telescope is a major technical challenge that will need to be overcome
for the next generation of extreme precision planet-hunting spectrographs that aim
to detect Earth-mass extra-solar planets with precisions of ∼10 cm s−1 (Pepe et al.,
2014).
Due to the monolithic nature and simplistic design, this ball lens scrambler
could be easily replicated on larger scales for multi-object instruments as well,
aiding in precision spectroscopy for upcoming galactic and extra-galactic surveys.
This wide array of potential astronomical applications led us to file a provisional
patent, currently under further review.
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Figure 3.13. Effect of near-field variations on the fiber far-field output for different fiber
configurations. The addition of the double-scrambler significantly improves the far-field
uniformity and stability. Figure from Halverson et al. (2015a).
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Figure 3.14. Similar to Figures 3.12 & 3.13. Effect of input pupil variations on fiber
far-field output for a single circular fiber (left) and the octagonal-circular fiber double
scrambler system (right). The top images show the input pupil to the test fiber. The
middle panel shows the far-field output of the fiber system, and the lower plots show
the 1D fiber cross-section profile. Even with extreme variation of the input pupil, the
double-scrambler fiber system shows minimal change in output illumination. Figure from
Halverson et al. (2015a).
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Figure 3.15. Overview of far-field scrambling assessment method (Stürmer et al., 2014).
A measured fiber far-field output is used to modulate the spectrometer pupil illumination.
Weighted rays are then traced to the focal plane for centroid determination. Weighting
the instrument pupil differently will result in centroid shifts in the individual spots in the
focal plane, which manifest as spurious Doppler shifts.
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Figure 3.16. Centroid shifts of spots across the HPF focal plane between two measured
fiber far-field patterns. The shifts are calculated by comparing centroids of individual
traced spots for the two extreme input pupils shown in Figure 3.14 (right). Echelle
diffraction order numbers are listed on the right of the figure.
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Figure 3.17. Left: Ray trace of ball lens scrambler showing characteristic conversions
from field-to-angle, where the pupil of the first fiber is projected onto the near field of the
second fiber, and vice versa. Right: Spot diagrams for a variety of input field points are
shown. Spots were generated at a wavelength of 1 µm. The black circle is the expected
diameter of the Airy disk (8 µm). Figure from Halverson et al. (2015a).

Initial

100
98

Fresnel loss
Lens AR coating

Transmission [%]

96
94

Fiber rotational
misalignment

92

Abberations +
diffraction loss

90
Fresnel loss

88

Measured

86
800

900

1000
1100
Wavelength [nm]

1200

1300

Figure 3.18. Theoretical throughput budget of double scrambler system with a BBAR
coating on the ball lens and two (uncoated) 300 µm octagonal fibers. Our measured
throughput values at 830 and 1310 nm (black crosses) are close to the theoretical maximum
for this configuration. The dashed line is the theoretical throughput curve shifted to the
measurement values. Figure from Halverson et al. (2015a).
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Chapter 4 |
Modal-noise in optical fibers
The finite number of electromagnetic modes in an optical fiber leads to a form
of noise that, if left unmitigated, limits the achievable signal to noise and adds
a source of RV noise. This ‘modal noise’, as it is commonly called, is worst with
narrow emission line sources, and at longer wavelengths. The term ‘modal noise’
refers to a noise source caused by the changing spatial distribution of light at the
output end of a fiber.
Several next generation spectrographs, including HPF and EPDS, will use
coherent emission line calibration sources (like LFCs and Fabry-Pérot cavities) to
achieve precision sufficient to detect earth-size planets. Many of these photonic
sources couple light from single-mode fibers into the larger core multi-mode fibers
used in these spectrographs. This coupling leads to very few modes being excited,
thereby exacerbating the modal noise measured by the spectrograph. Commercial
fiber mode scramblers have been used to reduce this issue for visible wavelength
instruments, but are not the complete solution in the NIR due to the decreased
number of modes at longer wavelengths (Nmodes ∝ λ−2 ). This is an increasingly
pressing problem for high precision RV spectrographs that require both high stability
and high signal-to-noise. As a prime example of modal noise effects: our tests with
a NIR LFC on the Pathfinder spectrograph (Ramsey et al., 2010) were limited at 10
m s−1 due to modal noise, despite the LFC being intrinsically stable to significantly
higher precision (Ycas et al., 2012). Bulk mechanical agitation of the fiber can
be sufficient for continuum sources (e.g. starlight) but does not suppress modal
noise at levels required for high precision RV measurements when using narrow
line-width calibration sources.
This chapter presents a brief overview of this issue, with a particular focus on
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how this noise source affects precision RV measurements. Several tested solutions
are also presented, each with benefits and drawbacks.
The overview sections, initial measurements, description of the oscillating diffuser
system, and results presented in § 4.1, 4.2 and 4.3 (and subsequent sub-sections)
were published in Mahadevan et al. (2014a). The bulk of the text in these sections
was co-written with Suvrath Mahadevan. The implementation of the rotating
mirror assembly as a means for modal noise suppression (§ 4.5) was published in
Halverson et al. (2014b). Finally, the discussion of polarization effects manifesting
as modal noise in single mode fibers (§ 4.6) was published in Halverson et al.
(2015b). Aripta Roy performed much of the analysis presented in § 4.6.4 using an
independent Doppler measurement code, which confirmed the presented results.

4.1 Scope of the problem in the context of Doppler
spectroscopy
In the quest for ever-increasing Doppler measurement precision, delivering a stable
illumination to the spectrometer is essential. Any temporally variable illumination
variations will directly affect the achievable Doppler RV precision, whether it be in
the science fiber (where variations masquerade as astrophysical Doppler shifts), or
in the calibration fiber (where these changes manifest as errors in the wavelength
calibration process. In the case of typical optical fibers used in astronomical
applications, only a fixed number of propagations modes are supported within the
fiber. The modes populate a discrete set of phases, and will interfere at the fiber
exit boundary (Baudrand & Walker, 2001). This interference noise, commonly
referred to as ‘modal noise’ by most astronomers, is a subtle but insidious source
of error for high precision Doppler RV measurements.
Modal noise in optical fibers imposes limits on the signal to noise and velocity
precision achievable with any astronomical spectrographs. This is an increasingly
pressing problem for precision RV spectrographs in the NIR and optical that require
both high stability of the observed line profiles and high signal to noise. Many of
these spectrographs plan to use highly coherent emission line calibration sources
like laser frequency combs and Fabry-Pérot etalons to achieve precision sufficient
to detect terrestrial mass planets. These high precision calibration sources often
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use single mode fibers or highly coherent sources. Coupling light from single mode
fibers to multi-mode fibers leads to only a very low number of modes being excited,
thereby exacerbating the modal noise measured by the spectrograph.
It should be noted that, in the context of this thesis, ‘scrambling’ differs from
fiber ‘modal-noise’, which is due to the time-dependent variation of the speckle
pattern produced by the finite number traversing modes within a multi-mode
fiber interfering at the fiber exit boundary (Baudrand & Walker, 2001; McCoy
et al., 2012). Scrambling (as discussed in the previous chapters) refers only to
the decorrelation of fiber output illumination from input variations (i.e. a rearrangement of existing modes), and is a static correction that does not account for
the time variation of both modal power and phase distribution between exposures
caused by the changing internal propagation of light rays. Proper modal noise
mitigation requires a temporal redistribution of modes, commonly achieved through
physical agitation of the fiber (Baudrand & Walker, 2001; McCoy et al., 2012).
This forces the light to populate different modes (including unpopulated ones) with
a large distribution of phases and reduces modal noise by varying the number and
phase distribution of modes per exposure.
While poor scrambling changes the shape of the instrument profile and can
shift its centroid (as described in the previous chapter), the effect of modal noise is
to introduce systematic uncertainty in the instrument profile over time. Both are
detrimental to high-precision RV measurements, though inherently are different phenomenon that do not have a single solution. We emphasize that unlike scrambling,
modal noise mitigation requires a time variable correction, or a perfectly uniformly
populated mode distribution, that cannot be supplied by static octagonal fibers
or the presence of a double scrambler alone. In addition to the scrambling system
described previously, HPF will have a modal noise agitator for its fibers (McCoy
et al., 2012; Roy et al., 2014). We have also deployed new ways of suppressing
modal noise for highly coherent calibration sources, where this effect is exacerbated
(Halverson et al., 2014b; Mahadevan et al., 2014a). These solutions will be discussed
more thoroughly in the following sections.
Broadly speaking, the conditions under which modal noise manifests most
strongly (Rawson et al., 1980) are when:
• A monochromatic source or observed spectrum illuminates the fiber, leading
to higher contrast interference speckles due to the low population of excited
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modes.
• Spatial filtering of the light from the output face of the fiber, due to known
or unknown aperture stops, truncates the illumination.
• Movement, stress or temperature changes in the fiber, wavelength change in
the source, or changes in input illumination that change the distribution of
propagating modes.
All three conditions are present in modern fiber-fed astronomical spectrographs
to some degree, and lead to some manifestation of modal noise in the recorded
spectra (Baudrand & Walker, 2001; Grupp, 2003). All of these factors will place
fundamental limits on the achievable signal to noise of the observed spectrum:
• Calibration light input to the spectrograph is often highly coherent and narrowline width (e.g. laser frequency combs), leading to degraded wavelength
calibration precision even when using sources intrinsically stable at the cm
s−1 level (Ycas et al., 2012).
• Some spatial filtering is always present in any spectrograph, typically caused
either by a slit, image slicers, spatially dependent grating efficiency, vignetting
on the spectrometer optics, variable path-length through prisms, or other
optical elements that truncate or modulate the illumination distribution
exiting the fiber.
• Optical fibers that connect the spectrograph to the telescope focal plane and
will inevitably undergo variable stresses and bends as the telescope slews or
tracks a given target. Temperature changes in the fibers will also cause the
output speckle pattern to change.
While the term ‘modal noise’ traditionally refers to fluctuations in the recorded
intensity, the presence of a finite number of speckles is also a source of noise in
determining the centroid of an observed emission and absorption line, even with no
spatial filtering. Fiber-fed astronomical spectrographs dedicated to high precision
RV surveys are affected by both the limitation in signal to noise and the RV noise.
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4.2 Quantitative assessment of speckle-noise in multimode fibers
As mentioned previously, the maximum number of modes at a wavelength λ
supported by a cylindrical step index fiber of diameter d, and input numerical
aperture NA is given by
1
M=
2

πdNA
λ

!2

.

(4.1)

Figure 4.1 shows the number of modes propagating at each wavelength in a 300 µm
(HPF), 140 µm (ESPRESSO), and 62.5 µm (EPDS) fiber at an input focal ratio
of f/3.65. Most high resolution instruments operate at input focal ratios between
f/3.5 and f/5 to avoid significant amounts of focal ratio degradation (discussed
further in the next chapter).
Following the speckle-noise treatment presented in Goodman & Rawson (1981)
and Lemke et al. (2011), the modal noise limited signal to noise (SNR) of light
exiting the optical fiber is:
ρ
SNR =
ν

s

M +1
,
1 − ρ2

(4.2)

where ρ2 is the fraction of light from the illuminated fiber end incident on the
detector (see Figure 4.2 inset), M is the number of excited modes present in the
fiber, and ν the visibility of the speckle contrast at the fiber output. For highly
coherent narrow linewidth calibration sources it is appropriate to set ν ∼ 1. For
illumination of high resolution spectrographs by less coherent sources (such as
starlight), the expected speckle contrast (or visibility) is lower, leading to modal
noise being less of a problem, though certainly not negligible for the highest precision
measurements that require exceedingly high SNR. For such sources Lemke et al.
(2011) experimentally derive a visibility (ν) ranging from 0.01-0.05. The SNR
approaches infinity as ρ2 approaches 1, implying that the intensity modal noise
is no longer the limiting factor compared to other noise sources like the intrinsic
photon noise. In reality ρ2 is never unity for any astronomical spectrograph, as
some fraction of light is always lost in the system (e.g. due to vignetting on optical
components, slit losses, etc.).
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Figure 4.1. Quantitative comparison of propagation modes in fibers for different RV
instruments on various telescopes. For HPF on the HET, a 300 µm fiber with a 100 µm
slit is used to achieve a resolution of 50,000. For NEID, with a smaller telescope, slower
beam, and smaller fiber, the number of populated modes is significantly lower.

Figure 4.2 shows the corresponding modeal-noise limiting SNR for coherent
input illumination (such as that provided by a laser frequency comb or similar
calibration source), as a function of filling fraction ρ2 for wavelengths of 400 nm
and 900 nm. As expected, the modal noise is significantly higher for the NIR
wavelengths due to the much smaller number of supported propagation modes (M )
in the fiber. Using a slit or an image slicer leads to a lower ρ2 , thereby increasing
modal noise on the recorded spectra. Noise increases even in the case of an ideal
(zero-loss) image slicer with an ideal spectrograph with minimal vignetting. The
speckle distribution on the fiber output is constrained by the need to preserve the
total intensity (Goodman & Rawson, 1981), but no such constraint applies to any
of the individual fiber slices.
It is important to note that signal-to-noise limits is only one manifestation of
modal noise. The stability of the fiber output is equally, or perhaps even more,
important for precision RV spectroscopy. Even with no formal SNR limits, variable
illumination due to changing speckles will place a limit on achievable RV precision
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Figure 4.2. Theoretical modal noise limited signal-to-noise of the NEID fiber (62.5 µm
fiber illuminated at f/4) at different wavelengths. The modal-noise limiting SNR is a
strong function of both wavelength, and filling fraction. Instruments relying on small
fibers and image slicers pose significant performance risks, as the modal noise limiting
SNR will likely set the achievable Doppler measurement floor.

even for systems that do not use slits.

4.3 Solutions for starlight
For science light with low coherence values, periodic mechanical agitation of the
fiber should be sufficient to minimize modal noise effects for the majority of fiber
systems used for RV spectroscopy. The combination of low coherence values, ν <
0.05, and broad bandwidth usually raises the SNR floor above other systematic error
sources (Lemke et al., 2011), ensuring RV measurement errors are not dominated
by modal noise.
For HPF, we will employ a simple mechanical agitation system that periodically
bends the fiber cables during a given exposure. The agitation system is shown in
Figure 4.3. This system demonstrates significant reduction in speckle contrast in
laboratory measurement, as shown in the next section, and efficiently forces light
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Figure 4.3. Prototype mechanical fiber agitator for HPF. A pair of stepper motors
drives a movable platform that the fibers are hard-mounted to. The motors are purposely
driven at different speeds to aid speckle suppression at two different frequencies (in this
case, roughly ∼0.2 and 3 Hz). Fiber bend radii are kept large (>125 mm) during agitation
to minimize potential damage of the fiber cables. For HPF, all three fibers (science,
calibration, sky) are routed through the same mechanical agitator. Figure adapted from
McCoy et al. (2012).

propagating through the fiber to populate a large phase distribution. For starlight,
this additional mode mixing will be sufficient.

4.4 Laboratory measurements
To quantify the effectiveness of various modal noise suppression systems for coherent
calibration sources, we perform an extensive series of laboratory measurements. We
focus on measuring the near-field output of various fiber test cables to gauge the
degree of speckle-suppression in the system. We purposely attempt to solve modal
noise for illumination conditions far more stringent than what is expected for the
actual spectrometer. A narrowband (1 MHz, ν∼1) 1550 nm telecom laser is used to
illuminate all test fibers discussed in the following sections. Laser light is delivered
via a single-mode fiber cable. The combination of red laser (the longest wavelength
in the HPF bandpass is well short of 1550 nm) and SMF delivery ensures we are
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testing the ‘worst-case’ scenario when it comes to speckle interference.

4.4.1 Oscillating diffuser solution
Significant mixing between propagation modes and phase randomization of light
entering the fiber are both required for significant modal noise suppression. To
spatially and temporally vary the illumination distribution incident on the fiber, we
tested coupling light from our laboratory laser to a test fiber thought an oscillating
diffuser. The variable diffuser introduced a time-varying randomization of the
illumination distribution incident on the fiber face.
We purchased an Optotune Laser Speckle Reducer with a specified diffusion
angle of 20◦ and a 10 mm clear aperture. The Optotune consists of a high frequency
(∼100 Hz) oscillating diffuser that both homogenized the fiber input illumination
and randomized the phase distribution of light entering the fiber. Working at
1550 nm also ensures we are probing modal noise at long wavelength, where it is
expected to be worse. We use a single mode fiber (SMF-28) to couple the laser light
through the diffuser and into a four-inch diameter integrating sphere, and use a
Polymicro 200 µm core fiber on the output fiber port of the integrating sphere. The
integrating sphere was purchased from SphereOptics1 , and is the same sphere used
in on-sky demonstrations of laser frequency comb described in Ycas et al. (2012).
The sphere is manufactured using a proprietary form of Teflon that approaches
ideal Lambertian behavior and provides a diffuse reflectance value of 98% across
the visible and infrared. The output of the fiber is re-imaged onto a Xenics InGaAs
NIR camera that records the speckle pattern. The choice of the 200 µm fiber was
driven by availability as well as the fact that the number of modes propagating
in this fiber, when fed at its maximum numerical aperture (NA = 0.22) by the
integrating sphere, is quite similar to that propagating in a 300 µm fiber fed at
f/3.65 (which is the planned fiber for the HPF spectrograph).
Figure 4.4 shows a sketch of the experimental setup as well as an inset image of
the diffuser. The experimental setup allows use of the diffuser with and without
the dynamical motion, removal of the diffuser, and the integration of a mechanical
agitator that is an improved version of one described in McCoy et al. (2012).
As part of our experiment we obtained short integration time (3 seconds) images
1

http://www.sphereoptics.de
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Figure 4.4. Sketch of the experimental layout with image insets showing the diffuser
next to the integrating sphere. Light from the laser is coupled by an SMF fiber through
the diffuser, into the integrating sphere, and into a multi-mode fiber. The near-field
output of the multi-mode fiber is imaged on a laboratory infrared detector. Figure
adapted from Halverson et al. (2014b).

of the modal pattern from the output fiber for five different tests:
1. (A) Direct injection of the light from the SMF fiber to the multimode fiber
2. (B) SMF coupled directly to the integrating sphere, and mechanical agitation
of the multimode fiber
3. (C) SMF coupled to integrating sphere through the diffuser, but no diffuser
motion (static diffuser)
4. (D) SMF coupled directly to the integrating sphere, and hand agitation of
the multimode fiber
5. (E) SMF coupled to integrating sphere through the diffuser, with diffuser
actuated motion (dynamic diffuser)
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Figure 4.5. Images of the spatial distribution of light for (A) single-mode laser directly
coupled to the un-agitated multi-mode fiber, (B) mechanical agitation of fiber, (C) with
static diffuser and integrating sphere, (D) with manual hand agitation of the fiber, (E) with
dynamic diffuser turned on and integrating sphere, and (F) synthetic image constructed
using low order polynomials fit to the previous images to determine underlying noise
floor. Figure from Mahadevan et al. (2014a).
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Figure 4.6. Azimuthally averaged power spectra of fiber near-field images shown in
Figure 4.5. The fit to the power spectrum of the smooth polynomial image is shown as
a black line and sets the achievable floor to modal noise mitigation. The static diffuser
alone does not significantly reduce the higher frequencies, whereas the dynamic diffuser
(coupled with the integrating sphere) reduced modal noise to within a factor of two of
the expected floor. Figure from Mahadevan et al. (2014a)

We explored a number of different modal noise reduction systems, from mechanical agitation (McCoy et al., 2012), to diffusive sources coupled with integrating
spheres (Mahadevan et al., 2014a).
These images are shown in Figure 4.5. As can be seen visually the dynamic
diffuser or hand agitation leads to a significant reduction in speckle contrast
compared to other cases. Figure 4.6 plots the azimuthally averaged power spectrum
of the images, showing the significant reduction in the intensity at intermediate and
high spatial frequencies. Figures 4.5 and 4.6 both show the impact of fringing in the
experimental setup, likely from the detector window, which does not significantly
impact the results. The theoretical floor is set by a smooth fit to the power spectrum
of the synthetic image (Figure 4.5). The dynamic diffuser performs extremely well,
approaching this floor. A specific form of hand agitation at ∼ 1 – 2 Hz with a ∼10
cm fiber bend is also able to approach these levels, but is not highly repeatable and
not a practical alternative for a long term RV survey. Based on these results we
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are confident that the use of dynamic diffusers effectively removes any systematic
based SNR limitation on high resolution spectroscopy even with highly coherent
narrow line sources in the NIR H band, corresponding to a worst case manifestation
of modal noise. It follows that the problem is also effectively solved for any shorter
wavelengths and for less coherent calibration sources.

4.4.2 Effect on radial velocity measurements
While we have shown that the dynamical diffuser significantly reduces the higher
spatial frequencies in near-field image of the fiber output, it is more instructive to
perform an experiment to explicitly gauge the stability of the fiber output under
variable stress loads.
The ultimate metric of concern is, of course, overall illumination stability of
the fiber output. We simulate the RV impact by recording a number of near-field
images images using the 1550 nm laser, the Optotune diffuser, integrating sphere
and an un-agitated 200 µm fiber coupled to the integrating sphere. Image sets were
acquired with the diffuser in the static and dynamic mode. Between each set of
exposures, the fiber bend radius and positions were changed using a mechanical
scrambler (McCoy et al., 2012), and the resulting mode pattern was allowed to
settle into a new equilibrium. No mechanical agitation was present during the
exposures themselves.
We use these images to simulate the case of the HPF spectrograph fiber delivery
system (Roy et al., 2014), which uses a 300 µm fiber fed at f/3.65 with a 100
µm slit at spectrometer input. Our 200 µm test fiber fed at an NA of 0.22, has
roughly the same number of modes as a 300 µm fiber fed at f/3.65. We impose a
scaled digital slit on each of the recorded images and calculate the effective shift in
the centroid position in the ‘dispersion’ direction for each exposure. We use the
expected resolution of the HPF spectrograph (R∼50,000) to translate this centroid
shift into an equivalent velocity shift. Figure 4.7 shows the digital slit used for
these calculations, as well as the resulting RV scatter for the case of the static and
dynamic diffuser.
The results corroborate our experience with coherent calibration sources in the
past (Redman et al., 2012; Ycas et al., 2012) and show that modal noise is indeed
a serious problem for precision RV measurements, yielding an RV scatter of ∼20 m
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Figure 4.7. Measured centroid scatter for images acquired with the integrating sphere
(top), integrating sphere and dynamic diffuser (middle), and with the integrating sphere
and rotating mirror assembly (bottom) discussed in § 4.5. Image insets shows the nearfield fiber speckle pattern, and the region of the image that used to calculate the centroid
shifts. Note that all centroid scatter values correspond to the scatter in a single emission
line in the spectrograph focal plane. Figure from Halverson et al. (2014b).

s−1 even with the use of an integrating sphere and the static diffuser. The dynamic
diffuser significantly reduces this, yielding an RV scatter of only 1.3 m s−1 . We
note that the measurement precision floor for our experiment (including photon
noise and detector systematics) is roughly 0.3 m s−1 .

4.5 Optimum solution for bright calibration sources
While the diffuser system showed significant performance improvements over classical mechanical agitation, visible speckles (albeit at very low contrast) are still
apparent in the fiber output when using this system. Furthermore, the residual
speckle noise at the ∼1 m s−1 level presents a subtle and insidious problem for RV
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calibration sources. Reaching ∼1 m s−1 illumination stability at a single frequency,
as was the case with our measurements using the 1550 nm laser, does not imply
significantly higher precision when averaging over hundreds of frequencies. Speckles
patters in fibers are highly correlated with wavelength. In fact, entire spectrometers
have been developed that precisely measure wavelengths of illumination sources
solely by imaging speckle output of a single multi-mode fiber (Redding & Cao, 2014).
In the context of precision RV spectroscopy, this implies the speckles are tightly
correlated over several nanometer wavelength intervals (which is the typical spectral
grasp of a single echelle diffraction order in a high resolution spectrometer) and
not randomized between wavelengths, meaning the overall measurement precision
does not scale directly with the number of calibration lines used.
Our tests with the diffuser showed that a combination of diffusion, in both
intensity and phase, and beam redirection yielded the highest levels of speckle
suppression. Continuing down this train of thought, we tested several similar
optomechanical couple schemes that all focused on temporally varying the phase
distribution of light incident on the fiber and providing high levels of diffusion.
After much testing, we converged to the optical coupling scheme shown in
Figure 4.8. Light from the 1550 nm laser is coupled to a 300 micron test fiber
through an integrating sphere (similar to the setup for the diffuser tests) that
houses a rotating off-axis mirror. Combining the integrating sphere with a rotating
mirror element (placed opposite to the single-mode fiber illumination port) further
suppresses speckle-induced noise in the fiber output and yields a very stable nearfield illumination (see Figure 4.9).
The rotating mirror periodically redirects the input beam within the sphere,
further increasing the mode mixing in the fiber. This combination of diffusion
and temporal illumination variation has the benefit of not requiring the use of
additional mechanical agitators and can be used with any calibration source, though
is restricted to sources that are bright enough (such as frequency combs and FabryPérot etalons) to yield sufficient flux after considering the losses associated with
the integrating sphere. The rotating mirror system results in a smooth output
illumination that is insensitive to fiber bends, even when using a monochromatic
laser source. The output of the illuminated fiber is stable at the level of our
measurement capabilities (see Figure 4.7) and the output images show no residual
speckling.
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Figure 4.8. Illumination coupling scheme for highest modal noise suppression. Light
from a narrow-band 1550 nm fiber laser is coupled to a 300 micron test fiber through a
NIR optimized integrating sphere. A 45 degree mirror on a motorized rotation stage is
placed opposite to the illumination fiber. This ensures the input beam is periodically
redirected within the sphere during a given exposure, thereby maximizing modal mixing
in the output fiber. Figure from Halverson et al. (2014b).

4.6 Effects of single-mode fiber birefringence on high
precision Doppler measurements
This section details a cautionary note that variable coupling of polarization modes
in single-mode fibers can cause systematic shifts in measured radial velocities for
spectrographs using standard echelle reflection gratings as the primary disperser.
This effect is comparable to classical modal interference in multi-mode fibers, though
it manifests in a more subtle manner. We perform a simple laboratory test to
explore the effects of external stresses on polarization mode coupling by measuring
the output polarization of a commercial SMF illuminated by a weakly polarized
continuum source under external stress. To quantify the magnitude of this effect on
RV measurements, we calculate the effective Doppler shift of a template spectrum
modulated by measured echelle grating response functions for several spectral orders
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Figure 4.9. Top: Near-field images of 300 micron multi-mode fiber illuminated with
a narrow-band (1 MHz line-width) 1550 nm SMF laser. Each image is taken using a
different fiber coupling configuration. In all cases the 300 micron test fiber is illuminated
with an f/3.5 beam, roughly equivalent to the illumination from the HET fore-optics. The
vertical fringe patterns are due to interference at the detector window. Bottom: Intensity
profiles of near field images. The combination of integrating sphere and rotating mirror
produce the smoothest near-field image with no visible speckles. Figure from Halverson
et al. (2014b).

for two different manufactured gratings. We use a linear combination of these
response functions to span a wide range of effective polarizations incident on the
grating. We show that, even for low-level rotation of weakly polarized light, RV
offsets of 10’s cm s−1 are entirely possible for instruments using SMFs. This subtle
effect is not traced with a simultaneous calibration source, and can therefore lead
to insidious systematic shifts in stellar radial velocity measurements. In the era of
extreme precision Doppler spectrometers striving towards 10 cm s−1 precision, this
effect could conceivably dominate measurement error for SMF-based instruments if
not corrected for in analysis.

4.6.1 Introduction
Exploring the use of single-mode fibers in high precision Doppler spectrometers
has become increasingly attractive since the advent of diffraction-limited adaptive
optics systems on large-aperture telescopes. Spectrometers fed with these fibers
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can be made significantly smaller than typical ‘seeing-limited’ instruments, greatly
reducing cost and overall complexity. Importantly, classical mode interference
and speckle issues associated with multi-mode fibers, also known as ‘modal noise’,
are mitigated when using SMFs, which also provide perfect radial and azimuthal
image scrambling. However, these fibers do support multiple polarization modes,
an issue that is generally ignored for larger-core fibers given the large number
of propagation modes. Since diffraction gratings used in most high resolution
astronomical instruments have dispersive properties that are sensitive to incident
polarization changes, any birefringence variations in the fiber can cause variations in
the efficiency profile, degrading illumination stability. Here we present a cautionary
note outlining how the polarization properties of SMFs can affect the radial velocity
measurement precision of high resolution spectrographs. This work is immediately
relevant to the rapidly expanding field of diffraction-limited, extreme precision RV
spectrographs that are currently being designed and built by a number of groups.
This work was done in collaboration with Arpita Roy, who performed much of the
velocity analysis in Section 4.6.4.

4.6.2 Background
As mentioned previously, much attention has been paid to maximizing detection
sensitivity by using optical fibers to deliver light from the telescope to the spectrograph. Typical multi-mode fibers used in current generation ‘seeing-limited’
Doppler instruments have the convenient ability to ‘scramble’ light, producing an
output illumination that is significantly, though not perfectly, decoupled from the
incident flux distribution (Halverson et al., 2015a; Stürmer et al., 2014). However,
these fibers do suffer from mode interference effects which can impose a fundamental
limit on achievable measurement precision if not addressed properly (Baudrand &
Walker, 2001). This has been shown to severely limit both achievable signal-to-noise
on stellar targets (Iuzzolino et al., 2014), and ability to realize the full potential of
coherent frequency calibration sources (Ycas et al., 2012), as mentioned in previous
sections. As precision goals approach 10 cm s−1 , a number of subtle and largely
unexplored instrumental systematics will begin to dominate overall performance
error budgets.
More recently, the use of SMFs for compact Doppler spectrometers has been
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Figure 4.10. Laboratory measurement setup. Light from a weakly (∼10%) polarized
supercontinuum source is coupled into an SMF-28 patch cable. The polarization exiting
the fiber is measured with a MeadowLark PMI-NIR polarimeter as the fiber is physically
perturbed. Figure from Halverson et al. (2015b).

suggested as a method of minimizing instrument size while overcoming many of
these systematics (Crepp, 2014; Schwab et al., 2012). These fibers support only
a single spatial propagation mode and therefore do not suffer from the classical
modal interference effects of MMFs. The output intensity distribution of a SMF
is entirely decoupled from input illumination variations, yielding a fundamentally
stable instrument point-spread function (PSF) with perfect radial and azimuthal
scrambling. These qualities make SMFs an attractive choice when designing
compact, stabilized Doppler velocimeters for instruments on small telescopes (Blake
et al., 2015; Feger et al., 2014), where mode-matching is relatively efficient, and
for larger telescopes with high performance adaptive optics (AO) systems working
near the diffraction limit (Jovanovic et al., 2014; Schwab et al., 2012).
While these fibers can produce a stable and perfectly scrambled output illumination, typical SMFs do support two fundamental polarization modes. Similarly to
MMFs, imperfections and internal stresses in the fiber can lead to variable coupling
between these two polarization modes (Monerie & Jeunhomme, 1980). In SMFs,
this leads to an effective polarization change of propagating light. In fact, a single
fiber cable can very efficiently rotate any arbitrary input polarization to an arbitrary
output polarization, leading to a variable coupling between the two fundamental
polarization modes. As such, stressed single-mode fiber cables are frequently used
as in-line wave-plates for polarization rotation of monochromatic sources (Koehler
& Bowers, 1985).
Here we study the impact of polarization rotation in single-mode fibers on
radial velocity measurements by examining the polarization sensitivity of the
primary disperser (in this case, an echelle reflection grating) used in most Doppler
spectrometers. The purpose of this study is to emphasize the scope and magnitude
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Figure 4.11. Laboratory measurements of stress-dependent polarization mode coupling
in a 2 meter SMF-28 fiber illuminated by a weakly (∼10%) polarized supercontinuum
source. Top: Effective polarization rotation induced by variable twisting of the fiber
cable. Bottom: Bend-induced polarization rotation measurement. In both cases, the
effective polarization angle exiting the fiber varied by 10’s of degrees with minimal stress
applied. Figure from Halverson et al. (2015b).

of this effect, and show specifically how this affects high precision RV measurements.
This is of particular importance since there are several instruments currently being
designed or built that utilize SMF delivery systems, including MINERVA-red (Blake
et al., 2015), iLocator (Crepp et al., 2014), and tests of an extreme precision Doppler
spectrometer for the Subaru telescope (Jovanovic et al., 2014; Schwab et al., 2012).

4.6.3 ‘Modal-noise’ in single-mode fibers
With any fiber-fed instrument, the internal stresses within the fiber will change
as the fiber is perturbed (e.g. due to telescope tracking, temperature variations,
etc.) This variable stress can change the intrinsic fiber birefringence, which alters
the polarization distribution exiting the fiber. The consequences of this variable
birefringence have been studied for interferometric applications (e.g. Anderson
et al. (2014)), as birefringent effects in standard SMFs can degrade fringe contrast
(Kotani et al., 2003), but they have yet to be thoroughly studied in the context of
precision Doppler spectroscopy.
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The goal of this study is to estimate how these birefringence effects propagate to
spectroscopic velocity errors. As such, we do not present a rigorous mathematical
model of fiber birefringence in typical SMFs, as this has been abundantly documented and studied in the literature over the past several decades (e.g. Chartier
et al. (2001); Rashleigh (1983)). Instead, we present a brief summary of the scope
of the problem and the relevance to astronomical spectroscopy.
In SMFs, any stresses induced on the fiber core, e.g. due to variations in applied
pressure on the cable (Sakai & Kimura, 1981), bends (Ulrich et al., 1980), twists
(Smith, 1980; Ulrich & Johnson, 1979), thermal fluctuations (Smith, 1980), or
even variations in external magnetic fields (Rashleigh, 1981), will lead to variable
polarization mode coupling in the fiber core. This variable coupling will, in effect,
rotate the polarization of light propagating through the fiber. Since most SMFs
typically support two polarization modes, this variable mode coupling can lead
to a manifestation of fiber modal noise. For astronomical instruments utilizing
dedicated calibration fibers, any variations in the spectral profile due to variable
polarization will not be traced with a calibration source, as the polarization state is
specific to the source and fiber pair. It is important to note that any polarization
rotation will also have a wavelength dependence, which depends strongly on the
polarization ‘beat length’ of the fiber in question (Filippov, 1990) and the internal
and external stresses applied to the fiber core (Eickhoff et al., 1981).
Polarization-maintaining (PM) fibers have the ability to maintain a single
polarization with a high polarization extinction ratio, but rely on stable and precise
alignment of the incident polarization with the fast axis of the fiber for efficient
mode propagation. This generally requires the incident illumination to be strongly
linearly polarized, which is usually an impractical choice for most astronomical
applications due to the associated efficiency losses.
4.6.3.1

Laboratory measurements

While ample amounts of literature exists that studies the effects of stress-induced
polarization rotation in SMFs (see previous references), we perform a series of
simple laboratory tests to show the magnitude of possible polarization fluctuations
expected from typical stresses associated with astronomical telescope fiber feeds
(namely twists and bends effects) illuminated by a weakly polarized continuum
source, meant to emulate a possible astrophysical target.
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Figure 4.12. Blaze efficiency functions for a variety of echelle orders of a standard
Aluminum-coated Newport R4 echelle grating (MR160) multiplied by high resolution
synthetic G2 spectrum. Blaze efficiency data provided by Newport RGL. Efficiency
response functions for orthogonal polarization states are shown in red and blue. Model
stellar spectra assume R=100,000 instrument resolution and 3-pixel sampling of the
instrument PSF. Discrepancies between blaze efficiency curves and synthetic spectra are
due to continuum suppression in certain spectral regions. Velocity offsets were measured
by modulating the stellar spectrum with a linear combination of both S and P blaze
curves. Figure from Halverson et al. (2015b).

A 2 meter commercial SMF cable (Corning SMF-28) is illuminated by a supercontinuum source that is intrinsically weakly polarized (degree of polarization is
approximately 10%, as measured by our polarimeter). The output polarization
of the fiber cable is then recorded using a commercial PMI-NIR MeadowLark
Polarimeter. An H-band interference filter (1.5 - 1.65 µm) is inserted at the fiber
exit to ensure the illumination bandpass is restricted to wavelengths where the
fiber supports a single spatial mode (1.26 - 1.65 µm). The fiber is coiled onto a
linear translation stage, which allows for a variable stress to be induced in the cable,
and terminated with standard telecommunication FC connectors on either side. A
schematic of the experimental setup is shown in Figure 4.10. The cable is then
perturbed by both translating the linear stage (inducing a mild bend) and twisting
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Figure 4.13. Similar to previous plot, though for a different Newport R4 echelle grating
(MR257). Order blaze efficiencies are multiplied by a synthetic 3000 K, M Dwarf spectrum.
Model spectra parameters are identical to the previous case. Figure from Halverson et al.
(2015b).

the fiber by hand. For twist measurements, the cable was periodically twisted by
hand between 0 and 90 degrees across a 0.5 meter section of the cable. For bend
measurements, the cable was bent between two fixed mounting points, separated
roughly 0.3 meters apart, using a mechanical stage. This varied the overall fiber
bend radius by several inches.
We find that, even for low-levels of added stress, the effective output polarization
angle of light exiting the fiber is highly variable. Measurements of the fiber output
polarization are shown in Figure 4.11. Mild twists and bends of the fiber cable can
induce effective polarization rotations of over 10 degrees.

4.6.4 Impact on measured radial velocities
To estimate the direct effects of polarization variations on measured radial velocities,
we focus on the polarization sensitivity of the primary dispersive element in the
spectrograph: in this case, an R4 echelle grating. We use measured S and P
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polarization curves for two Newport RGL gratings, manufactured with two different
grating masters: MR 160, used on HARPS (Mayor et al., 2003), and MR 257, used
on HPF (Mahadevan et al., 2014a) and CARMENES (Quirrenbach et al., 2014)
instruments, to modulate simulated stellar spectra (see Figures 4.12 & 4.13). The
modulation is a linear combination of different ratios of the measured grating blaze
functions for the two orthogonal incidence polarizations, for a variety of spectral
orders in the visible and near-infrared (NIR).
Model spectra are assumed to be noiseless, and are generated at an effective
instrument resolution of R=100,000. For the MR160 grating, we use a synthetic G2
spectrum (Teff = 5700 K) for radial velocity calculations for four spectral orders
between 350 and 700 nm. For the MR257 grating, where our available data is
centered in the NIR, we use a synthetic M-dwarf spectrum as a stellar template (in
this case a 3000 K BT-Settl model).
The variable blaze modulation due to changing polarization can induce apparent
velocity offsets. On the smallest scale, it can introduce a variable gradient across
individual spectral features, although this is likely a negligible change. Across an
order, it changes the relative chromatic weighting of lines, and shifts the center of
the cross-correlation peak in that wavelength range. Most importantly, it changes
the shape of the aggregate cross-correlation function, and the final determination
of radial velocity from a single observation. These effects are similar to what would
be observed due to variable atmospheric refraction effects (e.g. due to airmass
changes, variations in atmospheric dispersion correction, etc.).
Relative velocity offsets are calculated using weighted mask cross-correlation
method (similar to the methods described in Baranne et al. (1996) and Chakraborty
et al. (2014)) with a custom stellar template mask built specifically for this purpose
for each spectral class considered (approximately G2 and M5). For the latter, telluric
contamination is neglected since a synthetic spectrum is used, but this could be
easily adapted for use with an observed spectrum with a slightly more rigid selection
procedure for mask lines. Velocity offsets at all effective polarization combinations
are then compared to spectra modulated by an ‘unpolarized’ blaze function (average
of S & P ). Spectra for each order were purposely not continuum normalized when
calculating velocity offsets, as the blaze functions contain important information
relating to the weights of various spectral features used for the cross-correlation.
Measured velocity offsets between polarization angles are shown in Figure 4.14.
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Figure 4.14. Calculated velocity offsets for synthetic spectra modulated by polarizationdependent echelle efficiency curves. Wavelengths for each of the four orders are listed on
the right. All velocity offsets are calculated relative to a 45 degree effective polarization
incident on the echelle. Left: Velocity offsets for the MR160 grating using a synthetic
G2 stellar spectrum. Right: Offsets for the MR257 using a synthetic M-dwarf spectrum.
Figure generated by Arpita Roy and included in Halverson et al. (2015b).

We note that effective shifts of several m s−1 are seen between orthogonal polarizations for nearly all measured echelle orders. Even for weakly polarized light,
low-level polarization rotation due to variable mode coupling can still introduce
errors at the 10’s of cm s−1 level. For strongly polarized, coherent sources, such
as laser frequency combs, this effect will be even more pronounced. If not dealt
with, this systematic error could conceivably compromise the exquisite stability
capabilities of dedicated SMF Doppler velocimeters.

4.6.5 Possible Solutions
4.6.5.1

Mechanical agitation

Periodic mechanical agitation of the fiber cable will change the polarization mode
coupling of incident radiation. This method is frequently used to temporally vary the
phase distribution of modes in MMFs, which can significantly reduce classical mode
interference effects (Lemke et al., 2011; McCoy et al., 2012). In SMFs, this agitation
could conceivably ‘scramble’ the effective mode coupling. This could reduce the
effective degree of polarization over typical astronomical integration times, though
may result in an efficiency drop due to increased bend losses depending on the
amplitude and frequency of agitation.
119

It has been shown that using long fiber cables can effectively act as ‘depolarizers’
for strongly polarized sources (Burns et al., 1983; Malykin & Pozdnyakova, 2009),
though likely not at the level required to completely mitigate this issue for precise
RV measurements.
4.6.5.2

Software corrections

In addition, it may be possible to mitigate this effect post factum through continuum
normalization or “deblazing” of the spectrum before calculating RVs. For example,
using the continuum normalization routines included in the REDUCE package
(Piskunov & Valenti, 2002), we are able to mitigate the RV disparity by about an
order of magnitude. Depending on the precision level desired, this might be the
most convenient solution, but will remain sensitive to the normalization procedure,
and might produce RV offsets as the fits to the varying order response functions
change. Additionally, important spectral weighting information, such as absolute
chromatic flux level across a given spectral order, is omitted by dividing by a
estimated blaze function.

4.6.6 Applicability to multi-mode fiber fed instruments
While we have focused entirely on standard SMFs in this study, it is import to note
that the polarization effects discussed here could conceivably affect multi-mode fiber
delivery systems at the cm s−1 level. This is particularly true for instruments using
small diameter, asymmetric core geometry fibers. These fibers can significantly
improve scrambling performance over standard circular-core fibers, but may also
be prone to maintaining measurable levels of residual polarization (Avila, 2014).
HARPS has observed subtle, though measurable, variations in measured blaze
functions at the ∼10−3 level (Piskunov, 2010). While these variations could be
attributed to a number of error sources (such as seeing variations, telescope focus
drifts, airmass variations, etc.), residual polarization in the instrument delivery
fiber could also be a contributing factor, and should be considered along with
more commonly examined sources of variability. Further work is needed to fully
understand and characterize the impact of this subtle effect.
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Chapter 5 |
Focal ratio degradation in optical fibers
Prior to the (now) prolific use of optical fibers as means for delivering light from
the telescope focal plane to astronomical instruments, fibers were seldom used in
the astronomical community, save for a few specific applications. Until thorough
laboratory tests and technical demonstrations on small-scale and prototype instruments had been published and verified (Avila, 1988; Barden et al., 1981; Ramsey,
1988), few astronomical instruments were designed specifically to include fiber
links. Only after the repeated studies of the properties of commercially available
optical fibers, such as absolute efficiencies (Avila, 1988), scrambling properties
(Hunter & Ramsey, 1992), and focal ratio degradation (FRD) (Angel et al., 1977;
Carrasco & Parry, 1994; Ramsey, 1988), to name a few, became available were
these waveguides adopted more pervasively within the community. The steady
improvement in transmission properties combined with the (somewhat) reasonable
costs of high quality industrially manufactured fibers have made these waveguides
incrementally more attractive for a number of astronomical applications.
However, multi-mode fibers are not perfectly cylindrical waveguides. There are
imperfections embedded along the fiber due to the manufacturing process, imperfect
processing and polishing, and external stresses. As these imperfections become
more pronounced, light propagating through the fiber will ‘upscatter’ to higher
order propagation modes, resulting in a larger light-cone exiting the fiber than
initially injected. This effect, also referred to as FRD or NA upscatter, has long
been studied in the context of astronomical spectroscopy (Angel et al., 1977; Avila
et al., 2006; Crause et al., 2008; Ramsey, 1988).
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Because FRD is caused by a variety of different physical phenomena, comparing
results between different studies remains a difficult task. In this section, I summarize
our efforts for quantifying FRD in large-diameter multi-mode optical fibers. We
explore different methods of FRD measurement and fiber processing techniques that
lead to reduced FRD, including specific techniques for polishing and cleaving fiber
ends. These methods and techniques are meant to improve the overall efficiency
specifically of the HPF fiber delivery system, with its relatively large 300 µm fibers,
though are broadly applicable to many astronomical fiber-fed instruments.
Many of the specific techniques and methods outlined in § 5.2.2 were derived in
collaboration with Arpita Roy, who contributed significantly to the fiber end face
characterization process and FRD measurement process. Gudmundur Stefansson
aided with the cleaving and FRD measurements for the spliced fibers explored in
§ 5.4.2.

5.1 Overview
Light entering a fiber with a particular angular distribution, or entrance cone, will
propagate through the fiber (after being coupled to a discrete set of propagation
modes) and inevitably exit with a wider angular spread. The degree of this angular
upscattering is a strong function of, amongst other parameters, the level of stress
encoded in the fiber (both internal and external), the quality of the fiber surface
finish, and intrinsic number of imperfections in the fiber material along the cable.
A cartoon diagram of FRD in an optical fiber is shown in Figure 5.1. In the context
of fiber-fred instruments optimized for a specific delivery focal ratio, this effect will
manifest as an efficiency loss if not accounted for in the downstream optical system.
In the case of high resolution spectrometers, the output fiber focal ratio dictates
both the effective angular size of the fiber, and the beam footprint on the grating.
As such, imperfect preservation of étendue will directly lead to either resolution
or efficiency losses if not accounted for properly. Worse FRD will require larger
optics to maintain the same effective instrument resolution and throughput, which
increases instrument costs significantly.
This universal issue must therefore be characterized extensively for future fiberfed instruments, such as HPF, that demand both high efficiency and high resolution.
Fabricating optical fiber delivery cables with low FRD in a reliable, repeatable
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Figure 5.1. Diagram of focal ratio degradation (FRD) effects in optical fibers. Multimode fibers, due to imperfections in the manufacturing process, imperfect end faces,
and variable stresses, will not conserve étendue (also commonly refereed to as the AΩ
product). This upscattering effect leads to an output beam that is ‘faster’ than the input
beam. The degree of FRD is dictated by the amount of stress on the fiber core, and the
magnitude and number of imperfections throughout the cable, from end-face to end-face.

fashion is therefore crucial for fiber-fed spectrometers.

5.2 Fiber preparation and polishing
To zeroth order, the purpose of a fiber delivery system is to couple light form the
telescope focus to the instrument. To efficiently interface the fiber to the telescope,
specialized fiber termination methods must be used.
Two methods for fiber preparation were explored for this work: polishing, where
a bare fiber is epoxied into a commercial connector and polished with fine lapping
films, and cleaving, where fiber ends are ‘cracked’ with a precision blade that results
in a mirror-like end finish. Both methods have advantages and disadvantages, as
detailed later in this section.
We explored many different fiber processing methods for HPF. The HPF fiber
link has several unique requirements, driven by the desire to maximize throughput
and scrambling performance while minimizing complexity. These requirements
include the need to couple circular and octagonal fibers, inclusion of a doublescrambler that requires both a break in the fiber train and direct contact with the
coupling fiber faces (see Chapter 3), and a robust method of interfacing with the
HET focal plane.
Figure 5.2 shows the flow-down of the techniques used for optical fiber test
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cables made for HPF. A more description of each the major steps outlined in
Figure 5.2 is listed below.

5.2.1 Fiber polishing and connectorization
For a polished fiber cable, we explored a variety of different epoxying techniques,
curing prescriptions and polishing processes. Each connectorization sequence (and
every subsequent permutation) was done in an effort to minimize FRD while
maintaining high throughput and rigidity. The final process that was converged
upon, based on repeated FRD testing, is detailed here:
• The fiber cable is first cut to length with a coarse blade. The bare fiber is
then jacketed with protective tubing (typically 3 mm thick kevlar tubing)
and inserted into a connector assembly. The fiber face is fed through the
connector ferrule until the coarsely cut end of the fiber is 1 – 5 mm proud
of the connector face. For the majority of test cables, we used commercial
FC-PC connectors to terminate the fiber ends (as shown in Figure 5.2c).
These connectors are low cost, and readily available in a variety of sizes
with excellent tolerances (typically 0.5 – 3 µm on the inner connector bore
diameter), making them ideal for prototyping fiber cables. A small amount
of low-stress epoxy, in this case EpoTek 301-2, with a long cure time (48
hours to reach full rigidity), is then applied to the top of the fiber. The epoxy
then slowly seeps down from the top of the protruding fiber into the area
surrounding the fiber at the base, sealing the gap between the inner bore
wall of the connector and the outside of the fiber buffer. This application
process ensures minimal surface area contact between the fiber and epoxy
layer. Minimizing the amount of epoxy used has two benefits: it reduces
the overall polishing time, minimizing risk of damage, and also decreases the
amount of stress applied to the fiber end.
• Once the epoxy is set, the two cable ends are individually polished on a
precision lapping machine similar to the one shown in Figure 5.2d. Several
stages of increasingly fine lapping films are used during the polishing process,
beginning with ‘coarse’ grit silicon carbide films of 5 – 10 µm and ending
with a 0.5 µm ‘final-polish’ Diamond grain lapping sheet. The polishing film
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Figure 5.2. Flowchart of fiber processing and characterization techniques. Both cleaving
(blue) and polishing (orange) processes have advantages and disadvantages (outlined in
the text). Post-processing inspection is done with a FiBO interferometric microscope to
measure the detailed surface properties of the fiber face at the sub-nm level. Finally, the
fiber FRD is measured using the test apparatus described in § 5.3.1 and 5.3.2.
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recipe (i.e. the amount of polishing time spent on each lapping film) depends
on fiber diameter, amount of epoxy applied, amount of fiber protruding from
the connector face, desired surface finish, and luck.
• The polished fiber ends are then inspected visually using handheld microscopes,
and interferometrically with a commercial FiBO inspection microscope. The
FiBO provides full surface reconstruction at the nm level, allowing for a
precise characterization of the fiber face. If the measured surface finish is not
of adequate quality, or of there are easily viewable defects on the fiber face,
the cable end is either re-polished with the finest-grit ‘final-polish’ film (0.5
µm), or scrapped before being re-connectorized.
• Finally, the FRD of the fiber is measured using the techniques described
in § 5.3.1 and 5.3.2. The results of the FRD measurements influenced the
individual steps of the full connectorization process.
Polished, connectorized fibers have the advantage of rigidity, ease of mounting to
larger optical systems, and simplified handling procedures. The use of commercial
connectors allows us to tap into decades of industrial telecommunications heritage
and opens a wealth of available vendors. However, commercial vendors seldom
place any effort in minimizing FRD during the connectorization process, as cables
are generally used for communication purposes and not for spectroscopy-related
applications where minimizing étendue is not necessary, so much care must be
placed in defining the fiber termination process when outsourcing cable development
(see § 5.4)
On average, FRD will generally be worse for connectorized cables when compared
to cleaved fibers. This is a natural artifact of the fiber end termination process;
cleaving the fiber end embeds significantly less stress into the core and cladding
when compared to epoxying and polishing.

5.2.2 Cleaving of large diameter fibers
The second fiber end processing method under discussion is cleaving. During a
cleave, the fiber is scribed from the side while being placed under a constant axial
tension. The fiber then cracks along the plane that is perpendicular to the optical
axis. This cracking process depends heavily on the specific parameters of the fiber
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and cleaver, including (though not limited to) the fiber size and core/cladding
geometry, the tension applied to the fiber during the scribing process, and the
specific type of scribing blade used. Improper cleave settings can result in low levels
of repeatability in surface finish, chips in the vicinity of the cleave point, or even
larger scale imperfections. For cleaved fiber cables, our process (converged upon
after many iterations) is outlined below:
• The bare fiber section is first cut to length with a coarse blade. The ends
of the fiber are then stripped of their protective polyimide buffers using a
commercial coating removal device that uses a high temperature plasma
discharge process to gently remove the buffer material coated on the outside
of the fiber cladding. The protective buffer is applied during the fiber drawing
process, though cannot be easily penetrated with standard cleaving blades.
Much attention must be payed to dialing in the appropriate power parameters
of the plasma stripping process, as applying too much power will burn the
protective coating and encode additional stresses into the cable that will
worsen FRD. Using too low of a power setting will inevitably leave much of
the polyimide intact, leading to blunting of the cleaving blade and inconsistent
surface finishes. In our tests, the optimum buffer stripping results generally
came from power levels of ∼50–70%.
• The stripped fiber ends are then cleaved with a commercial ‘liquid-clamp’
cleaver, which uses a combination of liquid metal crucible (to rigidly grasp the
fiber end), fiber tensioning motors, and a high performance diamond blade to
scribe the side of the fiber under tension.
• Similarly to the polished fiber cables, the FRD of each cleaved fiber is then
measured using the techniques outlined in § 5.3.2.
Cleaved fibers have the advantage of low FRD and excellent surface smoothness
(depending on the cleaving process). However, deriving a cleaving prescription that
results in a smooth, repeatable end-face finish can be quite difficult. Figure 5.3
shows a couple examples of different end face finishes for two fiber cleaves using
similar cleaving parameters (in this case, a slightly different fiber tension was used).
The primary drawback of cleaved fiber cables, from an astronomical application
perspectrive, is delicacy. Extreme care must be taken to not damage the fragile end
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Figure 5.3. Example images taken using the FiBO interferometric inspection microscope.
The top row shows the highest-quality cleave achieved with our cleaver and fiber processing
unit. The interferometric pattern (right column) shows the measured fringes for a single
phase of the FiBO measurement. The high frequency fringes at the cleaving point imply a
slight ‘potato-chip’ finish, the magnitude of which is roughly a two microns peak-to-valley
spread along the surface of the core, though the RMS surface roughness is still <1 nm.
The bottom row shows a typical large-scale chip, or ‘hackle’ at the cleave point. This
fracture renders the fiber unusable, as it leads to non-uniform far-field illumination and
high levels of scattered light.

during handling. This makes cleaved fiber cables impractical for many applications
(see § 5.3.3).
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5.3 Laboratory measurements of FRD
Measuring the amount of FRD in a particular fiber is a relatively straightforward
process. To measure the amount of light exiting the fiber at focal ratios faster than
the injected beam, one must simply measure the far-field illumination distribution
of the fiber. Classically, there have been two primary methods of measuring FRD
in fibers. These two methods are discussed in the following sections.

5.3.1 Full-field method
The laboratory apparatus used to precisely measure the far-field illumination
pattern is similar to to the scrambling measurement setup shown in Figure 3.9 (in
the far-field configuration). The laboratory measurement apparatus used for these
experiments is outlined in Figure 5.4.
An illumination fiber, fed by a broadband continuum source, is collimated with
a simple lens assembly and spectrally filtered with a narrow (100 nm FWHM) notch
filter. A variable iris is placed in collimated space to precisely set the input beam
diameter incident on the imaging lens prior to the test fiber input (the collimated
beam diameter is verified with using a beamsplitter and detector). The known
input beam (fin /Din ) is then injected into one end of the fiber cable under study.
The output illumination of the cable is then recorded with a CCD at a known
distance (fout ), and the power distribution as a function of exit angle is measured.
The degree of FRD in the cable is then inferred from the amount of power exiting
the fiber at numerical apertures greater than the original injected beam.
Example measurements using this method are shown in Figure 5.5. For each
injected beam, a sequence of 10 exposures is taken to record the fiber far-field
output. The 10 images are then averaged prior to analysis to improve recorded
signal-to-noise. The intensity profiles for each averaged image is determined by
integrating the flux distribution within a given radius on the detector (corresponding
to a specific far-field output angle). Each energy profile is then normalized to the
maximum focal ratio accepted by the fiber (roughly f/2.3 for an NA of 0.22, a
typical value for most multi-mode fibers). For a given fiber, a series of measurements
were taken that spanned a variety of input beam focal ratios range from ∼f/2.8 to
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Figure 5.4. Example of ‘full-field’ FRD measurement method. A broadband lamp
is used to illuminate a test fiber with a known injection beam (fin /Din ). The far-field
output of the test cable is then recorded on a CCD at a known distance from the fiber
face (fout ). The amount of FRD introduced by the fiber is measured by calculating
the enclosed energy in the output beam as a function of exit angle. Fibers with low
FRD will have nearly all output intensity enclosed within the numerical aperture of the
originally injected beam. Measurements are altered by varying the aperture of the iris in
the collimated beam, which dictates the input focal ratio incident on the test fiber.

∼f/81 .
In the examples shown in Figure 5.5, two different epoxy curing temperatures
were used to make two separate fiber cables (all other conditions, such as polishing
and processing prescriptions, amount of epoxy used, and room temperature, were
kept the same). The ‘heated’ cure cable demonstrated, unsurprisingly, significantly
higher FRD than the cable that was allowed to cure at room temperature. The
heated cure epoxies harden significantly faster, leading to added stresses on the
fiber core and cladding that remain encoded in the connector.
1

For reference, the HET delivers a f/3.3 beam to fibers in the focal plane.
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Figure 5.5. Examples of ‘full-field’ measurements of focal ratio degradation in test fiber
cables. The top row shows the measured encircled energy distribution for a particular
fiber illuminated with a specific input beam focal ratio. Different colored curves represent
are for different input focal ratios, with each curve ending at the injected focal ratio. The
horizontal bars on the right of each plot show the percent of energy recovered in the fiber
output beam at the injected beam focal ratio. The lower panels show the same data,
though plotted as recovered encircled energy as a function input f -number. Example
FRD profiles of Ceramoptec fibers from Avila (2012) are shown in red for comparison.

5.3.2 ‘Ring’ method
The second commonly method for measuring FRD is the so-called ’ring‘ method
(Carrasco & Parry, 1994; Edelstein et al., 2012; Ramsey, 1988). Light is injected
into the fiber at a single angle in collimated space (see Figure 5.6). The width of
the angular distribution at the fiber exit is then a measured, and used as a proxy
for the degree of FRD (a perfect waveguide that preserves étendue would have a
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output angle distribution that is identical to the input distribution). Figure 5.6
shows an overview of the experimental measurement apparatus used to measure
the output ‘ring’ pattern for a given input beam.
A series of images is recorded for a variety of different input angles (each with
10 exposures spanning three seconds each) and averaged. The resultant images are
then azimuthally averaged about the image centroid, and fit with simple Gaussian
profiles to estimate the ring widths. Figure 5.7 shows example measurements for
two fiber cables (these being the same cables that were measured in ‘full-field’
in Figure 5.5). The effective on-axis zero point is determined by measuring the
incident angle at which the minimum angular spread is achieved in the exiting
beam. This sets the effective zero degree point of the optical axis of the fiber. While
the full-field measurements are typically quicker (do not require more repeated
clocking of the fiber input face), our full-field measurement apparatus requires the
fibers to be connectorized, precluding the measurements of cleaved fibers.

5.3.3 Comparison of polished and cleaved fibers
Figure 5.8 shows the measured FRD of two fiber cables (one cleaved, one connectorized and polished). The cleaved cable demonstrates significantly lower FRD when
compared to a typical polished and connectorized cable. This is entirely expected,
as the cleaving process intrinsically encodes minimal stresses onto the fiber core and
cladding. The removal of the polyimide buffer induces low-levels of added stress,
though pales in comparison to the stresses added by epoxying and cnonnectorizing
a bare fiber end. While Figure 5.8 shows only a single comparison, cleaved fiber
cables have systematically demonstrated better FRD properties. While intrinsically
adding minimal NA upscatter, cleaved fibers do have fundamental disadvantages,
namely: delicacy, irregular surface profile, and inconsistency between cleaves. That
being said, for specific applications or optical systems where mounting or handling of
the bare fiber is not an issue, as is the case with the HPF ball lens double-scrambler
assembly, cleaved fibers do present a distinct FRD advantage over polished cables.
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Figure 5.6. Top: overview of measurement apparatus for FRD ‘ring’ measurements.
An image of the fiber far-field output is recorded for a given collimated beam injection
angle. The width of the output illumination ring traces the amount of NA up-scatter in
the system (wide ring width corresponds to worse FRD), with a ‘perfect’ fiber having
an infinitely narrow distribution of exit angles centered on the incident beam angle. For
shallow angles, the angular illumination distribution is generally wider (FRD is worse for
slower beams). Bottom: image of laboratory setup.
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Figure 5.7. Example of ‘ring’ FRD measurement method. An image of the fiber far-field
output is recorded for a given collimated beam injection angle (θ). The width of the
imaged ring (FWHM) is then estimated with a simple gaussian fit. The width of the ring
relative to the absolute output angle traces the amount of NA up-scatter in the system
(wide ring width corresponds to worse FRD), with a ‘perfect’ fiber having an infinitely
narrow distribution of exit angles about the incident beam angle. The top panel shows a
characteristic output ring for a ‘low’ FRD fiber, while the lower panel shows the output
of a fiber cable with significant stresses incurred on the cable ends.

5.4 Industry collaboration
Astronomical instruments are uniquely sensitive to FRD, while the majority of other
applications are generally immune to these adverse effects. As such, communicating
and and all experimental results and performance metrics with optical fiber vendors
is crucial. Throughout our fiber characterization processes, we routinely interacted
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Figure 5.8. Example comparison in FRD between cleaved (green) and polished (blue)
fiber cables. Gray bars represent the spread in measurements between the two ends of a
single cable end for both termination types (cleaved and connectorized). The cleaved fiber
cables show, as expected, systematically lower FRD than the terminated and polished
cables. Both the absolute FRD and consistency between fiber cable end terminations
improves significantly when injecting with faster beams.

with various optical fiber and fiber cable vendors to discusses future avenues of
cable manufacturing.

5.4.1 Commercially processed fiber cables
To compare our in-house processing capabilities with commercial techniques, we
purchased several optical fiber cables from C-technologies (CTech, a well known
optical fiber cable manufacturer for astronomical applications.) The fibers used in
these cables are identical to those used for our in-house testing (300 µm octagonal
core). A direct comparison of the FRD in these cables is shown in Figure 5.9.
While the polishing finish was significantly higher for the CTech cables (factor
of 2 improvement in surface roughness over cables polished using at PSU), the FRD
was measurably worse than the fibers made in-house. This discrepancy is likely due
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Figure 5.9. Ring FRD measurements for two fiber patch cables processed in house
using polishing and epoxying techniques detailed in § 5.2.1 (red, magenta), and cables
manufactured by C-Technologies (green, blue). Both cables used the same 300 µm
octagonal fibers. The cables assembled by CTech show significantly worse FRD properties,
likely due to the choice of epoxy and polishing process.

to the use of different epoxies and connectors. Faster-cure epoxies induce significant
stresses on the fiber core, and larger inner-bore diameter fiber connectors allow
more epoxy to surround the fiber.

5.4.2 Future work: commercially spliced fiber cables
Of critical importance to the HPF fiber train is the use of different core-geometry
fibers. As depicted in Chapter 3, the use of both circular and octagonal core fibers
increases the scrambling capabilities of the system significantly over one geometry
alone (nearly a factor of two based on our laboratory measurements, with other
groups demonstrating similar performance gains (Stürmer et al., 2014)). As such,
a circular to octagonal core fiber interface must occur at some point along the fiber
train.
There are two viable methods of coupling fiber of different core geometry for
HPF. One being to connectorize and polish both the octagonal and circular fiber
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ends with standard telecommunications-style fiber ferrules, the other being to splice
the two fibers together, thereby fusing the two cores. The former technique incurs
significant FRD penalty, as the connectorization process require both epoxy and
polishing (each of which induces stresses on the fiber faces). The latter method
results in a low-stress fusing of the two fibers, though does decrease the rigidity of
the fiber at the splice point, increasing risk of damage.
We have collaborated closely with 3SAE Technologies Inc, a well known manufacturer of commercial fiber processing devices, to test the FRD properties of
large-diameter (∼300 µm) spliced fibers. We were particularly interested in gauging
the FRD incurred (if any) by splicing octagonal and circular fibers together, as
this is directly pertinent to the HPF fiber feed, as well as gain intuition about the
delicacy of the splice points (this will influence how the spliced area is shielded).
3SAE graciously offered to fabricate a series of fiber cables that contained octagonal
and circular splices (and various permutations thereof). Fibers used for splicing
are identical to the HPF fibers (312 µm circular core, 300 µm octagonal core).
FRD measurements for a sample of spliced fiber cables are shown in Figure 5.10.
Each cable was cleaved at the end face using the same techniques outlined earlier
in the chapter, and the final cables measured roughly 30 - 60 cm in length. The
splice points were left uncoated, so much care was required to not fracture the
delicate splice point during testing. We found, for the three cables that were
tested (one reference cable, two spliced cables), the FRD was slightly higher for the
spliced fibers. Significantly more testing must be done before concrete inferences
are established, though this preliminary result is not unexpected based on the
splicing process.
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Table 5.1. Properties of spliced fiber cables with measurements shown in Figure 5.10.
LCC: Liquid Clamp Cleaver, LDS: Large Diameter Splicer

Splice #

Fiber configuration

Notes

1

circular – circular

Cleaved and spliced at 3SAE,
using LCC and LDS2.5 splicer,
cleave angles of 0.32o & 0.4o

2

octagonal – circular

Cleaved and spliced at 3SAE,
using LCC and LDS2.5 splicer,
clean angles N/A.

Reference cable

octagonal

No splice. Stripped and
cleaved at PSU using LCC,
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Figure 5.10. Ring FRD measurements for several cleaved fiber cables, two of which
were spliced with a commercial large-diameter fiber splicer. All three fiber cables were
cleaved using our in-house liquid clamp cleaver and the processing prescription outlined
in § 5.2.2. A single cleaved octagonal fiber cable (un-spliced, plotted as square symbols)
was measured as a concrete FRD reference. Each cable had FRD properties measured in
both directions (hence the two sets of curves for each). We find the spliced fiber cables
have somewhat worse FRD properties relative to our monolithic cable, though further
study must be done to gauge the repeatability and rigidity of these splices.
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Chapter 6 |
The Habitable-zone Planet Finder
calibration system
This section describes the optomechanical design of the Habitable-zone Planet
Finder calibration coupling system. The HPF calibration system is used to inject
light from a wavelength calibration source into the various channels of the HPF
spectrometer, with the primary purpose being to couple light from a specific calibration source into the calibration fiber entering the spectrometer. This calibration
light is used to derive absolute wavelength solutions for recorded spectra and to
precisely track intrinsic instrument drift. Without an intrinsically stable calibration spectrum, discerning astrophysical Doppler shifts from instrument-related
systematic noise sources would require an impossibly stable spectrometer.
Our calibration system incorporates several new technologies, including many
optical and mechanical systems discussed in previous chapters, developed specifically
to improve the achievable measurement precision of the HPF spectrometer. The
system must also provide precise flux matching capabilities between the science
and calibration channels, minimize modal noise effects in both the science and
calibration fibers, and have the ability to couple light from an arbitrary calibration
source into both the primary HPF science fiber and the dedicated calibration
fiber. Much of the design work presented throughout this chapter was done in
collaboration with Eric Levi, the HPF principle engineer. The majority of this
material was published in Halverson et al. (2014b).
This system is still under development, so the majority of this chapter discusses
the current work in progress. Some details of the optomechanical design are still
being honed, such as the integrating sphere - fiber coupling scheme presented in
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§ 6.2.2, though the majority of the system design is finalized.

6.1 Calibration sources
HPF will use a suite of wavelength calibration sources to accomplish a wide array
of science goals. The primary calibration source for high precision radial velocity
measurements will be a broadband optical frequency comb, discussed briefly in a
previous chapter, that is currently under development by collaborators at NIST
Boulder. The LFC produces a dense grid of emission features, each stable at the
cm s−1 level Ycas et al. (2012), across the majority of the HPF bandpass (0.8 –
1.3 µm). The frequency comb will be supplemented by a suite of hollow-cathode
emission lamps (namely U-Ne and Th-Ar) for more coarse calibration, broadband
tungsten lamps for flat-fielding and order tracing in the focal plane, and a custom
broadband Fabry-Pérot etalon.
Figure 6.1 shows a quantitative calculation of photon-limited calibration precision, similar to the calculations shown in Figure 2.5, of the several sources to be
regularly used for wavelength calibration on HPF, ranging from custom photonic
solutions (LFC, Fabry-Pérot etalon) to the more classical atomic lamps (U-Ne,
Th-Ar). Line-lists from Kerber et al. (2008) and Redman et al. (2011) were used to
generate synthetic spectra of Th-Ar and U-Ne, respectively, and the photon-limited
velocity precision calculations directly follow the methods presented in § 2.1.5 and
in Bouchy et al. (2001). The Th-Ar and U-Ne lamps will be used during HPF
commissioning, prior to the scheduled LFC delivery date, and during times when
the comb is unavailable. The lamps will also be used for applications requiring only
course velocity precisions (>3 m s−1 desired precision).

6.2 Opto-mechanical design
A top-level overview of the HPF calibration coupling system design is shown in
Figure 6.2. The calibration system is built around an octagonal calibration source
mount, inspired heavily by the CARMENES calibration unit design (Quirrenbach
et al., 2012), that houses a suite of calibration lamps and optical fiber collimators.
Each of the eight ports on the octagonal structure houses an individual calibration
source and appropriate collimation optics.
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Figure 6.1. Theoretical photon-limited velocity precision (Bouchy et al., 2001) comparison of NIR wavelength calibration sources for each echelle diffraction order in the HPF
bandpass. Simulations assume a spectral resolution of 50,000, three-pixel sampling of
the instrument point-spread-function, and a signal-to-noise peak of 200 in the extracted
spectrum. Overall precisions when combining all orders are represented by the thick lines
on the right of the plot. The dense, uniform forest of evenly spaced features produced by
the LFC and Fabry-Pérot sources yield significantly better measurement precisions than
the atomic lamp sources. Figure adapted from Halverson et al. (2014b).

A more detailed solid-model rendering of the calibration system is shown in
Figure 6.3. The majority of components (other than the octagonal source mount)
are commercially available, off-the-shelf products from a variety of vendors. All
components are combined on a single 2’ x 3’ optical bench that will be placed in
the HET basement in the ‘calibration’ room adjacent to the HPF spectrometer
enclosure.

6.2.1 Source octagon
The octagonal source mount is loaded with a series of calibration lamps (including
backups and ‘masters’), continuum sources (for flat-fielding and order tracing), and
photonic sources (LFC, Fabry-Pérot). Figure 6.4 shows an exploded view of the
octagonal source mount. The hollow cathode lamps are mounted in a commercial
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Figure 6.2. Optomechanical design concept of HPF calibration system. Light is coupled
to two separate multi-mode fibers through a simple injection system that mimics the
input beam from the telescope. An off-axis mirror is inserted into the integrating sphere
opposite to the illumination beam and rotated using a DC motor. The rotating mirror
scrambles the fiber mode distribution and significantly decreases the phase coherence of
light entering the fiber. A neutral-density (ND) filter wheel set is used to match flux
levels of the calibration light with starlight entering the science fiber. Figure adapted
from Halverson et al. (2014b).

lens-tube housing that rigidly secures the lamps in place and collimates light emitted
from the HCL filament into a ∼25 mm beam. The HCL mounts are comprised of
mostly off-the-shelf components, and can be swapped with relative ease. Figure 6.5
shows our HCL mounting assembly design.
The LFC will placed on a dedicated optical bench, also located in the calibration
enclosure in the HET basement adjacent to the HPF spectrometer enclosure, that
will deliver light from the comb to the octagonal source mount via a single-mode
fiber. Similarly, filtered continuum light exiting the Fabry-Pérot etalon will also
be delivered via an SMF cable. Both sources will have individual mounting slots
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on the octagonal block, and use identical tube couplers. Light exiting the SMFs is
collimated with an off-the-shelf achromat lens pair in a similar fashion to the HCLs.
Figure 6.6 shows an exploded view of the fiber-based couplers for the octagonal
mount used for both the LFC and Fabry-Pérot sources.
At the center of the octagonal source mount is a rotating mirror which selects
one of eight calibration slots to feed the HPF fibers. A 45o elliptical mirror at the
center of the octagon is mounted to a precision rotation stage (see Figure 6.4) that
is accessed remotely with a commercial controller, which will interface directly with
the HPF instrument control system. A thick aluminum baffle surrounds the 45
degree mirror, ensuring minimal stray light contamination from other calibration
sources during operation. Excellent baffling is particularly important when using
HCLs, as each lamp will require a ‘warm-up’ period before reaching a stable
equilibrium.

6.2.2 Fiber coupling
After the octagonal source mount, a pair of neutral density (ND) filter wheels is
used to precisely match flux levels between the science and calibration channels.
Collimated light exiting the octagonal source mount is passed through both filter
wheels, each housing a variety of ND filters, to maximize achievable dynamic range
and yield very fine control of absolute flux levels. The remaining light is then
focused into an integrating sphere, reflected off a rotating mirror, and coupled into
the primary calibration fiber. This rotating mirror and integrating sphere assembly,
as described previously in § 4.5, provides the requisite modal noise suppression for
the calibration fiber.
A second fiber, addressable via a motorized flip mirror, is used to couple light
from the calibration bench to the HET field calibration unit (FCU, Lee et al.
(2012)). The FCU injects calibration light from a variety of sources into the HET
prime focus image plane. This additional fiber (labelled as ‘HET FCU fiber’ in
Figure 6.4) is essential to maintain the long-term performance of HPF as this is
the only method of illuminating the primary HPF science fiber with calibration
light. This fiber will be used somewhat infrequently (e.g. at the beginning and
end of each night), and provides a direct measurement of fiber-fiber velocity offset
between the science and calibration channels. Periodically calibrating the absolute
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velocity offset between the science and calibration channels will ensure long-term
differential instrument drift is tracked precisely over the lifetime of the instrument.

6.2.3 Optical double-scrambler
The calibration bench will also house the HPF optical double scrambler assembly.
The HPF fiber feed will include a ball-lens double scrambler system mounted in
a precision machined v-groove block. This scrambler design is nearly identical to
the v-groove design described in § 3.6, though includes a total of 8 fiber and lens
pairs (three science fibers, three sky fibers, and two calibration fibers) for added
redundancy. It is important that the sky fibers and calibration fibers be scrambled
in the same manner as the science fibers, as any illumination differences between
the three channels will yield different effective PSFs. A schematic of the HPF
double-scrambler mount is shown in Figure 6.7. The 8 groove stainless-steel block
will be machined in a similar fashion to the prototype unit described in § 3.6.
Stable illumination is crucial for the sky fiber. Passing the sky fiber through a
double scrambler ensures the telluric spectrum and bright OH emission lines have
fundamentally stable PSFs. This (ideally) enables repeatable, precise subtraction
of bright OH lines that blanket the NIR region.

6.2.4 Mechanical agitator
The HPF calibration system will include a mechanical fiber agitator to suppress
modal noise in the sky and science fibers. This agitator is identical to the device
discussed more thoroughly in § 4.3. All three fibers (science, calibration, sky) will
be fed through the agitator. Agitating all three fibers is crucial for matching FRD
between the different channels. This ensures each channel presents the spectrometer
with a similar far-field illumination distribution.
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Figure 6.3. 3D Renderings of HPF calibration system. All components will mount to a
2’ x 3’ optical breadboard. The majority of optomechanical parts are commercial off-theshelf products. Figure adapted from Halverson et al. (2014b). Solid model provided by
Eric Levi.
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Figure 6.4. Top: Octagonal calibration source mount exploded view. A rotating mirror
assembly at the center of the octagonal block selects a particular source to illuminate the
HPF fibers. Individual sources are housed in light-tight mounts (shown in Figures 6.5
and 6.6). The combination of octagonal mounting scheme and simple rotating mirror
assembly allows for simple, repeatable switching between individual calibration sources.
Bottom: Image of machined octagonal mount with anchoring brackets. Solid model
provided by Eric Levi.
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Figure 6.5. Hollow cathode lamp mount for HPF calibration system. The lamp mount
contains fixture set screws to hold the lamp in place and a near-infrared collimating lens
assembly. Top: exploded view of the solid model highlighting individual components.
Solid model provided by Eric Levi. Bottom: Image of an example assembled unit. The
beam exiting the lamp mount is ∼25 mm in diameter.

Figure 6.6. Fiber-source coupling tube for the source octagon on the HPF calibration
system. Light exiting the fiber cable (originating from the frequency comb, Fabry-Pérot,
or fiber-based flatfield lamp) is collimated with a simple achromat doublet lens before
being sent through the rest of the calibration system optics. Solid model provided by
Eric Levi.
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Chapter 7 |
A comprehensive Doppler error
budget for next generation, extreme precision spectrometers
We describe a detailed radial velocity error budget for the NASA-NSF Extreme
Precision Doppler Spectrometer instrument concept NEID (NN-explore Exoplanet
Investigations with Doppler spectroscopy). Such an instrument performance budget
is a necessity for understanding the achievable performance of next generation
exoplanet Doppler spectrometers, where no single source of instrumental error is
expected to set the overall measurement floor. Rather, the overall instrumental
measurement precision is set by the contribution of many individual error sources.
We use a combination of numerical simulations, educated estimates based on
published materials, reasonable extrapolations of physical models, results from
laboratory measurements of spectroscopic subsystems, and informed upper limits
for a variety of error sources to identify likely sources of systematic error and
construct our global instrument performance error budget. While natively focused
on the performance of the NEID instrument, this modular performance budget
is immediately adaptable to a number of current and future instruments. Such
an approach is an important step in charting a path towards improving Doppler
measurement precisions towards the levels necessary for discovering Earth-like
planets.
Ryan Terrien co-wrote and performed the majority of calculations used to derive
estimates for the error terms listed in § 7.1.1.3, § 7.1.5.1 and 7.1.6.
Arpita Roy simulated the effects of variable sky background and atmospheric
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dispersion to estimate the error terms detailed in § 7.1.4.2 and 7.1.7.2. She also
contributed the text for 7.1.7.2. Chad Bender also aided significantly in the
estimation of sky background contribution to the overall error.
Guðmundur Stefánsson performed calculations to infer the thermal sensitivity
of the echelle diffraction grating (§ 7.1.1.1), and estimated the long-term effects of
the Zerodur aging on the overall RV precision (§ 7.1.1.6).
Sharon Wang provided the text and performed the detailed micro-telluric
simulations shown in § 7.1.7.1. This simulation will be included in her thesis work
and will be published in an upcoming journal article.
Jason Wright wrote the text and provided the estimate of error contribution
due to imperfect barycentric correction described in § 7.1.8.
The majority of this material was published in Halverson et al. (2016).

7.1 Technological hurdles for next generation Doppler
spectrometers
We base our radial velocity error budget calculations on the thorough and comprehensive systems engineering approach of Podgorski et al. (2014), though we consider
many additional error sources for NEID such as more specific thermo-mechanical
terms (§ 7.1.1), detailed illumination sensitivity studies (§ 7.1.2), and a more
specific characterization of external errors specific to the WIYN telescope (§ 7.1.4).
Figure 7.1 shows all individual terms that feed into our final single-point RV measurement error. Error sources are from the spectrometer, wavelength calibration
process, telescope and guiding system, and the Earth’s atmosphere. Many terms
are traced by the dedicated NEID calibration fiber (listed as ‘calibratable’), while
others are not (listed as ‘uncalibratable’). We conservatively assume that 25%
of the calibratable errors are left uncorrected, and combine these in quadrature
with 100% of the uncalibratable errors. We show that, even in the event that
this percentage is a significant underestimate, the overall budget is generally not
dominated by calibratable terms. The different colors used in Figure 7.1 trace
the degree of constraint on individual error terms. Well characterized or modeled
terms are shown in green, while moderately constrained terms are highlighted in
yellow. Error sources shaded in red are more poorly constrained, and will require
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further study to reach a more accurate assessment of actual contribution to the
measurement floor.
Some specific noise sources are correlated: these errors do not combine in
quadrature and we compensate by holding conservative estimates in these cases.
We estimate the final, single-epoch, instrument-limited baseline RV precision error
to be ∼27 cm s−1 for NEID (excluding astrophysical noise sources). We justify the
magnitude of individual terms in the subsections below, and this drives many of
our performance requirements on external systems (e.g. telescope guiding precision,
spectrometer room environmental control, etc.). Fractional contributions to the
total error budget are provided in Figure 7.1, separated in various basis groups. This
comprehensive error analysis is essential if NEID is to meet its bold precision goal,
and also shows a credible, albeit daunting, path towards 10 cm s−1 through future
mitigation and characterization of certain instrumental effects and suppression of
external errors.
The following subsections describe each individual error term in detail and summarize the methods, calculations, or reasoning used to derive individual estimates
of error budget contribution.

7.1.1 Thermo-mechanical error sources
Variations in the spectrometer environment, such as temperature variations, pressure
changes, and external physical perturbations will all adversely affect the achievable
measurement performance. The direct impact of these ‘thermo-mechanical’ error
sources is difficult to accurately model in the context of Doppler measurement
precision, though these sources can be broken into many discrete error terms.
To estimate the influence of thermal perturbations on RV measurement performance, we adopt a reduction factor of 200 between temperature variations in
the spectrometer room (of order ±0.2 K) to expected variations inside the NEID
vacuum vessel during standard operation (<1 mK). This factor is based on extensive lab testing with the HPF vacuum chamber (Hearty et al. (2014)), where we
routinely achieve a reduction factor of 20 between the outside and inside of the
vacuum vessel and an additional factor of 10 after installing a thermal enclosure
around the vacuum vessel to further dampen room variations. We have already
demonstrated temperature control of the optical bench and radiation shield at
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Total NEID instrumental error budget: 27.0 cm/s
Instrument (uncalibratable):
15.1 cm/s (30.6%)

Calibration source (uncalibratable):
11.5 cm/s (18.7%)

25%

Fiber & illumination: 8.7 cm/s
Calibration source modal noise

2.5 cm/s

Continuum modal noise

2.5 cm/s

Near-field scrambling

3.5 cm/s

Far-field scrambling

5.0 cm/s

Stray light

5.0 cm/s

Polarization

2.0 cm/s

Detector effects: 7.1 cm/s

Calibration accuracy: 5.7 cm/s

Instrument (calibratable):
11.2 cm/s (1.1%)

3.5 cm/s

Thermal stability (cross-disp.)

3.0 cm/s

Thermal stability (bench)

3.0 cm/s

External errors (uncalibratable):
18.7 cm/s (49.6%)

Vibrational stability

2.0 cm/s

Calibration process: 10 cm/s

Pressure stability

<0.1 cm/s

Software algorithms

5.0 cm/s

LN2 fill transient

1.0 cm/s

5.0 cm/s

Zerodur phase change

5.0 cm/s

1.0 cm/s

Exposure midpoint time

1.0 cm/s

Coordinates and proper motion

1.0 cm/s

Reduction pipeline: 10 cm/s
Software algorithms

10 cm/s

4.0 cm/s

Thermal stability (grating)

Readout thermal change

Algorithms

4.0 cm/s

Thermo-mechanical: 7.8 cm/s

Charge transfer inefficiency

Barycentric correction: 1.7 cm/s

Stability
Photon noise

Detector effects: 8.1 cm/s
Pixel inhomogeneities

1.0 cm/s

Electronics noise

1.0 cm/s

Stitching error

3.0 cm/s

10 cm/s

Telescope: 12.2 cm/s
Guiding

scrambling

ADC

6.9 cm/s

Focus

5.0 cm/s

Windshake

8.0 cm/s

CCD thermal expansion

2.0 cm/s

Readout thermal change

5.0 cm/s

Micro-telluric contamination

10 cm/s

Charge transfer inefficiency

5.0 cm/s

Sky fiber subtraction

10 cm/s

Atmospheric effects: 14.1 cm/s

Figure 7.1. Our global NEID error budget table showing individual error contributions
from all noise sources described in the text. Major subsystems are broken out in subfields with individual contributions to the total error budget listed next to the system
labels. Furthermore, all terms are separated using ‘calibratable’ and ‘uncalibratable’
tags. Calibratable errors are traced by the calibration source, while uncalibratable terms
are not. Color codes for each term indicate level of detail in constraining particular
error contributions, with well understood (green), moderately constrained (yellow),
and more poorly constrained (red) terms listed. The final, single-point measurement
precision is derived by combining uncalibratable and calibratable errors in quadrature.
We conservatively assume 25% of the calibratable errors are left uncorrected in the
velocity measurement.

the <1 mK level with the HPF vacuum chamber, which is nearly identical to the
NEID chamber, operating at NEID’s temperature setpoint (see Figure 7.2, implying
these limits are all likely conservative. This factor of 200 is already sufficient for
NEID project requirements, but is further improved upon in our design with a fully
sealed thermal enclosure and a tighter packing of resistive heaters (compared to
the HPF design) to better regulate the temperature of thermal shield surrounding
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Figure 7.2. Demonstrated thermal control precision of ‘warm’ HPF cryostat at NEID
operating temperature showing individual control channels (top) and achieved thermal
stability on the optical bench (bottom). Sub-miliKelvin control is readily achievable in
this system, significantly mitigating thermal-induced RV errors. Figure provided by Paul
Robertson, to appear in Robertson et al. 2016.

the spectrometer optics.
7.1.1.1

Thermal stability of dispersers

Temperature variations change will change the effective length of the echelle grating,
even for gratings written on low-expansion substrate materials. This minute length
variation will change the effective groove spacing on the active grating surface,
leading directly to spectral shifts in the focal plane of the instrument. For a 200 x
800 mm, 31.6 groove/mm R4 echelle grating (a common choice for high resolution
Doppler spectrometers) on a pure Zerodur substrate, assuming a highly conservative
CTE value for Zerodur of 0.4 ppm K−1 at 300 K, a 1 mK temperature change
corresponds to a 1.2 cm s−1 equivalent spectral shift in the spectrometer focal
plane. We have specifically selected class 0 Zerodur for the NEID echelle substrate
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material, so we expect the CTE to be significantly lower (of order 0.01 ppm K−1 )1
for our grating at the 300 K nominal operating temperature of NEID.
In addition to the primary disperser, the transmission properties of the large
NEID prism cross-disperser (approximately 360 mm in base length, 260 mm in
height) will also change with temperature. Thermal variations will change both
the shape and refractive index of the large PBM2Y prism, though the bulk of
this change (by definition) shifts the spectrum in the cross-dispersion direction.
We simulated the effects of a 1 mK temperature change (single step change) in
Zemax and find it contributes ∼1 cm s−1 mK−1 drift in the dispersion direction.
The significantly larger sensitivity in the cross-dispersion direction will contribute
minimal additional error to the RVs, assuming a reliable order trace, sufficiently
repeatable extraction routines, and a well characterized detector. The thermal
effects from both dispersive elements (grating and prism) are traced with the NEID
calibration fiber.
7.1.1.2

Thermo-elastic stability

This term accounts for the thermo-elastic nature of the optical bench and optical
mounts. As the NEID aluminum optical bench and mounts expand and contract
with thermal fluctuations, the recorded spectral features will systematically shift in
the focal plane. As a zeroth order test, we expanded the optical bench in Zemax
assuming a 1 mK thermal ‘step’ and directly measured the effect on individual
spots in the NEID focal plane by comparing the ray traces before and after the
temperature was increased. This simplified analysis does not take into account
detailed optical mounting fixtures, but does provide a reasonable estimate of
expected error contribution. Effective centroid shifts of individual spots traced to
the focal plane are shown in Figure 7.3, showing minimal sensitivity to DC thermal
offsets at the ∼1 mK level.
For small changes in temperature, the shifts are approximately linear when
averaged over the entire detector (with a 1 mK change corresponding to roughly 1
cm s−1 in the dispersion direction, excluding the thermal sensitivity of the dispersive
elements). This assumption of a uniform step in temperature represents a highly
simplified model, though is a reasonable approximation when high conductivity
1

CTE values from Schott product page (June 2016): http://www.schott.com/advanced_
optics/english/download/schott_zerodur_katalog_july_2011_en.pdf
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Figure 7.3. Simulated NEID focal plane displacements for a 1 mK DC temperature
offset for all optical and mechanical components. Arrows trace magnitude and direction
of centroid shifts of sampled image points in the focal plane. The excellent image quality
and symmetric aberration distribution encoded in the NEID optical design minimizes
sensitivity to thermal fluctuations at the mK level.

materials, such as Aluminum, are used for the optical bench and optic mounts
(as is the case with both HPF and NEID). The use of such materials minimizes
gradients along the optical bench and mounts, resulting in isothermal heating or
cooling during thermal transients.
7.1.1.3

Vibrational stability

External vibrations will displace optical components to some extent. Any differential motion between components will direcly impact achievable measurement
performance. Vibration dampening technologies, such as active isolation legs and
156

Figure 7.4. Measured North-South, East-West, and vertical acceleration spectrum
of WIYN floor in telescope basement (sold lines). Dashed lines are the same spectra
modulated by the expected attenuation added by commercial isolation legs. The addition
of the active damping legs will improve the stability of the NEID optical bench significantly,
particularly at higher frequencies (>10 Hz).

passive mechanical decoupling joints, will significantly reduce the net vibrations
felt by the instrument optical bench. Translating the expected vibration spectrum
felt by the spectrometer to an estimate of performance degradation can be difficult,
though we have attempted a simple ‘worst-case’ study here.
For NEID, the vibration spectrum felt by the optical bench will be that of the
room, modulated by an active vibration damping system. We used the measured
vibration spectrum measured of the WIYN instrument room floor2 and applied
the suppression spectrum of typical commercial air legs (in this case, we used the
dampening spectrum of a commercial Minus-K Newport isolator series) to calculate
a total integrated (NS/EW/vertical) acceleration of ±10 µg. Figure 7.4 shows the
measured and attenuated vibrational power spectra at the WIYN spectrometer
room. Conservatively mapping this entire added acceleration to a corresponding
deformation at the center of the optical bench, we measure an effective shift in
2

WIYN spectrometer room acceleration data from (Jan 2016): http://www.wiyn.org/About/
wiynEPDS.html
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Figure 7.5. Measured long-term pressure stability of HPF/NEID cryostat under full
vacuum. The exquisite levels of vacuum stability reduce pressure-related RV errors due
to refractive index changes to <0.1 cm s−1 under standard operating conditions. The
periodic spikes in pressure are likely due to small bursts of outgassing materials within
the chamber, though are quickly suppressed by the charcoal getter system.

the spectral direction of ∼1 cm s−1 . This simplified model conservatively assumes
that the detector assembly moves independently from the rest of the optical train,
meaning this is likely an upper-limit for this particular error contribution.
7.1.1.4

Vacuum chamber pressure stability

Pressure variations within the instrument vacuum chamber will change the effective
refractive index of the medium surrounding the spectrometer optics. This directly
leads to (calibratable) shifts in wavelengths of recorded spectra. The NEID vacuum
chamber design, drawing from significant heritage with the HPF and APOGEE
chamber designs, enables an absolute pressure of <1 µTorr to be maintained over
many years of operation. Based on extensive measurements with the APOGEE
(Wilson et al., 2012) and HPF cryostats (Hearty et al., 2014), we expect short-term
(24 hour) variations of <0.01 µTorr under standard operating conditions, translating
to a calibratable 0.05 cm s−1 velocity shift due to refractive index changes of the
residual medium inside the vacuum chamber. The measured pressure stability
within the HPF vacuum chamber is shown in Figure 7.5.
The inclusion of a non-evaporable getter and ion pump in the HPF vacuum
chamber (nearly identical to the NEID chamber design) maintained a steady vacuum
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at the <0.1 µTorr level, effectively eliminating any refractive index changes at
measurable levels. We conservatively assign an error of 0.1 cm s−1 to account for
both short and long-term (multi-year) pressure gradients over the lifetime of the
instrument.
7.1.1.5

LN2 fill transient

NEID will use liquid nitrogen (LN2) to cool both the detector assembly and the
specialized charcoal getters. These getters are essential for maintaining high quality
vacuum, as they act as natural absorbers (when cooled to cryogenic temperatures)
for residual molecules penetrating the seals used along the chamber walls. The
saturation temperature of the LN2 coolant will vary by ±0.2 K in accordance with
local fluctuations in the external barometric pressure, introducing a mild thermal
transient during each cryogen reservoir filling cycle. During the requisite daily
cryogen fills, the introduction of slightly warmer LN2 under pressure will introduce a
brief temperature transient into the LN2 tank and detector cold finger. To minimize
this source of variation, NEID will have a permanently installed back-pressure
regulator to keep the LN2 in the instrument under a constant pressure (780±2
Torr), resulting in a relatively constant LN2 saturation temperature of 77.95±0.02
K. Additionally, cryogen fills will be done during daytime hours, once per day, to
maintain temperature of the detectors and vacuum charcoal getters, minimizing
impact on science. To account for this error we conservatively assign 1 cm s−1 RV
to this term due to the periodic LN2 filling, though further studies will be done
to gauge the amplitude of this added thermal transient once the NEID vacuum
chamber is fabricated.
7.1.1.6

Zerodur phase change

Zerodur is made-up of a complex mixture of both glass and ceramic. The precise
mixture of glass to ceramic dictates the overall bulk material CTE. Over time, the
material undergoes a gradual glass-crystal phase change between the crystalline
ceramic and the glass (Bayer-Helms, 1987). This slow phase change manifests as a
change in overall length of the grating substrate, which in turn alters the effective
diffraction groove spacing over time. The estimated change in length for a typical
piece of Zerodur that would be used for an R4 echelle mosaic (200 mm W × 800
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mm L) translates approximately to a calibratable 5 cm s−1 day−1 drift (18 m s−1
yr−1 ) velocity offset. This effect has been measured with HARPS (Hans Dekker,
priv. comm.), and may be reduced by using aged or specially annealed Zerodur for
the grating substrate, rather than newly formed material (Bayer-Helms, 1987).

7.1.2 Fiber feed & illumination
This section outlines error sources related to instrument illumination stability.
Delivering a stable illumination to the spectrometer from the telescope is vital for
precision Doppler spectroscopy, though achieving stability required for <1 m s−1
measurements remains a significant challenge. These errors are generally not traced
with the NEID calibration source, and therefore must be minimized independently
if the overall precision goal is to be met.
7.1.2.1

Modal noise contributions

Typical optical fibers used in astronomical applications support a finite number of
propagation modes. These propagation modes interfere at the fiber exit boundary,
leading to a speckle pattern at the output that depends on the coherence of incident
illumination, measurement wavelength, and source bandwidth. This resultant
speckle pattern changes as the mode distribution within the fiber is perturbed (e.g.
due to telescope movement or temperature variations), and places a fundamental
limit on achievable SNR and RV precision (Baudrand & Walker, 2001; Lemke et al.,
2011). It is important to note that this ‘modal noise’ is generally a more prominent
issue for wavelength calibration sources, rather than stellar illumination. This is
due to the significantly higher coherence of typical high performance frequency
references (such as optical frequency combs and broadband etalons) compared to
continuum dominated sources (such as starlight, Lemke et al. (2011); Mahadevan
et al. (2014b)). While modal noise can limit achievable SNR on stellar spectra at
longer wavelengths (Origlia et al., 2014), bulk agitation of the NEID science fiber
is likely sufficient for minimizing this effect for the stellar illumination.
The HARPS collaboration recently tested a broadband optical frequency comb,
developed by Menlo Systems GmbH, by illuminating both the science and calibration
channels simultaneously (Menlo Systems, priv. comm.) With the broadband LFC
illuminating both HARPS channels, the achieved fiber-to-fiber tracking precision
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was measured to be <2.5 cm s−1 (excluding photon noise, Menlo Systems, priv.
comm.). This test relied on heavily agitated fibers to suppress modal noise in
both channels, though served as a useful upper limit to modal noise contribution.
We expect the NEID calibration fiber, fed by our custom laser frequency comb
(also developed by Menlo Systems) though our specialized optical coupling scheme
(Halverson et al., 2014b), to contribute no more than this value to our overall
budget. We hold 2.5 cm s−1 RV error for modal noise in both the science and
calibration fibers to maintain contingency.
7.1.2.2

Near-field scrambling

Multi-mode optical fibers are well known to be imperfect image scramblers (Avila
& Singh, 2008; Avila et al., 2006; Heacox, 1986). Any changes in the near-field
illumination exiting the NEID fibers will directly manifest as uncalibratable velocity
shifts in the spectrometer focal plane. As such, high levels of image ‘scrambling’
are required to desensitize the instrument from external illumination variations at
the telescope input.
Our tested HPF fiber delivery system, which includes octagonal fibers, circular
fibers, and a specialized double-scrambler system (Halverson et al., 2015a), yields
near-field scrambling gains (ratio of illumination offset at the fiber input input
versus the centroid offset at the fiber output) in excess of 10,000 (as measured in the
laboratory, (Halverson et al., 2015a)). NEID will use the same fiber configuration
as HPF, though use significantly smaller fibers (300 µm for HPF vs. 62.5 µm for
NEID). Changes in the near-field illumination on the fiber input are primarily due to
guiding errors and uncorrected chromatic dispersion, so a formal scrambling error is
accounted for under both items. Figure 7.6 shows the expected near-field scrambling
error, calculated using the equations presented in Halverson et al. (2015a), for the
assumed scrambling gain of the NEID fiber delivery system and expected WIYN
guiding precision. Based on measured laboratory scrambling measurements, we
expect this term to contribute <3.5 cm s−1 error (with some margin) to the overall
budget for the expected guiding precision delivered by the NEID front end injection
system at the WIYN telescope (0.0500 ).
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Figure 7.6. Theoretical guiding-induced velocity error for NEID for a range of guiding
precisions. Colored curves represent different guiding errors. The solid black line is the
expected velocity error based on the NEID front-end guiding precision (0.0500 RMS).
The colored dots are theoretical velocity errors associated with the near-field scrambling
measurements for fiber configurations measured in the laboratory (Halverson et al.,
2015a). Vertical bars show an estimated range of possible guiding precisions for the NEID
during a given exposure. For the expected NEID front-end guiding precision (0.0500 ), the
residual velocity error is <2 cm s−1 , though we hold a higher value to maintain technical
contingency.

7.1.2.3

Far-field scrambling

Variations in the spectrometer pupil illumination, due to changes in the far-field
output of the fiber delivery system, will result in a change in the distribution of
aberrations present in the optical system. This variable aberration distribution
will lead to systematic PSF shifts in the focal plane that are not traceable by the
calibration fiber.
To gauge the expected amplitude of these shifts for the NEID fiber delivery
system, we trace the laboratory-measured far-field intensity patterns of the HPF
fiber train (Halverson et al. (2015a)) through the NEID optical model to the detector
plane for a variety of different input illumination conditions. Each measured fiber
output sets the relative weighting of rays traced in the optical model. Figure 7.7
shows our overall ray tracing process. This technique is adapted from the methods
detailed in Stürmer et al. (2014). We then measured the centroid shift of traced
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spectrometer PSFs across a wide range of wavelengths, each for several different
fiber input conditions that emulated different expected input variations. These
variations included guiding offsets, telescope pupil variations, and chief-ray angle
tilt. Each of these perturbations affects the fiber output in a slightly different way,
leading to different far-field intensity patterns. As the NEID fiber system relies on
a double-scrambler system for image stabilization, which by definition interweaves
the near and far-fields between fibers, it is important to characterize both the near
and far-field fiber outputs extensively for different input illuminations.
For a 100 guiding offset (roughly the diameter of the entire NEID fiber), the
expected PSF centroid shift due to fiber far-field is ∼20 cm s−1 across the CCD. As
this extreme guiding error is far above the expected instrument front-end guiding
precision, we conservatively hold a small fraction of this number in our overall
budget. We have also quantified the sensitivity of this fiber system to incident
beam angle variations (i.e., chief-ray angle variations) and incident pupil changes,
both which drive the requirements for NEID front end guiding system. All of these
contributions are rolled-up into this single error term with <5 cm s−1 contribution.
This low sensitivity to spectrometer pupil variations is a direct result of both the
excellent image quality in our spectrometer design (>99% encircled energy per
pixel over the majority of the bandpass) and the high levels of scrambling in our
proposed fiber delivery system.
7.1.2.4

Stray light

Our symmetric white-pupil spectrometer design enables efficient suppression of stray
light with proper baffling, though we have not explicitly modeled major stray light
contributions. A full stray light analysis and baffle design will be part of a future
instrument design phase. Given our combination of a tilted detector (over 15deg
relative to the back face of the last camera element), large back focal length (>100
mm), and no small gaps between lenses, we expect very minor ghosting (<3×10−10
fractional irradiance, verified by ghost analysis of all double bounces performed
by Christian Schwab). We assign 5 cm s−1 error to account for scattered light
contamination, though further studies must be done to arrive at more constrained
estimates. Proper balancing of calibration and stellar light will be crucial to
maintain a constant background light level.
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Figure 7.7. Top: Overview of far-field trace method, detailed in Stürmer et al. (2014).
The measured fiber far-field outputs are used to modulate the spectrometer pupil illumination with a variable weighting map. Weighted rays are then traced to the focal plane
for centroid determination. Weighting the instrument pupil differently will result in a
change in the effective aberration distribution, leading to centroid shifts in the individual
spots in the focal plane. These centroid shifts manifest as spurious Doppler shifts that
are not calibratable. Bottom: NEID focal plane showing a subset of spots traced to the
detector (echelle orders are listed on the right of the plot). The color scale traces the
amount of PSF shift. In this particular example, the output far-fields of an octagonal
fiber and double-scrambler system, illuminated at extreme an guiding offset, is used to
weight the spectrometer pupil.
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7.1.2.5

Polarization

Variable output polarization can cause systematic shifts in measured radial velocities
for spectrographs using echelle reflection gratings as the primary spectral disperser
(Halverson et al., 2015b). Imperfections and internal stresses in the NEID fiber
cable will lead to variable coupling between polarization modes (in addition to
the spatial modes) within the fiber. This effect is comparable to the more widely
studied ‘modal-noise’, though manifests as a change in diffraction efficiency across
individual echelle orders, rather than an illumination profile change on the fiber
face. While the NEID fibers fundamentally support thousands of modes (each with
multiple polarizations), any low-amplitude residual polarization fluctuations in the
fiber will change the effective flux levels across each order. This variable weighting
changes both the effective line centroids of spectral features, and the weights of
the mask features used to derive the cross correlation functions (CCF). It also
influences the overall weighting of a given order CCF, which determines how the
individual echelle order CCFs are combined to derive a final velocity measurement.
This effect can likely be mitigated with reliable blaze normalization and consistent
weighting of spectral features when calculating the CCFs, though we hold 2 cm
s−1 error to account for this term until further experiments and simulations are
developed.

7.1.3 Detector effects
NEID will use a large format, 9k × 9k e2v CCD to simultaneously record spectra
spanning 380 – 930 nm. We have identified major sources of error attributed to the
NEID CCD detector, though small-scale systematic effects in large-format CCDs
are largely uncharacterized at the 10 cm s−1 level. Many of these effects have been
identified and studied by the community (e.g. Bouchy et al. (2009); Molaro et al.
(2013)), though further studies of detector-related noise sources will be paramount
for next generation instruments aiming for the highest levels of precision. We fully
intend to arrive at more accurate estimates of detector-related noise sources in the
future with prolonged testing. Nevertheless, we present several terms that have
been discussed previously in the literature and include approximate contributions
to the overall performance budget for each term.
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7.1.3.1

Stitch boundaries

The photolithographic process for making large format e2v CCDs requires discrete
stepping of a precisely constructed lithographic mask. This periodic mask stepping
results in measurable positional errors of pixel placement every 512 × 512 pixels
(roughly the size of the base lithographic mask). Pixels on either side of each of
the mask boundaries will inevitably have slightly different dimensions, leading to a
discontinuity in the otherwise relatively smooth instrument wavelength solution
Dumusque et al. (2015); Molaro et al. (2013). We assign 2 cm s−1 error based on
previous studies with HARPS (Molaro et al., 2013) to account for residual CCD
stitching boundary effects, though this effect is readily calibratable with modern
frequency comb calibration sources. We plan to characterize the stitch boundaries
of the NEID CCD prior to installation in the spectrometer using a combination of
interferometric illumination and repeated laboratory tests.
7.1.3.2

Thermal fluctuations of silicon absorption layer

Thermal variations in the detector bulk material (silicon) and mounting interface
(silicon carbide) are also a potential source of systematic RV errors. Changing the
temperature of the absorbing layer or detector backing will cause physical movements
of the pixels across the array. As the temperature of the detector varies during
an exposure or readout, the relative size of both the Silicon absorbing substrate
and the Silicon carbide backing material changes. This transient expansion of the
detector will affect the recorded spectra and lead to degraded RV measurement
performance.
We expect to maintain better than ∼10 mK thermal stability of the CCD
during typical exposures with commercial temperature controllers. Assuming a
typical CTE value for the Silicon absorption layer (roughly 1.2 × 10−6 K−1 at -100
o
C, Middelmann et al. (2015)) and a 9k × 9k detector with 10 µm pixel pitch,
this temperature swing results in an absolute dimension change of ∼0.1 nm in
the total size of the detector substrate. Converting this dimensional change to
an approximate velocity offset using the appropriate dispersion values for NEID
(equivalent to roughly 600 m s−1 per 10 µm detector pixel) leads to an effective
velocity error of 0.5 cm s−1 . Based on this number, we assign a 2 cm s−1 calibratable
error to maintain margin to account for the monolithic, uniform thermal expansion

166

and contraction of the CCD under standard temperature control.
7.1.3.3

Deformations during readout

Large format CCDs undergo significant thermal fluctuations during readout. The
magnitude of these fluctuations depends on the properties of the clocking signals
used to read out the array. This added thermal load can result in a measurable
warping of the detector, leading to spurious centroid shifts of features in the
focal plane. Empirical measurements of non-uniform thermal fluctuations during
clocking of large format CCDs (Manescau et al., 2010) suggest detector shape
deformations on the order of ∼0.15 nm mK−1 are present during standard readouts,
corresponding to a 2.5 cm s−1 velocity error for NEID with the expected thermal
stability of the CCD during readout. We hold twice this value to maintain reserve
in our performance budget, though this effect may be mitigated with novel clocking
schemes to maintain constant thermal loads. Maintaining a constant thermal load
via readout of ‘dummy’ output channels will be explored during the NEID detector
characterization phase.
7.1.3.4

Charge transfer inefficiency

While fundamentally highly efficient devices, CCDs natively suffer from imperfect
charge transfer when shuffling recorded charge between pixels during readout. This
charge transfer inefficiency (CTI) is both spatially variable and flux-dependent.
CTI is generally present at the ∼0.0010 – 0.0001% level (e.g. for a 10,000 ADU
signal, a detector CTI of 0.0001% corresponds to a loss of 10 electrons per 1000
pixel transfers across the array). This effect has long been studied in space-borne
instruments where prolonged detector degradation, e.g. due to impurities and
surface defects on the CCD caused by cosmic rays, leads to slow deterioration in
effective transfer efficiencies (Massey et al., 2010, 2014).
In the context of precise high resolution stellar spectroscopy, this imperfect
transfer of recorded charge introduces minute shifts in the extracted spectral features
(Bouchy et al., 2009). However, CTI effects can be minimized operationally by
matching the SNR of different exposures, and by applying flux-defendant empirical
corrections during extraction (Bouchy et al., 2009). We have adopted a loosely
constrained error of 5.0 cm s−1 to account for CTI effects, though further study
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will be done during the NEID detailed design review to attempt to gauge the full
magnitude of CTI on the achievable measurement precision for a variety of different
expected SNR values.
7.1.3.5

Other detector effects

Electronics noise and pixel inhomogeneities (not due to the already discussed
lithographic stitch boundaries) will inevitably contribute to the final Doppler
measurement error, though the direct impact on the RVs is difficult to quantify.
Each is included with a loosely constrained 1 cm s−1 estimated contribution in our
overall budget. The pixel inhomogeneities can be precisely characterized with our
frequency comb calibration source or a precisely positioned interferometric fringe
pattern in a similar fashion to the detector stitch boundaries.
To minimize electronics noise, we plan to use the high performance Archon
electronics system from STA Inc to interface with our e2v detector. The Archon
unit can read out 16 channels through four analog-to-digital conversion boards. We
plan to use eight of those channels to read the CCD, and eight to read the dummy
channels to maintain constant power during both integration and readout. Our
nominal operating mode will use eight channels to read out at 500 kHz. This mode
will provide full reads of the array in 20 seconds with read noise of approximately
4 e-, well below the expected noise from other detector-related sources. A slow
readout mode will provide 2.5 e- read noise while reading out the full array in 200
seconds.
Light from the dedicated calibration fiber will land on different pixels than the
science light, so we have conservatively included the CCD thermal warping and CTI
terms (discussed previously) as both calibratable and uncalibratable error terms.
Periodically illuminating both the primary NEID science channel and calibration
channel with the calibration source will provide relative corrections between the
two sets of illuminated pixels to some extent. Constraining these effects will be
part of the rigorous NEID detector testing and verification phase.

7.1.4 Telescope & guiding errors
This section details external errors associated with the WIYN telescope, NEID
front-end system, and atmospheric dispersion compensator. Each presents unique
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additions to the error budget, though we have attempted to quantify the magnitude
of each term with realistic estimates.
7.1.4.1

Guiding

Imperfect guiding will lead to spurious changes in the measured profiles of spectral
features. As such, tight guiding requirements and excellent image scrambling
performance are paramount for next generation Doppler instruments. A 0.0500 RMS
guiding precision on the 0.9200 NEID fiber translates to 0.9 cm s−1 guiding-induced
error, assuming a near-field scrambling gain of 20,000 for the fiber delivery system.
We carry four times this value (equivalent to assuming a 0.1000 RMS guiding precision
with a near-field scrambling gain of 10,000) as technical contingency for periods of
degraded guiding or adverse weather. This term is carried under ‘scrambling’ in
the overall performance budget.
7.1.4.2

Atmospheric dispersion

Variations in atmospheric dispersion will impact the measured velocities in two
ways. Changing chromatic dispersion will result in: 1) variable chromatic coupling
efficiency of light entering the fiber at the telescope focal plane (see Figure 7.8
top), and 2) mimic guiding errors for wavelengths outside of the central guiding
wavelength. The latter is particularly insidious, as it cannot be corrected in software
post-facto and affects separate wavelengths in different ways.
To estimate the magnitude of the former effect on the achievable Doppler
measurement precision, we modulate synthetic stellar spectra by the variable
chromatic efficiencies expected for a high performance atmospheric dispersion
corrector (ADC) at a variety of different airmasses. Effective velocity offsets due to
the different chromatic weights are then calculated relative to a master template
spectrum (see Figure 7.8 bottom). Advanced analysis algorithms may have the
ability to mitigate this effect through uniform and repeated flux weighting of
measured spectral energy distributions (Berdiñas et al., 2016; Halverson et al.,
2015b), but we carry a conservative estimate of this error until it can be definitively
shown to be calibratable through software at the cm s−1 level. We hold 6.5 cm
s−1 error for this term for reasonable median airmass values (∼1.4) based on the
results shown in Figure 7.8.
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Figure 7.8. Top: Theoretical chromatic fiber coupling efficiency as function for airmass
for the notional NEID atmospheric dispersion corrector design. A central guiding
wavelength of 600 nm is assumed, with eight wavelengths sampled across the full 380
– 930 nm bandpass. The relative coupling efficiencies modulate the recorded stellar
spectrum differently for different airmass values. Bottom: Calculated velocity offsets for
stellar spectra weighted by the modulation curves shown above. This variable modulation
of the stellar spectral energy distribution can introduce systematic RV errors if not
properly corrected in the reduction software via repeatable continuum normalization.
Velocity offsets calculated by Arpita Roy.
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For the chromatic image smearing component of the ADC error (analogous
to chromatic scrambling error), a 0.100 peak-to-valley spread over the full NEID
bandpass (consistent with the current notional ADC model up to airmasses of ∼2)
leads to an effective 2.5 cm s−1 RV offset across the spectrum for our expected fiber
scrambling gain. This term, combined in quadrature with the variable chromatic
weighting term (∼6.5 cm s−1 ), leads to an estimated 6.9 cm s−1 overall error
contribution from the ADC.
7.1.4.3

Defocusing errors

Variable (achromatic) telescope focus will directly affect the fiber coupling efficiency
for the instrument. The defocused telescope image may also result in a net shift
in the centroid illumination on the fiber face, though this is highly dependent on
the expected focus depth and injection beam properties. The net effect of these
variations on achievable RV precision is difficult to estimate, though these effect
can be mitigated with real-time focus control, high levels of image scrambling, and
a precise exposure meter. We loosely hold 5 cm s−1 error to accommodate for
defocusing effects, though further studies will be done once the initial performance
of the NEID front-end system is evaluated.
7.1.4.4

Windshake

Transient vibrations of the telescope during high winds, also referred to as ‘windshake’, will manifest as large-scale guiding errors. This is particularly an issue for
the WIYN telescope, as high winds are not uncommon during prolonged observation
periods. Based on our expected scrambling performance for the NEID fiber train
(see§ 7.1.2.2), an uncorrected 0.500 RMS guiding ‘jitter’ on the fiber (indicative of
the highest amplitude tracking jitter during heavy winds on the WIYN) contributes
roughly 8 cm s−1 RV error. This effect will be likely be reduced significantly with
the high frequency tip-tilt system used in the NEID front end unit, and will also
average out over long exposures to some extent. We conservatively carry 8 cm s−1
for this error, though it is important to note that this jitter manifests as a high
frequency transient, and should not affect the majority of measurements.

171

7.1.5 Calibration source
This section outlines the error terms associate with the NEID wavelength calibration
process. NEID will use a commercial Menlo Systems broadband optical frequency
comb for precision Doppler calibration (Molaro et al., 2013; Probst et al., 2014;
Zou et al., 2016). The comb will provide a dense forest of stable emission features
spanning the majority of the NEID bandpass (420 – 900 nm, 20 GHz filtered mode
spacing). Even with this fundamentally stable frequency reference, many sources
of systematic error in the calibration process are still present at the cm s−1 level,
and therefore must be included in our budget.
7.1.5.1

Calibration process

Signal-to-noise ratio variation in individual frequency comb calibration lines, combined with the finite pixel sampling of the spectrometer point spread function,
results in measurable errors in line centroiding during the wavelength calibration
process. These errors propagate to the wavelength solution with an algorithmic
contribution of <5 cm s−1 based on simulations done for HPF optical frequency
comb (Terrien et al., 2014). We hold this value for our budget, though expect
the improved NEID PSF sampling (5 pixels, rather than three for HPF) and
exquisitely uniform spectral flattening inherent in the Menlo system (<3 dB across
the bandpass) to reduce this contribution significantly.
7.1.5.2

Calibration accuracy

This term accounts for the absolute accuracy of the intrinsic calibration spectrum,
which includes both the inherent calibration source stability and expected photon
noise contribution. Long term stability of the Menlo Systems optical frequency
comb is measured to be better than 2 cm s−1 (based on simultaneous comparisons
between two separate combs, Menlo Systems, priv. comm.). We hold twice this
value in our performance budget to maintain reserve.
We will use neutral density filters to both balance comb flux with stellar flux
and to minimize photon noise to <4 cm s−1 (see Figure 7.9 for example photon
noise calculation). Flux matching is essential for maximizing dynamic range of
possible observations and mitigating certain detector-related systematics.
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Figure 7.9. Theoretical photon-noise limited RV precision of different calibration
sources in the NEID bandpass. Simulations assume a SNR of 500 per extracted pixel,
and an instrument resolution of 100,000. The photonic references (LFC/Fabry-Pérot)
have significantly more rich calibration spectra, leading to over an order of magnitude
improvement in calibrator precision over classical Th-Ar lamps.

7.1.6 Software & algorithms
Small algorithmic errors can affect the consistency of the reduction pipeline at these
RV precisions. We hold 10 cm s−1 RV error for this term, which includes effects
that are difficult to directly link to RV degradation, such as order tracing shifts,
small scattered light changes, flat field uniformity, cosmic ray removal, choice of
numerical template mask lines used for cross-correlation, and the measurement of
the cross-correlation function center. This estimate is based on extensive algorithmic
modeling done for HPF using a custom-built software simulator (Terrien et al.,
2014), which included the state-of-the art extraction algorithms we plan to adapt
directly to NEID.

7.1.7 Atmospheric sources
Beyond simply restricting wavelength regions available for precision Doppler measurements, atmospheric contamination plays a key role in setting the achievable
measurement floor. Here we summarize our efforts to quantify the major contribu173

Figure 7.10. Expected measurement precision improvement as function of micro-telluric
subtraction level for simulated Keck/HIRES velocity measurements of an RV standard
star. Micro-telluric features are modeled at varying levels of correction (between 0 and
100 %). Current telluric modeling and removal capabilities enable subtraction at the
<10% level. Simulations, analysis, and figure provided by Sharon Wang (to appear in
Wang 2016, thesis).

tions of atmospheric contamination.
7.1.7.1

Micro-telluric contamination

Small amplitude ‘micro-telluric’ lines are atmospheric absorption features that are
unresolved at the <1% level. These features are particularly insidious for RV work,
and populate virtually the entire NEID bandpass to some extent. These features
are generally undetected in recorded spectra, though will introduce systematic RV
measurement error by imposing an aliasing signal at harmonics of the sidereal year.
Artigau et al. (2014b) and Cunha et al. (2014) used forward-modeling techniques
and synthetic telluric atmospheres to reduce the micro-telluric contamination in
HARPS data. Based on their work, and the detailed simulations done within our
NEID collaboration on modeling this effect for synthetic Keck/HIRES data (see
Figure 7.10), we estimate the uncorrectable micro-telluric error contribution in
NEID (due to fast winds, variable water column, and modeling uncertainties) to be
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Figure 7.11. Exaggerated example of Solar contamination affecting RV measurement.
A velocity-shifted solar spectrum will be imprinted on any measured stellar spectrum,
leading to an asymmetry in the velocity cross-correlation function (CCF). Even during
observation periods with minimal moonlight contamination and low-levels of atmospheric
scattering, solar contamination can still introduce systematic measurement errors in the
CCF fitting process at the 10’s of cm s−1 level. The NEID sky fiber, with accompanying
telluric modeling software, will allow for solar contamination correction at the ∼1 % level.
Analysis performed by Arpita Roy.

10 cm s−1 .
7.1.7.2

Sky fiber subtraction

Solar contamination, due to moonlight and atmospheric scattering, can cause
additional systematic RV noise. The magnitude of this effect depends on median
site sky brightness, target-moon separation on the sky, lunar phase during time
of observation, ecliptic latitude, zenith angle, and phase of the solar cycle (e.g.,
Krisciunas (1997)). To quantitatively asses the impact of solar contamination on
the measured RVs, we simulate the output cross-correlation function of a recorded
stellar spectrum combined with the solar spectrum at realistically varying velocity
separations and amplitudes (see Figure 7.11 for an exaggerated example of CCF
contamination from Solar features).
The solar spectrum is scaled to the Kitt Peak dark time sky brightness (V=20.9
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mag/arcsec2 , airmass=2, Massey & Foltz (2000)), with additional moon contamination of 1.8 mag/arcsec2 (characteristic of ‘grey’ time at the WIYN site). Left
uncorrected, this contamination directly affects the measured RVs, with an RMS
RV error of ∼2 m s−1 for a V=12 mag star. Under bright conditions, (∼17
mag/arcsec2 median sky brightness), the error worsens drastically to ∼13 m s−1 if
not subtracted properly. For a V=16 mag star, the precision degrades further to 90
– 150 m s−1 . Our simulations show that the inclusion of a sky fiber, which gives a
direct probe of the brightness of the contaminating solar spectrum, in our NEID
design is critical to meeting the instrument’s bold precision goal. Sky subtraction
or modeling resulting in residuals of 1% or better reduces the RV contamination
to 3 cm s−1 ; 5% residuals correspond to 10 cm s−1 (assuming V=12 target). We
hold 10 cm s−1 error for this term to maintain margin until further constraints
can be placed.

7.1.8 Barycentric correction errors
Measuring accurate stellar RVs requires accounting for the barycentric motion of
the telescope due to the Earth’s motion through the Solar System. Sophisticated
algorithms and ephemerides, combined with the known observatory positions and
precise astrometric measurements, can determine the barycentric correction (BC)
to <1 cm s−1 (Wright & Eastman, 2014), given error-free inputs. However, errors
in the effective time of observation of only 2 seconds can result in a BC error of 1
cm s−1 . Flux variations caused by guiding errors, seeing variations, and changes to
the atmospheric transmission (e.g. due to variable cloud cover, changes in airmass,
etc.) are all potential sources of timing error at these levels. Deriving an accurate
BC requires that we monitor the flux entering the spectrometer as a function of
time, and compute a ‘flux-weighted’ barycentric correction. For NEID we employ
a chromatic exposure meter to reduce the worst case error contribution from this
effect to ∼0.8 cm s−1 for G stars. Measuring chromatic flux time series will be
crucial for minimizing this error term, as variable guiding, ADC performance, and
atmospheric conditions will affect different wavelengths at variable levels.
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Figure 7.12. High resolution sample of Solar spectrum showing individual features used
in cross-correlation mask (features marked with dashed lines). Many features in the
spectrum are not used to derive stellar velocities, though the exclusion of these features
has little impact on the achievable measurement precision.

7.1.9 Cross correlation function masks
For NEID, RVs will be measured using a CCF mask technique, which effectively
masks out regions with little or no useful RV information (e.g., continuum). This
technique naturally excludes many regions that would otherwise contribute minimal,
albeit non-negligible, information content (see Figure 7.12 as an example region
with an overlaid spectral mask). To quantify the effect of using a wavelength
mask, rather than using the entire recorded spectrum, we compared the photon
noise calculations for synthetic stellar spectra with and without custom spectral
CCF masks. We tested three different spectral masks in the HARPS region (370 –
680 nm), and found that inclusion of the mask degraded the theoretical photonlimited RV precision by ∼10%, consistent across several spectral types in this
wavelength range. This constant scaling informs our stellar photon-limited RV
precision calculations which, while explicitly not included in this instrumental error
budget, does affect the fundamental floor for the achievable on-sky measurement
precision.
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7.2 Conclusions
We have developed a detailed, bottom-up Doppler radial velocity performance
budget for the Extreme Precision Doppler Spectrometer concept NEID. This analysis
includes many of the error terms and methodologies introduced in Podgorski et al.
(2014), though we include many new sources of error in our Doppler budget. This
budget contains a suite of contributions from a variety of instrumental error sources.
While primarily focused on the performance of the NEID spectrometer, this systems
engineering approach of performance budgeting could easily be applied to a number
of future RV instruments to derive estimated performance. This type of analysis and
systems engineering is crucial for illuminating a path towards 10 cm s−1 precision,
which has long been held as the ultimate Doppler precision goal in the quest for
discovering Earth-size planets orbiting Sun-like stars.
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Chapter 8 |
Conclusions
Detection of Earth-like planets remains an incredibly difficult technological challenge.
As a community, we have long surpassed the era where individual sources of
instrumental error set the Doppler radial velocity measurement floor. Without
improvements in many aspects of spectroscopic and photonic technologies, finding
and characterizing these elusive objects via Doppler spectroscopy will remain
beyond the capabilities of current instrumentation. After decades of incremental
improvements in spectroscopic instrumentation, we are on the brink of reaching
astrophysically-limited RV measurement precisions on even the most ‘quiet’ nearby
stars. Even so, much work is left to be done to reach the precisions necessary for
detection of Earth-twins, which induce velocity amplitudes of ∼10 cm s−1 .
Many new instruments will become operational in the next several years that
will survey all manner of nearby stars, from solar-twins to the ever abundant
M-dwarfs. It is particularly an exciting time for near-infrared instruments, as
M-dwarfs have recently been shown to potentially be the most rich planet hosting
population. The arrival of the HPF instrument on the HET (and several other
NIR Doppler velocimeters around the globe) will usher a new era of discovery for
low-mass orbiting low-mass stars. Beyond HPF, the NEID instrument will push
the limits of low-mass planet detection around Sun-like stars, and play a key role in
following up the most interesting planets discovered by TESS . Both HPF and NEID
will improve our understanding of the local exoplanet population, and represent the
current technological state-of-the-art in the quest for discovering Earth-like planets.
This thesis has detailed a number of technological developments design to mitigate instrumental limitations that have previously hindered high precision Doppler
measurements in both the visible and near-infrared. All of these technologies were
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initially developed in support of the HPF instrument, though many will also be
applied to the NEID spectrometer to maximize measurement precision.
There is a growing need for new and improved wavelength calibration sources to
accurately separate instrumental drift from stellar velocity signals. This thesis has
detailed the use of a stabilized Fabry-Pérot interferometer as a possible successor
to more classical Doppler wavelength calibration sources, such as atomic emission
lamps and molecular absorption cells. The single mode fiber-based Fabry-Pérot
outlined here has demonstrated sub-m s−1 calibration capability on the APOGEE
instrument, and shows great promise in the context of broadband, fully customizable
wavelength calibration devices. Locking such a device to a stabilized atomic
transition is actively being explored, and would combine the excellent relative
calibration precision enabled by the rich Fabry-Pérot output spectrum with the
absolute frequency referencing provided by known atomic transitions.
Changes in optical fiber illumination (due to telescope guiding errors or pupil
variations) will result in instrument point-spread-function shifts in the spectrometer
focal plane. This error is not traced by a simultaneous calibration source when using
a dedicated calibration channel, and therefore cannot be corrected post factum. As
such, imperfect image ‘scrambling’ is known to be a significant error contributor.
We have presented a unique approach to mitigating this error term by developing
a compact optical fiber double scrambler. This optical device is based on singleelement ball lens, and has demonstrated excellent scrambling performance, high
efficiency, and simple optomechanical alignment. This ball lens double scrambler
have been thoroughly tested in the laboratory and, when combined with octagonal
and circular fibers, provides significantly higher illumination stability than classical
multi-mode fibers alone. Beyond HPF and NEID, this single-optic double scrambler
could be applied to a wide variety of existing and future instruments, improving
image stability significantly without incurring significant throughput losses.
We described the development of optical fiber coupling systems that are specifically designed to reduce the phase coherence of narrow-band, coherent calibration
sources (such as laser frequency combs), thereby reducing interference contrast
and improving illumination stability of multimode fibers illuminated with these
sources. Such a system ensures the recorded wavelength calibration spectra are
not dominated by modal noise, and that the exquisite exquisite precision of optical
frequency combs can be fully realized by future spectrometers. In testing these
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systems, we also found that even when using single-mode fibers, which definitionally output a fundamentally spatially stable illumination distribution, variable
polarization mode coupling effects can induce RV errors at the 10 cm s−1 level.
While this manifestation of modal noise is not the same as the more classical mode
interference effects associated with multi-mode fibers, the effect on the achievable
Doppler measurement precision is comparable.
Fiber processing techniques are essential for maintaining instrument performance.
Reducing focal ratio degradation and maximizing efficiency of fiber cables is crucial
for maintaining overall throughput. We have described laboratory investigations of
different optical fiber processing techniques and have outlined the importance of
low-stress connectorization of instrument fiber delivery systems. Cleaving of fibers
has been shown to produce low-stress terminations of cable ends, though polished
connectors are more practically usable in most circumstances.
HPF will use a custom wavelength calibration coupling system that incorporates
many of the technologies described throughout this thesis, including novel modal
noise reduction techniques and optical fiber double scramblers. Using a suite of
wavelength references, the HPF calibration system will present the spectrometer
with a stable, uniformly illumination wavelength calibration fiber to precisely track
instrumental drift.
Finally, this thesis describes a detailed Doppler error budget developed for
the NEID instrument. This performance budget is based on a combination of
numerical calculations, estimates from literature values, results from laboratory
measurements, outputs of optical and mechanical simulations, and informed upper
limits. For NEID, no single source of instrumental error is expected to set the overall
measurement floor. Rather, the overall instrumental measurement precision is set
by the contribution of many individual error sources associated with spectrometer
subsystems. This modular performance budget is immediately adaptable to many
current and future instruments similar to NEID. Such a performance budget is
key not only for for identifying major error sources, but also for understanding the
remaining technological steps needed to reach measurement precisions necessary
for discovering Earth-like planets.
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