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ABSTRACT

In atmospheric transport and dispersion modeling, there are two frameworks used
to predict the evolution of an airborne contaminant: Eulerian and Lagrangian. Each
framework has its advantages and disadvantages. An advantage of the Eulerian or field
framework is that the governing variables are space filling, and describe the entire
concentration and velocity field. Thus, the evolution of these variables are governed by a
coupled system of partial differential equations and an equation of state. Although these
equations in their full form can be solved only by numerical approximation, describing
flow field evolution by a set of equations allows one to grasp how forces change flow
field properties at specific points. The Lagrangian framework, in contrast, concentrates
on entity state evolution where the superposition of such entities describes the
concentration field. An advantage of the Lagrangian framework is that under certain
circumstances, both the evolution of the flow and the concentration field can be described
by a system of ordinary or partial differential equations that determine entity state
evolution. These equations can be simpler than the Eulerian counterpart. This is
illustrated in the thesis for both forward and inverse atmospheric transport and dispersion
modeling. Specifically, a Lagrangian source term estimation algorithm is developed to
determine the source location of a contaminant. It is shown that this method performs
well when tested on the FFT 07 dataset for single and multiple contaminant releases.

iv
TABLE OF CONTENTS
LIST OF FIGURES ................................................................................................................. vi
LIST OF TABLES ................................................................................................................... viii
ACKNOWLEDGEMENTS ..................................................................................................... ix
Chapter 1 Introduction ............................................................................................................ 1
Chapter 2 Comparison of Eulerian and Lagrangian Frameworks in Atmospheric
Transport and Dispersion and data incorporation methods for each Framework ............ 7
Eulerian and Lagrangian Frameworks for Atmospheric Transport and Dispersion
and the data incorporation methods ......................................................................... 9
Eulerian Framework for Atmospheric Transport and Dispersion and Data
Incorporation via Data Assimilation ........................................................................ 9
Lagrangian Framework for Atmospheric Transport and Dispersion and Data
Incorporation via Multisensor data fusion ........................................................ 13
Simplified Eulerian and Lagrangian Equations for an Atmospheric Transport and
Dispersion Application ............................................................................................. 18
Simplified Eulerian System ...................................................................................... 19
Simplified Lagrangian System ................................................................................. 27
System Testing ................................................................................................................. 30
System Testing with Identical Twin Experiment ............................................................ 31
Eulerian System for Atmospheric Transport and Dispersion Predictions................ 34
Lagrangian System for Atmospheric Transport and Dispersion Predictions ........... 37
Testing on the FUSION Field Trial 2007 Field Experiment ........................................... 38
Eulerian System for Atmospheric Transport and Dispersion................................... 44
Lagrangian System for Atmospheric Transport and Dispersion .............................. 47
Discussion ................................................................................................................ 49
Chapter 3 Utilizing State Estimation to Determine the Source Location for a
Contaminant ..................................................................................................................... 52
Algorithms for Source Term Estimation .......................................................................... 57
Instantaneous Release .............................................................................................. 58
Continuous Release .................................................................................................. 63
Results…. ......................................................................................................................... 68
Testing on the FUSION Field Trial 2007 datasets ................................................... 68
Instantaneous Release .............................................................................................. 68
Continuous Release .................................................................................................. 77
Discussion ........................................................................................................................ 83
Chapter 4 A Multi-Entity Field Approximation for State Estimation to Determine the
Source Information for a contaminant ............................................................................. 85
The Multi-Entity Field Approximation ............................................................................ 87

v
Instantaneous Release .............................................................................................. 88
Optimization ..................................................................................................... 88
Association ....................................................................................................... 92
Estimation ......................................................................................................... 100
Continuous Release .................................................................................................. 102
Results .............................................................................................................................. 108
Testing on the FUSION Field Trial 2007 Datasets .................................................. 109
Instantaneous Release .............................................................................................. 109
Continuous Release .................................................................................................. 114
Discussion ........................................................................................................................ 120
Chapter 5 Conclusions and Future Work ................................................................................ 123
References ................................................................................................................................ 125
Vita………. .............................................................................................................................. 131

vi

LIST OF FIGURES
Figure 2-1: RMSE for Eulerian system for various values of SNR. ........................................ 36
Figure 2-2: RME for the Lagrangian System for various values of SNR. .............................. 38
Figure 2-3: FUSION Field Trial 2007 Experiment Set-up. .................................................... 40
Figure 3-1: Information and Trial Experiments used to test the algorithms presented........... 70
Figure 3-2: Box-and-whisker plots per number of sensors for trial 25. .................................. 74
Figure 3-3: Box-and-whisker plots per number of sensors for trial 33. .................................. 74
Figure 3-4: Box-and-whisker plots per number of sensors for trial 71. .................................. 75
Figure 3-5: Box-and-whisker plots per number of sensors for trial 13. .................................. 80
Figure 3-6: Box-and-whisker plots per number of sensors for trial 15. .................................. 80
Figure 3-7: Box-and-whisker plots per number of sensors for trial 54. .................................. 81
Figure 4-1: Entity state observations determined from the Genetic Algorithm. ..................... 97
Figure 4-2: Faulty association based purely on advective arguments. ................................... 98
Figure 4-3: Corrected association. .......................................................................................... 98
Figure 4-4: Illustration of a single entity approximation to determine contaminant hazard
area. .................................................................................................................................. 107
Figure 4-5: Results for a single instantaneous contaminant release: Trial 25. ....................... 110
Figure 4-6: Results for two instantaneous contaminant releases: Trial 78. ............................ 111
Figure 4-7: Results for three instantaneous contaminant releases: Trial 80 ........................... 112
Figure 4-8: Results for four contaminant releases: Trial 75. .................................................. 113
Figure 4-9: Results for a single continuous contaminant release: Trial 54. ............................ 115
Figure 4-10: Results for a dual continuous contaminant release: Trial 19 . ............................ 116
Figure 4-11: Defining harard area: Trial 21. ........................................................................... 117

vii
Figure 4-12: Source location estimate for a single entity: Trial 21. ....................................... 118
Figure 4-13: Source location estimates for two entities: Trial 21. .......................................... 119
Figure 4-14: Source location estimates for three entities: Trial 21. ........................................ 119
Figure 4-15: Source location estimates for four entities: Trial 21. ......................................... 120
Figure 4-16: Source location estimates for four entities: Trial 31. ......................................... 121

viii
LIST OF TABLES
Table 2-1: Results for the Eulerian system. ............................................................................ 46
Table 2-2: Results for the Lagrangian System. ....................................................................... 48
Table 3-1: Source location errors for instantaneous contaminant releae trials. ...................... 76
Table 3-2: Source location errors for continuous contaminant release trials. ......................... 82

ix

ACKNOWLEDGEMENTS

The author would first like to thank his graduate thesis advisor and graduate thesis
co-advisor. We have had some great times over the years and some not so great times as
well. Five years ago, this date may not have seemed possible. Without your teaching,
advice, and support, there is no way I’d be completing my degree. I’m looking forward
to continued collaboration in the future. The author would also like to thank his coworkers, especially Luna Rodriguez and Kerrie Schmehl, whose continued discussions,
questioning, and support were extremely valuable. The author would like to thank John
Hannan of the Defense Threat Reduction Agency, Paul Bieringer of the National Center
for Atmospheric Research and the Applied Research Laboratory Educational and
Foundational Program. Lastly, the author would like to thank his parents and family, for
keeping him motivated when he felt like giving up, and for being interested in his
research.

Chapter 1	
  

	
  

Introduction	
  
In the field of atmospheric science, there are two different frameworks used to
describe the evolution of fluid flow. The first approach for atmospheric modeling is the
Eulerian framework, wherein the goal is to solve for the evolution of the flow field at all
spatial locations in the domain of interest. This framework is considered a field
approach, because the variables that describe the flow velocity are space-filling. The
second, Lagrangian, approach, in contrast, determines the change in fluid properties
following the motion of the fluid. This approach assumes that the field is described by a
superposition of discrete objects, or entities, and determining the time evolution of each
entity’s state describes the change in fluid properties. These entities can be of any spatial
scale; in the field of atmospheric sciences, the most natural entity scale from
thermodynamics is that of a fluid parcel. The size of a fluid parcel is such that properties
such as temperature and density can be considered uniform within it.
Each framework has its advantages and disadvantages in meteorology. The
following discussion assumes that entities are of the size of a traditional fluid parcel. The
Eulerian approach is the more practical of the two for several reasons. First, the Eulerian
approach is more intuitive because humans do not move with the fluid but live within it.
Second, due to limitations in sensor technologies, Lagrangian observations and statistics
are not as readily available as Eulerian observations (e.g., Hanna 1981). The third reason
is the practicality of including forces such as pressure and viscous forces, which when
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nonzero, contribute to fluid flow evolution at every point. The fourth, and probably the
most important, reason revolves around the computational resources involved in adopting
Lagrangian modeling vs. Eulerian modeling. The field variables, are, of course,
continuous, and their evolution is described by a coupled system of partial differential
equations. These equations are nonlinear and do not have analytic solutions, and hence
numerical approximation is necessary to obtain solutions of the fluid equations. The
approach for the Eulerian problem is to keep the grid spacing as small as computational
resources will allow and solve the equations on this grid. Because this grid spacing is
constrained by computational resources, the range of scales of motion resolved also is
restricted by computational resources.
For the Lagrangian approach, no longer is the fluid flow evolution governed by a
single coupled set of partial differential equations and an equation of state. Instead, the
number of equation sets is determined by the number of entities used to describe the flow
field. If these entities are assumed to be of the typical parcel size assumed in atmospheric
sciences, then the number of equations needed to model fluid flow evolution can be
unreasonably large for most meteorological applications. The parcel size could be
assumed to be larger, thus reducing the equation number, however.
Given the above reasons, it is obvious why the advances in Eulerian modeling far
outweigh the advances in Lagrangian modeling in the atmospheric sciences. Despite the
difficulties involved in Lagrangian modeling, its utility should not be ignored. There are
many problems that are more suitably viewed in a Lagrangian framework. One such
application is in the field of atmospheric turbulence (Taylor 1921; Corrsin 1962). This is
exemplified by Taylor (1921), in which large advances in our understanding of turbulent
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diffusion were made by relating the standard deviation of particle trajectories to how well
the particle ‘remembers’ its initial velocity. The work of Corrsin (1962) outlined
Eulerian vs. Lagrangian modeling, recognizing the advantages of a Lagrangian
framework while understanding that information is more readily available in an Eulerian
framework. Work relating Lagrangian and Eulerian quantities has also been a subject in
turbulence modeling. Notable work includes that of Lumley (1962) relating Eulerian and
Lagrangian statistics when the turbulence is stationary and homogeneous.
Atmospheric transport and dispersion (AT&D) is another area of research in
which a Lagrangian framework may be more suitable (Corrsin 1962). This is
exemplified in the work of Lamb (1977). Lamb introduces Lagrangian particle
dispersion modeling (LPDM) to predict the atmospheric transport and dispersion of a
tracer. This work used the Eulerian flow field modeled by Large Eddy Simulations (LES)
created by Deardorff (1974) and a stochastic subgrid component to drive particle
trajectories. Such an approach may be more appealing than solving the advection
diffusion equation, and many have adopted this approach to atmospheric transport and
dispersion (AT&D) modeling. A second Langrangian approach is that adopted by Sykes
et al. (2000). This Lagrangian formulation does not fall under the category of stochastic
modeling, but rather takes a deterministic approach. Here, the entities are of larger scale
than the particle size and each entity has a concentration distribution that at least
describes the entity mass, position, and spread. The statistical moments (i.e. the location,
size and shape) of these entities are determined as a function of time. Because this
moment evolution is determined by the velocity field (Chapter 2 in the thesis), an
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Eulerian flow model may be run in conjunction with the Lagrangian model to determine
the evolution of the entity state as in Sykes et al. (2000).
In this work, we explore the utility of the Lagrangian framework in atmospheric
transport and dispersion modeling. Our approach is different from the traditional LPDM
approach and is a variant of the method developed by Sykes et al. (2000), which models
the evolution of contaminant entities that are of larger scale than the parcel size to
determine the evolution of the contaminant concentration field. Instead of determining
the evolution of these fluid variables from a fluid flow model, we assume a dynamical
system for entity moment evolutions based on AT&D properties from the flow field.
This dynamical system isolates the influence of the flow field on contaminant AT&D.
This manuscript is organized as follows. In Chapter 2, we motivate the Eulerian
and Lagrangian frameworks for atmospheric transport and dispersion. Because
predictions are unlikely to be exact due to improper initialization and boundary
conditions, and from simplification of the governing equations, incorporating
observations can improve AT&D predictions. Both the Eulerian and Lagrangian
frameworks have methods for incorporating observations into predictive models. For the
Eulerian framework, data assimilation is used, but for the Lagrangian framework,
multisensor data fusion is applied. In chapter 2, we motivate the data incorporation
process for each framework applied to atmospheric transport and dispersion modeling.
Further, to investigate the data incorporation process for each framework, we apply
assumptions for the fluid flow to derive simplified AT&D systems for both the Eulerian
and Lagrangian frameworks. The performance of these systems are evaluated against
datasets to investigate if data incorporation improves AT&D solutions. The goal of this
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chapter is not to determine which system better predicts surface contaminant
concentration values, but to compare and contrast the methodology involved in Eulerian
and Lagrangian AT&D modeling. Each has advantages and disadvantages, and these
become apparent through the derivation of the systems. One advantage of the Lagrangian
framework exploited here is that under certain conditions entity state evolution is
governed by a system of ordinary differential equations, as opposed to partial differential
equations.
In chapters 3 and 4, we apply this approach to inverse AT&D modeling. Eulerian
methods are extensively explored in AT&D modeling, but its Lagrangian counterpart is
not as widely investigated (Haupt and Young 2008; Rao 2007). This generally is because
observational requirements are too great for the traditional Lagrangian approach (Stohl
1996, Young et al. 2009). However, for the dynamical systems assumed to govern entity
moment evolution developed here, this approach does not require such extensive
observational data. This is shown in Chapter 3 where we demonstrate the utility of the
approach that we call Single Entity Field Approximation (SEFA). Therein, we assume
that the contaminant concentration field is described by a single entity, and that the first
and second moments of the entity’s contaminant distribution, which describe the entity
state, are determined from the concentration field. Backward extrapolation of the entity
state observations allows for determination of the initial entity state, and hence an
estimate of the source location of the contaminant. The SEFA approach in Chapter 3 is
not suitable for all situations, such as when there is more than once contaminant release
or if contaminant puff or plume splitting occurs due to turbulent deformation. For such
scenarios more than a single entity is necessary for accurate inverse transport and
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dispersion modeling. Therefore, we consider such a Multi-Entity Field Approximation
(MEFA) in Chapter 4. Here, each entity is assumed to have a shape described by a
function, where the inputs of this function differ for each entity. Each entity’s state is
determined via optimization. Again, extrapolation of each entity’s state yields the multientity source locations. Lastly, in Chapter 5, we discuss the implications of this work,
and discuss future work.

	
  

Chapter 2	
  

	
  

Comparison of Eulerian and Lagrangian Frameworks in Atmospheric Transport
and Dispersion and Data Incorporation Methods for Each Framework	
  
Either the Eulerian or Lagrangian framework can be used to predict the evolution of
the concentration field resulting from a contaminant release. Both frameworks are
capable of successfully predicting contaminant concentration values; the process to arrive
at the prediction differs, however. The Eulerian framework requires numerically or
analytically solving a series of partial differential equations to predict the concentration
field. The Lagrangian approach, in contrast, predicts the temporally evolving state of
discrete entities, and the superposition of these entities determines the concentration field.
As used here, an entity is a discrete, identifiable object that can be of any spatial scale.
These Lagrangian techniques can be split into two categories depending on the scale of
the entities in question. Where the entities are of the same scale or smaller than fluid
parcels, the Lagrangian techniques fall under the category of the Lagrangian particle
dispersion models. For this situation, entity trajectories are governed by stochastic
differential equations (Lamb 1978). The second approach, adopted by Sykes et al.
(2000), assumes that the entities are of larger scale than the parcel size. For this
approach, each entity has a spatial concentration distribution, and each entity’s state,
which is completely determined by the distribution’s moments, is modeled as a function
of time.
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The goals of this chapter are threefold: 1) to compare and contrast the Eulerian/field
framework with the Lagrangian/entity framework, 2) to compare and contrast methods of
incorporating data into these frameworks via data assimilation (Daley 1991) and
multisensor data fusion (Hall and McMullen 2004), and 3) to evaluate the pros and cons
of these frameworks and data incorporation processes with a simplified test problem.
The formulation for the Eulerian approach is classical but the formulation for the
Lagrangian approach is a variant of the approach used in Sykes et al. (2000).
This chapter is organized in three parts. First, we outline the Eulerian and Lagrangian
methodology and data incorporation processes for general atmospheric transport and
dispersion applications. Second, we invoke several assumptions to simplify the general
case to provide an illustration of each process. Third, we test these simplified cases on
transport and dispersion datasets; the first dataset is from an identical-twin experiment,
and the second dataset is from the Fusing Sensor Information from Observing Networks
(FUSION) Field Trial 2007 (FFT 07) field experiment. This test is not conducted to
determine which framework better predicts contaminant surface concentration values, but
rather serves as an illustration of the considerations involved in the prediction and data
incorporation processes for the Eulerian and Lagrangian AT&D methods.
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2.1 Eulerian and Lagrangian Frameworks for Atmospheric Transport and
Dispersion and the Data Incorporation Methods
We first outline the process by which Eulerian and Lagrangian frameworks are
employed to predict contaminant concentration values. When predicting contaminant
concentration values for a specific realization, it is imperative to incorporate all available
atmospheric and contaminant concentration data into these solutions to improve
atmospheric transport and dispersion (AT&D) predictions; otherwise the large scale
turbulence induced variations in transport and dispersion will not be captured. In
conjunction with the two frameworks for AT&D, there are two methods to incorporate
data into dispersion models: data assimilation (DA) for the Eulerian framework and
multisensor data fusion (MSDF) for the Lagrangian framework. The differing
frameworks and data incorporation processes are explained for a general atmospheric
transport and dispersion application below.

2.1.1	
  Eulerian	
  Framework	
  for	
  Atmospheric	
  Transport	
  and	
  Dispersion	
  and	
  
Data	
  Incorporation	
  via	
  Data	
  Assimilation	
  

The Eulerian framework to predict the evolution of a contaminant concentration field
requires numerically or analytically solving a system of coupled, nonlinear partial
differential equations, namely the Navier-Stokes equations and the scalar mass
conservation equation. The thermodynamic equation and the equation of state are not
included below because the effects of bouyancy are ignored. Assuming that the
contaminant is passive and non-reactive, these equations for an incompressible fluid are
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where in (1a) xi represents the orthogonal, three-dimensional coordinate, u~i is the threedimensional velocity field, and from Reynolds decomposition is equivalent to a mean
plus the turbulent component u~i = U i + ui ; g is the constant gravitational acceleration; p!
is the pressure; !o is a reference density; ε ijk is the anti-symmetric tensor; Ω j represents
the Coriolis parameter; δ i3 is the Kronecker delta tensor; and ν is the kinematic viscosity.
In (1b), c~ is contaminant concentration and is equivalent to c~ = C + c , where C is the
mean component and c is the deviation from the mean, and γ is the molecular diffusivity
of the contaminant. Equations (2-1a)-(2-1c) represent a system of coupled, nonlinear
partial differential equations whose solutions are chaotic, and thus, small perturbations in
the initial conditions or boundary conditions can yield radically different solutions
(Lorenz 1963). Therefore, improvements to fluid flow and contaminant concentration
predictions can be made via data assimilation techniques, which provide a method for
including observations of the dependent field variables. Predictions are improved
because the data incorporation forces the system to the correct solution. Here, we focus
attention on sequential DA techniques that update solutions to (2-1a)-(2-1c) in real time,
but that do not refine model initialization. Because observations are typically not
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instantaneous quantities, and because we are predicting contaminant dispersion in a
turbulent flow field, we Reynolds average (2-1a)-(2-1c). Neglecting the diffusion terms,
Reynolds averaging produces

( )
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!U ! ui u j
1 !P
+U j i +
="
" 2"ijk # jU k + #i3g ,
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!x j
!x j
!o !xi
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(2-2c)

The nonlinear product terms with an averaging operator are known as the Reynolds stress
terms (Wyngaard 2010).
Before proceeding further, it is instructive to overview such sequential data
assimilation techniques briefly. Data assimilation methods originally were intended for
applications in an Eulerian framework, wherein the dependent variables are governed by
partial differential equations, and hence are space-filling (Daley 1991). Although the
dependent variables are space-filling, the equations of motion do not permit exact
analytic solutions except for simplified cases, and so the equations are solved numerically
on a discrete grid. The observations that are incorporated into these models also lie at
discrete points, which typically lie at locations different from the model grid points. If
the observations lie on a different grid than the numerical solution, then an interpolation
operator (i.e. objective analysis step) is required to transform the observations to the
model grid or vice versa (Daley 1991; Stauffer and Seaman 1993). After this
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transformation, the observations can then be used to augment the equations that govern
the evolution of a field variable. This augmentation is described below.
In sequential data assimilation techniques, observation incorporation is achieved
by adding a forcing function to the equations of motion. This forcing function includes
the difference between the model predictions and the observations, and hence forces the
model predictions to the observed state. Including this forcing function in equations (1a1c) yields

( )

!Ui
!U ! ui u j
1 !P
+U j i +
="
" 2"ijk # jU k + #i3g + GUi $%kUi (xi ) (Ui "Ui,ob )&'
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= GC #$kC (xi ) (C " Cob )%& ,
!t
!xi
!xi

!Ui
=0 .
!xi

(2-3a)
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The last terms in (2-3a) and (2-3b) are forcing terms known as the innovation, which is
the difference between the observations, Uob and Cob , and predictions, Ui and C with
weighting functions kui (xi ) and kc (xi ) , and the DA functions Gu,i and Gc . Because the
fluid is assumed to be incompressible, the continuity equation (2-1c) is diagnostic and
does not require an innovation term. As the model is integrated forward in time, the
innovation induces the governing equations to converge toward the observed state. It is
expected that this convergence forces the model solution to the correct solution because it
includes both the observational data and the modeled physics.
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2.1.2 Lagrangian Framework for Atmospheric Transport and Dispersion and Data
Incorporation via Multisensor Data Fusion

The approach taken here is to assume that the contaminant concentration field is
described by a superposition of contaminant entities that are of a spatial scale larger than
that for fluid parcels. Each of these contaminant entities has a concentration distribution,
and the moments of this distribution describe the entity state. Thus, accurately modeling
the contaminant concentration field depends on accurately determining the entity state.
Theoretically, this now requires evaluating an infinite set of integral equations for each
entity; however, in practice evaluating an infinite set of integral equations is not
necessary, and typically only the first few entity moments are needed. In the following
paragraphs, we will describe the process for a single entity. The second moments onward
are computed about the contaminant centroid i.e. the first moment represented by x j
N

x j0 = # """ C j d! j ,
j=1

(2-4a)

!j

N

x 1j = # """ C j xi d! j ,
j=1

N

k
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(2-4b)

!j

(2-4c)
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where ! represents the three-dimensional spatial domain, N is the number of entities, j
specifies the entity, and k is the moment number. The goal here is to determine the
evolution of these moments. Taking the total derivative of the above equations and
switching the order of integration and differentiation, we obtain

D
Dt

D
Dt

D
Dt

( ###
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The total derivative provides a transformation between Lagrangian quantities and
Eulerian fields (Corrsin 1961, Kundu and Cohen 2004) via

DC !C
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=
+ ui
Dt !t
!xi .

(2-6)

In the following, we will assume that molecular diffusion with diffusivity ! also acts on
the contaminant. With this substitution, we obtain
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From the divergence theorem, we can show that any integral involving the diffusion term
is zero. As can be seen from (2-7a), (2-7b) and (2-7c), the evolution of these Lagrangian
quantities depends on the Eulerian flow field and the concentration field, and therefore
these field variables determine the entity state. Although this infinite dimensional system
of equations gives the impression that this formulation is not applicable to predict
contaminant surface concentration values, generally it is not necessary to include
moments higher than two for AT&D. This is because these moments determine the
three-dimensional centroid position and three-dimensional contaminant spread, which is
sufficient to determine the state of the system.
For the above problem, there are two ways to incorporate observations to better
predict entity state evolution. The first method is exactly the same as that described
above, where data assimilation can be used to incorporate observations of the Eulerian
variables into their respective partial differential equations if an Eulerian model is run in
conjunction with the Lagrangian model. Thus, entity state predictions are improved
because the predictions of the Eulerian variables are improved. The second approach
entails determining the entity moments directly from the concentration field and
employing a multisensor data fusion technique.
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Before continuing, it is instructive to outline multisensor data fusion (MSDF).
MSDF is the process by which entity state observations are incorporated into the
equations that govern entity state evolution to improve state predictions. This data
incorporation method was originally developed for engineering applications involving
discrete entities, which is exemplified in the classical MSDF problem of tracking a target
object in space and time (Hall and McMullen 2004, Painter 1989). The governing
equations for such applications are the ordinary differential equations (ODE) describing
target behavior, but sensor data fusion techniques can also be applied to problems where
the governing equations are partial differential equations (PDE). In MSDF, the presence
of more than one entity requires association techniques to link each observation to a
particular entity (Hall and McMullen 2004). The association process is analogous to the
interpolation process in data assimilation, although association can be the more difficult
process if the entities are closely spaced. After this association process, that observation
is used to improve the model-predicted estimate of the entity’s state in the estimation
process illustrated below. The association process for AT&D will not be described below
because we only consider one entity.
For this Lagrangian formulation, we assume that a dynamical system governs
entity state evolution, and incorporate observations to improve entity state predictions.
Multiple entities applied to the source term estimation problem will be discussed in
chapter 4. Let us assume that we have determined a dynamical system that governs entity
state evolution where the forcing is given by fo , f1 , and fk for the first, second. and kth
moments respectively. Then (2-7a), (2-7b) and (2-7c) become
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where M represents the contaminant mass. Integration of these equations to a time step
t f yields

Mtf =
xi,t f =
x i,tk f =

"""

"""

!

C d! =

"

Cxi d! =

"

!

tf

tf

### C ( x ! x )
"

i

i

k

tf
o

tf
0

d" =
tf

fo (C)dt

(2-9a)

f1 (ui , C)dt

(2-9b)

#

tf
0

fk (ui , C)dt

(2-9c)

Let us suppose that an observation of the entity state has been obtained from the
concentration field data at time t f . It is then possible to incorporate these observations
with the moment predictions via an MSDF technique.

(

M new,t f = M t f + Ao M t f ,ob ! M t f

)

(2-10a)

(

)

(2-10b)

(

)

(2-10c)

xt f ,new = xt f + A1 xt f ,ob ! xt f

x tkf ,new = x tkf + Ak x tkf ,ob ! x tkf
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where ob denotes the observed state, and new denotes the new estimate of the variable
resulting from data fusion. The functions Ao , A1 , and Ak represent the MSDF technique
for the zeroth, first, and kth moments, respectively. These functions depend on the sensor
data fusion technique, and they can either be constant or they can depend on the amount
of noise in the observations (Hall and McMullen 2004). After this new estimate is
produced, the model equations are integrated again to evolve the estimate forward in time
to predict the future entity state.

2.2 Simplified Eulerian and Lagrangian Systems for an Atmospheric
Transport and Dispersion Application

In the previous section, we develop the theoretical basis for Eulerian and Lagrangian
frameworks in AT&D, and the methods by which observations are incorporated to
improve predictions of the contaminant concentration field. Data assimilation techniques
are used to improve estimates of the flow field and the concentration field, and
multisensor data fusion techniques are used to improve predictions of entity state
variables, and hence, to improve predictions of the contaminant field. Here, we simplify
the governing equations to provide a demonstration of how these frameworks, and their
data incorporation techniques, are used to predict the time evolution of the contaminant
concentration field. Although we keep the model equations and the assimilation/fusion
process as simple as possible, we will make sure to retain practicality and applicability.
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To simplify the Eulerian model equations (2-2a)-(2-2c) and the Lagrangian equations
(2-8a)-(2-8c), we will invoke several assumptions about the flow field and the
concentration field. The first assumption is that a stationary, homogeneous wind field of
constant velocity advects the contaminant. The second assumption is that the turbulence
that disperses the contaminant is statistically stationary and homogeneous. The third
assumption is that the contaminant is passive and has no sources or sinks. Because of
these assumptions, the resulting systems of equations will not be able to exactly model an
AT&D realization. To combat this inherent error due to invoking these assumptions,
incorporation of observations via a data assimilation technique or a multisensor data
fusion technique will be used to improve the AT&D predictions (Haupt et al. 2009, Haupt
et al. 2010). These equations are derived for the general case, and then are applied to the
specific datasets.

2.2.1 Simplified Eulerian System

Restricting attention first to the Eulerian formulation, we apply our assumptions to
simplify the equations that govern contaminant AT&D, and then describe how the
observations are incorporated to improve AT&D predictions. Starting with (2-2a) – (22c), and neglecting the changes in fluid velocity caused by rotation we have

∂Ui
∂Ui ∂uiu j
1 ∂P
+ Ui
−
=−
− gδi3 ,
∂t
∂x j
∂x j
ρ ∂xi

(2-11a)
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∂C
∂C ∂ cui
+ Ui
−
=0 ,
∂t
∂x j
∂xi

∂U i
=0 .
∂xi

(2-11b)
(2-11c)

Because the mean wind and turbulence are stationary and homogeneous, all gradients and
time derivatives in (2-11a) are zero. Thus, the mean momentum equation (2-11a)
describes a wind field that is equal everywhere and constant in time. Unlike fluid
momentum, the mean concentration field evolves in time, and all gradients in (2-11b) are
nonzero. Equation (2-11b) is not in closed form because of the presence of the Reynolds
stress term, and therefore, the Reynolds stress term, cui , requires an evolution equation
(Stull 1988). An evolution equation for this term is derived by multiplying the evolution
equation for velocity variance by the concentration variance and, correspondingly,
multiplying the evolution equation for scalar variance by velocity variance, summing the
two and combining terms. Unfortunately, such a process produces a third moment term,
and deriving an equation for the third moment produces a fourth moment, and so on
(Stull 1988). To simplify matters, we parameterize the Reyonlds stress term in (2-11b)
via a process known as first-order closure. To parameterize this term, we assume that the
turbulence acts on the mean concentration field as down-gradient diffusion, and model it
with an eddy diffusivity; the origins of an eddy diffusivity can be attributed to Boussinesq
(1877). Aligning the x-coordinate with the mean wind direction and expanding the
tensors, the equations for mean evolution reduce to

!U
=0 ,
!t

(2-12a)
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!C
!C
!2 C
!2 C
!2 C
+U
= Kx 2 + Ky 2 + Kz 2 ,
!t
!x
!x
!y
!z

(2-12b)

where K x , K y , and K z are the constant eddy diffusivities. Equation (2-12a) integrates
to a constant, and this constant is the mean, time invariant wind speed U . To improve
AT&D predictions, we augment the evolution equation for mean concentration with an
innovation function. Mass conservation is not included above because the individual
derivatives are zero.
Here, we employ the most basic sequential DA technique, Nudging, which relaxes the
model to the observed state of the field variable (Hoke and Anthes 1974; Stauffer and
Seaman 1991). For this technique, the assimilation functions in (2-3a) and (2-3b)
simplify to multiplication of the model-observation difference by a real number τ −1 ,
where τ is the relaxation time scale. This sequential DA technique is used in Beyer-Lout
(2007) and Haupt et al. (2009) to predict the evolution of the contaminant field via

Ui = U ,

(2-13a)

⎡ Nt ⎛ N
⎞ ⎤
∂C
∂C ∂ ⎡ ∂C ⎤ ∂ ⎡ ∂C ⎤ ∂ ⎡ ∂C ⎤ k ( x, y, z ) ⎢
⎜
⎟
+U
= ⎢ K x ⎥ + ⎢ K y ⎥ + ⎢ K z ⎥ +
O⎜ Cobs ⎟ − C ⎥ , (2-13b)
⎢
∂t
∂x ∂x ⎣ ∂x ⎦ ∂y ⎣ ∂y ⎦ ∂z ⎣ ∂z ⎦
τ
⎜
⎟ ⎥
⎠ ⎦⎥
⎣⎢ n=1 ⎝ m=1

∑ ∑

where N represents the number of spatial observations and N t represents the number of
observations times. We take k ( x, y, z ) =1, and τ as a free constant. The operator O,
whose inputs are the concentration observations at each time step, describes the objective
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analysis step in the assimilation process. Note, that if the weighting function k ( x, y, z )
is equal to zero, then we retain (2-12b), the linear advection/diffusion equation, which has
an analytical solution, and here, we take an analytic approach to solving (2-13). This has
implications for the innovation function in (2-13), and the objective analysis operator, O .
In Numerical Weather Prediction (NWP), observations of a contaminant are interpolated
to a grid that is consistent with the numerical solution of the partial differential equation,
or vice versa. It is imperative that we keep this consistency when analytically solving (213). Therefore, the operator O fits these observations to a continuous function
describing the concentration field. It is most appropriate to fit these concentration values
to a Gaussian function because concentration observations converge to the Gaussian
function in the ensemble-average limit. How to perform this fit depends on which
variables are unknown. This is discussed in the next section.
Note that the observation term includes a summation over time; thus, new
observations dynamically augment the PDE as they become available. This observations
will also continue to affect the solution for all subsequent times; this has implications
when we solve (2-13). Rearranging terms in (2-13) and assuming that Kx, Ky, and Kz are
constant, we have a linear, parabolic, non-homogeneous PDE,
⎡ Nt ⎛ N
⎞⎤
∂C
∂C
∂ 2C
∂ 2C
∂ 2C 1
1 ⎢
⎜
⎟
+U
− Kx
− Ky
− Ky
+ C=
O⎜
Cobs ⎟⎥ .
⎢
2
2
2
∂t
∂x
τ
τ
⎜
⎟⎥
∂x
∂y
∂y
⎢⎣ j =1 ⎝ i =1
⎠⎥⎦

∑ ∑

(2-14)

For this partial differential equation, we specify the boundary condition as C ! 0
for xi ! " . The initial condition for this problem is a point source given by
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C ( x, y, z, t = 0) =

Mo
U

δ ( x − xo , y − yo , z − zo ) ,

(2-15)

where M o is the initial contaminant mass, (xo , yo , zo ) specifies the three-dimensional
source location, and ! is the Kronecker delta function that is infinite at the source
location and zero everywhere else. When the Kronecker delta function is integrated over
the entire domain, the integral is equal to unity.
With the PDE (2-14), boundary conditions, and initial condition (2-15) specified,
we can now solve the equation analytically. Before doing so, however, let us investigate
the forcing function that is the innovation. The forcing function is applied such that the
observations influence the predicted surface concentration values for all times after the
observation time. Although, the influence of old observations should decrease with time
because new observations become available and old observations become increasingly
less relevant. This implies that the model equations govern how much the observations
influence the solution.
To isolate and investigate this process, let us simplify (2-14) further, assume that the
meteorology does not evolve the contaminant, and assume that the evolution of
contaminant concentration is forced only by the innovation function. Rearranging terms
and assuming the objective analysis is complete, we obtain the ODE,
∂C ⎛ 1 ⎞
1
+ ⎜ ⎟C =
∂t ⎝ τ ⎠
τ

Nt

∑ (Cobs )

.

(2-16)

i =1

This sample problem allows us to observe how the innovation will impact the
PDE (2-14). Solving this ODE produces,
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−

t

C = CI e τ +

1 t

Nt

t −t '

∫ ∑(χt,obCobs )e τ

τ tob
i =1

dt '

(2-17)

where χt,ob is the indicator function, which is zero before the observation time and
unity for all other times, and CI is the initial concentration field. Now, consider two
observations whose occurrences are separated by a time interval, Δt . Integration yields

t −tob
⎛
⎜
C = CI e τ + (Cobs,tob )⎜1 − e τ
⎜
⎝
−

t

t −tob − Δt
⎞
⎛
⎟
⎜
⎟ + (Cobs,tob + Δt )⎜1 − e τ
⎟
⎜
⎠
⎝

⎞
⎟
⎟ .
⎟
⎠

(2-18)

If Δt becomes arbitrarily small, then the forcing will cause an over-prediction of surface
concentration values because the bracketed terms become identical, and thus, both
observations are counted equally. This artifact causes the solution to be sensitive to the
temporal density of observations. This argument implies that we must take a different
approach to solving (2-14).
From the arguments above, it is appropriate to consider (2-14) as a series of initial
value problems (IVP) that are valid between the time that an observation is taken and
when the next observation occurs. Then, except for the first IVP whose initial
concentration field is given by (2-15), the initial values for each subsequent PDE are the
predicted concentration field at the time the next observation is taken. We illustrate this
process for the first two IVPs and then provide a series solution for N initial value
problems. All IVPs have an equal integration time, δ t . The first IVP is given by (2-14)
without the innovation on the right side and the initial condition (2-15)
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!C0
!C
!2 C
!2 C
!2 C
+U 0 " K x,o 20 " K y,o 20 " K z,o 20 = 0 ,
!t
!x
!x
!y
!z
C0 ( x, y, z, t = 0) =

Mo
U

δ ( x − xo , y − yo , z − zo ) .

(2-19a)

(2-19b)

This problem admits the Gaussian solution given by

2
2
" x ! x !Ut 2 % "
y ! yo ) % " ( z ! zo ) %
(
)
(
o
$
'
$
'
$
'
Co (x, y, z, t) =
exp !
exp $ !
1
3
' exp $ ! 4K t ' . (2-20)
$
'
4K
t
4K
t
x,o
y.o &
z,o &
#
#
& #
U ( K x,o K y,o K z,o ) 2 ( 4! t ) 2

Mo

The next IVP is given by

!C1
!C
!2 C
!2 C
!2 C 1
1
+U 1 " K x,o 21 " K y,o 21 " K z,o 21 + C1 = O(Cobs,1 ) ,
!t
!x
!x
!y
!z
!
!

(2-21)

where
N

O(! Cobs,1 ) =
i=1

M1 '
1

3

U ( K x1 ' K y,1 ' K z,1 ') 2 ( 4! t ) 2

# ( x " x ') 2 &
# ( y " y ') 2 &
# ( z " z ') 2 &
1
1
1
%
(
%
(
( . (2-22)
exp % "
exp % "
exp %% "
(
(
(
4K
't
4K
't
4K
't
x,1
y,1
z,1
$
'
$
'
$
'

The primed variables result for the objective analysis step where a Gaussian function is
fit to the concentration observations. In other words, the primed variables result from the
objective analysis step. Solving (2-21) with the initial condition (2-20) at the time ! t
yields
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"
x ! xo !U(t + !t) ' " ( y ! yo )2 % " ( z ! zo )2 % " t %
$
' exp $ !
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1
3
4K x,o (t + !t) '' $# 4K y,o (t + !t) '& $# 4K z (t + !t '& # " &
$
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#
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(

Mo
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2%
"
x ! x1 '!Ut ' " ( y ! y1 ')2 % " ( z ! zo )2 %"
" %%
$
' exp $ !
'$1! exp $ ! t ''
exp $ !
exp $$ !
3
1
'
$
'
'
# " &&
$ 4K x (t + !t) ' # 4K y (t + !t) & # 4K z (t + !t) &#
U ( K x K y K z ) 2 (t + !t) 2
#
&

M1 '

(

)

where t ∈ (0, δt ] and t = δt is when the next observation is taken. The diffusion
coefficients (K x,1, K y.1, K z,1 ) are an average of the coefficients (K x,1 ', K y.1 ', K z,1 ') and
(K x,o , K y,o , K z,o ) , which results from the convolution integral. By induction, the solution

for the nth IVP is given by

" (( n ) ! t + t ) % n!1
" (( n ! i ) ! t + t ) % "
" " t %%
' + ( Ci exp $ !
'$1! exp $ ! '' +
Cn = Co exp $$ !
'
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(2-24)
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where t ∈ (0, δt ] . In (2-24), the exponential terms no longer lead to the over-counting
described above. Without loss of generality, we replace the parameters that govern the
1
1
1$
!
2
2
2
(4K
t)
,
(4K
t)
,
(4K
t)
puff spread in (2-24), #
& by those derived by Taylor (1921) in
x
y
z
"
%

the short time limit, ((cx t), (cy t), (cz t)) = (! x , ! y , ! z ) where the constant turbulent
coefficients c, are different for each direction.
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2.2.2 Lagrangian System for Atmospheric Transport and Dispersion

To derive the simplified Lagrangian system, we apply the assumptions listed above to
construct a simple dynamical system to predict the evolution of the first few entity
moments, which describe the entity state. Further, we assume a function to describe the
entity’s contaminant distribution. This function is assumed to be a Gaussian, and thus,
the entity state is determined completely by its zeroeth through second moments. As a
result, the equations for entity state (2-8a), (2-8b) and (2-8c) become

DM
=
Dt

### "!

dxi
=
dt
D! D
=
Dt Dt

( ###

2

"

)

C ( xi ! xi ) d" =

###

"""

!

!2 C
d" = 0 ,
!x 2

(2-25a)

Cui d! = U ,

(2-25b)

$
$
Dx ''
C2 ( xi ! xi ) & ui ! i )) d" = c (! u,i ) .
&
"
%
Dt ((
%

(2-25c)

Equation (2-25a) says that the puff centroid moves in the downwind direction at constant
velocity, equation (2-25b) says that mass is conserved, and equation (2-25c) says that the
puff spread grows proportional to a constant that depends on the atmospheric turbulence.
Here, (2-25a) –(2-25c) are subject to the initial conditions

xi (0) = xio ,
M (0) = M o ,

(2-26a)
(2-26b)
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! i (0) = 0 ,

(2-26c)

where the subscript o denotes the initial state. Without loss of generality we will assume,
for computational convenience, that Ui = 0 for all i except 1, which implies that the x
coordinate has been rotated to face the downwind direction. To highlight differences in
along-wind and cross-wind behavior, we expand the position tensor into its two
components, x and y. The equation for puff spread assumes that the puff grows linearly
in time, which is valid for short times after a contaminant release (Taylor 1921). This
assumption can be relaxed as shown in chapter 3. The solution to these ODEs is given by

M (t) = M o ,

x(t ) = xo + U (t − t o ) = x' ,

(2-27a)
(2-27b)

y (t ) = yo ,

(2-27c)

! i = cxi (t ! to ) .

(2-27d)

Equations (2-27a)-(2-27d) provide a basic dynamical system for entity moment
evolution. Because the coefficients in the dynamical system may be unknown, state
predictions could be improved with a multisensor data fusion technique if state
observations are available. Following (2-10), we update our analytical solution (2-27)
with observations at discrete times via the alpha filter. It is of note that updating the
spread ! i (t) is equivalent to updating the spread parameter, ! u,i . We have
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M new (t n ) = M p (tn ) + ! ( M ob (tn ) ! M p (tn )) ,

(2-28a)

x new (t n ) = x p (t n ) + α (x ob (t n ) − x p (t n ) ) .

(2-28b)

y new = y p (t n ) + α (y ob (t n ) − y p (t n ) ) ,

(

(2-28c)

)

cxi ,new (tn ) = cxi, p (tn!1 ) + ! cxi,ob (tn!1 ) ! cxi, p (tn!1 ) ,

(2-28d)

M p (tn ) = M new (tn!1 )

,

(2-29a)

x p (t n ) = x new (t n −1 )U (t n − t n −1 ) ,

(2-29b)

where

y p (t n ) = y new (t n −1 ) ,

(2-29c)

cxi, p (tn ) = cxi,new (tn!1 ) .

(2-29d)

For the alpha filter, the fusion function applied to the difference between observations
and the model prediction in (2-9) becomes multiplication by a real number, α, that can
have values in the interval [0,1]. In (2-28), α takes the same value in all equations. If α is
unity then the observations are assumed to be perfect so that the updated variable is the
observation, whereas if α is zero, then the observations are assumed to be completely
uncertain so that the updated variable is the model prediction (Hall and McMullen 2004;
Painter et al. 1989). Typically, the observations are not perfect, and so α should not be
unity. In this work, we test several different values of α to see how model predictions are
sensitive to the alpha filter coefficient, ! .

30

Analogous to the objective analysis step in data assimilation, we need to
transform the concentration field observations into an observation of the entity state. We
achieve this transformation by fitting the concentration observations to a Gaussian
dispersion model. The details of this fit again depend on the unknown variables.

2.3 System Testing

Here, we test the simplified model equations for two different scenarios. First, we
test the simplified Eulerian and Lagrangian AT&D systems with an identical twin
experiment. In an identical twin experiment, the model used to create the concentration
observations possesses the same physical and dynamical assumptions as the models used
in the experiment. For this experiment, the effect of turbulent diffusion on the spread and
the mean wind speed and direction are known, but the initial conditions, which are the
horizontal source location and mass, are unknown. Uncertainty in the initial conditions
yields uncertainty in the AT&D predictions.
Second, we test the equation sets on observations developed from a field experiment
at Dugway Proving Grounds (Storwald 2007). This situation differs from the identical
twin experiment because the concentration observations are determined by a realization
of atmospheric transport and dispersion. For these experiments, the contaminant source
information and the mean wind speed and direction are known to within the measured
error, but the effect of turbulent diffusion on the contaminant spread is not precisely
known. Further, the contaminant centroid at each time step is also unknown. For these
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experiments, incorporating observations via a DA or MSDF technique should improve
contaminant concentration predictions downwind of the source location.
There are several reasons for testing the simplified systems of equations on two types
of datasets. The first is that the identical twin experiment allows us to apply the
simplified Lagrangian and Eulerian AT&D systems and their data incorporation process
in a controlled setting. All variables driving the concentration observations are known by
the user, and the user can choose which variables the predicting models know and do not
know. Second, the identical twin experiment sets an upper bound for how well these
systems will perform in real time. Third, we can add artificial noise to the concentration
observations to test how the predicting models perform for different signal to noise ratios,
thus mimicking a real-time situation. In contrast, including a test with actual contaminant
concentration observations tests how these methods perform against real data. This
system testing outlines the process of contaminant AT&D prediction and data
incorporation with the Eulerian and Lagrangian frameworks and shows that data
incorporation improves AT&D predictions for both frameworks. It also sets the stage for
chapters 3 and 4.

2.4 System Testing with Identical Twin Experiment

We first test the simplified AT&D models via an identical twin experiment. We
assume that the turbulent coefficients and the mean wind speed and direction are known
prior to the contaminant release. What is unknown is the horizontal release location and
the initial contaminant mass. For both predicting systems, concentration observations are
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fit to a Gaussian dispersion model. This fit provides an observation of the contaminant
field for the field framework, and an observation of the entity state for the Lagrangian
framework. Because the source information of the contaminant is unknown, the
contaminant centroid and contaminant mass at each time step are unknown. These
variables can be determined exactly without numerical optimization via a least-squares fit
if one first performs a logarithmic transformation of the concentration observations and
the Gaussian model:

2 '
! $N
&# ln (Cobs ) " ln (CGau ( M ', x, x ', y, y', z, zo )) ) = 0 ,
!M ' % i=1
(

(2-30a)

2 '
! $N
&# ln (Cobs ) " ln (CGau ( M ', x, x ', y, y', z, zo )) ) = 0 ,
!x ' % i=1
(

(2-30b)

2 '
! $N
&# ln (Cobs ) " ln (CGau ( M ', x, x ', y, y', z, zo )) ) = 0 .
!y' % i=1
(

(2-30c)

(

(

(

)

)

)

In (2-30), we solve for the unknown primed variables, the horizontal source location and
mass. The height zo of the source, is assumed to be known and it is equal to the sensor
height. And (2-30), CGau represents output from the Gaussian dispersion model and Cobs
represents the concentration observations.
For this identical twin experiment, the concentration observations are created
from a Gaussian dispersion model. We first test the Eulerian and Lagrangian AT&D
systems for the case when no noise augments the simulated observations. Then, to
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simulate a real environment and to see how model predictions degrade as less
information is available from the observations, we add clipped Gaussian white noise to
the simulated concentration observations. The amount of noise added is quantified by the
signal-to-noise ratio (SNR). We test these approaches for SNR values of ∞ , 100, 50, 10,
5, and 2.
Because we are looking at short-range atmospheric transport and dispersion, the
model domain size is a constant 2 km x 2 km grid for both approaches. Further, the mean
wind speed is arbitrarily prescribed to be 3 ms-1 and the model integration time is 465 s,
therefore it is likely that the puff centroid will remain within this domain for all
simulations. The initial values of the unknown variables are assigned randomly. The
nudging and alpha filtering techniques then update predictions of the concentration field
and the entity state respectively at each time step in order to correct for these
purposefully induced errors. Data assimilation and data fusion update model predictions
for the first half of the model integration period, and the model equations evolve
contaminant predictions for the second half of the integration period. The success of
each approach is quantified by the root mean squared error (RMSE) RMSE of the
predicted concentration values at the last time step. The RMSE is normalized by the
root-mean-squared sum of the true concentration field. Because the initialization is
random, we compute 50 simulations for the configuration described below and take the
median RMSE as the final result.

34

2.4.1 Eulerian System for Atmospheric Transport and Dispersion Predictions

Because the source information of the contaminant is unknown, the predicting model for
the Eulerian framework becomes
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or, substituting the spread parameters derived by Taylor (1921) for the short time limit,
we have
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For nudging, ! ! ( 0,") , with τ −1 filling a role conceptually similar to that of α in
MSDF. Thus, τ controls the rate of assimilation with the model prediction approaching
the observations as τ approaches zero. Because the innovation function augments the
model equations instead of appearing as a separate function, the convergence to the

(

)

observations is exponential and of the form exp ! t ! .
For our nudging formulation, a series of isochronous IVPs were solved. As a
result, t in (33) can be replaced by nδ t , where n is the number of assimilation periods
and δt is the period between observations. Therefore, convergence also depends on the
interval between observations. Because the convergence is exponential, τ should be less
than the model integration period so that the observations have time to impact the
concentration prediction. To determine the sensitivity of convergence to τ, we test the
model for values of ! from 1 and 501 in increments of 10.
The RMSEs for the Eulerian system are shown in Figure 2-1 for a range of SNR
values. When the SNR is infinite, the concentration observations are perfect and thus the
entity observations determined by least-squares fit of the Gaussian model are also perfect.
Therefore, for τ sufficiently small, the predicted entity state converges to the true state.
As a result, the concentration predictions at the final time step approach perfection as
closely as numerical precision allows. The same does not hold when noise is added to
the concentration observations, because the concentration field resulting from the
objective analysis step does not match the observed concentration field, and hence,
predictions of the concentration field become less accurate. In Figure 2-1, we observe
that RMSE becomes nearly constant for all τ less than a critical value. The RMSE
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increases and the critical value of τ decreases as the amount of noise increases.

This

occurs because the observed concentration field from the objective analysis step does not
provide new information to improve predictions of the concentration field. In Figure 2-1,
it appears that a first-order discontinuity is present in the RMSEs; this discontinuity is an
artifact of plotting the RMSEs against τ −1 however. Instead, the exponential
convergence of the nudging approach causes the RMSE to vary smoothly with τ.

Figure	
  2-‐1:	
  RMSE	
  for	
  the	
  Eulerian	
  system	
  for	
  various	
  values	
  of	
  SNR.
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2.4.2 Lagrangian System for Atmospheric Transport and Dispersion

The simplified Lagrangian AT&D system with the alpha filter for this problem is
given by (2-27) and (2-28a-2-28c). For the alpha filter, the values of the increment
coefficient α, range from 0 to 1. The larger the value of α, the faster the predicted entity
state will converge to the observations. This convergence is also governed by the number
of fusion periods, n. The influence that the initial state has on the final solution is given
by (1 − α )n .
Thus, if α and n are large, the initial model state will have little influence on the
final model state. Equivalently, forcing the system strongly towards numerous
observations ameliorates the errors in initial conditions. For this work, data are fused
with the model every 15 s, allowing 30 fusion steps in the 465 s run. Thus, n =30, and
the initial conditions will have little influence on the final model state if α > 0.2. The
results for the Lagrangian AT&D model combined with the alpha filter are shown in
Figure 2-2. They are similar to the results shown in Figure 2-1 in which RMSE is plotted
against 1/ τ. The results slightly differ because of the differing convergence properties of
the methods. When tested against the identical twin experiment, the results indicate that
the simplified Eulerian system and the simplified Lagrangian system perform with nearly
the same accuracy, but the AT&D prediction process differs significantly between these
systems.
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Figure	
  2-‐2:	
  RMSE	
  for	
  the	
  Lagrangian	
  system	
  for	
  various	
  values	
  of	
  SNR.
2

2.5 Testing on the FUSION Field Trial 2007 Experiment

The identical twin experiment provided insight on how these systems perform; an
identical twin experiment does not take the place of field observations, however. Even
when adding noise, the identical twin experiment is not sufficient. To address this
shortcoming, we test these AT&D prediction systems on AT&D datasets developed from
the FFT 07 field experiment. Throughout this thesis, we make extensive use of the
datasets provided from the FFT 07 experiment. Therefore we describe the experiment.
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In this field experiment at Dugway Proving Grounds, surface observations of
contaminant concentration were recorded for both continuous and instantaneous
contaminant releases during both stable and convective conditions (Storwald 2007). The
setup of the experiment is shown in Figure 2-3. The concentration observations were
taken on a 500 m by 500 m grid so that researchers were able to test their source term
estimation algorithms for short-range contaminant releases (Platt and Deriggi, 2010).
These data were released to investigators as trials and cases, trials having the full data set
and cases having a truncated data set. For each release, 100 digiPIDS (Digital
photoionization detectors) recorded observations of polypropylene concentration at 50
Hz, 40 portable weather information and display sensors (PWIDS) recorded wind data on
a 1 km by 1km grid, and three towers, one embedded within the digiPID grid and two
outside the grid, with sonic anemometers mounted at five different vertical levels,
recorded high frequency wind observations for the calculation of turbulence statistics
(Platt and Deriggi 2010). Also deployed for the experiment and shown in Figure 2-3 are
the Fourier Transform Infrared Spectrometers that provided concentration maps, infrared
cameras that tracked the puff/plume and determined its dimensions, a surface energy
balance station that measured vertical fluxes, a miniSODAR that measured vertical
profiles of the flow field, and a 924 MHz profiler that measured profiles of the flow field
from 100 m to several km (Storwald 2007). Not shown in Figure 2-3 because it is located
several miles away from the FFT 07 site is an FM-CW Radar that provided detailed
turbulence measurements, as well as measurements of the planetary boundary layer depth
(Storwald 2007).
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Figure	
  2-‐3:	
  FUSION	
  Field	
  Trial	
  2007	
  experimental	
  set-‐up	
  

For this study, we use the surface wind observations from the PWIDs and the
contaminant concentration observations provided from the digiPIDS. The wind
observations are used to determine the advecting wind speed and direction. Unlike in the
identical twin experiment, the true source location is known. With knowledge of the
mean wind speed and direction and the source location, both AT&D systems should be
able to predict the location of the entity centroid downwind of the source location. The
location of the contaminant centroid will likely differ from that predicted from mean
wind advection, however, because the mean wind over the entire domain will differ from
the instantaneous wind influencing contaminant transport. Further, because the surface
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wind observations do not provide statistics on the atmospheric turbulence, the effect of
the turbulence on the contaminant is unknown and is determined from the observed
concentration field as well. As a result, contaminant field observations and entity state
observations are used to improve contaminant concentration predictions.
As before, we fit the observed contaminant concentration field to a Gaussian
dispersion model in the objective analysis step for input into the innovation function, and
also to determine the entity state. Unlike before, we are not be able to determine a closed
form solution for these variables by logarithmically transforming the observed
concentration field and the Gaussian function and minimizing their squared difference.
Such an approach is not plausible because contaminant diffusion appears both in the
denominator in front of the exponential terms and in the denominator within the
exponential terms thereby making the problem nonlinear. As a result, we must determine
the contaminant centroid and the effect of turbulence on the contaminant spread via
numerical optimization. Thus, we minimize the cost function
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where the primed variables are to be determined from the optimization,

L2

denotes the

L2 norm, where L2 is the function space of bounded, square integrable functions, and E is
the error to be minimized. Here, the optimization technique is accomplished with a
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Genetic Algorithm (GA). Genetic Algorithms are used also extensively throughout this
thesis, therefore it is instructive to outline them briefly here.
The GA optimization technique mimics the process of natural selection to obtain
iteratively improved estimates of the unknown variables (Haupt and Haupt, 2004). As
with a natural selection process, a GA improves these estimates from generation to
generation by mating worthy members of a population of trial solutions, where a
percentage of the population is also subject to mutation. Thus, three parameters, the
population size, the number of iterations, and the mutation rate determine the GA
configuration. The GA is initialized with a random population of real-valued trial
solutions (a.k.a. a set of chromosomes), wherein each trial solution provides an individual
estimate of each unknown variable. The initial values for each chromosome are chosen
within a specified range of physically expected values. Mating is used to share
information between fit chromosomes. The fitness of each member of the population is
assessed by the cost function, where a large cost function value denotes a less fit
chromosome and a small cost function value a more fit chromosome. Less fit
chromosomes are discarded, and more fit chromosomes are selected for mating. Fit
chromosomes then share information by mating to create a new population of trial
solutions. After mating, new information is introduced by the mutation operator.
Finally, there is a convergence check to see if more iterations are necessary.
For this work, weighted roulette-wheel selection, is used to choose those
chromosomes to be mated. A selection rate for this mating is 0.5; hence, each pair of
parents produces two offspring, thus maintaining the population size (Haupt and Haupt
2004). The weighted roulette wheel-mating scheme is a pseudo-random mating
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technique that ensures that the best members of the population will mate. For mating, the
chromosomes share information on all variables through a linear recombination of the
parents’ estimates via blending. Thus, the next generation of trial solutions is a
combination of the parent trial solutions. This new population is not just a recombination
of information from the old population because new information enters the population by
the mutation operator.
The GA requires a configuration, the population size, number of iterations, and
mutation rate, that governs the estimation process. For a specific problem, tuning these
settings is necessary. From past work (Allen et al. 2007; Long et al. 2010) and from a
sensitivity study, we determine that the optimal configuration for the current work is a
1200 population size, 100 iterations, and a 0.15 mutation rate. The GA determines the
value of the unknown variables by minimizing the cost function (33). These variables
determine the entity state. Accordingly, substituting these variables into a dispersion
model yields the observed concentration field from the objective analysis step.
For the FFT 07 experiment, the contaminant concentration observations are
available at a frequency of 20 Hz. The temporal resolution of the data allows us to
temporally average the concentration data for a period of five seconds, and such an
average will improve the Gaussian fit to the concentration data. An averaging period of 5
s is chosen, because for FFT 07 the grid spacing is 50 m and the average wind speed
among all cases is less than 10 ms-1. Therefore, from advective scaling, the puff centroid
will not move a greater distance than the grid spacing during the averaging period,
minimizing errors caused by aliasing. The contaminant source location is close to the
sensor grid, therefore the temporal averaging restricts us to about 10 snapshots of the

44

contaminant field. To test the Eulerian and Lagrangian systems, we incorporate data for
the first five time steps. Thereafter the models evolve the concentration field and the
entity state without data incorporation. We compute the RMSE between the predicted
and observed concentration field at the last time step to see how the data incorporation
process improves the concentration predictions.
It is necessary also to compare the contaminant concentration predictions at the
last time step with a case that does not include any data incorporation. For this base case,
the mean wind drives the contaminant transport. The constants that determine how the
turbulence influences the concentration field are assumed to be a fraction of the mean
wind speed. It is reasonable to choose cx,b = cy,b = cz,b =

U
, where the subscript b
15

denotes the base case (Stull 1988).

2.5.1 Eulerian System for Atmospheric Transport and Dispersion

Here, the effect of flow scales other than the mean wind on contaminant transport
are unknown, as true also for the effect of turbulence on the concentration field.
Therefore, our predictor model for the Eulerian system with nudging becomes
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We test this model on FFT 07 trials 25 and 71; each trial has a single release
location with multiple contaminant releases over time. The results for each contaminant
release are shown in Table 2-1 below,
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Table	
  2-‐1:	
  Results	
  for	
  the	
  Eulerian	
  system	
  	
  

Trial 71

Release 1

Release 2

Release 3

Release 4

Release 5

Min RMSE

0.56

0.98

0.94

0.94

0.58

Tau value
Min RMSE

7

3

1

1

1

Max RMSE

0.92

0.99

0.99

0.99

0.85

Tau value
max RMSE

201

35

201

201

201

RMSE base

0.96

0.99

0.99

0.99

0.85

Trial 25

Release 1

Release 2

Release 3

Release 4

Release 5

Min RMSE

0.92

0.69

0.70

0.89

0.67

Tau value
min RMSE

59

7

2

1

1

Max RMSE

1.71

0.94

0.95

0.99

0.97

Tau value
Max RMSE

1

201

201

201

201

Base RMSE

0.97

0.94

0.95

0.99

0.97

As can be seen from the Table 2-1, with the exception of one realization,
incorporatingobservations into the Eulerian AT&D system improves contaminant
concentration predictions. Typically, the improvements are greatest when ! is small,
implying that the newer observations are more accurate than both the initial concentration
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field and the previous observations. This can be expected for the FFT 07 scenario
because the release location is close to the sensor grid. Because the release location is
close to the sensor grid, it is difficult to determine the contaminant spread because
initially few sensors observe the contaminant. As the turbulence diffuses the
contaminant, it is observed by more sensors, and thus, observations of the contaminant
spread improve. More observations do not always improve calculation of the
contaminant spread, however, and heavily weighting the newest observations can cause
significant errors in the contaminant field predictions as seen in trial 25 release 1.
Therefore, ! should be chosen such that all observations impact AT&D solutions.
2.5.2 Lagrangian System for Atmospheric Transport and Dispersion

The equation set that predicts entity state evolution is given by (2-27), and observations
to improve these predictions are provided by (2-28). The results of the Lagrangian
AT&D model with the alpha filter are shown in Table 2-2 below.
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Table	
  2-‐2	
  	
  Results	
  for	
  the	
  Lagrangian	
  System	
  

Trial 71

Release 1

Release 2

Release 3

Release 4

Release 5

Min RMSE

0.51

0.94

0.92

0.92

0.60

Alpha value
min RMSE

.62

1

1

1

1

Max RMSE

0.96

0.99

0.99

0.99

0.87

Alpha value
max RMSE

0

0

0

0

0.02

RMSE base

0.96

0.99

0.99

0.99

0.87

Trial 25

Release 1

Release 2

Release 3

Release 4

Release 5

Min RMSE

0.92

0.70

0.69

0.92

0.63

Alpha value
min RMSE

0.06

0.64

0.85

0.92

1.0

Max RMSE

1.36

0.97

0.97

0.99

0.99

Alpha value
max RMSE

0.86

0.0

0.0

0.0

0.0

Base RMSE

0.97

0.97

0.97

0.99

0.99

The results for the Lagrangian AT&D model with alpha filtering are similar to the results
for the Eulerian AT&D model with nudging. For similar reasons as the nudging results,
it is imperative to choose a value of α such that all observations impact AT&D solutions.
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In some cases, such as for trial 71, the last observation is more relevant for the current
time than more distant observations. For such situations, the max value of α produces
the best results. The results for trial 25 shows that this will not always be the case, and
therefore. it is appropriate to include information from all observations.	
  
The results for the identical twin experiment and the FFT 07 trial data produce
similar results. They both show that including observations improves AT&D predictions
when these observations are accurate. They also show that the values of τ and α should
be chosen such that all observations impact predictions of the AT&D realizations.	
  
2.6 Discussion

In this chapter, we compared and contrasted the Eulerian/field framework with the
Lagrangian/entity framework for atmospheric transport and dispersion. We also
compared and contrasted methods of incorporating data into these frameworks; data
assimilation (Daley, 1991) and multisensor data fusion (Hall and McMullen, 2004), that
improve AT&D predictions. Lastly, we applied assumptions about the flow field and
contaminant field to derive simplified systems for the Eulerian and Lagrangian
frameworks for predicting contaminant AT&D. With these systems, we show that
incorporating observations improved AT&D predictions. The last statement is not
surprising; incorporating observations should improve predictions of contaminant
atmospheric transport and dispersion. This is because these observations can correct for
improper initialization and boundary conditions, and well as help incorporate AT&D
effects that are not included in the model physics.
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From sections 2.2-2.5, it is apparent that each framework possesses advantages and
disadvantages. The main advantage of the (Eulerian) field approach is that all
information about the flow field and contaminant AT&D is contained within six
equations. The main disadvantage of the field approach is that these equations are
coupled and nonlinear, and with the exception of simplified situations such as the one
described above; they cannot be solved analytically. Further, numerical solutions to these
equations can be quite complex and subject to numerical diffusion if care is not taken.
The entity (Lagrangian) framework presented here also has advantages and
disadvantages. The main advantage of this Lagrangian framework is that instead of
predicting the entire concentration field, we can predict the evolution of the entity state,
thus simplifying the governing equations. A disadvantage of such an approach is that the
fluid flow field and concentration field influence the evolution of the entity moments as
seen in (2-10). In some situations, it is not necessary to model the field variables in
conjunction with the entity state, however. Instead, we can use properties of the flow
field to derive a simplified set of evolution equations for the entity state. We derived
such a simplified set of equations in this chapter. Given the properties of the fluid flow,
we determined equations for entity state evolution.
In the following chapters, we apply this Lagrangian framework to estimate the
contaminant source terms. The Eulerian framework has extensive use in inverse AT&D
modeling, but the Lagrangian framework has not received much attention. The scarcity
of the Lagrangian framework in inverse AT&D is mainly because the Lagrangian
framework used traditionally is Lagrangian backtracking where the entities are of the
same scale as the fluid parcels. Such a method can require substantial meteorological
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observations to determine the contaminant source accurately. We show that, when
considering entities that are of a larger spatial scale than a fluid parcel, adopting a
Lagrangian approach for the source term estimation problem can offer advantages that
the Eulerian methods cannot, namely, that the equations to determine the source location
are simplified greatly.

Chapter 3	
  
	
  
Utilizing	
  State	
  Estimation	
  to	
  Determine	
  the	
  Source	
  Location	
  for	
  a	
  Contaminant	
  

In the last chapter, we explored the Eulerian and Lagrangian frameworks for
atmospheric transport and dispersion (AT&D), developed Eulerian and Lagrangian
systems, and tested these systems on datasets. Through this work, it is shown that both
Eulerian and Lagrangian approaches have advantages and disadvantages. An advantage
of the Lagrangian framework used here, is that modeling entity state evolution can be
cast into a system of basic ordinary differential equations (ODE) with the form of the
ODEs determined from the flow field. Here we adopt the approach to the source term
estimation problem in AT&D.
Determining the source information for an accidental or intentional contaminant
release is an important issue in homeland and defense security. This information is
needed to mitigate the source and to predict accurately subsequent atmospheric transport
and dispersion (AT&D) for warning purposes and to diminish the contaminant threat.
Both Eulerian and Lagrangian approaches can be used to determine the source
information for a contaminant (e.g. Pudykiewicz 1998 Stohl 1996). A source term
estimation method is Eulerian if determining the source information is dependent on
computing a prediction of the entire concentration field. Most Eulerian, or field methods
minimize the difference between concentration observations and concentration
predictions to obtain the source information.
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Alternatively, one can adopt a Lagrangian, or entity, approach to the source-term
estimation problem. These Lagrangian source term estimation algorithms generally do
not attempt to predict the concentration field, but instead propagate backwards the state
of one or more entities whose superposition describes the contaminant field. For
example, in traditional Lagrangian backtracking, the entities are fluid parcels, and these
fluid parcels are tracked backwards in time to their initial location that is the contaminant
source (Stohl 1996). This approach can successfully handle meandering or evolving
flows if adequate meteorological data are available. In contrast, at shorter ranges where
the flow can be assumed steady over the advective time scale and representative
meteorological data are not available, an alternative approach is needed. In these
situations, the Langrangian/entity framework can be implemented by approximating the
concentration field by a superposition of contaminant entities that are of larger scale than
a fluid parcel, and determining the state of each entity. The latter approach is analogous
to finding the relevant distribution moments of each entity. The state of each entity is
then propagated backwards until its second moment or spread matches that of the source,
a process that we define as Lagrangian entity backtracking. This is the method explored
herein. It is worth noting that either Lagrangian approach may be implemented with
Eulerian contaminant concentration measurements, i.e. time series measurements from a
set of geographically distributed fixed sensors.
Most source term estimation (STE) algorithms are of the Eulerian variety (Rao 2007).
These methods, although each having unique strengths and weaknesses, generally obtain
the source information by matching observed contaminant concentration values with
predicted contaminant concentration values. Typically, the source information is
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estimated by minimizing a cost function or functional that quantifies the difference
between concentration observations and concentration predictions. This minimization
may be undertaken via iterative optimization (Camelli and Lohner 2004; Chang et al.
1997; Haas-Laursen et al. 1996; Haupt 2005; Thompson et al. 2007). Although the
numerical models used to generate concentration predictions may be Lagrangian, the STE
techniques themselves are Eulerian. Although the minimization approach is common for
Eulerian STE algorithms, not all techniques utilize this approach (Pudykiewicz 1998).
The Eulerian methods commonly either rely on a statistical method of choosing trial
solutions or apply an adjoint model to work backwards from observation times to the
release time. Both approaches may include iterative refinement (e.g. Bergin and Milford
2000; Uliasz 1983; Uliasz and Pielke 1991). For instance, in the Bayesian formulation,
stochastic sampling is used to generate the source information that is then used as input
for an AT&D model (Haupt and Young 2008 and Rao 2007). The difference between the
subsequent concentration output and concentration observations can be used to determine
the likelihood of these initial estimates. The likelihood calculation for all estimates
produces a probability density function (PDF) for the source information, and thus,
includes estimates of uncertainty (Bergin and Milford 2000; Chow et al. 2007; Keats et
al. 2007 a,b; and Delle Monache et al. 2007; Robins et al. 2009). Optimization
procedures such as that in Chow et al. (2007) obtain iteratively improved estimates of the
source location allowing an appropriate sampling of the PDF.
Many Eulerian STE methods incorporate an adjoint model. The adjoint model is
derived from the L2 inner product between a linear operator acting on the concentration
field L(C) and a function C ∗ (Pudykiewicz 1998; Uliasz 1983; Uliasz and Pielke 1991),
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which is itself determined by integration of the adjoint. Integration of this adjoint
produces retroplumes because of the self-adjointness of the diffusion operator (Hourdin
and Talagrand 2006, Hourdin et al. 2006). Adjoint methods can be cast in two ways.
For the first approach, the adjoint can be integrated directly backwards in time with the
observations added to the adjoint equations as a forcing function (Pudykiewicz 1998).
The second approach requires iteratively refining the adjoint solution to obtain the source
information. The methods that utilize this second approach are all structurally similar;
the optimization and minimization procedures vary between methods, however (Bocquet
2005a).

The source information is obtained via minimization of a function or functional

that includes the adjoint solution and the observed contaminant concentration
observations. These observations can be combined with the adjoint using an illumination
function to achieve regularization for the problem (Issartel 2005), or by minimizing a cost
function of the difference between the adjoint and the observations (Houweling et al.
1999). For example, the 4DVAR (four-dimensional variational) technique used for
source term estimation combines the adjoint and a time series of observations in a
functional, the gradient of which is minimized to determine the source information
(Elbern et al. 1997; Krysta et al. 2006; Robertson and Langer 1998). This minimization
process also can be implemented via the maximum entropy method. Using this technique
ensures that no irrelevant or aphysical information is incorporated into the backcalculation (Bocquet 2005 a,b).
There exist other Eulerian techniques that do not require model adjoint or Bayesian
inference methods. These methods obtain the source information directly by iteratively
tuning source information driven AT&D predictions from a dispersion model to match
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the observed contaminant concentration values (Camelli and Lohner 2004; Chang et al.
1997; Haas-Laursen et al. 1996; Haupt 2005; Thompson et al. 2007). An advantage of
these inverse methods is that it is not necessary to derive an adjoint model.
The second major category of STE algorithms, Lagrangian methods, has not been as
extensively explored as its Eulerian counterpart. These Lagrangian methods fall in the
category of entity backtracking, i.e. they track the state of an entity back to its original
state. This approach is similar to target tracking problems outlined in Hall and McMullen
(2004). One common Lagrangian methodology is traditional Lagrangian backtracking,
where individual fluid parcels are traced backward in time to their sources (Lee et al.,
2004; Occhipinti et al. 2008; Stohl 1996; Young et al. 2009). Wind and concentration
data requirements for these methods may frequently be too great for them to be useful in
the source term estimation problem (Young et al. 2009). Further, the backwards flow
must be convergent to accurately trace the parcels back to their origin (Young et al. 2009)
or the flow must evolve in time so that multiple trajectories cross at the source location.
In this work, we adopt the Lagrangian entity backtracking approach to estimate the
source location of a passive contaminant; instead of tracking individual contaminantfilled fluid parcels, we analyze the state of larger contaminant-filled entities whose spatial
scales are larger than fluid parcels, however. This approach is advantageous because it
does not impose the same meteorological and concentration data requirements as
traditional Lagrangian parcel backtracking. By approximating the concentration field
through a superposition of contaminant entities, where the entity here is a contaminant
puff or plume, we can extrapolate the state of each entity backward to obtain the source
location. The relevant state components are the first and second moments of each
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entity’s concentration distribution (i.e. the location and spread). These are the relevant
components because the puff/plume axis represents the mean direction of contaminant
travel, and the source location is located on the plume/puff axis at the point where the
spread approaches zero from the down-wind direction. It is of note that the method
presented here does not possess the same rigor and complexity as the methods referenced
above, nor is it intended to. Instead, we present a simple and computationally efficient
method to determine the source location for short range AT&D.
Below, we present and test the utility of our algorithms. In section 3.1, we discuss
this entity approach to the source term estimation problem and we present our new
method. We test our method on the Defense Threat Reduction Agency (DTRA)sponsored FUSION Field Trial 2007 (FFT 07) data set, a field experiment that recorded
observations of several contaminant releases under differing meteorological conditions.
The accuracy of the source location estimates predicted by our methods is displayed in
section 3.2. In section 3.3, we discuss the implications of these results and propose future
work.

3.1 Algorithms for Source Term Estimation

In this section, we develop the Lagrangian and Eulerian/Lagrangian source term
estimation algorithms for single-source instantaneous and continuous releases,
respectively.
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3.1.1 Instantaneous Release

Determining the source location for an instantaneous release requires analyzing a
time series of the entity state, where our entity here is a contaminant puff. The state
components with which we are concerned here are the puff position and spread, and we
must determine how these variables change in time to infer the initial entity state.
Because we are approximating the concentration field by a single entity, the entity state is
given by the first and second moments of the concentration distribution given by Sykes et
al. (2000). Here, we restrict attention to the horizontal directions
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where C is the contaminant concentration, x is the spatial domain, ! represents
integration over the horizontal plane , x p,i is the location of the contaminant puff centroid
and S is the spread of the contaminant. The goal is to determine the evolution of these
!
moments as a means for determining
the source location of the contaminant. To do so, an

evolution equation for these moments is needed, and hence
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DS
= f (ui ') " S =
Dt

t
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i

(3-2b)

0

! f ( u˜ ) is a function that governs the evolution of the first moment and is
where t is time,
dependent on the full horizontal wind field u˜ i , and g(u') is a function that governs the
!
! evolution
of the second moment and is a function of the turbulent horizontal velocity
!
! information while keeping the complexity of
field ui ' . Our goal is to capture the relevant

the equations to a minimum. This choice was made because the more complex the
!

dynamical system is, the more contaminant observations and meteorological observations
are needed to determine the entity state. Therefore, we assume that the puff travels at the
mean wind speed, and the diffusive spread follows a power law function.
Splitting puff translation into its zonal and meridional components, we have
x p = xo + u (t − t o ) ,

(3-3a)

y p = yo + v (t − to ) ,

(3-3b)

b

S = a(t − t o ) ,

(3-3c)

where x p and y p describe the position of the puff centroid at a time t , t o is the initial
release time, u and v represents the mean zonal and meridional velocity of the
contaminant puff and describe the puff axis, S is the puff spread, and a and b are
constants that are parameters of the power law equation (3-3c) and describe the effect of
turbulent diffusivity on the puff. A power law function is assumed because analytical
expressions of the contaminant spread were derived for ensemble or time averaged
concentration data. Assuming this dynamical system implies that the mean wind speed is
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constant and that turbulence is uniform throughout the region through which the
contaminant disperses. If one of these conditions does not apply, such as in the
extremely stable and extremely unstable limits of stratification, then the dynamical
system will need to be more complex and directly exploit the meteorological data. The
same applies for contaminant releases in complex terrain.
The time series of the puff state, represented by x p , y p , and S , is not directly
available. Therefore, these state variables must be determined from contaminantconcentration observations. Our method of determining these quantities should not be
interpreted as a mathematical approximation to the integrals (3-1a) and (3-1b) in the
Riemann sense. Instead, we use cluster analysis (Wilkes, 2006) to determine the values
of these state variables, which, in effect, is an approximation to (3-1a) and (3-1b). The
puff centroid, represented by x p and y p is calculated at each observation time, j , from a
concentration-weighted mean location
N
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where x g ,i , y g ,i is the horizontal location of a grid point in the x , y plane, N
represents the number of grid points, and Ci, j is the concentration value at the ith grid

!
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point and at the jth observation time. These calculations produce a time series of the puff
centroid location from a time series of concentration observations at multiple locations.
Having obtained the puff centroid location, we can use it with the concentration
observations to compute the entity spread. The puff spread, represented by S , is
calculated at each observation time, j , in a similar manner via a concentration weighted
sum
N

" rC
i

Sj =

i, j

i=1
N

"C

,

(3-5)

i, j

i=1

(

2

where ri = ( x p ! xg,i ) + ( y p ! yg,i )
!

2

)

1

2

is the Euclidian distance from the puff centroid to

a grid point.
The remaining unknowns are the source location ( x o , y o ), the horizontal velocity
components (u, v) , and the constants needed to describe the spread in (3-3c), ( t o , a , b
). These are obtained as follows. Computing (3-5) at all observation times results in a
time series of the puff spread. The unknowns in (3-3c), a , b , and t o , are obtained by
iteratively optimizing the fit of (3-3c) to the calculated contaminant spread. The
optimization technique used for the fit is a Genetic Algorithm (GA), a robust
optimization technique that mimics the natural selection process, which is outlined in
Haupt and Haupt (2004) and Haupt (2005) and in chapter 2. A GA is not crucial to this
work; it is solely the author’s preference, and it should be noted that other optimization
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methods could be used. The GA obtains estimates of the three unknown constants ( t o , a
, b ) by minimizing the cost function
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(
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1

2

= ES ,

(3-6)

where N t represents the number of spread observations and Es represents the error in
the approximation.
After determining the time of the release, t o , we can ascertain the mean
advecting velocity and the source location. Determining these variables is done
!
simultaneously by taking a least-squares approach, which minimizes the cumulative

squared difference between the centroid observations, x p and y p , and the right side of
equations (3-3a) and (3-3b). Therefore, determining the zonal velocity and zonal source
! of equations
!
location is accomplished by solving the system
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! determines the mean meridional advecting velocity v , and the
The same process
meridional source location y o .
!
!
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3.1.2 Continuous Release

For a continuous release, we must adopt a hybrid Lagrangian/Eulerian approach
for obtaining the source location because under stationary meteorology the entity will not
move with respect to the stationary sensor grid. Further, as mentioned before, the data
quantity is unlikely to be sufficient to approximate continuous release concentrations
with a superposition of smaller entities, and thereby adapt the approach given in section
3a. Therefore, we take a different approach to determining the entity state, wherein we
assume that our entity takes the shape of a contaminant plume. A plume effectively is an
integration of an infinite number of contaminant puffs over the downwind direction to
simulate a continuous release at a constant rate of emission. As a result, the first moment
of the concentration field for a plume is represented by the plume axis and the second
moment, the spread, must be determined as a function of the downwind distance along
the plume axis1. Here, the plume axis is determined by concentration-weighted least
squares linear fit to the sensor locations. The spread is then determined by assuming a
functional form that describes it, but with undetermined parameters. The parameter
values are determined by substituting this function into a dispersion model, which
includes the effects of plume spread, and matching the temporally averaged concentration
observations with a concentration field prediction from this model. From the axis and
spread, we subsequently deduce the horizontal location of the source.

1

	
  Scaling time advectively determines the spread as a function of distance and essentially determines the
spread as a function of time.	
  
2

	
  This averaging may not satisfy ergodic theory because we do not make use of meteorological data to
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The first step in this method is time averaging the contaminant concentration
observations. The averaging period is specified as the time from when the contaminant
first enters the sensor domain until the contaminant exits the sensor domain2.
The next step in determining the entity state is fitting the plume axis, the line on
which the source lies and along which the contaminant is advected. This is accomplished
via a concentration-weighted least squares fit between a concentration-weighted location
and the predicted plume axis

⎛
⎞
⎜ N
⎟
Ci
∂ ⎜
2 ⎟
(y g ,i − (axg ,i + b)) ⎟ = 0 ,
∑
∂a ⎜ i =1 N
⎜ ∑ Ci
⎟
i =1
⎝
⎠

(3-8a)

⎛
⎞
⎜ N
⎟
Ci
∂ ⎜
2 ⎟
(y g ,i − (axg ,i + b)) ⎟ = 0 .
∑
∂b ⎜ i =1 N
⎜ ∑ Ci
⎟
i =1
⎝
⎠

(3-8b)

The solution to this system of equations is given by

2

	
  This averaging may not satisfy ergodic theory because we do not make use of meteorological data to
investigate whether the average flow field is statistically stationary. 	
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The concentration-weighted least squares fit ensures that the plume axis will lie close to
the highest temporally averaged concentration observations. The concentration-weighted
regression approach has one drawback: it does not account for horizontal and vertical
diffusion that decreases concentration values downwind from the source. Because the
plume spread and atmospheric turbulence statistics are unknown, it is not possible to
include accurately the effects of atmospheric diffusion for this fit.
The orientation of the plume axis provides the direction of the advecting wind
because the plume axis lies parallel to the mean direction of contaminant travel.
Moreover, given the mean plume axis, it is possible to determine the contaminant spread.
Taking an approach similar to that used above for instantaneous releases, we assume that
the plume spread follows a power law
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Sc = c(x'− xo ')d ,

(3-10)

where x' represents points that lie on the plume axis, x o ' is the unknown source location
that lies on the plume axis, and c and d are constants to be determined. A power law
function is assumed because, without knowledge of the meteorological inputs, we cannot
impose stronger constraints, such as linearity on this function. Because spread is a
function of distance instead of time, the unknown variables in (3-10) are determined by
matching observations with a spread-dependent concentration field. This matching
requires that the spread, S c , be an input to a dispersion model that creates a
concentration field prediction. Iteratively matching modeled concentration field
predictions with the observed average concentration determines the value of S c . For
simplicity and computational convenience, the Gaussian dispersion model is used

Cp =

M
U 2πS c

2

⎛ ( y − y ')2
exp⎜⎜ −
2
2S c
⎝

⎞
⎟ ,
⎟
⎠

(3-11)

(Beychock, 2005) where M is the release rate, U is the mean wind speed, and ( y − y ')
describes the orthogonal distance from the grid point to the plume axis. In (3-11), we
assume that horizontal and vertical diffusion have equivalent functional representations.
These two are assumed to be equivalent because only horizontal contaminant
concentration data are available, and hence, there is not enough information to determine
the vertical spread. Assuming that these two variables are equivalent will cause error in
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the retrieval. Some of this error will be absorbed by the scaling constant M U for which
we also search. Because this variable absorbs some error resulting from the
approximation, we will not present those results here.
The optimization technique used tunes the spread parameters c, d and xo in (3-10),
and the scaling constant so as to minimize the difference between the observed
concentration field and the concentration field predicted by (3-11). A cost function
quantifies this comparison. For this work, the cost function is given by the Euclidean
distance between the natural logarithm of concentration observations and the natural
logarithm of the concentration predictions
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2

= Cost ,

(3-12)

where C p ,i is the concentration prediction, C i is the observed concentration value, ! is a
small constant added to the data to avoid taking the natural logarithm of zero, and Cost
represents the cost function value for the fit. This cost function, equivalent to that used
in previous work, is used here because it is sensitive to the dispersing fringes of the
plume that best define the spread (Allen et al., 2006 and 2007; and Long et al., 2010).
Because (3-10) is an input to (3-11), it is likely that the cost surface determined by (3-12)
is complex. Therefore, we use a Genetic Algorithm (GA) for the minimization because it
will avoid converging to a solution in a local minima, and hence, will ensure proper
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determination of the variables in (3-10) and (3-11) (Haupt and Haupt, 2004). Also we
note that, using a GA is not the crux of this work, and other robust nonlinear optimization
techniques could, in theory, be applied. Minimizing (3-12) determines the value of these
variables c , d , and x o , allowing direct calculation of the two-dimensional source
location.
As with the instantaneous release, the above formulation assumes that there is a
steady wind speed and direction, and homogeneous turbulence. If these meteorological
conditions are not present, or if the contaminant is being advected and dispersed within
complex terrain, then meteorological information and a more complex dispersion model
are needed to describe the entity shape. Another assumption invoked in this formulation
is stationarity. Although strict stationarity need not apply, it is imperative that the
averaging be taken over a period where the meteorology and source strength can be
considered quasi-stationary. This assumption is valid when we test this algorithm on the
field trial data described below. Although strict stationarity in meteorology is not seen in
many of the experiments, our averaging times are short enough that the atmosphere is
generally quasi-stationary.

3.2 Results

3.2.1 Testing on FUSION Field Trial 2007 datasets

In this work, we use trial data from the FUSION Field Trial (FFT 07) fieId
experiment outlined in chapter 2. Figure 3-1 displays the data made available to our
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algorithm as well as the location of the source for the trials tested. We tested each of our
algorithms on three separate release trials with the particular trials being chosen to
introduce meteorological diversity. For the continuous release, we used trials 13, 15 and
54 whose initialization times was 8:40 UTC, 13:13 UTC, and 14:15 UTC, respectively.
For a instantaneous release, we used trials 25, 33, and 71, whose initialization times were
15:30 UTC, 12:37 UTC and 10:17 UTC respectively. For all six trials, the predominant
wind direction was from the southeast, although the wind speed and direction differ for
each trial as shown in Figure 3-1. This meteorological information is not used because
the relevant meteorological information is inferred by the algorithms for reasons stated
above.
Initially, we test our algorithms ability to determine the contaminants source locations
when all 100 digiPIDs are deployed to report contaminant concentrations. In real-time
applications it is unlikely that this many sensors will be deployed. Therefore, to
investigate how our algorithms will perform in more realistic applications, as well as to
test the data required for the algorithms success, we also tested our algorithms on sparser
data sets. The sparser datasets are simply subsets of the FFT 07 trial data formed by
using data denial. We consider subsets of 80, 60, 40 and 20 digiPIDs, thus documenting
the change in performance as sensor net density is gradually reduced to the levels, that
might reasonably be expected to occur in routine operations. To avoid biases and to test a
variety of realizable scenarios within each subset size, we made 100 different
simulations, each with a different randomly selected subset of sensors. This process is
done for all subset sizes considered.
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Figure	
  3-‐1:	
  Information	
  and	
  trial	
  experiments	
  used	
  to	
  test	
  the	
  algorithms	
  presented

3.2.2 Instantaneous Release

For an instantaneous release, the GA determines the unknown values of the variables
in (3-3c) by fitting the calculated spread. Our GA requires that the possible solution
space be specified by prescribing a range for each variable. For FFT 07, the prescribed
range is [0, 100] for a , [0, 5] for b , and [-150 s, 0 s] for t o . Zero is chosen as the upper
bound for the time of release, because t = 0 is defined here as the time of the first
observation.
Table 3-1 lists the statistics of the algorithms success for all of the instantaneous
release tests: the mean and median source location error, the standard deviation of the
source term errors, the cross-wind error, and the along-wind error, as well as the median
number of sensor hits. The errors in the cross-wind direction represent puff-axis errors,
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and along-wind errors represent errors in the puff spread and the calculated transport
velocity. We see that errors are generally greater in the along-wind direction, indicating
uncertainty in the calculated spread and transport velocity. Errors increase as the sensor
network becomes sparser and fewer contaminant observations are reported. The
variability in the estimates also increases with data sparseness, quantified by the increase
in standard deviation in the source estimates. To supplement the table are Figures 3-2
through 3-4 where trial results for the number of sensors used are described by box-andwhisker plots. These plots highlight the error growth and the standard deviation growth
as the number of sensors decreases. Box plots do not plot standard deviation, but the
standard deviation is represented by the area of the box and spread of the whiskers.
When sensor information is used from all 100 digiPIDs, the algorithm performs well
with the source estimate errors being 70.5 m, 42.3 m, and 81.6 m for trials 25, 33 and 71,
respectively. When the sensor subset size is 80, the median number of sensors hit by the
puff is about 10, 4, and 6 for trials 25, 33, and 71, respectively, the mean source estimate
error is 78.1 m, 94.4, and 93.1 m, and the median error is 65.9 m, 67.8 m, and 81.3 m.
Because the variation in source location estimates in the cross-wind direction is small, we
conclude that the algorithm more accurately diagnoses the puff axis than the puff spread
and transport velocity by determining the relevant wind direction. Therefore, the source
location estimate errors lie primarily in the along-wind direction, a result of having an
insufficient sampling of the puff spread or errors in the calculated contaminant transport
velocity. This difference occurs because all the observations can be used to make one
estimate of the axis, but only those observations at a single time are available to make
each estimate of the spread. Errors from insufficient sampling are not large for this
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number of sensors because the mean and median errors are both less than 100 m, and the
length of the box and whiskers for each trial is small.
When fewer sensors are available to sample the contaminant puff, errors in the
source estimates grow larger. This error growth is shown in table 3-1 when 60 and 40
sensors are available to sample the contaminant puff. Although most of the source
estimate errors occur in the along-wind direction, as discussed above, errors begin to
grow in the cross-wind direction as well. This error growth implies that reduction of the
data decreases the accuracy of the puff-axis predictions. Nonetheless, the cross-wind
error in source estimates is still small compared with the along-wind error. The most
notable increase in the mean source-estimate error occurs with trial 25. This error growth
occurs because the spread is difficult to determine for a few of the 100 simulations, and
when the spread cannot be determined accurately, larger errors in the source location
estimates result. Evidence of the error growth is shown in the box plot for trial 25 when
there are 60 and 40 sensors. The median is still relatively small but the area of the box
grows substantially. This implies that large errors occurred when it was not possible to
determine the contaminant spread.
When only 20 sensors report surface concentration data, the source location estimates
are even less accurate as shown in table 3-1. For these simulations, a median of only 2, 1,
and 2 sensors actually sense the contaminant puff for trials 25, 33, and 71, causing the
mean source location error to increase to 347.1 m, 223.6 m and 228.6 m and the median
source location error to 287.1 m, 250.8 m and 190.0 m. The total source location error3 is
3

The total source location error is the Euclidean distance from the source location estimate to the actual
source location
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dominated by errors in the along-wind direction resulting from inaccurate sampling of the
spread and/or errors in the puff transport velocity calculations. This error growth is
expected, because it is impossible to obtain a good sampling of these variables with so
few sensor hits. In fact, there are many simulations where the puff spread cannot be
deduced at all, resulting from a time series of at most one sensor observing the
contaminant at each time step. For these situations, the source location is placed at the
position of the first observation in the time series. Source location errors in the acrosswind direction remain small in comparison, demonstrating that the puff axis can be
determined even when little data are available. Therefore, when little data are available it
is still possible to determine the direction of contaminant travel, but not the spread or
translation velocity. Note that when there are only twenty sensors available, accurate
source term estimation is still possible as shown in the box and whisker plots. Such
accurate predictions are possible if the sensors are arranged such that accurate
observations of the locations and spread are possible.
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Figure	
  3-‐2	
  Box-‐and-‐whisker	
  plots	
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  sensors	
  trial	
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Figure	
  3-‐3	
  Box-‐and-‐whisker	
  plots	
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  number	
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  sensors	
  for	
  trial	
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Figure	
  3-‐4	
  Box-‐and-‐whisker	
  plots	
  per	
  number	
  of	
  sensors	
  for	
  trial	
  71	
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  3-‐1	
  Source	
  location	
  errors	
  for	
  instantaneous	
  contaminant	
  release	
  trials	
  

Instantaneous
Release

Mean
error
(m)

Median
error
(m)

Standard
Deviation
(m)

Mean
alongwind
error
(m)

Mean
crosswind
error
(m)

Median
alongwind
error
(m)

Median
crosswind
error
(m)

Median
sensor
hits

100 sensors

70.5

70.5

N/A

68.9

14.8

68.9

14.8

12

78.1

65.9

107.0

76.1

17.4

63.8

13.7

10

60 Sensors

199.1

64.6

340.0

193.5

46.5

63.1

14.4

7

40 sensors

262.6

97.9

329.4

254.0

65.3

95.8

27.2

5

20 sensors

347.1

287.1

308.9

335.4

84.9

277.3

64.6

2

100 Sensors

42.3

42.3

N/A

41.5

8.1

41.5

8.1

5

94.4

67.8

94.4

91.6

11.7

66.5

7.0

4

60 Sensors

150.8

99.1

122.7

147.9

14.1

99.1

6.4

3

40 Sensors

184.1

153.1

132.6

189.6

16.0

152.5

9.5

2

20 Sensors

223.6

250.8

117.1

221.4

15.4

250.6

10.4

1

100 Sensors

81.6

81.6

N/A

80.9

10.2

80.9

10.2

9

93.1

81.3

97.9

85.2

14.2

80.5

12.2

6

60 Sensors

123.3

84.8

128.4

121.2

20.3

84.1

12.2

6

40 Sensors

174.9

104.1

147.6

172.3

28.1

103.2

19.4

4

20 Sensors

228.6

199.0

151.8

223.8

41.7

183.6

41.6

2

Trial 80 Sensors

25

Trial 80 Sensors

33

Trial 80 Sensors
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3.2.3 Continuous Release

For the continuous release, a GA determines the values of the variables in (3-10) by
matching the mean observed concentration values with concentration predictions from (311). Therefore, the unknown variables in (3-9) again require a range of possible
solutions. The multiplying constant is given the range [0 kg m-1, 1 kg m-1]. The constant
c and the exponent d of the power law are given the range [0, 2] and [0, 2], respectively.

The source location x o lies somewhere on the calculated plume axis. It is assumed that
the x-intercept of this line is at the edge of the sensor domain in the quadrant where the
plume is first observed, and the range of x o is [-1000 m, 1000 m]. Because the x
intercept is at the edge of the sensor domain where the plume is first observed, this range
allows the algorithm to search for the source over all of the sensor domain and well
outside of the sensor domain.
Table 3-2 lists the statistics of the algorithms success for all of the continuous
release cases: the mean and median source location, cross-wind error and along-wind
error, and the median number of sensor hits. Results for the scaling constant are not
shown because here we are only looking at the source location estimates. The table
shows that a majority of the error lies in the along-wind direction, which for the
continuous contaminant release represents an error in the calculated plume spread. The
standard deviation of the errors again grows with data sparseness, implying more
variability in source estimate errors. To supplement the table are Figures 3-5 through 3-7
where trial results for the number of sensors used are described by box-and-whisker plots.
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When the full dataset is available to the algorithm, the source estimates are 81.8 m,
40.9 m, and 48.9 m for trials 13, 15, and 54, respectively. The results are still promising
when a subset of 80 sensors is available to the algorithm: the mean source estimate errors
of the 100 simulations are 79.9 m, 50.3 m, and 72.8 m, and the median errors are 81.5 m,
45.2 m, and 61.8 m for trials 13, 15, and 54, respectively. With the exception of a few
outliers, the source estimates are clustered near the actual source location as shown by
relatively small values for the standard deviation, implying that the algorithm accurately
determined both the plume axis and spread. The axis estimates are more accurate than
the spread estimates, similar to that reported for the instantaneous release results. The
promising results when 80 sensors are present are highlighted in the box-and-whisker
plots for each trial. Here, the area of the box remains small, as does the length of the
whiskers, implying that source location estimates are accurate for almost every
simulation.
Similar to the instantaneous release, as the sensor density decreases for the
continuous release, the errors in source location estimates increase. This error growth is
shown in table 3-2, where the increase in the standard deviation among source location
estimates is seen for all trials. The increase in standard deviation implies that it is more
difficult to determine both the plume axis and the spread. It is also seen that some source
estimates diverge to limits of the allowable range defined above. These errors occur
because the algorithm is not able to determine the plume spread because of insufficient
concentration data. The algorithm thus sees the spread as two lines that run nearly
parallel to each other instead of two lines that determine the plume spread. For these
situations, it can still accurately define the plume axis, however.
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The results when only 20 concentration sensors are available to report contaminant
concentrations are also shown in table 3-2. For this scenario, a median of 8, 2, and 4
sensors report contaminant concentrations for trials 13, 15, and 54, respectively, implying
that it should be difficult to compute both the plume axis and spread. This indeed is the
result, and the mean source estimate error is 211.8 m, 225.5 m, and 189.7 m and the
median source estimate error is 139.2 m, 118.9 m, and 110.3 m for each trial,
respectively. This error growth is also shown in the box-and-whisker plots for each trial.
Notably, results for trial 15 show large errors in source location estimates. This result is
likely a result of many on the 100 concentration sensors not reporting concentration data.
Despite not reporting concentration data, these sensors were still included in the Monte
Carlo simulations, and therefore there is less data for the 20 sensor simulations. This is
confirmed by the median number of sensor hits being 2. An interesting result among the
trials is that although the median number of sensors that report contaminant concentration
changes, the errors in the source estimates are comparable. A likely reason that this
occurs is because of the varying meteorological conditions between trials. Nonstationary meteorology or inadequate averaging intervals implies that average
contaminant concentrations will not exactly converge to the Gaussian representation
given by (3-11). Therefore, we expect larger estimate errors if this convergence does not
occur as opposed to when convergence does occur even if more of the sensors report
contaminant concentrations in the former situation.
It is interesting to note, that although errors of the plume axis and spread can be large,
they can also be small. This result depends on the available data. For example, if three
sensors report concentration data, then the location of these sensor hits will have a drastic
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effect on the source estimates. If these three observations are distributed such that nearfield and far-field components of the plume are sampled, then the source estimate is
accurate. Although, if these three observations exist in the far field then it may be
difficult to locate the contaminant source. This effect can be mediated are meteorological
data is used as a check on the plume-axis location.
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Table	
  3-‐2	
  Source	
  Location	
  errors	
  for	
  the	
  continuous	
  contaminant	
  release	
  trials	
  

Trial

Continuous Mean
Release
error
(m)

Median
error
(m)

Standard
Deviation
(m)

Mean
alongwind
error
(m)

Mean
crosswind
error
(m)

Median
alongwind
error
(m)

Median
axis
error
(m)

Median
sensor
hits

100
Sensors

81.8

81.8

N/A

75.9

29.5

75.9

29.5

36

80 Sensors

79.9

81.5

16.8

73.9

29.7

76.0

29.7

29

60 Sensors

86.7

83.0

36.0

79.5

32.9

76.6

30.5

22

40 Sensors

123.6

94.8

120.3

114.6

42.2

86.7

38.7

14

20 Sensors

211.8

139.2

213.8

199.1

63.6

124.0

51.8

8

100
Sensors
80 Sensors

35.0

35.0

N/A

36.0

19.1

36.0

19.1

12

50.3

45.2

52.6

45.2

20.4

40.3

19.8

10

60 Sensors

103.6

48.8

152.3

90.8

25.3

43.7

20.9

8

40 Sensors

156.7

69.6

186.0

149.8

60.1

19.5

5

20 Sensors

222.5

118.9

203.4

211.8

43.1

118.5

20.1

2

100
Sensors
80 Sensors

48.9

48.9

N/A

48.2

8.0

48.2

8.0

21

72.7

61.8

32.2

72.9

9.4

61.1

9.4

17

60 Sensors

82.7

72.8

31.8

81.8

11.1

71.5

11.3

13

40 Sensors

108.0

78.6

103.3

106.8

13.6

77.8

11.9

8

20 Sensors

189.7

110.3

202.9

182.3

37.6

106.1

14.8

4

13

Trial

15

Trial

54

36.5
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3.3 Discussion

This work has presented a new, simple, Lagrangian framework of Lagrangian entity
backtracking for a discrete entity to determine the source location for short-range
continuous and instantaneous contaminant releases. Our results show that when
sufficient concentration data are available to compute the plume/puff axis and spread, we
are able to determine the source location of both continuous and instantaneous releases.
As the sensor density decreases, it becomes more difficult to determine these variables. It
is shown that the source location along-wind errors representing errors in puff transport
velocity and puff/plume spread are greater than the cross-wind source location errors
representing error in the puff/plume axis. This difference occurs because sensor
information over all time steps can be used to compute a constant quantity, namely the
puff/plume axis. The spread, in contrast increases with time for an instantaneous release
and with distance downwind of the source for a continuous release, and hence, requires
more sensor information to determine accurately. Thus, the cross-wind location errors are
generally less than the along-wind location errors.
For scenarios when sensor data are sparse, it is possible that only a few sensors
actually report contaminant concentrations, making it difficult to find the source location
of the contaminant. Nevertheless accurate source location estimates are still possible
when few sensors report contaminant data. Accurate estimates are possible if these
sensors are located such that adequate information is available for both the plume/puff
axis and the spread. This algorithm was compared with other source term estimation
algorithms by submitting results for FFT 07 case data to the Institute for Defense
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Analyses for comparative investigation. For this test, FFT 07 case data have less wind
and concentration observations than the trials, and the cases we tested had only 16
concentration sensors. The source location of the contaminant for the cases was not
supplied to those submitting results, and so the competition provided a fair test
environment. The results of the case data show that for simulations with a single puff or
plume release our SEFA algorithms performed well in comparison with other state-ofthe-art methods (Platt and Deriggi 2010). The algorithms developed here are less
complex than those methods described in the introduction, and this simplicity was
precisely our intention. Our goal here is to show that accurate source location estimation
of a contaminant is possible when adopting a state estimation approach for an entity. The
entity here was a single contaminant puff for an instantaneous release and single
contaminant plume for an instantaneous release. In the next chapter, we extend this
model to account for situations in which the concentration field is better described by
many such entities. Describing the concentration field by many such entities is
appropriate when more than one contaminant release occurs or when the turbulence or
flow obstacles cause an entity to split, or any situation where the concentration
distribution is multimodal.

Chapter 4	
  
	
  
A	
  Multi-‐Entity	
  Field	
  Approximation	
  for	
  State	
  Estimations	
  to	
  Determine	
  the	
  
Source	
  Information	
  for	
  a	
  Contaminant	
  

As shown in previous chapters, the frameworks used for forward and inverse
atmospheric transport and dispersion (AT&D) modeling of a contaminant fall into two
categories: Eulerian and Lagrangian. The Eulerian algorithms either match the
concentration field or solve partial differential equations to predict the evolution of the
concentration field in forward or inverse time. The Lagrangian or entity approach, in
contrast, tracks the spatial location and size of individual concentration entities in
forward or inverse time to predict surface concentration values or to locate the
contaminant source. These entities are discrete, definable objects that can be of the fluid
parcel scale such as in traditional Lagrangian backtracking (Stohl et al. 1996), or they can
be of larger scale such as in the Lagrangian entity backtracking approach described in
Annunzio et al. (2011), which we refer to as AYH11.
In the previous chapter, we adopt the latter approach to determine the source location
of single-release dispersion realizations. Because we only consider single-contaminant
source scenarios, we use a single entity field approximation (SEFA) in order to
investigate the Lagrangian entity backtracking approach for the source-term estimation of
a contaminant. This process entails determining the first and second concentration
moments of the entity, which determine the entity state, then extrapolating these moments
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to infer the initial state of the contaminant. Testing on the FUSION Field Trial 2007
(FFT 07) dataset, which is described in chapter 2, shows that this method performs well
when sufficient concentration measurements are available to determine the first and
second moments of the entity’s contaminant distribution. Here, we take this same
approach, but assume that the concentration field is approximated by a superposition of
Gaussian entities in a multi-entity field approximation (MEFA). The state of each entity
resulting from the MEFA is computed at each time step to obtain a time series of each
entity’s state. As with the SEFA, extrapolation of each entity’s state yields the initial
state.
Enhancing this algorithm to include multiple entities is necessary for several reasons.
First, we can take into account multiple release events, and hence determine the spatial
locations of multiple contaminant releases. Second, even for single-release events, fluid
deformation by the turbulence may evolve the concentration field such that it can be
described by more than one entity. The MEFA and associated estimation process is
straightforward if there is a dense array of concentration measurements and the
contaminant release locations are far enough apart so that there is no entity overlap. This
process is much more difficult when the source locations are close together so that the
entities overlap, however.
In this chapter, we outline the source estimation process for multiple entities. We
test this method on the Fusion Field Trial 2007 (FFT 07) dataset that is described in
Chapter 2. In section 1 of this chapter, we describe the MEFA and estimation method for
instantaneous and continuous contaminant releases. In section 2 we test these techniques
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on the FFT 07 dataset. Lastly, we discuss the implications of the results and consider
future work.

4.1 The Multi-Entity Field Approximation

The Multi-Entity Field Approximation is designed to work whether there is
significant entity overlap, no entity overlap, or if the entities do not initially overlap but
turbulent diffusion causes them to overlap downwind. The approach taken here is the
Lagrangian-Entity backtracking approach outlined in Chapter 3, except now more than a
singe entity is allowed for the field approximation.
Including more than a single entity greatly increases the problem complexity,
especially when state observations are time-dependent. An added complication is that we
do not know how many entities are present prior to the field approximation. The number
of entities is determined by the success of the MEFA for each entity number considered.
To slightly simplify matters, we assume that the contaminant distribution of each entity is
described by a Gaussian function. Although the functional representation of each entity
is not unique, the Gaussian parameters are. These parameters determine the entity state.
For time-dependent problems with multiple entities, the state estimation approach here
requires that we associate state observations from the MEFA with a certain entity in order
to determine each entity’s initial state correctly. Such an association process is not
needed if temporal averaging eliminates time dependency from the problem, however.
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4.1.1 Instantaneous Release

For an instantaneous release, the source term estimation process has three steps:
optimization, association, and estimation. For each entity number considered, we
minimize the difference between the MEFA and the observed concentration field. By
evaluating the success of the fit, we can diagnose the proper entity number. After
diagnosing the proper number of entities, we then associate these time-dependent state
observations with the proper entities over all time steps. Lastly, backward extrapolation
of the time dependent entity state yields the source location of each entity.

4.1.1.1

Optimization

The first step for this source term estimation process for an instantaneous release
is determining the proper entity number by minimizing the difference between the entity
field approximation and the observed concentration field. In this thesis, we assume for an
instantaneous release that the entity shape is a Gaussian puff. We use the Gaussian
functions for this work because it provides the most parsimonious option. Therefore, the
concentration distribution for each entity follows the functional form (Beychock 2005)
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where M is the entity mass released into the atmosphere over a time ! t, U is the
advecting wind speed, x and y represent the horizontal spatial coordinates, ! x and ! y
describe the entity spread in the x - and y - direction respectively, and xc and yc
describe the spatial location of the entity centroid. The entity centroid location ( xc , yc ) ,
spread (! x , ! y ) , and scaling constant M U are the entity state components. Although it
is an over-simplification, we assume that entity spread is symmetric in the horizontal
plane and thus, ! x = ! y = ! . Thus, for each entity there are four unknown variables: the
spread ! , horizontal centroid location ( xc , yc ) , and the constant M U . As a result, the
number of unknown variables becomes large as the entity number increases.
The MEFA assumes that the concentration field C can be represented by a
superposition of such entities
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where Ca describes the field approximation, N is the number of approximating
functions and k denotes a specific entity. In (4-2), each entity state, which is determined
by the variables with a subscript k is unique. In order to keep the number of unknown
variables reasonable, we limit the maximum entity number to be four. We then minimize
a cost function for entity numbers 1-4. The cost function contains the difference between
the concentration observations and the MEFA for entity numbers 1-4,
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where f is a function that transforms the concentration values, and C represents the
concentration observations.
As in previous chapters, we use a Genetic Algorithm (GA) for the optimization.
The GA is a robust optimization technique, and because we fit four variables to each
nonlinear function, such a powerful optimization technique is required. The details of a
GA are described in chapter 2, and in more detail in Haupt and Haupt (2004) and in
Haupt (2005). Two important issues with this optimization, which do need to be reexamined are the details of the cost function and of f .
Here, we wish to determine the entity location as well as its spread; if the cost
function is not chosen properly, it will not be possible to determine accurately these
variables simultaneously. Previously Allen et al. (2007) determined that computing a
logarithmic transformation (i.e. f (x) = log(x) ) of the concentration data and the
approximating functions allows accurate determination of the source location. This is
because transformation sharpens the gradient between where concentration values are
zero and where they are positive, allowing better determination of the concentration
spread. Because the logarithmic transformation sharpens the discrimination of the entity
edges the logarithmic transformation is beneficial if one source location is present, or if
there are many source locations where the contaminants from each source do not
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significantly overlap downwind. If multiple contaminant source locations are closely
spaced such that contaminants from these sources overlap, then a logarithmic
transformation may not be beneficial, however. This occurs because the gradient near the
concentration maximum from each release has less influence on the cost function value
than the edges of the concentration field. Because the concentration maximums must
greatly influence the cost function value in order for the algorithm to determine the entity
number, such a transformation will make it difficult to determine the entity number.
Therefore, when multiple contaminant sources are closely spaced, it is advantageous to
maintain the concentration field C in its current form (i.e. f (x) = x ) to determine the
entity number and state because matching the concentration maxima is emphasized. The
cost function we will use is the discrete L2 norm, normalized by the discrete L2 norm of
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where j denotes a specific observation and N ob denotes the number of observations. The
discrete L2 norm is used, because this norm emphasizes the concentration peaks, yet
retains some information to determine the entity spread.
Therefore, we proceed as follows. From the cost function output, we can
determine the proper number of entities. We do not use the minimum cost function
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output to determine the entity number, however. For instance, if the cost function output
does not change appreciably as we add entities, then it is not advantageous to include
subsequent entities (Cattell 1966). Note that we allow the entity number to change from
one time step to the next for three reasons. First, we maintain freedom to determine the
entity number. Second, entity merging can occur as the concentration fields from close
sources can overlap. Third, in the initial stages of contaminant AT&D, contaminants
may slide through the sensor domain undetected as the entity remains smaller than the
sensor spacing, preventing us from observing the entity at that time step.

4.1.1.2

Association

The optimization process provides a time series of state observations for several
entities. It is unknown, however, which state observations belong to a certain entity.
Therefore we must associate entity state observations with the correct entity before
determining each entity’s source location. This can be an arduous process because with
four entities present, we must compute at least 24 checks at each time step. Here, we
mitigate this problem via a process similar to that presented in Hall and McMullen
(2004). There, the application was developed for entities of relatively small scale such as
aircraft or ships, that do not change in shape or size. They outlined the association
process for discrete entities by developing a set of hypotheses that span the entire sample
space of possible hypotheses. The generation process is followed by a hypothesis
evaluation, which entails evaluating hypotheses developed during the generation stage,
and determining which hypotheses are most likely. Finally, there is a hypothesis
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selection step that determines the most likely hypothesis from the evaluation step. The
association process here differs slightly than that proposed in Hall and McMullen (2004)
because the entities here are Gaussian puffs whose size, or spread, are a function of time.
Moreover, it is possible that these entities may overlap. The third, and major, difference
is that the entity observations are determined from concentration field measurements that
are advected by the flow field as described in section 2.1.1.
Therefore, the association hypotheses and the checks used to develop these
hypotheses are derived from physical arguments involving these field variables - flow
velocity and contaminant concentration - that are governed by nonlinear partial
differential equations, namely the Navier-Stokes equations and the conserved scalar
budget equations. The checks are stated as follows.

1. Turbulent diffusion and advection: In atmospheric transport and dispersion, the
turbulence that is of a scale larger than the contaminant advects the contaminant
while the turbulence that is of a scale smaller than the contaminant diffuses the
contaminant (Corrsin 1962). This property of turbulence ensures that the entities
will not pass through one another. For instance, say that the turbulent structures
are causing two entities to approach one another. If these entities come into
contact, they will merge via diffusion.

2. Entity advection: Entity advection is described by a concentration-weighted
average of the fluid velocity. Mathematically this is given by
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where xi represents the spatial coordinate in the ith direction and ! represents the
domain. Therefore, the change in the first moment of the concentration, which
represents the change in the spatial location of the concentration centroid, is
constrained by the fluid velocity field that coincides with the concentration field.
The integral in (8) is generally dominated by scales of fluid motion that are of
larger scale than the entity size (Corrsin 1962).

3. Entity Spread: The evolution of the entity spread generally is determined by the
flow structures that are smaller than the entity size (Corrsin, 1962). Here, the
smaller-scale structures disperse the contaminant, and hence, increase the entity’s
size. Contaminant dispersion can be modeled by a diffusion operator, and by
definition, this operator is positive definite. As a result, diffusion occurs downgradient implying that the entity grows monotonically in time. Contaminant
advection from flow features of larger scale than the spatial scale of the entity can
counteract the diffusion process in up to two of its dimensions, however
(Deardorff and Willis, 1975, Young et al. 2009). In these situations, larger-scale
fluid convergence can cause the horizontal size of the entity to decrease while
preserving volume by increasing depth. Therefore, the horizontal spread will not
necessarily increase monotonically with time, although it will generally increases
with time.
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4.

Entity mass: The total entity mass, determined by the spatial integral of the
concentration field, will not change with time because we do not consider
processes such as chemical reactions or deposition. For FFT 07, however,
concentration values are only available in the horizontal plane, and hence, the
multi-Gaussian approximation done here is also two-dimensional. Turbulence, on
the other hand, is three-dimensional, so the diagnosed entity mass will change in
time if the vertical diffusion term is unaccounted for in the two dimensional fit.
We could try to determine the vertical dispersion parameter in the Gaussian
model, however the constant M in M U is also unknown. Because these
variables are only present as a multiplicative factor in front of the exponential
terms, it is not possible to determine them both simultaneously without further
information. Therefore, we instead search for the product of the constant M U
and the inverse of the vertical diffusion ! z . As a result, ! z is absorbed in the
search for the scaling constant. The vertical diffusion then gives an artificial
effect of a change in the mass downwind.

The first two checks stated above go hand-in-hand. They assert that entities
cannot cross paths without merging, and that the distance between the each entity’s
centroid location from one time step to the next is constrained by fluid advection. As a
result, entity association from one time step to the next is determined by the minimum
Euclidean distance between the entity at a previous time step and the entity observations
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at the next time step. This approach is taken instead of implementing a projected
location as in Hall and McMullen (2004), because for short-range transport and
dispersion, there may not be enough state observations to accurately project to the future
state. Likewise, advective-projection of previous locations was not possible due to the
lack of wind speed information discussed above.
Association by the Euclidean distance raises a point of concern, wherein two or
more entities share the same closest observation. There are three possible scenarios
where entities can share the closest observation. The first occurs in the case of an entity
merger, and below we discuss how entity mergers are handled. The second occurs with
aliasing errors. For FFT 07, the grid spacing is about 50 m. Because our model
resolution is equivalent to that of the grid spacing, we can expect aliasing errors that are
equivalent to half the sensor spacing, or about 25 m. Such errors occur because from
temporal averaging, we have an observation of the concentration field every 10 s, thus the
association process occurs at 10 s intervals. Therefore, in low-wind environments, the
possible aliasing errors may be greater than the distance between the spatial locations of
an entity from one time step to the next. This may cause an association process based
purely on the minimum Euclidean distance to yield incorrect results. Such errors can be
corrected by implementing rule one, however. In situations where entity association by
minimum Euclidean distance fails, the entity locations will be relatively close together,
and thus, such a failure in the algorithm will give the appearance that the entities pass
through one another. Because rule one says this is not possible, corrections are made for
such a faulty association. This is corrected by fitting two lines to the entity trajectories.
If these lines cross within the sensor domain, and if entity observations still occur
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downwind of crossing, then a faulty association has occurred. This is corrected by reassociating the observations after the crossing occurs. Obviously, if the lines cross and
only one entity observation remains downwind, then an entity merger has occurred.
As an example, let us investigate the association process for trial 75 from the FFT
07 field experiment described in chapter 2. The optimization process produces a time
series of state observations (Figure 4-1) that we need to associate with an entity.

4-‐1:	
  	
  Entity	
  state	
  observations	
  determined	
  from	
  the	
  Genetic	
  Algorithm	
  

By associating by the minimum Euclidian distance, the association yields the faulty result
as shown in Figure 4-2.
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4-‐2:	
  Faulty	
  association	
  based	
  purely	
  on	
  advective	
  arguments	
  

The association here is not realistic because the entity trajectories reveal that the entities
have either passed through one another or came in close enough contact such that
turbulent mixing should have caused these entities to merge. To correct for the faulty
association, we re-associate the state observations at the time after the trajectory lines
cross. This is shown by the more realistic association in Figure 4-3.
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4-‐3:	
  Corrected	
  association	
  

Because we are testing this method on the FFT 07 dataset where the contaminant
releases are simultaneous, we cannot associate by the entity spread, or rule 3, here.
Instead, for simultaneous releases the spread is used to deny entity state observations.
For instance, because of aliasing errors, fluid convergence, or a poor fit in the MEFA, the
spread may not monotonically increase with time. Small decreases in entity spread from
one time step to the next will not substantially affect determination of how the spread
changes over all time. Large spread errors at one time will, however, substantially
decrease the accuracy in determining how the entity spread changes over all time. As
shown in AYH11 large errors in the entity spread implies large errors in the source
location estimation. As a result, rule 3 can be used to deny a state observation if the
entity spread at one time step is an outlier.
A different situation occurs if the contaminant release events are not
simultaneous. Because the entity spread will generally increase with time, there will be a
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noticeable difference between spread observations at all times. For such situations, it
may be more appropriate to associate by the entity spread as well as the entity location.
The final piece in this process is determining the proper entity number. The entity
number is determined at each time step from the cost function output. We must determine
the proper number of entities over all time steps, however. Determining the proper entity
number can be difficult because entity merging and splitting may occur. There are two
possible scenarios for entity merger. The first occurs if the difference in entity centroid
locations becomes less than the spacing of two sensor locations. This type of merger
occurs if the sensor grid is sparse, or if fluid convergence brings the entity centroids close
together. The second type occurs if the difference in entity locations becomes less than
the sum of both entities’ spreads, and thus, the two entities appear as one. In contrast,
entity splitting is often caused by topographical features or by turbulent deformation.
The GA algorithm will be able to determine if entity splitting or merging occurs, because
the GA will fit what it sees. In post-processing, the association process must be able to
handle what the GA sees, and hence determine if splitting or merging has occurred. This
is accomplished by fitting linear trajectories to the sequence of centroid locations. If in
forward or inverse time these lines converge, and if the entity number changes, then we
can deduce that a split or merger has occurred.

4.1.1.3

Estimation

The next step involves entity state estimation in which backward extrapolation of
the entity state is used to estimate the source location. This process is similar to that
presented in Chapter 3 except that it will be undertaken separately for each entity. We
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assume that each entity’s evolution is governed by the same dynamical system, except,
obviously, the inputs to the dynamical system will differ for each entity. The first and
second moments are represented by (Sykes et al. 2000) as
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where again for simplicity we use ! c,x = ! c,y = ! , which is equivalent to saying

x 2p,1 = x 2p,2 = x 2 .
The goal is to determine the evolution of these moments for each entity en-route
to determining the initial entity state. Similar to our approach in Chapters 2 and 3, we
assume a dynamical system for entity state evolution given by
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where a and b are the power law coefficients, to is the time of release, ui is the mean
advecting wind ‘affecting each entity, xo,i is the entity source location, xi (t) and S(t)
describe the entity state, and t is the time. A time series of the entity state observations
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is provided by the optimization process and the association process. The other
parameters in the dynamical system, except for time, are unknowns to be determined.
The process for determining these variables is explained in Chapter 3 and only is
described briefly here. First, the power law function is fit to the time series of the entity
spread to determine the power law coefficients and the time of release. After the time of
release is known, the entity source location and the entity translation velocity are
determined via a linear least squares fit of (4-12) to the entity location observations. For
this formulation, no meteorological observations are required to determine the
contaminant source locations, because the relevant wind for contaminant transport is
determined by the change in entity location over time. Note that use of meteorological
observations may be necessary if the algorithm is applied to longer-range AT&D where a
linear approximation to entity transport may not be appropriate.

4.1.2

Continuous Release

The algorithm for the continuous release is simpler than that for the instantaneous
release because temporal averaging of the concentration data eliminates time dependency
from the problem. We compute a temporal average because in statistically stationary
meteorological conditions, the entity remains statistically stationary with respect to the
sensor grid, and hence, we can determine the average entity state. Because time
dependency is removed with temporal averaging, there is no association process and the
optimization and estimation processes occurs simultaneously. We also assume an entity

103

shape for the continuous release, and this shape is a Gaussian plume given by (Beychock
2005) as
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From here on, the horizontal coordinates are rotated such that the plume axis points in the
downwind direction. Unlike in Chapter 3, wind observations are used to determine the
direction of contaminant travel. We make use of these observations because performing
a concentration-weighted least-squares fit to the sensor locations alone will not accurately
determine the plume axis if multiple entities are present, because the existence multiple
entities implies multiple concentration maxima. The concentration-weighted leastsquares algorithm will then fit these maxima, and hence will not determine the direction
of contaminant travel. Also, performing a least-squares fit with sensor locations that
observe the plume also will fail to determine the plume axis. As a result we will not take
the least-squares approach to determine the plume axis, but instead will determine it from
average wind observations. Although the direction of contaminant travel is known, the
location of the contaminant axis is not. The contaminant axis is determined by
performing a concentration weighted least-squares fit, where the slope of the line is
assumed to be zero due to the coordinate transformation.
The MEFA process for the continuous release assumes that the concentration field
is described by a superposition of contaminant plumes
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The primes on the horizontal source location denote that we rotated coordinates such that
x 'o is the source location in the coordinate in the direction of contaminant travel and y'o

is in the cross-wind direction. Although it is an over-simplification, we assume that the
vertical spread parameter is equivalent to the horizontal spread parameter ! z,i = ! x,i .
This is a necessity because the scaling parameter M U is also a variable to be
determined, and it will not be possible to determine both from concentration observations
at the same vertical level. Temporal averaging is beneficial for the continuous release
MEFA process, because for stationary meteorological conditions, the average
concentration field will converge to the Gaussian representation assumed for the entity
shape. Therefore, the MEFA will converge to the average concentration field when the
number of approximating functions is equivalent to the number of sources. Such
convergence may not occur if the meteorological field is not statistically stationary,
however. In that situation more approximating functions may better describe the
concentration field.
For a continuous release, the entity spread is no longer a function of time, but
instead is a function of the distance downwind from the source location

Sc = c ( x '! x 'o )

d

,

(4-16)
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where c and d are the power-law coefficients to be determined. Unlike for the
instantaneous case, we assume that the power law coefficients are equal for each entity
when the entities overlap downwind. This approximation is a valid assumption because
the algorithm determines the average state of each entity, and therefore, each entity’s
spread parameter Sc should have equivalent values for equivalent values of ( x ' = x 'o )
when the source locations are nearby and the turbulence is quasi-homogeneous.
Furthermore, assuming equivalence in the power law coefficients ensures that the
approximating functions will not be fit to individual data points or noise. The function

Sc is substituted for the spread parameter in Ec . The power-law coefficients and the

(

)

'
'
source location xo , yo are determined via the MEFA. A GA again carries out the

optimization.
Here, we will only present the method for overlapping plumes because this is the
more challenging case. When the entities overlap, the optimization and estimation
processes are accomplished simultaneously. The association process is not necessary for
the continuous release because temporal averaging removes the time dependence.
However, as with the instantaneous case, the optimization step decides how much each
entity contributes to the concentration field observations. Each entity’s contribution to the
field contaminant concentration observations is determined by the entity state given by its
mass, source location, and spread, and the values of these variables are determined by the
GA.
The optimization and estimation process is performed for one to four entities.
The estimation process for single or multiple contaminant releases for overlapping
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concentration fields is as follows. The direction of contaminant travel is determined from
average surface wind observations, and the concentration field axis is determined by a
concentration weighted least-squares fit where the slope is assumed to be zero. Then, we
predict the source hazard area by approximating the concentration field via a single
entity. For this fit, however, we compute a logarithmic transformation of the
concentration observations and the concentration field determined by the single entity
instead of keeping the concentration field in its current functional form as above: the cost
function gives,
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This is done because a logarithmic transformation of the concentration field emphasizes
the contaminant spread in the fit instead of the concentration maxima. This fit provides
an estimate of the source location for a single entity approximation, but more
importantly, defines a hazard area wherein contaminant releases must lie.
This fit is described schematically in Figure 4-4. For a Gaussian representation of
the contaminant concentration values, 99% of the contaminant concentration values lie
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within 3 Sc

Figure	
  4-‐4:	
  Illustration	
  of	
  a	
  single	
  entity	
  approximation	
  to	
  determine	
  contaminant	
  hazard	
  area	
  

of the contaminant spread. Therefore, we take the spread at the downwind edge of the
sensor domain, multiply it by 3, and constrain all contaminant releases to lie within this
hazard area. We could truncate this hazard area further by constraining the multiple
source locations to lie downwind of the source location for the single release. This would
be a reasonable assumption, because if multiple contaminant releases exist, then at any
location where the spread is nonzero the concentration spread from each contaminant
release must be less than or equal to the spread determined for the single entity. Such an
approximation is equivalent to saying that the source locations from multiple entities will
lie at an equal location or at a location further downwind than the source location
predicted by a single entity. We do not constrain the problem in this manner, however.
After the algorithm with a single entity predicts the source hazard area, we then
transform the concentration field back to its initial L2 function space by taking the
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exponential of log(C) , and minimize the difference between concentration field
observations and the MEFA with a single entity, as well as with two, three, and four
entities. We perform the MEFA with a single entity again, because the inputs to the cost
function change when the concentration field is transformed to its original L2 space; it
would not be reasonable to compare cost function values when the functional form of the
inputs are not equal. After the MEFA, three factors determine the entity number: the cost
function output, the source location estimates and the value of the constant M U . If cost
function values do not change appreciably as more entities are added to the MEFA then
the proper entity number is reached. This asymptotic behavior of the cost function is
accompanied by the following behavior in subsequent entity state estimates: the GA
determines the entity mass to be zero or the GA drives the entity source location well
outside the sensor domain. This behavior in the entity state implies that these entities do
not impact surface concentration values significantly, and hence likely do not exist.

4.2 Results
For this work, we test the method on continuous and instantaneous release transport and
dispersion datasets provided from the FFT 07 experiments.
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4.2.1

Testing on the FUSION Field Trial 2007 Experiment

Here, we briefly describe the FFT 07 field experiment again. The FFT 07 field
experiment at Dugway Proving Grounds provided source-term-estimation algorithm
developers with a dataset to test their algorithms (Storwald et al. 2007). The trial data
provided an abundance of contaminant concentration measurements and meteorological
measurements; for this work we only use the contaminant concentration observations for
the instantaneous case and the concentration observations and surface wind observations
for the continuous case, however. These observations were taken on a 500 m by 500 m
grid, and the grid spacing was around 50 m. The source locations for multiple
contaminant releases were closely spaced at just over a grid spacing apart, and as a result,
it provides us with a dataset to test the algorithms when contaminant concentrations from
multiple source releases overlap downwind. For this work, we use contaminant
concentration measurements provided from all 100 digiPID concentration sensors. No
quality control was performed on the FFT 07 data for the MEFA test. Because we
consider more than a single entity, it is possible to discard of observational noise with the
multi-Gaussian fit.

4.2.2

Instantaneous Release

The FFT 07 experiment provided instantaneous release contaminant AT&D
datasets for one to four contaminant releases. Here, we show source term estimates for
one, two, three, and four contaminant releases. The first trial on which we test the
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algorithm is a trial used to test the original SEFA algorithm, trial 25. The source location
estimate for trial 25 and the contaminant dosage are shown in Figure 4-5. All figures for
the instantaneous releases plot the contaminant dosage. The algorithm determines that
there was one contaminant release, and its source location error for this release is 60 m.
This estimate error is 10 m less than that predicted by the SEFA algorithm in Chapter 3.
The source error is less here, because the MEFA provides a more accurate representation
of the puff spread than was provided by the cluster analysis used in Chapter 3.

Figure	
  4-‐5:	
  Results	
  for	
  a	
  single	
  instantaneous	
  contaminant	
  release:	
  Trial	
  25	
  

Testing the algorithm on a single contaminant release serves as a check because
we want the algorithm to perform accurately for multiple release events as well as singlerelease events.
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The next trial used for testing is trial 78, a dual-contaminant release. For this trial,
the concentration fields from the two releases do not overlap initially. Towards the
downwind side of the sensor domain, however, there is significant overlap in the
concentration fields. The MEFA originally determines two entities before the overlap
occurred. As the concentration fields began to overlap, the MEFA determines that there
were more entities, but with less spread than the two entities from previous time steps.
The entity centroid locations were spaced closely also. This feature is an indication that
entity merger is occurring. For the source term estimation, only the entity state
information before the merger was used. The source location estimates for this trial are
shown in Figure 4-6; the mean source error for the two release estimates is 67.5 m.

Figure	
  4-‐6:	
  Results	
  for	
  two	
  instantaneous	
  contaminant	
  releases:	
  Trial	
  78
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Trial 80 contains contaminant observations for three instantaneous contaminant
releases. Here, it appears that contaminants from two of the releases are observed close
to the source location, but contaminants from the third release are not observed until
further downwind. The MEFA estimates that there are four contaminant releases instead
of three. Three of these are grouped closely to the actual source locations, while the
fourth is further downwind than the other estimates. This result is promising. We do not
expect the MEFA to ascertain the exact number of contaminant sources for every
scenario. We do, however, expect that all source term estimates predicted by the
algorithms are grouped closely to the actual source locations. This feature is seen in
Figure 4-7, with the furthest source location estimate being about two sensor spacings
from the closest actual release location.

Figure	
  4-‐7:	
  Results	
  for	
  three	
  instantaneous	
  contaminant	
  releases:	
  Trial	
  80
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We also test the algorithm on trial 75, which contained contaminant concentration
data from four individual contaminant releases. The results for this trial are shown in
Figure 4-8, and these results are similar to trial 80 shown above. The exact source
number is not accurate, as the algorithm estimates three source locations instead of four.
As before, these source location estimates are grouped near the actual source locations.
The error reflects the extensive puff overlap, and consequent loss of information content
due to the overlapping puffs.

Figure	
  4-‐8:	
  Results	
  for	
  four	
  instantaneous	
  contaminant	
  releases:	
  Trial	
  75	
  	
  

The results show that the MEFA for source term estimation performs well for
single release scenarios as well as multiple release scenarios. Although the predicted
number of entities may not be exact when the contaminants significantly overlap, the
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source term estimates are grouped close to the actual source locations, an important
result.

4.2.3

Continuous Release

We tested the algorithm on FFT 07 trials that contained contaminant
concentration observations for one, two, three, and four contaminant releases. Again, we
first test the MEFA for a single-release case. Below, Figure 4-9 shows the source
location estimate for trial 54. This trial also was used in Chapter 3 to test the SEFA
algorithm. Shown in the figure is the MEFA when there are two approximating
functions. The source estimate of the first function is very close to the actual source
location; specifically the estimate is off by 3 m. The result improves for this case
because the source location is not constrained to lie on the calculated contaminant axis as
is the case for SEFA. Neither source location estimate is forced to lie on the contaminant
field axis because it is unreasonable to assume that both source locations lie on this axis.
Nonetheless, the source with significant mass not only lies near the axis, but is also
within 3 m of the true source location. Although we do not prescribe the source location
to lie on the contaminant axis, we do prescribe it to lie in the hazard as shown in Figure
4-4. The source location for the second entity is located at the edge of the domain.
Along with driving this entity’s source location to the edge of the domain, the constant

M

U is close to zero, implying that this entity does not substantially influence the

observed concentration values. As a result, we determine that only one entity exists.
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Figure	
  4-‐9:	
  Results	
  for	
  a	
  single	
  instantaneous	
  contaminant	
  release:	
  Trial	
  54

Next, we test the algorithm on trial 19, a two releases, continuous-contaminant
release event. As shown in Figure 4-10 below, the algorithm performs well despite
significant overlap in the concentration fields from the sources. Here, the average source
location error is 22.5 m.
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4-‐10	
  Results	
  for	
  a	
  dual	
  continuous	
  contaminant	
  release:	
  Trial	
  19	
  

The next trial used to test the algorithm is trial 21, which had three source
locations. For this trial, we outline the entire source estimation process. The first step is
to define the hazard area of potential contaminant releases by estimating the source
location for a single entity when the entity and contaminant observations are transformed
by a logarithmic function. As can be seen from Figure 4-11, after performing a
logarithmic transformation, the algorithm fits the spread of the contaminant field as
expected from Figure 4-4.
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Figure	
  4-‐11:	
  Defining	
  the	
  hazard	
  area:	
  Trial	
  21	
  

The MEFA for this scenario results in a source location estimate that is far
upwind from the actual source locations. For this step, however, the goal is to define the
hazard area and not to accurately estimate the contaminant source location. After this
initial step, we again approximate the concentration field by a single entity but the fit
does not include a logarithmic transformation. The result from this single-entity-field
approximation is shown below in Figure 4-12.
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Figure	
  4-‐12:	
  	
  Source	
  location	
  estimate	
  for	
  a	
  single	
  entity:	
  Trial	
  21	
  

Without the logarithmic transformation, the spread of the concentration field is no longer
emphasized in the MEFA, but the concentration maxima are. This is shown in Figure 412 where the source location estimate is near the maximum concentration value. The
cost function value for this MEFA is near 0.2, which is not a good fit. As a result, it is
likely that adding entities to the MEFA will decrease the cost function value.
As more entities are added to the MEFA, the field approximation more accurately
matches the concentration field as the cost function value drops to 0.1. The results for
two approximating functions are shown in Figure 4-13 below.
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Figure	
  4-‐13:	
  Source	
  location	
  estimates	
  for	
  two	
  entities:	
  Trial	
  21	
  

When three entities approximate the concentration field, the cost function value
drops further to 0.07, implying that this MEFA better approximates the concentration
field. This is illustrated nicely in Figure 4-14 below.

4-‐14	
  Source	
  location	
  estimates	
  for	
  three	
  entities:	
  Trial	
  21	
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Here the source location estimates are grouped very closely to the actual source
locations. Finally, the results for when the MEFA contains four approximating entities is
show in Figure 4-15.

Figure	
  4-‐15:	
  Source	
  location	
  estimates	
  for	
  four	
  entities:	
  Trial	
  21

This figure confirms that there were indeed three source locations. The source
location of the fourth entity was driven well downwind of the sensor domain and hence,
does not impact the observed concentration values. The cost function value here has
nearly the same value as the three-entity MEFA, ensuring us that the algorithm
determined the proper entity number.
Lastly, we test the MEFA on trial 31, a trial with four contaminant releases
(Figure 4-16). The MEFA determines that there were three entities instead of the actual
four. The source estimates here are grouped very close to the actual locations.
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Figure	
  4-‐16:	
  Results	
  for	
  four	
  contaminant	
  releases:	
  Trial	
  31	
  

The results for the instantaneous and continuous cases suggest that when multiple
contaminant releases are present, it is difficult to determine the source location of each
release if the spacing of the contaminant releases is of the same magnitude as the sensor
spacing. This occurs because the contaminants significantly overlap upon reaching the
sensor domain making it difficult for the algorithm to determine the exact source number.

4.3

Discussion

In this chapter we have shown that it is possible to determine the source location
of multiple contaminant releases when adopting the entity framework. Here, we
approximate the concentration field by a superposition of entities, determine each entity’s
state, and extrapolate the state observations to determine the initial state. We find that the
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MEFA algorithm is generally successful at estimating the number and location of
contaminant sources.

Chapter 5
Conclusions and Future Work
In this thesis, we explore the implications of adopting a Lagrangian framework in
forward and inverse atmospheric transport and dispersion (AT&D) modeling. The
Lagrangian framework describes the evolution of entities following the motion of that
entity. The superposition of such entities describes the Eulerian field variables. In the
field of atmospheric sciences these entities are typically, but not restricted to, fluid
parcels. In AT&D, these entities typically are parcels of small enough scale such that
their size does not change owing to atmospheric turbulence. The entities in AT&D can
be of larger scale as in Sykes et al. (2000) where each entity has a contaminant
concentration distribution and the entity state is described by the distribution moments.
The Lagrangian framework used here is a variant of that described in Sykes et al. (2000).
Chapter 2 explored both Eulerian and Lagrangian frameworks for AT&D and the
data incorporation methods for both frameworks. By exploring the full equation sets and
deriving simplified systems for both frameworks, advantages and disadvantages for each
framework came to light. An advantage of the Lagrangian framework is that in certain
situations, contaminant AT&D evolution can be reduced to a set of ordinary differential
equations whose inputs depend on the concentration and flow field variables. These
inputs can be determined from observations of these field variables.
In Chapter 3, we applied this Lagrangian framework to the source term estimation
problem when a single entity describes the concentration field. This algorithm worked
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well for both instantaneous and continuous contaminant releases when tested against data
from the FFT 07 field experiment.
In Chapter 4, we enhanced this algorithm by allowing multiple entities to describe
the concentration field. This algorithm enhancement is necessary to account for multiple
contaminant releases as well as situations in which turbulent deformation and flow
obstacles cause entity splitting or when fluid convergence and turbulent diffusion cause
entity splitting. We also tested this algorithm on datasets from the FFT 07 field
experiment where the number of source locations range from one to four. The algorithm
did not always determine the correct number of contaminant release. When there were
more than two contaminant releases, the source location estimates were clustered near the
actual source locations, however.
In future work, we would like to continue enhancing the multi-entity field
approximation for the source term estimation of the contaminant. Enhancements include
adapting the algorithm to handle medium to long-range AT&D contaminant releases.
This enhancement will require a reformulation of the dynamical system employed here,
and we likely will need to incorporate meteorological observations. Also, we envision
this model acting as an aid to the National Center for Atmospheric Research (NCAR)
iterative refinement source term estimation algorithm. Here, the MEFA with source term
estimation could provide a first guess to the iterative refinement method, or could provide
spread information to improve source term estimation predictions. Lastly, we would like
to further explore applications of the Lagrangian framework to problems in the
atmospheric sciences. It is the viewpoint of the author that a Lagrangian formulation will
be beneficial in certain situations, if the form of the entity is chosen properly.
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