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Abstract
This work is motivated by a desire to study the thermodynamics of compositionallygraded alloy systems built by additive manufacturing. Because of the peculiar
behavior of graded alloy systems, we need to be able to rapidly construct new
thermodynamic databases. However, the existing software infrastructure makes
doing that very difficult. This dissertation describes both new software and new
methods for thermodynamic modeling within the CALPHAD method, with particular focus on improved miscibility gap detection, automated parameter selection, and
uncertainty quantification. The advantages of this approach are that the software
implementation is freely available and that using this approach to model thermodynamic systems requires substantially less input from the user than conventional
methods, making it possible to be integrated into automated, high-throughput
modeling infrastructure. Moreover, the described method leads to a more sophisticated treatment of the CALPHAD prediction uncertainty. With a more robust
and efficient method for generating multi-component thermodynamic databases
based on the latest available experimental and first-principles data, thermodynamic
studies of non-conventional materials systems such as compositionally-graded alloys
will become more predictive and accurate.
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Chapter 1 |
Introduction
Thermodynamics forms the basis of all physical descriptions of nature. Across
fields as diverse as mechanics, electromagnetism, chemistry, and metallurgy, the
common link connecting their observable phenomena is the presence and flow of
energy. Of particular interest to materials scientists are the transitions between
physical states driven by energy differences. These are called phase transitions and
are “the beginning of wisdom” for linking materials structures to their macro-scale
properties [4].
Because of the importance of thermodynamics to physical systems, we would
like to create models based on thermodynamic principles to describe what we
observe and to make predictions about what we have not yet observed. The goal of
the thermodynamic modeler is to develop a description for the energy of a system
as a function of some degrees of freedom related to our interest. Because the
applications studied in this work involve additive manufacturing of structural and
functional alloys (see Chapter 6), i.e., process metallurgy, those degrees of freedom
are temperature and the overall composition of the system.
The modeling approach applied throughout this work is the CALPHAD method.
For a detailed description of what CALPHAD is and how CALPHAD models are
created, see Chapter 2. The remainder of this chapter provides a brief outline of
challenges and puts forward an argument for the software-based approach adopted
in this work. The reader will be directed to relevant sections of this dissertation
with further information.

1

1.1 Key challenges related to alloy additive manufacturing
This section provides only a brief overview of challenges. For detailed discussion of
alloy additive manufacturing modeling, see Chapter 6.
The key design principle of alloy additive manufacturing is process control, so
the challenges for modeling apply equally to most types of thermodynamic process
modeling. In this case, an additional complication is that we are interested in alloys
which are graded in composition along one axis, meaning the composition of a build
layer “slice” varies as a function of distance. One reason this presents a challenge is
that traditional thermodynamic databases are based mostly on experimental data
from one particular alloy system, while graded alloys contain regions of composition
space at the boundaries between alloy systems.
Another reason is that the existing databases, even the commercial ones, are
incomplete, reflecting the fact that our thermodynamic databases are necessarily a
snapshot in time of our understanding of a particular system. Such a situation is
discussed in Chapter 6, where we observe that our multi-component thermodynamic
model fails to predict the presence of certain ordered Mo-Nb phases which we suspect
to be present based on experimental results. In order to revise our prediction, we
must update our model for the Mo-Nb system but, due to the interdependence of
model parameters, this requires a revision of the entire multi-component database.
We must conclude that, generally speaking, prior to making the best predictions
for these systems with thermodynamic models, new thermodynamic databases
must be created as a first step in addressing the additive manufacturing modeling
challenge for graded alloys. This is so that we can be sure we are making our
predictions based on integration of the latest available information from literature
and non-literature sources.

1.2 Key challenges related to CALPHAD modeling
This section discusses “big picture” challenges inhibiting adoption and proliferation
of CALPHAD models. For a detailed description of what CALPHAD is and how
CALPHAD models are created, see Chapter 2.

2

The key challenges for thermodynamic modeling using the CALPHAD approach
are data availability, the fragmentation of data across multiple sources, the lack
of robust data workflow tools, the quantification of model uncertainty, and reproducibility of the models. The CALPHAD tradition has relied on the experience
of experts to pass their wisdom to the next generation of modelers in the form of
ad-hoc heuristics and supervised trial-and-error (Figure 1.1). This approach has
been very successful but suffers from poor scalability as well as the problem of
adding significant unquantified, irreproducible thinking to a CALPHAD model. If a
CALPHAD model cannot be reproduced, then it cannot be easily improved, making
extrapolations and modifications to multi-component databases more difficult.
The data availability challenge emerges as a consequence of the lack of robust
standards for digitally representing materials data [5]. Of course, even if such
standards existed, one would still have to contend with over a century of published
experiments in thermochemistry as well as several decades of first-principles calculations, most of which exists now only in heterogeneous, paper-based (either literal or
sometimes digitally scanned) formats. Currently a significant amount of time must
be dedicated by the CALPHAD modeler to manually digitize this data to make it
usable in modeling software; for experienced modelers, this ends up comprising the
majority of the total modeling time. Unfortunately it is not standard practice for
modelers to include this “digital literature review” in publications, requiring future
researchers to repeat the entire tedious process.
The data fragmentation challenge is related to data availability in that both
challenges inhibit the ability of modelers to obtain convenient access to data.
Because data is scattered across various literature and non-literature sources, each
one of these must be separately accessed by the modeler. This is assuming the
data of interest is even publicly or commercially available, as opposed to locked
behind a corporate firewall as a company’s intellectual property. This challenge is
enormously difficult to address because the problem is not purely technical; in the
case of already-digital private databases, the parties involved recognize the value of
aggregated data and are reluctant to alter their licensing schemes to allow public
aggregation. In addition, there is the fear that their data will be “decontextualized”
in the process of aggregation, stripping away caveats or other important details.
Because no particular data-producing organization is incentivized to allow it, this
leads us to a suboptimal status quo for materials data.
3

Figure 1.1. The contemporary approach to CALPHAD modeling leads to the loss of
history and metadata. This process must be repeated from the beginning, every time, by
subsequent researchers.

The uncertainty quantification of CALPHAD models is an interesting topic
in that there appears to be an asymmetry between the level of attention it has
received by the community relative to how important it is on both a practical and
fundamental level. One of the first questions a modeler will often receive (typically
from an experimentalist collaborator) is about the accuracy or confidence level
of a prediction. With the current state of modeling tools, that question is very
difficult to answer rigorously. In Chapter 3, old and new methods are discussed
for propagating uncertainty from input data, through a model, to the prediction
of thermodynamic properties. However such methods are not very useful to the
community unless they are implemented in a publicly-available software tool.
Most of these challenges can be addressed, then, by building scalable workflow
tools to enable the sharing and re-use of thermodynamic models and data. Building
workflow tools does not guarantee the existence of digital data repositories, but the
author is aware, at least, of efforts by NIST [5] and by private companies to build
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infrastructure and/or maintain public or quasi-public databases of digital materials
data. It remains to be seen at what quality level these databases will be maintained
and what adoption rates they will achieve within the materials science community
once they are operated “at scale,” but the software discussed and developed in this
work is designed in anticipation that such data repositories will become central
to computational materials research in the near future. We cannot wait until the
repositories exist before we build these tools: we must get them ready now.

1.3 Rationale for developing new software
As a consequence of the data challenges discussed in the previous section, little
work has been performed in developing robust tools for moving data along an
analysis “pipeline” to extract insights from thermodynamic data in a scalable,
semi-automated fashion. To understand this point we need to look no further
than the commercially available offerings for thermodynamic calculation software.
The implicit assumption built into the design of these codes is that they must
be monoliths: all data input, calculation, analysis, visualization and export (e.g.,
to a publication) must be performed within the provided software environment.
Deviations from this assumption are only possible via great effort or expense; special
Application Programming Interfaces (APIs) or Software Development Kits (SDKs)
are available, but there is an additional financial cost and they face similar licensing
restrictions as the original software. Moreover there is no guarantee that the API or
SDK will allow sufficient low-level access for sophisticated calculations. This should
not be construed as negatives against these companies – they certainly know and
understand the majority of their customer base – but for those in the CALPHAD
database development community, these restrictions and caveats are quite severe.
The most popular commercially-available CALPHAD software packages [6–8]
lack sufficiently granular software interfaces for building sophisticated workflows
involving CALPHAD data. This is unlikely to change because these companies
provide value in part by selling internally-developed databases to their customers,
so developing and distributing improved database development tools is not in
their commercial interest. This necessitates the creation of a new open-source
CALPHAD modeling software library, called pycalphad. For a detailed discussion
of how pycalphad is implemented, see Chapter 5.
5

A substantial portion of this dissertation is dedicated to a “from the ground up”
redesign of the software toolchain for building, using and distributing thermodynamic models. Along the way there is necessarily a retreading, consolidation and
integration of several decades worth of research involving the CALPHAD modeling
tools themselves, to say nothing of the orders of magnitude greater number of
publications applying them to particular problems.
While it is the author’s opinion that the creation and widespread public availability of the pycalphad software in itself represents an advance of the state of the
art in computational materials science, this work should not be considered solely
a software engineering effort. A novel approach to algorithmic model selection
and uncertainty quantification for CALPHAD models is discussed in Chapter 3.
A new comparison of the performance of different sampling strategies for global
energy minimization is presented in Chapter 4 alongside discussion of known methods. Examples of real materials science impact of this work are presented as
additive manufacturing-related case studies in Chapter 6. Finally, in Chapter 7, we
summarize, conclude, and discuss future directions.

1.4 Summary
We want to be able to study the thermodynamics of compositionally-graded alloy
systems built by additive manufacturing. Because of the peculiar behavior of
graded alloy systems, we need to be able to rapidly construct new thermodynamic
databases. However, the existing software infrastructure makes doing that very
difficult. In this dissertation we describe both new software and new methods for
thermodynamic modeling within the CALPHAD method. The advantages of this
approach are that the software is freely available and that using this approach
to model thermodynamic systems requires substantially less input from the user
than conventional methods, making it possible to be integrated into automated,
high-throughput modeling infrastructure.
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Chapter 2 |
Theory and practice of CALPHAD
modeling
2.1 Introduction
Thermodynamics is the core of every physical description of nature. In recognition
of this fact, and coincident with the rise of ubiquitous modern computing, the
development of the CALculation of PHAse Diagrams (CALPHAD) method was
proposed by Larry Kaufman and Himo Ansara in 1973 to rationalize and systematize
alloy chemistry through the use of computer calculations [9]. In the decades since,
there has been a tremendous effort by the scientific community to collect data
to build thermodynamic descriptions for both metallic and non-metallic systems,
descriptions of which have only increased in sophistication and accuracy as our
understanding of the underlying physical phenomena have improved.
Mathematically speaking, CALPHAD modeling is multivariate regression of the
Gibbs energy functions of individual phases. Because (1) the phase equilibria of all
physical systems can be described formally as the convex hull of all phases’ energy
surfaces with respect to their degrees of freedom and (2) the semi-empirical nature
of regression admits fitting against heterogeneous data types from both experimental and theoretical sources, the CALPHAD method is an excellent approach
for quantifying the state of knowledge for the thermodynamic behavior of known
physical systems and extrapolating to predict the behavior of new systems.
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2.2 Background
Consider a multi-component system consisting of a single phase, α. We would like
to write down the molar Gibbs energy of this system relative to the pure elements
in their reference structures, denoted β, at 298.15 K and 101,325 Pa (standard
temperature and pressure). The reference structure of an element is almost always
the stable structure at standard temperature and pressure. We want to write a
function which will evaluate to zero if we compute it at any reference state. This
is because absolute values of the molar Gibbs energy have no meaning and must
always be given relative to some physical state: temperature, pressure and structure
must be specified for each independent component.
Before we can determine what parameters we need to fit for our model, we
should first list all of the contributions to be considered. Starting from the pure
elements in the β structure at 298.15 K and 101,325 Pa, we know by definition
that the molar Gibbs energy is zero (Eq. 2.1), so any linear combination of those
energies will also be zero if we neglect all mixing.
(298.15 K, 101325 Pa) = 0
Gstable
m

(2.1)

In the remainder of this section we consider a fixed pressure condition, so for brevity
the pressure-dependent terms are dropped in the other equations, but the procedure
for their inclusion is analagous to temperature.
Next, consider a calculation temperature, T , different from 298.15 K. Now we
need to know, for each pure component i, the energy difference in the β structure
between our reference temperature and the calculation temperature. We will denote
these quantities ∆Gβ,298.15→T
. These quantities are also functions of temperature.
i
Now we can write
X
Gstable
(T, xi ) =
xi ∆Gβ,298.15→T
(2.2)
i
m
i

P

xi is the mole fraction of component i, where xi = 1. With equation 2.2 we can
calculate the Gibbs energy of a linear combination of pure elements in their reference
structures at any T . Next we would like to consider the Gibbs energy of the α phase
which is potentially different from β. This means, at our calculation temperature
T , we need to know the Gibbs energy difference between the β structure and our
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desired structure, α, for any T .
Gαm (T, xi ) =

X

xi (∆Gβ,298.15→T
+ ∆Gβ→α
)
i
i

(2.3)

i

The quantity ∆Gβ,298.15→T
+ ∆Gβ→α
is called the lattice stability. Most authors
i
i
will group these two terms together but here we distinguish between them for model
parameter evaluation purposes since they can be determined separately. Now we
add the contribution due to ideal entropy of mixing at finite temperature.
Gαm (T, xi ) =

X

xi (∆Gβ,298.15→T
+ ∆Gβ→α
+ RT ln xi )
i
i

(2.4)

i

R is the ideal gas constant, approximately 8.3145 J/(mol-K). Equation 2.4 shows
how to compute the Gibbs energy of an ideal solution in the α phase, relative to the
β structure, at standard temperature and pressure. Finally we add excess mixing
terms to capture deviations from ideality. This polynomial expansion for the excess
mixing is based on the widely adopted Redlich-Kister polynomials [10], which in the
binary case are a power series expansion in xi − xj , times a factor, xi xj . However
nothing precludes adoption of mathematically equivalent, alternative polynomial
basis functions [11, 12].
Gαm (T, xi ) =

X

xi (∆Gβ,298.15→T
+ ∆Gβ→α
+ RT ln xi )+
i
i

i

X
i,j
m

xi xj

X
m

m

Li,j (xi − xj )m +

X

xi xj xk (xi Iii,j,k + xj Iji,j,k + xk Iki,j,k )

(2.5)

i,j,k

Li,j and I i,j,k must be determined by a fitting procedure (sections 2.3.3 and

2.6).
If we set ∆Gβ,298.15→T
to zero and compute Gαm , we call that the Gibbs energy
i
of formation. If we set (∆Gβ,298.15→T
+ ∆Gβ→α
) to zero and compute Gαm , we call
i
i
that the Gibbs energy of mixing. If we set (∆Gβ,298.15→T
+ ∆Gβ→α
+ RT ln xi ) to
i
i
α
zero and compute Gm , we call that the excess Gibbs energy of mixing.
Once we have the molar Gibbs energy (SER, formation, or mixing), we can
apply the transformations below to compute the enthalpy, entropy and isobaric
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heat capacity, respectively, of the α phase.
α
Hm
= Gαm − T

α
Sm
=−

∂Gαm
∂T

∂Gαm
∂T

(2.6)
(2.7)

∂ 2 Gαm
(2.8)
∂T 2
Any of these can be converted to their corresponding formation or mixing property
by shifting the reference state, i.e., zeroing out the corresponding Gibbs energy
term, and then applying the transformation from one of the above equations.
Cp αm = −T

2.2.1 Compound energy formalism
Equation 2.5 represents a useful thermodynamic model which is applicable to
many phases. However there are some cases which necessitate a more advanced
description. Consider the γ and γ0(L12 ) phases in Ni-base superalloys. These
are both face-centered cubic (fcc) structures but with distinct symmetry: space
groups F m3̄m and P m3̄m, respectively. This means that the γ phase treats some
lattice positions, or Wyckoff positions, as equivalent, that the γ0 phase recognizes
as symmetry-distinct. The reason for this arises from the phenomenon of atomic
ordering, where atoms express an energetic preference for certain lattice positions
over others. In the perfectly disordered case seen in the γ phase, we expect the
atomic occupancy of all lattice positions to be precisely proportional to the overall
composition of the phase, i.e., if we have a 3:1 mixture of fcc Ni and Al, respectively,
the probability of observing a Ni atom on a randomly chosen lattice position is
75%. Atomic ordering means that the atoms express a preference for certain lattice
positions, so this probability becomes different. In the case of γ0 in a 3:1 Ni:Al
mixture, we would observe Ni and Al choosing two different lattice positions with
a respective probability near 100%; there are triple the number of Ni-preferred
sites to Al-preferred sites, so the overall composition is the same even though the
atomic-scale behavior is very different.
The question becomes how to capture this in our thermodynamic model. We
have two different phases with the same fcc lattice that, at the same overall
composition, yield different atomic structures with distinct energetics. One option
10

is to retain Equation 2.5 and model them as two separate phases, but this would
fail to capture other fcc ordering behavior such as the L10 configuration.
A better thermodynamic description would allow us to describe ordered, disordered and partially ordered states of a phase. To describe γ and γ0 together
we consider two distinct “sublattices” within the fcc lattice and assign the first
sublattice a multiplicity of 3 and the second a multiplicity of 1, so that they
comport with the observations discussed above. Sublattice occupancy fractions
(“site fractions”) of component i are described by yi0 and yi1 in the first and second
sublattice, respectively. From mass balance it’s straightforward to see that
xi = (3yi0 + yi1 )/4

(2.9)

where the factor of 4 comes from normalizing to one mole by summing the sublattice
multiplicities. More generally,
bv yiv
v
v
v b (1 − yV a )
P

xi = P

v

(2.10)

where bv is the multiplicity of sublattice v and yVv a is the fraction of vacancies in
sublattice v. In the description above we did not consider vacancies, so yVv a is zero
in our fcc model, but vacancies play a significant role in the description of the Al-Ni
bcc phase and many other systems. In theory the appropriate number of sublattices
equals the number of Wyckoff positions corresponding to the phase’s symmetry, but
in practice sublattice models rarely exceed four sublattices for complexity reasons.
The site fraction concept gives us a way to quantitatively describe the internal
degrees of freedom available to a phase with atomic ordering behavior, and also
allows us to map the atomic configuration to the overall composition by applying
Equation 2.10. Note that this mapping is non-invertible: you cannot determine the
internal degrees of freedom solely from the overall composition, except in special
cases.
The two-sublattice model we have described for the fcc phase yields four
distinct fully-ordered configurations: Al3 Ni, Ni3 Al (γ0), pure Al (Al3 Al), pure Ni
(Ni3 Ni). In “sublattice notation” these are written as Al:Ni, Ni:Al, Ni:Ni and
Al:Al. These are called end-members and comprise the key element of what
is known as the Compound Energy Formalism (CEF) [13]. In the CEF, the
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energy of a phase is partitioned into a mixture of end-member lattice stabilities
(stoichiometric “compound energies”), plus interaction terms to capture excess
mixing contributions. CEF expressions for mixing get quite long in the general case
due to their combinatoric nature. Hillert [13] expressed the excess Gibbs energy of
mixing as

∆Gex
m =

Y

yiv

X

yBv LA,B:D:G... +

Y

yJv

XX

u
yBt yD
LA,B:D,E:G... + ...

(2.11)

The two terms in Equation 2.11 represent one-sublattice and two-sublattice
two-component interactions, respectively, and the ellipsis indicates the combinatoric
addition of up to v-sublattice, J-component interactions, where J is the total
number of components. In practice it is rare for more than three-component
interactions to be considered, for physical reasons: it is statistically unlikely in
most solutions for more than three atoms of distinct elements to “interact.”
An important question arising from this discussion is how we can determine
values for all these lattice stabilities plus the empirical L mixing parameters,
especially because the CEF gives us so many free parameters to consider. This is
addressed in the remainder of this chapter.

2.3 Evaluation of single-phase model parameters
2.3.1 Pure elements
∆Giβ,298.15→T is typically parametrized in temperature in the following way.
∆Gβ,298.15→T
= a + bT + cT ln T +
i

X

dn T n

(2.12)

n

a is chosen to make the quantity zero at 298.15 K. The other terms are determined
by fitting to the entropy and heat capacity of pure component i’s reference structure. The consortium Scientific Group Thermodata Europe (SGTE) tabulated
recommended coefficients of ∆Gβ,298.15→T
for 78 elements on the periodic table [14],
i
and in practice these are the values adopted for most CALPHAD assessments. As
a consequence, Gibbs energy functions based on these values will not typically
be valid below 298.15 K. SGTE also tabulated values for ∆Gβ,298.15→T
+ ∆Gβ→α
,
i
i
12

when α is the liquid phase and a few other common phases [14], but generally the
scientific community has not standardized on lattice stabilities for most structures
so these must be calculated from DFT, e.g., [15]. In any case, new and improved
standards for pure-element reference data are an active discussion area within the
community [16].

2.3.2 Stoichiometric compounds and end-members
For the purposes of determining lattice stabilities, stoichiometric compounds and
CEF end-members are the same, since a stoichiometric compound can be expressed
within the CEF as a one end-member system, e.g., NaCl is a two-sublattice phase
with single end-member Na:Cl.
GA:D:G...
(T )
m

P

v

=

bv (∆Gβ,298.15→T
+ ∆Gβ→A:D:G...
)
v
v
P
v
v6=V a b

(2.13)

Since this phase or end-member is stoichiometric, the index v refers directly to the
component present in the corresponding sublattice and the use of site fractions to
describe partial occupancy is unnecessary. The term ∆Gβ,298.15→T
is determined as
i
in section 2.3.1. Rearrangement of Equation 2.13 makes it clearer what term must
be determined specifically for each end-member.




X



b

v

GA:D:G...
(T ) =
m

X

bv (∆Gβ,298.15→T
+ ∆Gvβ→A:D:G... )
v

(2.14)

v

v6=V a

In the database files of the software package Thermo-Calc, it is the right-hand
side of Equation 2.14 which is tabulated for parameters marked G(NAME,A:D:G;0),
where NAME and A:D:G are the corresponding phase and end-member, respectively.




X


v6=V a

bv  GA:D:G...
(T ) −
m

X

bv ∆Gβ,298.15→T
=
v

v

X

bv ∆Gβ→A:D:G...
v

(2.15)

v

bv ∆Gβ→A:D:G...
is the Gibbs energy of formation per formula-unit of the endv
member A:D:G. This quantity must be determined separately for each end-member.
It is a function of temperature and is parametrized analogously with Equation 2.12.
P

v
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Not all end-members are independent; some are related by symmetry. For
example, in a binary fcc four-sublattice model, all sublattices are symmetric (though
their respective occupancies, of course, can differ), e.g., B:A:A:A = A:B:A:A =
A:A:B:A = A:A:A:B. Symmetric end-members must have the same lattice stability
values.

2.3.3 Interaction parameters in each sublattice
Once the lattice stabilities of all end-members are fixed, excess mixing parameters
must be determined. Following Hillert [13], excess mixing parameters should
be grouped by mutual independence, i.e., single-sublattice binary interactions,
two-sublattice binary interactions (so-called “reciprocal interactions”) through vsublattice binary interactions, as shown in Equation 2.11. The reason is so that
independent parameters can be determined by our fitting algorithm in parallel (see
section 2.7). Ternary interaction parameters can be grouped similarly.
Ternary interactions, and higher-order n−ary interactions more generally, are
more complicated because they do not have a unique decomposition [17–19]. The
Muggianu ternary model is typically used for multi-component alloy solid solutions
because its contributions are symmetric, in a geometric sense, with respect to
each component [20]. Asymmetric behavior would only be desirable if there were
significant deviations from metallic bonding such that treating addition of some
components as fundamentally different made physical sense.
An excess mixing parameter m L is further parametrized like an end-member
formation energy, i.e., according to Equation 2.12. For a particular interaction,
new parameters are added with the value of m successively increased, starting
from zero (see section 2.7). Note that when m is odd, changing the ordering of
components in an interaction flips the sign, e.g., 1 LAB = −1 LBA . By convention,
components in an interaction are sorted alphabetically, e.g., A:(A,B) as opposed
to A:(B,A). Modelers are advised to obey this convention, as most CALPHAD
software packages will assume that, by specifying A:(B,A), you actually mean
A:(A,B), which could potentially lead to a sign error in your model!
Not all interaction parameters are independent; some are related by symmetry.
For example, in a binary fcc four-sublattice model, all sublattices are symmetric
(though their respective occupancies, of course, can differ), e.g., (A,B):A:A:A =
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A:(A,B):A:A = A:A:(A,B):A = A:A:A:(A,B). Symmetric interactions must have
the same parameter values.

2.4 Data from first-principles calculations
Ab initio or first-principles calculation refers to several classes of techniques for
predicting material properties based on atomic-scale interactions described by
quantum mechanics. The most relevant of these for CALPHAD modeling is
density functional theory (DFT), a framework for calculating the ground-state
(0 K) energies of periodic atomic structures based on an approximation to the
Schrödinger equation [21]. The reason DFT is useful for CALPHAD modeling is
due to the lattice stability concept, which requires us to quantify energy differences
between a stable structure and one or more structures which are not stable [22].
These metastable/unstable structures may not be experimentally accessible, which
means their thermochemical properties may not be measurable.
For example, pure Al at equilibrium exists only in the fcc structure as a solid,
but it is meaningful to talk about the (large, positive) enthalpy of transition from
fcc Al to bcc Al, despite that pure bcc Al cannot be produced to measure this phase
transition. The fact that it is necessary for CALPHAD modeling that we are able
to assign numerical values to quantities that cannot be experimentally measured
was an early objection to adoption of the CALPHAD method, but modern DFT
calculations provide a solid theoretical foundation for lattice stabilities and often
compare favorably to experimental data when available [15, 23].
Typically we neglect the variation in the enthalpy of formation between 0 K
and 300 K, unless we are explicitly considering the temperature dependence of the
thermodynamic properties. Since DFT only addresses the ground state, additional
calculations must be performed to estimate the heat capacity and determine the
temperature dependence (see section 2.4.4).

2.4.1 Pure elements
As discussed in section 2.3.1, the CALPHAD modeling community has standardized
on a set of pure-element lattice stabilities for some structures. This means DFT is not
always necessary to obtain the necessary lattice stabilities for a CALPHAD model.
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However it is still relevant because not all pure-element structures have standard
lattice stabilities, and computing enthalpies of formation requires subtracting out the
enthalpy contribution from the pure elements in their reference structures. Moreover,
DFT pure-element calculations must always be used as a reference for calculating
other compounds’ enthalpies of formation since the raw “total energy” values from
DFT do not have a straightforward intepretation in CALPHAD modeling. Wang
et al. [15] and Sluiter [24, 25] computed DFT elemental enthalpies of formation
for many structures. Public databases of high-throughput DFT calculations exist,
containing ground-state enthalpies of formation for a variety of structures [26–28].

2.4.2 Stoichiometric compounds and end-members
Public databases of high-throughput DFT calculations exist, containing groundstate enthalpies of formation for a variety of stoichiometric compounds [26–28].
Ab initio molecular dynamics (AIMD) simulations allow the prediction of the
thermophysical properties of elemental and alloy liquids at finite temperature [29,30].
AIMD is not yet routinely used for CALPHAD modeling, but it’s expected that
advances in hardware, software workflow tools and algorithmic efficiency will
increase its use in the future.

2.4.3 Mixing in each sublattice
The first-principles prediction of thermodynamic mixing properties in solid solutions
was made routine with the introduction of special quasirandom structures (SQS)
[31, 32] . SQS are periodic atomic structures, designed to be used with DFT,
generated from a statistical analysis which mimics the radial correlation function of
a random solution. Calculations with SQS can be used to approximate the enthalpy
of mixing, e.g., (A,B):A:A:A or (A,B):(A,B):A:B interactions in CEF terminology
(see section 2.2.1 for an explanation of the CEF). It also works with ternary solid
solutions through the use of a suitable ternary SQS [33, 34]. The approximation
made by SQS assumes that nearest-neighbor interactions dominate; this seems to
be reasonable for alloys, as seen with the rapid convergence of the energy with
respect to the number of atoms in the calculation [35].
There are two ways to report mixing data: enthalpy of mixing and enthalpy
of formation, and it’s recommended to report both along with your chosen end16

members’ enthalpies of formation. While enthalpy of mixing is the key quantity
of interest, enthalpies of mixing are not comparable between sublattice models.
For example, a binary two-sublattice and four-sublattice SQS calculation will
predict different enthalpies of mixing despite the enthalpies of formation being
(theoretically) identical. The cause of this is a reference state difference between the
two models: in the two-sublattice case, mixing is with respect to four end-members,
while in a four-sublattice model, it is with respect to eight end-members. The
enthalpies of formation will still be the same because of the common pure-element
reference state, so others will be able to convert to the mixing reference state of
their choice.

2.4.4 Finite-temperature calculations
DFT does not directly provide information about the heat capacity since all
calculations are only strictly valid at 0 K, but it is possible to construct firstprinciples equations of state based on a system’s energy-volume relationship and
use the equation to determine the temperature dependence of the vibrational heat
capacity. For the empirical Debye model of the vibrational heat capacity, the key
part of the scheme is to compute DFT total energies at several fixed volumes near
the equilibrium volume and use this information (the “E-V curve”) to determine
the bulk modulus. With the bulk modulus, equilibrium volume and a few constants,
the Debye temperature (and thus heat capacity) is determined [23]. More advanced
vibrational heat capacity models are available [36], such as those which involve direct
computation of the phonon density of states, though typically there is a trade-off
to be made between accuracy and computation time. Unlike the ground-state case
there does not yet exist a public database for first-principles finite-temperature
calculations.
Ab initio molecular dynamics (AIMD) simulations allow the prediction of the
thermophysical properties of elemental and alloy liquids at finite temperature [29,30].
AIMD is not yet routinely used for CALPHAD modeling, but it’s expected that
advances in hardware, software workflow tools and algorithmic efficiency will
increase its use in the future.
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2.5 Experimental data
A full discussion of experimental methods employed in the study of alloy phase
relations is beyond the scope of this dissertation, but we will provide a brief overview
of the experimental palette of techniques directly applicable to CALPHAD modeling.

2.5.1 Thermochemical data
Relevant experimental thermochemical data includes direct measurement of the
chemical activity of a component via electrochemistry and calorimetric techniques
such as differential scanning calorimetry (DSC). The electrochemical method works
analogously to an electrochemical battery, via the relationship between chemical
and electric potentials provided by the First Law of Thermodynamics, but is
limited to alloys which can act as suitable electrodes [37]. Calorimetry provides
quantitative heat capacity and transition enthalpies, as well as estimates of firstand second-order phase transition temperatures through discontinuties in the first
and second derivatives, respectively, with respect to temperature.
Beyond the open literature, there are some high-quality experimental thermochemical databases. A good first place to look is in the public NIST–JANAF
thermochemical tables [38]. Another excellent resource is in “Group IV” of the
Landolt–Börnstein data collection, e.g., [39].

2.5.2 Phase equilibrium data
Techniques for gathering experimental phase equilibrium data for alloys include
x-ray diffraction (XRD) of quenched samples, in situ high-temperature XRD, and
scanning electron microscopy (SEM) with energy dispersive spectroscopy (EDS).
The data processing pipeline for these measurements is more complicated than
for thermochemical data. XRD diffractograms generally do not provide quantitative
phase fraction information without the use of calibration standards. SEM with EDS
can provide both phase composition and phase fraction data through area fraction
measurements of the micrographs but, because these are only two-dimensional
cross-sections, requires physically consistent assumptions about the statistical
distribution and morphology of the phases in order to provide accurate estimates
of the phase fractions.
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Only a comprehensive search of the open literature can provide a full picture of
what information is available, but there exist compilations of literature sources. The
ASM Phase Diagram Center provides references for experimental and calculated
equilibrium phase diagrams of binary and ternary alloy systems [40]. Another
excellent resource is in “Group IV” of the Landolt–Börnstein data collection,
e.g., [39].

2.6 Sequential procedure for parameter optimization
In the development of a CALPHAD model for a phase, there are three key decisions
to be made: first, the sublattice model, including the number of sublattices, their
site ratios and component occupancies; second, the optimal set of parameters;
finally, the optimal values of the optimal set. Because of the number of parameter
degrees of freedom afforded by the CEF model (see section 2.2.1), the last two are
particularly challenging. Previous approaches to solving this problem are discussed
in Chapter 1. Here we explain a simple procedure for choosing the optimal set
and values of CEF parameters using quantitative criteria suitable for computer
automation. We will also comment on choosing a sublattice model (section 2.6.3).

2.6.1 Stoichiometric compounds and end-members
Recall the “SGTE polynomial” shown in Equation 2.12. We would like to find an
expression for the temperature dependence of the Gibbs energy of formation per
formula-unit for an arbitrary phase, α. We assume we already know ∆Gβ,298.15→T
i
for all the end-members because of SGTE or other standards but, if we didn’t,
we could follow this same approach to first fit parameters for ∆Gβ,298.15→T
. (The
i
following analysis applies equally to pressure or other potentials.)



X


v6=V a

bv  GA:D:G...
−
m

X

bv ∆Gβ,298.15→T
= a + bT + cT ln T +
v

v

X

dn T n

(2.16)

n

v specifies the component in each sublattice. No site fractions are necessary
because there is only one component present per sublattice in an end-member or
stoichiometric compound (see section 2.3). The model is linear, despite the presence
of higher-order temperature terms, because all second derivatives of the model with
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respect to parameters are zero. Assume that we have k independent observations of
the α-phase Gibbs energy of formation. We can then write the following system of
equations.
 

 a



1 T1 T1 ln T1 · · · T1n 
∆G
1

 b 
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1 T2 T2 ln T2 · · · T2   
∆G2 

 c  = 
(2.17)
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  .. 


1 Tk Tk ln Tk · · · Tkn  
∆Gk
dn
Tk and ∆Gk refer to the temperature and Gibbs energy of formation of the k th
observation, respectively. This system of equations is typically over-determined, i.e.,
the number of observations is larger than the number of parameters. This problem
can be solved many different ways, the simplest of which being the pseudo-inverse
method (equivalent to linear least-squares), but it is also possible to apply more
sophisticated techniques which make different assumptions about the statistical
uncertainty of the parameters and of the data. The challenge of uncertainty is
discussed further in Chapter 3, so here we focus only on how to set up the problem
for different thermodynamic data types.
A limitation of Equation 2.17 is that it can handle only one type of thermochemical data. Real experimental and/or first-principles data rarely exists directly
as the Gibbs energy of formation. Usually we collect thermochemical data in the
form of enthalpies, entropies and heat capacities, so we need an approach for fitting
the parameters which can handle mixing different data types.
We can take advantage of thermodynamic definitions to partition the parameter
degrees of freedom. For example, the heat capacity cannot depend on the a and
b parameters in our model because they are differentiated away in Equation 2.8,
2
)
i.e., −T ∂ (a+bT
= 0 for all constant a and b. This means we should not attempt
∂T 2
to determine those parameters when fitting heat capacity data. The key principle
is that parameter variation is best captured using terms which become low-order
(but non-zero) when fit against particular data types.
For example, while a and b do not vary the heat capacity at all, c is constant
2
ln T )
in heat capacity, i.e., −T ∂ (cT
= c, and d2 is linear in heat capacity, i.e.,
∂T 2
2
2
∂ (d2 T )
−T ∂T 2 = −(2T )d2 . While these terms are “high-order” when fitting against
Gibbs energy of formation data, they become lower-order when fitting against heat
capacity data. By applying this scheme to the enthalpy, entropy and heat capacity
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of formation, we derive the following equations.




A:D:G...
−
bv  Hm

X
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bv ∆Hvβ,298.15→T = a − cT +

X

X

dn (1 − n)T n

(2.18)

n≥2
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X
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bv ∆Svβ,298.15→T = −bT +c(−T ln T −T )−

X

dn nT n (2.19)

n≥2


X



A:D:G...
bv  Cpm
−

X

β,298.15→T
bv ∆Cpv
= −c −

v

v6=V a

X

dn n(n − 1)T n−1

(2.20)

n≥2

These equations are a straightforward application of Equations 2.6, 2.7, and 2.8,
respectively, to Equation 2.16. These equations are also all linear models, meaning
it’s straightforward to rewrite them for parameter fitting purposes as a system
of linear equations as in Equation 2.17. We observe that the heat capacity has
the lowest-order parameters in temperature, that b only appears in the entropy
expression, and that a only appears in the enthalpy expression. Given these
observations it seems reasonable to adopt the following procedure:
1. Fit c and dn using heat capacity data.
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(2.21)

2. Fit b using entropy data, with c and dn fixed.


−T1


−T2

 ..
 .


−Tk











∆S1
c(−T1 ln T1 ) − n≥2 dn nT1n


 

P
 

 
n

∆S2   c(−T2 ln T2 ) − n≥2 dn nT2 
 b =
 

..

 ..  − 


 .  

.




∆Sk





P

c(−Tk ln Tk ) −

21

n
n≥2 dn nTk

P



(2.22)

3. Fit a using enthalpy data, with c and dn fixed. (The b term does not appear.)
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(2.23)



Note that the number of observations for each fitting step can be different, e.g.,
based on the availability of data sets of that type. The entropy and enthalpy fitting
steps can be performed in either order since a and b are mutually independent.
The last question is how to choose n, i.e., determining an appropriate number
of parameters for the fitting. A high-quality fit reproduces the data without
“overfitting.” The model selection problem is discussed within the context of
uncertainty propagation in Chapter 3.

2.6.2 Fitting mixing parameters
The procedure for fitting mixing parameters is nearly the same as for fitting
end-members (section 2.6.1), with two key differences. The first difference is the
reference state is now shifted from “of formation” to “of mixing,” meaning all
fitting is performed relative to the so-called “surface of reference” defined by the
end-members. The second difference is that the system of linear equations gets
more complicated with the introduction of mixing terms and temperature-mixing
cross-terms.
Note that for linear fitting to be a valid approach, mixing parameters must
be fit in the following order, with each step fixing (subtracting out contributions
from) the previous step’s parameters. The reason is that, in general, j-component,
v-sublattice mixing depends on both (j − 1)-component and (v − 1)-sublattice
mixing. We assume the existence of SQS data (section 2.4.3) for this discussion so
that each mixing interaction can be fit independently.
1. Fit 1-sublattice binary interactions, i.e., (A,B):C:A.
2. Fit 2-sublattice binary interactions, i.e., (A,B):(B,C):A.
3. Fit v-sublattice binary interactions.
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4. Fit 1-sublattice ternary interactions, i.e., (A,B,C):C:A.
5. Fit 2-sublattice ternary interactions, i.e., (A,B,C):(A,B,C):A.
6. Fit v-sublattice j-component interactions.
Consider the interaction parameter (A,B):A:(B,C):C of a phase in the A-B-C
system. Let Y be the product of nonzero site fractions, i.e., yA0 yB0 yA1 yB2 yC2 yC3 . Let Z
be the product of Redlich-Kister interaction terms, i.e., (yA0 − yB0 )(yB2 − yC2 ). Then
we can write the general expression for a mixing term as Y (Z n ), where n is an
integer exponent starting at zero.
Explicitly writing all the mixing-temperature cross-terms for enthalpy, entropy
and heat capacity would make the rest of the analysis hard to follow, so we adopt set
notation and define an operator Θf (u) which transforms the Gibbs energy expression
u to an expression in terms of the property f using Equations 2.6, 2.7, and 2.8. For
example, ΘS (RT (ln xA + ln xB )) = −R(ln xA + ln xB ) and ΘCp (T ln T ) = 1.
For a given mixing interaction, all possible mixing terms for the property f can
be written as M f = {1, T, T ln T, T 2 , T 3 , . . .} × {Y, Y Z, Y Z 2 , . . .}, where × is the
Cartesian product. The power set (set of all subsets) of M f represents all potential
mixing models in terms of the Gibbs energy. Determining which subset to use is the
problem of model selection; this is discussed further in Chapter 3. Here we assume
we already know the best model and let N f represent the subset corresponding to
our chosen mixing model for the given interaction. In addition we assume that N f1
and N f2 have no elements in common, i.e., each parameter is fit using only data of
only one type.
For each interaction, we follow a fitting procedure analogous to the end-member
case (section 2.6.1) except we use the elements of N f to define the columns of our
regression matrix. Let Lf be the Gibbs energy parameter vector used for fitting
property f . (The length of Lf is the same as the number of elements in N f .) The
procedure then works as follows:
1. Fit LCp using k1 points of heat capacity data.
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(2.24)

2. Fit LS using k2 points of entropy data. Fix heat capacity parameters, transform them to entropy using ΘS (.) and subtract their contribution from the
data.
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 − ΘS (N Cp ) LCp
(2.25)
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 .. 
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 . 
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3. Fit LH using k3 points of enthalpy data. Fix heat capacity and entropy
parameters, transform them to enthalpy using ΘH (.) and subtract their
contribution from the data.
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H
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Θ (Nk3 ) L
ΘH (NkS3 ) LS (2.26)
 ..  − Θ (Nk3 ) L
 . 
∆Hk3

By following this method we can generate a complete candidate thermodynamic
model of a system. In Figure 2.1 we show the result of following this procedure
for the Al-Ni system. All input data used to fit the model is from first-principles
calculations with the exception of the liquid, for which experimental enthalpy of
mixing data was used. For more information about the input data formats and the
software developed to perform the fit, see Chapter 5.
Now that we have a candidate model we can refine the model parameters with
phase equilibrium data. This procedure is discussed in section 2.7.

2.6.3 Choosing a sublattice model
In this chapter we assumed that the best sublattice model for a phase is already
known. However there are some cases, usually involving complex ordering, where a
CALPHAD modeler may need to devise a new sublattice description for a phase.
The maximum number of sublattices for a crystalline phase is equal to the number
of Wyckoff positions, but in practice we usually use fewer than that because
Wyckoff positions are often nearly energetically degenerate, and also because of the
practical difficulty in defining lattice stabilities and mixing parameters for so many
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Figure 2.1. A thermodynamic model of the Al-Ni system is constructed entirely based
on single-phase thermochemical data from first-principles calculations using the approach
explained in section 2.6. An exception is the liquid, for which experimental enthalpy
of mixing data was used. The version of pycalphad used to generate this model is
0.3.2+18.g718f1ab.dirty. The fitting module commit identifier is 65fed1a0. (For
more information on these versioning identifiers, see section 5.3.)

end-members. (An 8-sublattice ternary model has 38 = 6561 end-members!)
One possible automation procedure one could adopt for choosing a sublattice
model would be to compute the number of Wyckoff positions for a given structure
of interest with maximally broken lattice symmetry due to ordering. Starting with
this structure, and in conjunction with a high-throughput DFT scheme (section
2.4), ground-state energies of fully-ordered and partially-ordered structures could
be computed. Lattice sites with energy differences below a certain threshold could
be grouped together into a single sublattice with multiplicity defined based on the
number of “similar” Wyckoff positions.
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The scheme is conceptually straightforward but computationally challenging
due to the number of possible ways to combine the Wyckoff positions. For now at
least, it is still more efficient for a human to analyze a given phase and choose a
sublattice model.

2.7 Multi-phase refinement of model parameters
To achieve the best agreement for our model with the complete state of thermodynamic knowledge of a system, we must consider correlations between model
parameters in different phases. The reason for this is that reliable thermodynamic
data for individual phases across large temperature and composition ranges is
usually not available, and especially not at higher temperatures. (First-principles
calculations are helping to fill this gap however, e.g., see section 2.4.) Sometimes all
we will know for some regions of state space is the equilibrium phase compositions,
also called “tie regions”. This phase boundary data is the easiest way for a modeler
to visually verify the accuracy of a thermodynamic model since comparison requires
computation of (at least part of) the phase diagram. Because the phase diagram is
a function of the energies of all phases in the system, this comparison provides a
straightforward visual summary of the entire system model.
Ironically, while phase boundary data allows for straightforward visual comparison, it is significantly less useful than thermochemical data for fitting purposes.
There are several reasons for this. First, while the phase diagram is, in principle, a
function of all phases’ energies, in practice only a small portion of a phase’s temperature and composition domain is relevant to depicting stability on the phase diagram;
phase boundaries provide no information about the energy in regions where a phase
is metastable. Second, measured phase regions only provide information about the
stability of the present phases relative to the others. At best this only provides
information on lower bounds of energy differences between phases under certain
conditions. (Compare this to a single-phase heat capacity measurement, which can
be directly linked to the Gibbs energy function.) Finally, there is no closed-form
expression for the residual of a predicted phase boundary. In fact there are many
sets of model parameters which could yield equivalent phase boundaries. All of
these factors complicate the use of phase boundary data in our fitting procedure.
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2.7.1 Defining the residual
Nevertheless it is possible to derive information on our model parameters from
this data. We already have a good initial guess for the model parameters based
on the single-phase fitting procedure in section 2.6. While there is no closed-form
expression for the phase boundary residual, we can still define an expression based
on an iterative procedure which will go to zero when our predicted phase boundaries
match our measured ones. A conceptually similar expression is used in the “Rough
Search” procedure of the Pandat software package [6], though the method presented
there is different. In particular this approach has the advantage of working directly
with tie-line data without requiring the phases in the candidate model to be stable.
1. We assume we have some measurements of the equilibrium phase compositions
of a particular tie region. Using our candidate model (section 2.6), we perform
an equilibrium calculation including all phases in the system at each measured
phase temperature and composition.
2. We know that, for the case where our candidate model perfectly captures the
measured tie region, the calculated chemical potentials will all be the same.
However this will probably not be the case in the beginning, so we define a
mean chemical potential of each component, µ̄i , based on the arithmetic mean
of the corresponding chemical potentials computed by the candidate model
at each tie vertex. µ̄i allows us to define a mean equilibrium hyperplane.
3. Next we perform another set of equilibrium calculations at each tie vertex, this
time including only the desired phase at each composition. Let the computed
energy at the tie vertex t be Gt . We define the residual driving force at t as
P
Gt − i µ̄i xti .
4. Given the internal degrees of freedom (i.e., site fractions) computed in the
single-phase calculation step at each t, choose new model parameters to
approximately reduce the driving force at each t to zero.
5. Repeat until stopping criteria are satisfied.
There are a few special cases to consider when using this approach. When one
of the phases in the tie region is a stoichiometric (line) compound, it is not possible
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to define the chemical potential at exactly the stoichiometric composition because
there is a discontinuity in the chemical potential at that point. For those cases the
corresponding tie vertex is excluded from the mean hyperplane calculation.
When one or more phase compositions in a tie region are unknown (e.g., solidus
or liquidus measurements), the unknown tie vertices are excluded from the mean
hyperplane calculation. Additionally, in the single-phase calculation step, the energy
and internal degrees of freedom of the unknown tie vertices are chosen based on the
configuration which minimizes the residual driving force (which will still probably
be nonzero) relative to the mean hyperplane. For cases in which the single-phase
calculation step results in a miscibility gap, the “single-phase” energy and internal
degrees of freedom are taken as a weighted mixture based on the calculated phase
fractions. (See Chapter 4 for more information about miscibility gap handling in
equilibrium calculations.)

2.7.2 Solving for new parameter values
Based on our definition of the residual in section 2.7.1 we can write a system of linear
equations which we can solve to determine new values for the model parameters.
As in the case of single-phase parameter optimization, we defer discussion of multiphase parameter selection to Chapter 3, but we note that a key assumption made
here is that the thermodynamic model of each phase is linear, i.e., the second
derivative with respect to any two model parameters is zero. This allows us to
write the coefficients of the model parameters of all phases as columns of a regressor
matrix, a simple example of which is shown below. There can be any type of
end-member or mixing parameter in a column. Once we solve this system for values
of PM , we can incorporate the new parameters into our candidate model and begin
another iteration of the fitting process.
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(2.27)

There are two ways to construct this matrix: either as a sparse block matrix
with columns for all phase parameters, or as a series of single-phase matrices. The
28

latter is possible since the residual driving force for each tie vertex is treated as
a residual with respect to only that particular phase’s degrees of freedom. All
multi-phase coupling is through the iteratively recomputed µ̄t on the right-hand
side, so only one phase’s degrees of freedom will be nonzero in any particular row.
The matrix in Equation 2.27 has L rows and M columns, where L is the total
number of measured tie vertices and M is the number of model parameter degrees
of freedom. If we consider all possible parameter types, M is often several orders of
magnitude larger than L, making the system of equations underdetermined. Even in
cases where L ∼ M , the least-squares solution to Equation 2.27 is often numerically
unstable due to sparsity in the variation of the data. We require a scheme for
choosing only the “best” (in some sense) parameters; this idea is developed further
in Chapter 3.

29

Chapter 3 |
Parameter selection, uncertainty
quantification and propagation
in thermodynamic models
3.1 Introduction
All modelers face uncertainty, both in work and in life. The challenge of uncertainty
is invariably intertwined with statistics: what do we know about our model? How
well do we know it? What is the probability distribution of that knowledge with
respect to particular observations in our data? We are often asked these types of
questions by our supervisors, colleagues and collaborators.
It is maximally beneficial for CALPHAD models to communicate something
about the uncertainty of their predictions. Without this information, users are
left to make guesses which may or may not comport with the true circumstances
under which a given model was developed. When we have good estimates of the
uncertainty of our model predictions, we can begin to judge when prediction errors
are due to insufficient data or whether they are due to systematic biases in our
model. This is valuable for understanding where new, fundamental improvements
to CALPHAD modeling could be made.
A typical modeling publication will not adequately document all of the decisions
a researcher makes over the course of a model’s development, particularly when
dealing with model parameter selection (section 3.3). This is not a criticism of
CALPHAD researchers; the software tooling simply has not existed to rigorously
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define reproducible CALPHAD data pipelines. We discuss an attempt to create such
software in Chapter 5. In this chapter we discuss methods and define algorithms
for CALPHAD model parameter selection and uncertainty quantification suitable
for automated, software-based implementations.

3.2 Background
Previous work in uncertainty analysis for CALPHAD modeling is surprisingly
limited. The seminal work by Jansson describing the PARROT software [41] for
thermodynamic model optimization, now included as part of the Thermo-Calc
package [7], includes mention of model parameter uncertainty but is quick to shift
discussion to considering the covariance in the prediction error as more of an
empirical weighting matrix for different datasets. Discussion of classical uncertainty
measures in CALPHAD models appears to begin and end there. The first software
package to incorporate Bayesian methods into CALPHAD modeling (more on
Bayesian statistics in section 3.4.1) is ChemSage [42], one of the predecessors to the
FactSage software [43], which has the capability to iteratively update parameter
probability distributions using estimates of the parameter covariance matrix. An
earlier paper by one of the ChemSage authors discusses a conceptually similar
sequential Bayes algorithm for efficiently fitting excess parameters in thermodynamic
models [44]. Stan and Reardon discussed implementing Bayesian model optimization
using a genetic algorithm [45]; there does not appear to be a public implementation
of their approach.
By quantified uncertainty, we are referring to uncertainty in the free parameters,
e.g., excess mixing, in our models. Propagated uncertainty refers to “flowing”
the quantified parameter uncertainty through our models to a predicted quantity
of interest, e.g., the heat capacity or a phase transition temperature. The above
referenced authors include excellent figures in their publications depicting quantified
and propagated uncertainties of various thermophysical quantity predictions in
particular systems of their interest. Unfortunately, the reporting of quantified and
propagated uncertainties for CALPHAD models is not yet standard practice, so the
CALPHAD community has yet to capture the majority of the benefit from these
developments. In the following sections, methods are discussed for quantifying and
propagating uncertainties in CALPHAD models. These methods are chosen for
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their suitability in being integrated into an automated model fitting procedure
(Chapters 2 and 5).

3.3 Model parameter selection
Various types of experimental and first-principles data are discussed in Chapter 2
within the context of how that data is used to fit parameters in our CALPHAD
models. What has not yet been discussed is how we actually determine which
parameters to fit and which parameters to leave at zero. This is really the key
of CALPHAD modeling and where much of the “expert tradition” mentioned in
Chapter 1 derives its value. Fortunately it is not necessary for us to disregard that
rich store of knowledge, seeking some kind of absolute objectivity in parameter
selection, in order to successfully apply an algorithmic approach. It is enough to
simply be able to document and quantify subjective judgment in an automated
fashion.

3.3.1 Selection based on single-phase data
This section assumes we already know how to set up the problem for single-phase
parameter optimization. For details on how to do this, see section 2.6.
Recall the linear system for fitting single-phase thermochemical data shown in
Equation 2.17. (Similar systems for heat capacity, entropy and enthalpy data are
also shown in section 2.6.)
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(2.17 revisited)

The question arises of which columns of this matrix to include as parameters; in
principle this system could be either over- or under-determined with respect to
the number of data points. However, solving a linear system such as Equation
2.17 for values of n and k typically seen in thermodynamic modeling requires an
imperceptibly small amount of time on modern computing hardware, so the most
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obvious approach may be to devise some kind of scoring criterion for particular
combinations of candidate parameters. As long as the score can be computed
quickly, it is possible to try many different combinations of parameter columns, in
some simple cases even an exhaustive number of combinations.
This criterion should be similar to the standard mean-squared error (MSE)
criterion, except for an additional factor which penalizes overfitting. The reason
we need to add an additional term is that MSE-based scoring will always favor the
maximum number of possible parameters, since it is impossible for MSE to decrease
with addition of another parameter. (Addition of parameter n + 1 may not improve
the fit at all, so the least-squares value is zero, but the calculated MSE will still be
at least equal to that of the n parameter case.) This overfitting penalty will help
to avoid fitting to the noise in our data, enhancing its predictive power for future
observations, but at the cost of accuracy in explaining the training data. (This
trade-off is sometimes referred to as the bias-variance dilemma [46].) Given the
requirement that the scoring method be fast to compute, penalize overfitting, and
(preferably) be based in sound statistical theory, the scoring method chosen here is
the well-known Akaike Information Criterion (AIC) [47, 48]. The AIC is computed
as follows for the case of least-squares regression with equal-variance data points.
AIC = 2m + d ln RSS

(3.1)

RSS is the sum of the squared values of the residuals (e.g., the right-hand side
of Equation 2.17 minus the left-hand side), m is the number of parameters (e.g.,
number of columns on the left-hand side of Equation 2.17), and d is the number of
data points, i.e., the number of rows of the matrix. We can see intuitively from
Equation 3.1 that smaller AIC scores are desirable: we want the smallest RSS
possible, but any decrease in RSS must be sufficiently large to overcome the penalty
imposed by an increase in m in order to reduce the AIC.

3.3.2 Selection based on multi-phase data
This section assumes we already know how to set up the problem for multi-phase
(“tie region”) fitting. For details on how to do this, see section 2.7.
Because there are such a large number of possible mixing terms to consider in
the general, multi-phase case, we cannot reliably apply a multivariate model scoring
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criterion such as AIC. The reason is that we simply cannot try so many parameter
combinations: consider that a binary 4-sublattice model will have hundreds of
symmetry-distinct degrees of freedom if we consider both constant and linear (in
temperature) terms, so it is not feasible to try all, or even most, subsets of possible
parameter combinations.
For multi-phase fitting we need to resort to a univariate parameter scoring
technique. One complication is that a univariate scoring method necessarily relies
on statistics about the parameter values, but each parameter has distinct units and
scale. For example, an end-member enthalpy term (e.g., yA yB ) may range from 0-1,
but the entropy term (e.g., yA yB T ) could range from 0-6000. For Redlich-Kister
mixing terms, some entries in the regressor matrix (e.g., yA yB (yA − yB )3 ) may
even be negative. Here it is necessary to appeal to our domain-specific knowledge
about what a typical range for these parameters can be, and for scoring purposes
to rescale the columns of our candidate regressor matrix based on those subjective
scale factors.
One could make the argument that this could be done without making prior
assumptions about the data by rescaling based on the empirical variance of each
column. The problem with this approach is that the variance of a column within
the data is typically very different from the “true variance.” For example, a
particular dataset will usually only cover a small portion of the temperature and
composition range, so the estimated variance will be much smaller than the variance
of temperature and composition specified during calculation of a phase diagram.
Some columns will even have zero empirical variance, e.g., isothermal datasets.
This can lead to especially egregious scaling errors when dealing with high-order
Redlich-Kister mixing parameters which are often very small numerically. Therefore
for scoring purposes it is recommended to assign subjective variances to rescale the
regressor matrix.
Once we have settled on a scaling approach, we need to choose a univariate
scoring method. One possibility is the well-known F-test, based in classical hypothesis testing. A high-quality implementation of this method, used in this work,
is available in the f_regression routine of the scikit-learn package [49]. The
details can be found in standard statistics texts, e.g., [50], but we briefly review the
idea here. We would like to identify features (i.e., end-member and mixing terms)
in our dataset which are “significantly” different from zero, where significance has a
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defined meaning discussed below. The reason is that, assuming we have rescaled the
columns of our regressor matrix, only features of our dataset which are relatively
large in magnitude should be used to reduce the residual driving force.
For example, if we are fitting to liquidus data of a pure-element end-member,
it does not make sense to modify any liquid (or solid) mixing parameter, since
that parameter’s energetic contribution in the pure-element case will be zero. That
means its entry in the regressor matrix will also be zero. This argument holds even
if we are slightly off the pure-element composition: for 99.9% A, any A-B mixing
parameter will be very weakly coupled to the energy, so its corresponding entry
in the regressor matrix will still be small, if nonzero. We would like to choose
parameters which will couple most strongly to the residual because this should
reduce the number and magnitude of parameters necessary to reduce the model
error.
The F-test gives us a way to quickly compute a summary statistic about each
candidate parameter. The statistic is computed using the formulas shown below.
(n − 1)σj2
(1 − σj2 )

(3.2)

yA
, if Aβ = y
kykkAT k

(3.3)

Fj =
σ=

σ 2 is the scaled variance of columns of the regressor matrix. n is the number
of degrees of freedom (i.e., the number of data points). F is computed for each
column (j). As the value of F increases, the null hypothesis (i.e., that the feature
is zero) becomes less likely. Our parameter selection routine needs only to choose
the columns with the r largest F scores, where 0 < r ≤ n. Because the value of F
represents a sample from the so-called F-distribution, we can also map the F scores
to corresponding p-values at a particular “significance level (α).” The p-value is the
probability of an F score greater than or equal to the calculated value at a fixed
value of α. (A common value of α is 0.05, corresponding to 95% “significance.”)
For CALPHAD modeling purposes the p-values are not so important since we
know by construction that some features will always be significant, so it is sufficient
to just look at the F scores, but the p-values could play a role in a future, more
sophisticated parameter selection scheme which thresholds parameters based on
statistical significance, so it is mentioned here.
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3.3.3 Determining values for chosen parameters
Once we have chosen a suitable set of parameters to fit, we must decide on the
assumptions to make (if any) about the statistical distribution of our parameter
values. These do not necessarily have to be the same as the assumptions we made
during parameter scoring (sections 3.3.1 and 3.3.2), though they should at least be
consistent. Since we have narrowed down our potential parameters to one particular
subset, we are free to adopt regression strategies which depend on all the parameters
in that subset, since it is computationally feasible to do so.
Within a Bayesian framework, the ordinary least-squares (OLS) regression
method is equivalent to assuming a flat prior probability distribution for all parameters. This is acceptable for cases in which the datasets used to perform the
regression are relatively comprehensive, such that the influence of the prior is
diminished anyway. The OLS solution to a regression problem can be determined
analytically using
β̂ = (X T X)−1 X T y
(3.4)
where β̂ is the solution parameter vector and (X T X)−1 X T is the well-known
pseudo-inverse of the regressor matrix X.
OLS is not the only possible solution method for our parameters. For this
problem it is best to apply a scheme for regularization, which is the process of
modifying a regression strategy to increase its robustness to ill-posed problems.
This usually involves assumptions about the solution; in a Bayesian context, it
means assumptions about the prior probability distribution of β. For example, in
the case of low- or zero-variance input datasets it is possible for the pseudo-inverse
matrix generated by OLS to become numerically unstable, leading to meaningless
values of β̂. With regularized regression there are additional constraints on the
parameters which mitigate that possibility.
Two popular choices for regularization are Lasso regression (L2 regularization)
[51] and ridge regression (L1 regularization). These methods get their parenthetical
names from the term they add to the OLS objective function kβX − yk2 . Lasso
regression adds a term proportional to the L2 norm of the parameter vector while
ridge regression adds a term proportional to the L1 norm. The proportionality
constant, α, is called the regularization parameter and can be chosen prior to fitting
or based on an automated cross-validation scheme. The latter is implemented in
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the LassoCV and RidgeCV routines, respectively, of the scikit-learn package [49].
Larger values of α bias the solution toward zero, improving numerical stability but
potentially at the cost of accuracy.

3.4 Quantifying parameter uncertainty
3.4.1 Bayesian statistics
A full course in Bayesian statistics is beyond the scope of this dissertation; interested
readers are directed to the extensive textbook by Gelman and co-workers [52]. Here
we discuss only the minimum background necessary to contextualize the sections
that follow.
Bayesian statistics, named for Thomas Bayes, is an approach to considering
probabilities in terms of subjective degrees of belief. The idea is quite intuitive: we
begin with a belief and then allow that belief to be “updated” by new information.
This new belief can itself also be updated by new information as it becomes
available. We call our starting belief the prior probability distribution (“the prior”)
and our updated belief the posterior probability distribution (“the posterior”). The
information used to update the prior is called the likelihood. This idea can be
written as the following equation.
P (M |D) =

P (D|M )P (M )
P (D)

(3.5)

In Equation 3.5, called Bayes’ Theorem, we express the probability distribution
of a parameter, M , given our data, D. P (M |D) is the posterior (“the probability
of M, given D”), P (D|M ) is the likelihood, P (M ) is the prior, and P (D) is a
normalizing quantity called the evidence. The latter quantity turns out to not be
so important for our purposes, so we neglect it for the remainder of this chapter.
Instead we can think of Bayes’ Theorem as expressing a proportionality between
the posterior and the product of the likelihood and prior.
One of the reasons Bayesian statistics has taken so long to gain popularity is that
applying Equation 3.5 generally requires evaluating a multi-dimensional integral;
this can be done analytically in only a few simple cases. The rise of Bayesianism
is coincident with the rise of ubiquitous modern computing, particularly with the
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ability to numerically approximate multi-dimensional integrals with Monte Carlo
methods [53]. (Section 3.5.1 has more about Monte Carlo sampling applied to
CALPHAD modeling.)
The easiest way to understand the difference between Bayesian statistics and
classical (“frequentist”) statistics is to compare how they express uncertainty. In
frequentism, model parameters are fixed, in a sense, and the data are treated as
random variables sampled by repeated experiments (real or hypothetical). The
idea in frequentist parameter optimization is to maximize the probability of the
data given a choice of parameters. This leads to the following, often misunderstood,
definition for the frequentist X% confidence interval [54]: “Were this analysis to
be repeated on multiple samples, the calculated confidence interval (which would
differ for each sample) would contain the true parameter value X% of the time.” It
emphatically does not mean that there is an X% probability that the true parameter
is in that interval. Because experiments usually are not repeated in reality, we
cannot say anything about our certainty that any particular frequentist confidence
interval contains the true value.
Bayesian statistics conform much more easily to our intuition. In Bayesianism,
the data are treated as fixed quantities and the parameters are random variables
with some assumed prior probability distribution. A Bayesian X% credible interval
has a simple definition: “There is an X% probability the true parameter value is
in this range, given the data and my prior beliefs.” This is great for CALPHAD
modeling because the modeling problem is often ill-posed (many more degrees of
freedom than data), so domain-specific knowledge provided by the modeler can be
quantified and added directly to the prior, constraining the posterior uncertainty.
Updating the model does not require all of the old data for fitting, because we
can choose the previous posterior as the new prior and only fit to new data. This
approach allows us to communicate a rough but quantifiable acceptable range for
parameter values by augmenting our data with the expertise of the user.
Once we have chosen a method for describing the parameter probability distributions, we must determine how to propagate this uncertainty to the rest of our
model.
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3.5 Propagating model uncertainty
In CALPHAD modeling we often use linear models for the Gibbs energy functions
of phases in our system. By “linear,” we mean that the second derivative of the
function with respect to any two parameters is zero. One exception to linearity is
when we incorporate magnetic ordering terms; we address this case in section 3.5.1.
The convenient aspect of a linear model is that we can easily write an analytic
expression for its uncertainty, given the uncertainty in its inputs.
f = ax

(3.6)

Let a scalar function f be equal to the inner product of a parameter vector, x,
with a coefficient vector, a. For our purposes the coefficient vector could contain
temperature, pressure, site fractions, phase fractions, or other constant terms, but
it does not contain any parameters – a is not a function of x. We also assume that
the elements of a are known with absolute certainty but that elements of x are
randomly distributed.
What we would like to know is the mean and variance of f given the statistical
distribution of x. We cannot assume in general that the elements of x are uncorrelated; in fact we know for our case that parameters in our polynomial basis functions
are often highly correlated. We require full variance-covariance information for all
elements of x with respect to one another. Methods for estimating and computing
parameter covariance are discussed in section 3.4.
The mean of f is straightforward: it is the value of f when all the elements of x
are equal to their expected values. The variance of f , σf2 , is computed by applying
the transformation shown in Equation 3.7 to the covariance matrix of x, Σx .
σf2 = aΣx aT

(3.7)

3.5.1 Handling model nonlinearity
In the previous section we assumed that f is a linear function of x and also that
it was normally distributed. These assumptions are reasonable for some types of
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Figure 3.1. Two thermodynamic quantities from an idealized binary regular solution
are plotted with their expected values (bold), “ground truth” (dashed), and 2σ boundary
(grey) using a generated sample of the distribution of parameters.

CALPHAD models encountered in multi-component alloy systems, but not all. For
example, the expressions used in magnetic ordering models [55] are nonlinear and,
while it is still possible to derive an analytic expression for propagated uncertainty
in that case, it seems inflexible to have to do that every time a modification is
made or proposed to a thermodynamic model. In addition, it is possible in general
for the statistical distribution of f to not conform to a parametric distribution at
all, so merely reporting a point estimate of the variance may not be useful.
In those cases we perhaps cannot (or will not) come up with a simple formula
for the propagated uncertainty but we nonetheless would like to estimate the
distribution of f . One approach is we could just draw a finite sample from the joint
distribution of x (which we assume here we know), e.g., 10000 points. We can do
this regardless of the linearity of f with respect to x. The result of this would be a
two-dimensional array, with one axis corresponding to a sample of x and the other
corresponding to the number of samples, e.g., 10000. Next we compute the value
of f for each sample, which yields a one-dimensional array of values. This array
is an estimate of the marginalized statistical distribution of f with respect to the
parameters and could be plotted as a histogram or used to add “error bars” to a
thermodynamic property diagram. An example of the latter is shown in Figure 3.1.
This procedure is a very simple version of the well-known Monte Carlo method and
is useful when the distribution of x is known.
We should also address the case of when the joint distribution of x is unknown.
In this case we may assume a prior distribution of x without necessarily knowing
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anything about correlations between elements. A powerful technique for estimating
the joint distribution of the parameters is Markov Chain Monte Carlo (MCMC)
sampling [56]. With this method it is only necessary for us to choose a prior
distribution for each parameter and a form of the likelihood (error) function. The
choice of prior is important for ensuring efficient convergence to the equilibrium
probability distribution, though the posterior distribution found by MCMC does
not have to come from the same parametric family as the assumed prior. There
are many free software packages available for MCMC sampling; the one used in
this work is the pymc package [57].
To understand how MCMC sampling works, we must first recall Bayes’ Theorem.
P (Parameters|Data) ∼ P (Data|Parameters) × P (Parameters)

(3.8)

P (Parameters|Data) is the posterior distribution (“probability of parameters
given the data”), P (Data|Parameters) is the likelihood function (“probability of
the data, given some parameters”) and P (Parameters) is the prior distribution.
If we assume the errors in our data are normally distributed about zero, then
the log-likelihood function (the logarithm of the likelihood) of i data points is
P
(fi,pred −fi,measured )2
, where fpred is a function of all the parameters. The reason
i−
σi2
we often use the log-likelihood instead of the likelihood is that the log function
converts multiplication to addition, so it is easier to combine probabilities.
MCMC sampling starts by drawing samples from all the parameter priors. We
know by Bayes’ Theorem that if we multiply the prior probability of a sample by
the likelihood, we get something proportional to the posterior distribution – this is
the quantity we want to know. At each step the sampler will calculate this value
and then randomly choose (this is what makes it “Monte Carlo”) a new direction
to explore in parameter space. The criteria for choosing new parameters, called
the acceptance rules, can vary significantly, and experienced researchers can often
enhance the performance of MCMC calculations by tailoring these rules to particular
problems. For our purposes here we choose the Metropolis-Hastings algorithm,
one of the most widely used MCMC algorithms [53], because it generalizes well to
many problems. Metropolis-Hastings works by computing the following ratio at
each sampling iteration.
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ratio =

Pi+1 (Data|Parametersi+1 ) × Pi+1 (Parametersi+1 )
Pi (Data|Parametersi ) × Pi (Parametersi )

(3.9)

Equation 3.9 is a ratio of posterior probabilities. Parametersi refers to the
parameters chosen at the current step while Parametersi+1 refers to randomly
chosen candidate parameters for the next step. If this ratio is greater than one,
we always accept the step and move to the next iteration. If the ratio is less than
one, the step can sometimes be accepted or the sampler can choose to randomly
generate another step. The parameters chosen at each step are saved as part of
a sample of the posterior called the trace. This process is repeated for a fixed
number of iterations or until the sampler achieves convergence.
The trace is technically only proportional to the posterior distribution. While it
is possible in some cases to determine analytically the value of the proportionality
factor, we can skip this step by noting that all probability distributions must
integrate to one (100%). At the end of our sampling we can simply normalize
the trace by its integrated value. Most MCMC software packages, including the
pymc package used in this work, will automatically perform this step so that this
complication is transparent to the user.
One visually appealing way to depict the results of MCMC calculations is using a
so-called corner plot to show the posterior probability density. Such a plot is shown
in Figure 3.2. This corner plot shows the joint posterior distribution of magnetic
ordering parameters, computed by MCMC sampling, in the fcc phase of the Al-Ni
system. The original Al-Ni model is from Dupin, et al [1]. We can then take the
analysis a step further by using the trace to compute thermodynamic properties of
interest, such as the γ0 heat capacity (Figure 3.3), where the propagated uncertainty
comes from the approach discussed at the beginning of this section.
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Figure 3.2. The diagram, sometimes called a corner plot, depicts the joint posterior
distribution of magnetic ordering parameters in the fcc phase of the Al-Ni system. This
joint distribution is computed by MCMC sampling. The original Al-Ni model, with
original parameters annotated in bold on the diagram, is from Dupin, et al [1].
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Figure 3.3. The metastable heat capacity of γ0 phase in the Al-Ni system is shown with
the 2σ regions of the heat capacity, marginalized over the magnetic parameter degrees
of freedom, bounding the expected value. At high temperatures, the uncertainty goes
to zero because the magnetic ordering contribution to the heat capacity goes to zero in
the paramagnetic limit. The joint distribution of the parameters is computed by MCMC
sampling. The original Al-Ni model is from Dupin, et al [1].
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Chapter 4 |
Global energy minimization including internal degrees of freedom
4.1 Introduction
Miscibility gap detection is a crucial feature in thermodynamic calculation software
to accurately calculate the energy of phases containing regions of compositional
instability, i.e., spinodals, and is commonly handled through global minimization
(GM) of the Gibbs energy. Inside the spinodal region, all points on the energy surface
have negative curvature and will be thermodynamically driven towards demixing.
The cause of miscibility gaps in non-ideal solutions is the presence of unfavorable
interactions between components that overwhelm the entropically-driven ideal
mixing contribution to the Gibbs energy.
From a computational perspective miscibility gaps pose a challenge because they
mean that the same phase may appear on multiple points on the equilibrium tie
hyperplane but at different compositions. In these cases the minimization algorithm
must increase the total degrees of freedom by creating multiple composition sets
of the same phase, potentially up to the limit specified by the Gibbs phase rule.
For multi-component systems the topology of the energy surfaces can become quite
complex, since the high-dimensional tangent hyperplanes which define equilibrium
can interact with the energy surface in more complicated ways. Moreover, when
handling phases with internal degrees of freedom, i.e., sublattices, it is possible for
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points on the global energy surface (the composition) to be close together while
being far apart in their internal coordinates (the constitution). This is referred to
as an internal miscibility gap.
Few authors have discussed fully generalized GM schemes. Notable exceptions
include the seminal works of Hillert [58] and Lukas [59], as well as more recently a
discussion of the algorithms used in the OpenCalphad software [60]. There has been
work in efficient sampling in low dimensions [61] and tie hyperplane calculation for
the multi-component case [62]. Recently a method for GM using particle swarm
optimization was discussed [63]. However, there has been limited discussion of
methods for solving the multi-component case with multiple sublattices. A general
method for this case is discussed in section 4.3. Because reliable convergence to
the global energy minimum also requires a good choice of starting points for the
minimization procedure, we first discuss a multi-component sampling algorithm for
generating an initial composition grid.

4.2 Efficient sampling of composition space
Quasi-random sampling is a technique that attempts to augment the statistical
advantages of pseudo-random sampling with the property of low “discrepancy,”
meaning that the points will tend to evenly distribute throughout the domain.
Unlike psuedo-random number generators, values from quasi-random sequences are
explicitly designed to be biased, particularly toward spreading out to cover more of
the domain. We can construct the quasi-random sequence deterministically, and
this is a desirable property from a reproducibility perspective because it ensures
that, in principle, users with the same software version of the implementation will
always converge to exactly the same solution. The Halton sequence is an example of
a quasi-random sequence of numbers generated over (0, 1) using a prime number as a
base [64]. In low dimensions the N -dimensional Halton sequence is low-discrepancy,
meaning it is very similar or better than the uniform distribution in terms of
domain coverage over (0, 1)N for an equivalent number of points. For larger N , the
algorithm must be modified to prevent linear correlations between dimensions [65];
here we use the scrambling method recommended by Chi et al. [66] because of
its effectiveness in reducing correlations, as shown in Figure 4.3. Similarly, the
Sobol sequence [67] is another popular quasi-random sequence; here we seed our
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Sobol sequence generator using the direction numbers recommended by Bratley and
Fox [68], which are valid up to 40 dimensions, though, more recently, initializations
up to 1111 dimensions have been developed [69]. Because both the Halton and
Sobol sequences are extensible, mesh refinement routines can continually draw from
the sequence by keeping track of the last computed member, without recomputing
the entire sequence.
The quasi-random sequence alone does not satisfy our purposes for sampling
composition space because it samples the N -hypercube, implying that all N dimensions are independent, but each sublattice’s site fractions must sum to unity
in order to obey the site fraction balance constraint. Instead the (N − 1)-simplex
must be sampled within each sublattice since the last coordinate is dependent.
The most straightforward approach is to normalize each generated point so that
each sublattice’s coordinates sum to unity, but this will tend to oversample the
middle of the simplices, as shown in Figure 4.2. Woronow [2] showed that uniformly
distributed variates on the (N − 1)-simplex follow a N -dimensional symmetric
Dirichlet distribution, which for the case of the full composition range simplifies
to N samples from a standard exponential distribution divided by their sum. Exponentially distributed variates can be generated with the inverse transformation
− ln(U ), where U is a uniform random or quasi-random variate. Because the Halton
and Sobol sequences have the low discrepancy property, they can substitute for the
uniform distribution; anywhere we would generate a uniform pseudo-random variate
U , we can replace it with a value from a quasi-random sequence. This leads us
to the following general strategy for sampling, with specific methods subsequently
listed.

4.2.1 General sampling strategy
1. Let N be equal to the total number of internal degrees of freedom.
2. Draw the first K points from a N -dimensional pseudo-random distribution
or quasi-random sequence. Store the result in a K × N matrix, M .
3. Compute − ln(M ) elementwise and store as the new M .
4. Group together columns of M corresponding to each sublattice. Compute
the rowwise sum of each group and divide each element by its corresponding
group’s sum.
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4.2.2 Sampling methods
• Pseudo: Sample the uniform distribution.
• BadUniform: Same as Pseudo, but skip the negative-log transformation.
• StandardHalton: Choose the Halton sequence, using the first N primes.
• ScrambledHalton: Same as StandardHalton, but apply the scrambled
method of Chi et al. [66]. We often shorten this to simply “Halton” when
discussing our implementation.
• Sobol: Choose the Sobol sequence, seeded with the initialization numbers
by Bratley and Fox [68].
In addition, we compare these strategies to a grid-based sampling method we call
Grid, where evenly-spaced points are generated between all pairs of sublattice
end-members. This is similar to the strategy employed by most CALPHAD software
packages. (The exact strategy cannot be compared because the details are not
published.) Figure 4.1 visually depicts these methods for the bcc phase of the
Al-Co-Cr system. (See section 4.4 for details.)
To quantitatively describe the deviation of a sampling method from an ideal
lattice of points, which is not feasible to generate in higher dimensions, we compute
the discrepancy. The concept of discrepancy is that, for any arbitrary subregion of
our domain, we expect (or desire) the fraction of sampled points contained within
the subregion to be equal to the volume fraction of the subregion. We compute the
point fractions and volume fractions of all possible subregions, calcuate the absolute
differences between the two, then take the maximum value as the discrepancy of the
point set. Searching all possible subregions is computationally difficult, especially in
higher dimensions. For this comparison we instead compute the “star-discrepancy,”
which restricts our subregions to be hypercube-shaped and anchored at the origin
and each point. This generates K possible subregions and requires only O(K 2 )
computations for the point fractions. The fact that our space is actually a simplex
poses no difficulty, since all our generated subregions using this approach will still
be contained within the simplex.
Figure 4.4 shows the result of an L1 star-discrepancy calculation for 20000
points using different sampling methods over the (N − 1)-simplex. L1 refers to
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Figure 4.1. Different sampling methods for global minimization are depicted for the
two-sublattice bcc phase in the Al-Co-Cr system. Note that the BadUniform points
tend to cluster closer to the center of the triangle, while the Pseudo and quasi-random
methods (Halton, Sobol) do a better job of covering the domain. The Grid method has a
distinct pattern that comes from projecting the higher-dimensional energy surface of the
two-sublattice bcc phase onto the global composition triangle.
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Figure 4.2. Normalized uniform distributions produce poorer coverage of composition
space versus the normalized exponential distribution. This is shown rigorously by
Woronow [2]. The former distribution corresponds to the method called “BadUniform”
in this work and, the latter, “Pseudo.”

the norm used to compute the difference between the volume and point fractions.
A relatively high number of points are required, much higher than what is used
in a typical equilibrium calculation, because the star-discrepancy measure is not
sensitive enough to capture differences between the sampling methods in higher
dimensions when the point density is low. The quasi-random sequences are shown
to have consistently lower discrepancy than the pseudo-random samples. The
“BadUniform” distribution shows significantly higher discrepancy due to the poor
domain coverage of the method. The scrambled and standard Halton sequences
do not show a significant difference up to ten components, since this is below the
range where linear correlations appear.
For sampling in real systems, all sublattice end-members for each phase are also
included by the algorithm to guarantee the convex hull of the points contains all of
constitution space. An exception is the case of pure-vacancy end-members, since
the molar energy of pure vacuum is not defined.
Another approach called rejection sampling, which involves sampling the N hypercube and throwing out all points that fall outside the (N − 1)-simplex, is not
considered in this work. The problem is that the fraction of rejected points quickly
increases with N , making it very inefficient for multi-component systems.
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Figure 4.3. The standard Halton sequence has problems with linear correlations between
some dimensions. In some cases this causes significant undersampling of the space. The
problem is relatively minor for the 6th , 7th and 8th prime bases (13, 17, 19) but becomes
very apparent at high dimensions, as shown by the correlations between the 33rd , 34th
and 35th prime bases (137, 139, 149) in the standard sequence. Using deterministic
scrambling, these correlation effects in higher dimensions can be mitigated.

4.3 Numerical approach to refinement
Once the energy surface has been effectively sampled, the minimization algorithm
must identify a candidate solution and refine it until the equilibrium conditions
are satisfied. The general Gibbs energy minimization problem can be stated in the
following way, making use of the compound energy formalism to decompose phases
into independent sublattices.
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Figure 4.4. L1 star-discrepancy calculation for 20000 points over the (N − 1)-simplex.
A large number of points is required because the star-discrepancy measure is not sensitive
enough to capture differences between the sampling methods in higher dimensions at
low point density. The quasi-random sequences have consistently lower discrepancy than
the pseudo-random samples. The “BadUniform” distribution shows significantly higher
discrepancy due to the poor domain coverage of the method. The scrambled and standard
Halton sequences do not show a significant difference up to ten components, since this is
below the range where linear correlations appear.

i
i
min Gm (T, P, f i , ys,j
) where ck (T, P, f i , ys,j
)=0

(4.1)

Gm is the molar Gibbs energy of the system, T is the temperature, P is the
i
pressure, f i is the fraction of phase i and ys,j
is the site occupation fraction of
component j in sublattice s of phase i. ck represents all equality constraints. For
example, fixing the temperature generates a constraint T − T̃ = 0, where T̃ is the
P i
user-specified temperature. Site fraction balance constraints, s ys,j
− 1 = 0, are
always present for each sublattice. Other constraints such as charge balance can be
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constructed in the same way.
This formulation only considers equality constraints explicitly. The inequality
i
constraints, f i > 0 and ys,j
> 0, are left implicit. The phase fraction constraint is
handled by a simplex filtering step discussed below. The site fraction constraint is
handled by sampling only feasible points and then preventing any iterative steps
that would leave the feasible region.
Consider the multi-component, multi-phase case when T and P are fixed along
with some combination fixed of µj and xj , the chemical potential and mole fraction
of components, respectively. The following general approach to energy minimization
can be applied, mostly following Hillert [58].
1. Sample a set of points in the internal degrees of freedom of each phase
and compute the molar Gibbs energy. Include refined points from previous
iterations, if any.
2. We are converged if the largest change in chemical potentials from the previous
iteration is less than some value. We cannot use the change in energy because
of dilute cases.
3. Map the internal degrees of freedom of each point to global composition
P
ys,j
space using the relation xj = s bs 1−y
, where ys,V a is the site fraction of
s,V a
vacancies in sublattice s.
4. Construct an initial (J − 1)-simplex, where J is the number of components.
Each vertex is located at a pure composition for each component, i.e., the
first J simplex coordinates – including the dependent coordinate – comprise a
J × J identity matrix and therefore bound composition space. Each vertex is
also assigned an energy coordinate. If any µj are specified the corresponding
energy coordinate for that vertex is fixed at that value. Otherwise, it can be
set to any value, e.g., twice the maximum energy (half if negative), as long as
it causes the simplex to lie strictly above the energy surface.
5. Compute the driving force, ∆G = Gz − j µj xzj by computing the distance
of every point in the system to the current simplex. Find the point z for
which ∆G is maximized. The µj here are the hyperplane coefficients of the
candidate simplex.
P

6. Replace each vertex of the candidate simplex by the point z, one at a time,
until a new simplex satisfying the mass balance constraints is found. The
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candidate simplex satisfies the constraint f i > 0.
7. Recompute the chemical potentials of the candidate simplex by solving the
linear system µj xsj = Gs for µj .
8. For each phase, refine the internal degrees of freedom subject to the new
potentials by solving a Newton-Raphson sub-problem.
9. Return to Step 1, including the refined points in the next iteration.

4.3.1 Newton-Raphson method
In this approach we treat each phase separately on every iteration. Iterative steps
toward the solution are then computed using a version of the Newton-Raphson
method sometimes called the “Newton-Lagrange” method, detailed in standard
texts, e.g., section 18.1 of [70]. Phases are decoupled from one another by fixing the
chemical potentials for the current iteration. All inter-phase coupling occurs through
the chemical potentials because they are the Lagrange multipliers corresponding
to the mass balance constraint [58], so the remaining Lagrange multipliers only
concern constraints within each phase, i.e., the site fraction balance constraints
and charge balance (if charged species are present).










Wk −ATk   pk   −∇Fk 

=
Ak
0
λk+1
−ck

(4.2)

p is the Newton step direction for the next iteration. Wk is the Hessian matrix
of L with respect to all degrees of freedom except λk . Ak is the Jacobian matrix of
the constraints, [∇c1 , ∇c2 , ..., ∇cm ]T .

4.3.2 Multi-phase formulation
The refinement sub-problem can also be solved by constructing an augmented
Hessian matrix including all phases’ degrees of freedom and their constraints. A
similar approach for phase diagram calculation was reported by Lukas [59].
i
F (T, P, f i , ys,j
)=

X

i
f i Gim (T, P, ys,j
)

(4.3)

i
i
i
L(T, P, f i , ys,j
, λk ) = F (T, P, f i , ys,j
)−

X
k
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i
λk ck (T, P, f i , ys,j
)

(4.4)











Wk −ATk   pk   −∇Fk + ATk λk 

=
−ck
Ak
0
pλ

(4.5)

The key advantage of this approach is you can optimize the degrees of freedom
of all phases, including phase fractions and chemical potentials simultaneously. The
disadvantages are most apparent in large multi-component systems and systems
with miscibility gaps; in principle c + 2 copies of each phase in the system need
to be entered or else some procedure for adding and removing composition sets
is required, in which case the system of equations must be rebuilt every time the
stable set of phases changes.
However, once the solution has been found by some other method, this approach
is useful for computing partial molar quantities and other constrained derivatives
since at equilibrium −∇Fk + ATk λk = −ck = 0 and λk will correspond to µk for
each mass balance constraint. If one changes F to another state function such
as the entropy and rebuilds the Hessian, λk of the mass balance constraints now
corresponds to the partial molar entropy of the components. (pk should be zero at
equilibrium.)

4.4 Application to Al-Co-Cr and higher-order systems
A CALPHAD thermodynamic model for the Al-Co-Cr system was recently developed [71]. This system poses a challenge to CALPHAD modeling software, despite
only containing three components, in part due to a ternary miscibility gap in the
bcc phase caused by complex atomic ordering. At 1523 K, for example, there is no
problem plotting the stable diagram with all the phases, but a problem does emerge
when considering the metastable bcc phase diagram, shown in Figure 4.5. Using
the default settings in Thermo-Calc version 2015a, an incorrect diagram missing
the ternary miscibility gap is produced. Increasing the global minimization point
density or explicitly adding equilibrium points in the miscibility gap region produces
the correct metastable diagram. It is unclear why this occurs, and unfortunately
the specific details of how phase diagram mapping works in Thermo-Calc are not
publicly available, but the fact that these discrepancies exist at all motivates the
present study of effective sampling.
It is first useful to understand how this bcc phase is modeled, according to [71].
The bcc sublattice model is (Al,Co,Cr,Va):(Al,Co,Cr,Va):(Va), with the third
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Figure 4.5. Two Al-Co-Cr metastable phase diagrams, including only the bcc phase, are
shown at 1523 K. Using the default settings in Thermo-Calc version 2015a, an incorrect
diagram missing the ternary miscibility gap is produced (left). Increasing the global
minimization point density or explicitly adding equilibrium points in the miscibility gap
region produces the correct metastable diagram (right).

sublattice being empty and therefore irrelevant to this discussion. (For more about
sublattice models and the compound energy formalism, see Chapter 2.) Because this
is effectively a two-sublattice phase, there are multiple internal configurations which
will map to the same overall composition; this is the origin of the computational
difficulty. This is challenging to depict for the full ternary system so, in Figure 4.6,
we depict the internal energy surfaces for two of the constituent binary subsystems,
as well as their mapping to the overall composition space. For the Al-Co system,
we observe low-energy configurations located at the Al:Co and Co:Al end-members,
corresponding to the ordered bcc configuration (usually called “B2”) of the phase
near 50% Al. Due to crystallographic symmetry, Al:Co and Co:Al have the same
energy, but this is not a requirement of sublattice models in the general case. The
disordered bcc configuration (“A2”), corresponding to the black dashed line across
the diagonal, is higher energy in the composition region near 50% Al. Conversely,
in the Co-Cr system, we see that the ordered B2 end-members Co:Cr and Cr:Co are
both much higher in energy than the disordered configuration of the same overall
compositions, and that this holds true everywhere in that system at 1523 K. This
means we will not observe B2 at that temperature. Al-Cr, not shown, is similar to
Co-Cr in this respect.
Based on this analysis of the energy surfaces shown in Figure 4.6 it is not surpris56

Figure 4.6. The Al-Co and Co-Cr internal energy surfaces (left) are shown along with the
configurations mapped to the overall composition space (right). We observe that multiple
internal configurations map to the same overall composition, but only the low-energy
configurations are relevant to equilibrium. For the Al-Co system, we observe low-energy
configurations located at the Al:Co and Co:Al end-members, corresponding to the ordered
bcc configuration of the phase near 50% Al. Due to crystallographic symmetry, Al:Co
and Co:Al have the same energy, but this is not a requirement of sublattice models in the
general case. The disordered bcc configuration, corresponding to the black dashed line
across the diagonal, is higher energy in the composition region near 50% Al. Conversely,
in the Co-Cr system, we see that the ordered B2 end-members Co:Cr and Cr:Co are both
much higher in energy than the disordered configuration of the same overall compositions,
and that this holds true everywhere in that system at this temperature. This means
we will not observe B2 at that temperature. Al-Cr, not shown, has behavior similar to
Co-Cr. Al-Cr (not shown) has a very similar energy surface to Co-Cr.
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ing to observe the ternary miscibility gap, given that the stable configuration of the
ternary bcc phase can involve a mixture of A2- and B2-type internal configurations.
The next step is to develop a better understanding of how our sampling of the bcc
phase’s internal configurations affects the ability of our algorithm to converge to
the true equilibrium.

4.4.1 Performance of sampling methods
Figure 4.8 shows the result of an equilibrium calculation at 1523 K in the Al-Co-Cr
system using the sampling schemes introduced in section 4.2. For this test we
include the fcc and liquid phases along with bcc to make the test more realistic.
The real stable system also includes some intermetallics, which we neglect here.
The color corresponds to the error in the total molar Gibbs energy, with the deep
red color corresponding to a convergence failure. From the figure we see that the
sampling methods perform roughly with the same trend as would be predicted
by the discrepancies of their respective point sets, with the BadUniform method
consistently underperforming relative to the other methods. The addition of points
generated using the Grid method consistently reduces the error, and in many cases
the reduction is to zero.
The addition of points from the Grid method is beneficial to convergence because
the equilibrium configurations in the bcc phase tend to lie along lines connecting
pairs of end-members, the same lines which are sampled by the Grid method. This
is shown graphically in Figure 4.7, where we can see that Grid points tend to lie
closer to the equilibrium convex hull of the bcc phase than points sampled randomly.
The fraction of sampled points within 10 kJ/mol-atom of the equilibrium convex
hull increases from 47% using scrambled Halton sampling to over 60% using either
combined Halton and Grid sampling or pure Grid sampling.
It is not a surprising result to find that regular lattices of points are an effective
sampling strategy. The reason we must consider other approaches is that dense
lattices are impractical to construct in higher dimensions due to the exponential
increase in the number of points required.
Illustrating the value of random sampling with a real example is difficult due to
the lack of publicly available multi-component CALPHAD databases with known,
complex miscibility gap behavior, so instead we construct a fictive system by
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Figure 4.7. Grid points tend to lie closer to the equilibrium convex hull of the bcc phase
than points sampled randomly. The fraction of sampled points within 10 kJ/mol of the
equilibrium convex hull increases from 47% using scrambled Halton sampling to over 60%
using either combined Halton and Grid sampling or pure Grid sampling.

adopting a global optimization test function [72], reproduced in Equation 4.6 below.
A similar test function was used to study global minimization performance in the
CALPHAD software package Pandat [6].
f (x) = s

n
X
i=1

(xi − x∗i )2 +

kX
max

ak sin2 (fk Pk (x − x∗ ))

(4.6)

k=1

This function is an n-dimensional paraboloid, centered at x∗ , with a second,
strictly non-negative oscillating term. The second term can introduce curvature
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Figure 4.8. The error in the Gibbs energy, computed by an equilibrium calculation at
1523 K in the Al-Co-Cr system, using the sampling schemes introduced in section 4.2, is
shown. For this test we include the fcc and liquid phases along with bcc to make the
test more realistic. The color corresponds to the error in the total molar Gibbs energy,
with the deep red color corresponding to a convergence failure. The BadUniform method
consistently underperforms relative to the other methods. Sobol (not shown) performs
similarly to ScrambledHalton. The addition of points generated using the Grid method
consistently reduces the error. The addition of points from the Grid method is beneficial
to convergence because the equilibrium configurations in the bcc phase tend to lie along
lines connecting pairs of end-members, the same lines which are sampled by the Grid
method.
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changes to the function’s surface, making convergence to the global minimum more
challenging. Because the second term is non-negative, it is clear that the global
minimum value of this function must be zero, and that it takes on this value at
x = x∗ . (It is possible, for some choices of free parameters, for f (x) to have a value
of zero at locations other than x∗ .) n is the dimension of the space while s, ak and
fk are scaling parameters. Pk is a polynomial function which we take to be the
k th -power function. We set kmax = 2, fk = 10, ak = 103 , s = 104 .
Figure 4.9 shows the result of 50 randomly-generated trials of x∗ for numbers
of components ranging from 2 to 10. The cases of pure Grid, pure random, and
combined sampling are considered. The number of points used for each random
sampling calculation is 10(N − 1), where N is the number of components, while the
 
P −1
number of points for Grid sampling is 10 N2 = 10 N
i=1 i, but some Grid points
will be duplicates. We observe that, while the BadUniform method underperforms
as expected, neither pure Grid nor any of the random sampling methods are able
to find more than 80% of the global minima in the test systems when considering
more than 6 components. The combined random+Grid strategy has significantly
better results, with all methods finding at least 90% of the global minima, and
all methods with the exception of BadUniform finding 100% of the 10-component
global minima.

4.5 Conclusion
Global energy minimization poses substantial challenges to the CALPHAD modeling
community, challenges of both a theoretical and practical nature. This work
advances understanding of the role effective sampling plays in capturing key details
about the energy surfaces of phases, particularly multi-component, multi-sublattice
phases, for the purposes of accurate convergence toward the global minimum energy
configuration of the system. We showed that both quasi-random and pseudo-random
sampling methods compare well with the standard grid-based technique. Moreover,
the combination of random sampling with grid points, while maintaining sampling
performance for a real-world multi-sublattice ternary system, also significantly
increases performance for a fictive 10-component system. Further work is needed
to understand how the performance advantage provided by a combined randomplus-grid sampling approach might generalize to a greater variety of phase models
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Figure 4.9. The result of 50 randomly-generated trials of x∗ is shown for numbers of
components ranging from 2 to 10. The cases of pure Grid, pure random, and combined
sampling are considered. The number of points used for each random sampling calculation
is 10(N − 1), where
N is the number of components, while the number of points for Grid
P −1
N
sampling is 10 2 = 10 N
i=1 i, but some Grid points will be duplicates. We observe that,
while the BadUniform method underperforms as expected, neither pure Grid nor any of
the random sampling methods are able to find more than 80% of the global minima in the
test systems when considering more than 6 components. The combined random+Grid
strategy has significantly better results, with all methods finding at least 90% of the
global minima, and all methods with the exception of BadUniform finding 100% of the
10-component global minima.

found in CALPHAD modeling.
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Chapter 5 |
Software architecture of pycalphad
5.1 Introduction
Better understanding of CALPHAD modeling (Chapter 2), uncertainty quantification (Chapter 3) and equilibrium calculation (Chapter 4) are all necessary for
advancing the modeling of phase stability in alloy systems, but it is not sufficient
to merely advance the theory. For real materials design problems, we need to have
a high-quality software implementation flexible enough to admit these theoretical
improvements. Such an implementation would serve not only as the core of an
automated CALPHAD modeling system, but also as a testbed for new fundamental
improvements to CALPHAD modeling.
A natural place to start would be to contribute modifications to an existing
CALPHAD software package. This unfortunately turns out not to be a feasible path.
Because the source needs to be publicly available for modifications to be possible,
we exclude the closed-source commercial packages briefly discussed in Chapter 1.
The availability of open-source CALPHAD packages is limited. The most notable
open-source CALPHAD package is OpenCalphad [73], which is architecturally very
similar to the commercial Thermo-Calc package. The quality of the implementation
is high but the architecture of the system does not easily allow direct manipulation
of phase models at run-time.
A more promising architecture using the Python programming language was
developed in the Gibbs package [74]. In particular the symbolic construction (as
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opposed to “hard-coding”) of phase models makes manipulation vastly simpler.
However their implementation is much more limited; Gibbs lacks support for
the compound energy formalism (CEF). Moreover, Gibbs’ equilibrium calculation
method is based on Quickhull [75], and Quickhull-based solvers will not perform
well for multi-component systems due to the poor scaling of general convex hull
algorithms in high dimensions. (For energy minimization it is only necessary to
compute the lower convex hull; see Chapter 4.) Because of these issues the majority
of the core would have to be completely rewritten for our purposes. Development
by the Gibbs team appears to have ceased after the original publication, so such a
significant undertaking would have to be performed alone.
What is desired is something which takes the rigorous theoretical approach
of OpenCalphad and combines it with the extensibility and modularity of the
Python-based approach pioneered by the Gibbs package. This is the purpose of
the pycalphad project.
The pycalphad software package is roughly 3000 lines of Python code designed
to solve the multi-component, multi-phase Gibbs energy minimization problem
with full support for the compound energy formalism (CEF). The key feature
of pycalphad is that the thermodynamic models of individual phases and their
associated databases can be programmatically manipulated and overridden at runtime, without modifying any internal solver or calculation code: the representation
of the models is decoupled from the equilibrium solver, and the models themselves
are represented symbolically. This makes pycalphad ideal for prototyping new
CALPHAD models, even models beyond the standard CEF, and developing new
CALPHAD databases.

5.2 Key objects and methods
5.2.1 Database
The Database object is the fundamental representation of CALPHAD data in
pycalphad. It can be considered as the in-memory analogue to the TDB file in
Thermo-Calc, and in fact pycalphad supports reading and writing a large subset of the TDB file format through the from_file() and to_file() methods
of the Database object. For convenience, calling the Database constructor, e.g.,
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Figure 5.1. The general architecture of the pycalphad software package.

Database(’example.tdb’), will automatically call the appropriate parsing function. Database files can also be passed as multi-line strings; this is convenient for
embedding TDB files in short Python scripts. The current version of pycalphad
(0.3.6) only supports Thermo-Calc TDB files, but new file formats could be easily
implemented without modifying any other code dependent on a Database since
the objects are not tightly coupled to any particular file format. Using this scheme
it is unnecessary for the rest of pycalphad to know anything about how CALPHAD
data is represented on disk.
Database exposes a phases attribute containing a Python dictionary mapping
the name of a phase to an object which contains information about the sublattice
model and phase constituents. It also exposes a search() function for finding
model parameters satisfying certain criteria. These are the primary features used by
the Model object to build the symbolic representation of a phase’s thermodynamic
model.

5.2.2 Model
A Model is an abstract representation of the molar Gibbs energy function of a phase.
This representation is built around the computer algebra library SymPy [76], allowing the variables and arithmetic functions required by the CEF to be represented
as an abstract graph of Python objects. For example, the operation 2 + 3x might
internally be represented as Add(2,Mul(3,x)), with larger structures for more complicated models. For convenience, the built-in Model class defines several thermody65

from pycalphad import Model
import pycalphad.variables as v
import sympy
class CustomModel(Model):
def build_phase(self, dbe, phase_name, symbols, param_search):
phase = dbe.phases[phase_name]
self.models[’ref’] = self.reference_energy(phase, param_search)
self.models[’idmix’] = self.ideal_mixing_energy(phase, param_search)
self.models[’xsmix’] = self.excess_mixing_energy(phase, param_search)
self.models[’mag’] = self.magnetic_energy(phase, param_search)
# Here is where we add our custom contribution
self.models[’custom’] = self.custom_energy(phase)
def custom_energy(self, phase):
result = sympy.S.Zero
for component in self.components:
result += v.T * (self.standard_mole_fraction(component) - \
1/len(self.components)) ** 2
return result / self._site_ratio_normalization(phase)

Figure 5.2. Creating a custom model in pycalphad involves creating a subclass of the
Model class. The key step is declaring a custom version of the build_phase() function.
This function is responsible for constructing the abstract graph representing the molar
Gibbs energy. This custom function, in addition to defining ideal and excess mixing terms
also used in the default Model, also defines a ’custom’ entry in the models dictionary of
the object. Properties are computed by summing together all the energetic contributions
defined in that dictionary. The ’custom’ entry’s value is defined by a custom_energy()
function which we also define in our CustomModel class. In this case, the custom energetic
contribution is the system temperature multiplied by the squared deviation from the
equimolar composition of the phase. The subclass can then be passed as an argument to
calculate() and equilibrium().

namic properties. By default, attributes are defined for the following, with ThermoCalc-style abbreviations listed in parentheses (either are allowed): energy (GM),
entropy (SM), enthalpy (SM), heat_capacity (CPM), mixing_energy (MIX_GM),
mixing_entropy (MIX_SM), mixing_enthalpy (MIX_HM), mixing_heat_capacity
(MIX_CPM), curie_temperature (TC), and degree_of_ordering (DOO). It is also
possible for users to define custom properties for particular purposes.
These abstract graphs, as well as their exact first and second derivatives, can be
compiled to machine code on demand for computational efficiency. Automatic code
generation allows users maximum flexibility since it offers the ease-of-use of working
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in Python without having to make a significant performance tradeoff, compared to
working only in C, Fortran, or another low-level programming language.
By default the built-in Model class is used for all phases. It includes support for
multi-component Redlich-Kister polynomials using the Muggianu ternary extension
[77], the Inden-Hillert-Jarl magnetic model [78, 79], and the order-disorder model
for atomic ordering [80, 81]
Figure 5.2 shows a declaration of a custom phase model called CustomModel.
The key step is declaring a custom version of the build_phase() function. This
function is responsible for constructing the abstract graph representing the molar
Gibbs energy. This custom function, in addition to defining ideal and excess
mixing terms also used in the default Model, also defines a ’custom’ entry in the
models dictionary of the object. Properties are computed by summing together
all the energetic contributions defined in that dictionary. (Entry names can be
anything as long as they are unique.) The ’custom’ entry’s value is defined by
a custom_energy() function which we also define in our CustomModel class. In
this case, the custom energetic contribution is the system temperature multiplied
by the squared deviation from the equimolar composition of the phase. For
parametric model contributions, users can use the param_search argument defined
in the signature of build_phase() to query a Database for parameters satisfying
some criteria. The Model class defines a redlich_kister_sum() convenience
function to allow users to easily build multi-component Redlich-Kister polynomials
using parameters defined in a Database. For example, to construct the symbolic
form of the mean magnetic moment of a phase in Redlich-Kister form, inside
custom_energy() we could write
from tinydb import where
bm_param_query = (
(where(’phase_name’) == phase.name) & \
(where(’parameter_type’) == ’BMAGN’) & \
(where(’constituent_array’).test(self._array_validity))
)
mean_magnetic_moment = \
self.redlich_kister_sum(phase, param_search, bm_param_query)
This code snippet will pull all the relevant magnetic parameters from the database,
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filtered by self._array_validity to include only the declared components in our
model.

5.2.3 calculate()
The calculate() function is the core property calculation routine of pycalphad.
It does not concern itself with equilibrium at all – that is the responsibility of
equilibrium() – but instead performs calculations for the case when all independent degrees of freedom, i.e., temperature, pressure, sublattice site fractions, are
specified. The most important arguments of calculate() are
def calculate(dbf, comps, phases, output=’GM’,
model=None, points=None, T=None, P=None, **kwargs)
dbf is the Database containing the relevant parameters, comps is a list of desired
components for the calculation, and phases is a list of desired phases. (Users can
get a list of all phases using list(dbf.phases.keys()).) By default calculate()
will compute the GM property of all phases, but users can specify any property
defined by the phase model, including properties defined in custom models. By
default the built-in Model class is used for all phases.
Custom models can be specified via the model keyword argument. For example, calculate(dbf, comps, phases, model=CustomModel) overrides the default model for all phases in that energy calculation. To override only a specific
phase’s model, we write model={’FCC_A1’: CustomModel} to override the model
for the FCC_A1 phase. More sophisticated formulations are also possible. We can use
model=[{’FCC_A1’: CustomModel, ’LIQUID’: Model}, YetAnotherModel] for
the FCC_A1 phase to use CustomModel, the liquid phase to use the built-in Model,
and all other phases in the calculation to use YetAnotherModel (not defined here).
The output keyword argument specifies the properties to calculate; this can
be a string or a list of strings corresponding to attributes of the built-in Model
or a user-defined subclass of Model, as discussed above. For example, we write
output=[’GM’, ’CPM’] to indicate the molar Gibbs energy and molar heat capacity
should be computed. If output is not specified, by default only the molar Gibbs
energy is calculated.
The points keyword argument accepts a multi-dimensional array of shape
(P, T, y), where P and T are the number of pressures and temperatures at which
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to perform the calculation, and y is the number of sublattice site fractions. Site
fractions are ordered by sublattice number, then alphabetically within a sublattice,
0
0
0
1
1
1
e.g., yAl
, yN
i , yCr , yM o , yN i , yN b . If the same site fractions are meant to be used
for all temperatures and pressures in the calculation, the P and T dimensions
can be omitted from the array. For multi-phase calculations, users can pass a
Python dictionary mapping the name of a phase to an array of site fractions.
If points is not specified, site fractions are randomly sampled according to the
ScrambledHalton+Grid strategy (Chapter 4).
The T and P keyword arguments are the temperatures and pressures in Kelvin
and pascals, respectively, for the calculation. (Specifically the units are whatever T
and P mean in the phase model but, in the default Model, SI units are used.) Valid
arguments are either a scalar or a one-dimensional array. **kwargs is a placeholder
for other, less commonly used or experimental options; these are discussed in the
pycalphad documentation [82].
The return value of calculate() is a multi-dimensional labeled array (section
5.2.5).

5.2.4 equilibrium()
The equilibrium() function is responsible for equilibrium property calculation in
pycalphad. Its key arguments are
def equilibrium(dbf, comps, phases, conditions,
output=None, model=None, **kwargs)
dbf, comps, phases, output, model, and **kwargs all have the same meaning
as in the calculate() function. conditions is a Python dictionary mapping
state variables to values. Valid arguments for a condition are a scalar, onedimensional array, or tuple with the form (start, stop, step). For example, an
isothermal step calculation might have a conditions argument which looks like
{v.X(’AL’): (0,1, 0.01), v.T: 600, v.P: 101325}, where v is defined as a
shortcut to pycalphad.variables, a built-in module where all standard symbols
are defined.
The return value of equilibrium() is a multi-dimensional labeled array (section
5.2.5). Regardless of the value of output, the result array will always include the
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equilibrium values of the molar Gibbs energy and chemical potentials since they
are necessary to compute the solution.

5.2.5 Representation of results
The result of calls to calculate() and equilibrium() are xarray Dataset objects
[83]. The xarray Dataset object makes handling labeled multi-dimensional arrays
substantially simpler. Figure 5.3 shows the xarray summary of the result of a
2-D mapping calculation. The “Dimensions” line indicates the shape of the array,
with each dimension having a label and corresponding size. In this case, 170
temperatures and 100 compositions are computed for a two component system.
The “internal_dof” dimension corresponds to the site fractions of a phase, ordered
in the same way as discussed in section 5.2.3. For phases with fewer than the
maximum number of internal degrees of freedom, the extra elements are filled with
NaN (Not A Number). The “vertex” dimension corresponds to the vertices of a tie
simplex (tie-line in binary systems). For single-phase regions, only the first vertex
is valid and the others are filled with NaN.
The “Data Variables” section contains the actual result of the calculation,
with the corresponding dimensions of each property array listed in parentheses, followed by the first few values. The “Phase” and “NP” arrays contain the
names and fractions of phases, respectively, present under the corresponding conditions. All the properties we specify in the output keyword argument (section
5.2.3) are included here. The xarray library makes selecting and slicing the data
very easy; for example, to get all the Al chemical potentials at 600 K, we write
eq.MU.sel(component=’AL’, T=600), where eq is the result array. Note that a
current limitation is that the selection must correspond directly to a calculated
value; automatic interpolation of the pressure, temperature, or composition is not
currently implemented.
The “Attributes” section contains some metadata about the calculation such as
the version of pycalphad used, the calculation date, and the solver iterations.
Datasets have functions for reading from and writing to disk, making storage of
the results of long-running calculations easier. Interested users are encouraged to
review the xarray documentation [83].
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Dimensions:
(P: 1, T: 170, X_AL: 100, component: 2, internal_dof:
,→
5, vertex: 2)
Coordinates:
* P
(P) float64 1.013e+05
* T
(T) float64 300.0 310.0 320.0 330.0 340.0 350.0 ...
* X_AL
(X_AL) float64 1e-09 0.01 0.02 0.03 0.04 0.05 0.06 ...
* vertex
(vertex) int64 0 1
* component
(component) object ’AL’ ’FE’
* internal_dof
(internal_dof) int64 0 1 2 3 4
Data variables:
MU
(P, T, X_AL, component) float64 -1.569e+05 ...
NP
(P, T, X_AL, vertex) float64 1.0 nan 1.0 nan 1.0 nan
,→
...
GM
(P, T, X_AL) float64 -8.184e+03 -9.283e+03 ...
X
(P, T, X_AL, vertex, component) float64 1e-09 1.0 ...
Y
(P, T, X_AL, vertex, internal_dof) float64 1e-09 1.0
,→
...
Phase
(P, T, X_AL, vertex) object ’B2_BCC’ ’’ ’B2_BCC’ ’’
,→
...
curie_temperature
(P, T, X_AL) float64 1.043e+03 1.028e+03 1.013e+03 ...
degree_of_ordering (P, T, X_AL, vertex) float64 7.397e-10 nan 3.331e-15
,→
...
heat_capacity
(P, T, X_AL) float64 24.89 24.91 24.92 24.94 24.95 ...
Attributes:
hull_iterations: 1
solve_iterations: 122684
engine: pycalphad 0.3.5+11.g2f209e3.dirty
created: 2016-05-23 17:21:26.642833

Figure 5.3. This is a summary of the result object returned by a call to equilibrium()
when performing a 2-D mapping calculation. The “Dimensions” line indicates the
shape of the array, with each dimension having a label and corresponding size. In
this case, 170 temperatures and 100 compositions are computed for a two component
system. The “internal_dof” dimension corresponds to the site fractions of a phase. The
“vertex” dimension corresponds to the vertices of a tie simplex (tie-line in binary systems).
The “Data Variables” section contains the actual result of the calculation, with the
corresponding dimensions of each property array listed in parentheses, followed by the
first few values. The “Attributes” section contains some metadata about the calculation.

5.3 Quality assurance
Even as a relatively small project, pycalphad is sufficiently complex that it is
necessary to implement strategies to avoid the regression, or accidental breakage,
of features. The key concepts to understand when managing and developing a
complex software project are source code control (SCC) and continuous integration
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(CI).
SCC is critical to verify the integrity of the project over time when admitting
changes from multiple, scattered contributors, but it is useful even in singlecontributor projects because SCC systems serve as a semi-automated project
journal and backup system. This project uses the popular Git SCC system [84]
to manage its source code. This allows the complete history of changes to be
recorded for all released and unreleased versions of the software. Git also allows
different versions of the software to be stored in separate “branches,” allowing
concurrent work on, e.g., new major features and bug fixes to existing versions.
The Git repository is publicly available online at GitHub [82]. Git also extends into
pycalphad’s versioning system: major.minor.rev+N.gHASH, where HASH is the Git
commit identifier of the latest commit in the master branch of the repository, and
N is the number of commits ahead of the last public release. For public releases,
everything after the + is omitted. For modifications which have not yet been
committed, the version identifier will be appended with dirty.
CI is the approach of a project to simplify the software release process by testing
code incrementally, i.e., every time a revision is made. This makes releasing new
versions easier because the release manager can have some confidence that the
quality of the code is above some automatically verified baseline. The pycalphad
package has a suite of CI tests designed to verify that a revision to the code does
not cause unintended behavior. These tests are run automatically every time a new
revision is pushed to the Git repository on GitHub. If a test fails for any reason,
a report is generated including all the error information. For example, there are
tests to ensure that computed values of properties for several known systems do
not change. The equilibrium solver, TDB reading and writing, and phase model
construction code are also tested for consistency and accuracy. When a bug is
reported and fixed in pycalphad, a minimal test case is added to the suite whenever
possible to prevent the problem from appearing again in a future release. In total,
about 80% of pycalphad, measured by lines of code, is currently tested, with the
remainder involving unreachable or experimental code, or code which is difficult to
test in an automated fashion, e.g., plotting code.
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5.4 Examples in the Al-Fe system
Al-Fe is chosen as an example system because the COST 507 database [85] containing
this subsystem is publicly available, and Al-Fe allows us to test several pycalphad
features simultaneously since the system contains single-sublattice solution phases,
multi-sublattice ordered phases, phases with magnetic ordering and stoichiometric
compounds. The pycalphad package can perform computations for any number of
components; we restrict our example to a binary system only for the simplicity of
visualization.
Figure 5.4 shows the result of a one-dimensional (“step”) equilibrium calculation
at 600 K. The equilibrium chemical potential of Fe is shown as a function of
Al composition. Each point is color-coded with the corresponding stable phase;
coexistence regions can be identified by the chemical potential remaining flat across
a range of composition. The end-points of such an iso-potential region can be
directly connected to the corresponding tie-line at the given temperature. The
source code for this calculation can be found in Figure A.1.
Figure 5.5 shows the phase diagram of the Al-Fe system according to the COST
507 database. The solid black lines in the B2 region correspond to lines of constant
“degree of ordering” in the B2 phase. The grey dashed line is the Curie temperature.
It is clear from the diagram that the bcc ordering transition is second-order since
the degree of ordering is continuously changing with respect to composition and
temperature. Some lines in the diagram are not smooth due to the coarseness of
the grid used in the calculation; mapping in pycalphad is still experimental. The
source code for this calculation can be found in Figure A.2.

5.5 Conclusion
The pycalphad software project advances the state of CALPHAD modeling by
providing a flexible yet powerful interface for manipulating CALPHAD data and
models. The key feature of pycalphad is that the thermodynamic models of individual phases and their associated databases can be programmatically manipulated
and overridden at run-time without modifying any internal solver or calculation
code. Because the models are internally decoupled from the equilibrium solver and
the models themselves are represented symbolically, pycalphad is an ideal tool for
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Figure 5.4. Equilibrium chemical potential of Fe as a function of Al composition in the
Al-Fe system at 600 K, computed using pycalphad. Each point is color-coded with the
corresponding stable phase; coexistence regions can be identified by the chemical potential
remaining flat across a range of composition. The end-points of such an iso-potential
region can be directly connected to the corresponding tie-line at the given temperature.

CALPHAD database development.
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Figure 5.5. Phase diagram of the Al-Fe system according to the COST 507 database,
computed using pycalphad. The solid black lines in the B2 region correspond to lines
of constant “degree of ordering” in the B2 phase. The grey dashed line is the Curie
temperature. The bcc ordering transition is second-order since the degree of ordering
is continuously changing with respect to composition and temperature. Some lines in
the diagram are not smooth due to the coarseness of the grid used in the calculation;
mapping in pycalphad is still experimental.
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Chapter 6 |
Applications of thermodynamic
modeling to gradient alloy additive manufacturing
6.1 Introduction
Additive manufacturing, better known as “3D printing,” is a manufacturing technique in which a part is produced with layer-by-layer addition of material under
controlled conditions. The particular method discussed in this work is a powderbased deposition method called laser-engineered net shaping (LENS) [86, 87]. This
approach offers substantial flexibility in potential part geometries compared to
traditional (“subtractive”) techniques. It is also a promising approach for the
design of multi-functional materials, or materials which fulfill multiple service
functions simultaneously. For example, it may be desirable for a structural member
to also have certain thermal transport properties to manage the flow of heat in
some system. It is possible to combine multiple alloy powders during the additive
processing to build compositionally-graded (“gradient”) alloys; however, gradient
alloys are not easy to design and tend to have poor mechanical properties. Because
the mechanical properties of alloys are strongly coupled to the relative stability of
constituent phases, which gives rise to particular morphologies at the micro-scale,
thermodynamic analyses of these systems yield insight into the tendency of gradient
alloys to precipitate undesirable phases during processing. The equilibrium phase
diagram serves as a first-order indication for this tendency and can be computed
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Table 6.1. Compositions of the alloy powders used to create the Inconel 625 to 304L
stainless steel gradient, in weight percent.

C
Mn
Si
Cr
Mo
Co
Ti
Al
Fe
Ni
Nb

Inconel 625
<0.01
0.36
0.36
21
8.7
0.3
0.07
0.09
<0.1
65.7
3.4

304L Stainless
0.017
1.31
0.66
19.5
68.9
9.4
-

using the well-established CALculation of PHAse Diagrams (CALPHAD) method,
discussed in greater detail in Chapter 2. In this approach the Gibbs energies of all
stable and metastable phases are constructed as parameterized functions evaluated
from experimental data and theoretical data obtained first-principles calculations
based on density functional theory [22]. Parameters for many alloy systems are
tabulated in commercial databases and the open literature. A computational study
of phase relations across the entire gradient can provide the fullest picture of
how the evolution of phases across the gradient impacts the microstructure and,
ultimately, the mechanical properties. In the early publications on Ti-6Al-4V to
V and 304L to Invar 36 gradient alloys [88, 89], the temperatures of calculations
were selected in terms of experimental microstructure features. In the present work,
several temperatures are tested based on the equilibrium phase fractions computed
as a function of temperature at a composition in the gradient zones of each system.
Here the focus is solely on documenting the thermodynamic modeling effort since
that aspect is most germane to understanding why new thermodynamic databases
should be developed. A recent joint publication provides an extensive discussion of
experimental and modeling work performed in analyzing the Inconel 625 to 304L
stainless steel gradient [90].
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Figure 6.1. Calculated equilibrium phase fractions as a function of the weight fraction
of IN625 powder. A weight fraction of zero corresponds to the SS304L end of the gradient.
The phase fractions are computed using the Thermo-Calc TCFE7 database and plotted
on a logarithmic scale to make minor phase amounts more apparent. At 1100°C the
metal monocarbide (MC) phase fraction has a maximum at 23wt% IN625. The fcc matrix
phase is dominant at all temperatures shown.

6.2 Inconel 625 to 304L stainless steel
A general alloy thermodynamic database covering the entire composition range
from Inconel 625 (IN625) to 304L stainless steel (SS304L) is not available because
multi-component thermodynamic databases are usually optimized for a particular
alloy system. In the present work as the first order of approximation, the ThermoCalc TCFE7 database is used for calculations of phase stability across the gradient
region because it also describes the phase relations in IN625 well. Thermodynamic
calculation of the phase relations in the gradient requires determination of the asdeposited composition and one or more representative temperatures. This issue can
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Figure 6.2. Equilibrium phase fractions as a function of temperature for the measured
composition of the SS304L-rich gradient zone boundary are computed using the ThermoCalc TCFE7 database. This is equivalent to a hypothetical infinitely slow cooling or
heating process in which the alloy is allowed to equilibrate at each temperature step. The
phase fractions are plotted on a logarithmic scale to make minor phase amounts more
apparent. The metal monocarbide (MC) phase is stable from approximately 580°C to
1100°C.

be resolved by taking advantage of knowing the constitutive powder compositions
(Table 6.1) as well as the fact that the as-deposited compositions approximately
obey the rule of mixtures [90]. First, the weight fraction of Cr, Fe, Mo, Nb, Mn,
and Ni from SS304L to IN625 is linearly interpolated with respect to the weight
fraction of SS304L powder. Components of either powder where only an upper
bound on the composition is known are taken to be zero at that end of the gradient.
Next, the measured atomic ratios from the crack region are normalized, giving
(weight percent) 57% Fe, 19% Ni, 1.6% Mo, 0.61% Nb, 1.2% Mn, and 21% Cr. By
inverting the interpolation function for each component, the fraction of SS304L
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powder required to yield that composition can be computed and averaged over all
components, resulting in an estimated SS304L weight fraction of 82% in the crack
region. Note that Cr and Mn are excluded from the average because the difference in
composition across the gradient is too small to meaningfully invert the interpolation
function. Finally, this value is inserted back into the linear interpolation between
the powder compositions, this time including the trace elements Al, C, Co, Si
and Ti. Based on this evaluation, the local composition in the crack region of the
gradient is estimated to be 57% Fe, 20% Cr, 19% Ni, 1.5% Mo, 1.1% Mn, 0.61% Si,
0.60% Nb, 0.053% Co, 0.016% Al, 0.014% C, and 0.012% Ti.
Thermodynamic calculations at the composition near the crack formation region
are shown in Figure 6.2, depicting the computed equilibrium phase fractions as a
function of temperature. The phase fractions are plotted on a logarithmic scale
to make minor phase amounts more apparent. The calculations shown in Figure
6.2 are equivalent to a hypothetical infinitely slow cooling or heating process in
which the alloy is allowed to equilibrate at each temperature step. The fcc matrix
phase begins to precipitate from the melt near 1400°C. A stability region between
580°C and 1100°C for (Nb, Mo)C monocarbide (MC) precipitates is observed in
the calculation. Starting from highest temperature, a hexagonal Laves (C14) phase
begins precipitation at 950°C before peaking in amount at 800°C and disappearing
to form NbNi3 , which is stable until 520°C. The σ phase begins forming at 850°C
and increases in amount until reaching 500°C, the temperature lower limit of
the calculation. G phase, an intermetallic silicide [91], begins to precipitate at
700°C. Another carbide, M23 C6 , is also predicted stable starting from 600°C. The
intermetallics may not be present in the current system, despite thermodynamic
stability over a wide temperature range, due to the fast cooling rates and sluggish
precipitation kinetics [92] compared to the discussed carbides [93]. Substantial
solubility of Mo in NbC has been reported over a wide temperature range [94],
though the TCFE7 thermodynamic database does not reflect this. The stability
of NbC during high-temperature heat treatment of Nb-microalloyed austenitic
steels has been reported previously with similar thermodynamic results [95]. M23 C6
carbides with facile precipitation kinetics in interdendritic regions have been reported
in Mo-containing austenitic stainless steels [93, 96], though in this case the stable
temperature range may be too low for that carbide to be observed.
For design purposes, it is desirable to examine not only the temperature80

dependent phase relations at fixed composition, but also the phase relations across
the entire gradient. Because these thermodynamic calculations are carried out at
equilibrium while the actual fabrication process is highly non-isothermal, some care
must be taken to choose representative temperatures for the phase relations. When
only a few phases are known to play a role across the gradient, one solution is to
consider the isothermal transformation kinetics and select a temperature close to
where a key phase transformation starts to be kinetically frozen out. This was the
approach used previously in the selection of 750°C as the temperature of interest in
the Ti-6Al-4V to V gradient [89], since the β → α+β transformation is known to stop
near that temperature at typical cooling rates of additive manufacturing. With this
method the composition dependence of the kinetics is not considered; for example,
in cases where the diffusion coefficient of a component varies significantly with
composition, deviations from experimental observations are to be expected. Another
limitation is that equilibrium computations, by definition, exclude precipitates that
are metastable at some or all temperatures, e.g., martensite in ferrous alloys. To
the greatest feasible extent, the system-specific transformation kinetics present in a
given or hypothetical gradient alloy should be considered prior to the interpretation
of equilibrium thermodynamic calculations. For the present work, a temperature
range of 950-1100°C is considered based on the results in Figure 6.2, where 1100°C
is the approximate maximum temperature in the crack region for the precipitation
of the MC phase.
In Figure 6.1 the calculated equilibrium phase fractions as a function of the
weight fraction of IN625 powder are shown for the selected temperature range of
950-1100°C. A weight fraction of zero IN625 powder corresponds to the SS304L end
of the gradient. The distance from the SS304L baseplate of the sample is nearly
linear with the weight fraction of IN625. Across this temperature range the fcc
matrix phase is dominant, with other phases appearing in only minor amounts. At
1100°C the MC phase fraction has a maximum at 23 wt% IN625 (77 wt% SS304L),
which is close to the estimated composition of the crack region, 18wt% IN625
(82wt% SS304L). The MC stability window ranges from 1-72 wt% IN625 (99-28
wt% SS304L) at 950°C to 7-58 wt% IN625 (93-42 wt% SS304L) at 1100°C. The
NbNi3 phase has a stability region that starts at 30 wt% IN625 (70 wt% SS304L)
at 950°C, 48 wt% IN625 (52 wt% SS304L) at 1050°C, and extends almost all
the way to IN625. The C14 and σ phases only appear at 950°C and have small
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stability regions peaking at 22 wt% IN625 (78 wt% SS304L) and 58 wt% IN625
(42 wt% SS304L), respectively. The MC phase has a stability window requiring
sufficiently high concentrations of Nb and Mo (provided by IN625) as well as C
(provided by SS304L). Avoiding the precipitation of this phase for crack mitigation
purposes is not possible using only linear combinations of SS304L and IN625 powder
because the critical concentrations will always be exceeded; the composition and
temperature stability windows are simply too large. A potential approach would
use elemental powders to vary the Nb and Mo content nonlinearly versus mixing
alloy powder by using more powder feeders.

6.3 Ti-6Al-4V to Invar 36
The Ti-6Al-4V to Invar 36 gradient system is relevant for the development of multifunctional materials where combining strength-to-weight and high dimensional
stability prperties are important. A general alloy thermodynamic database covering
the entire composition range from Ti-6Al-4V to Invar 36 (Fe-36Ni) is not available
because multi-component thermodynamic databases are usually optimized for a
particular alloy system. In the present work we neglect the contribution from Al and
V to reduce the system to the ternary Fe-Ni-Ti subsystem, which has been recently
re-modeled [3]. This is a reasonable approximation in light of their relatively low
concentrations, as well as experimental and thermodynamic modeling evidence that
Al and V do not segregate and form their own phases in this gradient system. This
also helps to mitigate some problems, discussed further in section 6.4, found with
the commercial multi-component databases available for this system.
Figure 6.5 shows the phase fractions as a function of temperature at a fixed
composition corresponding to 30% Invar. The hcp and NiTi2 phases are in equilibrium up until 900 K, above which all the hcp reacts to form bcc. The NiTi2 and
bcc remain in a two-phase equilibrium until reaching the narrow melting region
near 1300 K.
Figure 6.6 shows the phase fractions as a function of composition at 1273 K along
the vertical section from pure Ti to Fe-36Ni. The bcc phase exists in a single-phase
region until 20% Invar, when NiTi2 begins to form. All the bcc is reacted, leaving
only NiTi2 near 35% Invar. Then ordered bcc begins to form, with all the NiTi2
disappearing at 50% Invar. A C14 Laves phase begins to displace bcc near 58%
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Figure 6.3. A photograph of a Ti-6Al-4V to Invar 36 gradient sample shows significant
discoloration and cracking in layers corresponding to a deposited composition of 30%
Invar. The baseplate chemistry and bottom of the gradient are Ti-6Al-4V.

Invar, with the bcc fully reacted away by 70% Invar. Shortly thereafter, fcc and a
small amount of Ni3 Ti begin to form, with all the C14 and Ni3 Ti transformed by
90% Invar, leaving only fcc.
From this thermodynamic analysis we can begin to understand the visible
distortion and cracking of the sample shown in Figure 6.3 in light of the stabilization
of the liquid at significantly lower temperatures with addition of Invar to Ti-6Al-4V.

6.4 Limitations of existing databases
A recent reinterpretation of experiments reported by collaborators and the author
[90] suggest the presence in the SS304L to IN625 gradient of not only refractory
carbides, as discussed in the paper, but also ordered Mo-Nb compounds. Neither
MoNb nor Mo3 Nb have been reported on the calculated Mo-Nb phase diagram,
but negative formation enthalpies of −11.2J/mol − atom and −7.7J/mol − atom,
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Table 6.2. Compositions of the alloy powders used to create the Ti-6Al-4V to Invar 36
gradient, in weight percent.

Al
C
Cl
Co
Cr
Fe
H
Mg
Mn
N
Na
Ni
O
P
S
Si
Ti
V
Y

Ti-6Al-4V
6.32
.03
<.001
.17
.001
.0009
.003
<.0005
.19
.09
bal.
4.01
<.0005

Invar 36
.026
.01
.19
bal.
.44
36.1
.004
.01
.004
.07
-

computed from first-principles [27], have been reported for MoNb and Mo3 Nb,
respectively. Even if a new Mo-Nb thermodynamic model were to be published
including one or both of these ordered compounds as stable phases, existing multicomponent databases such as TCFE8 would be logistically challenging to update.
Another prediction failure can be found in the description of the Fe-Ti system
present in the TCFE8 database. There are differences in the phase equilibria
computed from the TCFE8 database and a recent assessment [3] of the Fe-Ni-Ti
system at 1100 K. In particular the ordered bcc (B2) FeTi phase, while having
continuous solid solubility from FeTi to B2 NiTi in the more recent phase diagram,
does not appear at all in the TCFE8 phase diagram. Instead the C14 Laves phase
is shown to extend into the region understood to actually contain B2.
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Figure 6.4. The solidus and liquidus temperatures are plotted as a function of composition along the vertical section from pure Ti to Fe-36Ni. As the weight fraction of
Invar increases, the liquidus and solidus temperatures sharply drop almost 700 degrees,
achieving minimums of roughly 1300 K at 30% and 20% Invar, respectively.

6.5 Conclusion
Thermodynamic modeling has been used to rationalize the observed properties of
compositionally-graded alloy samples produced by additive manufacturing. While
the thermodynamic predictions have been shown to be in mostly good agreement, it
has also been shown that there are significant limitations in the commercially available multi-component databases driven by the cumbersome nature of maintaining
them, necessitating the development of a new generation of algorithmically-driven,
high-throughput thermodynamic database development software.
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Figure 6.5. The phase fractions are plotted as a function of temperature at a fixed
composition corresponding to 30% Invar. The hcp and NiTi2 phases are in equilibrium
up until 900 K, above which all the hcp reacts to form bcc. The NiTi2 and bcc remain in
a two-phase equilibrium until reaching the narrow melting region near 1300 K.
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Figure 6.6. The phase fractions are plotted as a function of composition at 1273 K
along the vertical section from pure Ti to Fe-36Ni. The bcc phase exists in a single-phase
region until 20% Invar, when NiTi2 begins to form. All the bcc is reacted, leaving only
NiTi2 near 35% Invar. Then ordered bcc begins to form, with all the NiTi2 disappearing
at 50% Invar. A C14 Laves phase begins to displace bcc near 58% Invar, with the bcc
fully reacted away by 70% Invar. Shortly thereafter, fcc and a small amount of Ni3 Ti
begin to form, with all the C14 and Ni3 Ti transformed by 90% Invar, leaving only fcc.
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Figure 6.7. There are differences in the phase equilibria computed from the TCFE8
database (top) and a recent assessment [3] (bottom) of the Fe-Ni-Ti system at 1100 K. In
particular the ordered bcc (B2) FeTi phase, while having continuous solid solubility from
FeTi to B2 NiTi in the recent diagram, does not appear at all in the TCFE8 diagram.
Instead the C14 Laves phase is shown to extend into the region understood to actually
contain B2.
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Chapter 7 |
Conclusions and future directions
7.1 Conclusions
The overall goal of this work is to study the thermodynamics of compositionallygraded alloy systems built by additive manufacturing. Because of the peculiar
behavior of graded alloy systems, we need to be able to rapidly construct new
thermodynamic databases. However, the existing software infrastructure makes
doing that very difficult. This dissertation describes both new software and new
methods for thermodynamic modeling within the CALPHAD method, with particular focus on improved miscibility gap detection, automated parameter selection, and
uncertainty quantification. The advantages of this approach are that the software
implementation is freely available and that using this approach to model thermodynamic systems requires substantially less input from the user than conventional
methods, making it possible to be integrated into automated, high-throughput
modeling infrastructure. Moreover, the described method leads to a more sophisticated treatment of the CALPHAD prediction uncertainty. With a more robust
and efficient method for generating multi-component thermodynamic databases
based on the latest available experimental and first-principles data, thermodynamic
studies of non-conventional materials systems such as compositionally-graded alloys
will become more predictive and accurate.
The key challenges for thermodynamic modeling using the CALPHAD approach are data availability, the fragmentation of data across multiple sources,
the lack of robust data workflow tools, the quantification of model uncertainty,
and reproducibility of the models. The CALPHAD tradition has relied on the
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experience of experts to pass their wisdom to the next generation of modelers in
the form of ad-hoc heuristics and supervised trial-and-error. This approach has
been very successful but suffers from poor scalability as well as the problem of
adding significant unquantified, irreproducible thinking to a CALPHAD model. If a
CALPHAD model cannot be reproduced, then it cannot be easily improved, making
extrapolations and modifications to multi-component databases more difficult.
In the development of a CALPHAD model for a phase there are three key
decisions to be made: first, the sublattice model, including the number of sublattices, their site ratios and component occupancies; second, the optimal set of
parameters; finally, the optimal values of the optimal set. Because of the number
of parameter degrees of freedom, the last two are particularly challenging. In
Chapter 2 we described a new procedure for choosing the optimal set and values
of model parameters using quantitative criteria suitable for computer automation.
Additionally we developed and tested a software implementation of the method.
As discussed in Chapter 3, it is maximally beneficial for CALPHAD models
to communicate something about the uncertainty of their predictions. Without
this information, users are left to make guesses which may or may not comport
with the true circumstances under which a given model was developed. When we
have good estimates of the uncertainty of our model predictions, we can begin
to judge when prediction errors are due to insufficient data or whether they are
due to systematic biases in our model. This is valuable for understanding where
new, fundamental improvements to CALPHAD modeling could be made. Once we
have chosen a suitable set of parameters to fit, we must decide on the assumptions
to make (if any) about the statistical distribution of our parameter values. Since
we narrow down our potential parameters to one particular subset, we are free
to adopt regression strategies which depend on all the parameters in that subset,
since it is computationally feasible to do so. Within a Bayesian framework, the
ordinary least-squares (OLS) regression method is equivalent to assuming a flat
prior probability distribution for all parameters. This is acceptable for cases in
which the datasets used to perform the regression are relatively comprehensive, such
that the influence of the prior is diminished. Beyond OLS, a more sophisticated
approach using Markov Chain Monte Carlo (MCMC) sampling was also presented.
Global energy minimization poses substantial challenges to the CALPHAD
modeling community, challenges of both a theoretical and practical nature. In
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Chapter 4 we discussed the role effective sampling plays in capturing key details
about the energy surfaces of phases, particularly multi-component, multi-sublattice
phases, for the purposes of accurate convergence toward the global minimum energy
configuration of the system. We showed that both quasi-random and pseudo-random
sampling methods compare well with the standard grid-based technique. Moreover,
the combination of random sampling with grid points, while maintaining sampling
performance for a real-world multi-sublattice ternary system, also significantly
increases performance for a fictive 10-component system. Further work is needed
to understand how the performance advantage provided by a combined randomplus-grid sampling approach might generalize to a greater variety of phase models
found in CALPHAD modeling.
In Chapter 6 thermodynamic modeling was used to rationalize the observed properties of compositionally-graded alloy samples produced by additive manufacturing.
It was shown that there are significant limitations in the commercially available
multi-component databases, driven in part by the cumbersome nature of their
maintainence, necessitating the development of a new generation of algorithmicallydriven, high-throughput thermodynamic database development software.
The pycalphad software package, created by the author and discussed in Chapter
5, is roughly 3000 lines of Python code designed to solve the multi-component,
multi-phase Gibbs energy minimization problem with full support for the compound
energy formalism (CEF). The key feature of pycalphad is that the thermodynamic
models of individual phases and their associated databases can be programmatically
manipulated and overriden at run-time, without modifying any internal solver or
calculation code: the representation of the models is decoupled from the equilibrium solver, and the models themselves are represented symbolically. This makes
pycalphad ideal for prototyping new CALPHAD models, even models beyond the
standard CEF, and developing new CALPHAD databases.

7.2 Future directions
It is expected that the most significant contributions resulting from this work, and
specifically the development of pycalphad, are yet to come. The author is aware of
an early-stage effort to build a new generation of CALPHAD databases with new
models to describe the heat capacities of pure element phases down to 0 K; current
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unary models stop at 300 K. Preliminary work has already begun to incorporate
pycalphad into that development process to enhance its efficiency. With these new
unary models serving as the foundation, a new class of CALPHAD databases can
be rapidly constructed using the automated parameter selection and uncertainty
quantification procedure described in this work and implemented in pycalphad.
Because these new databases will be semantically linked to the underlying structured
experimental and first-principles data by an automated workflow, the inevitable
future requirement to update them will be significantly easier to resolve.
In terms of real applications, these new databases will help scientists and
engineers answer questions about the phase stability of, e.g., materials at cryogenic
temperatures; here these new databases will excel due to the early incorporation
of first-principles data, the methods of which tend to be more predictive at lower
temperatures. While new databases will also help overcome current limitations with
CALPHAD-based studies of compositionally-graded alloys discussed in Chapter 6,
there is also potential, with the incorporation of improved models for the liquid
lattice stability at low temperatures (e.g., as done for pure Fe in [97]), for enhanced
predictive capability for the glass-forming ability (GFA) of alloys, a key metric in
the development of bulk metallic glasses. By improving the accuracy of these types
of predictions, pycalphad has the potential to expand the usefulness of CALPHAD
modeling beyond many of its traditional boundaries.

92

Appendix A|
Source code examples for pycalphad
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from pycalphad import equilibrium
from pycalphad import Database, Model
import pycalphad.variables as v
import matplotlib.pyplot as plt
from pycalphad.plot.utils import phase_legend
db_alfe = Database(’alfe_sei.TDB’)
my_phases_alfe = [’LIQUID’, ’HCP_A3’, ’AL5FE2’, ’AL2FE’,
’AL5FE4’, ’FCC_A1’, ’B2_BCC’, ’AL13FE4’]
temp = 600
eq = equilibrium(db_alfe, [’AL’, ’FE’, ’VA’], my_phases_alfe,
{v.X(’AL’): (0,1,0.02), v.T: temp, v.P: 101325})
fig = plt.figure(figsize=(14,9))
fig.gca().set_xlim((0,1))
fig.gca().set_xlabel(’Mole Fraction Al’, fontsize=18)
fig.gca().set_ylabel(’Chemical Potential Fe (J/mol)’, fontsize=18)
fig.gca().tick_params(axis=’both’, which=’major’, labelsize=18)
phase_handles, phasemap = phase_legend(my_phases_alfe)
phasecolors = [phasemap[str(p)] for p in \
eq.Phase.sel(T=temp, vertex=0).values[0] if p != ’’]
fig.gca().scatter(eq.X.sel(T=temp, component=’AL’, vertex=0),
eq.MU.sel(T=temp, component=’FE’), color=phasecolors)
phasecolors = [phasemap[str(p)] for p in \
eq.Phase.sel(T=temp, vertex=1).values[0] if p != ’’]
fig.gca().scatter(eq.X.sel(T=temp, component=’AL’, vertex=1),
eq.MU.sel(T=temp, component=’FE’), color=phasecolors)
fig.gca().legend(phase_handles, my_phases_alfe,
loc=’lower left’, fontsize=20)
fig.savefig(’alfe-chempot.pdf’)

Figure A.1. This is the source code for the Al-Fe chemical potential calculation in
Figure 5.4.
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import matplotlib.pyplot as plt
import pycalphad.core.constants
# Hack to fix depiction of B2 on the phase diagram
pycalphad.core.constants.COMP_DIFFERENCE_TOL = 0.1
from pycalphad import equilibrium
from pycalphad import Database, Model
from pycalphad import eqplot
import pycalphad.variables as v
import numpy as np
db = Database(’alfe_sei.TDB’)
my_phases = list(set(db.phases.keys()) - {’BCC_A2’})
eq = equilibrium(db, [’AL’, ’FE’, ’VA’], my_phases,
{v.X(’AL’): (0, 1, 0.01),
v.T: (300, 1850, 5), v.P: 101325},
output=[’heat_capacity’, ’degree_of_ordering’,
’curie_temperature’],
calc_opts={’pdens’: 500})
print(eq)
fig = plt.figure(figsize=(9,6))
# Plot the phase diagram
eqplot(eq, ax=fig.gca())
# Add the ordering contours and magnetic transition line
tc_indices = np.logical_and(np.abs(eq[’curie_temperature’].values - \
eq[’T’].values[..., None]) < 10,
np.any(eq.Phase.values == ’B2_BCC’, axis=-1))
tc_indices = np.nonzero(np.logical_and(tc_indices,
np.sum(eq.Phase.values != ’’,
axis=-1, dtype=np.int) == 1))
bcc_indices = np.logical_and(np.any(eq.Phase.values == ’B2_BCC’,
axis=-1),
np.sum(eq.Phase.values != ’’,
axis=-1, dtype=np.int) == 1)
tc_arr = np.array([eq[’X’].sel(component=’AL’, vertex=0).values[tc_indices],
np.take(eq[’T’].values, tc_indices[1])])
tc_arr = tc_arr[:, tc_arr[0].argsort()]
fig.gca().plot(tc_arr[0], tc_arr[1], ’--’, color=’grey’, linewidth=2)
X, Y = np.meshgrid(eq[’X_AL’].values, eq[’T’].values)
doo_arr = np.ma.array(eq[’degree_of_ordering’].sel(vertex=0).values,
mask=~bcc_indices)
CS = fig.gca().contour(X, Y, np.squeeze(doo_arr), 3, colors=’k’)
fig.gca().clabel(CS, inline=1, fontsize=15)
fig.gca().set_title(’’)
fig.gca().set_xlabel(’Mole Fraction Al’)
plt.show()

Figure A.2. This is the source code for the Al-Fe phase diagram in Figure 5.5.
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Appendix B|
pycalphad 0.3.6 source code
A digital copy of the full source code for pycalphad 0.3.6 has been publicly deposited
in ScholarSphere, the official Penn State instutitional repository for scholarly work.
At the time of writing, all pycalphad development occurred on the pycalphad public
repository on GitHub [82]; this is the recommended place to find the latest version.
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