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Abstract
In recent years, the Internet has risen to prominence as the world’s most important
means of communication. Entertainment, education, business, and personal interactions have all moved online. However, the Internet remains a public medium—over
which we now conduct many private affairs—and every communication carries with
it an intrinsic degree of risk. The traditional approach to protecting sensitive communication is the use of protocols and cryptosystems which promise to protect its
confidentiality. Unfortunately, this cannot altogether eliminate risk, as many recent
high-profile cryptosystem failures remind us, and for highly sensitive information
this risk is amplified such that further mitigation is needed. Defense in depth would
be the time-honored security approach to this mitigation, but we lack a “second
factor” for confidentiality which is both usable and orthogonal to encryption.
In this dissertation, we address the practical problem of communicating confidentially without reliance on encryption, specifically by applying the informationtheoretic guarantees of secret sharing. This approach has been considered abstractly
in other work, and herein we initiate the concrete systems and network research
needed to bring it to practical fruition. First, we create a naive multichannel
secret sharing protocol called MICSS to investigate the real-world feasibility of
secret-shared communication. In particular, the MICSS work addresses the systems
research needed to make these ideas a reality. Second, we analyze the general case
of a MICSS-style threshold-scheme protocol for channels with arbitrary properties.
We investigate the direct effect that secret sharing parameters have on trade-offs
between confidentiality, availability, and throughput, and we derive equations and
linear programs which calculate the expected network behavior of the overall protocol. Finally, we bring this knowledge out of the laboratory and into the modern
Internet by finding a natural application to current state-of-the-art protocols used to
deliver streaming media via content delivery networks. Through all of this, we show
not only that a practical alternative to encryption exists, but also that the unique
properties of this alternative allow for the flexble reprioritization of confidentiality
and other network properties, and that it can be brought to real-world networks.
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Chapter 1 |
Introduction
Schemes for confidential communication over a public medium have been around
for millennia. Legend tells of an ancient Spartan rod called the scytale used to
encrypt messages being sent within their military. A strip of parchment was wound
around a scytale of specific diameter and length, and the message was written on it
along the length of the rod. When unwound, the letters were scrambled such that
the message could not be read without a scytale of corresponding dimensions. This
parchment could then be sent safely with a messenger, without fear of the message
being revealed to any but the intended recipients. And though the scytale or its
use is perhaps apocryphal [1], the simple shift encryption used in private letters by
Roman emperors Julius and Augustus Caesar in the first centuries B.C. and A.D.
is likely historical fact [2], illustrating just how long these procedures have existed.
In the digital age, these simple means of securing messages have given way to
increasingly complex codes and ciphers. Computers have augmented the computational strength both of those who would send messages and those who would
intercept them. Furthermore, the prevalence of the Internet has provided new
opportunities to communicate over untrusted channels in all parts of our daily lives.
To address this, security protocols which use these modern encryption schemes to
protect our modern communications have been devised and adopted on a large
scale. Websites asking for personal data promise security with TLS. Corporate
intranets provide work-from-home access over IPsec. Remote system administration
can be done over Secure Shell (SSH). There is now, quite fortunately in fact, a
secure-protocol interface to any online interaction imaginable.

1

1.1 Conventional Secure Communication
We will note that all of these secure communication schemes, from Sparta to SSH,
follow a single model. This model, illustrated in Figure 1.1, is what we will refer to
as the conventional model of secure communication. It is considered by some to be
the classic use of cryptography [3], and it is used today in virtually every situation
calling for confidentiality over a public network. In the conventional model, security
is provided solely by encryption. A sender and recipient who wish to transmit a
confidential message in the potential presence of an eavesdropping adversary take
the following steps:
(1) The parties choose an encryption algorithm, which can be agreed upon ahead
of time or chose as part of a security association using negotiation protocols
such as IKE/ISAKMP [4].
(2) The parties choose suitable keying material, potentially pre-determined as
a shared secret, derived from a publicly available key, or generated from
random numbers and similarly negotiated using key agreement protocols such
as Diffie–Hellman [5].
(3) The sender creates a ciphertext by encrypting the message using the chosen
algorithm and the encryption key.
(4) The sender transmits this ciphertext to the receiver across some channel. Any
adversary who is able to eavesdrop on this channel learns only the ciphertext.
(5) The receiver decrypts the ciphertext using the chosen algorithm and decryption
key to recover the message.

M

Enc(K)

X

Dec(K)

M

Figure 1.1: Conventional model of secure communication
The language we use here is directly applicable to modern secure communication,
but the principles are universal. For example, the legendary scytale would involve
2

an agreed-upon algorithm (winding the parchment) as well as a pre-shared key (the
dimensions of the rod). Ciphertext was transmitted by courier over the untrusted
channel of contested territory, where its potential interception by an adversary
would presumably lead to the compromise of the message were it not encrypted.

1.2 Assumptions of the Conventional Model
As usage of the Internet continues to grow, we carry out increasingly larger portions
of our personal lives online. Email, instant messaging, and video chat all invite us
to hold our personal interactions online. E-commerce sites such as Amazon and
eBay invite us to do business online. Social networks such as Facebook and Twitter
invite us to share personal details online. We rely heavily on secure protocols
following the conventional model for security. Even Internet users with little to
no understanding of the technical details of computers or computer security have
heard that they should look for a lock icon in the browser before entering credit
card numbers.
Since we entrust so much to this model, it behooves us to be aware of the
conditions under which it breaks down. Like any security construction, the conventional model of secure communication is predicated on a number of fundamental
assumptions. If any one of them is violated, then security is no longer guaranteed.
These assumptions include:
• Strong encryption algorithm. If the encryption is susceptible to tractable
cryptanalysis, leaks keying material, or is otherwise potentially breakable,
then an adversary may be able to recover the message from the ciphertext.
• Strong keys. Even strong encryption algorithms can be broken if the chosen
keys are too short or have certain algorithm-specific properties.
• Strong random-number generation. Predictable sources of random numbers
can bring the number of potential keys into the realm of the guessable.
• Strong protocols. Vulnerabilities or design flaws affecting the negotiation
protocols themselves, such as downgrading attacks, can completely undermine
the security of the cryptosystem.
• Correct implementation. Theoretical soundness can only guarantee practical
security if the implementation is both correct and invulnerable to attack.
3

The violation of any of these assumptions is an independent failure mode of
the model, and recent history testifies to the reality of this possibility. We have
seen cryptographic algorithms gradually eroded, as the factoring of RSA-768 in
2009 demonstrates, as well as the curious case of Dual EC DRBG which was likely
broken by design [6]. Predictable randomness in Debian’s OpenSSL package in
2008 led to easily-guessable keys being generated for secure websites and email
servers [7]. The widely used SSLv3 protocol was quickly deprecated just months
ago due to the POODLE attack [8]. And perhaps the most well-known security
flaw of the past year was the Heartbleed attack discovered in April, which was
due not to a failure in the design of the algorithms or protocols, but to a flaw in
the implementation of OpenSSL which could leak, amongst other sensitive data,
primary keying material [9]. Each of these incidents represents a failure of one of
the assumptions of conventional secure communication, and the results, as we have
seen, can be catastrophic.
What this means for us is this: every time we use a conventional secure protocol,
we are wagering the security of our communications against the very real probability
that one of these assumptions does not hold. When the risk is too high—for
example when buying a house or electing the President of the United States—we
have no alternative model which can mitigate these assumptions. Lacking a viable
alternative, we simply take the transaction offline.

1.3 Thesis Statement and Overview
In this thesis we examine multichannel security, an alternative to the conventional
model of secure communication, and address the issues that have so far prevented
it from being realized as a model of secure communication. Taken together with
conventional, encryption-based security, this alternative model will allow us to
rebalance the calculated risk to accommodate secure communication when the
stakes are high. In essence, we are introducing a second factor for confidentiality,
in the same sense as two-factor authentication. To mitigate the risk of one factor,
we add a second factor which is orthogonal to the first and is less likely to fail at
the same time. For authentication, this is often a hardware token used to augment
passwords; we propose that, for confidentiality, multichannel security can be used
to augment traditional cryptosystems.
4

Our thesis, therefore, is this:

Multichannel secret sharing protocols can provide a practical and secure
second factor to mitigate risk in confidential communications.

We focus on the architectural and protocol support needed to turn the ideas of
multichannel communication into usable, concrete security techniques. Our work
accomplishes this goal in three phases, each addressing a different aspect:
(1) Systems and architecture. In the first part of our work, we address the systems
research and design needed to create a usable multichannel secret sharing
protocol. One important practical concern that we address is deployability:
how to create the system so that it does not require customizations to existing
software, hardware, or operating systems. The result of this first phase is a
naive multichannel protocol called MICSS, which integrates seamlessly with
unmodified Linux systems.
(2) Networking and analysis. The aim of the second part of our work is twofold.
First, we transform the naive MICSS system into a more sophisticated and
parameterized network protocol, intentionally preserving its practical deployability properties. Second, we create a formal model of this new, sophisticated
version of the protocol in order to understand its fundamental limits in terms
of security and performance throughout the parameter space. We call this
new protocol ReMICSS, and we show that our model is able to accurately
predict its behavior in a quiescent laboratory network.
(3) Modern, real-world relevance. In the third and final part of our work, we
demonstrate that the multichannel concepts explored through MICSS and
ReMICSS can be applied in real-world networks. As our use case, we consider
streaming media hosted by content delivery networks (such as that of Netflix,
YouTube, and Twitch), which constitutes a significant and still-growing
portion of traffic on the modern Internet. We find a natural integration
between current adaptive streaming protocols and secret-shared content
distribution and demonstrate its properties from around the globe using five
major CDNs and the PlanetLab testbed.
5

Chapter 2 |
Background and Related Work
Enforcing privacy in a public network always comes at a cost. Hiding communications or the identities of those involved adds performance and logistical overhead
to otherwise fast and simple communications. Privacy systems involve complexities
such as the encryption layers and additional hops of onion routing, or the grouping
logic required to operate DC-nets at scale [10]. Understanding the balance between
privacy and other factors in a given privacy system is therefore necessary when
developing, deploying, and using it.
One aspect of privacy systems is anonymity: protecting the identity of the
participants in a transmission. The most widely deployed and researched anonymity
system is the onion-routing network Tor [11]. Tor is designed to provide anonymous
network communication for privacy-conscious users while keeping latency to an
acceptable minimum. In order to do this, it must strike a number of balances
between privacy and performance, for example between improving latency and
deterring traffic analysis attacks [12] or between long and short path lengths [13].
To better understand the interplay of these tradeoffs, research has created models to
analyze the performance of onion routing [14, 15] as well as the degree of anonymity
it provides [16, 17]. Other network anonymity systems, such as Dissent [10] and
Crowds [18], shift the balance more heavily toward privacy, requiring further
modeling and research to improve performance.
Another important aspect of privacy systems and protocols is protecting the
confidentiality of communications. As with anonymity, this does not come for free.
Even setting aside practical setup costs—for instance, obtaining and maintaining TLS certificates or an IPsec gateway—there are logistical security problems.
Consider that in today’s Internet, traffic is largely served by content distribution
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networks such as Akamai and CloudFlare. These networks do not coexist well with
TLS. Sites must give the CDN permission to impersonate them, either by giving
away a private key or by authorizing the CDN to add them as alternate names
on the CDN’s own certificates [19]. This lulls users into a false sense of security
by giving the appearance of end-to-end encryption. The easier alternative, chosen
by major sites such as the New York Times and CNN, is to abandon transport
security altogether, leaving their users unprotected but at least undeceived.

2.1 Multichannel and Multipath Protocols
Recent research in networking has brought about the concept of a multichannel
protocol [20], a generalization of multipath concepts that is not limited to paths
within one network. Current work in secure multichannel protocols tends to focus
on providing authentication, so much so that entire surveys have been devoted to
this particular application [21]. The interesting feature of our protocol vis-à-vis this
other multichannel research is that the property being obtained by using multiple
channels is confidentiality rather than authentication.
Early works in this vein give little or no mention to confidentiality. For example,
Smart-Its Friends [22] create a second channel for pairing based on shaking mobile
devices together, but the applications envisioned in that work are focused on
convenience rather than security. Another early work in the field, the Resurrecting
Duckling paper by Stajano and Anderson, states outright, “We have little to say
about confidentiality” [23], recommending that traditional encryption procedures
be used for this aspect of security.
This early research sets a trend that is followed by later works. First, an
authentic channel is established between two devices in some creative fashion. This
channel is used to pre-authenticate or “pair” them as the preparatory step for
a full-fledged key exchange. Once this has taken place, the devices can use a
channel with no special security properties to complete the key exchange. They can
then use the agreed-upon key in standard cryptographic constructions to ensure
security properties in any subsequent communication. Talking to Strangers [24],
for instance, further develops several of the ideas introduced in the Resurrecting
Duckling protocol. It identifies the existence of the “pre-authentication” phase,
noting that devices will typically trade address and minimal keying information
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over the authentic channel. Incidentally, this work also includes an example of a
protocol (the Interactive Guy Fawkes Protocol) which can provide authentication
and integrity but not confidentiality due to processing constraints. Such a protocol
could benefit from using the multiplicity of channels rather than encryption to
provide confidentiality.
From here, a wide variety of methods for establishing the temporary preauthentication channel are explored. As interesting examples, QR codes have been
used to create a visual channel for pre-authentication [25], and short melodies over
an audio channel have even been successfully implemented [26]. Other similar works
continue to explore different possibilities for this pre-authentication phase [27, 28].
It is around this time that proposed formalisms for this process begin to emerge.
Hoepman [29] considers specific properties of channels and how they affect the
way that devices can exchange key material for the purpose of pairing. These
properties include authenticity as well as privacy and directionality, but the end
goal is still the exchange of keys for encryption. Wong and Stajano [20] identify,
name, and generalize the theme of “multichannel protocols” throughout these works:
protocols which establish a second line of communication between devices in order
to strengthen the security properties of the primary channel.
Multichannel protocols using quantum channels have even been proposed, for
the purpose of preventing relay attacks between a prover and verifier [30]. This
work is interesting in light of our threat model in that it sets up two channels with
the quantum-physical property that they cannot be attacked simultaneously: one
channel, presented to the alleged prover, which cannot be successfully relayed to
another entity; and one channel which only the legitimate prover can read.
In the meantime, recent efforts from researchers and the IETF have made
multipath protocols a practical reality. These protocols use several channels simultaneously, with the goal of increasing performance and resiliency. Prominent among
current research and standardization efforts is the Multi-Path TCP (MPTCP) transport protocol [31], which is already seeing widespread use in mobile devices [32]
and large data centers [33]. These protocols exploit the multiplicity of the channels
themselves—the fact that there is more than one way to transmit data between
hosts—to improve communication. However, these protocols do not suit our special
application of using channels individually for security. In particular, both SCTP [34]
and MPTCP are designed to establish multi-path associations between two hosts.
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Unfortunately, as we discuss in Section 3.2, these protocols have baked-in assumptions that the extra channels should be used to improve reliability with failover
behavior, and this behavior prevents our protocol from enforcing the appropriate
security properties, so we cannot make ready use of these existing protocols.

2.2 Secret Sharing and the One-Time Pad
First articulated by Frank Miller in 1882 [35], the one-time pad has long been
recognized as a strong technique for achieving secrecy. It was among the ciphers
examined by Claude Shannon in his early works on information theory [36], wherein
he defined perfect secrecy and proved that the one-time pad (or “Vernam system”)
is perfectly secure. In the same work, he showed that achieving this property
requires as many bits of keying material as there is information in the message
itself. The distribution of this key is typically considered a primary disadvantage
of the one-time pad system.
Despite this property, perfect secrecy continues to be a topic of interest. Shannon
himself states, “Perfect secrecy systems have a place in the practical picture—they
may be used. . . where the greatest importance is attached to complete secrecy.”
A significant development on this front took place in 1979 with the independent
invention of secret sharing by Shamir [37] and Blakley [38]. Secret sharing, like
a one-time pad, provides information-theoretically provable confidentiality, but
it allows for parameterization of both the multiplicity m of shares generated for
each secret and the threshold k of shares required to recover the secret. Blakley
explores the similarities between one-time pads and secret sharing in a subsequent
paper [39], proposing what he and colleague R. D. Dixon term the “courier mode”
of secret sharing. In this approach, each share is carried by a different courier to
its recipient, and the robustness of the system can be described in terms of its
parameters. The maximum number of abnegations (lost couriers) which can be
tolerated is m − k, and the maximum number of betrayals to the enemy before the
secret is compromised is k − 1. Blakley’s vision is that, one day, threshold schemes
may be incorporated into network protocols to provide both privacy protection and
resilience to loss.
Blakley’s idea was later formalized by Dolev et al. [40] as the problem of perfectly
secure message transmission, in which a sender must relay a message privately and
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reliably over multiple wires. The original work focused on the degree of connectivity
necessary to achieve this. Further results were found which deal with Byzantine
adversaries using multicast channels [41, 42] or minimize the number of exchanges
required [43] or total data transmitted [44]. These works model networks as graphs,
abstracting away performance characteristics such as throughput and latency.
Other work in the field has taken a similarly analytical approach. Secret sharing
schemes have been devised which provide additional features, such as error detection
and tamper evidence [45]. From time to time, the idea of a courier mode is also
examined analytically, without implementing and studying it empirically. For
example, Yamamoto gives proofs bounding the key rate required for a given level
of security (in terms of equivocation) for the two- and three-share versions of the
scheme [46]. More recent work has designed routing algorithms intended for courier
mode which keeping the shares as far apart as possible [47], or proposed complex
methods for splitting data among paths [48], but none attack the problems inherent
in making this approach a concrete reality.
There is, however, little work or analysis joining the ideas of courier mode or
perfectly secure message transmission with the real-world pragmatism of multipath
protocols. If perfect secrecy is to find a place in actual networks, we must understand
not only its theoretical properties but how it can be used in practical situations, as
well as how its use affects quantities such as loss, delay, and throughput.

2.3 Agile and Adaptive Protocols
Current techniques to solve the challenges of the use of networked devices in
changeable or adversarial environments tend to focus on a single challenge such as
secrecy or reliability [49–52]. These protocols are beneficial in specific scenarios,
but the ability to switch between these precisely engineered protocols based on a
situational change is needed to communicate securely, efficiently, and effectively.
Many such protocols have been proposed for mobile devices in the past decade.
Simple Relay Enabled MAC (SRMAC) was created to counteract the effects of signal
power attenuation with distance to increase the throughput of transmissions [50],
but SRMAC requires multiple transmissions of a packet, which delays the overall
transmission time. Similarly, Link-16K was proposed to reduce the effect of long
propagation delays and the overhead of acknowledgments for large transmission
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such as imagery, but it is not optimized for all data transmissions [49]. Public
Key Dynamic Signcrypted Identification Protocol (PK-DS-ID) was developed to
reduce CPU usage with secure communications [51], although the use of PK-DS-ID
requires additional hardware such as a smart card in order to work. MANET
Anonymous Peer-to-peer Communication Protocol (MAPCP) increases anonymity
of peer-to-peer connections, but requires overhead and delays transmission [52].
While these protocols and designs, along with an array of other communication
protocols, are able to solve a few problems, it would be optimal to use different
protocols to cater to different situations.
Other research has focused on protocol-switching capabilities. Hardware was
shown to be able to switch between protocols, but required unwanted overhead
costs [53]. Meta-protocols have been proposed to combine properties of existing
protocols [54], yet this work did not implement a system to take advantage of its
findings. A survey of cyber moving target defenses was able to identify strengths
and weaknesses in several dynamic network protocols to increase security of communications while requiring additional overhead or compromising other resources [55].
Although dynamic protocol switching has been proposed, there have not been
efforts to allow a device to be customized to dynamically switch between protocols
based on individual specifications.
A similar thread exists in the realm of online streaming media, which has has
gone through a variety of different protocols since it began to flourish in the 1990s.
The current state of the industry for both live and on-demand media is segmented
delivery over HTTP (a good high-level overview is given by Begen et al. [56]). Each
media stream is broken into self-contained segments as it is encoded, which are
listed in a manifest or playlist file. Clients read the manifest, choose which segments
or streams to play, and fetch the data using normal HTTP requests. A variant of
this scheme is the basis for each of the major protocols in use today by large-scale
content providers: Akamai’s proprietary adaptive protocol [57], Apple HLS [58],
Microsoft Smooth Streaming [59], and MPEG-DASH [60]. An important and
intentional consequence of the segmented nature of these protocols is adaptability.
Clients can easily respond to changing network conditions by selecting different
media segments to request. In addition, since the media is transferred over HTTP,
CDNs can now deliver media content with little change to their infrastructure.

11

2.4 Content Delivery Networks
While the most prominently advertised use for content delivery networks (CDNs)
continues to be improved performance and responsiveness for pages and media, they
have been applied and extended in a number of creative ways since their emergence.
The practical application we demonstrate in Chapter 5 lies at the intersection of
secure CDNs, multi-CDN systems, and streaming media. Each of these topics has
seen a degree of exploration from which our work draws its foundation.

2.4.1 CDN Performance and Measurement
A primary focus of research for any Internet technology is performance evaluation,
measurement, and improvement; for CDNs, this is ultimately dependent on the
chosen replication strategy, since it determines how close data is to any given
host when that host requests it. Measuring and improving the effectiveness of
replication and caching has therefore been well studied for CDNs. For instance,
replication and caching were themselves considered two competing strategies until it
was shown that a hybrid approach could outperform either one used in isolation [61].
Even with that established, the location of points of presence (POPs) and the
placement of replicated data are factors that do not appear to have a single clear
solution. Huang et al. identified and measured two major approaches to POP
distribution in use in 2008, in which the CDN would either place itself inside ISPs’
networks or at major hubs common to many providers [62]. Effective algorithms
for replicating data between these points of presence have also been a topic of
continued study due to the fact that finding an optimal arrangement in general
networks is NP-complete [63,64], and this algorithms research has also been applied
to cost-effectiveness in non-traditional CDNs provisioned from cloud resources [65].

2.4.2 CDN-Related Systems
Content delivery networks have proven to be fertile ground for new systems and
network security research. One branch of this research aims to build new CDNs with
additional security properties. This can be seen as early as 2005 in the TrustStream
peer-to-peer CDN, which exploited the details of then-current streaming media
encodings, combining them with asymmetric encryption to provide a media platform
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with desirable security properties as well as support for scalability and quality-ofservice [66]. The HAIL system built a custom CDN on cloud services to provide
cryptographically-ensured data integrity with high availability [67]. Later work
took this one step further, using broadcast encryption to ensure availability even
when the authenticated origin server is down [68].
Another research thrust has been in building CDNs from existing systems or,
similarly, new systems from existing CDNs. With the emergence of cloud providers
occupying some of the same service space as content delivery, it was natural to
consider the relation between the two. MetaCDN, a “poor man’s CDN,” was
constructed from cloud services in 2009, showing that they could provide similar
throughput and latency benefits at a lower cost than traditional content delivery
services [69]. More recently, a paper by Gilad et al. [70] demonstrates a dynamic
and secure update to this approach in which services are deployed on demand to
save money and resources, and data is exchanged using JavaScript-based encryption
rather than TLS, due to the inherent incompatibilities between TLS and the content
delivery model [71].
Both multipath and multi-CDN streaming have seen some innovative research.
Initially the goals were performance- and network-oriented, aiming for increased
throughput and improved tolerance to delay and loss. For instance, Apostolopoulos
et al. take the resilience-increasing technique of multiple-description media coding
and bring it into the CDN realm [72], and Nguyen and Zakhor introduce a system
for partitioning media packets among multiple senders, in essence striping the media
delivery across connections to several mirrors [73]. Multipath considerations have
also been given to special cases such as live streams [74], user-generated content [75],
and RTP-based protocols [76]. Large content-on-demand providers have their own
proprietary multi-CDN systems, as investigated by researchers from the University
of Minnesota and Bell Labs [77, 78].
Perhaps the systems which most directly contrast with the CDN-related application we present in Chapter 5 are POTSHARDS [79] and DepSky [80]. POTSHARDS
has a similar focus on avoiding encryption for very-long-term storage scenarios,
but it is designed for storage rather than data in transit. Like our system, it splits
data into secret-shared pieces and distributes them, but it goes on to focus on
data structures for storage rather than protocols and performance for transmission.
DepSky uses CDNs to build a distributed storage service with high availability and
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optional confidentiality. Again, this is similar to our work on the surface in that it
employs secret sharing to guard the confidentiality of objects stored in the cloud; on
closer inspection, however, there are important differences. First, the secret sharing
approach used in DepSky is a ramp scheme [81], in which only the encryption key
is protected by secret sharing, and the data itself is simply encrypted. This in itself
fails to satisfy our second-factor orthogonality requirement, since the security of the
sensitive data is dependent on encryption. We also integrate tightly with streaming
media, which heavily relies on CDN hosting and comes with a set of performance
requirements and parameters that are less relevant in a simple object store.
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Chapter 3 |
Multichannel Protocol Design:
MICSS
3.1 Threat Model
MICSS assumes the presence of a strong adversary who has compromised and can
modify packets on n − 1 of the n channels between two hosts. The adversary is
assumed to be able to hide his or her presence, so that the compromised channels
cannot be identified. Furthermore, since the goal of MICSS is to allow defense in
depth when cryptosystems fail, the adversary is also assumed to be able to break
any cryptography in use on each compromised channel. MICSS guarantees perfect
secrecy against this strong (n − 1)-channel attacker, and a significant challenge in
realizing multichannel secret sharing is understanding and defending against such
a strong adversary. The design of MICSS—most notably the association protocol
described in Section 3.2.2—must address the adversary’s abilities while relying only
on the assumption that a single, unidentified channel remains uncompromised.
MICSS is designed to provide confidentiality against this adversary. Data
authentication has been well studied in previous multichannel research, and message
integrity can be achieved by adding hashes to confidential messages. Denial of
service attacks are outside the scope of this work.
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Figure 3.1: Detailed overview of MICSS

3.2 System Architecture
The MICSS protocol is inserted as a bump in the stack between the application
and transport layers, as illustrated in Figure 3.2. This placement allows it to take
full advantage of the features of other protocols in the stack. Because MICSS is
positioned below the application layer, it coexists seamlessly with application-layer
encryption such as TLS, and since it is above the transport layer, it can make use
of the semantics and properties of transport-layer protocols.
MICSS uses single-channel TCP as its supporting transport protocol due to
several features of TCP—retransmission, flow control, buffering, and in-order
delivery—which are exploited to support secret sharing transport (Section 3.2.3).
TCP also allows full control over what data is sent on which channel, something
not available in existing multichannel protocols such as Multipath TCP [31] and
SCTP [34]. These protocols, which are designed primarily to increase throughput
and reliability, will retransmit dropped packets on a different channel under certain
circumstances. Since this behavior prevents MICSS from guaranteeing that an
(n − 1)-channel attacker will only see n − 1 of the shares, MICSS cannot be securely
implemented on either of these protocols.
In order to create a transparent bump in the stack without modifications to
the kernel or applications, the iptables routing framework is used to select and
intercept outgoing connections. This approach allows for significant flexibility in
specifying which connections should be redirected through MICSS. Criteria can
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Figure 3.2: MICSS as a bump in the Internet protocol stack
be as broad as “every connection destined for port 80 on any host,” or as specific
as “connections initiated by the user Bob after 10pm on Fridays.” Any selected
connections are redirected by iptables to the MICSS handler process, listening at
port 6522 on the local host. This handler accepts the connection, retrieves the
original destination address, and begins the MICSS connection process.
The four phases in the lifetime of a MICSS connection are shown in Figure 3.3.
First, the client must identify all n channels. Second, the client establishes a
connection on each of the channels and, together with the server, binds them into
a single security association. If this is unsuccessful or tampering is detected, the
connection is closed; otherwise, the client and server begin secure transport of data
using secret sharing, which continues until the connection is closed by an endpoint.

3.2.1 Channel Identification
Once a MICSS-capable client intercepts an outgoing connection, its next task is
to identify the available channels between itself and the server. Each channel can
be specified by the server address to which the client must connect to establish
communication on that channel. Only one channel is known at this point: the one
over which the client intended to connect before being redirected to the MICSS
handler. To obtain this first address, the handler retrieves the original destination
of the connection from iptables. Identification of the remaining channels must
proceed in such a way that an (n − 1)-channel attacker cannot interfere, such as by
looking them up in a local database of preconfigured addresses or (if the attacker
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model is temporarily relaxed) by using encryption to augment the initial exchange
of host addresses.
The first and most straightforward option is to preconfigure server addresses
on the client. In this case, MICSS uses the first address obtained from iptables to
look up the remaining channels in a database. This is the preferred method to use
when possible, because it is local, fast, and safe from any chance of tampering by a
network adversary. Even if another method is used initially, the result should be
cached in this local database so that subsequent interactions with the server can
use the stored addresses.
More options are available if the attacker model is modified, for the duration
of a single exchange, to assume that the adversary does not break encryption. If
this assumption is allowed, then a shared secret or a public/private keypair for the
server may be used to protect the exchange of addresses. Upon connecting to the
server’s first address, the client generates a nonce and sends it to the server. The
server concatenates this nonce with its list of addresses, computes an HMAC or
digital signature, and replies to the client with the addresses and this authentication
token. The client then verifies the authenticity of the response, caches the address
mapping in its local database, and proceeds to the next phase.

3.2.2 Security Association Establishment
After the client has identified the channels it will use to communicate with the
server, it establishes a TCP connection on each channel. The server must now
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determine, given potentially many independent incoming connections, which of
these connections belong to the same client socket. To accomplish this, the MICSS
protocol includes an association handshake, in which several messages are exchanged
after connection establishment to ensure that both the client and the server know
which connections belong together. This is a particularly subtle task, due to the
adversary’s ability to modify packets on an unknown set of n − 1 channels. MICSS
exploits the existence of the one remaining channel to ensure that such an adversary
cannot exclude that channel from the association without being detected by one or
both of the hosts.
The approaches for association establishment found in existing multichannel
protocols are not sufficient for MICSS, as they do not defend against an adversary of
this kind. Both SCTP and Multipath TCP use only one channel to set up association
parameters, leaving them vulnerable to a single-channel packet-modifying attacker,
let alone an (n − 1)-channel attacker. In the case of SCTP, the hosts’ addresses
on other channels are exchanged during association setup. A packet-modifying
adversary could manipulate these addresses to redirect data to malicious hosts
from channels which would otherwise be uncompromised. Multipath TCP uses
the first channel to exchange random keys, the knowledge of which allows later
connections to add themselves to the association. This also could be eavesdropped
and manipulated to compromise the process (a recognized weakness in the security
of Multipath TCP [82]).
MICSS, therefore, requires a unique security association handshake, which is
diagrammed in Figure 3.4:
(1) Host A simultaneously establishes a TCP connection to Host B on each of
the n channels.
(2) Host B, which does not yet know that these connections are related, chooses
a unique “cookie” Ci for each individual incoming connection and sends it
back on that channel.
(3) Once the client has received a cookie on every channel, it collects them into a
single list and sends this entire list to the server on each channel.
(4) If the server receives the same set of n cookies from n connections, it establishes
an association between all of them and sends the full list of cookies to the
client on each of those channels.

19

Host B

Host A
Connect
Connect

Connect
C1
C2

C3
C1 ,C2 ,C

3

C1 ,C2 ,C

3

C1 ,C2 ,C

3

C1 ,C2 ,C3
C1 ,C2 ,C3
C1 ,C2 ,C3

Figure 3.4: Client/server security association handshake for n channels (three
channels shown, differentiated by line style)
(5) If the client receives the correct response on every channel, it continues to
the secure transport phase.
This handshake sends an entire set of cookies from client to server on every channel,
then back from server to client in the same fashion. This guarantees that the
uncompromised channel is used twice: once to convey the client’s idea of which
connections are associated to the server, and once to convey the server’s idea of the
same back to the client. If either host receives, on any channel, something other
than the list of cookies it expects to see, it immediately aborts the association and
closes the connections. Upon successful completion of this handshake, the hosts
begin transmitting data.

3.2.3 Secure Transport
Once the multichannel security association has been established, MICSS begins
its data transport phase. In the current iteration of the protocol, any n-out-of-n
secret sharing scheme can be used to safeguard message data over n channels. Such
a scheme will take a message M as input and create shares S1 , . . . , Sn , with all n
shares being necessary to reconstruct M . Figure 3.2 illustrates how this interacts
with the other layers in the MICSS protocol. When an application sends a message,
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the secret sharing layer demultiplexes it into n shares. These shares are passed
to the multichannel layer, which transmits each share Si over channel i. On the
receiving host, the multichannel layer reads the shares from each channel and passes
them to the secret sharing layer, which multiplexes them in order to reconstruct
the original message.
The specific n-out-of-n secret sharing scheme used in the MICSS reference
implementation is the XOR one-time pad. XOR is a natural fit given its efficiency
and simplicity. Using this scheme, the sender generates random pads S1 , . . . , Sn−1
as the first n − 1 shares, each of which is the same length as M . The remaining
share, Sn , is determined as follows:
Sn = S1 ⊕ · · · ⊕ Sn−1 ⊕ M .
In order for the MICSS receiver to reconstruct a network packet, it must
receive all of the shares, and it must identify that these shares correspond to each
other. The former requirement is satisfied by the reliability of the underlying TCP
streams: if any share is dropped, its retransmission will be handled automatically
by TCP. MICSS fulfills the latter requirement by manipulating TCP’s flow control
to synchronize the sliding windows of all of the channels. Its delivery algorithm
ensures that the channel which is furthest behind is always read first, forcing
faster channels to wait even if they have new data available. As these channels’
TCP buffers begin to fill, their sliding window sizes will be reduced until all of
the channels are transmitting data at approximately the same rate. Then, due
to in-order delivery guarantees, the next bytes to be read on each channel will
correspond to the next data to be reassembled.
Finally, when all corresponding shares of a message M have been received,
MICSS reconstructs it as follows:
M = S1 ⊕ · · · ⊕ Sn−1 ⊕ Sn
and delivers the resulting message to the destination.
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3.3 Evaluation
The MICSS protocol guarantees perfect secrecy against an (n − 1)-channel attacker,
and it does so with reasonable performance. The first part of this claim follows
directly from Shannon’s one-time pad proof [36], and the second part is validated by
collecting a number of micro- and macrobenchmarks for a reference implementation
of the protocol. The setup used in these experiments is a pair of Dell PowerEdge
M620 blades with dual quad-core processors at 2.4 GHz, running Linux 3.14.1.
The hosts are connected by three channels. Channel A is a point-to-point wireless
Ethernet link between two Tenda W311MI USB interfaces at close range, and
channels B and C are both quiescent wired Ethernet networks. The address of the
server on each channel is configured at the client prior to the experiment.

3.3.1 Network Microbenchmarks
The first step in the performance evaluation of MICSS is a comparison with singlechannel TCP in terms of throughput and latency. This is accomplished by collecting
microbenchmarks with the Netperf utility1 , which measures both throughput and
latency for a TCP stream. The benchmark is first run directly using TCP over
each individual channel, and then run using MICSS over all three channels. The
results of these benchmarks are summarized in Figure 3.5 and discussed below.
The theoretical maximum performance of a protocol with the informationtheoretic security guarantees of MICSS is dictated by the performance of the
individual channels. To ensure perfect secrecy against an (n − 1)-channel attacker,
the share being transmitted on each channel must be as long as the original message
itself. Since all correlated shares must reach the destination host before a message
can be delivered, the slowest channel will determine the maximum throughput
1

http://www.netperf.org/

Figure 3.5: Results of network microbenchmarks
Channel
Throughput (Mbps)
Latency, mean (µs)
Latency, std. dev. (µs)

A

C

MICSS

14.9 9100 9100
8600 13.9 13.9
12000 108 108

14.9
7900
43000

22

B

of the overall multichannel system. In the Netperf benchmarks of MICSS, the
throughput of each wired channel was 9100 Mbps, and that of the wireless channel
was 14.9 Mbps. MICSS is able to operate at the theoretical maximum line speed of
14.9 Mbps. In terms of latency, it achieved slightly lower average latency, although
with a noticeably higher standard deviation.
MICSS also degrades gracefully in the presence of lossy channels. To demonstrate
this, the same Netperf benchmark is executed, this time with each network interface
configured to drop packets at random, with probabilities ranging from 0% to 15%.
The results show that MICSS exhibits graceful degradation for lossy channels;
Figure 3.6 displays its performance alongside that of the limiting wireless channel.
Since all three channels are lossy, MICSS must deal with three times as many losses
as single-channel TCP, so it begins to degrade approximately 2% sooner than TCP
over the wireless link alone. (In experiments where only the wireless link was lossy,
the results for MICSS showed no significant difference from single-channel TCP.)

3.3.2 Network Macrobenchmarks
MICSS also performs well in large-scale network applications such as Web servers.
To demonstrate this, an Apache server was added to the experimental setup, and
the weighttp utility2 was used to simulate a large number of clients concurrently
issuing HTTP requests to the server. This utility measures the number of HTTP
transactions the server can successfully complete per second, given a specific number
of concurrent clients. Three files of different sizes were served: one empty, one four
http://weighttp.lighttpd.net/wiki
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Figure 3.6: Graceful degradation of MICSS over three lossy channels
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Figure 3.7: Concurrent HTTP requests for 0k/4k/16k files, without (above) and
with (below) HTTP Keep-Alive.
kilobytes, and one sixteen kilobytes.
The results of weighttp from 1 to 300 clients are shown in Figure 3.7. In the
first experiment, clients create a new connection for every request, and the overhead
from the MICSS association handshake is visible. In the second experiment, HTTP
Keep-Alive is enabled, allowing clients to amortize the connection overhead by
keeping their connections open as they make requests. In none of the tests is there
a significant degradation in MICSS performance without a corresponding drop in
the control, indicating that the limiting factor beyond 200 clients is the wireless
channel itself and not MICSS.
The MICSS association overhead is also noticeable in the fact that the initial
overhead for the 16-kilobyte file is much less than that of the empty file. To illustrate
this more clearly, one more benchmark is collected, in which clients make a single
request per connection and vary the size of the requested file from empty to 16 kB.
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Figure 3.8: Amortizing MICSS association overhead in HTTP requests
The results (Figure 3.8) show that the total overhead is significant when requesting
an empty file, since the response time is almost completely dominated by connection
setup. As the size of the file increases, the initial overhead is amortized over the
entire connection, and the performance converges with that of single-channel TCP.
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Chapter 4 |
Formal Modeling and Analysis:
ReMICSS
4.1 Limitations of the Naive Approach
The naive approach to multichannel security which is realized in MICSS represents
a significant trade-off when it comes to theoretical limits. The inclusion of a perfect
secret sharing scheme provides the highest level of security—such that the system
is as strong as its most secure channel—but exchanges both performance and
reliability for this result. Since no share in such a scheme can be shorter than the
original secret, and a receiver must wait for all shares to reconstruct the message,
the slowest channel will always limit the rate at which MICSS can transfer data.
Formally speaking, if the throughput, latency, and probability of packet loss on
channel i are Ti , Li , and Pi respectively, then the properties of MICSS versus the
theoretical maximum values are:
n

TMICSS = min Ti
i=1
n

LMICSS = max Li
i=1

PMICSS = 1 −

n
Y

(1 − Pi )

i=1

vs.

n
X

Ti

i=1
n

vs. min Li
i=1

vs.

n
Y

Pi

i=1

This design choice makes sense for highly sensitive communication, but there are
other times when we still require some lesser degree of information-theoretic security
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but do not wish to sacrifice performance altogether.

4.1.1 Multichannel Threshold Schemes
These limits are based on the assumption that the receiver must wait for every
share before it can reconstruct the message. If we use a perfect sharing scheme, this
assumption is required, since every share is required for reconstruction. However, if
we move from perfect secret sharing to another type of scheme, we can relieve the
system of some of these hard limits on performance and reliability.
Threshold schemes [37] are a form of secret sharing which do exactly this:
instead of requiring all n shares to reconstruct the secret, any k shares will suffice,
where k is a chosen parameter such that 1 ≤ k ≤ n. Replacing the perfect secret
sharing scheme in our protocol with a threshold scheme will allow us to increase
the theoretical limits on performance. For example, if k = n − 1, then the overall
security of the multichannel protocol is reduced to that of the second most secure
channel. Its performance, on the other hand, is improved to the second-lowest
channel bandwidth, the second-lowest latency, and the second-lowest reliability,
even if these come from different channels!
Since the number of shares required to reconstruct a message directly affects
the security of the system, we must revisit our adversarial model in light of this
change. We are assuming a trade-off where some security is sacrificed to improve
performance, and our attacker model is consequently weakened. We still assume
an adversary who has fully compromised a number of channels, including breaking
encryption, and is able to hide his or her presence. However, the number of channels
that the adversary may compromise is now k − 1 instead of n − 1.

4.2 Definitions and Model
If we are to understand the overall behavior of a multichannel secret sharing system,
we must model each of the pieces involved in its operation. We begin by expressing
a threat model in terms of risk metrics for each individual channel, then define
the overall privacy and performance properties for which we derive optimal values.
After establishing this context, we model the system itself. There are two major
parts to this, which we will first examine independently: the set of channels which
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exist between endpoints, and the secret sharing scheme used to protect the data.
Finally, we use all of the above definitions to model the protocol which ties them
together.

4.2.1 Overall Threat and Performance Model
The purpose of a secret sharing protocol, like any mechanism for confidential
communication, is to transmit data from sender to receiver in the presence of a
particular adversary. At a high level, the sender gives the protocol a sequence of
source symbols x1 x2 x3 · · · , and the protocol conveys this sequence to the receiver by
transmitting share symbols y over various channels. However, there is an adversary
present who may have the ability to eavesdrop on one or more of these channels.
We represent the adversarial presence as a vector ~z of risk metrics estimated using
network risk assessment techniques (e.g. [83,84]). Each component zi represents the
likelihood that the adversary can observe a share symbol as it is being transmitted
over channel i.
We are interested in four specific network properties which are measured or
estimated for each individual channel in the set C, and which we want to determine
for the overall protocol:
• Privacy/Risk. As described above, the likelihood of an adversary observing
any given share on each channel is modeled by the risk vector ~z. We will derive
an overall risk metric ZC . Closely related to our threat model, this property
represents the likelihood that the adversary can learn an arbitrary source
symbol by observing its corresponding share symbols, given the individual zi
for each of the channels. The likelihood that any given data is communicated
confidentially is then 1 − ZC .
• Loss. The lossiness vector ~l gives the probability for each channel that a
given share symbol does not reach the receiver. Even if lost, the share may
still have been observed by an attacker. We will derive the overall lossiness
LC , that is, the probability that the number of shares of a given source symbol
that reach the receiver is insufficient to reconstruct that symbol.
• Delay. The delay vector d~ gives the expected amount of time for each channel
that elapses from the transmission of a share symbol to its arrival at the
receiver, assuming it is not lost. This is the total network delay, i.e., half
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Figure 4.1: Choosing M over one unit time to maximize rate with ~r = (3, 4, 8)
of the round-trip time for the channel. We will derive the overall delay DC ,
which is the expected amount of time from the sending of a source symbol to
its reconstruction at the receiver. This will be affected by share loss as well.
• Rate. The rate vector ~r gives the maximum number of share symbols which
can be sent on each channel in one unit time. We will derive the overall
achievable rate RC , which is the number of source symbols which can be sent
in one unit time over the entire channel set C. This is the raw rate, not
successful throughput, so it is independent of losses on the channel.
Ideally, ZC , LC , and DC will be as low as possible and RC will be as high as possible,
but these properties cannot simultaneously achieve their individual optimal values.
Instead, we investigate how tunable protocol parameters affect the balance among
them, so that these parameters can be chosen and adjusted accordingly.

4.2.2 Channel Set
One significant part of a secret sharing protocol is the set of channels between
the communicating hosts. Each channel is a distinct means of transferring data
from one host to the other. In the simplest case, this is a set of some n identical
channels, but the channels available in a realistic situation will typically include
some amount of diversity. We choose to assume the latter for our model, as it is
both the more practical and the more general case. As we will see in Section 4.3,
this introduces more complexity in deriving optimality results, particularly for the
rate at which data can be sent.
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We model the available network resources as a set C of channels, where the
number of channels n = |C|, and for each channel i ∈ C the quadruple
(zi , li , di , ri ) ∈ [0, 1] × [0, 1) × [0, ∞) × (0, ∞)
represents its individual properties, as defined in Section 4.2.1. Note the specific
ranges in this definition: the lossiness of a channel is strictly less than 1, and
the rate is strictly greater than 0. In other words, any channel which has zero
probability of successfully transmitting shares is excluded from the set C.
For the purpose of this work, we assume that all of the channels in use are
disjoint. This of course will vary from network to network, but it is a fitting
assumption here because we are interested in characterizing optimal behavior. If
two channels overlap, the bottleneck may reduce their combined throughput, and
queueing and congestion may increase loss and delay. In terms of privacy, an
attacker who is able to eavesdrop at a shared edge or vertex obtains data from
multiple channels with the same effort required to eavesdrop on a single channel,
leading to reduced privacy as well. The optimal case for all four channel properties,
therefore, is when the channels are completely disjoint.

4.2.3 Secret Sharing Scheme and Protocol
The other significant component of a secret sharing protocol is the secret sharing
scheme used to provide confidentiality and reliability. In this work, we deal
specifically with the original threshold schemes as created by Shamir and Blakley.
These schemes have two integer parameters: the number of shares generated (or
multiplicity) m, and the threshold k, such that 1 ≤ k ≤ m. Recall that each
share must carry at least as many bits of information as the secret itself; that is,
H(Y ) ≥ H(X), where H is Shannon’s entropy function. Since H(Y ) = H(X) in
the optimal case, our model can express rate plainly in terms of symbols per unit
time rather than distinguishing between source and share symbols, as there is no
need to convert between the two.
We can now use the above definitions to model the protocol which connects
and coordinates these two components. This protocol communicates a sequence
of source symbols from the sender to the receiver by transmitting shares on the
individual channels of C in such a way as to provide additional privacy, reliability,
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performance, or some combination thereof. Using a secret sharing scheme, it
generates m shares of a symbol, k of which are required to reconstruct that symbol.
It then transmits each share on a different channel so that an adversary must
compromise at least k channels to learn the symbol.
Sending multiple shares of the same symbol over the same channel should be
avoided in this class of protocols. An adversary who compromises this channel
can intercept multiple shares, effectively reducing the value of k by the number of
overlapping shares. It is therefore useless to consider values of m which are greater
than the number of channels, leading to the overall ordering
1≤k≤m≤n
for the parameters of the protocol. The relationship between these parameters
defines the balance between privacy, reliability, and performance, with each successive pair corresponding to a different property. Privacy is characterized by k − 1,
the number of share interceptions that can be tolerated without compromising the
confidentiality of a symbol. Reliability is characterized by m − k, the number of
share losses that can be tolerated without losing the symbol. Performance has a
positive correlation with n − m, the number of channels which can be utilized to
send multiple symbols in parallel, and the exact formula relating these will be the
first major result of Section 4.3.
We now give a formal description of this protocol. To send a single source
symbol x ∈ X given integer parameters k and m, the protocol performs the following
steps. First, it passes x to the secret sharing scheme to obtain a vector of shares
(y1 , . . . , ym ). It then chooses a set of channels M ⊆ C over which to send the shares,
with |M | = m. Finally, it transmits each individual share over a different channel
i ∈ M . The share is observed by an adversary with probability zi , is lost with
probability li , and if not lost takes di units time from transmission to receipt. On
the receiving end, the protocol waits until any k of these shares (yj1 , . . . , yjk ) have
arrived successfully, then passes them to the secret sharing scheme to reconstruct
the original x.
Unfortunately, with integers 1 ≤ k ≤ m ≤ n, the parameter space is very
limited, especially given that practical values of n in some cases may be relatively
small. Secret sharing schemes require that we use integral parameters k and m, but
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since we are sending many symbols, we can allow these parameters to vary from
symbol to symbol so that the average threshold and multiplicity over many symbols
(which we will call κ and µ) may be real numbers rather than integers. This permits
operation anywhere on the available continuum of privacy/performance tradeoffs.
In order to maximize the overall rate—the number of source symbols which
can be sent in one unit time—it is important to choose M intelligently. If the
capacity of too many channels is exhausted quickly, the protocol cannot send
any more symbols in the current unit time. It therefore needs to balance shares
between channels so that it can send as many source symbols as possible before
this occurs. Figure 4.1 illustrates this process, with rows representing channels,
columns representing the choice of M for each successive source symbol, and boxes
representing transmitted shares. Note that as µ increases, the number of source
symbols transmitted decreases, and above a certain value it is not possible to utilize
the full rate of every channel (a result proven later in Theorem 2).
This gives two decisions that the protocol must make for each symbol: a
threshold k and a channel subset M . It must hold that 1 ≤ k ≤ m ≤ n for each
symbol, so not every combination of these parameters is valid. We define the set
n

o

M = (k, M ) ∈ N × P(C) : 1 ≤ k ≤ |M |

to represent the acceptable combinations of k and M . Let a share schedule be a
categorical distribution over this set of choices, which we will express in terms of
its probability mass function
p(k, M ) : M → [0, 1].
The value of p(k, M ) in a given schedule is the proportion of symbols for which the
parameters k and M are to be used. We can express the resulting values of κ and
µ as follows:
κ=

X

p(k, M )k

(k,M )∈M

µ=

X

p(k, M )|M |.

(k,M )∈M

Using this construction we can define protocol parameters more precisely as a
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share schedule p rather than as separate k and m values. The sender provides a
sequence of source symbols x1 x2 x3 . . . to the protocol. For each x, the protocol
chooses an element (k, M ) ∈ M independently according to the distribution given
by p. It then continues with the single-symbol process to send x, using k as the
threshold and M as the set of channels on which to send shares.

4.3 Results
Here we use the mathematical model defined in the previous section to derive
expressions for the optimal achievable privacy, loss, delay, and rate under different
constraints. We first derive preliminary formulas describing the transmission of
individual symbols, then use them to find values for overall properties under given
sets of parameters. For each property, we give its best possible value under any
choice of parameters, and its best possible value for given µ and κ. Finally, noting
that fully optimal privacy, loss, or delay can lead to significant underutilization
of channel rate, we derive an expression for the maximal overall rate and find
the optimal value for each of the other properties achievable while continuing to
maintain this maximal rate.

4.3.1 Subset and Schedule Properties
To begin, we consider the properties of transmitting a single symbol as shares over
a given set of channels; these results are needed to build later formulas. In this
case, the protocol has already chosen k and M for a particular symbol, and we will
find expressions for the expected privacy, loss, and delay when sending it. We refer
to these values as the subset privacy, loss, and delay, as they are specific to the
subset M of channels used. The expressions for these values follow logically from
the protocol model, and we will then extend them to find the average over many
symbols with parameters chosen according to a given share schedule.
First we examine the expected privacy of a source symbol for specified k and M .
Recall that exactly one of the m shares generated for the symbol will be sent on
each channel i ∈ M . If at least k of these shares are known, the source symbol can
be determined; if fewer than k are known, then no information about the source
symbol is known. So the expected risk metric for a source symbol is the likelihood

33

that an adversary observes at least k of its shares. Since we assume disjoint channels,
this is a set of independent trials. The probability that an adversary observes any
given share on channel i is zi , so the subset risk is the cdf of the corresponding
Poisson binomial distribution,
z(k, M ) =

X

Y

K⊆M ; i∈K
|K|≥k

zi

Y

(1 − zj ).

j∈M \K

The expression for subset loss is similar, as loss on disjoint channels is also a set of
independent trials, with probability li for each channel i. For a source symbol to
be lost, the number of shares successfully received at the destination must be fewer
than k, so the subset loss is
l(k, M ) =

X

Y

(1 − li )

K⊆M ; i∈K
|K|<k

Y

lj .

j∈M \K

Deriving an expression for subset delay is complicated by the fact that the delay
in transmitting a symbol can be affected by loss of some of its shares. It is easy to
understand that, in the absence of loss, the delay is the kth smallest delay among
the channels of M , since the receiver can reconstruct the source symbol as soon as
the k fastest shares have arrived. In other words, if for any set of channels S we let
δS be a nondecreasing ordering of the delays of its channels, then
d(k, M ) = δM (k)
when no shares are lost. When we do account for loss, we must exclude lost symbols
from the calculation in order to obtain a useful result, and so the expression is
heavily influenced by the equation for subset loss:
d(k, M ) =

X
Y
Y
1
δK (k)
(1 − li )
lj .
1 − l(k, M ) K⊆M ;
i∈K
j∈M \K
|K|≥k

Intuitively, this is a weighted average of the lossless delays of each subset K of M
which could successfully convey a symbol (i.e., |K| ≥ k), with each term weighted
by the likelihood that K is exactly the set of channels on which the transmitted
share is not lost. As expected, when all li = 0, this equation collapses to δM (k).
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We can use the subset formulas for these network properties to find an expression
for the average privacy, loss, and delay over a large number of symbols. These
values will depend on how frequently each pair of k and M is chosen, and so this
calculation will be specific to a share schedule. Given a share schedule, we can then
calculate the schedule privacy as a weighted average:
Z(p) =

X

p(k, M )z(k, M )

(k,M )∈M

and similarly with l(k, M ) and d(k, M ) for L(p) and D(p).

4.3.2 Optimal Privacy, Loss, and Delay
If the parameters κ and µ can be chosen freely, it is simple to provide fully optimal
privacy, loss, or delay without regard for the other properties. The result for each
property is the highest possible value it can achieve over channel set C. Typically
these will be balanced with other properties (rate in particular), but there can
always be scenarios where one property so outweighs the others that, relatively,
they do not matter.
We begin with fully maximizing privacy. To do this, we must force the adversary
to eavesdrop as many shares as possible for any symbol. This is the case when κ
is as high as it can be, namely κ = µ = n, resulting in the share schedule with
p(n, C) = 1. The overall risk metric ZC is then
ZC = Z(p) = z(n, C) =

Y

zi .

i∈C

To fully minimize loss, we need to add as much redundancy as possible during
the sending of a symbol. This is the case when κ and µ are as far apart as they can
be, namely κ = 1 and µ = n. This results in the share schedule with p(1, C) = 1
and an overall lossiness of
LC = L(p) = l(1, C) =

Y

li .

i∈C

Delay, as explained in the previous section, is more complex in that it is
affected by loss. To fully minimize delay, we will obviously choose κ = 1 since
d(1, M ) ≤ d(k, M ) for any valid k and M . If there were no loss, we would only
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need to ensure that the channel with the smallest delay was always included in the
set M , resulting in
DC = min di
i∈C

for this case. However, with the possibility of loss, it becomes important to set
µ = n to include all of the channels. If the share with the smallest delay is lost,
then we want to be sure that the channel with the second-smallest delay is in M ,
and so forth if that share is also lost. This leads to the following average delay:
DC =

n
X

1
1−

Q

(1 − λM (a))δM (a)

i∈C li a=1

a−1
Y

λM (b).

b=1

where λM (i) is the lossiness of the channel to which δM (i) refers. In other words,
the delay is the average of the delays of the various channels, each weighted by
the probability that a share will arrive on that channel but not on any channel
with lower delay. As with the subset delay equation, this collapses to the lossless
equation when all li = 0.
To balance these properties against one another, we may choose parameters κ
and µ anywhere between 1 and n. Given these parameters, a share schedule which
provides optimal privacy, loss, or delay can be found via linear programming. The
following linear program, for instance, determines the optimal privacy within the
parameters κ and µ by finding values for each p(k, M ):
Minimize Z(p)
subject to p(k, M ) ≥ 0
X

(k, M ) ∈ M,

p(k, M ) = 1,

(k,M )∈M

X

p(k, M )(k − κ) = 0,

(k,M )∈M

and

X

p(k, M )(|M | − µ) = 0.

(k,M )∈M

This is a valid linear program, as all of the constraints are linear in p with precalculatable coefficients. The first two constraints ensure that p defines a valid
categorical distribution over M, and the last two ensure that the average k is κ
and the average size of M is µ. The same program can be used to find optimal loss
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or delay simply by substituting L(p) or D(p) for the objective function.

4.3.3 Optimal Rate
As with privacy, loss, and delay, tuning for optimal rate without regard for other
properties is straightforward when the parameters κ and µ can be chosen freely.
Since at least one share must be sent for each source symbol, we can maximize
the number of source symbols sent if we limit the number of shares per symbol to
exactly one by setting κ = µ = 1. The rate, which is the total number of shares
that can be sent per unit time, is
RC =

X

ri .

i∈C

This is the ideal behavior for throughput-maximizing protocols like MPTCP, and
it is achieved with a share schedule which assigns shares to each channel according
to what proportion of the total rate it represents:

p(k, M ) =



ri /RC

if k = 1 and M = {i}


0

otherwise.

Determining the optimal multichannel rate for a chosen κ and µ is more complex.
Given that we must achieve an average share multiplicity of µ and may not transmit
more than ri shares on channel i in one unit time, we wish to find an expression for
the overall multichannel rate RC . By our definition, RC is the maximum number
of source symbols which can be sent over the channels in C per unit time. Recall
that for each source symbol, the protocol chooses an M ⊆ C and transmits one
share on each channel in M . Channel i can be an element of this M at most ri
times over one unit time, so the protocol must choose its channels strategically if it
is to achieve the maximum rate.
Let ri0 be the actual number of shares which can be sent on channel i using an
optimal scheduling strategy. One way to express RC , then, is
RC =

1X 0
r,
µ i∈C i

(4.1)

since µ is the average ratio of shares to source symbols. There are two constraints
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governing the values of ri0 . First, the number of shares sent on each channel
obviously cannot exceed the rate ri of that channel. Second, since the protocol
is not permitted to send more than one share of any given source symbol on any
given channel, the number of shares which can be transmitted on any channel is at
most RC . So the number of shares to send on each channel is constrained by the
following inequalities:
ri0 ≤ ri

all i ∈ C

(4.2)

ri0 ≤ RC

all i ∈ C,

(4.3)

where RC is as expressed in Equation 4.1. Given these constraints, we can find a
lower bound on the achievable multichannel rate.
Theorem 1. The achievable multichannel rate is at least that of the channel with
the dµeth-highest individual rate.
Proof. Let S be a set of channels with the dµe highest rates, i.e., S ⊆ C with
|S| = dµe and
min ri ≥ max rj .
i∈S

j∈C\S

Equation 4.2 is clearly satisfied when


mini∈S ri

ri0 = 

and the total rate

0

for i ∈ S
otherwise,

1 X 0 dµe
r =
min ri
µ i∈C i
µ i∈S

is no smaller than any ri0 , satisfying Equation 4.3. Therefore
RC ≥

dµe
min ri ≥ min ri .
i∈S
µ i∈S

One implication of these constraints is that the channels cannot always be fully
utilized if they have different rates. If we are interested in full utilization, we can
determine the range of choices for µ which will allow it for a given set of channels.
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Theorem 2. Full utilization of every channel is possible if and only if the average
share multiplicity is at most the ratio of total available rate to that of the fastest
channel.
Proof. If all of the channels are fully utilized, then ri0 = ri for all i ∈ C. This
assignment will always satisfy Equation 4.2, so it only remains to show under what
conditions it also satisfies Equation 4.3. If
1X
ri
µ i∈C

rj ≤

for all j ∈ C, then it is equivalent to say that
max rj ≤
j∈C

1X
ri
µ i∈C

and, solving for µ,
P

ri
.
maxj∈C rj
i∈C

µ≤

Corollary 1. A set of channels with identical rates can be fully utilized for any
valid µ.
Proof. If all ri are equal, then
P

ri
=n
maxj∈C rj
i∈C

and µ ≤ n in any valid set of parameters.
It will be useful in later theorems to define a set to distinguish between those
channels which are fully utilized and those which are limited by Equation 4.3.
Definition 1. The fully-utilized set is the set
A = {i ∈ C : ri ≤ RC }
of all channels with rates which can be fully utilized under given protocol parameters.
Corollary 2. The size of the fully-utilized set is greater than n − µ.
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Proof. Since by Theorem 1, RC is at least the rate of the dµeth fastest channel,
|A| ≥ n − dµe + 1.
Equivalently, since |A| and n are integers,
|A| > n − µ.
Theorem 3. The relation between the average share multiplicity µ and the optimal
multichannel rate is


X
ri
µ=
min
,1 .
RC
i∈C
Proof. We wish to find the maximum RC for which the previously mentioned three
constraints are satisfiable. From Equation 4.1 we note that RC is proportional to
the sum of all ri0 and is therefore maximized when each ri0 is as large as possible.
Given the two inequalities, we can say that this is the case when
ri0 = min{ri , RC }

all i ∈ C.

(4.4)

To eliminate ri0 , we substitute this into Equation 4.1:
X

min{ri , RC } = µRC ,

i∈C

and dividing through by RC we have
µ=

X



min

i∈C

ri
,1 .
RC


This is, on its own, a useful result. If we have a target multichannel rate and
wish to balance this with other properties, we can use this formula to find the
highest value of µ for which the overall rate is at least the target. However, we also
wish to derive an expression for the reverse: the rate achievable for a specified µ.
To set this up, we will use the set A to differentiate between the two cases in the
min-expression.
Theorem 4. The optimal multichannel rate for multiplicity µ and channel rates ri
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is given by
P

ri
.
µ − n + |S|
i∈S

RC = min

S⊆C;
|S|>n−µ

Proof. The result from Theorem 3 can be written using Definition 1 as follows:
X

µ=

1+

j∈C\A

= n − |A| +
Solving for RC ,

ri
i∈A RC
X

1 X
ri .
RC i∈A

P

RC =

i∈A ri

µ − n + |A|

.

(4.5)

The set A needs to be eliminated, as it is defined in terms of RC . This can be
accomplished by recognizing that A is the unique set of more than n − µ channels
which minimizes the expression. In other words, we will show that, for any set
S ⊆ C with |S| > n − µ,
P
i∈S ri
RC ≤
.
µ − n + |S|
Starting with some simple set identities, we have
X
i∈S

ri =

X

rj +

j∈A

X

X

rg −

rh ,

h∈A\S

g∈S\A

and substituting from Equation 4.5,
X

ri = (µ − n + |A|)RC +

i∈S

X

rg −

g∈S\A

X

rh .

h∈A\S

Noting that rg > RC for all g ∈
/ A and rh ≤ RC for all h ∈ A,
X

X

ri ≥ (µ − n + |A|)RC +

i∈S

RC −

g∈S\A

X
h∈A\S

= (µ − n + |A| + |S \ A| − |A \ S|)RC
= (µ − n + |S|)RC
and rearranging,
P

RC ≤

ri
.
µ − n + |S|
i∈S
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RC

Therefore,
P

ri
.
µ − n + |S|
i∈S

RC = min

S⊆C;
|S|>n−µ

4.3.4 Optimal Privacy, Loss, and Delay at Optimal Rate
Achieving optimal privacy, loss, or delay, even with a pre-selected κ and µ, will
usually force the protocol to transmit at a rate significantly lower than RC . The
linear program from Section 4.3.2 often finds a single (k, M ) which yields the best
value and transmits using only those parameters until it has exhausted the rate of
the slowest channel in M . Any channels not in this “best” M are left completely
unused. This is typically not desirable behavior.
It would be more useful to know, for given parameters κ and µ, how to compute
and achieve the best privacy, loss, or delay while maintaining maximum rate. This
would ensure that the protocol is making full use of the available network resources,
and under that constraint judiciously choosing a share schedule with an optimal
value of whichever property is deemed important. We can modify the earlier linear
program to suit this purpose, but we will need a way to express the maximum-rate
constraint as an equation linear in the values of p. Recall from Equation 4.4 that
overall rate is maximized when the number of source symbols for which channel i
carries a share is the lesser of its rate and the overall rate. To convert this to an
expression using p, we note that the proportion of symbols using channel i is
X

ri0
ri
= min
,1 .
RC
RC


p(k, M ) =

M ⊆C;
i∈M



This constraint ensures that the share schedule p can achieve the maximum rate
RC . Since Theorem 4 allows us to calculate RC , we may use it as a constant in the
new linear program:
Minimize Z(p)
subject to p(k, M ) ≥ 0
X

(k, M ) ∈ M,

p(k, M ) = 1,

(k,M )∈M

X

p(k, M )(k − κ) = 0,

(k,M )∈M
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X

p(k, M )(|M | − µ) = 0,

(k,M )∈M

ri
,1
and
p(k, M ) = min
RC
(k,M )∈M;


X



i ∈ C.

i∈M

With the added constraint, this program now finds a valid share schedule for optimal
privacy under the specified κ and µ and the requirement that the overall rate is RC .
As in Section 4.3.2, optimal schedules for loss and delay can be found by changing
the objective function to L(p) and D(p) respectively.

4.3.5 Accommodating Previous Multichannel Threat Models
The MICSS work [85], as well as Blakley’s paper on the courier mode of secret
sharing [39], do not model their adversaries using probabilistic risk metrics. Rather,
they simply assume that the adversary can always eavesdrop on a fixed set of
channels. In those works, a constant, integral parameter k is used for all symbols,
and if the adversary cannot compromise at least k channels, then no information is
disclosed. Our approach, which allows for an average threshold κ, is not directly
suited to the MICSS threat model. For example, if the adversary compromises two
channels and κ = 3, there may or may not be information disclosure, depending on
the individual k chosen from the share schedule.
Our approach can be modified in a straightforward fashion to cater to both
threat models. To do this, we limit the potential share schedules to those in which
any element with k < bκc or |M | < bµc has a zero probability of being chosen. By
doing this, we ensure that k ≥ bκc for every symbol, forcing the adversary to be
able to compromise bκc channels simultaneously to learn any given source symbol.
The following theorem states that limiting the share schedule in this way does not
exclude any combination of κ and µ.
Theorem 5. For any κ and µ such that 1 ≤ κ ≤ µ ≤ n, there exists a valid share
schedule p0 over M such that the following three conditions hold:
(1) The average threshold κ0 = κ.
(2) The average multiplicity µ0 = µ.
(3) p0 (k, M ) > 0 only if both k ≥ bκc and |M | ≥ bµc.
Proof. By construction.
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Let Mf be a subset of C with |Mf | = bµc and Mc be a subset with |Mc | = dµe.
We will create a share schedule which satisfies the three conditions and chooses
only elements (k, M ) with k ∈ {bκc, dκe} and M ∈ {Mf , Mc } (satisfying the third
condition). We can easily see that
{(bκc, Mf ), (bκc, Mc ), (dκe, Mc )} ⊆ M
from the definition of M and the condition that κ ≤ µ. There are two cases
involving the fourth element (here frac(x) denotes x − bxc):
(1) frac(µ) < frac(κ). Together with κ ≤ µ, this implies dκe ≤ bµc and thus
(dκe, Mf ) ∈ M. The following is therefore a valid share schedule:
p0 (dκe, Mc ) = frac(µ)
p0 (dκe, Mf ) = frac(κ) − frac(µ)
p0 (bκc, Mf ) = 1 − frac(κ)
(2) frac(µ) ≥ frac(κ). In this case it is possible that dκe > bµc, so the schedule
cannot use (dκe, Mf ). The following, however, is valid:
p0 (dκe, Mc ) = frac(κ)
p0 (bκc, Mc ) = frac(µ) − frac(κ)
p0 (bκc, Mf ) = 1 − frac(µ)
It is trivial to verify that both schedules produce only nonnegative values which
sum to 1. The total of the κ terms in either case is
κ0 = frac(κ)dκe + (1 − frac(κ))bκc
= frac(κ)dκe + bκc − frac(κ)bκc
= frac(κ)(dκe − bκc) + bκc.
If κ =
6 bκc, then κ0 = frac(κ) + bκc = κ, and if κ = bκc, then κ0 = bκc = κ. The
total of the µ terms,
µ0 = frac(µ)dµe + (1 − frac(µ))bµc
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is equal to µ by the same reasoning.
While we hoped to find that this limitation preserved the optimal values of
each network property, it became apparent that this was not the case. The optimal
rate does remain the same, since by Theorem 4 it depends only on the average µ
and not the individual choices of k and M . Other properties, however, can have
optimal values which are not achievable with a limited share schedule. Consider
the case in which there are three channels with negligible loss and d~ = (2, 9, 10), for
parameters κ = 2 and µ = 3. The only possible limited share schedule is the one in
which p(2, C) = 1, and the average delay d(2, C) = 9. However, this is not equal
to the optimal delay achievable with a non-limited share schedule, since choosing
(1, C) for half of the symbols and (3, C) for the other half gives the same κ and
µ but with a lower average delay of 6. Similar examples for privacy and loss are
trivial to generate.

4.4 Reference Protocol
In order to demonstrate the predictive abilities of our model and results, we need
a usable secret sharing protocol with which to test them. Unfortunately, the
assumptions of MICSS [85] are not general enough. Using perfect secret sharing
schemes instead of threshold schemes leads to a simplified design which does not
make sense in a more general secret sharing protocol. In essence, MICSS only
provides one choice of κ and µ, namely that where κ = µ = n.
We therefore create a new protocol to serve as a reference implementation of
our model of parameterized secret sharing protocols. Our goal is not to provide a
perfectly tuned implementation, but to provide a means to evaluate the usefulness of
our model. We call this protocol ReMICSS, as it is a significantly redesigned protocol
yet still based on the concepts of MICSS. ReMICSS does not force maximum privacy,
allowing instead for the selection of parameters κ and µ to define how the protocol
will operate. In this section, we discuss the design of ReMICSS and highlight how
it differs from MICSS, and in Section 4.5 we will examine the behavior of this
protocol over a variety of choices of κ and µ.
The fundamental difference in ReMICSS is the addition of support for threshold
schemes, although this affects several other aspects of its design and implementation.
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Figure 4.2: Optimal and actual rate over κ and µ on 100 Mbps Identical setup
(above) and Diverse setup (below)
One obvious benefit is the ability to lose m−k shares of a packet without the need for
retransmission. However, reliable share transport such as that of MICSS forces all
lost shares to be retransmitted regardless, stalling the channel and wasting network
resources when k < m. In order to benefit from threshold scheme support, ReMICSS
is designed as a best-effort protocol, and instead of intercepting TCP connections, it
uses the network-layer DIBS architecture [86] to flexibly and transparently intercept
IP traffic. As a further benefit of changing the network semantics, ReMICSS is
transport-agnostic, able to carry any IP-based communication and not only TCP.
These changes also affect the sending and receiving of shares. Without reliable
share transport, ReMICSS cannot assume that one packet will be reconstructed
before shares of the next begin to arrive. Due to loss, reordering, or differing
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channel rates, the receiver will typically be waiting for shares of many packets at
once and needs to store the received shares intelligently. We borrow ideas from IP
fragment reassembly algorithms, evicting shares after a set timeout and limiting the
total amount of memory used, to provide time for slower shares to arrive without
blocking new shares or sacrificing throughput.
On the sending side, the introduction of parameters κ and µ requires that the
sender somehow choose an appropriate share schedule. In ReMICSS, to avoid
the complexity of computing an explicit schedule, we implement a dynamic share
schedule. Instead of deciding M ahead of time, the sender chooses the first m
channels which are ready for writing (on Linux, we use the epoll mechanism). One
result of our evaluation will be to explore how this simplification affects different
aspects of protocol performance.

4.5 Empirical Evaluation
We conduct a set of experiments to demonstrate our model’s usefulness in describing
the performance characteristics of real multichannel secret sharing protocols, as
well as to evaluate the network behavior of our reference implementation. These
experiments consist of network microbenchmarks targeting rate, loss, and delay
between two endpoints connected by five controlled network channels. Each experiment demonstrates how the κ and µ parameters of the protocol affect a specific
network property on a given setup, and we compare these real-world results to
the optimal values projected by our model. Experiments are carried out on one or
more of the following pre-defined network setups, designed specifically to illustrate
the effects of each property:
• Identical. All five channels are configured to transmit at a given rate between
100 Mbps and 800 Mbps, with negligible loss and delay.
• Diverse. The five channels are configured to transmit at 5, 20, 60, 65, and
100 Mbps, with negligible loss and delay.
• Lossy. The five channels are again configured as in the Diverse setup, but
with loss of 1, 0.5, 1, 2, and 3 percent respectively in each direction.
• Delayed. The five channels are configured as in the Diverse setup, but with
an added delay of 2.5, 0.25, 12.5, 5, and 0.5 ms respectively in each direction.
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The two hosts used in these experiments are Dell Precision T7600 desktop
workstations with 2.3 GHz hex-core Xeon processors and 32 GB of memory, running
Arch Linux with kernel 4.1.6. Each system is equipped with five 10 Gbps network
interfaces, and each channel is a direct wired connection between two of these
interfaces which is dedicated solely to experimental traffic. Channel properties
are controlled using built-in features of the Linux network infrastructure, with the
Hierarchical Token Bucket (htb) queueing class used to limit transmission rate and
the Network Emulator (netem) queueing discipline used to introduce loss and delay.

4.5.1 Rate on Identical and Diverse Channels
In our first experiment, we measure the transmission rate achieved by ReMICSS
over its parameter space, and we compare the results to the optimal values from
our model. To carry out this test, we use the iperf network benchmarking tool to
generate UDP traffic for one minute at 1000 Mbps, recording the bitrate reported
by the iperf receiver. We begin by using this method to obtain an accurate rate
for each individual channel, which gives us the vector ~r to use in calculating the
optimal rate at each point. After this, we measure the protocol’s transmission rate
for various combinations of κ and µ.
The results of this experiment for the 100 Mbps Identical setup and the Diverse
setup are shown in Figure 4.2. For each κ, the rate is measured at values of µ
ranging from κ to 5 in steps of 0.1. For the Identical setup, the achieved rate
followed the optimal predictions closely, with overhead of no more than 3% at any
point. By Corollary 1, every channel is fully utilized at all values of µ, and this
is evident from the smoothly curving graph for this setup. In contrast, the graph
of the results for the Diverse experimental setup is bumpy. Each bump indicates
a new channel which can no longer be fully utilized at higher values of µ. For
this setup, aside from slightly anomalous behavior in the vicinity of µ = 3.4, the
rate achieved by the reference implementation in our experiments was consistently
within 4% of optimal.

4.5.2 Loss and Delay at Maximum Rate
Since our model also provides a means of calculating the optimal loss and delay
which can be achieved while maintaining maximum rate, we evaluate how the
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Figure 4.3: Optimal delay (above) and actual delay (below) at maximum rate for
Delayed setup
reference implementation compares in this regard as well. We do not anticipate
that its performance will be as near to optimal for these properties as it was for
rate, due to the dynamic share schedule approach described in Section 4.4. Instead,
we will use our optimality results to determine how well the simpler scheduling
approach used in ReMICSS deals with loss and delay.
We will first evaluate performance in terms of overall packet loss at maximum
rate, given lossy underlying channels. In this experiment, we continue to use
the iperf tool, which in addition to rate reports the percentage of datagrams lost
for UDP benchmarks. For each choice of parameters κ and µ, we direct iperf to
generate 30 seconds of UDP traffic at the rate measured in the previous experiment.
In these tests we configure our network channels in the Lossy experimental setup,
so that there may now be loss of individual shares on different channels, potentially
leading to the loss of the symbol depending on the current protocol parameters.
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Figure 4.4: Loss at maximum rate for Lossy setup
The results of the loss experiment are shown in Figure 4.4. As before, we
measure the lossiness of each individual channel first to ensure that we have an
accurate ~l with which to calculate optimal values. These optimal predictions,
represented by the solid lines in the figure, are computed by solving the linear
program in Section 4.3.4. The actual loss achieved by ReMICSS was very close to
optimal for κ > 1 and only slightly higher for κ = 1. It is clear that the predictions
from our model are reinforced by the outcome of this experiment.
We evaluate delay similarly, although we must use a different tool because iperf
does not give results for packet delay. We create a simple utility to determine
average packet round-trip time for echoed UDP traffic which is generated at a
specified rate. The client is based on the sending routine from iperf, but each packet
includes a timestamp so that when it receives the echoed packet, it can determine
its round-trip time. We run our client/server pair instead of iperf for 30 seconds,
again at the rate determined in the first experiment. The client gives an average
round-trip time for all of the packets sent, and since the channel delays are applied
in both directions, we divide this result by 2 to find the one-way delay.
It is clear from our results that the reference implementation is much more
heavily affected by delay than by loss. We plot optimal and actual delays separately
in Figure 4.3 due to the difference in scale. It is interesting to note that each delay
curve is actually well-behaved beyond a certain point. These points correspond
exactly to the bumps in the rate curve, i.e., for a given κ, the effects of delay are
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problematic for this implementation only if there are fewer than κ underutilized
channels. This seems to be a direct consequence of the simplified channel selection
approach, since underutilized channels will almost always be available to send
according to epoll, so the implementation will rarely need to wait for additional
channels to become available.

4.5.3 High-Bandwidth Channels
Our final experiment is designed to push the limits of the system and implementation
to see how long they are able to sustain near-optimal rates as the available bandwidth
increases. In other words, we wish to see at what point the bottleneck becomes
something other than the capacity of the channels. To accomplish this, we return
to the Identical setup and gradually increase the channel rate from 100 Mbps to
800 Mbps in increments of 25 Mbps. The multichannel rate is measured at each
point using iperf, as in the first experiment.
First we choose parameters κ = µ = 1 so as to fully maximize the multichannel
rate. As shown in Figure 4.5, this results in performance leveling off around
750 Mbps total, or when the individual channel capacity reaches approximately
150 Mbps. To complement this, we run another round of experiments with µ = 5
and varying values of κ, for which the overall multichannel rate will be lower for the
same total amount of traffic. Interestingly, even though the threshold affects the
rate very little during normal operation, it makes a significant difference once the
system and implementation are pushed to their limits, with large κ values causing
the protocol to fall short of optimal much sooner than small values.
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Chapter 5 |
Multi-CDN Media Streaming:
SecretStream
Nearly half of Internet traffic today is no longer served directly from content
providers but rather via third-party content delivery networks (CDNs) [87]. These
networks offer many attractive benefits to content providers. They distribute the
content around the world to minimize latency for clients by allowing them to
retrieve data from the nearest of many points of presence. They provide a backup
in case the provider’s origin server is temporarily unavailable. They even shield the
origin server from flash crowds and denial-of-service attacks by distributing traffic
across CDN nodes.
Content delivery networks originated in response to a challenge to reduce
congestion in the core of the World Wide Web. During their early years, they
were used primarily to distribute and cache static content from web pages to
improve page load times and responsiveness. However, in light of the currently
booming online entertainment industry, CDNs have latched onto the possibilities
of applications in streaming media. Both live streams and video on demand can
benefit from the offerings of global content delivery: on-demand content is static
and receives all of the same improvements as static Web content, and live streams
can still benefit from the reduction in load on their content servers. Aware of these
facts, CDNs have begun to provide specialized services which add features unique
to streaming video, such as automatically transcoding media into multiple formats
or at different bitrates.
Developments in streaming media technology have also contributed to this
marriage of content delivery and media. The adaptive streaming protocols which
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have risen to prominence over the past five years are particularly relevant. They are
designed to adapt to changing network conditions mid-stream, and more relevantly,
they transfer all of their data over HTTP. This allows them to traverse firewalls
more easily than previous streaming protocols, and it has also enabled CDNs to
deliver the content with little need for specialization.
Several of these newer protocols—Apple’s HTTP Live Streaming (HLS), Microsoft’s Smooth Streaming, and MPEG’s Dynamic Adaptive Streaming over HTTP
(DASH)—account for a number of major streaming media providers. Youtube,
Netflix, Ustream, Twitch, and LiveStation all support at least one of these protocols.
Each of these modern streaming protocols operates on a similar principle: divide
the stream into segments and serve them over HTTP. This provides clients with a
number of benefits. They can seek efficiently in an on-demand stream, or recover a
live stream after network loss, by skipping segments rather than waiting for the
intervening data to arrive. They can respond to changing network conditions by
switching between lists of segments which are encoded at different bitrates. They
also retain the benefits of an HTTP-based protocol in terms of firewall traversal,
cache friendliness, and universal support.
Very few changes are needed to introduce a CDN into this approach. The CDN
is already designed to cache data requested over HTTP. Furthermore, caching is
effective because the media segments are static pieces of content. This is true
even for live streams: servers will give each subsequent segment a new segment
URL, at least up to a point where caches can be reasonably expected to have
discarded old contents, so the same media URL represents the same data. Only
the playlist/manifest file is dynamic in this case.
The CDN model works well for improving performance, but it poses some
significant difficulties in terms of security. Due to the structure of this model,
CDNs are given an inherent man-in-the-middle posture, in which they may either
read the data being provided or alter it en route to its destination. This causes
a fundamental incompatibility with TLS, as it nullifies the end-to-end security
guarantees of the TLS model [71]. Multichannel secret sharing techniques can be
applied to CDN-hosted streaming media to provide confidentiality and integrity
which is orthogonal to encryption. The result is a system we call “SecretStream.”
In this chapter we provide two major contributions. First, we integrate a
widely-used and representative streaming media protocol with multi-CDN secret
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sharing to provide confidentiality and integrity using means which are orthogonal to
encryption. We then conduct an extensive performance evaluation to characterize
the network behavior of the resulting system. This allows us to compare multi-CDN
streaming to the common single-CDN and direct-from-origin alternatives. Our
experiments show that SecretStream is able to continue to provide the load-shielding
and latency-reduction benefits offered by CDNs while mitigating confidentiality
and/or integrity risks, and that these results hold in a diverse number of locations
across the Internet.

5.1 SecretStream System and Protocol Design
Our approach to the design of the SecretStream system places each CDN in the
role of adversary. The CDN-as-adversary has significant capabilities which are
in reality quite typical for content delivery networks: man-in-the-middle posture
between content providers and consumers, the potential to read or modify any
content they are given, the privilege of deciding whether effective TLS may be used,
and the ability to exploit bugs or weaknesses in cryptosystems if (or when [88])
they arise. The security goal of SecretStream is to bolster confidentiality and/or
integrity of streamed media in the presence of a potential CDN-as-adversary, and
to do so in a way which is orthogonal to encryption and can therefore be effectively
used in combination. Furthermore, the system should allow content providers and
consumers to continue to enjoy the benefits of content delivery to some extent, to
justify the use of untrusted CDN rather than streaming directly from the provider.

5.1.1 Architecture
Our SecretStream system comprises a set of extensions to the HTTP Live Streaming
protocol to integrate secret sharing across multiple CDNs, along with a client
implementation of the extended protocol. First we describe the changes that
the content provider must make on the origin server to provide the shares and
corresponding playlists to authenticated users. We use a straightforward extension
of the HLS M3U8 playlist format to give clients the information needed to request
the correct shares from each CDN. Finally, we implement the SecretStream HLS
protocol in Livestreamer, an open-source streaming media client, which we then
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use to conduct our experiments.
As with MICSS and ReMICSS, SecretStream inherits some tunable parameters
from its single-channel analogue, as well as adding some which are multichannelspecific. Four parameters will be significant in our design and experiments:
• Size of individual media segments, chosen by the content provider. This is a
property of segmented streaming at large and is not specific to SecretStream.
As such, we do not conduct extensive evaluation over different segment sizes,
but the purpose of one of our preliminary experiments is to methodically
choose a size which will yield good performance during the full evaluation.
• Total number of CDNs (n), chosen by the content provider. Employing
additional CDNs costs more money but increases the number of possible
choices for other parameters.
• Confidentiality threshold (k), chosen by the content provider. The value
of k determines the number of adversarial CDNs which must collude to
compromise the data, and thence the degree of additional confidentiality
derived from SecretStream.
• Integrity threshold (l) in the range k ≤ l ≤ n, chosen by the client. This
parameter specifies the total number of shares downloaded by the client to
ensure that no changes have been introduced into the data. The difference
l − k is the minimum number of CDNs which must collude in order to modify
shares without being detected by the client. (As with error-correcting codes,
if fewer than (l − k)/2 changes are made, they can be corrected and not only
detected.) Higher values of l require more bandwidth, but increase the degree
of additional integrity provided by SecretStream.
We do not include parameters, such as video encoding or bitrate, which do not have
a direct bearing on network behavior when streaming. It is also worth noting that
SecretStream, unlike the best-effort ReMICSS protocol, has no tunable “reliability
threshold” m, since reliability is guaranteed by the underlying TCP layer. (More
precisely, we fix m = l because we can derive no benefit from asking the source to
send more data over reliable transport than is needed at the destination.)
A high-level overview of the SecretStream system is shown in Figure 5.1. As
in a typical CDN-based streaming setup, the primary content is hosted on one or
more origin servers, and clients request media segments from the CDN, or in our
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Figure 5.1: Overview of SecretStream HLS
case multiple CDNs. If needed, the CDN will issue a request to the origin server to
retrieve and cache the content, after which it can serve it quickly in subsequent
requests. However, when the content is secret-shared, we must ensure that CDNs
are not able to learn more shares than they are meant to know. Because of this, we
do not publicly host the lists of shares, but rather store them on an authenticated
Web server hosted by the content provider. In this way, authorized clients can
obtain the list of shares without revealing it to the CDN.

5.1.2 Unguessable URLs
Content delivery networks used by streaming media providers typically offer one of
two modes of operation: push and origin-pull [56]. The difference between the two
affects how we enforce that each CDN is only given access to its own shares. In
push operation, it is relatively simple, as the provider chooses exactly what data
to upload to each CDN and does not need to make this data publicly accessible.
Origin-pull is the more difficult case, since it requires the origin server be accessible
by the Internet at large so CDN nodes can retrieve and cache content on the fly in
response to client requests. This presents more of a challenge in our system, in that
we must ensure that each CDN is only able to retrieve its own shares. We therefore
assume origin-pull, and the solution we propose can be simplified if push-style
content delivery may be assumed.
This brings us to our first major modification to conventional HLS, which
happens at the origin and playlist servers. Hosting playlists behind an authentication
57

wall prevents adversarial CDNs from obtaining the list of shares directly, but we
must also ensure that they are unable to find the shares through indirect means.
In particular, since every CDN and the origin server are publicly accessible, we
must prevent one CDN from obtaining any other CDN’s share by requesting it
either from that CDN or directly from the origin server. For example, if the share
numbers and URLs for three shares were:
(1, “http://cdn1.example.com/media/video5-15.ts”)
(2, “http://cdn2.example.com/media/video5-15.ts”)
(3, “http://cdn3.example.com/media/video5-15.ts”)
then a CDN which was aware of the naming scheme could retrieve shares directly
from the other networks or the origin server with no collusion required.
To counteract this, SecretStream maps each share to a URL that cannot be
guessed based on outside information or the URLs of other shares. For maximum
security, each resource can be given a completely random URL, with the mapping
between actual content and share URLs stored in a private database. Playlists
are then generated by reading the needed URLs from the database. Another
option which does not require additional storage is to generate URLs using a hash
construction with a private server secret S, e.g.:
HM ACS (i | k | path)
where i is the share number, k is the threshold (to allow clients to change this
security parameter dynamically), and path is a file path identifying the plaintext
media chunk. This HMAC is then converted to URL-safe Base64 encoding and
used as the path in playlists. Even if a CDN guesses its own share number, the
chosen k, and the original path of the segment, it still cannot reverse or modify the
hash to obtain the URL of any other share.

5.1.3 Playlist Format
We now have a means of placing shares on a shared, public origin server so that
they are guarded from malicious CDNs, but without a predictable naming scheme,
we must communicate the share URLs explicitly to authorized clients. The natural
means by which to convey this information is the playlist file which clients normally
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use to locate upcoming media segments. Although the HLS specification does not
provide a built-in mechanism for including per-segment shares, the M3U8 format
used by its playlists is easy to extend with custom tags as needed. The result will
be a syntactically backward-compatible M3U8 playlist containing extensions which
can be recognized by SecretStream clients.
A normal playlist contains the URL of each segment, along with timing and
sequence information and other media-related metadata. Consider this sample from
the current draft of the HLS specification [58]:
#EXTM3U
#EXT-X-TARGETDURATION:10
#EXTINF:9.009,
http://media.example.com/first.ts
#EXTINF:9.009,
http://media.example.com/second.ts
#EXTINF:3.003,
http://media.example.com/third.ts
#EXT-X-ENDLIST
This playlist represents an on-demand video stream which is approximately 21
seconds in length and split into three segments. Tags which give information
about the whole playlist (e.g. EXT-X-TARGETDURATION) are placed at the top, and
tags describing individual segments are given immediately before that segment’s
URL. Finally, since this is playlist represents the entire stream rather than a
portion of an on-demand video or continuing live stream, the playlist ends with
the EXT-X-ENDLIST tag to indicate that there are no further segments. Without
this tag, a client will repeatedly request the playlist from the server, which should
dynamically update it with new URLs.
We extend the standard set of HLS tags with two additional tags which provide
share information:
• EXT-X-SHARE-THRESHOLD:k : Specifies the secret sharing threshold k used
to generate the shares. This tag is necessary because the provider-chosen
threshold is required in reconstruction calculations but cannot be determined
from the shares themselves. Typically this will be given once at the beginning
of a playlist, but it may be issued again with a different parameter to be
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Figure 5.2: Provider-side SecretStream setup: (1) conventional HLS segmentation,
(2) share and extended playlist generation, and (3) random/hashed URL mapping.
applied to subsequent playlist entries. This behavior allows the provider to
alter security parameters mid-stream if needed.
• EXT-X-SHARE:URI="url ",NUMBER=i : Gives the location of share data and
the corresponding share number. This tag applies to the following segment
and is given once for each share that is available (in the simplest case, n times
per segment). A SecretStream-enabled client will use the URLs provided here
to download shares instead of the segments given using the original syntax.
These changes are syntactically backwards compatible with the original HLS specification, since conforming clients must ignore unrecognized tags. Since SecretStreamenabled clients will ignore the normal segment URLs in the extended playlist, they
can be used to provide an alternate stream for conventional HLS clients. This
stream can be anything; natural choices are a non-sensitive version of the media
or a still frame informing the user that SecretStream support is required to view
the requested media. In addition, our extensions to the playlist format enable
secret-shared streaming in general and are not specific to CDN hosting, allowing
our playlist format to be used for any future application of online share-streaming.

60

5.1.4 Provider and Client Operation
To prepare content for use with SecretStream, a provider must take three steps,
illustrated in Figure 5.2. The first step is to carry out the conventional HLS
segmentation process: the media file is split and/or encoded into roughly equallength segments, and a media playlist which lists these segments and their metadata
is produced. Each segment is then secret-shared, using the parameter k as the
secret-sharing threshold and creating one share of the segment for each CDN. At
the same time, the HLS playlist is extended with SecretStream tags providing share
locations. Finally, the provider generates a random or hashed URL for each share
on the origin server, applying the same share-to-URL mapping to the contents of
the playlist. This playlist is then placed on the authenticated server where it can
be accessed and retrieved by authorized clients.
Our proof-of-concept SecretStream client is based on the open-source streaming
media client Livestreamer1 , which augments media players with support for a
number of streaming protocols including HLS. We first extended Livestreamer’s
M3U8 playlist parser to include our two new secret-sharing tags. After the playlist is
parsed, the information is passed to the HLS stream module, which we replaced with
our new implementation. The original HLS module would request the first several
segments in parallel to maximize download speed; we leveraged this behavior to
request multiple shares of these segments in parallel. When preparing to download
a segment, the module chooses l of the share URLs for that segment at random so
that the CDNs are evenly utilized. These URLs are given to the download thread
for that segment, which requests the shares and receives and buffers each block
of incoming data as they arrive. At any point, if there are bytes available in all
l of the input buffers, the module reconstructs as much data as is available and
transfers it to the output buffer.
Secret sharing computations are provided by libgfshare2 , which we modified to
introduce our integrity verification parameter l. Given l shares, the library will use
k of them to reconstruct the secret and coefficients, then evaluate the polynomial
at the remaining (l − k) share numbers to ensure that the data given is correct.
To integrate libgfshare with Livestreamer, we adapted the py-libgfshare Python
1
2

http://livestreamer.io/
http://www.digital-scurf.org/software/libgfshare
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wrapper3 , modifying this as well to support share integrity verification. Finally, we
added a corresponding --integrity-shares option to the Livestreamer core so
that clients may specify how many additional integrity shares are to be requested.

5.2 Experimental Evaluation
We chose five CDN services for use in our experiments in order to allow a number
of possible choices for the parameters k and l. These services were selected to allow
us to include both large and medium-scale providers, cache only our experimental
server, support origin-pull operation, and make use of free services when possible.
Our five chosen providers are:
(A) Incapsula, which provides a free service;
(B) Microsoft Azure, which provides a free service with pay-as-you-go extension;
(C) Amazon CloudFront, which provides a free trial and pay-as-you-go extension;
(D) MaxCDN, which provides a free trial and a monthly subscription thereafter;
(E) Highwinds, which provides a free trial with subsequent monthly subscription.
Each of these five CDNs was directed to a single origin server in Pennsylvania
which provides all of the shares.
We considered but were unable to include two other well-known CDN services:
Akamai and CloudFlare. We would have liked to include Akamai due to its
prominence in the CDN market, but they did not respond to our inquiry until after
we had begun experiments. CloudFlare presented two technical issues. First, the
service only allows non-enterprise clients to delegate second-level domains using an
“NS” record in the DNS. In our case, this would mean delegating our university’s
entire domain to CloudFlare, which was clearly not an option. Second, even if we
were able to selectively delegate our server, CloudFlare requires that its clients
must use the service primarily for HTML and related static content, and customer
reports indicate that they actively police the contents and/or content-types of
traffic to enforce this. As the content used in our experiments would easily run
afoul of this policy, we had to omit CloudFlare from our set of services as well.
Just as playlist files are central to both HLS and our system, they also play an
important role in our experiments by defining the three provider-chosen parameters.
3

https://github.com/soulseekah/py-libgfshare
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For each combination of these parameters (segment size, k, and n), we first generate
segments according to the segment size, then shares for each segment using the
parameters k and n, and finally a playlist listing all of the shares. The shares are
copied to the content origin server, and the playlist to the playlist server. (For
convenience in our experiments, we operated both of these servers on the same host,
but this is not required in practice.) To simplify experimental setup, each playlist
was named after its content and parameters, e.g.: random-512k-k3-n5.m3u8. To
conduct a trial with given parameters, then, the client provides the value of l to our
modified Livestreamer implementation and supplies the playlist which corresponds
to the remaining parameters.
The data file downloaded in each of our experimental trials is an 8 MB file filled
with pseudorandom data. We chose this to prevent the on-the-fly compression
employed by some CDNs from introducing anomalous results. If our sample data
were appreciably compressible, the case in which k = 1 could have unexpectedly
high performance due to this compression, whereas for any k > 1, shares of the same
data are by themselves indistinguishable from random data and therefore essentially
incompressible. This was done for the purpose of performance experiments only; the
protocol was confirmed to work correctly with a variety of types of data, including
actual audio/video streams.
Our performance evaluation focuses on network performance in terms of throughput and latency, as well as shielding the origin server from traffic. The first two
quantities are defined for multi-CDN requests analogously to definitions from Chapter 4. Specifically, throughput is the number of reconstructed bytes transferred
per unit time, and latency is the time from initiating a request to the receipt of
the first successfully reconstructed data. Theoretically, and in the absence of local
bottlenecks, the optimal values for these properties would be the same as those
derived for ReMICSS, with our integrity parameter l substituting for their µ as the
number of shares downloaded per unit. In this case, the unit is a segment, rather
than a symbol as in the ReMICSS formalism or a packet as in their implementation,
but with longer streams or smaller segment sizes this distinction averages out.
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Figure 5.3: PlanetLab node locations

5.2.1 PlanetLab Testbed
Our experimental testbed comprises nine hosts selected from around the globe. The
first host is a local workstation in our lab. This system is a Dell Precision T7600
with 32 GB of RAM and 24 cores, and it is situated on the same university network
as our origin server. Due to this close network proximity, we do not use this lab
workstation in any experiment affected by the throughput or latency between hosts
and the origin server, including our baseline comparisons (Section 5.3). However, it
is useful to have a powerful and proximate host for experiments in which all data
is served via CDN (making the relative location of the origin irrelevant) as well as
when verifying the correctness of our proof-of-concept rather than its performance.
The other eight hosts are nodes from the global PlanetLab testbed [89], chosen to
demonstrate how SecretStream behaves in a variety of locations on the Internet. We
encountered several challenges in setting up PlanetLab experiments. We first had
to identify which of the 1000-plus nodes advertised by the PlanetLab Central API
were actually functioning and could be connected to, narrowing our choices to about
150. After this, we chose eight nodes based on (1) variety in geographical location,
(2) variety in round-trip times from the origin server, and (3) consistency in roundtrip time, indicating a reliable network connection. After these considerations, we
arrived at the list summarized in Figure 5.4. The geographical distribution of these
nodes is shown in Figure 5.3, with the star indicating the location of our origin
server and each dot representing an experimental node.
4

All experiments on MX exclude Microsoft Azure, as the CDN host was not accessible at that
location.
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Node

RTT (ms)

IN
ON
MT
MX
CA
CZ
JP
AU

23
36
45
64
75
129
212
236

Location
Bloomington, Indiana
Waterloo, Ontario
Bozeman, Montana
Mexico City, Mexico4
Los Angeles, California
Prague, Czech Republic
Nagoya, Japan
Melbourne, Australia

Figure 5.4: PlanetLab node selections
Our first set of experiments on PlanetLab showed extremely low throughput,
and upon further examination we determined that there was a new challenge:
CPU bottlenecks. Each user on a shared PlanetLab node is given a very limited
amount of processing power, to a point where the Lagrange interpolation needed
to reconstruct data from shares is much slower than receiving that data from the
network. Since our experiments are meant to measure network behavior, this
limitation would prevent us from drawing useful conclusions. To address this issue,
we introduced a “dummy” secret-sharing algorithm into our modified Livestreamer
client which replaces the reconstruction computation with a simple copy of one
of the shares. In this mode, the client is still required to wait for the l shares of
data needed to reconstruct and check for integrity, but it does not need to perform
the CPU-intensive calculations. The resulting data will be incorrect, but this
modification would allow us to use PlanetLab nodes to evaluate the performance
we could expect on a host without the same resource constraints.

5.2.2 Choosing an Efficient Segment Size
In preparation for our main network performance evaluation, we needed to determine
the values of any controlled parameters which may affect throughput or latency. In
an ideal world, the size of the chunks into which media files are segmented should
not make a significant difference in the average throughput or the time between
the first request and the first delivered data. However, we suspect that in practice
this may have an effect, so our first experiment is designed to test first whether
there are noticeable changes due to segment size, and if so, what size will provide a
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Figure 5.5: Maximum throughput (left) and minimum latency (right) by chunk size
balance between high throughput and low latency for further experiments.
This experiment was conducted from our local lab workstation, since we knew it
would have a reliable, high-bandwidth Internet connection and sufficient processing
power, and because all of the traffic being measured would be delivered via CDN.
We fixed k = 3 and l = 4 (with n of course being all five CDNs) as a random
choice of parameters for our first set of trials, intended to see whether segment size
appears to have any appreciable effect at all. If it did make a noticeable difference,
we would conduct further trials.
To set up this experiment, we split our 8 MB random data file into a set of
segments and corresponding HLS playlist for each power-of-two chunk size from
64 KB to 2 MB. We created shares for each segment set with k = 3 and n = 5,
placing the shares on our share server and the playlist on the authenticated server.
For each playlist, we downloaded the file twice with a fixed l = 5 to ensure all of the
chunks were in the CDN caches, then ran 20 trials with the actual parameter l = 4,
recording the throughput and latency for each. The results, given in Figure 5.5,
demonstrate that the segment size does indeed have an effect on network behavior,
and show that the effects begin to level off around 512 MB. When we ran the same
experiment again with k = 2 and l = 2, the throughput and latency changed, as
would be expected, but the ideal balance was in approximately the same place. As
a result, we chose 512 MB for the segment size in all of our subsequent experiments.
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5.3 Performance Evaluation
In evaluating the performance of SecretStream, we wish to determine both the
internal effects of the system’s parameters as well as the external comparison
to existing CDN-based media streaming. We carry out our evaluation in two
phases. First, we collect performance data from our SecretStream prototype client
for each point in the parameter space. Segment size is fixed as determined in
Section 5.2.2, n is either 1 (typical single-CDN or origin streaming) for baselines or
5 for SecretStream, and k and l take each integer value with 1 ≤ k ≤ l ≤ n. After
collecting this full data sample at each node, we query the results to discover the
effects of changing variables.
Our data collection process included three experiments, each of which followed
a similar process. After setting up our 8 MB random data file on the origin server
and creating the corresponding playlists, we would run the SecretStream client
twice with a fixed l = 5 to warm the CDN caches, then begin streaming with
the appropriate k and l. Our modified client would record the inter-arrival times
of each reconstructed piece of data, allowing us to determine overall throughput
and request latency. The first experiment streamed to each node directly from
the origin server, with about 2500 trials at each node. The second experiment
then streamed to the nodes directly from each CDN in turn, with 4000–5000 trials
per combination (varying due to occasional unreliability of PlanetLab networks).
The final experiment used SecretStream with all 5 CDNs and iterating over the
parameters as described above, again with 4000-5000 trials for each parameter
combination. Due to the unreliability of PlanetLab nodes and networks, we found
that these experiments would occasionally hang and need to be restarted. To
account for this, we continued to run the script on each node until it continued
successfully for at least 24 hours and then used the data from that iteration.

5.3.1 Effects of k and l
Our primary experiment is to measure the effects of different sets of secret sharing
parameters on network behavior. However, we expect to obtain different results
from existing multichannel work. ReMICSS, for example, was concerned with
finding optimal performance, and was thus evaluated in a laboratory environment
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with completely separate channels. Our work instead uses the more practical case
of hosts with a single connection to the Internet through which all of the data
will have to be funneled. Given sufficiently high bandwidth in the last mile to
accommodate each CDN sending at full speed, we would expect a similar result.
However, since CDN nodes and networks are designed to move large quantities of
data, it is likely that the local connection will be saturated before the CDN has to
slow down. In our experiments, therefore, we anticipate a more straightforward
inverse relationship between throughput and l, the number of shares requested
per segment. Regardless of where the bottleneck lies, we expect the value of k to
make little difference in the network behavior, since we cannot perform the required
integrity checks before reaching l shares.
Once we solved the problems discussed in Section 5.2.1, the data from our
network behavior experiments began to match our predictions. The effects of the
secret sharing parameters k and l on throughput are shown in Figure 5.6. We note
that the decreasing throughput is not exactly in inverse proportion to the value of
l as we would expect in a quiescent network, but the trend is generally consistent
with our expectations. We can also see that the choice of k has little to no effect on
median throughput, which again is as expected, nor on the location of the quartiles
in our measurements, indicating that it also does not affect variability.
Another interesting trend in these results is that we see more variability, as
indicated by the interquartile range, for lower values of l than for higher ones. This
is due to the differences in throughput among the CDNs at each node. When one
or two of the CDNs is significantly slower than the others, there can be a greater
difference in the overall throughput due to a different random CDN selection for
the shares. This does not affect the outcome when l = n since every CDN provides
a share for every segment, but the potential random variation at l = 1 is more
significant. This is also an artifact of our experiments having a low number of
segments (16 chunks of 512 kB); streaming a larger file or splitting it into more
pieces would smooth out the variation due to random choice.

5.3.2 Benefits of Using CDN
To determine whether SecretStream continues to offer the benefits which would
be afforded by a CDN, we compare it to the common, non-secure alternatives for
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media streaming as a baseline. All but the largest content providers will typically
choose one of two options: serve content directly from their own origin servers, or
choose a CDN to host and/or cache the content. Notable advantages of using a
CDN, as mentioned before, include offering a low request latency at many places
around the world and shielding the provider’s server from unpredictable or heavy
network traffic. SecretStream must not negate these benefits, at least not in all
configurations, or there would be no reason to use it rather than self-hosting to
avoid untrusted CDNs. We will therefore examine each of these advantages in turn,
comparing our system to the two common alternatives.
We first examine request latency. To provide appropriate baselines for comparison, we measure the latency of making an HLS request to each individual CDN
in our testbed, as well as directly to the origin server itself. We expect to see the
CDNs consistently outperform the origin server—this is unsurprising—but we will
pay close attention to where the latency of SecretStream falls for various parameter
choices. Clearly we cannot expect it to outperform the fastest CDN at any given
location, but it may still be able to beat some of the slower ones at smaller values
of l. As we increase l, we are adding confidentiality and/or integrity protection
(depending on the choice of k), and we would like to see how high this value can be
before our latency passes that of self-hosting from the origin server.
The resulting data is shown in Figure 5.7. For each node, we plot the individual
CDN latencies on the left side and the SecretStream latencies for each value of l on
the right. (We normalize each node’s measurements by its origin request latency
to ease comparison.) The results fall into three classes. Nodes IN, ON, MT, and
MX have a consistently high CDN-to-origin latency ratio, i.e. they benefit the
least in terms of latency from switching to a CDN. For these nodes, the break-even
point for SecretStream is typically around l = 2. For nodes with a consistently low
CDN-to-origin ratio (CA and CZ), the additional latency due to SecretStream was
more than compensated for by the CDN benefits for all l values we tested. Nodes
with mixed CDN-to-origin latency ratios would fall somewhere in between; in our
experiments JP and AU both broke even between l = 3 and l = 4.
The second selling point of CDN-based streaming is a significant reduction in
load on the origin server. A majority of requests can be served from the CDN cache,
and only misses are requested from the origin itself via origin-pull. SecretStream
should allow providers to continue to benefit from this load-shielding behavior. As
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Figure 5.7: Request latency of SecretStream vs. individual CDNs, with quartiles,
normalized by latency to origin server (node MX could not reach Azure)
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Figure 5.8: Percentage of hourly traffic requested from origin server: direct from
origin (above) and via CDN and SecretStream (below)
we have done with latency, we will compare the improvement of CDNs over direct
origin streaming to the improvement of SecretStream over the same. We hope to
see that the proportion of total traffic which must be requested from the origin is
comparable between the two cases.
We can determine exactly how much data is served by the share server in each
experiment by consulting our Apache logs, but we do not have detailed logs for each
CDN showing exactly how much traffic they handled. Since all playlist requests
must be directed to our authenticated server, we can count the number of times
that SecretStream was run over the course of our experiments. Each run represents
8 MB of data served to a client, so we can multiply this by the number of playlist
requests to calculate the total data served to clients. We can then compare our
measured origin traffic with the total amount of data served by the CDNs.
This comparison appears in Figure 5.8, plotted for each hour from the beginning
of a trial to the end. Each plot shows the percentage of total traffic which was
requested from the origin server, roughly the miss ratio for requests over each
hour. To verify that our method for traffic estimation is accurate, we first plot
this for the trial in which data was streamed directly from the origin. The steady
100% verifies that our estimation method is sound. Our second plot superimposes
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the origin traffic for CDN and SecretStream streaming trials which were running
simultaneously across PlanetLab. The first hour shows a higher miss rate as the
CDNs’ caches warm up, after which both SecretStream and individual CDNs are
able to reduce the origin load by over 96%. The difference between our system and
direct CDN usage is negligible for most of the experiment, and in any given hour
comprises no more than 2% of the total traffic.
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Chapter 6 |
The Future of Multichannel
The Internet continues to change the way we live in ways that could never have
been predicted. If we examine how it has grown, several pertinent trends are
evident. First, online communication and connectivity has become more and
more pervasive, entering into an ever larger portion of everyday life. In a similar
vein, we place increasingly more trust in online services that handle important
information, whether for reliable safeguarding or trustworthy dissemination. The
actual trustworthiness of the Internet seems to be going in the opposite direction,
however, as governments, organized threat groups, and rogue entities all vie for
control of and access to our online information.
The technologies currently in practice for protecting this information are a
monoculture of sorts in that they are virtually all based on the same traditional
model of encrypt-send-decrypt. We have seen this model fail a number of times
in the last decade, but without a concrete alternative technique which lies outside
the monoculture, there is no way for us to effectively defend in depth. Our thesis
lays the groundwork for filling this gap, and we see many possible directions for
engineering applications and subsequent research to explore.

6.1 Future Applications
6.1.1 Adaptation of PSMT Protocols
Our secret-sharing protocols in this work follow in the tradition of Blakley’s courier
mode proposal, where messages are sent with only a best-effort expectation rather
than having any guarantee of reliability. However, the Perfectly Secure Message
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Transmission problem posed by Dolev et al. [40] as well as the various literature
surrounding it, includes as a requirement reliable transmission from sender to
receiver. As may be expected, the solutions which have arisen from this body of
work share much in common with reliable transport protocols. Instead of layering
TCP over ReMICSS for reliable multichannel secret-sharing protocols, this work
could be adapted to real network protocols as we have done with the conceptual
proposal of secret sharing in courier mode.
Sophisticated reliable transport protocols typically include additional features
such as congestion control or avoidance, which can have a significant effect on their
behavior in real-world networks. Incorporating these features into a PSMT-based
transport protocol would not be a trivial task. Modeling the interactions among
multiple channels rather than a single path would involve a complicated application
of queueing theory. Approaches from related protocols such as Multi-Path TCP
may be informative, but they could not be used directly for many of the same
reasons that we could not base our work on an existing multipath protocol.

6.1.2 Adaptation to Other Protocols
Transport-layer PSMT is only one of many possible forays into novel protocol
engineering which could follow from this work. Another possibility is the integration
of ReMICSS with IPsec at the network layer. In our current design, ReMICSS
intercepts IP traffic, then encapsulates the shares in UDP to send to their destination.
This simplifies the protocol implementation, but it adds a full set of UDP/IP headers
to the data which are not strictly necessary. IPsec is designed specifically to handle
this sort of encapsulation while minimizing the extra header overhead.
There is room to explore in the realm of CDN-delivered media streams as
well. For instance, due to the similarity between HLS and MPEG-DASH, our
SecretStream playlist and client modifications could be ported to DASH manifests
and players. Given an HTML5 implementation of the DASH protocol (such as
dash.js1 or bitdash [90]), this would allow SecretStream to integrate seamlessly
with modern websites, opening many avenues for potential research integrating
Web concepts with multichannel streaming.
1

https://github.com/Dash-Industry-Forum/dash.js
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6.1.3 Channel/CDN Distribution Algorithms
There are also performance-related adaptations which are unique to our multistream model. Our system uses a simple “round-robin” approach to distribute
media chunk requests among CDNs, but this could be extended to follow network
conditions in many of the same ways as the ReMICSS system, with individual
chunks substituted logically for individual packets. Specifically, CDNs with lower
throughput or higher latency from a given host could adaptively be given fewer
requests, or those involved in failed integrity checks gradually avoided.

6.2 Future Research
One significant lesson learned from our work is, as noted in Section 5.2.1, that
the reconstruction operation in Shamir’s formulation of a threshold scheme is
computationally intensive. We have focused on network behavior in this thesis,
but CPU behavior is another aspect worth considering. Less powerful systems
or hosts needing to transfer with high throughput may find Shamir prohibitive,
whereas other secret sharing formulations may fare better in this regard. We hope
to investigate the possible alternatives and compare them to our SecretStream
results in terms of computational requirement.
On a related note, in our evaluation of SecretStream, we focused intentionally
on the “video on demand” use case in order to stress the client’s behavior. We
hope to conduct a similar analysis of the provider’s role in the system, in which it
would be natural to shift the stress by focusing instead on the “live stream” use
case. In this scenario, the video is being produced as it is being watched, so the
ability of the server to keep pace is crucial. Similar considerations with respect to
secret sharing formulations would apply here as with the client, only looking at
share generation rather than reconstruction.
Another issue of focus is the security properties involved. We treat confidentiality,
integrity, and to some extent availability (in the form of reliability), but there are
other important properties, even among those currently served by encryption. For
instance, can multichannel concepts be used to augment non-repudiation? This
could provide significant utility even to some of our motivating scenarios. For
example, after a financial transaction takes place online, if one party claims it was
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conducted fraudulently by exploiting a cryptosystem flaw, can some analogue of
our work provide additional evidence that it was not?
An important and intentional consequence of the segmented nature of streaming
protocols is that they are adaptive. Clients can easily respond to changing network
conditions by changing which media segments they request. Deciding when to do
this, however, is an active research topic. Algorithms based on latency or throughput
estimation [91–93] were originally common, though more recent work has shown that
adaptation based on the fill state of the dejitter buffer can be more effective [94, 95].
Can current estimation- and buffer-based adaptive algorithms [91–93, 95] adapt to
the particular behavior of multi-CDN systems?
Our work also introduces a parameterized security dimension to streaming
media, and we envision the potential for similar agility benefits in this regard.
Performance is no longer the only factor that can change over time; data sensitivity,
network threats, and risk in general may also be dynamic. The contents of the media
stream may shift between unimportant topics and critical ones, prompting extra
attention to data integrity and confidentiality. Or there may be new indications of
an adversarial presence in the network, also leading to additional precaution. We
hypothesize that techniques similar to those used to adapt to changing network
performance can also be used to adapt to changing network security. This would
combine the adaptive, stream-switching capacities of HLS or DASH with our
tunable parameters k, l, and m which define security priorities.

6.3 Concluding Remarks
Private communication is an ever-evolving art and, in the digital era, one upon
which society has become progressively more reliant. But—as evidenced by a
now-constant stream of corporate data breaches, personal information leaks, and
digital privacy invasions—it is an art which is far from perfect. The longevity
of cryptography warrants its inclusion in our privacy toolbox for years to come,
but the time is ripe for the creation of some orthogonal tools to reinforce and
complement it. We have been encouraged to see, through the recent proliferation
of online two-factor authentication options, that time-tested security practices of
defense in depth can be introduced into practical, everyday use. It is our hope that
privacy will soon follow in the same footsteps.
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Appendix |
Dynamic Protocol Switching
1 Architecture
DIBS is a system for creating and manipulating dynamically insertable bump-inthe-stack protocols (or DIBs) in the network stack of a running device, allowing it
to change protocols in response to changing conditions. A high-level overview of
the system’s functionality is given in Figure .1: each host is running one or more
protocols as DIBs, and the system can select the protocol over which any given
connection is routed, as well as change this selection over time. The entire maneuver
happens transparently to communicating applications, with no interruption to the
connection between hosts.

1.1 Required Properties
In order to make DIBS adaptable to as many different circumstances as possible,
we require that it be designed to be highly transparent, flexible, and agile. Transparency will ease deployment and allow the system to be used with many different
applications. Flexibility will allow it to address a variety of different situations,
and agility will allow it to adapt as the situation changes.
The first required property is transparency. DIBS should require no modification
to existing applications, no customizations to the kernel, and no additional network
hardware. Applications should be oblivious to the fact that different protocol stacks
are being used. Furthermore, the system should not introduce significant network
or processing overhead beyond what the protocols themselves would require. This
property ensures that deployment is non-invasive and requires minimal effort. It
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Figure .1: Overview of DIBS functionality, shown with bump-in-the-stack protocol
P1 selected for a given connection between hosts A and B
also allows DIBS to be layered with other protocols and applied to traffic from any
network application, regardless of whether its source code can be modified.
Note that we are referring here to transparency of implementation, i.e., that
applications require no modification to benefit from DIBS. The effects of changing
protocols on network traffic throughput and timing are of course visible to the
communicating programs (as we illustrate in the experiments in Section 2). However,
the visible effects are essentially the same as those of normal in-network fluctuations
such as congestion or route changes. Essentially, since applications are already
designed to handle these expected network conditions, even the aspects of DIBS
which are visible to applications will not require any implementation changes.
The second property that DIBS must fulfill is flexibility, both in selecting traffic
and in selecting the protocol over which to send it. The system should be able to
select individual connections based not only on the destination host address, but
on a variety of other criteria including network port, user, and time of day. These
selection criteria should be modifiable, as they will change over time in response to
changing threats. DIBS should also support arbitrary, custom bump-in-the-stack
protocols, so that new, experimental, or classified protocols can be implemented
easily and without relying on kernel support.
One essential aspect of this flexibility is that the modifications to the configuration are not dictated by DIBS itself. Protocol maneuvers can be executed by any
user or process on the device which is granted network administration capabilities
(typically only the root user). This lends itself to diverse possibilities. For example,
a specially privileged application, or even a hardware switch, could be manually
operated by the device user to change protocols. Maneuvers could be effected
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by an administrative process which receives instructions from central command.
A protocol switch could even be prompted directly by alerts from an intrusion
detection system or environmental sensor which indicates a change in the cyber or
physical environment. DIBS is designed specifically to avoid standing in the way of
these possibilities.
Finally, DIBS must provide enough agility to change protocols for any traffic at
any point in time. It must be able to do this without interrupting ongoing network
connections, since doing so would break transparency to applications. However,
it is not acceptable to wait for connections to complete before applying protocol
changes, as this would delay the response to a new threat, and any long-running
connections would not be affected. Therefore, the system must be able to reroute
traffic to other protocols immediately and without interruption.
All of these properties are achieved by constructing DIBS as a novel organization
of a limited set of building blocks: only those networking features which are
already present and enabled in the default Linux routing infrastructure. The
following sections describe how these features are used in a non-traditional fashion
to achieve the system goals. DIBS uses these mechanisms first to adapt the
protocols themselves, then to select and intercept traffic, and finally to redirect
it transparently between different protocol implementations, all while modifying
nothing other than routing and firewall configuration. In particular, this approach
obviates the need for a separate meta-protocol to manage bumps, and it also avoids
the potential overhead which could be caused by introducing new components into
the fast path of the network stack.

1.2 Adapting Protocols to DIBS
The first step in adding a bump is implementing the protocol in such a way that
it can be used by DIBS. Adding protocol-implementing middleboxes (e.g., VPN
gateways) to the network would be a simple solution to this problem, were it not
for the requirement that DIBS be deployable without modifying existing networks.
Likewise, the bump could easily be added to an unmodified kernel using loadable
kernel modules, but this could not be selectively applied to applications unless they
are modified to request it.
In order to satisfy its design goals, therefore, DIBS takes a different approach,
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Figure .2: Using policy routing to intercept a specific connection on host A and
route it via DIB protocol P1
in which each protocol bump is handled by a userspace program rather than in
hardware or the kernel. Userspace implementation simplifies the development of new
protocols by allowing them to be tested without the possibility of a bug crashing the
entire system. It has been used successfully for experiments and prototyping with
protocols such as SCTP [96] and AODV [97]. Some bump-in-the-stack protocols
even use this approach for their primary implementations, due to its ease of testing
and maintenance. Two examples of this (both of which are used in the evaluation of
DIBS) are the TLS-based OpenVPN protocol [98] and our multichannel ReMICSS
protocol. This benefits DIBS in that new and experimental bumps can be developed
easily, as the only requirement is a userspace protocol implementation.
Writing a protocol in userspace can be accomplished simply on Linux by making
use of the kernel’s TUN/TAP driver [99], which allows a process to create or attach
to a virtual network interface. The process will receive and handle any packets
which are handed down from higher layers via this interface, and it can then
manipulate or encapsulate them according to the new protocol. When data arrives
over the protocol, the process can then use the interface to inject higher-layer data
back into the regular IP stack.

1.3 Intercepting Traffic
Once there is a custom protocol process awaiting packets on a virtual interface,
DIBS must select and route traffic via this interface so that it can be handled
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by the protocol implementation. Typical network bumps such as VPNs do this
simply by adding an entry to the system routing table. However, the Linux routing
tables only match packets by their destination host address or prefix. This is far
too coarse to meet the flexibility requirements of DIBS. In particular, it cannot
even be used to select one specific connection; all traffic destined for a particular
host is routed via the same interface. Considering that the custom protocol will
likely generate traffic to send to the same destination as what was intercepted,
attempting to use routing tables alone will often cause a loop in which the output
of the protocol is routed back to it as input.
The problem is that, in a typical routing configuration, outbound network
interfaces are chosen exclusively by routing table entries, so the system cannot
direct traffic to the virtual interface without using the routing table in some way.
For DIBS to provide the fine-grained traffic selection it needs while still ending up
at the routing table, it must coordinate several other features of the Linux network
stack. Some of these, like iptables, are very common; others, such as the Routing
Policy Database, are infrequently used outside of advanced routing environments.
IP packets from applications begin their traversal of the Linux network stack
at the iptables routing and filtering framework. Rules in iptables can be used
to identify traffic very selectively—not only by source and destination address
and port, but by any other field in packet headers, as well as based on external
properties such as the originating user or the current time. This easily satisfies the
requirement for flexible traffic selection.
With iptables and routing tables, DIBS has a means of selecting traffic to be
intercepted and a means of sending traffic to the virtual interface, but it still needs
a means of connecting the two. To accomplish this, it exploits three of the Linux
kernel’s policy routing features: packet marking, the Routing Policy Database
(RPDB), and multiple routing tables. As described above, a single routing table
entry in the default table is not sufficient to separate traffic which should and
should not be routed to a custom protocol. However, if each bump is given a
separate, non-default routing table which routes all traffic to the corresponding
virtual interface, then a more general routing policy can be used to decide which
bump will be used.
The first step is to set up these separate routing tables. For each protocol Pi
which is to be handled by DIBS, a table called dibi is created and populated with a
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single rule directing all traffic to the protocol’s TUN/TAP interface. Then a rule is
entered in the RPDB to select that table for any packets marked by iptables with
the corresponding number. For example, routing for two custom protocols is set up
with the following commands:
ip
ip
ip
ip

route add table
rule add fwmark
route add table
rule add fwmark

1
1
2
2

default via tun0
table 1
default via tun1
table 2

The final step is the configuration of iptables to set the firewall mark (“fwmark”)
on packets according to the protocol they should use. For each class of traffic which
should be routed via DIBS, an output rule is added to the iptables firewall to select
and mark it. For example, this configuration:
-p tcp --dport 80 -j MARK --set-mark 1
-m owner --uid-owner tom -j MARK --set-mark 2
would route all HTTP traffic over protocol P1 and all traffic from the user “tom”
over protocol P2 .
Figure .2 shows the interaction between all of the routing features required to
make DIBS work. An IP packet is generated by the network application and enters
the Linux protocol stack. The iptables firewall marks the packet with the number
of the appropriate DIB, if any, based on the given selection criteria (and potentially
the connection tracking mechanism detailed in the next section). This mark is
used by the Routing Policy Database to choose an alternate routing table, which
then sends all traffic to the virtual TUN/TAP interface. At the other end of this
interface is the DIB protocol implementation, which then processes, encapsulates,
and transmits its own traffic as the DIB protocol dictates.

1.4 Switching Protocols
Although transparency and flexibility are certainly important, the most significant
advantage of the DIBS architecture is the ability to enable, disable, or switch
between protocol bumps on the fly. Given the policy routing infrastructure set
up in the previous sections, the only change that needs to be made in order to
change the DIBS configuration for a particular connection or class of traffic is the
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fwmark being assigned to its packets. This means a bump in the stack can be
added, removed, or changed for any given traffic with a single iptables command.
While this is impressive in itself, the transparency of DIBS adds a further benefit.
Since the changes happen at the network layer and are transparent to applications,
protocol-switching maneuvers can be carried out with no interruption whatsoever
to ongoing connections.
This configuration allows each host to determine when outgoing traffic should
be moved to a different protocol, but the decision for return traffic must be made
on the other host. Ideally, if one host actively switches to protocol P1 , the other
should follow suit. This behavior can also be achieved with iptables by taking
advantage of its connection tracking module. This feature stores a small amount
of state for each connection made by the host, including a freely usable “ctmark”
akin to the fwmark for packets, but which is associated with the entire connection
rather than individual packets. Rather than setting the fwmark for every matching
packet, DIBS can instead set the ctmark once and let iptables copy it to each
packet belonging to the connection.
A clever application of this connection marking feature allows DIBS to switch
protocols automatically in response to a switch on the remote host. As soon as
traffic begins to arrive from the remote host on a new virtual interface, DIBS
updates the ctmark for the corresponding connection so that any return traffic
is routed back through the same protocols. This can be done very succinctly in
iptables by creating a single input rule for each protocol which selects packets based
on the interface on which they arrived and sets the connection mark accordingly:
-i tun0 -j CONNMARK --set-mark 1
-i tun1 -j CONNMARK --set-mark 2
In addition, the connection mark can be manipulated for individual connections
without having to add a full-fledged rule to the iptables firewall ruleset. One utility
for doing this is the “conntrack” command-line utility available as part of the
standard conntrack-tools package from the iptables development project. Given
a utility such as this, applications can reroute connections individually based on
properties which are not even available to iptables, such as the sensitivity of data
being transmitted, or simply by user request.
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Figure .3: Connection throughput and CPU usage when switching between unmodified communication (0–10), ReMICSS (10–20), and VPN (20–30)

2 Evaluation
For our experimental setup, we deployed DIBS on a pair of hosts connected to a
quiescent network. Each host was a Dell Precision T7600 workstation running Arch
Linux with kernel 3.19.3 and configured with two DIB protocols in addition to the
default unmodified network stack. The first protocol was ReMICSS (see Chapter 4.
The second DIB was OpenVPN’s TLS-based virtual private networking protocol.
Since OpenVPN already uses TUN/TAP interfaces with a userspace process to
implement its protocol, it was a natural candidate for adaptation as a DIB. To
support these particular DIBs, the hosts were connected by three independent
gigabit Ethernet links. Unmodified and OpenVPN communications used only the
first link, whereas ReMICSS of course uses all three simultaneously.
The experiment was carried out as follows. Both DIB processes were started and
allowed to run in the background, and the system was initially configured to send
all communication over the unmodified protocol stack. The Netperf benchmarking
tool1 was used to generate a stream of TCP traffic from one host to the other.
Over the course of the 30-second experiment, the DIBS configuration was modified
once every ten seconds. At time 0, the system was in its initial state (unmodified
network stack). At time 10, the iptables rule was changed to use ReMICSS instead,
and at time 20 it was changed to route Netperf traffic over the VPN instead.
We collected two datasets during each run of this experiment. The first dataset
1

http://www.netperf.org/
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Figure .4: Baseline performance of individual DIB protocols
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was a packet trace from each of the DIB virtual interfaces as well as the physical
interface (for unmodified traffic). These packet traces were merged together, and
the sequence numbers in the TCP packets were used to calculate the average
connection throughput at 0.25-second intervals. The second dataset was CPU
usage, calculated via half-second samples of the Linux /proc/stat interface.
The results of the experiment are shown in Figure .3, with the CPU usage
superimposed on the network throughput. Each time the DIBS configuration
is changed, the difference in protocol properties appears prominently. To start,
the unmodified protocol stack provides the highest performance and lowest CPU
usage, but adds no security. This would be ideal for preserving battery life during
activities which are not sensitive. The switch to ReMICSS demonstrates the other
end of the spectrum, sacrificing both throughput and processing for maximum
information-theoretical security. Multichannel security could be used for missioncritical communications which require security as a top priority. Changing from
ReMICSS to the VPN DIB shows an increase in throughput and a small drop in
processor usage, indicating that it could be use when a balance between these two
extremes is desired.
In order to demonstrate that there was no additional overhead incurred by the
use of DIBS, we also measured the throughput and CPU usage of each protocol
in isolation, as well as of the system without DIBS interception. This baseline
is shown in Figure .4. The values for throughput and CPU usage without DIBS
match closely to the graph of the previous experiment, and the results for disabling
DIBS and running DIBS with no added protocol were indistinguishable. Since
DIBS is constructed from routing mechanisms which are already used in normal
system operation, this result is as expected.
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