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ABSTRACT
Smartphones equipped with barometers represent an untapped, and incredibly dense
source of surface pressure observations that could be used to improve numerical weather
prediction (NWP) forecasts. To explore their potential value, a series of observing system
simulation experiments (OSSEs) were performed using WRF-ARW and the PSU WRF-EnKF
Data Assimilation System at convective allowing scales to assimilate synthetic smartphone
observations of a severe weather event from 20 April 2015. The experiments assessed the
analysis and ensemble forecast performances for a variety of assimilation set-ups, testing the
effect of observation error, horizontal radius of influence (HROI), and assimilation frequency.
Additionally, neighborhood-based fractions skill scores (FSS) and relative operating
characteristic (ROC) curves showed that the rapid assimilation of smartphone data can produce
forecasts with more skill than forecasts that only rely on traditional surface observations
(METARs). These findings can be used to guide further research using real smartphone data to
supplement conventional observations or as a stand-alone observation network in otherwise datasparse regions.
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Chapter 1
Introduction
Initially motivated by studies attempting to use data collected from non-conventional
sources, such as road-based vehicles (Mahoney and O’Sulluvan 2013), and remote sensing
techniques that relied on the attenuation of cell phone signal strength to derive precipitation maps
(Overeem et al. 2013), this thesis explores the feasibility of assimilating surface pressure
observations collected from smartphones in numerical weather prediction (NWP) models. The
current network of surface observations (primarily METARs) has an average spatial separation of
about 100 km (Wheatley and Stensrud 2010), whereas the spatial distribution of smartphones
would have a strong correlation to population density (which in the United States is 35 people per
sq. km) given the fact that nearly two-thirds of American adults own a smartphone1. Observations
with this type of spatial density could be used to fill in the gaps between METARs or used as the
sole source of information in data-denied areas where humanitarian or military operations might
be conducted (e.g. Africa or the Middle East) to initialize relevant regional models.
Surface pressure is potentially the most useful single variable for a dense network of
surface observations like the one created by smartphones because pressure reveals more
information about the entire depth of the atmosphere (through the hydrostatic relationship) than
other surface observations (i.e. T2, Q2, or U10). Several studies (e.g. Whitaker et al. 2004; Dirren
et al. 2007) show that because of the covariance between surface pressure and geopotential
height, the assimilation of surface pressure observations can constrain errors throughout the depth
of the midtroposphere for synoptic scale patterns. Spatially dense observations can also identify
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the well-documented surface pressure patterns associated with convection. Fujita (1955) and
Wakimoto (1982) identified a convective mesohigh associated with strong downdrafts and the
subsequent cold pool that is a result of hydrostatic and non-hydrostatic processes. Engerer et al.
(2008) examined a series of research papers to determine that the average pressure rise associated
with this phenomenon is over 3 hPa, and Wheatley and Stensrud (2010) demonstrated how the
assimilation of altimeter setting (a quantity derived from surface pressure) can improve the model
depiction of cold pools and their associated mesoscale pressure patterns. Additionally, the spatial
scale of these convective pressure features is an order of magnitude smaller than the typical
spacing between METAR observing sites, and, as Madaus et al. (2014) suggest, a more dense
observation network such as the one created by smartphones could potentially resolve these
features and have a meaningful impact on improving short term forecasts which struggle to
predict mesoscale weather features (Roebber et al. 2004).
Mass and Madaus (2014) first published research on the use of surface pressure
observations from smartphones. In addition to providing relevant background information on the
smartphone pressure sensors and their possible impact on weather forecasts, their research
compared two different ensemble forecasts to judge the impact of assimilating smartphone
observations in a real-time ensemble Kalman filter data assimilation system. The first ensemble
used a variety of conventional observation sources (METARs, radiosondes, aircraft data, and
satellite-derived winds), and a second ensemble forecast added smartphone surface pressure data
to this mix of observations. Results from that work suggest that the assimilation of smartphone
observations improved the forecast of a heavy rain event in the Pacific Northwest.
This research further examines the use of observations from smartphones in NWP models
by assessing the impact the assimilation of surface pressure data from smartphones has on the
ensemble forecast of a severe weather event in Central Pennsylvania. Several severe storms
moved through Central Pennsylvania on the night of 20 April 2015. The synoptic environment
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consisted of a frontal boundary separating a shallow layer of cold northern air from a surge of
warm air from the south, and this set-up produced numerous thunderstorms with a propensity for
strong updrafts and rotating supercells. There were four primary, more persistent supercells which
all produced large hail and lasted for at least 45 minutes, and one storm produced a short-lived
tornado near Colyer Lake, Pennsylvania. In State College, Pennsylvania the storms brought
memorable hail and significant flooding to many local roads.
Unlike the Mass and Madaus (2014) work, this research focused solely on a set of
observing system simulation experiments (OSSEs) and synthetic smartphone data to test this new
observation source in the PSU WRF-EnKF Data Assimilation System at convective allowing
scales. The primary goal of this work was to determine the impact the assimilation of surface
pressure observations have on a regional ensemble forecast using an EnKF system, and the use of
OSSEs allowed the performance of the experimental simulations to be robustly analyzed because
there is a known truth for comparison and verification. Within this framework, the experiments
compared the assimilation of smartphone observations to the traditional source of surface
observations (METARs) while also testing the sensitivity of the resulting analyses and forecasts
to changes in observation error, assimilation frequency, and horizontal localization.
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Chapter 2
Data and Methods

2.1 Smartphone Data
Although the planned experiments were not assimilating real smartphone observations, a
representative error and spatial distribution had to be determined in order to create the synthetic
observations needed. The smartphone data utilized in this research was provided by
Cumulonimbus Inc., a private atmospheric company which created a smartphone application
(app) called PressureNet that allowed the company to collect pressure observations from users
who installed the app on their smartphone. Cumulonimbus Inc. made their data freely available to
researchers who registered with the company, and the collected data included the following
variables: date of observation, latitude, longitude, a unique and anonymous user ID for the device
that made the observation, the pressure observation, the observation units, the reading accuracy,
altitude, location accuracy, and the device type. The data was downloaded from PressureNet’s
server every hour and included all observations made since the last hour. Because of the sheer
number of observations and the geographic focus of the planned research, data was only
downloaded for the Northeast and Mid-Atlantic United States. For this domain, there was an
average of 50,000 pressure observations collected every hour from 27 February 2015 until 13
May 2015 (75 days), when the PressureNet data stream unexpectedly stopped returning
information.
The PressureNet data was used in several ways to help create synthetic smartphone
pressure observations. First, any surface pressure observation lower than 800 hPa or greater than
1100 hPa was excluded from the sample to eliminate unrealistic data points. Then, observations
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were grouped spatially into 3x3 km grids2. A standard deviation was calculated for every grid box
containing more than one observation, and the average standard deviation for the domain was
determined for every hourly data set. The hourly values were then averaged over the entire 75 day
period to determine a representative standard deviation for the PressureNet observations. Using
this method, the average standard deviation calculated was 2.34 hPa. This value is not unrealistic
given that the technical specifications for one of the barometers currently used in smartphones
lists the absolute error as ±2.6 hPa.3 Aside from the instrument error, the standard deviation
calculated in this research also captures some of the error associated with variation in terrain
height inside a 3x3 km grid square or the possibility of PressureNet observations being taken
from inside a tall building. The PressureNet observations were also used to define the locations of
the synthetic smartphone pressure observations. The latitude/longitude coordinates from an actual
hourly data set were chosen for the creation of all synthetic observations because this hour had an
average number of observations and a very typical spatial distribution of data points.

2.2 Model and Data Assimilation Setup
Version 3.7 of the nonhydrostatic Advanced Weather Research and Forecasting model
(WRF-ARW) (Shamarock et al. 2008) was used in conjunction with the PSU WRF-EnKF Data
Assimilation System (Zhang et al. 2006; Meng and Zhang 2007, 2008a,b; Zhang et al. 2009,
2011; Weng and Zhang 2012). The WRF model was configured with three, two-way nested
domains centered around State College, PA (Figure 2-1). Domain one (D01) is a 74x50 grid with
27 km horizontal grid spacing, domain two (D02) is a 136x139 grid with 9 km grid spacing, and

2

In the most observation-dense areas there were hundreds of data points inside a single 3x3 km grid.
ST Technologies, production data: http://www.st.com/st-webui/static/active/en/resource/technical/document/datasheet/DM00036196.pdf
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domain three (D03) is 202x238 grid with 3 km grid spacing. All domains have 43 vertical layers
and used the following model physics: the Thompson et al. (2008) microphysics scheme, RRTM
longwave scheme (Mlawer et al. 1997), Dudhia (1989) shortwave scheme, Eta surface layer
scheme (Janjic 1996, 2002), Noah land surface model (Chen and Dudhia 2001), and the MellorYamanda-Janjic (Janjic 1994) boundary layer option. D01 and D02 used the Grell-3D convective
scheme (Grell and Devenyi 2002), and no convective parameterization was used in D03.
The PSU WRF-EnKF data assimilation algorithm uses the ensemble square root filter
formulated by Whitaker and Hamill (2002) to estimate the current state of the atmosphere from
the available observations. First proposed by Evensen (1994), the EnKF uses an ensemble of
forecasts to produce a flow dependent error covariance for the prior state. The ensemble size
chosen was 30 members, and the initial ensemble and lateral boundary conditions were generated
using perturbations created with the “cv3” background error covariance option in the WRF threedimensional variational data assimilation system (3DVAR)(Barker et al. 2004) and the GFS
analysis from 1200 UTC 20 April 2015. The perturbed variables include the horizontal wind
components (u, v), potential temperature, geopotential, and water vapor mixing ratio.
The PSU WRF-EnKF Data Assimilation System can be adjusted by changing the
localization within the algorithm, and a series of three OSSE experiments were used to test the
sensitivity of smartphone observations to localization. Fundamentally, localization is applied in
data assimilation to limit the influence of distant observations on an analysis. However, there are
several, more subtle reasons for performing localization: it forces the EnKF to ignore correlations
between distant points which are assumed to be spurious due to a limited ensemble size, it saves
computation resources because each observation increment is only applied to a certain number of
nearby grid points instead of the entire domain, and localization can have a significant impact on
the geostrophic balance of the analysis (Greybush et al. 2011). In the PSU EnKF system,
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localization is controlled by a horizontal radius of influence (HROI), which is defined as the
localization cut-off in kilometers, and a vertical radius of influence, measured in number of model
levels. HROI values were varied between 100 km, 500 km, and 1,000 km to compare the effects
of localization.
The data assimilation experiments were also designed to test and compare results from
two different magnitudes of smartphone observation error as well as more rapid assimilation
frequency. The analyzed PressureNet data revealed a 2.34 hPa error, but some of the newest
smartphones are equipped with barometers with an absolute accuracy of ±1.0 hPa4. In order to
model this potential advancement in technology, several OSSEs used synthetic smartphone
observations with a lower error than the observations meant to represent the actual PressureNet
data. Additionally, previous studies (e.g. Snyder and Zhang 2003; Tong and Xue 2005; Dawson
et al. 2012; Dowell et al. 2011) have demonstrated the usefulness of rapidly assimilating radar
data in convective environments, and, with this methodology in mind, two experiments
performed data assimilation every fifteen minutes from 1500 to 1900 UTC on 20 April 2015 to
compare to the other experiments which assimilated observations every hour.

2.3 Creation of Truth and Synthetic Observations
The truth run was created by a single deterministic WRF forecast initialized at 00 UTC
on 20 April 2015 from the GFS analysis and forecast. This run reproduced the observed storm
structure well, including a line of isolated convective storms in Western Pennsylvania that evolve
into a supercell in Central Pennsylvania (Figure 2-2). The truth domain was sampled to produce

4

The Apple iPhone 6 uses the Bosh BMP280 sensor: http://aebst.resource.bosch.com/media/_tech/media/datasheets/BST-BMP280-DS001-12.pdf
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synthetic METAR and smartphone observations for the innermost domain at locations
representative of each observation system. A UCAR list of all METAR sites was used to
determine the location for the synthetic METAR observations in the domain, and the
representative coordinates from the analyzed PressureNet data were used for the synthetic
smartphone observations. Regardless of type, the observation locations were held constant for all
assimilation experiments. The synthetic METAR observations were created by interpolating the
truth field to the observation locations and adding Gaussian random error consistent with the
AFWA observation error tables found in the WRF 3DVAR system (Barker et al. 2004) for values
of pressure, temperature, u and v winds, and relative humidity (relative humidity values were
converted to mixing ratio values before being used in the EnKF). The synthetic smartphone
observations were created in a similar fashion except that the error added to the sampled surface
pressure observations was consistent with either the value calculated from the sample of real
PressureNet observations or the lower error meant to represent more advanced sensors. The errors
used to create the different synthetic observations are summarized in Table 2-1.
Table 2-1. Observation Errors Used for Creation of Synthetic Observations.
Synthetic METAR Variables
Temperature (T)
u winds (u)
v winds (v)
Sea level pressure (SLP)
Relative humidity (RH)

Observation Error
2.00 K
1.10 m s-1
1.10 m s-1
1.00 hPa
10.0 %

Synthetic Smartphone Variables
Surface pressure (PSFC)

2.34 hPa or 1.00 hPa

These methods produced approximately 600 METAR observations and over 15,000
smartphone observations per hour in D03. Due to the computational resources and time needed to
assimilate the observations, the smartphone observations were averaged to create “superobservations” (e.g. Oke et al. 2008) which reduced the number of observations to roughly 3,000
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per assimilation cycle. The super-observations were created by spatially binning the synthetic
smartphone observations into 3x3 km grids, and the average surface pressure observation from
each bin was then assigned to the average observation location inside the bin (Figure 2-3). This
not only reduced the number of observations to a more manageable number, but also reduced
some of the noisiness in the observations.

2.4 Experiment Design
All experiments used the same 30 ensemble members initialized at 12 UTC on 20 April
2015 so that the assimilation cycles started with identical initial boundary conditions. The
assimilation period was from 15 to 19 UTC on 20 April 2015, and the model simulations
extended out to 06 UTC on 21 April 2015 (Figure 2-4). A reference experiment was first created
by not assimilating any observations, and then a series of nine more experiments were conducted
to evaluate the potential of smartphone pressure observations to improve convective weather
model predictions. The primary group of experiments was composed of cases in which the
assimilation of only METAR observations were compared to the assimilation of only smartphone
observations or to the assimilation of both METAR and smartphone observations. Additional
experiments were conducted to assess the sensitivity of the data assimilation and subsequent
simulations to factors such as the HROI in the EnKF algorithm, the frequency of assimilation,
and the accuracy of the synthetic smartphone observations. The HROI and the timing of
assimilation were adjusted in order to investigate methods to optimize the assimilation of the
smartphone observations in the EnKF, and the observation error was lowered for a set of
experiments to represent a technological advancement in smartphone barometer capabilities. All
the experiments are summarized in Table 2-2.
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Table 2-2. List of Experiments.
Experiment Name
NO_OBS
METAR_ONLY

Experiment Description
No observations assimilated
Only assimilated synthetic METARs
Assimilated synthetic smartphone obs (2.34 hPa error)
500 km ROI
Assimilated synthetic smartphone obs (2.34 hPa error)
and synthetic METARs
Assimilated synthetic smartphone obs (1.00 hPa error)
500 km ROI
Assimilated synthetic smartphone obs (1.00 hPa error)
and synthetic METARs
Assimilated synthetic smartphone obs (2.34 hPa error)
100 km ROI
Assimilated synthetic smartphone obs (2.34 hPa error)
1,000 km ROI
Assimilated synthetic smartphone obs (2.34 hPa error)
every 15 min
Assimilated synthetic smartphone obs (2.34 hPa error)
and synthetic METAR obs every 15 min

PHONE_234
BOTH_234
PHONE_100
BOTH_100
PHONE_234_100KM
PHONE_234_1000KM
PHONE_234_15MIN
BOTH_234_15MIN

2.5 Ensemble Verification Metrics
The ensemble forecasts were evaluated using a variety of metrics for measuring
simulation accuracy and skill. The domain averaged root-mean-square difference (RMSD) was
calculated for surface variables (PSFC, T2, U10, V10, and Q2) between the ensemble mean and
the truth using

RMSD f 



1 N
 xT ,i  xF ,i
N i1



2

.

(1)

Here N is the total number of grid points, i, on the domain, x is the model variable, and T and F
denote the truth and forecast, respectively. The RMSD is a measure of simulation accuracy.
Several “neighborhood” techniques were also used to compare the various ensemble
simulations. Neighborhood probabilities were calculated with the methodology outlined in
Schwartz et al. (2010) and were used to create the fractions skill score (FSS) and relative
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operating characteristics (ROC) for the ensemble forecasts. A composite reflectivity greater than
or equal to 35 dBZ was chosen as the primary threshold for these different verification
techniques. First, all forecasts (including the truth and all experimental ensembles) were
converted to binary fields corresponding to this threshold. Each grid was assigned a 0 if the
composite reflectivity was less than 35 dBZ at that point or a 1 if it was greater than or equal to
35 dBZ, such that

 0, CRefl i  35 dBZ
.
BPi  
1, CRefl i  35 dBZ

(2)

𝐵𝑃𝑖 is the binary value at grid point i and 𝐶𝑅𝑒𝑓𝑙𝑖 is the model simulated composite reflectivity at
grid point i. From these values, ensemble probabilities (EPs) were created using

EPi 

1 n
 BP k ,i .
n k 1

(3)

𝐸𝑃𝑖 refers to the ensemble probability at the ith grid point, individual ensembles are denoted by
the subscript k, and n is the number of ensemble members (n = 30 for this study). These EPs were
used to visualize the ensemble of simulated storms for each experiment and make qualitative
assessments of ensemble performance in comparison with the truth run.
The BP values were also used to create neighborhood probabilities. Schwartz et al.
(2010) showed that the following neighborhood approaches are useful for high resolution
predictions because minor spatial displacement errors could dominate any analysis done with
binary values. For the ith grid point, the neighborhood probability (𝑁𝑃𝑖 ) corresponds to the
number of grid points within a radius of influence, r, in which some threshold, in this case a dBZ
value, was met, such that

NPi 

1
nr

nr

 BP
m1

m

.

(4)
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Here 𝑛𝑟 denotes the number of grid points within a certain radius of the ith grid point, and the
neighborhood probability can range from 0 to 1. Using this method, the BP fields become
smoother as the radius influence is increased (Figure 2-5), but the resulting fields still convey the
overall spatial distribution of the event (so long as the radius of influence isn’t too large). Just as
the 𝐵𝑃𝑖 values from all ensemble members were used to create the 𝐸𝑃𝑖 , a neighborhood ensemble
probability (𝑁𝐸𝑃𝑖 ) was calculated using all the ensemble values of 𝑁𝑃𝑖 as

NEPi 

1 n
 NPk ,i .
n k 1

(5)

With NPs for the truth and NEPs for each experimental case, the neighborhood method
can be used for verification purposes. The two metrics used were the fractions skill score (FSS,
Roberts 2005; Roberts and Lean 2008) and the relative operating characteristic (ROC, Mason
1982). The FSS is closely related to the Brier skill score (Brier 1950). The Brier skill score (BSS),
however, only compares binary probabilities and does not take advantage of the neighborhood
approach, while the fractions Brier score (FBS) uses fraction-based probabilities to perform a
comparison (Figure 2-6). Once the truth and forecast values have been transformed into NP and
NEP fields the FBS can be computed using

FBS 

1 N
NEPF ,i  NPT ,i 2 ,

N i 1

(6)

where N is the total number of grid points and 𝑁𝐸𝑃𝐹,𝑖 and 𝑁𝑃𝑇,𝑖 refer to the neighborhood
ensemble probability of the forecast and the neighborhood probability of the truth, respectively, at
the ith grid point. Because an FBS can be dominated by a large number of points on the grid with
zero measured dBZ, it is common to compare the actual FBS to the worst possible FBS (which
occurs when there is no overlap of fractional probabilities), where
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FBS worst 

N

1N
2
NEP

NPT2,i  .


F ,i

N  i 1
i 1


(7)

These two scores, 𝐹𝐵𝑆 and 𝐹𝐵𝑆𝑤𝑜𝑟𝑠𝑡 , are compared using the equation for FSS, as
defined by Roberts (2005),

FSS 1 

FBS
.
FBS worst

(8)

The FSS normalizes the ratio of the 𝐹𝐵𝑆 to the 𝐹𝐵𝑆𝑤𝑜𝑟𝑠𝑡 so that a forecast with no skill has an
FSS of 0 and a perfect forecast has an FSS of 1. In addition to FSS, the relative operating
characteristic (ROC) was also used in conjunction with the neighborhood probability approach to
compare the different experimental forecasts. The ROC relies on a series of 2 x 2 contingency
tables (Table 2-3) with various probabilistic thresholds for a yes-no determination (for example, if
the probability threshold is 50%, all grid points with a NEP or NP greater or equal to 50% are
counted as a “yes”).
Table 2-3. 2x2 Contingency Table.

Forecast

Truth
Yes
No

Yes
a
c
a+c

No
b
d
b+d

a+b
c+d

The results from the contingency table are used to calculate the probability of detection
(POD) and the probability of false detection (POFD) using the following equations:
POD 

POFD 

a
ac

b
.
bd

(9)
(10)

These two values are then plotted against each other for all probability thresholds to create a ROC
curve. The thresholds of 0%, 1%, 2%, . . . , 99%, 100% were used for all ROC calculations, and
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ROC curves were created for all experimental cases over the entire forecast period. Also, an
aggregate ROC was calculated for each case by using the sum of each variable in the 2 x 2
contingency table from each forecast time. The ROC curves were then used to calculate the area
under the ROC curve (AUC), which is a convenient, single scalar value for summarizing a ROC
curve. According to Buizza et al. (1999), if the area under a ROC curve is greater than 0.70 the
forecast is considered useful. A trapezoidal approximation was used to calculate the area under all
the ROC curves.

15

Figure 2-1. The three domains used in all model runs. Observations were only assimilated in the
innermost domain.
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Figure 2-2. Model simulated composite reflectivity for the truth simulation showing the simulated
storm’s evolution.
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Figure 2-3. Location of synthetic METAR and smartphone observations used for all experiments
after creating super-observations from the smartphone pressure data.

Figure 2-4. Schematic showing the timing of experimental model runs and the assimilation window
(in red).
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Figure 2-5. Neighborhood probabilities (scaled from 0 to 1) calculated with various radii of
influence using the same binary probability field (top right). The 10 km radius (top left) was used
for all neighborhood calculations.
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Figure 2-6. Example of how determining neighborhood probabilities can impact a verification
score. The binary probabilities are different for the center point, but each neighborhood probability
is equal. Figure from Schwartz et al. (2010).
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Chapter 3
Results

3.1 Sensitivity to HROI
First, the results from the HROI sensitivity experiments were analyzed. The mean RMSD
between the prior & posterior and the observations as a function of time during the assimilation
period (an observation-space sawtooth diagram) indicates that the data assimilation is working
well because there is less error between the analyses and observations than between the priors and
the observations (Figure 3-1). The 100 km HROI case produces the closest fit to observations for
all analyses while the priors for the 500 km HROI case are closer to observations at the beginning
of every cycle (Figure 3-1). When the analysis updates are plotted on a 2-D representation of the
domain, the larger HROIs (500 and 1,000 km) do a better job of representing the actual difference
between the prior and the truth at 15 UTC (all experiments had the exact same initial priors at 15
UTC), and the 100 km HROI case makes spurious updates to the prior that are not seen in the
truth (Figure 3-2). If the ensemble mean forecast is compared to the truth (Figure 3-3), the 500
km HROI shows the lowest RMSD for most forecast hours (except when looking at the results for
U10). The FSS results (Figure 3-4), however, tell a slightly different story as both the 100 and
1,000 km cases are slightly more skillful when averaged over the entire forecast period. However,
the FSSs were all very similar after the assimilation period, and during the bulk of the severe
weather period (19 – 23 UTC) the 500 km HROI did better than suggested by its average. With
these results in mind, the rest of the experiments were carried out with a HROI of 500 km as it
seemed to be a reasonable choice when trying to balance the accuracy of the simulations with
computational cost.
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3.2 Analysis and Ensemble Verification

3.2.1 Analysis Results
In order to assess the EnKF’s performance when assimilating smartphone observations,
several methods were used to examine the analyses produced by each assimilation cycle. The
PSU WRF-EnKF algorithm calculates diagnostic information that can be used to examine the
RMSD between the observations and the prior and analysis at each observation location. The
results (not shown) were very similar to those shown in Figure 3-1, and the plots represent the
typical sawtooth diagram often shown for data assimilation systems. For all experimental set-ups,
the EnKF produced analyses with better fit to the observations than the priors, and the cases that
used smartphone observations with lower error (1.00 hPa) consistently had lower RMSDs for
priors and analyses. These results suggest that in “observation space” the EnKF algorithm is
capable of processing smartphone data, and the system updates the analysis so that it is a better fit
to the observations.
Because the experiments were OSSEs and the truth was known, it was also possible to
perform “state space” verification on the priors and analyses and display RMSDs for analysis
verification (e.g. Dowell et al. 2004). The results (Figure 3-5) are slightly more inconsistent than
the observations space diagnostics. In many assimilation cycles, for example, the update actually
increases the RMSD from the prior to the analysis. As opposed to creating sawtooth diagrams
where the prior and analysis data points are shown on the same plot, simply comparing the
RMSD between the truth and the analyses produces results that are more telling (Figure 3-6).
After the fourth assimilation cycle at 18 UTC, all experiments that utilized smartphone
observations, except for the PHONE_100 case, produce analyses that better fit the truth for PSFC
than the NO_OBS case, and by the final analysis at 19 UTC, the addition of the smartphone data
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in BOTH_234 and BOTH_100 helped these cases produce analyses with less RMSD than the
METAR_ONLY case. For T2, with the exception of the PHONE_100 case, all experiments
produce analyses with smaller RMSD than the NO_OBS reference case even though the
smartphone observations don’t contain any temperature data. When plotted spatially, the analysis
updates for PSFC at the very first hour of assimilation at 15 UTC can also be compared to the
truth since all experiments started with the same initial conditions (Figure 3-7). The orientation
and location of the “zero update” band is more closely aligned with the truth when smartphone
data is assimilated than in the METAR_ONLY case which suggests that the assimilation of
smartphone observations led to a more accurate representation of the synoptic environment than
the METAR surface data. This may be due to the larger number of smartphone observations
assimilated in comparison to the number of METAR observations.
After adjusting the frequency of assimilation from every hour to every fifteen minutes,
the PHONE_234_15MIN and BOTH_234_15MIN cases produced analysis results similar to
those already shown. In observation space, for example, assimilation always brought the analysis
closer to the observation after every cycle (not shown), which was also the case for the hourly
assimilation. The state space sawtooth plots (Figure 3-8), however, evolve into the consistent and
expected pattern of analyses with lower differences than the priors after nine or ten assimilation
cycles which was not seen for the experiments that assimilated every hour. Additionally, if the
final analysis PSFC updates at 19 UTC for the METAR_ONLY and BOTH_234_15MIN cases
are displayed spatially (Figure 3-9), it appears that the BOTH_234_15MIN case is making more
mesoscale-type adjustments to the surface pressure in the vicinity of the simulated storm in
Western Pennsylvania. The increase in assimilation cycles from five to seventeen seems to make
a large improvement which is consistent with other studies which noted that at least ten
assimilation cycles are needed to obtain good results when assimilating radar data (e.g. Snyder
and Zhang 2003; Zhang et al. 2004; Caya et al 2005; Yussouf and Stensrud 2010).
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3.2.2 Ensemble Forecast Results
The RMSD between the ensemble mean and the truth show that the PHONE_234
ensemble consistently produces a surface pressure field that more closely matches the truth than
the other experiments (Figure 3-10). The METAR_ONLY case outperformed the BOTH_234 and
BOTH_100 cases, but the two experiments that assimilated observations every fifteen minutes
produced lower PSFC RMSDs than the METAR_ONLY case. Additionally, Figure 3-10 shows
that the ensemble forecasts for U10 respond well to the smartphone data even though no wind
data are assimilated. The METAR_ONLY and PHONE_234 cases have similar RMSDs for U10
throughout the entire forecast period, and they have almost identical average U10 RMSDs (~1.70
m s-2).
The neighborhood method was used to create map-based visualizations of each
experimental case’s ensemble forecast of composite reflectivity. Figure 3-11 compares the
neighborhood ensemble probabilities at 23 UTC on 20 April for at least 35dBZ in a 10 km radius
of influence with a black overlay of the truth’s binary probability corresponding to the same dBZ
threshold. Compared to the NO_OBS case, all the cases shown have high probability areas that
better align with the truth’s representation of this storm, and the METAR_ONLY,
PHONE_234_15MIN, and BOTH_234_15MIN cases all look as though they make similar and
reasonably accurate ensemble forecasts of the truth (Figure 3-11). The neighborhood ensemble
probabilities show that the assimilation of observations (regardless of type) help the ensembles
better represent the line of storms seen in the truth simulation.
To provide a quantitative assessment, FSSs and ROC curves were used to assess the
neighborhood probability results. All forecasts have similar FSSs until 23 UTC when the
PHONE_234_15MIN and PHONE_100 cases start losing skill, and after 00 UTC on 21 April, the
BOTH_234_15MIN case has the highest FSS of any experiment (Figure 3-12).The average FSS
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values indicate that BOTH_234_15MIN had the highest average FSS over the course of the entire
forecast period while the METAR_ONLY, BOTH_234, and PHONE_234 all had very similar
averages.
ROC curves and area under the curve (AUC) calculations supplemented the quantitative
data provided by the FSS results. Figure 3-13 shows the aggregate ROC curve for the ensemble
forecasts from 19 UTC on 20 April to 06 UTC on 21 April. The BOTH_234_15MIN stands out
as having a ROC curve noticeably above the other experiments, and, on the other end of the
spectrum, the PHONE_100 and BOTH_100 cases performed the worst of any experiment that
assimilated observations. The remaining cases (PHONE_234, METAR_ONLY, BOTH_234, and
PHONE_234_15MIN) all produced similar aggregate ROC curves. It was also helpful to look at
the AUC for each experiment as they progressed through the simulation (Figure 3-14). Similar to
the plot of FSSs in Figure 3-12, the BOTH_234, BOTH_234_15MIN, and METAR_ONLY cases
all show comparable AUC values for the first three hours after assimilation, but by 01 UTC the
BOTH_234_15MIN, BOTH_234, PHONE_234, and PHONE_100 all have higher AUC scores
than the METAR_ONLY case. All experiments, even the NO_OBS case, scored well above the
0.7 AUC threshold for good forecasts throughout the entire period, but the BOTH_234_15MIN
case finished with the highest average AUC.
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Figure 3-1. RMSD between observations and ensemble mean analysis as a function of time for 100,
500, and 1,000 km HROI. Plots are slightly offset around each hour so that the vertical lines do not
completely overlap.
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Figure 3-2. Analysis updates at 15 UTC for 100, 500, and 1,000 km HROI. The upper left panel
shows the difference between the truth and the 15 UTC prior (which was identical for all
experiments) and represents the “perfect” analysis update.
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Figure 3-3. RMSD between the ensemble mean and truth for T2, U10, Q2, and PSFC. The vertical
dashed line at 19 UTC marks the last assimilation cycle.
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Figure 3-4. FSS for simulated composite reflectivity greater than or equal to 35 dBZ calculated
with a 10 km radius of influence: 100, 500, and 1,000 km HROI cases. The average FSS is plotted
on the right-most edge of the y-axis.
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Figure 3-5. Domain averaged RMSD between each ensemble mean prior & analysis and the truth
for PSFC during assimilation. There was no assimilation in the NO_OBS case (top left), but it is
shown for reference.
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Figure 3-6. Domain averaged RMSD between the ensemble mean analysis and truth for the
different experiments during assimilation: PSFC and T2.
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Figure 3-7. Spatial display of 15 UTC PSFC analysis update. The upper left panel shows the
difference between the truth and the 15 UTC prior (which was identical for all experiments) and
represents the “perfect” analysis update.
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Figure 3-8. Domain averaged RMSD between each ensemble mean prior & analysis and the truth
for PSFC during assimilation for the two cases that assimilated observations every 15 minutes.
Plots are slightly offset around each hour so that the vertical lines do not completely overlap.
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Figure 3-9. Spatial display of 19 UTC PSFC analysis update for METAR_ONLY and
BOTH_234_15MIN. The top row shows the ensemble mean analysis minus the ensemble mean
prior while the bottom row shows the “perfect” update for each case by displaying the truth minus
the appropriate prior.
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Figure 3-10. Domain averaged RMSD between the ensemble mean forecast and truth for the
different experiments: PSFC and U10.
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Figure 3-11. NEP probabilities for composite reflectivity ≥ 35 dBZ at 23 UTC 20 April 2015. The
black contour represents the truth simulation’s area corresponding to the same threshold.
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Figure 3-12. FSS as a function of time for model simulated composite reflectivity ≥ 35 dBZ
calculated within a 10 km radius. The temporally averaged FSS for each experiment is plotted on
the right-most edge of the y-axis (the 15 minute assimilation cycle experiments’ averages are
denoted by an appropriate colored ‘x’). Higher scores represent more skill.
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Figure 3-13. Aggregate (19-06 UTC) neighborhood ROC for composite reflectivity ≥ 35 dBZ
calculated within a 10 km radius.
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Figure 3-14. Temporal evolution of AUC scores for model simulated composite reflectivity ≥ 35
dBZ calculated within a 10 km radius. The temporally averaged AUC score for each experiment is
plotted on the right-most edge of the y-axis (the 15 minute assimilation cycle experiments’ averages
are denoted by an appropriate colored ‘x’). Higher scores represent more skill.
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Chapter 4
Discussion
The sensitivity to HROI is one aspect to consider when optimizing an EnKF data
assimilation system, and as Figure 3-1 and Figure 3-2 show, localization can have a dramatic
effect on the fit to observations. The ensemble simulation verification, however, revealed fairly
consistent results for all forecasts no matter the choice of HROI, and so the rest of the
experiments used 500 km as the HROI because it appeared to be the best option when balancing
forecast accuracy and computational requirements. There clearly is more work needed to explore
the best localization techniques for dense surface pressure observations from smartphones so that
synoptic and mesoscale features are updated optimally by data assimilation systems.
The analysis results showed that the PSU WRF-EnKF was successfully modified to
handle the assimilation of surface pressure observations, as the observation space diagnostics
(Figure 3-1) yielded an adjustment toward the observations with every analysis. Performing this
same diagnostic technique in state space however did not yield the expected results. The
assimilation improved the analysis at the observation locations, but when averaged over the entire
domain the analyses were often further from the truth after assimilation for surface variables such
as PSFC and T2. The implementation of the EnKF itself inherently forces the solution out of
balance by adjusting to observations, and this adjustment could be one reason for the inconsistent
and noisy sawtooth diagrams seen in the results (Figure 3-5). Alternatively, the results from the
experiments that performed data assimilation every fifteen minutes (Figure 3-8) suggest that five
cycles might not be enough for the assimilation to “spin up” as the state space diagnostics were
only well behaved after nine or ten iterations of the EnKF. Whatever the case, the ensemble
verification results showed that the model gained useful information from the assimilation of the
observations which led to all the experiments outperforming the NO_OBS experiment.
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The neighborhood methods for examining the forecasts proved to be extremely helpful in
diagnosing the impact of the smartphone observations on the ensemble – the main goal of the
research. Figure 3-11 showed how difficult it can be to qualitatively judge the performance of an
ensemble because the spatial plots of neighborhood ensemble probability were often very similar
to one another. However, the FSS, ROC curves, and AUC calculations provided quantitative
assessments of the forecast skill which led to the successful fulfillment of the primary research
goal. These methods used simulated composite reflectivity for all verifications because,
considering all the variables that go into calculating reflectivity, it seemed like a fair proxy for
other important forecast variables and by focusing on composite reflectivity it was easy to make
observations on the simulation of storm structures in the various experiments.
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Chapter 5
Conclusion
The primary goal of this thesis was to assess the impact of assimilating smartphone
surface pressure observations in a high resolution regional ensemble forecast of a severe weather
event in Central Pennsylvania. The PSU WRF-EnKF data assimilation system was modified so
that surface pressure (as opposed to mean sea level pressure) could be directly assimilated and
updated, and a series of OSSEs tested the performance of smartphone observations under several
experimental configurations in which the sensitivity to changes in horizontal radius of influence,
observation error, and assimilation frequency were evaluated. The experiments also used
synthetic METAR observations so that the impact of the smartphone observations could be
compared to that of a conventional surface data source.
The analysis results showed that the EnKF algorithm was successful at adjusting the
analysis to the observations, and if the assimilation was allowed adequate spin-up time (about
nine or ten cycles) even the domain-wide, state space diagnostics showed analyses that more
closely matched the truth than the priors. While most of the verification focused on PSFC, the
experiments demonstrated that the assimilation of smartphone observations had a positive impact
on other surface variables such as two-meter temperature and ten-meter winds. The ensemble
forecast results also helped address the primary research goal by quantitatively showing that the
smartphone observations could improve the domain-wide RMSD for surface variables, and that
the forecast of simulated composite reflectivity was more skillful with the addition of smartphone
data. A neighborhood method was used to create FSSs and ROC curves, and these diagnostic
tools proved instrumental in demonstrating that the assimilation of smartphone data had a positive
impact on the ensemble forecast of this simulated event. The verification scores also showed that
the magnitude of this impact was comparable to the results seen from assimilating METARs.
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According to the FSS and AUC calculations, the BOTH_234_15MIN case produced the most
skillful ensemble forecast, and considering this seems like the most natural way to combine
conventional and smartphone data sources, these results bode well for future attempts to
assimilate this new type of observation. Additionally, the PHONE_234 case showed that in the
absence of any other type of observation, smartphone data has the potential to produce a forecast
with similar skill to one produced using conventional sources of surface data. This has possible
applications when using high resolution models to forecast in regions that lack traditional weather
infrastructure and observing capabilities because data from cell phones could be used to fill in the
observational gaps.
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