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Abstract

Due to the lowered cost and ease of integration, in the past decades, the commercial software market has been dominated by a small number of large vendors [3].
Popular software, such as Microsoft Windows, Office, Linux, Mozilla Firefox, and
Adobe Reader, etc, has been installed on hundreds of millions of computers worldwide. Such dominance in today’s information technology environments has created
a monoculture that may lead to significant security problems, due to the existence
of the large proportion of common vulnerabilities.
Among many proposed methods in the recent years, software diversity is a
well-accepted and commonly used technique against monoculture threats. In this
dissertation we present three topology-aware software assignment methods, which
algorithmically distribute software to networked systems to increase the diversity at
avoiding large scale propagation of worms or duplicated attacks. Following the survivability through heterogeneity philosophy, we present our first study to improve
the survivability of networked systems based on graph multi-coloring. Specifically,
we design an efficient algorithm to select and deploy a set of off-the-shelf software
to hosts in a networked system, such that the number and types of vulnerabilities
presented on one host would be different from that on its neighboring nodes. In
this way, we are able to contain a worm in an isolated “island”. Naturally, we
extend our first study one step further by taking the vulnerability severity into
consideration. So in our second study we further redefine the goal of the software
assignment problem as reducing the overall potential damage caused by various attack, rather than the number of infected computers. Based on this research goal,
we introduced an improved software assignment method by measuring the potential
damage resulting by exploiting potential vulnerabilities. We also propose possible
improvement on the algorithm by considering the topology of the networks, such as
the in-degree, and betweenness, etc. Our evaluation on those improvements can be
used as guidance for defender’s adjustment according to their architecture in realiii

world. Extended from our second study, we transform the software assignment
problem from single objective to multiple objectives, which incorporates several
real-world criteria simultaneously, including network survivability, system feasibility and usability. To solve this multi-objective problem efficiently, we propose an
ant colony optimization (ACO) based algorithm, where colonies of artificial ants
work collaboratively through both heuristic information and pheromone-mediated
communication to iteratively search for better solutions. To validate the generalizability of the proposed method, we experiment our algorithm on various types
of network topologies with different parameter settings. The results show that our
model can be applied as an effective method for assigning software for multiple
objectives. Finally, we propose an evaluation framework for assessing and comparing various software assignment algorithms based on Analytic Hierarchy Process
(AHP), which may help one to select a software assignment algorithm that best
suit the security goal one is trying to achieve.
We believe this thesis is of interest as it offers a way to add diversity to the current homogeneous information technology environments. Our proposed algorithms
would be of practical value, as they can be applied as effective methods to avoid
large-scale malicious attacks. Our evaluation also provide design implications for
software assignment in real-world settings
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Chapter

1

Introduction
1.1

Information Technology Monoculture and Its
Security Threats

With the advancement of modern information technology, organizations are becoming ever more dependent on interoperable technologies (e.g. specifications, systems,
software, and tools) for carrying on everyday tasks. By purposefully seeking seamless communication between different technologies within and across organizations,
enterprises enjoy the benefits of lower development and maintenance costs, easier
management, fewer configuration errors, and more portable user skills [1]. Due
to such benefits, information technology adoption in enterprises has gone through
significant changes and become more and more homogeneous in the past decades.
This consolidation process has created monocultures at various layers of the network software architecture. For instance, the networking-layer monoculture consists mainly of Cisco products, and the communication-layer monoculture exists
due to the set of network standards that the majority of vendors use [2]. In the
case of software adoption, enterprises often prefer vendors with large market share.
So according to [3], the current software market is largely dominated by a few software systems, for example, at the operating system level, Microsoft Windows still
runs on more than 90% of all desktop systems; at the application level, software
like Microsoft Office, Open Office, enjoys a virtual monopoly for both home and
business uses; and at the Internet access level, browsers such as Internet Explorer,
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Mozilla Firefox, and Safari are the most popular choices for end users.
On one hand, monoculture makes divergent information technologies easier and
more affordable to work with. However, on the other hand, the pervasive interdependence of such infrastructure increases the risk of being attacked and thus poses
numerous challenges to system security. One major problem for such homogeneous
environments is that software monoculture runs on the risk of exposing a weakness
that is common to all of its components. It facilitates the spread of attacks and
enables large-scale exploitations that could easily result in overall crash. Considering the consequences of software monoculture in intensively connected systems,
there is an urgent need to control the damage of automated attacks that takes
advantage of the connectivity of the networked system.
In contrast to homogeneous architecture by information technology monoculture, heterogeneous infrastructures are expected to have higher survivability [4].
This point is very much like the maintenance of genetic and ecosystem diversity
in biology. The variability in the biological world allows at least a portion of
species to survive an epidemic. Inspired by such phenomena of biodiversity, the
use of software diversity has been recognized as an effective defense against virus
and network attacks. Accordingly, a number of approaches have been proposed
to improve system resilience and survivability via the technique of software diversity at system, software and network levels. Randomization techniques have been
proposed to introduce diversity into the system level such as address space randomization [5], intrusion set randomization [21] and data randomization [103]. At
the software level, techniques such as N-version programming [39] and N-variant
systems [37] have been proposed through the development and use of design diversity. Both methods defend against malicious attacks by creating N-different
implementations or variants of a specification or program. At the network level,
which is also the scope of this dissertation, various software assignment technique
has been introduced in a few recent studies [7] [66]. By algorithmically distributing software packages across a network topology, the software assignment method
restricts the propagation of malicious attacks to only a limited number of nodes.

3

1.2

Research Gaps and Motivation

Although, as mentioned above, a number of methods have been proposed to introduce diversity at various levels, we still noticed several major gaps in the existing
literatures. To be more specific, we argue that previous approaches cannot fully
meet three highly desired requirements: 1) Resistance against automated attacks
in a networked environment; 2) Dynamics / movability with the environment so
that the attack surface can be changed over time; 3) Practicability of the solutions under real-world constraints. We also notice that the previous techniques
at both the system and software levels are limited to individual machines and it
is not clear if and how they can be extended to improve the survivability of the
networked systems as a whole. Existing diversification methods at the network
level compensate the limitations of the former approach, but it suffers from the
problem of only considering single version assignment of software. In the real world
scenarios, however, a host (i.e., a commodity PC) typically is required to install
with more than one software (i.e., operating system, web browser, email client,
office suite applications etc.) to perform particular tasks. Besides, the current
software assignment method has very high computational cost and is not practical enough to be used routinely in real-life. In addition, security is not the only
or even not the most important concerns for real-world enterprises. The existing
diversification methods at the network level consider security as the only objective
and ignore other important aspects.

1.3

Contributions

With these concerns in mind, in this study we propose an innovative approach to
allocate software algorithmically to networked systems to increase the diversity at
avoiding large scale propagation of worms or duplicated attacks.

4

1.3.1

Proposed Software Assignment Scheme for Network
Survivability

In Chapter 4, we introduce a software diversity-based approach to address the
problem of survivability in the complex networked systems under automated attacks, with the goal to meet all the design requirements. Specifically, we design an
efficient algorithm to select and deploy a set of off-the-shelf software to hosts in a
networked system, such that the number and types of vulnerabilities presented on
one host would be different from that on its neighboring nodes. In this way, we
are able to contain a worm in an isolated “island. The key contributions of our
work in the Chapter 4 include:
• By assigning appropriate software to hosts considering the network connectivity, our approach enhances the systems resistance to automated attacks.
• Given the possibility of accommodating our algorithm into a dynamic environment, our method increases the unpredictability (or movability) of the
system.
• Our algorithm considers the real-world constraints on resource allocation,
which makes it more practical from implementation point of view.
• We also demonstrate via simulations that the assignment solution generated
by our algorithm is better than previous assigning methods.
• The capability and possibility of our algorithm in creating moving target
defense are also evaluated.

1.3.2

Adjusted Software Assignment Scheme for Minimizing Worm Damage

Different from our proposed scheme in Chapter 4, in Chapter 5, we introduce
the concept of severity of software and take into account a new dimension when
performing the software assignment task. Taking a step further, the adjusted
algorithm proposed in Chapter 4 is able to minimize the potential severity impacts
of the vulnerable clusters, which indicates the ability of the attacker to compromise
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the network, rather than just the sizes of the clusters. The contributions of Chapter
5 include:
• We model the software assignment problem by taking into account of different
severity impacts of vulnerabilities.
• We design an efficient heuristic algorithm to address the topology-aware software assignment problem.
• Based on the proposed algorithm, we introduce two possible enhancements
by taking advantage of topological features of the network structure.
• By assessing the damages of the vulnerabilities and distributing software
accordingly, our adjusted algorithm can be beneficial for avoiding disproportionately large damage in the network.

1.3.3

Multi-objective Software Assignment for Active Cyber Defense

Chapter 6 copes with the software assignment problem from a practical point
of view by taking into multiple objectives. We further present an Ant Colony
Optimization based algorithm to optimize the multi-objective software assignment
problem. The proposed algorithm constructs probabilistic decisions on software
choices for each host in the network, and thus provides sufficient flexibility and
options in order to meet different needs and preferences. The contributions of
Chapter 5 are summarized below:
• This work explores the scope of software diversity and the need for practical
guidelines on constructing diverse software environments.
• We propose an ACO algorithm to solve the multi-objective software assignment problem. This method helps in designing schemes for achieving multiple objectives simultaneously and provides a guideline for assigning software
with flexibility.
• We conduct a comprehensive set of numerical experiments and provide some
useful insights.

6

1.3.4

An Evaluation Framework for Software Assignment
Algorithms based on AHP

In Chapter 7, we proposed an Analytic Hierarchy Process (AHP) based evaluation
framework aiming to assess various software assignment algorithms from multiple
dimensions such as their resilience to attack, practicability, users satisfaction etc.
We motivate the need for such an evaluation mechanism, and outline three important criteria for examining and comparing the performance of the algorithms, in
terms of the proposed evaluation metrics. This framework can be used to identify
the appropriate assignment method that best meets different security and operational requirements.
• We identified three important criteria for evaluating the performance of a
software assignment algorithm
• We proposed an AHP-based evaluation framework that can help decision
makers to find a software assignment strategy that best suits their goal and
their understanding of the problem.

1.4

Dissertation Outline

The remainder of the thesis is organized as follows:
• Chapter 2 covers a comprehensive review of prior studies from the related
fields of moving target defense, software diversity and software assignment.
• Chapter 3 presents system model and maps our software assignment task
into a multi-graph coloring problem.
• In Chapter 4 “Toward Software Diversity in Heterogeneous Networked Systems”, we describe our first study in introducing a graph coloring-based software assignment method in order to restrict the propagation of large scale
worms and attacks.
• In Chapter 5 “Adjusted Software Assignment Scheme for Minimizing Worm
Damage”, we propose an improved software assignment algorithm , which
takes software severity and network topology into consideration.

7
• In Chapter 6 “Multi-objective Software Assignment for Active Cyber Defense”, we present an ant colony optimization based algorithm for solving
multi-objective software assignment problem.
• In Chapter 7 - “An Evaluation Framework for Software Assignment Algorithms based on AHP”, we propose an evaluation framework based on AHP,
aiming to assess and comparing different software assignment algorithms
from multiple dimensions.
• Chapter 8 summarizes the dissertation.

Chapter

2

Literature Review
2.1

Moving Target Defense

Moving Target Defense (MTD) is a new paradigm of enhancing security by continuously changing the attack surface of a system. The attack surface represents
different attack vectors that attackers can exploit in a networked system [8]. So it
is important to reduce and change the attack surface frequently to thwart attacks.
The MTD aims to enhance security by altering the entry points, confusing attacks
that relies on network components identifications, and changing the type of network
components continuously or when the attack is detected. Many works [9] [10] [11]
showed that by applying the MTD techniques, the security of systems may be enhanced. The MTD techniques can be deployed in many application domains such
as dynamic networks [12], wireless sensor networks [13], and adaptive execution
environment in a virtualized system [14]. A large body of recent research on moving target defense techniques has been proposed that focused on strategy and the
outcome of security. The existing studies on MTD techniques can be divided into
several major categories:

2.1.1

Hosts-based MTD Techniques

Four kinds of techniques fall into this class: instruction-level, code-level,and memorylevel. One instruction-level technique is called Instruction Set Randomization
(ISR), which aims to randomize the instructions of each process so that the at-
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tacker cannot inject executable malicious code [6] [15] [16]. Their proposed method
randomizes all binaries with different secret keys so that malicious code introduced
by the attackers would fail to execute correctly. ISR uses a program-specific key
to encrypt the instructions of a program and the processor uses the same key to
decrypt and run the instructions, where encryption is often based on binary transformation tools, and decryption is often based on dynamic binary instrumentation
tools [15] [17], emulators [6] [18], or architectural support [19] [20] [21].
One code-level technique is code randomization which has been discussed in
[22] [23]. Code randomization offers fine-grained protection against code reuse attacks by substituting/reordering instructions, inserting NOPs, and re-allocating
registers. By diversifying the binary code, attackers cannot construct reliable
attack code, because the binary code layout differs for each end-user. Consequently, diversity increases the costs for attackers, ultimately rendering them too
costly. Code randomization operations can be conducted at the compiler [5] [24] or
via static binary rewriting [25] citewartell2012binary and runtime binary rewriting [26] [27] [28] [29]. In [30], librando, a binary rewriting library ass described and
presented. This work showed that dynamically generated code can be randomized
as well.
One memory-level technique is called Address Space Layout Randomization
(ASLR) [31] [32], which defeats code-injection attacks by randomizing the memory layout of a program (e.g., stack, heap) either at the compile time or at the
runtime [31]. ASLR can protect an executable (including the associated static
data, stack, heap and dynamic libraries) [33] and the operating system kernel [5].
It has already been implemented in major operating systems, including OpenBSD,
Linux, Windows [34] and MacOS [35].
The above MTD methods that fall into this category are mostly low-level and
have been proposed by using the mechanisms for supporting the mobility of processes, communication, programs, and diverse operating systems to disrupt the
exploitation of vulnerabilities. As a benefit of low-level MTD techniques, defensive measures can be performed automatically without the need of understanding
the behaviors of individual applications. As a limitation of low-level MTD techniques, the defensive techniques are capable of obstructing only specific classes of
attacks.
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Another type of technique is called N-version programming [36], by which the
defender can dynamically use different implementations of the same program function. Cox et al. [37] proposed a general framework for increasing application security by running several automatically generated diversified variants of the same
program in parallel. Orchestra [38] runs two versions of the same application
with stacks growing in opposite directions, and synchronizes their execution at the
level of system calls, raising an alarm if any divergence is detected, which would
have been triggered by a stack-based buffer overflow attack. Such redundancy
based approach of N-version programming achieves high resistance. Oberheide et
al. [39] explored the diversity of antivirus and malware systems to propose what is
called “N-version protection”. It is based on multiple and diverse detection engines
running in parallel. Their prototype system intercepts suspicious files on a host
machine and send them in the cloud to check for viruses and malware against diverse antivirus systems. They evaluate their system over 7220 malware and show
that it is able to detect 98% of the malware. It provides better results than a
single antivirus. The idea has been further explored by Bishop et al. [40], who
explored the deep characteristics of the dataset of known malware to reduce global
vulnerability.

2.1.2

Network-based MTD Techniques

In the late 90s, approaches for active network defense [41] [42] has been suggested
to improve security assurance of the network, which gave the illusion that the
addresses and port numbers used by the networks computers changed dynamically,
though their usefulness and cost-benefit trade-offs need to be further researched.
While these techniques significantly increased the attackers effort by making it
almost impossible to map the network, they required all trusted computers be
shielded by special processes and displayed had several application interoperability
issues [43]. Most of the prior work on MTDs in a network context has been related
to low-level techniques such as IP address (and TCP port) randomization and
network routing and topology control. The basic idea underlying IP address and
TCP port randomization is to frequently shuffle the IP addresses of computers by
using various methods.
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One method is to use networking techniques, such as Network Address Space
Randomization (NASR) whereby IP addresses can be dynamically assigned to render the attackers hitlist useless [44], IP hopping [42] and others [45]. Since static
configurations can be a great advantage for adversaries in discovering network target and launching attacks, at the TCP/IP layer, Jafarian et al. [44] proposed a
technique call OpenFlow Random Host Mutation (OF-RHM), which configured
DHCP servers to expire the leases of hosts at various intervals to support address
randomization. The proposed architecture transparently mutates IP addresses
with high unpredictability and speed to maximize the distortion of the attackers’
knowledge about the network and increase the deterrence of attack planning. An
similar approach called Network Address Space Randomization (NASR) was presented by Antonatos et al. [46] with a specified goal is to harden networks against
hitlist Worms by IP addresses shuffling. In this work, they have implemented an
advanced randomization-enabled DHCP server based on the standard open source
DHCP implementation and they also suggest several possible improvements such
as activity monitoring and service fingerprinting, to make the randomization more
effective. Another independent work by [42] also discussed the use of randomization techniques on changing the TCP ports application listen to as a form of
obfuscation. They used a combination of intrusion detection, firewalls, TCP stack
probes, virtual private networks, bandwidth reservation, and traffic shaping mechanisms, to allow applications to detect attacks and contain the damage of successful
intrusions by changing their behavior, and showed that address hopping is an active defense tactic that dynamically changes a computers identity with the dual
objective of hiding its real identity and confusing the attacker during reconnaissance. Sandias Dynamic Network Address Translation for network protection is a
similar proposal [43]. The authors discuss several types of dynamic address translation and point out that the use of this approach is dependent on many different
factors which can influence overall effectiveness. Although these mechanisms are
similar, there are several important differences in the threat model as well as the
way they are implemented. In [10], an approach to dynamically changing network
packet routes so that observable traffic patterns change was proposed to make
network mapping more difficult and to make packet sniffing less effective. The
defender can utilize honeypot-like techniques to capture new attacks. However,
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the attacker can create blacklists of address space of honeynets, which would effectively allow them to bypass the monitored IP addresses Therefore, in [47] the
defender addressed the problem of how to thwart attempts to map honeynets by
dynamically changing the IP addresses monitored by honeypots. At the application layer, Vikram et al. [48] proposed NOMAD randomized HTML elements
to defend against web bots. The basic intuition of NOMAD is based on the fact
that web bots need to obtain semantic meanings of corresponding parameters to
fabricate normal users requests through identifying HTML elements. If the web
server randomizes HTML form element parameters in each session, web bots would
fail in sending bulk automated requests. Jia et al. [49] showed the secure service
access for authenticated clients against flooding DDos attacks by relocating secret
proxies and shuffling client-to-proxy assignments. The proposed MOTAG mechanism isolates insider attacks from innocent clients by continuously “moving secret
proxies to new network locations while shuffling client-to-proxy assignments.
To achieve this goal it is necessary to dynamically reconfigure all affected networking devices (physical or virtual). Integrating live migration of virtual machines and virtual networks is one of the forefront challenges. At the infrastructure
layer, [50] presented an SDN-based solution for live migration of Virtual Machines.
It handles the network state during migration and automatically configures network devices at new locations. Similarly to traditional virtual machine migration,
a virtual network may need to be migrated when its virtual machines move from
one place to another. Danev et al. [51] used A VM live migration in private clouds
with focuses on integrity of the software prior to the VM live migration. The
methods to securely live-migrate VMs can make it much harder for adversaries to
locate the target VMs. Zhang et al. [52] considered a VM live migration in clouds
with focuses on practicability considering the availability and duration of the VM
live migration. By periodically migrating VMs based on game theory, making it
much harder for adversaries to locate the target VMs in terms of survivability
measurement. Their work was the first effort to develop a formal and quantified model to guide the migration strategy of clouds to improve security. Based
on this work, they further presented a virtual machine placement strategy based
on the security evaluation of VMs and the dependency relations among them to
improve the cloud security [53]. Okhravi et al. [54] showed the environment mi-
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gration (e.g., migrating applications to a new host on different operating system
(OS)). The proposed Trusted Dynamic Logical Heterogeneity System(TALENT)
permits a running critical application on change its hardware platform and operating system, thus providing cyber survivability through platform diversity. To
implement TALENT, they used containers (operating-system-level virtualization)
and a portable checkpoint compiler to create a virtual execution environment and
to migrate a running application across different platforms while preserving the
state of the application (execution state, open files and network connections).
In addition to the classical MTD techniques, there have been some research
efforts on developing advanced techniques for deploying MTD to protect network
operations or online services. For example, Crouse et al. [55] explored a new MTD
strategy which leverages Genetic Algorithms (GAs) to manage computer configurations. The technique discovers computer configurations by mimicking processes
found in nature. A computer configuration is modeled as a chromosome, where
each configuration parameter is considered a trait or allele. The GA processes the
chromosomes (potential configurations) using a series of selection, crossover, and
mutations operations. The intent is that better configurations will be found using
the previously good configurations as inputs. The works by [56] also utilized genetic algorithms to generate program variants. Jia et al. [49] introduced a moving
target defense scheme which secures service access for authenticated clients against
distributed denial-of-service attacks. In their proposed scheme, a group of dynamic
packet indirection proxies were deployed to relay data traffic between legitimate
clients and protected servers. Zhu et al. [57] introduced a proactive defensive
scheme which dynamically alters the attack surfaces of the network, by increasing
the complexity, to make it difficult for the adversary to gather system information.
In their proposed defensive scheme, changing attack surfaces incurs a reconfiguration cost and a utility loss resulting from the risk reduction. Then, information
and control theory can be applied to provide optimal randomization strategies. In
a different approach to MTD, Roeder and Schneider [58] propose to use proactive
obfuscation to create application replicas with identical functionality but dissimilar vulnerabilities that react differently to identical attacks. The authors showed
that with sufficient entropy in the executables, the approach effectively thwarted
known attacks without greatly increasing costs.
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2.1.3

Security Modeling and Analysis of MTD

The MTD techniques change the network environment (e.g., logical network topology) that may cause confusion to attackers, as well as to system administrators
about how these changes affect the security of the system. The effectiveness of
the MTD techniques may vary depending on how they are implemented in the
system. Those changes of the network environment by MTD techniques have been
studied in a well formed model so their effectiveness can be computed and compared. Previous work proved their effectiveness with simple metrics that are not
comparable [10] [11] [12] and only conducted simulation based experiments. [59]
used attack representation models (ARMs) (e.g., Attack Graphs (AGs), Attack
Trees (ATs)) for assessing the effectiveness of the MTD techniques.
There have been some work on predicting adversary behavior to learn new defenses. The work described in [60] lays the foundations for moving from uninformed
adaptation by using predictions about the level of threat and game theory to determine which tactics to choose at run time which strategies (combinations) might
be most effective in the current environment. Notably, [61] [62] use a combination
of game theory and machine learning to understand when adversaries are adapting
their behavior and using this to adapt defenses accordingly. The game theory used
here is a hidden mode hybrid dynamical system, where an informed player has
information that is hidden from a second player. The informed player weighs the
benefit of using its hidden information for short term gain at the cost of making
the information known to the uninformed player. In this way, over repeated plays
of the game, different moving target strategies can be devised. In contrast, the
approach from [60] have taken builds upon a technique for modeling and analyzing turn-based Stochastic Multiplayer Games (SMGs) in which no information is
hidden to any of the players. This setup is used to compare the performance of
different defense variants in the presence of optimal attacker strategies.

2.2

Software Diversity

Software diversity is a subcategory of MTD techniques. Diversity is a method that
provides equivalent functions, but different implementations (e.g., operating sys-
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tems, variant input and interpreters, variant software stack components) [17][24].
Many studies have been proposed to break up software monoculture in networked
computer systems. Forrest et al. [23] [63] applied notions from biologic systems
to computer security and promoted the general philosophy of system security using diversity. They presented the potential risks of software uniformity and also
claimed that the security and robustness of a system can be enhanced through
the deliberate introduction of diversity. Caballero et al. [64] exploited the existing diversity in router technology to design a network topology that has a diverse
routing infrastructure. They explored the impact of different levels of diversity by
converting the problem into a graph coloring task, and showed that well designed
topology actually increased the global robustness of the infrastructure. Due to the
expensiveness of developing software versions specifically, Totel et al. [65] proposed
an intrusion detection mechanism leveraging the use of components-off-the-shelf
(COTS).
Another work that leveraged natural diversity of software packages is done
by [7]. They investigated several algorithms to increase the global diversity in a
network. They modeled the diversification of distributed machines as a graph coloring problem and compared different algorithms according to their tolerance to
attacks. Another work on software assignment was proposed by [66]. They highlighted the similar idea and presented an efficient algorithm for assigning different
versions of software programs that effectively restrained worm propagation. Gorbenko et al. [67] also presented an approach which utilized the natural diversity
of the off-the-shelf software components in the cloud (such as operating system,
web server, database management system and application server) in order to build
an intrusion avoidance architecture. In [68], Huang et al. proposed a software
assignment approach based on graph multi-coloring algorithm. They abstracted
the network as a graph and software as colors, and assigned software in a way that
isolates worm-like attacks within a small cluster consisting of machines that run
the same vulnerable software. This method, however, only addresses the single
objective case.
Another category of the diversity-inspired approaches were based on some forms
of obfuscation/randomization. Such techniques are able to create diversity of executions for application programs, including diverse performances, diverse outputs,
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diverse memory locations, etc. One of the works on randomization was done by
Cohen [22], in which the author suggested the use of code transformation to protect
operating systems from attacks or viruses. Forrest et al. [23] also noticed the advantages of diversity and proposed the use of variance-enhancing techniques such
as adding or deleting non-functional code into a program, as well as reordering the
basic blocks of a program in order to introduce diversity into the applications. The
concept of instruction set randomization has been proposed later [15] [6], which
created a unique mapping between artificial and real CPU instructions. Bathkar
et al. [33] [69] proposed an approach to mitigate memory error exploits based on
three kinds of randomization transformation techniques including randomization
of the base addresses and libraries memory regions, permutation of the order of
variables and routines, and the randomization of gaps between objects.

Chapter

3

Preliminary Concepts and System
Model
3.1

An Inspiring Example

Inspired by the survivability through heterogeneity philosophy, in this dissertation
we propose topology-aware software assignment approaches to address the problem
of survivability in the complex networked systems under automated attacks. We set
an example as shown in Figure 3.1 to illustrate the basic idea of software diversity.
The graph in Figure 3.1 corresponds to a real-world network infrastructure. There
are 11 machines represented by nodes and 5 distinct software products represented
by different colors. We expect diverse software products developed by different
people will not have the same vulnerability for the attacker to exploit, and an attack
can propagate from one node to another by exploring one kind of vulnerabilities
residing in a particular software product. By introducing software diversity to this
networked environment, we expect that even in the worst-case scenario a successful
attack can only compromise four machines (in green) at most.

3.2

System Model

In this dissertation, we use an undirected graph as the abstraction of a general
finite networked system. Formal definition of the graph is given as follows.
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Figure 3.1. Network topology utilizing a diverse software distribution. Solid lines
connect nodes with the same color and indicate all possible worm-spreading paths; dashed
lines connect nodes of different colors and indicate all non-spreading connections.

Definition 1 (Weighted Communication Graph) A weighted communication
graph (WCG) is a weighted undirected graph G = (V, E, W ), where V = {v1 , v2 , . . . , vn }
represents a set of machines in the network, E = {e1 , e2 , . . . , em } represents the
communication links (e.g., can communicate through network e.g. using TCP/UDP)
between two nodes, and the weight vector W = {w1 , w2 , . . . , wn } denotes the size
for each node, reflecting the number of software to be installed.
Example networked systems include intranet, enterprise social networks of different network topologies. Figure 3.2 is an example of how to model a real-world
network using a WCG. The left figure depicts a small corporation network topology. Assuming this small corporation has three different departments. Computers
from different departments have limited access to the servers (e.g., only administrative computers can access ERP servers) and should be separated in VLANs
in order to keep data segregated from each other. The right figure is the corresponding WCG for this network. The connections of the WCG should reflect
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Figure 3.2. Example of a corporation network, and its corresponding WCG

the managerial and operational requirements of the corporation. The number of
software to be installed can be estimated according to their functionalities, e.g.
for different implementations of DNS servers, the number of software installed are
about the same and can be estimated.
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We use a color vector C = {c1 , c2 , . . . , ck } to denote k unique software. The task
of software assignment is to assign a set of software x(vi ) ⊆ C to every node vi of
G, where |x(vi )| = wi . Theoretically, a perfect coloring assignment guarantees that
no adjacent nodes receive the same color. However, in practice, neighboring nodes
might have to install the same application software according to particular system
functional requirement. In that case, defective edge(s) is induced. A defective edge
is a communication link between two nodes with common color(s), whereas an
immune edge connects two nodes with the different colors. A edge in the graph
is either defective or immune. A worm-like attack can spread from one node to
another if there is a defective edge in between. In this paper, based on the above
definitions, we further define formally the concept of common vulnerability graph.
Definition 2 (Common Vulnerability Graph) A common vulnerability graph
(CVG), Gc (Vc , Ec ), is a subgraph of WCG, where every node v ∈ Vc share the
same color and every e ∈ Ec is a defective edge while the boundary edges of Gc
are immune edges.
In a colored WCG, every color usually forms many CVGs. For each color ci ,
we denote size of maximum CVG formed by ci using S(ci ). Next, we further
define Maximum Common Vulnerability Graph (MCVG) denoted by maxS as the
largest CVG among all the colors as maxS = max{S(c1 ), S(c2 ), . . . , S(ck )}. It is
measured by the number of vertices of it. MCVG represents the worst case with
the maximum number of infected machines.
We showed an example of CVGs in Figure 3.3 to better illustrate this concept.
In Figure 3.3, 5 software represented by 5 distinct colors are assigned to 8 machines
denoted as nodes of the WCG, and the number of software (colors) required on
each node equals to 2. Solid lines in the graph indicate defective edges connecting
nodes that share a color, while dash lines indicate immune edges. The circled
subgraphs are 4 CVGs form by different colors. The green clique in the circle is
MCVG which is the largest CVG among these 4 CVGs, and from its size we know
that at most 3 machines will be infected in the worst case.
As the worm-like attack can only propagate from one node to another by following a defective edge, we can intuitively map our task of software assignment
into a simple graph coloring problem by assigning a set of colors on each node to
avoid adjacent nodes from sharing the same color.
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Figure 3.3. Example of colored graph. There are 8 machines represented by nodes and
5 software represented by colors. Solid lines are the infective edges, which connect nodes
with the same color indicating attack spreading paths; dash lines are the immune edges,
connecting nodes of different colors. An attack can propagate by following defective
edges.

Chapter

4

Toward Software Diversity in
Heterogeneous Networked Systems
4.1

Overview

Considering the consequences of software monoculture in intensively connected
systems, there is an urgent need to control the damage of automated attacks
that takes advantage of the connectivity of the networked system. In contrast to
homogeneous systems by software monoculture, heterogeneous architectures are
expected to have higher survivability [4] [23]. This point is very much like the
maintenance of genetic and ecosystem diversity in biology. The variability in the
biological world allows at least a portion of species to survive an epidemic. Inspired by such phenomena of biodiversity, in this study we propose an innovative
approach to address the problem of survivability in the complex networked systems
under automated attacks. First, by assigning appropriate software to hosts considering the network connectivity, our approach enhances the system’s resistance to
automated attacks. Second, given the possibility of accommodating our algorithm
into a dynamic environment, our method increases the unpredictability (or movability) of the system. Third, our algorithm considers the real-world constraints on
resource allocation, which makes it more practical from implementation point of
view. We also demonstrate via simulations that the assignment solution generated
by our algorithm is better than previous assigning methods, and very close to the
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optimal solution.

4.2

Graph Multi-Coloring Problem with Local
Constraints

In this study, we model the software assigning problem as a graph multi-coloring
problem, where each machine is represented by a vertex and each distinct software
product is represented by a color. In the multi-coloring problem each node has
a demand w(vi ), which is the number of colors it requires. We further define
G = (V, E, W ) to be a weighted communication graph with a weight vector W
which denotes the number of software required for vertices V of the graph. A
multi-coloring task of G is an assignment of colors to the vertices such that each
vertex vi is assigned with w(vi ) colors in a way that two connected node cannot
be assigned same colors.
However, practical software assignment contains several implicit constraints
which basic multi-coloring problem fails to capture. Therefore, we specifically
consider two types of constraints that give rise to different system requirements,
as defined below.
Definition 3 (Constraint): If a single host or a pair of hosts is restricted
by some pre-defined software assigning rules, we say that the host(s) is/are constrained.
- Host constraint: certain hosts must be installed with some specified types of
software to perform required functionality (e.g., to deploy a database server
it is required to assign DB2);
- Software constraint: certain combination of software must or must not be
assigned to specified hosts simultaneously (e.g., PHP, Apache, MySQL and
Linux need to be assigned together to implement LAMP on a single node).
We note that these practical requirements could lead to the potential danger
that nodes with the same software are neighbors, which violates the coloring rule
that adjacent vertices have different colors. To better sketch our problem, we relax
the requirement and re-define a less restrictive coloring rule that allows neighboring
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vertices to receive the same colors. The only thing we require is that the resulting
CVG by that color has to be as small as possible. According to the definition, a
defective edge indicates that the exploitation of one type of vulnerability on one
host could lead to the compromise of its neighboring host following this “path”
while immune edge naturally stops propagation of such automated attack. Thus we
can use the size of CVG to indicate the infection range of an automated attack (e.g.,
worm attack). If one can effectively limit the size of the CVG, system survivability
can then be improved. Throughout the present paper, we denote the size of the
largest size of the CVG as S, indicating the worst-case infection scenario. The
ideal case is when every node in the network is isolated as a single CVG with
size one (i.e. no defective edge). Hence, our ultimate research question becomes:
given a number of software products and certain constraints, how to load every
node with software in a way that the size of the largest CVG is minimized? One
important assumption here is that vulnerabilities are unique for different software
packages. Thus diverse software is vulnerable to different exploits and will not be
compromised by the same attack. This assumption is confirmed by [71], in which
it is found that more than 98.5% software have the substitutes and majority of
them do not have the same vulnerabilities.
We are looking for a coloring assignment that satisfies above requirements and
serves the goal of minimizing the largest CVG. Let Ch and Cs denote host and
software constraints respectively. Next, we give a formal description of our software
assignment problem.
Problem Given a weighted communication graph G = (V, E, W ) and a set of
colors C, for each vi ∈ V assigns a subset x(vi ) ⊆ C, such that,
• vi gets w(vi ) ∈ W distinct colors, satisfying constraints Ch and Cs ;
• for ∀c ∈ C, CVGs Si (c) ∩ Sj (c) = ∅, for any i 6= j ;
• the size of the largest CVG is minimized.

4.3

Software Assignment Algorithm

In this section, we present our algorithm for software assignment, which will produce an assignment of colors to vertices in a graph, subject to a set of constraints
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defined in the previous section.

4.3.1

Formulating Constraints

To incorporate host constraints to the algorithm, we introduce a collection of tuples
CST Rh = {(vi , ε)} where vi is a vertex in the communication graph and ε is a
(set of) color value(s) indicating that vertex vi is constrained by color(s) in ε. For
example, Ch = {(v1 , {c1 , c2 }), (v3 , {c5 })}, means vertices v1 and v3 are fixed with
colors c1 and c2 , and color c5 , respectively. Similarly, we denote software constraint
using CST Rs = (s, ε), where s is the indicator of co-dependent colors and ε is a
set of colors. When s equals 0, it states that the set of colors in set ε must not
be assigned together to any vertex. In contrast, 1 means that colors in ε must be
allocated simultaneously in order to perform certain functionality. For example,
assume for an assignment characterized by Cs = {(0, {c1 , c2 , c4 }), (1, {c1 , c3 })} on
which c1 , c2 , c3 represent three distinct software with equivalent functionality, one
may prefer not to coloring the single vertex with any combination of c1 , c2 and
c4 , (i.e., assigning them simultaneously) while colors c1 and c3 must be assigned
together to this vertex.

4.3.2

Algorithm Description

The algorithm consists two phases: a labeling phase and a coloring phase. In the
labeling phase, each vertex is assigned a distinct number as its label and ordered
based on that label. Following the labeling phase, the second phase of the algorithm
colors vertices in the ordered list sequentially. It works by first scanning the vertices
in a graph and load each vertex as many colors as possible while making sure not to
create defective edges. It then visits all the vertices that have not been completely
colored in order. Upon visiting a particular vertex, the algorithm assigns a color
that leads to minimum CVG.
Phase 1–Labeling. We initialize a set UNCOLOR to contain all the ordered,
uncolored vertices and we assume that the available colors in the palette C are
suitably ordered as C = {c1 , c2 , · · · , ck }, where k = |C|. The main process then
assigns every vertex a unique number from 1 to n as its label, where n is the total
number of vertices in the network graph. Next, based on the numbers assigned,
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we order the vertices in UNCOLOR so that vertices with smaller labels are listed
first. Several ordering heuristics are available to help accomplish the task of labeling: random ordering, increasing degree ordering, and decreasing degree ordering.
Here we choose random ordering as the basis of our labelling. The randomness
is intentionally designed so that one can run our algorithm once again to get a
new color assignment solution by reordering the vertices. Certainly, an important
property would be that the qualities of the assignments need to be stable. It means
the largest CVGs resulted from different assignments are about the same size. The
effect of the ordering will be evaluated in Section 5.
Phase 2–Coloring. The coloring task of phase 2 is done by two procedures:
ColorVertexI and ColorVertexII. In the coloring phase, ColorVertexI first applies
host constraint and assigns pre-determined colors to certain vertices while satisfying the software constraint. After that, it then successively colors the ordered
vertices through the iterative processes. When a current color is determined, the
algorithm scans the vertices in UNCOLOR sequentially checking to see if any of
them can be colored according to the rules–1) no two adjacent vertices share the
same color; 2) software constraints are satisfied by assigning the color. Meanwhile,
ColorVertex I also checks the constraint sets to ensure that all the pre-defined
constraints are satisfied by assigning the colors. Noted that followed by each coloring action, both the weight and UNCOLOR set need to be updated. When a
vertex vi is assigned the current color, the weight wi corresponding to it will be
decreased by 1 by doing wi = wi − 1. Those vertices with weight equals to 0 will
be removed from UNCOLOR (i.e., UNCOLOR = UNCOLOR - vi ). If the vertex
violates any constraints or its weight is larger than 0, then this vertex will remain
in UNCOLOR for next iteration. The process of ColorVertexI stops when either
the UNCOLOR set is empty or no feasible colors can be assigned to any vertices
in UNCOLOR set.
Although ColorVertexI limits the number of defective edges to the minimum
extent, there is a high probability that not all vertices get colored due the rigorous
coloring constraints of the algorithm. To further color those remaining vertices,
we propose ColorVertexII. As a supplement to ColorVertexI, ColorVertexII releases
some of the hard requirements by allowing certain adjacent vertices to share the
same color. However, with the overall goal of increasing the survivability of a
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Figure 4.1. Two random graphs with different software assignments

networked system, such release should still follow certain principles. To be specific,
instead of targeting at controlling the number of defective edges (keep it as 0),
ColorVertexII shifts its focus to minimizing the size of the maximal CVG. For
better understanding, we use an example to illustrate our point. Given two graphs
in Fig. 4.1. The left graph has 3 defective edges ({v1 , v7 }, {v3 , v7 }, {v6 , v7 }) but
none of them share a common vertex; the graph on the right contains 3 defective
edges ({v1 , v4 }, {v2 , v4 }, {v4 , v8 }) but all share a common vertex v4 . Accordingly,
the maximal infectable number in the left graph is 2 (assuming the attack starts
from one node), whereas for the graph on the right, this number is 4. Hence, if an
attack takes place on both graphs, the potential damage in the left graph is smaller
than that in the other graph even though the left graph has a larger number of
defective edges.
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After ColorVertexI, if UNCOLOR set is empty, it returns a perfect coloring
solution where no adjacent nodes share same colors. Otherwise, ColorVertexII is
called after ColorVertexI finishes. It tries every color one by one in the UNCOLOR
set and choose one with the least penalties. Since penalty occurs when defective
edges appear, least penalties means that with the color assigned to the particular
vertex, it forms up a smaller CVG compared to all other colors. This process repeats until UNCOLOR set is empty.
A Running Example
To better illustrate the algorithm, we use a simple graph as an example. Consider a graph G containing 11 vertices as shown in Figure 3.1, we assume there
are totally five colors, red, green, blue and yellow and purple, represented as
c1 , c2 , c3 , c4 , c5 , respectively, available to be assigned to each node. By assigning
weights to vertices, we have a weight set W = {w1 , w2 , w3 , w4 , w5 } = {2, 2, 2, 2, 2},
which indicates the number of colors required to color each vertex. In this case,
each vertex is colored with two distinct colors.
The host and software constraints for coloring over this graph are 1) CST Rh =
{(v9 , {c4 }); (v11 , {c5 })} which requires vertex 9 to be assigned with color yellow and
vertex 11 assigned with color purple. 2) CST Rs = {(0, {c1 , c2 }} which indicates
that the combination of color red and green should never be assigned to a vertex
at the same time.
After presenting the scenario, now let’s see how the algorithm works for coloring. During the labeling phase, all 11 vertices in the UNCOLOR set (initially
all vertices are being assigned into the UNCOLOR set) are each randomly associate with a distinct number and then being order randomly. After this labeling process, we assume the UNCOLOR set is now presented in a form of {v1 , v2
v3 , v4 , v5 , v6 , v7 , v8 , v9 , v10 , v11 }. Then, algorithm begins coloring vertices in the UNCOLOR set by following the host constraints (CST Rh ). Under those constraints,
vertex v9 is colored with yellow, and v11 with purple. Both weight set and UNCOLOR set are then updated accordingly after the first round coloring process.
The weight of v9 and v11 is updated to 1.
Next for the second round coloring, the algorithm colors the vertices sequen-
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tially in the ordered UNCOLOR set start with color red. The procedure would
first scan v1 to see if it is possible to be colored with red. In our case, v1 satisfies the check and is assigned color red. Sequentially, rest of the vertices are then
being checked for the possibility of coloring with red based on the same procedureschecking if none of its neighbors also contains red. If so, color will be assign. In
this round, besides v4 , v6 , v8 , v9 and v10 are assigned with red and their weights
are all updated to 1, whereas, with the weight of v9 equals 0, v9 then is removed
from UNCOLOR set. When red is done, the algorithm selects the next color green
and repeats the above process until the ColorVertexI terminates when either the
color set are went through or the UNCOLOR set becomes empty. After that, there
are still nodes v3 , v11 in the UNCOLOR set, ColorVertexII starts checking v3 and
try every color. ColorVertexII finds out that color v3 with either a combination of
red and blue or green and yellow renders a smallest CVG of size 2. Then v3 would
associate with red and blue, and be removed from UNCOLOR set. Same rule is
applied to v11 . Coloring v11 with green results in a smallest CVG of size 4. The
algorithm terminates when UNCOLOR set is empty.

4.3.3

Algorithm Complexity Analysis

Initially, n nodes in graph G are available for coloring. In ColorVertexI, as all
available colors (k) have to be tentatively assigned to every node, so there are
n ∗ k checks in this step. Suppose there are n remaining uncolored nodes in the
worst case, each node with wi colors needs to be assigned, in ColorVertexII we
need n ∗ wi ∗ k rounds to pick the optimal color for each of them. To satisfy
the algorithm constraints, after each color allocation, ColorVertexII also needs
to check the size of the CVGs containing the current node in order to find the
optimal color assignment with the minimal value. This makes the time complexity
of ColorVertexII O(n ∗ k + n ∗ wavg ∗ ni ∗ k), where wavg is the average number of
weights for all of the nodes in the network, and O(n2 ∗ k) in the worst case (the
expanded vertex set size for each color in ColorVertexII is as large as the entire
graph when ni becomes n).
It is easy to show that if colors are fully available at each vertex during the
coloring phase of our algorithm, i.e., |L(vi )| = k, and the maximum degree in

30
the graph ∆ = max06=i6=N d(vi ), an optimal software assignment can eliminate the
existence of defective edges if the number of available colors for the to-be-colored
node k ≥ ∆ + 1. This matches the well-known conclusion in graph coloring that,
the chromatic number of a graph is at most ∆ + 1 [72]. It is also practically useful
to derive a theoretical lower bound of m = |C| on an arbitrary graph for a software
assignment solution. However, it is difficult to analyze its lower bound when the
system requirements and constraints vary across the network without restricting
the constraints. For the case where there is no constraints, the lower bound of
chromatic number had been discussed and proved [73]. Another extreme case is
when all vertices of graph have been completely colored by pre-defined constrains.
In this case, the chromatic number is exactly the number of colors of the graph.

4.4

Evaluations

In this section, we present simulation results for evaluating the performance of our
method with respect to the above-mentioned requirements.

4.4.1

Simulation Setup

Recall that our model is built on top of undirected graph G as the abstraction of
networked systems (Section 2.1). To fully investigate the performance of our algorithm in arbitrary systems, we use three representative topologies to characterize
the behaviors of different systems. Specifically, we consider three types of graphs
with different degree distributions: random graph, regular graph and power-law
graph. A regular graph does not have high connectivity in many cases and thus
long and circuitous routes are required to reach other nodes. Typical examples of
regular graphs includes lattice and ring lattice graph, which can be used to characterize the behavior of each vertex that depends upon the behavior of its nearest
neighbors. In a random graph, each pair of vertices are connected with the same
probability and the degrees of each vertex are distributed according to a binomial distribution. In a power-law graph, the degree distribution satisfies a power
law. It contains highly connected nodes (hubs) and is a good model for the highly
connected systems. Scale-free networks follow power-law and many well-known
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networks such as WWW and social networks are believed to be scale-free [74]. We
believe these three types of graphs provide a reasonable coverage range of realistic
networked systems.
In this simulation, we generate graphs using igraph package in R with approximately the same average degree of 8. Given approximately the same degree
settings across tested graphs, we observe if network connectivity affects the defense
capability of our method. The default size for graphs in our experiment is 1000.
Since our proposed mechanism only targets on networked systems with central
authority (so that assigning software could be possible), the size of network chosen
for experiment is reasonable and adequate to illustrate the results of our study.
All simulation results here are presented as the average of 50 trials.
To evaluate our approach under various settings, we run the simulations with
different combinations of the number of colors and weights, which is denoted as
#color and #weight, respectively. The total #color in the “color pool”, represents
the unique number of software choices available for hosts to choose from, and
#weight represents the average number of distinct software finally installed on
each host. We further define r = #weight/#color. In our simulation we set
#color to 30 by default. We believe 30 is a reasonable number to illustrate the
properties of our algorithm (Section 6 will discuss how to reduce the number of
colors for a real system). In order to see how the number of average weight impacts
the performance metrics, #weight is set to be an integer value ranging from 1 to 20.
Intuitively, the larger r, the less heterogeneity of the system. We avoid choosing
values larger than 20 because when it exceeds 20, the whole system becomes almost
homogeneous.

4.4.2

Simulation Metrics

We adopt two metrics while evaluating the performance of our approach, including
1) the maximal number of nodes that can be possibly compromised; 2) the average
size of isolated CVGs. For the first metric, we define S as the number of nodes
contained in the largest CVG, denoting the number of machines compromised under the worst-case attacks. Nodes within the maximal CVGs are always attackers’
first choice to penetrate into the network. In addition to that, we also consider
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the average size of CVGs, which indicates the overall robustness of the system.
Although solely depending on the average size of CVGs may not directly indicate
the survivability of the system, when taking it into considerations together with
S, it can somehow be used to present separate infections caused by an attack. We
use a symbol s to denote the average size of CVGs in the system.

4.4.3

Simulation Results

Impact of r. First, we use the power-law graph as an example to show how
r = #weight/#color impacts the heterogeneity of a system. Fig. 4.2 shows the
variation of the largest CVG size S in responding to the changes of #weight and
#color in a power-law graph.
We observe that given the same #color, when #weight increases, the CVG
size S becomes greater. In addition to the general distribution, we also notice that
all three lines with different #color generate relatively flat trends at the beginning
and are followed by a sharp increase when r reaches 0.4. Before this critical point,
S remains relatively small (i.e., when r < 0.4, S is less than 50). However, after r
exceeds 0.4, S begins to increase rapidly.
The simulation results indicate that the degree of heterogeneity our algorithm
can create actually depends on the value of r. In general greater r tends to generate
larger CVG, which in turn indicates a more homogeneous system. For instance,
when #weight equals to #color (r = 1), there is only one component in the
graph (the worst case). The results also suggest very limited decrease of the CVG
size when r is less than 0.4. Hence, for systems already with a r value less than
0.4, there is little need to reduce the #weight (e.g., by decreasing the number of
software packages to be installed in each host) to prevent automated attacks.
Impact of Network Topology. Next we conduct simulation to see how different
network topologies might affect the CVG size (S) and the average size of isolated
CVGs (s). As can be seen from Fig. 4.3, although the same “flat to sloping”
trends are also observed in all three different topologies, we find that the CVG
size of a power-law graph actually starts to increase at a relatively low r value
(0.4) as compared to the cases of a random graph (when r = 0.5) and a regular
graph (when r = 0.6). The difference in “turning point” is due to the distinct
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Figure 4.2. S as a function of #weight and #color.

connectivity of each kind of topology. Given the existence of high connectivity
nodes in a power-law network, large CVGs tend to be more easily formed than in
the other two types of graphs. In contrast, as characterized by low connectivity
and relatively high cliquishness [75], a regular graph only generates large CVGs
with larger r.
Besides the measurement on the CVG size, we also monitor the average size of
all CVGs s. Unlike our prior observations, we find that the distribution s with r
increases gently this time. Although there also appear to be some turning points
in all three distributions, even if r exceeds the threshold, s remains relatively small
values (when r reaches 0.6, s of three graphs is still smaller than 50) as compared
to the CVG sizes. The explanation of this phenomenon is that, when a CVG is
formed (after r exceeds the threshold), the sizes of CVGs become polarized. That
is, except the maximal ones which are very large, the other CVGs are relatively
small (sizes between 1 to 50).
The above results are useful as they suggest that organizations with limited
budget or software availability can still enhance their system heterogeneity by
changing the underlying topology if possible.
Impact of Highly Connected Nodes. We next perform more advanced anal-
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Figure 4.3. Performance on three representative graphs.

ysis on highly connected nodes to better understand their effects in generating
heterogeneous system structures. We target at hub nodes given their key roles in
a graph, as attacking only a few of them could devastate the entire system. On
the other hand, making slight adjustment to some of them might lead to significant reduction of worm spreading. To measure how changes on hub nodes might
influence the size of CVG (S), here we introduce two parameters f and d, where f
represents the top f percent of nodes with the highest degrees and d is the number
of software to be removed from those top f percent of nodes. We set the value
of f to 1% and 2.5%, which stands for top 10 and 25 nodes, respectively, and we
observe S as a function of r for d = 3 and d = 5. The number of available colors
in the system remains 20. Different combinations of f and d are tested and results
are plotted in Fig. 4.4.
As shown in this figure, S can be significantly reduced by decreasing the weight
on a small portion of highly connected nodes. In addition, we also find that if there
are certain constraints on the minimum weight of hub nodes, one can also reduce
S by picking more hub nodes and cutting the maximum allowed weight on each of
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Figure 4.4. Impact of hub nodes

those hub nodes. In other words, it means that in reality, organizations can either
reduce their vulnerabilities by installing fewer software on top connected servers,
or if they have to install certain number of software on each of those hub servers,
they can deploy more servers and remove fewer software on each of them.
Comparison with Other Algorithms. We next compare our algorithm with
two related algorithms, randomized coloring and color flipping, as proposed in a
previous study [7]. In randomized coloring, each node picks a tentative color uniformly at random from the color pool, whereas color flipping extends the random
coloring by allowing each node performs a local search amongst its immediate
neighbors to switch colors to decrease the number of locally defective edges. Besides, we also compare our algorithm with the optimal solution based on brute-force
search. We compare these algorithms in terms of the CVG size (S) as a function
of r. Results are plotted in Fig. 4.5.
As we can see from the figure, our algorithm outperforms both randomized
coloring and color flipping methods by creating smaller CVGs given the same r.
The Feasibility of Moving Target Defense. While software diversity is effective in blocking malicious attacks by increasing the complexity for attacks, an
attacker would eventually succeed with sufficient time and effort. This is because
the system environment (e.g., software stacks, configurations, and various system

36

Figure 4.5. Comparison with other algorithms

parameters) remain relatively static over a long period of time. One intuitive
method to resolve this problem is to build the networked system into a temporally
dynamic model by adopting the technique of software shuffling (or called moving
target defense). By re-allocating software according to predefined constraints and
requirements, the infrastructure can continually change to confuse the attacker and
thus delay the attack. Even if an attacker has collected enough information about
the system and successfully launched an attack once, the success could hardly be
replicated due to the periodically altering attack surface.
Even though the practical issues such as how to deploy the dynamic strategy
in practice detailed implementation of shuffling are not discussed in this paper,
we would still like to understand the basic principles and how the advantage of
applying our algorithm for the moving target defense.
In our algorithm, different software assignment solutions can be obtained by
simply changing the ordering of vertices to-be-colored at random. To show that
our algorithm has the moving property, i.e., good performance during software
shuffling, we conduct evaluations from two aspects: 1) the unpredictability of the
shuffling strategy; 2) the variations in the maximal and average size of CVGs after
consecutive shufflings. Here we perform simulations on a power-law graph with
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Figure 4.6. Unpredictability of shuffling

#weight set to 10 and #color to 20.
First, we plot the results on color of each generated CVG in Figure 4.6. As
can be observed in this figure, the dominant colors for the CVGs after shuffling
are evenly distributed. This validates the random nature of our shuffling strategy, which allows all colors to be assigned to nodes with about equal probability.
In other words, it is hard for an attacker to predict the prevailing color in the
CVG after shuffling, so the attacker has to try out every color with about equal
probability in order to compromise the network to the largest extent.
Second, by consecutively running our color assignment algorithm for 10 times,
we plot the variations in S and s in Figure 4.7. In the figure, both S and s stay
relatively stable across 10 shufflings. This suggests that our shuffling strategy is
independent of the initial state and generates fairly stable color assignments with
approximately the same complexity to attacks.
The above simulation results indicate that our shuffling strategy can not only
extend our algorithm by generating a large number (|N |!) of different random
solutions, but also provide fairly stable performance without affecting the overall complexity for attacks. Thus, the shuffling method can be used to improve
survivability of the networked system.
Scalability and Computational Overhead. Finally, we repeat the experiment
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Figure 4.7. Quality of shuffling

on graphs of larger size and measure the computational overhead introduced by
our algorithm. Even though Fig. 4.8 shows the average time required by this assignment algorithm grows exponentially with size of the network, it still suggests
our algorithm can be applied to large systems with thousands of nodes with acceptable time overhead. As showed in Fig. 4.8, in a commodity PC, it takes about
10 minutes to assign colors to 10 thousand nodes. The simulation result confirms
the practicability of our algorithm.

4.5
4.5.1

Discussion
Vulnerabilities in Software

One thing needs to be clarified in the context is that we do not actually need full
knowledge of vulnerabilities (e.g., types and the exact number) in the software to
be assigned. Given a software assignment solution, no matter how many vulnerabilities residing in a software product, even if it has an unknown vulnerability,
CVGs of the graph remain the same–defective edges will not be changed by the
number of vulnerabilities (as long as they share at least one vulnerability) and

39

Figure 4.8. Time overhead (in seconds)

no defective edges will be introduced by newly discovered vulnerability. For the
same reason, we can further shrink the size of “color pool” by considering multiple
software packages as one single software product that can be represented by using
a single color. For instance, all the standard software packages (including network
services) come with Windows 7 in a batch, so the entire package of the standard
Windows 7 distribution will only considered as one color. The edge between two
adjacent hosts is defective as long as they both install Windows 7. For each (thirdparty) application installed later on, it may be considered as one color if it provides
some network services.

4.5.2

Feasibility of Moving Target Defense

Lastly, we discuss briefly the feasibility of moving target defense strategy in practice without (or with minimal) interrupting routine system operations. To realize
efficient software shuffling without (or with minimal) system operation interruption, instead of frequently installing and uninstalling software on each ma-chine,
we expect some easy configuration changes will serve the purpose. Especially, we
consider to draw support from the recent virtualization technology. For example,
we may use virtual appliance [77] to simplify software deployment and management. We may deploy and manage multiple software within a virtual appliance as
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a unit, and distribute it throughout the network. User’s personal settings and data
are preserved separately in a dedicated server, which allows them to synchronize
across “move” and updates of the appliances. In this way, the deployment can be
achieved by performing some configurations and activating the virtual appliance
images.
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Algorithm 1 Color Assignment Algorithm
Input: (1) Graph G = (V, E, W ); (2) Available colors are ordered and represented
by integers 1, 2, · · · , k; (3) Ordering ω of vertices in V ; (4) Constraint sets Ch
and Cs ;
Output: A color assignment of k colors, 1 through k, to vertices of G represented
by an array.
1: initialize array X
2: for l ← 1 to n − 1 do
3:
pick unlabelled v ∈ V at random
4:
label(v) ← l
5: end for
6: UNCOLOR ← V
7: UNCOLOR ← ApplyConstraint(G, Ch )
8: for i from the smallest to largest integer (color) do
9:
for each vertex e in UNCOLOR do
10:
ColorVertexI(G, Cs , i, e)
11:
end for
12: end for
13: if (UNCOLOR == ∅) then exit
14:
for each vertex e in UNCOLOR do
15:
ColorVertexII(G, Cs , e)
16:
end for
17: end if
18:
19:
20:
21:
22:
23:
24:
25:
26:
27:
28:
29:
30:
31:
32:
33:
34:
35:
36:
37:
38:
39:
40:

procedure ApplyConstraint(G, Ch )
for for each vertex j related by constraint ch (j) ∈ Ch do
color(X[j]) ← ch (j).ε
update wj and UNCOLOR
end for
return(UNCOLOR)
end procedure
procedure ColorVertexI(G, Cs , i, e)
for each vertex r that directly connects to e do
check L(r) and Cs to see if i is a valid color for e
If so, color(X[e]) ← i
update we and UNCOLOR
end for
end procedure
procedure ColorVertexII(G, Ch , e)
size = ∞
Select color icolor that results in the smallest CVG
color(X[e]) ← icolor
update we and UNCOLOR
end procedure

Chapter

5

Adjusted Software Assignment
Scheme Considering the Attack
Context
5.1

Overview

Although our software assignment algorithm in Chapter 4 was demonstrated to
be effective in disrupting monoculture in networked environments, in reality, vulnerabilities often have different levels of severity. The risks of some vulnerabilities
are minor while some may be quite significant. For example, for two CVGs of the
same size, a more severe vulnerability (e.g., gain complete control of a system)
could result in a far more serious damage compared to a mild vulnerability (e.g.,
allow an attacker to collect some types of user information). As such, we may use
different values to represent different levels of damage that could be resulted from
an attack, and our objective of optimization will then become to minimize the
overall damage by the attack. So extended from our previous study, in this work
we introduce an adjusted software assignment scheme taking the attack context
into consideration.
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5.1.1

The Context-Aware Multi-Coloring Problem

As the worm-like attack can only propagate from one node to another by following
a defective edge, we can intuitively map our task of software assignment into a
simple graph coloring problem by assigning a set of colors on each node to avoid
adjacent nodes from sharing the same color. However, for real-world problems,
appropriately assigning software is even challenging as more restrictions and constraints need to be considered.
5.1.1.1

Limited Colors

This constraint addresses the actual problem when only certain limited software
(colors in graph representation) is available, due to reasons such as, budget limit,
or software compatibility, accessibility or lack of trust in some service providers,
etc. Although the technique of creating unique version of every program for every
client has been proved to be technically possible [78], it is prohibitively expensive
and still impossible to apply it in practice at a massive scale. The limited number
of colors could lead to the potential danger that nodes with same software are
neighbors, even results in large size of CVG. So our challenge here is to utilize
limited number of software to achieve the most benefit (least amount of infected
machines under attacks).
5.1.1.2

Color Constraints

This type of constraints is imposed to recognize the fact that there are certain
restrictions on software installation in a practical environment. (i) Mutual exclusivity: requires different versions of the same type of software (e.g., Flash Play
11.8.800.168 and 11.8.800.174) or different software with the same functionality not
to be assigned together (e.g., Microsoft Office and Open Office). In other words,
certain colors should not be assigned together; (ii) Dependencies: arises when one
software relies on another or software packages are considered as a group (such as
LAMP as the combination of Linux, Apache, MySQL and PHP). In our case, it
requires certain colors to be assigned in combination with each other to nodes. We
use CTs = (s, ε) to represent above two types of constraints on color combinations
and preferences, where s is the indicator of co-allocation of colors in ε. When s
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equals to 0, CTs addresses the constraints on mutual exclusivity, and in this case
every pair of the corresponding colors in ε can not be assigned together to any vertex. In contrast, when s equals to 1, CTs addresses software dependencies, which
means all colors in ε are required to be allocated simultaneously to perform certain
functionality. An example of CTs could be CT s = {(0, {c1 , c2 , c4 }), (1, {c1 , c3 , c5 })}.
In this example, CTs requires any pair of color c1 , c2 and c4 can not be assigned
together, and color c1 , c3 and c5 needs to be allocated in a combination with each
other.
5.1.1.3

Node Constraints

Besides software requirements, we have also considered host constraints as to allow
certain hosts to meet the functional requirements for performing given tasks. For
instance, A host constraint may specify a machine with the role of a database
server, so a database software, e.g.DB2, must be installed on it in order to perform
the required functionality. We denote host constraints using CTh = {(vi , ε)},
where vi is a vertex of WCG and ε is a set of colors where one of them needs to
be assigned to vi . For example, CTh = {(v1 , {c1 , c3 }) indicates that node v1 can
be assigned with either color c1 or c3 .
The above constraints on colors and nodes both prevent us from applying the
standard graph multicoloring approach to the task of real world software assignment. The conventional multicoloring problem is reserved for the case where there
is no restriction or preference on colors that each vertex can receive and its objective is to use sufficient but minimum number of colors (which is called chromatic
number of a graph χ(G)) such that the color sets of two adjacent nodes are disjoint.
However, finding an exact solution to perfectly color a k-colorable graph using k
colors is difficult [79]. Given real world constraints, in most cases it may not be
feasible to assign colors in a way that avoids defective edges in an arbitrary graph.
So in this work we relax this rigorous rule by allowing common colors on adjacent
vertices.
In our work in Chapter 3 [68], the objective was looking for a coloring assignment in which the largest CVG is minimized. Howeversmaller CVG does not
necessarily imply less damage potential. Here we redefine the goal of the software
assignment problem in reducing overall potential damage by various attack. In
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order to formally present our problem with such goal, we introduce the concept of
severity to represent the potential damage resulting by exploiting a vulnerability.
Severity (S) can be defined recursively and applied on two different levels: color
and CVG.
5.1.1.4

Vulnerability Severity

Severity of a color measures the potential damage by exploiting vulnerabilities,
if any, residing in a particular software package. We denote sc (ci ) as the severity of
color ci . In order to quantify sc (ci ), we use the risk score of vulnerability from Common Vulnerability Scoring System (CVSS) [80]. The CVSS is a standardized vulnerability scoring system, proposed by National Vulnerability Database(NVD) [81],
for rating the severity of existing vulnerabilities for most of the software products
available today. For each vulnerability, i.e. vul1 , vul2 , . . . , vulq of a software A, we
search CVSS for corresponding risk score rscore1 , rscore2 , . . . , rscoreq for each vulnerability. Then we sum those scores up as sc (A) = rscore1 +rscore2 +· · ·+rscoreq
and assign the value sc (A) as the severity level for software A. Sometimes, however, it is impossible to identify all vulnerabilities in the software especially when
the vulnerability remains unknown. To quantify the risk levels of those unknown
vulnerabilities, we leverage VAM calculator proposed by [82] for estimating their
risk scores (See Discussion section for more details). Considering the scope of this
paper, we will not go into details about the vulnerability assessment process, but
rather provide a feasible way to incorporate vulnerability severity into our problem
space.
Severity of a CVG measures the potential damage of a CVG resulted by
exploiting a software package that is common to all nodes within that CVG. It
is computed as the sum of sc (ci ) of all nodes in a CVG sharing ci . For example,
given a CVG formed by a common color red, severity of this CVG can then be
calculated as sc (red) ∗ l, where l is the size of the CVG. For each color ci , it has
many CVGs with various sizes, and thus different severities for each. Among all the
CVGs it forms, we denote the one with the highest severity as Scvg (ci ). Based on
it, we then go one step further and use maxScvg to denote the most severe damage,
where maxScvg = max{Scvg (c1 ), Scvg (c2 ), . . . , Scvg (ck )}. Noted that a CVG with
the largest size (i.e. MCVG) does not necessarily mean it has the greatest severity
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level.
We are looking for a coloring solution that satisfies the three desired requirements of the software assignment, and serves the goal of minimizing maxScvg .
Next, a formal description of our software assignment problem is given:
Problem: Given a WCG G = (V, E, W ), in which each vertex vi ∈ V has a
size requirement (number of colors to be assigned) wi ∈ W , assigns a set of colors
C = c1 , c2 , · · · , ck each with severity sc (ci ) to each individual vertex, such that,
• vi gets wi distinct colors without violating CTc and CTh ;
• for ∀ci , cj ∈ C, Scvg (ci ) ≈ Scvg (cj ) when ci 6= cj ;
• maxScvg is minimized.
Our software assignment problem can be solved in either NP-time or P-time, depending on the given constraints. The problem without considering any constraint
is a more general problem than ordinary vertex coloring, hence it is NP-hard in
those cases where vertex coloring is NP-hard. And polynomial-time algorithms can
be expected only in those cases where vertex coloring is polynomial-time solvable.
We expect that in certain situations, the special case of coloring is easier to solve
than the general problem. Considering an extreme example when every color has
equal severity and there are sufficient constraints that pre-define all the colors of
vertices in G. In this situation, assignment solution can be obtained with O(1).
For some cases, however, not only our problem is NP-hard, but the case with constraint(s) is hard as well. In an example where there is only one constraint that
pre-assigns a vertex v1 with color red, the graph G = (V, E, W ) can then be updated to G0 = (V, E, W 0 ) by doing w0 (v1 ) = w(v1 ) − 1. The problem then becomes
multi-coloring on graph G0 , which is still NP-hard [79].
It is worthwhile to study some restricted form of coloring with local constraints
(e.g., give a bound on the number of constrained vertices), in the hope of finding
a polynomial time solvable case. Since our problem can be NP-hard, optimal
solutions may only be found when graphs are relatively small. Thus we need to
design heuristic approximation to address this problem on large graphs efficiently.
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5.2
5.2.1

The Software Assignment Algorithm
The Basic Algorithm

In this section we present a greedy algorithm, which is practical in the centralized
managed network where a central entity is needed to perform the task of software assignment. As compared to our previous work [68], the proposed algorithm
incorporates the concept of severity.
The algorithm is started by initializing a set of ordered nodes for coloring. In
the first stage, it sequentially loads each node as many colors as possible while
making sure no adjacent nodes share the same color. In this way, the number
of CVG is limited to the minimum extent (which is 0). The color is chosen in
a greedy fashion, that is, the color with lower severity is more preferable to be
assigned first. This process stops until no color can be assigned without resulting
in a CVG. However, it is likely that not all vertices get colored due to such rigorous
requirement. Then the second stage of the algorithm is started, where CVG is
allowed. In this stage, node’s each decision on choosing color determines which
CVG this node belongs to and also cause an increase in this CVG’s severity level.
The color is still chosen in a greedy fashion, but the color is preferable in this stage
only when it causes minimum increase in the CVG’s severity, rather than just the
size of the CVG [68]. The algorithm terminates when all vertices are colored fully.
There are several ordering heuristics for coloring vertex. In this basic form, we
choose random ordering as default. The detailed algorithm has the following two
stages:
1) Excluding Stage
Step 1 : Sort vertices in an initial set I according to a pre-defined ordering
method.
Step 2 : For each vi restricted by (vi , ε) ∈ CTh , ConstraintCheck is called to
check constraint violation and color(s) ∈ ε will be assigned based on (vi , ε), while
satisfying 1) adjacent nodes must be assigned with different color; 2) software
constraint CTs , if any, on the color ∈ ε. Repeat the process until all host constraints
are fulfilled.
Step 3 : Given a color c ∈ C, it can be assigned to a vertex vi if and only
if 1) adjacent nodes must be assigned with different colors; 2) satisfies software
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constraint CTs on c if there is any. When these two rules are met, the algorithm
assigns ci to vi . Update the w(vi ) to w(vi ) − 1, when w(vi ) becomes 0 it means
that vi is fully colored and should be removed from I. Try c on next vertex in the
ordered list I and repeat the process.
Step 4 : Move to next color in C and repeat step 3 for every color in C. The
process terminates when no feasible color can be assigned without violating the
rules in step 3 or I becomes empty.
2) Expanding Stage
Note that due to the constraints (CTh and CTs in step 2 and 3), it is likely
that not all nodes will get colored after the exclusive stage. So in this expanding
stage, we relax the rigorous rules, and introduce a new coloring rule that “sacrifices” a minimum degree of security in exchange for better fulfilling functional
requirements.
Step 5 : Assign vi with a color c ∈ C only if c results in the least increase of
severity among all other feasible colors (here “feasible” means not violating any
software constraint on c). Update the node’s size w(vi ) to w(vi ) − 1. Again, when
w(vi ) becomes 0 it means vi is fully colored and should be removed from I. Keep
track of the best, i.e., with the smallest maxScvg solution seen so far.
Step 6 : Repeat step 5 for every color in C until for current vi , w(vi ) = 0.
Step 7 : Repeat step 5 for every node in I and stop until it empties I.

5.2.2

Algorithm Complexity Analysis

Let N be the total number of vertices and k the number of all available colors to
be assigned. In the excluding stage, all colors have to be tentatively tried on every
vertex, so there are n ∗ k checks in this step. After the excluding stage, suppose
there are still N 0 remaining vertices in I, each vertex with wi colors needs to be
assigned during the expanding stage, so we need N 0 ∗ wi ∗ k iterations to compare
the resulting significances of CVGs containing the current vertex, in order to find
the right color that leads to the least significance increase. This makes the time
complexity of the algorithm O(N ∗ k + N 0 ∗ wi ∗ k), where wavg is the average size
of nodes in the network, and O(N 2 ∗ k) in the worst case (the expanded vertex set
size for each color is as large as the entire graph when N 0 becomes N in the worst

49
Algorithm 2 Color Assignment Algorithm
Input: (1) Graph G = (V, E, W ); (2) Available colors represented by integers
C = {1, 2, · · · , k}; (3) Constraint sets CTh and CTs ;
Output: A fully colored graph G.
1: initialize array U N COLOR
2: UNCOLOR ← V
3: ConstraintCheckI(CTh )
4: for each color from the smallest to largest in C do
5:
for each vertex v in UNCOLOR do
6:
ExclusiveColoring(G, icolor, v)
7:
end for
8: end for
9: if (UNCOLOR == ∅) then exit
10:
ExpandingColoring(G)
11: end if
12: return G
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:
26:
27:
28:

procedure ExclusiveColoring(G, icolor, v)
for each vertex r that directly connects to v do
check whether every r has icolor
If not, color(X[v]) ← icolor
update wv and UNCOLOR
end for
end procedure
procedure ExpandingColoring(G)
for each vertex v in UNCOLOR do
ConstraintCheckII(CTs ) && select a valid color icolor that results in
the CVG with least severity
color(X[e]) ← icolor
update we and UNCOLOR
end for
end procedure

case).

5.2.3

Topology-aware Algorithm

In this section, we show that the basic algorithm presented above can be improved
from two aspects:
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5.2.3.1

Changing coloring sequence

In graph coloring, vertex ordering in I = (v1 , v2 , . . . , vn ) in the excluding stage
determines the coloring sequence for color assignment. Vertex v1 is colored before
vertex v2 , and vertex v2 is colored before vertex v3 , etc. In this ordering, vertices
being picked earlier usually have more colors to choose from, while vertices being
selected later tend to have fewer choices as to keep adjacent nodes from sharing
the same color. Even if it has to share a color with its neighboring nodes, it still
has the priority to choose less severe colors. In our basic algorithm vertices are
ordered in random which means each vertex has the same priority. It makes no
distinction among nodes with respect to their “important positions” in the graph.
Considering this, we introduce some more sophisticated orderings with respect to
node centrality. We consider two centrality measures, degree and betweenness
centrality, to quantify the criticality of nodes in a given network.
Degree of a node determines its connectivity level by counting how many nodes
P
directly connecting to it. It is defined as dvi = vj ∈neighbor(vi ) aij , where the sum
runs over the set neighbor(vi ) of the neighbors of vi . Obviously in our case, nodes
with higher-degree centrality tend to have more connections, and thus higher probabilities of sharing the same color with their neighbors. We expect by coloring
nodes of high degree first, we can further reduce severity of CVG. We then propose an ordering heuristic as followed:
- Largest Degree First (LDF). The vertices that have a maximal number of
neighbors are considered to be colored first. Consequently, the coloring is
done by picking high degree vertices first.
Although degree centrality is considered as an important metric in measuring
node’s importance, it however ignores the influence of the indirect connections,
such as the existence of crucial nodes which may have less neighbors but act as
bridges between different parts of the network. Betweenness centrality incorporates
more global information and measures the ability in maintaining the connectivity
between pairs of vertices in the network. More precisely, betweenness bi , can be
P
calculated as bvi = vh ,vj σhj (i)/σhj , where vi , vh and vj are the individual nodes
in the graph, σhj is the total number of the shortest paths from vh to vj and
σhj (i) is the number of these shortest paths that pass through the vertex vi . By
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better restricting nodes of high betweenness from sharing the same colors with
their neighbors, we expect to limit the severity of CVGs. Below is an ordering
heuristic based on node’s betweenness centrality.
- Largest Betweenness First (LBF). LBF attempts to color the graph in a
descending order of betweenness centrality. Vertices with higher betweenness
are colored earlier in LBF.
Another ordering strategy we consider is called saturation degree ordering,
which is proposed by Falkenauer [83]. The saturation degree of a vertex is defined
as the number of differently colored vertices the vertex is adjacent to. For example,
if a vertex v has degree equal to 4 where one of its neighbors is uncolored, two
of them are colored with color equal to 1, while the last one is colored with color
equal to 3, then v has saturation degree equal to 2. While choosing a vertex of
maximum saturation degree, ties are broken in favor of the vertex with the largest
degree. Intuitively, this heuristic provides a better coloring since it first colors
vertices most constrained by previous color choices.
- Largest Saturation First (LSF). LSF repeatedly colors an uncolor (or partially colored) vertex of the largest saturaion degree.
Noted that LDF is local ordering strategies with time complexity O(N ), whereas
LBF based on betweenness is global one, with complexity O(N L) using the best
known ordering algorithms. LSF can be implemented to run in O(N2 ). In these
cases, the complexity of our algorithm remains O(k ∗ N 2 ).
An illustrative example is shown in Figure 5.1 to provide a sense of how changing coloring sequence impacts the color assignment. Given a small graph containing
7 nodes, we assume there are totally 5 colors available to be assigned and each node
needs 2 colors. The severity order of colors is given as sc (red) = 1 < sc (green) =
2 < sc (yellow) = 3 < sc (blue) = 4 < sc (purple) = 5. Two assignments are generated based on different vertex orderings. Figure 5.1(a) shows the graph that is
colored in descending order of vertices’ importances (in this example degree and
betweenness are highly correlated and lead to the same coloring sequence, so we
refer them both as “importance”). Its corresponding maximum severity of CVG
is only 2. Figure 5.1(b) is the graph which is colored in random order. The
corresponding maximum severity of CVG (formed by blue) is 6.
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Figure 5.1. Example graph with different software assignments

5.2.3.2

Reducing Vertex Size

In addition to changing coloring sequence, another strategy to further minimize
the severity of CVG is to reduce vertex size wi . Recall that the size of a vertex
represents the number of colors assigned to that vertex. In practice, it should be
a estimated value determine by system and network administrator. A vertex with
larger size receives more colors, and hence has a higher probability of connecting
to its adjacencies. One extreme case is to reduce the size of every vertex to 1 to
achieve the least severity. However, given the functional requirements of real world
networks, it is unrealistic to exceedingly reduce the number of software on the hosts
as they need to install sufficient software to perform certain functionality. Thus,
we borrow the need-to-know principle in access control as need-to-install to ensure
each node contains all necessary but at least colors to carry out its functionalities.
Intuitively, nodes located in the center of a network tend to be more privileged
than nodes in the periphery. As we have discussed that nodes in critical locations
may have greater impacts on generating more heterogeneous color distribution,
thus we expect targeting at such nodes should be more effective in minimizing
severity of CVGs. We again adopt the two measurements discussed above, degree
and betweenness centralities for identifying nodes with key topological roles in the
graph. All vertices are ordered in a descending sequence based on their importance
i.e. degree and betweenness centralities. Eventually, we reduce the sizes of top
f % vertices (which is determined according to practical conditions, e.g. software
numbers, organization budget etc.) to the greatest extend without impair their
required functioning.
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We use the same example network to show the idea of how the sizes of critical
nodes impact the forming of CVGs. Specifically, we reduce the size of a peripheral
node and a central node by 1, respectively. As shown in Figure 5.1(c), by reducing number of colors on a central node with the highest degree/betweenness, the
maximum severity of the graph can be decreased by 3, whereas it is decreased by
only 1 if we reduce one color on a peripheral node (Figure 5.1(d)).

5.3

Experiment

In this section, we present simulation results for evaluating the performance of our
software assignment strategy.

5.3.1

Setup

Recall that our model is built on top of undirected graph G as the abstraction of
networked systems. To fully investigate the performance of our algorithm in arbitrary systems, we use three representative topologies to characterize the behaviors
of different systems. Specifically, we consider three types of random networks based
on different models for our simulations: random network generated by Erdos and
Renyi (ER) model [84], small-world network generated by Watts-Strogatz (WS)
model [85], and scale-free network by Barabasi-Albert (BA) model [86]. The network generated by ER model graph has a Poisson-type degree distribution and
its clustering coefficient is close to zero. This kind of network does not have high
connectivity in many cases and thus long and circuitous routes are required to
reach other nodes and can be used to characterize the behavior of each vertex that
depends upon the behavior of its nearest neighbors. The network generated by
WS model exhibits both high clustering and small world behavior which is the
commonly found characteristics of real social networks. As compared to a smallworld network, the scale-free network by BA model has low clustering, however,
does not exhibit the power-law distribution of degree, which WS model successfully
produces. The latter two types of network both contain highly connected nodes
(hubs) and is a good model for the highly connected systems. We believe the three
types of graphs provide a reasonable coverage range of realistic networked systems.
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Through extensive simulations on all three types of network topologies, we
evaluate the proposed algorithms mainly based on the following two metrics:
- (M1) size of the CVG. Smaller M1 indicates less number of machines could
possibly be compromised by an attack, thus better software assignment solution. Here we are only interested in maximum M1 of an assignment as it
represents the worst case scenario.
- (M2) severity of the CVG. It is natural to assume that an attacker attempts
to exploit the most destructive vulnerability. The greater M2 the higher
potential harm resulted by the attack. Here we particularly compare the
maximum M2 between assignments as it indicates the most damage an attack
could cause on the network. An assignment with higher M2 is less desirable.
To evaluate our approach under various settings, we ran the simulations with
different combinations of color number and node size, which are denoted as #NC
and #NS, respectively. In the following experiments, we set #NC to 40, which
means that there are in total 40 different software available and #NS as a variable
representing the number of software that are finally installed in the hosts. r =
#NS/#NC can be used to represent the heterogeneity of the system. The larger
r, the less heterogeneous of the network. We restrict the value of r to less than 0.75
(i.e. #N C < 30), because when r approaches to 1 the network becomes almost
homogeneous. In order for the simulations to be more realistic in real cases, we
pre-define 20 color and node constraints with 10 for each. All experiments were
conducted on graphs with 1,000 nodes. We believe this size is a reasonable size for
our problem as we target on a centralized-manage network where needs a central
authority to perform the task of software assignment. According to our algorithm,
in average our algorithm can generate an assignment solution within a few minutes.

5.3.2

Evaluation of the Basic Algorithm

5.3.2.1

Size and severity of CVG (S(ci ) and Scvg (ci ))

A good software assignment strategy should be able to effectively limit M1 as
it indicates the number of infected machines by attacking a color. This metric,
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Figure 5.2. Variation of the maximal CVG size (S(cmax ) and S(cmin )) in responding
to the changes of r

Figure 5.3. Variation of the maximal severity of CVG (Scvg (cmax ) and Scvg (cmin )) in
responding to the changes of r

however, does not reflect the actual damage caused by attacks. So we also need to
look at M2 as it quantifies potential damage caused by a particular vulnerability.
According to our algorithm, no matter which color the attacker targets at, ideally
the resulting damage would be no worse than exploiting other colors. That is, the
severity of CVG should be approximately the same among colors, meaning that
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Scvg (c1 ) ≈ Scvg (c2 ) ≈ · · · ≈ Scvg (ck ) .
In this simulation, we observed M1 and M2 together to understand the forming
pattern of CVGs. For each r we recorded S(ci ) for all 40 colors, picked the largest
and smallest ones denoted as S(cmax ) and S(cmin ), respectively. As can be seen in
Figure 5.2, although S(cmax ) and S(cmin ) differ in the size, both of them increase
along with r for all three network topologies. The disparity between S(cmax ) and
S(cmin ) is caused by differences on color severities. The curves, especially for
S(cmax ), show a relatively flat trend at the beginning and followed by a sharp increase when r reaches a critical point. Before this point, both S(cmax ) and S(cmin )
remain relatively small. However, after r exceeds this point, lines of S(cmax ) begin
to increase rapidly, The difference of these points for different networks is due to
the distinct connectivity of the network topologies. Given the existence of hub
nodes in the scale-free network, large CVGs are more easily formed. Although
a small-world network also has a power-law distribution, the “hub” phenomenon
is smaller (given the same average degree) compared to a scale-free network. In
contrast, random network does not have high degree nodes to serve as the common
connections between nodes.
Next we plotted the corresponding severities of CVGs denoted as Scvg (cmax ) and
Scvg (cmin ) in Figure 5.3. We observed that the curves of Scvg (cmax ) and Scvg (cmin )
from the same graph are almost overlapped, indicating approximately the same
severity despite differences on their sizes. Figure 5.3 confirms that our algorithm
meets the goal of balancing potential damage caused by various attacks by showing
Scvg (cmax ) ≈ Scvg (cmin ) given the same r.
The disparities on S(ci ) and Scvg (ci ) from different network topologies also suggested that organizations with limited budget or software availability may reduce
potential risks of their systems by changing the underlying network topology.
5.3.2.2

The property of r

In order to better understand the performance of our algorithm, we used WS-based
model to generate a graph of 1000 nodes as an example to show how #NC and
#NS impact software assignments in terms of maxScvg . To eliminate the effect
of relative values of severity, we uniformly set the severity of every color to 1.
For different #NC (40, 45, and 50) we plotted in Figure 5.4, the maximum CVG
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severity of the assignment results in responding to the increase of #N S. Figure
5.4 shows that, given #NS, larger #NC leads to lower maxScvg which indicates
a better assignment solution. For all three lines, we also observed the critical
points when reaches around r = 0.5. Before this point, maxScvg remains relatively
small (lower than 50). However, when r = #N S/#N C becomes greater than
0.5, maxScvg increases rapidly afterwards. The results suggested a feasible way to
construct a more secure network systems by getting more software for assignment.

Figure 5.4. maxScvg as a function of #NS and #NC

5.3.3

Evaluation of the Topology-Aware Algorithm

5.3.3.1

Effect of Coloring Sequence

To understand the impact of coloring sequence, we performed further analysis
to see whether changing coloring sequence would affect the assignment results.
We compared LDF and LBF orderings with the initial random one as the baseline in a graph generated by ER model, and evaluated the results in terms of
maxScvg (Figure 5.5). LDF-based and LBF-based orderings both generate better
assignments as their corresponding maxScvg s are both smaller than that from the
random heuristic given the same r. We also found that LDF works slightly better
than LBF. This actually is a good news for the defender as degree calculation based
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Figure 5.5. The effect of changing on coloring sequence

Figure 5.6. Manipulating #weight on critical nodes

on local topological information is much easier than the calculations of betweenness
of a network.
5.3.3.2

Reducing Vertex Size

To see the effects of those critical nodes in generating heterogeneous network, we
targeted at f = 1% and 3% nodes with the highest degree and betweenness in
the network, and intentionally cut their sizes by reducing wi . The number of
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Figure 5.7. Comparison with other algorithms.

colors removed is denoted by d. In this simulation, we set d to 3 and evaluated
the assignment results in terms of maxScvg . The simulation results are plotted in
Figure 5.6. As can be seen, by reducing the size on only a small portion of critical
nodes, i.e. 1%, corresponding maxScvg is significantly decreased. For example,
when r = 0.4, removing 3 colors on top 1% high degree nodes can reduce maxScvg
by more than 200).
Comparison with Other Algorithms. We next compare our algorithm with
two related algorithms, randomized coloring and color flipping, as proposed in a
previous study [7]. In randomized coloring, each node picks a tentative color uniformly at random from the color pool, whereas color flipping extends the random
coloring by allowing each node performs a local search amongst its immediate
neighbors to switch colors to decrease the number of locally defective edges. Besides, we also compare our algorithm with the optimal solution based on brute-force
search. We compare these algorithms in terms of the CVG size (S) as a function of
r. Since previous algorithms do not incorporate the concept the severity, we simplify the setting of our algorithm and treat severity of each color equally. Results
are plotted in Figure 5.7. As we can see from the figure, our algorithm outperforms both randomized coloring and color flipping methods by creating smaller
CVGs given the same r. Initially, S in our algorithm increases more slowly as
compared with the other two methods. Only when r increases to 0.75, it approximately equals to that of the other approaches. The results also show that the
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performance of our algorithm is very close to the optimal one.

5.4
5.4.1

Discussion
Source of Diverse Software

In our problem setting, software diversity can be realized in many different ways:
1) utilizing off-the-shelf software. Among a large number of different types software applications and operating systems, it is found that more than 98.5% of
them have substitutes. The software and its substitutes are usually implemented
independently by different teams of developers, so they do not have the same vulnerability [71]. Take web browser as an example. There are a number of web
browsers freely available in the market, e.g. Firefox, Internet Explorer, Chrome,
Safari, Opera etc. that are functioning similarly and each can be substituted with
each other. We may assume their vulnerabilities are different, and thus consider
them as different colors. 2) leveraging new compiler technique [76]. Compiler can
easily produce internally unique, but functionally equivalent variants of particular
application. These variants behave in exactly the same way for users but do not
have the same vulnerability. Due to the subtle changes in their implementations,
any specific attack affects only a small fraction of targeted variants. The downside of utilizing this technique is that patch management and distribution for the
variants could be a difficult task.
Another thing needs to be clarified in the context is that we do not actually
need full knowledge of vulnerabilities (e.g., types and the exact number) in the
software to be assigned. Given a software assignment solution, no matter how
many vulnerabilities residing in a software product, even if it has an unknown vulnerability, CVGs of the graph remain the same–defective edges will not be changed
by the number of vulnerabilities (as long as they share at least one vulnerability)
and no defective edges will be introduced by newly discovered vulnerability. For
the same reason, we can further shrink the size of “color pool” by considering
multiple software packages as one single software product that can be represented
by using a single color. For instance, all the standard software packages (including
network services) come with Windows 7 in a batch, so the entire package of the
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standard Windows 7 distribution will only considered as one color. The edge between two adjacent hosts is defective as long as they both install Windows 7. For
each (third-party) application installed later on, it may be considered as one color
if it provides some network services.

5.4.2

Severity of Vulnerability

Multiple public available databases and repositories exist for known vulnerabilities
from different software and systems. In this work we would suggest to use National
Vulnerability Database (NVD) as the source for collecting vulnerability informations. Each vulnerability in NVD has a standardized identifier, e.g. CVE-2012-002
and is associated with a CVSS score indicating its severity level. We consider only
the vulnerabilities with a CVE entry in NVD as the known vulnerabilities and the
rest without a CVE-ID are zero-day/unknown vulnerabilities. Given the lack of
information on such vulnerabilities, it is difficult to determine their attributes and
quantify their severities. There are a number of works have been done on predicting the existence of a currently unknown vulnerability [87] and assessing the risk
level associated with a newly found vulnerability that has not been scored yet [82].
One may question about whether it is necessary to consider the already known
vulnerability as they should be properly patched. In reality, however, it is not
always the case. The window of exposure of a vulnerability (starting from the time
it is discovered till the time it is patched) could last for months and the volume of
attacks exploiting them increases by up to 5 orders of magnitude [88]. Even after
patches become available, vulnerable system is unlikely to be patched in a timely
manner as users often delay their deployment, which provides an opportunity for
attackers to exploit the unpatched vulnerabilities on a large scale, e.g., a typical
Windows user must manage 14 update mechanisms to keep the host fully patched
[89]. Moreover, even if vendor of the affected software releases a patch for the
vulnerability, additional exploits may still be created based on the patch [90].
Thus we cannot rule out the possibility of systems having identified vulnerabilities
remain unpatched.
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5.4.3

Moving Target Defense

Besides seeking heterogeneity, we may further improve survivability of the network by constructing a dynamic network environment. Motivated by the idea of
moving target defense [91] we consider to continually change attack surface (e.g.,
vulnerability distribution) of the network by re-allocating software at proper time
intervals. This strategy may render the information collected by the attacker about
the current system during reconnaissance phase ineffective at the time of attack.
Previous studies have showed that the re-diversification provides actual benefits
against various attacks, such as probing and incremental attacks [35], and wormlike attacks [66].
In our algorithm, different assignment solutions can be obtained by changing
the ordering of vertices to-be-colored. By permuting the order of coloring, our
algorithm can output |N |! different “moving” options for network of size N .
To realize such moving target environment in practice, there needs a mechanism
for application migration without (or with minimal) interrupting routine system
operations. Many works have been done to address this challenge by leveraging
operating-system-level virtualization [92]. The operating-system-level virtualization works at the level of file systems, memory regions, sockets and kernel objects,
where semantic information of the application, e.g., the execution state, open files
and sockets, are readily available. To the best of our knowledge, Trusted Dynamic
Logical Heterogeneity System (TALENT) is the first realization of a moving target defense [54]. It is based on operating-system-level virtualization, in which the
kernel allows for multiple isolated user-level instances, each is called a container.
When migration is requested (as a result of a malicious activity or a periodic migration), it migrates the container of the application from the source machine to
the destination machine by synchronizing the destination container with source
container. The migration process can be completed in seconds and thus can be
applied in practice. One may also adopt virtual appliance [77] for simplifying software management and distribution in our scenarios. By managing and deploying
multiple software as a unit within a virtual appliance, it is easier for the system
and network administrator to assign and distribute software. Similar works on
application migration have also been done by [93] [94], which allow such dynamic
to be a feasible option.

Chapter

6

Multi-objective Software Assignment
for Active Cyber Defense
6.1

Overview

The use of software diversity has been recognized as an effective defense against
virus and network attacks. By allocating different software packages over the
network in an intelligent way, those methods are able to increase the difficulty for
an attacker to construct a spreading malware that exploits common vulnerabilities
in the software [7]. Most software assignment works only have the single objective
of maximum network survivability [66] [68]. However, in real world applications,
security is not the only decision factor.
The practical software assignment problem may have various concerns and criteria other than security, such as feasibility of the system, user’s satisfaction, etc.
The transition from single-objective to multi-objective software assignment introduces great challenges, as multiple objectives might be incoherent or conflicting
with each other. The interaction of different objectives gives rise to a set of solutions with different trade-offs, known as Pareto solutions. The previously proposed
methods on software assignment work well on finding the “best” answer, but they
are inapplicable when no single best solution exists.
This chapter copes with the software assignment problem from a practical point
of view. Specifically, we propose three important objectives that should be consid-
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ered while assigning software to computers within a network, including: 1) maximizing network survivability; 2) maximizing system feasibility; and 3) maximizing
usability of software. All three objectives are represented with corresponding objective functions in our model. We further present an Ant Colony Optimization
(ACO) based algorithm to optimize the multi-objective software assignment problem. Rather than finding the single optimal solution that is best with respect to
all the objectives, we show that it is possible to identify a set of solutions that are
considered equally optimal for our software assignment problem. The proposed
algorithm constructs probabilistic decisions on software choices for each host in
the network, and thus provides sufficient flexibility and options in order to meet
different needs and preferences.

6.2

Formulation of Objectives

Objective 1: Maximizing Survivability
The way we improve network survivability is by minimizing attack severity.
Severity is defined in terms of the potential damage caused by a vulnerable software. In general, the severity of a software is related to two factors: 1) the maximum number of connected nodes installed with the same software; 2) the severity
level of the vulnerability, and it can be formulated as below:
SVsi = nmaxsi ∗ slsi

(1)

where nmaxsi signifies the largest size of the connected machines that are all installed with software si , and slsi indicates the severity level of the vulnerability
residing in software si . To minimize the severity, we need to control the highest
potential risk by a single software vulnerability. The objective function can be
formulated as:

M inimize

SV =max [nmaxs1 ∗ sls1 , nmaxs2 ∗ sls2 , · · · ,
nmaxsk ∗ slsk ]

Objective 2: Maximizing Feasibility

(2)
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Feasibility is defined as the degree to which the software assignment satisfies
a set of functionality rules. Given that some constraints are more critical than
the others, we propose two different types: hard constraint and soft constraint.
A hard constraint is one that must be satisfied at all times. One example of
hard constraints is the requirement for software installation—software that are
incompatible with each other should not be installed together, or otherwise they
will make the system easy to crash. A soft constraint is a rule that it is desirable,
but not mandatory, to satisfy. One example of software constraints is the total
number of software to be installed on a machine cannot exceed (or is below) its
weight. Compared with the hard constraints, the soft ones can be relaxed when
necessary.
Since the hard constraints are mandatory requirements and can never be violated, in order to maximize the system feasibility, we need to minimize the total
violation of soft constraints as much as possible. Here we introduce a measurement
called total penalty score P to quantify the overall cost of soft constraint violations.
A good assigning solution should well accommodate the soft constraints, thus, our
second objective is to minimize the total penalty score P , as listed below:
M inimize

P =

n X
r
X

pik ∗ dik

(3)

i=1 k=1

where pik(denotes the penalty score if the soft constraint k is violated on computer
0
if sof t constraint k on computer i is violated
i. dik =
is an indicating
1
if sof t constaint k on computer i is not violated
function that specifies which constraint is violated. In the rest of paper, the terms
of constraint and its violation only refer to soft constraint.
Objective 3: Maximizing Usability
Usability is defined as “the extent to which a product can be used by users to
achieve specified goals with effectiveness, efficiency and satisfaction in a specified
context of use” [95]. In our case of study, usability measures the degree to which a
user is satisfied with a particular software assignment. An example of low usability
is not installing Microsoft Outlook on a secretary’s computer, despite the fact
he/she has always been using it in the past years.
Compared with the above two objectives, usability is relatively hard to evaluate
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since it can not be directly measured. While various metrics and models have been
proposed to measure software usability, including Nielsen’s famous model consisting of five usability parameters: learnability, efficiency, memorability, error avoidance, and subjective satisfaction [96], ISO 9241-11: guidance for usability which
includes the concepts of effectiveness, efficiency, and subjective satisfaction [95], as
well as the Software Usability Measurement Inventory (SUMI) which contains five
subscales: efficiency, helpfulness, control, learnability, and positive affect. Here we
use the System Usability Scale (SUS) as an example to illustrate how to measure
usability of a software assignment. SUS was released by John Brooke in 1996 first
as a “quick and dirty” scale for usability [97]. SUS [97] is technology-independent
scale for usability and has been tested on hardware, software, websites, etc. The
standard questionnaire of SUS contains 10 items and asked the users to rate those
items on a 5 points likert scale (from strongly agree to strongly disagree). A higher
SUS score indicates better usability. Sample items in SUS include (The design of
the questionnaire is out of scope of this paper but can be reviewed at [97]):
• I found the software unnecessarily complex.
• I thought the software was easy to use.
• I think that I would need the support of a technical person to be able to use
this software.
• I found the various functions in this software were well integrated.
To quantitatively represent the overall usability of software assignment, we can
collect SUS score u of every available software j from the corresponding user of
computer(node) i and calculate the global usability score U by just taking the sum
of all the rating scores of the software for every user/node. Thus the third objective
is to maximize the overall usability score U . Assuming there are n computers and
k available software, we have:

M aximize

U=

n X
k
X
i

j

uij

(4)
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6.2.1

Mathematical Problem Formulation

In this section we formally present the mathematical form of the problem of finding the optimal software assignment solution so as to minimize the attack/virus
severity and to maximize software feasibility and usability simultaneously. The
mathematical model of the software assignment problem can be formulated as
follows:
In this section we formally present the mathematical model of our software
assignment problem.
The mathematical model of our multi-objective software assignment problem
can be formally presented as:
Indices:

Parameters:

i

index of vertices, i = 1, 2, · · · , n,

j

index of software, j = 1, 2, · · · , m,

k

index of constraint, k = 1, 2, · · · , r

68
n

index of vertices, i = 1, 2, · · · , n,

m

index of software, j = 1, 2, · · · , m,

r

index of constraint, k = 1, 2, · · · , r

nmaxsi

the maximum size of CVG formed by
software i,

w si

the severity level of the vulnerability in
software i,

SV

the maximum severity caused by the
vulnerability that exists in software i,

pik

the penalty score if the soft constraint
k is violated on computer i,

dik

the indicating function that specifies if
constraint k is violated on computer i,

P

the overall penalty score for a particular
set of software assignments,

uij

the usability score that the corresponding user of computer i gives to software
j,

U

the overall usability score for a particular set of software assignments

Objective Functions:
Minimize SV

=

min{nmaxs1 ∗ sls1 , nmaxs2 ∗

sls2 , · · · , nmaxsk ∗ slsk }
nmaxsk ∗ slsk }
P P
Minimize P = ni=1 rk=1 pik ∗ dik
(
0
constraint is violated
dik =
1
constaint is not violated
Pn Pm
Maximize U = i j uij
subject
to

|S(vi )| = wi
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6.3
6.3.1

Ant Colony Optimization
Finding the Pareto Optimal Solutions

In general, the multi-objective version of our problem is much more difficult to
solve than a single-objective one as the goals presented in a multi-objective optimization problem may be conflicting. For example, installing user-friendly software
on a particular computer increases the overall usability of an assignment. However, it may violate certain security policy and decrease the survivability of the
network. Finding the best solution for a multi-objective problem while satisfying
all objectives simultaneously is often impossible.
Indeed, in a multi-objective setting, assignment solutions often cannot be simply compared with each other—solutions that are considered best in terms of one
objective but worse in other objectives. Such solutions are called Pareto optimal
solutions (or non-dominated solutions) [98]. A solution is Pareto-optimum when
there are no other solutions that dominate it. The dominance relation can be defined as: given any two solutions S1 and S2 , S1 is said to dominate S2 , if both the
following conditions are true (1) the solution S1 is no worse than S2 (f (S1 )f (S2 ))
for all objectives; (2) S1 is strictly better than S2 (f (S1 )  f (S2 )) in at least one
objective. If any of the above condition is violated, the solution S1 does not dominate the solution S2 . If S1 dominates S2 , then S1 is the non-dominated solution.
This concept can be extended to identify a non-dominated set of solutions from a
set of solutions.
Given a non-dominated solution, no improvement is possible in any objective
without sacrificing at least one of the other objectives. Hence, non-dominated solutions are considered equally good without preferences of the objectives. For our
problem, instead of finding a single best solution that satisfies all the objectives
simultaneously, the ultimate goal becomes to identify the Pareto optimal set that
contains all non-dominated solutions to the problem. However, finding a complete
Pareto optimum set of solutions is not easy. When mapping to a graph multicoloring problem, even the single-objective software assignment problem becomes
NP-hard hard [68]. Although there exist algorithms that guarantee the exact solutions to the problem, the required computational time is often too high for any
practical implementation. Since exact algorithms show poor performance in deal-
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ing with this kind of problem, Hence, in this study we present an Ant Colony
Optimization (ACO) based algorithm to solve the multi-objective software assignment problem, in order to obtain the Pareto optimal solutions efficiently. Since
the determination of a complete Pareto optimal set can be very difficult due to the
computational complexity, here we aim to identify the approximate Pareto set.

6.3.2

Ant Colony Strategy

The ACO algorithm was first proposed by Dorigo [99], which is inspired by the foraging behavior of real ants in the wild and more specifically, the way ants construct
the shortest path searching for food through the use of pheromone. When ants
search for food, they mark their trails with pheromone, as a way to communicate
with each other. The pheromone on the path will guide other ants to the food
source. Suppose there are two possible paths, the probability that an ant selects
one path over the other is then based on the pheromone level of that path. Ants
prefer to follow the path with stronger pheromone. Paths that are more frequently
traveled become more attractive and will be used more often by the following ants.
As the pheromone evaporates over time, less desirable paths become much more
difficult to be detected, which further decreases their usefulness.
The foraging behavior of ants finding foods can be described in a more computational way as a multi-agent solution to a shortest-path optimization problem. In
the ant algorithm, each artificial ant is considered as a computational agent and
multiple ants work cooperatively in exploring the solution space for optimality.
ACO algorithms are essentially construction algorithms: every ant in the algorithm generates a complete solution starting from a null one and adding solution
elements step by step. The element of a solution is a particular move of the ant,
which has associated two kinds of information that guide the moving of artificial
ants:
1. Heuristic information: a measure of the heuristic preference for a move. This
information, which is known as priori knowledge to the algorithm, is specific to
the problem. For example, when considering the goal of maximizing survivability
in the software assignment case, heuristic information can be measured as the
increased severity caused by assigning a specific software to a given node.
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2. Pheromone trail : a measurement of the accumulative pheromone deposition
for a move. This information is the posteriori knowledge of the algorithm. It is
the “so far” learned preference and can be modified during the algorithm’s run.
To generate Pareto solutions to the software assignment problem, the algorithm
works in an iterative fashion by successively replacing the current obtained nondominated solutions by better non-dominated solutions. In each iteration, a group
of assignment solutions are generated by a colony of ants. This group of solutions,
along with the non-dominated ones from previous iterations, are compared against
each other by which a new set of non-dominated solutions can be identified. The
process repeats until the termination criterion is satisfied.

6.4

Our Algorithm for Software Assignment

Generally, any ant algorithm must specify the following elements: 1) Construction of the solutions; 2) Heuristic information; 3) Pheromone updating rules; 4)
Selection probability; 5) Termination condition. Specific implementations of these
elements result in distinct ant algorithms. Below we describe our methods for
substantializing these elements in our problem setting.

6.4.1

Algorithm Description

Construction of the Solutions: As we have mentioned, a move of the artificial
ant on the graph is considered as an element of the solution. We denote a move
by mv = (si , vj ), representing that an ant moves from somewhere to a vertex vj
and assigns vj a software si . Figure 6.1 shows a solution construction process by
consecutive moves of an ant. By moving from vertex to vertex on the graph, the
assignment solution can be built incrementally. More specifically, a move actually
consists two sub-actions: 1) move to a vertex, 2) assign software on that vertex.
Hence two decisions have to be made at each move: the choice of the next vertex
to move toward and the choice of the software to assign. In this algorithm, the
selection of the next vertex to move is performed based on a pre-defined procedure,
whereas the choice of the software for it is made probabilistically, depending on a
combination of the heuristic information and pheromone information.
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Figure 6.1. Example of how an artificial ant constructs solution by moving from node
to node.
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Assume that we maintain a candidate list of nodes that are available to be
colored. Initially, the candidate list contains all the nodes whose degree are nonzero. We adopt the recursive largest first (RLF) principle to choose vertex at each
step, in which vertices are ordered based on their current degrees, and the one
with the current maximum degree is then picked for coloring. Here we re-define
the concept of degree of a vertex vj as deg 0 (vj ) = deg(vj ) ∗ wj0 , where deg(vj ) is the
original degree of vj and wj0 is the (remaining) weight of vj . Initially, the weight of
vj is wj . Every time the vertex is assigned with a software, its weight is decreased
by 1 and nodes in the list needs to be re-ordered. A vertex will be removed from the
list if its weight becomes 0. A complete assignment solution is obtained when the
candidate list becomes empty, meaning that all the vertices now are fully assigned.
Although we employ RLF to order nodes, the actual sequence of node coloring is
not unique: for vertices with the same degree, the selection among them will be
made randomly.
Heuristic Information: Ants refer to heuristic information while determining
whether to assign software si to vertex vj . The heuristic information pertaining
to a move, e.g., assign si to vj , is denoted by ηij , which indicates the desirability
of a move and can be calculated by measuring how well the software fits the given
vertex with respect to a specific objective function. For each si on vj , the values
of attractiveness ηij are computed and each corresponds to an objective function.
ηijS = 1/svij
X
ηijP = 1/
Pjk

(5)
(6)

k

ηijU = uij

(7)

in which svij represents the risk resulted by assigning si to vj , and ηijS can bias
the exploration of ants in favor of maximizing survivability by introducing least
P
severity.
k Pik represents the penalty of violating particular pre-defined constraint caused by assigning sj on vi , and ηijP bias the exploration of ants in favor
of maximizing feasibility by violating relatively milder constraints, even none if
possible. The heuristic related to usability is more straightforward: uij guides the
assignment towards higher acceptance rate.
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Pheromone Updating Rules: Pheromone represents the desirability of ants
to assign software si to vertex vj . In the problem considered, it represents the
desirability of ants to choose each of the software options at each of the vertex.
Therefore, it is represented by a pheromone matrix P M = {τij }, where τij is the
pheromone element corresponding to assigning sj to vertex vi . Each element is
associated to a pair consisting of an optional software si and a vertex vj in the
graph. The value of τij is initially set to 1.
P M = τij = τ11 , τ12 , · · · , τ1m , τ21 , τ22 , , τ2m , · · · , τn1 , τn2 , · · · , τn m

(8)

In our case, three pheromone matrices of identical size are used, each of which
corresponds to an objective function. Thus, there is a severity-related matrix
P M S , a penalty-related matrix P M P and a usability-related matrix P M U . To
mimic pheromone evaporation and deposition, the values of elements in P M are
updated separately based on each of the corresponding objectives.
τijS = (1 − ρ) ∗ τijS + ∆τijS , ∆τijS = 1/SVk

(9)

τijP = (1 − ρ) ∗ τijP + ∆τijP , ∆τijP = 1/Pk

(10)

τijU = (1 − ρ) ∗ τijU + ∆τijU , ∆τijU = Uk

(11)

To escape from local optima, additional procedure called pheromone evaporation is included. Pheromone evaporation is the process by means of which the
amount of already deposited pheromone decreases over time. It favors the exploration of new search space areas and is an effective method to avoid convergence
to local optimum. A uniform evaporation factor ρ is applied, which takes the value
between (0, 1). At the end of each iteration of the algorithm, τij will be updated.
Clearly, if the ant did not assign software j on vertex i during the current iteration,
then ∆τij = 0. Otherwise, ∆τij must be calculated. Since no exact optimal solution exists with respect to all objective functions, all non-dominated solutions are
considered as best solutions for our multi-objective software assignment problem.
It can be assumed that all non-dominated solutions have the same highest quality
and all dominated solutions must be omitted. For pheromone deposition in our
case, the increment ∆τij is calculated separately in each of the matrices. SVk is
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the highest possible risk level of the solution generated by ant k, Pk is the total
penalty score of the solution completed by ant k, and Uk represents the overall
acceptance rate of the solution completed by k. This rule tries to increase the
learning of ants.
The pheromone updates are performed by ants with a globally non-dominated
solution. As such, it imposes a strong selection pressure given that ants have to
find a non-dominated solution not only locally but globally in order to be allowed
to update the pheromone matrices.
Selection Probability: In the implementations of ant algorithms, an ant chooses
a move to go (i.e. assign software sj to vertex vi ) based on a probabilistic decision
rule that rationally combines two factors: the desirability/attractiveness of that
move ηij (heuristic) and the quantity of pheromone information τij (pheromone).
There are different methods in literatures to combine these factors. We have
modified the method proposed in [100] to calculate the probability.
[(τijS )λ1 (τijP )λ2 (τijU )λ3 ]α [(ηijS )λ1 (ηijP )λ2 (ηijU )λ3 ]β
Pij = P
S λ1
P λ2
U λ3 α
S λ1 P λ2 U λ3 α
j∈M [(τij ) (τij ) (τij ) ] [(ηij ) (ηij ) (ηij ) ]

(12)

This probability distribution is biased by the parameters α and β, which balance the relative influence of the heuristic and the pheromone, respectively; λi
regulates the relative importance of different objectives, λi ∈ (0, 1).
Termination Condition: The solutions of each iteration are recorded and compared to previously obtained non-dominated solutions, so as to update the current
Pareto set. The algorithm stops if the current non-dominated solutions have not
been improved for the last iteration or the number of iterations meets the maximum
number of iterations (an algorithm parameter).

6.4.2

Stepwise Procedure of the Algorithm

Our proposed algorithm uses multiple colonies to solve the software assignment
problem. It starts by generating M ax Iter ant colonies, each consisting of nAnts
ants. The colonies are used one after another to move through the network. For
each colony, each ant moves through nodes one after another following the RLF
strategy, choosing an appropriate software on each node based on the probability
decision rule represented by Eq. (11). By moving from node to node, all nodes
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can be completely assigned by that ant, and the assignment result represents a
solution. The quality of this solution is then evaluated in terms of the three
objective functions given by Eqs. (2), (3) and (4) and compared against each other
in order to identify non-dominated solutions of the colony (not the entire problem).
Ants that generate the non-dominated solutions of the colony are allowed to deposit
pheromone increments to the pheromone matrices according to Eqs. (8), (9) and
(10). In addition, before the next colony of ants start their explorations, a uniform
evaporation rate is applied across elements in three pheromone matrices, The next
colony then use the updated pheromone matrices to tour the network. This process
repeats until the last colony has completed the coloring process and the current
Pareto set generated is taken as the final solutions.
Initialize
1. Set values of parameters α, β, ρ, nAnts and M ax Iter
2. Initialize the pheromone matrixes
3. for k = 1 to M ax Iter
4. for i = 1 to nAnts
4.1 Select a vertex to color based on RLF rule
4.2 Calculate the desirability of all possible colors for all objective functions
4.3 Calculate the probability of all possible color by combining desirability and
pheromone information from PMs
4.4 Assign the most promising color
4.5 Go to Step 4.1 until current ant builds a complete solution
Evaluation
5. Calculate objective function corresponded to the constructed solutions
6. Compare the constructed solution with other solutions to determine if it is
non-dominated solution
Pheromone updating
7. Compare all solutions of all nAnts ants which are marked as non-dominated
and identify final non-dominate solutions
8. Update the pheromone quantity in all PMs
9. If total iteration < max Iter go to step 3 otherwise stop
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6.4.3

The Case of Parallelization of ACO

Above we assume that the ants in the proposed ACO algorithm work sequentially,
but the algorithm is particularly amenable to parallelization. The parallel version
of the ACO algorithm can be implemented to improve efficiency and speed up
convergence. Two wide categories of parallelization exist: fine-grained strategies
[101] and coarse-grained strategies [102]. In the fine-grained model, each ant runs
in a dedicated processor. This strategy requires much communication between
processes for exchanging and synchronizing data and thus is suitable for massively
parallel systems with a specific high speed topology. In the coarse-grained model,
sub-colonies of ants (in the extreme case a whole colony) run on a single processor
and the information exchange among those processors is done at every certain
numbers of iterations. Hence, this strategy generates much less communication
overhead. One can choose either one of these strategies to adjust the degree of
parallelization and implement this algorithm in a distributed environment based
on available computational resources and specific time requirement.

6.5

Experimental Analysis

In this section, computational experiments are carried out to test the performance
of the ACO-based software assignment method.

6.5.1

Experiment Setup

We have studied the experimental performance of our algorithm on three common
network models, including the random network, the scale-free network and smallworld network. The choice for these particular models of networks was justified
by their proliferation in real-world. Although random networks are not considered
to be highly realistic models of real world networks, they are often used as first
approximations. Scale-free and small-world networks obey power laws and share
similar properties of real world networks. A scale-free network is while a small
world network as one showing high clustering property with short paths connecting
all pairs of nodes. We adopted the Erdos-Renyi (ER) model in order to construct
random networks; each pair of nodes in Erdos-Renyi networks was connected with
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probability equals to 0.02. For the small-world graphs, we used the Watts-Strogatz
(WS) model with the probability of rewiring equals to 0.1, where each node was
connected to its 2 nearest neighbors. To generate the scale-free topology, we used
the Barabasi-Albert (BA) process with the number of edges to add at each time
step equal to 2. Each type of network graphs has 200 nodes and the average degree
equals to 4, a scale that corresponds to a medium-sized organization.
In the experiments, we assumed that there were 10 different types of software
packages available; each performed a distinct functionality (e.g. word processing,
web browser, etc.). Within each types of software, there were also 4 different
versions (e.g., Firefox, Chrome, IE and Opera in the web browser category). So, in
our settings, a total of 40 different software packages were available for allocations.
To simulate the penalty scores, we randomly selected 30 combinations from the 40
available software and set them as the feasibility constraints. For each constraint,
a penalty score ranges from 1 to 9 was assigned. For the measurement of usability
in our experiment, we used the SUS score ranging from 1 to 5 for each of the
fictitious user. We treated the three objectives of severity, penalty and usability
equally important and gave them equal relative weights with λ1 = λ2 = λ3 = 0.333.
We set the values of parameters nAnts = 20, M axI ter = 100. The settings and
parameters of the algorithm can be changed easily by the user according to the
actual situation. Our simulations only aim to show the feasibility and effectiveness
of our algorithm. We implemented the algorithm in C++ and executed on a
1.4GHz Core i5 system with 4GB DDR-2 RAM.
In the following, we performed sets of experiments to evaluate the effectiveness
of the proposed algorithm: 1) on different network topologies, 2) using different
combinations of parameters, 3) when solving single objective problems 4) scalability of the algorithm. We chose not to compare the proposed algorithm with
the existing software assignment methods, such as [7] [66] [68], since none of the
existing algorithms apply to the multiple objective setting.

6.5.2

Performance of the Algorithm on Various Graphs

The first set of experiments were conducted to test the performance of our algorithm on three types of graphs, aiming to find if the proposed algorithm works
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Figure 6.2. Performance of the algorithm on various network topologies
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in various settings, if and how quickly the algorithm converges. For each network
topology, we created a separate graph, with the y-axis indicating the score derived
from the corresponding objective function and x-axis the number of iterations.
As can be seen from Figure 6.2, for all three graphs, after the number of
iteration reaches 80, the lines become steady. This indicates that our proposed
algorithm achieves stable convergence at around the 80th colony for all three types
of network structures. We measured the stability of the algorithm’s convergence
behavior because it is one of the most important aspects of the ACO-based method.
The convergence behavior of the algorithm indicates that the obtained result is a
consequence of the collective intelligence of ants rather than wandering of a lucky
ant.
From a further look at of Figure 6.2, we also notice that there is a quite big
improvement of solutions at the initial stage of the process. However, as the number
of iterations goes up, the improvement gradually slows down, which indicates that,
as the evolution becomes mature, the results turn out to be more stable. We see
that only small improvements can be achieved after the 80th iteration. It shows
that the ant colony evolved to consensus objectives before the threshold maximum
number of iterations is reached.

6.5.3

Effect of Parameters

In our second experiment, we test our algorithm with different parameter settings.
Especially, we wanted to know i) how the ant’s tendency of looking for a software
option with high concentration of pheromone (α), and ii) how its tendency of
choosing a software option to meet the pre-defined objectives (β), would affect the
performance of the proposed algorithm. To determine the best values of α and β,
we performed numerous simulations and noticed that the numerical relationship
(greater than, less than or equal to) of α and β does affect the performance of our
ACO based algorithm. So we want to determine whether α should be greater, equal
or smaller than β. In this experiment, we only emphasize the test combinations in
which the value set of α and β range from 1 to 2.
Figure 6.3 shows the results when α > β(α = 2, β = 1), α = β(α = 2, β = 2)
and α < β(α = 1, β = 2), respectively. From the figure, we can see that better
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results are achieved when α > β in our experimental settings. This suggests that
pheromone plays an important role in guiding the algorithm towards convergence,
although heuristic information is also important in preventing the search process
from falling into local minima.

6.5.4

Performance on Solving Single Objective Problem

Since the multi-objective optimization problem is a more general form of the single objective one, our proposed method should also be effective in solving singleobjective problems. In this experiment, we compared the performance of the proposed algorithm under both single and multi-objective scenarios. We specifically
created three test cases in order to perform the comparisons, with each has a single
objective, i.e. survivability, feasibility and usability, respectively. The experiments
are conducted on a scale-free network and all others settings are default settings.
Figure 6.4 shows the comparison results. We observe that our algorithm reaches
convergence more rapidly in the single-objective cases than in the multi-objective
cases. The generated assignment solutions for single objective scenarios also perform better than that for the multiple objective situations with regard to each
objective function. The results are actually reasonable for both cases, because
the multi-objective problem requires much more effort in finding the approximate
Pareto solutions, especially when conflicting objective functions tend to restrain
each other.

6.5.5

Pareto Solutions of the Problem

For better illustration, we depict the Pareto solutions generated by our algorithm
in a 3-dimensions space, as shown in Figure 6.5. The three dimensional plot can
be served as a general portfolio containing all alternative solutions. In addition,
It demonstrates the trade-offs among survivability, feasibility and usability, which
allows the users to choose from, depending on different priority settings. On a more
extreme level, to achieve our pre-defined objectives, we next pick three solutions
from all Pareto solutions. Each selected solution contains the minimum severity,
minimum penalty, and maximum usability, respectively in the gained Pareto set
of solutions, as shown in Table 6.1.
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Figure 6.5. Pareto optimal solutions
Table 6.1. Maximum/Minimum solutions along each objective

Severity
Minimum severity
56.083

6.5.6

Penalty

Usability
2782

129.2961

5866
Minimum
penalty
2578

70.483

5063

1809
Maximum usability
2973

Scalability and Computational Overhead

Finally, we repeated our experiments on graphs of larger sizes and measured the
computational overhead introduced by this algorithm. Figure 6.6 illustrates the
scalability performance of the algorithm on small-world graph. As can be seen
from it, the computational time required for this algorithm grows exponentially
with the size of the network, but it is still feasible for medium-size networks.
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Figure 6.6. Scalability of the algorithm

Chapter

7

An Evaluation Framework for
Software Assignment Algorithms
based on AHP
7.1

Overview

Over the past decades, researchers in the field of software diversity have developed
an interest in designing software assignment algorithms [7] [66] [68] for distributing
software. However, little effort has been made to come up with a standard evaluation framework that can provide an unbiased platform for an extensive comparison
on various software assignment algorithms. In the absence of such a framework, a
bunch of fundamental questions have been raised, such as how to compare two or
more assignment strategies, and how to determine what is the best strategy.
This work is taking the first step to develop an evaluation framework to systematically assess given software assignment strategies, allowing the security specialist
to choose the best one from a set of possible alternatives according to their particular security and operational needs. In this chapter, we propose a multi-dimensional
evaluation framework with a set of criteria from both objective and subjective perspectives for comparing alternative software assignment strategies. Given that the
criteria of an ideal software assignment could be conflicting, the framework also
helps to determine an optimal balance between the possible degradation of op-
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erational performance for authorized users and negative effects on attackers. We
also perform a case study for a selection of three software assignment algorithms
presented in previous chapters. The experimental results provide valuable understanding about merits and demerits of those software assignment algorithms. We
believe that this study will serve as an important step in designing, standardizing
and developing a performance evaluation library that will facilitate an extensive
and unbiased evaluation of software assignment algorithms.

7.2

A Generic Evaluation Framework for Software Assignment Algorithms

7.2.1

Evaluation Dimensions

The evaluation criteria of software assignment strategy of the evaluation model
are centered on survivability, feasibility and usability. Below we first define and
explain them one by one.
Survivability. Diversification makes application programs diverge among networked systems. This means that the attacker has to either limit the attack to a
small subset of predictable targets, or adjust the attack to account for diversity.
The latter is impractical in most cases because it would require duplicated attack
effort for each different version of the target, so the malicious effects of the attacks are limited at worst to a small number of targets (where the attacker still
gets full control, in absence of any monitoring or enforcement-based defenses). In
this study, we use the concept of survivability to describe the degree to which a
protected system/network is able to withstand an attack.
In the previous chapters, we have defined the concept of CVG and denote
it as the number of compromised machines if the corresponding vulnerability is
discovered and exploited by the attacker (e.g., via a worm attack). The size of
the largest CVG indicates the number of machines compromised under the worstcase attack. Nodes within the largest CVG are always attackers first choice to
penetrate into the network. A better software assignment algorithm should be able
to produce a software assignment solution with a smaller largest CVG. Formally,
the survivability of a networked system can be computed as follows:
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Survivability = 1 − smax (ci )/N
where smax (ci ) denotes the largest size of CVG that is formed by color ci , and N
denotes the network size.
Feasibility. For a software deployment in real world, there must be many
constraints that give rise to different practical system requirements. A software
assignment algorithm should be designed to conform to such constraints. Hence,
feasibility is defined as the degree to which the existence of any set of rules can
be violated without impacting its normal operations, that is, how well a software
assignment strategy is able to accommodate given practical constraints.
As we have discussed in previous chapters, both hard and soft constraints
should be clearly specified by network administrators or IT experts in advance
according to the enterprises practical concerns. Hard constraints are ones that
have to be strictly enforced. Violation of hard constraint can yield an infeasible
solution. Soft constraints are less critical ones and should be satisfied when possible
(e.g., user preferences, cost), but not necessarily. Each constraint can be associated
with a penalty score that reflects its significance. The penalty is only applied
when that particular constraint is violated. We assume that a software assignment
algorithm unable to satisfy the practical constraints is less appropriate than an
algorithm that well accommodates them. Thus we propose to use penalty score
to quantitatively determine the functionality loss caused by violations of given
practical constraints. A perfect assignment is given a score of 1.0. If any hard
constraints are violated, the score becomes 0.0. Otherwise, for each time that
soft constraint I is violated, penalty(i) points are subtracted from the perfect
score, where pi is the penalty associated with violating constraint i. For instance,
penalty(i) denotes the penalty score of violating constraint i. If there is no way
to satisfy all of the hard constraints, it means the software assignment strategy
cannot provide an acceptable assignment solution. Given a set of constraint rules,
overall feasibility of the assignment for the system can be quantified as:
P
F easibility = 1 − ni=1 pi ∗ di
where p(
i denotes the penalty score if the soft constraint k is violated on computer
0
if sof t constraint k on computer i is violated
is an indicating
i. di =
1
if sof t constaint k on computer i is not violated
function that specifies which constraint is violated. In the rest of paper, the terms
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of constraint and its violation only refer to soft constraint.
Usability. In the context of our study, usability reflects how well/comfort
one can perform a task or routine operation in the protected system and it measures the degree to which a user is satisfied with a particular software assignment.
Among all the software options, some software products are easier to operate as
compared to others. Besides, users tend to choose software that they are familiar
with or have certain preferences. If the system becomes unusable to the target
audience because of the mechanism, those end users may either stop using the
system or try to circumvent the software diversity mechanism. This could in additional vulnerabilities, loss of visibility to defenders, or the mechanism simply being
ineffective.
We use acceptance rate to measure users’ attitudes toward a particular software product. Before the assignment process, available software products are categorized into different categories based on their functionalities, e.g., Linux, Snow
Leopard, Windows are in the operating system category while Firefox, Safari, IE
and Opera are in the web browser category. A host will not be assigned two software products from the same category. Software high acceptance rate indicates
users are satisfied or at least have little trouble with the assignment. Low acceptance rate, on the other hand, indicates that a user finds it inconvenient (or even
being prevented from doing his/her job) to use new software. Before the assignment process begins, users are asked to rate software applications in each category
based on their experience and attitude in a range of 0 to 1. Given these ratings,
the overall acceptance
rate for each assignment can be calculated as follows:
P
Pi

U sability =

N

j
u
M ij
Wi

N

where Wi denotes the number of applications installed for user i and N denotes
the size of the network. uij quantifies user i’s attitude towards software j.

7.2.2

Aggregation of Metrics

Making a decision among alternative assignment algorithms is a challenging task
since these metrics cannot be simply comparable to each other. The presence
of conflicting criteria contributes to the complexity of assignment software to networked systems as well. In this study, we consider to adopt a multi-criteria decision

90
making model to assess trade-offs existing among criteria and assist in comparing
the software assignment algorithms.
Many analytical tools have been developed to address these problems associated
with the field of decision analysis [104] [105] [106]. These tools are primarily used in
social sciences, and we believe they have tremendous potential for security. In this
work, we adopt the multi-criteria evaluation methodology, called Analytic Hierarchy Process (AHP) [107], for assessing and comparing various software assignment
algorithms. AHP is a multi-objective decision-making methodology. The AHP
enables decision-makers to structure a complex problem in the form of a simple
hierarchy and evaluate a large number of quantitative and qualitative factors [?] in
a systematic way even with conflicting multiple criteria. AHP is able to integrate
different measures into a single overall score for ranking decision alternatives. The
main characteristic of AHP is that it is based on pair-wise comparison judgments.
For example, given two elements i and j, let C(i, j) = ei /ej be a comparison
between i and j, where ei and ej are the normalized value of one performance
metrics of two alternatives, respectively. The larger the value of C(i, j), the more
we prefers i over j. C(i, j) = 1 means that i and j contribute equally.
By applying AHP, we are allowed to evaluate software assignment strategies
against each of the performance metrics that measures how well an software assignment strategy accomplishes a particular criterion. Then we can compare these software assignment algorithms by generating a score for each algorithm for ranking.
Rather than prescribing a “correct” decision, the AHP helps security specialists to
find one assignment strategy that best suits their goal and their understanding of
the problem.

7.2.3

Consistency Ratio (CR)

An important consideration in terms of the quality of the ultimate decision relates
to the consistency of judgments during the series of pairwise comparisons. It should
be realized that perfect consistency is very difficult to achieve and that some lack
of consistency is expected to exist in almost any set of pairwise comparisons. To
handle the consistency question, The AHP provides a measure of the consistency
of pairwise comparison judgments by computing a Consistency Ratio (CR). The
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Table 7.1. Random Index (RI)

n
RI

1
0.005

2
0.00

3
0.58

4
0.90

5
1.12

6
1.24

7
1.32

8
1.41

9
1.45

10
1.49

ratio is designed in such a way that values of the ratio exceeding 0.10 are indicative of inconsistent judgments. If the degree of consistency is acceptable (CR is
less then 0.10), the decision process can continue. If the degree of consistency is
unacceptable, one should reconsider and possibly revise the pairwise comparison
judgments before proceeding with the analysis.
The procedure of calculating consistency ratio is as followed:
1. Multiply each value in the first column of the pairwise comparison matrix by
the relative priority of the first element considered. Same procedures for other
elements. Sum the values across the rows to obtain a vector of values labeled
“weighted sum”.
2. Divide the elements of the vector of weighted sums obtained in Step 1 by the
corresponding priority value.
3. Compute the average of the values computed in step 2. This average is denoted
as λ.
4. Compute the consistency index (CI): CI =

λmax −n
,
n−1

where n is the number of

elements being compared.
5. Compute the consistency ratio (CR): CI =

CI
,
RI

where RI is the random index,

which is the consistency index of a randomly generated pairwise comparison matrix. It can be shown that RI depends on the number of elements being compared
(Table 7.1).

7.2.4

Computational Procedure of AHP

A systematic AHP model for evaluating the software assignment strategies is proposed in this section. The computational procedure of the AHP are summarized
as follows (See Appendix for detailed computation):
The first step of the AHP is to identified performance measures (metrics) and
model the algorithm ranking problem into a decision hierarchy.
In the second step, a scale of numbers that indicates the preference of decision
makers about the relative priorities (importances) of the criteria, are collected.

92
Previous work [107] provided a fundamental scale for this purpose, which has been
validated theoretically and practically. This scale ranges from 1 to 9 with increasing
importance indicating how dominant one alternative is over another with respect
to the metric they are compared. To fill in the matrix of pairwise comparisons,
we use numbers to represent the relative importance of one element over another
with respect to certain criteria.
In the third step of the AHP, pairwise comparisons (with the same scale standard as in the second step) are performed for comparing the algorithms with respect to each of the criterion and a series of pairwise comparison matrices are
constructed.
In the forth step, for each alternative algorithm, use the priorities to weight
the criteria. To obtain the set of overall priorities, we have to pull together judgments made in the pairwise comparisons from previous step, that is, we have to
do weighting and adding to give us a single number to indicate the overall ranking
of the algorithms.
The final stage is to calculate CR to measure how consistent the judgements.
If CR is much in excess of 0.1 the judgements are untrustworthy because they are
too close to randomness.

7.3

A Case Study

To demonstrate the applicability of our proposed evaluation framework, in this
section we present an experimental case study. The experiment is designed to
compare a selection of three software assignment algorithms proposed in the previous chapters based on the AHP method.

7.3.1

Simulation Setup

In this case study, three software assignment algorithms will be tested in a scale-free
graph with the size of 200. The graph is generated using the igraph package in R.
Since the algorithms have to be compared with the same combination of the number
of colors and weight, we fix the number of available software to 30 and weight of
each node in the network to a range of [3, 6]. To simulate the penalty scores, we
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set 10 hard constraints and also randomly selected 20 combinations from the 30
available software and set them as the soft constraints. Each of the soft constraint
is associated with a penalty score ranging from 0 to 1. To simulate the acceptance
rate of users, each user is randomly assigned a set of scores corresponding to
the acceptance rate of software ranging from 0 to 1. The simulation results are
presented as the average of 20 trails.
• Algorithm I: color assignment algorithm (Chapter 4)
• Algorithm II: adjusted color assignment algorithm (Chapter 5)
• Algorithm III: ACO-based assignment algorithm (Chapter 6)

Table 7.2. The fundamental scale

Relative Importance

Definition

Explanation

1

Equal Importance

Two elements contribute equally

2

Weak or slight

3

Moderate importance

4

Moderate plus

5

Strong importance

6

Strong plus

7

Very strong

8

Very, very strong

9

Extreme importance

Reciprocals of above

If element i has one of the above A reasonable assumption

slightly favour one over another
strongly favour one over another

one is favoured very strongly over anot

The evidence favouring one activity ov

non-zero numbers assigned to it
when compared with element j,
then j has the reciprocal value
when compared with i
1.1-1.9

very close

May be difficult to assign the best valu
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Table 7.3. Pairwise comparison matrix for priorities of the criteria

Metrics Ranking
Survivability 1
Feasibility
Usability

Survivability
1
1/3
1/4

Feasibility
3
1
1/2

Usability
4
2
1

Table 7.4. Actual values of the three metrics

Actual Value
Algorithm I
Alglrithm II
Algorithm III

Survivability
0.975
0.845
0.92

Feasibility
1
1
0.83

Usability
0.334
0.513
0.786

Figure 7.1. AHP decision model

7.3.2

Numerical Results

As shown in Figure 7.1, the goal is to select a software assignment algorithm that
best suit the security goal one is trying to achieve. The three criteria for evaluating the algorithm alternatives, including survivability of the protected network,
feasibility of the assignment solution and the usability reflecting user’s satisfaction
level, are also identified.
Once the AHP model is set up, the relative priorities (importance) of each
criterion need to be first determined. One of the questions that one may ask is
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Table 7.5. Pairwise comparison matrix for the criteria with respect to Survivability

Algorithm I
Algorithm II
Algorithm III

Algorithm I
1.16
0.86
0.943

Algorithm II
3
1
1.089

Algorithm III
1.06
0.918
1

Table 7.6. Pairwise comparison matrix for the criteria with respect to Feasibility

Algorithm I
Algorithm II
Algorithm III

Algorithm I
1
1
0.83

Algorithm II
1
1
0.83

Algorithm III
1.2
1.2
1

“How important is this factor to the selection of software assignment algorithm?”
The answer can be ’Equal’, ’Moderate’, etc. Then the answer are quantified and
translated in a score through Satty’s 9-point scale of measurement [107] (Table 7.2).
Then the priorities of the three criteria are pair-wise compared with respect to the
goal of choosing the most suitable software assignment algorithm, using Satty’s
1-9 scale and a pair-wise comparison matrix was compile. For illustration purpose,
we assume they are ordered as Survivability>Feasbility>Usability based on their
importance. In this case study, survivability, with a priority weight of 0.623, is the
most important perspective in performance evaluation of the software assignment
algorithm, following by feasibility, with a priority weight of 0.239, and usability,
with a priority weight of 0.137 as shown in Table 7.3.
When the priority of each criterion is developed, the three criteria are compared
pair-wise respectively and compiled in three pair-wise comparison matrices. The
absolute values of each metrics are first given in Table7.4. Then the comparison
matrices of the three criteria are given in Table 7.5, Table 7.6 and Table 7.7,
respectively.
In order to synthesize priorities of the criteria, we repeat the following steps
Table 7.7. Pairwise comparison matrix for the criteria with respect to Usability

Algorithm I
Algorithm II
Algorithm III

Algorithm I
1
1.536
2.353

Algorithm II
0.651
1
1.532

Algorithm III
0.425
0.653
1
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Table 7.8. The final judgement matrix

Algorithm I
Algorithm II
Algorithm III

Survivability (0.623)
0.356
0.308
0.336

Feasibility (0.239)
0.353
0.353
0.294

Usability (0.137)
0.205
0.314
0.481

Score
0.334
0.319
0.346

for each of the pair-wire comparison matrix: 1) sum the values in each column of
the pairwise comparison matrix; 2) divide each element in the pairwise matrix by
its column total. All columns in the normalized pairwise comparison matrix now
have a sum of 1. The resulting matrix is referred to as the normalized pairwise
comparison matrix; 3) compute the average of the elements in each row of the
normalized matrix. These averages provide an estimate of the relative priorities
of the elements being compared. The result represented as the (relative) priority
vector for each criterion.
The overall priority of the algorithm alternative is calculated by summing the
product of the criterion priority (with respect to the overall goal) times the priority
of the alternatives with respect to that criterion. When we synthesize all elements,
we obtain the final decision matrix for this problem. The final decision matrix and
scores are shown in Table 7.8.
The results of the calculation gives the Algorithm I, Algorithm II and Algorithm
III priority values of 0.334, 0.319, and 0.346, respectively. Thus the ranking for
these three software diversity algorithm: Algorithm III >Algorithm I> Algorithm
II. This indicates that among the three algorithm alternatives, Algorithm III, with
the highest ranking score, is the most suitable algorithm to employ. Moreover, the
overall consistency of the input judgments at all level is within the acceptable ratio
of 0.02.

Chapter

8

Conclusions
In this dissertation we introduce innovative approaches to allocate software intelligently to host to increase the diversity of the network environment at avoiding
large scale propagation of worms or duplicated attacks.
In our first study, we first presented a topology-aware software assignment
algorithm based on graph multi-coloring with real world constraints and system
prerequisites. By controlling the size of the largest common vulnerable graph, our
algorithm effectively isolated the infected hosts and constrained the propagation
of malicious worms or attacks in a small range. In addition, we also evaluated the
performance of our algorithm through simulations. We noticed that effectiveness
of the proposed algorithm depends on a number of factors, such as: the network
structure, the size of the network, the total number of available software and the
number of software required, etc. We believe the insights from the simulation
results could help to ease the issue of finding the balance between security and
cost.
Extended from the fist study, we next introduced an improved software assignment method by taking the vulnerability severity into consideration. In this
study, we redefined the goal of the software assignment problem as reducing the
overall potential damage caused by various attack. In order to formally present
our problem with such goal, we introduced the concept of severity to represent the
potential damage resulting by exploiting vulnerability. Two improvements to the
algorithm are presented to provide guidance for defender’s adjustment based on
the topological structure of the network, such as the in-degree, and betweenness,
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etc. Through extensive evaluations, we demonstrated that our improved software
diversity scheme can effectively minimize worm damage.
Our third study targeted at proposing a topology-aware software assignment
method from a practical point of view by taking into multiple objectives. Three
practical objectives are considered in this study: maximizing network survivability, maximizing system feasibility, and maximizing system usability. To find the
approximate Pareto-optimal set of solutions in an efficient manner, we proposed
an ACO-based algorithm for solving the software assignment problem with the
goal of reducing the potential risk of a successfully attack while enhancing system
feasibility and usability. To verify the performance of the proposed algorithm,
computational experiments are conducted. The results show that this algorithm
solves the multi-objective software assignment problem by providing a set of nondominated solutions meeting different needs and preferences in practice.
In the last study we present an evaluation framework for ranking software
assignment algorithms based on an AHP-based decision analysis process. The
proposed procedure allows a security specialist to identify certain criteria that are
important for assessing the performance of a software assignment algorithm. The
criteria for evaluating software assignment algorithms can be derived according
to the structure of the objectives. At future work, we will refine and extend this
evaluation model, employing real world cases for experiments and case studies.
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