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Abstract
The most powerful constraints on planet formation will come from characterizing the dynamical state of complex multi-planet systems. Unfortunately, with
that complexity comes a number of factors that make analyzing these systems a
computationally challenging endeavor: the sheer number of model parameters, a
wonky shaped posterior distribution, and hundreds to thousands of time series
measurements. In this dissertation, I will review our efforts to improve the statistical analyses of radial velocity (RV) data and their applications to some renown,
dynamically complex exoplanet system.
In the first project (Chapters 2 and 4), we develop a differential evolution Markov
chain Monte Carlo (RUN DMC) algorithm to tackle the aforementioned difficult aspects
of data analysis. We test the robustness of the algorithm in regards to the number
of modeled planets (model dimensionality) and increasing dynamical strength. We
apply RUN DMC to a couple classic multi-planet systems and one highly debated
system from radial velocity surveys.
In the second project (Chapter 5), we analyze RV data of 55 Cancri, a wide
binary system known to harbor five planetary orbiting the primary. We find
the inner-most planet “e” must be coplanar to within 40 degrees of the outer
planets, otherwise Kozai-like perturbations will cause the planet to enter the stellar
photosphere through its periastron passage. We find the orbits of planets “b”
and “c” are apsidally aligned and librating with low to median amplitude (50±610
degrees), but they are not orbiting in a mean-motion resonance.
In the third project (Chapters 3, 4, 6), we analyze RV data of Gliese 876, a four
planet system with three participating in a multi-body resonance, i.e. a Laplace
resonance. From a combined observational and statistical analysis computing Bayes
factors, we find a four-planet model is favored over one with three-planets. Conditioned on this preferred model, we meaningfully constrain the three-dimensional
orbital architecture of all the planets orbiting Gliese 876 based on the radial velocity
data alone. By demanding orbital stability, we find the resonant planets have low
mutual inclinations Φ so they must be roughly coplanar (Φcb = 1.41±0.62
0.57 degrees
iii

and Φbe = 3.87±1.99
1.86 degrees). The three-dimensional Laplace argument librates
chaotically with an amplitude of 50.5±7.9
10.0 degrees, indicating significant past disk
migration and ensuring long-term stability.
In the final project (Chapter 7), we analyze the RV data for ν Octantis, a
closely separated binary with an alleged planet orbiting interior and retrograde to
the binary. Preliminary results place very tight constraints on the planet-binary
mutual inclination but no model is dynamically stable beyond 105 years.
These empirically derived models motivate the need for more sophisticated
algorithms to analyze exoplanet data and will provide new challenges for planet
formation models.
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Chapter 1 |
Introduction and Background
1.1 Overview of Exoplanet Systems
Over the past two decades, exoplanet science has developed exponentially from an
infant field with a handful of characterized systems to a sizable Galactic census
of roughly 1,500 planets, allowing us to begin inferring populations of exoplanets
and how our Solar System fits in a cosmic context. The first wave of exoplanets
discovered from radial velocity (RV) surveys were limited to those both massive and
close enough to their host stars to be detected given our technological and temporal
capabilities (Mayor & Queloz, 1995). The increasing timespan of observations,
as well as improvements in Doppler measurement precision, have enabled RV
campaigns to uncover a population of multiple planet systems. Today, Doppler
surveys continue to become sensitive to lower planet masses and planets in wider
orbits. Dynamical investigations to understand the formation and evolution of
these systems, as well as to test planet formation theories, rely on accurately
characterizing the range of orbital elements and masses of planets consistent with
the observations.

1.2 Radial Velocity Detection
The RV method is an indirect method for detecting planets around other stars. The
observer measures small Doppler shifts in a star’s spectral lines in order to deduce
motion along their line-of-sight. Velocity measurements that oscillate periodically
could indicate the presence of an orbiting companion that is inducing a reflex
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motion on its host star. Observing multiple periodicities in RV data opens up
investigations of multiple companions.
Inferring the key physical parameters of these companions (e.g., orbital period,
mass, eccentricity, etc.) from RV observations can be quite challenging. To fully
describe the orbital properties of a planetary system requires 7 dimensions per planet
(3 position components, 3 velocity components, and mass). As we only observe
the line-of-sight component of a star’s motion, RV observations can result in near
degeneracies amongst model parameters (e.g. mass vs. on-sky inclination, i). It is
difficult to pin down quantities such as i or the ascending node Ω without assistance
from other observing techniques or strong mutual planetary interactions. Even if
we consider only coplanar systems, the parameter space contains 5 dimensions per
planet, plus one for inclination, plus one for the offset in the velocity zero-point for
each observatory/instrument, and at least one stellar/systematic “jitter” parameter.
Therefore, a coplanar system of np planets requires exploring a parameter space
with a number of dimensions ndim ≥ 3 + 5np .

1.3 Physical & Statistical Model
1.3.1 Physical Model
For the majority of the discovered exoplanet systems, mutual planetary interactions
are weak and the baseline of the available RV observations is not long enough to
detect dynamical interactions. Thus, the perturbation of each planet on its host star
can be well approximated using a Keplerian model. In the case of most multi-planet
systems, we can approximate the star’s motion at any given time by summing
over the RV signals due to gravitational perturbations by each planet. The input
~ includes orbital period (P ), RV semi-amplitude (K),
set of model parameters, θ,
eccentricity (e), argument of periastron (ω), and initial mean anomaly (M ) for each
planet.
Today’s optical radial velocity instruments are pushing just below 1 m s−1
precision and over two decades of observing baseline for some stars. For context,
Jupiter (∼12 year orbital period) induces a RV semi-amplitude of ∼ 13m s−1 on the
Sun. By comparison, Earth induces a 8cm s−1 signal.
Assuming no self-interactions amongst the planets, the net velocity perturbation
2

v?,θ~ (t, j) of a star at any given time t measured at observatory j is given by
v?,θ~ (t, j) =

X

Ki {cos [ωi + fi (t)] + ei cos ωi } + Cj

(1.1)

i

where the subscript i refers to the ith planet and f (t) is the true anomaly. The
relation between M and f can be solved using Kepler’s equation and equation 2.46
of Murray & Dermott (1999).
In addition to the orbital parameters, the RV model includes velocity offsets Cj ,
where j denotes which instrument/template was used. These arise because high
precision RV observations are differential measurements and each instrument uses
a different spectral template in the data reduction process.
RV surveys have found a couple dozen systems with multiple planets near a
mean-motion resonance or in tightly compact configurations that necessitate a
model that accounts for planet-planet interactions. Systems such as GJ 876 (Rivera
et al., 2010), HD 200964 (Johnson et al., 2011), and now dozens of confirmed Kepler
systems (Holman et al., 2010; Lissauer et al., 2011; Cochran et al., 2011; Fabrycky
et al., 2012; Ford et al., 2012; Steffen et al., 2012a,b) require self-consistent Nbody integrations to accurately model the observations. The induced gravitational
acceleration on the ith body from all other bodies is simply,
N
X
Gmj (~
ri − r~j )
d2 r~i
=−
,
2
dt
|~
ri − r~j |3
j=1

(1.2)

where G is the gravitational constant, mj is the mass of the jth body, and ~r is
the position vector to each body relative to some arbitrary origin. The N-body
integrations are performed using units of solar mass (M ), AU, and G = 1, so one
year equals 2π time units. Our algorithm, to be discussed in Chapters 2 and 4,
performs these integrations using a time-symmetric 4th order Hermite integrator
(Kokubo et al., 1998) for a good balance between speed and accuracy. We set the
integration timestep to no more than 0.5% of the inner-most orbital period for our
simulations, a value recommended through the work of Kokubo et al. (1998).
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1.3.2 Model of Observations
Spectroscopic observations measure the line-of-sight velocity of a star as it is gravitationally perturbed by orbiting companions, causing periodic variations when
observed over time. Each spectrum can be reduced into a single velocity measurement v?,obs that has a quantifiable measurement uncertainty σ?,obs . More specifically,
most echelle based RV surveys use the shift of the line profiles of thousands of
spectral lines to make a velocity estimation. Therefore, the uncertainties in these
measurements are nearly Gaussian (Butler et al., 1996). We also include a “jitter”
term σjit that accounts for any unmodelled systematics or astrophysical noise
sources (e.g. starspots, pulsations, p-modes). In the case of exoplanet surveys,
σjit is at least partially due to (and sometimes dominated by) variations in stellar
activity, stellar variability, or undetected planets.

1.3.3 Likelihood
Assuming the uncertainties from individual observations closely follow a Gaussian
distribution and are uncorrelated, we can evaluate the goodness of fit to our set of
observations, d~ = {v?,obs , σ?,obs }, utilizing the χ2 statistic.
2

χ =

X
k

[v?,obs (tk , jk ) − v?,θ~ (tk , jk )]2
2
(σ?,obs (tk , jk )2 + σjit
)

(1.3)

For a general multi-planet system, v?,θ~ is solved using a self-consistent N-body model.
With an N-body model, each evaluation of χ2 becomes much more computationally
demanding than for a single planet system which can be described by a Keplerian
orbit or a multiple planet system which can be well approximated by a linear
superposition of Keplerian orbits.
If we assume that each measurement was made independently, we can construct
the appropriate likelihood function for obtaining a set of observations d~ given the
~
parameter values for a specified set of model parameters θ.
~ = p(d|
~ θ)
~ =
L(θ)


Y

q
k

1

2
2π(σ?,obs (tk , jk )2 + σjit
)


 × exp



−χ2 /2 .


(1.4)

Note that we consider σjit to be a model parameter to be estimated from the
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data. For computational convenience, we employ an effective chi-squared, so
~ ∝ exp(−χ2 /2), where χ2 is calculated by
L(θ)
ef f
ef f
χ2ef f

2

2
σ?,obs (tk , jk )2 + σjit
ln
.
σ?,obs (tk , jk )2

"

=χ +

X
k

#

(1.5)

Increasing σjit reduces χ2 , but simultaneously increases the right-most term that
can be viewed as the natural penalty term for large jitter.

1.3.4 Priors
We adopt broad and separable priors for all of our model parameters.
~ = p(C)p(σjit ) ×
p(θ)

Y

p(Pi )p(Ki )p(ei )p(ωi )p(ii )p(Ωi )p(Mi )

(1.6)

i

Note the subscript i denotes which planet, while p(ii ) is the prior probability for the
inclination of the ith planet. Table 1.1 lists our choice of priors for each parameter
which closely follow the SAMSI reference priors (Ford & Gregory, 2007), but with
the addition of uniform priors for Ω and an isotropic prior for i.
Table 1.1: The set of model parameters commonly used in
the analysis of RV datasets and the assumed prior probability
distributions.

Parameter

Prior

Bounds

Period, P, (P0 = 1 day)
RV Amplitude, K, (K0 = 1 m s−1 )
Mean Anomaly, M
Eccentricity, e
Longitude of Pericenter, ω
Longitude of Ascending Node, Ω
Inclination, i
Velocity Offset, C
Jitter, σjit , (σjit0 = 1 m s−1 )

p(P ) ∝ (1 + P/P0 )−1
p(K) ∝ (1 + K/K0 )−1
1
p(M ) = 2π
p(e) = 1
1
p(ω) = 2π
1
p(Ω) = 2π
p(i) ∝ sin i
p(C) = 2C1max
p(σjit ) ∝ (1 + σjit /σjit0 )−1

[0, ∞]
[0, ∞]
[0, 2π]
[0, 1]
[0, 2π]
[0, 2π]
[0, π]
[−Cmax , Cmax ]
[0, ∞]

As the exoplanet catalog grows, astronomers hope to learn about the intrinsic
5

distribution of masses, orbital parameters, and the correlations amongst them.
With roughly 1,500 confirmed planets, astronomers are finding that planetary
systems are extremely diverse in orbital architecture. In principle, knowledge of the
distribution of planet masses and orbits from large surveys could inform priors used
to analyze individual systems. However, astronomers are still trying to understand
the intrinsic distribution of planet masses and orbital parameters. We choose to use
broad priors, so that the analyses of individual systems can be readily compared or
combined for future hierarchical (e.g. population-level) analyses.
1.3.4.1

Modified Jeffreys Priors

For most model parameters, we use simple, non-informative priors. The priors for
the three parameters (P , K, σjit ) are modified Jeffreys priors that deserve further
explanation. A Jeffreys prior (p(x) ∝ x−1 ; x > 0) is a non-informative prior, with a
feature that it is invariant under re-scaling of the model parameter x. This often
works well for scale parameters, where the width of a distribution scales with its
associated parameter. However, the traditional Jeffreys prior would result in a
physically unrealistic divergence for P , K, and σjit at small values. The priorinduced singularity near zero would result in a highly multi-modal posterior with
peaks at physically unrealistic values (e.g., planets inside the star) or corresponding
to values for which there is no empirical evidence (e.g., planets with infinitesimal
mass). Therefore, we impose a modified Jeffreys prior for P , K and σjit . For
example, the modified Jeffreys prior for σjit is

p(σjit ) ∝





1

(1+σjit /σjit0 )


0

for σjit > 0

(1.7)

for σjit ≤ 0

where we set σjit0 to 1 m s−1 . Similarly, we use K0 = 1 m s−1 and 
P0 = 1 day. For

1+σjit,max /σjit0
Bayesian model selection, one would need to include a factor of 1/ ln 1+σjit,min /σjit
0
and to adopt physically motivated lower and upper limits for σjit,min and σjit,max ,
respectively (Ford & Gregory, 2007).
While information about the period and velocity amplitude comes exclusively
from the RV observations, stellar jitter is correlated with chromospheric activity, so
photometric observations or alternative analyses of spectroscopic observations could
provide information about σjit that is independent from the measured velocities.
6

Often, observers may have some idea of what to expect for the stellar jitter, prior
to analyzing the RV data, e.g. Wright (2005). Of course, the stellar astrophysics
is only one of multiple possible contributors towards the measured jitter. Either
unmodelled instrumental noise and/or undetected planets may also cause excess
RV scatter that is best modeled as a larger jitter given the presently available
observations. Finally, we find it is quite useful to use a broad prior for σjit , especially
during the initial exploratory phase, since it accelerates overcoming local minima by
acting like simulated annealing (Ford, 2006). Therefore, we recommend adopting a
broad prior for σjit for initial analysis even when an estimate of the astrophysical
jitter is available.

1.4 Outline
We can perform more detailed science on exoplanet systems as larger telescopes
and more sophisticated instruments push to higher precision. But with our everchanging technology, the way we analyze data should evolve in parallel as well.
An audiophile can carefully remaster a classic but audibly dated musical album
to greatly improve sound quality but at the same time remain artistically faithful.
Similarly, a planet hunter can improve statistical analyses of old RV data to extract
greater detail about these now classic exoplanet systems, which will help to infer
dominant formation scenarios.
In this dissertation, I will present our recently developed statistical methods and
their applications to real exoplanet data. In Chapter 2, we provide a description of
a differential evolution for more efficient parameter space exploration in Markov
chain Monte Carlo (MCMC) algorithms. In Chapter 3, we provide a description of a
modified importance sampling algorithm that exploits the use of an MCMC sample
to perform Bayesian model comparison. In Chapter 4, we test these algorithms
on simulated data to understand their robustness. In Chapter 5, we apply our
differential evolution MCMC to RV data of 55 Cancri and infer dynamical properties
of system from this statistical standpoint. In Chapter 6, we perform a similar
analysis to the Gliese 876 RV data, including an application of our importance
sampling algorithm to test the four-planet hypothesis. In Chapter 7, we report
preliminary statistical and dynamical results for ν Octantis close binary system.
Finally in Chapter 8, I summarize the results of the previous chapters and present
7

some broader applications of the dynamics and statistical algorithms to exoplanet
data.
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Chapter 2 |
MCMC Parameter Estimation
2.1 Conventional MCMC for Posterior Sampling
~ θ)
~ in Chapter 1.3.3 and priors p(θ)
~ in
We described our likelihood function p(d|
Chapter 1.3.4. We combine these in a Bayesian approach to calculate the posterior
~ d)
~ for the model parameters given the observed data
probability distribution p(θ|
by using Bayes’ theorem,
~~ ~
~ d)
~ = p(d|θ)p(θ) .
p(θ|
(2.1)
~
p(d)
~ = R p(d|
~ θ)p(
~ θ)d
~ θ~ is important when comparing different
The evidence term p(d)
θ
models but can be extremely difficult to compute especially in a high-dimensional
~ d)
~ is a
model (see Chapter 3 for more). A popular method for characterizing p(θ|
sampling algorithm known as Markov chain Monte Carlo (MCMC). The MCMC
routine generates a sequence of states. Each state is a set of parameter values (θ).
Repeating the sampling procedure yields a chain of states that can be used to
approximate the posterior probability distribution. Traditional summary statistics
(e.g., mean, standard deviation) can be calculated from the posterior sample.
MCMC is a now a standard method in the astronomy community and has been
applied to an array of astronomical data sets and problems (Ford, 2005). There are
a number MCMC algorithms applied to RV datasets in particular (Exofit (Balan &
Lahav, 2009); HMCMC (Gregory & Fischer, 2010); emcee (Foreman-Mackey et al.,
2013); EXOFAST (Eastman et al., 2013)) but most have employed a Keplerian
model.
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2.1.1 Metropolis-Hastings Algorithm
The most common sampling technique for MCMC involves a proposal distribution
and the Metropolis-Hastings (MH) algorithm for deciding whether to accept or
reject the proposal. A proposal state, ~x0n , is generated using the parameters of the
current state, ~xn . If the proposal distribution is symmetric, the MH acceptance
probability reduces to




 i
h 
p ~x0n |d~

 ∼ exp − χ2ef f (~
x0n ) − χ2ef f (~xn ) /2
p ~xn |d~

(2.2)

If a random number drawn uniformly between 0 and 1 does not exceed this ratio,
then ~x0n is accepted as the new state of the Markov chain, ~xn+1 ; otherwise, it is
rejected and ~xn+1 = ~xn . Because the parameterization of both models are the same,
~ cancels out of the ratio and therefore does not need to be calculated in the
p(d)
MH process.

2.1.2 Random Walk Metropolis-Hastings MCMC
Perhaps the most common proposal distribution is based on perturbing the model
parameters from the present state, i.e., a random walk MH MCMC. The major
drawback of the random walk MH algorithm is that its efficiency at drawing
new states is strongly dependent on the direction and magnitude of the proposal
distribution. If the algorithm changes the entire set of θ at once, trial states will
rarely be accepted, especially if one parameter is perturbed too much. This forces
one to adopt a small scale for the size of the perturbations, which dramatically
increases the time required for a Markov chain to traverse the target distribution.
An alternative method is to implement a Gibbs sampler, which proposes new states
changing only subset of θ while keeping the rest of the parameters fixed. This
algorithm struggles when there are correlated parameters. In such a case, the Gibbs
sampler has a difficult time traversing the posterior, while an algorithm that could
propose trial states in the principal direction of correlated parameters would more
easily traverse across the target probability distribution.
In principle, one can develop an intuition for reasonable proposal distributions.
For example, through a combination of physical intuition and trial and error, Ford
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(2006) identified variable transformations that resulted in efficient convergence of
MCMC for RV observations. However, identifying efficient proposal distributions
can be a time consuming process and is impractical for complex high-dimensional
models. In principle, this can be automated, e.g., Ford (2006) and Gregory
(2011), however these often result in dramatically increasing the computational
cost relative to if a good proposal distribution were available. These issues become
more important for high dimensional parameter spaces, as is necessary for modeling
systems with multiple planets. The improvement in the sampling efficiency becomes
quite substantial for either systems with several planets or systems with strong
interactions. This can be easily understood, since increasing the number of planets
and the strength of dynamical interactions both increase the correlation between
model parameters, and it is the correlation between model parameters that results
in poor performance of random walk MCMC methods.

2.2 Differential Evolution MCMC
Our method of surmounting the above challenges is to replace the random-walk
proposal distribution with a “differential evolution” proposal algorithm (ter Braak,
2006). Rather than using Gibbs sampling or picking a correlation structure for the
proposal distribution, our DEMCMC algorithm considers a population of states
within one “generation.” To evolve one generation of states to the next, DEMCMC
creates a displacement vector between two randomly chosen states, j and k. It
then adds this vector to one state, i, from the current generation to generate a new
trial state. This is mathematically expressed as
~x0n,i = ~xn,i + (~xn,j − ~xn,k ) γ.

(2.3)

√
where γ = γ0 [1 + z]. Initially, we set γ0 = 2.38/ 2ndim (a scaling factor recommended by ter Braak (2006)) and adjust γ0 to adhere to a desirable acceptance
rate (see Chapter 2.2.1.2). Here z is a random variable drawn from a Gaussian
distribution with standard deviation σγ , a parameter to be discussed in Chapter
2.2.1.2. Using the DEMCMC algorithm, such proposal steps naturally adapt their
direction and scale based on the population of states in the current generation.
For example, consider a population of states that are highly correlated. A random
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vector drawn between states roughly parallel to the principal correlation direction
that results in steps being accepted is more likely to be large. Any vector drawn
that points away (perpendicular) from the principal correlation direction will have
a naturally small scale length. Figure 2.1 helps visualize the idea.
For the RV model parameters, we employ the following transformations for taking
MCMC steps: log (1 + P/P0 ), K cos (ω + M ), K sin (ω + M ), e cos ω, e sin ω, Ω, i,
and log(1 + σjit /σjit0 ) where σjit0 = 1 m s−1 based on recommendations of Ford
(2006) for weakly interacting planetary systems.

Figure 2.1. An illustration of the DEMCMC process. For a trial step for state i (blue),
we consider two additional states, j and k (both green). A proposal vector is drawn
between j and k, and the vector is scaled by γ (magenta) before being added to state i
to generate a trial state (red).

2.2.1 Input Algorithm Parameters
We implement the DEMCMC algorithm coupled to an N-body integrator for the
self-consistent modeling of planetary systems and RV observations. The code is
primarily C++ and is parallelized using either OpenMP (for multi-core workstations)
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or the Swarm-NG library for N-body integration using graphical processing units,
GPUs (Dindar et al., 2013). Henceforth we refer to the code as Radial velocity
Using N-body DEMCMC, RUN DMC. This algorithm has been applied to several
real RV datasets (HD 108874 (Veras & Ford, 2010), HD 200964 (Johnson et al.,
2011), HD 82943 (Tan et al., 2013), 55 Cancri (Nelson et al., 2014b, Chapter 5),
GJ 876 (Nelson et al., 2015, Chapter 6)), but a thorough analysis of how RUN DMC
performed when considering some key variables had not been done. A number of
input parameters need to be specified, including both algorithmic parameters (e.g.,
number of states per generation) and initial conditions to be used for the properties
of the planetary system being modeled (e.g., number of planets and initial guesses
for planetary masses and orbits). The following section addresses the algorithmic
parameters that may affect RUN DMC’s performance.
2.2.1.1

States Per Generation, nchains

The number of states per generation is the size of our ensemble, analogous to
the number of Markov chains being computed in parallel. In Chapter 4.1, we
will explore how changing the value of nchains affects the performance of RUN DMC.
First, we consider caveats for extreme values of nchains . For nchains ≤ ndim , nchains
points will sample the marginal posterior distribution projected onto an nchains − 1
dimensional subspace. The differential evolution aspect would prevent the chains
from leaving this hyper-plane of the full parameter space. Therefore, we impose
a hard lower bound of nchains > ndim . If nchains is not much larger than ndim ,
then the states in a given generation may not give an accurate estimate of the
covariance structure of the target distribution (since the number of possible proposal
vector combinations is nchains × [nchains − 1]/2), leading to inefficient proposals
and exploration of parameter space. However, increasing nchains also increases
the number of computations per generation. Thus, there exists a direct tradeoff
between nchains and the number of generations (ngen ), since the total number of
model evaluations is neval = ngen × nchains . It is unclear whether it is advantageous
for simulations to have more states per generation and fewer generations or fewer
states per generation and more generations. We anticipate the optimal value for
nchains will depend on ndim . Thus, we test the performance of RUN DMC on simulated
datasets with 1-4 planets in Chapter 4.1.1.
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2.2.1.2

Vector Scaling, γ and σγ

As described in Chapter 2.2, the trial states are generated by adding a scaled
perturbation vector γ to the current state. We scale our proposal vectors by a
factor γ0 [1 + z], where z ∼ N (0, σγ ). If σγ = 0, then γ is constant, and the allowed
proposal vectors will fall on a lattice, rather than filling parameter space, thereby
hindering parameter space exploration. By setting σγ > 0, RUN DMC is no longer
restricted to sampling from a lattice. We consider values of σγ across several orders
of magnitude (∼10−4 to several 10−1 ) as a starting point. If we set γ = 1, σγ is the
standard deviation of a Gaussian distribution centered on the tip of the proposal
vector (Equation 2.3). Since values of γ close to 1 can be useful for multimodal
posterior distributions, it can be advantageous to occasionally choose γ near unity.
However, most trial states should use a smaller value of γ to achieve a desirable
acceptance ratio. Therefore, we arbitrarily set γ to 1 every 100 generations.
The value of γ can be updated after every generation throughout a RUN DMC
simulation. We aim for an acceptance fraction of 0.25. If too few states are being
accepted (< 0.2), γ is scaled by 0.9 in the hope that smaller jumps will lead to
a higher acceptance fraction. If the acceptance fraction exceeds 0.31, then γ is
scaled by 1.1qto allow for larger jumps. For intermediate acceptance fractions, γ
is scaled by Acceptance Fraction/0.25. In DEMCMC, this procedure references
information from only one previous generation of states, so our algorithm is still
Markov for each generation. The mathematical conditions for RUN DMC converging
to the target distribution are still satisfied, and thus, adjustments in the proposal
vector size will not change the shape or scale of the target distribution.

2.2.2 Choosing States for the Initial Generation
DEMCMC is most efficient when the initial ensemble of states is close to a posterior
sample. For RV datasets, a Keplerian model usually provides a good first approximation to the RV curve that would be calculated from an N-body integration. Thus,
the posterior sample from an analysis based on a planetary model using a linear
superposition of planets on independent Keplerian orbits (Equation 1.1) can be
used with standard techniques for a short MCMC simulation. A posterior sample
from the much faster Keplerian MCMC (Ford, 2006) simulation can be used for
the states in the initial generation of the DEMCMC simulation. Since the MCMC
14

output is not used for inference, but rather as the starting point for the DEMCMC,
it is not necessary for the MCMC sample to pass extensive convergence tests.
Since the Keplerian model is insensitive to orbital inclination and the longitude
of ascending node, we assign these randomly in our N-body model, drawing from
their prior distributions after imposing any constraints. For example, Chapter 4.1
focuses on coplanar systems, so we assign inclinations of 0 < cos(i) < 1 and Ω of
0◦ . Note that in Chapter 4.1, we want to test how well the DEMCMC algorithm
recovers from an initial ensemble that is not close to a posterior sample. Therefore,
we will intentionally perturb the initial conditions so that they are not a good
approximation to the posterior (see Chapter 4.1.1).
2.2.2.1

Adaptive Target Distribution, MassScaleFactor

What if the dynamical interactions of a particular system are so strong that the
Keplerian and N-body solutions occupy different regions of parameter space with
little or no overlap? We can gradually change the target distribution from one very
close to the posterior for the Keplerian model to the posterior for the N-body model.
To achieve this, we utilize the MassScaleFactor parameter, which allows us to slowly
“turn on” the N-body effects. For example, consider a transformed problem where
we multiply the planet masses, the measured RVs, and their respective observational
uncertainties by MassScaleFactor=0.001. A system originally with two Jupiter-mass
planets (that could exhibit strong orbital interactions if near a MMR) is transformed
to a system with two sub-Earth mass planets in nearly the same orbital configuration.
For such small planetary masses, the Keplerian and N-body solutions would be
indistinguishable for a typical set of RV observations, so the posterior distributions
will have significant overlap. For such a DEMCMC simulation, we would start with
MassScaleFactor=0.001 and gradually increase the value of MassScaleFactor with
each generation until MassScaleFactor=1.0 for generations greater than 0.1 × ngen ,
so the target distribution approaches the desired posterior for the N-body model
(Laughlin & Chambers, 2001). No states from generations prior to 0.1 × ngen are
used for the inference, so the use of MassScaleFactor does not offset the posterior
sample, except to help accelerate convergence of the RUN DMC algorithm in the face
of a poor initial ensemble due to strong N-body interactions. Since this study
focuses on weakly interacting planetary systems, we set MassScaleFactor to unity
throughout the DEMCMC simulation unless otherwise noted.
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Chapter 3 |
Computing Bayes Factors for Model
Comparison
3.1 Traditional Importance Sampling
When Doppler observations of a system with multiple strongly-interacting planets,
the shape of the posterior distribution is often challenging to sample from efficiently.
A general Bayesian approach of performing model comparison is to compute the fully
marginalized likelihood, sometimes called the evidence, for each model. Formally,
the evidence is the probability of generating the observed radial velocity dataset d~
~
assuming some underlying model M that is parameterized by θ,
~
p(d|M)
=

Z

~ θ,
~ M)p(θ|M)d
~
p(d|
θ~

(3.1)

~ θ,
~ M) is the likelihood function as described in Equation 1.4 and p(θ|M)
~
where p(d|
is the prior probability distribution described in Equation 1.6. While the value of
~
p(d|M)
is not useful by itself, the ratio of two evidences for two competing models
M1 and M2 , yields the Bayes factor
BF =

~ 2)
p(d|M
~ 1)
p(d|M

(3.2)

that provides a quantitative measure of which model is preferred and to what degree.
If we had informative priors on the occurrence rate of planets orbiting various stars,
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we could impose a prior on each model p(M) and compute a posterior odds ratio
POR =

~ 2)
p(M2 )p(d|M
.
~ 1)
p(M1 )p(d|M

(3.3)

However, the exoplanet field is relatively young and this information is still not very
informative. For our application of this algorithm, we will compute Bayes factors
which is equivalent to imposing equal prior weight on each model considered.
Marginal likelihoods are notoriously difficult to compute. Integrating Equation
3.1 analytically may be possible for some idealized problems with one to a few
dimensions, but the model required to describe a 3+ planet system needs roughly
20 or more parameters. Numerical integration techniques such as Monte Carlo
integration become vastly inefficient with increasing dimensionality.
Therefore, we use importance sampling, a more general form of Monte Carlo
integration, to calculate the integral in Equation 3.1 and make this problem
computationally tractable. Following Ford & Gregory (2007), we sample from a
~ with a known normalization. We multiply the numerator and
distribution g(θ)
~
denominator of the integrand in Equation 3.1 by g(θ),
~
p(d|M)
=

Z

~ θ,
~ M)p(θ|M)
~
p(d|
~ θ.
~
g(θ)d
~
g(θ)

(3.4)

~
While the value of p(d|M)
has not changed, Equation 3.4 can be estimated by
~
drawing N samples from g(θ),
~ θ~i , M)p(θ~i |M)
1 X p(d|
\
~
p(d|M)
=
.
N~ ~
g(θ~i )

(3.5)

θi ∼g(θ)

The key aspect of having importance sampling work efficiently is to pick an
~ Assuming our parameter space contains one dominant posterior
appropriate g(θ).
mode, we choose a multivariate normal with mean vector µ
~ and covariance matrix
~ for g(θ).
~ from an
~ For each coplanar model considered, we can estimate µ
~ and Σ
Σ
~ is P ,
MCMC run (to be applied in Chapter 6.4). Our parameterization for g(θ)
K, e sin ω, e cos ω, and ω + M for each planet, the system’s orbital inclination isys ,
and one σjit for each observatory. Since we are only interested in computing ratios
\
~
of p(d|M),
the priors in zero-point offsets in the calculation will cancel out.
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3.2 Importance Sampling from Truncated Distribution
~ that is heavier in the
One good strategy with importance sampling is to pick a g(θ)
~ θ,
~ M)p(θ|M).
~
tails than p(d|
This makes it easier to sample from low probability
parts of the posterior distribution and prevents any samples from resulting in
extremely large weights. However, the chance of sampling from the posterior mode
will decrease with increasing dimensionality, which could ultimately lead to an
\
~
estimate of p(d|M)
that is not efficient.
~ within some truncated subspace,
One way around this is to sample from g(θ)
~ is proportional to g(θ)
~ inside T and renormalized
T . This new distribution gT (θ)
to be a proper probability density. Equation 3.5 can be rewritten as
1
\
~
f × p(d|M)
≈
N

X
~
θ~i ∼gT (θ)

~ θ~i , M)p(θ~i |M)
p(d|
.
gT (θ~i )

(3.6)

~ θ,
~ M)p(θ~i |M) lies within
where f is a factor that specifies what fraction of p(d|
T . We can estimate f with an MCMC sample. By counting what fraction of our
posterior samples fell within T (fM CM C ), we can rearrange Equation 3.6 to give us
\
~
p(d|M).
~ θ~i , M)p(θ~i |M)
X p(d|
1
\
~
p(d|M)
≈
.
(3.7)
~
N × fM CM C ~
g
(
θ
)
T
i
~
θi ∼gT (θ)
Guo (2012) and Weinberg et al. (2013) provide more detailed prescriptions and
investigations of this method.
There are two competing effects when choosing the size of our subspace T .
If T is large (i.e. occupies nearly all of the posterior distribution), then fM CM C
approaches 1 and we return to our basic importance sampling algorithm. If T
occupies a much smaller region, then we are more likely to sample from near the
posterior mode, but fM CM C approaches 0, making it difficult to accurately estimate
\
~
p(d|M).
We must carefully choose a T that will provide a robust estimate of
\
~
p(d|M).
Guo (2012) found that for a three- and four-planet system, truncating
the posterior distribution from −2σ to +2σ was roughly optimal, where σ is the
standard deviation of each respective model parameter. We tested several subspace
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sizes and found ±1.5σ worked well for our problem.
To draw from this distribution, we create a vector ~z whose components are
independent draws from a standard normal N (0, 1) truncated at −1.5σ and +1.5σ
~ z , where A
~ is the
for each of our vector components. Each θ~i is generated as µ
~ + A~
~ We generate 107 samples from g(θ),
~ which provided
Cholesky decomposition of Σ.
~
a robust estimate of p(d|M)
for each of our five competing models described in
Chapter 6.4.
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Chapter 4 |
Tests of Statistical Algorithms
Chapter 4.2.1 consists of migration simulations performed by Dr. Matt Payne.

4.1 RUN DMC Performance
For the tests in this section, we focus on coplanar systems. Table 4.1 lists common
notation from Chapters 2 and 4 for easy reference in Chapter 4.1.
Table 4.1: Notation and descriptions of selected variables
used in Chapters 2 and 4.
Parameter

Description

np
ndim
nchains
ngen
neval
~xn
~x0n
γ
σγ
α
β
−1
AC (0)

number of planets
number of dimensions
number of Markov chains
number of generations
number of model evaluations
nth state of a chain
proposed n+1 state of a chain
vector scale length
randomness parameter for γ
scale parameter for scattering perturbation
scale parameter for shifting perturbation
minimum generation lag when autocorrelation ≈ 0
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Traditional, random walk MCMC algorithms often struggle to sample efficiently
from high dimensional parameter spaces, such as those required for modeling a
multiple planet system. We will show that the DEMCMC algorithm excels in
navigating the parameter spaces for planetary systems with several planets. We
performed a series of tests to see how well RUN DMC performed for various datasets
and planetary system models. There are two aspects to RUN DMC’s performance we
want to test: the duration of the burn-in phase required (i.e. how efficiently the
algorithm can recover from an inaccurate initial guess for the posterior distribution)
and the efficiency of the sampling algorithm once the population of states are all
near a single (presumably global) posterior mode. We are particularly interested in
evaluating how well the DEMCMC algorithm samples from the posterior distribution
for planetary systems with three or more planets.

4.1.1 Method for Perturbing Initial Ensemble
Our first series of tests were designed to determine how well RUN DMC could recover
from an inaccurate initial population of states. We generated synthetic datasets
using the masses and orbital properties based on real exoplanet systems maintaining
observation times and uncertainties of the actual RV time series. We considered
datasets based on the following systems: HIP 75458 (one planet), HD 12661 (two
planets), and HIP 14810 (three planets). By design, these systems have negligible
dynamical effects for their respective observing baselines, so we are able to explore
the effects of increasing the number of planets, and thus the dimensionality of the
parameter space to be explored, without worrying about the strength of mutual
planetary interactions. We will explore the efficiency of DEMCMC for strongly
interacting systems in Chapter 4.1.4.2. We also consider the RV datasets of µ
Ara (four planets) and 55 Cancri (a four-planet version excluding the inner-most
planet, 55 Cancri “e”). The primary objective of these tests is to gauge how the
performance of the “differential evolution” aspect of RUN DMC is affected by np and
the algorithmic parameters (e.g. nchains , σγ ).
Strictly speaking, our results are most applicable to studies of these specific
planetary systems, since the shape of the posterior distribution, and thus the
complexity of sampling from it, depends on the details of both the planetary
system being observed and the properties of the observational data. Nevertheless,
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our detailed investigations of the performance of DEMCMC for these planetary
systems can provide valuable insight into the algorithm’s anticipated performance
for other radial velocity data sets. Algorithms or parameter values that do not
perform acceptably for these test cases are unlikely to be worth applying to similar
planetary systems. Similarly, choices of algorithmic parameters that result in
desirable performance for these test cases can be adopted as the initial parameters
for analysis of other planetary systems, or even these same planetary systems as
additional data become available.
We begin each test with a posterior sample of the masses and orbital parameters
obtained from a fully converged MCMC sample based on a Keplerian model. In
order to simulate a larger disparity between the initial population and the target
distribution, we generate an initial population by perturbing a subset of the states
from the converged MCMC sample in one of three ways. For the first perturbation
method, we scattered the states by increasing the dispersion about their median
values, i.e. if a particular parameter distribution is well defined by a Gaussian with
standard deviation 1-σ, a scatter of α would produce a Gaussian distribution with
a dispersion of α-σ. If we consider discrete values in our set of model parameters,
~xi for i = 1 to nchains , and determine the median value h~xi of each parameter, then
the scattered values, ~xα , are calculated as follows:
~xi,α = h~xi + α (~xi − h~xi) .

(4.1)

For the second perturbation method, we apply a global shif t, or displacement, of
the states in parameter space, i.e. a shift with a scale factor of β-sigma corresponds
to increasing every parameter value by that β for the input population, where ~σ is
the vector of standard deviations of the parameter contained in ~x. Mathematically
speaking,
~xi,β = ~xi + β~σ .
(4.2)
To avoid possible boundary condition issues with eccentricity and angles, we
perturbed e sin ω, e cos ω, and ω + M rather than e, ω, and M . The angles are constrained to the domain of 0 to 2π radians. Thus for the purpose of generating initial
conditions with a shift or scatter, ~xi = {P1 , K1 , e1 sin ω1 , e1 cos ω1 , ω1 + M1 , . . .}.
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We also considered a third perturbation that combined α and β, i.e.
~x0i,αβ = h~xi + α (~xi − h~xi) + βσi ,

(4.3)

to see if a scatter of the initial shifted ensemble could help shorten the burn-in
phase. In summary, we performed a β = 3 followed by an α = 3 perturbance
on an ensemble of states for the two and three-planet cases. For the two-planet
case, the effect of the scatter was negligible compared to just a β = 3 perturbance.
For the three-planet case, the scatter resulted in an extended burn-in, by roughly
100 generations across all nchains and σγ . We conclude that scattering a shifted
ensemble is not likely to accelerate convergence.

4.1.2 Method for Estimating Required Number of Generations
for Burn-in Phase
For each of the synthetic systems (with np = {1, 2, 3, 4}), we performed a series of
RUN DMC simulations for a variety of nchains and σγ values. We fixed neval = 512, 000
across all values of nchains , in order to determine which parameter (nchains , ngen )
had a greater effect on the convergence rate. For example, a simulation done
with 16 nchains (ngen = 32, 000) ran for 4 times as many generations as one with
64 nchains (ngen = 8, 000). For every value of nchains , we computed the required
number of generations for the burn-in phase, which we define as the number of
generations before which 90% of the states within the final generation have a
χ2ef f less than an experimentally obtained threshold value (see Figure 4.1). We
performed 2048/nchains RUN DMC simulations for each value of nchains (16, 32, 64,
128, 256, 512, 1024) and for each value of σγ (0.0001, 0.0016, 0.0256, 0.4096).

4.1.3 Results for Testing Converged Chains
We considered a range of values for α and β for different planetary systems. Tests
with a small to significant scatter (0.1 < α < 10.0) or shift (0.1 < β < 1.0) typically
lead to 100% of the chains recovering to the mode of the global minimum by the
end of their respective simulations. As expected, very large perturbations (e.g.,
β & 40, 20, 15 for the two, three and four-planet cases, respectively) lead to a small
fraction of chains finding the global minimum. Due to the symmetrical nature of a
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Figure 4.1. χ2ef f as a function of generation in an example of a RUN DMC simulation with
ten chains displayed. Within 220 generations, nine of the chains recovered to the mode
of the global minimum while the one became trapped in a local minima. By monitoring
and determining a threshold value for χ2ef f , we define the burn-in phase as the minimum
generation for 90% of chains to have χ2ef f smaller than the threshold value.

scatter perturbation, some states are likely to reside near the global mode of the
posterior distribution. We find this occurs even for the high-dimensional parameter
spaces, such as when we consider a four-planet model.
Finding the global minimum after a β perturbation is sensitive to ndim and a
longer burn-in period is often required for DEMCMC simulations to converge on
the global mode. The rest of Chapter 4.1.3 is dedicated to explaining the results of
these tests, which have been condensed into Figure 4.2. There are a few caveats for
interpreting this figure. First, nchains = 16 is excluded, since this value provided
generally poor results, as it is comparable to or even less than ndim for the synthetic
systems simulated. We want to easily visualize potential correlation structures for
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the parameters that affect performance. Second, one must draw attention primarily
to the different scalings of the y-axis panels to properly see the correlation structure
and how it varies with nchains , σγ , and β.
Lastly, one should consider the typical differences in the RV datasets as a
function of the number of planets. Planet hunters are generally able to extract
additional planetary signals given the benefit of more RV observations and longer
observing baselines. While, we would intuitively expect a general increasing trend
in the length of the burn-in phase as a function of np at a fixed β, the challenge of
the increased dimensionality is often partially offset by the additional observational
information. This makes it difficult to compare directly to results for systems
with different number of planets. Ultimately, we are interested in analyzing real
data sets. Therefore, we have opted to use simulated datasets based on the actual
number, observing times, and estimated measurement uncertainties for a known
planetary system.
Again, the above results are specific to the planetary systems and data sets
being investigated. Nevertheless, this figure provides guidance for what to expect
when analyzing typical radial velocity data sets as a function of the number of
planets. We caution that particular care is necessary when analyzing strongly
interacting systems, as we will discuss in more detail in Chapter 4.1.4.2.
4.1.3.1

One Planet

First, we consider a single planet system using simulated data based on observations
of HIP 75458, a K star harboring a super-Jupiter-mass planet on an eccentric 510
day orbit. The actual data has a long-term RV trend suggestive of a second
companion on a long-period orbit. We base our simulated observation times and
measurement uncertainties on the actual observation times and uncertainties and
generate synthetic data using a single planet model based on the best-fit model
parameters from Butler et al. (2006).
In the first scattering (α) test, we found that RUN DMC rapidly recovers (ngen <
100) from an initial perturbation of α = {0.25, 2, 5} with a near-unanimous (> 0.98)
convergence across all values of nchains and σγ by the end of each simulation. For
larger values of nchains , we found a slightly reduced fraction of chains converging.
Presumably, this is due to the reduced number of generations since we held the
neval fixed. Even more highly scattered initial conditions (α > 10) resulted in a
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smaller fraction of converged chains, across all values of nchains , but still performed
well (> 0.95 convergence by the end).
In the second test shifting (β), we observed similar behavior. Larger offsets of
the initial population resulted in a lower convergence fraction, although for every
case tested (β = {1, 3, 5}), over 90% of chains had recovered by the final generation.
Overall, one-planet systems seem to be fairly insensitive to nchains across a few
orders of magnitude, but for the best performance, our recommendation is to use
16 < nchains < 64 with relatively long chain lengths. Note that 32,000 generations
is still much less than is often needed for standard MCMC analyses, e.g., Ford
(2006).
4.1.3.2

Two Planets

Next, we consider a two-planet system using simulated data based on observations
of HD 12661, a quiet G-main sequence star with two known 2-Jupiter mass planets.
The inner planet has a moderately eccentric, 262 day orbit. The outer planet has
a 1700 day orbital period and has undergone a couple of orbits in our observing
baseline. We base our simulated observation times and uncertainties on the actual
observation times and uncertainties and generate synthetic data using planet masses
and orbital parameters based on the best-fit model parameters from Butler et al.
(2006).
For an unreasonably large value of α = 10, RUN DMC requires a few 100s of generation to achieve 90% convergence. However, the β-type perturbation results were
quite different (Figure 4.2, top three panels). We considered β = {1, 3, 5, 20, 40, 80};
of these, β = 40 was the largest value that resulted in a non-negligible fraction
of chains succeeding in finding the global mode. For such an unrealistically large
β, only a small fraction of chains reached the global mode of parameter space for
extreme values of nchains (16, 1024). This was most likely due to nchains not being
significantly larger than ndim (see Chapter 2.2.1.1) and the smaller ngen , respectively.
Perhaps, more remarkable is that RUN DMC was able to find the global posterior
mode within a reasonable number of generations for any nchains . Fortunately, this
is much greater than any the offset between Keplerian and N-body solution for any
known two-planet systems.
The burn-in phase lasts approximately 100 generations for β = 1, and this value
scales up in a roughly linear fashion with increasing β within this limit of realistic
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β offsets. For the extreme value of nchains = 16, the burn-in phase lasted over 1,000
generations for β = {1, 3, 5}. We left these data values out of Figure 4.2 in order
to see the general trends with nchains and β. Our results seem to be insensitive to
σγ across many orders of magnitude, though our largest value (0.4096) was slightly
less efficient. We speculate that a large σγ causes the proposal distribution scale
(γ0 ) to vary so much that it does not settle on a value with a desirable acceptance
rate, slowing convergence of the Markov chains.
Given a choice between the two, it is generally preferable to choose larger ngen
rather than larger nchains (provided nchains is significantly larger than ndim ; Chapter
2.2.1.1) for computer architectures where run time scales linearly with the number
of model evaluations. For parallel architectures where performance increases with
the number of states per generation (e.g., GPUs, cloud), a larger nchains may result
in a smaller wall clock time. The dependence of the rate of convergence on the
chosen σγ is weak across many orders of magnitude.
4.1.3.3

Three Planets

Next, we test RUN DMC on a simulated dataset of a three-planet system. HIP 14810 is
a G star harboring a three-planet system composed of Jupiter mass bodies in a widely
spaced, moderately eccentric configuration. We base our simulated observation times
and uncertainties on the actual observation times and uncertainties and generate
synthetic data using planet masses and orbits based on the best-fit parameters
from Wright et al. (2009).
For this test three-planet system and α = 10, we observe a sharp decrease in the
fraction of converged chains if nchains ≤ 32. This can be attributed to a relatively
large ndim . We see a similar trend as in the two-planet case, except the burn-in
phase has scaled up significantly. The dependence on β is also moderately stronger,
but the effects of varying σγ are still weak across many orders of magnitude.
For this particular three-planet system, β = 20 was the largest value to succeed
in finding the global mode, still much greater than the typical discrepancies between
Keplerian and N-body solutions (e.g., HD 200964 and 24 Sextanis (Johnson et al.,
2011), 55 Cancri (Nelson et al., 2014b)). Simulations with nchains = 32 required
significantly more generations of burn in than simulations with nchains & 64. A
three-planet system settles for a narrower range of nchains (∼100) and ngen values
(∼104 ) for β = 20. Simulations with nchains = 512 or 1024 resulted in a smaller
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Figure 4.2. Each panel shows the burn-in time for 90% of chains to converge to
the posterior mode (vertical axis) as a function of nchains (horizontal axis) for various
values of np , β, and σγ . Each vertical column represents a fixed value for β (left column,
1; middle column, 3; right column, 5), and each horizontal row represents a synthetic
np planet system (top, two-planets; middle, three-planets; bottom, four-planets [large
dataset, 55 Cancri]) based on datasets and orbital properties mentioned in Chapter 4.1.3.
Each colored line shows results of a simulation with a different value for σγ (blue=0.0001;
green=0.0016; red=0.0256; cyan=0.4096). These can be seen as a function of number of
burn-in generations (left vertical axis scale, solid lines) or as a function of number of total
model evaluations (right vertical axis scale, dashed lines). We find a slight preference
toward large values of nchains for the required number of generations of burn-in.

fraction of chains reaching the global mode, likely due to the reduced number of
generations.
4.1.3.4

Four Planets

We test RUN DMC using two four-planet systems. First, we consider 55 Cancri A,
an aging, nearby G star and one of the longest observed RV targets. 55 Cancri
A has a long period stellar companion, 55 Cancri B, which we do not account for
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in this analysis since its dynamical signature is not detectable over the observing
timescale. Previously, the system has been analyzed assuming a coplanar, Keplerian
model. We base our simulated observation times and uncertainties on the actual
observation times and uncertainties from Lick and Keck data Fischer et al. (2008)
and consider a four-planet model that excludes the inner-most low-mass planet (55
Cancri “e”). For 55 Cancri, we use a Keplerian model to generate simulated data
and and analyze the simulated observations with MassScaleFactor=0.01 for the
entire simulation to avoid any affect due to significant planet-planet interactions.
This series of tests for a four-planet system is a precursor to a more thorough
analysis of the dynamical architecture of the 55 Cancri system that will be presented
in Chapter 5. The information from these tests will help us determine how to
approach the 55 Cancri dataset once we include a much more computationally
expensive self-consistent N-body model with all five planets.
In Figure 4.2, we show the results for 55 Cancri in the bottom three panels as
our example of a four-planet system. For β = 1, all simulations found the global
mode within just 5 generations, most likely due to the comparatively large number
of observations and high signal-to-noise of most of the planets. Increasing β leads to
a longer burn-in as expected. RUN DMC begins to suffer when using relatively small
values of nchains (i.e. 32), presumably due to nchains being only slightly larger than
ndim . A simulation with β = 15 had the largest β value for which a non-negligible
fraction of chains succeeded in reaching the global mode.
Next, we consider the µ Ara planetary system, a naked eye G star that hosts
four known planets. We base our simulated observation times and uncertainties on
the actual observation times and uncertainties and generate synthetic data using
planet masses and orbital parameters based on the best-fit parameters from Butler
et al. (2006). We expect the µ Ara system to be more challenging than the 55
Cancri system, since the µ Ara planets induce an RV perturbation with a typically
lower signal-to-noise than the 55 Cancri planets. Additionally, we consider 108 µ
Ara RVs, significantly less than the 320 RVs for 55 Cancri. For µ Ara, a β = 1
perturbation required a burn-in of a couple hundred generations for chains to find
the global mode. RUN DMC did not succeed in achieving 90% convergence across all
nchains for β = {3, 5}. For these values of β, roughly half the states lingered in low
probability regions or local minima. Thus, we investigate intermediate values of
β = {1.5, 2}. Both struggle to converge for nchains = 32 (565-850 and 1360-2590
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generations, respectively) but nchains ≥ 64 performs significantly better (375-435
and 680-990 generations, respectively). Much like previous results for two and
three-planet systems, there is a gradual improvement in the burn-in phase with
increasing nchains .
To better understand what properties of the planetary system and observations
were most responsible for the difference between the results for the two four-planet
systems, we tested a case where we considered only the first 108 RVs of our 55
Cancri dataset (i.e., equal to the number of RVs used for µ Ara). The RVs were
chosen so that the resulting observing baseline for 55 Cancri was comparable to that
of the µ Ara observations. After obtaining a initial ensemble from this new dataset,
we carried out multiple tests using β perturbations with β = {1, 3, 5}. Simulations
with β = {1, 3} converged within a few hundred generations. However, the majority
of our ensemble for the β = 5 simulation did not satisfy our convergence criterion.
We conclude that for challenging systems with the same dimensionality, RUN DMC
converges more rapidly (at least in terms of number of model evaluations) if a
larger number of observations are available to provide strong constraints on the
posterior distribution.

4.1.4 Autocorrelation Time for Various Systems
The previous tests for convergence allow us to estimate the length of the burn-in
phase required before we can be confident in using states from the Markov chains
for inference. Next, we ask “how efficiently does each chain sample parameter space
near this posterior mode after an adequate burn-in?” We consider the behavior
of RUN DMC once it has arrived near the global mode and completed burn-in. We
quantify the efficiency of a RUN DMC simulation by calculating the autocorrelation
(AC) of several model parameters as a function of the number of generations
between two states of a Markov chain (referred to as the “lag”). A small magnitude
of the AC for a shorter lag implies that a Markov chain of a given length would
contain more effectively uncorrelated states. Much like the previous convergence
tests, we want to determine how the AC function of a certain parameter depends
on nchains and σγ . More broadly, we investigate the dependence of AC on ndim and
the strength of the dynamical self-interactions of planetary systems.
For robustly estimating the AC for a given np , nchains , and σγ , we perform
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nsim simulations, so that nsim × nchains ≥ 256. We compute the autocorrelation
as a function of lag of each chain and calculate the average AC value over all the
chains as a function of lag. We show an example with three AC functions and
one averaged AC function in Figure 4.3. We estimate the minimum lag such that
AC(lag) is negative and use the notation “AC−1 (0)” to represent this metric. Note
that since the autocorrelation function is not invertible, AC−1 (0) should not be
taken literally to mean the inverse of the autocorrelation function evaluated at 0,
but rather it denotes the concept of the approximate number of generations needed
for effectively independent samples.
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Figure 4.3. An example of the AC function for orbital period for the two-planet system
as a function of generation lag. The red, green, and blue lines are AC functions of three
different chains. The bold black line is the average of the three aforementioned curves.
The vertical dashed lines indicate the minimum lag at which the AC≤0, or AC−1 (0).
This metric will be the basis for the subsequent figures.
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Results for Autocorrelation Length as a Function of np or ndim
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Figure 4.4. Each panel shows the minimum lag at which AC≤0 as a function of nchains
and σγ (colored lines) for one parameter and simulated dataset. Each horizontal row
represents a synthetic np planet system (top, two-planets; middle, three-planets; bottom,
four-planets [µ Ara]) based on datasets and orbital properties mentioned in Chapter 4.1.3.
We show results for three representative parameters for the inner-most planet in all of
these simulations (left column, P ; middle column, K; right column, e).

In Figure 4.4, we analyze the exact same systems and observations from Chapter
4.1.3 (with µ Ara as the four-planet system). For these simulations, we start with
an initial ensemble of states drawn from near the global mode based on a previous
MCMC simulation based on a Keplerian model. Using the same set of values for
nchains and σγ as in Section 5.1, we set ngen = 11, 000, and as a precaution, we treat
the first 1, 000 generations as burn-in. Since ngen is fixed, runs with larger nchains
require the most model evaluations and thus the longest time to complete. This
should be kept in mind when interpreting Figures 4.4-4.6.
We see that simulations with larger nchains tend to result in slightly smaller
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AC−1 (0) in Figure 4.4. We speculate that a larger population of states provides
more proposal vector combinations, a better estimate of the covariance structure,
and thus moderately more efficient sampling around the global mode. However,
given the tradeoff between ngen and nchains , we would only recommend using large
(∼1000) values of nchains  ndim when run on a highly parallel architecture (e.g.,
GPU or clouds). The differences amongst order of magnitude variations in σγ
were not significant. From two to three to four-planet systems, there is an overall
significant increase the value of AC−1 (0) primarily due to the increase in ndim . The
55 Cancri system with additional RVs had slightly better AC−1 (0) values than the
three-planet case.
4.1.4.2

Results for Autocorrelation Length as a Function of Dynamical
Strength

So far, we have limited our analysis on planetary systems that are well approximated
by Keplerian orbits in order to explore how the performance of RUN DMC depends on
the number of model parameters. For strongly interacting exoplanet systems, there
may be more complex and non-linear parameter correlations. How is the algorithm
performance affected by such interactions? For these tests, we created six synthetic
two-planet systems each near one of three mean-motion resonances (3:1, 2:1, 3:2).
For each resonance, we create two simulated data sets: one labelled “long-period”
(with orbital periods of hundreds of days) and one labelled “short-period” (with
orbital periods of tens of days). For both of these cases, we based our observation
times and uncertainties on HIP 75458 (Butler et al., 2006), a K giant harboring in
eccentric gas giant and suspected to have another massive companion in a wide orbit.
The time series itself has phase coverage that would be hypothetically consistent
with observing patterns for either “long-period” or “short-period” systems. We
construct systems of 1 MJ and 2 MJ planets orbiting a 1 M star with orbital
periods of either 400 and 1212 days, 400 and 808 days, or 400 and 606 days. The
question of whether or not a pair of planets orbit in a mean-motion resonance
is extremely sensitive to the masses and orbital architectures, so for consistency,
we set the period commensurability to a value slightly larger than 3, 2, and 1.5
respectively. Long term integrations confirm that the resonant arguments for these
systems are circulating, so none of these systems are technically in a mean-motion
resonance. Thus, these systems are similar to the planetary systems discovered
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by Kepler in terms of their proximity to resonance (Veras & Ford, 2012). In each
system, the planets have einner = 0.04 and eouter = 0.02 and the planets have
pericenter directions that are initially apsidally aligned about 0o (ωb − ωc = 0o ).
The short-period system consists of planets of the same masses, eccentricities, and
orbital alignment but with the following orbital periods: 40 and 121.2 days, 40 and
80.8 days, and 40 and 60.6 days. For the sake of simplicity, these systems will be
referred to as 3:1, 2:1, and 3:2 configurations.
As mentioned 4.1.4, we average the autocorrelation of 256 chains and perform
multiple runs for RUN DMC simulations with less than 256 nchains . For each combination of σγ (0.001, 0.0016, 0.0256, 0.4096) and orbital configuration (3:2 wide, 2:1
wide, 3:1 wide, 3:2 close, 2:1 close, 3:1 close), we perform 17 runs each for 11,000
generations. In total, Figures 4.5 and 4.6 summarize the results of 408 RUN DMC
simulations. As each model evaluation requires performing an N-body integration,
this represents a significant amount of computation. We estimate that these tests
alone required ∼2300 CPU hours.
Figure 4.5 shows the behavior of long-period near-resonant systems on AC−1 (0).
Once again, we see weak or no trends with nchains and the noisy behavior of σγ .
The most significant trend is for AC−1 (0) to increase when transitioning from a
system near a second-order resonance (3:1) to a first-order resonance (either 2:1 or
3:2). It appears that RUN DMC mixed more rapidly for the 3:2 than the 2:1 system.
We do not suspect this would be the case for all ranges of masses and orbital
configurations, as we will show in Figure 4.6. The takeaway from this figure is that
systems near the 3:1 resonance have an AC−1 (0) range comparable to the Keplerian
two-planet system in Figure 4.4. While RUN DMC is perfectly capable of computing
posterior samples for strongly interacting systems, we find a larger autocorrelation
of states from the Markov chains for systems near first-order resonances (2:1 or
3:2), implying that a significantly larger number of generations will be needed when
modeling such systems.
In Figure 4.6, we consider closely separated planet pairs, which undergo many
cycles on the observing timescale. The simulated short-period 3:1 system shows a
correlation with AC−1 (0) being insensitive to nchains and σγ . For the 3:1 system,
the absolute values of AC−1 (0) are comparable to the 3:2 long-period system. As
we ramp up the strength of the interactions, we see a steady increase in AC−1 (0)
for all the parameters considered. In the worst case, a 3:2 short-period system
34

e1

106
105

Equivalent Number of Model Evaluations

3-1

3-1

K1
3-1

P1

104
103

32

128e1 512 2048

2-1

128K1 512 2048

2-1

32

2-1

128P1 512 2048

102
106
105
104
103

128K1 512 2048

32

128e1 512 2048

3-2

32

3-2

128P1 512 2048

3-2

AC−1 (0)

800
600
400
200
0
32
800
600
400
200
0
32
800
600
400
200
0
32

102
106
105
104
103

128

512 2048

32

128

512 2048

Number of Chains

32

128

512 2048

102

Figure 4.5. Each panel shows the minimum lag at which AC≤0 as a function of nchains
and σγ (colored lines) for each panel. Simulations were performed for synthetic, longperiod two-planet systems near a mean-motion resonance: 3:1 (top row), 2:1 (middle
row), and 3:2 (bottom row) systems based on datasets and orbital properties mentioned
in Chapter 4.1.4.2. Here we show results for three representative parameters of the
inner-most planet in each of these simulations (left column, P ; middle column, K; right
column, e).

requires over 1000 generations to get effectively independent samples. Combined
with Figure 4.5, the general conclusion from our results is decreasing the orbital
separation of planet pairs (which typically boosts the strength of the planet-planet
interactions) tends to increase the difficulty of sampling the posterior distribution.

4.1.5 Discussion
We have performed several thousand RUN DMC simulations to test the algorithm’s
robustness and efficiency. We find that the DEMCMC algorithm performs very
well for the analysis of realistic RV datasets, including systems with observable
mutual planetary interactions. The algorithm can recover reliably from an initial
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Figure 4.6. Each panel shows the minimum lag at which AC≤0 as a function of nchains
and σγ (colored lines) for each panel. Simulations were performed for synthetic, closely
separated two-planet systems near a mean-motion resonance: 3:1 (top row), 2:1 (middle
row), and 3:2 (bottom row) systems based on datasets and orbital properties mentioned
in Chapter 4.1.4.2. We show results for three representative parameters of the inner-most
planet in each of these simulations (P , left column; K, middle column; e, right column).

ensemble of states that deviate significantly from the target posterior density.
Based on our results, we can provide general recommendations for the choice of
nchains , ngen , and σγ in future applications to real RV data. We find that both the
minimum number of generations required for burn-in and the posterior sampling
efficiency are most sensitive to the nchains parameter. The optimal value for nchains
varies with np .
We found no significant trend with σγ , but large values (≥ 0.1) sometimes
hindered parameter space exploration.
Assuming a fixed neval = nchains × ngen , we recommend using a large ngen over a
large nchains , subject to a firm lower limit of nchains > ndim based on the geometry
of drawn proposal vectors of the DEMCMC algorithm. For some data sets, we
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observed inefficient sampling when nchains is only slightly larger than ndim . A
few tens of chains work best for two-planet systems, but four-planet systems may
require a couple of hundred chains. Thus, we recommend choosing nchains ∼ 3ndim ,
a value consistent with the recommendation from ter Braak (2006) for a unimodal
posterior, unless one uses a highly parallel architectures (e.g., GPU or cloud) where
the wall clock time does not scale linearly with the number of model evaluations.
In summary, we recommend:
• nchains ∼ 3ndim
• σγ < 0.1
• Large ngen is favored over than large nchains
Considering the burn-in phase, we found that for initial conditions based on
a shift perturbation of a fixed magnitude (β), the burn-in time increased with np .
The one notable exception was that RUN DMC struggled with the µ Ara planetary
system. Follow-up simulations demonstrate that primary challenge is not sampling
such a high dimensional parameter space but rather the relatively sparse RV dataset
providing looser estimates of our model parameters. For this system, only ∼50%
of the states in the final generation were near the global mode after the first
∼1000 generations. In the simulations where some states were still far from the
global posterior mode, we observed that they were typically scattered widely about
parameter space, had significantly larger χ2ef f than the samples near the global
mode and were not clumped together in a single local minimum. Thus, they are
easily recognized and can be replaced with samples from previous generations to
provide an improved initial ensemble for a second RUN DMC simulation that can be
used for inference, even in challenging cases such as µ Ara. Overall, we recommend
that the following for an efficient burn-in phase:
• For two and three-planet systems, a burn-in of at least ∼several hundred and
roughly 1000 generations, respectively, are required.
• For four-planets with considerably more observations, we recommend a burn-in
of at least 1000 generations, while avoiding nchains < 64.
Our results also provide insight into how long a RUN DMC simulation must run
to eventually obtain enough independent samples to estimate model parameter
37

uncertainties accurately. In general we find that the lag needed to achieve an AC≈0
increases gradually with np , with the most dramatic increases occurring for systems
where planet-planet interactions are significant during the timespan of observations.
Clearly, multiple variables (number of observations, signal-to-noise of each planet,
orbital architecture) affect the navigability of the respective posterior distribution
for this (or other) sampling algorithms. While the vast majority of currently
available dataset could be analyzed in a nearly automated fashion, analyzing some
of the most complex and challenging RV data sets still require an expert’s physical
and statistical intuition. The values we obtained for our various metrics provide the
foundation future RV work using DEMCMC. Nevertheless, the dynamics of near
MMR systems can be sufficiently complex, that we recommend a careful analysis
of each systems on an individual basis.
Extrapolating to higher dimensionality, we can make predictions for how much
computational effort is needed to analyze systems with 5+ planets. For example,
we analyzed a simulated four-planet system based on 55 Cancri, as a precursor
to Nelson et al. (2014b). Despite the strong planet-planet interactions, the long
observing baseline, and a wide range of RV signal-to-noise for different planets in the
system, RUN DMC quickly produced an ensemble of states near the global posterior
mode. Based on our results, we anticipate needing at least nchains ∼ 64 and 1,000
generations for burn-in, followed by ∼3000 × ngoal /nchains generations of posterior
samples. Since at least two of the planets are likely strongly interacting, we expect
that the required burn-in time may increase substantially. Indeed, this analysis
lays the foundation for a series of papers with detailed analyses and scientific
interpretation of specific systems (see Chapters 5, 6, and 7).

4.2 Observational Bias in Libration of Resonant Angles
For very strongly interacting planetary systems, more specific quantities can be
extracted from radial velocity data. GJ 876 is an M dwarf known to harbor four
planets (see Chapter 6 for a thorough analysis of the system). Much like the Galilean
moons orbiting Jupiter, the outer three planets orbiting in a multi-body resonance
called a Laplace resonance (see Chapter 6.6 for details). However unlike the Galilean
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moons, the orbits of these planets are chaotic based on current parameter estimates.
Batygin et al. (2015) provide an elegant explanation of how such a chaotically
evolving Laplace angle could have formed and show that it can provide limits on the
system’s early formation: smooth migration can only form systems with relatively
small libration amplitude and regular non-chaotic evolution; stochastic migration is
required to form chaotically evolving systems with large libration amplitudes.
At face value, our results in Chapter 6.6 provide evidence for chaotic evolution
of the Laplace argument in the GJ 876 system. Given the importance of this result,
we performed additional tests to determine whether low-libration amplitude is likely
to be erroneously classified chaotic orbital evolution. We simulated RV observations
of a variety of synthetic coplanar systems and then applied our RUN DMC algorithm to
verify that the recovered parameter estimates (in particular the libration amplitude
of the Laplace angle) are consistent with their input values.

4.2.1 Methodology: Creating Synthetic Planetary Systems and
Datasets
Batygin (private communication) provided orbital elements for the results of one
of their stochastic migration simulations. We integrated this system forward,
confirming that the evolution of the Laplace resonance angle φLaplace is indeed
chaotic and has a libration amplitude ∼80°. This synthetic system will be referred
to as SChaos:80 henceforth (Figure 4.7).
To complement this, we then performed a number of smooth migration simulations in which the resultant simulations are regular and have low libration
amplitudes. These migration simulations used the damped a and e method described in Lee & Peale (2002), which was implemented in a modified version of
MERCURY (Chambers, 1999). We set up 3-planet systems so that each initial planetary period ratio was a little larger than 2:1 with their inner neighbor. Then, we
applied the damped-migration model to the outer planet until it caught into a 2:1
resonance with the middle planet. We continued the forced, damped migration
until this outer resonant pair caught into a 4:2:1 resonance with the inner-most
planet. Finally, we removed all forms of damping from the system and let them
evolve for ∼105 years, ensuring that they were in an undamped equilibrium state.
We performed a number of these simulations and selected a system from these
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with final (i.e. after turning off orbital damping) libration amplitude of ∼20°.
This system with a libration amplitude significantly smaller than the best-fit
from Chapter 6.6, allowing us to test whether our fitting procedure artificially
increases the libration amplitude. This synthetic system will be referred to as
SReg:20 henceforth (Figure 4.9).
We generate an RV dataset for both SChaos:80 and SReg:20 using the same RV
time series with their associated offsets and jitters described in Chapter 6.3.2. We
include the inner-most, non-resonant planet with the following orbital properties
and coplanar with the migrated planets: Pd = 1.937821 days, md = 2.21 × 10−5 M ,
ed = 0.072, ωd = −137.09°, and Md = 289.23°. For each synthetic measurement
(vobs ), we compute the RV value at that time (vmod ) then add two noise terms: one
drawn from a standard normal scaled by the measurement uncertainty σobs and a
similar term but scaled by the jitter value corresponding of that observation, i.e.
vobs = vmod + N (0, 1) × σobs + N (0, 1) × σjit .
These datasets were then used as simulated input observations for RUN DMC, and
a full differential evolution MCMC was performed on each synthetic data set (in
the same manner as was performed on the real data, and described in Chapter 6.3.1
and 6.4). We performed three realizations of the RV time series for both SChaos:80
and SReg:20 .

4.2.2 Results for Synthetic Planetary Systems
In Figure 4.8, we show the φLaplace libration amplitude distribution for the three
realizations of the RV time series based on SChaos:80 . The chaotic nature of SChaos:80
is shown in Figure 4.7 where the periodicity and peak-to-peak variation are not
constant in time. There is a rough variation of ∼160° corresponding to an amplitude
of ∼80°. For each realization, we find libration amplitudes of 97±14
19 (blue dash16
15
dotted), 96±21 (red dashed), and 91±17 (green solid) degrees based on 1,000
solutions each. Only a few solutions from each of these realizations were unstable
over the short integration baseline (1 kyr). These estimates are qualitatively
consistent with the input amplitude.
In Figure 4.10, we show the φLaplace libration amplitude distribution for the
three realizations of the RV time series based on SReg:20 . A significant fraction of
our posterior sample for each realization was not dynamically stable. Specifically,
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Figure 4.7. The chaotic evolution of φLaplace over the course of 100 years for model
SChaos:80 .
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Figure 4.8. Radial velocity analysis of a synthetic system generated from a turbulent
migration model, SChaos:80 . The distribution of the φLaplace libration amplitude based on
three realizations (green solid, red dashed, blue dash-dotted) of the RV data generated
from the synthetic system, SChaos:80 , in Figure 4.7.

41

180
160

[degrees]

140
120

φLaplace

100
80
60
40
20
0
0

100

200

300

Time [kyr]

400

Figure 4.9. The evolution of the absolute value of the φLaplace over the course of
4 × 105 years for model SReg:20 .

0.10

Frequency

0.08
0.06
0.04
0.02
0.00
0

10

20

30

40

Libration Amplitude [degrees]

50

60
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only 548, 496, and 673 systems remained after the 1 kyr integration. We find that
the RV analysis of the synthetic data overestimated the outer-most planet’s mass
by ∼20%, which could be reason for such a large fraction of unstable systems. We
6.8
find libration amplitudes of 25.6±4.7
5.3 (blue dash-dotted), 22.9±5.5 , (red dashed) and
19.5±5.6
3.7 (green solid) degrees based on the remaining short-term stable systems.
Again, these values are qualitatively consistent with the input amplitude of ∼20°.
It is clear from these results that our RUN DMC algorithm does not significantly
bias the recovered libration amplitudes for the 4:2:1 resonance of the outer three
planets in the GJ 876 system. Thus, we believe that our best-fit libration amplitude
for the real data (Chapter 6.6) is accurate and the GJ 876 system is in a chaotically
librating state, with a high-amplitude libration.

4.3 Modified Importance Sampling Performance
In Chapter 3, we developed an importance sampling algorithm to compute fully
~
marginalized likelihoods (p(d|M)
given some underlying model M. The ratio
~
of p(d|M)
for two different models yields a Bayes factor which can be used to
quantitatively access competing models for a particular dataset. We tested this
algorithm on two synthetically generated RV datasets before applying it to the GJ
876 dataset to be discussed in Chapter 6.
We considered the SChaos:80 model and generate two sets of simulated RVs as
described in Chapter 4.2.1. One set is based on four-planet solution and the other
set only considers the inner three planets. For both datasets, we applied RUN DMC
using two different models: one with the inner-three planets and one with all four
planets. After burning in, we obtained a set of posterior samples based on two
different models and follow the procedures described in Chapter 3 to compute
Bayes factors.
Table 4.2 provides a summary of results. For a dataset generated from the fourplanet model, the actual four-planet model is overwhelmingly preferred over one
with just the inner three planets (Bayes factor of ∼ 1025 ). For a dataset generated
from the inner three-planet model, a model with four planets does significantly
worse than the actual three-planet model. Therefore, we successfully recovered the
correct number of planets from our simulated input.
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~
Table 4.2: χ2ef f , log evidence [log(p(d|M)],
and Bayes
factors computed for comparison of a finite set of models.
The Bayes factors in right-most column correspond to
~
the ratio of adjacent values of p(d|M)
in the column
immediately to the left.
Dataset

Model

χ2ef f

four planets

four planets
inner three planets

682.2±8.6
6.9
7.6
869.0±6.2

−1209.665
−1268.633

∼ 1025

11.6
four planets
669.7±15.0
inner three planets 691.9±7.7
6.4

−1193.677
−1189.971

∼ 0.02

inner three planets

~
log(p(d|M))
Bayes factor

However, interpreting Bayes factors is not a straightforward process. The
decisiveness of a Bayes factor is often subjective and depends on the problem in
question. In a case where Bayes factors by themselves fail to decisively favor one
model over another, we can resort to complementary qualitative investigations
before coming to a decision.
In one of our simulations described above, we consider a model with an additional
fourth planet and apply this to a RV dataset that was generated from a three-planet
model. In Figure 4.11, we show the distribution of orbital period and RV amplitude
of this additional planet after the MCMC had burned-in sufficiently. The period is
unconstrained and the RV amplitude is below the noise threshold of that particular
simulation. Combining this with the ∼ 0.02 Bayes factor in Table 4.2, we are more
confident that the data favor our input three-planet model.
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Figure 4.11. Joint orbital period - RV amplitude distribution for additional fourth
planet applied to a radial velocity dataset generated from a three-planet model.
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Chapter 5 |
Science Case: 55 Cancri
Chapter 5.2.2 consists of new radial velocity observations performed by California
Planet Search group.

5.1 Introduction
With roots in early Doppler surveys, 55 Cancri is a wide visual binary system
harboring five known planets with a large range of orbital periods (∼0.7 days to
∼14 years) and masses (∼8M⊕ to ∼4MJ ). The known planets orbit 55 Cancri A,
a K0 type dwarf (von Braun et al., 2011), which is also orbited by an M-dwarf at
a projected separation of ∼1065AU (Mugrauer et al., 2006). The system has an
extensive RV history using several ground-based facilities (e.g. Lick, Keck, HobbyEberly Telescope, Harlan J. Smith Telescope) as well as space-based observatories
to constrain properties of the inner-most planet. The first eight years of RV
measurements from the Lick Observatory showed a strong periodic signal with
a period of 14.6 days indicative of a ∼0.8 MJ mass planet named 55 Cancri “b”
(Butler et al., 1997). The RV time series showed other trends due to the presence
of two additional massive bodies, 55 Cancri “c” and “d” with orbital periods 44.3
and 5360 days respectively, which were eventually uncovered via additional RV
measurements (Marcy et al., 2002). They found the difference between a Keplerian
and self-consistent Newtonian fit for a three-planet model is measurable on the
observing timescale, demonstrating that the Keplerian model is insufficient for
fitting future observations. RV observations with the Hobby-Eberly Telescope
(HET) uncovered a 2.8 day signal of a ∼17 M⊕ planet, initially labeled as “e”
(McArthur et al., 2004). However in 2010, a re-analysis of these data showed the
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previously published orbital period of planet “e” was an alias and the more likely
period was 0.7365 days (Dawson & Fabrycky, 2010). The revised ephemeris pushed
the mass of “e” toward the super-Earth regime and raised its transit probability to
∼25%. Space-based searches with MOST (Winn et al., 2011) and warm Spitzer
(Demory et al., 2011) showed that planet “e” did indeed transit. More photometric
measurements have refined the planet-to-star radius ratio estimate (Demory et al.,
2012; Dragomir et al., 2014; Gillon et al., 2012). A fifth planet “f” was found with
an orbital period of 260 days (Fischer et al., 2008). Additional RVs provided a
new mass estimate of planet “e” and an updated model for the planetary system
assuming no planet interactions (Endl et al., 2012).
The complexity of the 55 Cancri system provides valuable information for
theoretical investigations, improving our understanding of planetary migration,
orbital evolution, and composition. The near 3:1 period commensurability of planets
“b” and “c” is thought to provide evidence for the planets migrating to their present
locations, rather than forming in-situ (Kley et al., 2004). The orbital evolution
of this planet pair has been a longstanding problem, especially in the presence of
additional planets. It was thought that the three resonant arguments for planet’s “b”
and “c” librated, suggesting they orbited in a mean-motion resonance (Ji et al., 2003;
Zhou et al., 2004; Barnes & Greenberg, 2007). With additional RV information, the
resonant arguments were found to be circulating (Fischer et al., 2008) for the single
self-consistent dynamical fit, suggesting they were not in resonance. Injecting a
hypothetical sixth planet based on the aforementioned model did not cause libration
of these angles (Raymond et al., 2008). The binary companion may play a significant
role in the long-term orbital evolution of the system. Its gravitational perturbations
paired with the rapid planet-planet interactions causes the orbits of the outer-four
known planets to precess like a rigid body, so they are likely misaligned with the
stellar spin axis of 55 Cancri A (Kaib et al., 2011). Improved stellar parameters
(von Braun et al., 2011) and aforementioned photometric radius estimates for planet
“e” inspired interior composition models that allow us to learn about this planet that
is unlike anything in our own Solar System. One noteworthy analysis suggests “e”
is a solid, carbon-rich planet (Madhusudhan et al., 2012), a chemical composition
much different than that of Earth. However, thorough chemical composition models
can only be done with extremely precise measurements of the star’s radius, C/O
ratio, planetary mass, etc. (Teske et al., 2013). The combination of tidal forces and
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secular interactions with the outer planets are predicted to drive planet “e” into a
state where its eccentricity oscillates with amplitudes ranging from 10−4 to 0.17,
depending on the orbital parameters and tidal dissipation efficiency (Bolmont et al.,
2013). The system as a whole has inspired tests of classical secular theory, which
provides insight to the dynamical histories (Van Laerhoven & Greenberg, 2012).
Characterizing the key physical quantities of this landmark exoplanet system
requires a combination of these high-precision measurements (both photometric and
spectroscopic) and robust physical and statistical modeling. Due to limitations in
computational power, aforementioned analyses of the RV data assumed each planet
travels on an independent Keplerian orbit. Motivated from the findings of Marcy
et al. (2002), Fischer et al. (2008) did report a best fit Newtonian model using the
period alias for “e” but not a detailed analysis of parameter uncertainties with a
fully self-consistent dynamical model. A generalized N-body Markov chain Monte
Carlo algorithm applied to the Fischer et al. (2008) observations was developed by
Nelson et al. (2014a) to explore complex χ2 surfaces in high-dimensional parameter
spaces. The 55 Cancri system is a challenging problem due to the length of the RV
observing baseline, the sheer number of model parameters, the observed mutual
interactions amongst planets, and the short inner orbital period.
In this chapter, we present new RVs from the Keck High Resolution Echelle
Spectrometer (HIRES), revised constraints on the orbital parameters of the 55
Cancri planets based on a self-consistent dynamical model, and an analysis of
the orbital evolution of the system. In Chapter 5.2, we describe the Doppler
observations used, including a previously unpublished set made with the Keck
HIRES. In Chapter 5.3, we briefly describe the RUN DMC algorithm, the parameter
space, and our methods for modeling the observations. In Chapter 5.4, we present
results for each of the 55 Cancri planets. We conclude with a discussion of the key
results and the applications of our posterior samples in Chapter 5.5.

5.2 Observations
5.2.1 Lick, HET, and HJST data
Our investigation of 55 Cancri began as a performance test of RUN DMC using the
published 70 Keck and 250 Lick RVs from Fischer et al. (2008) without considering
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the inner-most planet (Nelson et al., 2014a, Chapter 4.1.3.4). We found RUN DMC
could successfully navigate such a high dimensional parameter space (∼5 × number
of planets), so it appeared plausible to perform a much more thorough analysis
with all five planets, all published RVs, a dynamical model, and a detailed model
of the systematics. Next, we included the remaining public RVs, specifically from
the Hobby-Eberly Telescope (HET) (McArthur et al., 2004). Endl et al. (2012)
eventually announced new McDonald Observatory RVs, including a new Doppler
reduction of the McArthur et al. (2004) RVs totaling 131 measurements, and a
new set of 212 RVs from the Harlan J. Smith Telescope (HJST). After the RV
program on the Lick observatory’s Hamilton spectrograph effectively ended (due
to the heater of the iodine cell malfunctioning), Fischer et al. (2014) released 582
unbinned RV measurements of 55 Cancri. These data include a new reduction of
the older RVs as well as new observations. Our final analysis considers RVs from
Endl et al. (2012) and Fischer et al. (2014) RVs, as well as new, unbinned HIRES
RVs, to be discussed in the subsequent subsection. We will describe the treatment
of all these observations in Chapter 5.3.2.

5.2.2 Keck Data
Our analysis includes 493 unbinned velocities from Keck HIRES. These RVs consist
of a combination of post-Fischer et al. (2008) measurements and individual RVs that
were previously reported as one binned measurement. We present Keck observations
in Table 5.1.
We measured relative RVs of 55 Cancri A with the HIRES echelle spectrometer
(Vogt et al., 1994) on the 10-m Keck I telescope using standard procedures. Most
observations were made with the B5 decker (3.5 × 0.86 arcseconds). Light from
the telescope passed through a glass cell of molecular iodine cell heated to 50°C.
The dense set of molecular absorption lines imprinted on the stellar spectra in
5000–6200 Å provide a robust wavelength scale against which Doppler shifts are
measured, as well as strong constraints on the instrumental profile at the time of
each observation (Marcy & Butler, 1992; Valenti et al., 1995). We also obtained five
iodine-free “template” spectra using the B1 decker (3.5 × 0.57 arcseconds). These
spectra were de-convolved using the instrumental profile measured from spectra
of rapidly rotating B stars observed immediately before and after. We measured
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high-precision relative RVs using a forward model where the de-convolved stellar
spectrum is Doppler shifted, multiplied by the normalized high-resolution iodine
transmission spectrum, convolved with an instrumental profile, and matched to
the observed spectra using a Levenberg-Marquardt algorithm that minimizes the
χ2 statistic (Butler et al., 1996). In this algorithm, the RV is varied (along with
nuisance parameters describing the wavelength scale and instrumental profile) until
the χ2 minimum is reached. Each RV uncertainty is the standard error on the
mean RV of ∼700 spectral chunks that are separately Doppler analyzed. These
uncertainty estimates do not account for potential systematic Doppler shifts from
instrumental or stellar effects.
Table 5.1: New, unbinned HIRES velocities for 55 Cancri.
The entire set of velocities is presented in its entirety as
Supporting Information in Nelson et al. (2014b). This
stub table is shown for guidance regarding its form and
content.
BJD-2440000. [days]

Radial Velocity [m s−1 ]

Uncertainty [m s−1 ]

Offset Index

12219.138044
12236.014734
12243.050683
12307.849907
12333.997674

-147.87
-65.34
-58.78
-111.75
-142.98

1.10
1.21
1.17
1.33
1.49

0
0
0
0
0

5.3 Methods
RUN DMC (Nelson et al., 2014a, Chapter 2.2) was developed to characterize masses and
orbits of complex planetary systems with many model parameters. This algorithm
specializes in analyzing RV time series and extracting the orbital parameters
assuming an N-body model. The “differential evolution” aspect (ter Braak, 2006)
helps accelerate the burn-in phase and the mixing of the parameters, especially
when covariant structure is present amongst model parameters. The 55 Cancri
system is also ideal for testing the robustness of RUN DMC for a few reasons: 1) there
are many RV observations of 55 Cancri spanning a baseline of ∼23 years; 2) this
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five-planet system requires a minimum of 25 model parameters, excluding on-sky
inclination, RV offsets, and jitters; and 3) the dynamical interactions between “b”
and “c” are not negligible on the observing timescale (i.e. not Keplerian).
We developed a version of RUN DMC that utilizes Swarm-NG to perform N-body
integrations using nVidia graphics cards and the CUDA programming environment
(Dindar et al., 2013). This allowed us to more effectively parallelize the evolution of
many Markov chains on the microprocessors. On average, the GPU provided a 4-5x
speed up over our CPU version. However, the burn-in phase for some individual
test runs exceeded the maximum walltime of 500 hours allowed at the University
of Florida High Performance Computing Center (UF HPC). Our solution was to
simply restart such runs from where they stopped until the target distribution
was reached. Still, the generational lag of the autocorrelation was lengthy (∼few
thousand) and took on the order of a couple weeks on a GPU to obtain a set of 10,000
effectively independent samples. With these posterior samples, we explore the
orbital evolution and long-term stability of the system using the hybrid integrator of
MERCURY (Chambers, 1999). This is the first application of our GPU-based RUN DMC
(Dindar et al., 2013).
We considered the lessons from Nelson et al. (2014a) (Chapter 4.1.5) in order
to approach this problem in the most efficient manner. Extrapolating those results
to a 5-planet system with non-negligible self-interactions, we set nchains = 256,
σγ = 0.05, and MassScaleFactor=1.0. To accommodate the inner-most planet’s
0.7365 day orbital period, we set our integration timestep to ∼5 minutes (Kokubo
et al., 1998). We do not consider the wide binary companion, since its perturbations
are only significant over very large timescales.
We generated a Keplerian set of initial conditions using a standard randomwalk proposal, Metropolis-Hastings MCMC (Ford, 2006). We fed these states into
RUN DMC, which ran for more than 100,000 generations (equivalent to over 25,600,000
model evaluations). We utilize the resources of the UF HPC for both our CPU
and GPU-based computations. As mentioned in Chapter 5.2.1, we began this
analysis only considering the Fischer et al. (2008) RVs from Lick and Keck. As
we introduced new datasets, we were required to add new parameters describing
instrumental properties (i.e. RV offsets and jitters). We used posterior samples
from the previous pilot runs as the initial conditions for parameters shared between
both models and synthetically generated initial conditions for every new parameter.
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In other words, this study began in a lower dimensional parameter space (∼30) that
was eased into a higher dimensional parameter space (∼40) including additional RV
data and a more detailed instrumental model (to be discussed in Chapter 5.3.2).

5.3.1 Model Parameters
We employ RUN DMC to constrain the Keplerian orbital elements of the 55 Cancri
system and the instrumental parameters. We characterize the system model with
the star mass (M? ) and radius (R? ), plus each planet’s mass (m), semi-major axis
(a), eccentricity (e), inclination (i), the longitude of periastron (ω), the longitude
of ascending node (Ω), and mean anomaly (M ) at our chosen epoch (first Lick
observation) for each planet, plus the RV zero-point offsets (C) and jitters (σjit )
for each observatory. We report the orbital periods (P ) based on Kepler’s Third
Law and each body’s m and a based in a Jacobi coordinate system.
The 55 Cancri system is well approximated by a coplanar system, i.e. Ω = 0
and i is the same for all planets. Typically, radial velocities do not place strong
constraints on i and Ω unless the self-interactions amongst the planets are very
strong (e.g. GJ 876, (Rivera et al., 2010); HD82943, (Tan et al., 2013)). The
near 3:1 MMR in 55 Cancri is significant enough to require an N-body model but
we will show it does not provide a strong constraint on orbital inclination of the
planets. However, photometric observations of “e”’s transit from MOST place a
tight constraint on the inclination of this planet. Thus, we constrain the central
transit time, transit duration, and ingress duration based on measurements reported
in Winn et al. (2011). Initially, we assume all orbits are coplanar. In our final
analysis, we allow “e” to have a different i and Ω than the outer four planets, but
assume the outer planets are coplanar with each other.
Because the estimates of the orbital parameters of “e” now depend on the
photometry and thus the radius of the star R? , we adopt the interferometric
measurement of R? reported by von Braun et al. (2011). Since we are performing
N-body integrations to compute the induced RV signal, our initial conditions must
specify the mass of each body. The uncertainty in stellar radius propagates to the
stellar mass and further to planet masses. We consider how M? changes with R?
at a constant effective temperature, Tef f , from spectroscopy. Starting with the
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2
4
mass-luminosity relation L? ∼ M?y ∼ Tef
f R? , we can derive

∂M?
∂R?

∼
Tef f

2 M?
.
y R?

(5.1)

Using theoretical stellar models, we solved for y by adopting the observed Tef f
=5196K and L? = 0.582L from von Braun et al. (2011). We generated Y 2
isochrones (Demarque et al., 2004) and found the best y value for multiple ages:
4.125 (8 Gyr), 4.602 (9 Gyr), 5.15 (10 Gyr), 5.491 (11 Gyr), and 5.817 (12 Gyr). For
this analysis, we adopted y = 5.15 since it corresponds with the age estimate for
55 Cancri (von Braun et al., 2011). Despite such a relatively steep power law,
subsequent test runs showed that our conclusions were not sensitive to whether we
allowed for uncertainty in M? described above or assumed a fixed M? value.

5.3.2 Model of Observations
Based on preliminary tests, we generalized RUN DMC to allow for three complications
which were not considered in previous analyses.
First, we divided the Fischer et al. (2008) Lick dataset into three subsets based
on which CCD Dewar was used for each observation. We found that different Dewars
used on the Lick Hamilton spectrograph do not give consistent RV zero-point offsets
(Wright, private communication), consistent with results from Fischer et al. (2014).
Therefore, we adopt a different velocity offset depending on which Dewar was
being used at the time. With the Fischer et al. (2014) velocities, the offsets were
determined by the Dewar codes: 6, 8, 39, 18, and 24. Dewar code “6” has 5
observations ranging from JD-2440000=7578.7300 to 8375.6692 (C1,Lick ). Dewar
code “8” has 12 observations ranging from JD-2440000=8646.0011 to 9469.6478
(C2,Lick ). These early Doppler era observations are expected to have relatively high
jitter values. Dewar code “39” (Dewar 13 in actuality) has 96 observations ranging
from JD-2440000=9676.0632 to 11298.722 (C3,Lick ). Dewar code “18” (Dewar 6 in
actuality) has 91 observations ranging from JD-2440000=11153.033 to 12409.739
(C4,Lick ). Dewar code “24” (Dewar 8 in actuality) has 378 observations ranging from
JD-2440000=12267.957 to 15603.809 (C5,Lick ) and overlaps with the time series
from Dewar code “18”. Particle events may have increased the jitter for the latter
(Wright, private communication).
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Similarly, we split the Keck dataset based on whether observations were taken
before or after the CCD upgrade and new Doppler reduction process in 2004. These
two subsets received separate velocity zero-point offset parameters. Specifically, the
pre-CCD upgrade era has 24 observations ranging from BJD-2440000=12219.138044
to 13077.041736 (C1,Keck ). The post-CCD upgrade era has 469 observations ranging
from BJD-2440000=13339.043299 to 15728.743727 (C2,Keck ). We also consider
HJST and reanalyzed HET observations provided by Endl et al. (2012). Each
of these datasets has its own offset (CHET and CHJST ) relative to the large RV
zero-points reported by Endl et al. (2012). In total, we model nine RV offsets.
Table 5.2: Definitions for Case 1 and Case 2. In choosing
a set of models for subsequent analyses, we recommend
using Case 2. Further details are addressed in Chapter
5.3.2.
Term

Definition

Case 1

all observation errors as uncorrelated

Case 2

errors of “back-to-back” observations
are perfectly correlated

Second, we include multiple jitter parameters, σjit , one for each observatory.
Jitter models scatter in observations beyond what is expected from the formal
measurement uncertainties. Jitter may be due to astrophysical noise (e.g. p-modes
or chromospheric activity on the star) and/or unmodeled instrumental effects. We
performed preliminary analyses using various combinations of our four datasets
(e.g. Keck only, Keck+HET, Keck+Lick, Keck+HET+Lick, etc.). We found that
introducing the Lick dataset increased our jitter estimate. Furthermore, we expect
that σjit varied within the Lick time series itself (Fischer et al., 2014). Therefore,
we define three Lick jitter terms for Dewar codes 6 and 8 (σjit,Lick1 ), 39 and 18
(σjit,Lick2 ), and 24 (σjit,Lick3 ). We also assign a jitter for Keck (σjit,Keck ), HET
(σjit,HET ), and HJST (σjit,HJST ), totaling six jitter terms. For each observation, we
substitute the appropriate jitter term for σjit in our likelihood function (Equations
1.4 and 1.5). We modified our likelihood function to include both RV observations
and light curve parameters measured from the transit light curve observations for
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planet “e”. Our χ2ef f is adjusted as such:
χ2ef f →
− χ2ef f +

X
T T,dt ,din ,R?

(X − Xobs )2
2
σX

(5.2)

where T T , dt , din , and R? are the transit time, transit duration, ingress duration, and
stellar radius respectively. From Winn et al. (2011), we use T T = 2, 455, 607.05562±
0.00087 HJD, dt = 0.0658 ± 0.0013 days, and din = 0.00134 ± 0.00011 days. From
von Braun et al. (2011), we use R? = 0.943 ± 0.010 R .
Lastly, we considered possible correlations amongst multiple RV observations.
In our standard RUN DMC, the model of observations assumes the RV measurement
errors are normally distributed and uncorrelated with one another. This is usually
an excellent approximation when observations are separated by one or more days.
For bright stars like 55 Cancri, the required exposure time is often less than a
minute, which is not long enough to average over Solar-like p-mode oscillations,
which have timescales on the order of 5 minutes and RV semi-amplitudes on the
order of a meter-per-second. In the past when multiple RV observations were taken
sequentially, observers binned these observations and reported a single measurement
in an attempt to average over the stellar noise and improve the RV precision. The
resulting coarse time series makes it difficult to probe orbital periods in the sub-day
regime. However, 55 Cancri A is a very bright RV target (V∼6), and observations
can be binned more frequently (every ∼10 minutes) with enough dedicated telescope
time. This allows us to average over p-mode oscillations but still probe sub-day
periodicities. Unfortunately, this introduces the potential for significant correlations
amongst back-to-back observations. Rather than trying to model these correlations
in detail, we consider two extreme cases: 1) the typical assumption that all RV errors
are uncorrelated (hereafter Case 1) and 2) the measurement errors of observations
taken within a maximum of 10 minutes from each other are perfectly correlated
(hereafter Case 2). To simulate the latter, we scale the uncertainties of back-to-back
RVs by the square root of the number of observations in that set. For example, the
RV uncertainties in each of a set of 12 short cadence observations are scaled up by
√
12 = 3.464. In reality, the true correlation amongst RV observations is somewhere
in between these two extreme assumptions. As we will show, the differences in the
values for the majority of model parameters were negligible. Table 5.2 provides a
convenient reference for the definitions of Case 1 and Case 2, as these terms will
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be used throughout the rest of the chapter. We perform two sets of RUN DMC jobs
based on Case 1 and Case 2.
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Table 5.3: Orbital parameter estimates for all the known
55 Cancri planets from self-consistent dynamical fits.
Time-averaged periods (Pavg ) and eccentricities (eavg ) are
also shown. The other parameters are based on our chosen
RV epoch (the first Lick observation). The top value in
each cell comes from Case 1 and the bottom value from
Case 2.
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Parameter

Planet “e”

Planet “b”

Planet “c”

Planet “f”

Planet “d”

P [days]

0.7365478±0.0000014
0.0000011
0.0000016
0.7365478±0.0000012

14.65276±0.00082
0.00089
0.00090
14.65314±0.00095

44.380±0.020
0.018
0.020
44.373±0.018

261.04 ± 0.37
260.91 ± 0.36

4872±28
24
25
4867±26

Pavg [days]

0.73655015±0.00000093
0.00000212
0.73655012±0.00000099
0.00000177

14.651248±0.000084
0.000088
14.651248±0.000087
0.000094

44.4120±0.0050
0.0052
44.4094 ± 0.0055

261.04 ± 0.37
260.91 ± 0.36

4872±28
24
25
4867±26

6.04 ± 0.19
6.12 ± 0.20

71.60±0.19
0.21
71.47 ± 0.21

10.46±0.18
0.19
10.48 ± 0.21

4.75 ± 0.19
4.80 ± 0.20

47.03±0.40
0.41
0.44
47.30±0.41

m [MJ ]

0.02513 ± 0.00079
0.02547±0.00082
0.00081

0.844±0.124
0.034
0.131
0.840±0.031

0.1783±0.0261
0.0078
0.0275
0.1784±0.0078

0.1475±0.0207
0.0093
0.0219
0.1479±0.0093

3.83±0.57
0.15
0.60
3.86±0.15

a [AU]

0.015439 ± 0.000015
0.015439 ± 0.000015

0.11339 ± 0.00011
0.11339 ± 0.00011

e

0.034±0.022
0.021
0.022
0.028±0.019

0.0023±0.0025
0.0016
0.0025
0.0023±0.0016

0.073±0.013
0.014
0.072±0.013
0.014

0.046±0.050
0.032
0.102
0.080±0.057

0.0283±0.0064
0.0066
0.0061
0.0269±0.0065

eavg

0.062±0.192
0.039
0.061±0.196
0.040

0.0194±0.0048
0.0050
0.0194±0.0049
0.0047

0.0643±0.0092
0.0107
0.0638±0.0094
0.0103

0.046±0.050
0.032
0.080±0.102
0.057

0.0283±0.0064
0.0065
0.0269±0.0061
0.0065

K [m s

−1

]

0.23738 ± 0.00024 0.7735 ± 0.0010
0.23735 ± 0.00024 0.7733 ± 0.0010

5.451±0.021
0.019
5.446 ± 0.020

e cos ω

0.003±0.024
0.023
−0.003±0.018
0.024

−0.0000±0.0018
0.0019
−0.0000 ± 0.0018

0.069 ± 0.013
0.068 ± 0.013

−0.020±0.030
0.063
0.066
−0.066±0.108

0.0273±0.0064
0.0066
0.0062
0.0258±0.0066

e sin ω

0.023±0.021
0.020
0.021
0.018±0.018

0.0009±0.0026
0.0014
0.0028
0.0008±0.0015

0.017 ± 0.016
0.018±0.016
0.017

−0.006±0.029
0.035
0.051
0.002±0.034

0.0000 ± 0.0072
0.0036 ± 0.0071

ω + M [degrees]

111.56±6.90
5.03
8.59
112.38±5.05

327.23±0.76
0.79
0.75
327.18±0.81

361.49±5.64
5.70
6.14
358.19±6.12

328.00±12.66
12.63
12.48
324.76±12.70

176.69±2.82
2.49
2.62
176.32±2.60

i [degrees]

90.58±3.57
4.35
3.96
90.36±4.66

25.46
88.80±23.89
24.49
89.73±24.54

−

−

−

Ω [degrees]

21.35
353.88±36.65
21.08
352.44±122.18

0.00 ± 0.00
0.00 ± 0.00

−

−

−
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Table 5.4: Estimates for the RV zero-point offsets and
jitters described in Chapter 5.3.2. The top value in each
cell comes from Case 1 and the bottom value from Case
2.
Parameter [m s−1 ]

Lick

Keck

HET

HJST

C1,X

4.77
1.09±4.97
0.09±5.23
5.30

−32.53±0.91
0.89
−32.36±0.89
0.83

1.03±0.68
0.71
0.92±0.75
0.72

−0.24±0.54
0.51
0.55
0.23±0.51

C2,X

3.48
21.34±3.53
3.57
21.56±3.46

−32.91 ± 0.35
−33.13±0.37
0.38

-

-

C3,X

−5.82±0.84
0.83
−6.20±0.82
0.79

-

-

-

C4,X

−3.17±0.94
0.87
−2.86±0.96
0.97

-

-

-

C5,X

−6.22±0.43
0.42
−6.49 ± 0.42

-

-

-

σjit,X1

3.38
2.37±1.85
3.01±3.98
2.37

0.14
3.46±0.13
0.15
3.18±0.14

4.66±0.44
0.42
3.85±0.49
0.46

4.85±0.33
0.32
4.66 ± 0.38

σjit,X2

0.44
6.06±0.40
0.48
5.39±0.47

-

-

-

σjit,X3

0.29
6.75±0.26
0.32
6.35±0.31

-

-

-

5.4 Results
We apply the RUN DMC algorithm to 1,418 RV observations spanning an observing
baseline of ∼23 years. We obtain χ2 = 1419 ± 52 and χ2 = 1333 ± 49 for Cases 1
and 2 respectively. Table 5.3 lists our estimations of all the planetary parameters
for both cases. Our estimates for the zero-point offsets and jitters are shown in
Table 5.4.
We estimate the RV residuals by averaging the orbital elements in our RUN DMC
ensemble for the last Markov chain generation and subtract the RV curve predicted
by the N-body mode from our RV data. The effective residual uncertainties
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are based on adding the RMS RV residuals and measurement uncertainties in
quadrature. In Figure 5.1, we plot the residual periodograms for Cases 1 and 2.
We find no obviously significant signals. There are significant peaks in regions
associated with common time sampling aliases, e.g. near one-day and one-year, but
a peak near 60.7589 days stands out in both cases. It is not immediately obvious
whether a planet at this orbital period would be prone to instabilities due to the
proximity of planets “b”, “c”, and “f”. We use a Keplerian MCMC (Ford, 2006)
to fit the residual RVs with a one-planet model at the 60.7589 day peak. The
posterior distribution is multi-modal, the median eccentricity is large (∼0.5), and
the half-amplitude is ∼2 m s−1 , less than any of our σjit estimates. We note that
Baluev (2013) presented a highly parallelized Fourier decomposition algorithm that
analyzed the Fischer et al. (2008) velocities and uncovered a 9.8 day signal. We do
not detect such a signal in our extended dataset.
The following subsections describe our results for each of the known 55 Cancri
planets and the orbital dynamics of the system. Our results are based on posterior
samples from the Markov chain output of RUN DMC and these are fed into MERCURY
as sets of initial conditions for the dynamical simulations.

5.4.1 The Transiting Planet, 55 Cancri e
The high cadence of the RV time series provides excellent sampling of orbital periods,
even those less than one day like planet “e”. We find the biggest difference between
Case 1 and Case 2 is seen in planet “e”’s velocity amplitude, Ke (6.04 ± 0.19 and
6.12 ± 0.20 m s−1 ) and therefore me . When assuming Case 2, the median values of
Ke and me shift to greater values relative to Case 1, compensating for the reduced
RV information. For ee , both cases are consistent with zero. Given the age of the
star and the typical timescales for tidal circularization, one would expect ee ∼ 0,
but the presence of the other planets may maintain an excited orbit (Dawson &
Fabrycky, 2010).
We perform transit timing variation (TTV) simulations to address how significantly the outer four planets affect the orbit of planet “e” (Veras et al., 2011; Ford
& Holman, 2007). The TTV amplitude, i.e. the maximum amount of time which
the orbit of “e” deviated from a linear ephemeris, was on the order of seconds,
much smaller than the observing cadence for binned observations with Spitzer or
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Figure 5.1. The periodogram of RV residuals for Cases 1 (top, blue) and 2 (bottom,
orange). We do not probe the sub-day regime as we do not expect to find planets in
addition to “e” in this period domain.

MOST. Therefore, we expect its transit times to be very nearly periodic.
Because we allowed planet “e” to have a different i and Ω than the outer planets,
we can attempt to constrain the mutual inclination, Φ (see Equation 6.1), with
the rest of the planets. Before we impose the constraint of dynamical instability,
more than half of our models had planet “e” in a retrograde orbit. Because “e”
was found to be dynamically decoupled from the rest of the planets, these models
are indistinguishable on the observing baseline from that of a prograde orbit. By
integrating these systems for 105 years, we find that most models with large Φ
are dynamically unstable (Figure 5.2, left). The outcome of the instability is the
inner-most planet being accreted by the host star. The time until accretion is rapid
(<105 years) for all mutual inclinations that result in instability. The instability
is typically even more rapid (<103 years), with the exception of Φ ∼ 125°. Note
that we find no indication of instability for orbits with Φ > 125°. We do not find
61

Stable for 100,000 years
Unstable ("e" accreted)

0.10
0.08

Case 1
Case 2

0.06

Frequency

0.05
0.04

0.06

0.03

0.04

0.02

0.02
0.00
0

0.07

0.01
40

80

120

160

0.00

Mutual Inclination [degrees]

7.0

7.5

8.0

8.5

Mass [Earth Masses]

9.0

Figure 5.2. Properties of the inner-most planet, “e”. Left: Two distributions of the
mutual inclination between planet “e” and the outer four (coplanar) planets for Case 2.
In 10,000 dynamical simulations, 5,056 systems had the inner-most planet spiral into
55 Cancri A within 105 years (normalized distribution in red/dashed). The remaining
systems (normalized distribution in green/solid) showed no signs of instability, defined in
Chapter 5.4.3. Right: Distribution of planet mass for Case 1 (blue, dashed) and Case
2 (orange, solid). Mass estimates with respect to previous results are listed as follows:
8.63 ± 0.35 (Winn et al., 2011), 8.37 ± 0.38 (Endl et al., 2012), 7.99 ± 0.25 (Case 1),
8.09 ± 0.26 M⊕ (Case 2).

any strong correlations between planet “e”’s stability and any other parameters.
Therefore, we obtain a new set of 10,000 posterior samples that do not include
systems with 60° < Φ < 125°. In Figure 5.2, there are overlapping stable and
unstable solutions near 125°. These solutions are unstable on longer timescales (to
be discussed in Chapter 5.4.5), so we consider 125° to be a conservative cutoff. It
is worth noting that when we include the effects of relativistic precession on planet
“e”, most of these retrograde orbits become unstable. We find the timescale for this
relativistic precession is comparable to that of the secular interactions.
In the right panel of Figure 5.2, we show distributions of planet mass for Cases
1 and 2. The additional RVs plus the self-consistent dynamical model of the system
provide an improved constraint on the mass and density of planet “e”. The median
value is roughly 2-sigma lower than the Winn et al. (2011) value and 1-sigma lower
than the Endl et al. (2012) value. The uncertainty in mass is nearly ∼3% in both
62

cases. Using the Winn et al. (2011) planet-to-star radius ratio, we constrain the
1.32
−3
density of “e” to 5.44±1.29
for Cases 1 and 2, respectively.
0.98 and 5.51±1.00 g cm
We do not include the effects of tidal dissipation on the 55 Cancri system, as the
tidal dissipation rate is highly uncertain. Bolmont et al. (2013) find tidal dissipation
timescales for >105 years, even for very high tidal efficiencies. Therefore, tides
will have a negligible effect on the system over the timescale of observations being
analyzed. They find tides affect the orbital evolution on timescales of ∼3 × 104
years. For most mutual inclinations that result in instability, the timescale to
instability is significantly shorter than the predicted tidal evolution timescale. Our
measurement of the eccentricity for planet “e” is inconsistent with significantly
faster tidal dissipation.
Our orbital parameter estimates listed in Table 5.3 represent a significant
improvement on those of Dawson & Fabrycky (2010) and Endl et al. (2012). We
find the eccentricity of planet “e” (ee = 0.028±0.022
0.019 ) is significantly less than the
estimate from Dawson & Fabrycky (2010) (ee = 0.17). Thus, the current eccentricity
places a much weaker constraint on the tidal efficiency than the previous analysis
of Bolmont et al. (2013) that assumed initial conditions from Dawson & Fabrycky
(2010). Bolmont et al. (2013) also found the initial conditions derived from Endl
et al. (2012) to be dynamically unstable and thus not a realistic model. Furthermore,
since Endl et al. (2012) assumed a circular orbit for planet “e”, their orbital model
is of limited value for exploring the tidal evolution of the system. Nevertheless,
many of the qualitative conclusions from Bolmont et al. (2013) about the long-term
eccentricity evolution of the system are likely applicable, since their measurements
of the eccentricities for planets “b” and “c” are similar to those of our more detailed
modeling. Using the Endl et al. (2012) initial conditions, Bolmont et al. (2013)
predict ee approaches an equilibrium where the eccentricity periodically varies from
a nearly circular configuration to maximum eccentricity of ∼5 × 10−4 to 0.013.

5.4.2 The Near Resonant Pair, 55 Cancri b and c
In Figure 5.3, we show 68.3% and 95.4% credible interval contours in Pb and Pc
space for Case 2. Most previous analyses for 55 Cancri assumed independent
Keplerian orbits, but Figure 5.3 demonstrates the importance of N-body effects
during the ∼23 years of observations. Our N-body analysis adopts a Jacobi
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Figure 5.3. Estimates of the period ratio of the “b” and “c” pair for Case 2. Two
lines of constant period ratio (3.025, 3.030) are shown for reference. We draw 10,000
independent samples from a Keplerian MCMC (red). Choosing the RV epoch to be
the first Lick observation, we draw 10,000 samples that are also vetted for stability (see
Figure 5.2) from a RUN DMC (green) analysis. For reasons stated in the text (Chapter
5.4.2), we compute time-averaged orbital period estimates of the raw RUN DMC solutions
over the 105 year integration (purple). 1-σ and 2-σ credible contours are constructed,
shown as the darker and lighter color respectively.

coordinate parameterization based on an epoch corresponding to the first Lick
observation in February 1989. Using MERCURY, we extend the integration for 105
years on a 10,000 dynamically “stable” models described in Chapter 5.4.1 and
find the maximum variability in the semi-major axes of planets “b” and “c” is
comparable to or even exceeds the 68.3% credible intervals of the respective semimajor axis distributions. The epoch for initial conditions happened to be around
this maximum, so our time averaged estimates for Pb and Pc are not centered on
the contour of the raw RUN DMC orbital periods. The median values of the Keplerian
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and N-body solutions are separated by ∼6 × the standard deviation of the joint
Keplerian distribution in Pb -Pc space.
The three resonant angles associated with the 3:1 MMR were circulating for
nearly all of our models, so these two planets are not in a mean-motion resonance.
This is consistent with the findings of Fischer et al. (2008), and from our large
sample size, we can conclude that this result is robust.
Nevertheless, they are near enough to the 3:1 MMR that they can interact
significantly and exhibit interesting interactions. In particular, they might develop
a secular lock, a configuration where both periastrons precess at the same timeaveraged rate, and the gravitational kicks from frequent conjunctions cause libration
of the angle between their pericenter directions. We consider a subset of 10,000
models from Case 1 and Case 2 and track the orbital evolution for 105 years using
MERCURY. We compute the root-mean-square (RMS) of the angle $b − $c , using six
different phase domains for the angle (0 to 2π, −5π/3 to π/3, −4π/3 to 2π/3, −π
to π, −2π/3 to 4π/3, −π/3 to 5π/3). We find the smallest RMS value and report
the value centered on the domain with the smallest RMS value. The vast majority
of cases were centered about π (180°). While many of these are librating, some
systems that are circulating but evolve more slowly when the secular angle is near
π might also be classified as librating. Additionally, the short-term interactions
with the other planets can cause the long-term librating behavior of “b” and “c” to
occasionally circulate.
We considered multiple methods for estimating the libration amplitude for each
of these models. The naive approach would be to simply compute half of the
peak-to-peak variation. However, the secular interactions between planets “b” and
“c” sometimes pushed them toward very low eccentricity. For nearly circular orbits,
short-term perturbations can cause $b − $c to take on extreme values even for
systems undergoing secular libration. Thus, the peak-to-peak method overestimates
the libration amplitude for many systems. This was remedied by applying an
eccentricity cutoff to filter out values of $b − $c when eb or ec < 0.001. We found
the shape of the resulting libration amplitude distribution was strongly dependent
on our chosen cutoff value. In light of this, we tried other metrics more robust to
outliers, such as the RMS and median absolute deviation (MAD). For a system
√
√
undergoing small amplitude, sinusoidal libration, RMS× 2 and MAD× 2 are
excellent approximations for the libration amplitude.
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Figure 5.4. The secular behavior of 10,000 model systems for Case 1 (blue, dashed)
and Case 2 (orange, solid) as discussed in Chapter 5.4.2. The horizontal axis shows the
peak-to-peak variation in the secular angle ($b − $c ) only when the eccentricity of either
planet was greater than 0.001. The vertical axis shows the RMS of the secular angle
variation. Librating systems typically had RMS <67° and peak-to-peak variation <260°.
Circulating systems typically had RMS >70° and peak-to-peak variation >340°. Those
that did not fall into either of these categories displayed an array of secular behavior,
ranging from large amplitude libration with short term variations to long-term “nodding”
(Ketchum et al., 2013).
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We found a wide range in $b − $c behavior, so there was not one metric
that could accurately differentiate libration from circulation. Instead, we compute
the RMS and peak-to-peak variation of the secular angle including only values
where both eccentricities exceed 0.001. Figure 5.4 shows a scatter plot of the
RMS and peak-to-peak variation for 10,000 “stable” models from Chapter 5.4.1
for each case. Based on visual inspection, we find that small amplitude librations
typically have RMS($b − $c ) <67° (corresponding to a libration amplitude less
than 90°) and a peak-to-peak variation <260°. The median libration amplitude of
this subset of models is 51°±6°
10° (68.3% credible interval) for both Cases 1 and 2.
Circulating systems typically have RMS >70.0° and peak-to-peak variation >340°,
but many of these were “nodding”, meaning that $b − $c exchanges between
cycles of libration and circulation (Ketchum et al., 2013). Those that do not
meet either of these aforementioned criteria fall into the “ambiguous” category.
By inspection, many of the ambiguous systems have large libration amplitudes
with short-term perturbations, while others show long-term nodding. Under our
empirically derived definitions for libration and circulation, we find the fraction of
stable systems undergoing the following types of secular behavior: librating, 44.6%
(36.5%); circulating/nodding, 20.3% (28.2%); and ambiguous, 35.1% (35.3%) for
Case 1 (Case 2).
Case 2 favors a larger eccentricity value for planet “f” than Case 1. This could
suggest that the closer periastron passages of “f” in Case 2 disrupts the secular
lock of the near resonant pair, causing a greater fraction of modeled systems to
circulate.

5.4.3 The Habitable Zone Planet, 55 Cancri f
When the three planet model of 55 Cancri was announced by Marcy et al. (2002),
there was a noticeably wide semi-major axis gap between planets “c” and “d”. An
unseen planet could reside in this dynamically stable gap, possibly one massive
enough to induce a clear RV signal (Raymond et al., 2008). Fischer et al. (2008)
announced the fifth planet, “f”, a sub-Jovian mass planet on a Venus-like orbit,
residing in the classical habitable zone. Because it induces the weakest RV signal
of all the 55 Cancri planets, its eccentricity is not well constrained; in Case 1, its
eccentricity is consistent with circular, but in Case 2, it has a substantial range in
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Figure 5.5. Marginal posterior density for time-averaged orbital period and timeaveraged eccentricity of 55 Cancri “d”, based on Case 2.

eccentricity with a median of ∼0.1. In the latter case, the stellar flux it receives
over time could vary substantially.

5.4.4 The Jupiter Analog, 55 Cancri d
In terms of its measured period and eccentricity, planet “d” is the closest Jupiter
analog to date. The Endl et al. (2012) estimates are Pd = 4909 ± 30 days and
ed = 0.02 ± 0.008, compared to that of Jupiter: PJ ≈ 4333 days and eJ ≈ 0.049.
Our posterior samples not only improve the parameter uncertainties, but also nudge
the estimated period and eccentricity closer to that of Jupiter (Pd ≈ 4867 days and
ed ≈ 0.0269). Although “d” has yet to undergo two full period cycles, we are able
to infer small but measurable eccentricity (Figure 5.5).
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5.4.5 Long-Term Stability
We tested the long-term stability of the system, excluding the wide binary companion. We modified MERCURY such that if any planet’s semi-major axis changes
by more than 50% of its original value (|[af inal − ainitial ]/ainitial | > 0.5), then the
simulation stops and is tagged as being unstable. First, we evolved 1,000 five-planet
models for 106 years, and identified 9.4% as unstable within 60° < Φ < 125°. The
stability was most sensitive to the mutual inclination between the orbital plane of
planet “e” and the common orbital plane of the remaining planets on this longer
timescale. Over 90% of the unstable solutions were those where Φ ∼ 125°, and
planet “e” was accreted by its host star. However, we still found stable solutions
with planet “e” orbiting retrograde. Thus, dynamical stability provides constraints
on Φ, as described in Chapter 5.4.1. For systems with Φ <60°, the inner planet
was dynamically decoupled from the outer four planets.
Next, we evolved 1,000 four-planet models (excluding the inner-most planet)
for 108 years. None of the 1,000 model systems tested were identified as unstable.
Thus, the extensive RV observations now provide such tight constraints on the
planet masses and orbital parameters that essentially all allowed nearly coplanar
solutions are dynamically stable.
Prior to our final analysis, we performed several preliminary analyses based
on a different set of observations (fewer RV measurements, Lick velocities from
Fischer et al. (2008) rather than improved reduction in 2014). The posterior
samples included some models with the eccentricity of planet “f” exceeding 0.3. For
many of these sets of initial conditions, systems would become unstable, recognized
by a significant change in semi-major axis of planet “c” or “f” on a timescale of
∼106 − 108 years. We conclude that the tighter constraint on the eccentricity of
planet “f” based on our final analysis was responsible for ensuring that none of the
1,000 model systems from our final analysis showed signs of dynamical instability.

5.5 Summary and Discussion
We report the first self-consistent Bayesian analysis of the 55 Cancri system that
uses N-body integrations to account for the planets’ mutual gravitational interactions. By combining a rigorous statistical analysis, dynamical model and improved
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observational constraints, we obtain the first set of five-planet models that are
dynamically stable. We considered two extreme cases where the high cadence,
unbinned RV measurements were treated as independent (Case 1) or perfectly correlated (Case 2). In both cases, the RV residuals show no immediately convincing
signals due to an additional sixth planet.
Informative priors based on precise photometry from MOST (Winn et al.,
2011) drastically narrow the possible orbital inclination range of planet “e”. The
planet-planet interactions amongst the remaining planets provide a loose inclination
constraint just based on the RVs. Combining all this information yields a mutual
inclination estimate. Under the assumption of relatively short-term dynamical
stability (105 years), we find planet “e” cannot be highly misaligned with the
outer four planets. However, there are some stable configurations where “e” orbits
retrograde as long as the mutual inclination is nearly retrograde (125 < i ≤ 180°).
To be consistent with our photometric knowledge, we utilize the MOST planetto-star radius ratio measurement to obtain a density estimate of 5.44±1.29
0.98 and
1.32
−3
5.51±1.00 g cm for Cases 1 and 2 respectively. Assuming the derived mass for
“e” is insensitive to our priors on the central transit time, transit duration, and
ingress duration, the radius ratio estimate from Gillon et al. (2012) gives alternative
0.66
−3
densities of 4.28±0.65
for Cases 1 and 2 respectively.
0.55 and 4.34±0.55 g cm
We find that planets “b” and “c” are not in the 3:1 MMR, as all of the associated
resonant angles are circulating. We find that between a 36-45% chance for the
pericenter directions of planets “b” and “c” to exhibit secular lock with $b − $c
librating about 180°. The behavior of this angle is only weakly constrained by the
present observations, with a substantial fraction of solutions resulting in circulating
or nodding of the secular angle.
Using the latest RV datasets, we find the vast majority of, if not all, models
of the outer-four planets are long-term stable. We expect that tidal effects and
gravitational perturbations due to planet “e” are negligible over these timescales.
Despite the large dimensionality, short integration timestep, and a lengthy
mixing time, we have obtained a set of effectively independent posterior samples
available to the exoplanet community for more detailed future studies. The improved
mass and density estimates for “e” will certainly provide new insight to the interior
bulk composition. If it turns out that planet “b” has an extended atmosphere that
grazes its host star (Ehrenreich et al., 2012), our updated orbital period and mass
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estimates will be valuable in modeling the planet’s atmosphere and potentially
providing a sharper orbital inclination estimate. Astrometric observations of 55
Cancri A with the Hubble Space Telescope traced out a small arc, presumably
dominated by orbit of planet “d” (McGrath et al., 2003). In combination with
RVs, the orbital inclination of the outer-most planet was estimated to be 53 ± 6.8°
(McArthur et al., 2004), but this relies on an accurate assessment of “d”’s orbital
period, which has changed significantly since then. We recommend a re-analysis of
the HST data with the new orbital model and incorporating the M dwarf companion
to improve the astrometric constraint on its orbital inclination.
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Chapter 6 |
Science Case: Gliese 876
Chapter 6.2 consists of new radial velocity observations performed by the California
Planet Search group. Chapter 6.3.3 consists of a spectral analysis performed by Dr.
Paul Robertson. Chapter 6.7 consists of work performed by Dr. Katherine Deck in
contribution to the paper based on this chapter.

6.1 Introduction
GJ 876 is a 0.37 M M4V star (von Braun et al., 2014) hosting four known planets.
This remarkable system represents several milestones: the first detection of a planet
around an M-dwarf (GJ 876 b) (Marcy et al., 1998; Delfosse et al., 1998), the
first example of multi-planet system orbiting in a mean-motion resonance (MMR)
(Marcy et al., 2001), the first example of an MMR chain amongst three planets
(Rivera et al., 2010), and the closest multi-planet exosystem to date (4.689 pc, van
Leeuwen (2007)).
The star has a lenndpgthy RV history spanning two decades and multiple
observing sites. Planet “b” was detected contemporaneously by Marcy et al. (1998)
using the Lick Hamilton Spectrograph and Keck HIRES and Delfosse et al. (1998)
using the ELODIE and CORALIE spectrographs. Both estimated a moderately
eccentricity for “b” (∼0.3) and an orbital period of 61 days for this gas giant
from their radial velocity model. With more RV observations, Marcy et al. (2001)
uncovered a second gas giant, “c”, orbiting near 30 days. This planet’s RV signature
previously masqueraded as a larger eccentricity for planet “b” due to the near 2:1
period commensurability of their orbits (Anglada-Escudé et al., 2010; Ford et al.,
2011). As the Keck RV dataset grew, Rivera et al. (2005) revealed a third planet “d”
72

orbiting near 1.9 days and was the lowest mass exoplanet around a main-sequence
star at the time (m sin i=5.89M⊕ ). Photometric measurements showed planet “d”
did not transit (Rivera et al., 2005; Laughlin et al., 2005; Shankland et al., 2006;
Kammer et al., 2014). Correia et al. (2010) published new HARPS RVs which
by themselves could constrain the mutual inclination between planets “c” and
“b”. Around the same time, Rivera et al. (2010) published new Keck RVs which
showed an additional RV signal around 124 days, dubbed planet “e”. Numerically
integrating their solutions beyond the last observation, the outer three planets
(“c”, “b”, and “e”) appear to be in a Laplace resonance, much like the three closest
Galilean moons orbiting Jupiter. Other studies have placed limits on the existence
of additional planets and massive companions in the system through observations
(Leinert et al., 1997; Luhman & Jayawardhana, 2002; Patience et al., 2002) and
considerations of long-term dynamical stability (Jones et al., 2001; Ji & Liu, 2006;
Rivera & Haghighipour, 2007; Gerlach & Haghighipour, 2012).
For RV systems, we only observe the component of the planetary induced stellar
wobble projected onto our line-of-sight. Most of the time, there is a degeneracy
between the true mass m and on-sky inclination i, where an edge-on system is
isys = 90°, so we can only place a lower limit on the orbiting companion’s mass.
However, if the self-interactions in a multiple planet system are strong, the RV
model becomes sensitive to the true masses of the planets, thereby breaking the
m sin isys degeneracy. There are many RV systems where the true masses can be
meaningfully constrained, including HD 200964, 24 Sextantis (Johnson et al., 2011),
HD 82943 (Tan et al., 2013), and other dynamically active systems (Veras & Ford,
2010).
For GJ 876 “c” and “b”, Laughlin & Chambers (2001) and Rivera & Lissauer
(2001) performed self-consistent Newtonian fits and constrain the planetary masses
and their on-sky coplanar inclination. Rivera et al. (2005) found an on-sky inclination for the three-planet system (isys = 50° ± 3°), assuming coplanarity. Bean &
Seifahrt (2009) combined the RVs from Rivera et al. (2005) and Hubble Space Telescope astrometry from Benedict et al. (2002) and measured the mutual inclination
Φ between “c” and “b”, where
cos Φcb = cos ic cos ib + sin ic sin ib cos (Ωc − Ωb ) ,
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(6.1)

Ω is the longitude of ascending node, and “c” and “b” denote the two planets
considered. They find Φcb = 5.0±3.9°
2.3° . Based on the HARPS RVs alone, Correia
et al. (2010) find a lower value (Φcb = 1.00°). With their four-planet model,
Rivera et al. (2010) finds a best fit value Φcb = 3.7°. All of the above values
are generally consistent with a nearly coplanar system. When incorporating the
effects of correlated noise, Baluev (2011) finds a larger and wider range of mutual
inclination (Φcb = 5 − 15°).
Arguably the most studied exoplanet system displaying a MMR, the GJ 876
system has been a prime testbed for dynamical and planet formation theory for
the past decade. The 2:1 MMR of the “c” and “b” pair is of particular interest,
since the libration amplitude of the resonant arguments are a valuable indicator
of the system’s long-term dynamical stability (Kinoshita & Nakai, 2001; Ji et al.,
2002; Goździewski et al., 2002; Beaugé et al., 2003; Haghighipour et al., 2003;
Zhou & Sun, 2003). The most likely mechanism for the planets’ current orbital
periods and eccentricities is through a combination of planet-planet interactions and
disk migration, while most studies have focused on migration through a gas disk
(Snellgrove et al., 2001; Murray et al., 2002; Lee & Peale, 2002; Kley et al., 2004;
Lee, 2004; Kley et al., 2005; Lee & Thommes, 2009; Podlewska-Gaca et al., 2012;
Batygin & Morbidelli, 2013; Lega et al., 2013). (Semi)-analytic models describing
the secular evolution of the system have also been developed (Beaugé et al., 2003;
Veras, 2007).
Other studies of the GJ 876 system include the search for debris disks, thermal
properties of “d”, and interior structure models of “d” (Rivera et al., 2010, and
references therein). More recent analyses include how the star’s UV radiation field
affects habitability (France et al., 2012, 2013) and the detectability of additional
hypothesized planets in the system (Gerlach & Haghighipour, 2012). Although
the system’s orbital architecture appears atypical, GJ 876 does fit into a larger
portrait of exoplanet systems around M dwarfs, including population statistics of
giant planets (Montet et al., 2014) and the coplanarity of multi-planet systems
(Ballard & Johnson, 2014).
RV surveys have discovered a couple dozen strongly-interacting multi-planet
systems, motivating the need for analysis procedures to incorporate a self-consistent
Newtonian model. Nelson et al. (2014a) developed a Newtonian MCMC algorithm
which has been successful in analyzing systems that require a large number of
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model parameters (e.g. 55 Cancri; Nelson et al., 2014b). The GJ 876 observations
have a similar observing baseline and require almost as many model parameters,
making it compatible with such an algorithm.
In this chapter, we present a detailed characterization of the orbits and masses
of the GJ 876 planets employing a full three-dimensional orbital model used to
fit the Doppler observations. In Chapter 6.2, we describe the RV observations
made with multiple spectrographs (ELODIE, CORALIE, HARPS, and HIRES),
including a new set of HIRES measurements. In Chapter 6.3, we describe our
orbital and observational model and investigate the effects of correlated noise in
the observations. In Chapter 6.4, we report our results for a coplanar orbital model.
Before advancing to a more complex orbital model, we evaluate the evidence for
planets “d” and “e” by computing Bayes factors as described in Chapter 3. In
Chapter 6.5, we report the results of the fitting and n-body simulations for a
three-dimensional orbital model. In Chapter 6.6, we investigate the evolution of
the resonant angles and statistics regarding their libration amplitude. We conclude
with a discussion of the key results and the applications of our posterior samples in
Chapter 6.8.

6.2 Observations
Table 6.1: New Keck HIRES velocities for GJ 876. The
entire set of velocities is presented in its entirety as Supporting Information in Nelson et al. (2015). This stub
table is shown for guidance regarding its form and content.
BJD-2450000. [days]

Radial Velocity [m s−1 ]

Uncertainty [m s−1 ]

3301.808032
3301.816875
3301.822986
3301.871412
3302.722523
3302.728866
3302.735567

-33.89
-36.49
-28.19
-39.54
-91.03
-89.20
-81.93

2.06
2.37
2.60
1.99
1.91
2.02
1.92
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Our dataset includes publicly-available RVs from four different instruments. We
include 46 ELODIE, 40 CORALIE, and 52 HARPS observations (Correia et al.,
2010). The inclusion of these data extends our observing baseline to roughly 580
days before the first Keck HIRES observation. The 162 Keck observations are
reduced by the Carnegie Planet Search group (Rivera et al., 2010). These will be
referred to as the Carnegie RVs henceforth.
Our analysis also includes 67 additional Doppler measurements from HIRES
reduced by the California Planet Search group (Table 6.1). These will be referred
to as the California RVs henceforth. We measured relative RVs of GJ 876 with
the HIRES echelle spectrometer (Vogt et al., 1994) on the 10-m Keck I telescope
using standard procedures. Most observations were made with the B5 decker
(3.5 × 0.86 arcseconds). Light from the telescope passed through a glass cell of
molecular iodine cell heated to 50°C. The dense set of molecular absorption lines
imprinted on the stellar spectra between 5000–6200 Å provide a robust wavelength
scale against which Doppler shifts are measured, as well as strong constraints on
the instrumental profile at the time of each observation (Marcy & Butler, 1992;
Valenti et al., 1995). We also obtained five iodine-free “template” spectra using
the B1 decker (3.5 × 0.57 arcseconds). These spectra were de-convolved using the
instrumental profile measured from spectra of rapidly rotating B stars observed
immediately before and after through the iodine cell. We measured high-precision
relative RVs using a forward model where the de-convolved stellar spectrum is
Doppler shifted, multiplied by the normalized high-resolution iodine transmission
spectrum, convolved with an instrumental profile, and matched to the observed
spectra using a Levenberg-Marquardt algorithm that minimizes the χ2 statistic
(Butler et al., 1996). In this algorithm, the RV is varied (along with nuisance
parameters describing the wavelength scale and instrumental profile) until the χ2
minimum is reached. Each RV uncertainty is the weighted error on the mean RV
of ∼700 spectral chunks that are separately Doppler analyzed. These uncertainty
estimates do not account for potential systematic Doppler shifts from instrumental
or stellar effects.
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6.3 Methods
Much like our analysis of 55 Cancri in Chapter 5, we characterize the masses
and orbits of the GJ 876 planets using the GPU version of the RUN DMC, which
incorporates the Swarm-NG framework to integrate planetary systems on graphics
cards (Dindar et al., 2013). Compared with 55 Cancri, the problem of GJ 876
seems to be similarly challenging but more computationally tractable due to having
fewer observations, a shorter observing baseline, a larger integration timestep, and
a lower dimensional model (e.g. one less planet to account for). On the other
hand, the presence of extremely strong planet-planet interactions can result in a
challenging posterior distribution that could be more difficult to sample from.
Considering the lessons from Nelson et al. (2014a) regarding how to explore
parameter space efficiently, we set the following algorithmic parameters for RUN DMC:
nchains = 300, σγ = 0.05, and MassScaleFactor=1.0. To accommodate the innermost planet’s 1.9 day orbital period, we set our integration timestep to roughly 17
minutes and use the time-symmetrized Hermite integrator (Kokubo et al., 1998).
We begin by applying RUN DMC to the Carnegie RVs from Rivera et al. (2010) for
a four-planet model. We sampled from the Markov chains after they had burned-in
sufficiently. In RUN DMC, we specify the orbital parameters at the epoch of the first
observation in our dataset. For the full RV dataset, this happens to be an ELODIE
observation. To generate the initial states of Markov chains for analyzing the full
dataset, we start from a posterior sample based on the Carnegie RVs and rewind
each planet’s argument of periastron (ω) and mean anomaly (M ) according to the
precession rate ($̇), orbital periods, and time difference between the first ELODIE
and HIRES observations. Laughlin et al. (2005) find the joint line of apses for
the “c” and “b” pair to be precessing at an average rate of $̇ = −41° yr−1 . After
burning-in, we randomly sample from our Markov chains to use as our set of initial
conditions for long-term stability simulations using the MERCURY hybrid integrator
(Chambers, 1999). The solutions vetted for stability are used as initial conditions
for more restricted RUN DMC runs to be explained in Chapter 6.5.
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6.3.1 Model Parameters
We characterize the system model with a fixed star mass (M? =0.37 M ; von Braun
et al. (2014)), plus each planet’s mass (m), semi-major axis (a), eccentricity (e),
inclination (i), argument of periastron (ω), longitude of ascending node (Ω), and
mean anomaly (M ) at our chosen epoch (first ELODIE observation) for each planet,
plus the RV zero-point offsets (C) and jitters (σjit ) for each observatory. We report
the orbital periods (P ) based on Kepler’s Third Law and each body’s m and a
based in a Jacobi coordinate system. Planet masses and semi-major axes can be
readily rescaled to account for any updates to the stellar mass.
The GJ 876 planets are well approximated by a coplanar system, i.e. Ω = 0°
and i is the same for all planets. Due to the symmetrical nature of a radial velocity
system on the sky, a planetary system at isys is indistinguishable from one at an
inclination of 180° − isys . So in Chapter 6.4, we restrict the planets to a coplanar
system that can take on any value of 0° < isys < 90°. Similarly, the entire system
can be rotated about the line-of-sight. In Chapter 6.5, the individual i and Ω for
each planet become free parameters in our model that are fit to the observations.
We set Ωd = 0° to ground our coordinate system.

6.3.2 Model of Observations
RUN DMC allows for fitting multiple zero-point offsets and magnitudes of jitter (e.g.
combined astrophysical and/or instrumental noise). HIRES received a CCD upgrade
and new Doppler reduction process in August 2004 (JD 2453241.5). The Carnegie
time series was split based on this pre- and post-upgrade era, which was modeled
by two zero-point offsets, but the entire dataset is still modeled with one jitter
term. The California RVs also have a separate offset and one jitter term. The
other instruments (ELODIE, CORALIE, HARPS) were each modeled by one RV
zero-point offset and jitter term. In total, we account for six offsets and five jitter
parameters.
Our dataset does not include the HST astrometry from Benedict et al. (2002)
or any informative priors regarding the inclinations of the GJ 876 planets.
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6.3.3 Magnitude and Timescale for Correlated Noise
Our likelihood function described in Equations 4 and 5 of Nelson et al. (2014a)
assumes that the observational errors are uncorrelated, which may not be a sufficient
approximation for high precision RV measurements of stars with significant stellar
activity. Baluev (2011) showed that correlated (=red) noise in the RV data could
lead to bias or misestimated uncertainty in some of the orbital parameters (e.g.,
ed ). Recently, some discoveries of planets orbiting M dwarfs have been shown to be
more likely mere artifacts resulting from stellar activity (Robertson et al., 2014;
Robertson & Mahadevan, 2014). Therefore, we take a closer look at the role of
stellar activity in contributing astrophysical noise to RV observations of GJ 876.
High-precision photometry of GJ 876 (Rivera et al., 2005) revealed a rotation
period of 97 ± 1 days. Examining the variability of the activity-sensitive Hα and
Na I D absorption lines in the publicly-available HARPS spectra of the star1 , we
confirm the rotation period, finding an Hα periodicity of 95 ± 1 days (Figure 6.1,
top panel). The appearance of the rotation period in the photometry suggests the
presence of starspots, which can affect the measured RVs (e.g. Boisse et al., 2011;
Dumusque et al., 2014). The results from Baluev (2011), Rivera et al. (2005), and
our own examination of the spectral activity tracers suggest a complete treatment
of activity will yield only marginal improvements in the accuracy of the RV model,
and is not necessary to achieve the goals of this study.
Boisse et al. (2011) showed that rotating starspots will induce RV periodicities at
the stellar rotation period Prot and its integer fractions (Prot /2, Prot /3, etc.). Given
that none of the planets in the GJ 876 system have periods near the rotation period
or its integer fractions, we conclude that rotating starspots have not produced largeamplitude periodic RV signals such as might be misinterpreted as planet candidates.
Although the RV amplitude of the outermost planet “e” (3.5m s−1 ) is closest to
the amplitudes expected for activity signals produced by a chromospherically quiet
star such as GJ 876, we are unaware of any physical mechanism that would create
an RV signal on this timescale.
Our computed stellar rotation period of 95 ± 1 days beating with one Earth
year produces an alias of around 128 days, which is worryingly close to the orbital
period of planet “e” (∼124 days). However, subtracting the rotation signal causes
1

Based on data obtained from the ESO Science Archive Facility under request number 129169
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Figure 6.1. (Top) Generalized Lomb-Scargle periodogram (Zechmeister & Kürster,
2009) of the Hα stellar activity index for GJ 876, as measured from the publicly available
HARPS spectra. We mark the peak at P = 95 days–which we adopt as the stellar
rotation period–and its 1-year alias at 128 days. (Bottom) Residual periodogram of Hα
after modeling and removing a sinusoid at the rotation period. The dashed lines indicate
the power required for a false alarm probability of 1 percent according to Equation 24 of
Zechmeister & Kürster (2009).

the 128-day peak to disappear as well, leading us to suspect that this signal is an
alias (Figure 6.1, bottom panel). If the 124-day signal is an 1-year alias of the
rotation period, then we would also see the 95 day signal in the RV data. Rivera
et al. (2010) and Baluev (2011) did not find the stellar rotation signal in the RV
datasets they analyzed.
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~
Table 6.2: χ2ef f , log evidence [log(p(d|M)],
and Bayes
factors computed for comparison of a finite set of models.
The Bayes factors in right-most column correspond to
~
the ratio of adjacent values of p(d|M)
in the column
immediately to the left.
Model

Description

χ2ef f

M5
M4
M3in+∼
M3in
M3out

M4 + injected fifth
all four planets
M3in + ∼120 day sinusoid
3 inner-most planets
3 outer-most planets

743.8±11.8
9.5
9.7
768.3±8.0
8.7
779.7±7.5
877.4±8.3
6.9
8.7
1045.7±7.9

~
log(p(d|M))
Bayes factor
−1255.159
−1248.139
−1250.873
−1273.519
−1345.970

∼ 10−3
9.7
∼ 1010
∼ 1031

6.4 Coplanar Models
Before attempting to relax the coplanarity constraint, we wish to assess the evidence
for all the GJ 876 planets, “e” in particular.
We apply RUN DMC to our cumulative set of 367 RV observations using a coplanar
model but allowing for a systematic orbital inclination. In particular, we consider
five different models: one with just the outer-most three planets (M3out ), one with
just the inner-most three planets (M3in ), one with the inner-most three planets
plus a ∼124-day sinusoid to mimic either a fourth planet on a circular orbit or a
stellar activity signal (M3in+∼ ), one with all four planets (M4 ), and one with a
putative fifth planet (M5 ).
We calculate five fully marginalized likelihoods (four Bayes factors) and summarize the results in Table 6.2. Our methodology for computing these probabilities
are described in Chapter 3.
The Bayes factor for M3in /M3out is ∼1031 , decisively favoring M3in . This
was expected since M3in accounts for the three most significant RV signals in
GJ 876. The Bayes factor for M3in+∼ /M3in is ∼1010 . Despite the increased
parameterization of M3in+∼ , this model with four signals is decisively favored over
M3in . The Bayes factor for M4 /M3in+∼ is ∼9.7. The ratio of the evidence for
a fully interacting four planet model M4 relative to an interacting three planet
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model with a decoupled ∼124-day signal M3in+∼ is modest. Regardless, a model
with four signals is overwhelmingly preferred over a model with three signals.
Strictly considering the results above, we would not be able to select M4 over
M3in+∼ . Nevertheless, we do not expect this ∼124-day candidate to be due to
(an alias of) stellar magnetic activity. Rivera et al. (2010) found that after fitting
for the inner-three planets to the Carnegie RVs alone, the residual periodogram
strongly peaked at the planet “e”’s period. The periodogram did not contain a
strong signal near the stellar rotation period (see Chapter 6.3.3), so we do not
suspect the 124-day signal is an alias.
For M5 , we initialized RUN DMC simulations with a hypothetical planet “f” with
the following properties: Pf = 15.04 d, Kf = 3m s−1 , ef = 0.007, ωf = 78.3°,
and Mf = 159.8°. This set of initial conditions was inspired by an additional
signal uncovered by Jenkins et al. (2014) using a global periodogram method and
RVs extracted from HARPS spectra using the HARPS-TERRA pipeline. One
significant difference is that we use an RV signal much closer to the noise level and
HARPS RVs based on Correia et al. (2010). However, this periodicity is suspect
since it is close to an integer fraction of the two most prominent signals in the
system, “c” (Pc /2) and “b” (Pb /4). This makes our choice of M5 a good test
for model comparison, since the strength of this signal competes with the extra
parameterization needed to model it. After burning-in, we obtain the following
0.42
−1
0.21
estimates for M5 : Pf = 15.07±0.32
0.29 d, Kf = 0.42 ±0.31 m s , and ef = 0.16±0.12 .
Due to the low RV signal, ωf and Mf took on any value from 0°to 360°almost
uniformly. We randomly draw 10,000 posterior samples from our Markov chains for
each of these cases and report our values of χ2ef f in Table 6.2, along with the results
of our Bayesian model comparison tests. These χ2ef f values incorporate a penalty
term dependent on radial velocity jitter (Equation 5; Nelson et al. (2014a)).
We test the coplanar models for short-term orbital stability using the hybrid
integrator of MERCURY (Chambers, 1999). A subsample of 1,000 models is integrated
for 106 years. If at any point a planet collides with another body or the semimajor axis of any planet changes by more than 50% of its original value (i.e.
|[af inal − ainitial ]/ainitial | > 0.5), then the simulation stops and is tagged as being
unstable. This is the default setup for our dynamical integrations unless stated
otherwise.
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Table 6.3: Estimates of the osculating orbital elements
for all the known GJ 876 planets from self-consistent,
coplanar dynamical fits. See Section 6.4 for details.
Parameter

Planet d
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P [d]
1.937848±0.000024
0.000023
−1
K [m s ]
6.01 ± 0.30
0.37M
7.49±0.43
m M? [M⊕ ]
0.41
a [AU]
0.02183911±0.00000019
0.00000018
0.050
e
0.119±0.052
e sin ω
−0.044±0.052
0.059
0.050
e cos ω
−0.097±0.046
i [degrees]
ω [degrees]
−140.90±286.32
23.85
24.82
M [degrees]
301.87±286.24
ω + M [degrees]
161.71±6.43
6.71

Planet c

Planet b

30.0784±0.0075
61.087±0.011
0.0071
0.012
87.93 ± 0.36
213.94±0.37
0.38
4.8
16.6
266.2±4.3
845.3±15.0
0.000023
0.135989±0.000021 0.218585 ± 0.000026
0.2531 ± 0.0031
0.0368±0.0019
0.0025
0.0020
0.2276 ± 0.0045
0.0345±0.0032
0.0049
−0.0130±0.0022
−0.1108±0.0042
0.0020
53.19±1.39
1.43
1.21
115.96±1.35
110.80±3.86
3.91
4.15
−220.68±1.38
−285.38±
1.35
4.11
0.63
0.56
−104.74±0.64
−174.62±0.45

Planet e
124.50 ± 1.33
3.31±0.38
0.42
16.58±1.96
2.11
0.3514 ± 0.0025
0.031±0.030
0.025
0.013
0.008±0.011
−0.013±0.021
0.037
129.56±36.31
185.78
−175.89±190.80
41.44
9.73
−45.05±10.97

Table 6.4: Systematic offset and jitter estimates based on
a coplanar orbital model. See Section 6.4 for details.
Offset [m s−1 ]

Dataset

0.34
HIRES Carnegie (pre-upgrade)
50.48±0.33
0.56
HIRES Carnegie (post-upgrade)
52.20±0.57
HIRES California (post-upgrade)
8.18 ± 0.94
ELODIE
−1903.81±4.48
4.76
CORALIE
−1864.40±3.76
3.72
HARPS
−1337.64±0.44
0.43

Jitter [m s−1 ]
0.25
2.38±0.23
0.74
6.82±0.63
18.56±4.73
3.94
20.36±3.30
2.84
0.26
1.63±0.24

For M3out , we find 93% of the posterior samples are stable for the duration of
the integration. The mode of instability for the remaining 7% was |4a/a| of planet
“e” exceeding 0.5. This typically happened when ee > 0.14. For both M3in and
M3in+∼ , all of the posterior samples are stable for the same integration timespan.
For M4 , 99% of the posterior samples are stable. For M5 , only 18% of the posterior
samples were stable. 77% of models had |4a/a| of “e” exceeding 0.5, and at least
5% of models involve a planetary collision. Some simulations had both instabilities
occur.
Based on these previous works and the results of Chapter 6.3.3 and Chapter 3,
we conclude that M4 is the best model to generate these observations to date. With
a four-planet model decisively chosen, we report estimates of orbital parameters
and instrumental properties based on a coplanar model in Tables 6.3 and 6.4
respectively.
Before moving onto our three-dimensional model, we consider the significance
of the relativistic precession rate ω̇rel for planet “d”, since it is estimated to
have a moderate eccentricity (ed ∼0.1) and is close to its host star. While the
rapid resonant interactions amongst the outer-three planets dominate their orbital
evolution, the inner-most planet is mostly dynamically decoupled and undergoes
secular perturbations. A value of ω̇rel comparable to the secular precession rate
ω̇sec tends to aggravate an instability (Ford et al., 2000), while an ω̇rel that is much
more rapid than ω̇sec could quench secular effects (Adams & Laughlin, 2006a,b).
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We approximate the precession rate
ω̇rel

7.78
≈
1 − e2d

M?
M

!

ad
0.05 AU

−1

Pd
1 day

!−1

degrees
,
century

(6.2)

where the subscript d refers to planet “d” and each parameter is measured in
the units of their respective normalization (Jordán & Bakos, 2008). We evaluate
Equation 6.2 for 1,000 four-planet models described and find ω̇rel = 3.45±0.05
0.03
degrees per century. Baluev (2011) found that the effects of correlated noise results
in a smaller estimate of ed , though this does not change ω̇rel significantly. The
typical ω̇sec for the same models was 88 ± 2 degrees per century.
Ultimately, we wish to obtain a large sample of stable models but being careful
not to neglect any mechanisms that could potentially stabilize a significant fraction
of our models. ω̇sec is more rapid than ω̇rel and is therefore the more dominant
mechanism in evolution of ωd . Therefore, we do not expect relativistic precession
to be a stabilizing mechanism and will not be included in our final long-term
integrations.
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Table 6.5: The different orbital parameter constraints
applied to RUN DMC. Here we show what range of parameter space RUN DMC is allowed to explore for each Set of
simulations. The initial ensemble for a particular Set is
generated based on stable regime found from the previous
Set.
Sample set

Constraints during RUN DMC

Then Integrate For...
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Set 1

0° < Φdc < 180°

0° < Φcb < 180°

0° < Φbe < 180°

105 yr

Set 2

0° < Φdc < 60°
120° < Φdc < 180°

0° < Φcb < 180°

0° < Φbe < 13°

106 yr

Set 3

0° < Φdc < 60°
120° < Φdc < 180°

0° < Φcb < 4°

0° < Φbe < 3 16 − Φ2cb °

q

107 yr

6.5 Results for 3D Model + Long-Term Orbital Stability
The planet-planet interactions in GJ 876 are so strong that the physical planet
masses must be used in the modeling process. Next, we allow RUN DMC to consider
the full range of parameters associated with a three-dimensional orbit for a fourplanet model. To provide a frame of reference, we set Ωd = 0°. For our set of
initial conditions for RUN DMC, we start with our posterior samples from M4 and
perturb each inclination and ascending node value (excluding Ωd ) by adding a
number drawn randomly and uniformly between -1°and +1°. RUN DMC burned-in for
about 20,000 generations until a long-term steady state was reached. By modeling
these extra variables, our parameter space grows from 32 dimensions (4 planets ×
5 orbital elements {P, K, e, ω, M } + isys + 6 offsets + 5 jitters) to 38.
Additionally, we can obtain even more precise estimates by constraining the
three-dimensional orbits of the planets from a direct analysis of the RV data and
by demanding orbital stability. In the end, we report 1,000 solutions where the
planetary system is dynamically stable for at least 107 years. Our full procedure is
described below and condensed into Table 6.5.
We start by randomly drawing 10,000 posterior samples from our initial three
dimensional MCMC run (Set 1) for our first set of stability tests. Figure 6.2 shows
the joint parameter distribution for Φcb and Φbe based on Set 1 (contours). The
model parameter estimates for these samples are shown in Tables 6.6 and 6.7. These
systems are integrated for 105 years and our conditions for stability are identical to
those mentioned in Chapter 6.4. Only about 11% of our initial conditions passed
our stability criterion; 48% of our sample show planet “d” falling into the central
star, and 41% of our sample show planet “e”’s semi-major axis suddenly changing
by |4a/a| > 0.5. We visually inspected the results and determined which model
parameters were most important for distinguishing between “stable” and “unstable”
regimes of parameter space. We find that the mutual inclination between planet
pairs is the most sensitive parameter in regards to the system’s orbital stability.
Henceforth, mutual inclinations between adjacent pairs of planets will be labeled
as such: e.g. Φdc for the mutual inclination between planets “d” and “c” (see
Equation 6.1). For planet “d”, 60° < Φdc < 120° causes “d” to undergo Kozai-like
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Figure 6.2. The joint mutual inclination distribution for planets “c” and “b” (vertical
axis) and “b” and “e” (horizontal axis). Contours map the approximate 1-σ (68%) and
2-σ (95%) credible regions for the initial 10,000 posterior samples from Set 1 before any
stability tests are performed. The dashed vertical line at Φbe = 13° indicates the cutoff
for obtaining Set 2 and the dash-dotted line indicates the cutoff for obtaining Set 3, both
described in Chapter 6.5 and Table 6.5. Green dots show a sample of 1,000 systems from
Set 3 that were stable for at least 107 years.

perturbations, pumping its eccentricity enough so that its periastron crosses the
stellar surface (Figure 6.3). For planet “e”, all initial conditions with Φbe > 13°
led to a sudden and large change in planet “e”’s semi-major axis. Therefore, we
perform a new set of RUN DMC simulations in which we restrict the parameter space
to exclude the unstable mutual inclinations found above, i.e. 60° < Φdc < 120°,
Φbe > 13°. Although we see some large values of Φcb correspond to an instability,
we do not restrict the range of Φcb for analysis in Set 2. RUN DMC is applied again
on the same RV dataset, but now the resulting posterior sample (Set 2) is not as
heavily diluted by wildly unstable models.
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Figure 6.3. Mutual inclination distribution for planet’s “d” and “c”. The dashed red
histogram shows the initial 10,000 posterior samples from Set 1 before any stability tests
are performed. The solid green histogram shows a sample of 1,000 systems from Set 3
that were stable for at least 107 years.
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Table 6.6: Estimates of the osculating orbital elements for
all the known GJ 876 planets from self-consistent, threedimensional dynamical fits. The top value in each cell
are estimated directly from the radial velocities, and the
bottom value imposes dynamical stability for 107 years.
See Section 6.5 for details.
Planet d

Planet c

Planet b

Planet e

P [d]

1.937891±0.000037
0.000034
1.937870±0.000025
0.000028

30.0758±0.0084
0.0078
30.0766±0.0073
0.0065

61.094 ± 0.013
61.087±0.011
0.012

123.50±1.65
1.33
124.72±1.26
1.41

K [m s−1 ]

6.13±0.39
0.35
0.35
6.11±0.40

88.74±0.56
0.62
0.47
88.33±0.44

213.63±0.50
0.48
0.43
213.71±0.41

3.18±0.51
0.40
0.42
3.44±0.41

7.03±3.55
0.90
3.40
6.90±0.81

274.2±10.1
10.0
267.9±6.1
5.9

16.6
850.5±16.0
16.4
848.5±17.1

15.45±2.99
2.32
2.18
17.16±1.96

a [AU]

0.02183945±0.00000034
0.00000026
0.02183930±0.00000022
0.00000020

0.135984±0.000026
0.000023
0.135985±0.000022
0.000019

0.218609±0.000034
0.000031
0.218589±0.000026
0.000030

0.3495±0.0031
0.0025
0.3518±0.0024
0.0026

e

0.113±0.053
0.050
0.050
0.108±0.047

0.2532±0.0032
0.0031
0.0032
0.2539±0.0034

0.0371±0.0019
0.0029
0.0019
0.0365±0.0030

0.046±0.041
0.030
0.027
0.031±0.026

e sin ω

−0.038±0.049
0.058
0.049
−0.034±0.055

0.2208±0.0087
0.0072
0.0052
0.2259±0.0050

0.0345±0.0021
0.0034
0.0022
0.0340±0.0038

0.019±0.027
0.028
0.014
0.004±0.013

e cos ω

−0.090±0.049
0.051
0.049
−0.088±0.046

−0.1236±0.0135
0.0101
0.0073
−0.1160±0.0065

−0.0137±0.0024
0.0021
0.0022
−0.0137±0.0021

−0.025±0.033
0.040
0.020
−0.006±0.038

41.97
87.44±40.94

51.63±2.64
2.32

52.61±1.44
1.36

55.51±7.34
5.89
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Parameter

m

0.37M
M?

[M⊕ ]

i [degrees]

38.90
88.26±40.80

53.06±1.77
1.72

52.82±1.54
1.44

53.29±3.16
3.17

ω [degrees]

−139.25±288.00
26.97
162.52±6.67
6.74

119.26±2.73
3.58
117.12±1.70
1.74

111.81±4.57
4.13
112.27±4.51
4.13

122.34±33.00
207.55
−54.2±23.7
24.0

M [degrees]

301.24±27.44
289.02
25.88
300.58±294.52

−223.46±3.17
2.78
2.00
−221.76±1.72

−286.01±4.30
5.16
4.24
−286.82±4.85

−184.28±231.29
38.26
154.83
−92.97±119.00

ω + M [degrees]

162.52±6.67
6.74
162.28±6.77
7.28

−104.33±0.73
0.71
−104.60±0.57
0.61

−174.26±0.57
0.76
−174.64±0.46
0.45

−54.24±23.68
23.98
11.62
−42.46±8.91

4Ω [degrees]

4Ωcb =

−2.72±2.02
1.73
−1.29±0.96
0.89

4Ωbe =

−5.01±15.17
10.91
4.00
1.29±4.58
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Table 6.7: Systematic offset and jitter estimates based
on a three-dimensional orbital model. See Section 6.5 for
details.
Offset [m s−1 ]

Jitter [m s−1 ]

50.44 ± 0.34
50.49 ± 0.31
0.56
52.04±0.55
0.65
52.12±0.56

0.25
2.40±0.24
0.24
2.36±0.23

HIRES California (post-upgrade)

8.02 ± 0.90
8.05±0.95
0.92

0.75
6.76±0.64
0.74
6.93±0.64

ELODIE

−1904.25±4.58
4.81
−1903.83±4.65
4.88

18.97±4.70
4.04
18.69±5.18
3.81

CORALIE

−1864.32±3.53
3.60
−1864.48±3.65
3.52

19.96±3.03
2.78
19.94±3.19
2.66

HARPS

−1337.68±0.50
0.47
0.41
−1337.58±0.42

0.27
1.52±0.24
0.25
1.57±0.22

Dataset
HIRES Carnegie (pre-upgrade)
HIRES Carnegie (post-upgrade)

We repeat the above procedure one more time, integrating the Set 2 for 106
years. We find
the initial conditions are unstable, unless 0° < Φcb < 4° and
q
0° < Φbe < 3 16 − Φ2cb °. We run RUN DMC once more while implementing these
tighter constraints to obtain a new set of posterior samples for Set 3, which are
subsequently integrated for 107 years. Parameter estimates of 1,000 stable solutions
from Set 3 are shown as the bottom value of each cell in Table 6.6, as the solid
green histogram in Figure 6.3, and as green dots in Figure 6.2.
Performing everything described above, we find the radial velocities alone
6.3
estimate Φcb = 2.8±1.7
1.3 degrees and Φbe = 10.3±5.1 degrees. However if we expect
the system to remain stable over the course of 107 years, the system must be roughly
2.0
coplanar: Φcb = 1.41±0.62
0.57 degrees and Φbe = 3.9±1.9 degrees.

6.6 Behavior of Resonant Angles
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Table 6.8: Libration Amplitudes of Resonant Angles. See
Section 6.6 for details.

Angle

Amplitude, coplanar [°]

Amplitude, 3D [°]

φcb
c
φcb
b
$c − $b

4.0±1.6
1.4
3.0
13.4±1.4
4.0
14.7±3.3

7.0±1.3
1.4
18.69±2.5
3.0
2.8
20.6±3.5

φbe
b
be
φe
$b − $e

31.3±11.9
8.7
circulating
circulating

7.8
47.9±9.5
circulating
circulating

φce
0
ce
φ1
φce
2
φce
3
$b − $e

67.5±25.4
19.4
circulating
circulating
circulating
circulating

12.3
103.2±19.2
circulating
circulating
circulating
circulating

φLaplace

33.0±12.4
9.3

7.9
50.5±10.0

With the final three-dimensional orbital solutions from Set 3 of Chapter 6.5, we
investigate the behavior of the critical angles associated with the mean-motion
resonances relevant for this system. For both our stable coplanar and threedimensional orbital models, we compute the root-mean-square of the variability
√
in each angle × 2. For a system undergoing small amplitude sinusoidal libration,
this is an excellent approximation for the libration amplitude.
For the “c” and “b” pair, the angles associated with the 2:1 MMR are the
cb
resonant angles, φcb
c = λc − 2λb + $c and φb = λc − 2λb + $b , and the secular
angle $c − $b , where λ and $ are the mean longitude and longitude of pericenter
respectively. We find each of these angles is librating with low amplitude about 0°.
Figure 6.4 shows the distribution of the libration amplitude for angles associated
with the “c” and “b” pair. Similarly for the “b” and “e” pair, the angles associated
be
with the 2:1 MMR are the resonant angles, φbe
b = λb −2λe +$b and φe = λb −2λe +$e ,
and the secular angle $b −$e . We find φbe
b librates about about 0°and the other two
angles are circulating. Figure 6.5 shows the distribution of the libration amplitude
for angles associated with the “b” and “e” pair. For the “c” and “e” pair, the
angles associated with the 4:1 MMR are the resonant angles, φce
0 = λc − 4λe + 3$c ,
ce
ce
ce
φ1 = λc − 4λe + 2$c + $e , φ2 = λc − 4λe + $c + 2$e , and φ3 = λc − 4λe + 3$e ,
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Figure 6.4. Libration amplitude distributions for the three resonant angles of the “c”
and “b” planet pair in a 2:1 mean-motion resonance. We compare libration amplitudes
for a coplanar (dashed blue) and three-dimensional (solid orange) orbital model. The
two angles associated with the 2:1 mean motion resonance (top and middle panels) are
librating about 0°with low amplitude. The secular angle (bottom panel) also librates
about 0°with low amplitude.

and the secular angle $c − $e . To distinguish these angles, the subscript refers to
the multiplier in front of $e . We find that four of the five angles are circulating. φce
0
librates about 0°with low to medium amplitude. Figure 6.6 shows the distribution
of the libration amplitude for φce
0 . We report all of our libration amplitudes for
coplanar and dynamically stable three-dimensional orbital models in Table 6.8.
We find the secular angle ωb − ωe is circulating, in contrast to previous studies
that reported libration about 180◦ . This underscores the importance of performing
self-consistent dynamical and statistical analyses when characterizing the evolution
of interacting planetary systems.
Upon the discovery of the outer-most planet, Rivera et al. (2010) found that

94

0.06

Coplanar
3D

− −ϖb =0 ◦

Frequency

φbbe =2λe λb

0.04

0.02

0.00
0

10

20

30

40

50

60

70

Libration Amplitude [degrees]

80

90

Figure 6.5. Libration amplitude distributions for only librating angle of the “b” and
“e” planet pair in a 2:1 mean-motion resonance. We compare libration amplitudes for a
coplanar (dashed blue) and three-dimensional (solid orange) orbital model. For the vast
majority of our sets of initial conditions, the other resonant argument and the secular
angle are circulating.
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Figure 6.6. Libration amplitude distribution for the only librating angle of the “c” and
“e” planet pair relative to a 4:1 mean-motion resonance. We compare libration amplitudes
for a coplanar (dashed blue) and three-dimensional (solid orange) orbital model. For the
vast majority of our sets of initial conditions, the three other resonant arguments and the
secular angle are circulating.
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Figure 6.7. Libration amplitude distributions for the Laplace argument of the “c”,
“b”, and “e” resonant trio. We compare libration amplitudes for a coplanar (dashed blue)
and three-dimensional (solid orange) orbital model.

their best fit systems exhibit a 4:2:1 Laplace resonance. The associated angle,
φLaplace = λc − 3λb + 2λe , evolves chaotically. Based on the Carnegie RVs alone,
they found that φLaplace librates about 0° with an amplitude of 40±13° for a coplanar
four-planet model. Figure 6.7 shows our results for the posterior distribution for
the libration amplitude for the Laplace argument for both the coplanar (33±12.4
9.3 °)
7.9
and 3-d (50.7±10 °) cases. The estimate of this quantity is also provided in Table
6.8. The measured amplitude is interesting as it is neither so small as to imply
strong dissipation nor so large as to suggest the absence of damping. In Chapter 4,
we confirmed that our algorithm accurately extracts the libration amplitude of the
Laplace angle.
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6.7 Estimation of Lyapunov times for GJ 876 Orbital
Solutions
Batygin et al. (2015) suggests that the GJ 876 system is chaotic, with a characteristic
timescale (or Lyapunov time, defined below) for the chaos of roughly 14 years. They
ignored the innermost planet and treated the system as coplanar. An estimate
of the Lyapunov time for the 4-planet, coplanar radial velocity orbital solution of
Rivera et al. (2010) was consistent with the analytic estimate from Batygin et al.
(2015).
Here we study the nature of three sets of solutions: first, the 1,000 long-term
stable, three-dimensional orbital models described in Chapter 6.5; 1,000 coplanar
models described in Chapter 6.4; and 1,000 coplanar models based on the SReg:20
(Chapter 4.2). We determine whether or not the orbits are chaotic by evolving
simultaneously the standard gravitational equations of motion and the variational
equations of motion, which yields an estimate of the Lyapunov time of a trajectory
(e.g. Lichtenberg & Lieberman (1992)). The variational equations govern the
behavior of small perturbations to an orbit and therefore can be used to study how
perturbations evolve in time. For chaotic orbits, small perturbations of length D
grow exponentially as D ∼ et/τ with a characteristic time τ , which in the limit as
t → ∞ is defined as the (minimum) Lyapunov time. Our finite time integrations
are used to estimate this Lyapunov time as tf inal / log [(D(tf inal )], where tf inal is
the total integration time, D(t = 0) = 1, and D(tf inal ) is the total length of the
“perturbation" at the end of the integration. Note that D in principle can become
very large, but since the variational equations are linear in the components of
D, the absolute length of D need not be small for the variational equations to
apply. If an orbit is regular, the reported Lyapunov time will be comparable to
the integration time, though integrations cannot prove an orbit is regular. These
integrations must therefore be carried out for long enough such that the chaotic
and regular orbits have markedly different reported Lyapunov times.
We employed a Wisdom-Holman mapping in canonical astrocentric coordinates
to integrate both the equations of motion and the variational equations (Wisdom
& Holman, 1991). A third-order symplectic corrector was implemented to improve
the accuracy of these integrations (Wisdom et al., 1996; Chambers, 1999; Wisdom,
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2006). We used a simple prescription for the effects of general relativity which leads
to precession of the orbits with the correct timescale (Milani & Nobili, 1983). As
we will show, the Lyapunov times of the orbits were significantly shorter than the
timescale of precession due to general relativity, and so this approximate version of
general relativity is sufficient for a good estimate of the Lyapunov times for the
orbits studied.
The Wisdom-Holman integrator can be used with a time step as large as a tenth
or twentieth of the shortest orbital timescale in the system (Wisdom & Holman,
1992; Rauch & Holman, 1999). For GJ 876, this corresponds to the time needed
to resolve the pericenter passage of the innermost planet. We estimate this using
the orbital period of the innermost planet as if its semimajor axis was equal to the
pericenter distance, Pef f ∼ Porb (1 − e)3/2 = 1.6 days, where e ≈ 0.1 and Porb ≈ 2
days. We used a time step of either 0.14 or 0.014 days when integrating the set of
three dimensional solutions, and, as discussed below, these yield similar estimates
of the Lyapunov times. For both coplanar set of solutions, we used a time step of
0.14 days. The maximum fractional energy error ∆E/E was ∼ 10−5 for the three
dimensional set of orbits with a time step of 0.14 days, ∼ 10−10 for the same set
with a time step of 0.014 days, and ∼ 10−7 for the coplanar set of orbits. These
integrations lasted 104 years.
In Figure 6.8, we show the distribution of Lyapunov times for the three dimensional set of solutions resulting from the integrations employing both timesteps,
and the distribution of Lyapunov times for the coplanar set of solutions. These
integrations all agree that the motion of these orbits is chaotic with a Lyapunov
time of roughly 10 years, consistent with the analytic estimate of Batygin et al.
(2015). The small peak at 103 years in the distribution of Lyapunov times for
the coplanar orbital solutions to the data corresponds to orbits which might be
regular. However, the vast majority of coplanar orbits studied were chaotic. The
close agreement between Lyapunov times estimated for the three dimensional and
coplanar sets is also consistent with the analysis of Batygin et al. (2015) and Martí
et al. (2013) in that the chaotic motion is captured by a coplanar approximation of
the true system.
During the integrations with a time step of 0.14 days, ∼10 orbits in each set
(three dimensional vs. coplanar) were flagged as unstable. With the smaller time
step of 0.014 days, no orbit in the set of three dimensional orbits was flagged as
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Figure 6.8. The distribution of estimated Lyapunov times for the GJ-876 system. These
estimates are the result of integrations of the set of 103 three dimensional orbital solutions
fit to the radial velocity data, employing a time step of 0.14 days (red) and with a time
step of 0.014 days (black), and for the 1,000 solutions fit to the data assuming coplanar
orbits, which employed a time step of 0.14 days (blue).

unstable. This suggests that the smaller time step might be necessary for studying
the long-term stability of these orbits using a Wisdom-Holman integrator. However,
since the two time steps agree on the distribution of Lyapunov times, we believe
these results are robust. Lastly, we do not show the results of the coplanar set
of solutions fit to synthetic data, since our integrations suggested that nearly all
of these orbits where not only chaotic but also showed instability on short (104
year) timescales. We defer any further analysis of the stability of these synthetic
solutions to future work.
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6.8 Summary and Discussion
We have meaningfully constrained the three-dimensional orbital architecture of the
GJ 876 planetary system, based on 367 Doppler observations from several observing
sites.
To verify the nature of the ∼124-day signal, we performed Bayesian model
comparison of five different physical models, spanning three to five planets. Since
each evaluation of the likelihood requires an n-body integration for a strongly
interacting planetary system like GJ 876, Bayesian model comparison becomes
computationally costly. Therefore, it was particularly important that we apply
efficient and parallelizable algorithm. We refined and applied a modified importance
sampling algorithm to compute the fully marginalized likelihood, or Bayesian
evidence, starting from a posterior sample computed via MCMC methods (Ford
& Gregory, 2007; Guo, 2012; Weinberg et al., 2013). The algorithm parallelizes
readily and was implemented on GPUs using the Swarm-NG framework (Dindar
et al., 2013). While previous studies have computed Bayes factors using other
algorithms (e.g. nested sampling (Feroz et al., 2009; Kipping, 2013; Placek et al.,
2014), geometric-path Monte Carlo (Hou et al., 2014)), these studies have assumed
that the motion can be described as the linear superposition of Keplerian orbits,
which is unsuitable for strongly interacting planetary systems such as GJ 876. We
believe this study to be the first example of rigorous Bayesian model comparison
applied to strongly interacting planetary systems. This algorithm is relatively easy
to implement and worked well even for our high-dimensional (∼30-40 parameter)
models.
We determined that a four-planet model is most appropriate for the present
data, based on a self-consistent Bayesian and n-body analysis (Chapter 6.3.3 and
6.4). When computing the evidence for our finite set of models, we can decisively
choose a model with four signals with Bayes factors exceeding 103 . We find a Bayes
factor of ∼9 when comparing a four planet model (M4 ) to a model with three
planets plus a decoupled sinusoid, which could result from either a fourth planet in
a circular orbit or a stellar activity signal (M3in+∼ ).
On one hand, a Bayes factor of ∼9 is not large enough to definitively choose
the four planet model. On the other hand, we find no reason to suspect that
stellar activity is masquerading as a planetary signal. Looking at activity-sensitive
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indicators in publicly available HARPS spectra, we measure a stellar rotation period
of 95 ± 1 days. This does not directly correspond with any of the planets’ orbital
periods. As expected, the stellar rotation period and annual observing cycle lead to
an alias with a frequency of ∼128 days. In our coplanar model, the orbital period
of “e” is 124.5 ± 1.3, differing from the 128-day alias at slightly more than 2-σ
level. If the signal were due solely to aliasing of the annual observing cycle with the
stellar rotation period, then there should be an even stronger signal corresponding
to the stellar rotation in the periodogram of the RV residuals (after subtracting the
RV signal due to the inner-three planets). Rivera et al. (2010) and Baluev (2011)
looked for but did not find this effect, concluding that the signal is best explained
by planet “e”.
Through numerical integrations of systems where planet “e” was treated as a
test particle, Rivera et al. (2010) explored the parameter space near the best-fit GJ
876 solution to the Carnegie RVs. These tests suggested that the true system might
be chaotic and was likely surrounded by regions of phase space with short-lived
(unstable) orbits. Martí et al. (2013) studied the two reported 4-planet solutions
to the radial velocity data using the MEGNO method (e.g. Cincotta & Simó
(2000)) and found that these trajectories were both chaotic and in the Laplace
resonance. We show that the most probable Lyapunov time to be ∼10 years for
both our coplanar and dynamically stable three-dimensional models (Chapter 6.7).
This timescale is consistent with the results of Batygin et al. (2015) which were
based on combining a simplified dynamical model and a point estimate for orbital
parameters.
Strongly interacting planetary systems like GJ 876 could have unusually large
transit timing variation amplitudes, enabling detailed characterization via the
transit timing technique. Upcoming missions such as TESS and PLATO would
easily detect and confirm a similar system of transiting planets, but a detailed
interpretation could be challenging given the anticipated observing timespans. In
particular, the perturbations from GJ 876 “e” become evident only on multi-year
timescales (Libert & Renner, 2013).
While previous studies have assumed that the planets in GJ 876 follow coplanar
orbits, we relax the assumption of coplanarity and allow for non-coplanar orbital
configurations. We analyze the Doppler observations of GJ 876 and find that the
three planets participating in the Laplace resonance must be nearly coplanar. The
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absolute range of the mutual inclination constrained by just the RVs is impressive for
6.3
both planet pairs: Φcb = 2.8±1.7
1.3 degrees for the “c” and “b” pair and Φbe = 10.3±5.1
degrees for the “b” and “e” pair. Demanding orbital stability further restricts this
range providing precise constraints on the mutual inclinations: Φcb = 1.41±0.62
0.57
2.0
degrees and Φbe = 3.9±1.9 degrees.
By performing the first self-consistent, Bayesian analysis of the four planets in
GJ 876, we are able to accurately characterize the current dynamical state of all
four planets and particularly the evolution of the resonant angle associated with the
Laplace resonance. We measure the amplitude of variations to be 33±12.4
9.3 degrees
7.9
for coplanar models or 50.5±10.0 degrees for fully three-dimensional models.
When measuring a positive definite quantity, observational uncertainties can bias
measurements, particularly when using point estimates. For example, the best-fit
models of Doppler observations of a population of planets with nearly circular orbits
will typically overestimate the planets’ orbital eccentricities (Zakamska et al., 2011),
particularly when the Doppler amplitude is only a factor of a few greater than the
measurement precision. This motivated our Bayesian approach to characterizing
the amplitude of variations of the Laplace angle. Additionally, we performed tests
of our algorithms using simulated planetary systems that confirm our algorithm
accurately characterizes the behavior of the Laplace angle (Chapter 4.2.1). We
conclude that formation theories for the GJ 876 system need to explain not only
the resonant structure, but also the chaotic evolution of the Laplace angle and its
sizable amplitude.
The near integer ratio in the planets’ orbital periods are not likely a result
of happenstance. The probability of in situ formation yielding such a system
is further reduced by the need to become trapped in a chaotic, but long-lived,
multi-body resonance. Within the context of current planet formation models,
the system most likely reached its current resonant configuration as the result
of disk migration. Migration through a smooth gas disk would be expected to
result in strong damping of eccentricities, driving the system to a state where the
resonant angle librates regularly with small amplitude. Our simulations of a smooth
migration with eccentricity damping lead to an amplitude of ∼ 1°, much smaller
than we measure for the current system configuration.
While the observed large libration amplitude and chaotic evolution of resonant
angles is contrary to the predictions of the simplest migration models, Batygin et al.
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(2015) recently proposed that that the observed libration of the resonant angles can
be explained purely by a turbulent migration. We propose an alternative formation
mechanism based on a phase of smooth disk migration which terminates abruptly
(Chapter 4.2). In our simplistic migration models, turning off the eccentricity
damping impulsively caused the libration amplitude for the Laplace angle to rise
from ∼ 1° to ∼tens of degrees. Such a scenario could arise naturally as a result of
rapid dispersal of inner disk via photoevaporation.
Another potential possible formation scenario involves migration through a
gas disk trapping the planets in resonance, followed by a phase of planet or
planetessimal scattering. (Chatterjee & Ford, 2015) showed that planetessimal
scattering will naturally drive a planetary system initially in a 2:1 mean motion
resonance farther apart, exciting eccentricities and perhaps even breaking the
resonance. We encourage future studies to explore the predictions of three formation
models for comparison to the GJ 876 system.
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Chapter 7 |
Science Case: ν Octantis
This chapter is based on a paper in preparation led by Dr. David Ramm at the
University of Canterbury. As a work in progress, some of the results reported here
may differ from those in the final manuscript. §7.1, §7.2, and §7.4.1 are both direct
quotations from the current manuscript written by Dr. Ramm. Personal additions
are contained within [square brackets] and redacted portions are denoted by ellipses
(i.e. ...). §7.4.2 describes the dissertation author’s contribution to this project.

7.1 Introduction
It has been speculated from several years of radial velocity (RV)
observations of the K-giant close-binary ν Octantis that it might host a
Jovian planet (Ramm et al., 2009). Given the present scale of exoplanet
discoveries, this may not seem too unusual. However, the binary has by
far the tightest orbit of any alleged to harbour a planet, having a mean
separation of only abin ∼ 2.6 AU. Furthermore, the RV signal, if it is
caused by a planet, places its S-type orbit about midway between the
stars i.e. apl ∼ 0.5 abin . However, for a co-revolving or prograde planet,
models predict long-term stability should be limited to apl . 0.25 abin
(Holman & Wiegert, 1999; Chambers, 1999; Ramm et al., 2009; Eberle
& Cuntz, 2010). However, when the planet is in a retrograde orbit, the
stability zone extends approximately twice as far (Jefferys, 1974). This
extension places the putative orbit very near and perhaps within the
boundary of stability ... The potential applicability of a retrograde orbit
was first suggested by Eberle & Cuntz (2010), and has been subsequently
104

explored in papers of increasingly detailed simulations (Quarles et al.,
2012; Goździewski et al., 2013). There is no observational precedent
for a planet to exist in such circumstances, and the alleged three-body
system presents formidable challenges for whatever scenario created it,
either formation within the system always hosted by the primary (see
e.g. Paardekooper et al., 2008; Chauvin et al., 2011; Thebault, 2011;
Rafikov, 2013; Rafikov & Silsbee, 2015), being originally hosted by the
secondary and exchanged (see e.g. Kratter & Perets, 2012), or by some
fortuitous collision and capture.
There are now approximately 1500 confirmed exoplanets, detected
by photometry (transits and eclipse timings), microlensing, and Dopplershift spectroscopy. 1 The last method, and used in this study, accounts
for about 30 per cent of this total. Of the presently confirmed binaries
harbouring planets, all have stellar separations exceeding that of ν Oct
by an order of magnitude or so. Indeed, Desidera & Barbieri (2007),
conducted a survey of planets in binary and single star systems, and
separated their ‘tight’ and ‘wide’ binaries at abin = 75 AU. Zhou
et al. (2012) mention the apparent barrier to planet-hosting binaries
at about 20 AU, and that no planets were known to exist in binaries
with abin < 10 AU. The few tighter systems hosting planet orbits (i.e.
abin ∼ 20 AU) include γ Cephei A (Campbell et al., 1988; Hatzes et al.,
2003), GJ 86 A (Queloz et al., 2000), HD 41004 A (Zucker et al., 2004),
and HD 196885 A (Correia et al., 2008; Thebault, 2011). It took 15
years to confirm the existence of the γ Ceph planet, after ... this was
challenged (Walker et al., 1992). More recently an S-type planet was
claimed for α Cen B (abin ∼ 17.5 AU; Dumusque et al., 2012) but
already that planet (in a tiny orbit apl = 0.04 AU) has been challenged
(Hatzes, 2013). Another tight-binary S-type planet, that for HD 188753
(abin ∼ 13 AU) was later shown to be non-existent (Eggenberger et al.,
2007). None of these systems have separation ratios anywhere near as
large as that claimed for ν Oct, with γ Cep, HD 196885 and HD 41004
all with apl /abin ∼ 0.1.
1
See e.g. The Extrasolar Planets Encyclopeadia at http://exoplanet.eu/ and Exoplanet Orbit
Database at http://exoplanets.org
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Planets in binaries that are not orbiting one star (the above mentioned S-types) may instead orbit both. These P-type or circumbinary
planets, by their nature, can be expected to exist in much tighter
binaries and such planets have been discovered (see e.g. Deeg et al.,
2008; Lee et al., 2009; Doyle et al., 2011). Even so, ... these planets
can be controversial, such as the planet claimed for NN Ser, a postcommon-envelope binary (Pbin ∼ 3 hr) comprising a white dwarf and an
M-type dwarf (Beuermann et al., 2010). The planet was subsequently
discredited (Horner et al., 2013) and then its reality reinforced (Marsh
et al., 2014). It can hardly be surprising that a planet such as claimed
for ν Oct continues to have its existence challenged, even though it may
‘pass’ [some] ‘standard’ tests.
Besides the above-mentioned stability studies of ν Oct b, there are
the occasional study that gives the existence of the planet some glimmer
of independent support. For instance, Trilling et al. (2007) reported on
infra-red excesses of close main-sequence A3-F8 spectral-type binaries
– encompassing ν Oct’s likely progenitor – and found a large fraction
with small separations (about 60% with abin < 3 AU) had infra-red
excesses: about 30% of these were consistent with circumstellar discs
and about 50% were consistent with circumbinary debris discs. This
they claim, implies planet formation in such close binaries may not be
so unlikely after all ... Whether or not these findings can ultimately
extend to the extreme demands of ν Oct remains to be determined.

7.1.1 The alleged three-body ν Oct system
Ramm et al. (2009) derived orbital solutions for the binary and the
residual near-sinusoidal signal and these results are summarized in Table
7.2. These orbital solutions included astrometry from Hipparcos (ESA
1997) that, together with the RV data yielded a binary orbit inclination
of unusually high precision. This solution, based on the understandable
uncertainty of the underlying cause, was determined assuming only a
simple Keplerian system. [If this signal is indeed due to] a retrograde
planet, such a strategy for the orbital analysis is surely inadequate.
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Table 7.1: Stellar and orbital parameters for ν Oct.
1: Warren (1991), 2: present work, 3: ESA (1997), 4: Costa
et al. (2002); 5: Ramm et al. (2009), 6: Fuhrmann12.
Fuhrmann & Chini made small revisions to the primary
mass and radius estimates in Ramm et al. (2009) ... Their
mass errors are claimed to be likely less than 10%. Their
2σ errors are halved here to be consistent with the 1σ
errors used elsewhere in this study. The sign of µδ has
been corrected from that given in Ramm et al. (2009).
Parameter

ν Octantis A

Spectral type
K0III
V (mag)
3.743 ± 0.015
MV (mag)
+2.02 ± 0.02
(B − V )
0.992 ± 0.004
Hp (Hipparcos mag) 3.8981 ± 0.0004
parallax (mas)
45.25 ± 0.25
µα cos δ (mas/yr)
+52.58 ± 0.53
µδ (mas/yr)
−240.80 ± 0.47
Mass (M )
1.61
Radius (R )
5.81 ± 0.12
Tef f (K)
4 860 ± 40
−2
log g (g cm )
3.12 (±0.10 dex)
[Fe/H](dex)
+0.18 ± 0.04
−1
v sin i (km s )
2.0
Age (Gyr)
∼ 2.5–3
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Reference
(3)
(1)
(2)
(1)
(3)
(5)
(5)
(5)
(6)
(6)
(6)
(6)
(6)
(4),(6)
(5)

Table 7.2: Orbital parameters for ν Oct from a Keplerian
fit. All values from Ramm et al. (2009), except the
secondary’s scaled mass (Fuhrmann & Chini, 2012).
Parameter
M sin i
K (km s−1 )
a (AU)
P (days)
e
i (◦ )
ω (◦ )
Ω (◦ )
Sys.vel. (km s−1 )
N (# RV observations)
RMS (m s−1 )
(χ2ν )1/2

Binary

conjectured planet

0.55 (M )
2.4 (MJ )
7.032 ± 0.003
0.052 ± 0.002
2.6 ± 0.1
1.2 ± 0.1
1050.1 ± 0.1
417.4 ± 3.8
0.2359 ± 0.0003
0.12 ± 0.04
70.8 ± 0.9
?
75.05 ± 0.05
260 ± 21
87 ± 1.2
?
+35.24 ± 0.02
222
19
4.2

The possibility of a planet was first briefly mentioned in Ramm
(2004) with barely one binary orbit observed. The planet elements were
approximated to P ∼ 400 days, e ∼ 0, K ∼ 60m s−1 and Mpl ∼ 3MJ .
The tight orbital geometry and typical rotation period of evolved K-type
stars had led Ramm (2004) to surmise, though mostly on qualitative
evidence, that rotational modulation of recent surface features was a
more likely cause. Further observations were subsequently undertaken to
help distinguish the various possible scenarios. With a few dozen more
spectra spanning three more years, Ramm et al. (2009) identified the
shift of suspicion to a planet scenario (this though very precarious given
the instability of a prograde orbit), when it became apparent that surface
features and pulsation were difficult to justify as the perturbation’s cause.
The list of reasons for these alternatives lacking credibility included:
1. Hipparcos evidence of photometric stability (Hp = 3.8981 ± 0.0004),
2. absence of correlation of bisector values with the perturbation RVs nor
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any corresponding periodicity of the bisectors, 3. the anticipated upper
bounds of the rotation period and the need for unusually long-lived
surface features, and 4. the absence of evidence of significant activity,
chromospheric or otherwise (Warner, 1969; Slee et al., 1989; Beasley
et al., 1992; Huensch et al., 1996; Ramm et al., 2009).
An alternative to the precarious planet scenario was proposed by
Morais & Correia (2012), who speculated that the ν Oct planet was
an example of a system where apsidal precession of the binary orbit
due to the secondary itself being binary creates the planet illusion.
However their model makes one specific prediction – that the primary
orbit should precess by −0.86◦ yr−1 . This scenario has no support from
the observational evidence already available: Ramm et al. re-derived
the orbit from the historical RVs (Colacevich, 1935; Christie, 1936) and
found ω = 82 ± 14 deg, which is not significantly different from the value
presented from the 2001–2006 RVs (see Table 7.2). After approximately
90 years have elapsed, Morais & Correia strategy predicts ω should
have changed by about 80◦ , which is not the case.
The work described in this [chapter] attempts to continue the search
for a realistic explanation for the RV behavior of ν Oct. In [§7.2], we
describe the 12+ years of data and the two instrument setups, the second
including a larger CCD and iodine cell. [§7.3 summarizes Ramm’s work
on a chromospheric-activity assessment of ν Oct using the Ca II H line
is given.] In [§7.4], both Keplerian and Newtonian orbital solutions are
presented. [The chapter ends with a future prospects of analyzing this
system.]

7.2 Radial Velocity Observations
7.2.1 Spectrograph and CCDs
All échelle observations were obtained at Mt John University Observatory, Lake Tekapo, New Zealand using the 1-m McLellan telescope
and HERCULES, a fibre-fed, vacuum-housed spectrograph (Hearnshaw
et al., 2002; Ramm, 2004). The specrograph is located in a thermally
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isolated and insulated room. Two fibre feeds were used that provided
resolving powers, R = 41 000 and 70 000. Both fibres had a 100 µm
core diameter, but one had a 2.25 arcsec entrance slit which reduced
the throughput but provided the higher resolving power.
The nominal wavelength range for HERCULES (380–880 nm) could
be imaged onto a single 50-mm square CCD detector. However, from
the start of HERCULES operations in 2001 until 2006/7 the detector
was a smaller 1k×1k detector with 24-µm pixels. To achieve complete
spectral coverage, four separate CCD positions were required, and one
was chosen (for the work revisited here) to address the compromises for
maximizing RV precision. It recorded wavelengths λλ ∼ 4500–7200 Å
and approximately 44 orders, n = 81 − 124.
Initial testing of a larger-format complete-wavelength-coverage 4k×
4k detector with 15 µm pixels began in October 2006. This detector
was then removed briefly and the original detector again used until the
4k×4k CCD was installed permanently in early 2007. Each detector
was cooled to ∼ −95◦ C using liquid nitrogen.

7.2.2 Observations
7.2.2.1

1k×1k CCD (2001–2007)

In addition to the 222 observations (2001-2006) reported in Ramm et al.
(2009), a further set of 21 spectra obtained over four consecutive nights
in February–March 2007 are reported here for the first time. They
were obtained between dates for the initial testing and final permanent
installation of the new larger detector. 2 In addition, careful inspection
of the observing logbook for the 1k × 1k detector identified several
nights with suspiciously undesirable observing conditions associated
with them: significant variable cloud, very poor atmospheric seeing
(worse than about 700 ), Th-Ar lamp malfunctioning and failing that night,
poorly timed Th-Ar calibration spectra, and/or observatory control
These had unfortunately been overlooked in Ramm et al. (2009), having been placed in a
neglected archive during the CCD exchanges of 2006/7. As will be seen, these additional RVs
make no significant difference to the claims in Ramm et al. (2009) except to be in agreement with
them.
2
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malfunctions. Also, the RVs of some other target stars on some of these
nights had atypical, non-random behavior. These nights included 18
ν Oct spectra which are hereby rejected from further analysis. These
additional and rejected spectra create a total of 225 observations and
extend the timespan of spectra obtained with this CCD to nearly 2100
days.
A resolving power of R ∼ 70 000 was used for 215 spectra, whilst
ten used R ∼ 41 000. Each spectrum included at least 44 orders,
n = 81 − 124. The typical exposure time for stellar spectra was 3–5
minutes. The CCD position for RVs did not include the Ca II H&K
orders (n = 143 − 145) useful for assessing chromospheric activity. To
do this required changing the CCD position which was limited to one
occasion.
7.2.2.2

4k×4k CCD (2006–2013)

During the brief initial commissioning of this CCD in late 2006 (but
without the I2 cell), two ν Oct spectra were taken on the night of October
15 (JD 245 4024). When this larger CCD was installed permanently in
early 2007, the I2 cell was included, positioned just before the cassegrain
focus. The cell was included as the RV precision of HERCULES was
known to be challenged by such things as small centering and guiding
errors (Ramm, 2004). The cell is maintained at 50◦ C and provides a
dense imprint of molecular absorption lines across our stellar spectra
from 5000 to 6000 Å. This cell was replaced in March 2011 by one
promising to provide somewhat stronger spectral lines.
In March 2011, a pinhole relay system was installed just in front of
the fibre entrance. The pinhole was included for the benefit of a parallel
program observing α Cen, whose increasingly narrow angular separation
contributes significant cross-contamination. The pinhole reduced the
light throughput by about half, increasing exposure times accordingly
for all our program stars, including ν Oct. It was not until a further
modification to this arrangement in April 2013 allowed the pinhole to
be removed when required.
When these iodine-cell observations began, it was decided to reduce
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Figure 7.1. The central region of the Ca II H line for seventeen HERCULES spectra

recorded by the 4k×4k detector between 2011 Sept 12 and 2013 December 2013.
The 1 Å window for measuring the total flux is identified.
CCD-readout time by restricting the readout to those orders which
included the iodine lines and just a few neighboring orders (i.e. complete
orders n = 86 − 116). From December 2010, the readout was extended
to all orders, but specifically to include those blueward of the iodine
lines, even though those with n & 130 would typically be very poorly
exposed. These bluer orders (n & 114) appeared to provide the most
precise RVs with CCF methods applied to HERCULES spectra (Ramm,
2008), as had been used for spectra from the 1k × 1k CCD. It was
hoped these additional orders would be of some use reviewing the RVs
presented in Ramm et al. (2009), and this proved to be the case. Stellar
exposure times were generally 12–20 minutes with the pinhole, and 7–15
minutes without it.
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Figure 7.2. The Ca II H line ratios SHERC of the seventeen HERCULES spectra

illustrated in Fig. 7.1. The vertical line through each ratio represents ±1ε.

7.3 Non-RV Spectral-Line Analyses
In this section, we will summarize the lead author’s (Dr. David Ramm) contribution
to this study. This will lead to a dynamical analysis of the system performed by
the author of this dissertation in §7.4.2.

7.3.1 Ca II H&K spectra
Following the methods of Santos et al. (2000), Ramm measured the chromosphericactivity index, SHERC , for 17 spectra in a region around the Ca II H line (Figure 7.1)
and calculated H-line ratios as a function of time (Figure 7.2). Using a Lomb-Scargle
periodogram, Ramm found no periodicities significantly exceeding the background
noise. This suggests the ∼400-day signal is not due to stellar activity.
Line-depth ratios (LDRs) are one method of computing stellar effective temperature Tef f (Tsantaki et al., 2013). Observing LDRs that change periodically with
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Figure 7.3. The derived brightness variation, ∆m, of ν Oct based on 22 line-depth-ratio
calibrated temperatures: 215 1k×1k spectra: ‘×’, and 42 4k×4k spectra: ‘•’. These are
compared to 116 best-quality Hipparcos observations (flag = 0: ‘◦’). The dotted lines
identify the ±1.5σ and ±3σ limits from the 1k×1k predictions. The value above each
dataset is its standard deviation.

time indicates stellar pulsation as the star expands and cools then contracts and
heats up. Ramm (2015) analyzed 215 ν Oct spectra taken with the 1k×1k detector
from 2001–2007 and found no periodic behavior in the LDRs (standard deviation
of 4.2 K).
Ramm obtained 42 new spectra with the 4k×4k detector without the iodine cell
and applied the same analysis as in Ramm (2015). He found a standard deviation
of 3.4 K. These temperatures were converted into brightness estimates and were
found to have very similar scatter to the Hipparcos photometry obtained 15 years
previously, which showed no periodic behavior (Figure 7.3). Ramm (2015) predicts
abut 40 K of variation for every 10m s−1 of RV semi-amplitude. The 400-day
periodicity has a ∼30m s−1 RV signal, which would correspond to a noticeable
variation in the LDRs if pulsations were responsible. However, the data do not
support this prediction.
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7.4 Orbital Fitting
We apply a non-interacting Keplerian model and gravitationally interacting Newtonian model to fit the radial velocity measurements. The Keplerian fits provide
a decent starting point for the dynamical fits and also to assess the potential
improvement to the accuracy of the old CCF RVs.

7.4.1 Non-Interacting Keplerian Fits
7.4.1.1

4k×4k CCD
Table 7.3: Keplerian solutions for the ν Oct primary and
its conjectured planet using 1180 I2 RVs and 32 CCF RVs
of 1212 HERCULES observations (2006-2013).
Parameter
K (km s−1 )
e
ω (◦ )
P (days)
T0 (JD 245 . . .)
fM (M )
a sin i (Gm)
RMS (m s−1 )
(χ2ν )1/2

Primary star

conjectured planet

7.0526± 0.0003
0.0410± 0.0003
0.236 23± 0.000 05
0.032± 0.008
75.22± 0.01
321± 12
1050.02± 0.02
409.5± 0.4
6109.67± 0.01
5876.1± 0.4
0.035 015± 0.000 004 (2.92 ± 0.06) × 10−9
98.949± 0.004
0.2308± 0.0015
6.5
1.83

The Keplerian orbital fit to the 1212 RVs from this CCD (from
1180 I2 and 32 recovered CCF RVs) is given in Table 7.3. [fM is the
binary mass function (m2 sin i)3 /(m2 + m1 )2 , where m1 is the mass of
the primary and m2 is the mass of the respective companion.] The
epoch for the elements is the time of zero mean longitude, T0 . The
earliest two RVs, near JD 245 4024, have such low weights in the fit
they can hardly influence it. Their high relative accuracy to the final
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Figure 7.4. The radial velocity curves and residuals for the conjectured ν Oct planet
using spectra taken with the 4k×4k CCD (2006-2013). The 1180 RVs derived solely with
AUSTRAL’s processing of the I2 orders are identified with ‘◦’. The 32 CCF RVs are
labelled with ‘×’. The error bars represent ±1σ limits.

fit is good vindication for the method used to derive the CCF order
weights and corresponding 32 RVs and internal errors. If jitter of 5m s−1
is added to the internal errors of all 1212 RVs, which is the jitter value
reported by Johnson et al. (2010) for stars similar to ν Oct, (χ2ν )1/2
lowers to 1.06.
A plot of the conjectured planet’s RVs and this orbital solution’s
RV curve and associated velocity residuals is given in Figure 7.4. The
residuals of the I2 -calibrated CCF RVs have relative accuracies that
are uniformly similar to those solely derived from the iodine lines and
AUSTRAL, further vindication, it would seem, for the methods used to
derive them.
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7.4.1.2

1k×1k CCD

The keplerian fit to the 225 1k × 1k RVs has an RMS significantly
improved to 11m s−1 and (χ2ν )1/2 = 0.83. These final keplerian solutions
are given in Table 7.4. The differences between these values and those
given in Ramm et al. (2009) can be ascertained by comparing these
results to those presented in Table 7.2.
Table 7.4: Keplerian solutions for the ν Oct primary and
its conjectured planet using revised RVs and errors of 225
HERCULES observations (2001-2006).
Parameter
K (km s−1 )
e
ω (◦ )
P (days)
T0 (JD 245 . . .)
fM (M )
a sin i (Gm)
RMS (m s−1 )
(χ2ν )1/2

Primary star

conjectured planet

7.042± 0.001
0.2360± 0.0002
75.11± 0.05
1050.08± 0.05
2959.78± 0.04
0.034 87± 0.000 02
98.82± 0.02

0.046± 0.001
0.03± 0.02
184± 45
416.6± 0.9
2997.3± 1.5
(4.3 ± 0.3) × 10−9
0.265± 0.006
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7.4.2 Dynamical Newtonian Fits
While a Keplerian model is not an adequate approximation to the RV measurements
given the mass estimates of these bodies, they do provide a decent starting point
for a more thorough investigation with an n-body model.
In our two-companion model, we fit the RVs using an n-body Markov chain
Monte Carlo, RUN DMC (Nelson et al., 2014a), which incorporates the Swarm-NG
framework to integrate planetary systems on graphics processing units (Dindar
et al., 2013). This algorithm is capable of modeling multiple zero-point RV offsets
and instrumental jitter parameters and a three-dimensional orbital model, allowing
us to perform a more detailed analysis of this system in a highly parallel computing
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environment.
We characterize the system model with a fixed star mass (M? =1.61M ;
Fuhrmann & Chini 2012), plus each companion’s mass (m), semi-major axis (a),
eccentricity (e), inclination (i), argument of periastron (ω), longitude of ascending
node (Ω), and mean anomaly (M ) at our chosen epoch (first 1k×1k observation) for
each planet. We report the orbital periods (P ) based on Kepler’s Third Law and
each body’s m and a based in a Jacobi coordinate system. We model a separate i
and Ω for each companion. The masses of these bodies will likely produce an RV
signature that is sensitive to the relative inclinations of the orbiting companions,
allowing us to meaningfully constrain the three-dimensional orbital architecture
of the system. We also model a separate RV zero-point offset (C) and jitter (σjit )
for the 225 1k ×1k RVs, the 32 4k ×4k CCF RVs, and the 1180 4k ×4k I2 RVs,
totaling to 6 instrumental parameters. The model for ν Octantis has a much lower
dimensionality than 55 Cancri (Chapter 5) and GJ 876 (Chapter 6) but extremely
strong n-body interactions, so we suspect this analysis to be similarly challenging.
Considering the lessons from Nelson et al. (2014a) regarding how to explore
parameter space efficiently, we set the following algorithmic parameters for RUN DMC:
nchains = 300, σγ = 0.01, and MassScaleFactor=1.0. We analyze three datasets:
one with just the 225 revised RV measurements from the 1k×1k CCD, one with
the 1212 RV measurements from the 4k ×4k CCD, and one with the combined
1437 RV measurements from both detectors. For each of these cases, we set the
RV epoch to the first CCF measurement (JD 2452068.0607) and our integration
timestep to roughly 0.3 days using the time-symmetrized Hermite integrator. We
impose Hipparcos astrometric constraints on the binary by setting ibin = 70.8
and Ωbin = 87.0. After burning-in sufficiently and sampling from the posterior
distribution of orbits and masses, we subsequently run an ensemble of short-term
(105 year) stability simulations using the MERCURY symplectic integrator (Chambers,
1999)
7.4.2.1

Combined observations from 1k×1k and 4k×4k CCDs

Table 7.5 summarizes the orbital parameter estimates based on the both detectors.
We report a distribution in the goodness-of-fit in the form of χ2ef f , a modified
version of a traditional χ2 that adds a penalty term dependent on the estimated σjit
2
2
2
for each observation (i.e. log[(σobs
+ σjit
)/σobs
], Equation 1.5). The orbital period
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estimate for the planet is not very well constrained by the 1k×1k observations
alone. We integrate 1,000 solutions over 105 years and find all are unstable on very
rapid timescales (hundreds of years). Table 7.6 summarizes our estimates of the
zero-point offset and jitter for the full dataset.
For each of these three datasets, we also performed similar simulations where the
three-dimensional orbits were fit to the RVs alone with no astrometric constraints.
These solutions are not reported in this chapter but were qualitatively similar in
terms of the relative orbital configuration.
Table 7.5: Self-consistent dynamical solutions for the
ν Oct binary and the conjectured planet using the full
CCF and I2 RV dataset. Ω and i are fixed for the binary.
Parameter

Planet

Binary

0.05
3.58
1050.69±0.07
P (days)
414.78±2.61
7.05544±0.00040
K (km s−1 ) 0.03874±0.00087
0.00044
0.00117
0.000039
0.000019
m (M )
0.002012±0.000022 0.585223±0.000044
0.00009
a (AU)
1.276±0.007
2.62959±0.00011
0.005
e
0.086±0.043
0.23680 ± 0.00007
0.036
◦
2.4
i()
112.5±1.5
70.8
7.58
ω (◦ )
−10.47±24.71
74.970 ± 0.016
◦
0.8
87.0
Ω()
237.8±0.6
0.023
◦
21.7
−20.714±0.019
M ()
−58.6±7.4
0.7
ΦBb (◦ )
152.5±0.6
7.9
χ2ef f
2969.8±5.5
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Table 7.6: Instrumental parameter estimates based on a
self-consistent dynamical model. Horizontal lines separate
datasets that were analyzed together.
RV flag
0
1
2

Zero-point Offset (m s−1 )

Jitter (m s−1 )

2.66
2644.49±2.93
0.29
2642.01±0.32
1.05
−6045.37±1.04

2.07
1.16±0.84
0.17
5.89±0.18
2.41
4.12±2.88

7.5 Discussion and Future Prospects
None of our posterior samples are dynamically stable on long timescales. This
could mean RUN DMC is trapped in a local minimum and is having difficulty finding
the global mode. At the moment, we are analyzing the dataset starting with the
1k×1k observations and tacking on 100 4k×4k observations at a time, allowing
each run to burn-in sufficiently before the next increment. This allows us to start
from a better set of initial conditions with each subsequent RV analysis and help
to verify the local minimum hypothesis.
Goździewski et al. (2013) finds islands of stability, in particular at a nearly
coplanar, retrograde configurations (ΦBb ∼ 180◦ ). Many of our posterior samples
based on the full dataset reside just outside of this region. If our current noise
model is inaccurate, this could tweak our estimates of the orbital parameters from
their ‘true’ values (Baluev, 2011). Of course, we would have to motivate a more
physically realistic noise model before testing this. Another explanation could be
that the two-companion model is incorrect, and some other unmodeled mechanism
is causing the 400-day periodicity.
§7.3 ruled out some general suspects such as activity and pulsation using some
conventional methods, but it is possible that some details are being overlooked.
This was the case with MARVELS-1, where a face-on binary masqueraded as a
multi-planet system in a nearly perfect 3:1 mean-motion resonance (Wright et al.,
2013). With a multitude of similarly exotic scenarios available to test, we do not
intend to greatly expand the scope of this project. We are limiting this study to
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the previously explained spectral line and dynamical analyses, which provide a
good starting point to address more specific questions for future endeavors.
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Chapter 8 |
Summary and Future Prospects
This dissertation describes research at the rather unique intersection of statistics
and orbital dynamics. In Chapter 2, we described an efficient technique for
parameter space exploration using MCMC. In Chapter 3, we described an adaption
of an importance sampling algorithm in order to perform robust Bayesian model
comparison based on posterior samples from MCMC algorithms in Chapter 2. In
Chapter 4, we tested these algorithms using simulated data. We then applied these
methods to real yet challenging multi-body systems to characterize their orbits and
masses, including 55 Cancri (Chapter 5), Gliese 876 (Chapter 6), and ν Octantis
(Chapter 7).

8.1 Statistical Algorithms
8.1.1 DEMCMC
Within the context of exoplanet science, differential evolution MCMC has been
implemented in RUN DMC, a photo-dynamical code for analysis of strongly interacting
Kepler systems (Carter et al., 2012), and version 3 of emcee, a Python module
for MCMC (Foreman-Mackey et al., 2013). We tested the DEMCMC algorithm
on various synthetic radial velocity datasets. From this analysis, we provide the
following general recommendations for roughly optimal performance:
• Set the number of Markov chains in the ensemble ∼3 × number of model
parameters
• Set the randomness parameter σγ < 0.1 (see §4.1 for context)
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• For a fixed number of model evaluations, a larger number of generations of
the Markov chain is favored over a large size of the ensemble
The first item is roughly consistent with ter Braak (2006), which originally proposed
DEMCMC. This could mean these results are generally applicable to problems
outside of radial velocity data and even exoplanet science.
The first item predicts that higher dimensional models become considerably more
expensive to compute, even at peak MCMC efficiency. A more recent development
in differential evolution shows the use of a snooker updater can greatly increase
the efficiency of parameter space exploration using considerably fewer chains (ter
Braak & Vrugt, 2008). The idea is to utilize a sample of states from past Markov
chain generations to generate proposal states for the current ensemble; however
this violates a strictly Markov process, i.e. only referencing the current state of the
ensemble to make predictions. Nevertheless, this could be a valuable addition to
our statistical toolbox once thoroughly tested.

8.1.2 Importance Sampling from Truncated Distribution
We apply a modified importance sampling algorithm that exploits the use of
a posterior sample from MCMC to compute the fully marginalized likelihood
R
p(d|M) = p(θ)p(d|θ)dθ (Ford & Gregory, 2007; Guo, 2012; Weinberg et al., 2013).
We recovered the correct input models from a set of simulated data (Chapter 4.3)
and found evidence for four planets orbiting Gliese 876 using real RV data.
This modified importance sampling algorithm is easy to implement and converged for our 30-40 dimensional model. However, it does require an appropriate
sampling function in order to converge efficiently. There are other algorithms
developed by the exoplanet community to perform Bayesian model comparison
(e.g. nested sampling (Feroz et al., 2009; Kipping, 2013; Placek et al., 2014),
geometric-path Monte Carlo (Hou et al., 2014)), although most of these have only
been applied using a Keplerian model.
As RV measurements push below 1m s−1 precision, it is becoming increasingly
important to disentangle effects of stellar activity from real, low mass planetary
signals for individual systems. Bayesian model comparison is becoming a strong
complement to more observationally focused methods of planet validation (e.g.
looking for periodicities in activity sensitive indicators) and does not rely on strong
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assumptions like the Bayesian or Akaike Information Criterion. We are even
starting to see these methods being applied to broader exoplanet studies (e.g.
testing multiple planet populations; Shabram et al. in prep.).

8.2 Dynamically Active Exoplanet Systems
8.2.1 55 Cancri
We applied RUN DMC to 1,418 RV measurements of 55 Cancri spanning a baseline of
nearly 23 years. Our key results from the RV analysis were as follows:
• The transiting planet “e” must be aligned with the outer-four planets to
within 40◦ and has a new mass estimate of 8.09 ± 0.26 M⊕ , which translates
−3
to a density estimate of 5.51±1.32
1.00 g cm .
• Planets “b” and “c” are not orbiting in a 3:1 mean-motion resonance but are
librating about an apsidally aligned configuration.
• We integrate a sample of 1,000 solutions and find the vast majority are
dynamically stable for at least 106 years.
The mass measurement of “e” has been particularly valuable in studies that require
both a mass and radius measurement. Some have used it to study the thermal
structure of Super-Earths (Ito et al., 2015; Demory et al., 2015) while others have
looked at “e” as a member of a population of smaller planets (Dressing et al., 2015;
Wolfgang et al., 2015).
We found that a larger eccentricity of planet “f” correlated with larger fraction
of “b” and “c”’s apsidal alignment circulating. This could imply a rather specific
formation scenario for the 55 Cancri planets, where “b” and “c” were initially
driven into a 3:1 resonance but subsequent secular interactions with “f” disrupted
the resonance. With five known planets to account for, 55 Cancri is becoming a
prime testbed for detailed planet formation theories that typical RV multi-planet
systems could not adequately provide in comparison.
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8.2.2 Gliese 876
We applied RUN DMC to 367 RV measurements of Gliese 876. Our key results from
the RV analysis were as follows:
• An observational analysis of publicly available HARPS spectra and a Bayesian
model comparison analysis decisively favor a model with four signal over three
signals, and this fourth signal is unlikely to be due to stellar astrophysics.
• From the radial velocities alone, we are able to constrain the mutual inclination
0.62
of all the planets in the system. In particular, Φcb = 2.8±1.7
1.3 degrees (1.41±0.57
2.0
degrees imposing stability) and Φbe = 10.3±6.3
5.1 degrees (Φbe = 3.9±1.9 degrees
imposing stability).
• The Laplace argument φLaplace librates with an amplitude of 33±12.4
9.3 degrees
7.9
for coplanar models and 50.5±10.0 for 3D orbital models. An analysis of
simulated RVs suggests that we are measuring close to true libration and that
the Laplace argument evolves chaotically.
Batygin et al. (2015) proposes that a turbulent migration history can form a
chaotically evolving but librating φLaplace . In our simulations, we find that a
smooth migration history typically produces very low libration but after removing
the orbital damping, subsequent planet-planet interactions can significantly raise
the libration of φLaplace to levels that we currently observe. Whether or not this
model results in chaotic orbits has yet to be determined but could be an area for
future research.
Baluev (2011) suggests that the assumption of a white noise model can bias
estimates in the orbital parameters of the Gliese 876 planets, in particular an
overestimate of planet “d”’s eccentricity. Next generation analyses of exoplanet
data will eventually have to incorporate physically motivated astrophysical noise
models to achieve more robust parameter estimation and confidence in potential
signals of low mass planets.
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