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Abstract
Parallel sparse computations encompass a wide range of applications including high performance computing (HPC) and more recently desktop applications. Though diverse,
these applications share the trait of irregular data accesses leading to poor performance
and increased energy consumption. Irregular data access has become an even greater
concern for applications as computer systems have more computational cores that share
complex levels of memory. Accesses within these levels are penalized based on the distance between core and memory, and may affect the performance of other threads. In
order to mitigate challenges with parallel sparse computations, this work considers two
parts, namely, hybrid linear solvers and model-driven performance optimization.
The first part considers methods of improving hybrid sparse linear solvers. Many
large parallel simulations rely on repeated solves of sparse linear systems. These solves
become a bottleneck if they are not completed in a timely manner using limited memory.
Furthermore, sparse linear systems from large simulations may be ill-conditioned to some
degree, and fast iterative methods may not be efficient. In such cases, direct solvers that
rely on factorization are preferred, but come with some additional cost in both execution
time and memory. An alternative to direct solvers is the use of hybrid solvers that use
a combination of iterative and direct methods. We present work that demonstrates how
hybrid solvers can be used efficiently to solve for multiple right-hand side vectors and two
novel hybrid solver formulations, called substituted factorization, that may outperform
direct solvers in both execution time and memory required.
The second part considers model-driven optimization of parallel sparse computation
applications. With more cores sharing resources in a shared-memory system, tasks,
such as tuning, optimizing, and profiling, become more difficult. Ideally, developers
want to identify segments of code that are poor-performing and lack efficient energy
use for both new and large legacy codes. Segments defined by a particular performance
and power usage are commonly known as phases. This part presents a model-driven
method for identifying unique phases in an application that relies on Hidden Markov
Models (HMMs). Models from this method provide information on which segments have
particular traits, length of time spent in a phase, and transition between phases. We use
this phase-aware method to correctly identify phases with a bad performance to power
ratio that is resulting in high energy. By identifying phases, we demonstrate how a static
schedule for dynamic voltage and frequency scaling can be constructed that reduces the
energy of these applications.
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Chapter

1

Introduction
Parallel sparse computations encompass a wide range of applications including those
found in high performance computing (HPC). However, sparse computations are the
limiting factor in many applications, because they may execute at only a fraction of
peak performance on current systems. The inability to reach peak performance will
continue to be an issue as parallel sparse computations on future systems have even
more challenges. We observe these challenges and offer insight into improving key parallel
sparse computations.
This thesis evaluates significant performance issues related to parallel sparse computations in two main parts. The first part considers the construction of a faster robust
sparse linear solver. Sparse linear solver methods can be classified as either direct or
iterative. We evaluate the importance of hybrid sparse solvers that use both direct and
iterative methods in order to construct a robust sparse linear solver that offers better performance. The second part considers the importance of identifying performance issues
with sparse computations using statistical models. We observe the poor performance
and energy usage that occurs with parallel sparse computations. Additionally, we show
how to identify the poor performance sections of applications and how to improve them
using a model-driven method.

1.1

Parallel Sparse Computation Challenges

Parallel sparse computations have always required additional concern and tuning to
achieve reasonable performance on systems [48, 58, 59, 64, 95]. However, recent changes
to computer system architecture have created large shared memory environments with
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multiple levels of shared memory. These systems include Power8 processor with up to
12 cores per socket [91], Intel Cloud on Chip with 48 cores [70], and even IBM Blue
Gene/Q with 16 cores on a card [42]. These new systems have created three main issues
for parallel sparse computations.

Figure 1.1: Memory per compuational core given in gigabytes per core (GB/Core) for
top systems on the Top 500 list of supercomputers
The first change challenging parallel sparse computations decreasing amount of memory per computational core. In current HPC systems, it is common to have more than
32 cores sharing access to the same DRAM modules of memory. However, the amount
of memory is not increasing at the same rate as the number of compuational cores. This
means that each computational thread must use less memory. In Figure 1.1, the gigabytes of memory per core (GB/Core) are plotted for a number of systems from the Top
500 [90] list composed of the fastest supercomputers in the world. We note that systems
had about one to two GB/Core(s) in the first decade of the 20th century; however, the
more recent systems have between one to a half GB/Core. Therefore, parallel sparse
computations need to efficiently use limited memory. Additionally, this means that some
techniques like replicating data or explicitly representing zeros [52] must be avoided.
The second challenge is the increased latency between memory and computational
cores. In Figure 1.2, the time for a memory access, the single core CPU cycle time,
and CPU cycle time for multi-cores due to parallelism is plotted from 1985 to 2009.
These data were presented in the Department of Energy Exascale Reports [3, 9] as key
issues that must be addressed by next generation systems. This issue has been known
for a number of years, and has been denoted as Memory Wall [77]. However, this is-
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Figure 1.2: The time to access memory, time for a CPU cycle, and the effective CPU
cycle time of a multi-core processor due to parallelism plotted from 1985 to 2009.
sue continues to grow, and hardware vendors are dealing with it by adding complex
cache topologies to mitigate the gap between latency times. This stop gap has made
implementing sparse parallel computations even more difficult, and parallel sparse computations need to efficiently use data accesses.

Figure 1.3: Power in kilowatts (kWatts) of top systems from Top 500 supercomputers.
The third and last challenge is an increasing power constraint. The power used by
HPC systems is increasing. In Figure 1.3, the power (kWatts) of the top supercomputers
from the Top 500 is plotted for years 2006 to 2014. Over the past years, power has
dramatically increased. Even supercomputers that have been praised for being power
efficient [97], such as Sequoia, continue to push power limits. If the performance of
the application does not fit the power used, then energy is wasted and computing cost
increases.
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Additionally, we would like to note that other devices, such as co-processor and
graphic processing units (GPU), are becoming increasingly important to parallel sparse
computations. For example, the next generation system Sierra system at Lawrence
Livermore National Lab will feature both IBM Power9 multi-core processors and NVIDA
Volta GPU [89]. These devices have these same three issues as multi-core processors,
but to varying degrees. Though we express our work with multi-core processors, all our
contributions can be applied to these future architectures as well.

1.2

Contributions

This work aims to improve parallel sparse computations in terms of performance and
energy. In Figure 1.4, common approaches to improve both performance and energy are
provided. In this list of common approaches, we provide a reference to a chapter that
aims at using this approaches to improve parallel sparse computations. As noted in this
figure, the first several chapters aim at improving performance, and more specifically,
the performance of sparse hybrid linear solvers. Whereas, the algorithms for defining
dynamic voltage and frequency scaling are found in Chapter 6.

Figure 1.4
Moreover, this body of research is divided into two parts. Part I considers improve-
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ments to hybrid sparse linear solvers, and Part II considers model-driven optimization
Each part considers both the performance and energy of sparse computations either directly and indirectly. For example, the sections on hybrid sparse linear solvers mainly
concerns with improving performance by reducing float-point operations. However, this
reduction also reduces computation time that reduces total energy by reducing time
power is lost due to hardware leakage. Below, we provide an overview of the contributions that are found in each part.
Part I: Hybrid Linear Solvers
• Hybrid Linear Solvers. We first provide an overview of sparse linear solvers
including their general implementation and limitations. We demonstrate the importance and performance benefits of hybrid linear solvers over iterative methods
when solving for multiple right-hand side vectors in Chapter 3.
• Substitution Factorization. Additionally, we build a new hybrid solver formulation called substituted factorization. Two versions of substitution factorization
are presented, i.e., a two- and three-level version. We demonstrate in Chapters 4
and 5 the ability of substituted factorization to outperform direct, iterative, and
other hybrid solvers, while using less memory than direct methods.
Part II: Model-Driven Optimization
• Modeling Parallel Sparse Computations. We provide a general overview
of the performance gap that exists between dense and sparse computations. We
introduce how this performance gap translated to the inefficient use of energy and
motivated the importance of detecting phases based on performance and power in
Chapter 6.
• Phase-Aware Modeling with Hidden Markov Models for Dynamic Voltage/Frequency Scaling. A modeling technique is devised that uses Hidden
Markov Models to detect phases based on performance and power of parallel sparse
computations in applications. We demonstrate how these models can be used to
build a static model for dynamic voltage/frequency scaling that enables applications to save energy over traditional time sampling methods in Chapter 7.
Within each chapter, the content is self-contained with its own introduction, background, and presentation of research.

Part 1

Hybrid Sparse Linear Solvers

Chapter

2

A Cholesky Based Hybrid Solver for
Linear Systems with Multiple
Right-hand Sides
In this chapter, we consider solving systems of linear equations using a hybrid method.
Solutions to sparse systems of linear equations are fundamental to scientific applications and simulators that solve partial differential equations (PDEs). These systems are
traditionally solved using direct or iterative methods. Direct methods depend on matrix factorization and are the children of Gaussian elimination. Many different iterative
methods exist based on varying principles. However, all sparse iterative methods reduce
to repeated sparse matrix-vector multiplications.
We demonstrate how using both traditional methods together can lead to performance gains when solving multiple right-hand sides. This work demonstrates how simple modification may lead to performance gains needed for sparse kernels on multi-core
processors. The content in this chapter was published at the International Conference
on Computational Science (ICCS) 2011 [14].

2.1

Introduction

The simulation of partial differential equation based models using finite-difference or
finite-element methods involves the solution of large sparse linear systems [46]. The cost
of solving linear systems often dominates overall execution time of such applications. In
many instances, a linear system with the same coefficient matrix is solved for a sequence
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of right-hand side vectors. In this paper, we specifically consider the multiple right-hand
side case, and we seek efficient alternatives to Preconditioned Conjugate Gradient (PCG)
based solutions when the coefficient matrix is symmetric positive definite and sparse.
Consider a linear system Ax = b, where A is the coefficient matrix. Sparse solvers
for such systems can be grouped into two broad categories, namely, direct [21, 36] using
sparse Cholesky and iterative [5, 84] using Conjugate Gradient (CG) and its preconditioned variants. Sparse direct solvers are designed to be robust but are mainly limited
by large arithmetic and memory costs that grow superlinearly [34]. Conversely, a sparse
iterative solver, such as Conjugate Gradient [47] and its preconditioned forms, require
only enough memory to store just the coefficient matrix and a few additional vectors.
However, these solvers lacks robustness, i.e., they may fail to converge to a correct solution.
We propose a multilevel hybrid of Preconditioned Conjugate Gradient (PCG) [47]
and Cholesky, where Cholesky is applied on leaf submatrices, and PCG is applied to
subsystems corresponding to higher levels in the tree with partial solutions aggregated
and corrected to provide the overall solution. We expect the setup costs to be higher
than traditional PCG; however, these higher setup costs can be amortized over faster
solutions for multiple right-hand sides. In particular, we seek a hybrid solving method
that can provide faster solutions than PCG for multiple right-hand sides. We propose
a tree-based structure of A, in which, leaf nodes of the tree represent submatrices of
A. Nodes at higher levels of the tree represent the recursive coupling between these
submatrices.
The remainder of this paper is organised as follows. Section 2.2 provides the relevant
background and related work. Section 2.3 develops our key contribution, our main
solution approach. Section 2.4 presents our experiments and empirical evaluation with
a brief conclusion in Section 2.5.

2.2

Background and Related Work

In this section, we provide a brief background on sparse direct solvers, the Preconditioned
Conjugate Gradient method, and the Incomplete Cholesky factorization. We represent
matrices using uppercase letters, for example, A is a matrix, and vectors using lowercase
letters, such as, x is a vector.
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2.2.1

Sparse Direct Solvers

Sparse direct solvers [22, 27, 34, 40, 53] compute robust linear systems solutions through
sparse matrix factorizations. Often during factorization, fill-in occurs when zeros in the
coefficient matrix become nonzeros. The efficiency of a sparse direct solver is primarily
decided by its ability to control and manage fill-in. Typically, matrix reorderings are applied during factorization to preserve sparsity of the resulting factor [1, 44, 60]. However,
the overall memory and computational costs can grow superlinearly with the dimension
of the matrix making it unsuitable for three-dimensional models [34].

2.2.2

Preconditioned Conjugate Gradient

The method of Conjugate Gradient (CG) [47] is a popular iterative method used to
solve linear systems where the coeficient matrix A is symmetric positive definite. In
practice, CG works more effectively when used with a preconditioning scheme to improve
convergence. The convergence of CG is governed by the conditioning [21, 39, 88] of
matrix A. In spite of theoretical guarantees on convergence [65], CG could fail if A is illconditioned. Preconditioning [5, 19, 21, 36, 84] schemes can improve overall convergence
by representing the original linear system Ax = b as M Ax = M b, where M is the
preconditioner matrix. The quality of a preconditioner depends mainly on ease of its
construction, its application and its ability to accelerate CG.

2.2.3

Incomplete Cholesky Preconditioning

Incomplete Cholesky (IC) [68, 84] preconditioner L̂ is computed as an approximation to
the sparse Cholesky factor L where A = LLT . The Cholesky factor L is substantially
dense as it incurs fill-in, i.e., zeroes in the original matrix A that become nonzeros during
factorization [34]. The incomplete factor L̂ is obtained by eliminating fill-in from L using
two popular method,
1. Incomplete Cholesky with level-of-fill (IC(k)), and
2. Incomplete Cholesky with drop-threshold (ICT).
An IC(k) level-of-fill preconditioner [84] retains those nonzeros in the factor L that are
within a path length of k + 1 from any node in the adjacency graph representation
of A. An ICT [84] preconditioner uses a drop-threshold δ to decide which elements
to drop in the factor L, that is, for δ = 10−2 all nonzero elements in L less than δ
are dropped to form L̂. The ICT preconditioner provides greater flexibility in creating
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an incomplete Cholesky preconditioner. The IC preconditioner is applied to CG using
triangular solutions in every CG iteration.

2.3

A New Multilevel Sparse Cholesky-PCG Hybrid Solver

In this section, we develop our new tree-based sparse hybrid solver. We present the
basic idea by first developing a one-level hybrid solver. Subsequently, we generalize the
one-level to a multilevel hybrid solver with multiple levels of nested solves. In particular,
we elaborate on the solver design for solving a symmetric positive definite sparse linear
system.
Consider a sparse linear system Au = b, where A is an n × n sparse symmetric positive definite matrix (A ∈ Rn×n ), b ∈ Rn is an n × 1 column vector, and u ∈ Rn is the
n × 1 solution vector. Both Direct and indirect schemes can be used to solve this sparse
linear system, however, the choice depends on the tradeoffs between memory demands
and robustness. Our goal is to develop a tree-structured hybrid solution framework that
benefits from both direct and indirect schemes in order to obtain an efficient solution with
low memory overheads for different multiple right-hand side vectors b. Additionally, a
tree-based multilevel method extends easily to parallel execution environments. In developing this framework, we referred to earlier work on domain decomposition schemes [17]
for sparse direct [83] and sparse iterative solvers [29, 93].

2.3.1

A One-Level Hybrid

The zero-nonzero structure of the sparse matrix A enables splitting A into a set of
two disjoint subdomains Ω1 and Ω2 that are separated by another smaller subdomain
Γ. Each subdomain is a supernode comprising multiple nodes and this partitioning
of A can be interpreted as a supernodal tree, where Ω1 and Ω2 represent leaf nodes
rooted at Γ. The decomposition of A into a blocked system and its supernodal tree
representation forms the core of our tree-based hybrid solver. Section 2.3.2 presents
an in-depth description of our one-level supernodal tree construction. Furthermore, in
our tree-based representation, smaller subsystems at the leaf nodes could potentially be
solved using a sparse direct solver to obtain a part of the solution vector. Consequently,
the partial solutions could be coupled at the root node of the tree using an iterative
scheme to obtain the complete solution. We provide a detailed description of this scheme
for a one-level tree in Section 2.3.3.
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2.3.2

Obtaining a Tree-Structured Aggregate of the Coefficient Matrix

We split A into two disjoint subdomains connected by a separating subdomain. We
apply the nested dissection [33, 43, 56, 62] algorithm to obtain this split, however, a
split could be obtained using any efficient geometric [35] or combinatorial graph partitioning scheme [56]. Earlier such kind of partitioning has been used for developing
hybrid preconditioners [81] for sparse systems. We obtain a reordering of A, such that,
(a) rows and columns belonging to each subdomain are numbered contiguously, and
(b) those comprising the separating subdomain are numbered higher than the disjoint
subdomains.
Figures 2.1(a) to (c) represent a one-level nested dissection ordering of a sample matrix A and the corresponding supernodal tree. In Figure 2.1(c), Σ(0) and Σ(1) represent
the disjoint subdomains. Σ(0 : 1) indicates the subdomain block that separates Σ(0)
through Σ(1). Nodes in Σ(0 : 1) are numbered higher than nodes in both Σ(0) and Σ(1).
Consider a permutation matrix P that represents this tree-structured reordering of A.
An n × n symmetric sparse matrix B is obtained by permuting A using P . Equation 2.1
represents the permuted matrix B.
B = P AP T

2.3.3

(2.1)

Constructing a Hybrid Solution Scheme Using the Tree-Structure

In an earlier research on domain decomposition solvers, Mansfield [67] shows if matrix
A is reordered to an equivalent blocked representation (as shown in Equation 2.2) using
domain decomposition, then it can be solved efficiently by solving a set of three linear
systems.
"
B=

T
B11 B21

B21 B22

#
,

(2.2)

Consider the equivalent linear system Bx = f block-wise, where x and f are permutations of u and b corresponding to the permutations for deriving B from A. It is
possible to efficiently solve this system blockwise by making a simple assumption. The
assumption is that x1 , i.e., the first block component of x, can be expressed as the sum
of two parts, i.e., x1 = xS1 + xD
1 . The block equation under these assumptions can be
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(a)

(b)

(c)

Figure 2.1: (a) Matrix bcsstk11 with natural ordering (b) A one-level nested dissection
ordering of bcsstk11 (c) A supernodal tree represention of the one-level ordering.
written as shown in Equation 2.3.
"

T
B11 B21

B21 B22

#"

x1 = xS1 + xD
1

#

x2

"
=

f1
f2

#
.

(2.3)

This system can be solved for x by first solving for xD
1 as shown in Equation 2.5.
Equation 2.4 represents the coefficient matrix S for the subsystem corresponding to x2 .
−1 T
S = B22 − B21 B11
B21



(2.4)

S
Subsequently, using xD
1 , we solve for x2 and x1 as shown in Equations 2.6 and 2.7,

respectively.
B11 xD
= f1 ,
1

(2.5)
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Sx2 = f2 − B21 xD
1 ,

(2.6)

T
B11 xS1 = −B21
x2 .

(2.7)

We derive our motivation from this approach, and propose a scheme that is based on
our tree-based restructuring of A (discussed in Section 2.3.2). Consider a one-level tree
with one separator as the root and two disjoint subdomains as leaf nodes of the tree. In
matrix notation, we represent this tree structured linear system using Equation 3.1 with
T x and B xS = −B T x .
the assumptions that B11 xS1 = −B31
3
22 2
32 3



B11

T
B31

0



x1 = xS1 + xD
1





f1





 

 0 B22 B T   x2 = xS + xD  =  f2 
32  
2
2 



B31 B32 B33
x3
f3

(2.8)

Since B is a symmetric positive definite matrix, a Cholesky decomposition of B can
be represented as B = LLT , where L is the sparse lower triangular factor. Equation 2.9
indicates the block-wise Cholesky factorization of B.


B11

0

T
B31





L11

0

0



LT11


 

 0 B22 B T  =  0 L22 0   0
32 



B31 B32 B33
L31 L32 L33
0

0

LT31




LT22 LT32 

T
0 L33

(2.9)

The Cholesky factor L can be computed blockwise as shown in Equations 2.10a to 2.10e.
B11 = L11 LT11 ,

(2.10a)

B31 = L31 LT11 ,

(2.10b)

B22 = L22 LT22 ,

(2.10c)

L32 LT22 ,

(2.10d)

B32 =

B33 = L31 LT31 + L32 LT32 + L33 LT33 .

(2.10e)

In our supernodal representation, L11 and L22 are computed at the leaf nodes and
reused to compute L31 and L32 as a sequence of linear system solutions as shown in
Equations 2.11 and 2.12.
T
L11 LT31 = B31

(2.11)

T
L22 LT32 = B32

(2.12)
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The final solution x is obtained using a series of intermediate steps. We first compute
D
xD
1 and x2 as shown in Equations 2.13 and 2.14.

L11 LT11 xD
= f1
1

(2.13)

L22 LT22 xD
2

(2.14)

= f2

Equation 2.15a computes the coefficient matrix S for the separator linear system. Rewriting this expression using the Cholesky factors yields a simpler system as shown in Equation 2.15b.
−1 T
−1 T
B32
S = B33 − B31 B11
B31 − B32 B22

= L33 LT33

(2.15a)
(2.15b)

We then solve Equation 2.16 to compute x3 using the PCG scheme with an Incomplete
Cholesky preconditioner.
D
Sx3 = f3 − B31 xD
1 − B32 x2

(2.16)

Subsequently, we compute xS1 and xS2 using the Equations 2.17 and 2.18.
T
L11 LT11 xS1 = −B31
x3

(2.17)

T
L22 LT22 xS2 = −B32
x3

(2.18)

S
D
S
The final solution x is computed by aggregating xD
1 , x1 , x2 , x2 , and x3 .

2.3.4

A Multilevel Tree-based Hybrid Solver

We apply our tree-structured reordering procedure recursively to each disjoint subdomain
until the desired number of levels η is reached. The above recursion can be represented in
the form of a supernodal tree where each level in the tree corresponds to one step in the
recursion. Therefore, the disjoint submatrices at the lowest level of the recursion, which
form the leaf nodes of the supernodal tree, are connected by a structured hierarchy of
supernodal separators.
In a supernodal tree with multiple levels, we take a bottom-up approach and evaluate
the solution (as discussed above in Section 2.3.3) at each subtree. We aggregate the
solution at each subtree, and pass it onto one level higher as the tree folds during the
solution process. Figures 2.2(a) to (c) represent a two-level nested dissection ordering of
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(a)

(b)

(c)

Figure 2.2: (a) Matrix bcsstk11 with natural ordering (b) A two-level nested dissection
ordering of bcsstk11 (c) A supernodal tree represention of the two-level ordering.
the same sample matrix A as discussed in Figure 2.1 and the corresponding supernodal
tree. In Figure 2.2(c), Σ(0) through Σ(3) represent the disjoint subdomains. Σ(r : s)
indicates the subdomain block that separates Σ(r) through Σ(s) for r, s ∈ 0, 1, 2, 3.
Nodes in Σ(r : s) are numbered higher than nodes in both Σ(r) and Σ(s). Therefore,
Σ(0 : 3) contains the nodes with the highest numbering.
2.3.4.1

Computational Costs of Our Hybrid Solver

Consider a sparse linear system Bx = f , where B is an n × n sparse matrix. We define
µ(B) as the number of nonzeros in matrix B. The computational costs of our hybrid
solver include (a) the cost to setup the Cholesky factors of each subdomain, and (b) the
cost to solve each subdomain.
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Setup cost (Φsetup ). The setup cost is computed as the sum of the square of number of
nonzeros in each column of the Cholesky factor L of A. L∗,j represents the j-th column
of L. Equation 2.19 provides an estimate of the setup cost.
Φsetup =

n
X

µ2 (L∗,j )

(2.19)

j=1

Solution cost (Φsolve ). Consider a supernodal tree representation of A with k levels,
where level zero is at the root of the tree and level k indicates the leafnode. We define
nd d = 1, . . . , 2k as the number of nodes in d-th subdomain and ns s = 1, . . . , (2k − 1)
as the number of nodes in the s-th separator in our supernodal tree. We solve the d-th
subdomain at level k using a sparse direct solver in time τd . For sparse matrices, τd is
2
O(n1.5
d ) when the application domain is two-dimensional and O(nd ) in three-dimensions.

We solve the s-th separator block Bs using PCG with Incomplete Cholesky (IC) preconditioning in O(µBs ) + 2 × µ(L̂s ) time, where L̂s is the IC factor of Bs . Equation 2.20
presents the cost for the tree-structured solution of B.
k

Φsolve =

2
X
d=1

τd +

k −1
2X
h

O(µ(Bs )) + 2µ(L̂s )

i

(2.20)

s=1

Therefore, the total cost Φhybrid is the summation of the setup cost and the total
solution cost for m right-hand side vectors.
Φhybrid = Φsetup + mΦsolve

2.4

Experiments and Evaluation

In this section, we present our experimental setup, an empirical evaluation of our solver
framework using a suite of benchmark datasets, and a discussion our results.

2.4.1

Experimental Setup

We implement our hybrid framework in Matlab [69] using Metis [56] to obtain the nested
dissection ordering. We use the sparse Cholesky direct solver to compute the direct solves
and the PCG solver with Incomplete Cholesky preconditioner for iterative solves. We
report results on a suite of benchmark matrices from the University of Florida Sparse
Matrix Collection [20]. We report statistics for a total of 10 different random repeated
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right-hand side vectors b.
Metrics for evaluation. We evaluate solver performance using the number of
floating point operations and the solution accuracy using relative error. Additionally, we
perform analysis on the sensitivity of our hybrid solver peformance to number of levels
in the supernodal tree and the number of right-hand sides.
Benchmark Matrices. We evalute our solver on a suite of 12 benchmark matrices
from the University of Florida sparse matrix collection [20]. Table 2.1 lists the details
of these matrices. These matrices are typically obtained from discretization of partial
differential equations using finite element or finite difference methods.
Table 2.1: Benchmark matrices from the University of Florida Sparse Matrix Collection [20].
Matrix
nos7
bcsstk09
bcsstk10
bcsstk11
bcsstk27
bcsstk14
bcsstk18
bcsstk16
cystem01
cystem02
s1rmt3m1
s1rmq4m1

2.4.2

N Nonzeros Description
729
4,617 Poisson”s Equation in Unit Cube
1,083
18,437 Stiffness Matrix - Square Plate Clamped
1,086
22,070 Stiffness Matrix - Buking of Hot Washer
1,473
34,241 Stiffness Matrix - Ore Car (Lumped Masses)
1,224
56,126 Stiffness Matrix - Buckling problem (Andy Mera)
1,806
63,454 Stiffness Matrix - Roof of Omni Coliseum, Atlanta
11,948
149,090 Stiffness Matrix - R.E. Ginna Nuclear Power Station
4,884
290,378 Stiffness Matrix - Corp. of Engineers Dam
4,875
105,339 FEM Crystal free vibration mass matrix.
13,965
322,905 FEM Crystal free vibration mass matrix.
5,489
217,651 Matrix from a static analysis of a cylindrical shell.
5,489
262,411 Matrix from a static analysis of a cylindrical shell.

Evaluation and Discussion

In Table 2.2, we report the operation count (in millions) required by PCG for our
benchmark matrices and 10 repeated right-hand side vectors b. A lower count indicates
higher performance and the absense of a value indicates that the solution did not converge
to the desired tolerance of 10−8 . We report our results for 4 matrix orderings (Natural,
RCM, Nested Dissection, and MMD) and 2 preconditioners (Incomplete Cholesky (IC)
with zero level-of-fill (IC0) and drop-threshold (ICT) of 10−2 ). In Table 2.2, our hybrid
direct-iterative solver (Hybrid-DI) has the lowest operations count in 8 out of 12 matrices.
On average our method performs 1.87 times faster than the best PCG and ordering
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combination. For the bcsstk10 matrix, the gain in performance is as high as 7.36 times
compared to the best PCG. However, for some matrices, such as crystm02, we observe
a degradation in performance. For this class of matrices, it is often difficult to find a
compact node separator, consequently, this leads to very small blocks (leaf nodes) that
are solved using Cholesky and very large separators that are solved using PCG.
Table 2.2: Operation counts (in millions) for 10 repeated right-hand side vectors and
PCG with IC Level-of-fill (IC0) and drop-theshold (ICT) preconditioner using (a) natural
ordering (NAT), (b) RCM ordering, and (c) nested dissection (ND) ordering, and (d)
minimum degree (MMD) ordering. Hybrid-DI represents our tree-based hybrid solver
framework. Values in bold represent the best performance.
Matrix
nos7
bcsstk09
bcsstk10
bcsstk11
bcsstk27
bcsstk14
bcsstk18
bcsstk16
crystm01
crystm02
s1rmt3m1
s1rmq4m1

NAT
RCM
ND
MMD
Hybrid-DI
IC0
ICT
IC0
ICT IC0 ICT IC0 ICT
7.73
1.97
7.72
12.21
32.37
32.56
2.95
11.60
583.60 - 687.51 10.42
35.54
4.83
16.08
11.51
579.48 10.42
55.21
24.15
985.15
247.75
986.89 144.01 1,180.21 1,257.05 - 2,128.73 - 2,005.01 275.54
30.51 5.27
30.51
24.13
58.63
69.66
104.10
93.42 10.82 93.43
73.46
- 193.60 - 190.17
911.31
432.19
5,795.08 228.93
507.84
2,079.73 311.53

Table 2.3 presents the relative error in the final solution. We compute relative
error as ||x∗ − x||/||x∗ ||, where x∗ is the true solution for the linear system solution.
We observe that PCG does not converge for a majority of the orderings even with a
preconditioner. However, our tree-based hybrid method is able to produce a solution
within an accuracy of 10−4 or higher.
For a sparse matrix A, we define OpsHybridDI (A) as the operation count for our
Hybrid-DI method, OpsBestPCG (A) as the operation count for the best PCG performance, and OpsAvgPCG (A) as the average PCG performance for different variants of
PCG used in Table 2.2. We compute Speedupbest (A) as the ratio of OpsBestPCG (A)
and OpsHybridDI (A). Additionally, we compute Speedupavg (A) as the ratio of
OpsAvgPCG (A) and OpsHybridDI (A).
Figure 2.3(a) presents Speedupbest (A), the speedup obtained by using our hybrid
solver compared to the best PCG performance. Figure 2.3(b) presents Speedupavg (A),
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Table 2.3: Relative error for 10 repeated right-hand side vectors and PCG with IC Levelof-fill (IC0) and drop-theshold (ICT) preconditioner using (a) natural ordering (NAT),
(b) RCM ordering, and (c) nested dissection (ND) ordering, and (d) minimum degree
(MMD) ordering. Hybrid-DI represents our tree-based hybrid solver framework.
Matrix
nos7
bcsstk09
bcsstk10
bcsstk11
bcsstk27
bcsstk14
bcsstk16
bcsstk18
crystm01
crystm02
s1rmt3m1
s1rmq4m1

NAT
IC0
ICT
4.8E-06 1.3E-06
0.0E+00
9.5E-06
0.0E+00
6.1E-06
0.0E+00 0.0E+00
4.2E-05
0.0E+00 0.0E+00
0.0E+00 0.0E+00
4.1E-06
4.1E-06

RCM
ND
MMD
Hybrid
IC0
ICT IC0 ICT IC0 ICT
5.2E-06 2.0E-06 - 7.0E-06 - 1.6E-06 1.7E-04
0.0E+00 0.0E+00
0.0E+00
2.6E-05
0.0E+00 0.0E+00
1.9E-06
0.0E+00 0.0E+00 - 0.0E+00 - 0.0E+00 0.0E+00
3.1E-05
0.0E+00 0.0E+00 - 0.0E+00 - 0.0E+00 0.0E+00
0.0E+00 0.0E+00 - 0.0E+00 - 0.0E+00 0.0E+00
6.2E-04 2.8E-06
5.0E-06 2.4E-06

the speedup using Hybrid-DI compared to an average PCG performance across different
variants. We observe that certain matrices, such as bcsstk10, can obtain over 7 times
performance gain by using our tree-based hybrid scheme. However, there are also matrices, such as crystm01 and crystm02, that are not a good candidate for our hybrid
scheme. In particular, this suggests that the success of our methodology is related to the
underlying structure and properties of matrix A, which is an attribute of the application.
We anticipate that setup cost will decrease with multiple levels; however, convergence
will be slower for a given right-hand side vector. Consequently, the overall operation
count may increase. However, for a specific number of right-hand sides, this tradeoff
could be exploited to obtain the right balance. For a problem with few right-hand
sides, it may be important to consider a hybrid with relatively small number of levels
that also incurs low memory overheads. Figure 2.4 illustrates this using the example of
the bcsstk10 matrix. For fewer levels in the tree, the memory overheads due to sparse
factorization could increase setup costs.
Effect of increasing tree-levels on solver performance. We perform sensitivity
study on 6 of our best performing matrices from our benchmark suite to understand
solver performance as we increase tree-levels. Figure 2.5(a) indicates the solver performance for 10 right-hand sides and levels increasing from 1 to 5. We observe that the
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(a)

(b)

Figure 2.3: Speedup obtained by our method over (a) best PCG and ordering combination, and (b) average PCG performance across different variants for 10 right-hand sides.
A speedup greater than 1 indicates improvement.
floating point operations increase asymtotically with the number of levels. Therefore,
it is desired to set the number of levels, such that the memory demands of the largest
subdomain block are satisfied while maintaining lower setup costs.
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Figure 2.4: Impact on performance with increase in tree-levels and number of right-hand
sides for the bcsstk10 matrix.
Effect of increasing right-hand sides on solver performance. Figure 2.5(b)
presents sensitivity of increasing number of right-hand sides on the hybrid solver performance, and compares it to the best PCG result for our 6 best performing matrices. We
observe that as the number of right-hand sides increases, the solution cost dominates the
performance. Additionally, our method sustains higher performance compared to PCG
and speedup increases with higher number of right-hand sides.

2.5

Conclusions and Future Work

In this paper, we developed a multilevel tree-based Cholesky-PCG hybrid solver that
solves a linear system Ax = b with the same coefficient matrix but multiple right-hand
sides. For our test matrices, we show that our hybrid approach for obtaining a sparse
linear system solution is 1.87 times faster than the best performing PCG solution for multiple right-hand sides. We believe that such a hybrid solution framework could maintain
the accuracy of a sparse direct solution while reducing memory demands. Additionally,
a tree-structured approach enables us to consider the development of a parallel implementation of our hybrid approach. We seek to explore this aspect of our method along
with tests on a wider range of problems as part of our future work.

22

(a)

(b)

Figure 2.5: Effect of increasing (a) tree levels, and (b) right-hand sides on operations
count (in millions) of our Hybrid solver compared to the best PCG performance for 10
right-hand sides.

Chapter

3

Substituted Factorization Hybrid
Linear Solutions to Elliptic Problems
In this chapter, we develop a hybrid solving method that is computationally less expensive than direct solution of large sparse symmetric positive definite systems arising from
the numerical solution of elliptic partial differential equation methods. This method is
known as substituted factorization as it replaces computationally expensive factorization
of certain dense submatrices with one or more solutions from triangular systems using
substitution. This method for elliptic systems was published at VECPAR 2014, the 11th
International Meeting of High Performance Computing for Computational Science [13].

3.1

Introduction

The solution of sparse linear systems arising from finite discretization of second-order
elliptic partial differential equations (PDEs) dominates the execution time of scientific
codes [46]. These systems of linear equations may be solved by two broad categories of
solvers, namely direct or iterative [34, 36, 40, 84]. In application, a third hybrid category
may appear, which tries to balance trade-offs between direct and iterative solvers [14, 30].
They make no claim on the number of iterations needed to solve the system, and therefore
hybrid methods can be seen as a preconditioned iterative method. We provide a new
formulation used as a direct method by making substitutions in place of factorization,
and demonstrate how this formulation results in savings over the direct method sparse
Cholesky while providing a robust solution.
This paper provides a detailed understanding and analysis of our new substituted
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factorization (SF ), and demonstrates our method as an alternative direct method formulation for solving systems arising from finite discretization of a second-order elliptic
PDE on quasi-uniform grids. Although other methods exist, the choice of the best
method depends on the number of solves, robustness, and memory constraints. Direct
methods provide a desired robustness and low cost for multiple solves that many iterative
solvers cannot provide. However, the high computational cost of factorization in direct
methods makes iterative method more desirable unless this cost can be amortized with
multiple solves. Our method provides a middle ground in terms of the number of solves
needed to amortize factorization cost while still providing the desirable robustness.

3.2

Background and Related Work

A number of methods exist to solve systems arising from second-order elliptic PDE models. Sparse direct solvers [34, 40] use sparse factorization to compute robust solutions.
Iterative solvers, such as Krylov space based Conjugate Gradients (CG) [36, 84], attempt
to solve systems faster by iteratively converging to a solution. Many elliptic problems
can be efficiently solved using domain decomposition methods (DDM) by splitting the
problem into smaller domains. DDM may solve the arising systems or be used to precondition Krylov space iterative methods, and the effectiveness varies with problem and
decomposition.
When using an iterative method similar to CG, the number of iterations needed to
solve for a single right-hand side vector (RHS) depends on the condition number of the
matrix. The condition number of a matrix is defined as: δ(A) = kAk2 kA−1 k2 [36]. In
p
particular, the number of iterations needed for CG to converge is O( δ(A)) [10].
For symmetric systems of equations arising from finite discretization of a secondorder elliptic PDE on regular grids, the condition of the matrix is known to be greater
than O(h−2 ). Generally, h−1 equals n1/2 for two-dimensional (2D), and n1/3 for threedimensional (3D) grids. However, the condition number for submatrices used may be
better. Mansfield [67] demonstrates that the condition number for the Schur complement is bounded by O(h−1 ) for the broad class of linear systems arising from finite
discretization of a second-order elliptic PDE on regular grids. SF uses this bound to fix
the number of iterations for CG.
Hybrid solvers [14, 30] use various combinations of direct and iterative methods.
These hybrid solvers partition the matrix into submatrices linked by other submatrices
that correspond to separators in the graph representation, and the resulting form may
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be similar to:



A11 0 AT31



x1 = xs1 + xd1





f1




  

 0 A22 AT   x2 = xs + xd  =  f2 .
32  
2
2
 

A31 A32 A33
f3
x3

(3.1)

Sparse factorization or incomplete factorization of these submatrices are used to compute
a solution vector.
SF is related to our earlier work, Booth, Chatterjee, Raghavan, & Frasca. [14], which
uses equation 3.1, and we refer to this method as DI. In DI, sparse Cholesky is applied to
A11 and A22 , incomplete Cholesky to the submatrix corresponding to the separator, and
A31 and A32 remain unfactored. After factorization, DI applies direct forward/backwards
solves to find xd1 and xd2 , and uses preconditioned CG to solve for x3 . Finally, DI uses
forward/backward solves to find xs1 and xs2 . SF uses DI’s framework, and provides a new
formulation by expanding A33 and using factorization on A31 and A32 .

3.3

Substituted Factorization Formulation

In this section, we present our alternative direct method known as substituted factorization (SF ). For our method, we consider a sparse linear system Ax = f , where A is a n×n
sparse symmetric positive definite matrix (A ∈ Rn×n ), f ∈ Rn×1 , and x ∈ Rn×1 . We
wish to solve for x, and we rely on a graph representation of the sparse matrix A to construct a tree-structure. In this graph representation, each row/column represents a node
and an undirected edge exists iff A(i, j) 6= 0. Additionally, self edges, i.e., A(i, i) 6= 0,
are removed.
Nodes in the graph are split into two disconnected sets of nodes (Ω0 and Ω1 ) and a
small set of nodes (Λ0 ) that separates them. Λ0 is commonly called a separator and Ωi s
the domains. In a tree-structure, each separator is the parent of two domains. These
domains can be split recursively. When done recursively, the resulting tree has leaf nodes
of disconnected domains and internal parent nodes of separators. This tree-structure may
impose a new ordering for the sparse matrix A by numbering the nodes corresponding
to separators after those of their children. This ordering is known as nested dissection
(ND) [32, 43].
By splitting the graph twice and reordering, we rewrite A and its associated Cholesky
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factorization as follows:


A11
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A22 AT32
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where A = LLT . We divide the submatrices of the sparse Cholesky into two groups,
namely domains and separators.
The domain (i ∈ { 1, 2, 4, 5}) and their corresponding off-diagonal entries can be
written as Aii = Lii LTii and Aji = Lji LTii where j is an index of a separator such that
j ∈ { 3, 6, 7}. Additionally, the diagonal entries corresponding to our domains will be
relatively sparse compared to our separators after factorization. Therefore, we perform
sparse Cholesky on both the diagonal and off-diagonal domain submatrices.
The separators (i ∈ { 3, 6, 7}) submatrices have the following equations:
A73 = L71 LT31 + L72 LT32 + L73 LT33 ,

(3.2)

A76 = L74 LT64 + L75 LT65 + L76 LT66 ,

(3.3)

A77 = L71 LT71 + L72 LT72 + L73 LT73 + L74 LT74 + L75 LT75 + L76 LT76 + L77 LT77 . (3.4)
Because these submatrices become dense during factorization, we avoid computing their
factorization. The matrices, Ljj LTjj , for the top levels are commonly referred to as the
Schur complement, and denote them as Ajj . To avoid factorization, we solve each Ajj
with associated right-hand side using a fixed number of iterations of CG guarantee to
converge, thus making our method direct.
Traditional direct methods that implement sparse Cholesky have a forward and
backward stage when solving for a given right-hand side (f ). During the forward and
backward stages, an updated right-hand side must be formed for each of the separating pieces, i.e., j ∈ {3, 5, 7}. These new right-hand sides (denoted fˆj ) need updates
by all Lj,i where i corresponds to all node underneath j in the tree-structure, e.g.,
−1
fˆ3 = f3 − L31 L−1
11 f1 − L32 L22 f2 . However, we save operations by not finding the factorization Ljj LTjj and its corresponding off-diagonal entries for the top levels in our
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tree-structure. Instead, SF keeps the following equations from (3.2) and (3.3) as:
E73 = L73 LT33 = A73 − L71 LT31 − L72 LT32 ,

(3.5)

E76 = L76 LT66 = A76 − L74 LT64 − L75 LT65 ,

(3.6)

and substitutes them when forming the associated right-hand side for A77 .
Using substitution, we can write the solution to the set of linear equations in two
sets, namely forward and backward. The forward set is defined as:

xf1
xf2

=

L−1
11 f1 ,

=

L−1
22 f2 ,

xf4
xf5

=

L−1
44 f4 ,

=

L−1
55 f5 ,

where

xf3

= A33

xf6

= A66

x7 = A77

−1

fˆ3 ,

−1

fˆ6 ,

−1

fˆ7 ,

fˆ3 = f3 − L31 xf1 − L32 xf2 ,
fˆ6 = f6 − L64 xf4 − L65 xf5 ,
fˆ7 = f7 − L71 xf1 − L72 xf2 − L74 xf4 − L75 xf5 − E73 xf3 − E76 xf6 .
Using this forward set, the backward set is defined as:
f
T
T
x1 = L−T
11 (x1 − L31 x3 − L71 x7 ),

f
T
T
x5 = L−T
55 (x5 − L65 x6 − L75 x7 ),

f
T
T
x2 = L−T
22 (x2 − L32 x3 − L72 x7 ),

x3 = xf3 − A33

−1

T
E73
x7 ,

f
T
T
x4 = L−T
44 (x4 − L64 x6 − L74 x7 ),

x6 = xf6 − A66

−1

T
E76
x7 .

3.4

Cost Analysis

In this section, we provide the cost analysis in terms of the number of multiplication
operations (Ops) and in terms of number of nonzeros (NNZ) needed by SF . This analysis
focuses on applying SF on the model k × k finite-difference 5-point stencil problem. We
will examine the setup cost, i.e., the cost of factorization, and solve cost for SF compared
to sparse Cholesky with ND ordering (Chol). The setup and solve cost are denoted as
Γisetup and Γisolve where i is either SF or Chol. Additionally, we provide a comparison of
the cost to solve multiple RHS, and provide a break even point between the two methods
in terms of the number of RHS. Lastly, we provide the number of nonzeros needed to
store the partially factorization in SF (Ψ).
Setup Cost. We first consider the setup cost of Chol and SF . The setup cost is defined

28
as the number of Ops during factorization. The setup cost to apply sparse Cholesky
P
to a matrix A approximately equals 1/2 ni=1 nnz(i)2 where nnz(i) is the number of
nonzeros in the i th column of L, such that A = LLT [34]. When A is reordered with
ND, George [32] provides that ΓChol
setup ≈

267 3
28 k

− 17k 2 log2 k +

847 2
28 n

+ O(k log2 k).

SF has the same number of Ops as the previous analysis minus the cost to factor
the top level ”+” separator which accounts for A33 , A66 , and A77 . The cost to factor
P3k/2
P
7 2
1
3
the ”+” separator is i=k i2 − 21 ki=1 i2 = 23
24 k + 8 k + 6 k. Therefore, our setup cost
equals:
ΓSF
setup ≈

1441 3
235 2
k − 17k 2 log2 k +
k + O(k log2 k).
168
8

(3.7)

As our result, setup cost for SF has approximately 10% fewer Ops than Chol .
Solve Cost. When solving using Chol , the number of Ops is on the order of the
number of nonzeros. CG with no precondition requires O(n1.5 ) Ops to solve the model
problem [10]. George and Liu [34] state ΓChol
solve =

31 2
4 k log2 k

+ O(k 2 ).

SF performs sparse Cholesky on the leaf nodes and a fixed number of CG steps
on the parent nodes. These parent nodes correspond to the Schur complements, and
these nodes have a bounded condition number less than that of the whole system. For
the model problem, the condition number is O(h−2 ), and the condition number for our
Schur complement will be less than O(h−1 ) ≈ k [67]. Additionally, we know that CG will
p
theoretically converge to a solution in δ(A) with exact arithmetic [10]. Using these two
√
facts, we set our fixed number of iterations to γ = β k where β > 0 is some unknown
constant. For SF , the cost for a solve is
ΓSF
solve =

31 2
k log2 k + (c − 2)k 2 + 2βk 5/2
4

(3.8)

where c is the constant from ΓChol
solve .
Number of Solves. Despite slightly more Ops during solving, SF has fewer Ops for
factorization and solving some m RHS. The m is easily seen to be
which translates to m ≈

23 1/2
.
48β k

23 3
24 k

≈ 2βk 5/2 m,

In Figure 3.1, the number of right-hand side vectors

solved is plotted that can be solved while costing less than or equal to a direct method
using sparse Cholesky. Each line represents the variation due to the number of iterations
needed.
Number of Nonzeros. SF has the same number of nonzeros as full sparse Cholesky
minus the nonzeros to store L33 ,L66 , and L77 . The number of nonzeros in a full sparse
Cholesky is ΨChol ≈

32 2
73 2
4 k log2 k − 3 k +24k log2 k +O(k)

[32]. The reduction of nonzeros
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Figure 3.1: Number of right-hand sides solved for a model grid
would be equal 74 k 2 resulting in
ΨSF ≈

271 2
32 2
k log2 k −
k + 24k log2 k + O(k).
4
12

(3.9)

For k = 1000, the number of nonzeros would reduce by approximately 5.9%.

3.5

Experiments and Evaluation

In this section, we present numerical experimentation of SF . SF is constructed using
DSCPACK [80] for sparse factorization, and using WSMP [41] for CG. The code is
constructed using C and FORTRAN, and compiled using gnu 4.7.2 compilers with O3
optimization. GotoBLAS2 [38] is used by all solvers. We compare Ops to DSCPACK
(DSC), the direct symmetric WSMP, and the hybrid solver from Booth et al. [14] (DI).
However, we only compare times against DSC and WSMP, since DI is coded in MATLAB.
Additionally, we compare SF against WSMP for preconditioned CG.
Test Suites. Our experimentation evaluates SF over a collection of 2D and 3D problems.
Test matrices are divided into two test suites. Test suite A comprises of k × k 5-point
stencil Laplacian problems (2DL) of varying size. Test suite A evaluates the analysis of
the previous section using perfect separators similar to those in the analysis. Test suite B
contains 3D problems, and uses separators found using a multi-level partitioning scheme
from WSMP. Test suite B comprises of 3D regular grid Laplacian problems (3DL) and
stiffness matrices for a brick in 3D using 20 node serendipity elements and the equations
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of linear elasticity (Brick ). Brick is generated using ex10.c from PETSc [6]. These
matrices are found in Table 3.1 and 3.2.
Table 3.1: Test Suite A
Matrix
2DL300
2DL500
2DL700

n
90,000
250,000
490,000

nonzeros
448,800
1,248,000
2,447,200

Table 3.2: Test Suite B
Matrix
3DL40
3DL50
Brick20
Brick30

n
64,000
125,000
13,860
44,640

nonzeros
401,896
802,376
1,912,944
6,500,784

Metrics for Evaluation. We evaluate methods in terms of the number of Ops and
time to factor and solve (T). When comparing Ops, we will commonly use relative
improvement (ROps(x)) to compare method x to WSMP, and compare the time for
setup and solving m RHS for method x to WSMP as RT ime(x), i.e., ROps(x) =
Ops(WSMP)−Ops(x)
T(WSMP)−T(x)
, RT ime(x) =
.
Ops(WSMP)
T(WSMP)
Evaluation of Test Suite A: 2D Laplacian problems. We evaluate our cost analysis
of the 2D stencil problem in Fig. 2 and Fig. 3 using 1 and 20 solves. For this evaluation,
√
we assume that β is 1/2 and therefore use the fixed number of 1/2 k CG iterations.
For all RHS, the solution found with SF has error on the same order of magnitude as
WSMP. We notice in Figure 3.2a that SF reduces the number of Ops similar to predicted
in the analysis section by approximately 10%. The slight increase of reduced Ops with
size comes from Ops reduction during solve. This growing reduction with problem size
demonstrates the usefulness of SF for large problems, and this is further demonstrated
in Figure 3.2b. Figure 3.2b demonstrates the Ops for solving 20 RHS will be better
for SF on larger problems than Chol . Note from our analysis and assumption of β, the
√
number of RHS while costing less is ≈ .96 k.

(a) ROps 1RHS

(b) ROps 20RHS

Figure 3.2: Relative Ops improvement for two-dimensional problems
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(a) RTime 1RHS

(b) RTime 20RHS

Figure 3.3: Relative time improvement for two-dimensional problems
In further investigation, we examine the execution time for solving 1 and 20 RHS
in Figure 3.3a and Figure 3.3b. We first notice SF ’s improvement over other methods
when performing one solve and how SF ’s improvement increases with the size of the
problem from 21% to 31%. Even when solving 20 RHS, our method outperforms sparse
Cholesky when k > 500.
Additionally, we examine the memory reduction for using SF compared to sparse
Cholesky. In particular, we consider the metric
RN N Z(x) =

N N Z(W SM P ) − N N Z(x)
N N Z(W SM P )

(3.10)

in order to validate our memory analysis. The resulting RN N Z for test suite A is found
in Table 3.3. We observe that the number of nonzeros reduced decreases as the grid size
increases.
Table 3.3: Relative decrease in the number of nonzeros need by SF compared to sparse
Cholesky.
M atrix
RN N Z

2DL300
7.80%

2DL500
6.70%

2DL700
6.10%

Evaluation of Test Suite B: 3D Laplacian and Brick. Our second set of problems
represents a key area, because they are more difficult for iterative methods, e.g., CG,
and ND using multi-level partitioning schemes may have larger separators. For this set,
the fix number of CG iterations is set to 1000 based on observed condition number;
however, we allow CG to stop if the relative error of the solution is below O(10−12 ). All
the solutions have error similar in magnitude to Chol .
Figure 3.4a and Figure 3.4b present the relative time for SF and DSC relative to
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WSMP for 1 and 50 RHS. We first notice the execution times are better than those from
test suite A. The execution time is greater than 40% for all matrices solving once. This
better performance is in part due to the larger Schur complement in the top levels of our
tree. For Brick30, the top level separator dimension is 3960 where the largest 2D top
level separator dimension is 700.

(a) RTime 1RHS

(b) RTime 50 RHS

Figure 3.4: Relative time improvement for three-dimensional problems
Additionally, we observe that 3D problems allow SF to solve a greater number of
RHS while costing less than sparse Cholesky. In Figure 3.4b, SF solves almost 50 RHS
before costing more than sparse Cholesky, and demonstrates a trade-off between the
number of solves and the number of nonzeros.
Experimentation with Iterative Solvers. SF outperforms DI which is shown to be
better for multiple solves than precondition CG in Booth et al. [14]. Here we demonstrate
that SF does better than preconditioned Conjugate Gradients with level-0 incomplete
(PCG). We demonstrate SF outperforms PCG for both test suites reordered with reverse

(a) RTimeI 1 RHS Test Suite A

(b) RTimeI 1 RHS Test Suite B

Figure 3.5: Relative time improvement compared to PCG
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Cuthill-McKee (RCM) by examining the relative time improvement over PCG, i.e.,
RT imeI(x) =

T (P CG) − T (x)
T (P CG).

(3.11)

In Figure 3.5a, the RTimeI for test suite A is given for 1 RHS, and we notice that the
savings can be as high as 57.9%. In Figure 3.5b, the RTimeI for test suite B is given for
1 RHS, and we notice that the savings are not as large as only 14.9%. For both test suite
A and B, the relative time improvement decreases as the size of the problem increases.

3.6

Substituted Factorization Contributions

SF provides two improvements from the work Booth et al. [14]. First, we construct a
direct method by bounding the number of iterations and using CG. Second, we provide a
new formulation that allows for the factorization of the off-diagonal entries, thus removing the need for both forward/backward solves at multiple steps. Additionally, the offdiagonal entries allow for our method to expand terms related to A33 from equation 3.1
into submatrices that will be solved using our derived substitutions. This expansion
reduces Ops and provides better matrix conditioning as observed in the experimental
section.

3.7

Conclusions

Finding the most efficient solutions of sparse linear systems arising from finite discretization of second-order elliptic PDEs is very important to the performance of scientific codes.
We have developed substituted factorization (SF) that finds solutions with the robustness
of direct methods in less time than a direct solution based on sparse Cholesky factorization for a given number of solves. Specifically, the number of float-point operations
during factorization will reduce by 10% for the k × k finite-difference problem. Additionally, experiments on our test suites demonstrate that execution time may reduce by
as much as 48.9% on 3D problems and 31.7% on our 2D problems. SF method provides
a needed method between sparse Cholesky and CG in terms of the number of solves
needed to amortize factorization or preconditioning cost.

Chapter

4

Multiple Level Substituted
Factorization Hybrid Linear Solutions
This chapter presents a compressed formulation of a two- and three-level substituted
factorization . This work continues the work presented in the last chapter by added a
three-level formulation called SF-3 . Both the two and three level methods are used on a
large array of problems taken from real life problems. Analysis is done to compare when
which formulation is preferred based on model finite difference problems.

4.1

Introduction

Many large sparse linear systems require robust solving methods that utilize limited
memory. Classical iterative methods, such as Conjugate Gradients (CG) [28, 72, 76, 96],
may be fast and have a small memory foot-print. However, these iterative methods
suffer from their lack of robustness; i.e., they often converge slowly, and may fail to find
a sufficiently accurate solution when the system is ill-conditioned. Direct methods, such
as Cholesky and LU factorization [22, 21, 34, 46], are very robust, but suffer from a high
computational cost and large memory foot-print. An issue arises when a robust solution
must be found on a memory limited machine, since the additional memory needed by
direct methods can grow superlinearly [32]. In this work, we present a new hybrid solver
method called substituted factorization (SF ) that provides a robust solution faster and
uses less memory than direct solvers.
Hybrid solvers [14, 15, 31, 82] mix direct and iterative methods in order to provide
robust solutions while reducing memory usage and possibly computational time. The
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robustness, memory, and time of these solvers depend on the mixture of direct and
iterative methods used. Most hybrid methods solve for the unknown vector x of the
square nonsingular system Ax = f using a Schur complement method. When A is
symmetric, the Schur complement method will factor A as
A1 K T
K

A1

!
=

L1

0

KL−T
1

S

!
×

LT1

T
L−1
1 K

0

I

!
(4.1)

−1 T
where S is the Schur complement, and formed as S = A2 − KL−T
1 L1 K . The unknown

vector x can be solved using the following set of equations
0

A1 x1 = f1

(4.2)
0

Sx2 = f2 − Kx1

(4.3)

A1 x1 = f1 − Kx2

(4.4)

where x1 , x2 , f1 , and f2 are x and f split into correct size subvectors. In particular,
the subvectors corresponding to A1 are solved using direct methods. The subvectors
corresponding to S are solved using an iterative method, since S may be better conditioned than A and will become dense. Hybrid solvers will vary the size of S and make
choices on which factored submatrices to explicitly store in order to improve robustness
and reduce memory.
In this paper, we present a new hybrid method called substituted factorization (SF )
that selectively replaces expensive factorization with multiplication and triangular solves
within the Schur complement. We provide two formulations of SF , namely, a two-level
and three-level formulation. For these formulations, we present:
• A detail account of each formulations of SF ;
• Analysis on the selection between the two methods in terms of structural and
numerical properties of the Schur complement based on model two and three dimensional problems;
• Empirical evaluation of SF compared to the direct solver MUMPS, the iterative
solver Aztec, and the hybrid solver HIPS.
Additionally, we demonstrate that this method provides flexibility and reduced computational time while still producing a memory efficient robust solver.
This paper is organized as follows. We first provide a needed brief overview of
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iterative, direct, and hybrid methods in Section 2. In Section 3, we detail the two-level
and three-level formulation of SF . Section 4 analyzes the computational and memory
cost for both formulations in order to better understand the trade-offs between them
based on problem type. Section 5 provides an empirical evaluation in terms of time and
memory of our methods compared to direct, iterative, and hybrid methods. Future work
is provided in section 6, and conclusions are given in Section 7.

4.2

Background and Related Work

In this section, we present a brief background on conditioning, sparse direct solvers,
Conjugate Gradients, and hybrid methods. We limit our background to the methods
directly relevant to SF , and additional background on solvers can be found in several
texts [21, 84, 34]. Additionally, we provide some of the previous work related to the
construction of SF .
Conditioning. Consider solving the linear system Ax = f for the unknown vector x. In
order to solve for x, A must be square and nonsingular. However, these two conditions
alone may not be sufficient to find a highly accurate x for all solving methods. The
solution to a linear system found using an iterative method may not be accurate or
certain forms of factorization may fail if A is almost singular. These types of matrices are
commonly called ill-conditioned [36, 84], and the degree in which they are ill-conditioned
is based on their condition number. The condition number of A is defined as
κ(A) = ||A||2 ||A−1 || =

λmax (A)
λmin (A)

(4.5)

where ||·||2 is the `2 norm, λmax (A) is the largest eigenvalue, and λmin (A) is the smallest
eigenvalue [36]. A singular coefficient matrix has κ(A) = ∞, and a nonsingular coefficient
matrix becomes more ill-condition as its condition number approaches ∞. A robust
solver will be able to find an accurate solution for a coefficient matrix that may be
ill-conditioned to some degree.
Hybrid solvers many times exploit the fact that the condition number of the Schur
complement will be less than or equal to the whole linear system. Many times κ(S) will
be smaller. Work by Mansfield [67] outlines that in a linear system from the discretization
of an elliptic problem on a regular grid will have κ(S) = O(h−1 ) where h is the distance
between grid points.
Sparse direct solvers. Sparse direct solvers [22, 21, 40] compute solutions to linear
systems using sparse factorization and triangular solves. The solution of these solvers is
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robust, and can be found fast using triangular solves after factorization. However, sparse
factorization can be time consuming, and the factored coefficient matrix will have a memory foot-print larger than the original matrix. The additional memory needed to store
the factored coefficient matrix stems from zeros becoming nonzeros during factorization,
and these new nonzero values are called fill-in. Matrix reorderings can be applied to the
coefficient matrix to reduce fill-in, but both the memory and computational cost may
still grow superlinearly with the dimension of the matrix [32]. Because of this growth,
very large ill-conditioned coefficient matrices may have a factorization size too large for
the computer system’s memory.
Conjugate Gradients. Conjugate Gradients (CG) is a popular Krylov space method
for solving linear systems that are symmetric positive definite (SPD) [72, 96]. Their
popularity stems from requiring only a small amount of additional memory for temporary
vectors, while being faster than many other iterative methods. The rate of convergence
of CG is governed by the condition number of the matrix [96]. In particular, the number
p
of iterations needed for convergence is O( κ(A)) [11]. CG can be made more effective
by using a preconditioning scheme to improve the condition number, and, therefore,
improves the convergence [5, 13, 60]. However, CG may still fail in practice if the system
is ill-conditioned.
Hybrid methods. Hybrid solvers aim to provide a robust solver while levering the
benefits of both sparse direct and iterative methods. Sparse direct solvers depend on
factorization techniques, such as sparse Cholesky and LU, and sparse triangular solves.
Iterative solvers, such as Krylov space method including Conjugate Gradients (CG)
and Generalized Minimal Residual Method (GMRES) [85], depend on iterating to a
solution. However, the number of iterations required and ability to converge depends on
the conditioning of the linear system. Linear systems that are ill-conditioned may fail
to converge or require too many iterations to make iterative methods cost efficient.
In recent work [31, 82], hybrid methods are used to reduce the memory foot-print
and computational cost compared to direct methods for matrices that iterative methods
are not sufficient to solve. Two hybrid solvers are HIPS [31] and SHYLU [82], and both
hybrid solvers rely on the Schur complement method in equation 4.2. The fundamental
difference between these two methods is in how S is formed and implementation techniques. SHYLU uses very simple methods to determine S based only on size of work, and
the real power behind SHYLU is being a hybrid MPI/OpenMP implementation. However, HIPS uses a more complex scheme for forming S based on ordering submatrices in
S based on connections to A1 . In this paper, we will primarily compare to HIPS, since
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the real power of SHYLU comes from its hybrid parallel implementation and we will only
test our method in serial. Additionally, SF takes significant concern of the submatrices
of S including order, though not in the same way HIPS does.
In our earlier work by Booth and Raghavan [15], we demonstrate a computationally
less expensive alternative hybrid solver for large sparse symmetric positive definite systems arising from the numerical solution of elliptic partial differential equation. This
earlier work is the first to explore the use of substituted factorization to reduce computational cost using a simplified two level method on a two (k × k) and a three (k × k × k)
dimensional model grid problems. The success on model problems has lead to continued
research and new results, which we present in this paper. This paper contributes to the
development of the novel substituted factorization method by providing the following:
• An in-depth analysis of the two-level method for general symmetric positive definite
matrices, along with new notation;
• An in-depth introduction and analysis of a new three-level method for general
symmetric positive definite matrices;
• An analysis on the selection between two-level and three-level methods dependent
on matrix structure and numerical properties of the Schur complement using model
problems;
• Empirical evaluation over a larger test suite of coefficient matrices taken from real
life applications;
• An empirical evaluation of memory foot-print used;
• Comparison to the direct solver MUMPS, preconditioned CG from Aztec, and the
hybrid solver HIPS.

4.3

Substituted Factorization

In this section, we present our hybrid solver method known as substituted factorization (SF ) with two formulations, i.e., a two-level (SF-2 ) and a three-level (SF-3 ) formulation. An initial work on SF-2 was published in [15], however this work provides a
cleaner notation of the new SF-2 formulation relating to SF-3 and other hybrid solvers.
For our method, we consider solving the large sparse symmetric positive definite (SPD)
system Ax = f where A ∈ Rn×n , and x, f ∈ Rn . In this linear system, x is a vector of
unknowns and f is referred to as a right-hand side vector of known values (RHS).
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The outline of this section will be as follows. We will first talk about the ordering of
the coefficient matrix. In particular, the ordering of A will affect the formulations of S
in equation 4.2 for all hybrid methods. Second, we will introduce SF-2 . Lastly, we will
introduce SF-3 that will use SF-2 .

4.3.1

Ordering

Sparse matrices are often reordered when solving for a number of reasons. These reasons include reducing fill-in for direct methods [32] or reducing iterations for iterative
methods [13, 28]. Likewise, hybrid methods strongly depend on reordering of sparse
coefficients matrices. Orderings for hybrid methods are aimed at reducing the memory
required via fill-in reduction and implicitly forming a large Schur complement that is well
conditioned. In most cases, these reorderings use a symmetric permutations, A = P ÃP T ,
where A is the reordered matrix and P is a permutation matrix. We will consider matrix
reordering based on a graph representation G =< N, E > of the original matrix A with
the aim of reducing fill-in and providing a number of independent sets that can be solved
concurrently. Each row/column of A represents a node (n ∈ N ), and each nonzero in
the strictly lower triangular submatrix of A is a nondirected edge (e ∈ E) in the graph.
Nested dissection based orderings are commonly used by multifrontal direct and hybrid solvers as it provides reduced fill-in for model grid problems [22, 32]. In a traditional
nested dissection ordering (ND) [32], a set of nodes is found that divides the graph into
two approximately equal size subgraphs, and this set is renumbered larger than the nodes
they divide. The set of nodes that divides the graph is commonly called the separator
set (Λ0 ) and the two other sets are called domains (Ω0 and Ω1 ). This process is done
recursively on the domains until a separator or domain is found of desired size. The new
number of the graph nodes provides the location of the corresponding row/column in
the coefficient matrix. Using traditional renumbering scheme, A will have a form of that
in Figure 4.1a.
In most hybrid solvers, separating nodes are renumbered to the bottom right side
of the matrix as in Figure 4.1b. These reordered separating nodes will resolute in determining the Schur complement. Hybrid solvers will vary the size of S by choices in
how they find and classify sets of separators. For instinct, the hybrid solver SHYLU [82]
may use narrow separator, i.e., the number of nodes in the separator set (Λ0 ) is the
minimal number required to separate the graph into two pieces. However, SHYLU may
also use wide separators where the set of nodes is not of minimal size. The hybrid solver
HIPS [31], on the other hand, uses a Hierarchical Interface Decomposition (HID) on
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(a) ND level based ordering.

(b) Modified ND with separators reordered
at the end.

Figure 4.1: A sparse matrix reordered using ND in order to form Schur complement
regular grids that divides the set of nodes into domain edges and cross-points based on
if the node has a edge connecting to a domain. SF relies on simple narrow separators
that reorder the top k level separators at the end of the right of the matrix, where k is
either 2 or 3 depending on the formulation used. In such cases, the two-level method
will result in 3 separators and three-level method will result in 7 separators making up
the Schur complement.

4.3.2

Two-Level Substituted Factorization

(a) SF2 Ordering of A.

(b) SF2 Partially Factored.

Figure 4.2: A block diagram of reordering for SF-2
In a two-level substituted factorization (SF-2 ), the matrix (A) is first reordered
and than partially factorized. A is first reordered as in Figure 4.2a by stacking the
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submatrices corresponding to the top two levels of separators at the bottom right-hand
side of the matrix. This reordered matrix undergoes a partial factorization similar to
equation 4.2 as seen in Figure 4.2b. We note that the relative size of L and S is not to
scale in Figure 4.2a and 4.2b and will depend on the matrix. The submatrix D contains a
collection of submatrices representing independent domains in the graph representation
that will be sparse. Therefore, SF-2 allows for the full Cholesky factorization of this
submatrix resulting in L. The off-diagonal submatrix K has a number of submatrices
with only zero elements and submatrices that would become dense when factorized along
with D. Because of becoming dense, many hybrid solvers, such as SHYLU and HIPS,
avoid factorization of K by making repeated forward-backward solves of L. In SF-2 ,
we allow for the factorization updates of L to move into K resulting in a factored C.
The matrix C can then be used in the Schur complement representation, equation 4.2,
to implicitly form S quickly and to make updates to the right-hand side vector while
solving. We find that allowing for this additional factorization and memory cost allows
for a faster robust solver.
The key aspect of SF-2 is the handling of the Schur complement submatrix S. Because the submatrix S become dense during factorization, S is normally handled implicitly and never fully formed. In many hybrid solvers, S is solved using an iterative solver
such as CG or GMRES with both preconditioning and restarts. However, SF-2 breaks
S into submatrices based on level, i.e., S0,0 , S1,1 , S2,2 . We note that submatrices in S
are numbered from the bottom right-hand corner up to the left-hand corner. This numbering is similar to the order in which separators are found and reordered. The goal of
breaking S into submatrices is two fold. First, the condition numbers of these smaller
submatrices tend to be smaller than the condition number of S. These smaller condition
numbers may result in few iterations. Second, we additionally create concurrency that
could be used if we were to implement SF-2 in parallel. However, we only focus on the
first reason in this work.
In order to solve for a given right-hand side vector, forward solves are first done on
L. Next, the right-hand side vectors corresponding to S1,1 and S2,2 are solved iteratively
before those corresponding to S0,0 . Finally, a backward solve is done by S1,1 , S2,2 , and
L. Using this method to handle S, we can write out SF-2 the following set of equations:
xfL = L−1 fL
< fˆ2 ; fˆ1 ; fˆ0 > = < f2 ; f1 ; f0 > −CxL
xfi

−1 ˆ
= Si,i
fi for i ∈ {1, 2}

(4.6)
(4.7)
(4.8)
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−1 ˆ
x0 = S̃0,0
(f0 − S0,2 xf2 − S0,1 xf1 )
−T
T
xi = xfi + Si,i
(S0,i
x0 )

xD = L−T (xfL − C T < x2 ; x1 ; x0 >T )

(4.9)
(4.10)
(4.11)

where ”;” in < f2 ; f1 ; f0 > represents vertical concatenation as in Matlab [69] notation
and
−1 T
−1 T
S̃0,0 = S0,0 − S0,2 S2,2
S0,2 − S0,1 S1,1
S0,1 .

(4.12)

We note that even though Si,j are explicitly written in the above formulation, we do
not explicitly form in our implementation. We will next examine how our three-level
formulation works.

4.3.3

Three-Level Substituted Factorization

(a) SF3 Ordering of A.

(b) SF3 Partially Factored.

Figure 4.3: A block diagram of reordering for SF-3
In a three-level substituted factorization (SF-3 ), the matrix (A) is first ordered as
in Figure 4.3a by stacking the submatrices for the top three level separators in the
bottom right-hand corner. Once reordered, the partial factorization of A results in
the submatrices in Figure 4.3b. Similar to SF-2 , L is the result of performing sparse
Cholesky on D, while C contains the factorization updates of D. As noted before, many
submatrices inside of C may become dense due to fill-in from factorization. However, C
is now even smaller as S grows to encompass all three levels. The three-level method
trades factorization time and memory for more work when solving for a given right-hand
side vector associated with S. The larger submatrix S now contains the submatrics Si,i
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for i ∈ {0, ..., 6} numbered starting from the lower right-hand corner again.
To solve for a given right-hand side vector of this larger S, special care must be taken.
First, the right-hand side vector corresponding to Si,i for i ∈ {3, ..., 6} can be solved in
parallel with no difference from that of SF-2 . Additionally, Si,i for i ∈ {1, 2} can follow
as the second level solves in SF-2 . However, A number of temporary update vectors
(u) are needed to mend the connection from the 2nd and 3rd levels after the forward
solve for i ∈ {1, 2}. These vectors hold partial solutions for x3 , ..., x6 , and they are used
in multiple steps. Again, the choice of forming blocks implicitly or explicitly in S will
depend on the trade-off of computation time and memory, and this trade-off becomes
even more important as the submatrices become smaller. In particular, we will outline
in the experimental section our rules for this trade-off, though they may not be optimal.
Solving with SF-3 requires the following step, and these steps are outline in the
equations below:
xfL = L−1 fL
< fˆ6 ; fˆ5 ; ...; fˆ0 > = < f6 ; f5 , ...; f0 > −CxfL
xfi

−1 ˆ
= Si,i
fi for i ∈ {3, ..., 6}

xfi

−1 ˆ
= S̃i,i
(fi − Si,2i+1 xf2i+1 − Si,2i+2 xf2i+2 ) for i ∈ {1, 2}

ufi

−1
= Si,i
(SbTi−1 c,i xb i−1 c ) for ∈ {3, ..., 6}
2

x0 =

−1 ˆ
S̃0,0
(f0

2

− S0,6:3 < xf6 ; xf5 ; ...; xf0 > −

S0,2:1 < xf1 ; xf2 > −S0,6:3 < uf6 ; ...; uf3 >)
−T
ui = Si,i
S0,i x0 for i ∈ {3, ..., 6}
−T
T
xi = xfi + Si,i
(S0,i
x0 − Si,2i+1 u2i+1 − Si,2i+2 u2i+2 )

for ∈ {1, 2}
xi = xfi + ufi + ui for ∈ {3, ..., 6}
xL = L−T (xfL + C T < x6 ; x5 ; ...; x0 >)
where ”;” represents vertical concatenation again and
−1
−1
T
T
S̃i,i = Si,i − Si,2i+1 S2i+1,2i+1
Si,2i+1
− Si,2i+2 S2i+2,2i+2
Si,2i+2
for ∈ {1, 2}

S̃0,0 = S0,0 −

6
X
i=1

−1 T
S0,i Si,i
S0,i .
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4.4

Substituted Factorization on Model Problems

This section analyzes the reduction in computational and memory cost of substituted
factorization for three problems. These problems help to illustrate the improvements due
to SF , the trade-off between SF-2 and SF-3 , and the effect of less than ideal separators
chosen to form the Schur complement. Here, ideal separators are the smallest node
separator that divides the problem into two equal parts. In particular, we will examine
the 5-point two-dimensional k × k finite difference problem (square), the 7-point threedimensional k × k × k finite difference problem (cube), and the 7-point three-dimensional
k × s × s where s < k finite difference problem (rectangle).
We will examine three metrics for these problems. The first metric is the computational cost related to factoring the Schur complement that we denote as Γ(problem, l)
where problem is the name of one of the three problems and l is either 2 or 3. The second
metric is the number of nonzeros that would be stored by factoring the Schur complement
that we denote as Ω(problem, l). Lastly, we consider the iterative solve cost overhead of
solving the Schur complement using SF . We denote this metric as Θ(problem, l), and
this metric equals the cost to solve our Schur complement with CG. When considering
√
the cost of the Conjugate Gradient method, we estimate cost as β k iterations times the
number of nonzeros for two-dimensional problems and βk iterations times the number of
nonzeros for three-dimensional problems. This estimate is based on that the number of
iterations the Conjugate Gradient method uses as O(κ(A)). Additionally, we noted the
condition number reduction of S in the background section to O(h−1 ) = k for elliptic
problems. We note that with exact algebra, conjugate gradient method will converge
within a number of iterations equal to the dimension of the matrix, but may not with
finite precision due to round-off error. However, this overhead provides only an insight on
the difference in cost for solving the Schur complement portion of the two formulations.
Additionally, when comparing relative improvements of these metrics, we will consider a problem size of 1, 000, 000, i.e., k = 1000 for the square problem and k = 100 for
the cube problem.

4.4.1

A Two-Dimensional Square Finite Difference Problem

We first consider the square problem. The first classical analysis of the 5-point k×k finite
difference problem was done by George [32]. In George’s original work, the number of
multiplications needed to factor this problem ordered using nested dissection is
17k 2 log

2 k+

847 2
28 k + O(k log2 k).

267 3
28 k

−

If an ideal ”+” shaped separator is used for SF-2 , then
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Γ(square, 2) =

23 3
24 k

+ 78 k 2 + 16 k. This is approximately 10% of the total factorization

cost. By not storing the factored Schur complement, the number of nonzeros needed
to be stored is reduced by Ω(square, 2) = 74 k 2 . This reduction is approximately 5.9%
of the total number of nonzeros needed to store the whole factorization. Using SF2 , the iterative cost overhead would be Θ(problem, 2) = 2βk 3/2 . We notice that the
iterative cost overhead of SF-2 is much higher than the savings from Γ(square, 2) when
the number of iterations required equals the dimension, but is less if the number of
iterations is smaller. This means that SF , like most hybrid methods, suffers when the
condition number of the Schur complement is not smaller than the whole linear system.

(a) Three separators on a model grid prob- (b) Three separators on a model grid problem where the third connects to the second lem where the third connects to the first
level separator.
level separator.

Figure 4.4: Two different ways to select three separators for the k × k grid
When considering SF-3 , two ideal separator setups can be considered. These two
separator setups are given in Figure 4.4a and 4.4b. Here, the first setup with the third
level separator connecting with the second level separator, i.e., Figure 4.4a, will have the
least fill-in, and will be considered in this our metrics. The reduction of multiplication
float-point operations from factorization will be Γ(square, 3) =

127 3
47 2
1
96 k + 16 k + 2 k.

This

is approximately 3.8% more of a reduction than Γ(square, 2) . The resulting reduction
in nonzeros needed to be stored is Ω(square, 3) =

19 2
8 k

+ 5k, which will only reduce the

total number of nonzeros by 0.5% more than SF-2 . Lastly, Θ(problem, 3) =

11
3/2 .
4 βk

This new iterative overhead is 27% higher than SF-2 when β = 1. This means that far
fewer right-hand side vectors can be solved for while costing less than a direct method.
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Additionally, this would be far more sensitive to the value of β, making SF-2 a more
ideal formulation for this two-dimensional type of problem.

4.4.2

A Three-Dimensional Cube Finite Difference Problem

Figure 4.5: Three plane separator of a cube
The three-dimensional cube problem results in a much higher computational and
memory cost for direct methods.

This higher cost is due to separators now being

planes instead of lines. In Figure 4.5, we demonstrate the cube problem with a 3
plane separators. The computational cost of factoring two levels of these separators is
Γ(cube, 2) =

23 6
24 k

1 2
4
+ 15
8 k + 6 k . We note that the computational cost now is dominated

by k 6 in place of k 3 creating a much higher cost reduction. However, the total factorization cost of the cube problem is now much higher costing at most

1088357 6
4
205065 k + O(k )

[79],

and this translates to a savings of 18%. Additionally, the number of nonzeros stored decreases by Ω(cube, 2) =

11 4
4 k

which is about 22.9% of the total nonzeros, i.e., 12k 4 [79].

Lastly, the iterative cost overhead is Θ(cube, 2) = 3βk 3 We can observe that our iteration overhead is very small now, and that β can become very large without harming the
over all perform gains.
For SF-3 , the natural ideal separators are those in Figure 4.5. Using these three
levels of separators, the computational cost due to factorization reduces by Γ(cube, 3) =
73 6
32 k

+

29 4
4 k

+ 14 k 2 . By using SF-3 , the computational cost reduces by another 24.9%,

which means SF gets even more returns by using three levels. This dramatic increase is
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due to the dense fill-in from the third level for the connection to 1st and 2nd levels that
is unseen in the square problem, since the 3rd level in the two-dimensional problem only
intersects one other level. The number of nonzeros reduced by not storing the factored
Schur complement is Ω(cube, 3) =

35 4
8 k ,

which is 36.5% of the total nonzeros of the

full factorization. This decrease is not as high as those for computations, but is still
higher than we get when moving from SF-2 to SF-3 in the two-dimensional square case.
Additionally, the iterative overhead cost is Θ(cube, 3) = 6βk 3 , which is still too small to
critically harm the total cost.

4.4.3

A Three-Dimensional Rectangular Prism Finite Difference Problem

Here we consider a model problem where the size of the separators may not decrease in
an ideal fashion in order to better understand the result when our assumptions do not
hold. We do this by considering a three-dimensional rectangle prism of size k × s × s
where s < k. Ideally, the first separator will be in the plane of smallest dimension,
namely s × s. However, the standard 3 plane separator will result in larger separator
planes in the 2nd and 3rd levels of substituted factorization . This fact will exacerbate
the iterative overhead with repeated CG while reducing the computational reduction of
not factoring the Schur complement. For insight, we will first derive the three metrics
of SF-2 and SF-3 in terms of k and s for completeness. We then will consider a specific
case in order to be comparable to the square and cube problems.
In the general case, the computational saving for not factoring the Schur complement
is
1 3 3 1 2 4 1 2 2 1 5 1 3 1
s k + s k + s k + sk + sk + sk +
24
4
8
2
2
2
1 6 1 4 1 2
4
k + s + s + s
3
2
6
23 3 3 7 2 4 15 2 2
31
Γ(rectangle, 3) =
s k + s k + s k + sk 5 + 3sk 3 + sk +
96
8
16
32
1 6 1 4 1 2
4
3k + s + s + s .
3
2
6
Γ(rectangle, 2) =

(4.13)

(4.14)

The number of nonzeros would be reduced by
1
1
Ω(rectangle, 2) = s2 (s × k) + (s × k)2 + s4
4
2
5
1
2
2
Ω(rectangle, 3) = 2s (s × k) + (s × k) + s4 .
8
2

(4.15)
(4.16)
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We do not provide the general iterative overhead for this case as it is easily computed
and does not provide any insight since there is no algebraic reduction.
We consider a particular choice of s in order to provide a better comparison to the
square and cube problem. We will consider the case where s = k/2 and

k
2

×

k
2

×k =

1, 000, 000, i.e., k̃ ≈ (4, 000, 000)1/3 . When we make this substitution, the reduction in
computation due to factorization reduces by
Γ(rectangle, 2) =
Γ(rectangle, 3) =

31 6 49 4
7
k + k + k2
96
32
24
193 6 305 4 101 2
k +
k +
k .
256
64
142

(4.17)
(4.18)

Now SF-2 only saves 6.8% and SF-3 only saves 14.2% from a full factorization. This is
much less than using the ideal separator on the cube. Additionally, the memory saved is
Ω(rectangle, 2) =
Ω(rectangle, 3) =

7 4
k
32
7 4
k ,
16

(4.19)
(4.20)

which is slightly less for SF-2 by 1%, but more in SF-3 by 7.3%. However, we see a
significant change for solving. The iterative solve overhead is now
Θ(rectangle, 2) =
Θ(rectangle, 3) =

5 3
βk
4
11 3
βk .
4

(4.21)
(4.22)

Though these seem smaller, we are now using k̃, and the iterative cost overhead for
SF-3 is now 1.83× larger for β = 1. Therefore, any variation in β can almost double
the number of float-point operations. From this example, we see how SF is negatively
affected when separators do not have a decreasing size in each level. This negative effect
comes from less than ideal reduction of factorization cost and increase iterative solve
cost. In the next section, we will look at empirical results of SF applied to matrices with
less than ideal separators.

4.5

Experiments and Evaluation

In this section, we examine the computational time, memory foot-print size in terms
of nonzeros, and trade-offs of SF-2 and SF-3 compared to direct, iterative, and the
HIPS hybrid solver. SF is constructed through modification of the direct solver package
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MUMPS [2], which is used for sparse factoring and triangular solves. Initial reorder is
found using METIS 4.4.0 [56], and sparse CG is carried out using Aztec [87]. For SF ,
the submatrices of S are not explicitly formed, but are used implicitly except in the
following cases:
• The block is smaller 16KB, i.e., half of L1 cache size;
• The cost of keeping the submatrix (Ai,j ) in sparse matrix representation is similar
or larger than dense representation.
Both cases are common when separators become relatively small. In these cases, forming Si,j explicitly and storing in dense notation reduces computational time while not
sacrificing much additional memory. If Si,j is explicitly formed where i = j, a BLAS
optimized CG is used that utilizes GotoBLAS2 [37, 38] in place of Aztec. All codes
are written in C and FORTRAN, and compiled using gnu 4.7.2 compilers with 03 optimization. All timings are collected in serial on a Intel Xeon E7-8837 with Westemere-EX
microachitecture with 512 GB DRAM [86].
SF-2 and SF-3 are compared against MUMPS direct solver package, Aztec iterative
solver package, and HIPS hybrid solver package. All MUMPS experiments where done
in serial with symmetric factorization with A reordered using ND from METIS. We will
compare against preconditioned CG (PCG) of Aztec, where the preconditioner is the
level-0 incomplete Cholesky factorization. The level-0 incomplete Cholesky factorization
is chosen as the preconditioner as it will only use additional memory equal to the original
matrix, despite that better preconditioners may exist for specific matrices in our test
suite. PCG is done on matrices reordered with reverse Cuthill-McKee (RCM) [63] and
approximate minimum degree (AMD) [1] orderings. We will denote the Aztec results
as AZ-RCM or AZ-AMD depending on ordering. These two orderings are commonly
used for serial sparse iterative solvers, and matrices with these orderings have faster
convergence than when ordered in ND [13, 28]. We bound the maximum number of
iterations for PCG to be equal to the dimension of the matrix. We consider three domain
sizes for HIPS, namely, 1000, 2000, and 3000. Smaller domain sizes where considered,
but provided no benefits so they will not be presented here. Increasing the domain size
will reduce the size of S, and HIPS will use additional memory. HIPS uses a symmetric
preconditioned GMRES on the Schur complement. We note that GMRES may take
slightly longer per iteration than CG, however CG is not an option for in the HIPS
solver. We bound the number of GMRES iterations to be 1000.
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Test suite. SF is evaluated over a test suite of ten symmetric positive definite matrices
taken from the University of Florida Sparse Matrix Collection [20]. These matrices vary
in size, condition number, and application area. Several are reference in other works on
sparse solvers for comparison. In Table 4.1, we provide a list of the matrices name, size
(N), number of nonzeros (NNZ), condition number (κ), and application area.
Table 4.1: Matrix test suite
Matrix
plat1919
Pres Poisson
bodyy4
ship 001
cfd1
apache1
thermal1
2cubes sphere
G2-Circuit
xenon2

4.5.1

N
1.92E+3
1.48E+4
1.75E+4
3.49E+4
7.07E+4
8.08E+4
8.27E+4
1.01E+5
1.50E+5
1.57E+5

NNZ
3.24E+4
7.16E+5
1.22E+5
3.90E+6
1.83E+6
5.42E+5
5.74E+5
1.65E+6
7.27E+5
3.87E+6

κ
1.26E+19
3.19E+6
1.02E+3
3.96E+12
1.34E+6
3.99E+6
4.96E+5
7.23E+7
1.98E+7
1.75E+5

Application
3 Ocean Model
Fluid Dynamics
NASA
Ship Structure
Fluid Dynamics
3D FD
FEM Thermal
FEM Electromagnetic
Circuit Simulation
Sodalite Crystals

Empirical Results

Timing.

We evaluate our methods’ time (T ) relative to that of the direct solver

MUMPS. In doing so, we define the relative improvement of solver (s) solving for m
right-hand vectors as
RT ime(s, m) =

T (M U M P S, m) − T (s, m)
T (M U M P S, m)

(4.23)

where m = 0 is only time for initial factorization/forming preconditioner. In several
cases, PCG and HIPS did not converge, and we will indicate these using a ’x’.
In Table 4.2, RT ime(s, 1) is given for our set of solvers. We observe that for all
matrices one of the two formulations, i.e., SF-2 or SF-3 , of SF reduces the time to
factor and solve for one right-hand side vector. This reduction with SF can be as low
as 12.97% (plat1919) and as high as 72.19% (2cube sphere). The matrix plat1919 is a
thin finite difference representation of the three oceans model, and 2cube sphere is a
3D representation of two cubes inside of a sphere. For only two matrices (bodyy4 and
apache1), the precondition iterative solver Aztec outperforms either HIPS or SF . These
two matrices have relatively small matrix condition numbers, and they demonstrate that
SF can be used on matrices that iterative solves may not be suitable. In only two cases,
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Table 4.2: Relative improvement in time for factorization and 1 solve compared to
MUMPS (RT ime(s, 1))
Matrix
AZ-RCM AZ-MMD HIPS-1000 HIPS-2000 HIPS-3000
plat1919
x
x
x
x
x
Pres Poisson -73.04% -222.40% 32.95%
33.38%
31.20%
bodyy4
89.24% 76.23%
x
x
62.58%
ship 001
x
x
-1896.48% -1908.17% -283.02%
cfd1
-76.61% -199.48% -96.43% -53.36% -45.54%
apache1
68.47% -28.30% -45.63% -32.46% -33.43%
thermal1
-21.69% -66.84%
-2.65%
2.27%
12.71%
2cubes sphere
x
x
69.12%
60.24%
51.86%
G2-Circuit
-43.08% -102.07% -78.54% -37.90% -30.42%
xenon2
x
-1372.56% 25.16%
22.67%
23.10%

SF-2 SF-3
12.97% -1.31%
18.08% 25.93%
20.74% 26.40%
18.21% 16.82%
27.56% 34.52%
38.34% 44.95%
17.56% 20.14%
69.19% 72.19%
28.40% 38.25%
24.80% 30.50%

i.e., Pres Poisson and Bodyy4, HIPS outperforms SF . Both of these matrices have a
Schur complement with a condition number less than the whole system, (see subsection
5.2 for details on Schur complement condition numbers). However, in several other cases,
i.e., 2cubes sphere and xenon2, the two methods have similar times. Both these matrices
are 3D problems and contain strongly connected components. They also have some of
the highest fill-in when solved with sparse factorization.
Table 4.3: Relative improvement in time for factorization and 10 solve compared to
MUMPS (RT ime(s, 10)
Matrix
AZ-RCM AZ-MMD HIPS-1000 HIPS-2000 HIPS-3000
plat1919
x
x
x
x
x
Pres Poisson -2719.8% -5144.0% -340.5% -272.7% -251.1%
bodyy4
-139.5% -414.9%
x
x
-232.3%
ship 001
x
x
-28564.7% -28691.1% -4621.3%
cfd1
-2899.8% -4884.1% -2562.5% -1653.8% -1420.1%
apache1
-470.6% -2221.8% -2040.7% -1737.8% -1704.9%
thermal1
-2299.9% -3190.3% -1467.9% -1376.5% -1158.1%
2cubes sphere
x
x
-52.2%
-75.7%
-121.5%
G2-Circuit
-1855.8% -2662.1% -1903.4% -1379.6% -1298.8%
xenon2
x
-37310.4% -1358.4% -1341.2% -968.1%

SF-2
SF-3
-32.2% -9871.0%
-25.0% -8.4%
-11.5% -6.7%
-29.5% -32.7%
-4.9% 3.9%
1.2%
2.7%
-29.4% -22.9%
8.5%
9.4%
-18.8% -16.2%
-12.0% -5.3%

In Table 4.3, the reduction of time for factorization and solving for 10 right-hand
side vectors is given for our solving methods. Hybrid solvers generally do not do well
when solving for multiple right-hand side vectors compared to direct methods, since
a solve for direct methods is very small. However, SF off-sets some of the solve cost
by allowing fill-in in the off-diagonal submatrix. This allows for some flexibility in the
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number of right-hand side vectors that can be solved for before cost more than a direct
method. Here, we see that both PCG and HIPS always costs more than a direct method
when solving for 10 right-hand sides. While in most cases, SF also costs more, but the
increase is much less than the other two methods. Additionally, there are three cases, i.e.,
cfd1, apache1, and 2cube sphere, that still outperform direct method. In our previous
work [15], we demonstrated that by using perfect separators the number of right-hand
sides that can be solved for is much greater than found here. This related back to
our analysis of the rectangular prism. In the analysis, we show how not having ideal
separators decays performance of SF .
Memory. However, the goal of a good hybrid solver is not only performance but a
reduction of the memory foot-print. In order to judge the memory used by a solver, we
consider the number of nonzeros in the factored/precondition matrix (P ). We consider
the ratio of the number of nonzeros in the factored/precondition matrix (P ) to that of
the original matrix (A), i.e.,
RN N Z(s) =

N N Z(P )
,
N N Z(A)

(4.24)

for the solver s. For example, incomplete Cholesky with level-0 fill will have RN N Z(s) =
1. A smaller RN N Z is better in terms of memory.
Table 4.4: Memory overhead RN N Z(s) for each solver
Matrix
MUMPS Aztec HIPS-1000 HIPS-2000 HIPS-3000
plat1919
4.56
x
x
x
x
Pres Poisson
7.09
1.00
2.97
3.85
4.74
bodyy4
5.68
1.00
x
x
5.12
ship 001
8.53
x
x
3.23
4.25
cfd1
23.05 1.00
5.95
7.64
9.86
apache1
36.54 1.00
6.64
9.11
11.26
thermal1
5.82
1.00
4.08
4.65
4.71
2cubes sphere 60.22
x
x
7.27
9.36
G2-Circuit
12.38 1.00
4.71
5.80
6.68
xenon2
25.28
x
5.08
5.82
6.70

SF-2
4.04
6.18
7.03
7.13
18.19
17.47
5.53
33.10
9.66
19.79

SF-3
1.57
5.39
5.30
5.90
12.71
10.09
5.13
17.20
7.11
14.85

In Table 4.4, RN N Z is provided for our solving methods. Again, methods that do
not converge are marked with an ’x’. The RN N Z for any matrix and reordering using
Aztec will always be 1, since we only considered level-0 incomplete Cholesky factorization
where the NNZ of the precondition will be the same as the original matrix. Additionally,
RN N Z for MUMPS will always be the largest due to fill-in during complete factorization.
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For HIPS and SF , we indicate inside each method the one with the best time to solve
for one right-hand side vector using bold type. In other words, the bold typed entries
indicate how much additional memory is needed to receive the best observed performance
for tested methods.
We first observe that HIPS has overall a smaller memory foot-print than SF . However, in many cases, the reduction is only slight and the time to solve with HIPS is greater
than SF . In particular, we consider the matrix cdf1 where the RN N Z for HIPS is 9.86
while SF-3 is 12.71. Though the ratio of additional memory seems large, SF-3 is able
to solve 44.95% faster than MUMPS while reducing the memory foot-print by 44.86%.
However, HIPS required 45.54% more time than MUMPS while reducing the memory
foot-print by reducing the memory foot-print by 57.17%. With only about 13% less of
a memory reduction, SF-3 is able to turn a very slow hybrid solve into one that is fast.
In comparison, HIPS does almost as well as SF for xenon2 with only far less memory.
Therefore, we can observe that the choice of the correct method will highly depend on
the matrix itself, along with the number of right-hand solves needed.
We next will analyze the choice of SF-2 and SF-3 for our test suite of matrices in
relationship to the size and condition number of the Schur complement.

4.5.2

Performance in Relationship to Schur Complement
Table 4.5: Submatrix dimension in number S

Matrix
plat1919
Pres Poisson
bodyy4
ship 001
cfd1
apache1
thermal1
2cubes sphere
G2-Circuit
xenon2

level 1
S0,0
31
101
120
255
742
807
116
1529
411
473

level 2
level 3
S1,1 S2,2 min(3 − 6) max(3 − 6)
27 28
23
50
83 101
61
69
61 63
43
56
181 325
156
304
487 511
223
491
321 355
310
348
118 120
117
124
1259 1771
661
951
147 162
169
237
358 368
222
286

In order to better understand choice of methods, we consider some detailed information about the structure and numerical properties of the Schur complement. For our test
suite, we first consider the size of the separator blocks used by SF given in Table 4.5. In
the analysis section, we show how having separators of non-decreasing decays the avail-
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able performance SF . For several matrices, we observe separators that decrease in size
such as ship 001 and cfd1. In SF-3 , multiple additional solves need to be made with Si,i
for i ∈ {1, ..., 6}. Therefore, matrices where the separators corresponding to i ∈ {1, ..., 6}
remain large will not benefit from SF-3 as much as those with separators with decreasing size, such as the rectangular prism. We observe that matrices like ship 001 and cfd1
see a reduction in memory and improved performance from SF-3 , while thermal1 with
separators of all similar size does not see much improvement.
Table 4.6: Condition number (κ) of submatrices of S
level 0
level 1
level 3
Matrix
S0,0
S1,1
S2,2
min(3 − 6) max(3 − 6)
plat1919
1.04E+07 1.40E+04 1.23E+08 2.25E+05 1.79E+07
Pres Poisson 3.77E+03 2.74E+02 8.54E+02 2.76E+02 3.58E+03
bodyy4
1.50E+02 9.59E+01 2.46E+01 2.13E+01 2.94E+00
ship 001
5.79E+09 1.43E+04 1.88E+05 7.91E+04 1.80E+10
cfd1
1.53E+03 2.34E+02 7.64E+02 2.46E+02 7.04E+02
apache1
1.87E+04 5.98E+02 1.52E+02 7.73E+01 1.90E+03
thermal1
1.50E+01 1.80E+01 2.68E+01 4.04E+01 4.48E+02
2cubes sphere 2.04E+04 2.85E+04 1.19E+06 9.72E+03 6.85E+05
G2-Circuit
1.48E+05 2.37E+04 2.07E+02 1.77E+02 2.39E+04
xenon2
2.31E+02 1.85E+02 2.00E+02 9.56E+01 1.61E+03

Total
S
1.39E+09
2.72E+04
2.13E+02
3.46E+10
1.09E+04
2.56E+05
2.57E+03
1.52E+08
3.04E+05
3.75E+03

Next, we consider the numerical properties of the Schur complement. In our previous
work [15] on SF-2 , we used the fact that the Schur complement of a matrix coming
from finite discretization of second-order elliptic partial differential equations on quasiuniform grids with grid spacing h will have a condition number of O(h−1 ), which is at
least one order of magnitude less than that of the original matrix. This fact allowed us
to analytically bound the number of CG iterations to solve the Schur. In Table 4.6, we
provide the condition number of the Schur complement S and submatrices. We observe
first from Table 4.6 & 4.1 that in all but one matrix the condition number of the Schur
complement is less than the original matrix.
Though we wish not to explicitly form the Schur complement during factorization,
we would be able to estimate some form of the condition number during factorization.
These values can help us determine the number of levels to use with SF . Similar to
size, we would like the condition number to get smaller as our submatrix size does.
For example, ship 001 submatrices for SF-3 have condition numbers on the order of
E + 10. When switch from SF-2 to SF-3 , we see no improvement in performance time
as repeatedly solving these small submatrices takes longer than their factorization. In
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further examples, we observe with plat1919 the condition number of submatrices for the
Schur complement decreases. However, the decrease is not enough for the relative size
of the matrix resulting in SF-3 costing more than SF-2 .
Additionally, our analysis assumes a reduction of at least an order of magnitude in
the condition number of the Schur complement. When this property does not hold, the
iterative solve overhead can harm the total performance. This is seen best in the case of
solver for multiple right-hand sides. For example, G2 Circuit does well when solving for
one right-hand side vector, even despite having bad condition of S0,0 . However, when
solving for multiple right-hand side, the iterative solve overhead decays the performance,
and this decay worse in SF-3 due to the high condition number in the third level.
Therefore, the choice between SF-2 and SF-3 depends on the structure and numerical
property of Schur complement. Many of these properties can be observed or estimated
during factorization to determine the correct method. For instance, the method could
check if the next level will have separators much larger than the previous, would be very
small, or have a bad condition number. If any of these conditions are met, the method
could prompt the user if they would still like to continue with SF-3 .

4.6

Future Work and Optional Parameters

With any hybrid method, there exists a number of parameters and elements that can
be modified to change the behavior of the solver. In this section, we cover some of the
options that can be used in the SF framework and future work related to SF . These
changes fall into two board groups, namely numerically and implementation.
There exist a number of numerical options that could be made to the SF framework.
Some of these options include forming a weak preconditioner for our CG method and
dropping element in C below a certain threshold. In many hybrid methods, forming a
preconditioner is not only an option but required in order to solve S due to conditioning.
For several matrices, such as plat1919, ship 001, and thermal1, the condition number of
the submatrices of S where not ideal for SF-3 . In cases such as these, a very light-weight
preconditioning scheme applied only to submatrices with bad conditioning may result in
far better convergence and improved timings.
On the other hand, the memory foot-print may be dramatically improved if performance is outweighted by memory constraints. In our evaluations, we did not drop any
near zero values in any submatrix of the partial factorization. However, hybrid solvers,
such as SHYLU and HIPS, often drop near zero values in calculations dealing with S.
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In our own analysis, we examined the number of nonzeros and values close to zero in S.
We have found that submatrices of S are near dense if S is explicitly formed. These near
zero values are mostly due to fill-in found in C as S is formed by subtracting CC T from
the original matrix. In order to see the effect of thresholding, we consider the percent of
NNZ in the submatrices of S if we drop values < 1e − 20. These percents are given in
Table 4.7, and we can initially observe that memory may be reduced.
Table 4.7: NNZ(A) < e-20
level 1
level 2
level 3
Matrix
S0,0
S1,1
S2,2
S3,3
S4,4
S5,5
S6,6
plat1919 23.52% 14.40% 52.16% 36.23% 57.78% 44.42% 60.36%
Pres Poisson 4.33% 3.34% 4.20% 7.35% 5.37% 6.13% 4.49%
bodyy4 4.17% 6.66% 27.51% 33.42% 30.34% 28.56% 42.57%
ship 001 49.67% 46.26% 49.10% 42.42% 49.23% 48.88% 49.44%
cfd1 0.98% 1.09% 11.70% 19.19% 9.63% 23.61% 18.27%
apache1 0.12% 0.31% 0.28% 0.30% 0.32% 0.29% 0.30%
thermal1 0.87% 0.85% 2.49% 0.81% 0.86% 0.86% 0.85%
2cubes sphere 0.48% 3.77% 0.34% 34.86% 39.88% 44.81% 46.43%
G2-Circuit 0.24% 0.68% 0.62% 0.46% 0.60% 0.59% 0.42%
xenon2 47.35% 47.71% 45.26% 44.37% 42.85% 46.14% 42.15%
Additionally, parallel implementation of the method will be added. Most hybrid
solvers are implemented in parallel either using threads, message-passing, or a combination. The fine grain nature of solving S in SF-2 and SF-3 would improve the scalability
of hybrid solvers that depend on solving S with CG or GMRES.

4.7

Conclusions

In this paper, we consider the construction of a novel multilevel hybrid solving method
called substituted factorization (SF ) for fast robust solutions to sparse linear systems
that uses less memory than traditional direct methods. SF is ideal for large symmetric
positive definite systems where iterative methods fail and direct methods use too much
memory. We provide two formulations for SF , namely, a two-level method (SF-2 ) and
a three-level method (SF-3 ).
In our empirical evaluation, we observe that SF-3 can outperform direct methods by
at most 74% and on average 34%. Though SF-3 performs better than SF-2 on most of
the test suite, there exist corner cases where SF-2 will outperform SF-3 and would be
preferred, such as when solver for multiple right-hand side vectors. We further analyze
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the corner cases where SF-2 outperforms SF-3 based on the structure and numerical
properties of submatrices of S. In this analysis, we observe that SF-2 may outperform
SF-3 if the submatrix size and condition number is not decreased in each level added to
S.

Part 2

Model-Driven Performance
Optimization

Chapter

5

Model-Driven Performance
Optimization
In this chapter, we present a motivation to addres the issue of performance and power
in sparse computations and modeling. We demonstrate the gap that exists between
parallel dense and sparse computations, and show how sparse computations become
a bottleneck for sparse parallel applications. These demonstrations give rise to the
importance of detecting poor performing segments of code, such as sparse computations,
by using models to better optimize code.
Dense computations require regular memory accesses, and many often reuse data.
These type of data accesses fit well into the complex memory hierarchy of modern multicore systems, and computations with these accesses are normally used to benchmark
systems. One example of this is LINPACK [26], which is composed of dense matrix computations. On the other hand, sparse computations require irregular memory accesses,
and many often use multiple pieces of data with no reuse in a single computation. These
computations require high memory bandwidth and low memory latency. Often cores
must wait for data accesses in order to process a computation. This delay results in
fewer useful instructions issued per cycle.
In Figure 5.1, the instruction per cycle (IPC) is plotted for the dense computation matrix-matrix multiplication (MM) and for the sparse matrix-vector multiplication
(SPMV). Both methods were implemented usingGotoBLAS [37, 38]. We notice that for
one core, MM is able to obtain an almost theoretical maximum IPC of 3 for an Intel
Xenon EX-7 [86] with increased core counts. However, SPMV is unable to even achieve
an IPC of 1 on a single core, and decreases with increasing core count.
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Figure 5.1: Instructions per cycle (IPC) of matrix-matrix multiplication (MM) and sparse
matrix-vector multiplication (SPMV) on a Intel Xeon with 8 cores. The theoretical
maximum for this system is 3 IPC.
This gap in performance has a significant effect on the energy cost of the computation,
since energy is the integral of power and time. In Figure 5.2, the energy per instruction
(Joules/Cycles) is plotted for MM and SPMV. Here we see that the energy gap is large
and continues to grow with increased cores.

Figure 5.2: Energy per cycle (Joules/Cycle) for matrix-matrix multiplication (MM) and
sparse matrix-vector multiplication (SPMV).
However, sparse applications are composed of a number of different dense and sparse
computations. In order to understand the needs of HPC applications on modern and
future systems, a number of proxy applications were constructed called mini-apps by the
Department of Energy Laboratories [7, 8]. Two of these mini-apps are CoMD, which is
classical molecular dynamic code, and LCALS, which is a collection of loops from dense
and sparse computations. In Figure 5.3, the IPC is plotted for CoMD and LCALS. Even
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Figure 5.3: Instructions per cycle (IPC) of the mini-apps CoMD and LCALS in relationship to MM and SPMV.
though CoMD and LCALS have sections of dense computations, we can see the overall
IPC of the applications is limited by sparse computations resulting in low IPC.
In order to improve the performance and energy use of sparse applications, we would
like to to optimize performance and power. We aim to achieve this optimization by
identifying a useful model. However, a useful model needs to accomplish the following
goals:
1. detecting whether a code has areas of poor performance
2. identifying code segments that need optimizations
3. providing feedback on the usefulness of investing time on optimization
4. characterizing the performance, power, scalability, and interactions with hardware
of a poor performing code segment.
In the next chapter, we provide a framework for detecting phases in an application
that achieves these four goals. We show how this framework can be used to improve the
overall energy of scientific applications.

Chapter

6

Phase-Aware Energy Savings
This chapter provides an overview of the use of phase-aware models to improve the
energy of multithreaded applications with sparse computations. This phase-aware model
depends on building Hidden Markov Models where the hidden states represent complex
interactions of the application and hardware. Based on the characteristics of these hidden
state, i.e. phases, the voltage and frequency of that processor is scheduled.

6.1

Introduction

Computing resources in current and future chip multiprocessors (CMPs) must contend
with limited power and energy. This limitation is imposed not only by embedded CMPs,
but is also the concern of large high performance systems [49, 54]. Many techniques
reduce a running application’s energy, but no technique is more popular than dynamic
voltage/frequency scaling (DVFS) [66]. The use of DVFS depends on correctly identifying locations in the application to apply scaling. Additionally, the time available to
identify and apply DVFS on a core is reduced as we run the same size application and
data on increasingly higher core counts, i.e., strong scaling. In this work, we provide a
novel scheme for identifying sections of an application based on performance and power
to reduce energy with statically scheduled DVFS.
The DVFS technique reduces the voltage and/or frequency of particular system components in order to reduce power. However, DVFS must be applied to the correct hardware component at the correct time in an application in order to reduce energy, since
energy is the integral of both time and power. When voltage and/or frequency is decreased, the particular hardware component operates at a reduced speed, and, therefore,
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operations depending on the component will be slower. In order to be successful, DVFS
must be applied when the hardware component is underutilized, yet using a large amount
of power.
Many popular DVFS schemes simply base DVFS on a sample of performance and
power at regular intervals [94]. If the regular interval is small enough, the behavior
of the application in the previous interval may be a good indicator of behavior in the
next interval. This prediction is especially true for loop-based codes. On the other
hand, these schemes may perform poorly on multi-threaded applications that will utilize
CMPs with high core counts. In order to fully utilize high core counts, applications must
implement a form of fine-grain parallelism that will divide work across cores. Fine-grain
parallelism will reduce the predictability of these samples, and samples will need to be
taken more often. As a result, a DVFS scheme for future many-core processors will need
to be able to identify all sections in the application with unique performance and power
characteristics.
In this work, we will refer to a particular section of the application that has a set
performance and power characteristic as a phase. To apply DVFS efficiently, one must be
able to identify a phase with low performance and high power. However, the selection of a
method for judge performance and power will depend on the system and application. For
example, CMPs with multiple levels of cache may use loads missed, while a Network on
Chip (NoC) processor may use communication distance for a performance metric. Moreover, multiple measurements can be combined to identify performance and/or power. A
DVFS scheme must also consider one more attribute of DVFS. DVFS requires talking
multiple cycles to lock-on to the new voltage and/or frequency. Therefore, a scheme
must also weigh the length of this phase to ascertain whether DVFS is beneficial, since
frequent changes would be an overhead.
We introduce in this paper a DVFS scheme called phase-based voltage and frequency
scaling (PVFS ) that aims to apply DVFS to ideal phases in the application. PVFS uses
Hidden Markov Models in order to identify and classify phases in an application. Hidden
Markov Models (HMMs ) are powerful statistical tools that allow for the discovery of
complex transitions in phenomena that may not be observable through simple measurements. The construction of these Hidden Markov Models requires a few samples from
tags placed in the application code. A HMM is constructed off-line, and a static DVFS
schedule is found for the application that indicates when to apply DVFS. In this paper,
we provide an outline of how to sample the code, build the needed HMM , and construct
a static DVFS schedule. Additionally, we show how the discovery of these phases can be
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used with DVFS to reduce the overall energy of an application.

6.2

Related Works

Schemes for DVFS have been proposed in numerous other work [45, 55, 57, 66]. These
schemes reduce total energy and/or thermal hot-spots on CMPs. For both objectives,
past work has considered applying DVFS to various mixtures of CMP components, such
as cores [57], NoC [75], and memory [24]. These DVFS schemes have been applied using
compilers [54], operating systems [51], software [55], and hardware mechanisms [45].
Time-Driven DVFS. One common DVFS scheme uses time-driven sampling of performance and power [94]. In this sampling scheme, a sample is taken at regular time
intervals, i.e., epochs, and the efficiency of the sample is compared to the efficiency of the
last time interval. DFVS is greedily applied based on how performance and energy efficiency have changed between samples. Due to its popularity, we will compare PVFS to
this style of scheme.
Deng et al. [23, 24] propose schemes called MemScale and CoScale. Memscale uses
DVFS on memory controller, memory channels, and DRAM devices based on epochs.
Their approach compares observed performance to the estimated performance of the
application. The difference between actual and estimated is called slack. The slack
is used to decide whether to increase/decrease the voltage/frequency for the memory
controllers, memory channels, and DRAM devices.
Control Theory, Model-Driven DVFS. The interaction of application, hardware,
and DVFS is a dynamic system that affects multiple hardware components. Control
theory attempts to modify the behavior of a dynamic system using inputs and feedback
models.
In work by Mishra, Srikantiah, Kandemir, and Das [74], a two-tier control theoretic
approach is proposed for NoC with multiple clocks. In the first tier, a Global Power
Manager provisions power for various islands, i.e., groups of cores. The second tier Local
Per-Island Controller adjusts voltage and frequency for each island.
Compiler-Driven DVFS. Kandemir and Ozturk [54] propose a compiler directed
DVFS for CPU/links in a NoC based CMPs. In their approach, the compiler assigns
the voltage/frequency domains to the CPUs/links after analyzing the program phases
involving critical path(s) execution of each phase. Integer Linear Programming is used
to solve for the critical path(s) and slack information to determine the voltage/frequency
domains for CPU/links.
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Statistical Application Analysis. All previous DVFS work mentioned in this section has not used traditional statistical models, though all use some kind of modeling.
Statistical models have been used successfully to model the interactions of applications
and hardware [18, 92]. In work by Chen and Aamodt [18], very large Markov Chains
are constructed to model the execution of an application overtime. In a similar way,
Su, Li, Nikolopoulos, Cameron, de Supinski, and Leon [92] build neural network models to represent the system. These neural network models provide more flexibility than
Markov Chains; however, they provide less understanding of interactions of application
and hardware. The goal of their work is to build an accurate model of execution to use
for scheduling.
Relationship to Past Work. PVFS is significantly different than previous work in
several ways. First, other DVFS schemes have not used explicit statistical models, and
this work is the first to use Hidden Markov Models for DVFS. The goal of using these
statistical models is to examine the average behavior of small sections in the application
to find phases. By using average behavior, phases are found despite rare anomalies
such as page faults. Second, our models are different than those of the work in Chen
and Aamodt [18] and Su et al. [92]. The statical models in previous work have been
very large, complex, and intensively trained. Their complexity allows for very accurate
time models, but trades the ability to identify phases. Our proposed Hidden Markov
Models are smaller, cheaper to construct, and able to detect phases, and these three
properties make them ideal for scheduling DVFS.

6.3

Phase-Based DVFS with Hidden Markov Models

In this section, we introduce phase-based DVFS that uses Hidden Markov Models (HMMs ).
We first provide a needed overview of Hidden Markov Models . After, we walk through
how we use the HMM of our applications to build DVFS schedules.

6.3.1

Hidden Markov Models

A state space model attempts to capture the stochastic process, which is a sequence of
outcomes, as defined by states with a set of attributes from a parameter space [73]. In
our models, these states can be thought of as phases. Though many statistical modeling
techniques exist for stochastic processes, Dynamic Bayesian networks are popular in
speech recognition, bioinformatics, and robotics because they attempt to model the state
at time t from information at t-1 [25, 73, 78]. The popularity has produced multiple
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different techniques such as Hidden Markov Models .
The most basic form of a Hidden Markov Model is a Discrete Markov Chain . In
a Markov Chain , there exist only observable states, which are states that can visibly
be seen or measured. At each time step t, there exists a probability between 0 to 1 of
transition to some other state or back to the current state. On a computer system, these
observables could be power states, instructions issued to the function units, or hits to a
cache level. Consider the fictitious example in Figure 6.1a. In this example, the model
has three observable states, namely a hit in L1, L2, or L3 cache. Based on the data
access reuse pattern, the probability of transitions between states can be found.

(a) Markov Chain for cache hits to L1, L2, (b) Hidden Markov Model of an unknown
and L3. The arrows express the probability code fragment that has one phase of high
of transitioning between states.
computation and one of low computation.

Figure 6.1: Examples of two common Bayesian networks used for modeling application
and system interactions.
However, a Markov Chain is limited to observable states, and a code segment has
many unobservable transitions on a many-core processor . Though states and models
could be created as in Chen et al. [18] that consider all the hardware counters, there
would exist so many states that the model would not be good for characterization insights
and require excessive training. For example, we could consider the set of states that
represent four levels in memory, i.e., L1, L2, L3, and DRAM, the four states of memory
coherence, i.e, MESI, and three levels of power. However, the state space contains 48
states even though many have little to no probability. Observing these states may not
provide any intuition on how the application is using a many-core processor and how to
reduce energy.
The natural extension to Markov Chain is Hidden Markov Models (HMMs ). In a
HMM , hidden states exist and represent unobservable information, such as an execution
phase, placement, or combination of unknown observables. Transitions from time t to t+1
are done between the hidden states, and each hidden state may have an emission from a
set of observable states. As an example, consider a kernel that has two execution phases,
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which it cycles through back and forth. The first phase is very dense and computationally
intensive resulting in high L1 cache hit rates. The second phase is a write-intensive phase
that does little computation and accesses a lot of shared data in L3. The resulting model
is given in Figure 6.1b. In this model, h1 and h2 represent the hidden states. Inside each
hidden state, a list is given of observable states probabilities. Between the hidden states
are arrows marked with the hidden state’s transition probabilities. We can see how this
model would do a much better job at representing the execution of such an application
with various phases.
In order to train a HMM , a discrete sequence of observable states must be collected.
The states that compose this sequence represent observations in time. These observation
periods must be small enough that measurements in the period do not vary much. These
measurements, i.e., either from a continuous or discrete metric, are mapped to some
discrete symbol. Using this sequence, multiple models are trained using various starting
transitional probabilities and number of hidden states. The goal is to find the simplest
model that accurately mimics the application.
Once an accurate model is found, HMMs provide an array of utilities that characterize
the application. The analysis can take three forms. First, the Viterbi Path (VP) [78]
can be found that provides the mostly likely path and long-term probability of the
hidden states. Second, the probability of observing a state can be examined for each of
the hidden state, which represent phases. Lastly, the transition between phases can be
analyzed in order to understand the execution of the application.

6.3.2

Phase-Based DVFS

HMMs have been used in many fields for phase detection including data mining, signal
processing, and robotics [73, 78]. In the context of this work, we are interested in defining
a phase as a segment of code with a defined set of performance, power, and hardware
interactions. In particular, HMMs provide two abilities that are ideal for modeling large
computational codes. The first is a flexible template to define observable states. Multiple
metrics can be used to define an observable state, and the translation from continuous
metric to discrete symbol can be based on application and system. The second ability is
weighting and smoothing provided by Hidden Markov Models . Weighting is a numerical
representation of how important or often an event happens, while smoothing helps to
disregard outliers and to provide information about average behavior. The long sequence
needed to train a HMM is able to represent the iterative behavior, such as multiple loops
or repeated function calls as weights, and is able to smooth random noise observations,
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such as a single unforeseen page fault. However, the second characteristic of Hidden
Markov Models also means that PVFS is not ideal for codes that are not iterative in nature unless observations are made at regularly timed intervals, though most applications
are dominated by iterative calls and loops.

Figure 6.2: Three steps of PVFS .
Our method is broken down into three steps, and outlined in Figure 6.2. The first
step setups an understanding of the system and application. The user must define
some number of metrics (k) that are meaningful to understand the application on the
given system. This set should include at least one performance-metric (τ ) and powermetric (ω ) that can be observed and best describes the interaction of an application
and the many-core processor system. A couple choices for performance-metric may be
instructions or loads per cycle, while power-metric could simply be peak dynamic power
per core. Next, the user must select mk discrete levels of each these metrics that have
meaning and help define the granularity one wishes to model. A good mk would be
large enough to account for variance in the metric and small enough to provide needed
detail. The set of observable will result from a cross-product of the discrete mapping
Q
of these metrics. In particular, the user will have k1 mk observable states of k-tuples.
Additionally, the user must annotate the code with tags that have an unique location id
and records the k-tuple observed at that point in the code. This tag location acts as an
initial guess and tends to be the start and end of function calls.
In the second step, the application is ran on a small training set input, and tags are
recorded. For each thread, a trace of all k-tuples are formed from the tags. The set
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of all traces is randomly divided into five sets of equal size. A search space containing
various number of hidden states and starting configurations of HMMs are trained using
four training sets and one testing set. The models that perform better than random are
examined. This examination can be done manually or automatically. The Viterbi Path
is found, and used to associate the tag ids to hidden states. If any one hidden state has
a very low probability and contains multiple tag ids, or a tag id is found in multiple
hidden states uniformly, new additional locations are added between these problem tags.
If new tags are added, we repeat the second step until we no longer have to add tags to
get the accuracy we desire.
Once an accurate HMM is found, phases that map to hidden states are examined.
Phases primarily containing observable state with lower performance and high power are
identified. These phases have a potential to reduce the energy of the program using
DVFS, however, the payoff of using DVFS will depend on the amount of time in this
phase. The amount of time in the phase matters because switching of voltage/frequency
comes with overhead that needs to be amortized over the period. In particular, we
identify phases that have a high long-term probability as indicated by the Viterbi Path.
In these phases, DVFS can be applied to reduce power, and frequent switch between
levels would not be needed. Based on the tag locations corresponding to the phases, the
voltage/frequency are adjusted to fit the need of the application and granularity. This
mapping of tags to voltage/frequency will become a static schedule for the application.
Algorithm 1 Inital placement and updated placement of tags.
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:
14:
15:

———1st run TAG-0, 2nd run TAG-0 ———
for all Threads do
Initialize Data
end for
——— 2nd run TAG-1———
while Work Exits do
for all Threads do
CALL CAL
end for
———- 2nd run TAG-2———
for all Threads do
Reduce local results to global result
end for
end while
———-1st run TAG-1, 2nd run TAG-3——–

Applying PVFS. We now provide an explanatory example of applying PVFS on a
fragment of an application. This fragment initializes data with loads for all the threads
and performs a number of computationally-intensive calculations (CAL) that requires
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a reduction of all local results using loads. In step 1, we first define k metrics and mk
discrete levels. We use one performance metric and one power metric with two levels.
The discrete map leads to pairs where the first letter is performance and second is power.
Next, we annotate the code with our initial guess. In particular, we will consider two
initial locations as in Algorithm 1.
In step 2, we collect the traces for using two threads. These traces look as follows:
Core − 0 :

LL, HL, LH, LH, HL, ...

Core − 1 :

LL, LL, LL, LH, HH, ...

Multiple HMMs are trained and the best is given in Figure 6.3. We find an almost
uniform distribution of tags in the two states, and, therefore, we have not found an
accurate model with clear phases. Critical points, such as the start of function calls and
loops, between the two tags are selected to add additional tags. For example, we may
have tags shown in Algorithm 1. Step 2 is repeated with the new tagged code, since we
did not find an accurate model. Again, we train multiple HMMs for traces of this code.
After training, we get a model like that in Figure 6.4. This model has two clear phases
that divide the tags.

Figure 6.3: HMM generated from first tag placement.

Figure 6.4: HMM generated from second tag placement.
In step 3, we select to perform DVFS on locations indicated by tags in h1. This
would imply creating a schedule that would scale voltage/frequency when getting to
TAG-0 and TAG-2 and returns to normal voltage/frequency at TAG-1.
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6.4

Experimental Setup

In this section, we provide details on the parameters used to create HMMs , benchmark
suite, and comparison baseline DVFS method.

6.4.1

Modeling using HMM

For our experiments, we only consider one performance (τ ) and one power metric (ω )
to build a 2-tuple. In particular, we will use the following metrics:
instructions(app, p, t)
cycles(app, p, t)
ω (app, p, t) = processor dynamic power(app, p, t)
τ (app, p, t) =

(6.1)
(6.2)

where app is the benchmark application, p is the number of cores, and t is the time
interval. Initially, tags are placed at the beginning and end of every function and any
outer loops longer than three lines when the benchmark did not have function calls.
Each measurement is collected at every tag point within our application, and a database
is built for these measurements. Based on our system, we translate τ and ω into m
discrete symbol each, where m=3. Again, the choice of m will vary between machine
and granularity wanted by the user. Our three levels represent low (L), medium (M )
and high (H) values. For τ (∗, ∗, ∗) we use bins of < .40, .40-.95, > .95 for L, M , and H,
and the bins for ω found in Table 6.1 where ”*” indicates a wildcard. This difference is
due to changing microarchitecture styles for increase core counts.
Table 6.1: The discrete levels of power in Watts (W) used by PVFS . These cut-offs vary
based on number of cores used.
ω (∗, 4, ∗)
ω (∗, 8, ∗)
ω (∗, 16, ∗)
ω (∗, 32, ∗)

L
< 12W
< 24W
< 42W
< 84W

M
12W − 20W
24W − 40W
42 − 52W
84 − 94W

H
> 20W
> 40W
> 52W
> 94W

In the second step of PVFS , we construct various HMMs from observed data using
MATLAB. These various models are used to determine if additional tags are needed
based on the method outline in previous section. If tags are needed, they are added and
the second step is repeated, else a static schedule is made for DVFS.
Table 6.2: Voltage and frequency used by DVFS.
Frequency (MHZ) 3000 2750
2500
2250
2000
1875
1750
Voltage (V)
1.06 0.95356 0.928281 0.866188 0.80653 0.77848 0.75094
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6.4.2

Benchmarks

In this paper, we will consider in-depth how PVFS affects a test suite of five benchmarks.
These five benchmarks are chosen for their diversity in terms of domain, algorithm
type, computational intensity, language, and scalability. These benchmarks are given
in Table 6.3, and all codes contain multiple phases of computational intensity. Each
benchmark has their input data adjusted so their execution time after initialization to
completion is similar on 4 cores. We now provide a detailed description of each of these
benchmarks in order to better understand the margin of energy improvement that exists.
Table 6.3: Test suite benchmarks used to evaluate PVFS .
Benchmark
Freqmine
XSBench(MC)
mgrid
LCALS
CoMD

Suite
PARSEC
CORAL
SPEC-OMP
CORAL
MANTEVO

Domain
Frequent itemset mining
Monte-Carlo transport
Multi-grid solver for 3D problem
Collection of loops
Molecular dynamics

FreqMine. In this benchmark, both tree-based and sorting algorithms are present.
These two algorithms have different performance, scalability, and power usage on increasing core counts. The diversity of these two algorithms help demonstrate PVFS ’s
ability to identify different phases. Freqmine benchmark applies an array-based version
of frequent pattern-growth method (FP-growth) for frequent itemset mining [12]. Frequent itemset methods are important to discover item relationships among large sets.
FP-growth is done in two passes over a dataset in order to create a tree of relationships. The first pass is used to find support of each item, remove infrequent items,
and order based on support. The second pass constructs a frequency path tree. The
Freqmine benchmark uses OpenMP to parallelize for-loops in all passes.
XSBenchmark (MC). XSBench (MC) is a mini-application designed to represent the
key aspect of Monte Carlo neutronics. Monte Carlo neutron transport codes require a
high number of memory lookups. This behavior makes the application ideal for evaluating the performance of the memory system of a shared memory node. However, this same
behavior makes the concurrency of the application limited by the amount the processor’s
memory controllers can simultaneously serve. This behavior is in contrast to many of
the loops in LCALS and parts of CoMD that scale well with additional cores. In such
an application, dynamic power due to cache and functional units use should remain low,
but power will be high for the memory controllers and DRAM. With this benchmark,
we wish to investigate if PVFS is able to capture long loads from memory despite not

73
being weighted by iterations. This investigation will help us better understand our initial
assumptions of weights arising from iterations for our HMMs .
MGrid. The benchmark mgrid uses a multi-grid method in order to solve a linear
system [4]. A multi-grid method depends on a series of ’v’-cycles. In each’v’-cycle, a large
problem is coarsened through a number of projections into a smaller problem, solved,
and then expanded back into the starting larger problem using interpolation. Each
function in the code depends on multiple levels of for-loops parallelized using OpenMP.
Many of these individual steps are computationally intensive, since the computation is
done only with neighboring array accesses. However, between these computations an
update needs to be made so that all threads have a uniform view of the data in memory
that could potentially reduce energy efficiency. For large distributed problems, mgrid is
known to scale well and be fast. In contrast, mgrid ’s ability to scale to high core counts
diminishes on small problems. Each projection reduces the number of nodes that can
be computed in parallel. By the time a solution is computed on the smallest problem,
the grid size is usually only large enough for computation with one core. This creates
a serialization point that can limit scaling. This serialization point is very apparent for
our problem size due to its low performance, and no other application in our suite has
this issue. Notably, this point sparked our initial selection of mgrid , because we want
to investigate if PVFS would find and scale such a critical point.
LCALS. The Livermore Compiler Analysis Suite (LCALS ) benchmark contains a large
collection of loop kernels from the historical Livermore Loops [71] and loops taken from
applications. This suite was created to emphasize floating-point operation performance
to analyze the performance of simulation codes. The code enables the study of single
instruction multiple data (SIMD) vectorization and OpenMP thread level parallelism.
Due to LCALS ’s size, only the standard OpenMP loops will be considered in this work.
These include loops taken from partial in cell computations, pressure calculations, energy
calculations, and multiple level loops. While some loops execute at peak performance,
others make irregular accesses that execute at only a fraction of this peak performance
while wasting power. These loops have an array of different sizes and access patterns
resulting in very different performance and power levels. These different patterns make
loop perform different with increasing core counts, and would not be ideal for time-based
DVFS once an epoch is larger than the loop size.
CoMD. The CoMD benchmark is a proxy-app for typical molecular dynamics applications.
This benchmark uses a regular grid data structure to store elements. Each step in time
is an iteration that must calculate potential energy, force, and displacement of each

74
element. For force calculations, the forces between each element must be calculated
within these blocks. Data accesses for these calculations are done in array order creating
locality during an inner loop resulting in good performance. The effects of elements
between blocks are handled through a halo that limits the need to only access neighboring
blocks. However, elements may have to move to different blocks after displacement
creating irregular accesses. Many of the functions in CoMD are highly parallizable, and
we consider only the CoMD -OpenMP version. The newer OpenMP version of CoMD uses
parallelized for-loops to compute forces and make updates. Though the accesses could
be irregular, the blocking data structure and halos limit data access length and number
of accesses during calculations. This benchmark is chosen because of its general high
performance and limited low performance phases. We wish to investigate if we are able
to find this very small low performance phases and apply DVFS without a high penalty.
Table 6.4: Simulated chip description.
Core
L1 cache
L2 Cache
Coherence
L3 Cache
NoC
DVFS Latency
DRAM

6.4.3

22nm Ivybridge
32KB, 8-way associative,
Access Latency: 4 cycles
256KB, 8-way associative,
Access Latency: 8 cycles
MESI
2MB/core, Shared, 16-way associative,
Access Latency: 30 cycles
2 cycles latency;
16 cores (4x4); 32 cores( 8x4)
2 usecs
45 nsecs Latency; DDR3-1600;
per-controller b/w: 7.6 GB/sec;
4 & 8 1 controller, 16 & 32 4 contollers

Simulator Setup

In order to evaluate PVFS , we will use a cycle accurate simulator. The choice of using
a simulator is two fold. First, we wish to test how well PVFS works on future processors
with a high number of cores. Most current work [49, 54] foresees this being a NoC CMP.
Second, no current operting system provides a way to apply a static schedule DVFS
without significant modifications.
As our simulator, we use Sniper [16]. Sinper is a multi-core parallel cycle-accurate
x86 simulator. Sniper uses McPAT [61], i.e., an integrated power model framework, to
measure the power and energy of the simulated processor. Futhermore, Sniper uses a
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system call emulation mode where all the system calls are emulated by the simulator
making it fast for the user-level code experiments.
We model traditional 4 and 8 core processors, along with 16 and 32 core NoC processors. Each core is an out-of-order Ivybridge like microarchitecture core. Each core has
a private L1 and L2, and a shared L3. Additional details of processor setup are found
in Table 6.4.
Sniper magic instructions are used to process PVFS tags and DVFS. Magic instructions enable the application to communicate with Sniper and hardware. When a tag is
encountered during training, the needed hardware counters are written to form traces of
the tags. During evaluation, the tags act as point to apply PVFS ’s static DVFS, and
the tags indicate if DVFS should be applied. In our experimentation, we use the voltage
and frequency levels in Table 6.2 when applying DVFS.

6.4.4

Baseline DVFS

DVFS is employed by most current processors either to optimize for energy or instructionsper-cycle (IPC). DVFS mechanisms help to operate the processors in constrained power/thermal
environments. With the advent of per-core voltage regulators on chip [57], researchers
propose various new DVFS mechanisms.
In our work, we will use the time-driven DVFS scheme by Swaminathan et al. [94]
to compare our energy savings and time penalty. This method uses the energy delay
product (EDPt ) and instructions committed (It ) in every epoch (∆t ) as a measure to
choose when DVFS should be applied. Additionally, a tolerance γ∈(0, 1) is selected to
be used by all application to prevent frequent switching and overhead. For our baseline,
we fix our epoch to be 1 millisecond. DVFS is applied in the following manner using
these measurements:
• if EDPt+1 and It+1 are greater than γEDPt+1 and γIt , then DVFS level does not
change;
• if EDPt+1 and It+1 are less than γEDPt+1 and γIt , then voltage and frequency
reduces one level;
• if only It+1 is greater than γIt , then voltage and frequency increase one level.
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6.5

Empirical Results

In this section, we examine the result of applying PVFS to our test suite of applications.
We first examine the initial HMM used for PVFS and the resulting HMM after PVFS is
applied. This examination provides needed insight into how HMMs are used for phase
detection in PVFS . After, we examine the results of applying this scheduling in terms
of power, energy, and time.

6.5.1

Modeling and Phase Detection

We now examine the HMMs of our applications used for phase detection. Additionally,
we only provide the HMMs on 32 cores due to space. While building our HMMs , we
observed that HMMs for 4 and 8 core systems are relatively similar, and the HMMs for
16 and 32 core systems are relatively similar. However, a measurable difference can be
found in the number of hidden states and time in hidden states between these two groups
due to changes from a non-NoC based system to a NoC based system.

(a) Freqmine HMM generated using
14 tags.

(b) Freqmine PVFS HMM.

Figure 6.5: Hidden Markov Models for Freqmine .
In Figure 6.5a, the HMM is given for Freqmine on 32 cores. Each large block represents a hidden state, and is labeled with a h. In each block, the long-term probability of
being in that hidden state is given in the upper right-hand corner. This value is found
by examining the Vitberi Path of the model. Furthermore, a list of all probabilities is
given for the 2-tuple observable states emitted by that hidden state. The first letter
represents performance and the second power in each pair. In particular, the HMM for
Freqmine has 5 hidden states with the long-term probability of each as 3%, 6%, 0%, 0%,
and 90% .
The HMM of Freqmine is built from 14 tags in the code, and has five phases. In
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(a) MC HMM generated with 13 tags.

(b) MC PVFS HMM.

Figure 6.6: Hidden Markov Models for XSBench (MC ).
order to apply DVFS, we identify phases with low performance and high dynamic power.
Ideally, we find phases where the power level is higher than performance, such as LM
and LH. However, not all tags with this difference are ideal candidates for DVFS. For
example, performance transition states exist. In these performance transition states,
power must be increased before performance can be increased, and applying DVFS to
these tags would harm the performance of the application. Therefore, we find phases
emitting low performance, high power observable states with high long-term probability
and with limited transition probability to phases with high performance. Several phases
meet this to varying degree, namely h1 and h2. The phase h2 is chosen as it does not
have any tags that overlap with h5, and h1 is mostly dominated by low and medium
dynamic power levels. A schedule is constructed that applies DVFS when encountering
the two tags in the h2 and applies the original voltage/frequency to all other tags.
After applying PVFS , the application behavior changes greatly. We observe the
changes using a HMM of the application in Figure 6.5b. The model now has only three
phases, and we observe an overall reduction in the LH state. DFVS reduces phases as
low as .8V, and each step down is held for at lease 21msec. Additionally, we notice that
the average probability of all the other observable states also slightly changes. Applying
DVFS to one piece of the application will result in changes in behavior to others. This
change makes greedy static DVFS difficult, because one may not know the effect without
having an accurate model of the application.
In Figure 6.6a, the HMM of MC using 13 tags is given. As mentioned in subsection 6.4.2, MC is a data intensive application. We see the HMM has a large number of
phases with low performance and with relatively little dynamic power. Because of this
small margin in both performance and power, little chance exists to apply DVFS. Again,
tags in phase h2 are chosen to apply DVFS for similar reasoning as with Freqmine .
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Once PVFS is applied to MC , a new HMM is formed in Figure 6.6b. This HMM now
has three phases, though the relative probability of high power states has not decreased
much. Because of weight, DVFS may take up to 34msec to reach a max level of .8V.
However, this small decrease translates to some savings of energy as seen in the next
subsection.

(a) mgrid HMM generated with 10 tags.

(b) mgrid PVFS HMM.

Figure 6.7: Hidden Markov Models for mgrid .

(a) LCALS HMM generated with 15 tags.

(b) LCALS PVFS HMM.

Figure 6.8: Hidden Markov Models for LCALS .
Next, we examine the HMM for mgrid that uses 10 tags in Figure 6.7a. In this model,
phase h1 acts as a center, and all paths between phases have to pass through it. The tags
in this phase correspond to two key areas. The first area is the communication phase that
is done between the projection and interpolation steps. The second area corresponds to
the function used to solve with pseudoinverse. We apply DVFS to the tags in phase h1,
and PVFS will result in the HMM of Figure 6.7b. In communication phases, voltage can
be reduced to .86V and only one step of DVFS is applied to the pseudoinverse. This
HMM is the simplest of all applications. We see an overall reduction in the LM state,
and the addition of a new state M L.
The LCALS application again provides an HMM with three phases in Figure 6.8a. This
application has 15 tags in order to find a stable model. In phase h2, there exists a high
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probability of having low performance while using a high amount of dynamic power.
The other two phases have relatively good ratios of performance and dynamic power,
and we will only apply DVFS to the four primary tags found in h2. By applying PVFS ,
the model in Figure 6.8b is found. DVFS can be applied faster than 10msec, and varies
greatly depending on the tag location. This unique model is the only one that perfectly
mimics the model without DVFS. One reason for this shape is that LCALS is a set of
loops. Though LCALS is initially trained with only 7 tags, the training process successfully
identifies each set of loops by adding tags. Additionally, tags also find sub-loop patterns.
Therefore, the DVFS only effects the tags for loops independently creating an unique
pattern. In this model, LH no longer exists. This leads to a slight increase in the LL
and LM .
Lastly, we consider the HMM for the CoMD application in Figure 6.9a. This model is
trained using 12 tags, yet creates one of the most complicated models. The complication
comes from many unique function calls in the application. Despite being complicated,
the HMM is able to identify two phases h2 and h3 that have significantly higher dynamic
power than performance. Once DVFS is applied, the HMM becomes that of Figure 6.9b.
We first notice a much simpler model once we apply PVFS . This model demonstrates a
much lower dynamic power for low and medium performance. Additionally, we see little
change in the probability of performance.

(a) CoMD HMM generated with 12 tags.

(b) CoMD PVFS HMM.

Figure 6.9: Hidden Markov Models for CoMD .

6.5.2

Effect of PVFS

In the previous subsection, we demonstrate how PVFS builds HMMs and results in
changes to the models. In this subsection, we examine the power, energy, and time
results of applying the schedule found from the HMM . In Figure 6.10, we provide a
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bar chart of the average dynamic power of each application without DVFS and with
PVFS . In each grouping of application, a bar is given for each core count considered.
Additionally, the observed maximum and minimal power is marked with an ”+”. As the
number of cores increases, so does the minimum, average, and maximum power of the
application.

Figure 6.10: Dynamic Power without and with PVFS . Average power is given with bars,
while the maximum and minimum marked with ”+”.

Table 6.5: Leakage power of simulated processors in Watts (W).

Leakage Power

4-Core
1.82W

8-Core
3.15W

16-Core
7.53W

32-Core
15.27W

As noted in experimental setup, we only consider energy savings with processor
dynamic power. The reason for only considering dynamic power is that our power lost
due to leakage, which is given in Table 6.5, is relatively small to the observed dynamic
power in Figure 6.10. In particular, the ratio of leakage power and dynamic power is
closest on 32 cores, and leakage power is still less than 16% of the average dynamic power
of our application. The energy due to this leakage is therefore small, but will grow with
the scalability of the application on additional cores.
We examine the improvement in dynamic energy (E) and change in time (T ) using
two measurements, namely relative energy improvement (REI(app, p, m) ) and relative
time increase (RT I(app, p, m) ). The two measurements will evaluate both PVFS and
EDP relative to energy and time without DVFS. REI(app, p, m) and RT I(app, p, m) are
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(a) Relative energy reduction (REI(app, p, m) ) for EDP and PVFS where
larger is better. PVFS varies only slightly at different core count, while EDP’s
performance decreases.

(b) Relative time increase (RT I(app, p, m) ) for EDP and PVFS where larger
is worse. DVFS effects each core count differently, but this different is relatively small.

Figure 6.11: The impact of applying EDP and PVFS to the benchmark suite in terms
of relative changes of energy and time.
defined as
REI(app, p, m) =

E(app, p, noDV F S) − E(app, p, m)
E(app, p, noDV F S)

RT I(app, p, m) =

T (app, p, m) − T (app, p, noDV F S)
T (app, p, noDV F S)

where app is the application, p is the number of cores, and m is the DVFS method used.
In Figure 6.11a, we consider REI(app, p, m) of EDP and PVFS on our test suite of
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applications. We first notice that PVFS reduces energy more than EDP in all cases
except on MC . On 32 cores, PVFS is able to reduce energy of four benchmarks over 6%
while EDP can only achieve an energy reduction above 6% in one case that uses 4 cores.
Additionally, PVFS is ability to achieve a similar energy reduction on all core counts
for most applications, however EDP energy reduction can vary as much as 3.2% with
additional cores.
In our first observation, PVFS is able to outperform EDP except on MC . PVFS energy
savings come directly from identifying phases with low performance and high power
in a HMM . As we seen in the previous subsection, little room exists in the HMM for
MC to apply DVFS. However, this HMM does not accurately model MC , because MC breaks
one of the key assumptions for PVFS . As mentioned before, the tag system used in
PVFS assumes the application is highly iterative, and tags will be weighted by this
iterative nature. Though MC contains iterations, the tags are not evenly weighted. The
uneven weights come from long blocking loads and writes that makeup most of the
application. For instance, TAG-3 in MC sits outside an iteration of lookups from memory.
The performance-metric of TAG-3 varies from 0.2 to 1 which spans low, medium, and
high performance depending on where in memory these lookups are found. Additionally,
as the performance-metric changes, the length of loop changes in the number of cycles.
EDP with its fixed time samples could potentially apply DVFS as soon as it notices slow
down. However, PVFS would only worry about the average behavior of that loop and
may not attempt DVFS.
However, PVFS does better at saving energy than coarse-grain EDP on additional
cores. PVFS is able to continue to save energy, because the model is weighted by the
number of tags and only the average case stands out for each tag. As mentioned in the
previous subsection, the models on 16 and 32 cores are similar though the weights are
slightly different. This difference comes from the change in probability of the phases
that parallelized. The phase selection method will take this into account, and PVFS will
not try to apply DVFS to phases that are too short. However, EDP will use the same
time interval, i.e. epoch, for sampling. For long sections of homogeneous code, the EDP
would be fine, but this section will be halved every time we double the core count. In
order to deal with this issue, sample would need to be taken more often.
Additionally, the above observation points to one other important issue. For PVFS ,
the phases found in a HMM are somewhat similar for varying core counts except weights.
Therefore, the schedule for various core counts can be cheaply made from a model of the
application on the highest number of cores for that particular architectural type. This
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method will not be optimal on lower core counts as the schedule may miss opportunities
for DFVS on some tagged sections of code. However, we found only one application
where we would have missed a tag on 4 cores, namely Freqmine , by using the 8 core
HMM . Missing this tag would have only reduced energy savings to those similar to on
8 cores.
Lastly, we observe the impact of PVFS on application time in Figure 6.11b. On 32
core, PVFS increases time by at most 3% , and EDP increases time by at most 2.7%.
Between PVFS and EDP, there exists no clear winner in terms of impacting time. In all
cases where EDP does save significant amounts of energy, the relative time is within 1%
of the relative time of PVFS . However, EDP does seem to stand out as a winner in the
application MC again.

6.6

Discussion

In the previous section, we observe how PVFS successfully decreases the energy of an
application by applying DVFS to phases found with HMMs . Here, we discuss variations
in the creation of HMMs that affects the models used in PVFS . Particularly, we focus
on using multiple metrics, changing number of observable states, and selecting values to
map metrics to discrete symbols.
As stated in section 6.3, the user selects k metrics that are representative of the
interaction of application and hardware. This selection provides flexibility for PVFS to
create better models, and uses DVFS on multiple hardware components. Future systems
provide the possibility of creating new knobs to adjust voltage/frequency of many components, such as DRAM and NoC. For example, we could consider the power of DRAM
ranks for our system as a third metric for CoMD . We map this power to two discrete intervals, namely low and high. Now, we have 18 observable states, such as LLL, LLH, ...,
where the last letter represents the DRAM power. In Figure 6.12, a HMM that considers
DRAM power changes the model and provides additional information. Only four phases
are found, and have very clear low, medium, and high performance phase. Additionally,
as performance increases, DRAM power normally decreases. However, there exists a
25% chance in h4 to reduce energy from DRAM more.
Implicitly, we observe that additional observable states will affect models by adding
DRAM power. Additional observable states can also be added to any model by changing
mk . For our results, we used m=3 for our metrics, since this number was large enough
to accurately model and simple enough for visual models. Depending on variance in the
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Figure 6.12: CoMD with DRAM power considered.
metric, this mk can be changed. For example, we consider the use of m=5 for Freqmine in
Figure 6.13. Here, we label observable states as the pair ab where a, b ∈ {1, 2, ..., 5}
with 1 being a discrete symbol representing lowest values. This model leads to finding
one other tag that was not found in the other model. However, applying DVFS to this
tag only increases REI by at most 0.45% and no change to RTI is observed.

Figure 6.13: Freqmine with m= 5.
Lastly, we consider how values are binned into discrete symbols. In this work, bin
values were chosen based off observations from all benchmarks so that 25% is in low,
50% is in medium, and 25% is in high. However, many other methods could be used to
assign bins. One simple method would be to uniformly divide the theoretical range of
your metric on the system. Another method considered was basing bins on a Gamma
probability density function where we set parameters of the distribution so the highest
probability would be the largest bin created. We would want this bin to correspond
to the area least likely to get gains from DVFS, such as high performance when using
DVFS on core power.
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6.7

Conclusions and Future Work

This paper introduces a generic framework using Hidden Markov Models to detect phases
in applications, and we use these found phases to construct a static schedule for DVFS.
We call this scheme phase-based DVFS (PVFS ). The flexibility of this scheme is that
the user can choose any number of measurements important to model the interaction
of application and system. In order to explore the potential of PVFS , we analyze the
use of PVFS on five very different benchmarks. These benchmark applications vary in
language, core algorithms used, data access pattern, and read/write-intensity. For each
of these benchmarks, we use two metrics, namely instructions-per-cycle and processor
dynamic power, and three discrete levels. These two metrics represent the most generic
and commonly used measurements for DVFS. In future work, we wish to explore more
metrics in order to also apply DVFS to memory, NoC, and other hardware components.
We expect that this scheme will identify unique phases that characterize interactions between hardware components, and yield even better opportunities for DVFS. Our current
analysis includes explaining the HMM found for each benchmark, our selection of tags
for DVFS using the HMM , and the comparing the resulting HMM after PVFS is applied.
As a result of this PVFS , we observe that we have an energy reduction as high 10.1%
while only impacting time by at most 2.7%. PVFS substantially reduces the energy more
than an epoch method (EDP) for all but one benchmark. More importantly, PVFS is
able to have continued energy improvement on 4 to 32 cores, while EDP’s ability to
reduce energy reduces with the number of cores.

Chapter

7

Conclusions
This dissertation looks at the issue of parallel sparse computations on new large shared
memory systems. Chapter 1 outlines three areas of concern when implementing sparse
computations on modern systems. These three concerns are simplified as parallel sparse
computations need: to efficiently use limited memory, to efficiently use data accesses,
and to improve performance and power trade-offs. We continue by dividing the work into
two parts that help mitigate concerns about sparse computations, namely hybrid sparse
linear solvers and model-driven performance optimization. Sparse linear solvers dominate
the execution of many high performance computation (HPC) codes, and performance
optimizations are required by all sparse computations. Both of these areas will become
even more important as the number of cores increases, and the shared memory topology
of multi-core processors becomes even more complex.
In Part I, we examine improving performance and memory concerns of sparse linear
solvers through the use of hybrid methods. The solution to sparse linear systems of
equations can be found using methods from two general classifications. These classifications are direct and iterative methods. Though direct methods are very robust, they
suffer from increased memory due to fill-in and from a high initial cost from factorization. Iterative methods can be faster and use little additional memory, but they may
fail to find a solution. In Chapter 2, we demonstrate how a hybrid method can solve
for multiple right-hand side vectors faster than the standard preconditioned conjugate
gradient method. We further go on to develop a new formulation for hybrid solvers
under the assumption that the Schur complement should be solved in levels. Additionally, this method allows for these multiple levels of solves by trading solves with selected
substitutions. As a result, we denote this method as substituted factorization.
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For substituted factorization, we examine two works that demonstrate improvements
over other hybrid methods. Chapter 3 provides a two-level formulation of substituted
factorization aimed at systems from second-order elliptic partial differential equations.
Chapter 4 provides a more general two-level formulation and introduces a three-level formulation of substituted factorization. We show how using these two methods can reduce
the amount of memory used compared to optimized direct methods, and outperform
both direct and iterative methods in terms of time.
In Part II, we demonstrate the growing gap in performance and power of parallel
sparse and dense computations. We seen how these computations can become a bottleneck for sparse applications, and they require to be optimized for hardware in order to
achieve reasonable performance and energy consumption. Therefore, we need a way to
detect segments of code with unique performance and power characteristics, determine
their importance to overall performance, and provide insight on how to optimize codes.
In order to achieve these goals, we propose a phase-aware models that uses Hidden
Markov Models.
In Chapter 5, we demonstrate the use of our phase-aware model to save energy in
sparse applications to current and future systems. We outline the creation of phaseaware models and construction of a static power schedule. This static schedule is used
with dynamic voltage and frequency scaling in order to save energy for the whole sparse
application. Additionally, we show how this method outperforms the current time-based
methods.
We believe this work provides the grounding for next generation parallel sparse computations. By identifying segments of code with bad performance and power use, developers can apply better methods, such as substituted factorization, to improve execution.
Additionally, this work has led to other future works that focus on improving sparse
computations in the area of sparse linear solvers and tuning. In work with Kabir, Booth,
and Raghavan [50], we show how to improve sparse matrix-vector multiplication which
is a key computation inside hybrid linear sparse solvers.
In summary, this dissertation contributes to the important area of parallel sparse
computations. We provide new hybrid solver formulations that are superior for some
classifications of symmetric positive definite systems. Additionally, we provide a new
model-based methodology for detecting segments of code with poor performance and
power usage in order to add in optimization. This work shows the importance of improving parallel sparse computations, and has contributed to improving both performance
and power.
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