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Abstract

Big data brings new challenges and opportunities in many scientific areas today.
Characterized by the high volume, velocity, and variety (3Vs) model, big data is
valuable in many knowledge discovery applications, whereas requires new methodologies and technologies to manage and make use of the data. In this dissertation,
a fundamental methodology and an emerging application of big data are presented.
First, the parallel discrete distribution (PD2) clustering algorithm is designed and
implemented. Discrete distributions are well adopted data signatures in information retrieval and machine learning, and discrete distribution (D2) clustering
is a fundamental methodology. However, the high computational complexity of
D2-clustering limits its impact on massive learning problems. PD2-clustering with
substantially improved scalability facilitates unsupervised learning in many big data
applications. Extensive analysis and experiments are presented to demonstrate the
effectiveness and advantages of PD2-clustering. Second, satellite image analysis
for storm forecasting is explored as an application of big data in meteorology. A
large amount of historical satellite images and storm report archives are mined
to predict storms. The proposed algorithm extracts visual storm signatures from
satellite image sequences in a way similar to how meteorologists interpret them, and
incorporates past meteorological records to model and classify the signatures. Such
a big-data-driven approach aims at overcoming the intrinsic numerical instability of
the conventional weather forecasting approach based on physical numerical models,
and serves as a new component in a weather forecasting system. Experimental
results in both studies show the benefits of leveraging big data in multiple areas.
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2.1

The definition and research directions of big data. The “3Vs” model
is most widely accepted. Big data research involves topics in technologies, methodologies, and applications of big data. The methodologies
bridge the technologies and applications. A clustering technology
and an application in meteorology are studied in this dissertation. .
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Run-time of the sequential D2-clustering algorithm and the embedded centroid update operation which is invoked iteratively. (a)
Given different numbers of discrete distributions, the optimizations
defined in Equation (2.7) are solved to find a single centroid. The
run-time is approximately quadratic to the number of data points.
(b) Iteratively invoking the centroid update operation in (a), a D2clustering is performed to group the dataset into 10 clusters. The
overall run-time is polynomial with an approximate degree of 6.
The solid curves plot the average time of 5 runs and the dashed
curves are approximate polynomial fitting results of the run-time
vs. number of data points. In each run the dataset is randomly
generated and each discrete distribution contains 5 supports. The
LPs are solved by functions in IBM CPLEX and the CPU’s clock
frequency is 2.7 GHz. . . . . . . . . . . . . . . . . . . . . . . . . .
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2.2

Explanations of PD2-clustering. (a) Workflow of a single-pass parallel clustering. Data are allocated to different processors for parallel
clustering. The “merge” stage combines local clusters at once. (b)
Workflow of a multi-pass parallel clustering. Local clusters are gradually merged by further clustering local centroids level by level. (c)
The conceptual hierarchical structure of the multi-pass clustering.
Crosses represent data points and dots represent centroids. Points
are clustered locally in different chunks. Centroids in certain level
are treated as data points in its next level and further clustered. (d)
An illustration of a binary splitting process in the “divide” phase.
The largest (shaded) segment is split until all segments are below
size τ . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
2.3 Visualization of the clustering hierarchy. Each row of dots represent
the discrete distributions being clustered at a certain pass. Points
with the same color are assigned to a same chunk for local clustering.
Lines between adjacent rows indicate the cluster assignment of a
single pass clustering. Data points connected to a same point are
grouped in the same cluster and represented by the higher-level
point in the following pass of clustering. . . . . . . . . . . . . . . .
2.4 The impacts of chunk size (τ ) and shrinking factor (R) on the
performance of PD2-clustering. The synthetic dataset contains
128,000 data points in 10 clusters. 7% data from different clusters
are overlapped. Each point in the plots are the average of 5 runs for
the corresponding parameters. (a-c) The impact of R on Adjusted
Rand Index (ARI), Average Squared Distance (ASD), and run-time.
(d-f) The impact of τ on ARI, ASD, and run-time. Higher ARI and
lower ASD mean better clustering quality. The optimal ARI and
ASD are plotted in dashed lines. Medium R and τ are preferred
considering both cluster quality and run-time. . . . . . . . . . . . .
2.5 The clustering ARI (average of 5 runs) on synthetic datasets with
different distributions. All sets contain 128,000 data points and
10 clusters. They are generated with different variances, and have
different amounts of overlapping data. Though the optimal ARIs
(in dash lines) on these datasets are different, the impacts of chunk
size (τ ) and shrinking factor (R) are similar. The shapes (trends)
of the curves in Fig. 2.5 (a-c) and Fig. 2.4 (a) resemble each other.
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Scalability analysis of PD2-clustering. PD2-clustering is tested
on different scales of data and compared with other clustering
approaches, including sequential D2-clustering (D2), constrained
D2-clustering used as the partitioning method in PD2-clustering
(Partition), PD2-clustering with random segmentation (Random
Init). parallel K-means [1] after quantizing the discrete distributions to vectors (VQ+PKMeans, the vector quantization time is
not counted), and parallel spectral clustering [2]. For each case the
result is the average of 5 runs. 16 parallel CPU cores are employed
for all parallel algorithms. Sequential D2-clustering and parallel
spectral clustering cannot finish within a reasonable time when
the scale is large. (a) Comparison of clustering ARI. The results
from sequential D2-clustering gains the best clustering quality. PD2clustering outperforms constrained D2-clustering and VQ+PKmeans.
(b) Comparison of clustering ASD (among methods using Mallow
distance). D2-clustering obtains nearly optimal cluster tightness
and PD2-clustering’s results are relatively tight. (c) Run-time comparison. Both axes are in logarithmic scales. PD2-clustering’s time
complexity has a much lower order than D2-clustering’s. (d) PD2clustering’s run-time on 128,000 data points with different numbers
of CPU cores employed. The number of processors is inversely
proportional to the overall run-time. . . . . . . . . . . . . . . . . .

Visualization of the image clustering results. Large clusters for four
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layout. Within each cluster, images not significantly overlapped are
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3.2 Tightness of image clustering results. PD2-clustering, D2-clustering,
and parallel spectral clustering are performed on 81 image subsets.
The average squared Mallows distance (ASD) from images to cluster
centroids are computed and plotted for each algorithm on each image
subset. (a) The absolute ASD. PD2-clustering and D2-clustering
results are both tight. The clusters obtained by spectral clustering
are much looser than the other two sets of results. (b) The ASD ratio
between PD2-clustering and D2-clustering, and that between spectral clustering and D2-clustering. On average the PD2-clustering’s
ASD is 1.18 times of D2-clustering’s ASD, compared with the 4.10
times difference between spectral clustering and D2-clustering. . .
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Chapter

1

Introduction
1.1

The Big Data Science

Big data is a newly emerged concept in the past decade. In general, it refers to
information assets containing and generating big amounts of information, which is
not only embodied by the volume but also the dimension and throughput of data
records. A widely accepted “3Vs” model [4] characterizes big data with properties
of high volume (size), high velocity (rate of growth), and high variety (complexity).
Based on such definitions, the big data science deals with data challenging to be
processed by existing approaches due to one or more of the “3Vs” challenges.
Nowadays big data exist in many areas, including science, engineering, and
business. Instances can be found from many recent publications. Some of these are
listed below.
• In genomics research, petabytes of data about genes, proteins, and small
molecules are generated and stored every year [5];
• In material science, hundreds of gigabytes of data are created from a single
experiment [6];
• In healthcare, the amount of patients’ data grow exponentially because of
the prevalence of computer-based information systems [7];
• In business, many customers’ data are generated and collected from the
Web [8], such as clickstreams and tweets;
1

• In multimedia research of computer science, online image and video data are
exploding from mobile image captures, social sharing, and other social media
channels [9];
• In meteorology, large amounts of sensory information and historical records
help improve the accuracy of weather forecasts [10].
To a large extent, the explosion of big data is caused by the fast development
and wide application of new computer technologies, which lower the cost of data
production, storage and transmission. In different areas of human activities, more
knowledge can be discovered from big data if they are properly leveraged.
The big data science mainly focuses on three aspects of research: technologies,
methodologies, and applications. Researchers in information technology are devoted
to develop new technologies to facilitate the acquisition, storage, and distributed
processing of big data. For example, new file systems and database systems [11–13]
are developed for scalable and distributed data storage and warehousing; new
computational technologies, especially parallel distributed computing and cloud
computing [14, 15], are applied to improve the computational efficiency. On the
application aspect, big data are utilized in many existing or emerging applications,
e.g., biology [5], material science [6], healthcare [7], business [8], and meteorology [10].
The methodologies designed for big data bridge the technologies and the applications.
Because the complexity of big data, existing methodologies usually do not fit into
big data. New methodologies are invented upon the big data technologies to address
the “3Vs” challenges in multiple applications.

1.2

Contributions

The work done in this dissertation tackles two specific big data problems. Both a big
data processing methodology a big data application in meteorology are presented.
The definition of big data, as well as the relationships between contents in the
dissertation and big data research are illustrated in Figure 1.1.
First, an efficient clustering algorithm is invented to process big data in form
of discrete distributions (e.g., bags-of-words and bags-of-features) whose representations and metrics are complex. Algorithms to cluster small-scale discrete
distributions have been developed for different applications. However, most of them
2
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Figure 1.1: The definition and research directions of big data. The “3Vs” model is
most widely accepted. Big data research involves topics in technologies, methodologies, and applications of big data. The methodologies bridge the technologies
and applications. A clustering technology and an application in meteorology are
studied in this dissertation.
are not efficient and impractical to deal with large datasets. Additionally, existing
algorithms have tightly coupled workflow and are not obviously separable for parallel processing. The algorithm presented in this dissertation properly decouples
the discrete distribution clustering process, and parallelizes the task with minor
approximation. Three major research questions (RQs) are studied and answered to
design this algorithm.
RQ 1: How to decouple the optimization over a large number of variables in the
discrete distribution clustering algorithm into separate optimization problems
of much smaller scale?
RQ 2: Approximation is introduced in the parallelism as a trade-off of the improved
scalability. How to reduce the accuracy loss?
RQ 3: What are the benefits of adopting big data clustering and what are the
3

potential applications?
Second, a big data application in meteorology is presented in the dissertation.
Satellite imagery and historical weather records are analyzed to detect storm
signatures for weather forecasting. The proposed algorithm performs a complex
feature extraction step to abstract the data, and employs a whole year of satellite
images covering the North America area and 14 years of storm reports as training
data to train a classifier for storm detection. It provides an alternative approach
to the traditional numerical models to do storm prediction. We believe the new
forecasting product made by the proposed algorithm can help improve the overall
storm prediction accuracy.

1.3

Organization of The Dissertation

The dissertation is organized as follows. Chapter 2 to Chapter 4 introduce the
backgrounds, details, and applications of the proposed large-scale parallel discrete
distribution algorithm, namely parallel D2-clustering. Chapter 5 to Chapter 7
introduce a big data application, automatic storm detection, in meteorology. The
background of weather forecasting, algorithm description, and experimental results
are presented in these three chapters respectively. Future work and conclusions are
discussed in Chapter 8.

4

Chapter

2

Foundations for Clustering: Parallel
Discrete Distribution Clustering
2.1

Background

Discrete distribution clustering is a fundamental clustering algorithm in machine
learning. The algorithm clusters data represented as bags-of-features, which can
be also regarded as discrete distributions. In this dissertation, a parallel discrete
distribution clustering algorithm is proposed to expand the clustering to largescale datasets. To begin with, we first introduce the background of the discrete
distribution clustering problem.

2.1.1

The Bags-of-Feature Model

The bags-of-features (BoF) model is a simplifying representation to describe data
object in a set. Described by this model, a data point lying in a high-dimensional
manifold is represented by a finite set of unordered features (in forms of vectors,
key words, etc.) together with a measure on the features. Using the BoF model, a
dataset containing N objects is denoted as {V1 , V2 , . . . , VN } and each data point
(1)
(1)
(2)
(2)
(t )
(t )
Vi is represented as Vi = {(vi , µ(vi )), (vi , µ(vi )), . . . , (vi i , µ(vi i ))}, where
(1) (2)
(t )
{vi , vi , . . . , vi i } are the bags of features1 contained in Vi , and µ(·) is a measure
defined in the feature space.
1

Also referred to as the supports of the BoF descriptor because they span a subspace for the
descriptor.

5

Typically in text and image retrieval, each support of a BoF descriptor Vi
is from a dictionary D = {ci , . . . , cM } containing a set of M vocabularies, i.e.,
(a)
vi ∈ D, ∀a ∈ {1, . . . , ti }. Vocabularies in D can be linguistic words (for text) [16]
or quantized visual reference words (for image) [17]. Correspondingly the model
is also known as the bags-of-words or bags-of-visual-words (both acronymed as
BoW) model in these applications. The measure µ(·) in the BoW model is the
(a)
(a)
counting measure. Denote fi (vi ) as the count of word vi in Vi , in the BoW
(a)
(a)
model µ(vi ) = fi (vi ). Because the supports all come from the dictionary, a
BoW descriptor is often simplified to a histogram with M dimensions, H(Vi ) =
{fi (c1 ), fi (c2 ), . . . , fi (cM )}, where fi (·) is the counting measure and fi (cd ) = 0 if
word cd is not contained in Vi . The representation is sparse because M  ti and
most dimensions in the histogram H(Vi ) are zero.
A more generalized case of BoF model is the discrete distribution descriptors.
(1) (1)
(t ) (t )
It is formulated as a bag of weighted objects. Vi = {(vi , pi ), . . . , (vi i , pi i )}, in
which the probability of a random variable vi is non-zero only at a finite number
Pi
(1) (2)
(t )
(a)
of locations vi , vi , . . . , vi i in the sample space, and ta=1
pi = 1. A document
can be represented by a discrete distribution by modeling its inclusion of certain
(a)
(a)
(a)
elements as a random variable v and the probability µ(vi ) = pi = P (v = vi )
(a)
as vi ’s measure. Compared with the BoW model, the discrete distribution model
adopts a probability measure instead of a counting measure for each element. In
addition, a dictionary D with finite cardinality is not necessary for a discrete
distribution. It only requires the number of supports to be finite and the support
v can take any arbitrary value (i.e., the random variable’s sample space can be
continuous). In [18], images are described by discrete distributions, with the color
and texture components as the supports and the percentage area of each component
as the estimation of its probability. It is shown that BoF in the form of discrete
distribution is efficient and flexible as image descriptors if the metric for discrete
distributions is properly selected.

2.1.2

Metrics for Bags-of-Features

Whether or not D exists, both BoWs and discrete distributions are sparse representations because the cardinality of the sample space (vocabulary size) is typically
much larger than the number of supports in both representations. Even though
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we can regard a BoW as a vector (i.e., histogram) in a space spanned by D, it
is inefficient to compare BoWs by a general vector space measurement because
the vector is high dimensional and sparse in the space. This fact is known as the
“curse of dimensionality”, which specifies that high dimensional vectors are equally
far away in the vector metric space. We therefore introduce the transportation
metric to measure BoF descriptors [19]. The transportation metric is defined
by solving the transportation problem. The problem was initially formulated by
French mathematician G. Monge in the late 18th century [20], and later by Russian
mathematicians L. Kantorovich in 1942 [21] and L. N. Vasershtein in 1969 [22]
(therefore the metric is normally known as the Kantorovich-Wasserstein metric).
(t )
(1) (2)
(t )
(1) (2)
Given two discrete sets {vi , vi , . . . , vi i } and {vj , vj , . . . , vj j }, both in a
Radon space with a Radon measure 2 µ, the transportation problem is formulated
as:
min
w
a,b

tj
ti X
X

(a)

(b)

wa,b C(vi , vj )

a=1 b=1

subject to:
wa,b > 0, ∀a ∈ {1, . . . , ti }, ∀b ∈ {1, . . . , tj },
ti
X

(b)

(2.1)

wa,b ≤ µ(vj ), ∀b ∈ {1, . . . , tj },

a=1
tj

X

(a)

wa,b ≤ µ(vi ), ∀a ∈ {1, . . . , ti },

b=1
tj
ti X
X

wa,b = min(

a=1 b=1

ti
X

a=1

(a)

µ(vi ),

tj
X

(b)

µ(vj )) .

b=1
(a)

(b)

where wa,b is the flow (or match) between elements vi and vj , and C(·, ·) is
a general cost function that is Borel-measurable. The optimization is a linear
program, which can be solved by the Simplex algorithm [23] in polynomial time
(with respect to the number of variables wa,b ).
The transportation problem solves a minimal weighted cost for transforming
one set to another. Normalizing the minimal cost by the total flow, we obtain the
2

Both the counting measure and probability measure on a discrete set are Radon measures.
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transportation metric:
T (Vi , Vj ) =

minwa,b

Ptj
(a) (b)
a=1
b=1 wa,b C(vi , vj )
,
Pti Ptj
a=1
b=1 wa,b

Pti

(2.2)

subject to the constraints in Equation (2.1).
Given different setups of the discrete sets, the transportation metric has several variants. When µ(·) is the counting measure and the transportation cost
(a) (b)
(a)
(b)
C(vi , vj ) is the distance between vi and vj , Equation (2.2) defines the Earth
Mover’s Distance (EMD) between two BoWs. For discrete distributions, µ(·) is
Pi
Ptj
P i Ptj
(a)
(b)
the probability measure, i.e., ta=1
µ(vi ) = b=1
µ(vj ) = ta=1
b=1 wa,b = 1, all
constrains in Equation (2.1) take the equal signs. The Mallows distance between
two discrete distributions is formulated as:
D(Vi , Vj ) = min
w
a,b

tj 
ti X
X

(a)

(b)

wa,b kvi − vj kp

1

p

,

a=1 b=1

(2.3)

subject to the constraints in Equation (2.1),
where the cost function k · k is typically the L 1 or L 2 vector norm. p ≥ 1 is the
degree of the Mallows distance and p = 1 and p = 2 are most adopted. Without
specifying, L 2 cost and p = 2 are adopted for Mallows distance in the dissertation.
Compared with Euclidean distance, KL divergence, and cosine distance, which
are alternative metrics to measure histograms The transportation metric (either
EMD or Mallows distance) is more efficient and flexible in that (1) it does not
embed the BoF descriptor to a high dimensional vector space in which vectors
are sparse; (2) it does not require the features in different bags to be aligned;
(3) it considers the relations between every pair of features when measuring the
distance between two BoF descriptors and does not assume that different features
(dimensions) are orthogonal (independent) to each other as other metrics do. As a
result, BoF descriptors are less sparse measured by transportation metrics, which
is beneficial for statistical learning.
If the supports’ measure in BoF descriptors are normalized, all BoW descriptors
can be regarded as discrete distributions (with a codebook). This way BoWs and
discrete distributions share the same form of representation, and therefore can be
processed in the same way. As a more general representation, discrete distributions
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and Mallows distance are adopted in the rest of the dissertation as general terms
to refer to BoF and transportation metrics.

2.1.3

Discrete Distribution Clustering

Discrete distribution (D2) clustering is introduced as the K-means’ counterpart
in the discrete distribution space with the Mallows distance as the metric. It
groups discrete distributions into clusters and finds the centroid of each cluster. Operating in the same spirit as K-means clustering, it also aims at minimizing the total within-cluster dispersion, which is the sum of squared Mallows distances from each data point to its closest cluster centroid. Denote each
(1) (1)
(t ) (t )
discrete distribution as Vi = {(vi , pi ), . . . , (vi i , pi i )} and assume there are
N discrete distributions V1 , . . . , VN to be clustered into k groups with centroids
(s ) (s )
(1) (1)
Zj = {(zj , qj ), . . . , (zj j , qj j )}, j = 1, . . . , k, the objective is formulated as:
ψ=

k
X

D2 (Zj , Vi ) ,

X

(2.4)

j=1 i:L(i)=j

where D(·, ·) denotes the Mallows distance between two discrete distributions, and
L(·) is the cluster assignment function, L(i) = j if the data point Vi belongs to the
cluster centered at Zj .
D2-clustering algorithm is analogous to K-means in that it iterates the update
of the partition and the update of the centroids. The algorithm iteratively performs
the following two stages until the objective defined in Equation (2.4) converges.
1. Keep cluster centroids fixed and update the partition by assigning each data
point with the label of its closest centroid:
L(i) = argmin D(Zj , Vi ) .

(2.5)

j∈{1,...,k}

2. Keep L(·) fixed and solve the centroid that minimizes within-cluster dispersion
for each cluster:
X
Zj = argmin
D2 (Z, Vi ) .
(2.6)
Z

i:L(i)=j

Linear programs are involved in both stages due to the introduction of the
Mallows distance. However, it is the minimization in Equation (2.6) that makes
9

D2-clustering substantially more complex than K-means. We expand the Mallows
distance D(·, ·) in Equation (2.6) and rewrite the minimization as:
X

min
θ

(a)

(a)

sj ti
X
X

(i)

(a)

(b)

wa,b kzj − vi k2 ,

(2.7)

i:L(i)=j a=1 b=1

(i)

where θ = {zj , qj , wa,b : i = 1, . . . , N, a = 1, . . . , sj , b = 1, . . . ti } is the set
containing all the variables in the optimization. To solve the complex optimization,
(a)
(a)
(i)
D2-clustering updates zj ’s and {qj , wa,b }’s iteratively until the solution is stable.
(a)
(a)
(i)
It first keeps zj ’s fixed3 and updates {qj , wa,b }’s in Equation (2.7). The
minimization reduces to a linear program with constraints:
ti
X

(i)

(a)

(i)

(b)

wa,b = qj , ∀(i, a) s.t. L(i) = j, 1 ≤ a ≤ sj ,

b=1
sj

X

wa,b = pi , ∀(i, b) s.t. L(i) = j, 1 ≤ b ≤ ti ,

(2.8)

a=1
sj

X (a)

(a)

(i)

qj = 1, qj ≥ 0, and wa,b ≥ 0, ∀i, a, b .

a=1
(a)

Then zj ’s are updated as:
(a)
zj

(i) (b)
b=1 wa,b vi
,a
P
Pti
(i)
w
i:L(i)=j
b=1 a,b

P

=

i:L(i)=j

Pti

= 1, . . . , sj .

(2.9)

As K-means in the Euclidean space, D2-clustering optimizes the cluster tightness
in terms of the Mallows distance, and makes every cluster compact. In addition, it
generates centroids as the cluster representatives, which is especially valuable for
statistical modeling in machine learning and indexing in information retrieval.

2.1.4

The Scalability Challenge

A major weakness of D2-clustering is its scalability, which is caused by the linear
P
program described in Eq. (2.7). The LP involves sj + sj i:L(i)=j ti variables and
3

Before the centroid update iteration, all support vectors from the discrete distributions in the
(b)
(b)
cluster, {vi : vi ∈ Vi , L(i) = j}, are grouped to sj clusters by K-means, and the sj centroid
vectors are used as the initial values of the supports for Zj ,

10

P

contains 1 + i:L(i)=j (ti + sj ) constrains. With the number of supports sj and ti
relatively constant, the scale of the linear program is proportional to the number of
samples in cluster j, |i : L(i) = j|. Due to the intrinsic polynomial complexity of the
LP problem, the centroid update stage on large datasets is slow for D2-clustering.
Fig. 2.1 shows the results of the scalability tests of D2-clustering, as well as the
embedded centroid update optimization defined by Equation (2.7) on synthetic
datasets with different sizes. The LPs are solved by the IBM ILOG CPLEX
Optimization Studio (CPLEX), one of the most popular and powerful commercial
optimizers. Even though CPLEX adopts certain pre-solve and constraint-reduction
mechanisms to simplify a LP and accelerate the optimization before actually
starting the Simplex algorithm, the curve in Fig. 2.1(a) still shows a polynomial time
complexity to complete a single round of centroid update. When the centroid update
operation is embedded in the D2-clustering algorithm and invoked polynomial times,
the overall run-time of the clustering is of a higher ordered polynomial complexity
(see Fig. 2.1(b)). In fact, the D2-clustering computation cannot finish within a
practical time if we further increase the size of the dataset.
The computational intensiveness of D2-clustering limits its usages to only
relatively small scale problems, in terms of number of data points per training
class. With emerging demands to extend the algorithm to large-scale multimedia
datasets, e.g., online image datasets, video resources, and biological data, this
dissertation exploits a parallel processing to overcome the inadequate scalability of
D2-clustering.

2.2

Parallel Computing Techniques

Parallel computing is one of the most important techniques to process large
datasets [24]. It distributes intensive computations over many computer processors and accelerates the overall run-time by concurrently running parallelizable
parts of the computation.
There are two types of parallelism (task parallelization), loosely coupled parallelism and tightly coupled parallelism. In loosely coupled parallelism, a task is
divided into parallel sub-tasks that have little data transmission between each other
and straightforwardly deployed to different processors. The parallelism therefore
costs little effort. A lot of data intensive tasks that process data points individually
11
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Figure 2.1: Run-time of the sequential D2-clustering algorithm and the embedded
centroid update operation which is invoked iteratively. (a) Given different numbers
of discrete distributions, the optimizations defined in Equation (2.7) are solved to
find a single centroid. The run-time is approximately quadratic to the number of
data points. (b) Iteratively invoking the centroid update operation in (a), a D2clustering is performed to group the dataset into 10 clusters. The overall run-time
is polynomial with an approximate degree of 6. The solid curves plot the average
time of 5 runs and the dashed curves are approximate polynomial fitting results
of the run-time vs. number of data points. In each run the dataset is randomly
generated and each discrete distribution contains 5 supports. The LPs are solved
by functions in IBM CPLEX and the CPU’s clock frequency is 2.7 GHz.
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can be implemented by loosely coupled parallelism. For example, the indexing of a
large set of documents can be divided in parallel tasks, each of which only works
on a fraction of documents, because the index of a document is computed from
itself and does not rely on others. On the other hand, tightly coupled parallelism
requires substantial redesign of the algorithm, especially in the communication and
data transmission part of the parallelism. In tightly coupled parallelism, different
sub-tasks are coupled with each other, i.e., they need to transmit data and sync
with other. There are many algorithms that are not easily separable to loosely
coupled sub-tasks and have to be implemented by tightly coupled parallelism if we
want to accelerate them by distributed processors. Particularly, in D2-clustering,
updating a cluster centroid needs to solve an optimization involving all data points
in the cluster. The optimization is non-linear and cannot be losslessly divided
to sub-tasks. In this case, the following problems need to be considered in the
parallelism.
• How to divide the sequential algorithm to sub-tasks to make the parallelism
more efficient? Less data transmissions among processors are expected for
more independent sub-tasks.
• How to merge results from parallel sub-tasks. Sub-tasks are coupled with
each other, so are their results. The merging process should be efficient and
accurate.
• If approximation is introduced in the parallelism, how to reduce the approximation and make the result of the parallel algorithm similar to that of the
sequential algorithm.
There are different programming frameworks to implement parallel programs,
among which the message passing interface (MPI) and MapReduce are most popular
and widely applied. The MPI defines a collection of APIs that different processors
sync and communicate with each other. Programs implemented by MPI can
invoke this APIs to control the work flow and data flow of the parallelism. The
MapReduce is built upon a key-value model. Each data point is assigned with a
key by the “mappers” and data with same key are sent to a same “reducer” for
parallel processing. Due to different types of parallelism models, the MPI is more
suitable to implement tightly coupled parallel programs, and the MapReduce is
more suitable to implement loosely coupled parallel programs.
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2.2.1

Existing Parallel Clustering Algorithms

The parallel computing technique is widely applied to extend existing clustering
algorithms to large-scale problems, especially with the growing trend and power
of cloud computing nowadays. Several parallel clustering algorithms have been
developed in different ways based on the original clustering approaches being
parallelized. In general, a parallel clustering algorithm adopts the divide-andconquer strategy to first divide the large-scale clustering problem into sub-problems
and then merge the results of these sub-problems to a global one. Different parallel
algorithms vary in the manners they divide the original problem and conquer the
sub-problems. Table 2.1 compares the run-time of several popular parallel clustering
algorithms and the proposed PD2-clustering algorithm.
The K-means algorithm is the most widely adopted clustering method for
vectors. Given an initial set of k cluster centroids, it iteratively updates the cluster
assignments and cluster centroids until the solution is stable. Within each iteration,
the cluster assignments and cluster centroids are alternatively updated by fixing
one set of variables and optimizing the rest towards the object, which is the sum of
the squared Euclidean distance from each data point to its corresponding cluster
centroid (i.e., total within-cluster dispersions). K-means can be easily parallelized
because both the cluster assignment and centroid update are straightforwardly
separable. In particular, the optimal centroid that minimizes the within-cluster
dispersion of a given cluster of data is simply the arithmetic mean of them, which
indicates that the global centroids can be easily computed by a weighted average
of the local means. Zhao et al. [1] introduced a Map-Reduce implementation of the
parallel K-means (PKMeans) algorithm. The data points are randomly divided into
chunks, each of which is handled by a mapper. For each point, the corresponding
mapper computes its distances to all the (global) cluster centroids, and assigns
it to the cluster it is closest to. Local centroids within each chunk are computed
and transmitted to different reducers based on their cluster labels. Each reducer
only receives local centroids with a same label from different mappers, and merges
them to a global cluster centroid by taking the weighted average of them. Such
Map-Reduce process is iteratively invoked until convergence. Gonina et al. [25]
used a similar strategy to parallelize the clustering where clusters are modeled by
Gaussian Mixture Models (GMMs). The Expectation-Maximization (EM) iteration
is performed locally in parallel before nearby local GMMs are merged.
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When only the data grouping is needed and cluster centroids are not necessary,
the hierarchical clustering and spectral clustering algorithms can be applied by
analyzing the connectivity or pair-wise distances among data points. The general
idea to parallelize hierarchical clustering [26, 27] is to compute and update the
distance matrix between data points and clusters in parallel during the construction
of the clustering dendrogram. Every parallel processor has a local copy of all the
data and the dendrogram is broadcasted after every updating. The parallelization
splits the distance computation to M parallel processors, therefore can reduce the
overall clustering run time from O(N 2 log N ) to O(N 2 log N/M ).
Chen et al. [2] presented the parallel spectral clustering (PSC) algorithm implemented by the Message Passing Interface (MPI). As other connectivity-based
parallel clustering algorithms, it first computes the distance matrix in parallel,
where the whole dataset is evenly split and dispatched to M processors. It then
employs a parallel eigensolver to perform the eigen-decomposition of the corresponding Laplacian matrix, and adopts the PKMeans algorithm to group the data
points’ projections in the eigenspace. An M -time acceleration is acquired in each
step.
Ferreira Cordeiro [28] introduced a “Best of both worlds” prototype to perform
parallel subspace clustering. Two approaches, parallel subspace clustering (ParC)
and Sample-and-Ignore (SnI), are utilized. They adopt the divide-and-conquer
and random sampling strategies respectively to accelerate the clustering of large
datasets. Cost functions for both approaches are given. For a certain clustering
task, the algorithm selects the clustering approach (ParC or SnI) with less cost
based on the size of data and the hardware parameters. The approach can efficiently
perform subspace clustering on up to 1.4 billion high-dimensional data points by
MapReduce.
Although the objectives and implementations of the above approaches are
different, they all adopt the divide-and-conquer strategy. The dividing (mapper)
operation, as well as the parallel tasks, are heavily loaded, but shared among
processors. The merging (reducer) operation gathers all the local clusters, combines
overlapping (or nearby) clusters, or updates global centroids from local centroids.
Because the number of clusters are much smaller than the number of data points,
the merging operation is typically simple and fast to complete and performed by a
single processor.
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Table 2.1: Run-time Comparison
Algorithm
Before parallelization
After parallelization
a
α
D2-clustering
O(fD2 (N )) = O(N )
O( M1 (N β + fD2 (τ ) Nτ ))
K-means clustering b
O(fKM (N )) = O(N kt)
O( M1 fKM (N ))
Spectral clustering c
O(fSC (N )) = O(N 2 )
O( M1 fSC (N ))
Hierarchical clustering d O(fHC (N )) = O(N 2 log N )
O( M1 fHC (N ))
Note: Denote N as the size of dataset, and M as the number of processors. α  β > 1, τ is
the chunk size. See Appendix 2.4.1 for the details. k is the desired cluster number, and t is the
number of iteration. The Noyström method is applied to approximate the spectral matrix in
both the sequential and parallel versions. Computation of pair-wise distances leads the run-time.
Complete link is adopted as the graph metric.

The parallelization of D2-clustering is more complex than all the above parallel
clustering algorithms. Because both the data points and cluster centroids are
discrete distributions, LPs are involved in both the “divide” and “conquer” stages of
the parallel algorithm. In particular, the merging of local centroids is complex. We
therefore seek a multi-pass structure that iteratively merges the local results. The
clustering strategy is similar to that used in the stream clustering algorithm [29],
where data arrive sequentially in a stream and the total amount is large and
unknown. In stream clustering, data are chunked by their arrival order and
clustered locally. Then the local clusters are merged in a hierarchical way, in
which the cluster centroids are chunked, clustered, and iteratively merged. Stream
clustering is not performed in parallel because the clusterings of different chunks
are invoked sequentially as new data arrive. It does little job in dividing the data,
which are simply chunked by their arrival or storage order. Instead, it adopts a
sophisticated merging approach in a hierarchical structure. The proposed PD2clustering algorithm constructs a similar hierarchy, but is more flexible in the data
chunking, and cluster merging operations because the data are not arriving in a
stream. In addition, the local clustering tasks are performed in parallel. The details
are introduced in the next chapter.

2.3

Parallel Discrete Distribution Clustering

Fig. 2.2(a) illustrates the general workflow of a parallel clustering algorithm. Data
points are first divided into chunks and distributed to different processors. Each
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processor clusters the parallel data chunks it receives separately by a certain
sequential plug-in algorithm, specifically D2-clustering in our case. The parallel
clustering results are then combined to a global solution in the “merge” stage.
The dividing operation, namely the mapper function in MapReduce, computes an
allocation for each data point. As a preparation step of the real parallel computing,
it is supposed to be fast and usually an approximate partition of the dataset. As a
result, the local clusters obtained from the parallel tasks are overlapped, and some
clusters need to be combined in the “merge” stage. The merging is performed by a
single processor which gathers the local results and groups overlapping clusters.
It should be emphasized that the centroids generated by D2-clustering, as
representatives of clusters of discrete distributions, are also discrete distributions.
The merging operation of the local centroids are therefore complex because of the
involvement of LP. To achieve a low overall run-time, we want to keep both the
local clustering tasks and the combination of local results at a small scale, which
cannot be satisfied simultaneously when the size of the overall data is large. Because
the merging operation is in fact a clustering process of the local centroids per se,
we propose a multi-pass workflow that invokes the single-pass parallel clustering
repeatedly. When the number of local cluster centroids are large, the algorithm
feeds them to another pass of parallel clustering instead of attempting to complete
the merging at once. The same operation is performed iteratively, until certain
stopping criteria (to be discussed later) are satisfied. As a result, the clustering is
done hierarchically and within each level, the scales of LPs are not large.
Fig. 2.2(b) illustrates the process of multi-pass parallel D2-clustering. Compared
to the single-pass way demonstrated in Fig. 2.2(a) which merges the local centroids
from the parallel tasks by a single processor, the multi-pass approach invokes
another pass of parallel clustering to merge the local centroids, and repeatedly
applies the divide-and-conquer strategy until the stopping criteria are satisfied.
Consequently it avoids solving a large LP in the merging process. In other words,
the multi-pass structure gradually “conquers” the local clustering results in parallel
processors rather than merging them with a single processor immediately.
Conceptually the multi-pass clustering forms a hierarchical structure demonstrated in Fig. 2.2(c). Apparently the hierarchy always converges because each
level contains less number of objects than its previous level. The algorithm uses
the user-defined shrinking factor R to control the converging speed of the hierarchy
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and the chunk size τ to control the scale of local clustering tasks. For each local
clustering task involving N 0 data points (N 0 ≤ τ ), the target cluster number is
N0
. As a result the total number of data to be cluster in the next pass shrinks R
R
times (see Chapter 2.5.4 for the selection of R and τ ). Such a structure achieves
an overall run-time
1
T (N ) =
Θ(N β + τ α−1 N ) ,
(2.10)
M
where N is the number of data points, M is the number of processors, and
α  β > 0 are constants (see Chapter 2.4.1 for detailed analysis). It is also
shown in Chapter 2.4.2 that PD2-clustering algorithm is a (1 + ε)-approximation
of D2-clustering where
1+ε=N

κ+λ −λ

τ

R

−κ

l−1
X

2l−γ R−γ(κ+λ)

(2.11)

γ=0

(k is the cluster number, l = dlogR Nk e is the number of passes, κ < 0 and λ > 0).
Though initially developed for the PD2-clustering algorithm, this framework
can be in fact applied to the parallelization of other clustering algorithms where
cluster prototypes are given just by substituting the plug-in clustering method in
the parallel tasks. Such way of parallelization is especially beneficial for algorithms
where the merging of parallel results is complex.

2.3.1

Data Segmentation

We now describe the initial data segmentation method in the “divide” phase. In
this step, we aim to partition the dataset into groups to be clustered by parallel
processors. To keep the sub-tasks simple, we want all the groups to be smaller than
τ . In addition, we hope data in each segment to be tight for less approximation
(see Chapter 2.4.2).
The partitioning process is a series of greedy binary splitting. It is similar
in spirit as the initialization step of the LBG algorithm proposed by Linde et
al. [30], an early instance of K-means in signal processing. The whole dataset is
iteratively split into partitions until a stopping criterion is satisfied. Different from
the initialization of the LBG algorithm, which splits every segment into two parts,
doubling the total number of segments in every iteration, our approach only splits
one segment containing the most number of data in each iteration. The splitting
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process stops when all the segments are smaller than a certain size τ , which is a
pre-defined parameter specifying the maximal number of data points we want the
sequential clustering to handle. Empirically we set τ = 64 (see Chapter 2.5.4).
Fig. 2.2(d) illustrates the splitting process.
Within each round of the splitting, the binary partitioning is an approximation
of, and computationally less expensive than, an optimal clustering. For discrete
distributions measured by the Mallows distance, large LPs should be avoided in
this step for the time concern. The method we use is a computationally reduced
version of D2-clustering. It is fast because of some constraints imposed on the
centroids. We refer to this version as the constrained D2-clustering.
The constrained D2-clustering method is described in Table 2.2 (together with
other variants of D2-clustering). The major difference between the constrained
D2-clustering and D2-clustering algorithm is that the weights of support vectors in
a centroid Zj are not updated once it is initialized. Therefore the constraints in
Equation (2.8) for centroids update are simplified to:
ti
X

(i)

wa,b = qj , ∀(i, α) s.t. L(i) = j, 1 ≤ a ≤ sj ,

b=1
sj

X
a=1
(i)
wa,b

(i)

(b)

wa,b = pi , ∀(i, b) s.t. L(i) = j, 1 ≤ b ≤ ti ,

(2.12)

≥ 0, ∀i, a, b .

The large LP can then be divided to smaller ones because qj ’s are constant in
(i)
the optimization and the coefficients wa,b ’s are no longer coupled. Though not
optimally clustered, the binary segmentation generally puts similar data points to
same groups. As a result, the eventual binary splitting result allocates nearby data
points to a same sub-task, in which the local clusters are similar to those obtained
by the sequential algorithm in the same vicinity.

2.3.2

Merging Parallel Results

Data segments generated in the “divide” phase are distributed to different processors
and clustered locally. The local clustering results are merged by a new pass of
clustering. In the multi-pass clustering structure, the input data of any pass
following the first one are the local cluster centroids from its previous pass. Each
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centroid represents a cluster containing a certain number of data and the sizes
for different clusters are usually different due to the skewness of the real-world
data. If we intend to keep equal contribution from each original data point, the
cluster centroids passed to a higher level in the hierarchy should be weighted and
the clustering method should take those weights into account. We thus extend
D2-clustering to a weighted version and use the weighted D2-clustering algorithm
as the plug-in clustering method in the algorithm to abstract each data chunk
0
containing N 0 ≤ τ points by NR cluster centroids.
It is apparent that with weighted data, the step of nearest neighbor assignment
of centroids to data points is unaffected, while the update of the centroids under a
given partition of data is. When data Vi have weights ωi , a natural extension of
the optimization in Equation (2.6) to update a centroid Zj is:
X

min

(a) (a)
(i)
zj ,qj ,wa,b

ωi D2 (Zj , Vi ) .

(2.13)

i:L(i)=j
(a)

To solve the optimization, we first fix the support vectors zj ’s and update
(a))
their weights qj ’s by solving the linear program with objective (2.13) under the
same constraints specified in Equation (2.8). Then we update the support vectors
(a)
zj in a way that considers the weight ωi for each data point:
(a)
zj

(i) (b)
b=1 wa,b vi
P
Pti
(i)
i:L(i)=j ωi
b=1 wa,b

P

=

i:L(i)=j

ωi

Pti

.

(2.14)

Because the optimal solution of a centroid is not affected when the weights
are scaled by a common factor, we simply use the number of original data points
assigned to each centroid as its weight. The weights can be computed recursively
when the algorithm goes through levels in the hierarchy. At the bottom level, each
original data point is assigned with the weight 1. The weight of a data point in a
parent level is the sum of weights of its children data points.
Table 2.2 describes and compares the workflow of the D2-clustering, constrained
D2-clustering, and weighted D2-clustering in detail side by side. Both latter
algorithms, as variants of the original D2-clustering algorithm, work in the same
way as D2-clustering. Different versions of D2-clustering vary in the definitions of
objective functions, and the feasible solution spaces.
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Table 2.2: Description and Comparison of Different Versions of D2-Clustering
D2
Constrained D2
Weighted D2
Input N discrete distributions V1 , V2 , . . . , VN , where Vi
=
(1) (1)
(t ) (t )
{(vi , pi ), . . . , (vi i , pi i )}
Output Cluster labels L(i) = j, i = 1, . . . , N, j ∈ {1, . . . , k} and cluster
centroids Z1 , . . . , Zk .
Step 1
Initialize k centroids.
Step 2
Allocate a cluster label to each data point Vi : L(i) =
argminj D(Vi , Zj ).
Solve the LP in
Solve the LP in Solve the LP in
Eq.
(2.13)
with
Step 3 Eq. (2.7) with the con- Eq. (2.7) with the conthe constraints in
straints in Eq. (2.8).
straints in Eq. (2.12).
Eq. (2.8).
Update supports by
Step 4
Update supports by Eq. (2.9).
Eq. (2.14).
Step 5
Go back to Step 3 until centroids are stable.
Evaluate
objective
Step 6
Evaluate objective Eq. (2.4).
Eq. (2.13).
Step 7
Go back to Step 2 until the objective function reaches a stable
value.

2.4

Performance Analysis

Some approximation is introduced in PD2-clustering algorithm in order to divide
a clustering task to sub-tasks, which are performed in parallel. A quantitative
run-time and approximation analysis is given below.

2.4.1

Run-time

The major operations in the PD2-clustering algorithm is the iterative invocations of
the data segmentation and local sequential clustering as described in Chapter 2.3.1
and 2.3.2. Compared to these two operations, the time consumed by the one-time
disk access and the data transmission among processors is in fact negligible based
on our observation in the experiments. Here we make an overall run-time estimation
of the parallel D2-clustering process by considering the time complexities of these
two operations. Frequently used notations are:
• N : number of data points (discrete distributions);
• M : number of parallel processors;
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• R: local clustering shrinking factor (R > 2);
• τ : maximal chunk size for local D2-clustering (τ ≤ N );
• fD2 (N ): run-time of sequential D2-clustering;
• fC (N ): run-time of constrained D2-clustering.
For the first pass of the parallel algorithm, the run-time is:
T1 (N ) = Tseg (N ) + fD2 (τ )Θ(

N
),
τM

(2.15)

where the first term Tseg (N ) is the time consumed in the data segmentation and
the second term is the time for the local clusterings.
The initial data segmentation is a process containing a series of binary splitting
operations, each of which is done by the constrained D2-clustering algorithm, whose
run-time is fC (N ). In practice the segmentation tends to divide the data evenly,
therefore Tseg (N ) follows the recursion:


Tseg (N ) = 2Tseg Θ(

N
fC (N )
) +
.
2
M


(2.16)

As shown in Table 2.2, both D2-clustering and constrained D2-clustering are
algorithms iteratively updating the data assignment and centroids of clusters in a
K-means manner. The essential complexity difference between these two approaches
is introduced by different ways of centroid update operations. D2-clustering needs
to solve a large LP whose scale is proportional to the data size, which results
in a high-order polynomial complexity. The constrained D2-clustering algorithm,
on the other hand, decouples the large LP to several small ones with fixed size
(only related to the number of supports in each discrete distribution), therefore is
theoretically linear in time complexity.
Arthur et al. recently proved that K-means has a smoothed polynomial complexity [31] in terms of the expected number of iterations, which is a more realistic
estimation of K-means’ time complexity because the worst-case upper bound k N for
the iteration number is rarely met in practice. The analysis is done by bounding the
potential (total squared distance) drop in each round of centroid and label updating,
which can be also applied in the smoothed analysis of D2-clustering. Therefore
we can consider both D2-clustering and constrained D2-clustering converge in
polynomial number of iterations, which results in polynomial time complexities,
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fD2 (N ) = Θ(N α ) and fC (N ) = Θ(N β ), where α > β > 1 due to the difference in
the centroid update stage. Solving the recursion in Equation (2.16), we obtain
Tseg (N ) =

Θ(fC (N ))
,
M

(2.17)

and consequently
fD2 (τ )
1
Θ(fC (N ) +
N) .
M
τ
The time for the multi-pass process follows the recursion:
T1 (N ) =

T (N ) = T1 (N ) + T (N/R) .

(2.18)

(2.19)

The order is leaded by T1 (N ) and we deduce that the overall run-time follows the
order:
1
Θ(N β + τ α−1 N ) .
(2.20)
T (N ) = Θ(T1 (N )) =
M
Compared with the time complexity fD2 (N ) = Θ(N α ) for the sequential D2clustering algorithm, the speed-up of the parallel D2-clustering algorithm comes
from two algorithmic improvements. First, the leading order of the time complexity
is lowered from N α to N β (α > β); second, the computation is done in parallel
and therefore the overall run-time is divided by M . However, when N is small the
parallel algorithm is not necessarily faster because the overhead for parallelization
is not negligible.

2.4.2

Approximation Bound

The multi-pass clustering is an iterative process that keeps abstracting the dataset
by a set of representatives. In each pass of the data reduction, some information is
discarded because each cluster of data points are represented by a single cluster
centroid. The clustering optimization in the following pass only depends on the
representative centroids, therefore is an approximation of the clustering on the
original dataset.
Intuitively data in a tight cluster can be well represented by the centroid.
For a dataset {V1 , . . . , VN } and a partition that divides the dataset into subsets
χ1 , χ2 , . . . , χL , the data in each subset are sent to different parallel processors
and optimized separately to find tight clusters inside the partition. With a fixed
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shrinking factor R (i.e., the average number of data points in each cluster), the
closeness of data points inside a partition affects the tightness of the clusters in it.
A location-based partitioning strategy as introduced in Chapter 2.3.1 is therefore
beneficial to the generation of tight intermediate clusters that can reduce the
approximation error.
Assume PD2-clustering has l passes, and kγ centroids are obtained in the γ-th
pass. D2-clustering result with kl centroids on the same dataset has a cost function
P l P
2
∗
∗
ψ ∗ = kj=1
L∗ (i)=j D (Vi , Zj ), where L (i) is the optimal cluster assignment and
(l)
Zj∗ ’s are the optimal centroids. The centroids Zj ’s and cluster assignment Ll0
obtained from the l-th pass result in the clustering cost of:
ψl =

kl
X
X

(l)

D2 (Vi , Zj ) .

(2.21)

j=1 Lj (i)=j
0

Further expanding the equation, we get
ψ ∗ ≤ψ l =

kl
X
X

(l)

D2 (Vi , Zj ) =

j=1 Lj (i)=j

≤

(l−1)
ωj 0

(l−1)
∆j 0

(l−1)
∆j 0

2

X

(l)

ωj ∆j

j=1

0

kl
X

kl
X
(l)

+D

2

(l−1)
(l)
(Zj 0 , Zj )

r

+2

(l)
(l−1)
(l−1)
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!
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(j)
l−1
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=

X
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(2.22)
Recursively applying the inequality, we obtain the approximation bound:
ψ∗ ≤ ψl ≤

l−1
X



kγ
X
(γ)
(γ)
(γ+1)
2l−γ
ω D2 (Z , Z
j

γ=0

j=1
(0)

(0)

j

Lγ+1
(j)
γ



) ,

(2.23)

where the original data Vj = Zj and ωj = 1, ∀j ∈ {1, . . . , N }.
Pkγ
(γ)
(γ)
(γ+1)
ωj D2 (Zj , ZLγ+1 (j) ) is the optimizaNotice that in Equation (2.23), term j=1
γ
tion objective function for the (γ + 1)-th pass (denoted as σγ ) . σγ is amplified
by the factor 2l−γ when accumulating to the total clustering cost with respect
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to the original data points as described in Equation (2.21). The bound given by
Equation (2.23) validates and explains our intuition to partition the dataset by data
locations. To lower the upper bound for ψ l , the clustering costs in the earlier passes
need to be small. Hence we greedily apply the location-based data partitioning
from the first pass of the clustering, aiming to keep each local cluster tight from
the beginning of the process.
We analyze the impact of R and τ based on three facts as observed in the
experiment in Chapter 2.5.4. (1) The data being clustered at different passes have
similar distributions. (2) In the (γ + 1)-th pass, σγ is an decreasing function of the
N
total cluster number R(γ+1)
in a polynomial order given τ fixed. (3) In the (γ + 1)-th
pass, σγ is a increasing function of the number of chunks (RNγ τ ) in a polynomial
order given R fixed.
N
Based on the above observations we have σγ = ψ ∗ ( R(γ+1)
)κ ( (RNγ τ ) )λ , where κ < 0
and λ > 0 are constants. Expanding σγ in Equation (2.23), we get:
ψ ∗ ≤ ψ l ≤ ψ ∗ N κ+λ τ −λ R−κ

l−1
X

2l−γ R−γ(κ+λ) .

(2.24)

γ=0

This equation gives an approximation bound of PD2-clustering with respect to
sequential D2-clustering. Clearly a large τ is desired for a tight bound. Because
l = dlogR N
e (kl is the cluster number), increasing R tends to reduce the summation
kl
term in Equation (2.24) 4 but increase the value of R−κ . Though κ and λ are
unknown and there is no analytical solution of the optimal values, we can tell that
R should be neither too large nor too small. Empirical values of R and τ are given
in Chapter 2.5.4.

2.5

Quantitative Evaluation

In order to quantitatively evaluate the performance of PD2-clustering, Synthetic
data with known cluster labels are adopted as the ground-truth in the experiments.
All experiments run on a computing cluster with in total 2,048 CPU cores of
2.7 GHz clock frequency5 . Based on the server’s configuration, the PD2-clustering
4

Based on the experiment, κ+λ ' 1. Both the term values and term numbers of the summation
decrease with R. l is not continuous with R. With a same l, a smaller R is desired.
5
In practice the system limits the maximal number of processors each user can occupy at a
time to 32.
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algorithm is implemented by MPI and the embedded LP is optimized by the IBM
CPLEX optimizer.

2.5.1

Benchmark Dataset

In the Euclidean space where data points are vectors, the standard way to generate
synthetic data for clustering evaluation is to randomly sample some discrete points
as cluster centroids first and then sample data points around each centroid from a
Gaussian distribution with certain covariance. We adopt a similar strategy to generate discrete distributions for D2-clustering. Suppose we want the synthetic discrete
distributions to form k clusters, and the supports for each discrete distribution lie in
a d dimensional vector space, we first randomly sample k vectors, z1 , z2 , . . . , zk ∈ R d ,
and use the distributions with a single support Zj = {(zj , 1)}, j = 1, . . . , k as the
centroids. A discrete distribution Vi around the centroid Zj is composed of t support
(1)
(t)
vectors vi , . . . , vi that follow a Gaussian distribution centered at zj , with their
(1)
(t)
weights pi , . . . , pi randomly sampled from a Dirichlet distribution. With properly
tuned variance of the support vectors, data points belonging to different clusters
will be slightly overlapped but in general gathering around the cluster centroids.
In our experiments, we set the dimension of support vectors d = 3, and generate
k = 10 clusters of data points. Synthetic sets with sizes N of 500, 1000, 2000, 4000,
8000, 16000, 32000, 64000, 128000, 256000, 512000, and 1024000 are generated by
the same distributions in order to benchmark different algorithms’ performances in
different scales. About 7 percent of data in the synthetic sets are overlapped, i.e.,
they are closer to other centroids than the one they are sampled from.

2.5.2

Evaluation Metrics

With the ground-truth label for each data point, the clustering quality can be
evaluated by some external criteria, including Adjusted Rand Index (ARI) [32],
normalized mutual information (NMI) [33], Homogeneity, Completeness, and Vmeasure [34]. In our experiments, these evaluation metrics changes in similar trend
in different clustering runs. For simplicity and clarity, we report ARI in this paper
as the clustering quality benchmark. On a certain dataset, assume the ground-truth
divides the data points into groups {G1 , . . . , Gm } and the clustering algorithm gets
a partition {G01 , . . . , G0m0 }, where mi = |Gi |, m0j = |G0j |, and Ni,j = |Gi ∩ G0j |, the
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ARI is defined as:
ARI =

P Ni,j  hP mi  P m0 i N 
j
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(2.25)

2

ARI ranges from 0 to 1. Higher ARI indicates more similarity between the groundtruth and the cluster labels (ARI = 1 if they are identical).
The clustering objective function, i.e., the total within-cluster dispersions, can
serve as an internal criterion of the clustering quality. It can be evaluated without
the ground-truth, and is an intrinsic property regarding the cluster tightness (smaller
dispersion means tigher clusters). To compare the cluster tightness for different
datasets, we use the average dispersion, i.e., the average squared Mallows distance
(ASD) from each data point to its closest cluster centroid, as the evaluation. It is
formulated as:
N
1 X
D2 (Vi , ZL(i) ) ,
(2.26)
ASD =
N i=1
where D(·, ·) is the Mallows distance, L(i) is the cluster label of the data point Vi
and ZL(i) is the corresponding cluster centroid.

2.5.3

Visualization of Clustering Workflow

Before quantitatively evaluating the algorithm, we first visualize the workflow of a
real clustering process in order to provide readers with an intuitive interpretation
of the PD2-clustering algorithm. We conducted the clustering on the synthetic
dataset with 8,000 discrete distributions, and recorded the results for each pass
of parallel clustering. The parallel clustering is deployed on 16 CPU cores. We
set local chunk size τ = 64, and shrinking factor R = 5.0. Fig. 2.3 shows the
visualization. Data chunks are distinguished by different colors, and the cluster
assignment in each pass is represented by the lines connecting each child data point
to its corresponding local centroid, which is further clustered in the following pass.
The hierarchy shrinks pass by pass, so does the run-time. Eventually several global
cluster centroids are obtained when the number of data points is small enough at a
certain pass. As analyzed in Chapter 2.4.1, the overall run-time is dominated by
the run-time of the first pass.
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2.5.4

Parameter Selection

The size of local parallel chunk τ and the shrinking factor R are two important
parameters that affect the run-time, as well as the clustering quality, of the PD2clustering algorithm. Intuitively, a large chunk size will introduce less approximation,
and when τ = N , PD2-clustering is identical to sequential D2-clustering. However,
the overall clustering run-time will also increase as τ increases. The shrinking factor
R controls how fast the clustering hierarchy shrinks and how many data points each
centroid summarizes in each pass. A large R reduces the number of passes, making
the clustering terminates faster, but introduces more approximation within each
pass. A small R increases the number of passes and introduces less abstraction in
each pass.
On a synthetic dataset containing 128,000 discrete distributions in 10 clusters,
we tested PD2-clustering with different combinations of chunk sizes and shrinking
factors. We use the Adjusted Rand Index (ARI, higher is better) and the point-tocentroid Average Squared Distance (ASD, lower is better) to evaluate the clustering
quality with respect to the ground-truth. The dataset and evaluation metrics are
explained in Chapter 2.5.1 and 2.5.2. The results are plotted in Fig. 2.4, from
which we can conclude that except the τ = 16 case where the chunk size is too
small and makes the performance random, generally the combination of a medium
R and large τ achieves a good clustering quality, which validates our intuition.
Besides the clustering quality, run-time is another factor to be taken account when
choosing parameters R and τ . For such sake we need to limit τ within a medium
range to prevent local clustering tasks being too slow. In the following experiments,
we set R = 5.0 and τ = 64 because such a combination has a balanced clustering
performance in terms of both quality and run-time6 .
Fig. 2.5 shows the ARI curves (with respect to R) of PD2-clustering on datasets
with different distributions. For a certain chunk size, the ARI curves are all of
similar shapes. As a result, same set of parameters have similar impacts on different
distributions and we empirically apply R = 5.0 and τ = 64 to any dataset. Detailed
analysis of R’s and τ ’s impacts are presented in Chapter 2.4.1 and 2.4.2.
6

In Fig. 2.4 R = 6.0 and τ = 80 achieves best clustering quality. For τ = 64 the clustering
quality is only slightly worse, but the algorithm runs much faster. When the size of dataset N is
in the order of 104 , the numbers of passes (dlogR N
k e, k ' 10) are likely to be the same for both
R = 5.0 and R = 6.0. We choose R = 5.0 for less approximation within a single pass.
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2.5.5

Scalability

To test the scalability properties of the PD2-clustering algorithm, we ran the
clustering on synthetic datasets with sizes of 500, 1000, 2000, 4000, 8000, 16000,
32000, 64000, 128000, 256000, 512000, and 1024000. We also tested several other
clustering algorithms on these datasets and compared them with PD2-clustering.
The following algorithms are included and compared in the experiment:
(A0 ) The PD2-clustering algorithm;
(A1 ) The sequential D2-clustering algorithm;
(A2 ) The constrained D2-clustering algorithm introduced in in Chapter 2.3.1;
(A3 ) PD2-clustering with random segmentation;
(A4 ) The PKMeans clustering algorithm [1] after applying vector quantization
(VQ) [35] to the data;
(A5 ) The parallel spectral clustering algorithm [2].
Except the original D2-clustering algorithm which is sequentially performed by
a single CPU, all the other algorithms are parallel algorithms. We use 16 CPU
cores to run each of the parallel algorithms for a fair run-time comparison, and
the results are plotted in Fig. 2.6(c). The sequential D2-clustering algorithm,
unsurprisingly, is the slowest one among the tested algorithms due to the expensive
centroid update operation. In the experiment it fails to complete a clustering on
the dataset with 64,000 data points within a time limit of 6 hours. The spectral
clustering is also slow even though it is implemented in parallel, because all the
pairwise Mallows distances between data points and a large eigen-decomposition
need to be computed. It can barely complete the clustering of 128,000 data points
in 6 hours and cannot efficiently handle larger datasets. The rest four parallel
algorithms can all cluster datasets containing as many as 1,024,000 data points
within a short time. Though PD2-clustering is more expensive than constrained
D2-clustering and parallel K-means, they are of a similar order in time complexity.
As to the clustering quality, the sequential D2-clustering algorithm achieves
the best ARI and ASD which is closest to the optimal values (when the dataset is
small enough to be clustered). All other algorithms achieve less optimal clusters
by trading off some accuracy for speed. The spectral clustering algorithm, which
is based on the pair-wise distances among data points, does not have a consistent
performance on clustering ARI (presumably because the parallel implementation
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only utilizes the distances between neighboring points for fast computation) and
the clusters are very loose7 . Similarly, the VQ step before PKMeans in (A4 )
discards some information from the discrete distributions when transforming them
to vectors. The ARI consequently deteriorates. The curves for approach (A2 ) and
(A3 ) demonstrate the necessity of adopting constrained D2-clustering to divide data.
None of the approach (A2 ) and (A3 ) standalone achieves the ARI of PD2-clustering
which combines them. Comparing (A0 ), (A2 ) and (A3 )’s ASD curves in Fig. 2.6(b),
we can see that partitioning data by constrained D2-clustering conserves the cluster
tightness, which is crucial to make PD2-clustering’s results tight.
Fig. 2.6(d) plots the run-time of PD2-clustering on the dataset containing
128,000 data points with different numbers of parallel CPU cores. When the
number of CPU cores is smaller than the number of parallel sub-tasks (i.e., the
number of data chunks), each CPU needs to sequentially handle several sub-tasks,
which consequently makes the overall run-time longer. Particularly when 1 CPU
is employed, we only take advantage of the divide-and-conquer structure but no
computation is done in parallel. Still the parallel algorithm can complete the
clustering of 128,000 data points, which the sequential algorithm cannot handle.
The curve in Fig. 2.6(d) shows an inverse proportional relationship between the
run-time and the CPU number. Although in our experiment the maximal number of
CPUs we can request is limited to 32, theoretically the scalability of PD2-clustering
can be always improved if more CPUs are involved.

7

Cluster centroids for computing ASD of spectral clustering are the data points whose projections in the spectral eigenspace are closest to the K-means’ centroids in the space.
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Figure 2.2: Explanations of PD2-clustering. (a) Workflow of a single-pass parallel
clustering. Data are allocated to different processors for parallel clustering. The
“merge” stage combines local clusters at once. (b) Workflow of a multi-pass parallel
clustering. Local clusters are gradually merged by further clustering local centroids
level by level. (c) The conceptual hierarchical structure of the multi-pass clustering.
Crosses represent data points and dots represent centroids. Points are clustered
locally in different chunks. Centroids in certain level are treated as data points in
its next level and further clustered. (d) An illustration of a binary splitting process
in the “divide” phase. The largest (shaded) segment is split until all segments are
below size τ .
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Figure 2.3: Visualization of the clustering hierarchy. Each row of dots represent the
discrete distributions being clustered at a certain pass. Points with the same color
are assigned to a same chunk for local clustering. Lines between adjacent rows
indicate the cluster assignment of a single pass clustering. Data points connected
to a same point are grouped in the same cluster and represented by the higher-level
point in the following pass of clustering.
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Figure 2.4: The impacts of chunk size (τ ) and shrinking factor (R) on the performance of PD2-clustering. The synthetic dataset contains 128,000 data points in 10
clusters. 7% data from different clusters are overlapped. Each point in the plots
are the average of 5 runs for the corresponding parameters. (a-c) The impact of R
on Adjusted Rand Index (ARI), Average Squared Distance (ASD), and run-time.
(d-f) The impact of τ on ARI, ASD, and run-time. Higher ARI and lower ASD
mean better clustering quality. The optimal ARI and ASD are plotted in dashed
lines. Medium R and τ are preferred considering both cluster quality and run-time.
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Figure 2.5: The clustering ARI (average of 5 runs) on synthetic datasets with
different distributions. All sets contain 128,000 data points and 10 clusters. They
are generated with different variances, and have different amounts of overlapping
data. Though the optimal ARIs (in dash lines) on these datasets are different, the
impacts of chunk size (τ ) and shrinking factor (R) are similar. The shapes (trends)
of the curves in Fig. 2.5 (a-c) and Fig. 2.4 (a) resemble each other.
33

450"
350"
300"

PD2"
Random"Init"
Par??on"
D2"
Spectral"
VQ+PKMeans"
GroundJtruth"

5000"

50000"

Size"of"dataset"

250"
200"
150"
100"
50"
0"
500"

500000"

(a) ARI vs. size of dataset

50000"

Size"of"dataset"

500000"

(b) ASD vs. size of dataset

10000$

Run,-me"(seconds)"

Run)*me$(seconds)$

5000"

18000"

100000$

1000$
100$
10$
1$
0.1$
500$

D2"
Par66on"
Spectral"
Random"
PD2"
Ground?truth"

400"

ASD"

ARI"

1"
0.9"
0.8"
0.7"
0.6"
0.5"
0.4"
0.3"
0.2"
0.1"
0"
500"

5000$

50000$

Size$of$dataset$

PD2$
Random$Init$
Par**on$
D2$
Spectral$
VQ+PKMeans$

16000"
14000"
12000"
10000"
8000"
6000"
4000"
2000"
0"

500000$

0"

(c) Run-time vs. size of dataset

10"

20"

Number"of"processors"

30"

(d) Run-time vs. CPU number

Figure 2.6: Scalability analysis of PD2-clustering. PD2-clustering is tested on
different scales of data and compared with other clustering approaches, including
sequential D2-clustering (D2), constrained D2-clustering used as the partitioning
method in PD2-clustering (Partition), PD2-clustering with random segmentation
(Random Init). parallel K-means [1] after quantizing the discrete distributions to
vectors (VQ+PKMeans, the vector quantization time is not counted), and parallel
spectral clustering [2]. For each case the result is the average of 5 runs. 16 parallel
CPU cores are employed for all parallel algorithms. Sequential D2-clustering and
parallel spectral clustering cannot finish within a reasonable time when the scale is
large. (a) Comparison of clustering ARI. The results from sequential D2-clustering
gains the best clustering quality. PD2-clustering outperforms constrained D2clustering and VQ+PKmeans. (b) Comparison of clustering ASD (among methods
using Mallow distance). D2-clustering obtains nearly optimal cluster tightness and
PD2-clustering’s results are relatively tight. (c) Run-time comparison. Both axes
are in logarithmic scales. PD2-clustering’s time complexity has a much lower order
than D2-clustering’s. (d) PD2-clustering’s run-time on 128,000 data points with
different numbers of CPU cores employed. The number of processors is inversely
proportional to the overall run-time.
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Chapter

3

Foundations for Clustering: Applications
3.1

Image Annotation

The PD2-clustering algorithm is useful in applications where the data points are
represented by BoF descriptors and measured by transportation metrics, which
have been successfully applied in image retrieval and annotation [18, 36]. With the
help of PD2-clustering, we can apply image concept learning for annotation on a
much larger training dataset than that used in previous works.

3.1.1

The Image Concept Learning Approach

The image concept learning approach based on clustering and Hypothetical Local
Mapping (HLM) is presented in [18]. Given a training image set with known
concept label for each image, the clustering is performed on each subset of images
with same label. Each image descriptor Ii is composed by three bags of weighted
vectors corresponding to the image’s color (in the LUV color space), texture
(Daubechies-4 wavelet [37] coefficients), and key points (SIFT descriptors [38])
components1 . Denote the discrete distributions for color, texture, and key points
(1) (1)
(t ) (t )
(1) (1)
(t ) (t )
as Ui = {(ui , pu,i ), . . . , (ui v , pu,iu )}, Vi = {(vi , pv,i ), . . . , (vi v , pv,iv )}, and Yi =
(t ) (t )
(1) (1)
{(yi , py,i ), . . . , (yi y , py,iy )}, Ii is the concatenation of these three modalities, i.e.,
1

We perform clusterings on all pixel-level features (for color and texture) or key point DOG
descriptors (for SIFT), then use the cluster centroids and weights to construct the discrete
distributions for each feature.
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Ii = {Ui , Vi , Yi }2 . The distance between Ii and Ij is defined as:
1

D̂(Ii , Ij ) = (D2 (Ui , Uj ) + D2 (Vi , Vj ) + D2 (Yi , Yj )) 2 ,

(3.1)

where D(·, ·) is the Mallows distance. The PD2-clustering algorithm can be extended to the case of multiple discrete distributions by using D̂(·, ·) as the metric
and performing the centroid update operation (as specified in Equation (2.7))
respectively only within each modality.
With the cluster labels, centroids, and squared Mallows distances from data
points to corresponding centroids determined after the clustering for each training
image subset of a certain concept, a mixture model is constructed by the HLM
approach. For each cluster, if the squared distance u from a data point to the
centroid follows a Gamma distribution Gamma( d2 , 2σ 2 ) with pdf
d

u

( u2 ) 2 −1 e− 2σ2
f (u) = 2σ 2 d
,
2σ Γ( 2 )
the data points on the hypothetical space follow a multivariate Gaussian distribution
N (Z, σ 2 Id ) with pdf
u
1
)d e− 2σ2 ,
f (I) = ( √
(3.2)
2
2πσ
where u = D̃2 (V, Z) is the squared distance from a data point V to the corresponding
centroid Z. The percentage size of a cluster is used as the weight for the component.
As a result, we estimate the image concept model for concept η as
gη (I) =

k
X

ξi fηi (V ) ,

i=1

where ξi is the percentage size for the i-th cluster with Gaussian distribution fηi (I)
estimated by HLM (as Equation 3.2).
Given a test image with the descriptor Ii , we compute the posterior probability
of Ii belonging to concept each η, P (Ii |concept = η) = gη (Ii ) and rank the
probabilities. Then the image is annotated by the top ranked concepts.
2

The support vectors for each modality are normalized so that they have equal contribution.
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3.1.2

The Training Dataset

The image annotation experiment is conducted on the NUS-WIDE image dataset,
in which there are in total 269,648 images from Flickr and each image is manually
annotated with one or more ground-truth tags from a list of 81 common concepts.
161,789 images in the dataset are used as the training data and the rest are used
for testing. Each subset of the training data containing images with the same tags
are clustered by PD2-clustering.

3.1.3

Experimental Results

In the training set, the average size of image subset being clustered is 3,175, which
is much larger than the scale which the original D2-clustering can handle. It takes
on average 167 seconds for PD2-clustering to complete. After that each subset of
images are grouped into clusters. Because there is no ground-truth label for the
image separation within a certain image subset, we evaluate the clustering results
by visualizing them on the 2D space and applying them to image concept learning.
Fig. 3.1 visualizes the clustering results of several cases. Clearly the algorithm
discovers image clusters with different visual appearances for each concept.
The clustering quality is quantified by the cluster tightness, i.e., the average
squared distance (ASD) between the data points and the corresponding centroids.
The clustering results from PD2-clustering is compares with those from sequential
D2-clustering as well as parallel spectral clustering on the training set. Because the
sequential D2-clustering algorithm is slow, it is only applied on 200 random images in
each concept. The sequential D2-clustering roughly takes the same amount of time
as that used by PD2-clustering on the whole dataset. For parallel spectral clustering,
Data entries whose projections in the spectral eigenspace are closest to the cluster
centers in the space as treated as the centroids for evaluating ASD. Fig. 3.2(a)
shows the ASD evaluation results. The sequential D2-clustering algorithm obtains
the tightest clusters. The PD2-clustering results are only slightly less tight than
the sequential D2-clustering’s results. Parallel spectral clustering does not aim
at optimizing the tightness of clusters, therefore obtains the least tight clusters.
The relative tightness of PD2-clustering and parallel spectral clustering’s results
compared with the D2-clustering’s results is plotted in Fig. 3.2(b). Considering the
sequential algorithm’s result is close to optimal (shown in Fig. 2.6), PD2-clustering
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(a) Animal

(b) Flowers

(c) Military

(d) Mountain

Figure 3.1: Visualization of the image clustering results. Large clusters for four
concepts are visualized. Image clusters are arranged in a circular layout. Within
each cluster, images not significantly overlapped are draw around the cluster center
based on their visual distances to the centroid.
is much more optimal than parallel spectral clustering in terms of cluster tightness.
Lastly, the image annotation results by concept models trained from PD2clustering are presented here. The annotation result from PD2-clustering is also
compared with the results from sequential D2-clustering (on 200 random images of
each concept) and parallel spectral clustering. Additionally, we quantize the image
descriptors to vectors, apply K-means to cluster the data, and use the Euclidean
distance from each quantized data entry to its closest centroid in the vector space
for concept modeling. The annotation performance and sample results are shown in
Table. 3.1 and Fig. 3.3. PD2-clustering, although introduces some approximation
for parallelization, learns better concept models than sequential D2-clustering
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Figure 3.2: Tightness of image clustering results. PD2-clustering, D2-clustering,
and parallel spectral clustering are performed on 81 image subsets. The average
squared Mallows distance (ASD) from images to cluster centroids are computed
and plotted for each algorithm on each image subset. (a) The absolute ASD.
PD2-clustering and D2-clustering results are both tight. The clusters obtained
by spectral clustering are much looser than the other two sets of results. (b) The
ASD ratio between PD2-clustering and D2-clustering, and that between spectral
clustering and D2-clustering. On average the PD2-clustering’s ASD is 1.18 times
of D2-clustering’s ASD, compared with the 4.10 times difference between spectral
clustering and D2-clustering.
Table 3.1: Image Annotation Performance by Different Clustering Approaches
Run-time (seconds)
Top 5 tagging precision
Correctly tagged images

PD2

D2 (small set)

K-means(+VQ)

Spectral

16178
10.2%
40.2%

10414
5.0%
22.8%

682
7.4%
32.7%

82800
6.1%
27.2%

Note: The training dataset contains 161,789 Flickr images with 81 manually labeled concepts and
the testing dataset contains 107,859 images. PD2-clustering, K-means, and spectral clustering are
all implemented in parallel and run on 16 CPU cores. D2-clustering runs on a single CPU core
and only processes 200 random images per concept due to its high complexity. K-means is applied
on the quantized data vectors. For spectral clustering, image descriptors whose projections are
closest to cluster centers in the spectral eigenspace are used as centroids for modeling. Top 5 tags
for each image are compared with its ground-truth tags and the precision is listed on the second
row. An image is counted as a correctly tagged one if there is at least one correctly predicted tag.

because it efficiently leverages more training data. Compared with K-means and
spectral clustering, PD2-clustering algorithm better reveals the distribution of BoW
descriptors, therefore obtains better annotation performance.
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Figure 3.3: Sample image tagging results. Concept models learned by PD2clustering, D2-clustering, K-Means, and spectral clustering are used to tag the same
set of testing images. Top 3 tags predicted by each model are listed. Relevant tags
are marked in bold. Models obtained from PD2-clustering achieve best performance.

3.2

Protein Sequence Clustering

In bioinformatics, composition-based methods for sequence clustering and classification (either protein [39] or DNA [40]) use the frequencies of different compositions
in each sequence as the signature. The frequency histogram of nucleotides or
amino acids, which are the basic components of DNA or protein, are adopted as
the descriptor of a DNA or protein sequence in these methods. Because different
nucleotide or amino acid pairs are related due to their molecular structures and
evolutionary relationships, cross-term relations should be considered when we compute the distance between two such histograms. As a result, the Mallows distance
would be a proper metric in composition-based approaches.
For protein sequence clustering, because the vocabulary size of protein words
(each contains several amino acids) is large and the composition-based representation
is sparse, composition-based approaches are not widely applied. Most existing
approaches rely on the pair-wise sequence alignment to perform connectivity-based
clusterings (e.g., hierarchical clustering [41] and spectral clustering [42]). These
approaches only work on small datasets (which typically contain about 1,000 protein
sequences) because computing the alignment for all pairs of sequences is expensive.
CD-HIT [43], as a state-of-the-art protein sequence clustering algorithm that can
run on large datasets, though uses the short protein word comparison as a first
40

stage clustering to improve the scalability, still relies on sequence alignment to
further cluster potentially matched pairs selected by the rough word comparison.
These alignment-based algorithms usually fail to work when we hope to summarize
a large dataset by a small number of clusters because sequence alignment is only
capable of discovering closely matched proteins. In such cases, PD2-clustering is
appealing as it can efficiently cluster sparse composition-based protein descriptors.
In this experiment, we performed PD2-clustering on protein sequences from the
overlapping set of the Swiss-Prot database [44] and the Prosite database [45]. The
Swiss-Prot database contains 519,348 proteins, many of which are categorized
into different protein families by the Prosite database. In total the overlapping
set of these two databases contains 204,035 labeled proteins from 1,296 classes.
We selected 10,742 sequences from 3 largest classes (with 4031, 3608, and 3103
sequences respectively) for this experiment.
For each protein sequence, we count the occurrence of each type of amino acid,
dipeptide (tuple of amino acids), and tripeptide (triplet of amino acids), and use
the frequency histograms of these basic sequence components, {V (1) , V (2) , V (3) }, as
the descriptors (V (1) , V (2) and V (3) correspond to the histograms for amino acids,
depetides, and tripetides respectively, where the superscript for each histogram
indicates the word length of the supports). Because there are 20 types of amino acids,
V (1) has a fixed length of 20. For dipetides and tripetides, the vocabulary sizes are
202 and 203 . To make the representation compact, we only adopt the most frequent
32 (dipetide or tripetide) words to build histograms V (2) and V (3) . The distance
(1)
(2)
(3)
(1)
(2)
(3)
between two sequence descriptors Vi = {Vi , Vi , Vi } and Vj = {Vj , Vj , Vj }
is computed as:
(1)

(1)

(2)

(2)

(3)

(3)

D̃(Vi , Vj ) = T (Vi , Vj ) + T (Vi , Vj ) + T (Vi , Vj ) ,

(3.3)

where T (·, ·) is the transportation distance (defined in Equation (2.2)) between two
histograms of the same type. The cost between two supports is computed by their
(X)
sequence matching score. Denote the a-th support for histogram Vi
(a word
(X)
(1)
(X)
containing X amino acid symbols, X = 1, 2, 3) as ~vi,a = vi,a . . . vi,a , where each
(x)
(X)
(X)
vi,a is a certain amino acid. The similarity between two supports ~vi,a and ~vj,b is
defined as:
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(X)

(X)

S(~vi,a , ~vj,b ) =

X
1 X
(x) (x)
s(v , v ) ,
X x=1 i,a j,b

(3.4)
(x)

(x)

where the evolutionary similarity between the two amino acids, s(vi,a , vj,b ), is given
in the PAM250 scoring matrix [46]. The distance between these two supports is
then defined as:
(X)

(X)

C(~vi,a , ~vj,b ) =


1
(X) (X)
(X) (X)
(X) (X)
S(~vi,a , ~vi,a ) + S(~vj,b , ~vj,b ) − S(~vi,a , ~vj,b ) .
2

(3.5)

The cost function (3.5) is adopted in the calculation of the transportation
distance (3.3). Additionally, PD2-clustering for the composition-based protein
descriptors are performed based on such metric. When updating centroids in
the clustering loop, the weights and locations of the supports for a centroid are
iteratively updated as specified in Chapter 2.1.3. Within each centroid update
iteration, the supports’ weights for a centroid are first updated by the linear program
introduced in Equation (2.8). Being symbolic, the supports themselves are then
updated by searching the word in the dictionary that can minimizes the objective
in Equation (2.7) with updated weights. This results in a minor modification of
Step 4 in the algorithm described in Table 2.2.
We tested three other methods on the same dataset. The clustering results of
different approahces are compared with the genotypes marked by Prosite labels
to measure the their performance. First, we followed the approach introduced by
Paccanaro et al. [42] to invoke the BLAST library for aligning all pairs of protein
sequences, and use the E-value returned by it as the distance between two sequences.
With all the pair-wise distances, we use parallel spectral clustering to cluster the
data. Both the computation of pair-wise distances and the spectral clustering are
parallelized by 16 CPU cores. Second, we applied the CD-HIT program [43] to do
the clustering. As mentioned above, CD-HIT groups sequences by their alignment
similarities. A similarity threshold is needed as the input. Only sequences whose
similarity scores are above the threshold are grouped into same clusters. In order to
achieve larger clusters, we set the threshold to the lowest possible value (0.4). Third,
we directly applied parallel K-means clustering on the 8,420 dimensional vectors
(histograms) constructed by the term frequencies of the amino acids, dipeptides,
and tripeptides of each protein sequence. This approach serves as a base line and
shows the incapability of K-means on such high dimensional data.
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Table 3.2: Performance of Different Protein Sequence Clustering Approaches
PD2
Spectral CD-HIT K-means
Run-time (seconds)
1048
273656
295
11.6
Number of clusters
10
10
654
10
Largest cluster size
4399
1259
824
3958
Cluster ARI
0.202
0.051
0.097
0.044
Note: The clustering is performed on 10,742 protein sequences from 3 Prosite classes, with 16
CPU cores employed in the computation. The Mallows distance adopted by PD2-clustering is
defined in Equation (3.3). The pair-wise protein distance used in spectral clustering is computed
by BLAST.

Table 3.2 lists the clustering results of these three approaches. With 16 CPU
cores employed, it costs a clock time of 1,048 seconds for PD2-clustering to discover
10 clusters. The run-time is much shorter than the parallel spectral clustering, and
comparable to CD-HIT. In terms of the clustering quality, PD2-clustering discovers
10 clusters with relatively similar sizes. The ARI score is 0.202 compared with the
labels from the Prosite database. In contrast, the spectral clustering approach is
extremely slow and incompetent for large-scale applications. The CD-HIT approach,
though running fast, cannot further group the dataset after 654 clusters are formed.
In fact 284 out of the 654 clusters contain only one sequence, and the largest cluster
size is 824. A low ARI score is obtained due to the fragmented clusters. This
indicates the inefficiency of CD-HIT in clustering and abstracting large sparse
datasets. Similarly, because of the sparsity of protein vectors, it is not surprising
that K-means results in meaningless clusters, even though it runs fast. The results
shows that PD2-clustering’s advantages on both the run-time and the clustering
quality in protein sequence clustering over the state-of-the-art approaches.

3.3

Summary

A novel parallel D2-clustering algorithm with dynamic hierarchical multi-pass
structure is proposed in the previous three chapters as the first major component
of the dissertation. The algorithm can efficiently perform clustering operations
on data represented as discrete distributions. Three research questions presented
in Chapter 1.2 are answered by the analysis and experiments in the paper. First
(RQ1), the multi-pass divide-and-conquer algorithm structure and the introduction
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of parallel computing significantly improves the scalability of D2-clustering. The
parallel algorithm is orders of magnitude faster than the original sequential D2clustering algorithm. By deploying the parallel algorithm on multiple CPU cores, the
time complexity of D2-clustering can be improved from high-ordered polynomial to
close-to-linear time. Second (RQ2), because sub-tasks are divided based on the data
points’ adjacency in each pass, the parallelization introduces little approximation.
Finally (RQ3), we show the potential of PD2-clustering in applications where
the discrete distribution is adopted as the data descriptor, such as image concept
learning and protein sequence clustering. In addition to partitioning data to
clusters, PD2-clustering also generates representatives for each cluster, which is
useful for statistical modeling and data abstraction. The scalability advantage of
PD2-clustering makes it competent to discover knowledge from big data.
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Chapter

4

Innovative Application of Classification:
Background on Weather Forecasting
4.1

Storm Forecasting

Extreme weather events, such as thunderstorms, hailstorms, hurricanes, and tornadoes, cause a significant amount of damage every year worldwide. In the United
States, it is reported by the National Climate Data Center (NCDC)1 that there are
eleven extreme weather events with at least a billion dollars’ loss in 2012, causing
a total of 377 deaths, which is the second most disastrous year in the recorded
history. That said, much of the loss was due to a lack of proper precautions and
could be avoided with a reliable severe weather warning system.
Weather forecasting is closely related to computer science. Meteorologists
started to apply the numerical weather prediction (NWP) approach for weather
forecasting in 1950s [47], when the first computer ENIAC was invented [48]. John
von Neumann, one of the pioneers in the ENIAC project, was a meteorologist and
physicist as well. He studied the primitive equation models [49] and applied the
model on ENIAC as soon as its invention. Not until that time were people able to
produce reliable weather forecasts. Meteorologists kept refining the numerical model
in NWP, and improved the predictability of NWP significantly since then. Today,
the model of the European Centre for medium-range weather forecasts (ECMWF)
and the Global Forecast System (GFS) model are two most accurate models in
1

http://www.ncdc.noaa.gov/billions
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NWP. On the 500 hPa geopotential height (HGT), both models are reported to
have annual mean correlation coefficients of nearly 0.9 for 5-day forecasts [50].
Though meteorologists dedicate to making accurate weather forecasts with
advanced computational technologies, the prediction of severe storms is still not
sufficiently accurate because they often involve rapid development and intricate
interactions between dynamical and physical processes [47]. For instance, the 5-day
mean track errors of the extremely damaging Hurricane Sandy in 2012 are about
500 km and 1,700 km respectively for predictions given by the ECMWF model and
GFS model. The large prediction error is generally caused by the model sensitivity
to initial conditions. In other words, a tiny disturbance in the model initialization
may result in a huge difference in the prediction. This is commonly known as the
butterfly effect [51]. As a result, although nowadays powerful computers are used
to run complex numerical models, it is challenging to achieve accurate mid-to-long
term storm forecasts.
The NWP models can efficiently process large amounts of meteorological measurements. However a major drawback of such methods is that they do not interpret
the data from a global point of view at a high cognitive level. For instance, meteorologists can make good judgments of the future weather conditions by looking at
the general cloud layout and developing trend from a sequence of satellite cloud
images using domain knowledge and experience. Numerical methods do not capture
such high-level clues. Additionally, historical weather records provide valuable
references for making weather forecasts, but numerical methods do not make good
use of them. A computational weather forecasting method that takes advantage of
both the global visual clues of satellite data and the historical records is developed
to address the weakness of numerical models.

4.2

Role of the Satellite Imagery

The satellite imagery data are analyzed because it provides important clues for
meteorologists as they manually inspect global weather systems. Unlike conventional
meteorological measures such as temperature, humidity, air pressure, and wind
speed, which directly reflect the physical conditions at the sensors’ locations, the
visual information in the satellite images is captured remotely from the orbit,
which offers a larger geographic coverage and finer resolution. The brightness in
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a satellite image indicates the reflectivity (or transparency) of the atmosphere,
hence reveals the cloud appearance and distribution above the observed area.
Manually interpreting such visual information, meteorologists can trace the evidence
corresponding to certain weather patterns, particularly those related to severe
storms. Moreover, many storm patterns are perceptible in the early stage of the
storm development. As a result, the satellite imagery is highly helpful in weather
forecasting.
Human eyes can effectively capture the visual patterns related to different
types of weather events. The interpretation requires high-level understanding of
the related meteorological knowledge, making it difficult for computers. However,
there is an emerging need for a computerized way to automatically analyze the
satellite images due to the broad spatial, temporal, and spectral coverage of the
satellite data whose volume is too large to be processed manually. Traditional
automatic satellite image analysis techniques include cloud detection with complex
backgrounds [52], cloud type classification [53, 54], detection of cloud overshooting
top [55, 56], and tracking of cyclone movement [57]. These approaches, however,
only capture local features that reflect the current condition of weather systems in
a relatively small region, and overlook global visual patterns and their development
over time, which provide powerful clues in weather forecasting. The big data
application introduced in the dissertation automatically captures high-level visual
features from satellite image sequences and discovers evidences of storms with the
assist of advance computer vision techniques. Details are introduced in the next
chapter.

4.3

System Framework

Fig. 4.1 illustrates the workflow of the whole system. We employ the optical flow
between every two adjacent satellite images to capture the cloud motion and find
out areas containing potential storm visual patterns. Specifically, vortex areas
are extracted as storm candidates. Using the historical storm records, vortex
features are constructed and a storm classifier is trained. Given an arbitrary query
image sequence, vortexes are extracted in the same way and then categorized by
the classifier. We introduce the storm visual features and the feature extraction
algorithm in Chapter 5. The training and testing of the storm classification
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Figure 4.1: Workflow of the storm detection system. Optical flows between adjacent
image frames are estimated and vortexes are extracted base on the flows. Vortex
descriptors are then constructed using both the visual information and historical
storm records. Machine learning is performed on the vortex descriptors for the
storm detection.
algorithm is then described in Chapter 6.

4.4

The Dataset

In our research, we adopt the data of the GOES-M satellite imagery for the whole
year of 20082 , which is in an active severe weather period containing abundant
storm cases for us to analyze. The GOSE-M satellite moves on a geostationary
orbit and was facing to the North America area during that year. In addition to
2

The satellite imagery is publicly viewable and the raw data archive can be requested on the
website of US National Oceanic and Atmospheric Administration (NOAA).
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the imagery data, each record contains navigation information, which helps us map
each image pixel to its real geo-location. The data is multi-spectral and contains
five channels covering different ranges of wavelengths, among which we adopt
channel 3 (6.5-7.0µm) and channel 4 (10.2-11.2µm) in our analysis because these
two infrared channels are available all day. Both channels are of 4 km resolution
and the observation frequency is 4 records per hour, i.e., about 15 minutes between
two images. In order to let two adjacent images in a sequence have noticeable
difference, we sample the original sequence and use a sub-sequence with 2 frames
per hour frame rate. In the rest of paper, every two adjacent images in a sequence
are 30 minutes away without specifying.
Using the imagery and navigation data blocks in each raw data entry, we
reconstruct satellite images by a equirectangular projection [58]. The pixel mapping
from the raw imagery data to the map coordinate is computed by the navigation
data with transformation defined by [59]. The map resolution is set to be 4 km
(per pixel), which best utilizes the information of the raw data. We reconstruct
the aligned images within the range of 60°W to 120°W in longitude and 20°N to
50°N in latitude, which covers the Continental US (CONUS) area. Hereafter all the
image related computations in our approach are performed on the reconstructed
images, on which the geo-location of each pixel is directly accessible.
To relate the satellite data with severe storms, we retrieved the storm report
data from the NOAA National Weather Service3 , where all the time and locations
of storms inside United States since the year of 2000 are archived. The records act
as ground-truth data in the training and provide geographic and temporal priors
for the system to make decisions.

3

http://www.spc.noaa.gov/climo/online/
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Chapter

5

Innovative Application of Classification:
Satellite Cloud Image Analysis
5.1

Storm Cloud Patterns

Storm, a disturbed state of the atmosphere, is embodied by, and usually referred
to as, several types of disastrous weather events such as hurricanes, hailstorms,
cyclones, and thunderstorms. Fig. 5.1 illustrates the temporal and spatial scales
of different storm systems. In this study, we try to detect the visual patterns of
mid-latitude synoptic scale storms from the satellite images.
The related storm visual clues are summarized based on the feedback from
meteorologists in our team after they reviewed the satellite images in selected
days with frequent storm activities in 2008. They pointed out the visual patterns,
specifically cloud motion patterns, they perceive when storms exist in an image
sequence. The algorithm extracts these visual patterns, aiming at simulating the
cognitive process of the experts. These patterns are introduced in this chapter.
One important atmospheric activity that the clouds can imply is the jet stream.
Jet streams are the fast flowing of the air at a high altitude (10-16 km) of the
atmosphere. They travel along the boundary between cold and warm air masses,
where severe storms usually happen. In particular, here we refer to jet streams as
the westerly subtropical jet streams located out of the Hadley cell of the atmospheric
circulation [60] (see Fig. 5.2). The subtropical jet streams have impacts on the
weather of the mid-latitude zone (between the subtropical jet and the polar jet,
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Figure 5.1: Scales of storm systems. The detection of synoptic scale storms are
studied in this dissertation. Image courtesy of the COMET Program, UCAR [3].

(a)

(b)

Figure 5.2: Illustration of the atmospheric circulation and jet streams. (a) Vertical
circulation structure. (b) Locations and directions of jet streams. Images courtesy
of NWS online school for weather (www.srh.noaa.gov/jetstream/global/jet.htm).
30◦ -60◦ in latitude). They move in a meandering path from west to east, which is
caused by the Coriolis effect [61]. In the northern hemisphere an elongated cold air
mass with low pressure, namely a “trough”, lies in the north side of a jet stream
and to the south side there is a warm and humid air mass with a high pressure
called the “ridge”. Because jet streams are flowing eastward, the east side of a
trough, which is near the southwest-northeast directional part of a jet stream, is
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Figure 5.3: A sample GOES-M satellite channel 4 image taken at 16:02 (GMT) on
February 5, 2008. Important storm clues are manually sketched on the image. The
boxed area underwent a severe thunderstorm later on that day. The jet stream
(marked in dashed curve) can be implied from the distribution of clouds. The storm
area is covered by a comma-shaped cloud patch (surrounded by dashed boundary)
in the trough region.
the region of active atmospheric activities, where cold and warm air masses collide.
Though jet streams themselves are invisible, they can be revealed by thick cumulus
clouds gathering in the trough regions. As a result, an elongated cloud covered area
along the southwest-northeast direction is a useful large-scale clue for us to locate
storms. Fig. 5.3 shows a GOES-M channel-4 image taken on February 5, 2008.
Clearly in the mid-latitude region the south boundary of the cloud band goes along
a smooth curve, which indicates the jet stream (sketched in dashed line). Usually
the cloud-covered areas to the northwest side of such an easily-perceivable jet
stream are susceptible to storms. In this case, a severe thunderstorm started in the
boxed area in the figure two hours after the observation. Based on our experience,
the majority of storms in North America follow similar cloud appearances to this
example. As a result, finding jet streams in the satellite image is important for
storm prediction [62].
A jet stream travels along a large-scale meandering path, whose wavelength
is about 60◦ to 120◦ of longitude long, as wide as a whole continent. The path is
therefore usually referred to as the long wave. The trough bounded by the long
wave only tells us a generally large region that are vulnerable to storms. To locate
individual storm cells more precisely, meteorologists seek for more detailed shape
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variations, namely short waves encapsulated in the long wave. Short waves reflect
the local directional variation of a jet stream, usually in a scale of 1,000 to 4,000
kilometers. In a satellite image, short waves can be recognized by clouds in “comma
shapes” [63], i.e., a cloud patch of such type has a round shape due to the circular
wind in its vicinity and a short tail towards the opposite direction of its translation.
A comma-shaped cloud patch indicates a turbulent area of convection, which may
trigger a storm if it lies on the boundary between cold and warm air masses. In
Fig. 5.3, the sketched storm area lies in the tail of a comma-shaped cloud patch,
where the cold and warm air masses from both sides of the jet stream interact with
each other to create turbulence and strong convections. In short, the short waves,
or comma shapes, are the local cloud patterns that meteorologists utilize to locate
and track mid-scale storm in satellite images.
The visual cloud patterns introduced above can sometimes be detected from
a single satellite image, though they are all results of the atmospheric motions.
In many cases, however, a single image is not sufficient to deliver all the crucial
information about the dynamics of storm systems. The cloud shapes are not always
clear due to the non-rigid nature of clouds. In addition, the developing of storm
systems, such as the cloud emerging, disappearing, and deformation, cannot be
revealed unless different satellite images in a sequence are compared.
In practice, meteorologists need to review a series of images, rather than a single
one, to make a forecast. They use the differences between the key visual clues
(e.g., key points, edges, etc.) to track the development of storm systems and better
locate the jet streams and comma shapes. Particularly, two types of motions are
regarded important to the storm visual patterns: the global cloud translation with
the jet stream, and the local cloud rotations producing comma shapes. Both types
of motions are considered in the proposed algorithm for storm detection.

5.2

Cloud Vortex Extraction

As introduced above, the cloud motion observed from a satellite image sequence
is crucial for storm prediction. In our approach, we employ the optical flow
between every two adjacent satellite images to capture the cloud motion and
determine dynamic areas potentially to be hit by a storm. In particular, the
rotation, divergence, and velocity of the flow in a local area are important to
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model the occurrence of storms. The feature extraction part marked in Fig. 4.1
illustrates the workflow of the analysis between every two frames in a satellite
image sequence. The system first estimates a dense optical flow field describing the
difference between these two images. After being smoothed by the Navier-Stokes
equation (to be introduced later), the flow field is used to identify local vortex
regions, which are potential storm systems. A descriptor is constructed for each
vortex region based on the visual and optical flow information and the historical
storm records. We describe these steps in detail in the following subsections.

5.2.1

Robust Optical Flow Estimation

Optical flow is a basic technique for motion estimation in image sequences. Given
two images It (x, y) and It+1 (x, y), the optical flow F~t (x, y) = {Ut (x, y), Vt (x, y)}
defines a mapping for each pixel g : (x, y) 7→ (x + Ut (x, y), y + Vt (x, y)), so that
It (g(x, y)) ≈ It+1 (x, y). The vector field F~t (x, y) can therefore be regarded as the
pixel-wise motions from image It (x, y) to It+1 (x, y). Several approaches for optical
flow estimation have been proposed based on different optimization criteria [64–66].
In this work we adopt the Lucas-Kanade algorithm [67] to estimate a dense optical
flow field between every two neighboring image frames.
Because the image sequences are taken from a geostationary satellite, what
moves along a sequence are actually the clouds and the background remains static
persistently. The nonrigid and highly dynamic nature of clouds makes the optical
flow estimation noisy and less accurate. Fig. 5.4a shows the optical flow estimation
result of a satellite image in respect to its previous frame in the sequence1 . Though
the result correctly reflects the general cloud motion, flows in local areas are usually
noisy and do not precisely describe the local motions. As to be introduced later,
the optical flow properties adopted in this work involve the gradient operation
of the flow field. Thus it is important to get a reliable and smooth optical flow
estimation. To achieve this goal, we both pre-process the images and post-process
the estimation results. Before applying the Lucas-Kanade algorithm between two
images, we first enhance both of them by the histogram equalization technique [68]2 .
1

The optical flow is computed by information from both frames but drawn on the latter image
frame.
2
Each channel is enhanced separately. On a certain channel, a same equalization function
(estimated from the first frame of the sequence) is applied to both images so that they are
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As a result, more fine details on the images are enhanced for better optical flow
estimation.
Then we smooth the estimated optical flow by applying an iterative update
operation based on the Navier-Stokes equation for modeling fluid motions. Given a
flow field F~ (x, y), the equation formulates the evolving of the flow over time t:
∂ F~
= (−F~ · ∇)F~ + ν∇2 F~ + f~ ,
∂t

(5.1)

∂
∂
, ∂y
where ∇ = ( ∂x
) is the gradient operator, ν is the viscosity of the fluid, and
f~(x, y) is the external force applied at the location (x, y).
The three terms in Eq. (5.1) correspond to the advection, diffusion, and outer
force of the flow field, respectively. In the method introduced by Stam [69], an
initial flow field is updated to a stable status by iteratively applying these three
transformations one by one. Compared with a regular low-pass filtering to the
flow field, this approach takes into account the physical model of fluid dynamics,
therefore better approximates the actual movements of a flow field. We adopt a
similar strategy to smooth the optical flow in our case. The initial optical flow field
F~t (x, y) is iteratively updated. Within each iteration the time is incremented by a
small interval ∆t, and there are three steps to get F~t+∆t (x, y) from F~t (x, y):
(1)
1. Add force: F~t+∆t = F~t + f~∆t;
(2)
(1)
2. Advect: F~t+∆t = adv(F~t+∆t , −∆t);
2
(2)
3. Diffuse: F~t+∆t = F F T −1 (F F T (F~t+∆t )e−νk ∆t ).

The first step is simply a linear increment of the flow vectors based on the
external force. In the second step, the advection operator adv(·) uses the flow
(1)
F~t+∆t (x, y) at each pixel (x, y) to predict its location (xt−∆t , yt−∆t ) ∆t time ago,
(2)
(1)
and updates F~t+∆t (x, y) by F~t+∆t (xt−∆t , yt−∆t ). The last diffusion operation is a
low-pass filter applied in the frequency domain, where k is the distance from a point
to the origin, and the bandwidth of the filter is determined by the pre-defined fluid
viscosity value and ∆t. We do not enforce the mass conservation as the approach
in [69] because the two-dimensional flow field corresponding to the cloud movement
is not necessarily divergence free. In fact we use the divergence as a feature for
enhanced by a same mapping.
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storm detection (to be discussed later), so it is conserved in the estimation process
of the stable optical flow.
Two parameters are crucial in the flow smoothing algorithm, the time step ∆t,
and the viscosity ν. Because the purpose of applying the algorithm is to smooth
the flow rather than to compute the exact status of the stable flow, the result is
not sensitive to ∆t and ν. In our algorithm, we set ∆t = 1, ν = 0.001, and the
external force f~ = 0.
The adding force, advection, and diffusion operations update the flow field based
on the model defined by the Navier-Stokes equation (5.1). Local inconsistencies to
the model in the original flow field are removed after the update, and the flow field
therefore becomes smoother. Larger ∆t and larger number of iterations accelerate
smoothing process. However, more details in the original flow field are lost as well
in this way. As a result, we stop updating the flow field as soon as it is smooth in
order to prevent losing too many local details.
In practice, we run the update for 5 iterations with the above parameters, and
can consistently obtain smooth flow in most cases. Fig. 5.4b shows an example
of the smoothed flow field (i.e., F~t+5∆t ) from the noisy flow estimation (Fig. 5.4a).
Clearly the major motion information is kept and the flow field is smoother for the
subsequent analysis.

5.2.2

Flow Field Vortex Signatures

As introduced in Chapter 5.1, the rotation and divergence of local cloud patches
are two key signatures for storm detection. They are computed from the robust
flow field estimated based on two adjacent image frames. In a flow field, these two
types of motions are embodied by the vorticity and divergence. Denote F~ (x, y) as
the flow field, the vorticity of the field is defined as:
ω
~ = ∇ × F~ (x, y)
!

=
=

∂ ∂ ∂
, ,
× (U (x, y), V (x, y), 0)
∂x ∂y ∂z
!
∂V (x, y) ∂U (x, y)
−
~z ;
∂x
∂y
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(5.2)

and the divergence is defined as:
divF~ (x, y) = ∇ · F~ (x, y)
!

∂ ∂
=
,
· (U (x, y), V (x, y))
∂x ∂y
∂U (x, y) ∂V (x, y)
=
+
.
∂x
∂y

(5.3)

It is proved that for a rigid body, the magnitude of vorticity at any point is
twice of the angular velocity of its self rotation [70] (the direction of the vorticity
vector indicates the rotation’s direction). In our case, even though the cloud is
nonrigid, we take the vorticity at a certain point as an approximate description of
the rotation of its neighboring pixels.
To better reveal the rotation and divergence, we apply the Helmholtz-Hodge
Decomposition [71] to decompose the flow field to a solenoidal (divergence-free)
component and a irrotational (vorticity-free) component. Fig. 5.4c and 5.4d visualize
these two components respectively. On both figures, areas where plotted vectors
overlap significantly are locations with high vorticity or divergence because the
flows change directions quickly and collide with the neighboring vectors.
The divergence-free component of the flow field is useful for detecting vortexes.
On this component, we inspect the local deformation tensor


∂U/∂x

∂V /∂x



∂U/∂y

∂V /∂y



∇F~ = 

,

which can be decomposed into the symmetric (strain) part S = 12 (∇F~ + ∇F~ T ) and
the asymmetric (rotation) part Ω = 12 (∇F~ − ∇F~ T ). The Q-criterion introduced by
Hunt et al. [72] takes the difference of their norms:
1
1
1
Q = (kΩk2 − kSk2 ) = k~ω k2 − kSk2 ,
2
4
2

(5.4)

where k · k is the Frobenius matrix norm. The Q-criterion measures the dominance
of the vorticity. When Q > 0, i.e., the vorticity component dominates the local
flow, the corresponding location is regarded to be in a vortex region. Fig. 5.4e
and Fig. 5.4f visualize the vorticity and Q-criterion of the flow field in Fig. 5.4c.

57

In Fig. 5.4e, pixels are tinted by the corresponding magnitude of vorticity, and
different colors mean different rotating directions. In Fig. 5.4f, the vortex regions
are highlighted in red. Clearly only pixels with dominant vorticity component are
selected as vortexes by the Q-criterion. It is observed that these vortexes are more
prone to be located inside the storm area (highlighted by yellow boundaries) than
the removed high-vorticity pixels. It is also observed that the vortexes are typically
in narrow bending comma shapes as described in Chapter 5.1. Therefore they are
proper to be regarded as the candidates of storm elements.

5.3

Vortex Descriptors

Not all the vortex regions in Fig. 5.4f are related to storms3 . As a result we build a
descriptor for each extracted vortex and apply it to a machine learning module (to
be introduced later). We introduce the vortex descriptor in this subchapter.
Denote a certain vortex region in a satellite image as Φ and the area of Φ as
Π(Φ), the following visual clues, both static ones from a single image and dynamic
ones from the optical flow with respect to the previous image frame, are considered
in our approach.
1. Mean channel 3 brightness:
P

I (3) (x, y)
,
Π(Φ)

(x,y)∈Φ

w1 (Φ) =

where I (3) (x, y) is the brightness of pixel (x, y) in the channel 3 image.
2. Mean channel 4 brightness:
P

I (4) (x, y)
,
Π(Φ)

(x,y)∈Φ

w2 (Φ) =

where I (4) (x, y) is the brightness of pixel (x, y) in the channel 4 image.
3. Mean optical flow intensity:
P

w3 (Φ) =
3

kF~ (x, y)k
,
Π(Φ)

(x,y)∈Φ

The types of vortexes out of CONUS are not clear because of lack of records.
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where F~ (x, y) = (U (x, y), V (x, y)) is the optical flow at pixel (x, y) computed
between the previous and current image frames.
4. Mean optical flow direction:
kθ(x, y)k
,
Π(Φ)

P

(x,y)∈Φ

w4 (Φ) =
where θ(x, y) = tan−1



V (x,y)
U (x,y)



is optical flow F~ (x, y)’s direction.

5. Mean vorticity on the solenoidal optical flow component:
P

ω(x, y)
,
Π(Φ)

(x,y)∈Φ

w5 (Φ) =

where ω(x, y) is the vorticity value of the solenoidal component of optical
flow F~ (x, y) (sign of the value indicates the vorticity’s direction).
6. Mean divergence on the irrotational optical flow component:
divF~ (x, y)
,
Π(Φ)

P

w6 (Φ) =

(x,y)∈Φ

where F~ (x, y) is the divergence of the irrotational component of optical flow
F~ (x, y).
7. Maximal Q-value of the vortex:
w7 (Φ) = max Q(x, y) ,
(x,y)∈Φ

where Q(x, y) is defined in Eq. (5.4).
We also consider the spatial and temporal distributions of the storms occurred
in CONUS from 2000 to 2013 using all the historical storm records through these
years. This is shown in Fig. 5.5. We divide the CONUS area into 4◦ × 4◦ grids.
Inside each grid, we count the occurrence of storms around each given date (e.g.,
July 4th) in the history. Storms occurred from 5 days before to 5 days after the
queried date in each year are counted (e.g., for July 4, storms from June 29 to July
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9 in every year, a total of 154 days, are included4 ). Denote the total storm count
in grid (i, j) (the grid counted i-th from the left and j-th from the top) for date d
(i,j)
is Nd (i, j) , the average storm density in the grid is ρd (i, j) = Nd154
.
To describe the storm prior for vortex Φ (extracted from date d), we take the
average storm densities of the pixels it covers:
P

w8 (Φ) =

φd (T (x, y))
,
Π(Φ)

(x,y)∈Φ

where T : (x, y) 7→ (i, j) is a mapping from the pixel (x, y) to the grid index (i, j)
it belongs to.
With all the features introduced above, for vortex Φ we construct a vortex
descriptor X(Φ) = (w1 , w2 , w3 , w4 , w5 , w6 , w7 , w8 ). Descriptors of training data are
fed into a machine learning algorithm, and eventually we obtain a classifier C(·).
For an arbitrary vortex Φ, Y (Φ) = C(X(Φ)) is the predicted status calculated by
the classifier. The machine learning approach is introduced in the next chapter.

4

We count storms around February 28th in non-leap years for storm statistics on February
29th.
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(a) Noisy optical flow estimation

(b) Smoothed optical flow

(c) Divergence-free component of (d) Vorticity-free component of the
the smoothed flow
smoothed flow

(e) Magnitude of vorticity

(f) Vortex cores and their expansions

Figure 5.4: Sample results of the optical flow analysis. Between two adjacent frames
(with 30 minutes’ interval) in a satellite image sequence, the optical flow from the
former frame to the latter one is estimated and processed. The results are plotted
on the second frame. (a) The optical flow estimated by the Lucas-Kanade algorithm.
(b) The smoothed optical flow by applying an iterative update based on the NavierStokes equation. (c) The divergence-free component of the smoothed flow field. (d)
The vorticity-free component of the smoothed flow field. (e) Visualization of the
vorticity. Vorticity vectors of the 2D flow field are perpendicular to the image plane.
Pixels with vorticity vectors toward the viewer (counter-clockwise rotations) are
tinted in green color; and the pixels with vorticity away from the viewer (clockwise
rotations) are tinted in red color. The saturation of color means the magnitude of
the corresponding vorticity vector. (f) Vortex regions detected by the Q-criterion.
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Figure 5.5: Average storm densities (number of storms per 30,000 km2 ) for the
fifth day of each month in US continent. Darker color means higher storm density.
The statistics are based on the historical records from 2000 to 2013. Around each
given date (+/-5 days), we count the total number of storms reported in each state
across the past 14 years. The numbers are then divided by the total number of
days and the areas of corresponding states to calculate the average densities.

62

Chapter

6

Innovative Application of Classification:
Experimental Results
The vortex regions with large Q values correspond to regions with strong cloud
rotations and our approach extracts them as vortexes. However, they are not
necessarily related to the storms because the cloud rotation is only one aspect of a
weather system. In order to make reliable storm detection, we embed these vortexes
and their descriptors into a machine learning framework. Using the descriptors and
ground-truth labels of the extracted candidate vortex regions, a classifier is trained
to distinguish storm-related vortexes and non-disastrous vortexes.

6.1

Training Vortexes and Ground-truth Labels

We extract vortexes from 2008 GOES-M satellite images and use the storm
reports in the same year to assign a ground-truth label for each vortex in CONUS.
A classifier is trained to associate the vortex features with the storm labels. Image
sequences in the first ten days of each month are used for training and those from
the 18th to the 22nd days of each month are used for testing (so that the weather
systems in the training and testing data are relatively far away and independent).
The sampling interval between every two images in a sequence is 30 minutes.
We use the historical storms to assign ground-truth labels to detected vortexes.
Denote the historical storm database as D and each storm entry as (ui , vi , ti ) where
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(ui , vi ) is the location (latitude and longitude values in degrees) and ti is the starting
time of the storm. Assume a vortex is detected at location (u, v)1 and time t, if at
least one record (ui , vi , ti ) ∈ D within 3◦ of latitude and longitude exists between the
moments t − 0.5hr and t + 2hr (i.e. kui − uk < 3◦ and kvi − vk < 3◦ and t − 0.5hr ≤
ti ≤ t + 2hr), the vortex is assigned with a positive (storm-related) label; otherwise
it is assigned with a negative (storm-less) label. We only assign labels for vortexes
inside CONUS. For vortexes out of CONUS, because we have no historical data
indicating whether or not they are storm-related, we do not use them for training
and testing.
On the 120 selected days (10 for each month), a total of 8,527 storm-related
vortexes are discovered by the above method. We randomly select the same number
of vortexes in CONUS that are not overlapped by any existing storms from these
days. A binary classifier is then trained on the 17,054 training vortex samples.

6.2

Random Forest Classifier

We train a random forest classifier [73] by the training data to distinguish stormrelated vortexes and storm-less vortexes. The features for each vortex is described
in Chapter 5.3 and the ground-truth is defined in Chapter 6.1.
Given the training data, the random forest learns rules to judge whether a
vortex of certain descriptor causes storms. The random forest is essentially an
ensemble learning algorithm that makes predictions by combining the results of
multiple individual decision trees trained from random subsets of the training data.
We choose this approach because it is found to outperform a single classifier (e.g.,
SVM). In fact, this strategy resembles the ensemble forecasting [74] approach in
the numerical weather prediction, where multiple numerical results with different
initial conditions are combined to make a more reliable weather forecast. For both
numerical and statistical weather forecasting approaches, the ensemble approaches
are helpful to improve the prediction qualities.
1

(u, v) is the geometric center of the vortex.
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6.3

Testing Samples and Methods

To benchmark the performance of the vortex classifier, we use image sequences
from the 18th to the 22nd days of each month in 2008 as the testing data. On each
selected day, the image sequence (with 30 minutes interval) from 10:00 GMT to
18:00 GMT is used to extract dynamic cloud vortexes. The test dataset contains
a total of 48,698 vortexes, among which 781 are labeled as positive, and the rest
47,917 samples are negative. The descriptors of these vortexes are classified by the
classifier. We then evaluate the classification results in two ways.
First, we assign the testing vortexes with ground-truth labels in the same way
as how the training ground-truth labels are assigned. The predicted storm status
for each test vortex is compared with the ground-truth. This way the classification
accuracy for single vortexes are evaluated. Table 6.1 presents the classification
performance on both the training data (by cross validation) and the testing data.
The classifier has consistent performances on both the training set and the test
set. To demonstrate the effect of including historical geographic storm priors in the
classification, we also train and test the random forest classifiers only on the visual
features and the storm density respectively. Clearly none of the visual features
and the historical storm density standalone performs well. Combing visual features
with the storm density significantly enhances the classification performance.
Second, we evaluate the classifier’s predictability of the future. Instead of
comparing each vortex’s classification result with its ground-truth label, which
reflects its status within the period of (t − 0.5hr, t + 2hr) (t is the timestamp of
the vortex), we inspect how long time in advance a storm can be detected by
our algorithm. Given a testing vortex extracted at the location (u, v) and time
t, we find the earliest time t0 = T (u, v, t) that a neighboring storm (u0 , v 0 , t0 ) ∈ D
happened since two hours before t, i.e.,
t0 = min {(ui , vi , ti ) ∈ D and kui − uk < 3◦ and kvi − vk < 3◦ and ti > t − 2hr} .
ti

The value ∆t = T (u, v, t) − t indicates the time difference between a vortex and an
earliest future nearby storm. For a vortex with ∆t > 0, a future storm is predicted
if the classifier can label a vortex as storm-related. The percentages of storms
predicted for vortexes with different ∆t > 0 are shown in Fig. 6.1. The results show
that the proposed algorithm can effectively predict future storms within several
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Table 6.1: Classification Performance and Contributions of Different Components
All features

Visual only

Prior only

83.3%

68.8%

76.1%

89.6%

67.4%

74.8%

76.9%

70.3%

77.3%

Overall

80.3%

67.4%

77.3%

Sensitivity

82.1%

47.2%

77.4%

Specificity

80.2%

67.7%

71.2%

Overall
Training set
(cross
valida- Sensitivity
tion)
Specificity
Testing set

Note: Training set contains 5,876 storm and 5,876 stormless vortex cells from 120 days in 2008.
10-fold cross validation is performed in the evaluation. Testing set contains 2,706 storm cells and
7,773 stormless cells from 60 days far away from the training data. The feature vector for each
vortex is composed by both visual features and storm priors (see Chapter 5.3). Beside the merged
features (results shown in the first column), we test the two types of features separately (results
shown in the second and third columns).

hours of the detection of a current vortexes and the prediction reliability increases
as ∆t decreases. Particularly, it shows a reasonable prediction rate for the near
future storms within 4 hours since the observation of visual vortexes in satellite
images.
It is necessary to emphasize that the classification is performed on already
extracted candidate vortex regions where local clouds are rotating. Most of the
cloud covered regions on the satellite images without dominant rotational motions
are already eliminated before the algorithm proceeds to the classification stage.
Therefore in practice the system achieves a good overall precision for detecting the
storms. In addition, the classification results for individual vortex regions can be
further corrected and validated based on their spatial and temporal neighboring
relationships.

6.4

Case Studies

To demonstrate the usefulness of the proposed vortex detection and classification
algorithm in real scenarios, we present several case studies where our algorithm is
applied for automatic storm detection from satellite images.
Three different cases are presented and the results are visualized in Fig. 6.2
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Figure 6.1: Storm detection rate with different amounts of time in advance. The
distribution of the time differences (∆t) between the testing vortex samples and
storms are plotted in red bars (the last bar is not fully shown because it is much
higher than others). And the percentages of vortexes categorized as storms with
different ∆t are plotted in a blue curve. The figure shows that the predictivity of
the classifier is generally reliable within few hours of time in advance. The storm
detection rate decreases as the time difference becomes longer.
(one row for each case). A typical storm day, a clear storm-less day, and a cloudy
storm-less day are selected demonstrate the adaptiveness of our algorithm. All the
three image sequences are excluded in the training process of the storm classifier.
In Fig. 6.2, automatically detected vortexes are filled with colors on each image.
Vortexes classified as storms are colored in red, and those green vortexes are
categorized as storm-less cases by the machine learning module. The US state
boundaries are drawn on each image to show the alignment between the satellite
images and the geo-coordinate system. In particular, boundaries of states affected
by storms are highlighted by warm colors from red to yellow. The highlighting color
indicates how long since the observation storms were reported in the corresponding
states. As the color turns to yellow, the highlighted states are affected by further
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away future storms. Specifically, the red color means an ongoing storm and the
yellow color means a storm 6 hours away in the future of the observation moment.
Fig. 6.2 only shows the results on the first three image frames of each case due to
space limitation. Each test image sequence in fact contains more than three frames,
and the storm detection results are consistent in the following frames for each case.
The first case is from May 25, 2008, which is an active storm day, when several
storms hit the mid-west US. An obvious cloud vortex system is visible on the
satellite images and it is related to storms reported in nearby states. Our algorithm
captures all the major vortexes from the satellite image sequence, and correctly
categories most of them as storms. The result also shows the capability of the
proposed algorithm to assist short-term storm forecast. In most cases there will be
storms detected around regions where near-future storms were reported.
Different from the first case, the second case is strongly negative in that little
clouds and vortexes can be perceived from the images. Results on the second row
of Fig. 6.2 shows that no storm is predicted because few clouds and vortexes can
be captured by the feature extraction stage of our algorithm. In this case, it is easy
for the algorithm to make correct decisions.
In the third case, several cloud systems can be observed above CONUS, so do
several vortexes detected by the optical flow analysis. In reality, even though some
cloud vortex systems look dominant on the image sequence, there is no severe storm
reported on that day. Results shown on the third row of Fig. 6.2 demonstrate
that the machine learning module successfully rejects to label the detected cloud
vortexes as storms. As a result, the system avoids producing overrating storm
forecasts. Such fact is also validate by the standalone test for the classifier that the
specificity of the classifier is as high as its sensitivity.

6.5

Summary

A novel storm detection algorithm that locates storm visual signatures from satellite
images are introduced in the past three chapters. The algorithm automatically
analyzes the visual features from satellite images and incorporates the historical
meteorological records to make storm predictions. Different from traditional ways
of weather forecasting, our approach makes use of only the visual information from
images and attempts to extract high-level storm signatures as meteorologists do
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(a) 2008/06/18 12:15 GMT (b) 2008/06/18 12:45 GMT (c) 2008/06/18 13:15 GMT

(d) 2008/09/18 12:15 GMT (e) 2008/09/18 12:45 GMT (f) 2008/09/18 13:15 GMT

(g) 2008/03/25 12:15 GMT (h) 2008/03/25 12:45 GMT (i) 2008/03/25 13:15 GMT

Figure 6.2: Three example cases of applying the proposed algorithm to analyze
satellite image sequences. Detected storm vortexes are colored in red and rejected
vortexes are colored in green. States hit by storms are highlighted in warm colors.
A red state boundary indicates the state is hit by an ongoing storm based on the
historical report. As the highlighting color turns to yellow, the corresponding state
is affected by more future storms as far as 6 hours away from the observation. (a-c)
Three frames on June 18, 2008. Major storms occurred in the central, eastern, and
southeastern states of US. Multiple vortexes are detected and classified as storm
systems in each frame and the locations of the vortexes well match the ground-truth.
(d-f) Image frames on September 18, 2008. The US continent area is mostly clear
on the day and no vortex is detected. (g-i) Image frames on March 25, 2008. No
storm is reported on the day. Though clouds and their rotational motions are
perceived on the image sequence, most of them are categorized as hazardless cloud
systems by the classifier.
manually. Without using any sensory measurements commonly used in numerical
weather forecasting, such as temperature or air pressure, the algorithm instead
takes advantage of big data. It uses historical storm reports and satellite image
archives in the recent years to learn the correspondences between visual image
signatures and the occurrences of current and future storms.
Weather systems are highly complex and chaotic, hence it is always a challenging
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task to make accurate weather forecasts. The proposed algorithm based only on the
satellite image’s visual features is not completely accurate and needs to be further
improved. Still the work is useful and valuable because it provides forecasts in an
aspect independent from the numerical approaches. The purpose for developing the
new algorithm is not to replace the current weather forecasting models. Instead it
is to produce additional independent predictions that complement and improve the
current forecasts.
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Chapter

7

Conclusions and Future Work
7.1

Conclusions

The dissertation contains two parts of work related to big data. In the first part
of the dissertation, an essential big data processing technology, parallel discrete
distribution clustering (PD2-clustering), is thoughtfully designed and thoroughly
analyzed. In the second part, a novel storm forecasting approach in meteorology is
developed by leveraging big meteorological data.
PD2-clustering is an fundamental approach for big data because it tackles
the unsupervised learning problems for discrete distributions, which are widely
applied in large scale image, document, and genomic retrieval tasks and intrinsically
complex due to the introduction of the transportation metrics. The existing discrete
distribution clustering algorithm is weak in scalability and cannot be efficiently
deployed to big data tasks. The proposed PD2-clustering algorithm significantly
improves the scalability and makes the big data analysis in many areas (computer
vision, information retrieval, bioinformatics, etc.) much more efficient than before.
The application of big data study in meteorology shows the power of big data.
Utilizing big data from multiple resources and advanced computational algorithms,
the decision making can be more comprehensive. This is of great importance for
urgent decisions with direct impacts on the economics, security, and welfare of
the society. The proposed approach, for example, is helpful for meteorologists to
make more reliable and timely storm forecasts, and resultantly reduces the loss and
casualties from severe storms due to the lack of precautions.
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7.2

Future Work

Finally, we point out several future study directions for both the PD2-clustering
algorithm and the storm detection system.

7.2.1

Future Work of PD2-clustering

PD2-clustering is capable of clustering large amounts of discrete distributions. In
addition to the demonstrated clustering applications such as the image clustering and
protein sequence clustering, there are several other applications that can potentially
apply PD2-clustering, where the BoF model is adopted for data description, e.g.,
video classification and retrieval [75], sequence categorization [76], and document
retrieval [77]. It is of great potential if the PD2-clustering algorithm can be applied
to these applications with large-scale datasets.
In terms of the algorithm design, approximation is introduced in PD2-clustering
to decouple the original optimization problem. In the current algorithm, once data
points are grouped into a same cluster in a certain pass, they will be represented
by a same centroid in the following pass, and can not be separated thereafter. This
is a major reason of the approximation. Detailed approximation analysis is given in
Chapter 2.4.2 and we concluded that the approximation error in a certain pass will
be exaggerated pass by pass. A promising future research direction is to introduce
soft cluster labels and assign each data points to several clusters with different
weights. By updating the weights in each pass, same data points could belong to
different clusters in different passes. As a result, the quantization error will be
reduced.
Additionally, because the major computation cost of D2-clustering and PD2clustering is from the centroid update operation, algorithms that accelerate each
individual centroid update are helpful to further improve the clustering’s scalability.
The algorithm proposed in [78] reduces the complexity of the centroid update and
is easily parallelizable. Future studies can be carried out to embed the algorithm
into the PD2-clustering’s framework.
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7.2.2

Future Work of Storm Detection

In the storm detection system, the optical flow estimation is the first and most
essential operation in the workflow. Even though the employment of the LucasKanade optical flow algorithm and the Navier-Stokes equation obtains a smooth
optical flow estimation, the resolution of the estimation is not high enough. Future
work needs to be done for more accurate optical flow estimation.
The application of historical storm records and machine learning boosts the
performance of the storm extraction algorithm. Standalone vortex detection from
the optical flow is not sufficient to make reliable predictions. The statistical model
trained from historical meteorological data together with the satellite image visual
features further selects the extracted vortexes and removes vortexes not related to
storms. In the current algorithm, storm detection is based on individual vortex
regions. In fact, vortexes tend to densely appear in storm systems both temporally
and geographically. Therefore, taking into account nearby vortexes within a frame
and tracking storm systems across a sequence can improve the overall reliability
of the system. In particular, tracking the development of a storm system will be
helpful for analyzing the future trend of the storm. This problem is nontrivial
because the storm systems (clouds) are non-rigid and highly variant, and same
vortexes in a storm system are not always detectable along a sequence. Future
work needs to tackle the problem of non-rigid object tracking to better make use of
the temporal information in the satellite image sequences.
Lastly it should be emphasized that weather systems are highly complex and
chaotic, so it is always a challenging task to make accurate weather forecasts. The
proposed algorithm based on the satellite image visual features is not completely
accurate and needs to be further validated. Still it is useful and valuable because it
provides forecasts in a different aspect from the numerical approaches. The purpose
for developing the new algorithm is not to replace the current weather forecasting
models, but rather to produce additional independent predictions that cooperate
and improve the current forecasts. As a result, we will focus the future study on
how to fuse information from multiple data sources (e.g., radar, lightning, etc.)
and predictions from different models to produce more reliable and timely storm
forecasts.
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7.2.3

Cooperation of PD2-clustering and Meteorology

The two big data problems in the dissertation lie in two perspectives of big data
science, the methodologies and the applications. As a matter of fact, both studies
are not exclusive to the other perspective. A major part of the future work is to
cooperate the PD2-clustering algorithm and the meteorological application.
By the image analysis approach introduced in the dissertation, satellite data can
be represented by groups of vortexes. As a result, the satellite data can be described
by BoFs. In similar ways other types of data (e.g., radar and lightning data) are
also potentially able to be represented as BoFs. As a result, PD2-clustering can be
applied to perform unsupervised learning in meteorological data. In particular, it
is helpful in building a weather retrieval system to assist weather forecasting. It
is promising to apply PD2-clustering algorithm in the storm weather prediction
application.
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