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Abstract

In this dissertation, we develop procedures for performing likelihood based inference
in discrete data problems in the areas of data privacy, causal inference and ecological
inference. In such problems, the data are missing and the conditional expectation of
missing data given the observed data is intractable.
In data privacy problems, we focus on private inference in social networks and
contingency tables. In such applications the original data may entirely be missing
due to a known privacy mechanism and we only observe a randomized (or noisy)
version of the data. We consider mechanisms that satisfy a notion of privacy called
differential privacy. We demonstrate that ignoring the privacy mechanism can lead
to invalid inferences. Furthermore, we develop inference procedures for three classes
of models that take the privacy mechanism into account. For exponential random
graph models (ERGMs) with degree sequences as sufficient statistics, we develop
a privacy preserving estimator that is asymptotically consistent. For more general
ERGMs where the differentially private mechanism applies a version of randomized
response technique, we develop a Markov chain Monte Carlo (MCMC) method for
inference. Lastly, we develop Variational approximations to estimate parameters of
decomposable log-linear models fitted to “noisy” contingency tables and to perform
classification. In some cases, the procedures developed apply to more general classes
of problems with known missing data mechanisms.
In problems related to ecological and causal inference, the missing data mechanism is not known and needs to be modeled. Using tools from algebraic statistics, we
develop an MCMC framework that unifies inference for these special types of models.
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Chapter

1

Introduction and Summary of
Contributions
1.1

Overview

Latent variable models offer a unified methodological treatment of seemingly different applied problems such as data privacy, measurement error models and causal
inference. The main focus of this thesis is development of computational tools for
performing likelihood based inference in data privacy problems and other discrete
data problems where the data are missing.
In privacy applications, the original data can be regarded as completely missing
and we observe a randomized (or noisy) version. The key in such applications is that
the distribution and the parameters of the mechanism that generated the “noisy” data
are known. We develop inference procedures for analyzing noisy data for Exponential
random graph models (ERGMs) and decomposable log-linear models when data are
released by a privacy preserving mechanism. In some cases, the procedures developed
apply to more general classes of problems with missing data and known measurement
error (for instance in astrostatistics).
In problems related to ecological inference and causal inference, the nature of
missing data are quite different. In such cases, the missing data mechanism is not
known and needs to be modeled separately. Moreover, in some applications, the
discrete nature of the data poses additional difficulties. Using tools from algebraic
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statistics, we develop a Markov chain Monte Carlo (MCMC) framework that unifies
inference in latent variable models applicable to small to moderate size contingency
tables. In the next few sections, we give details of these projects and outline future
work. For detailed references, see the individual chapters.

1.2

Data Privacy

Data privacy applications form the core of our thesis and are spread over Chapters
2, 3 and 4. In this section, we provide a brief overview of these chapters.
We develop methods for sharing large scale data for the purpose of obtaining
valid statistical inference while providing rigorous privacy guarantees in the form
of Differential Privacy (see Dwork et al., 2006b). Let X = x be the data that
requires protection and let P (X; θ) be a model one is interested in fitting. Privacy
preserving mechanisms can be modeled as P (Z|X = x, γ), i.e., the released data
z is a sample from P (Z|X = x, γ), where the parameters of privacy mechanism γ
are known. Most of the current work advocates on using a naive likelihood based
on P (z; θ) for inference, ignoring the privacy mechanism. In some cases, z is postprocessed to minimize some form of distance from x, before being plugged into the
naive likelihood.
In Chapter 2, we demonstrate that this strategy of using z directly into the naive
likelihood can lead to invalid inferences. Declaring the original data as missing, we
develop methods that take the privacy mechanism into account. This not only offers
improved accuracy in estimation of θ (and x, if needed), but also provides meaningful estimates of standard errors. Thus one should ideally work with the likelihood
P
P (Z; θ; γ) = x P (Z|X, γ)P (X; θ), which requires summing over all possible missing data. Due to this, in most cases, this likelihood is intractable and we need to
resort to approximation methods.
We develop three approaches to solve this problem in various settings as described
below. The first method is specific to a special class of models on network data,
called the β-model and involves estimation of sufficient statistics from noisy data.
This method is developed in Chapter 2. The remaining two methods involve tackling
the full likelihood directly: one based on Markov chain Monte Carlo methods, see
Chapter 3, the second based on Variational Bayes (Jaakkola and Jordan, 2000) and
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MM algorithms (Hunter and Lange, 2004), see Chapter 4.

1.2.1

Network Privacy and ERGMs

Privacy in social networks is becoming an increasingly important problem. Large
amounts of network data are being collected which can be very useful for researchers,
yet they cannot be shared due to privacy implications. Jointly with collaborators, we
developed efficient algorithms to release accurate sub-graph counts, such as triangles
and two stars, see Karwa et al. (2011a), while providing rigorous privacy protection
for edges in a network. These sub-graph counts are sufficient statistics of a wide class
of network models called Exponential Random Graph Models (ERGMs).
Releasing descriptive statistics accurately has been one of the main focus of privacy work, yet very few algorithms exist for using these noisy statistics to perform
meaningful statistical inference. Ignoring the noise addition process can lead to
meaningless estimators, incorrect standard error estimates and make it difficult to
assess model fit, these tasks are fundamental to statistical inference.
While these issues are applicable more generally, in Chapter 2 we demonstrate
them in a special ERGM when the degree sequence d is a sufficient statistic. In
such a case, the goal is to use a “noisy” d for estimation and goodness of fit testing. Goodness-of-fit tests of more general ERGMs are based on examining subgraph
counts from the set of all graphs with fixed d. We developed efficient algorithms
to estimate these distributions from noisy sufficient statistics. These algorithms not
only provide rigorous privacy, but come with (asymptotic) guarantees on utility for
inference. The main idea is to compute an MLE dˆ of the sufficient statistic by projecting the noisy degree sequence on the convex polytope of degree sequences and
use dˆ for estimation. We perform an asymptotic analysis of the estimator of β that
uses an “estimated” sufficient statistic. This analysis is non-trivial as the dimension
of parameter space and the estimated d increases with n. Under certain natural conditions on the privacy level, we show that one can achieve consistency at the same
asymptotic rate of convergence as in the non-private case.1
However, the previously described technique of re-estimation of sufficient statistics from their noisy versions does not scale to more general ERGMs. In such cases,
1

A part of this work appeared in Karwa and Slavković (2012) and the full version is in preparation, see Karwa and Slavković (2014)
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in Chapter 3 we develop methods that are based on modeling missing edges in a
network. The privacy mechanism flips edges, and the inference procedure needs to
take this into account. Recent advances in modeling of social networks provide tools
in the form of Markov chain Monte Carlo methods to analyze networks with missing
edges, see for example Handcock et al. (2010) and references therein. We demonstrate
that these algorithms can be extended to perform inference for ERGMs using data
released from privacy mechanisms, see Chapter 3. Apart from estimating parameters
of ERGMs from private data, these methods also allow us to release synthetic graphs
from ERGM family in a private manner.2

1.2.2

Private Log-Linear models and Classifiers

Let X be a discrete random vector. IID copies of X are often summarized in the
form of contingency tables n and are analyzed by using log-linear models. Given n,
one may be interested in estimating the parameters of a log-linear model. In machine
learning applications, X is partitioned as (Y, W ), where Y is an outcome and W is
a vector of features. The goal is to learn a classifier P (Y |W ) = g(W ) that can be
used for prediction using noisy data m, where m is the data released by a privacy
persevering mechanism P (m|n). Accurate class prediction in presence of privacy is an
important problem with many applications, such as online recommendations, spam
filtering, ad-words prediction, etc. Performing these tasks in presence of privacy
constraints remains a challenge, specially in case of large sparse contingency tables.
In Chapter 4, we use variational methods to develop approximate inference techniques to solve these two problems: learning private classifiers and estimating posterior probability distributions of log-linear models. Classifier learning is done in the
framework of Bayesian decision theory which suggests that optimal classifiers can be
constructed by minimizing E[L(a, θ)|m] where L(., .) is a loss function and a is the
action, in our case, the estimate of class probability P (Y |W ). θ is the estimate of
class probability if we had access to the original data. Minimizing this loss requires
integration over all possible missing data that could be observed and is computationally intractable. We develop variational approximations (see for e.g. Jaakkola and
Jordan (2000)) to minimize E[L(a, θ)|m].
2

This work has been accepted for publication, see Karwa et al. (2014b)
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Parameter estimation for log-linear models is done in a Bayesian setting. We use
variational methods to approximate the posterior distribution of parameters P (θ|m).
Applying variational techniques to this problem is challenging as the posterior involves non-conjugate and non-exponential family distributions. Our algorithms are
stable and scale easily to very large datasets.

1.3

Algebraic Statistics

Many inference problems in contingency tables require sampling from a constrained
set of contingency tables, called a fiber. Algebraic statistics provides tools called
Markov bases that can be used construct irreducible Markov chains on a fiber. In
Chapter 5, we develop a unified MCMC framework that uses Markov bases for performing inference in contingency tables with missing data. We demonstrate that
many applied problems such as Causal Inference, Ecological Inference and Data privacy fall into this framework. We have implemented these MCMC algorithms in the
form of an R package (Karwa, 2012).3

1.4

Causal Inference

Causal inference of a binary treatment T can be performed by comparing the outcome
Y of a single unit under the application of T = 0 and T = 1. Thus, fundamentally,
causal inference is also a missing data problem as one of the outcomes will always
be missing. There are two frameworks for defining and inferring causal relations:
the potential outcomes framework (PO) see (Rubin, 2005), and the framework of
Causal Bayesian networks (CBN), see Pearl (2000). To understand the relation
between these frameworks, we performed an empirical comparison in the context of
a problem in transportation safety.4

3
4

This work appeared in Karwa and Slavković (2013).
This work appears in Karwa et al. (2011b).

Chapter

2

Differentially Private Estimation of
the β-model1
2.1

Summary

The β-model of random graphs is an exponential family model with the degree sequence as a sufficient statistic. In this chapter, we present a differentially private estimator of the parameters of β-model. We show that the estimator is asymptotically
consistent and achieves the same rate as the non private estimator. Our techniques
involve releasing the degree sequence using Laplace mechanism and constructing a
maximum likelihood estimate of the degree sequence, which is equivalent to “projecting” the noisy degree sequence on the set of all “graphical” degree sequences.
We present an efficient algorithm for the projection which also outputs a synthetic
graph. Our techniques can also be used to release degree distributions accurately
and privately. We also evaluate our estimator on real graphs and compare it with
current algorithms to release degree distributions and find that it does better.

2.2

Introduction and Motivation

Data privacy is a growing problem due to the large amount of data being collected,
stored, analyzed and shared across multiple domains. A large amount of data in
1

A part of this chapter appeared in Karwa and Slavković (2012) and the full version is in
preparation Karwa and Slavković (2014).
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the form of networks is also being collected. The benefits of analyzing such network
data are huge, see for example, Goodreau et al. (2009), but free sharing of such
data poses several challenges due to privacy concerns, see for example Narayanan
and Shmatikov (2009). One of the goals of privacy research is to design mechanisms
that satisfy rigorous notions of privacy but at the same time provide meaningful
utility to enable valid statistical inference. In statistics, the area known as Statistical Disclosure Control (SDC) aims specifically in designing statistical methodology
for addressing the trade-off between minimizing the risk of disclosing the sensitive
information and maximizing of data utility. For more details on SDC methodology,
including overviews of many proposed techniques and various measures of both the
risk and the utility, see for example Fienberg and Slavković (2010); Hundepool et al.
(2012); Ramanayake and Zayatz (2010) and Willenborg and de Waal (1996).
Differential Privacy (DP) (Dwork et al., 2006b) has emerged as a rigorous way
to measure and limit disclosure risks of data sharing mechanisms. For network data,
DP comes in two variants, Edge differential privacy (EDP) (Nissim et al., 2007b) and
Node differential privacy (Kasiviswanathan et al., 2013), designed to limit disclosure
of edge and node (along with its edges) information respectively in a graph G. In
this chapter we focus only on edge differential privacy, although these techniques can
be extended to node differential privacy. We combine statistical notions of utility
with the worst case privacy risk measured by edge differential privacy. We develop
mechanisms for releasing synthetic graphs from the β-model, under EDP. These
mechanisms are designed to provide statistical utility for inferring the parameters
of β-model of random graphs, whose sufficient statistic is the degree sequence d.
Differential Privacy (DP) (Dwork et al., 2006b) has emerged as a rigorous way to
measure and limit disclosure risks of data sharing mechanisms. For network data,
DP comes in two variants, Edge differential privacy (EDP) (Nissim et al., 2007b) and
Node differential privacy (Kasiviswanathan et al., 2013), designed to limit disclosure
of edge and node (along with its edges) information respectively in a graph G. In
this chapter we focus only on edge differential privacy, although these techniques can
be extended to node differential privacy. We combine statistical notions of utility
with the worst case privacy risk measured by Edge differential privacy. We develop
mechanisms for releasing synthetic graphs from the β-model, under EDP. These
mechanisms are designed to provide statistical utility for inferring the parameters of
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β-model of random graphs, whose sufficient statistic is the degree sequence d.
Why degree sequence?

Random graph models based on d such as the p1 or the

β-model (Holland and Leinhardt, 1981; Chatterjee et al., 2011; Rinaldo et al., 2013)
are used widely in modeling real world networks. Although there is evidence that
d alone does not capture all the structural information in a graph, see for example,
Snijders (2003), in many cases it is the only information available. Every other
structural property of a graph is estimated from random graph models based on d.
For example, in epidemiological studies of sexually transmitted disease (Helleringer
and Kohler, 2007), a survey collects information on the number of sexual partners
of an individual, which provides an estimate of the degree of each node. In more
general cases, random graphs models based on d serve as null models for hypothesis
testing, see Zhang and Chen (2013) and Perry and Wolfe (2012).
Statistical Utility Our goal is to release synthetic graphs from the β-model which is
based on the degree sequence. Our approach is to release d, the sufficient statistics of
the model in a private manner with utility geared towards parameter estimation and
hypothesis testing. Existing algorithms fall short on supporting classical statistical
inference. For instance, one of the popular ways of releasing d is to release z =
d + e, where e is some noise. In some cases, z is post processed to reduce error, see
for example Hay et al. (2009). However, directly using z for inference ignores the
noise addition process and may lead to inconsistent, or sometimes even non-existent
parameter estimates, as we demonstrate in this chapter. We present techniques to
take into account the noise addition process and thereby consistently compute the
maximum likelihood estimates (MLE) of the β-model from the noisy degree sequence.
More specifically, the following are the contributions of this chapter:
1. We illustrate that directly using z for inference may lead to issues such as nonexistence of MLE of the β-model. We also illustrate that simply minimizing
the L1 and/or L2 distance between original and noisy statistics is not sufficient for statistical utility. In particular, the“parameter” space over which the
optimization is performed must be carefully chosen.
2. In Theorem 2.1, we derive simpler conditions for the existence of MLE of the
β-model, which may be of independent interest. These conditions are computationally more efficient than those of Rinaldo et al. (2013), which are more
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general, but computationally intractable.
ˆ of d from z using the
3. We derive an efficient algorithm to obtain the MLE (d)
knowledge of noise addition mechanism. This is a non-standard maximum
likelihood estimation problem where the parameter set is discrete and its dimensionality increases with the sample size. Using simulation studies we show
that dˆ has smaller error and greater statistical utility when compared to using
z.
4. We prove in Theorem 2.3 that using dˆ for inference leads to a differentially
private consistent estimator β̂ of the parameters of the β-model of random
graphs. β̂ can be used to generate synthetic graphs. Consistency of the MLE
in non-private case was shown by Chatterjee et al. (2011). β̂ achieves the same
rate as the non-private estimator, thus asymptotically, in this setting, privacy
comes at no additional cost.
The rest of the chapter is organized as follows. In Section 2.3, we introduce
the notation used in the chapter and the privacy model and we present the random
graph models that we consider for generating synthetic data. Section 2.6 forms the
core of the chapter where we present our main results for releasing synthetic graphs
and graphical degree sequences in a private manner. In Section 2.7, we extend our
algorithm to release private degree partitions and compare with previous work. In
Section 2.8, we evaluate our proposed method using simulation studies. In Section
2.9, we present avenues for future work and conclusion. Proofs are presented in
Section 2.10.

2.3

Notation and Preliminaries

This section introduces the preliminaries and the notation used in this chapter. Let
Gn denote a simple, labeled undirected graph on n nodes and let m be the number
of edges in the graph. Let V be the vertex set and E be the edge set of the graph.
A simple graph is a graph with no self loops and multiple edges, i.e., for any i ∈ [n],
(i, i) ∈
/ E, and |{(i, j) : (i, j) ∈ E}| = 1. A labeled graph is a graph with a fixed
ordering on its nodes, i.e., there is a fixed mapping from V to {1, . . . , n}. All the

10
graphs considered in this chapter are simple and undirected. Let G denote the set
of all simple graphs. The distance between two graphs G and G0 is defined as the
number of edges on which the graphs differ and is denoted by δ(G, G0 ). G and G0 are
said to be neighbors of each other if the distance between them is at most 1. Let Gn
be an undirected simple graph on n nodes with m edges. The degree di of a node i
is the number of nodes connected to it.
Definition 2.1 (Degree sequence and Degree partition). Consider a labeled graph
with label {1, . . . , n}. The degree sequence of a graph d is defined as the sequence
of degrees of each node, i.e., d = {d1 , . . . , dn }. The degree sequence ordered in
¯ i.e., d¯ =
non-increasing order is called the degree partition and is denoted by d,
{d(1) , . . . , d(n) } where d(i) is the ith largest degree.
Given a degree sequence d, there can be more than one graph with different
edge-sets E, but the same degree sequence d associated with it. Each such graph
is called a realization of the degree sequence. Let G(d) be the set of simple graphs
on n vertices with degree sequence d. Also, not every integer sequence of length n
is a degree sequence. Sequences that can be realized by a simple graph are called
graphical degree sequences. Graphical degree sequences have been studied in depth
and admit many characterizations. One of the characterization is called the HavelHakimi criteria due to Havel (1955) and Hakimi (1962) and is central to the proof
of our maximum likelihood reconstruction Algorithm 2 and is presented in Section
2.10.4. We denote the set of all graphical degree sequences of size n by DSn and
the set of all graphical degree partitions of size n is by DPn . Note that DSn and
DPn are a collection of lattice points and they will form the parameter space for
the maximum likelihood reconstruction of the degree sequence described in Section
2.6.1.

2.4

Edge Differential Privacy

Differential privacy has become one of the most popular models of reasoning formally
about privacy. In a typical interactive setting, data users can ask queries about the
data, which can be in the form of sufficient statistics, and they would receive back
differentially private that is noisy answers. Formally, this type of privacy mechanism
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can be thought of as a family of conditional probability distributions, which define
a distribution on the answers, conditional on the data; for a statistical overview of
differential privacy, see Wasserman and Zhou (2010).
Providing privacy for both node level attributes and the topology of the graph
at the same time is a difficult task. We will use a model of privacy where the
goal is to protect only the topological information of the graph. The privacy model
which captures this notion precisely is called Edge differential privacy (EDP). EDP
is defined to limit disclosure related to presence or absence of edges in a graph (or
relationships between nodes) as the following definition illustrates:
Definition 2.2 (Edge Differential Privacy). Let  > 0. A randomized mechanism
(or a family of conditional probability distributions) Q(.|G) is -edge differentially
private if
sup

sup log

G,G0 ∈G,δ(G,G0 )=1 S∈S

Q(S|G)
≤
Q(S|G0 )

where S is the set of all possible outputs (or the range of Q).
Roughly, edge differential privacy requires that the output of the mechanism Q on
two neighboring graphs should be close to each other. Along the lines of Theorem 2.4
in Wasserman and Zhou (2010), one can show that EDP makes it nearly impossible
to test the presence or absence of an edge in the graph, thus providing protection.  is
the privacy parameter that, as we will see below, controls the amount of noise added
to the query; small value of  means more privacy protection. A basic mechanism
to release the output of any function f under differential privacy is the Laplace
Mechanism (Dwork et al., 2006b) which adds Laplace noise proportional to the global
sensitivity of f as defined below.
Definition 2.3 (Global Sensitivity). Let f : G → Zk . The global sensitivity of f is
defined as
GS(f ) =

max ||f (G) − f (G0 )||1

d(G,G0 )=1

where ||.||1 is the L1 norm.
We use a variant of this mechanism to achieve EDP by adding discrete Laplace
noise as described in Lemma 2.1. Ghosh et al. (2009) analyze the discrete Laplace
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mechanism for one dimensional counting queries and show that it is universally optimal for a large class of utility metrics. The proof of Lemma 2.1 is given in section
2.10.1.
Lemma 2.1 (Discrete Laplace Mechanism). Let f : G → Zk . Let Z1 , . . . , Zk be
independent and identically distributed discrete Laplace random variables with pmf
defined as follows:
P (Z = z) =

1 − α |z|
α , z ∈ Z, α ∈ (0, 1).
1+α

Then the algorithm which on input G outputs f (G) + (Z1 , . . . , Zk ) is -edge differentially private, where  = −GS(f ) log α.
One nice property of differential privacy is that any function of a differentially
private mechanism is also differentially private as the following lemma illustrates.
Lemma 2.2 (Dwork et al. (2006a); Wasserman and Zhou (2010)). Let f be an output
of a differentially private mechanism and g be any function. Then g(f (G)) is also
differentially private.

2.5

Statistical inference with degree sequences

One of the simplest random graph models involving the degree sequence is called the
β-model, a term coined by Chatterjee et al. (2011). We can describe this model in
terms of independent Bernoulli random variables as follows. Let β = {β1 , . . . , βn } be
a fixed point in Rn . For a random graph on n vertices, let each edge between nodes
i and j occur independently of other edges with probability
pij =

eβi +βj
,
1 + eβi +βj

where {β1 , . . . , βn } is the vector of parameters.
This model admits many different characterizations. For example, it arises as
a special case of p1 models (Holland and Leinhardt, 1981) and a log-linear model
(Rinaldo et al., 2013). It is also a special case of the discrete exponential family of
distributions on the space of graphs when the degree sequence is a sufficient statistic.
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Thus, if G is a graph with degree sequence d1 , . . . , dn , then the β-model is described
by
P (G = g) ∝ exp

n
X

di βi .

i=1

We can also consider a different version of the β-model where the degree partition
is a sufficient statistic. Such a model may be used if we can ignore the ordering of
the nodes. In what follows, unless otherwise explicitly mentioned, we refer to both
versions of the model interchangeably.
Inference in the β-model. We will now consider two inference tasks associated
with the β-model:
1. Sample graphs from U(d) - the uniform distribution over the set of all graphs
with degree sequence d.
2. Estimate parameters of the β-model using d and generate synthetic graphs
from the β-model.
These tasks are very common in the modeling of real world networks. For example, degree sequences of real world graphs appear to be very different from those
occurring in classical models. A common way to solve this problem is to condition
on the observed degree sequence and choose a graph uniformly random from this
set. Other instances where one needs to condition on degree sequences are those
involving goodness-of-fit testing of social network models (Hunter et al., 2008a). For
instance, one way to test the goodness-of-fit of an exponential random graph model
is to condition on the observed degree sequence and compare the distribution of a
test statistic (usually the number of triangles) to the observed value of the statistic.
To perform both these tasks, the degree sequence d serves as a sufficient statistic.
For the degree partition β-model, d¯ also serves as a sufficient statistic. A natural
question to ask is under what conditions on d and d¯ are these two tasks possible
i.e., (a) Under what conditions does the MLE exist? and (b) When is it possible to
sample from U(d)? In the next section, we present sufficient conditions on d and d¯
that allow us to perform these inference tasks.
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2.5.1

Existence of MLE of the β-model

Let β̂(d) denote the maximum likelihood estimate of β obtained using d. If we
¯
consider the degree partition version of the β-model, the MLE is denoted by β̂(d).
From the properties of exponential families, it follows that β̂(d) must satisfy the
following moment equations:
ˆ

di =

X

eβ̂i +βj

j6=i

1 + eβˆi +βˆj

A solution to these equations can be obtained in many ways, most of them require
iterative procedures (Hunter, 2004; Chatterjee et al., 2011). These procedures do not
converge, or may converge to a meaningless value, when the MLE does not exist.
It follows from a standard theorem of exponential families (Nielsen, 1978) that
β̂(d) exists if and only if d lies in the relative interior of convex hull of DSn . The
relative interior of a convex set is it’s interior within the affine hull of the set. (Recall
that an affine hull of a set S is the smallest affine set containing S). For full dimensional polytopes, generally, the relative interior and the interior are equal. Rinaldo
et al. (2013) use results from the existence of MLE in general setting of discrete
exponential families (Rinaldo et al., 2009) to characterize the existence of MLE in a
generalized version of the β-model. Although general, the conditions that characterize the relative interior of Conv(DSn ) are computationally inefficient to check. We
use Conv(DPn ) to derive simpler conditions for the existence of MLE for both the
degree sequence and degree partition β-model. These conditions lead to an efficient
¯ this result
algorithm to check for the existence of the MLE for the degree partition d,
may be of independent interest for inference in the β model.
In Theorem 2.1, we give conditions to check if d lies inside the convex hull of
DSn , by using the corresponding degree partition. The proof of Theorem 2.1 is given
in Section 2.10.2.
Theorem 2.1. Let d be a degree sequence and d¯ be the corresponding degree partition
obtained by ordering the terms of d in a non-increasing order. Consider the following
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set of inequalities:
d¯i > 0 and d¯i < n − 1∀i
k
X
i=1

d¯i −

n
X

d¯i < k(n − 1 − l) for 1 ≤ k + 1 ≤ n

(2.1)

i=n−l+1

The following statements are true:
¯ exists iff d¯ satisfies the system
1. The MLE of the degree partition β-model β̂(d)
of inequalities in 2.1.
2. If the MLE of the degree sequence β-model β̂(d) exists, then d¯ satisfies the
system 2.1.
3. If d¯ satisfies the system 2.1, and d¯ ∈ ri(Conv(DSn )), then β̂(d) exists.
Remark Note that the system of inequalities in equation 2.1 are central to the
results of Theorem 2.1. There are only O(n2 ) inequalities to check. These inequalities
are both necessary and sufficient for the existence of MLE of the degree partition
β-model. But they are only sufficient for the existence of MLE of the degree sequence
β-model.

2.5.2

Sampling from U(d)

Sampling graphs from the set U(d) is possible only if the set G(d) is non-degenerate.
Moreover, for there to exist a non-trivial probability distribution on this set, its cardinality should be greater than 1. The following proposition characterizes sufficient
conditions on d and d¯ under which this is true, the proof of Proposition 2.1 appears
in Section 2.10.3.
Proposition 2.1. Let d be a sequence of real numbers and d¯ be the ordered sequence.
Consider the set G(d), the set of all simple graphs with degree sequence equal to d.
If d is a lattice point in the relative interior of convex hull of DSn , then |G(d)| > 1.
¯ > 1.
If d¯ is a lattice point in the relative interior of convex hull of DPn , then |G(d)|
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2.5.3

Inference using noisy statistics

In many real world applications, the exact degree sequence d of a graph is not available. Instead, due to privacy constraints or sampling issues, we observe a noisy
sequence z. Under what conditions on z is inference in the β-model possible? In the
previous section, we discussed these conditions on d. We summarize them for the
case of a “noisy” sequence z in the form of the following Corollary 2.1 obtained by
combining the results in Theorem 2.1 and Proposition 2.1.
Corollary 2.1. Let z be any sequence of integers of length n. Consider the following
two inference task: (1) Estimating the MLE of β-model using z (2) Sampling from
the set U(z). A sufficient condition to ensure that the MLE exists and U(z) is non
empty is that z is a lattice point in the relative interior of convex hull of DSn .
Note that these sufficient conditions hold for any sequence of real numbers. For
instance, they are applicable to degree sequences obtained by sampling a network or
those obtained by a privacy preserving mechanism.
Let z be a differentially private output of the degree sequence d released by
using the Laplace mechanism. Can we use z directly for inference and generate
synthetic graphs? Most work on differential privacy advocates on using z or some
post-processed form of z as a “proxy” of d for inference, such as maximum likelihood
estimation. The simple answer is no since that would ignore the noise addition
process. A more serious issue is that z may not satisfy the conditions of Corollary
2.1.
To understand how z fails the conditions of Corollary 2.1, consider task (1) where
the goal is to simulate random graphs from the U(d) by using the output z instead of
d. Recall that this is possible only if d is a lattice point in DSn , i.e., d is a graphical
sequence. What are the chances that z is graphical? Using simulation, we found
that this chance is at best 50%. Thus, in many cases z cannot be used directly to
perform task (1).
Now let us focus on task (2) of estimating β. Let β̂(d) denote the maximum
likelihood estimate of β obtained using d. A basic requirement is the following: If
β̂(d) exists, then β̂(z), should also exist. As we mentioned, the existence of MLE
is guaranteed only if z lies in the convex hull of DSn . Even if d lies in the interior
of convex hull of DSn , z need not. Thus, directly inputting z into a software that
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estimates the MLE may lead to meaningless results.
In the next section, we apply Corollary 2.1 to noisy sequences obtained from differential privacy. Specifically, we use these sufficient conditions to define a parameter
space for re-estimating d from the noisy sequence z and present an algorithm for this
estimation procedure.

2.6

Releasing graphical degree sequences and synthetic graphs

Our main goal is to release synthetic graphs from the β-model, in a differentially
private manner. We want to guarantee that the degree sequences of these synthetic
graphs satisfy the sufficient conditions described in Corollary 2.1, needed to achieve
valid statistical inference. Our approach for releasing synthetic graphs is based on
three steps. In the first step, we release the degree sequence using the discrete
Laplace mechanism described in Theorem 2.1, which is a sufficient statistic of the
β-model. In the second step, we “de-noise” the noisy sufficient statistic by using
maximum likelihood estimation. In the third step, the de-noised sufficient statistic
is used to estimate the parameters of the β-model from which synthetic graphs can
be generated. Since each of these steps use only the output of a differentially private
algorithm, by Lemma 2.2, the synthetic graphs that are generated are also differentially private. In the next subsections, we look at each of these steps in detail and
describe the algorithms and the theoretical results associated with each step.

2.6.1

Releasing the degree sequence

¯ is a sufficient statistic of the
Since the degree sequence d (or degree partition d)
β-model, the first step is to release these statistics under differential privacy. We
use the discrete Laplace mechanism (Lemma 2.1). It is easy to see that the global
sensitivity of both d and d¯ is 2 since adding or removing an edge can change the
degree of at most two nodes, by 1 each. Algorithm 1 gives a description of this
mechanism.
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Algorithm 1
Input: A graph G and privacy parameter 
Output: Differentially private answer to the degree sequence of G
1:

Let d = {d1 , . . . , dn } be the degree sequence of G

2:

for i = 1 → n do

3:

Simulate ei from discrete Laplace with α = exp(−/2)

4:

Let zi = di + ei

5:

end for

6:

return z = {z1 , . . . , zn }

2.6.2

Maximum likelihood estimation of degree sequence

A sufficient condition to ensure that the MLE of the β-model computed from z
exists is that z should be a graphical degree sequence in the interior of Conv(DSn ).
Thus, we will use this as a parameter space to estimate a degree sequence from z
using maximum likelihood. More specifically, the output of Algorithm 1 generates n
random variables zi , such that zi = di + ei where ei ∼ DLap(α), for i = 1 to n and
d = {d1 , . . . , dn } ∈ DSn . Note that α is known. We treat d as the fixed unknown
parameter in DSn . Our goal is to find the maximum likelihood estimate dˆ of d from
the vector of noisy degrees z. The maximum likelihood estimator dˆ is described in
Algorithm 2 and Theorem 2.2 asserts the correctness of this algorithm. The proof
of Theorem 2.2 is deferred until section 2.10.4. Here we make some remarks on the
estimation problem and the algorithm.
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Algorithm 2
Input: A sequence of integers z of length n
Output: A graph G on n vertices with degree sequence dˆ
1: Let G be the empty graph on n vertices
2:

Let S = {1, . . . , n}

3:

for j = 1 → n do

4:

S = S\T where T = {i : zi ≤ 0}

5:

Let pos = |S|

6:

Let zi∗ = maxi∈S zi . Let i∗ = min{i ∈ S : zi = zi∗ }. Let hi∗ = min(zi∗ , pos−1)

7:

Let I = indices of hi∗ highest values in z(S\{i∗ }) where z(S) is the sequence
z restricted to the index set S

8:

Add edge (i∗ , k) to G for all k ∈ I

9:

Let zi = zi − 1 for all i ∈ I and S = S\{i∗ }

10:

end for

11:

return G

Theorem 2.2 (MLE of degree sequence). Let z = {zi } be a sequence of integers of
length n. The degree sequence of graph G produced by Algorithm 2 is the maximum
likelihood estimator of d.
Note that the parameter set DSn is a collection of lattice points. Moreover, the
number of parameters to be estimated is equal to the number of observations. DSn is
the set of all graphical degree sequences and admits severals characterizations. The
most useful characterization that lends itself to an efficient procedure for estimating
the MLE is the Havel-Hakimi algorithm and is central to the proof of Theorem 2.2;
see section 2.10.4. In fact, a careful analysis of Algorithm 2 will show that it is
nothing but a modified Havel-Hakimi procedure applied to the noisy sequence z.
Algorithm 2 is efficient and it is easy to verify that it runs in time O(n log n + m)
where n is the number of nodes and m is the number of edges. Moreover, Algorithm
ˆ thus, by definition, dˆ is graphical.
2 returns a graph whose degree sequence is d,
However, in some cases, especially when the degrees are small, the output may lie
on the boundary of Conv(DSn ), in which case the MLE of β does not exist.
We will now describe a way to solve this problem by examining the properties of
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ˆ It is easy to see that computing an MLE of d is equivalent to finding a degree
d.
sequence in DSn closest to z in terms of the L1 distance, i.e
dˆ = argmin||h − z||1

(2.2)

h∈DSn

There are many differences from the traditional projection. Firstly, the set DSn
has “holes” in it, for instance, every point whose L1 norm is not divisible by 2 is
not included in the set. Due to this reason, the closest point need not be on the
boundary of the convex hull of DSn . Moreover, there can be more than one degree
sequence that attains the optimal L1 distance. Thus, the MLE of d is actually a set
and Algorithm 2 finds a point in this set. Specifically, the following is true.
Lemma 2.3. Let d∗ be the output of algorithm 2. Let P c = {i : d∗i = 0}. Let k ∈ P c .
Then there exists a degree sequence d such that dk > 0 and ||d∗ − z||1 = ||d − z||1 .
The proof if this lemma is in Section 2.10.5. Whenever the optimal degree sequence produced by Algorithm 2 lies on the boundary of convex hull of DSn , we use
Lemma 2.3 to search for a sequence that lies inside the boundary of convex hull of
DSn . Being inside the boundary of the convex hull ensures that the MLE of β exists;
see section 2.5.1. Note that this may not always be possible. Finally, note that the
output from Algorithm 2 can be directly used to generate synthetic graphs from the
uniform distribution of graphs with a fixed degree sequence U(d) by randomizing G.

2.6.3

Releasing synthetic graphs from the β-model

Recall that to generate synthetic graphs from the β-model, we release z which is a
noisy version of d. Directly using z for estimating the parameters of β-model can lead
to issues; see section 2.5.3 for details. Instead, we use maximum likelihood to obtain
ˆ In this section we show that one can consistently estimate the
a private estimate d.
parameters of the β-model using dˆ (as opposed to using d). The consistency of the
maximum likelihood estimator in the non-private case was shown by Chatterjee et al.
(2011). We show that our proposed private estimator of β is also consistent. Thus,
to find the MLE of β, one can use dˆ as if it were the original degree sequence. (See
section 2.5.3 for different ways to find the maximum likelihood estimator of β).
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We will use dˆ to denote the -differentially private estimate of d obtained by
using Algorithms 1 and 2. Theorem 2.3 shows that for large n and  > √1n , the
MLE of β obtained from dˆ exists and is unique and can be estimated with uniform
accuracy in all coordinates. Note that the actual sample size of graph is 1 and d is
released only once under differential privacy.
Theorem 2.3 (Asymptotic behavior). Let G be a random graph from the β-model
and let d = (d1 , . . . , dn ) be its degree sequence. Let L = maxi |βi |. Let dˆ =
(d1 , . . . , dn ) be the differentially private maximum likelihood estimate of d obtained
from output of the Algorithm 2, and let
dˆi =

X

eβ̂i +β̂j

j6=i

1 + eβ̂i +β̂j

be the maximum likelihood equations. Let C(L) be a constant that depends only on
L. Then for  > √1 , there exists a unique solution β̂(dˆ ) to the maximum likelihood
n

equation such that
r
P

max |β̂i (dˆ ) − βi | ≤ C(L)
i

log n
n

!
≥ 1 − C(L)n−2

The proof of Theorem 2.3 is given in section 2.10.7. We want to point out that
the rate of convergence of

1
n2

is the same as the rate obtained in the non-private case.

This implies that asymptotically, there is no cost to privacy in this setting.

2.7

Releasing Graphical degree partitions

In this section, we extend Algorithm 2 to release degree partitions and compare it
with previous work due to Hay et al. (2009).
One can release the degree partition d¯ instead of the degree sequence d in cases
where the ordering of the nodes is not important, or one is interested in the degree
distribution (histogram of degrees). The latter was the motivation of Hay et al.
(2009). Thus instead of releasing the degree distribution, they release the degree
¯ d¯ has the same global sensitivity as d and hence Algorithm 1 can be
partition d.
used to release a noisy degree partition. Let z be the noisy answer, i.e., z = d¯ + e.
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Hay et al. (2009) project z onto the set of integer partitions (non-increasing integer
sequences), which is a special case of isotonic regression (henceforth referred to as
“Isotone”). They show that this reduces the L2 error. Note however, that the output
need not be a graphical degree partition, i.e., there may not exist any simple graph
corresponding to the output.
To solve this issue, we propose using the following two step algorithm (referred to
as “Isotone-Havel-Hakimi” or “Isotone-HH”) to release a graphical degree partition.
1. Let z̄ be the closest integer partition to z in terms of L1 distance.
2. Let d¯ˆ be the output of Algorithm 2 on input z̄.
Unlike the case of degree sequence, this procedure does not estimate an MLE of
¯ However Corollary 2.2 shows that the estimate is still optimal in sense of the L1
d.
error, and more importantly, it is a point in DPn that is closest to z̄. The proof of
Corollary 2.2 appears in Section 2.10.6.
Corollary 2.2. Let z = {zi } be a sequence of non increasing integers of length n. The
degree partition of graph G output by Algorithm 2 is a solution to the optimization
problem argmin||h − z||1 .
h∈DPn

2.8

Simulation Results

In this section, we will evaluate the finite sample properties of the differentially
private estimator of β. We will also compare our algorithm to Hay et al. (2009) for
releasing degree partitions. To do so, we perform two sets of experiments. In the
first set of experiments, we estimate β using the private estimate dˆ of Algorithm 2
and compare it with the estimates obtained by using the non-private degree d. In
the second set of experiments, we compare the utility of Hay et al. (2009) with our
¯ We use three networks, two real and one simulated, as
algorithm when releasing d.
described below. These networks are plotted in Figure 2.1.
1. Sampson Monastery Data (Sampson, 1968) - This is a real network of relationship between monks in a monastery. It consists of social relations among a
set of 18 monks. The original dataset was asymmetric and collected for three
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time periods. In this study, we symmetrize the network by using the upper
triangular adjacency matrix of time period 1. There are 18 nodes and 35 edges
in this network. Figure 2.1a shows a plot of the Sampson network data. We
can see that the network has two centers with high degrees.
2. Karate Dataset (Zachary, 1977) - This is a real network of friendships between
34 members of a karate club at a US university in the 1970. It has 78 edges
and 34 nodes. The network is plotted in Figure 2.1b.
3. Likoma Island (Helleringer and Kohler, 2007) - This is a simulated network of
number of sexual partners of people living in the Likoma island. Helleringer et
al. (2009) describes the study and data collection procedures based on survey.
Using the estimated degree sequence (obtained from the survey data and given
in Helleringer et al. (2009)), we simulated a random network with the fixed
degree sequence. The simulated network consists of 250 nodes and 248 edges
and is shown in Figure 2.1c. We can see that this network is sparse as its
number of edges is almost same as the number of nodes.
Releasing d¯ to estimate β: The goal of these experiments is to compare isotone
¯ We evaluate these algorithms on two metand isotone-hh algorithms for releasing d.
rics. The first metric is the probability of the event R where R = {β̂(y) exists },
where y is output of the mechanism. The second metric is the median L1 error be¯ i.e., err(d)
¯ = median[|d−y|].
¯
tween d¯ and y for fixed d,
For each network and a fixed
value of , d¯ is released B = 500 times using isotone and isotone-hh. Note that even
though each release of d¯ is -edge differentially private, the entire simulation study is
500-edge differentially private. In practice, d¯ will be released only once. However,
in the experiments, we are interested in evaluating the frequentist properties of the
procedure and hence we release the degree partition multiple times. Using these
¯ This procedure is repeated
released degree partitions, we compute P (R) and err(d).
for different levels of  from 0 to 4, for all three datasets. Note that a larger  means
¯ normalized
lower noise and less privacy. Figure 2.2 shows a plot of P (E) and err(d)
by the number of nodes for varying levels of .
As expected, for both algorithms, as  increases, P (R) increases and the median
L1 error decreases. In many cases, the MLE of the output of isotone fails to exist
as it lies outside the convex hull of DPn . P (R) is higher for isotone-hh for all

24

(a) Sampson network Data

(b) Karate network Data

(c) Likoma Island network Data

Figure 2.1: Plot of the networks used in the simulation study.
three datasets. For instance for the Karate dataset, P (R) quickly approaches 1 as
 increases, when using the isotone-hh algorithm, where as it never reaches 1 when
using the isotone algorithm. The other two datasets also exhibit similar behavior.
We can also see that for the Likoma dataset, the gap between the two algorithms
in terms of P (R) is much higher when compared to the other two datasets. More
specifically, when using the isotone algorithm, P (R) increases slowly with  for the
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Likoma dataset when compared to the other two datasets. On the other hand, when
using the isotone-hh algorithm, P (R) increases quickly with  for all three datasets.
A possible explanation for the behavior of the isotone algorithm is that the Likoma
data is sparse. Recall that P (R) is 0 if the noisy sequence lies outside Conv(DPn )
(see Theorem 2.1). Due to the sparsity of Likoma data, it’s degree partition is close
to the boundary of Conv(DPn ). In this case, adding Laplace noise puts the degree
partition outside Conv(DPn ), and the post processing step of isotone is not sufficient
to get a sequence inside Conv(DPn ) and hence P (R) = 0 for such instances.
What about the median L1 error? We can see that the isotone-hh algorithm not
only provides an increased probability that the MLE exist, but also provides more
¯ especially for smaller levels of . For instance, for  = 0.1,
accurate estimates of d,
for the Karate dataset, the median L1 error per node in estimating the degree is 4
for the isotone-hh whereas it is greater than 10 for the isotone algorithm. Thus, we
can see that isotone-hh offers more “utility” in terms of both estimating the MLE,
and also in terms of the L1 error.
Estimation of β using d: In the second set of experiments, we evaluate how close
ˆ
β̂(d ) is to β̂(d). Here β̂(d) is the estimate of β obtained by using the original degree
sequence and β̂(dˆ ) is the estimate of β obtained by using the private degree sequence
dˆ obtained from the output of Algorithm 2. Figure 2.3 shows a plot of the estimates
of β on the y axis and degree on the x axis. The red line indicates β̂(d) and the
green line indicates the median estimate of β̂(dˆ ). Also plotted are the upper (95th )
and the lower (2.5th ) quantiles of the estimates. The results show that the median
ˆ is very close to β(d) and lie within the 95 percent quantiles of the
estimate of β(d)
estimates. Moreover, as expected, as  increases, the variance in the estimates get
smaller. The median private estimates of β for the Karate and the Sampson dataset
are very close to the non-private MLE. However, the private estimates of β for the
Likoma dataset have higher variance and are farther from MLE of β(d) due to the
fact that the Likoma graph is sparse and the β-model does not fit the original data
very well. This suggestes that the β model may not be a good model for sparse
networks such as Likoma island. Indeed, if the network is very sparse, the degree
sequence may lie close to the boundary of Conv(DSn ) and hence it may end up being
on the boundary by adding or removing a small number of edges.
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¯ The plots show
Figure 2.2: Comparison of “Isotone” and “Isotone-HH” to release d.
the L1 error and the probability that the MLE exists for varying levels of  for three
different networks.

2.9

Discussion and Conclusion

In this chapter, we present techniques to release differentially private synthetic graphs
from the β-model. We present an efficient maximum likelihood algorithm to reestimate the original degree sequence from the noisy sequence released under privacy.
We showed that this estimated degree sequence can be used to consistently estimate
the parameters of the β-model. Using the example of the β-model, we showed that
to enable analysts to use existing statistical inference procedures, the noisy sufficient
statistics must be post-processed (or projected) in an appropriate manner so that
existing methods for maximum likelihood estimation do not break down. In light
of Corollary 2.1, we can see how in general using noisy sufficient statistics z of any
model instead of the true sufficient statistics may lead to invalid inference. The core
of the issue is that the noisy statistic z usually lies in Rn whereas the validity of
many inference procedures (such as existence of MLE) is guaranteed only when z
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Figure 2.3: Comparison of differentially private estimate of β with the MLE for three
different datasets. The plots show the median and the upper (95th ) and the lower
(2.5th ) quantiles.
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lies in some set S ⊂ Rn . This set is usually the convex hull of sufficient statistics
of the associated model, in our case, S = Conv(DSn ). In many cases z is postprocessed and projected onto a set S 0 , but usually, S 6= S 0 . The choice of S 0 is
motivated with an aim to impose some kind of consistency constraint on the noisy
¯ Hay et al. (2009) project z onto the set of
statistic. For example, to estimate d,
non-decreasing integers and show that this improves accuracy in terms of L2 error.
However as we discuss and show using simulation studies, this approach does not
guarantee the existence of MLE. For more general examples of contingency tables,
where differentially private outputs lead to invalid statistical inference, see Fienberg
et al. (2010). When such a post processing is not possible, an alternative is to
develop new statistical procedures that take into account the noise addition process.
We present two such approaches in Chapter 3 and 4.
Another limitation of the current approach is that it does not take into account the
uncertainty in the estimate of the degree sequence from the noisy sequence. More
work is needed to understand how one can incorporate the additional uncertainty
introduced by using an estimated degree sequence instead of the true degree sequence.
As a part of future work, some of the techniques presented in this chapter can also
be used to release degree sequences for bipartite and directed graphs. The degree
sequence of bipartite graphs form sufficient statistics for the so called Rasch models,
see for instance Rinaldo et al. (2013).

2.10

Proofs

2.10.1

Proof of Lemma 2.1

Let g and g 0 be two graphs that differ by an edge. The output of the mechanism is
f (G) + Z ∈ Zk and hence it is enough to consider the probability mass function. For
any s ∈ Zk , consider
P [f (G) + Z = s|G = g] = P [Z = s − f (g)|G = g]
=

k
Y

P [Zi = si − fi (g)|G = g]

i=1

= c(α)α

Pk

i=1

|si −fi (g)|

.
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By triangle inequality, |si − fi (g 0 )| − |si − fi (g)| ≤ |fi (g) − fi (g 0 )| for each i. This
implies that |si − fi (g)| − |si − fi (g 0 )| ≥ −|fi (g) − fi (g 0 )|. Using the fact that αx is a
decreasing function of x for 0 < α < 1, we get the following:
Pk
P [f (G) + Z = s|G = g]
0
i=1 |si −fi (g)|−|si −fi (g )|
=
α
P [f (G) + Z = s|G = g 0 ]

≤ α−

Pk

i=1

|fi (g)−fi (g 0 )|

≤ α−GSf ≤ exp .

2.10.2

Proof of Theorem 2.1

By Theorem 9.13 in Nielsen (1978), the MLE exists iff d ∈ ri(Conv(DSn )), where
ri(Conv(A)) denotes the relative interior of the convex hull of A. Also, note that
d ∈ ri(Conv(DSn )) iff
X
i∈S

di −

X

di < |S|(n − 1 − |T |), S, T ⊂ [n], S ∪ T 6= ∅, S ∩ T = ∅.

(2.3)

i∈T

We will show that the system of inequalities in 2.3 are permutation invariant,
i.e., if d satisfies 2.3, then πd also satisfies 2.3, where π is any permutation on
[n] = {1, . . . , n}. To see this, let (S, T ) = {(S, T )} be the set of all possible sets
S and T such that S, T ⊂ [n] = {1, . . . , n}, S ∪ T 6= ∅, S ∩ T = ∅. First note
that if (S, T ) ∈ (S, T ), then (T, S) ∈ (S, T ). Also, note that (S, T ) is closed
under permutations, i.e., if (S, T ) ∈ (S, T ), and if π is any permutation on [n], then
(πS, πT ) ∈ (S, T ).
Let d ∈ ri(Conv(DSn )), we need to show that d¯ ∈ ri(Conv(DPn )). Note that
d satisfies 2.3. By the fact that these inequalities are permutation invariant, any
permutation of d also satisfies 2.3. Hence, as d¯ = πd for some permutation π, 2.3 is
¯ To show that d¯ ∈ ri(Conv(DPn )), it is enough to show that the following
true for d.
two equations hold: this follows from the linear inequality description of Conv(DPn )
proved in Theorem 1.3 in Bhattacharya et al. (2006):
1.
d¯i > 0 and d¯i < n − 1∀i, and,
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2.

k
X
i=1

d¯i −

n
X

d¯i < k(n − 1 − l) for 1 ≤ k + 1 ≤ n.

i=n−l+1

Taking S = {1, . . . , k} and T = {n − l + 1, . . . , n} gives the second set of inequalities. Taking S = {i}, T = ∅ gives d¯i < n − 1 and taking S = ∅, T = {i} gives d¯i > 0.
This proves that d¯ lies in the relative interior of Conv(DPn ).
Finally, note that if d¯ ∈ ri(Conv(DSn )), then d¯ satisfies the inequalities 2.3. By
the symmetry of the system, π d¯ = d also satisfies the system.

2.10.3

Proof of Proposition 2.1

Proof. The proofs for d and d¯ are similar, so we prove the proposition for d. By
definition of G(d), the set is non-empty if and only if d is a graphical degree sequence,
i.e., if and only if d ∈ DSn . By Theorem 1 in Koren (1973), d has a unique realization
if and only if d is an extreme point of Conv(DSn ). Thus if d ∈ DSn and d is in the
relative interior of Conv(DSn ), then G(d) > 1.

2.10.4

Proof of Theorem 2.2

In this section, we present a proof of Theorem 2.2. It is easy to see that for a fixed
value of α (the parameter of discrete Laplace distribution), maximizing the likelihood
is equivalent to minimizing the L1 distance over DSn , i.e.,
dˆ = argmin ||d − z||1 .
d∈DSn

We will show that Algorithm 2 computes a solution to this optimization problem.
There are two main high level steps in the proof: The first is to notice that we can
work with a “reduced” version of DSn by ignoring the indices with negative entries
in z and restricting to degree sequences that are point-wise bounded by z. The
second and the key step is to notice that every point in DSn can be written as a
sum of special degree sequences, called k-star degree sequences. These are helpful
in selecting the optimal “directions” for building the solution to the L1 optimization
problem. k-star sequences appear implicitly in a well studied and famous algorithmic
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test of graphicality of an integer sequence. Theorem 2.4 due to Havel (1955) and
Hakimi (1962) describes this test.
Theorem 2.4. Havel (1955) and Hakimi (1962). Let d = {d1 , . . . dn } be a sequence
of non-negative integers. d ∈ DSn iff c = {c1 , . . . , cn−1 } ∈ DSn−1 , where
(
ci =

d(i+1) − 1

if 1 ≤ i ≤ d(1)

d(i+1)

if d(1) + 1 ≤ i ≤ n − 1.

Here d(i) is the ith largest degree.
Theorem 2.4 gives a recursive method to check if a sequence of integers is in
DSn . At each step, we delete the node with the largest degree and subtract 1 from
the appropriate number of nodes. At the end of the procedure if we are left with a
sequence of 0’s, the original sequence is in DSn . This method can be modified to
characterize every point inside DSn . Before we present this characterization, we will
define k-star degree sequences.
Definition 2.4 (k-star degree sequence). A k-star graph on n nodes centered at
node i is a graph where i is connected to any k nodes in the graph. A degree sequence
dk(i) is said to be a k-star degree sequence centered at node i if there exists a graph
G ∈ G(dk(i) ) on n vertices such that G is a k-star with center at i.
Note that we allow the k-star graph to have disconnected nodes, specially in case
k < n. A k-star sequence has k entires with 1 and one entry with k. For example,
{0, 5, 1, 1, 1, 1, 1, 0} is a 5 star sequence centered at node 2. Let Kn be the set of all
k-star degree sequences of length n. Lemma 2.4 characterizes all degree sequences in
terms of k-star degree sequences.
Lemma 2.4. Every degree sequence d can be written as a sum of n k-star degree
n
X
sequences, each centered at a distinct node i.e., d =
g ki (li ) where g ki (li ) ∈ Kn .
i=1

Proof. Let d be any degree sequence of length n. Consider repeated applications
of Theorem 2.4 to d. Note that at the end of each application, we are left with a
sequence of smaller length. However, in this case, we will work with sequences of
same length n and append 0’s in the appropriate location. More precisely, let ri be
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the sequence obtained at the end of each application, call it the ith residue sequence.
Its construction is described below.
At step 1, r1 = d. ri+1 is obtained from ri by subtracting a k-star degree sequence,
i.e., ri+1 = ri − g ki (li ) . g ki (li ) is the degree sequence of a k-star graph G centered at
node li where li is the index of the ith largest element of ri and k = rlii . G is
constructed by connecting li to k nodes with k largest elements in ri . Using this
construction, we can see that g ki (li ) is the equivalent to the sequence c in Theorem
2.4. More precisely, the i largest components of g ki (li ) are equal to c.
Since at each step, the residue sequence gets smaller, this procedure terminates
after at most n steps. Thus it generates at most n residue sequences. Moreover, as
d is graphical, rn is the 0 sequence. Finally, ri+1 − ri = −g ki (li ) for i = 2, . . . , n and
P
r1 = d, rn = 0. Adding these inequalities, we get d = i g ki (li ) . Since, each g ki (li ) is
a k-star sequence, g ki (li ) ∈ Kn .
Definition 2.5 (Havel-Hakimi Decomposition). The Havel-Hakimi decomposition of
a degree sequence d is defined as the set of k-star degree sequences obtained after the
application of Theorem 2.4 and is denoted by H(d) = {g 1 , . . . , g n } where g i = g ki (li ) .
Lemma 2.4 shows that every degree sequence can be written as a sum of k-star
sequences, thus every degree sequence has a Havel-Hakimi decomposition.
The next two propositions allow us to restrict the search for optimal degree sequences in the set of degree sequences that are point-wise bounded by z after eliminating the negative coordinates of z.
Proposition 2.2. Let (z1 , . . . , zn ) be a sequence of integers. Let I = {i : zi > 0}. Let
P
fz (a) = i |zi − ai |. Let d be any degree sequence such that argmina∈DSn fz (a) = d
and d(I c ) > 0. Then there exists a degree sequence d∗ such that d∗ (I c ) = 0 and
f (d) = f (d∗ ).
Proof. If di = 0∀i ∈ I c , the proposition is true by letting d∗ = d. Hence assume that
∃ at least one i = j ∈ I c such that dj > 0. Let d∗ be the degree sequence obtained
from d as follows:

d∗i

=









0
di − 1
di

for i = j
for i ∈ J , J ⊂ {i : di > 0} and |J | = dj
for i ∈ K = (J ∪ {j})c .
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Next let us show that f (d∗ ) ≤ f (d).

f (d∗ ) =

X

=

X
i∈J

i∈K

=

X

|zi − di + 1| +

|zi − d∗i |

i

X

|zi − d∗i | +

i∈J

≤

X
X

|zi − di | +

X
i∈J

|zi − di | +

X

i∈J

≤

X

X

|zi − di | + |zj |

i∈K

i∈J

=

|zi − d∗i | + |zj − d∗j |

1+

X

|zi − di | + |zj |

i∈K

|zi − di | + |zj | + dj

i∈K

|zi − di | +

X

|zi − di | + |dj − zj |

i∈K

i∈J

= f (d).
But d is such that argmina∈DSn fz (a) = d, hence f (d∗ ) = f (d). If there is more than
one j ∈ I that dj > 0, we can redefine d∗ iteratively until there are no such j left.

Proposition 2.3. Let (z1 , . . . , zn ) be a sequence of non negative integers. Let fz (a) =
P
i |zi − ai |. Let d be any degree sequence such that argmina∈DSn fz (a) = d. Then
there exists a degree sequence d∗ such that d∗i ≤ zi ∀i and fz (d∗ ) = fz (d).
Proof. If di ≤ zi ∀i, the proposition is true by letting d∗ = d. Hence assume that ∃
at least one i = j such that dj > zj . Let d∗ be defined as follows:

d∗i

=









zi
di − 1
di

for i = j
for i ∈ I, j ∈
/I
for i ∈ J .

where I and J are any index sets such that |I| = dj − zj , and I ∪ J ∪ {i} = [n].
Clearly, d∗ is a degree sequence because it is obtained by reducing d with a k-star
sequence, where k = dj − zi .
Next let us show that fz (d∗ ) ≤ fz (d).
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fz (d∗ ) =

X

=

X
i∈I

i∈J

=

X

|zi − di + 1| +

|zi − d∗i |

i

|zi − d∗i | +

X

i∈I

≤

|zi − d∗i | + |zj − d∗j |
X

|zi − di | + |zj − zj |

i∈J

X

|zi − di | +

i∈I

X

|zi − di | + |dj − zj |

i∈J

= fz (d).

But d is such that argmina∈DSn fz (a) = d, hence f (d∗ ) = f (d). If there is more
than one j such that dj > zj , we can redefine d∗ iteratively until there are no such j
left.
Proposition 2.2 and 2.3 imply that to find an optimal degree sequence, it is enough
to consider sequences that are point-wise bounded by z and set dk = 0 ∀ k ∈ {i :
zi < 0}. Thus, from this point onwards, we will consider only those degree sequences
that are bounded by z and assume that zi > 0 for all i. Let A be any subset of the
set of degree sequences. We will denote by A≤z the set of degree sequences in A that
are point-wise bounded by z, i.e., di ≤ zi ∀ i.
The next Lemma is the key result that shows that we can always reduce the L1
distance of any degree sequence d0 by replacing the k-star sequences in its HavelHakimi decomposition by an appropriate k-star sequence.
Lemma 2.5. Let d0 be any degree sequence in DS≤z and let H(d0 ) = {g ij }nj=1 be its
Havel-Hakimi decomposition where g ij is a k-star sequence centered at node ij . Let
xi1 , . . . , xin be the following k-star sequences:

x i1 =

argmin
g∈K≤z
g+

P

j6=1

g ij ∈DS≤z

fz (g), and
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x

ik+1

=

k
X

fz

argmin
g∈K≤z \{xij }kj=1
Pn
Pk
ij
ij
j=1 x +g+ j=k+2 g ∈DS≤z

!
ij

x +g .

j=1

Let dk for k = 1, . . . , n be constructed sequentially by replacing the k-star sequence
in H(dk−1 ) centered at node ik by xik .
d1 = xi1 +

X

g ij , and

j6=1
k

d =

k
X

n
X

ij

x +

j=1

g ij .

j=k+1

Then, fz (dn ) ≤ fz (d0 ) and each dk ∈ DS≤z .
Proof. Consider
k

fz (d ) − fz (d

k+1

)= z−

k
X

ij

x −

j=1

n
X

g

ij

j=k+1

= xik+1 − g ik+1 = z −

− z−

n
X

ij

x −

j=1

1
k
X

k+1
X

j=k+2

xij − g ik+1 − z −

= fz

k
X

xij + g ik+1

j=1

− fz

1

xij − xik+1

j=1

j=1

!

k
X

g ij

k
X

!
xij + xik+1

j=1

≥0
Note that the second equality follows from the fact that each sequence is pointwise bounded by z. Adding these inequalities for k = 0 to k = n − 1, we get
fz (d0 ) − f (dn ) ≥ 0, as required. Moreover, each dk is clearly a degree sequence,
as dk is obtained from dk+1 by replacing a k-star sequence from its Havel-Hakimi
decomposition.
The next proposition shows how to find the best k-star sequence for the L1
optimization defined in Lemma 2.5.
Proposition 2.4. Given a non negative sequence z, the element in the set K≤z that
solves the following optimization problem
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min ||z − g||1

g∈K≤z

is the k-star sequence of the following graph G∗ : Let i∗ = {i : zi∗ = maxi zi }, and
k = zi∗ . Let I be the index set of k largest elements of z excluding i∗ . In G∗ , add an
edge between i∗ and i for all i ∈ I.
Proof. Any k-star sequence can be selected by selecting a node c as center and
connecting it to k nodes. Thus, if E = {j : c and j are connected}, then the
P
P
objective function is i∈E |zi − 1| + |zc − k| + i∈E c /{c} |zi |. The result follows by
noticing that the optimal k-star sequence can be selected by first selecting the star
center c and then selecting E. Clearly, the optimal center is the node with highest
“demand”, i.e., dc = di∗ = maxi zi . Next, connecting this node to di∗ nodes with
highest “demand” gives the optimal k-star sequence.
We are now ready to present the proof of Theorem 2.2.
Proof of Theorem 2.2. Let d∗ be the optimal degree sequence. Let T = {zi : zi ≤ 0}.
By Lemma 2.2, we can set d∗ (T ) = 0. Thus, it is enough to find the optimal degree
sequence d∗ with respect to the function fz(T c ) (d). From this point onwards, let
us assume that T = ∅. This is achieved by Step 4 of algorithm 2. Moreover, from
Lemma 2.3, it is enough to consider degree sequences bounded point-wise by z. Thus,
we need to find the optimum over the set DS≤z . By Lemma 2.5, we can construct
the optimal degree sequence over DS≤z by starting with any degree sequence d0
and replacing it by k-star sequences defined in Lemma 2.5. Since 0 is also a degree
sequence, let the starting sequence d0 be the zero degree sequence. Then, using the
n
X
n
xij where
notation in Lemma 2.5, the optimal degree sequence is d =
j=1

xik+1 =

argmin
g∈K≤z \{xij }kj=1
Pk
ij
j=1 x +g∈DS≤z

fz

k
X

!
xi j + g .

j=1

We will show that steps 4 to 9 of Algorithm 2 construct xij iteratively. Let z k =

37
z−

Pk

j=1

xij , then
xik+1 =

argmin

fzk (g) .

g∈K≤zk \{xij }kj=1
g∈DS≤zk

Thus, each xik+1 can be found using the result in Proposition 2.4. Note that to enforce
the condition g ∈ K≤zk \{xij }kj=1 , we need to exclude the first k nodes {i1 , . . . ik } from
consideration. Step 9 achieves this by removing the index of node i∗ from S. Step
∗

9 also computes z k iteratively by substracting xi from z at each iteration. Finally,
∗

steps 6 to 8 construct the optimal sequence xij = xi and add it to G. For each
j, step 6 selects the optimal star center i∗ according to Proposition 2.4. Note that
step 5 is need to make sure that the degree is not larger than the number of nodes
available to connect to. Step 7 finds the optimal edgeset I and step 6 adds these
edges to the graph.

2.10.5

Proof of Lemma 2.3

Let d∗ be the output of Algorithm 2. Let P c = {j : d∗j = 0}. Let j ∈ P c and k ∈ P .
Let d be another degree sequence defined as follows:

di =






d∗i

1

for i = j

+1

for i = k





d∗i

for i 6= j, k.

By construction of the algorithm, zj < 0, d∗j = 0 and d∗i ≤ zi . Consider
||z − d||1 =

X

|zi − di |

i

X

=

|zi − d∗i | + |zj − 1| + |zk − d∗k − 1|

i∈[n]\{j,k}

X

=

|zi − d∗i | − zj + 1 + zk − d∗k − 1

i∈[n]\{j,k}

X

=

|zi − d∗i | + |zj − d∗j | + |zk − d∗k |

i∈[n]\{j,k}

=

X
i

|zi − d∗i | = ||z − d∗ ||1 .
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2.10.6

Proof of Corollary 2.2

It is enough to show that the output of Algorithm 2 produces a graph whose degree
sequence d is non-increasing when the input is a sequence of non increasing integers.
Then it follows that the degree sequence of the output graph is the optimal degree
partition. This follows because of the fact that Theorem 2.2 shows that the output
is an optimal degree sequence and that DPn ( DSn .
To show that the output is a non-increasing sequence, we will show that di −
di−1 ≤ 0 for all i. Let zik be the value of zi at k th iteration of the for loop in
Algorithm 2. Similarly, let tki be the number of times node i has been selected in
forming an edge upto iteration k. Let posk be the number of positive entries of zi
remaining at iteration k , i.e., posk = |{zik ∈ S : zik > 0}|. Let di be the degree of
node i in the graph output by the algorithm. Using this notation, we can see that
k−1
k
di = min(zii , posi ) + ti−1
and that tii−1 = tii .
i . Note that zi = zi − ti
i−1
Hence di − di−1 = min(zii , posi ) + tii−1 − min(zi−1
, posi−1 ) − ti−2
i−1 . We can consider

four cases:
i−1
i−1
Case 1 min(zi , posi ) = zii and min(zi−1
, posi−1 ) = zi−1
.
i−1
Hence di − di−1 = zii + ti−1
− zi−1
− ti−2
i
i−1 = zi − zi−1 ≤ 0.
i−1
Case 2 min(zi , posi ) = posi and min(zi−1
, posi−1 ) = posi−1 .
i−2
di − di−1 = posi + ti−1
− posi−1 − ti−1
.
i
i−2
Note that posi − posi−1 ≤ −1 and tii−1 − ti−1
≤ 0. The latter inequality is true

because of the following. In any iteration k, if node i was selected to form an
k
edge in Step 6, then node i − 1 should also be selected, unless zik > zi−1
. Hence,
i−1
i−1
in the first case, ti−1
− ti−2
− ti−1
≤ 0.
i
i−1 = ti

In the second case,
i−1
ti−1
− ti−2
− ti−1
i
i−1 = ti
i−1
i−1
= zi − zii−1 − zi−1 + zi−1
i−1
= (zi − zi−1 ) + (zi−1
− zii−1 )

≤ 0.
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Hence di − di−1 ≤ 0.
i−1
Case 3 min(zi , posi ) = zi and min(zi−1
, posi−1 ) = posi−1 .
i−2
di − di−1 = zii + ti−1
− posi−1 − ti−1
.
i

Note that zii ≤ posi < posi−1 , hence zi −posi−1 ≤ 0, which implies di −di−1 ≤ 0.
i−1
i−1
Case 4 min(zi , posi ) = posi and min(zi−1
, posi−1 ) = zi−1
.

In this case, since posi < zi , we are in case 1.
Hence in all cases di − di−1 ≤ 0 ∀ i.

2.10.7

Proof of Theorem 2.3

Consistency of β̂(d), the maximum likelihood estimate of β obtained from the nonprivate degree d was shown in Chatterjee et al. (2011). Lemma 4.2 in Chatterjee
et al. (2011) states that if a graph G is drawn from the β-model, then the degree
sequence of G satisfies certain optimal properties needed for consistency. To show
consistency in the private case, we need to prove that these optimality properties still
ˆ Lemma 2.7 shows that this is indeed true. Before we prove this
hold when using d.
lemma, we need an intermediate result on concentration of dˆ around d. Proposition
2.5 gives some tail bounds for Discrete Laplace distribution, the proof is elementary
and omitted.
Proposition 2.5. Let e1 , . . . , en be independent and identically distributed random
variables with pmf P (e1 = e) =

1−p
|p|e ,
1+p

0 < p < 1 and e ∈ Z . Then

2p[c]
P max |ei | ≥ c = 1 − 1 −
i
1+p






n
.

Lemma 2.6. Let G be a random graph and d be its degree sequence. Let z be the
output of Algorithm 1 and dˆ be the maximum likelihood estimate of d obtained from
z using Algorithm 2. For n >

√1
n

and sufficiently large n, the following is true:



p
1
P max |dˆi − di | > 6n log n ≤ 2 .
i
n
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Proof. Note that dˆi ≤ zi , hence maxi |dˆi − di | ≤ maxi |zi − di | = maxi |ei |.
Hence




P max |dˆi − di | ≥ c ≤ P max |ei | ≥ c
i
i
n

2e−n c/2
=1− 1−
(by Proposition 2.5)
1 + e−n /2
n
2
= 1 − 1 − kn e−n c/2 where kn =
.
1 + e−n /2
Using the identity an − bn = (a − b) poly(a, b) and letting a = 1 and b = 1 − kn e−n c/2 ,
we get


P max |dˆi − di | ≥ c ≤ kn e−n c/2 poly(e−n c/2 ).
i

Here poly(x) represents a polynomial function of x. If poly(e−n c/2 ) ≤ 0, then we
√
are done. Hence assume that poly(e−n c/2 ) > 0. If we let c = [ 6n log n], then for
>

√1
n

and large n,


√
p
1
P max |dˆi − di | ≥ [ 6n log n] ≤ kn poly (e− 6 log n /2) ≤ 2 .
i
n

We need some results of Chatterjee et al. (2011) about the properties of graphs
drawn from the β-model. We collect these results in the form of a proposition below
without proof. For the proof of this proposition, the reader is referred to the proof
of Lemma 4.2 in Chatterjee et al. (2011).
Proposition 2.6. Let G be a random graph from the β-model and let d = {d1 , . . . , dn }
P
eβi +βj
be its degree sequence. Let d˜i =
and d˜ = {d˜1 , . . . , d˜n }.
β +β
j6=i 1+e



√
˜
1. P maxi |di − di | > 6n log n ≤

i

j

2
.
n2

2. Let
g(d, B) =

inf
B⊆{1,...,n},|B|≥cn

(
X
j6∈B

)
min {dj , |B|} + |B|(|B| − 1) −

X
i∈B

di
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˜ B) ≥ c|B|(|B| − 1).
where c ∈ (0, 1). Then g(d,
3. There exist constants c1 < 1 and c2 > 0 depending on maxi |βi | such that
c2 (n − 1) ≤ d˜i ≤ c1 (n − 1).
Finally, we state and prove the lemma that bounds the probability of events
needed for consistency of the MLE.
Lemma 2.7. Let G be a random graph from the β-model and let d be its degree
sequence. Let dˆ be differentially private output from Algorithm 2. Let L = maxi |βi |
and c ∈ (0, 1) be any constant. Then there are constants C > 0 and c1 , c2 ∈ (0, 1)
depending only on L and a constant c3 depending only on L and c such that if n > C,
then with probability at least 1 − 3n−2 , the following two events hold:
R1 = {c2 (n − 1) ≤ dˆi ≤ c1 (n − 1) for all i} and,
(
R2 =

1 ˆ
g(d, B) ≥ c3 −
n2

r

6 log n
n

)
.

Proof. The proof is very similar to the proof of Lemma 4.2 in Chatterjee et al. (2011),
except that instead of di , we have dˆi . Let
d˜i =

X
j6=i

eβi +βj
.
1 + eβi +βj

√
Let R be the event {maxi |dˆi − d˜i | > cn }, where cn = 6n log n, then by triangle
ˆ
˜
inequality, R implies
 either maxi |di −
 di | > cn /2 or maxi |di − di | > cn /2. By
Proposition 2.6, P maxi |di − d˜i | > cn ≤ n22 . Hence




P (R) ≤ P max |dˆi − di | > cn /2 + P max |di − d˜i | > cn /2
i

i

1
2
3
≤ 2 + 2 = 2.
n
n
n
By Proposition 2.6, there exist constants c01 < 1 and c02 > 0 depending on L =
maxi |βi | such that c0 (n−1) ≤ d˜i ≤ c0 (n−1). Hence under the event Rc , for a large n
2

1

, there exist constants c1 and c2 that depend on L such that c2 (n−1) ≤ dˆi ≤ c1 (n−1).
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For the second part, note that
ˆ B) − g(d,
˜ B)| ≤
|g(d,

n
X

|dˆi − d˜i | ≤ n max |dˆi − d˜i |.
i

i=1

˜ B) ≥ c4 |B|(|B| − 1) where c4 ∈ (0, 1) is a
From Proposition 2.6, we have g(d,
constant that depends on L. Thus under E c and for n > C and |B| ≥ cn, we have
ˆ B) ≥ c3 n2 − n3/2
g(d,

p
6 log n.

To complete the proof of Theorem 2.3, we need two more results from Chatterjee
et al. (2011). The first one is Lemma 2.8 (Lemma 4.1 from Chatterjee et al. (2011))
that characterizes the conditions for the existence of MLE. The second one is Lemma
2.9 (Theorem 1.5 in Chatterjee et al. (2011)) that bounds the error of the MLE.
Lemma 2.8. Let (d1 , . . . , dn ) be a point inside the set Conv(DSn ). Suppose there
exist c1 , c2 ∈ (0, 1) such that c2 (n − 1) ≤ di ≤ c1 (n − 1)for all i. Suppose c3 is a
positive constant such that
(

)
(
)
r
X
X
1
6 log n
di ≥ c3 −
inf
min {dj , |B|} + |B|(|B| − 1) −
n2 B⊆{1,...,n},|B|≥c22 n j6∈B
n
i∈B
Then a solution β̂ to the maximum likelihood equations exist and satisfies |β̂|∞ ≤

c4 where c4 is a constant that depends only on c1 , c2 , c3 .
Lemma 2.9. Suppose the ML equations have a solution β̂. Then β̂ must be unique,
and for any β ∈ Rn , we have
|β − β̂|∞ ≤ C|β − x|∞
P
where xi = φi (x, d) := log di − log j6=i rij (x) and rij (x) =

1
.
e−xj +exi

We are ready to prove Theorem 2.3.
Proof of Theorem 2.3. Let dˆ be the differentially private maximum likelihood estimate of d released using Algorithms 1 and 2. Lemma 2.8 gives the conditions
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for the solution to the maximum likelihood equations to exist. By definition, dˆ ∈
Conv(DSn ). Under the event Rc defined in Lemma 2.7 and for n > C, the remaining
conditions are satisfied. Thus, by Lemma 2.8, under the event Rc , a solution β̂ exists
and satisfies |β̂|∞ ≤ C(L) where C(L) depends only on L. The uniqueness of the
solution follows from Lemma 2.9.
For the proof of error bound, we proceed as in Chatterjee et al. (2011). Using the
¯

notation in Lemma 2.9, note that the ith component of |β − x| is log ddˆi . Thus under
i
q
log n
d¯i
c
the event E and when n > C, |β − β̂|∞ ≤ log dˆ ≤ C(L)
.
n
i

Finally, note that if n ≤ C, we can increase C(L) until 1 − C(L)n−2 < 0.

Chapter

3

Differentially Private Exponential
Random Graph Models1
3.1

Summary

In the previous chapter, we developed a differentially private estimator to release
synthetic graphs from the β-model by releasing noisy statistics and projecting the
noisy statistics onto the corresponding polytope of degree sequences. However, this
technique developed for the β-model does not scale to more general exponential
random graph models due to the fact that the marginal polytope associated with
the corresponding sufficient statistics are not well understood. In this chapter, we
propose a technique to overcome this problem. Our technique can be used to estimate
a wide class of exponential random graph models (ERGMs) in a differentially private
manner. The technique consists of releasing the graphs in a private manner and using
likelihood based inference to fit ERGMS. Specifically, we use the randomized response
mechanism to release networks under -edge differential privacy. To maintain utility
for statistical inference, we treat the original graph as missing, and use likelihood
based inference and Markov chain Monte Carlo (MCMC) techniques to fit exponential
random graph models to the released networks. We demonstrate the usefulness of
the proposed techniques on a real data example.
1

This work has been accepted for publication, see Karwa et al. (2014b).
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3.2

Introduction

Social networks are a prominent source of data for researchers in economics, epidemiology, sociology and many other disciplines and have sparked a flurry of research in
statistical methodology for network analysis. In particular, the exponential random
graph models (ERGMs) are a very popular modeling framework for analyzing social
network data, e.g., see Goodreau et al. (2009), Robins et al. (2007), Goldenberg et al.
(2010). While the social benefits of analyzing these data are significant, their release
can be devastating to the privacy of individuals and organizations. For example in
a famous study by Bearman et al. (2004), researchers analyzed a social network of
high school students to study their romantic relationships, and more broadly to understand the structure of human sexual networks. However, such network data are
typically only protected via naive anonymization schemes (e.g., by removing the basic identifiers such as name, social security number, etc.), which have been shown to
fail and can lead to disclosure of individual relationships or characteristics associated
with the released network (for more specific examples, see Narayanan and Shmatikov
(2009) and Backstrom et al. (2007)).
In this chapter, we develop techniques to provide protection to relationship information while allowing for a valid statistical analysis of the data. We use edge
differential privacy (Nissim et al., 2007a; Karwa et al., 2011a) as a model for measuring privacy risks, and develop inference procedures for analyzing networks using
the exponential random graph models.

3.3

Past work on privately estimating ERGMs

Our work is the first to develop techniques for actually fitting and estimating a wide
class of ERGMs in a differentially private manner. Previous studies on inferring
ERGMs in a private manner have only focused on releasing summary statistics that
correspond to sufficient statistics of ERGMs. For example, Karwa et al. (2011a)
use the smooth sensitivity framework of Dwork et al. (2006b) to add noise and
release subgraph counts such as number of k-triangles and k-stars. These subgraph
counts are sufficient statistics for a wide class of exponential random graph models,
see for example Hunter et al. (2008a). Hay et al. (2009) propose an algorithm for
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releasing the degree partition of a graph using the Laplace mechanism. They use
post-processing techniques to reduces the L2 error between the true and the released
degree distribution, see Chapter 2 and Karwa and Slavković (2014).
Most of the previous studies dealing with private release of network data fall
short of demonstrating how to perform statistical inference using the noisy statistics,
which is a non-trivial task. They typically advocate using the noisy statistics as is
for inference, sometimes followed by some form of post-processing, ignoring the noise
addition process. It has been well established in statistical literature that ignoring the
noise addition process can lead to inconsistent and biased estimates, see for example,
Carroll et al. (2012) and Fuller (2009). Moreover, even if we are to proceed naively
by ignoring the noise addition process and pretend that the noisy statistics are the
true sufficient statistics, we often cannot perform inference using existing estimation
procedures. This is because many estimation procedures may fail to converge or
may give meaningless results due to issues such as non-existence of the MLE, as
demonstrated in Karwa et al. (2011a), Karwa and Slavković (2012) and Karwa and
Slavković (2014) in the context of network models.
Fienberg et al. (2010), for example, show that maximum likelihood estimators
(MLEs) for log-linear models of contingency tables do not exist when sufficient statistics are released using a generalization of mechanism proposed by Barak et al. (2007).
In Chapter 2, we showed that the MLE of the parameters of the β-model may not
exist when one uses Laplace mechanism and naive post-processing techniques for
releasing degree sequences of random graphs, and present new algorithms to release
graphical degree sequences which ensure that the MLE of the β model exists; degree
sequences are sufficient statistics of a class of ERGMs known as β model. Furthermore, in Chapter 2, we construct an asymptotically consistent and differentially
private estimator of the parameters of the β-model. The main technique relies on
projecting the noisy sufficient statistics onto the lattice points of the marginal polytope corresponding to the β-model. Marginal polytopes are polytopes of sufficient
statistics and existence of MLE is directly tied to the structure of these polytopes.
However, approach of Chapter 2 does not scale to more general ERGMs as the corresponding marginal polytopes are not well understood (Engström and Norén, 2010).
In this chapter, we take a principled approach, rooted in likelihood theory, to
perform inference from data released by privacy preserving mechanisms. Our key
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idea is to release network data using a differentially private mechanism and estimate
the parameters of ERGMs by taking into account the privacy mechanism. Thus,
let X = x be the data that requires protection and let P (X; θ) be a model one is
interested in fitting. Privacy preserving mechanisms can be modeled as P (Y |X =
x, γ), i.e., the released data y is a sample from P (Y |X = x, γ) whose parameters γ
of the privacy mechanism are publicly known. Most of the current work advocates
on using P (y; θ) for inference, ignoring the privacy mechanism. In some cases, y is
post-processed to minimize some form of distance from x. As noted earlier, using
y directly can lead to invalid inferences. Declaring the original data x as missing,
we develop methods that take the privacy mechanism into account. Thus we use
P
the likelihood P (Y ; θ, γ) = x P (Y |X, γ)P (X; θ) for inference. This approach offers
both the improved accuracy in estimation of θ and meaningful estimates of standard
errors.
The rest of the chapter is organized as follows. In Section 3.4, we introduce
the key definitions of differential privacy and the randomized response mechanism
used to release the networks. In Section 3.5, we develop the inference procedures to
analyze networks released by the proposed differentially private mechanism. Section
3.6 presents the experimental results, and is followed by conclusions and discussion
in Section 3.7.

3.4

Differential privacy for graphs and Randomized response

This section introduces the privacy model and the notation used throughout this
chapter. Let G be an undirected simple graph on n nodes with m edges. We will
represent G by it’s adjacency matrix X and use this notation throughout. We will
use the terms graph and its adjacency matrix interchangeably. A simple undirected
graph is a graph with no directed edges, and with no self loops and multiple edges.
All the graphs considered in this chapter are simple and undirected. Let X denote
the set of all simple graphs on n nodes. The distance between two graphs X and
X 0 , is defined as the number of edges on which the graphs differ and is denoted by
∆(X, X 0 ). Each node can have a set of attributes associated with it. We will assume
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that these attributes are known and public. Thus, we are interested in protecting the
relationship information in a graph, which is captured by edge differential privacy.

3.4.1

Edge Differential Privacy

Edge differential privacy is defined to protect edges in a graph (or relationships
between nodes), as the following definition illustrates.
Definition 3.1 (Edge Differential Privacy). Let  > 0. A randomized algorithm A is
-edge differentially private if for any two graphs X and X 0 such that ∆(X, X 0 ) = 1
and for any output S,
P (A(X) ∈ S) ≤ e P (A(X 0 ) ∈ S).
Edge differential privacy (EDP) requires that the outputs of the algorithm A on
two neighboring graphs (i.e., they differ by one edge) should be close to each other.
The parameter  controls the amount of information leakage. Smaller  leads to lower
information leakage and hence provide stronger privacy protection.
One nice property of differential privacy is that any function of the differentially
private algorithm is also differentially private as the following lemma illustrates.
Lemma 3.1 (Post-processing Dwork et al. (2006a); Nissim et al. (2007b)). Let f
be an output of a differentially private algorithm applied to a graph X and g be any
function whose domain is range of f . Then g(f (X)) is also differentially private.

3.4.2

Randomized response for edges

Most differentially private mechanisms perturb the output of a function f applied to
a dataset. A basic algorithm for releasing the output of any function f under EDP
uses the Laplace Mechanism (e.g., see Dwork et al. (2006b)). This mechanism adds
Laplace noise to f (X) proportional to its global sensitivity, which is the maximum
change in f over neighboring graphs. However, this mechanism is not suitable for
releasing synthetic graphs for estimating a large class of ERGMs. This is because
in order to use the Laplace Mechanism, we need to fix a set of models apriori and
release the corresponding sufficient statistics by estimating their sensitivity.
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An alternative way is to perturb the network directly. We call such algorithms
input perturbation algorithms. Randomized response is a simplest example of an
input perturbation algorithm. In randomized response, random variables are perturbed by a known probability mechanism. Such designs have been extensively used
and studied in the context of surveys when eliciting answers to sensitive questions,
e.g., see the monograph by Chaudhuri and Mukerjee (1987). It has also been used
for statistical disclosure control when releasing data in the form of contingency tables, see Hout and Heijden (2002). We will use a randomized response mechanism
to release dyads of a graph and generate a synthetic graph.
Let X be a random graph with n nodes, presented by its adjacency matrix. In
our setting, the adjacency matrix is a symmetric (0,1)- n × n matrix with zeros on
its diagonal, and it captures if there is an edge or not between the nodes in the
graph. We will apply randomized response to each entry of the adjacency matrix
of X. Algorithm 3 shows how to release a random graph from X that is -edge
differentially private. Note that for an undirected graph, we need to release

n(n−1)
2

binary entries.
Algorithm 3
1:

Let x = {xij } be the vector representation of the adjacency matrix of X

2:

for each dyad xij do

3:

if xij = 1, yij = 1 with prob p11 , else yij = 0 with prob 1 − p11 .

4:

If xij = 0, yij = 1 with prob 1 − p00 , else yij = 0 with prob p00 .

5:

Let Y = {yij }.

6:

end for

7:

return Y

Proposition 3.1 (see for e.g., Ganta et al. (2008)). Algorithm 3 is -edge differentially private with

 = log max

p00
1 − p11 1 − p00
p11
,
,
,
1 − p11
p00
p11
1 − p00


.

Proposition 3.1 shows that this algorithm is differentially private. Note that when
any of p00 and p11 are equal to 0.5, we get  = 0, which provides no information about
the original graph and hence offers the strongest possible privacy possible. When
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either of them are 1, we get  = ∞. When both p00 and p11 are 1, the algorithm
releases the original graph and offers no privacy. When p11 = 1, the algorithm
releases the edges exactly, and when p00 = 1, the algorithm releases the non-edges
exactly. We get a range of  from 0 to ∞ for intermediate values of p00 and p11 . We
will assume that the parameters of this algorithm are public, i.e., p00 and p11 are
known, otherwise there are identifiability issues, that is the parameters of the model
are not identifiable.
Let 1 − p00 = 1 − p11 = π, where π is the probability of perturbing a dyad. This
is a special case of the randomized response mechanism, where we flip the state of
 π 1−π
each dyad with probability π. In this case, we get  = log max 1−π
, π . Let X
be the input graph and Y be the output of the randomized response mechanism.
We can think of Y as the output from a noisy sampling mechanism applied to X.
More precisely, if p00 = p11 = π in Algorithm 3, then the output has the following
conditional distribution:
Pπ (Y |X = x) =

Y

π Iyij 6=xij (1 − π)Iyij =xij ,

ij

where Iyij =xij takes value 1 if there is the same edge in graphs x and y and zero
otherwise. Note that if π = 0.5, we cannot perform any inference on a model for X
as all information in the original data is lost. Moreover, if π > 0.5, the structure
of graph “reverses”, i.e., edges become non-edges and vice-versa. Hence to provide

non-trivial utility, we set π ∈ 0, 12 . In this case, Algorithm 3 is -edge differentially
private with  = log 1−π
. Note that for conservative values of , the algorithm may
π
not provide any utility. For instance, for a target  = 1, π u 0.27, meaning with
probability 0.27 an edge will be flipped. With  = 0.1, π u 0.47, approaching 0.5. As
π approaches 0.5, the “utility” in the perturbed network approaches 0. The question
of what is the correct value of  remains open, but in our case in order to maintain
utility for inference, we do need larger values of .
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3.5

Likelihood based inference of ERGMs from
randomized response

Any model class for the multivariate distribution of X can be parametrized in the
following form according to Besag (1974) and Frank and Strauss (1986) as
P (X = x; θ) =

exp{θ·g(x)}
,
c(θ, X )

x ∈ X.

(3.1)

Here θ ∈ Θ ⊂ Rq is a q-dimensional vector of parameters, g(x) is a vector of sufficient
statistics, and c(θ, X ) is the normalizing constant given by
c(θ, X ) =

X

exp{θ·g(x)}.

(3.2)

x∈X

In absence of any privacy mechanism, x is a fully observed random sample from
the model given by Equation 3.1. θ is estimated by maximizing the likelihood function obtained by fixing the value of x in Equation 3.1. One of the main challenges
in estimating θ is that the normalizing constant c(θ, X ) given by Equation 3.2 is
intractable due to the sum over all possible graphs in X . A lot of work has been
done in estimating the normalizing constant and maximize the likelihood for estimating ERGMs. For example, Geyer and Thompson (1992) use a stochastic algorithm
to compute the MLE for a large class of models that includes ERGMs. They approximate the normalizing constant using a Markov chain Monte Carlo (MCMC)
algorithm, and compute the MLE by maximizing the stochastic approximation of
the likelihood. More precisely, let θ0 ∈ Θ be a fixed constant. The ratio of two
normalizing constants can be approximated as follows:

X exp{θ · g(x0 )}
c(θ)
=
c(θ0 ) x0 ∈X
c(θ0 )
M
1 X
≈
exp {(θ0 − θ)·g(Xi )},
M i=1
i.i.d.

where X1 , X2 , . . . , XM ∼ P (X = x, θ0 ) for some initial guess θ0 . Here M is the
number of random graphs sampled. Currently, θ0 is chosen based on a maximum
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pseudo likelihood estimation, see also the discussion section. Generally, it is difficult
to simulate directly from P (X = x, θ0 ) and we need to resort to MCMC methods
to generate the sample. For more details on how to construct Markov chains on
the space X and to sample from ERGMs, see Snijders (2002); Handcock (2003) and
cMorris et al. (2008).
The above algorithm used to approximate the likelihood can be extended to infer
θ from a private sample y. Such extensions were also considered in Handcock et al.
(2010) in the context of so called ignorable sampling mechanisms for network data,
i.e., when y is a sample of the original network x. Roughly, ignorable designs are those
where the sampling mechanism does not depend on the missing data. Our setting
is different because in general, differential privacy mechanisms are not ignorable and
depend on the original data. However, as we will see, the MCMC approach of Geyer
and Thompson (1992) can be extended to estimate parameters from data released
by privacy mechanisms. This is due to the fact that the parameters of the privacy
mechanism are public.
The following discussion is general and applies to a generic privacy mechanism
Pγ (Y |X) with known γ. Recall that we wish to estimate θ using a private sample y
obtained from Pγ (Y |X = x). A naive approach is to ignore the privacy mechanism
and estimate the parameters using the naive likelihood P (X = y, θ). The correct
approach is to include the privacy mechanism in the model and use the full likelihood
of Y . We can formulate this likelihood by treating the original data x as missing,
and summing over all possible values of x. Thus, if we let θ̂mle (y) be the maximum
likelihood estimator of θ obtained from y, then

θ̂mle (y) = argmax L(θ; y)
θ∈Θ
X
= argmax
Pγ (Y = y|X = x)P (X = x; θ).
θ∈Θ

(3.3)
(3.4)

x∈X

For our purposes, P (X = x; θ) is the ERGM we are interested in fitting. Pγ (Y =
y|X = x) is the privacy mechanism with parameters γ. In case of the randomized
response mechanism of Algorithm 3, γ = π.
With a bit of algebra, we can re-write the likelihood based on y as follows:
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c(θ|y)
,
c(θ)
X
where c(θ|y) =
eθ·g(x) Pγ (Y = y|X = x).

L(θ; Y = y, π) =

x∈X

Thus, we need to estimate two intractable constants c(θ|y) and c(θ). They can
be approximated by using the MCMC technique of Geyer and Thompson (1992)
described previously. We need two Markov chains, one for the estimating c(θ) and
the other for estimating c(θ|y). To estimate the latter constant, the MCMC sample
needs to be weighted by the privacy weights Pγ (Y |X), which are known. Thus, if
i.i.d.

X1 , . . . XM ∼ P (X = x, θ0 )
X exp{θ · g(x0 )}Pγ (y|Xi )
c(θ|y)
=
c(θ0 )
c(θ0 )
x0 ∈X
M
1 X
≈
exp {(θ0 − θ)·g(Xi )} Pγ (y|Xi ),
M i=1

where M is the number of sampled graphs.
Note the key in being able to estimate c(θ|y) is that the weights Pγ (y|Xi ) can be
computed because the parameters of the privacy mechanism are known. A similar
weighting based approach but with the EM-algorithm was proposed by Woo and
Slavković (2012) for estimating logistic regression from variables subject to another
privacy mechanism known as the Post Randomization Method (PRAM), see also Woo
and Slavković (2014). The standard errors and confidence interval of the parameters
can be derived in the usual manner; for details see Morris et al. (2008).

3.6

Experiments

In this section, we evaluate the proposed differentially private randomized response
algorithm to release synthetic networks and estimate the parameters of ERGM using
the missing data likelihood. Specifically, we consider a subset of a friendship network
collected in the Teenage Friends and Lifestyle Study; see Pearson and Michell (2000)
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and Michell and Amos (1997). The study records a network of friendships and
substance use for a cohort of students in a school in Scotland. In the current study,
we used an excerpt of 50 adolescent girls made available online in the Siena package
(Siena, 2014). The network consists of 50 nodes and 39 edges. There are four
covariates associated with each node: Drug usage (yes or no), Smoking status (yes
or no), Alcohol usage, (regular or irregular) and Sport activity (regular or irregular).
As mentioned earlier, we assume that the covariates associated with each node
are available publicly. Our goal is to protect the relationship information in the network x. Thus, we release the adjacency matrix of x using the randomized response
mechanism mentioned in Algorithm 3 for varying values of π. For each value of π,
we release 10 synthetic networks, each released network y satisfies  edge differential
privacy, where  = log 1−π
. We let π be in the set {0.005, 0.01, 0.02, 0.03, 0.04, 0.05}
π
and the corresponding values of  are approximately {5.3, 4.6, 3.9, 3.5, 3.2, 2.9}. Note
that every release is  differentially private, and since we release 10 networks, the
over all experiment itself is 10 differentially private. In practice, a data curator
would release only one synthetic graph and hence the output would be  differentially private. However, our experiments are to evaluate the frequentist finite sample
properties of our procedure and hence we release the network multiple times, in this
case 10 times.
For each released network y, we fit an ERGM, using two different likelihoods: One
that takes the privacy mechanism into account, called the missing data likelihood,
and the other that ignores the privacy mechanism, called the naive likelihood. We fit
the following ERGM to the network:
P (X; θ) ∝ exp{θ1 edges + θ2 gwesp + θ3 popularity + θ4 drug + θ5 sport + θ6 smoke}.
(3.5)
The first three terms in Equation 3.5 capture the network structure of the graph,
and the last three terms represent the homophily effect of covariates. The term
edges measures the number of edges in the network. The term GWESP measures
the transitive effects in the network, in a weighted manner, and the term popularity
captures the degree distribution of the network. For more details on these terms, see
Morris et al. (2008). We use the ergm package (Hunter et al., 2008b) in R (R Core
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Team, 2014) to fit the models.
We evaluate these methods by measuring the Kullback-Leibler (KL) divergence
between the distributions implied by estimates obtained from the private network
and the true network. Let θx and θy be two parameter estimates obtained by using
the original network x and the private network y, respectively. Recall that the KL
divergence between the two distributions is given by the following equation:




P (x, θx )
KL(θx , θy ) = Eθx log
P (x, θy )


X
P (x, θx )
P (x, θx )
=
log
P (x, θy )
x∈X
= (θx − θy )g(x) + log

c(θy )
.
c(θx )

The KL divergence can be easily computed using the MCMC techniques described
in Section 3.5, see also Handcock et al. (2010) for more details. Figure 3.1 shows
the plot of the KL divergence between the private and non-private network on the
y-axis and the perturbation probability π on the x-axis, for different releases of the
synthetic network. The solid line represents the mean KL divergence and the shaded
region represents the 99 percent confidence region. The dotted lines show the value
of KL divergence for each released dataset. Note that  = log 1−π
, so larger values
π
of π imply stronger privacy.
Figure 3.1 shows that the KL divergence between the private estimate and the
non-private estimate increases as π increases, thus stronger privacy leads to reduced
utility. However, the KL divergence of the naive likelihood increases at a much
faster rate when compared to the missing data likelihood. This is true especially
for larger values of π. For example, for π = 0.04, which corresponds to an  of 3.2,
the average KL divergence of the naive estimator is approximately 48 whereas the
KL divergence of the missing data estimator is about 8. Thus for strong privacy
protection, the missing data likelihood provides estimates that are closer to the nonprivate estimates (have a lower value of KL divergence) when compared to the naive
likelihood.
For a more detailed evaluation of our method, we will look at the mean squared

KL Divergence from MLE
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Figure 3.1: Comparison of the private ERGM models in the Friendship dataset
estimated using the missing data likelihood and the naive likelihood. The red line
(lower value of KL) represents the KL divergence between the estimates based on the
missing data likelihood and the MLE from the original data. The cyan line (higher
value of KL) represents the KL divergence between the estimates based on the naive
likelihood and the MLE. The x-axis represents the perturbation probability π used
in to release the synthetic network.
error (MSE) of individual parameter estimates. The error is calculated as the mean
squared difference between the estimates obtained by the private network and the
estimates from the true network. Figure 3.2 shows a plot of MSE for each parameter
in the ERGM model. Note that the first three parameters capture the relational
structure of the network and the last three parameters measure the main effects of
the nodal covariates Drug, Smoke and Sport. Table 3.1 shows the estimate of mean
percentage relative efficiency of the parameters, i.e., it shows the ratio

M SE[M issing]
M SE[N aive]

in form of percentage. Values less than 100 favor the Missing data estimator. Note
that the estimates in Table 3.1 are noisy, in the sense that the ratio is calculated by
taking a ratio of average MCMC estimates of the MSE of each estimator. As such,
their absolute values must be interpreted with care, and they must be used to gain a
qualitative assessment of the procedures. On the other hand, Figure 3.2 provides the
actual estimates of the mean square error (represented by dots) along with a trend
line to assess the overall trend and the variance in the estimate of the MSE for each
estimator.
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issing]
for different
Table 3.1: Table of Relative efficiency of the estimators, 100 MMSE[M
SE[N aive]
values π of perturbing a dyad.

π
Popularity edges
0.005
16.5
38.1
0.01
26.1
80.4
0.02
17.6
51.7
0.03
19.9
49.3

Likelihood

Mean Squared Error

Degree Popularity
2
1
0

Parameter
GWESP Drug Smoke Sport
9.8
43.4
59.2
37.7
15.8
74.4
69.4
31.8
7.9
58.8 105.3
24.6
10.2
13.2 124.3
49.4

Missing Data

Naive

Edges
15
10
5
0

Gwesp
1.5
1.0
0.5
0.0

Drug
Smoke
Sport
0.6
0.6
1.00
0.75
0.4
0.4
0.50
0.2
0.2
0.25
0.0
0.00
0.0
0.00 0.01 0.02 0.03 0.00 0.01 0.02 0.03 0.00 0.01 0.02 0.03

Pertubation probability
Figure 3.2: MSE of parameter estimates of the private ERGM models in the Friendship dataset estimated using the missing data likelihood and the naive likelihood.
The red line (lower values) represents the MSE of the estimates based on the missing
data likelihood. The cyan line (higher value) represents the MSE of the estimates
based on the naive likelihood and the MLE. The x-axis represents the perturbation
probability π used in to release the synthetic network.

The plot and the table show that for structural parameters, the MSE of estimates
based on missing data likelihood are much smaller when compared to those based on
the naive likelihood. This is true specially for larger values of π, which correspond to
stronger privacy guarantees. For example, for the parameter GW ESP and π = 0.04,
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the mean squared error of the missing data estimator is about 0.1, whereas the mean
squared error of the naive estimator is about 1.3. For the structural parameters
GW ESP and popularity, the improvement in efficiency is quite substantial when
using the missing data likelihood.
For the parameters related to the homophily effects, the missing data estimates
also have lower MSE when compared to the naive estimates. However, the difference
is not as drastic as for the structural parameters, especially in case of the node
covariate smoke. This is due to the fact that the nodal characteristics are assumed
to be public, hence the parameter estimates are effected only by the changes in the
total number of edges between nodes of the same covariate value. In fact, for the
smoke parameter, in some cases, as seen in Table 3.1, the naive estimator appears
to perform better in terms of mean squared error. For example, for π = 0.02 and
π = 0.03, the relative mean square error is 105 and 124 respectively, favoring the
naive estimator. However, this small difference could be due to the noise in the
estimate of the relative mean squared error, as we can see by examining the plot in
Figure 3.2. The plot shows that the average trend-line of the mean square estimates
for the parameter smoke for both the naive and the missing data estimator overlap,
suggesting that the missing data estimator does not do any better than the naive
estimator for estimation of the smoke parameter. As explained, this is due to the
fact that the nodal information is assumed to be public.

3.7

Conclusion and Future work

In this chapter, we present an -edge differentially private algorithm and an MCMC
based inference procedure to release and estimate exponential random graph models.
We release synthetic networks using a randomized response mechanism applied to
each dyad of a network. By treating the original graph as missing, we incorporate the
privacy mechanism into the likelihood for estimating the parameters. We show that
methods of missing data and MCMC techniques can be directly extended to maximize
the likelihood of data released by privacy preserving mechanisms. Simulation studies
show that this approach leads to estimates with much lower mean squared errors
when compared to those obtained by ignoring the privacy mechanism, specially for
the structural parameters in the random graph model, i.e. parameters associated
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with the topological structure of the graph. Although we advocate the use of these
techniques by analysts who use data obtained from privacy preserving mechanisms,
they can also be used by data curators to release synthetic graphs for performing
preliminary analysis of other models. Indeed, using our techniques, the data curator
can fit an ERGM to the data in a private manner and release synthetic graphs from
the private estimates of ERGM. The utility of the synthetic graphs may depend on the
goodness of fit of the ERGM chosen by the data curator, and this is a part of future
work. In this chapter, we assumed that the covariate information is available publicly,
which may not always be the case. A part of future work is to relax this assumption
and release synthetic graphs that protect both nodal and structural information in
a graph. Future investigations will also include evaluating the usefulness of these
methods for different sizes and sparsity of networks.
Another direction of future work is to improve the MCMC algorithm for estimating the likelihood. Recall that the MCMC estimate of the likelihood requires
estimation of two normalizing constants. In the current work, we used the same
value of θ0 to estimate both the normalizing constants. It may be possible to improve the quality of the estimates of the normalizing constants by using a different
value of θ0 . An important question is how to choose the starting value. Starting values based on pseudo likelihood estimates may be sufficient, but the study of relation
between alternative starting values and the quality of the estimates are part of future
work. Finally, another important question that is not answered in this work is the
effect of estimated likelihood on the standard errors. Recall that we maximize an
MCMC estimate of the likelihood to find the parameters. This introduces a layer of
uncertainty beyond the uncertainty due to the privacy mechanism and the sampling
mechanism. Note that in the estimation of β model in Chapter 2, the MLE was
known exactly and the uncertainty due to estimation of likelihood did not exist. It
is important to understand how these uncertanities interact and relate to each other
and is part of future work.

Chapter

4

Differentially Private Variational
Inference for Contingency Tables1
4.1

Summary and Outline

In chapter 3, we used a Markov chain Monte Carlo (MCMC) method for likelihood
based inference when graphs are released by a privacy mechanism. Although MCMC
techniques work with the full likelihood, they do not scale to very large datasets. In
this chapter, we develop an alternative method for inference when the data have been
released by a privacy preserving mechanism by using deterministic approximation
techniques called Variational Inference. These techniques complement MCMC and
work by computing lower bounds to the full likelihood function, and using the lower
bound instead of the full likelihood.
We focus on developing variational inference for contingency tables released by a
differentially private mechanism. More specifically, we focus on the task of estimation
and classification when the sufficient statistics are given by two-way marginal summaries of a contingency table. We declare the original table as missing and observe
only the “noisy” table. This allows us to explicitly include the privacy mechanism
into the likelihood function. The computation of likelihood involves sum over all
possible missing tables, and is computationally intractable. We compute a deterministic approximate lower bound to the log-likelihood function. Estimation is based on
1

This work in under preparation, see Karwa et al. (2014a).
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maximizing the approximation to the likelihood function. We use simulation studies
to show that the new estimator is more efficient than a “naive” estimator that ignores
the privacy mechanism.
The rest of the chapter is organized as follows. In Section 4.2 we introduce
the notation and setup the problem. In Section 4.3 we give a brief introduction to
Variational approximations. Section 4.4 contains the key derivation of the variational
approximation for the naive Bayes classification, which is extended to estimation of
posterior distributions in Section 4.5. Section 4.6.1 presents the comparison of the
naive and the Variational estimators, and Section 4.7 suggests directions for future
work.

4.2

Problem Setup

Let X = (X1 , . . . , XK ) be a random vector of K random variables, also called features. Each Xk takes values in {1, . . . , Jk }. Let Y be a random variable taking values
in {1, . . . , I}. Y is also called a class variable. Let Z = (Y, X1 , . . . , XK ). Let us assume that we observe N iid copies of Z from some parametric model P (Z|θ), where
θ ∈ Θ is a vector of parameters. Due to privacy constraints, we cannot directly see
the data Z but instead get a sample from a privacy preserving mechanism. The
mechanism can be modeled as a conditional probability distribution P (D|Z). Thus
the data D is a sample from P (D|Z)P (Z|θ). Our goal is to perform inference on the
parameters θ using the observed private sample D. We will consider two inference
tasks:
1. Inferring posterior probability distributions on the parameters θ.
2. Learning classifiers to predict the class probabilities π(x) = P (Y |X = x).
These two problems are closely related as they involve computing intractable
integrals, as describe below. We can treat these problems in a unified framework by
using Bayesian decision theory; for a detailed overview see Berger (1985).
To introduce the decision theoretic framework, let A be the set of all actions a, Θ
be the parameter space and d be the observed data. Let L(a(d), θ) be a loss function
from A × Θ to R. It is the loss associated with choosing action a(d) on observing
d when the true parameter is θ. Note that θ is not known and hence we cannot
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directly compute L(a(d), θ). Instead we can compute its expected value by using the
posterior distribution P (θ|d). We will need to use a non-negative utility function
corresponding to a loss, which we define to be U (a, θ) = exp(−L(a, θ)).
In Bayesian decision theory, one way to select an action is to maximize the expected utility, under the posterior distribution of θ:

â = argmax E[U (a, θ)|D = d]
a∈A
Z
= argmax U (a, θ)P (θ|D = d)dθ
a∈A
Z
= argmax U (a, θ)P (D|θ) P (θ)dθ
a∈A
Z
= argmax U (a, θ)P (D = d|Z) P (Z|θ) P (θ)dθdZ

(4.1)
(4.2)
(4.3)
(4.4)

a∈A

Note here that P (D|Z) is the privacy mechanism, P (Z|θ) is the model of the
observed data and P (θ) is the prior. In general, this optimization problem is intractable as it involves computing an integral over high dimensional sets Θ and all
possible data Z. We resort to variational techniques to achieve a fast and accurate
deterministic approximation of the integrals and solve the optimization problems. In
the next section, we describe a general outline of variational methods.

4.3

Variational techniques for approximating intractable integrals

The central idea behind a variational approximation is to replace an intractable
integral by a tractable integral, and optimize the tractable integral. They are easily understood in comparison with the Majorization Minimization (MM) algorithm
framework of Lange et al. (2000). Let L(θ) be a function that we wish to maximize.
Recall that in the MM framework, we seek to find a function Q(θ|θt ) such that the
following two conditions hold:
Q(θ|θt ) ≤ L(θ) for all θ ∈ Θ, and

(4.5)
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Q(θ|θt ) = L(θ) whenever θ = θt .

(4.6)

Geometrically, an MM algorithm can be explained as follows: At each point θt ,
we find a lower bound to the function L(θ) that is also a tangent to the function at θt .
The lower bound is generally found in the form of a family of parametric functions
Q(θ, β) that are lower bounds to L(θ) for all θ. The MM algorithm proceeds by
choosing β such that the lower bound becomes an equality at the point θt , i.e., we
choose a β such that Q(θt , β) = L(θt ) holds.
With the previous setting in mind, a variational approximation can be seen as a
generalization of an MM algorithm. A variational approximation generalizes an MM
algorithm in two ways. Firstly, the lower bound need not be tight, i.e., Q(θt , β) =
L(θt ) need not hold for any β. One can still proceed by finding a β such that the
bound is as tight as possible, i.e.,
β t = arg min L(θt ) − Q(θt , β).

(4.7)

β

In the case the function L(θt ) − Q(θt , β) can attain a minimum value 0, this is
equivalent to a minorizing step of an MM algorithm. In general, we refer it to as a
weak minorization.
The second difference between an MM approach and a variational method is
that the parameter β and θ themselves may be function q and r respectively, and
thus Q becomes a functional. Hence the term “variational” is used to indicate that
variational calculus is needed to perform the optimization.
In summary, a variational method can be summarized as the following two steps.
Let L(r) be a functional that we wish to maximize. Let Q(r, q) be a family of
functionals that lower bound L(r), i.e.,
Q(r, t) ≤ L(r)

(4.8)

A variational algorithm alternates between the following two steps:
Step 1: q t+1 = arg min L(rt ) − Q(rt , q),

(4.9)

q

Step 2: rt+1 = arg max Q(r, q t ).
r

(4.10)
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As we mentioned before, in Step 1, the optimal value of the objective function may
be strictly positive. If it is exactly zero, it reduces to an MM algorithm. Various
variational techniques differ on how we construct the lower bounds Q(r, t) and how
to choose L(r) in a careful manner. In a likelihood framework or in settings where
we can write L(r) as an expectation, we can use Jensen’s inequality to generate
lower bounds. We may also perform some integrations in L(r) in a closed form and
approximate only the “intractable” part of the likelihood function. In other settings,
we may use a family of parametric tangent functions to lower bound L(r). We can
also combine these two approaches.
Note that the variational lower bound does not enjoy the ascent property that
is enjoyed by the MM algorithms. Specifically, maximizing a lower bound to L(θ)
need not ensure that the likelihood increases at each iteration. In MM algorithms,
the ascent property is ensured by ensuring that the lower bound is a tangent at the
current iteration θt . Variational methods do not guarantee this property.
We now return to our problem of optimizing the Bayes loss function given in
Equation 4.1. To formally apply variational techniques to this problem, note that z
and θ are the parameters over which we need to integrate. Let q(z) and q(θ) be two
distributions on the missing data z and the unknown parameters θ respectively. In
the variational approach, we derive lower bound to the function in equation 4.1 that
we wish to optimize using Jensen’s inequality. Note that in this derivation, we have
assumed independence between the missing data and the parameters, i.e., we make
the assumption q(z, θ) = q(z)q(θ).

Z
â = argmax log

U (a, θ)P (D = d|Z) P (Z|θ) P (θ)dθdZ


U (a, θ)P (D = d|Z) P (Z|θ) P (θ)
= argmax log Eq(z)q(θ)
q(Z)q(θ)
a∈A


U (a, θ)P (D = d|Z) P (Z|θ) P (θ)
≥ argmax Eq(z)q(θ) log
.
q(Z)q(θ)
a∈A

(4.11)

a∈A

(4.12)
(4.13)
(4.14)

The algorithm proceeds by alternating between choosing the distributions q(θ) and
q(z) and action a to maximize the lower bound. As we will see below, we may need
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to restrict the distributions q to a class to make the integral tractable. In the next
section, we apply these equations to the specific problem of naive Bayes classification
with the Laplace mechanism (for Laplace mechanism and it’s definition, see Chapter
2, section 2.4).

4.4

Private Naive Bayes Classification using Variational methods

The main goal in a classification problem is to learn a classifier based on a training
dataset and predict the class of future observations. To setup the problem, recall
that X = (X1 , . . . , Xk ) is a set of feature vectors and Y is a random variable that
represents the class. We observe n iid copies of the random vector Z = (X, Y ).
Our goal is to estimate the conditional class probabilities, i.e., P (Y |X) in a private
manner. We will be using a naive Bayes classifier for learning these class probabilities.
A naive Bayes classifier assumes that the features are independent of each other.
More specifically, the classifier assumes the following;
P (Y |X) =

K
Y

P (Y |Xk )

(4.15)

k=1

X1

Y

1
2

X2

XK

1

2

1

2

1

2

n111
n121

n112
n122

n211
n221

n212
n222

nK
11
nK
21

nK
12
nK
22

Y

1
2

Y

1
2

Table 4.1: Sufficient statistics of the Naive Bayes model.
The sufficient statistics of a naive Bayes classifier are given by a set of K two-way
contingency tables formed by cross classifying each feature Xi with the class variable
Y , see Table 4.1 for an example. Due to this, a naive Bayes classifier is equivalent
to a log-linear model with the two way interactions between each feature Xk and
Y . This is a log-linear model of conditional independence. In what follows, we will
parametrize the naive Bayes model using conditional probabilities P (Xk |Y ) and the
marginal probabilities P (Y ). We choose this parametrization as it is easy to ensure
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consistency of the estimates under privacy. More specifically, when the data are
released in a private manner, we need to ensure that the Y marginals obtained from
each two-way (Xk , Y ) tables are equal to the same value. This ensures that these
distributions are consistent with the existence of a joint (X1 , . . . , Xk , Y ) contingency
table. Ensuring this constraint is trivial if we use the conditional P (Xk |Y ) and the
marginal distribution P (Y ) to parametrize the model. To see why this is the case,
P
P
note that for any Xk and fixed y, Xk P (Xk , Y = y) = Xk P (Xk |Y = y)P (Y =
y) = P (Y = y). For other types of combinations of conditionals and marginals that
lead to a consistent joint distribution, see the works of Arnold et al. (1999), Gelman
and Speed (1993), Slavković (2005), Slavković and Sullivant (2006) and references
therein.

4.4.1

Parameters of the naive Bayes model
X1

Y

1
2

X2

XK

1

2

1

2

1

2

p111
p121

p112
p122

p211
p221

p212
p222

pK
11
pK
21

pK
12
pK
22

Y

1
2

Y

1
2

Table 4.2: Parameters of the Naive Bayes model.
We will parametrize the naive Bayes model by conditional probabilities. We
will use a  to refer to a vector indexed by the indices in place of the box. For
instance n = {n1 , . . . , nI }. For an example of a dataset with K binary features and
a binary class Y , see Table 4.2. Thus, let pkij = P (Xk = j|Y = i), pi = P (Y = i)
Pk k
and nkij = #(Y = i, Xk = j). Note that Jj=1
pij = 1 for all i and k. Similarly,
PJk k
k Jk
j=1 nij = ni for all i and k, where ni = #(Y = i). Assume that [nij ]j=1 ∼
k
M ultinomial(ni , [pkij ]Jj=1
). Similarly, assume that [ni ] ∼ M ultinomial(N, [pi ]Ii=1 ).

k Jk
k
Let [pkij ]Jj=1
∼ Dirichlet([αij
]j=1 ) and [pi ]Ii=1 ∼ Dirichlet([αi ]Ii=1 ) be the priors on

the parameters.
Note that the sufficient statistics of the model are the counts {nkij }, see Table
4.1 for an example. Thus it is sufficient to release these counts under differential
privacy. We will use the Laplace mechanism to release the counts, for details on
differential privacy and Laplace mechanism, see Chapter 2. In this setting, it suffices
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to understand that each count of table is released by adding Laplace noise with mean
0 and scale parameter 1 . This is because the globalsensitivity, GS of each count is 1
and hence adding Laplace noise with scale parameter = GS/ provides  differential
privacy, see Chapter 2 and also Dwork et al. (2006b). Hence the released data are
mkij = nkij + eijk , where eijk ∼ Lap(0, b), where b = 1 . As before, we treat the original
data Z = {nkij } as missing and the privacy mechanism is P (D|Z) = nkij + eijk . The
parameter vector is θ = {pkij , pi }.

4.4.2

Action Space and Loss function

Suppose that we are interested in estimating the conditional class probabilities cη(x) =
P (Y = i|X = x) of a new observation with feature vector X = {Xk = jk },
k = 1, . . . , K (c is a normalizing constant). The unnormalized true class probabilities are
ηi = pi

Y

pkijk .

k

Let the action space A be the set {a1 , . . . , aI } where ai ∈ [0, 1] is the estimate of unnormalized conditional class probability of being in class i given the observed feature
x. Let the loss function be the Kullback-Leibler (KL) divergence between the action
and the true conditional class probability, i.e.,
L(a, η) =

=

I
X

ai log

i=1
I
X

ai
ηi
!

ai log ai − ai

i=1

X

log pkijk

!
− ai log pi

.

k

The utility function is U (a, η) = exp(−L(a, η)).

4.4.3

Deriving a Variational approximation

Recall that the variational lower bound to the expected utility function E[U (a, θ)|D = d]
is given the following equation:

argmax Eq(z)q(θ)
a∈A


U (a, θ)P (D = d|Z) P (Z|θ) P (θ)
log
.
q(Z)q(θ)
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To derive the variational approximation, let us determine the distributions of
each term in equation 4.11. Note that D = {mkij }, Z = {nkij }, θ = {pkij , pi }. Each
mkij is independently distributed given nkij with a Laplace distribution of mean nkij .



Note that P nki ∼ P nki |ni P (ni ). For each fixed i, k, P nki |ni is an independent Multinomial distribution with parameters pki . Finally, n is a multinomial
distribution with parameters p . Hence, the variational equations are




U (a, θ)P (D = d|Z) P (Z|θ) P (θ)
â ≥ argmax Eq(z)q(θ) log
q(Z)q(θ)
a∈A
"
! 


#
Y P mkij |nkij P nkij |pki , ni P pkij
P (n |p ) P (p )
= argmax E −L(a, η) + log
.
k
k
q(n
q(p
q(n
|n
)q(p
)
a∈A
)
)
i
i
i
ijk
To be able to compute these equations we need to restrict the variational distributions q(nki ) and q(pki ) to a tractable class of distributions so that the expectations
can be computed in a closed form. Moreover, we need to choose a distribution on nkij
that is consistent with the model P (Z|θ), that is the distributions should be such that
they imply the same marginal distribution of Y for each j and k. To ensure these constraints, we will define this distribution in two steps. Let q(nki ) = q(nki |n )q(n )
where q(nki |ni ) = M ultinomial(ni , θik ) and q(n ) = M ultinomial(N, θ ). The
distributions q(pki ) and q(p ) are unspecified.
The variational lower bound (denoted by log V ) before taking expectation can be
written as:

log V =

I
X

!
−ai log ai + ai

i=1
k
X

X

log pijk k

+ ai log pi

k

|mkij

nkij |

−
pkij
k
k
+
−
− 1) log pkij
+ nij log k + (αij
b
θij
ij
X
pi
+
ni log + (αi − 1) log pi
θi
i
X
−
log q(pki )
ik
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− log q(p ).
Note that in this lower bound, there are terms that are not tractable. More specifically, we do not know how to compute expectations of the term −

|mkij −nkij |
b

in a closed

form. To solve this issue, we need to find a lower bound to this term. We will find a
lower bound and then take an expectation with respect to nkij , ni and pkij and pi .
We consider two ways to find a lower bound of the above absolute value term.
The first bound is a quadratic bound and follows due to the concavity of the function
√
x. Let αijk be any non-negative number, then
|mkij − nkij |
1
−
≥−
b
2

(mkij − nkij )2 αijk
+
bαijk
b

!
,

with equality holding if and only if αijk = |mkij − nkij |.
The second bound is derived from a mixture representation of the Laplace distribution, and we call it a mixture bound.

To proceed, note that the absolute

value term is the log kernel of a Laplace random variable with scale parameter bi .
The Laplace random variable can be written as a infinite mixture of Gaussian and
Raleigh distributions. Specifically if P (Z|β) ∼ N (0, β) and P (β) ∼ Raleigh(b), then
P (Z) ∼ Laplace(0, b), see Proposition 2.2 in Kotz et al. (2001).

 Z ∞r




1
|z|
β
β 2
1
1
exp −
=
exp − 2 z
exp −
dβ.
2b
b
2πb2
2b
2β 2
2β
0
This fact combined with Jensen’s inequality can be used to bound the absolute value
function, as shown below.
Using the mixture representation of the Laplace distribution introduces new hidden variables β in the formulation. Define
r
p(β, z) =





β
β 2
1
1
exp − 2 z
exp −
.
2πb2
2b
2β 2
2β

Taking log on both sides, and ignoring the constants, we get the following:
|z|
= log
−
b

Z

∞

p(β, z)dβ
0

(4.16)
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Z

∞

p(β, z)q(β)
dβ
q(β)
0


p(β, z)
= log Eq(β)
q(β)


p(β, z)
≥ Eq(β) log
.
q(β)

(4.17)

= log

(4.18)
(4.19)

The last inequality is the Jensen’s inequality. Here, q(β) is any density function
supported on (0, ∞).
It turns out that both the mixture model bound and the quadratic bounds are
equivalent up to a re-parametrization. Specifically, if we let αijk =

1
,
βijk

then these

two bounds are equivalent to each other, see Lemma 4.1 below. However, during the
experiments, see section 4.6.1, we found that the mixture bound is numerically more
stable than the quadratic bound.
Using the mixture representation of the Laplace distribution, as seen above, introduces new hidden variables β in the variational formulation. We need to define
a variational distribution with respect to β. Let this distribution be q(βijk ) whose
form we will optimize. The new variational lower bound log V before taking the
expectation can be written as follows:
log V =

I
X

!
−ai log ai + ai

i=1

X

log pijk k

!
+ ai log pi

k


k 
X
3
βijk k
1
k 2
+
− log βijk − 2 (mij − nij ) −
− log q(βijk )
2
2b
2β
ijk
ij
+

k
X

k
k
nkij log pkij − nkij log θij
+ (αij
− 1) log pkij



ij

+

X

−

X

ni log pi − ni log θi + (αi − 1) log pi

i

log q(pki )

ik

− log q(p ).
Now, let us take expectation with respect to q(nkij ), q(ni ) and q(pkij ), q(pi ). Recall
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that nki |ni ∼ M ultinomial(ni , pki ). Hence,

 



E (mkij − nkij )2 = (mkij )2 + E (nkij )2 − 2mkij E nkij
 2
 

= (mkij )2 + V ar(nkij ) + E nkij − 2mkij E E nkij |ni .
We can compute V ar(nkij ) by using the conditional variance formula:




V ar(nkij ) = E V ar(nkij )|ni + V ar(E nkij |ni )
 k

k
k
= E ni θij
(1 − θij
)|ni + V ar(ni θij
)
k
k
k 2
= N θi θij
(1 − θij
) + (θij
) N θi (1 − θi )
k
k 2
= N θi θij
− N θi2 (θij
).

 
Let us also compute E nkij using the conditional expectation formula;
 
 

E nkij = E E nkij |ni
k
= N θi θij
.

Thus,


 2
 

E (mkij − nkij )2 = (mkij )2 + V ar(nkij ) + E nkij − 2mkij E E nkij |ni
k
k 2
k 2
k
= (mkij )2 + N θi θij
− N θi2 (θij
) + N 2 θi2 (θij
) − 2mkij N θi θij
k 2
k
k
= N θi2 (θij
) (N − 1) + N θi θij
+ (mkij )2 − 2mkij N θi θij
.

After taking expectations, the final lower bound is:
E [log V ] =

I
X
i=1
k
X

!
−ai log ai + ai

X

E [log pijk k ]

!
+ ai E [log pi ]

k

E [βijk ]
3
k
k 2
k
− E [log βijk ] −
) + N θi θij
+ (mkij )2 − 2N θi θij
mkij )
(N (N − 1)θi2 (θij
2
2
2b
ij


1
−E
+ E [q(βijk )]
2βijk




k
k
k
k
E log pkij − N θi θij
log θij
+ αij
E log pkij
+ N θi θij
X
+
N θi E [log pi ] − N θi log θi + αi E [log pi ]
+

i
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−

X



E log q(pki )

ik

− E [log q(p )] .

(4.20)

k
We need to maximize the lower bound in equation 4.20 with respect to a , θij
, θi ,

q(pij ), q(βijk ), q(p ). A calculation of taking the derivatives of equation 4.20 and
setting them equal to 0 gives the following update equations. The derivation is shown
below.
!
âi = c exp

X

E [log pijk k ] + E [log pi ] − 1

(4.21)

k

where c is such that

X

ai = 1

(4.22)



b
q(βijk ) = InverseGaussian(λ = 1, µ = √ ) where k = E (mkij − nkij )2
k

(4.23)

i

k
k
q(pki ) = Dirichlet({N θi θij
+ αij
+ ai I(j = jk )})

q(p ) = Dirichlet(N θi + αi + ai )

(4.24)
(4.25)

Note that we need to take the functional derivative of q(pij ), q(p ) with the usual
k
constraints that the distribution needs to sum to 1. The optimal solutions to θij
and

θi are obtained by solving the following optimization problems, soultion to which is
given in section 4.4.4. For each fixed i and k,
argmax
k
θi

subject to

P

j

X

k 2
k
k
k
Aj (θij
) + Bj θij
+ Cj θij
log θij

j

k
k
θij
= 1 and θij
≥ 0, where

−N (N − 1)θi2 E [βijk ]
,
2b2


−N θi E [βijk ] N mkij θi E [βijk ]
k
Bj =
+
+
N
θ
E
log
p
, and
i
ij
2b2
b2
Cj = −N θi .
Aj =

(4.26)
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To compute θ , we need to solve
argmax
θ

subject to

P

i θi

Di θi2 + Ei θi + Fi θi log θi

i

= 1 and θi ≥ 0. where

Di = −

Ei =

X

2
X N (N − 1)θijk
E [βijk ]
,
2
2b
jk

X

k
N θij

jk



−E [βijk ] mkij E [βijk ]
k
k
+
+
E
log
p
ij − log θij
2b2
b2

!
,

+ N E [log pi ] , and
Fi = −N.
Note that we did not assume any functional form on the distribution of βijk and
the parameters pki and p . Thus, the optimization is performed over all possible
distributions. For more details on deriving variational approximations, please see
Bishop (2006).
We consider the derivation of the update equations 4.21 for finding the optimal
densities q(βijk ), q(pkij ) and q(pi ). We focus on the density q(βijk ), the derivation of
other densities is similar. The optimal density of βijk can be derived by looking at
those terms in equation 4.20 that have β in them.
log q(βijk ) ∝ −


3
βijk 
1
,
log βijk − 2 E (mkij − nkij )2 −
2
2b
2βijk

(4.27)

where


k 2
k
k
) + N θi θij
+ (mkij )2 − 2N θi θij
mkij .
E (mkij − nkij )2 = N (N − 1)θi2 (θij
Note that the inverse Gaussian distribution is given by

q(β) =

λ
2πβ 3

 21



λ(β − µ)2
exp −
.
2µ2 β

(4.28)
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Now

λβ
3
λ
.
log q(β) ∝ − log β − 2 −
2
2µ
2β

A comparison between the two log-densities in equation 4.27 and equation 4.28 shows
that
λ = 1, and


E (mkij − nkij )2
λ
=
.
µ2
b2
Thus, the optimal distribution of βijk is an inverse Gaussian distribution with λ = 1
and the mean parameter,
b
µ= q 
.
k
k 2
E (mij − nij )
This result can be summarized in the form of a lemma below.
Lemma 4.1. Let q(β) be any density supported on (0, ∞). Then


|z|
p(β, z)
−
≥ Eq(β) log
b
q(β)

(4.29)

Equality holds iff q(β) is inverse Gaussian distribution with λ = 1 and
µ=

b
.
|z|

Furthermore, the optimal bound is given by the following function:
−

1
µ 2
z
−
.
2b2
2µ

(4.30)

Note that in the update equations 4.21, we need to compute expectations of
the form E [log pi ] where pi is a Dirichlet distribution with parameter vector α.
P
E [log pi ] = ξ(αi ) − ξ( i αi ) where ξ is the digamma function.
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4.4.4

Optimizing θ parameters

In the previous derivation, a key optimization problem that occurs, for example in
equation 4.26 is of the following type:
argmax
θ

subject to

P

i θi

X

Ai θi2 + Bi θi + Ci θi log θi ,

i

= 1 and θi ≥ 0, Ai , Ci ≤ 0. Note that the Ai here is used to denote

a coefficient in R and is different from the set of actions A.
P
Let θ be the vector of parameters and f (θ) = i Ai θi2 + Bi θi + Ci θi log θi . The
constraints on θ can be expressed succinctly as θ ∈ 4, where 4 is the simplex. The
quality of the solution depends on how this optimization is performed. There are at
least three approaches to solve this problem:
1. Majorize the θ log θ term to make the function quadratic and use a quadratic
resource allocation algorithm (Frangioni and Gorgone, 2013);
2. Use an interior point method (Tseng et al., 2011);
3. Use an existing non-linear optimization package.
We use a first order interior point method to solve this problem, see Tseng et al.
(2011). We briefly explain why the first approach of using an MM algorithm does
not work in our setting. In the first approach, we majorize the log function by using
the following bound:

1
− log x ≥ − log y − (x − y),
y

with equality holding if and only if y = x. The MM algorithm uses this identity and
k
applies it on terms such as −ni log θi and −nkij log θij
. Setting y equal to the previous

value of iterate converts this bound into an equality. Hence we can use the following
equations to eliminate the log term:
−ni log θi ≥ −ni log θit −

ni
(θ − θit )
t
θi

where θt is the value at iteration t.
Using this lower bound for the log term transforms the problem a quadratic optimization problem with the constraints that the solution must lie in a simplex. This
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problem is well studied in the literature and called a quadratic resource allocation
problem, see Frangioni and Gorgone (2013). However, the drawback of this approach
is that the solution tends to lie on the boundary, specially in the case of smaller values of . In such cases, the next iterate becomes undefined due to the appearance
of the term θt in the denominator. The interior point method that we explain next
avoids this issue by the use of the θ log θ term, which ensures that the parameters
remain away from the boundary.
Let θt+1 be the value of the parameters at iteration t + 1. We find a value θt+1
such that f (θt+1 ) > f (θt ), by choosing an appropriate search direction. Let st be the
step length and dt be a search direction. Then
θt+1 = θt + st dt , θ0 ∈ 4.

(4.31)

To define the search direction dt , let W t be a diagonal matrix with diagonal
entires equal to θt . Let e be a vector of 1’s. Define dt = W t r(θt ) where
r(θ) = ∇f (θ) − θt ∇f (θ)e.

(4.32)

The step size st is restricted such that 0 < st < −1/ minj r(θt )j . The restriction
on st ensures that the optimal point always stays in the simplex. We choose the step
size by an Armijo rule (Forsgren et al., 2002), to ensure that the direction in which
the solution proceeds is an ascent direction. Specifically, st is the largest value in the
sequence s where s ∈ {st0 (ν)k }k=0,1,... such that
f (θt + sdt ) ≥ f (θt ) + σs∇f (θt )T dt .

(4.33)

Here 0 < ν, σ < 1 are constants and
(
0<

ν0t

∞

if dt ≥ 0;

− minj 1dt /θt

otherwise.

j

j

(4.34)
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4.4.5

Variational estimation of conditional class probabilities

In the previous sections, we derived the update equations for a variational approximation to estimate the conditional class probabilities from noisy counts. In this section,
we summarize this algorithm in Figure 4.1. Some key questions for implementation
of the algorithm remain to be answered, which are addressed next.
How do we declare convergence? Determining convergence in this algorithm is
not well understood in part because the objective function has many local optimal
points. Currently, convergence is declared by monitoring the value of the lower bound
to the objective function. We keep track of E[logV t ] at the tth iteration. We declare
convergence when E[log V t+1 ]−E[log V t ] < tol for some pre-specified tolerance value
tol.
Choice of starting values. The choice of starting values is also very important in
the algorithm. During our experiments, we noticed that the number of steps needed
for convergence depends on the starting value. A good starting value speeds up
convergence. In general, we found that the naive estimates of the conditional class
probabilities serve as a good starting point. The naive estimates are defined as those
obtained by ignoring the privacy mechanism and using the noisy counts mkij as if
they were the original counts. In cases where these counts are less than 0 or larger
than the total sample size, we simply truncate them to their corresponding upper
and lower limits. Finally, we renormalized the counts to make sure that they give a
consistent estimate of p(y).
Selection of priors. To complete the specification of the algorithm, we also need
to specify the prior used for the parameters pij and p . Since we do not have much
information a priori about the parameters, we can set the priors to be a uniform distribution over the parametrization selection in the model. More specifically, we select
the Dirichlet prior on pkij and pi to be the uniform distribution. However, during our
experiments we notice that the estimates of pi , i = {1, . . . , K}, the marginal distribution of Y are being pushed to extremes, i.e., they are very close to the boundary
of the simplex. This affects the estimates of the conditional class probability. On the
other hand, the naive estimates of pi do not suffer from this problem. To avoid such
a behavior, we use a strong prior for p and set it equal to the naive estimates of
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p obtained using the noisy counts. This is similar to an empirical Bayes approach
where the prior parameters are set based on the data.
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Input: A feature vector x = {x1 , . . . , xk }, noisy counts mkij
Output: Estimates of P (y|X = x)
k
At step 0, initialize the parameters and set the priors αij
and αi .

Compute the variational lower bound E(log V ) Repeat the following steps until
convergence:
1. Estimate the optimal q(βijk )


b
q(βijk ) = InverseGaussian(λ = 1, µ = √ ) where k = E (mkij − nkij )2 .
k
k
and θi
2. Estimate the optimal θij

argmax

X

θik

subject to

P

j

k 2
k
k
k
Aj (θij
) + Bj θij
+ Cj θij
log θij

j

k
k
≥ 0.
= 1 and θij
θij

argmax

X

θ

subject to

P

i θi

Di θi2 + Ei θi + Fi θi log θi

i

= 1 and θi ≥ 0.

3. Estimate the optimal distributions q(pki ) and q(p )
k
k
q(pki ) = Dirichlet({N θi θij
+ αij
+ ai I(j = jk )})

q(p ) = Dirichlet(N θi + αi + ai )
4. Estimate the optimal action !
âi = c exp

X

E [log pijk k ] + E [log pi ] − 1

k

where c is such that

X

ai = 1.

i

Figure 4.1: Variational algorithm for naive Bayes classification
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4.5

Estimation of posterior distribution of the parameters

In the above variational formulation, the action space consisted of the conditional
class probabilities for a fixed point x. Alternatively, one can directly compute the
posterior distribution of the parameters {pkij } and {pi }. In this alternative setup,
the variational distributions q(pki ) and q(p ) serve as approximate posterior distributions of the parameters, see Proposition 4.1 below. One can then use Bayesian
decision theory to construct optimal estimators of the parameters (or classifiers)
based on these posterior approximations. For example, if one wants to use the L2
loss function, the optimal conditional class probabilities would be the expected values
under the approximate posterior distribution. Moreover, since the posterior distribution is a Dirichlet distribution, an end user of the private counts can use existing
software/tools to derive the class probabilities. This is because the approximate
private posterior distribution belongs to the same class as the non-private posterior
distribution obtained using the counts nkij . This is computationally more efficient
than directly estimating the conditional class probabilities for each x. Instead of
using the variational algorithm to estimate the conditional class probability every
time we need to classify a new data point x, we can “publish” a posterior distribution
of the model parameters.
The derivation of variational equations for the approximate posterior distribution
follows the same steps as in the case of classification (see Section 4.4) with some
differences. We start by computing a lower bound to the log marginal likelihood of
the data D:

Z
log P (D = d) = log

P (D|θ) P (θ)dθ
Z

= log

P (D = d|Z) P (Z|θ) P (θ)dθdZ


P (D = d|Z) P (Z|θ) P (θ)
= log Eq(z)q(θ)
q(Z)q(θ)


P (D = d|Z) P (Z|θ) P (θ)
≥ Eq(z)q(θ) log
.
q(Z)q(θ)
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Once we have computed the lower bound to the marginal log likelihood P (D),
we need to choose the distributions q(Z) and q(θ) as before, to make the bound as
tight as possible. Thus, the derivation of the variational equations is same as before,
(see equation 4.20) except that the terms related to the action disappear. Once we
find the optimal values of q(θ) and q(Z), they can serve as approximate posterior
distributions for the parameters and missing data, respectively. The variational
algorithm for estimating approximate posterior distributions on pßk is summarized
in Figure 4.2.
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Input: Noisy counts mkij
Output: Approximate posterior distribution of {pij } and p
k
At step 0, initialize the parameters and set the priors αij
and αi .

Compute the variational free energy E(log V B) Repeat the following steps until
convergence:
1. Estimate the optimal q(βijk )


b
q(βijk ) = InverseGaussian(λ = 1, µ = √ ) where k = E (mkij − nkij )2 .
k
k
and θi
2. Estimate the optimal θij

argmax
θik

subject to

P

j

X
j

k
k
≥ 0.
= 1 and θij
θij

argmax
θ

subject to

P

k 2
k
k
k
Aj (θij
) + Bj θij
+ Cj θij
log θij

i θi

X

Di θi2 + Ei θi + Fi θi log θi

i

= 1 and θi ≥ 0.

3. Estimate the optimal distributions q(pki ) and q(p )
k
k
q(pki ) = Dirichlet({N θi θij
+ αij
+ ai I(j = jk )})

q(p ) = Dirichlet(N θi + αi + ai ).
Output q(pki ) and q(p ).
Figure 4.2: Variational algorithm for Estimation of approximate posterior distribution
We now give a proof of why q(θ) can be used as an approximate posterior distribution of θ. Let y be an observation from a model P (y|θ). Then the posterior
distribution of the parameters is P (θ|y) =

P (y,θ)
.
P (y)

The key difficulty in estimating
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this distribution is the computation of the normalizing constant P (y). Variational
methods give us a way to lower bound P (Y ). The approximation arises due to the
fact that we use a lower bound instead of the exact value of P (y) to compute the
posterior distribution. Using this lower bound as a normalizing constant will lead to
q(θ) as an approximate posterior distribution, as noted by proposition 4.1.
Proposition 4.1. Let y be a observation from a model P (y|θ). Let V (y, θ) be the
variational lower bound to P (y), i.e log V (y, θ) = Eq [log p(θ, y) − log q(θ)]. Then
P (y, θ)
= q(θ)
V (y, θ)
.
Proof. Let Q(θ|y) be the posterior distribution obtained by using the lower bound
to the marginal likelihood P (y), i.e.,
log Q(θ|y) = log

P (y, θ)
V (y, θ)

= log P (y, θ) − logV (y, θ)
= log P (y, θ) − Eq [log p(θ, y)] + Eq [log q(θ)].
Taking expectations on both sides with respect to q(θ), we get
Eq [log Q(θ|y)] = Eq [log P (y, θ)] − Eq [log p(θ, y)] + Eq [log q(θ)]


Q(θ|y)
=⇒ Eq log
= 0.
q(θ)
Note that the last quantity is the KL divergence. This implies that Q(θ|y) = q(θ).

4.6

Simulation Results

In this section, we evaluate the proposed variational approach on real and simulated
datasets. There are two problems that we consider:
1. Estimate the class probabilities p(y|x1 , . . . , xk ) for a fixed x1 , . . . , xk . These
are given by the estimates of the action a obtained from the VB algorithm in
Figure 4.1
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2. Estimate the approximate posterior distributions of the parameters, i.e. pki =
{p(xk |y = i)} for each feature k and class i and pi = p(y = i) by using the
algorithm in Figure 4.2.

4.6.1

Naive Bayes classification using variational methods

In this section, we present the results of using the proposed variational approach
to estimate the conditional class probabilities for classification. We evaluate the
estimation of class probabilities on a real dataset called the “AdultUCI” dataset
obtained from the UCI repository (Bache and Lichman, 2013). We compare the
estimates obtained by the variational approach to the naive private estimator that
ignores the privacy mechanism and treats the noisy counts as the original counts. The
non-private estimator is considered as the gold standard. We use the squared error
between the private and the non-private estimates of conditional class probabilities
as a measure of accuracy.
We use five features X1 , . . . , X5 of the dataset - workclass, education, sex, hours
per week and income to predict the class Y = occupation of each individual. We use
a training data set of sample size of 5000 to learn the classifier and a testing data
set of sample size 1000 for predicting the classes. Using the training data set, we
release the noisy counts using the Laplace mechanism 5 times. For each release of the
noisy counts, we use the variational method and the naive method for estimating the
conditional class probability for every point in the testing dataset. We compute the
squared error between the private estimates of conditional class probabilities and the
estimates obtained by using the non-private counts. The procedure is summarized
below:
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Repeat 5 times
1. Add Laplace noise with mean 0 and scale

1


to nkij , i.e., mkij = nkij + eijk .

2. Compute the naive estimates of pkij and pi using mkij .
3. For each point x in the testing dataset
(a) Compute the variational estimate of P (Y |X) using algorithm 4.1.
(b) Compute the naive estimate of P (Y |X)
(c) Compute the estimate of P (Y |X) using the true counts.
(d) Compute the squared error between the private estimates and the nonprivate estimate.
4. End Repeat
This procedure is repeated for different values of the privacy parameter . The
results of this study are shown in Figure 4.3 which shows box-plots of the squared
error of the estimators on the y axis for different values of  on the x axis. The
variance in the squared error is due to the variance associated with the addition of
Laplace noise, and the testing dataset. The bar in the boxplot represents the median
squared error (MSE). Note that we use MSE to represent the median squared error
as opposed to mean squared error. We use the median value of the squared error
as it is robust and due to the fact that we add Laplace noise that has heavy tails.
We consider four different estimators - two private estimators that use the noisy
counts and are based on the variational approach (V B) and the naive approach
(naive)and two non-private estimators that use the original counts and are based
on maximum likelihood (M LE) and Bayesian posterior distributions (bayes). Recall
that the randomness in the squared error are from the privacy mechanism and the
testing dataset. The figure shows that as we vary  from 0.0001 to 0.5, the median
squared error (MSE) in general decreases for the private estimators and approaches
the median squared error of the non-private MLE and Bayes estimators. Note that
the error of the non private estimators does not depend on . Thus, as  goes to
∞, the estimators are equivalent in terms of MSE. This is in line with our intuition
that as  increases, we add less and less noise, and thus proving less privacy, but
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higher utility. For smaller values of , the private estimators have a higher value of
median squared error than the non-private estimators. In the region of  from 0.0001
(very strong privacy) to 0.01, the median squared error of the VB estimator is much
smaller than the naive estimator. Moreover, the variance of the squared error is also
smaller, as evident by the length of the box plots.

factor(method)

VB

Naive

MLE

Bayes
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MSE
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5e−04

1e−04

0.0

epsilon
Figure 4.3: Box plots of squared error of the estimates of conditional class probabilities of two private and two non-private estimators as a function of . Here naive is the
naive estimator, V B is the variational estimator, M LE is the maximum likelihood
estimator and bayes is the bayes estimator.
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4.6.2

Estimation of naive Bayes model using variational methods

In this section, we evaluate the estimation of posterior distributions of the parameters
of the naive Bayes model on simulated datasets. We use the following method to
simulate the data:
1. Generate pi = P (Y = i) from a Dirichlet distribution with parameters α ,
2. For each fixed i and k, Generate pki = P (Xk = j|Y = i) from Dirichlet
distribution with parameters αik ,
3. Generate the marginal class counts : ni from Multinomial(N, pi ),
4. Generate nki from Multinomial(ni , pki ).
As before, we compare the squared error of three estimators: two private estimators that use the noisy counts mijk and the naive (naive) and the variational method
(V B) and a third non-private Bayes estimator (bayes) that uses the original counts
nkij . The squared error is calculated between the estimates of pij and p and their
true simulated values. The steps used in this study are given below:
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Repeat 10 times
1. Generate nki from Multinomial(ni , pki )
2. Repeat 5 times
(a) Add Laplace noise to nkij with mean 0 and scale 1 , i.e mkij = nkij + eijk
(b) Compute the naive estimates of posterior distribution of pkij and pi using
mkij .
(c) Compute the variational estimate of posterior distribution using the algorithm in Figure 4.2.
(d) Compute the Bayes estimate of posterior distribution using the true
counts nkij .
(e) Compute the squared error between the mean parameter estimates and
true estimates of pij and p
3. End Repeat
In Figure 4.4 below, we show a box plot of squared error of the estimators of the
parameters of the posterior distribution as a function of  for different sample sizes
N . Specifically, we vary  from 0.0001 to 1 and N ∈ {50, 100, 200, 500}. The plot
clearly shows that the variational estimator beats the naive estimator in terms of
the squared error. However, the error of the variational estimator is still higher than
the non-private estimator. For very small values of  and smaller sample sizes, the
efficiency (measured by the squared error) gains offered by the variational estimator
are much higher when compared to the naive estimator. As  increases, all the three
estimators behave in a similar fashion, as explained in section 4.6.1.
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Figure 4.4: Comparison of estimators of the posterior distribution using squared
error for varying sample size N and . Here naive is the naive estimator, bayesV B
is the variational estimator, and bayes is the bayes estimator.
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4.7

Future Work

In this chapter, we used the naive Bayes model for predicting class probabilities
and estimating posterior distributions of the parameters of the naive Bayes model
in a private manner. This model is equivalent to a log-linear model with a subset
of two-way margins as sufficient statistics. A naive estimator ignores the structure
of the contingency table and the noise addition process and uses the noisy counts
directly for estimation. However, as we show, using a variational method to impose
the structure of the contingency table and include the noise addition process in the
model leads to reduction in the squared error. Extension to more general decomposable log-linear models should not pose much difficulty. The challenge would be to
choose a parametrization such that the constraints imposed by higher order marginal
tables on lower order marginals are satisfied. We conjecture that the efficiency gains,
as measured by reduction in the squared error, will be much higher for very large
contingency tables due to the structure imposed on the counts.
Another direction of future research is related to the likelihood function and the
convergence of the variational algorithm. The likelihood function of the noisy counts
has multiple local optima. Convergence of the algorithm depends on the choice of
the starting values. More work is needed to study the convergence properties of the
variational method proposed in this chapter and to understand the effect of starting
points on the optimality of the solution.
Finally, tighter variational bounds may be used to obtain more accurate approximations. In using the variational approximation, we made an assumption that the
distributions q(nkij ) of θ and nkij are independent. Relaxing this assumption may lead
to a more accurate approximation.

Chapter

5

Conditional Inference in Categorical
Data using Markov basis1
5.1

Outline and Summary

In the previous chapters, we focused on problems where the original data were treated
as completely missing due to privacy concerns. In this chapter, we consider a general
class of problems where the data are partially missing. We consider the setting of
contingency tables where the observed table provides some kind of “partial information”. We present a Markov chain Monte Carlo (MCMC) algorithm for performing
conditional inference in the presence of partial information using Markov bases, a
key tool arising from the area known as algebraic statistics. We present applications
of this algorithm to the problems of conditional exact tests, ecological inference and
disclosure limitation and illustrate how these problems fall naturally in the setting
of inference with partial information. We also discuss some issues associated with
computing Markov bases which are needed as an input to the algorithm.

5.2

Introduction

Many applied problems in analysis of categorical data require sampling from a fiber
which is a bounded space of contingency tables satisfying a set of linear constraints
1

This work appeared in Karwa and Slavković (2013).
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that arise from the observed data. A well studied example is that of exact conditional tests where we sample from fibers generated by minimal sufficient statistics
(e.g Agresti (2001)). Other related problems where inference is conducted by sampling from fibers generated by some observed statistics, include ecological inference
(e.g., Wakefield (2004)), and problems related to disclosure limitation (e.g., Slavković
(2010)). Sampling from these fibers to perform valid statistical inference can be done
using a Markov chain. One of the main issues in constructing such chains is to find
a set of moves connecting the fiber, due to its constrained and discrete support. In
their seminal article on sampling from discrete exponential family distributions, Diaconis and Sturmfels (1998) show that such moves can be obtained by generating
sets of toric ideals and are called Markov bases. A comprehensive study of Markov
bases and their use in algebraic statistics has been most recently captured in a book
by Aoki et al. (2012a); for more on algebraic statistics, see Putinar and Sullivant
(2008); Gibilisco et al. (2009).
In this chapter, we present a Markov chain Monte Carlo (MCMC) algorithm for
sampling from fibers and focus on three problems: (1) computing conditional exact
p-values (2) evaluating the risk and utility in limiting disclosure of sensitive information in contingency tables, and (3) conducting ecological inference. We demonstrate
that these applications fall under a common framework of “conditional inference” in
presence of partial information, for which Markov bases prove to be a useful tool.
In the next section, we review some basic definitions and present our framework by
formally stating the problem of conditional inference and an MCMC algorithm using
Markov bases. We follow by applications and a brief discussion of limitation of this
method related to computation of Markov bases. We conclude with pointers to other
algorithms to sample from the fiber and open problems.

5.3

Conditional Inference with Markov bases

Conditional inference in statistical literature is most often associated with performing exact conditional tests as in Fisher’s exact test for 2 × 2 tables (Fisher, 1945).
However, this topic is much broader than the exact tests and the actual meaning of
“conditional inference” perhaps is not so well defined as discussed by Reid (1995). In
this paper, by conditional inference we mean estimating quantities about partially
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observed contingency table and its joint probability distribution by relying on three
tasks: counting (i.e., enumerating all possible tables satisfying the given constraints),
optimization (i.e., computing bounds on the cells in the original table), and sampling
(i.e., estimating posterior distribution on the cells of the table) which is the main
focus of this article. To perform these tasks, we need to understand some basic definitions and connections between tables, fibers and Markov bases, which are outlined
below.

5.3.1

Tables, Fibers and Markov bases

Suppose that we observe k categorical variables X1 , . . . , Xk where each Xi takes
values in [di ] = {1, . . . , di }. Let N denote the contingency table obtained by the kway cross classification of X1 , . . . , Xk . Let n denote the observed value of the random
variable N and N be total sample size, e.g., see Table 5.1 for a two-way example.
Let I denote the cartesian product of [d1 ], . . . , [dk ]. In our case, it is convenient
Q
to think of a contingency table N as a vector in Zd≥0 , where d = k1 di . For any
i ∈ I, we will use n(i) to denote the i1 , . . . , ik entry of the table, with respect to
a predefined ordering of the categories (e.g., lexicographic order). The joint distribution of the random vector X = (X1 , . . . , Xk ) is denoted by p and defined as
pi1 ,...,ik = P (X1 = i1 , . . . , Xk = ik ). We also think of p = {pi1 ,...,ik } as a vector in Rd ,
where the set of all possible values of p defines a probability simplex ∆ in Rd :
∆ = {p : p(i) ≥ 0 ∀i and

X

p(i) = 1 }.

i∈I

For simplicity, let us assume that N has a multinomial distribution with fixed
sample size N and probability p. Many problems that we discuss here require further
restrictions on p, these are specified in the form of a statistical model defined as
M ⊂ ∆. M is specified more explicitly depending on the inference problem. For
example, M can be a log-linear model which may take different parametrizations
(e.g., Agresti (2002); Bishop et al. (1975 reprint 2007)) including its description by
semi-algebraic sets as an algebraic statistical model (e.g., see Drton and Sullivant
(2007); Fienberg and Rinaldo (2007)). Most of the work in conditional inference
using Markov bases has focused on the case when M is an algebraic statistical model
that has been generated by toric ideals, but the Markov bases methodology can also
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be used in more general settings; for examples, see sections 5.5 and 5.6 on Disclosure
Limitation and Ecological Inference, respectively.
Another important object in setting up this general framework is a fiber, which
is the space of all possible tables consistent with the observed statistics. In the
generalized setting that is considered here, we may observe some partial information
about table n such as marginal counts or conditional frequencies; let this partial
information be represented by a vector t ∈ T where T = {t : t = Tn, n ∈ Zd≥0 } ⊂
Zr≥0 . The complete contingency table n and the observed information t are related
by an r × d matrix T as Tn = t. Here r is the number of linear constraints, d is
the number of cells in the table, and T is the constraint matrix. When the observed
margins are sufficient statistics for a given log-linear model, T is typically referred
to as the design matrix. We assume that the rowspan of T includes a vector of ones,
(i.e., the sample size is fixed). If we let T = (T, t), then the restricted sample space,
FT = T−1 t := {n ∈ Zd≥0 : Tn = t},

(5.1)

is referred to as a fiber induced by T . We can also combine partial information
from different sources, e.g., both conditional frequencies and marginals in the same
matrix by stacking up the constraints in rows of T, e.g., see Section 5.5.
Main Problem. Given some (partial) information (T ) that is related to the contingency table n, we wish to perform inference on the table n and its joint distribution p,
under some statistical model M where T may or may not contain sufficient statistics
for M. Inference is accomplished by sampling from the following distribution
P (n, p|T , M) supported on (FT , ∆)

(5.2)

using Markov bases.
The sampling in our setting requires Markov bases. Let ker T = {m ∈ Zd |Tm =
0} be the integer kernel or lattice of T. Consider a finite subset BT of ker T . Each
element of BT , m can be thought of as a contingency table with values in Zd , and is
called a move that satisfies T(n + m) = Tn. A set BT is called a Markov bases if it
connects the fiber FT , for all t ∈ T. Thus, Markov bases can be used for building a
connected Markov chain. The connection between other bases of an integer lattice
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and Markov bases, in relation to the study of contingency tables, are explained in
more detail, for example, in Chapter 1 of Drton et al. (2008) and in Chapter 4 of
Aoki et al. (2012a).

5.3.2

MCMC algorithm with Markov bases

The MCMC algorithm to sample from P (n, p|T , M) using Markov bases is described
in Figure 5.1. The general scheme is to iteratively sample from the conditional
distributions P (n|T , M, p) and P (p|T , M, n) which are supported on FT and ∆,
respectively. The key step of this algorithm is step 2(a), which uses Markov bases
to propose tables n from FT . This step guarantees the connectivity of the chain
and that the proposal distribution in the Metropolis-Hastings algorithm (Hastings,
1970; Chib and Greenberg, 1995) is fully supported on the fiber which includes only
nonnegative tables. Each point in FT is reachable by a finite sequence of moves so
that the Markov chain is irreducible, as initially shown by Diaconis and Sturmfels
(1998) for sampling from discrete exponential families when conditioning on sufficient
statistics.
Next, we highlight three inference problems that can be solved by the algorithm
in Figure 5.1. The common thread across these problems is that the observed information can be linked to the unobserved table by equation (5.1). The statistical
model M is different in each of these examples and that is why the model was not
explicitly specified in Figure 5.1, which makes this framework rich enough to handle
these seemingly different problems. All computations were done using R4ti2 (Karwa,
2012), which calls 4ti2 (4ti2 team) from statistical software R (R Core Team, 2014)
to compute the Markov bases.

5.4

Exact tests in contingency tables

In this section we demonstrate with a simple example the use of the MCMC algorithm
outlined in Figure 5.1 for performing exact conditional tests in contingency tables.
In this setting the partial information T is marginal totals, M is a log-linear model,
and the two-step algorithm reduces to a single-step algorithm only needing to sample
from the fiber FT in step 2, as illustrated by an example below.
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At step 0, we start with n(0) ∈ FT . Let BT be the set of Markov moves computed
corresponding to the constraint matrix T. At the t + 1th step,
1. Sample p(t+1) from P (p|n(t) , T , M) = P (p|n(t) , M) ∝ P (n(t) |p)P (p|M)
This could be a Gibbs update, e.g for multinomial with Dirichlet distribution
or may require Metropolis-Hastings sampling, depending on the problem.
2. Sample n(t+1) from P (n|T , p(t) , M) = P (n|T , p(t) ). This is divided into two
steps: completing a table consistent with the given information and deciding
to accept or reject it.
(a) Propose a candidate table n∗ from q(n(t) , n∗ ) induced by Markov moves.
Uniformly choose one move m ∈ BT and  = ±1 with equal probability
(b) Add the selected move to the previous table, that is, n∗ = n(t) + m.
(c) If n∗ ≥ 0, accept the candidate table n∗ with min{1, ρ}, where
ρ=

P (n∗ |p(t) )
.
P (n(t) |p(t) )

(5.3)

Otherwise, stay at n(t) .
Figure 5.1: MCMC algorithm to sample from P (n, p|T , M)
Let n0 represent an observed contingency table obtained under a multinomial
sampling scheme with unknown probability vector p. In many inference problems,
one is interested in testing hypotheses of the form p ∈ MT , where MT is a log-linear
model with a vector of sufficient statistics t = Tn specified by marginal summaries
of n encoded in the matrix T (see equation 5.4 for an example). Such tests are based
on comparing how extreme n0 is relative to other tables n, under the null hypothesis.
More precisely, let d(n) denote a measure of discrepancy between any table n and
the table expected under the model MT . A p-value based on d(n) is defined as
f (p) = P (d(n) ≥ d(n0 )) = E[Id(n)≥d(n0 ) ], where I(.) is the indicator function and n
has a multinomial distribution specified by the unknown p ∈ MT .
For well-known discrepancy measures, such as the chi-squared or likelihood-ratio
statistics, the asymptotic tests operate with known distributions of d(n), but in case
of sparse contingency tables those may fail. An extensive discussion and bibliography
of the validity of chi-square tests when the expected frequencies are small and data
are sparse are given in Hutchinson (1979) and Haberman (1988). An alternative
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is to use exact conditional tests which are based on the distribution P (n|T ) where
the partial information T = (T, t) contains the sufficient statistics of MT . This
distribution does not depend on p anymore. For example, in the famous Fisher’s
exact test for 2 × 2 table conditioning on the margins of the table assuming the
null model of independence leads to a hyper-geometric distribution; this distribution
generalizes to multiple hyper-geometric for larger tables and other log-linear models.
For more details on exact tests, Monte Carlo conditional inference with log-linear
models and their applications in the general statistical literature, see Agresti (2001,
2002) and Caffo and Booth (2003).
The conditional exact p-value is defined as P (d(n) ≥ d(n0 )|T ) = E[Id(n)≥d(n0 ) ].
While conditioning constrains the support of the distribution on d(n), it can still
be very large such that complete enumeration and counting of tables is not feasible
and sampling methods are needed to compute the p-value. Thus, estimating a conditional p-value involves sampling from FT under the distribution P (n|T ) and directly
falls under the framework outlined in Figure 5.1. In fact, this was one of the first
applications of Markov bases, as introduced in Diaconis and Sturmfels (1998).
Consider a fictitious 3 × 3 contingency table n ∈ Z9≥0 shown in Table 5.1 obtained
by cross-classifying 115 individuals by a categorical variable X for race with values
{Black, Hispanic, White} and a categorical variable Y with three levels {Democrat,
Republican, Abstain} of voting pattern. Suppose we are interested in testing if voting
pattern is independent of race, i.e., X ⊥⊥ Y .

Race
Black
White
Hispanic
Total

Voting
Demo
Rep
Abstain Total
15
30
1
46
30
15
3
48
8
12
1
21
53
57
5
115

Table 5.1: Fictitious table of Voting Pattern by Race.

Assume that n follows a multinomial distribution with parameter vector p ∈ ∆8 .
Let T be a 6 × 9 matrix shown in equation 5.4 that constraints the margins of n to
P
P
be equal to t = {ni+ = j nij , n+j = i nij }, i.e. Tn = t; here the cells are ordered
such that the index of X varies the slowest. The log-linear model MT associated
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with T can be expressed as P (n|p) ∝ exp {tθ(p)} = exp {(Tn)θ(p)} where θ(p) is a
vector of unknown parameters. The null hypothesis X ⊥⊥ Y is equivalent to testing
if p ∈ MT .






T=






1 1 1 0 0 0 0 0 0




0 0 0 1 1 1 0 0 0 


0 0 0 0 0 0 1 1 1 


1 0 0 1 0 0 1 0 0 

0 1 0 0 1 0 0 1 0 

0 0 1 0 0 1 0 0 1

(5.4)

The conditional p-value is computed using one of the most commonly used meaP (n −n̂ )2
sures of discrepancy, the chi-squared statistic, d(n) = χ2 (n) = ij ij n̂ij ij , where
n̂ij = N p̂ij is the expected value of the cell counts under the model MT . The
distribution of n under MT is a multiple hyper-geometric distribution given by
Q
P (n|T ) =

Q
ni+ ! j n+j !
Q
N ! ij nij !

i

(5.5)

The conditional p-value is estimated by generating sufficient number of samples
from the fiber FT which has a total of 17, 444 tables. More specifically, it is estimated
by step 2 of the algorithm in Figure 5.1 where the Metropolis-Hastings rejection
probability ρ is computed as a ratio of probabilities from equation 5.5. Note that
this distribution does not depend on p and step 1 is not required. Using this modified
algorithm the p-value is 0.01447 whereas using the asymptotic approximation to the
distribution of chi-squared statistic gives a p-value of 0.02074 which is less accurate.
Conditional exact tests can be generalized to multi-way tables by specifying the
null models via various hierarchical log-linear models which can have many different
parameterizations (e.g., Lauritzen (1996); Agresti (2002); Bishop et al. (1975 reprint
2007)). In the algebraic statistics setting, we are interested in a toric ideal representation where the marginals form a simplicial complex (Eriksson et al. (2006)),
and the appropriate design matrix T completely specifies the model. For a very nice
textbook introduction to exact tests using Markov bases, examples and their applications in two-way and k-way tables, see Chapters 1 and 2 of Aoki et al. (2012a) and
Chapter 1 of Drton et al. (2008). In Section 5.8, we also point to other methods for
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sampling from the fiber that can be used for computing p-values.

5.5

Disclosure Limitation

The goal of statistical disclosure limitation is to develop methodology to protect
the confidentiality of sensitive data while allowing for release of sufficient information such that a valid statistical inference can be performed, e.g., Hundepool et al.
(2012). Consider a case where data from the population census or a survey are categorized and represented in the form of a contingency table n as in Table 5.1. Small
counts in two-way or higher-dimensional and sparse tables may lead to disclosure of
sensitive information and thus privacy violations. Instead of releasing the original table, many data summaries, e.g., marginal tables, conditional tables, and relative-risk
measures, can be compiled from the table and subsequently released to the public.
An alternative is to release synthetic tables that preserve such partial information
T . In this section, we review the application of algorithm in Figure 5.1 for purpose
of evaluating disclosure risk and data utility within data privacy context.
One of the earliest application of Markov bases methodology for disclosure limitation given the marginal totals is described in Dobra (2002) and in Onn (2006),
while Slavković and Fienberg (2004) considered conditional rates. More recently,
Slavković and Lee (2010) propose using the MCMC framework of Figure 5.1 to construct synthetic tables in the case where T is defined by fixing the sample size N and
observed conditional rates. They also demonstrate cases where releasing marginal
summaries may lead to poor inferences, as in the case of Mantel-Haenszel tests and
logistic regression.
Including conditional rates into the integer matrix T, however, is not always
as straight forward as doing this with marginals, and may lead to a number of
approximate solutions, depending on the rounding scheme used for these rational
values. Consider a 2 × 2 table of random variables X and Y , let nij represent the
observed cell counts. Suppose that we wish to preserve the observed conditional
probabilities given by ĉij = P (Y = j|X = i) =
matrices A and T.

nij
ni+

which can lead to two constraint
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1

1


A=
 ĉ12 −ĉ11
0

0

1

1



0

0




 T =  n12 −n11 0

0



0
0
n22 −n21

ĉ22 −ĉ21



1

1

1

1


(5.6)

Note that A need not be an integer matrix, but we can construct an integer matrix
T by using the rational values of the observed conditional rates and clearing the
denominators. Using different approximation schemes to represent the conditional
rates as rational numbers leads to different constraint matrices and hence different
fibers FT . From a disclosure limitation point of view, the fiber induced by T may be
“small” for very accurate rational representation of ĉij ; see Slavković and Fienberg
(2004) and Slavković and Lee (2010) for examples where the fiber induced by rounded
conditional probabilities has only one element and thus leads to full disclosure of the
original data.
One can generate synthetic tables by sampling uniformly from FT using Markov
bases. However, if the goal is to estimate unknown cell parameters, we need to take
into consideration the data generating mechanism like we did in Section 5.4. In this
setting though, T may not be the minimal sufficient statistic of a log-linear model
and the distribution of tables in the fiber P (n|T ) may depend on the unknown p.
R
Writing P (n|T ) as P (n, p|T )dp shows that we can sample from P (n|T ) by sampling from P (n, p|T ). This problem falls directly under the framework of algorithm
in Figure 5.1. In this case, sampling from the fiber requires using both steps of the
algorithm and it requires considering a prior distribution on p in Step 1, as demonstrated by an example below. Note that the parameter space can be further reduced
by specifying a model M.
Consider again the voting by race data in Table 5.1. Let n0 denote a 2 × 2 subtable related to the original table n by cross-classifying of X 0 and Y 0 , where X 0 takes
values {W hite, Other} and Y 0 takes values {Democratic, Republican} as shown in
Table 5.2. Let the released partial information T be in the form of conditional rates
of Y 0 given X 0 , n0y0 |x0 =

n0x0 y0
n0x0

, marginal counts of Y , n+j and the sample size N . These

constraints gives rise to constraints on the full table n. The fiber FT is induced by the
constraint matrix shown in equation 5.7, where the first three rows are constraints
due to conditional rates and N , and the last three rows for fixing the marginal counts
of Y .
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Race Demo
White
30
Other
23
Total
53

Voting
Rep
Total
15
45
42
65
57
110

Table 5.2: Sub-table of Voting pattern by Race.



1

1

1

1

1






T=






0

15

0

0

−30

42

0

42 −23

0

1

1

1

0

0

0

0

0

1

1

0

0

0

0

0

1

1 1 1




0 0 0 


−23 0 0 0 


0
0 0 0 

1
0 0 0 

0
1 1 1
0

(5.7)

Samples from FT are constructed by using both steps of algorithm 5.1. In the first
step, we sample from P (p|n, M) ∝ P (n|p)P (p). We use a uniform Dirichlet prior
on p with hyper parameter α. This is a conjugate prior for multinomial sampling,
hence the posterior density of p is a Dirichlet with parameters n + α. In the step
2(c), the samples are generated from the fiber using Markov bases with acceptance
probability computed based on equation 5.8 below (compare this with equation 5.5
in Section 5.4):
P (n|p) ∝

Y pnijij
ij

nij !

(5.8)

Figure 5.2 shows the distribution of the cell counts obtained by using two different
partial information. Figure 5.2a are the results when only conditional rates n0y0 |x0 with
N are released, whereas Figure 5.2b are the results when both the conditional rates
and the marginal counts are released. The values of the original cell counts from
Table 5.1 are shown by dotted lines. We can see that under the second release, cells
n21 and n22 are uniquely identified. Moreover, the distribution of counts is closer to
its true values, posing more disclosure risk; specially for the cells related to the level
Abstain.
In general, the Markov bases methodology and other tools from algebraic statistics
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(a) T Conditional rates

(b) T = Conditional rates and marginal
counts

Figure 5.2: Distribution of cell counts in Voting by Race example
can help in three related problems that are relevant for evaluating disclosure risk and
data utility: (1) characterizing conditions under which released fragmentary data will
uniquely identify the original table, thus leading to full disclosure of the original table;
(2) computing sharp bounds on cell counts with small entries; and (3) counting the
number of feasible tables consistent with released data. For further discussion on
these problems, see Dobra et al. (2009), Slavković (2010), Smucker et al. (2012),
Slavković et al. (2014), and references therein. Chapter 14 of Aoki et al. (2012a) also
relates the results on Markov basis for preserving marginals to another commonly
used disclosure control technique of data swapping.

5.6

Ecological Inference

The main objective in ecological inference is to infer individual level behavior from
aggregate data, e.g., King (1997). For example, let Z denote a variable precinct taking
values in [k]. Then the cross-classification of X and Y from Table 5.1 and Z is a
3×3×k contingency table denoted by nxyz . In a typical ecological inference problem,
we only observe the marginal counts of each subtable, i.e the marginal counts of the
table nxy for each level of Z, and we are interested in performing inference on nxyz
and the parameters pxyz . Table 5.1 illustrates a subtable for precinct k. The observed
information T can be summarized by the set of marginal frequencies nxz and nyz ,
and the internal cell counts of the full table nxyz are missing. Inference is based on
jointly sampling from the fiber FT and the parameter space ∆ under a model M,
with intent to learn about the parameters and the missing cell counts.
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Race
Black
White
Hispanic
Total

Demo
?
?
?
n+1k

Voting
Rep
Abstain Total
?
?
n1+k
?
?
n2+k
?
?
n3+k
n+2k
n+3k
Nk

Table 5.3: Voting by Race for Precinct k.

First, we discuss the role of the parameter space ∆ in this inference problem.
The parameter space is typically restricted by assuming a model M that generates
n. Since n is only partially observed, inferences will be sensitive to the specification
of M. Thus, the choice of M is important. Most commonly used models in the
literature are hierarchical models such as Binomial-Beta model, see King et al. (1999)
and Greiner and Quinn (2008). For a review of other models used with 2 × 2 tables
and other methods for ecological inference, see Wakefield (2004) and King et al.
(2004), respectively.
The fiber FT is the second necessary piece of the framework. As discussed in
Greiner and Quinn (2008), inference should be consistent with bounds induced by
T on the internal cell counts of subtable for each precinct k, and information in
T should be treated as integer counts as opposed to fractions. Sampling from the
fiber, in particular use of Step 2 in Figure 5.1, ensures these requirements are satisfied. Wakefield et al. (2011) illustrate this by several examples where they consider
marginal totals as observed information; this is very similar to the sampling under a
particular log-linear model as described in Section 5.4.
In many cases, however, additional information beyond the marginals may be
available. For example, Wakefield et al. (2011) consider the case where the marginal
totals are supplemented with case control data and show how to use Markov bases
to perform ecological inference. We may also observe information in the form of
conditional rates. Although such additional information has not been discussed much
in the ecological inference literature, it could be easily handled by the Markov bases
framework since conditional rates induce linear constraints on the table n, as outlined
in Section 5.5.
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5.6.0.1

Simulation Example for Ecological Inference

We present two cases on how to use the MCMC algorithm outlined in Figure 5.1 for
ecological inference given some partial information. In the first case, the observed
information is in the form of marginal totals nxz and nyz . In the second case, apart
from marginal totals, we also observe conditional rates, e.g., we may know the proportion of Democrat vs Republican votes in the sub-population of W hites like in
Table 5.2. We further assume that the conditional rates are observed only for a
subset S ⊂ [k] of subtables. Thus the observed partial information consists of conditionals {n0y0 |x0 } for a set S ⊂ [k] subtables and {nxz , nyz } for all the subtables [k].
These induce linear constraints on the nxyz and can be captured by the constraint
matrix T. Recall, the goal is to perform inference on the full contingency table nxyz
and the underlying parameters pxyz . Then, ecological inference can be performed
by sampling from FT which is the set of all tables nxyz consistent with the observed
information.
For inferring parameters, the MCMC algorithm requires specification of a model
M and a prior on p. We use a hierarchical model with three levels as shown below.
At the lowest level, the model is a multinomial distribution parametrized by the conditional probabilities pi|j = P (Y = i|X = j). Note that implicit in this model is the
assumption that these conditional probabilities do not depend on the precinct variable, Z. The next level models the logit of the pi|j as multivariate normal distribution
and the third level specifies the hyper-priors.
Level 1:
{nij }|ni+ ∼ M ulti(ni+ , pi|j ) ∀i, j
Level 2:
ωjT


= {log


pi|j
}
Σm6=i pm|j

ωi = {ωjT }|µ, Σ ∼ MVN(µ, Σ)
Level 3:
µ|µ0 , K0 ∼ N (µ0 , K0 )
Σ|ν0 , ξ ∼ InvWishν0 (ξ0 )
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The posterior distribution of the parameters and cell counts are given by
p(µ, Σ, n, p|T, M),
and the inference can be performed using the algorithm in Figure 5.1. In Step 1,
we obtain samples from P (p|n, M) by using a combination of Gibbs algorithm and
Metropolis-Hastings step; see Greiner and Quinn (2008) and Wakefield (2004) for
more specific details of the specification of the model, the priors and on sampling
the parameters of this model. In Step 2, samples from P (n|T ) are generated using
Markov bases.
Apart from estimating the parameters such as µ, and Σ, we are also interested in
P
performing inference on some function of missing cell counts, k f (nk ), e.g., computing λij =

P
P

k

k nijk
ni+k −ni3

which are functions of the collapsed table. For illustration

purposes, we focus on inference on λij ; Table 5.4 shows the true values of λij .

Black
White
Hispanic

Demo
Rep
0.876 0.124
0.130 0.870
0.794 0.206

Table 5.4: True values of λij
Table 5.5 shows the results obtained by running the algorithm from Figure 5.1 in
the two scenarios, along with the 95% credible intervals. The results indicate that
for both the partial information scenarios, the estimates obtained are quite close to
the true values. As expected, in the second case, where we have information on
both conditionals and marginals, the estimates of λij are closer to the true values
with smaller confidence intervals. Although limited, this example illustrates that
valid ecological inference is possible by using Markov bases when combining different
sources of partial information and not by only using the marginal totals.

5.7

Computing Markov bases

There are many general algorithms available for computing a set of generators of an
ideal, see for example Hemmecke and Malkin (2009); Malkin (2010). User friendly
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Partial Information
Black
White
Hispanic
Marginal
Black
& Conditional
White
Hispanic
Marginal

0.859
0.127
0.864
0.878
0.133
0.758

Demo
[0.823,0.883]
[0.116,0.139]
[0.816,0.901]
[0.839,0.916]
[0.128,0.139]
[0.717,0.804]

0.141
0.873
0.136
0.122
0.867
0.242

Rep
[0.117,0.177]
[0.861,0.884]
[0.099,0.184]
[0.084,0.161]
[0.861,0.872]
[0.196,0.283]

Table 5.5: Estimated values of λij . The 95% credible intervals are shown as well.
software such as 4ti2 (4ti2 team) and Macaulay (Grayson and Stillman, May 2012)
compute such generators for small- to mid-sized contingency tables easily. But the
wider use of Markov bases is currently limited because of difficulty in computing
them for larger tables and due to the lack of easily accessible software to applied
researchers that combines algebraic and statistical tools. Computing a Markov basis
is NP hard in general (De Loera and Onn, 2006) and requires using computational
algebraic techniques such as primary decomposition of ideals. Also, the set of Markov
bases can be very large and arbitrarily complex, as they guarantee connectivity for
all fibers and not just the observed one. The Markov bases repository at http:
//mdbd.mis.mpg.de demonstrates some of that complexity. However, there have
been at least two general lines of research attempting to solve the computational
issues of Markov bases: 1) characterizing and computing Markov bases for a class
of models and 2) considering other kind of bases such as Markov subbases or lattice
bases and study the connectivity provided by these bases.
Following the first line of research, Takemura and Aoki (2004) characterize the
minimal Markov bases needed for sampling from discrete conditional distributions,
Aoki et al. (2010) explicitly describe Markov bases for constraint matrices whose
generating ideals can be described by Segre-Veronese configurations. Dobra and
Sullivant (2004) provide a strategy for computing Markov bases for reducible loglinear models, and Ogawa and Takemura (2012) for block effects models in twoway tables. Chapter 10 of Aoki et al. (2012a) provides an explicit description of
Markov bases for some quasi-independence models used for contingency tables with
structural zeros. For using the algorithm in Figure 5.1, one needs to compute the
entire Markov basis in advance which can be computational taxing or even infeasible.
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Slavković et al. (2014) show that in the case where T arises from conditional rates,
one can decompose the Markov bases into two sets, one that preserve the margins,
and one that change the margins; thus one could use already existing list of bases
that preserve the margins and reduce the computational burden in this case. Most
recently, Dobra (2012) have proposed to compute so called Dynamic Markov bases,
which are sets of local moves created on the fly at each iteration of the algorithm.
This approach may extend the applicability of this methodology to large and sparse
contingency tables.
In the second line of research, focus has been on finding other bases that connect
the Markov chain such as Markov subbases as defined in Chen et al. (2006). Rapallo
and Yoshida (2010) study Markov subbases for bounded contingency tables for the
model of independence. It has been shown that in some cases, a smaller set of moves
suffices under the condition of positive margins, e.g., see Chen et al. (2010), and Hara
et al. (2010) demonstrate this in case of exact logistic regression. More recently, Kahle
et al. (2012) have studied the positive margin property and its generalization called
the interior point property for graphical models by studying primary decompositions
of conditional independence ideals.
A related basis called lattice basis works by allowing the Markov chain to have
tables with values such as −1, e.g., see Bunea and Besag (2000); Chen et al. (2010)
and also Aoki et al. (2012b) for advantages and disadvantages of lattice bases in
comparison to Markov bases. This idea of going outside the original fiber that has
only nonnegative tables, has been used in cases where Markov bases are difficult to
compute for the original fiber F0 but easier for an enlarged fiber F1 by using the
Lawrence lifting. For example, Chen et al. (2005) use this technique to compute
Markov bases for the Hardy-Weinberg problem and logistic regression. However,
since F1 is larger than F0 , the running times of Markov chain can be longer. An
alternate strategy is to start from first principles and directly compute a minimal
generating set of the ideal and remove moves that take the chain outside the fiber, as
is done for the p1 model in Petrovic et al. (2010) and Fienberg et al. (2011). Yoshida
(2010) provides an excellent review of some of these issues of computing Markov
subbases with the positive margin assumption.
Although progress has been made in characterizing Markov bases and subbases,
these advances have not been accessible to applied researches in statistics and related
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applied fields, mostly due to lack of easily usable software that links naturally with
statistical software. R4ti2 (Karwa, 2012) is a software package that attempts to
bridge this gap by providing an interface in R to the algebraic software 4ti2 (4ti2
team) that can compute Markov bases for small contingency tables and constraint
matrices. DynamicMarkovBases (Gross and Karwa, 2011) is a package in Macaulay
(Grayson and Stillman, May 2012) that constructs Markov bases for decomposable
log-linear models on the fly. However, additional software tools are needed to enable
the broader use of Markov bases methodology in the applied statistics community.

5.8

Conclusions and Future work

In this Chapter, we developed an MCMC algorithm that uses Markov bases for
conditional inference in categorical data in presence of partial information T . We
showed that many applied problems in the analysis of categorical data, such as exact
tests, disclosure limitation and ecological inference can be addressed by using this
algorithm. The common theme in these problems is the need to sample from the fiber
F induced by the observed partial information T , for which Markov bases prove to
be a useful tool.
In general, this methodology can be applied in any setting where the partially
observed table is related to the complete table n by a linear constraint matrix and
the fiber represents the set of all tables that could have been observed; e.g., missing
data problem (Little and Rubin, 1987) and causal inference (Rubin, 2004). However, computation of Markov bases for a general constraint matrix T as discussed
in Section 5.7. Computing Markov Bases is not easy, and significantly wider use of
this algorithm is currently limited in part due to this step. Another limitation of
sampling methods that use Markov chain is that the mixing time of these chains is
very difficult to evaluate and theoretical results are known in very few special cases,
e.g., see Diaconis and Sturmfels (1998). In such cases, other approaches exist to
enumerate and sample from the set FT for specific classes of T . For example Chen
et al. (2006) propose a sequential importance sampling (SIS) algorithm for producing
independent samples in multi-way contingency tables given a set of marginals that
in many examples is more efficient than the MCMC algorithm reviewed here. While
this SIS algorithm does not require computation of a Markov basis, it uses proper-
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ties of the toric ideal to justify its convergence. The Generalized Shuttle Algorithm
(GSA) by Dobra and Fienberg (2010) is another alternative that exhaustively enumerates all feasible tables consistent with an arbitrary set of fixed marginals. Using
GSA to compute upper and lower bounds on cells, Dobra (2009) proposes a MCMC
algorithm to compute conditional p-values. While this approach does not use Markov
bases, it is slower than using the algorithm from Figure 5.1. Both of these methods,
focus only on fibers arising from fixing marginals and the bounds they may induce on
the cell counts, and it remains an open problem to understand and show how these
tools apply to tables with other linear constraints.
Another issue in the use of the reviewed algorithm is the computation of the
initial table, n0 . In simpler cases, it may be straightforward to choose an initial
table, however in general, that is not the case. In particular, in case of inconsistent
partial information, the fiber may be empty.

Chapter

6

Summary
In this dissertation, we developed likelihood based inference procedures for discrete
data models where the data are missing due to privacy or other concerns. Such
models fall under the framework of latent variable models. The common theme
in all these problems is the analyst has access only to “noisy” or “partial” data Z,
generated from P (Z|X; γ) instead of the original data X, generated from P (X; θ).
The inference problem is to estimate parameters θ of the distribution that generated
X using a sample Y = y. The ideal solution is to use the full likelihood L(θ, γ; y) =
P
X P (Y = y|X; γ)P (X; θ) for inference. However, in many of the applications we
consider, the full likelihood is intractable and we need to approximate it.
The difference lies in whether or not the mechanism that generated Y from the
latent (missing) data X is known. The bulk of the dissertation comprises applications where the data are missing due to privacy concerns (Chapters 2, 3 and 4). In
such privacy applications, the original data is entirely missing, but the missing data
mechanism is known completely, that is X is not observed, but P (Y |X, γ) is known.
In the last chapter of this dissertation, Chapter 5, we study problems where the data
are partially missing, but missing data mechanism is not known, that is X is partially
observed and P (Y |X, γ) is not known. We study the case when X and Y are related
by a linear matrix, i.e., Y = AX for a known A.
We provide four types of solutions in various settings of the model P (θ, X), the
data X and the missing data mechanism P (Y |X, γ). The key in all these solutions
is to replace the intractable likelihood function L(θ, γ; y) by a tractable estimate.
Below, we describe the general nature of these solutions without referring to the
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specific details of the type of model or data used.
1. In Chapter 2, we find an estimate X̂ of the missing data X using Y and
the knowledge of P (Y |X, γ). By plugging the estimated missing data X̂ in
the likelihood L(θ; X), we get an estimate of the likelihood function L(θ, X̂).
This estimated likelihood function is used for inference, such as estimating θ
by maximizing L(θ, X̂). In many cases, estimating X̂ from Y is non-trivial
and we need to develop procedures for estimating X from Y for specific cases.
We develop one such algorithm when X is a degree sequence. To avoid such
limitations, we use an alternative method of estimating the likelihood function
directly instead of estimating X, as we describe next.
2. In Chapter 3, we replace the full likelihood L(θ, γ; y) by an estimate using
a weighted Markov chain Monte Carlo technique. The key in estimating the
full likelihood is to sample from the space of all possible missing datasets X
using a Markov Chain and weight the samples with the known missing data
mechanism. The MCMC estimate of L(θ, γ; y) is then maximized to estimate
the parameters θ. Although general, this method has it’s own drawbacks. It
does not scale to very large datasets and can be slow due to the sampling step.
To avoid the limitations of this method, we develop an alternative technique
— we replace the intractable likelihood by a deterministic “surrogate” tractable
function that avoids the Monte Carlo sampling step.
3. In Chapter 4, we replace the L(θ, γ; y) by compute a deterministic lower bound
Q(θ; y) of the likelihood and maximize the lower bound to estimate the parameters. Such techniques fall under the class of variational methods and they
are computationally efficient due to the deterministic nature of the approximation. However, one limitation of these methods is that it is difficult to provide
theoretical guarantees on the quality of estimates obtained by maximizing the
lower bound.
4. In Chapter 5, we consider a class of problems where the missing data mechanism
is also not known. In such cases, we develop a two step MCMC algorithm: In
the first step, we sample from P (X|Y, θ, γ) - the conditional distribution of the
missing data, given the unknown parameters θ and γ and the observed data Y .
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In the second step, we sample from P (θ, γ|X, Y ) — the conditional distribution
of the parameters given the missing data X and the observed data Y . This
procedure is repeated until the Markov chain has converged.
Although the aforementioned proposed solutions were developed for specific models and missing data mechanisms, the key ideas are general and may be applicable
to other problems, e.g., problems with large amounts of missing data and/or known
measurement errors such as supervised classification and non linear regression in Astronomy (Kelly, 2012). Each of the proposed solutions has its own advantages and
disadvantages, all discussed in more details in their respective chapters along with
a number of proposed open problems. An interesting direction of future work is to
understand how these proposed techniques relate to each other, and compare them
with other methods of approximate inference such as the composite likelihood of
Lindsay (1988).
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